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Deployable Online Reinforcement Learning Algorithms

Abstract

Online reinforcement learning (RL) algorithms are being increasingly used in real-world set-
tings where dynamic environments may render offline algorithms ineffective. Such algorithms are
desirable in this setting because they learn and improve future decision-making using continually
collected data. Applications include robotics, recommender systems, fine-tuning large language
models, and digital health. However there are many constraints to deploying online RL algorithms
in the real world. Common challenges include limited data (sparse, partially-observable, etc.), ac-
counting for the complexity of the environment, ensuring stability and autonomy of the algorithm,
and facilitating intepretability and explainability of the algorithm. In this thesis, we have the use-
inspired goal of making online RL deployable and stable in real-world settings. To do so, we provide
a full end-to-end pipeline for online RL deployment. We start with guidelines for making various
design decisions for the algorithm before deployment. We highlight the reward design as one of
the most important design decisions. Next, we provide a framework for creating a monitoring sys-
tem to ensure the algorithm runs stably and autonomously during deployment. Then, we cover
post-deployment analyses that can be conducted to (1) explain what the algorithm learning and (2)
re-evaluate algorithm design for the next deployment. To make ideas concrete in the previous three
stages, we use real examples from the online RL algorithm deployed in the Oralytics clinical trial.
Finally, we study a theoretical non-stationary bandit problem inspired by the non-stationarity in
many real world problems. We conclude by discussing various open research problems for online
reinforcement learning deployment.
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1
Introduction

Reinforcement learning (RL) is a learning paradigm under machine learning (ML) where an algo-

rithm (or decision maker) learns a policy for selecting actions in an environment to maximize some

notion of cumulative reward. Specifically, online RL continuously improves the policy during de-

ployment using recent interactions, instead of offline or batch RL which relies on pre-deployment

training with historical data. Online RL is conducive for many situations where lengthy training

periods are not feasible or transfer learning is difficult. For example, there may be little to no quality

1



offline data or the environment has changed so significantly since training that past data or offline-

trained policies become ineffective. As such, there is increasing interest in using online RL algo-

rithms in various real-world applications. This includes applications in robotics (Ibarz et al., 2021),

digital marketing (Fiez et al., 2024), energy management (Meng et al., 2024; Hu et al., 2024), recom-

mender systems (Li et al., 2010a), fine-tuning of large language models with human feedback (Cen

et al., 2024; Bai et al., 2025), education (Qi et al., 2018; Cai et al., 2021), and digital health (Liao

et al., 2019; Yom-Tov et al., 2017b; Forman et al., 2019; Nahum-Shani et al., 2024).

However, real-world deployment of online RL algorithms comes with many challenges. For ex-

ample, there could be very limited data in these settings. In many applications such as healthcare,

there could be little to no historical data available to design the algorithm and during deployment,

the available data could be sparse, partially-observable. Also the real-world environment is com-

plex. The algorithmmay need to accommodate the lack of mechanistic models, potentially non-

stationary or non-Markovian outcome distributions, and handle the delayed effects of its actions.

To be useful and practical in real world settings, many engineering or research teams may require

the algorithm to run stably and autonomously. Furthermore, the algorithm should interpretable

and explainable so that algorithm behavior can be inspected and critiqued by domain experts and

stakeholders.

This thesis provides a full end-to-end pipeline (Figure 1.1) for deploying online RL algorithms

that address the real-world challenges presented in the previous section. This work first discusses

guidelines for making various design decisions (model selection) for the RL algorithm before de-

ployment. The algorithm design accommodates the potentially limited data and complex environ-

ment. One key design decision highlighted is the reward design for the algorithm. To enhance the

stability and autonomy of the algorithm, we discuss how to build an effective monitoring system to

monitor the algorithm during deployment. After deployment, we conduct various post-deployment

analyses to evaluate the algorithm, explain algorithm behavior, and reconsider design decisions for

2



Post-Deployment Analyses     Design & Evaluation

Design RL algorithms 
and evaluate the design 
using simulation testbed

Deploy stable RL 
algorithms with a real-
time monitoring system

Re-evaluate design 
decisions, explain algorithm 
behavior, and motivate new 
research questions

     Deployment & Real-Time Monitoring

Figure 1.1: End‐to‐end pipeline for online reinforcement learning (RL) including: (1) algorithm design, (2) real‐time deploy‐
ment monitoring, and (3) post‐deployment analyses. This iterative framework enables systematic deployment, evaluation,
and continual improvement of online RL algorithms in various real‐world applications.

the next deployment. These analyses facilitate the interpretability and explainability of the algo-

rithm. Finally, inspired by the non-stationarity present in many real-world environments, we study

a non-stationary bandit problem with a realistic source of non-stationarity. We develop a first algo-

rithm in this environment with theoretical and empirical guarantees.

The research methods presented at each stage of the pipeline were developed for or motivated

by the Oralytics clinical trial (Section 2.2). Oralytics is an oral health digital intervention clinical

trial conducted from September 2023 to July 2024. Oralytics involved an online RL algorithm that

optimized the delivery of prompts to encourage patients to engage in healthy oral self care behaviors.

Throughout the thesis, we refer to this online RL algorithm as the Oralytics algorithm. To make

our research ideas concrete, we will be using Oralytics as a running example; however, many of these

methods are applicable and extendable to other applications.

1.1 Thesis Outline

The remainder of the thesis is structured as follows:

3



• Chapter 2 provides the background needed for the rest of the thesis. This includes an overview

of the online reinforcement learning formulation and information about theOralytics clinical

trial.

• Chapter 3 covers guidelines for designing online RL algorithms before deployment. We high-

light examples of making key design decisions for the Oralytics RL algorithm such as the re-

ward design. This chapter is based on work from Trella et al. (2022), Trella et al. (2023), and

Trella et al. (2024b).

• Chapter 4 discusses the importance of having an autonomous monitoring system for the al-

gorithm during deployment. We offer practical approaches for deciding which components

and processes to monitor and how to assign severity to issues. Examples from the Oralytics

trial show various issues that were caught by themonitoring system that prevented issues from

escalating. This chapter is based on work from Trella et al. (2024c) and Trella et al. (2024a).

• Chapter 5 describes the post-deployment analyses conducted to (1) explain algorithmbehavior

(i.e., what the algorithm learned) and (2) re-evaluate algorithm design decisions for the next

deployment. This chapter is based on work from Trella et al. (2025b).

• Chapter 6 considers a non-stationary bandit problem inspired by the non-stationary outcomes

observed in the real world. In this setting, the structure of the non-stationarity is known,

but there is no budget to the non-stationarity. To capture the smooth changes to mean re-

wards common in this setting, we formulate the non-stationarity as dictated by a latent auto-

regressive state. We designed a first algorithm in such an environment that leverages the linear

contextual bandit framework and verify the performance of the algorithm theoretically and

empirically. This chapter is based on work from Trella et al. (2025a).

• Chapter 7 provides the conclusion and proposes open research problems.

4



2
Background

2.1 Online Reinforcement Learning

Reinforcement learning (RL) (Sutton and Barto, 2018) is a field of machine learning that involves

algorithms learning to make a sequence of decisions in an environment to maximize a notion of

reward. In this thesis, we focus on the class of online RL algorithms that learn and adapt continu-

ously during deployment as new data becomes available. This is different from the offline or batch

5



setting where the algorithm is trained before deployment starts on previous batch data. To properly

formulate the RL problem, we first define a state, action, and reward. For many applications, the

algorithmmay need to make decisions in multiple environments (e.g., recommend content for mul-

tiple users or select treatment for multiple patients). For each of the components, we use subscript

i ∈ [1 : N] to denote the associated environment and subscript t ∈ [1 : T] to denote the decision

time. In addition, online RL algorithms can be decomposed into two main parts: 1) a model of the

environment and 2) a action-selection strategy or policy informed by the environment model.

States are usually chosen to be a feasible representation of the environment. The state Si,t for

environment i at decision time t consists of relevant features that provide the algorithm with current

context to select actions. For example, in healthcare applications, the environment is the patient

themselves and state features could include vital signs, weather, location, recent adherence to study

protocol, or amount of dosage in the past week.

An action Ai,t is decided by the algorithm for environment i at decision time t. To select actions,

the algorithm observes state Si,t and selects Ai,t based on its policy or action-selection strategy πi,t. A

policy πi,t is a function with parameters θ that takes in input state and outputs a probability distri-

bution over actions. One can interpret the output of the policy to be the probability that an action

should be taken in the given state. For example, in healthcare, the action could be a binary treat or

do not treat and the policy could output the probability that treating is better than not treating for

the patient’s current state.

The rewardRi,t is a function of the desired outcome, designed to inform or reward the algo-

rithm for selecting good actions. In RL, the reward is observed after the action is taken. The goal

of the algorithm is to maximize the average rewards collected in each environment over the entire

deployment period E
[ 1
N·T

∑N
i=1

∑T
t=1 Ri,t

]
. For example, the reward for the Oralytics algorithm is

a function of brushing quality (Section 3.5).

In order to select good actions, the RL algorithmmaintains a model of the environment and
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updates that model using a history of states, actions, and rewards associated with the environment

up to time t′. The updated environment model influences the algorithm’s policy and in our case, the

environment model and policy share the same parameters θ. In contrast to batch RL, where policy

parameters are learned using previous batch data and fixed for all t ∈ [1 : T], online RL learns the

policy parameters with incoming data. At each update time τ, the algorithm updates parameters θ

using the entire history of state, action, and reward tuples observed thus farHτ.

2.2 Motivating Problem: Oralytics

Although largely preventable, dental disease is one of the most common chronic diseases in the

United States (Benjamin, 2010). In addition to personal pain and suffering and the financial costs

of treating dental disease, oral health problems also increase the risk of further health complications

such as diabetes, heart and lung disease, stroke, and low birth weight. Dental disease is preventable

through systematic, twice-a-day tooth brushing (Löe, 2000). Yet, this basic behavior is not as widely

practiced because patients forget or abandon clinician instructions (Weinstein et al., 1989; Martin

et al., 2005). Rather than episodic clinician-delivered oral hygiene instruction, today’s technolo-

gies can be leveraged to deliver engaging feedback and motivational messages to individuals in their

home environments around the time they brush their teeth.

Towards that goal, we built an online RL algorithm that is incorporated into the Oralytics mo-

bile health (mHealth) intervention. Oralytics is a mHealth intervention designed to improve oral

self-care behaviors (OSCB) for individuals at risk for dental disease. The intervention involves (i) a

Bluetooth-enabled toothbrush to collect sensor data on an individual’s brushing quality, and (ii) a

smartphone application (app) to deliver treatments, one of which is engagement prompts to encour-

age individuals to remain engaged in improving their OSCB. See Figure 2.1 for screenshots from

the Oralytics app. Oralytics includes multiple intervention components one of which is an online
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Figure 2.1: The Oralytics mHealth intervention facilitates high‐quality oral self‐care behaviors (OSCB) through engage‐
ment prompts (e.g., encouraging individuals to monitor their brushing behavior and Q&A) via the Oralytics app.

reinforcement learning (RL) algorithm which is used to learn, online, a policy specifying when it is

most useful to deliver engagement prompts. The goal of the algorithm is to improve users’ brush-

ing quality throughout the study. The algorithm should avoid excessive burden and habituation by

only sending prompts at times they are likely to be effective.

2.2.1 Oralytics Clinical Trial

The Oralytics clinical trial (Table 2.1) enrolled participants recruited fromUCLA dental clinics in

Los Angeles*. Participants were recruited incrementally at about 5 participants every 2 weeks. All

participants received an electric toothbrush withWiFi and Bluetooth connectivity and integrated

sensors. Additionally, they were instructed to download the Oralytics app on their smartphones.

*The study protocol and consent procedures have been approved by the University of California, Los
Angeles Institutional Review Board (IRB#21–001471) and the trial was registered on ClinicalTrials.gov
(NCT05624489).
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Trial Start September 2023
Trial End July 2024

Num. Participants 79
Recruitment Rate Around 5 per 2 weeks

Num. of Days Participant in Trial 70
Num. Decision Times Per Day 2

Table 2.1: Oralytics Clinical Trial Facts

The RL algorithm dynamically decided whether to deliver an engagement prompt for each partici-

pant twice daily, with delivery within an hour preceding self-reported morning and evening brush-

ing times. For testing, a pilot version of the algorithm was deployed in spring 2023. The clinical trial

began in September 2023 and was completed in July 2024. A total of 79 participants were enrolled

over approximately 20 weeks, with each participant contributing data for 70 days. However, due to

an engineering issue, data for 7 out of the 79 participants was incorrectly saved and thus their data

is unviable. Therefore, we restrict our analyses (in Chapter 5) to data from the 72 unaffected par-

ticipants. For further details concerning the trial design, see Shetty (2022) and Nahum-Shani et al.

(2024).

2.2.2 Oralytics RL Algorithm

While we provide a brief overview of the Oralytics RL algorithm here, see Trella et al. (2024b) for

full details of the algorithm. In the RL framework, we formulate each participant as its own envi-

ronment. The algorithmmakes decisions at each of the T = 140 total decision times (2 every day

over 70 days) in each participant environment. The Oralytics RL algorithm is a generalization of

a Thompson-Sampling contextual bandit algorithm (Russo et al., 2018). The algorithm state (Ta-

ble 5.3) includes current context information about the participant collected via the toothbrush and

app (e.g., participant OSCB over the past week and prior day app engagement). The RL algorithm

makes decisions regarding whether or not to deliver an engagement prompt to each participant
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twice daily, one hour before a participant’s self-reported usual morning and evening brushing times.

Thus the action space is binary, with Ai,t = 1 denoting delivery of the prompt and Ai,t = 0, other-

wise.

The reward,Ri,t, is constructed based on the proximal health outcome OSCB,Qi,t, and a tuned

approximation to the effects of actions on future states and rewards. This reward design allows a

contextual bandit algorithm to approximate an RL algorithm that models the environment as a

Markov decision process. See Section 3.5 and Trella et al. (2023) for more details on the reward

designed for Oralytics.

As part of the policy, contextual bandit algorithms use a model of the mean reward given state

s and action a, parameterized by θ: rθ(s, a). We refer to this as the reward model. While one could

learn and use a reward model per participant i, in Oralytics, we ran a full-pooling algorithm (Sec-

tion 3.4.4) that learns and uses a single reward model shared between all participants in the trial

instead. In Oralytics, the reward model rθ(s, a) is a linear regression model as in Liao et al. (2019)

(See Section 3.4.5). The Thompson-Sampling algorithm is Bayesian and thus the algorithm has a

prior distribution θ ∼ N (μprior,Σprior) assigned to parameter θ.

The RL algorithm updates the posterior distribution for parameter θ once a week on Sunday

morning using all participants’ data observed up to that time; denote these weekly update times by

τ. Let nτ be the number of participants that have started the trial before update time τ, and t(i, τ)

be a function that takes in participant i and current update time τ and outputs the last decision time

for that participant. Then to update posterior parameters μpostτ ,Σpostτ , we use the historyHτ :=

{(Si,t′ ,Ai,t′ ,Ri,t′)}
nτ,t(i,τ)
i=1,t′=1. Thus the RL algorithm is a full-pooling algorithm that pools observed

data,Hτ from all participants to update posterior parameters μpostτ ,Σpostτ of θ. Notice that due to

incremental recruitment of trial participants, at a particular update time τ, not every participant will

be on the same decision time index t and the history will not necessarily involve allN participants’

data.
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To select actions, the RL algorithm uses the latest reward model to model the advantage, or the

difference in expected rewards, of action 1 over action 0 for a given state s. Since the reward model

for Oralytics is linear, the model of the advantage is also linear:

rθ(s, a = 1)− rθ(s, a = 0) = f(s)⊤β (2.1)

f(s) denotes the features used in the algorithm’s model for the advantage (See Section 3.4.3), and

β is the subset of parameters of θ corresponding to the advantage. For convenience, let τ = τ(i, t)

be the last update time corresponding to the current reward model used for participant i at decision

time t. The RL algorithmmicro-randomizes actions using P(f(s)⊤β > 0|s = Si,t,Hτ) and therefore

forms action-selection probability πi,t:

πi,t := Eβ∼N (μβτ,Σ
β
τ)

[
ρ(f(s)⊤β)

∣∣s = Si,t,Hτ

]
(2.2)

where μβτ and Σ
β
τ are the sub-vector and sub-matrix of μ

post
τ and Σpostτ corresponding to advantage

parameter β. Notice that while classical posterior sampling uses an indicator function for ρ, the Or-

alytics RL algorithm instead uses a generalized logistic function for ρ to ensure that policies formed

by the algorithm concentrate and enhance the replicability of the algorithm (Zhang et al., 2024).

Finally, the RL algorithm samples Ai,t from a Bernoulli distribution with success probability πi,t:

Ai,t | πi,t ∼ Bern(πi,t) (2.3)
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3
Pre-Deployment AlgorithmDesign

Unlike games and work in some areas of robotics, real-world RL algorithms (e.g., digital interven-

tions) can be extremely costly to run. Further, when the RL algorithm is deployed as part of a study

(e.g., pre-registered clinical trial or industry UX testing) once initiated, the study protocol (includ-

ing any online algorithms) cannot be altered without jeopardizing trial validity. Thus many design

decisions are a “one-way door” (Bezos, 1997); once we commit to a set of design decisions, they

are irreversible for the duration of the deployment. To prevent poor design decisions that could
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be detrimental to the effectiveness and the validity of study results, RL algorithms must undergo a

thorough design and testing process before deployment.

The development of an RL algorithm for the real world requires a multitude of design decisions.

These decisions include how best to accommodate the lack of mechanistic models for dynamic hu-

man responses to digital interventions and how to ensure robustness of the algorithm to potentially

non-stationary/non-Markovian outcome distributions. Further, one must ensure not only that the

RL algorithm learns and quickly optimizes interventions but also that the algorithm runs stably

and autonomously online within constrained amounts of time. One must also ensure that the RL

algorithm can obtain data in a timely manner. Time and budgetary considerations may restrict the

complexity of the RL algorithm that can be implemented. Further, it is important to ensure the

data collected by the RL algorithm can be used to inform future studies and address scientific, causal

inference questions. Addressing these challenges in a reproducible, replicable manner is critical if

RL algorithms are to play a role in any real world system. Therefore we need a framework for mak-

ing design decisions for online RL algorithms.

To guide how one can tackle these challenges, we extend the PCS (predictability, computability,

stability) framework, a data science framework that incorporates best practices frommachine learn-

ing and statistics in supervised learning (Yu and Kumbier, 2020), to the design of RL algorithms for

the digital interventions setting (Section 3.1). Further, we provide guidelines on how to design sim-

ulation environments, a crucial tool for evaluating RL candidate algorithms using the PCS frame-

work. We show how we used the PCS framework to design an RL algorithm for Oralytics.

One of the main challenges in developing such an algorithm is ensuring that the algorithm con-

siders the impact of the current action on the effectiveness of future actions (i.e., delayed effects),

especially when the algorithm has been made simple in order to run stably and autonomously in

a constrained, real-world setting (i.e., highly noisy, sparse data). We address this challenge in Sec-

tion 3.5 by designing a quality reward which maximizes the desired health outcome (i.e., high-
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quality brushing) while minimizing user burden. We also highlight a procedure for optimizing

the hyperparameters of the reward by building a simulation environment test bed and evaluating

candidates using the test bed.

3.1 PCS Framework For Designing RL Algorithms

The PCS Framework (Yu and Kumbier, 2020) incorporates best practices frommachine learning

and applied statistics to provide a set of guidelines for assessing the quality of a prediction algorithm

when used to address problems in real life. The goal is to enhance the scientific community’s confi-

dence in the prediction algorithm’s performance in terms of predictability of results, computability

in the implementation of the algorithm, and stability in the performance results of the learning algo-

rithm across perturbations.

As in the prediction setting, there are a variety of design decisions one needs to make before de-

ploying an RL algorithm, e.g., choosing the model class to use to approximate the reward function.

While many of the original PCS principles can be used in the development and evaluation of RL

algorithms, RL algorithm development also introduces new challenges for the PCS framework, par-

ticularly in the online digital intervention setting. First, the main task is not prediction, but rather

in RL, the main goal is to select intervention actions so that average rewards across time are maxi-

mized for each user. We call this the goal of personalization (Fan and Poole, 2006). We generalize

the PCS framework to include an evaluation of the ability of an online RL algorithm to person-

alize. Second, in digital intervention settings, it is important to evaluate the ability of the online

RL algorithm to maximize rewards under real-world constraints. For example, there are often time

constraints on computations, budgetary constraints on software engineering development, and con-

straints on the algorithm in terms of obtaining data in real time. Further, the algorithmmust run

stably online without constant human monitoring and adjustment. The current PCS framework
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does not provide evaluation tools that deal with the above needs. We extend the PCS framework to

the context of designing and evaluating online RL algorithms. Our extended framework focuses on

providing confidence that the online RL algorithm will lead to greater effectiveness under real-world

constraints and with stability.

3.1.1 Personalization (P)

The original PCS Framework uses predictability (P) to ensure that models used in data science have

good predictive accuracy on both seen and unseen data. Predictive accuracy is a simple, commonly

used metric for evaluating such models, but in some cases, multiple evaluation metrics or domain-

specific metrics are more appropriate. In our setting, the main task is personalization. Namely, the

online RL algorithm should learn to select actions to maximize each user’s average rewards. Instead

of a predictive accuracy metric, we want a metric to validate the extent of personalization. For exam-

ple, when choosing a metric to evaluate RL algorithms for multiple users, one may be interested not

just in the average over the users’ sums of rewards, but in other metrics that capture the variation in

the sum of rewards across users. LetN be the total number of users with T total decision times. We

suggest the following metrics:

• Average of Users’ Average (Across Time) Rewards: This metric is the average of allN

users’ rewards averaged across all T decision times, defined as 1
N
∑N

i=1
( 1
T
∑T

t=1 Ri,t
)
. The

metric serves as a global measure of the RL algorithm’s performance.

• The 25th Percentile of Users’ Average (Across Time) Rewards: To compute this met-

ric, first compute the average reward across time for each user, 1T
∑T

t=1 Ri,t for each i =

1, 2, . . . ,N; this metric is the lower 25th percentile of these average rewards across theN

users. The metric shows how well an RL algorithm performs for the worst off users, namely

users in the lower quartile of average rewards across time.
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• Average Reward For Multiple Time Points: This metric is the average users’ rewards across

time for multiple time points t0 = 1, 2, ...,T, defined as 1
N
∑N

i=1
( 1
t0
∑t0

t=1 Ri,t
)
for each t0.

These metrics can be used to assess the speed at which the RL algorithm learns across weeks

in the trial.

3.1.2 Computability (C)

Computability has to do with the efficiency and scalability of algorithms, decisions, and processes.

While the original PCS framework focused on the computability of training and evaluating mod-

els, we also consider computability to include the ability to implement the algorithm within the

constraints of the trial. In the online RL setting, computability encompasses all issues related to

ensuring that the RL algorithm can select actions and update in a timely manner while running on-

line. The performance of the online RL algorithmmust be evaluated under the constraints of the

study; key RL algorithm design constraints that could arise include:

• Timely Access to Reward and State Information: The investigators may have an ideal

definition of the reward or state features for the algorithm, however, due to delays in com-

munication between sensors, the digital application, and the cloud storage, the investigators’

first choice may not be reliably available. Since RL algorithms for digital interventions must

make decisions online, the development teammust choose state features that will be reliably

available to the algorithm at each decision time. Additionally, the teammust also choose

rewards that are reliably available to the algorithm at update times.

• Engineering Budget: One should consider the engineering budget, supporting software

needed, and time available to deliver a production-ready algorithm. If there are significant

constraints, a simpler algorithmmay be preferred over a sophisticated one because it is easier

to implement, test, and set up monitoring systems for.
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• Off-Policy Evaluation and Causal Inference Considerations: The investigative team often

not only cares about the RL algorithm’s ability to learn but also about being able to use data

collected by the RL algorithm to answer scientific questions after the study is over. These

scientific questions can include topics such as off-policy evaluation (Thomas and Brunskill,

2016; Levine et al., 2020) and causal inference (Boruvka et al., 2018; Hadad et al., 2021).

Thus, the algorithmmay be constrained to select actions probabilistically with probabilities

that are bounded away from zero and one. This enhances the ability of investigators to use

the resulting data to address scientific questions with sufficient power (Yao et al., 2021).

3.1.3 Stability (S)

Stability concerns how an RL algorithm’s results change with minor perturbations, and the doc-

umentation and reproducibility of results. In online RL, stability plays two roles. First, the RL

algorithmmust run stably and automatically without the need for constant human monitoring and

adjustment. This is particularly critical as users abandon digital interventions that have inconsistent

functionality (unstable RL algorithm) (Murnane et al., 2015; Dennison et al., 2013). Second, the

RL algorithm should perform well across a variety of potential real-world environments. A criti-

cal tool in assessing stability to perturbations of the environment is the use of simulation test-beds.

Test-beds include a variety of plausible environmental variants, each of which encodes different con-

cerns of the investigative team. The following are challenging attributes of probable environments

in digital intervention problems that one could design testbeds for:

• User Heterogeneity: There is likely some amount of user heterogeneity in response to ac-

tions, even when users are in the same context. User heterogeneity can be partially due to

unobserved user traits (e.g. factors that are stable or change very slowly over time, like fam-

ily composition or personality type). The amount of between-user heterogeneity impacts
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whether an RL algorithm that pools data (partially or using clusters) across users to select

actions will lead to improved rewards.

• Non-Stationarity: Unobserved factors common to all users such as societal changes (e.g.

a new wave of the pandemic), and time-varying unobserved treatment burden (e.g. a user’s

response to a digital intervention may depend on howmany days the user has experienced

the intervention) may make the distribution of the reward appear to vary with time, i.e., non-

stationary.

• High-Noise Environments: Digital interventions typically deliver treatments to users in

highly noisy environments. This is in part because digital interventions deliver treatments to

users in daily life, where many unobserved factors (e.g. social context, mood, or stress) can

affect a user’s responsiveness to an intervention. If unobserved, these factors produce noise.

Moreover, the effect of digital prompts on a near-term reward tends to be small due to the

nature of the intervention. Therefore it is important to evaluate the algorithm’s ability to

personalize even in highly noisy, low signal-to-noise ratio environments.

3.1.4 Simulation Environments for PCS Evaluation

To utilize the PCS framework, we advocate for using a simulation environment for designing and

evaluating RL algorithms. We aim to compare RL algorithm candidates under real-world con-

straints (computability). Thus, we build multiple variants of the simulation environment, each

reflecting plausible user dynamics (i.e., state transitions and reward distributions) (stability). We

then simulate digital intervention studies for each simulation environment variant and RL algo-

rithm candidate pairing. Finally, we use multiple metrics to evaluate the performance of the RL

algorithm candidates (personalization).

In the case of digital interventions, there is often no mechanistic model or physical process for
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user behavioral dynamics, which makes it difficult to accurately model transitions (e.g. modeling

a user’s future level of physical activity as a function of their past physical activity, location, local

weather). Note that the goal of developing the simulators is not to conduct model-based RL (Agar-

wal et al., 2021). Rather, here the simulators represent a variety of plausible environments to fa-

cilitate the evaluation of the performance of potential RL algorithms in terms of personalization,

computability, and stability across these environments. Existing data and domain expertise is most

naturally used to construct the simulation environments. However, as is the case for Oralytics, the

previously collected data may be scarce, i.e., we have very few data points per user. Moreover, the

data may only be partially informative, e.g., the data was collected under only a subset of the actions.

Next, we provide guidelines for how to build an environment simulator in such challenging settings.

Base Environment Simulator: To have the best chance possible of accurately evaluating how well

different RL candidates will perform, we recommend first building a base environment simulator

that mimics the existing data to the greatest extent possible. This involves carefully choosing a set of

time-varying features and reward-generating model class that will be expressive enough to model the

true reward distribution well. To check how well the simulated data generated by the model of the

environment mimics the observed data, we recommend a variety of ways to compare distributions.

This includes visual comparisons such as plotting histograms; comparing measures of the real data

such as mean reward, between-user variance, and within-user variance to the same measures of the

simulated data; and measuring how well the base model captured the variance in the data. Examples

of these checks done for Oralytics are in Appendix A.1.4.

Variant Environment Simulators: We recommend considering many variants or perturbed sim-

ulation environments to evaluate the stability of RL algorithms across multiple plausible environ-

ments. These variants can be used to address the concerns of the investigative team. For example,

if the base simulator generates stationary rewards and the investigative team is concerned that the

real reward distribution may not be stationary, a variant could incorporate non-stationarity into the
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Figure 3.1: Histogram of brushing durations in seconds for all user brushing sessions in ROBAS 2. The ROBAS 2 study
had 32 users total and each user had 56 brushing windows (2 brushing windows per day for 28 days). If a user did not
brush during a brushing window their brushing duration is recorded as zero seconds. Note in the figure above that across
all users and brushing windows, about 40% of brushing sessions had no brushing: that is, a brushing duration of zero
seconds. The ROBAS 2 brushing durations are highly zero‐inflated.

environment dynamics.

If the previously collected data does not include particular actions, as was the case for Oralytics,

we recommend consulting domain experts for a range of potential realistic effect sizes (differences in

mean reward under the new action versus a baseline action). For example, in Oralytics we only have

data under no intervention and do not have data on rewards under the intervention. Thus, using

the input of the domain experts on the team, we imputed several plausible treatment effects (varying

by certain state features and the amount of heterogeneity in treatment effects across users).

3.2 Designing AlgorithmCandidates

Here we discuss our use of the PCS framework to guide and evaluate key design decisions for the

RL algorithm candidates. There are some decisions that we’ve already made in discussion with do-

main experts and the research team (See Section 3.4). Other decisions are encoded as axes for our

algorithm candidates to test in the simulation environment.
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The following are decisions we will test using the simulation environment.

1. Choice of the RewardModel: An important decision in designing the contextual bandit al-

gorithm is how to model / approximate the reward function. We consider two types of models, a

Bayesian linear regression model (BLR) and a Bayesian zero-inflated Poisson regression model (ZIP)

which are both relatively simple, well studied, and well understood. For BLR, we implement action

centering in the linear model (Liao et al., 2019). The linear model for the reward function is easily

interpretable by domain experts and allows them to critique and inform the model. We consider the

ZIP because of the zero-inflated nature of brushing durations in our existing dataset ROBAS 2; see

Figure 3.1. We expect the ZIP to provide a better fit to the reward function by the contextual bandit

and thus lead to increased average rewards.

To perform posterior sampling, both the BLR and ZIP models are Bayesian with uninformative

priors. From the perspective of computability and stability, the posterior for the BLR has a closed

form, which makes it easier to write software that performs efficient and stable updates. In contrast,

for the ZIP, the posterior distribution must be approximated and the approach used to approximate

the posterior is another aspect of the algorithm design that the scientific team needs to consider.

2. Choice of Cluster Size: We consider clustering users with cluster sizesK = 1 (no pooling),K =

4 (partial pooling), andK = N = 72 (full pooling) to determine whether clustering in our setting

will lead to higher sums of rewards (personalization). Note that 72 is the approximate expected sam-

ple size for the Oralytics trial. Clustering-based algorithms pool data frommultiple users to learn

an algorithm per cluster (i.e. at update times, the algorithm usesHi,t−1 for all users i in the same

cluster, and at decision times, the same algorithm is used to select actions for all users in the clus-

ter). Clustering-based algorithms have been empirically shown to perform well when users within

a cluster are similar (Zhu et al., 2018; Tomkins et al., 2021). In addition, we believe that clustering

will facilitate learning within environments that have noisy within-user rewards (Deshmukh et al.,

2017; Vaswani et al., 2017). There is a trade-off between no pooling and full pooling. No pooling
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may learn a policy more specific to the user later on in the trial, but may not learn as well earlier in

the trial when there is not a lot of data for that user. Full pooling may learn well earlier in the trial

because it can take advantage of all users’ data, but may not personalize as well as a no-pooling algo-

rithm, especially if users are very heterogeneous. We considerK = 4 for the balance partial pooling

offers between the advantages and disadvantages between no pooling and full pooling. Moreover,

four is the trial’s expected weekly recruitment rate and the update cadence is also weekly. We con-

sider the two extremes and partial pooling as a way to explore this trade-off.

3.3 Design Decisions Using Simulation Environment

To conduct experiments we first build a simulation environment using historical data (See Ap-

pendix A.1 for full details). We evaluate the RL algorithm candidates in each of the environment

variants (stability). Specifically, the RL algorithm candidates will be comprised of a posterior sam-

pling algorithm with two different reward models: (i) a Bayesian linear regression model (BLR)

and (ii) a zero-inflated Poisson regression model (ZIP). Additionally, for each of these two reward

approximating functions, we will consider different cluster sizes (with k = 1, 4,N users). Each clus-

ter will have one RL algorithm instantiation per cluster (no data shared across clusters). We cluster

users by their entry date into the trial (e.g. the first k users are in the first cluster, the next k users are

in the second cluster, and so on). Since the Oralytics trial will incrementally recruit users at a rate of

about four users per week, for our experiments, we also simulate four users entering the trial every

week. To simulate a trial, we drawN = 72 users (approximately the expected sample size for the

Oralytics trial) with replacement and cluster them by their entry date into the simulated trial. The

algorithms for each cluster are updated weekly with the first update taking place after one week (at

decision time t = 14 for each cluster).

To evaluate personalization, we use the following metrics to compare algorithms: average rewards
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RLAlgorithm Candidates
Average Rewards

Algorithm S_Het NS_Het S_Pop NS_Pop
ZIP k = 1 100.038 (0.597) 102.566 (0.526) 107.184 (0.626) 109.379 (0.552)
ZIP k = 4 100.463 (0.586) 103.035 (0.539) 108.217 (0.609) 110.242 (0.562)
ZIP k = N 100.791 (0.596) 103.391 (0.546) 108.410 (0.617) 110.542 (0.554)
BLR k = 1 97.196 (0.585) 99.691 (0.527) 103.692 (0.615) 105.590 (0.546)
BLR k = 4 99.772 (0.590) 102.310 (0.547) 107.568 (0.619) 109.454 (0.547)
BLR k = N 101.267 (0.590) 104.024 (0.542) 108.974 (0.610) 111.201 (0.546)

25th Percentile Rewards
Algorithm S_Het NS_Het S_Pop NS_Pop
ZIP k = 1 67.907 (1.150) 73.830 (0.403) 74.898 (1.016) 78.651 (0.556)
ZIP k = 4 68.865 (1.067) 73.836 (0.464) 75.933 (1.114) 80.413 (0.629)
ZIP k = N 69.448 (1.201) 74.580 (0.475) 76.312 (1.122) 80.424 (0.648)
BLR k = 1 65.600 (1.139) 70.703 (0.457) 70.915 (1.024) 74.782 (0.596)
BLR k = 4 68.045 (1.122) 73.322 (0.505) 75.766 (1.097) 79.809 (0.622)
BLR k = N 69.757 (1.171) 75.393 (0.427) 77.272 (1.096) 81.675 (0.583)

Table 3.1: Average and 25th Percentile Rewards. Average and 25th percentile rewards are defined in Section 3.1.1. For
environment variants, “S” refers to stationary, “NS” refers to non‐stationary, “Pop” refers to population‐level effect size,
and “Het” refers to heterogeneous effect sizes. “k” refers to the cluster size. Average rewards are averaged across time,
users, and 100 trials. For the 25th percentile rewards, we average rewards for each user across time, find the lower 25th
percentile across N = 72 users, and then average that across 100 trials. The value in the parenthesis is the standard
error of the mean. The best performing algorithm candidate in each environment variant is bolded. BLR (k = N) performs
better than other algorithm candidates across all simulated environments. Notice that the average rewards are lower than
the 120‐seconds dentist‐recommended brushing duration. This is because of the zero‐inflated nature of our setting (i.e.,
the user does not brush).
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(c) Stationary Base Model and Population Effect Size
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(d) Non‐Stationary Base Model and Population Effect
Size

Figure 3.2: Average User Rewards Over Time. Above we show simulation results of the six candidate algorithms (BLR
and ZIP respectively for different cluster sizes k) across the four simulation environments. The y‐axis is the mean
and ±1.96 · standard error of the average user rewards (R̄ = 1

72
∑72

i=1
1
t0

∑t0
s=1 Ri,s) for decision times t0 ∈

[20, 40, 60, 80, 100, 120, 140] across 100 Monte Carlo simulated trials. Standard error is σ̂√
100 where σ̂ is the sam‐

ple variance of the 100 R̄’s.
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(average across users and time) and the 25th percentile of average rewards (averaged over time) across

users. The purpose of looking at the 25th percentile of average rewards across users is to evaluate

how well the algorithms perform on the worst-off users (i.e., users who have a lower average reward

than the average user). We ran 100Monte Carlo trials for each environmental variant and algorithm

candidate pairing. Table 3.1 shows the average and the 25th percentile of users’ average (across time)

rewards. Figure 3.2 shows the average reward over time.

We highlight the following takeaways from our experiments:

1. BLR vs ZIP: BLRwith cluster size k = N results in higher user rewards than all other RL

algorithm candidates in all environments in terms of average reward and 25th percentile

reward (Table 3.1) and for average reward across all user decision times (Figure 3.2). It is

interesting to note that BLR with cluster size k = 4 performs comparably to ZIP for all

cluster sizes k (Table 3.1, Figure 3.2). Originally, we hypothesized that ZIP would perform

better than BLR because the ZIP-based algorithms can better model the zero-inflated nature

of the rewards. We believe that the ZIP-based algorithms suffered in performance because

they require fitting more parameters and thus require more data to learn effectively. On the

other hand, the BLRmodel trades off bias and variance more effectively in our data-sparse

settings.

2. Cluster Size: RL algorithms with larger cluster sizes k perform better overall, especially for

simulation environments with population-level treatment effects (rather than heterogeneous

treatment effects). At first glance, one might think that algorithms with smaller cluster sizes

may perform better because they can learn more personalized policies for users (especially in

environments with heterogeneous treatment effects). Interestingly though, the algorithms

with larger cluster sizes performed better across all environments in terms of average reward

(average across users and time) and the 25th-percentile of the average reward (average over
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time) across users (Table 3.1); this means that the RL algorithm candidates with larger cluster

sizes performed better for both the average user and for the worst off users. The better per-

formance of algorithms with larger cluster sizes is likely due to their ability to reduce noise

and learn faster by leveraging the data of multiple users to learn. Even though the algorithms

with larger cluster sizes are less able to model and learn the heterogeneity across users, this is

out-weighted by the immense benefit of sharing data across users to learn faster and reduce

noise.

The final algorithm design decisions for each axis and other decisions can be found in Section 3.4.

3.4 Key Design Decisions

We highlight key design decisions made for the Oralytics RL algorithm using guidelines from the

PCS for RL framework. See Trella et al. (2024b) for full details regarding on the Oralytics algorithm

design.

3.4.1 Contextual Bandit Algorithm Framework

We understand that actions will likely affect a user’s future states and rewards, e.g., sending an in-

tervention message the previous day may affect how receptive a user is to an intervention message

today. This suggests that an RL algorithm that models a full Markov decision process (MDP) may

be more suitable than a contextual bandit algorithm. However, pursuing a full MDP-based RL al-

gorithm involves modeling both state transition probabilities and the expected reward for each state

and action to form a policy. The highly noisy environment and the limited data to learn frommakes

it difficult to accurately model state transitions. Errors in the state transition model can cause the

estimates of the delayed effects of actions to be highly noisy or inaccurate. This issue is exacerbated

by our severely constrained state space (i.e. we have few features and the features we get are relatively
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noisy). As a result, an RL algorithm that fits a full MDPmodel may not learn very much during

deployment, which could compromise personalization and offer a poor user experience.

To mitigate these issues, we use contextual bandit algorithms, which fit a simpler model of the

environment. Using a lower discount factor (a form of regularization) has been shown to lead to

learning a better policy than using the true discount factor, especially in data-scarce settings (Jiang

et al., 2015). Thus, a contextual bandit algorithm can be interpreted as an extreme form of this reg-

ularization where the discount factor is zero. Finally, contextual bandits are the simplest algorithm

for sequential decision making (computability) and have been used to personalize digital interven-

tions in a variety of areas (Yom-Tov et al., 2017a,b; Liao et al., 2019; Figueroa et al., 2021; Cai et al.,

2021). We will also see in Section 3.5 that with a thoughtful reward design, one can approximate a

full-MDP algorithm with a contextual bandit algorithm.

3.4.2 Bayesian Framework

We consider contextual bandit algorithms that use a Bayesian framework, specifically posterior

(Thompson) sampling algorithms (Russo et al., 2017). We specifically use a variant of linear pos-

terior sampling (Russo et al., 2017). Posterior sampling uses a Bayesian model for the mean reward

(reward model) by placing a prior on model parameters and updating posterior distribution of those

parameters at each update time. The algorithm selects actions according to the posterior probability

that each action is optimal. The Bayesian framework allows us to incorporate data from previous

studies and domain knowledge into the prior distribution. Further, the actions are selected proba-

bilistically, which facilitates after-study inference (Yao et al., 2021; Zhang et al., 2020).
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3.4.3 State Space

We chose features that form the state space using domain expertise. Si,t ∈ Rd represents the ith

participant’s state at decision time t, where d is the number of variables describing the participant’s

state.

Baseline and Advantage Features

f(Si,t) ∈ R5 denotes the features used to model both the baseline reward function and the advan-

tage. Notice that for Oralytics, the baseline and advantage features are the same (i.e., all f(Si,t)), but

this is a design choice, and they do not have to be.

These features are:

1. Time of Day (Morning/Evening)∈ {0, 1}

2. B̄: Exponential Average of OSCBOver Past 7 Days (Normalized)∈ [−1, 1]

3. Ā: Exponential Average of Engagement Prompts Sent Over Past 7 Days (Normalized)∈

[−1, 1]

4. Prior Day App Engagement ∈ {0, 1} (if the participant has the app open and in focus (i.e.

not in the background))

5. Intercept Term ∈ R

Features 2 and 3 are B̄i,t = cγ
∑14

j=1 γj−1Qi,t−j and Āi,t = cγ
∑14

j=1 γj−1Ai,t−j respectively, where

γ = 13/14. Recall thatQi,t is the proximal outcome of OSCB and Ai,t is the treatment indicator.

This is the same B̄t, Āt used in the cost term of the reward later described in Section 3.5. Notice that

algorithm state features 2, 3 rely on participant data over the past 7 days.
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3.4.4 Cluster Size / Pooling

We chose a full-pooling algorithm for the Oralytics algorithm after conducting experiments with

varying cluster sizes. There is a trade-off between no pooling and full pooling. No pooling may learn

a policy more specific to the participant later on in the study but may not learn as well earlier in

the study when there is not a lot of data for that participant. Full pooling may learn well earlier in

the study because it can take advantage of all participants’ data but may not personalize as well as a

no-pooling algorithm, especially if participants are heterogeneous. We found through our various

experiments that full-pooling algorithms (cluster size with all users) outperformed algorithms with

smaller cluster sizes.

3.4.5 RewardModel

For our posterior sampling algorithm, we use Bayesian Linear Regression (BLR) with action cen-

tering for our reward model (Liao et al., 2019). In experiments (Section 3.3), BLR out-performed

a ZIP reward model likely due to the BLRmodel effectively trading off bias and variance in data-

sparse settings. BLR with action centering has a closed-form posterior update, only requires access

to treatment effect features at decision times, and is robust to miss-specification of the correctness of

the baseline reward model (Liao et al., 2019). Specifically, the BLR with action centering posterior

sampling algorithm uses the following model of the reward:

Ri,t = m(Si,t)Tα0 + πi,tf(Si,t)Tα1 + (Ai,t − πi,t)f(Si,t)Tβ+ ε (3.1)

where πi,t is the probability that the RL algorithm selects action Ai,t = 1 for user i in state Si,t, and

ε ∼ N (0, σ2). We put aN (μα0 ,Σα0) prior on α0, aN (μα1 ,Σα1) prior on α1, and aN (μβ,Σβ) prior

on β.
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Finally, note that we design the Oralytics RL algorithm to learn by pooling the data of all users

in the study. Algorithms that learn using the data of all users have the potential to learn faster than

those that learn using the data of a single user. Moreover, in early experiments, BLR with full pool-

ing performed better than BLR that learns using only a single user’s data or a smaller cluster of

users’ data (Trella et al., 2022). Note that in Equation (3.1), the reward model parameters are not

indexed by the user i to reflect how we are learning a single RL algorithm for all users in the study.

3.5 RewardDesign

In this section, we deep dive into the design of the reward - a key component of the RL algorithm.

As discussed in Section 3.4.1, we prefer to use the bandit framework over a full MDP in our limited

data setting. We will demonstrate in this section that a quality reward design can help us model

the delayed effects of actions without having to run a full MDP. Specifically, we design a surrogate

reward with a cost term that captures the negative, delayed effects of sending messages. Note that

we will continue to evaluate our algorithms in terms of the true outcome of OSCB, but will use

surrogate rewards penalized by the cost term to optimize the learning of the algorithm. Similar

ideas have been used in the model predictive control literature (Jain et al., 2021). Additionally, we

relate the cost term on the reward to a proxy for the impact of actions on the future state in the

classical Bellman equation. Including such a cost term helps capture the delayed effects of actions

in a simple way, allows us to continue to use bandit algorithms (which are stable and easier to run),

and does not require the algorithm to learn additional parameters online. To evaluate the design of

the cost term, we first build realistic simulation environment test beds using previously collected

user brushing data (Section A.2.1). We then use both domain expertise and evaluation in these test

beds to evaluate the design of the cost terms in their ability to capture the delayed negative effects of

sending a message (Section 3.5.2).
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3.5.1 Modeling Delayed Effects Through RewardDesign

We evaluate our Oralytics RL algorithm in terms of its ability to maximize each user’s total OSCB

or brushing quality
∑T

t=1 Qi,t, whereQi,t is a non-negative measure of brushing quality observed

after each decision time (two times a day). Specifically, in collaboration with domain scientists on

our team, we choseQi,t = min(Bi,t−Pi,t, 180), where Bi,t is the user’s brushing duration in seconds,

and Pi,t is the aggregated duration of over pressure in seconds. Qi,t is truncated to be at most 180

to avoid optimizing for over-brushing. Bi,t and Pi,t capture brushing quality as healthy brushing

behaviors consist of brushing the dentist-recommended 120 seconds and using less pressure when

brushing.

We now discuss the design of the reward that for the RL algorithm. Throughout, we are inter-

ested in optimizing for brushing qualityQi,t and refer toRi,t, the reward used by the RL algorithm,

as the surrogate reward. The RL uses the surrogate rewardsRi,t to update its parameters. Specifi-

cally, letRi,t ∈ R denote the surrogate reward for the ith user at decision time t:

Ri,t := Qi,t − Ci,t (3.2)

Conceptually, the cost term is designed to allow the RL algorithm to optimize for healthy brush-

ing behavior, while simultaneously considering the effect of the current message on the effectiveness

of future interventions. Based on domain knowledge, we believe that sending a message at a decision

time t can only have a non-negative effect on the user’s immediate brushing,Qi,t. However, send-

ing too many messages can risk habituation or may burden the user thus affecting user responsivity

to future messages, i.e., affectingQi,t+1,Qi,t+2, . . . ,Qi,T. Therefore, to anticipate these negative

delayed effects of sending a message, we reduce the algorithm’s reward when negative delayed ef-

fects are likely to occur. Ci,t provides this reduction as including Ci,t in the algorithm’s reward will

provide a signal that sending a message (Ai,t = 1) may negatively affect future states. This signal is
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needed because we are using a contextual bandit type RL algorithm that does not explicitly model

delayed effects of actions.

In fact, Ci,t can be viewed as a crude proxy for the delayed effect of actions in the Bellman equa-

tion in a MDP environment. Recall that according to the Bellman equation, it is optimal to select

action 1 over action 0 if the immediate expected reward received from action 1 over action 0 exceeds

the difference in optimal “future values” of selecting action 0 over action 1; specifically action 1 and

action 0 can differ in “future value” due to the probability that each action will lead to a favorable or

less favorable next state. Mathematically, this difference in future value is E[V∗(Si,t+1)|Si,t,Ai,t =

0]−E[V∗(Si,t+1)|Si,t,Ai,t = 1]whereV∗ is the optimal value function in a MDP setting. Note that

in a pure contextual bandit setting the difference in future values of two actions is always zero, i.e.,

there are no delayed effects of actions because actions do not influence state transition probabilities.

By including a cost on selecting action 1, we can move from an always zero model of delayed effects

of sending a message (selecting action 1) used by the contextual bandit algorithm, to a more realistic

setting in which there is some non-negative delayed effect of sending a message, captured by our cost

term Ci,t. For a full derivation, please see Appendix A.2.3.

We define B̄i,t := cγ
∑14

j=1 γj−1Qi,t−j and Āi,t := cγ
∑14

j=1 γj−1Ai,t−j. We set γ = 13
14 to repre-

sent looking back 14 decision time points and scale each sum by constant cγ =
1−γ
1−γ14 so that the

weights sum to 1. Notice that our choice of γ and the scaling constant means 0 ≤ B̄i,t ≤ 180 and

0 ≤ Āi,t ≤ 1. B̄i,t captures the user’s exponentially discounted brushing quality in the past week.

Āi,t captures the number of interventions that were sent recently. Both terms are exponentially-

discounted because we expect that interventions sent and user brushing in the near past will be more

predictive of the delayed impact of the actions (via burden and/or habituation) than interventions

sent and user brushing in the further past.

We define the cost of sending message (i.e. captures user burden in sending an intervention mes-
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sage) as:

Ci,t :=



ξ1I[B̄i,t > b]I[Āi,t > a1]

+ξ2I[Āi,t > a2]
if Ai,t = 1

0 if Ai,t = 0

(3.3)

Notice that the algorithm only incurs a cost if the current action is to send an intervention, i.e.,

Ai,t = 1. The first term ξ1I[B̄i,t > b]I[Āi,t > a1] encapsulates the belief that if a high-performing

user was sent too many messages within the past week, then we want to penalize the reward. The

second term ξ2I[Āi,t > a2] encapsulates the belief that regardless of user performance, if they re-

ceived too many messages within the past week, then we also want to penalize the reward. b, a1, a2

are chosen by domain experts. Notice that a1 < a2 because we believe a high-performing user will

have a lower threshold of being annoyed by a message. The scientific team decided to set the follow-

ing values:

• b = 111, is set to the 50th-percentile of user brushing durations in ROBAS 2, where brush-

ing durations are truncated to 120 seconds if they exceed 120.

• a1 = 0.5, represents a rough approximation of the user getting a message 50% of the time

(rough approximation because we are using an exponential average mean)

• a2 = 0.8, represents a rough approximation of the user getting a message 80% of the time

(rough approximation because we are using an exponential average mean)

ξ1, ξ2 are non-negative hyperparameters that we tune in Section 3.5.2.

3.5.2 OptimizingHyperparameters in the Surrogate Reward

Recall in Equation (3.3), ξ1, ξ2 are hyperparameters that must be selected. We evaluate different val-

ues of ξ1, ξ2 in terms of their ability to maximize user brushing quality scores,
∑T

t=1 Qi,t, across a

33



variety of plausible environments. To do this, we build upon the quality simulation environment

developed in Section 3.3 to include varying strengths of the delayed effects. See Appendix A.2.2 for

full details on this simulation environment. In each simulation environment variant, we perform a

grid search over the range of possible values of ξ1, ξ2. Specifically for each algorithm variant (differ-

ent values of ξ1, ξ2) and simulation environment pair, we consider evaluating two criteria:

1. Average cumulative brushing quality across all users, 1
N
∑N

i=1
∑T

t=1 Qi,t

2. 25th-percentile of cumulative brushing quality,
∑T

t=1 Qi,t, across all users

We use these metrics to evaluate algorithm performance on both average and worse-off users.

3.5.3 Experiments and Results

We consider 3 values for shrinking the effect size, E ∈ {0, 0.5, 0.8}, for a total of 3 environment

variants. For each environment and RL algorithm (determined by the ξ1, ξ2 candidate value pair-

ing), we simulate a trial withN = 72 users over T = 140 decision times. TheN users are drawn

with replacement from all the user environment models fitted using ROBAS 3 data. Since the Or-

alytics trial is expected to recruit users into the trial at a rate of about four users per week, we also

simulate incremental recruitment by having 4 users enter the trial per week. Following the proce-

dure described above, for each environment variant, we generate two grids corresponding to the two

evaluation criteria described at the beginning of this section (Section 3.5.2). Each square in a grid

represents a criterion evaluated on a simulated trial using values ξ1, ξ2 for the cost term, averaged

across 100Monte Carlo simulated trials. Figure 3.3 shows heat maps of evaluation criterion values

for different values of ξ1, ξ2 for each of the three values of effect size shrinkage, E, we consider.

The primary takeaway from our simulation results from Figure 3.3 is that using a surrogate re-

ward is beneficial. This is because, on all of the heatmaps in Figure 3.3 below, the worst performing
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RL algorithm is that which learned with rewards with parameters ξ1 = 0 and ξ2 = 0, corresponding

to learning using the original brushing qualities with a zero cost term. Thus, even though there are

different optimal values of ξ1 and ξ2 for each environment and each evaluation criterion, it appears

that choosing some non-zero values of ξ1 and ξ2 is strictly beneficial.

Now consider the first evaluation criterion, the average cumulative brushing quality across all

users, 1
N
∑N

i=1
∑T

t=1 Qi,t. The left column of Figure 3.3 shows results with different levels of delayed

effects of actions. Notice that as the strength of the delayed effects increases, i.e., E decreases, the

penalty for burdening the users becomes harsher, and thus higher values of ξ1 and ξ2 are preferable.

Note that for the E = 0.8 case, we believe ξ1 = 0 is favorable because in this environment the

delayed effects of actions are relatively weak and the penalty incurred by the delayed effects is not

outweighed by the benefit of sending users additional messages (recall that ξ1 weights the condition

where the user brushes well and was sent a moderate amount of messages).

Regarding evaluation criterion 2, the 25th percentile of 1
T
∑T

t=1 Qi,t across users, notice that the

optimal value of cost term hyperparameter ξ2 increases with the severity of the delayed effects (lower

values of Emeans more severe delayed effects). The reason that ξ1 = 0 is favored for this second

evaluation criterion is that for these worse-off users, it was very rare for them to satisfy the condition

that leads them to incur the cost due to the ξ1 term.

To select ξ1, ξ2, we want to balance providing high value for the average and the worst-performing

user. Other factors that influence our decision include prioritizing environment variants that the

scientific team considers most important and considering the variation of grid values in the heat

maps. For example, we may be willing to forgo an optimal value in a grid with low variation (values

perform similarly) than an optimal value in a grid with high variation. Thus, based on all our sim-

ulation results, we plan to choose intermediate values of both ξ1 and ξ2, specifically ξ1 = 100 and

ξ2 = 100. We believe these hyperparameter values balance performance of the RL algorithm for the

average user and the worst-off user across all environment variants. After the initial considerations
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presented, the reward hyperparameters were finalized for the actual clinical trial. See Trella et al.

(2024b).
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Figure 3.3: Heatmap of Candidate Values for ξ1, ξ2. We evaluate candidate values ξ1, ξ2 using two metrics and across
three simulation environment variants. Effect size shrinkage E varies from slight shrinkage (E = 0.8) to severe shrinkage
(E = 0) from top to bottom, The top row (blue) shows grids evaluated using average

∑T
t=1 Qi,t across users and the

bottom row (purple) shows grids evaluated using 25th‐percentile of
∑T

t=1 Qi,t across users. The grid with the highest
criteria value is boxed for readability.

3.6 Impact

In this section, we present the first extension of the PCS framework for designing RL algorithms for

real-world deployment. The case study demonstrates how to use the PCS framework to make design

decisions for the Oralytics RL algorithm. This work helps fellow researchers understand and bal-

ance the benefits and drawbacks of certain aspects of the RL algorithm they use for their real-world

applications. We also present the reward design, a key component, for the Oralytics algorithm. By

designing a surrogate reward to include a cost term, instead of naively having the RL algorithm learn

using the true outcome of OSCB, we generalize the contextual bandit framework to deal with the

key challenge of capturing negative, delayed effects of interventions.
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4
AlgorithmMonitoring

Since online RL algorithms make decisions in real time based on accruing data, many unexpected

issues could arise that compromise the intended use of the algorithm and data quality. To enhance

the stability and autonomy of the algorithm we provide a framework for enabling effective monitor-

ing of online RL algorithms to help algorithm developers and researchers. Our guidelines include

(1) developing fallback methods, pre-specified procedures executed when an issue occurs, and (2)

identifying potential issues categorizing them by severity (red, yellow, and green). To illustrate our
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framework’s practical application, we discuss our experience in monitoring the online RL algorithm

in the Oralytics clinical trial. Throughout the Oralytics trial, the monitoring systems detected real-

time issues such as database timeout and failed communication with an external source. Fallback

methods prevented participants from not receiving any treatment during the trial and also prevented

the use of incorrect data in statistical analyses. Without these algorithmmonitoring systems, critical

issues would have gone undetected and unresolved. Instead, these monitoring systems safeguarded

participants and ensured the quality of the resulting data for updating the intervention and facilitat-

ing scientific discovery.

4.1 Introduction

While online RL algorithms offer greater potential for learning effectively in complex environments

(e.g., handle user heterogeneity, distribution shift, non-stationarity, etc.), they require real-time

updates and interactions with complex systems. They can result in issues that, if not properly moni-

tored and planned for, jeopardize the deployment. These issues are especially concerning for deploy-

ments in high-stakes settings such as clinical trials, which can be expensive and take years to develop

with multiple stakeholders.

Undetected issues or issues solved in an untimely manner can result in (1) insufficient data for

conducting post-deployment analyses and (2) compromise the effectiveness of the intervention and

participant experience. Given the complexity and real-time nature of implementing online RL algo-

rithms in healthcare settings, unexpected issues may arise even with careful planning (e.g., updates

with overflow values result in an incorrect policy; state or reward data does not properly write to

the database). There are well-established criteria and a variety of existing frameworks for real-world

machine learning (ML) deployment (Oala et al., 2021; Challen et al., 2019; Loftus et al., 2022; Sam-

basivan et al., 2021) (See Appendix B.1). There also exists relevant monitoring guidelines and sys-
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tems from clinical trials such as those to ensure safety, data quality, and implementation fidelity (See

Appendix B.2). While ideas in both areas are transferrable, additional monitoring is required for

deploying an online RL algorithm. This additional monitoring is required because the online RL

algorithm adjusts future policies and actions (e.g., treatment) based on a rewards collected during

deployment (e.g., individual’s past treatment responses). If the RL algorithm functions incorrectly,

it detracts from the intended implementation and could affects various stakeholders. For example,

such issues can compromise individuals’ experiences (as in customer facing products) and the qual-

ity of data for use in statistical analyses (Trella et al., 2024c) (as in clinical trials or UX testing). Mini-

mally, such failures can jeopardize the future development and use of these promising algorithms.

To help research teams build a quality monitoring system, we provide (1) guidelines for moni-

toring online RL algorithm during deployment and (2) in-depth examples and findings from the

deployed real-time monitoring system for Oralytics. Our work brings to the RL community’s atten-

tion the critical gap between fast-paced algorithmic research and the feasibility of deploying these

algorithms effectively (i.e., in a way that does more good than harm) in high-stakes settings.

4.2 RelatedWork

4.2.1 Quality Control

The online nature and inherent properties of RL algorithms require additional aspects of quality

control. Unlike prediction models, validating the quality of RL algorithms goes beyond straightfor-

ward performance metrics like prediction accuracy. Also, online algorithms autonomously update

using incoming data during deployment. Previous work covers monitoring algorithm updates with

a fixed policy between deployments (Oala et al., 2020), but online settings require identifying and

addressing issues in real-time of a policy that is frequently updated throughout the deployment.

Furthermore, validation in the online setting is more complicated than in the offline setting. In the
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offline setting, training can involve a human-in-the-loop (Wu et al., 2022) for performing hyperpa-

rameter search, checking for convergence, or performing clinical evaluations (Oala et al., 2020). An

online algorithm, however, can only be validated after deployment (e.g., via off-policy analyses, one

can evaluate whether an action was effective in certain states in an environment).

4.2.2 Data Quality

Achieving data quality for online RL algorithms is also not straightforward. RL algorithms use and

store additional types of data as compared toML algorithms, such as the action-selection probabil-

ity πi,t for every participant i at decision-time t. Online algorithms also require extra considerations

for data reporting and reproducibility. Unlike offline settings where previous work suggests stating

the version of the model used (Liu et al., 2020), frequent updates of the RL algorithm in the online

setting means needing to index and save each policy update, the data that was used in each update,

and code versions and software packages if a code change needed to be made during deployment.

We also extend data quality in our setting to focus on preserving the scientific utility of data for

post-deployment analyses. Post-deployment analyses refers to the broad range of analyses conducted

after deployment. These kinds of analyses can (1) improve the design of the algorithm for future it-

erations; (2) inform policy and decisions for rolling out the algorithmmore broadly; and (3) support

the development and refinement of further research. We now highlight some important analyses

of interest. In experimentation settings such as clinical trials and UX testing, at a minimum, one

must collect data to perform a primary analysis (Furberg and Friedman, 2012; Qian et al., 2022).

Primary analyses are statistical analyses that addresses the foremost scientific question. For example,

the primary analysis for Oralytics concerns the causal excursion effect (Boruvka et al., 2018) of send-

ing versus not sending a prompt on the participant’s proximal oral self-care behaviors. Secondary

analysis may focus on investigating whether the benefits of sending (versus not sending) a prompt

vary by the participant’s baseline characteristics (e.g., age and gender), as well as their current state
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(e.g., recent brushing quality or app engagement). Additional analyses such as off-policy evaluation

(Thomas and Brunskill, 2016; Levine et al., 2020), other types of causal inference (Hadad et al.,

2021), and continual learning (Parisi et al., 2019; Khetarpal et al., 2022) assess the benefit of using

such an algorithm and improve the design of future versions of the RL algorithm. Furthermore, in

research settings, sharing and publishing high-quality data helps the broader scientific community

design their own algorithms.

4.3 Monitoring Online RL Algorithms

4.3.1 WhyMonitor?

Recall that online RL algorithms generally include two processes, (1) learning: modeling how en-

vironment outcomes vary with actions taken and updating the model’s parameters (repeatedly esti-

mated) as data accrues; and (2) action selection: at each decision time, the algorithm uses the most

recent model to form a policy and select actions. To ensure these two processes work correctly, it is

essential to accurately collect and transmit current context and outcome data to the RL algorithm.

If this data is inaccurate or missing, these two processes might cause issues that could compromise

the end user experience and the utility of data for subsequent post-deployment analyses. For ex-

ample, in clinical trial settings, communication issues between the RL algorithm and the backend

controller can lead to individuals receiving too many or too few treatments, or treatments at the in-

correct times. Or the software systemmay fail to save data needed to conduct high-quality statistical

analysis.

Autonomously monitoring the RL algorithm is important for detecting, alerting, and preventing

issues such as those presented above. A monitoring system prevents such issues and detects issues as

soon as they arise. This allows research and engineering teams to identify, triage, and resolve issues

which (1) minimizes negative impacts and (2) reduces the burden on staff who would otherwise
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need to manually monitor the algorithm in real time.

4.3.2 Elements of the AlgorithmMonitoring System

We offer guidelines for building a real-time monitoring system for an online RL algorithm (Ta-

ble 4.1). These guidelines consists of: (1) issues and severity and (2) fallback methods. Both cate-

gories of guidelines work with each other to avoid issues that otherwise would have occurred. In

Section 4.4, we provide concrete examples fromOralytics.

Issues and Severity Development teams should begin by identifying and assigning severity to

potential issues that could occur. This approach allows development teams to prioritize addressing

issues based on their severity. Once these issues are identified, an automated notification system

(e.g., automated email) can be utilized to alert the development teams when an issue occurs. We

recommend categorizing issues into three severity levels:

• Red Severity (Safeguarding Individuals and Utility of Data)Red severity issues compro-

mise the end user experience or the scientific utility of the data, requiring immediate atten-

tion. These issues trigger an automated email to the algorithm development team and are

prominently displayed on the monitoring dashboard. End user experiences can be compro-

mised for example if individuals in a digital health setting receive an unreasonable amount of

prompts. This could result from communication errors between software components, in-

valid action selection by the RL algorithm, or in the case of a clinical trial, failing to recognize

that a participant has ended the trial. The scientific utility of the data could be compromised

if the database fails to store necessary values because it timed-out, closed connections, or ex-

ceeded its storage capacity.

• Yellow Severity (Compromises Algorithm Functionality) Yellow severity issues compro-
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mise the ability of the online RL algorithm to learn and optimize action selection. These

issues also immediately trigger an automated email and appear on the monitoring dashboard,

but the urgency to resolve them is lower, allowing the RL development teammore time to

address them. The RL algorithm’s ability to learn and optimize can be compromised in mul-

tiple ways, including (1) in the case of action selection, not obtaining the necessary context

data in a timely manner, and (2) in the case of learning, failing to acquire necessary context

and outcome data from the algorithm’s internal database.

• Green Severity (Impacts Resulting Statistical Analyses)Green severity issues are problems

that need to be documented to properly adjust statistical analyses of the resulting data. Not

documenting these issues compromises the validity of the statistical analyses and/or hinders

improving the broader system that includes the algorithm (e.g., the digital intervention).

While a majority of green issues involve properly documenting red and yellow issues, one

could also document issues involving components outside of the RL algorithm (e.g., mobile

app or backend controller), maintain a list of items to investigate, and check the consistency

of data saved by all software components. Since managing these issues involve documen-

tation by other components, we recommend establishing agreements between all software

development teams prior to the deployment of the intervention. These agreements clarify

responsibilities for documenting specific green issues that may arise.

FallbackMethods Fallback methods are pre-specified procedures executed when an issue oc-

curs, serving as a backup to action selection and learning procedures. These methods ensure that

even when red or yellow issues occur, the system defaults to baseline functionality agreed upon be-

fore deployment. Specifically, when action selection by the RL algorithm fails, individuals should

still be assigned a treatment randomized with a pre-specified probability deemed reasonable in the

current state. When algorithm update fails, incorrect or corrupted data should be flagged and ex-
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cluded from the update.

Fallback methods reduce the severity of red issues to yellow. However, it is not feasible to reduce

all red issues to yellow because: (1) the appropriate fallback method is not always apparent (e.g., the

fallback method is not apparent when there is an issue saving data needed for statistical analyses into

the database) and (2) the ability to identify a red issue may only occur at intervals of time, making it

impossible to retroactively address them (e.g., determining whether an excessive number of interven-

tions has occurred over a week is only possible at the end of the week).

4.4 Implementation of AlgorithmMonitoring

4.4.1 Setting and Constraints

Constraints can impact the structure of the monitoring system. For example, the constraints in

Oralytics were: (1) a lack of control over data processing and storage due to dependence on an ex-

ternal system and (2) a short time frame for developing the monitoring system. These constraints

impacted the development of the monitoring system for Oralytics.

Due to the time constraints, Oralytics made trade-offs between coverage of issues and efficiency

in implementation. Namely, since Oralytics had limited time to develop the monitoring system, the

system specified broad categories of issues (Table B.1) as opposed to more granular issues. For exam-

ple, while Oralytics had one broad check for failed communication with the backend controller.

Since the Oralytics system only had access to sensor data (e.g., brushing data from the electronic

toothbrush) from an external system after this data was pre-processed and stored in a data base

maintained by the backend controller, the Oralytics monitoring systemmostly focused on moni-

toring the validity of this data. These examples fromOralytics show the influence of constraints on

the design of monitoring systems in real-world applications.
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4.4.2 FallbackMethods

To clarify the Oralytics fallback methods presented later, we first discuss the backup treatment sched-

ule. A critical Oralytics design decision was to construct a backup treatment schedule (or schedule

of actions) for 70 days every morning starting with the current decision time. This means actions

were selected not only for that day’s decision times but also for decision times for the subsequent 69

days. See Appendix B.3.1 for full details on the backup treatment schedule.

Oralytics employed a two-layer fallback method for action selection and a separate method for

updating: (i) if there’s any communication issue between the backend controller and the app, treat-

ment from the most recent backup treatment schedule saved on the Oralytics app is delivered; and

(ii) if there are any issues in constructing the backup treatment schedule, then action for each de-

cision time in the schedule is assigned with 0.5 probability rather than using the current policy.

(iii) for updating, if issues arise (e.g., malformed data or recent data is not available), then the algo-

rithm stores the data point, but does not update parameters with that data point.

In the Oralytics clinical trial, all three fallback methods were triggered in response to yellow sever-

ity issues such as failing to obtain necessary data or the RL algorithm crashing. Fallback methods

triggered in both trials highlight the importance of planning ahead for issues so that the whole sys-

tem functions appropriately.

4.4.3 Issues and Severity

In this section, we highlight key examples and insights of issues that occurred for each severity level.

For a comprehensive list of potential issues that were checked from each case study, please refer to

Tables B.1 in the Appendix.
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Red Severity

The monitoring system in Oralytics checked if (i) the RL algorithm assigned an unreasonable num-

ber of engagement prompts (less than the minimum amount or more than the maximum amount)

and (ii) treatment assignment probabilities returned by the RL algorithm for any participant at any

given decision time stayed within a bounded limit. Due to time constraints on software develop-

ment, Oralytics trial staff manually checked for red severity issues, but one can automate this check

using software. Although these types of checks were implemented, this specific category of issues

was never detected in Oralytics.

Yellow Severity

Oralytics implemented checks such as ensuring requests for sensor data (originally from external

source but processed and made available to the RL algorithm by the backend controller) were suc-

cessful, verifying that the sensor data was correctly formatted to be processed, and ensuring that the

RL algorithm can properly read and write data to its own database.

One example of a yellow issue encountered during the Oralytics trial is that on two occasions, the

RL algorithm crashed and was unavailable. However, because of fallback method (i), participants

were assigned treatment from the most recent backup treatment schedule saved on their Oralytics

app, but no new schedules were formed for that day. The RL development team restarted the sys-

tem and the RL algorithm became available again the next day. For additional yellow issues that

occurred during the trial, see Appendix B.3.

Green Severity

Green severity issues need to be documented to adjust for statistical analyses. In Oralytics, a ma-

jority of green severity incidents involved documenting red and yellow issues and information on

46



crashes, resets, or reboots of the RL algorithm. However, information about issues with other sys-

tem components (e.g., backend controller) outside of the RL algorithm were also documented. The

documentation details the timestamps, the number of decision times and participants impacted,

what fallback method was used for yellow issues, and how the development team fixed the issue.

During the Oralytics trial, intervention staff noticed that only a few participants had prompts

scheduled on their apps. Upon investigation, the RL algorithm was functioning correctly, but the

backend controller failed to wait long enough to gather the backup treatment schedules for all par-

ticipants, resulting in blank schedules being sent to some participants. The issue was resolved the

next business day, and the RL development team documented the incident and the affected partici-

pants and decision times.

4.5 Impact

Algorithmmonitoring systems are essential to support the use of online RL algorithms in the real

world. We provided guidelines for monitoring an online RL algorithm and shared detailed find-

ings from the Oralytics clinical trial where online RL algorithms dynamically adjusted treatment

(selected actions) based on incoming data. As demonstrated in Section 4.4, the absence of a moni-

toring system could have resulted in critical issues, such as individuals not receiving any prompts or

the use of incorrect data in statistical analyses. Although our work focused on RL algorithms, we

expect many findings are applicable to a variety of online learning algorithms, such as those used for

fine-tuning prediction algorithms (e.g., predicting stress). We hope these monitoring guidelines em-

power research and engineering teams to confidently incorporate the innovative benefits that online

RL algorithms offer.

47



Issues Description Example

Red Severity
Issues

Issues that compromise
individuals’ experiences or
the scientific utility of data

Algorithm assigned an unreasonable
number of interventions per

individual over a period of time
Yellow Severity
Issues

Issues that compromise the
ability of the algorithm to

learn or personalize
treatment assignment

Failure to obtain current context
from the backend controller

Green Severity
Issues

Issues that need to be
documented so that

statistical analyses can be
properly adjusted

Documentation of issue that
occurred, timestamp of issue, the

number of decision times and
individuals impacted, how the

development team fixed the issue.

Fallback
Methods

Description Example of Fallback

For Treatment
Assignment

Procedure executed when
treatment assignment error

occurs

Treatment is assigned with 0.5
probability at each affected decision

time
For Learning Procedure executed when

algorithm update error
occurs

Algorithm excludes the malformed
data point when updating model

parameters, and if required,
postpones model update till next

update time.

Table 4.1: Elements of the AlgorithmMonitoring System. Potential issues are categorized into three levels of severity (red,
yellow, and green) to help development teams with the order at which to resolve these issues. Fallback methods are pre‐
specified procedures executed to change some red severity issues into yellow severity issues and executed when a yellow
severity issue occurs. Examples are real examples from the Oralytics trial.
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5
Post-Deployment Algorithm Evaluation

RL algorithms in the real world are not static. These algorithms need to be continuously optimized

to improve performance, handle environment changes, address changes in business objectives, etc.

Between deployments they are assessed, re-evaluated, and re-designed into a new version for the next

deployment. For example, the Oralytics RL algorithm was deployed in phase 1 of a registered clini-

cal trial. After the trial concludes, one has access to data collected during the trial to prepare for the

next deployment (phase 2). One may have access to a new state feature or action that the research
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Figure 5.1: Fallback methods executed over the Oralytics trial. All 3 fallback methods were executed at least once during
the Oralytics trial to mitigate various issues such as the RL service going down or failure to obtain sensor data from the
main controller to form current state information.

team would like to include. However, before any improvements can be made, it is helpful to first

run analyses to review what occurred during deployment. In this section, we offer examples of post-

deployment analyses one can conduct between deployments to improve the algorithm. Specifically,

we (1) revisit the issues that occurred during deployment, (2) re-evaluate algorithm design decisions

and (3) investigate algorithm behavior / explain what the algorithm learned.

5.1 Algorithm Issues During Deployment

At a minimum, one must review and investigate issues and failures that occurred during deploy-

ment. Investigations can include what went wrong, why it happened, what was the impact, and

what are actionable takeaways to prevent it in the future. Here we present real issues that occurred

regarding the algorithm during the Oralytics trial and caught by our monitoring system (Chapter 4).

During the Oralytics trial, various engineering or networking issues (Table 5.1) occurred that

impacted the RL service’s intended functionality. These issues were automatically caught and the

pre-specified fallback method was executed. Figure 5.1 shows that all 3 types of fallback methods
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Date Issue Type Num. Participants
Affected

Fallback
Method

10/30/2023 Fail to read from internal database 1 2
11/16/2023 RL Service and endpoints went down 23 1
11/17/2023 RL Service and endpoints went down 23 1
11/17/2023 Fail to read from internal database 1 2
11/25/2023 Fail to get app analytics data frommain controller 1 3
11/26/2023 Fail to get app analytics data frommain controller 1 3
11/27/2023 Fail to get app analytics data frommain controller 1 3
11/28/2023 Fail to get app analytics data frommain controller 1 3
11/29/2023 Fail to get app analytics data frommain controller 1 3
11/30/2023 Fail to get app analytics data frommain controller 1 3
12/15/2023 Fail to get app analytics data frommain controller 1 3
12/16/2023 Fail to get app analytics data frommain controller 1 3
01/24/2024 RL Service and endpoints went down 2 1
01/25/2024 RL Service and endpoints went down 2 1
02/21/2024 Fail to read from internal database 5 2

Table 5.1: Engineering issues that impacted the RL service during the Oralytics trial.

were executed over the Oralytics trial. Notice that fallback method (i), made possible by our de-

sign decision to produce a schedule of actions instead of just a single action, was executed 4 times

during the trial and mitigated issues for more participants than any other method. While defining

and implementing fallback methods may take extra effort by the software engineering team, this is

a worthwhile investment. Without fallback methods, the various issues that arose during the trial

would have required ad hoc changes, to the RL algorithm reducing autonomy and thus replicability

of the intervention.

5.2 Re-Evaluating Design Decisions

In Chapter 3, we considered principled ways one can make various design decisions for the online

RL algorithm. Post-deployment, one can use data collected during the trial to re-evaluate those

design decisions, with particular focus on decisions of interest to stakeholders or the research team.

For example, we re-evaluate the design decision to run a full-pooling algorithm (Section 3.4.4).
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Due to the small number of decision times (T = 140) per participant, the RL algorithm used a sin-

gle reward model for all participants and updated using all participants’ data. Even though before

deployment we anticipated that trial participants would be heterogeneous (i.e., have different out-

comes to the intervention), we still believed that full-pooling would learn better over a no-pooling or

participant-specific algorithm.

Experiment Setup Using the simulation environment (Section C.1), we re-ran, with all other

design decisions fixed as deployed in the Oralytics trial, an algorithm that performs full pooling with

one that performs no pooling over 500Monte Carlo repetitions. We evaluate algorithms based on:

• average of participants’ average (across time) OSCB:

1
N

N∑
i=1

1
T

T∑
t=1

Qi,t

• first quartile (25th-percentile) of participants’ average (across time) OSCB:

First Quartile
({

1
T

T∑
t=1

Qi,t

}N

i=1

)

Results As seen in Table 5.2, the average and first quartile OSCB achieved by a full-pooling al-

gorithm is slightly higher than the average OSCB achieved by a no-pooling algorithm. These results

are congruent with the results for experiments conducted before deployment (Section 3.3). Despite

the heterogeneity of trial participants, it was worth it to run a full-pooling algorithm instead of a

no-pooling algorithm.
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Pooling Mean Value First Quartile Value
Full Pooling 69.724 (0.047) 43.049 (0.091)
No Pooling 69.375 (0.047) 43.024 (0.088)

Table 5.2: Experiment results comparing a full‐pooling online RL algorithm with a no‐pooling one in the simulation envi‐
ronment. Value in each parenthesis is the standard error of the mean across 500 Monte Carlo repetitions.

Advantage State Features
1. Time of Day (Morning/Evening)∈ {0, 1}

2. Exponential Average of OSCBOver Past Week∈ [−1, 1]
3. Exponential Average of Dosage Over Past Week∈ [−1, 1]

4. Prior Day App Engagement ∈ {0, 1}
5. Intercept Term= 1

Table 5.3: State features f(s) used by the Oralytics RL algorithm to model the advantage in state s. See Section 3.4.3 for
more details.

5.3 DidWe Learn? Explaining Algorithm Behavior

This is my favorite part. Lastly, we consider if the algorithm learned despite the challenges of the

clinical trial setting. More specifically, we are interested in the questions: (1) Did the algorithm

learn?; (2) What did the algorithm?; and (3) Is this evidence of learning or by random chance? We

define learning as the RL algorithm successfully learning the advantage of action a = 1 over a = 0

(i.e., sending an engagement prompt over not sending one) in a particular state s. Recall that the

Oralytics RL algorithmmaintains a model of this advantage (Equation 2.1) to select actions via pos-

terior sampling and updates the posterior distribution of the advantage model parameters through-

out the trial. One way to determine learning is to visualize the standardized predicted advantage in

state s throughout the trial (i.e., using learned posterior parameters at different update times τ). The

standardized predicted advantage in state s using the policy updated at time τ is:

predicted_adv(τ, s) :=
μβ⊤τ f(s)√
f(s)⊤Σβ

τf(s)
(5.1)
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Figure 5.2: The standardized predicted advantage in state s over update times τ using posterior parameters learned during
the Oralytics trial. It appears that the algorithm has learned a state where it is effective to send a prompt.

μβτ and Σ
β
τ are the posterior parameters of advantage parameter β from Equation 2.1, and f(s) de-

notes the features used in the algorithm’s model of the advantage (Table 5.3).

For example, consider Figure 5.2. Using posterior parameters μβτ,Σ
β
τ learned during the Oralyt-

ics trial, we plot the standardized predicted advantage over updates times τ in a state where it is (1)

morning, (2) the participant’s exponential average OSCB in the past week is about 28 seconds (poor

brushing), (3) the participant received prompts 45% of the times in the past week, and (4) the par-

ticipant did not open the app the prior day. Since this value is trending more positive, it appears

that the algorithm learned that it is effective to send an engagement prompt for participants in this

particular state. In the following section, we assess whether this pattern is evidence that the RL al-

gorithm learned or is purely accidental due to the stochasticity in action selection (i.e., posterior

sampling).

Experiment Setup We use the re-sampling-based parametric method developed in Ghosh et al.

(2024) to assess if the evidence of learning could have occurred by random chance. We use the sim-

ulation environment built using the Oralytics trial data (Section C.1). For each state of interest s,

we run the following simulation. (i) We rerun the RL algorithm in a variant of the simulation en-

vironment in which there is no advantage of action 1 over action 0 in state s (See Appendix C.1.3)

producing posterior means and variances, μβτ and Σ
β
τ. Using μ

β
τ and Σ

β
τ, we calculate standardized
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Figure 5.3: Wecompare the standardized predicted advantages across updates to the posterior parameters from the actual
Oralytics trial (dark blue) with violin plots of predictive advantages using simulated posterior parameters (light blue) in an
environment where there is truly no advantage in state s. Simulated posterior parameters were re‐sampled across 500
Monte Carlo repetitions. The pattern in (a) and (b) suggests states where the algorithm learned an advantage of one action
over the other and the re‐sampling indicates this evidence is real. The pattern in (c), however, suggests a state where
re‐sampling indicates the appearance of learning likely occurred by random chance.

predicted advantages for each update time τ. (ii) We compare the standardized predicted advantage

(Equation 5.1) at each update time from the real trial with the standardized predicted advantage

from the simulated trials in (i).

We consider a total of 16 different states of interest. To create these 16 states, we consider differ-

ent combinations of possible values for algorithm advantage features f(s) (Table 5.3). Features (1)

and (4) are binary so we consider both values {0, 1} for each. Features (2) and (3) are real-valued

between [−1, 1], so we consider the first and third quartiles calculated from the Oralytics trial data.*

Results Key results are in Figure 5.3 and additional plots are in Appendix C.2. Our results

show that the Oralytics RL algorithm did indeed learn that sending a prompt is effective in some

states and ineffective in others. This suggests that our state space design was a good choice because

some state features helped the algorithm discern these states.

We highlight 3 interesting states in Figure 5.3:

*For feature (2), -0.7 corresponds to an exponential average OSCB in the past week of 28 seconds and 0.1
corresponds to 100 seconds; for feature (3), -0.6 corresponds to the participant receiving prompts 20% of the
time in the past week and -0.1 corresponds to 45%.
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(a) A state where the algorithm learned it is effective to send a prompt and the re-sampling indi-

cates this evidence is real. The advantage features f(s) correspond to (1) evening, (2) the par-

ticipant’s exponential average OSCB in the past week is about 28 seconds (poor brushing),

(3) the participant received prompts 20% of the time in the past week, and (4) the participant

did not open the app the prior day.

(b) A state where the algorithm learned it is ineffective to send a prompt and the re-sampling

indicates this evidence is real. The advantage features f(s) correspond to (1) morning, (2) the

participant’s exponential average OSCB in the past week is about 100 seconds (almost ideal

brushing), (3) the participant received prompts 45% of the time in the past week, and (4) the

participant opened the app the prior day.

(c) The state in Figure 5.2 but the re-sampling method indicates the appearance of learning

likely occurred by random chance.

For (a) and (b) the re-sampling method suggests that evidence of learning is real because predicted

advantages using posterior parameters updated during the actual trial are trending away from the

simulated predictive advantages from re-sampled posterior parameters in an environment where

there truly is no advantage in state s. For (c), however, the re-sampling method suggests that the ap-

pearance of learning likely occurred by random chance because predicted advantages using posterior

parameters updated during the actual trial are extremely similar to those from re-sampled posterior

parameters in an environment where there truly is no advantage in state s.

5.4 Impact

We offer examples of various post-deployment analyses of interest from analyses conducted for Ora-

lytics. We share these insights by highlighting design decisions for the algorithm and software service
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and conducting a simulation and re-sampling analysis to re-evaluate these design decisions using

data collected during the trial. Most interestingly, the re-sampling analysis provides evidence that

the RL algorithm learned the advantage of one action over the other in certain states. Furthermore,

these analyses show that with thoughtful design and monitoring, the algorithm can indeed learn

despite real-world challenges. We hope these key lessons can be shared with other research teams

interested in real-world design and deployment of online RL algorithms. The re-sampling analyses

presented here will inform design decisions for phase 2. The re-design of the RL algorithm for phase

2 of the Oralytics clinical trial is currently under development and phase 2 is anticipated to start in

spring 2025.
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6
Non-Stationary Latent Auto-Regressive

Bandits

Inspired by the non-stationarity observed in many real-world environments, we aim to understand

this problem theoretically by considering a non-stationary bandit problem. For the non-stationary

multi-armed bandit (MAB) problem, many existing methods allow a general mechanism for the

non-stationarity, but rely on a budget for the non-stationarity that is sub-linear to the total number
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of time steps T. In many real-world settings, however, the mechanism for the non-stationarity can

be modeled, but there is no budget for the nons-tationarity. We instead consider the non-stationary

bandit problem where the reward means change due to a latent, auto-regressive (AR) state. We de-

velop Latent AR LinUCB (LARL), an online linear contextual bandit algorithm that does not rely

on the non-stationary budget, but instead forms good predictions of reward means by implicitly

predicting the latent state. The key idea is to reduce the problem to a linear dynamical system which

can be solved as a linear contextual bandit. In fact, LARL approximates a steady-state Kalman filter

and efficiently learns system parameters online. We provide an interpretable regret bound for LARL

with respect to the level of non-stationarity in the environment. LARL achieves sub-linear regret

in this setting if the noise variance of the latent state process is sufficiently small with respect to T.

Empirically, LARL outperforms various baseline methods in this non-stationary bandit problem.

6.1 Introduction

In the classical formulation of the stochastic multi-armed bandit (MAB) problem (Lattimore and

Szepesvári, 2020), the rewards are assumed to be independently and identically drawn from a fixed

distribution. In the non-stationary formulation (Auer et al., 2002), the reward means, instead,

change over time. While many existing approaches for non-stationary bandits allow an arbitrary

mechanism for the non-stationarity, they rely on some budget to the non-stationarity that is sub-

linear to the total number of time steps T. For example, in Besbes et al. (2014) there is a variation

budget for the amount of change in the mean rewards, and in Garivier andMoulines (2011) there

is a budget for the number of changes. In contrast, for many real-world applications, the non-

stationarity mechanism can be modeled as a latent state with temporal dependencies, but with

restless non-stationarity. For example, in mobile health applications, bandit algorithms are used

to optimize notifications to maximize users’ health outcomes (rewards). User burden from using the
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app is an evolving latent process with temporal dependencies and can cause the health outcome to

decline over time (non-stationarity).

Motivated by these real-world settings, we study a non-stationary bandit problem with a realistic

source of non-stationarity. In this problem, changes in the mean reward of the arms over time are

due to some latent, auto-regressive (AR) state of order k. This problem is represented by the graph-

ical model in Figure 6.1. Such a latent state causes smooth changes to the mean rewards as opposed

to abrupt changes; however, the variation budget or the budget on the number of changes could

scale linearly with T.

Our approach to solving the non-stationary bandit problem in Figure 6.1 leverages the graphical

structure and reduces the problem instead to the well-studied problem of linear dynamical systems

(Section 6.3.3); we then show that the linear dynamical system can be solved as a linear contextual

bandit (Section 6.3.4). By leveraging the structure of the non-stationarity, we can offer a finer the-

oretical analysis and design a more specific algorithm that can outperform general non-stationary

algorithms.

Contributions.We propose Latent AR LinUCB or LARL (Algorithm 1), an online linear con-

textual bandit algorithm that maintains good reward predictions by using past history to predict the

current latent state and to learn parameters online. The reward model maintained by LARL can

be seen as an approximation to the steady-state Kalman filter with access to ground-truth system

parameters. We present an interpretable regret bound for LARL against the dynamic oracle (The-

orem 6.4.2). In our setting, LARL achieves sub-linear regret if the noise variance of the latent state

process is sufficiently small with respect to the total number of time steps T. We validate in simula-

tion studies (Section 6.5) that LARL outperforms various baseline methods in the non-stationary

latent AR environment.
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6.2 RelatedWorks

6.2.1 Non-Stationary Bandits

Non-stationary bandits (Auer et al., 2002) extend the standard bandit problem to one with reward

means changing over time. Many approaches have been proposed for non-stationary bandits includ-

ing change point detection (Mellor and Shapiro, 2013), sliding window (Garivier andMoulines,

2011; Cheung et al., 2019; Trovo et al., 2020), restarting (Besbes et al., 2014; Viappiani, 2013), and

discounting the effect of past observations (Kocsis and Szepesvári, 2006; Garivier andMoulines,

2011; Raj and Kalyani, 2017). A majority of these methods were developed for an arbitrary mech-

anism for controlling the non-stationarity, but rely on a budget for the amount of changes that is

sub-linear in T. For example, there is a total budget for the amount of change (Besbes et al., 2014)

or to the number of changes (Garivier andMoulines, 2011). In contrast, our setting has a specific

mechanism controlling the non-stationarity (i.e., a latent AR state), but the budget for the non-

stationarity could scale linearly with T. Others have also formulated non-stationarity through a

latent state. These works propose methods for maintaining a posterior belief over the latent state

and acting according to it (Hong et al., 2020; Nelson et al., 2022). Nelson et al. (2022) rely on the la-

tent state being discrete, as the dimension of the linear contextual bandit is the cardinality of the set

of latent state values. This approach is not applicable in our setting where the latent state is continu-

ous. Hong et al. (2020) use particle filtering to sample from the joint posterior of the latent state and

model parameters. However, their approach would be computationally challenging in our setting,

as the number of particles needed increases with the number of latent state values. Also similar to

our work is Gornet et al. (2022) which implements a similar reduction to a linear contextual bandit;

however, their algorithm heavily relies on exogenous context to predict the latent state, which is not

present in our setting.

61



6.2.2 AR Bandits

Autoregressive (AR) processes (Brockwell and Davis, 2009) are studied extensively across many

fields to model temporal dependencies in many real-world processes. Some bandit formulations

involve rewards evolving auto-regressively, rather than a latent state, with fixed reward means and

known AR order k (Bacchiocchi et al., 2022). Due to the fixed reward means, these settings are sta-

tionary bandits, which allows for the direct application of standard linear bandit theory. While some

have proposed similar settings where the non-stationarity is dictated by an AR process (Liu et al.,

2023; Chen et al., 2024), these papers assume either access to ground-truth parameters or quality

offline data to learn these parameters. Instead, we are interested in learning AR and reward param-

eters online. Furthermore, the predictive sampling method in Liu et al. (2023) is developed for the

Bayesian framework and their main goal is to compare to traditional Thompson sampling. At first

glance, one may notice that the AR(1) setting presented in Chen et al. (2024) is very similar. How-

ever, their method relies on a stronger assumption that the agent observes the true mean reward for

the same action taken at the previous time step. In our setting, the agent never observes the exact

mean reward for any action.

6.3 Problem Setting

6.3.1 Notation

We introduce the following notation used throughout the paper. For some vector v ∈ Rd, we use

∥v∥ =
√

⟨v, v⟩ to denote the L2-norm of v and v⊤ to denote the transpose of v. 1 denotes a vector

of all 1s and ej denotes the standard basis vector with 1 in the jth component and 0s elsewhere. For

a square matrixM ∈ Rd×d,M−1 denotes the inverse ofM. λmax(M) is the largest eigenvalue

ofM. ∥M∥op = σmax(M) is the operator norm or largest singular value ofM. IfM is positive
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Figure 6.1: Graphical Model for Non‐Stationary Latent Auto‐Regressive Bandits.

semi-definite (PSD), thenM1/2 denotes the square root ofM such thatM1/2M1/2 = M, and

∥v∥2M = v⊤Mv denotes the square of the weighted L2-norm of v. We use [i, j] to denote the set of

positive integers from i to j, inclusive. I[·] denotes the indicator function. Ht−1 is the entire history

of information observed up to, but not including, time t.

6.3.2 Non-Stationary Latent Auto-Regressive Bandits

We consider a non-stationary multi-armed bandit environment (Definition 6.3.1) where the true

underlying reward depends on some latent state zt ∈ R that evolves according to an auto-regressive

(AR) process of order at most k. See Figure 6.1 for the graphical structure.

Definition 6.3.1. (Non-Stationary Latent Auto-regressive Bandit) LetA ⊂ N be the action space

and initial latent states [z0, ..., zk−1] ∼ Nk(μ0,Σ0). The interaction between the environment and

the agent is as follows. For every time step t ∈ [k,T]:

1. The environment generates latent state zt of the form:

zt = γ0 +
k∑

j=1
γjzt−j + ξt, ξt

i.i.d.∼ N (0, σ2z ), (6.1)
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where γ0, γ1, ..., γk ∈ R.

2. The agent selects action at ∈ A without observing zt.

3. The environment then generates reward rt given latent state zt and action at, rt(at), where:

rt(a) = μa + βazt + εt(a), εt(a)
i.i.d.∼ N (0, β2aσ

2
r ) (6.2)

where μa, βa, εt(a) ∈ R depends on the action a and εt(a) is independent across actions and

time steps.

4. The agent observes rt.

Notice that in our setting, zt is not impacted by the action selected in the previous time step.

Also, notice that in Equation 6.2 the noise variance of the reward has an exact structure. This

structure is needed to simplify the reduction in Lemma 6.3.2. But in practice, the algorithm (Al-

gorithm 1) we present later does not require this noise structure. To solve this non-stationary bandit

problem, a natural approach is to form good predictions of zt and therefore good predictions of the

reward means for each action. However, with no exogenous context available, the only observations

one is given is the current historyHt−1 consisting of past actions and rewards. We will see in later

sections that the method we develop can still perform well in such an environment, despite having

limited information.

6.3.3 Connecting Latent AR BanditsWith Linear Dynamical Systems

To assist with the reduction to a linear contextual bandit in Section 6.3.4, we first show that the

latent AR bandit environment in Definition 6.3.1 is a specific case of a linear dynamic system (LDS)

with Gaussian noise. See Appendix D.3 for a review of linear dynamical systems.
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Lemma 6.3.2. (Linear Dynamical System) The latent state process (Equation 6.1) and the reward

function (Equation 6.2) in Definition 6.3.1 form a special case of a linear dynamical system with

Gaussian noise. The system has state vector z⃗t ∈ Rk which incorporates the most recent k latent state

realizations and measurement yt =
rt−μat
βat

∈ R.

z⃗t = Γ⃗zt−1 + wt, wt ∼ Nk(γ0e1,W) (6.3)

yt = C⃗zt + vt, vt ∼ N (0, σ2r ) (6.4)

rt(a) = c⊤a z⃗t + μa + εt(a), εt(a) ∼ N (0, β2aσ
2
r ) (6.5)

where

z⃗t :=
[
zt zt−1 · · · zt−k+1

]⊤
∈ Rk

See Appendix D.1.1 for exact forms for Γ,W,C, ca.

Proof. See Appendix D.1.1.

Lemma 6.3.2 shows that we can rewrite the process as a linear dynamical system with Gaussian

noise with a specific form for the measurement model. Since this LDS is in companion form (Bell-

man and Åström, 1970), the LDS satisfies structural identifiability (Bellman and Åström, 1970),

and therefore is observable (Assumption D.3.1).

A natural approach to predicting the mean reward for each action is first to predict z⃗t. Since As-

sumption D.3.1 holds, one may be motivated to use the steady-state Kalman filter (Appendix D.3.2)
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to infer z⃗t. Given the ground-truth system parameters Γ,C, γ0,W, σ2r , the Kalman filter prediction

z̃t is the optimal (least mean square) estimate for latent state z⃗t (Kailath et al., 2000). However, we

do not assume agents have access to ground-truth parameters or quality batch data for learning them

offline (Ljung, 1999). While one can learn system parameters online (Annaswamy and Fradkov,

2021; Subbarao et al., 2016), we show in the following sections that it is not required to explicitly

learn system parameters for forming good mean reward predictions. Instead, the reduction to a

linear contextual bandit allows us to implicitly learn system parameters by learning a single reward

parameter (Lemma 6.3.3) and to leverage the well-established theory on linear bandits for analyzing

regret.

6.3.4 Reduction to a Linear Contextual Bandit

To re-frame the problem as a linear contextual bandit, we use the converted LDS (Lemma 6.3.2) to

show that the reward (Equation 6.2) can be re-written in a linear form of past history and the steady-

state Kalman filter prediction of state. This is a modified version of the decomposition in Gornet

et al. (2022).

Lemma 6.3.3. (Linear Contextual Bandit Reduction) LetHt−1 := σ(a1, r1, ..., at−1, rt−1) be the

current history observed up to time t, z̃t := zt|t−1 = E[⃗zt|Ht−1] be the steady-state Kalman filter for

z⃗t and let r̃t(a) = E[rt(a)|Ht−1] = c⊤a z̃t + μa. For a choice of s > 0 that controls the number of past

time steps to include in the context, there exists some θa ∈ R2s·|A|+1 where the reward (Equation 6.2)

for action a is:

rt(a) = Φt(s)⊤θa + bt(a, s) + εa;t (6.6)
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where

Φt(s) := Φ(Rt,At) =

[
Rt At 1

]⊤
∈ R2s·|A|+1 (6.7)

bt(a, s) := ⟨ca, (Γ− ΓKC)sz̃t−s⟩ (6.8)

εa;t := rt(a)− r̃t(a) = ⟨ca, z⃗t − z̃t⟩+ εt(a) ∼ N (0, c⊤a Pca + β2aσ
2
r ) (6.9)

Rt :=

[
rt−se⊤at−s · · · rt−1e⊤at−1

]⊤
∈ Rs·|A|

At :=

[
e⊤at−s · · · e⊤at−1

]⊤
∈ Rs·|A|

Proof. See Appendix D.1.2.

Equation (6.6) shows a standard linear contextual bandit problem with an additional bias term

bt(a, s). Φt(s) is the current context obtained from a feature mapping of the smost recent previous

actions and rewards; θa incorporates the underlying LDS parameters and is the parameter to learn.

Notice that εa;t is independent of history and therefore has mean 0 conditioned on historyHt−1.

Lemma 6.3.3 justifies the rationale of solving the non-stationary bandit problem through a contex-

tual bandit algorithm, say LinUCB. By selecting s, one is selecting the number of recent time steps

used to predict the current mean reward. If one had access to ground-truth θa and dynamically sets

s = t, then such an agent’s performance is the same as an agent that predicts the mean reward using
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a steady-state Kalman filter (Appendix D.3.2) with ground-truth parameters. Recall that with the

true underlying parameters, the Kalman filter estimate z̃t is the optimal estimate for latent state zt.

However, because we do not assume access to ground-truth parameters and must learn parameters

online, one must set s to balance bias and variance, which allows for a good approximation of the

Kalman filter estimate. This bias-variance trade-off, controlled by s, also appears in the regret bound

(Theorem 6.4.2) presented later. This linear bandit reduction is also desirable because an agent only

needs to specify a value for s and does not need to know the ground-truth AR order k, the initial

state z⃗0, nor the noise variances in practice for forming an estimator for θa.

6.3.5 Assumptions

Wemake the following regularity assumptions on the environment.

Assumption 6.3.4. (Stability and Boundedness of the AR Process) For the parameters γ0, γ1, ..., γk of

the latent AR process, |
∑k

j=1 γj| < 1 and |γ0| ≤ c for some c < +∞

Assumption 6.3.5. (Bounded Reward Parameter) For every action a ∈ A, ∥θa∥ ≤ Sa for Sa ∈ R+

Assumption 6.3.4 is standard for AR processes. Assumption 6.3.5 is standard for theoretical

results for linear bandits (Abbasi-Yadkori et al., 2011). More importantly, Assumption 6.3.4 implies

the stability of state transition matrix Γ, a common assumption for LDS (Bertsekas, 2012). Namely,

the parameters γ1, ..., γk of the latent AR process form Γ such that |λmax(Γ)| < 1. The stability of

Γ is needed for the bias term bt(a, s) in Equation 6.6 to decrease with large s as |λmax(Γ)| < 1 =⇒

|λmax(Γ− ΓKC)| < 1 (Anderson andMoore, 2005).

6.3.6 Regret

We define regret with respect to the dynamic oracle (Besbes et al., 2014), the standard choice in the

non-stationary bandit settings. The dynamic oracle observes all information in the environment
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(including zt) and then acts optimally with that information. The oracle therefore knows the true

reward means E[rt(a)|⃗zt] at every time step t for each action a and selects the optimal action for

every t: a∗t = argmaxa∈A E[rt(a)|⃗zt]. The regret with respect to the dynamic oracle is:

Regret(T; π) =
T∑
t=1

E[rt(a∗t )− rt(at)|⃗zt] (6.10)

where at is the action selected by the algorithm at time step t following policy π.

Achieving sub-linear regret against the dynamic oracle is not guaranteed without assuming van-

ishing non-stationarity in the environment. Since our latent AR setting does not make this assump-

tion, our goal is to provide an interpretable regret bound with respect to the non-stationarity in the

environment. For a full discussion of the regret definition and the difficulty in achieving sub-linear

regret, see Appendix D.4.

6.4 LinUCB Algorithm for Latent AR Bandits

We present our algorithm coined Latent AR Bandit LinUCB (LARL), shown in Algorithm 1.

LARL is based on the LinUCB algorithm (Li et al., 2010b; Abbasi-Yadkori et al., 2011) for linear

contextual bandits, modified to handle our non-stationary environment. For a fixed choice of s > 0,

LARL uses rewards and actions from the smost recent time steps to form current context Φt(s)

(Equation 6.7). By carefully constructing the context Φt(s) this way, we can implicitly predict the

latent state zt and efficiently learn the parameters θa online.

As a review, LinUCBmaintains regularized least squares (RLS) estimators for each action a at

time step t:

θ̂a,t = V−1
a,t ba,t (6.11)
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whereVa,t = λI+
∑t

j=1 I[aj = a]Φj(s)Φj(s)⊤, and ba,t =
∑t

j=1 I[aj = a]rjΦj(s)

For action-selection, LinUCB forms a confidence set Ca,t−1 using the most recent RLS estimator

θ̂a,t−1 for every action a and selects the action with the highest confidence bound on its reward:

at = argmax
a∈A

max
θa∈Ca,t−1

Φt(s)Tθa (6.12)

Notably, our algorithm requires no knowledge of the ground-truth AR order k, initial state z⃗0,

nor noise variances of the state and reward processes. Notice also that for s = 0, Algorithm 1 re-

duces to the standard UCBmethod for stationary MABs.

To show theoretical results for LARL, we first show that for each action a, θa lies in the con-

fidence set Ca,t for all t (Lemma 6.4.1). The radius of this confidence set is an enlarged version

of the one presented in Abbasi-Yadkori et al. (2011) to account for the bias term. Finally, we use

Lemma 6.4.1 to prove the regret bound in Theorem 6.4.2.

6.4.1 Confidence Set

Lemma 6.4.1. [Confidence Set for Latent AR Bandits] Suppose Assumptions 6.3.4 and 6.3.5 holds.

For given action a, with probability at least 1 − δ where δ ∈ (0, 1), the true parameter θa (Defini-

tion 6.6) is in the confidence ellipsoid Ca,t centered at θ̂a,t (Equation 6.11), for all t ∈ [T]:

Ca,t := {θa ∈ Rd | ∥θ̂a,t − θa∥Va,t ≤ βa,t(δ)} (6.13)

70



Algorithm 1 Latent AR LinUCB

1: Inputs: Va,0 = λI, ba,0 = 0⃗, θa,0 = 0⃗ for all a ∈ A, s ∈ N
2: for t = 1, 2, ...,T do
3: Use rewards and actions from the most recent s time steps rt−s, ..., rt−1, at−s, ..., at−1

to form current context Φt(s) defined in Equation 6.7.
4: For each action a, use most recent RLS estimator θ̂a,t−1 to form confidence set Ca,t−1.
5: Select action at:

at = argmax
a∈A

max
θa∈Ca,t−1

Φt(s)Tθa

6: Execute action at and observe rt.
7: Update historyHt = {(Φ(s)t′ , at′ , rt′)}tt′=1
8: Update RLS estimator for action at as in Equation 6.11:
9: θ̂at,t = V−1

at,tbat,t,
10: Va,t = Va,0 +

∑t
j=1 I[aj = a]Φj(s)Φj(s)⊤,

ba,t = ba,0 +
∑t

j=1 I[aj = a]rjΦj(s)
11: end for

where

βa,t(δ) = R

√
(2s|A|+ 1) log

(
1+ na,tL(s, δ/2)/λ

δ/2

)

+
√
λSa + τ(a, s)t

√√√√ t∑
j=1

I[aj = a]bj(a, s)2 (6.14)

where na,t =
∑t

j=1 I[aj = a] and

τ(a, s)t =

√√√√ t∑
j=1

I[aj = a]∥Φj(s)∥2V−1
a,t

(6.15)

Proof. See Appendix D.1.3
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6.4.2 Regret Bound

We now derive a regret bound for LARL (Algorithm 1). The main proof idea is to introduce an

intermediate agent that knows the ground-truth parameters and uses the steady-state Kalman filter

prediction to select actions. We are able to add and subtract the mean reward obtained by such an

agent to the instantaneous regret. The instantaneous regret therefore decomposes into the regret of

the dynamic oracle against the intermediate agent and the regret of the intermediate agent against

LARL.

Theorem 6.4.2. Suppose all the assumptions mentioned in Lemma 6.4.1 hold. With probability

at least 1 − δ where δ ∈ (0, 1), the regret of Algorithm 1 in the non-stationary latent AR bandit

environment (Definition 6.3.1) is bounded as follows:

Regret(T; πLARL) ≤ 8max
a

∥ca∥

√
σ2z

1− σmax(Γ)2
√
2(k+ log(3/δ)) · T

+2βT(2δ/3)

√√√√ T∑
t=1

∥Φt(s)∥2V−1
at,t−1

√
T+ 2

T∑
t=1

max
a

|bt(a, s)|

for βT(δ
′) = maxa βa,T−1(δ

′) (Equation 6.14)

Proof. See Appendix D.1.4

The first term of the regret represents the gap between the optimal decision-making based on the

Kalman filter prediction z̃t and the dynamic oracle. This term also captures the non-stationarity of

the environment as controlled by σ2z , the noise variance of the latent AR process. The second term

represents the complexity of learning to behave like the optimal policy based on Kalman filtering.

The third term captures the bias in the reward function.

The first term captures how the regret rate is ultimately dependent on σ2z . For a fixed T in envi-

ronments where σmax(Γ) ≤ 1 − ε for ε > 0 and σ2z = Tc−2 for some constant c < 2, our algorithm
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achieves sub-linear regret. For example, if σ2z = 1
T , then the regret is on the order of

√
T. This is

congruent with a variety of other non-stationary bandit formulations where the non-stationarity

budget is sub-linear in T. See Appendix D.4.1 for more details. However, if c ≥ 2, then σ2z is too

large and the regret is not sub-linear. This is because for large σ2z , even with ground-truth parame-

ters, the most optimal prediction z̃t used for predicting r̃t(a), can be far away from the realization of

zt and therefore rt.

The second and third terms describe the bias-variance trade-off the algorithm designer makes

with the choice of s. For large s the bias decreases, as s → ∞ =⇒ bt(a, s) → 0 for any a,

however, the dimensionality of Φt(s) increases (Lemma D.1.1) which increases the variance. See

Appendix D.5.1 for simulations that verify this trade-off empirically.

6.5 Experiments

Through simulations, we highlight how our proposed algorithm LARL (Algorithm 1) can outper-

form various stationary and non-stationary baselines. We assess performance based on cumulative

regret with respect to the dynamic oracle (Section 6.3.6). Additional experiments and results can be

found in Appendix D.5.

For all experiments, we set T = 200. We consider 2 actionsA = {0, 1}, reward parameters

μ0, μ1 = [0, 0], β0, β1 = [−1, 1], γ0 = 0, σz = 1, and σr = 1. γ1, ..., γk are drawn randomly

from a uniform distribution and post-processed to ensure Assumption 6.3.4 holds. We consider

environments that vary by the AR order k. For each environment variant, we simulate 100Monte-

Carlo trials and in each trial, the k values in the initial state z⃗0 are drawn randomly in every trial.

We test the performance of LARL against various stationary and non-stationary baselines. The

competing baselines are: (a) “Stationary”, standard UCB which treats the environment as a sta-

tionary multi-armed bandit, (b) “ARUCB” (Bacchiocchi et al., 2022), the UCB algorithm devel-
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Figure 6.2: Our algorithm LARL (blue), with s chosen using BIC after a period of pure exploration, consistently achieves
lower cumulative regret (Equation 6.10) over time against various baseline methods. Line is the average and shaded region
is± standard deviation across 100 Monte Carlo simulated trials.

oped for stationary AR environments, (c) “SWUCB” (Garivier andMoulines, 2011), the Sliding

WindowUCB algorithm, (d) “Rexp3” (Besbes et al., 2014), which runs the Exp3 algorithm with

restarts.

To prove theoretical results, we left s arbitrary. To select s in simulations, we implement an “ex-

ploration” period that selects actions randomly up to time step t′. Then using the data collected

during the exploration period, we choose s based on the Bayesian Information Criterion (BIC) and

commit to that s for the rest of the time-steps. For experiments, we let t′ = ⌊T/5⌋. All baseline algo-

rithms that use a UCB-based strategy (including LARL), use regularization parameter λ = 1 in each

environment.

6.5.1 Results

Figure 6.2 shows cumulative regret over time. Figure 6.3 shows pairwise comparisons between algo-

rithms in terms of total cumulative regret. Our method LARL consistently outperforms baseline

algorithms developed for stationary and non-stationary environments. Stationary and ARUCB

were developed for stationary environments with fixed reward means and cannot adapt to the non-

stationarity of the reward means. Although developed for a non-stationary environments, SWUCB
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and Rexp3 perform similarly to the stationary baselines because SWUCB assumes the mean re-

wards remain constant over epochs and Rexp3 assumes the non-stationarity has bounded total vari-

ation. In the latent AR environment (Definition 6.3.1), these assumptions are not guaranteed as

the non-stationary budget can be linear in T. As k increases, the performance of LARL approaches

the performance of baseline methods because the algorithm needs to fit more parameters, and thus

requires more data to learn effectively.

6.6 Conclusion and FutureWork

In this paper, we study the non-stationary bandit problem where the mean rewards of actions

change over time due to a latent, AR process of order k. We propose a new online algorithm, LARL,

that leverages the structure of the non-stationary mechanism in this setting. LARL employs the key

idea that this non-stationary bandit can be reduced to a linear dynamical system and solved using

a linear contextual bandit with a thoughtful design of the context space. This reduction motivates

LARL’s linear contextual bandit strategy to implicitly predict the current latent state zt and effi-

ciently learn parameters online. Furthermore, with a choice of hyperparameter s that trades off bias

and variance, one can view the reward model of LARL as a reasonable approximation of a steady-

state Kalman filter with ground-truth parameters.

6.6.1 FutureWork

A natural extension is to generalize the present work to contextual bandits with the inclusion of

exogenous, observed context features. Although we have proposed an initial approach for selecting

hyperparameter s, one can explore other approaches such as running an ensemble of agents with

different s or finding an optimal s as a function of environment parameters k, T, σr, and σz. Lastly, to

make our ideas clear, we formulated the latent state as a scalar, but one can consider a generalization
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of our setting where the latent state is multi-dimensional.
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Figure 6.3: Pairwise comparisons between algorithms in the three variants of the simulation environment where k =
1, 5, 10, respectively. Each cell shows the proportion of 100 Monte‐Carlo repetitions where the algorithm listed in the
row achieved lower cumulative regret than the algorithm listed in the column. Our algorithm LARL (top row) consistently
outperforms baseline methods in pairwise comparison.
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7
Conclusion

In this thesis, we provide guidance to research teams who aim to include an online RL algorithm

for real-world deployment. To accomplish this, we provide a full end-to-end pipeline for (1) pre-

deployment algorithm design, (2) during deployment algorithmmonitoring, (3) post-deployment

algorithm evaluation. Furthermore, we present a non-stationary bandit problem with a realistic

source of non-stationarity, inspired by the complex outcome distributions observed in real life.

However, there is still further work that can be done in the research area.
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7.1 Open Research Problems

7.1.1 RewardDesign

In Section 3.5 we showed that with a specific reward design, the bandit algorithm for Oralytics ac-

tually captures the delayed effect of actions like a full MDP-based algorithm would. Specifically, the

cost term of the reward can be seen as a crude approximation of the value of next state. This cost

term is a function designed with domain scientists and fit using offline data. The cost term for the

reward in Oralytics focused on capturing the negative delayed effect of the current action on dimin-

ishing effectiveness of future actions due to user burden / habituation. However, in practice there

could be multiple delayed effects (both positive and negative) that need to be modeled. There are

open questions as to (i) improving the cost term and validating how well it approximates the value

of next state and (ii) incorporating multiple delayed effects into the cost term.

7.1.2 Continual and Transfer Learning Between Deployments

Deployments are usually continuous. After each deployment, the algorithm is re-assessed and im-

proved upon to create a new version for the next deployment. Notice that since we are in the online

setting, data and domain knowledge from the previous deployment are used to make design deci-

sions for the algorithm (i.e., model selection, creating a prior, etc.), but not set fixed parameters like

in offline RL. Multiple works have considered such a setting called the sequential transfer or multi-

task setting for RL. In this setting, each environment is seen as a different task and the agent must

perform well on tasks as they come sequentially. Existing techniques include (i) learning which one

out of a finite set of problems is the current environment (Lazaric et al., 2013) and (ii) modeling and

learning a shared structure between environments (Bastani et al., 2022; Azizi et al., 2023; Moradi-

pari et al., 2022). However, there is much non-stationarity between deployments that make a direct
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transfer more complicated. For example, large societal changes that occur between each deployment

can impact latent variables that affect the reward function. In addition, technology could advance

to allow for better sensors (new state features) or new treatment options (new actions). Therefore,

there exists open questions on developing a principled way to transfer knowledge from one version

of the algorithm to the next, even when the environments of each deployment are different. How

can we leverage information from previous deployments to re-design the online algorithm for the

next deployment when there are changing dynamics (i.e., changes in state space, action space, and

reward function)?
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A
Pre-Deployment AlgorithmDesign

A.1 Pre-Deployment Simulation Environment

A.1.1 Baseline Feature Space of the Environment BaseModels

The ROBAS 2 dataset has a variety of features that we anticipate to be associated with brushing du-

ration. These include the time of day (morning vs evening), weekday vs weekend, and summaries of

the user’s past brushing behavior. Together with domain experts in behavioral health and dentistry,
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we chose the following features to use to fit a model of the reward. Recall that the ROBAS 2 dataset

only includes data under no intervention, so for now we are only fitting a model for the baseline re-

ward model (i.e., the brushing duration under action Ai,t = 0). In Appendix A.1.5 we discuss how

to model brushing duration under action 1.

1. Bias / Intercept Term∈ R

2. Time of Day (Morning/Evening) ∈ {0, 1}

3. Prior Day Total Brushing Duration (Normalized)∈ R

4. Weekend Indicator (Weekday/Weekend) ∈ {0, 1}

5. Proportion of Non-zero Brushing Sessions Over Past 7 Days∈ [0, 1]

6. Day in Study (Normalized) ∈ [−1, 1]

We use these features to generate two types of base reward environments (Stationary and Non-

Stationary). The Stationary model of the base environment uses the state function g(Si,t) ∈ R5

that only includes the first five features above. TheNon-Stationary model of the base environment

uses state g(Si,t) ∈ R6 that corresponds to all of the above features.

Normalization of State Features We normalize features to ensure that state features are all in a

similar range. The Prior Day Total Brushing Duration feature is normalized using z-score normal-

ization (subtract mean and divide by standard deviation) and the Day in Study feature (originally

in the range [1 : 28] since the study length of ROBAS 2 is 28) is normalized to be between [−1, 1].

Note that when generating rewards, Day in Study was normalized based on Oralytic’s anticipated 10

week study length (range is still [−1, 1]).

Normalized Total Brushing Duration in Seconds = (Brushing Duration− 172)/118
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Normalized Day in StudyWhen Fitting Model = (Day− 14.5)/13.5

Normalized Day in StudyWhen Generating Rewards = (Day− 35.5)/34.5

A.1.2 Environment BaseModel

We consider three model classes: 1) a zero-inflated Poisson, 2) hurdle model with a square root trans-

form, and 3) hurdle model with a log transform, and choose one out of these three model classes for

each user. We define these three model classes below. Additionally, below g(S) is the baseline feature

vector of the current state defined in Appendix A.1.1, wi,b,wi,p,wi,μ are user-specific weight vectors,

σ2i,u is the user specific variance for the normal component, and sigmoid(x) = 1
1+e−x is the sigmoid

function.

1) Zero-Inflated Poisson Model for Brushing Duration

Z ∼ Bernoulli
(
1− sigmoid(g(S)Twi,b)

)
Y ∼ Poisson

(
exp

(
g(S)Twi,p

))
Brushing Duration in Seconds : D = ZY

2) Hurdle Model with Square Root Transform for Brushing Duration

Z ∼ Bernoulli
(
1− sigmoid

(
g(S)Twi,b

))
Y ∼ N

(
g(S)Twi,μ, σ2i,u

)
Brushing Duration in Seconds : D = ZY2
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Note that the non-zero component of this model, Y2, can also be represented as a constant times a

non-central chi-squared, where the non-centrality parameter is the square of the mean of the normal

distribution.

3) Hurdle Model with Log Transform for Brushing Duration

Z ∼ Bernoulli
(
1− σ

(
g(S)Twi,b

))
Y ∼ Lognormal

(
g(S)Twi,μ, σ2i,u

)
Brushing Duration in Seconds : D = ZY

Since we want to simulate brushing duration in seconds, we also round outputs of the hurdle

models to the nearest whole integer. Notice that the zero-inflated Poisson model is a mixture model

with a latent state. The Bernoulli draw Z is latent and represents the user’s intention to brush,

and the Poisson models the user’s brushing duration when they intend to brush (this is because

the brush time can still be zero when the user intends to brush). On the other hand, the hurdle

model provides a model for brushing duration conditional on whether the user brushed or not. The

Bernoulli draw Z in the hurdle model is observed.

Note that the hurdle model is used for the simulation environment only and not the RL algo-

rithm. The hurdle model conditions on a collider (e.g. whether the person brushes their teeth), thus

potentially leading to causal bias (Cole et al., 2010; Luque-Fernandez et al., 2019). For example,

consider an unobserved causeU, intervention A, whether the user brushed or not Z, brushing dura-

tionD, and a directed acyclic graph with A → Z,U → Z,U → D, and Z → D. Then conditioning

on collider Z of treatment opens a pathway from A toD throughU (Elwert andWinship, 2014).

Suppose in reality A only impacts whether the user brushes their teeth but not the duration. Then
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if we condition on Z to evaluate the impact of A onD, we may erroneously learn that A impacts the

duration of brushing. This makes the hurdle unsuitable as a model for an RL algorithm that aims to

learn causal effects.

A.1.3 Fitting the Environment BaseModels

We use ROBAS 2 data to fit the brushing duration model under action 0 (no message). For all

model classes, we fit one model per user. All models were fit using MAP with prior wi,b,wi,p,wi,μ ∼

N (0, I) as a form of regularization because we have sparse data for each user. Weights were chosen

by running random restarts and selecting the weights with the highest log posterior density.

Fitting Hurdle Models: For fitting hurdle models for user i, we fit the Bernoulli component and

the non-zero brushing duration component separately. We useDi,t to denote the ith ROBAS 2

user’s brushing duration in seconds at the t time point. Set Zi,t = 1 if the original observation

Di,t > 0 and 0 otherwise. We fit a model for this Bernoulli component. We then fit a model for the

normal component to either the square root transform Yi,t =
√

Di,t or to inverse-log transform

Yi,t = exp(Di,t) of the ith user’s non-zero brushing duration.

Fitting Zero-Inflated PoissonModels: For the zero-inflated Poisson model, we jointly fit pa-

rameters for both the Bernoulli and the Poisson components. Since the brushing durations in the

ROBAS 2 data were integer values, we did not have to transform the observation to fit the zero-

inflated Poisson model.

The fitted parameters for the environment base models can be accessed at: https://github.com/

StatisticalReinforcementLearningLab/pcs-for-rl/tree/main/sim_env_data.

Selecting the Model Class For Each User To select the model class for user i, we fit all three

model classes using user i’s data from ROBAS 2. We then chose the model class that had the RMSE.

Namely, we choose the model class with the lowest Li, where:
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Li :=

√√√√ T∑
t=1

(Di,t − Ê[Di,t|Si,t])2

Recall thatDi,t is the brush time in seconds for user i at decision time t. Definitions of Ê[Di,t|Si,t]

for each model class are specified below in Table A.1.

Model Class Ê[Di,t|Si,t]
Zero-Inflated Poisson

[
1− sigmoid

(
g(Si,t)Twi,b

)]
· exp

(
g(Si,t)Twi,p

)
Hurdle (Square Root)

[
1− sigmoid

(
g(Si,t)Twi,b

)]
·
[
σ2i,u + (g(Si,t)Twi,μ)

2
]

Hurdle (Log)
[
1− sigmoid(g(Si,t)Twi,b)

]
· exp

(
g(Si,t)Twi,μ +

σ2i,u
2

)
Table A.1: Definitions of Ê[Di,t|Si,t] for each model class. Ê[Di,t|Si,t] is the mean of user model i fitted using data
{(Si,t,Di,t)}Tt=1.

Model Class Ê[Di,t|Si,t,Di,t > 0]
Hurdle (Square Root) σ2i,u + (g(Si,t)Twi,μ)

2

Hurdle (Log) exp(g(Si,t)Twi,μ +
σ2i,u
2 )

Zero-Inflated Poisson exp(g(Si,t)Twi,p) exp(exp(g(Si,t)Twi,p))

exp(exp(g(Si,t)Twi,p))−1

V̂ar[Di,t|Si,t,Di,t > 0]
Hurdle (Square Root) g(Si,t)Tw4

i,μ + 3σ4i,u + 6σ2i,u(g(Si,t)Twi,μ)
2 − Ê[Ri,t|Si,t,Ri,t > 0]2

Hurdle (Log) (exp(σ2i,u)− 1) · exp(2g(Si,t)Twi,μ + σ2i,u)
Zero-Inflated Poisson Ê[Di,t|Si,t,Di,t > 0] · (1+ exp(g(Si,t)Twi,p)− Ê[Di,t|Si,t,Di,t > 0])

Table A.2: Definitions of Ê[Di,t|Si,t,Di,t > 0] and V̂ar[Di,t|Si,t,Di,t > 0] for each model class. Ê[Di,t|Si,t,Di,t >
0] and V̂ar[Di,t|Si,t,Di,t > 0] is the mean and variance of the non‐zero component of user model i fitted using data
{(Si,t,Di,t)}Tt=1.

Table A.3 lists the number of model classes for all users in the ROBAS 2 study that we obtained

after the procedure was run.
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Model Class Stationary Non-Stationary
Hurdle with Square Root Transform 9 7

Hurdle with Log Transform 9 8
Zero-Inflated Poisson 14 17

Table A.3: Number of selected model classes for the Stationary and Non‐Stationary environments.

A.1.4 Checking the Quality of the Simulation Environment BaseModel

CheckingMoments

Using the chosen user-specific models, we simulate 100 trials. In each trial, for each user in ROBAS

2, we use their respective model to generate a data trajectory (Si,t,Ri,t)
56
t=1 (note that the ROBAS 2

study had two brushing windows per day for 28 days for a total of 56 brushing windows). We then

compute the following metrics for each of the trials and averaged across trials:

1. Proportion of Missed Brushing Windows:

1
N

N∑
i=1

1
T

T∑
t=1

I[Di,t = 0]

2. Average Non-Zero Brushing Duration:

1
N

N∑
i=1

1∑T
t=1 I[Di,t > 0]

T∑
t=1

I[Di,t > 0]Di,t

3. Variance of Non-Zero Brushing Durations: Let V̂ar({Xk}Kk=1) represent the empirical

variance of X1,X2, ...,XK.

V̂ar
({

Di,t : t ∈ [1 : T],Di,t > 0
}N
i=1

)
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4. Variance of Average User Brushing Durations: This metric measures the degree of between-

user variance in average brushing.

V̂ar
({

1
T

T∑
t=1

Di,t

}N

i=1

)

5. Average of Variances of Within-User Brushing Durations: This metric measures the

average amount of within-user variance.

1
N

N∑
i=1

V̂ar
(
{Di,t}Tt=1

)

The base models slightly overestimate the proportion of missed brushing windows in the ROBAS

2 data set. Our base models also slightly underestimate the average brushing duration. Our base

models also for the most part slightly overestimate the between-user and within-user variance of

rewards.

Metrics ROBAS 2 Stationary Non-Stationary

Proportion of Missed BrushingWindows 0.376674 0.403114 0.397812
Average Non-Zero BDs 137.768129 131.308445 134.676955
Variance of Non-Zero BDs 2326.518304 2392.955018 2253.177853
Variance of Average User BDs 1415.920148 1699.126897 1399.615330
Average of Variances of Within User BDs 1160.723506 1405.944459 1473.239769

Table A.4: Comparing Moments Between Base Models and ROBAS 2 Data set. Above we use BDs to abbreviate Brushing
Durations. Values for the Stationary and Non‐Stationary base models are averaged across 100 trials.

Measuring If A Base Model Captures the Variance in the Data Wemeasure how

well the fitted base models captured (1) whether or not the user brushed, and (2) the variance of the

brush time when the users did brush. To measure point (1) for each user model i, we calculate the
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statistic:

Ui :=
1
T

T∑
t=1

(
I[Di,t > 0]− Ê[I[Di,t > 0]|Si,t]

V̂ar[I[Di,t > 0]|Si,t]

)2
(A.1)

where Ê[I[Di,t > 0]|Si,t] = 1 − sigmoid(STi,twi,b) and V̂ar[I[Di,t > 0]|Si,t] = Ê[I[Di,t >

0]|Si,t] · sigmoid(STi,twi,b).

To measure point (2) for each user model i, we calculate the statistic:

Ui :=
1∑T

t=1 I[Di,t > 0]

T∑
t=1

I[Di,t > 0]
(
Di,t − Ê[Di,t|Si,t,Di,t > 0]
V̂ar[Di,t|Si,t,Di,t > 0]

)2
(A.2)

Definitions of Ê[Di,t|Si,t,Di,t > 0] and V̂ar[Di,t|Si,t,Di,t > 0] for the non-zero component

of each model class are specified in Table A.2. For a user model to capture the variance in the data,

Ui should be close to 1. We calculate the empirical meanU = 1
N
∑N

i=1 Ui and standard deviation

σU = std(Ui), and the approximate 95% confidence interval isU± 1.96 ∗ σU√
N
.

Metric Stationary Non-Stationary

Eqn (A.1)U 0.811 0.792
Eqn (A.1) σU 0.146 0.150
Eqn (A.1) Confidence Interval (0.760, 0.861) (0.739, 0.844)
Eqn (A.2)U 3.579 3.493
Eqn (A.2) σU 4.861 4.876
Eqn (A.2) Confidence Interval (1.895, 5.263) (1.803, 5.182)

Table A.5: StatisticUi for Capturing Variance in the Data. Values are rounded to the nearest 3 decimal places.

Results are in Table A.5. We can see that after computing the statistic for each user, the confi-

dence interval is close to 1. We understand that the confidence intervals do not contain 1, which

implies that we are overestimating the amount of variance in I[D > 0] and underestimating the

amount of variance inD|D > 0. In the future, we hope to improve upon this statistic by consider-

ing non-linear components in our base models.
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A.1.5 Imputing Treatment Effect Sizes for Simulation Environments

Recall the ROBAS 2 dataset does not have any data under action 1 (send a message). Thus to model

the reward under action 1 we must impute.

Treatment Effect Feature Space

The following choice of the treatment effect (advantage) feature space was made after discussion

with domain experts of which features are most likely to interact with the intervention (action). The

Stationary model uses state h(S) ∈ R4 corresponding to the following features:

1. Bias / Intercept Term ∈ R

2. Time of Day (Morning/Evening) ∈ {0, 1}

3. Prior Day Total Brushing Duration (Normalized)∈ R

4. Weekend Indicator (Weekday/Weekend) ∈ {0, 1}

The Non-Stationary model uses state h(S) ∈ R5 corresponding to all of the above features as well as

the following:

5. Day in Study (Normalized) ∈ R

Imputation Approach

For the zero-inflated Poisson model, we impute treatment effects on both the user’s intent to brush

(Bernoulli component) and the user’s brushing duration when they intend to brush (Poisson com-

ponent). Similarly, for the hurdle models, we impute treatment effects on both whether the user’s

brushing duration is zero (Bernoulli component) and the user’s brushing duration when the dura-

tion is nonzero.
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After incorporating effect sizes, brushing duration under action A in state S isDwhere:

Z ∼ Bernoulli(1− sigmoid(g(S)Twi,b + A ∗ h(S)TΔi,B))

D =



ZY2,Y ∼ N (g(x)Twi,μ + A ∗ h(x)TΔi,N, σ2u) for hurdle square root model

Z exp(Y),Y ∼ N (g(x)Twi,μ + A ∗ h(x)TΔi,N, σ2i,u) for hurdle log normal model

ZY,Y ∼ Poisson(exp(g(x)Twi,p + A ∗ h(x)TΔi,N)) for zero-inflated Poisson model

Δi,B,Δi,N are user-specific effect sizes; we will also consider population-level effect sizes (same

across all users) which we denote as ΔB,ΔN. g(S) is the baseline feature vector as described in Ap-

pendix A.1.1, and h(S) is the feature vector that interacts with the effect size as specified above.

Heterogeneous versus Population-Level Effect Size

We consider realistic heterogeneous effect sizes (each user has a unique effect size) and a realistic

population-level effect size (all users who share the same base model class also share the same effect

size).

Population Level Effect Sizes: Recall that for the stationary base model we fit models for Y and

Z, and get user-specific parameters wi,b,wi,p ∈ R5 (zero-inflated Poisson model) and parame-

ters wi,b,wi,μ ∈ R5 (hurdle models). Values of the fitted parameters can be accessed at: https:

//github.com/StatisticalReinforcementLearningLab/pcs-for-rl/tree/main/sim_env_data.

We use these parameters to form the population effect sizes as follows:

Zero-InflatedModels’ Effect Sizes:

• ΔB = μB,avg where μB,avg =
1
4
∑

d∈[2 : 5]
1
N
∑N

i=1 |w
(d)
i,b |.

• ΔN = μN,avg where μN,avg =
1
4
∑

d∈[2 : 5]
1
N
∑N

i=1 |w
(d)
i,p |.

Hurdle Models’ Effect Sizes:
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• ΔB = μB,avg where μB,avg =
1
4
∑

d∈[2 : 5]
1
N
∑N

i=1 |w
(d)
i,b |.

• ΔN = μN,avg where μN,avg =
1
4
∑

d∈[2 : 5]
1
N
∑N

i=1 |w
(d)
i,μ |.

We use w(d)
i,b ,w

(d)
i,p ,w

(d)
i,μ to denote the dth dimension of the vector wi,b,wi,p,wi,μ respectively;

we take the minimum over all dimensions excluding d = 1, which represents the weight for the

bias/intercept term.

Heterogeneous Effect Sizes: To calculate the heterogeneous effect sizes, we again group users by

their chosen base model (zero-inflated, hurdle square-root, hurdle log). We then draw effect sizes for

each user from a normal distribution specific to their base model:

Δi,B ∼ N (ΔB, σ2B)

Δi,N ∼ N (ΔN, σ2N)

ΔB,ΔN are set to the population-level effect sizes for that base model class as described above. To

set σ2B, σ2N, we do the following:

Zero-InflatedModels:

• σB is the empirical standard deviation over {μi,B}
N
i=1 where μi,B = 1

4
∑

d∈[2 : 5] |w
(d)
i,b |. We

use w(d)
i,b to denote the d

th dimension of the vector wi,b; we take the minimum over all dimen-

sions excluding d = 1 which represents the weight for the bias/intercept term.

• σN is the empirical standard deviation over {μi,N}
N
i=1 where μi,N = 1

4
∑

d∈[2 : 5] |w
(d)
i,p |.

Hurdle Models:

• σB is the empirical standard deviation over {μi,B}
N
i=1 where μi,B = 1

4
∑

d∈[2 : 5] |w
(d)
i,b |.

• σN is the empirical standard deviation over {μi,N}
N
i=1 where μi,N = 1

4
∑

d∈[2 : 5] |w
(d)
i,μ |.
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After the procedure described above, we set σB = 0.192 for the hurdle models, σB = 0.193

for the zero-inflated model, σN = 0.576 for the hurdle square-root model, σN = 0.173 for the

hurdle log model, and σN = 0.163 for the zero-inflated model (values are rounded to the nearest 3

decimal places). Histograms of Δi,B,Δi,N and values of μB, μN for each base model class are specified

in Figure A.1.

A.2 Further Details for RewardDesign

A.2.1 Available Data from Previous Studies

One of the main challenges is that we want to use available data to inform the design of the RL algo-

rithm, however, the available data is sparse and only partially informative. We have access to two data

sets on brushing behaviors, ROBAS 2 (Shetty et al., 2020) and ROBAS 3. More importantly, both

data sets only have observations under no action / intervention.

ROBAS 3 has a more sophisticated sensory suite (the same suite that will be used in Oralytics)

than ROBAS 2. In addition to brushing duration, ROBAS 3 was able to collect sensory informa-

tion such as brushing pressure to inform brushing quality, whereas ROBAS 2 was only able to

record brushing duration. However, ROBAS 3 represents a slightly different population because

the main goal of ROBAS 3 was to test the robustness of the new passive data collection system.

More importantly, ROBAS 3 consisted of a fewer number of users with worse brushing perfor-

mance (i.e., lower average brushing duration and more sessions with no brushing). Table A.6 high-

lights additional key differences between the ROBAS 2 and ROBAS 3 data sets.

We use the ROBAS 2 data set to design the prior used in the RL algorithm. We use the ROBAS 3

data set to construct a quality simulation environment that serves as a test-bed for evaluating the RL

algorithm candidates.
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Figure A.1: Effect sizes Δi,B’s, Δi,N’s, μB, μN for each base model class. The effect sizes are used to generate rewards
under action A = 1 for the simulation environment.
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Property ROBAS 2 ROBAS 3

Num. Users 32 13

Num. Datapoints 1792 2188

InterventionMessages No No

Sensor Data No Yes

Avg. Brushing Duration 85.874 78.098

% Sessions with No Brushing 38% 48%

Table A.6: Differences between the ROBAS 2 and ROBAS 3 data sets

A.2.2 Simulation Environment for RewardDesign

Compared to the simulation environment described in Section A.1, we use ROBAS 3 instead of

ROBAS 2 to fit the base models and create a mechanism for modeling delayed effects of actions. See

Appendix A.2.1 for details on the ROBAS 2 and ROBAS 3 data sets. Our simulation environment

design involves three main components: (i) a base model of the environment under no intervention,

(ii) initial treatment effect sizes for each user, and (iii) a procedure for modeling delayed effects of

actions, specifically by shrinking users’ treatment effect sizes.

BaseModel of Environment Recall that we use the ROBAS 3 data set to construct the sim-

ulation environment. Even though ROBAS 3 did not involve intervention messages, we can still use

the dataset to inform the base model for the simulation environment (i.e., a model for generating

brushing quality under no action). For the base model, we fit a single zero-inflated Poisson model

(Feng, 2021) per user in the ROBAS 3 study. Each zero-inflated model’s Bernoulli component rep-

resents a latent state of the user’s intention to brush and the Poisson component represents brush-
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ing quality when the user intends to brush. We use a zero-inflated model because brushing quality

is a highly zero-inflated outcome; many users miss brushing sessions altogether and have brushing

quality zero (Trella et al., 2022).

Initial User Treatment Effects A user’s responsiveness to an intervention is measured

by their unique treatment effect sizes Δi,B and Δi,N. Δi,B is the imputed treatment effect for the

Bernoulli component and Δi,N is the imputed treatment effect for the Poisson component. The

larger the effect sizes, the greater the user’s responsiveness to the intervention. Since ROBAS 3 had

no data under intervention, we impute Δi,B and Δi,N for each user by drawing a value from a zero-

truncated normal distribution with mean and variance informed by the fitted parameters of the

environment base model for that user wi,b and wi,p. Further details on building the base simulation

environment and imputing effect sizes can be found in Appendix A.1.

Incorporating the base simulation model and the effect sizes, the environment generates brushing

qualityQi,t under action Ai,t in state Si,t using:

Zi,t ∼ Bern (1− p̃i,t)

p̃i,t = sigmoid
(
g(Si,t)Twi,b − Ai,tmax(h(Si,t)TΔi,B, 0)

)
Yi,t ∼ Pois (λi,t)

λi,t = exp
(
g(Si,t)Twi,p + Ai,tmax(h(Si,t)TΔi,N, 0)

)
Qi,t = Zi,tYi,t

Above, g(Si,t) is the baseline feature vector and h(Si,t) is the feature vector that interacts with the

effect size found in Appendix A.1.1 and Appendix A.1.5.
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Modeling Delayed Effects of Actions Wemodel delayed effects of actions by shrinking

users’ responsiveness to interventions, i.e., their initial treatment effect sizes. Specifically, we shrink

users’ effect sizes by a factor E ∈ (0, 1)when a certain “habituation” criterion is met. Specifically

the habituation criterion if either of the two scenarios hold: (a) I[B̄i,t > b] (user brushes well) and

I[Āi,t > a1] (user was sent too many messages for a healthy brusher), or (b) I[Āi,t > a2] (the user

has been sent too many messages). The first time a users’ habituation criterion has been met, the

user’s future effect sizes Δi,B,Δi,N starting at time t + 1 will be scaled down proportionally by E for

some E ∈ (0, 1) (the user is less responsive to treatment). Then after a week, at time t + 14, we will

check the habituation criterion again. If the habituation criterion is met again, the effect sizes will

be further shrunken by a factor of E down to E2 · Δi,B,E2 · Δi,N starting at time t + 15. However,

if the habituation criterion is not fulfilled, then the user recovers their original effect size Δi,B,Δi,N

starting at time t + 15. This procedure continues until the user finishes the trial. Notice that this

means the user can only have their effect size shrunk at most once a week. This procedure simulates

how the user may experience habituation (reduction in perception of the messages), but after a

week, if the RL algorithm does not intervene too much, the user may dis-habituate and recover their

prior responsivity.

A.2.3 Relating the Cost Term to the Bellman Equation

Throughout we will useQπ(s, a) to denote the value (immediate and future value) of taking action

a in state s, under policy π (a mapping from S to distributions over the actions).

Qπ(s, a) := Eπ
[
Rt + γRt+1 + γ2Rt+2 + . . .

∣∣St = s,At = a
]
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By the Bellman equation,

Qπ(s, a) = E
[
Rt
∣∣St = s,At = a

]
+ γEπ

[
Qπ(St+1,At+1)

∣∣St = s,At = a
]

= E
[
Rt
∣∣St = s,At = a

]
+ γ

∑
s′∈S

p(St+1 = s′|s, a)
∑

a′∈{0,1}

π(s, a′)Qπ(s′, a′)

Let π∗MDP be the optimal policy in the MDP environment. It selects actions as follows:

π∗MDP(s, 1) = I
{
Qπ∗MDP(s, a = 1)−Qπ∗MDP(s, a = 0) > 0

}
= I

{
E[Rt|St = s,At = 1]− E[Rt|St = s,At = 0] > η(s)

}
(A.3)

where η(s) represents the difference in future value between taking action 0 and 1, i.e.,

η(s) = γEπ∗MDP

[
Qπ∗MDP(St+1,At+1)

∣∣St = s,At = 0
]
− γEπ∗MDP

[
Qπ∗MDP(St+1,At+1)

∣∣St = s,At = 1
]

= γ
∑
s′∈S

p(St+1 = s′|s, 0)
∑

a′∈{0,1}

π∗MDP(s, a′)Qπ∗MDP(s′, a′)

−γ
∑
s′∈S

p(St+1 = s′|s, 1)
∑

a′∈{0,1}

π∗MDP(s, a′)Qπ∗MDP(s′, a′)

We can define the value of a policy π as

Vπ(s) := Eπ
[
Rt + γRt+1 + γ2Rt+2 + . . .

∣∣St = s
]
.

Given this new notation, we can also simplify

η(s) = γE
[
Vπ∗MDP(St+1)

∣∣St = s,At = 0
]
− γE

[
Vπ∗MDP(St+1)

∣∣St = s,At = 1
]
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Relationship to Contextual Bandits Notice that in a contextual bandit environment, the

state transition probabilities are exogenous, so p(St+1 = s′|s, a = 1) = p(St+1 = s′|s, a = 0). This

means that η(s) = 0 in contextual bandit environments. The optimal contextual bandit policy π∗CB

selections actions

π∗CB(s, 1) = I
{
E
[
Rt
∣∣St = s,At = 1

]
− E

[
Rt
∣∣St = s,At = 0

]
> 0

}
(A.4)

This reflects how posterior sampling algorithms in contextual bandit environments select actions as

follows:

πt(s, 1) = Pθ∼p(θ|Data)

[
rθ(s, a = 1)− rθ(s, a = 0) > 0

∣∣∣∣Data] (A.5)

where rθ(s, a) is the model we use for the mean rewardE
[
Rt
∣∣St = s,At = a

]
parameterized by θ.

Posterior sampling involves putting a prior on θ and posterior p(θ|Data) represents the posterior dis-

tribution of θ. Above we can think of the posterior sampling contextual bandit algorithm as setting

η(s) = 0, as in this environment there are no delayed effects of actions, i.e., actions cannot lead one

to encounter unfavorable states in the future with higher probability.

Relationship to Surrogate Rewards Consider the surrogate reward we designed in the

paper: Rt = Qt − Ct. According to Equation (A.4), the optimal contextual bandit policy selects

actions according to

π∗CB(s, 1) = I
{
E
[
Rt
∣∣St = s,At = 1

]
− E

[
Rt
∣∣St = s,At = 0

]
> 0

}
SinceRt = Qt − Ct, we can equivalently say that the optimal contextual bandit policy is

π∗CB(s, 1) = I
{
E
[
Qt
∣∣St = s,At = 1

]
− E

[
Qt
∣∣St = s,At = 0

]
> η̃(s)

}
(A.6)
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where η̃(s) = E
[
Ct
∣∣St = s,At = 1

]
− E

[
Ct
∣∣St = s,At = 0

]
. The η̃(s) term above in Equation

(A.6) is mimicking the delayed effects of actions term in the equation for the optimal MDP policy,

Equation (A.3). Recall in our setting Ct is a function of St,At, where Ct = 0 if At = 0. This implies

that η̃(s) = E
[
Ct
∣∣St = s,At = 1

]
= Ct.

When we use a posterior sampling contextual bandit algorithm with a surrogate reward to select

actions, we can think of the posterior sampling procedure from Equation (A.5) as follows:

πt(s, 1) = Pθ∼p(θ|Data)

[
qθ(s, a = 1)− qθ(s, a = 0) > η̃(s)

∣∣∣∣Data]

where qθ(s, a) is the model we use for the mean brushing quality E
[
Qt
∣∣St = s,At = a

]
parame-

terized by θ (recall Ct is a function of only St and At, not θ). Therefore adding the cost term helps

us capture the delayed effects of actions as a full MDP-based algorithm would, but in a simple way.

This allows us to continue to use bandit algorithms in settings where full RL is less feasible.

A.2.4 RelatedWork on RewardDesign

RewardDesign

As discussed in Dulac-Arnold et al. (2021) reward design is one of the foremost challenges in real-

world reinforcement learning. Specifying a quality reward is an important task because the reward

design impacts the RL algorithm’s ability to optimally select actions corresponding to the desired

goal and the speed at which it learns (Mataric, 1994). There are a variety of ways to modify and con-

struct rewards. For example, one may design rewards to encourage RL algorithms to learn faster by

encoding domain information, e.g., information about the relative effectiveness of different actions

(Ng et al., 1999; Laud and DeJong, 2003; Laud, 2004). Additionally, in practice, rewards have been

penalized to account for the cost of taking certain actions (Piette et al., 2022) and to satisfy domain-

specific constraints (Tessler et al., 2018).
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The idea of designing a surrogate reward that rather than using the true target as the reward that

we utilize in this work is similar to the approach by Jain et al. (2021) to optimize a cost function us-

ing model predictive control (MPC). As discussed there, using MPCwith the true cost function

may not be the best choice due to errors in a dynamics model from the truncated planning horizon

and the model approximations used. Their work shows that anMPC algorithm that uses a surro-

gate cost function (reward function) can have a lower true cost because it can mitigate problems

that occur when the dynamics model is only approximate. Similarly in our setting,
∑T

t=1 Qi,t is the

true target, but usingQi,t as the reward may not be the best choice in cases where the RL algorithm

must be made simple due to real-world constraints (e.g. managing high noise by using a contextual

bandit algorithm rather than a full MDP based RL algorithm and using an approximate model for

the reward function). Specifically, we penalize the reward with a cost term which, when used by the

online RL algorithm, should lead to a higher value of the true target,
∑T

t=1 Qi,t.
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B
During Deployment Algorithm

Monitoring

B.1 Real-WorldMachine Learning Deployment

There is existing literature on best-practice frameworks for ensuring quality control and data quality

for the general deployment of MLmodels. Many of the ML frameworks for ensuring quality con-
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trol or data quality are in the offline or in batch settings where the algorithm is trained on previous

batch data and the model is fixed before deployment. In these settings, quality control standards

could include achieving baseline prediction accuracy (Oala et al., 2021), handling distribution shifts

and reporting levels of confidence (Challen et al., 2019), explainability, fairness, and reproducibil-

ity (Oala et al., 2020; Loftus et al., 2022), or preparing for accidents and unintended risks (Amodei

et al., 2016). Data quality could include ensuring that models trained on the data can accurately rep-

resent and predict for their task (Sambasivan et al., 2021), or forming a checklist of what to report

about AI algorithms in clinical trials such as which version of the algorithm was used, how input

data was acquired, and how the sample size was determined (Liu et al., 2020).

B.2 TraditionalMonitoring Systems in Clinical Trials

Clinical trial monitoring traditionally involves monitoring by staff and can involve automated mon-

itoring by online algorithms. Examples of monitoring systems include Data and Safety Monitoring

Boards (DSMB) to oversee participant safety and data quality of Health et al. (2018), Source Data

Verification Hamidi et al. (2024) and statistical monitoring Proschan et al. (2006) to ensure data

quality in clinical trials, and risk-based monitoring Hurley et al. (2016) tools to ensure participant

safety. Frameworks like FRAMEWiltsey Stirman et al. (2019), RE-AIMGlasgow et al. (1999),

PRISMMcCreight et al. (2019) and RAPICE Palinkas and Zatzick (2019) provide structured ap-

proaches for monitoring implementation fidelity Breitenstein et al. (2010); Palmer et al. (2019), the

degree at which an intervention is delivered as intended. These approaches ensure that any modifi-

cations or exceptions, along with their impact, are documented: playing a crucial role in accurately

interpreting findings regarding the intervention’s effectiveness.
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B.3 Additional Yellow Severity Issues

Here we list and describe all the yellow severity issues that occurred during Oralytics.

There were three types of yellow severity issues encountered during the Oralytics trial:

1. The RL algorithm was unable to obtain current state (i.e., app analytics data) from the back-

end controller which affected the data used to update parameters. This happened on two

separate occasions for two different participants: (a) the first occasion was because too many

requests were made as more participants had joined the trial and the backend controller com-

municating between the external system and the RL algorithm to provide this data started

ignoring the RL algorithm’s requests after a certain threshold was exceeded and (b) the sec-

ond occasion was because the raw participant’s data given by the backend controller was

malformed and could not be processed. In both cases, fallback method (iii) was executed and

the RL algorithm saved the affected data points from those days for the participants affected,

but did not add those data points to the batch data used for updating parameters. To solve

(a), the RL development team worked with the backend controller team to create a more ef-

ficient request strategy that would not exceed the request threshold imposed by the external

source and to solve (b), the RL development team worked with the backend controller team

to ensure the raw participant’s data was no longer malformed.

2. On two occasions, the RL algorithm crashed and was unavailable. However, because of fall-

back method (i), participants were assigned treatments from the most recent backup treat-

ment schedule saved on their Oralytics app, however, no new schedules were formed for that

day. The RL development team restarted the system and the RL algorithm became available

again the next day.

3. During treatment assignment, the RL algorithm lost connection to its internal database
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and was unable to obtain state data from its internal database on three separate occasions.

At each occasion, fallback method (ii) was executed and the RL algorithm provided non-

personalized schedules for all affected participants. After being notified of each occasion,

the RL development team restarted the RL algorithm’s internal database and monitored

the next week. The exact cause of this issue is still unknown and the RL team is currently

investigating to prevent this issue in the next implementation.

B.3.1 Backup Treatment Schedule

A critical design decision made for Oralytics was to construct a backup treatment schedule (for the

full 70 days duration of the intervention) every morning rather than only assigning treatment for

the current day. For Oralytics, the backend controller and mobile app were designed and developed

separately by different teams. Therefore, there’s a higher likelihood of integration and communi-

cation issues that could arise that impact treatment delivery. This decision mitigates possible com-

munication issues between the backend controller and mobile app which could lead to participants

failing to obtain treatment for the current decision point.

Recall that after the update of the model parameters, the RL algorithm constructs a policy based

on the updated parameters. The algorithm uses the policy, combined with each participant’s state

to assign treatment at that decision point. For decision points of the current day, the RL algorithm

has current state. However the state is unknown for future decision points. Therefore, for future

decision points we use either a modified state or do not use any state and assign treatment with fixed

probability. More specifically, the backup treatment schedule is constructed as follows:

• For the current day’s decision points, j = t, t + 1, the algorithm uses the current state

Si,t, Si,t+1 and the current policy to assign treatment.

• For decision points within the first 2 weeks from t, j = t + 2, t + 3, ..., t + 26, t + 27,
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the algorithm uses a modified state (see Appendix B.3.1) and the current policy to assign

treatment.

• For all decision points after t + 27, the algorithm assigns treatment with a fixed probability

0.5.

Modified Feature Space for FallbackMethod

For decision points within the first 2 weeks from the current day, the algorithm uses the state speci-

fied in Table 5.3 with the following modifications:

• Feature 2 is replaced with theMost Recent Exponential Average Brushing Quality Over Past

7 Days (Normalized)

• Feature 4 is replaced with the Best Guess of Prior Day App Engagement (Opened App / Not

Opened App)= 0

Of the context features presented earlier, features 5, 1, and 3 are known except for features 2 (B̄)

and 4 (prior day app engagement). Since future values of B̄ are unknown, we impute this feature

with the most recent value of B̄i,t known when the schedule was formed. Namely, the B̄ value for

decision points j = t + 2, ..., t + 27 used the same B̄ value as decision points t, t + 1. For the prior

day app engagement feature, we impute the value to 0, because our best guess is that the participant

does not getting a fresh schedule because they did not open the app.

B.4 Potential Issues for Oralytics

Severity EC Description
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RED

R1 Algorithm has assigned no treatment to participant {participant id} for

every decision point in the last 7 days

R2 Algorithm has assigned treatment to participant {participant id} for every

decision point in the last 7 days

R3 Error in saving data for participant {participant id}.

YELLOW

Y1 Dependency endpoint call to {endpoint name} failed for user

{participant id}.

Y2 Endpoint response to {endpoint name} cannot be json-ified for participant

{participant id}.

Y3 Endpoint call to {endpoint name} returned malformed data for participant

{participant id}.

Y4 Endpoint call to {endpoint name} returned no data for participant

{participant id}.

Y5 Treatment personalization procedure failed and fallback method was exe-

cuted for participant {participant id}.

Y6 Algorithm could not update policy (posterior parameters) with given batch

data.

Table B.1: Oralytics monitoring issue severities. {endpoint name} refers to the type of dependency endpoint that was
called and {participant id} refers to unique identifier assigned to the participant for the trial

B.5 Oralytics Database Schema

Oralytics maintained 5 data tables:

1. Participant Info Table: Keeps track of trial participants and participant information
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2. Posterior Weights Table: Stores the posterior mean and variance of the RL algorithm

3. Participant Data Table: Stores every data row from every schedule formed for that partici-

pant

4. Treatment Selection Data Table: Stores the participant data row corresponding to the

treatment that was actually executed, including state (may or may not be imputed) used by

the algorithm and the components of the reward for that participant decision point

5. Update Data Table: Stores data rows corresponding to state, treatment, reward, and the

treatment selection probability to update the RL algorithm

B.5.1 Data Tables and Values

Participant Info Table

• participant_id: unique participant identifier

• participant_start_day: first day that the participant enters the trial

• participant_end_day: last day that the participant is in the trial

• morning_time_weekday: participant-specific weekday morning decision time

• evening_time_weekday: participant-specific weekday evening decision time

• morning_time_weekend: participant-specific weekend morning decision time

• evening_time_weekend: participant-specific weekend evening decision time

• participant_entry_decision_t: trial-level decision time when the participant enters the

trial
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• participant_last_decision_t: trial-level decision time when the participant exits the trial

• currently_in_trial: 1 if the participant is currently in the trial, 0 otherwise

• participant_day_in_trial: participant-level day in trial [1, 70]

• participant_opened_app: 1 if the participant opened the app the prior day, 0 otherwise

• most_recent_schedule_id: the schedule id of the schedule of actions most recently ob-

tained by the app

PosteriorWeights Table

• policy_idx: index for the update time and the policy, starts with 0. 0 index refers to the

prior distribution before any data update and 1 index refers to the first posterior update

using data.

• timestamp: timestamp of policy update

• posterior_mu.{}: flattened posterior mean vector where {} indexes into the vector, starts

with 0

• posterior_var.{}.{}: flattened posterior covariance matrix where {} indexes the row and

the second {} indexes the column, starts with 0

Participant Data Table

• participant_id: unique participant identifier

• participant_start_day: first day that the participant enters the trial

• participant_end_day: last day that the participant is in the trial
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• timestamp: timestamp of when the action from the corresponding schedule_id was created

• schedule_id: id of the schedule that this action came from

• participant_decision_t: indexes the participant-specific decision time starts with 0, ends

with 139 (note: even values denote the morning decision time, odd values denote the evening

decision time)

• decision_time: unique datetime (i.e., %Y-%m-%d %H:%M:%S) for when the action was

executed

• day_in_trial: trial-level day in trial

• policy_idx: policy used to select action

• random_seed: random integer in [0, 999] to reproduce the Bernoulli draw of the action given

action-selection probability

• action int: {0, 1} where 1 denotes a message being sent and 0 denotes a message not being

sent

• prob: action selection probability

• state.{}: flattened state (context) vector observed by the algorithm at decision time (Note:

this is the state used for action-selection as b_bar, a_bar are imputed value depending on

what schedule the participant gets.)

Treatment Selection Data Table

• participant_id: unique participant identifier

• participant_start_day: first day that the participant enters the trial
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• participant_end_day: last day that the participant is in the trial

• timestamp: timestamp of when the action from the corresponding schedule_id was created

• schedule_id: id of the schedule that this action came from

• participant_decision_t: indexes the participant-specific decision time starts with 0, ends

with 139 (note: even values denote the morning decision time, odd values denote the evening

decision time)

• decision_time: unique datetime (i.e., %Y-%m-%d %H:%M:%S) for when the action was

executed

• day_in_trial: trial-level day in trial

• policy_idx: policy used to select action

• random_seed: random integer in [0, 999] to reproduce the Bernoulli draw of the action given

action-selection probability

• action int: {0, 1} where 1 denotes a message being sent and 0 denotes a message not being

sent

• prob: action selection probability

• state.{}: flattened state (context) vector observed by the algorithm at decision time (Note:

this is the state used for action-selection as b_bar is an imputed value depending on what

schedule the participant gets.)

• brushing_duration: brushing durations in seconds

• pressure_duration: pressure durations in seconds
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• quality: brushing quality truncated at 180 seconds

• raw_quality: actual brushing quality for that decision time

• reward: our designed surrogate reward given to the algorithm

• cost_term: cost term of surrogate reward

• B_condition: B_condition of the cost term

• A1_condition: A1_condition of the cost term

• A2_condition: A2_condition of the cost term

• actual_b_bar: actual observed b_bar state value used in calculating B_condition (notice

that a_bar used in calculating A1_condition and A2_condition is the same a_bar in the state

value above)

Update Data Table

• participant_id: unique participant identifier

• participant_start_day: first day that the participant enters the trial

• participant_end_day: last day that the participant is in the trial

• timestamp: timestamp of when this data tuple was added to the table

• participant_decision_t: indexes the participant-specific decision time starts with 0, ends

with 139 (note: even values denote the morning decision time, odd values denote the evening

decision time)

• decision_time: unique datetime (i.e., %Y-%m-%d %H:%M:%S) for when the action was

executed
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• first_policy_idx: first policy idx to use this data tuple for update

• action int: {0, 1} where 1 denotes a message being sent and 0 denotes a message not being

sent

• prob: action selection probability

• reward: our designed surrogate reward given to the algorithm

• quality: brushing quality truncated at 180 seconds

• state.{}: flattened state (context) vector observed by the algorithm at decision time (Note:

this is the state used to update the algorithm, b_bar and a_bar are the actual observed values

for that decision time)
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C
Post-Deployment Algorithm Evaluation

C.1 Post-Deployment Simulation Environment

We created a simulation environment using the Oralytics trial data in order to replicate the trial

under different true environments. Although the trial ran with 79 participants, due to an engineer-

ing issue, data for 7 out of the 79 participants was incorrectly saved and thus their data is unviable.

Therefore, the simulation environment is built off of data from the 72 unaffected participants.
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Replications of the trial are useful to (1) re-evaluate design decisions that were made and (2) have

a mechanism for resampling to assess if evidence of learning by the RL algorithm is due to random

chance. For each of the 72 participants with viable data from the Oralytics clinical trial, we use that

participant’s data to create a participant-environment model. We then re-simulate the Oralytics trial

by generating participant states, the RL algorithm selecting actions for these 72 participants given

their states, the participant-environment model generating health outcomes / rewards in response,

and the RL algorithm updating using state, action, and reward data generated during simulation.

To make the environment more realistic, we also replicate each participant being recruited incre-

mentally and entering the trial by their real start date in the Oralytics trial and simulate update times

on the same dates as when the RL algorithm updated in the real trial (i.e., weekly on Sundays).

C.1.1 Participant-EnvironmentModel

In this section, we describe how we constructed the participant-environment models for each of

theN = 72 participants in the Oralytics trial using that participant’s data. Each participant-

environment model has the following components:

• Outcome Generating Function (i.e., OSCBQi,t in seconds given state Si,t and action Ai,t)

• App Engagement Behavior (i.e., the probability of the participant opening their app on any

given day)

Environment State Features The features used in the state space for each environment are a

superset of the algorithm state features f(Si,t) (Section 3.4.3). g(Si,t) ∈ R7 denotes the super-set of

features used in the environment model.

The features are:

1. Time of Day (Morning/Evening)∈ {0, 1}
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2. B̄: Exponential Average of OSCBOver Past 7 Days (Normalized)∈ [−1, 1]

3. Ā: Exponential Average of Prompts Sent Over Past 7 Days (Normalized)∈ [−1, 1]

4. Prior Day App Engagement ∈ {0, 1}

5. Day of Week (Weekend /Weekday)∈ {0, 1}

6. Days Since Participant Started the Trial (Normalized)∈ [−1, 1]

7. Intercept Term= 1

Feature 5 is 0 for weekdays and 1 for weekends. Feature 6 refers to howmany days the participant

has been in the Oralytics trial (i.e., between 1 and 70) normalized to be between -1 and 1.

Outcome Generating Function The outcome generating function is a function that gener-

ates OSCBQi,t in seconds given current state Si,t and action Ai,t. We use a zero-inflated Poisson to

model each participant’s outcome generating process because of the zero-inflated nature of OSCB

found in previous data sets and data collected in the Oralytics trial. Each participant’s outcome gen-

erating function is:

Z ∼ Bernoulli
(
1− sigmoid

(
g(Si,t)⊤wi,b − Ai,t ·max

[
Δ⊤
i,Bg(Si,t), 0

]))

S ∼ Poisson
(
exp

(
g(Si,t)⊤wi,p + Ai,t ·max

[
Δ⊤
i,Ng(Si,t), 0

]))
(C.1)

Qi,t = ZS
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where g(Si,t)⊤wi,b, g(Si,t)⊤wi,p are called baseline (aka when Ai,t = 0) models with wi,b,wi,p as

participant-specific baseline weight vectors, max
[
Δ⊤
i,Bg(Si,t), 0

]
,max

[
Δ⊤
i,Ng(Si,t), 0

]
are called

advantage models, with Δi,B,Δi,N as participant-specific advantage (or treatment effect) weight

vectors. g(Si,t) is described in Appendix C.1.1, and sigmoid(x) = 1
1+e−x .

The outcome generating function can be interpreted in two components: (1) the Bernoulli out-

come Zmodels the participant’s intent to brush given state Si,t and action Ai,t and (2) the Poisson

outcome Smodels the participant’s OSCB value in seconds when they intend to brush, given state

Si,t and action Ai,t. Notice that the models for Z and S currently require the advantage/treatment

effect of OSCBQi,t to be non-negative. Otherwise, sending an engagement prompt would yield

a lower OSCB value (i.e., models participant brushing worse) than not sending one, which was

deemed nonsensical in this mHealth setting.

Weights wi,b,wi,p,Δi,B,Δi,N for each participant’s outcome generating function are fit that par-

ticipant’s state, action, and OSCB data from the Oralytics trial. We fit the function using MAP with

priors wi,b,wi,p,Δi,B,Δi,N ∼ N (0, I) as a form of regularization because we have sparse data for

each participant. Finalized weight values were chosen by running random restarts and selecting the

weights with the highest log posterior density. See Appendix C.1.2 for metrics calculated to verify

the quality of each participant’s outcome generating function.

App Engagement Behavior We simulate participant app engagement behavior using that par-

ticipant’s app opening data from the Oralytics trial. Recall that app engagement behavior is used in

the state for both the environment and the algorithm. More specifically, we define app engagement

as the participant opening their app and the app is in focus and not in the background. Using this

app opening data, we calculate pappi , the proportion of days that the participant opened the app dur-

ing the Oralytics trial (i.e., number of days the participant opened the app in focus divided by 70,

the total number of days a participant is in the trial for). During simulation, at the end of each day,
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we sample from a Bernoulli distribution with probability pappi for every participant i currently in the

simulated trial.

C.1.2 Assessing the Quality of the Outcome Generating Functions

Our goal is to have the simulation environment replicate outcomes (i.e., OSCB) as close to the real

Oralytics trial data as possible. To verify this, we compute various metrics (defined in the following

section) comparing how close the outcome data generated by the simulation environment is to the

data observed in the real trial . Table C.1 shows this comparison on various outcome metrics. Ta-

ble C.2 shows various error values of simulated OSCB with OSCB observed in the trial. For both ta-

bles, we report the average and standard errors of the metric across the 500Monte Carlo simulations

and compare with the value of the metric for the Oralytics trial data. Figure C.1 shows comparisons

of outcome metrics across trial participants.

Notation

I{·} denotes the indicator function. Let V̂ar({Xk}Kk=1) represent the empirical variance of X1, ...,XK.

Metric Definitions and Formulas

Recall thatN = 72 is the number of participants and T = 140 is the total number of decision times

that the participant produces data for in the trial. We consider the following metrics and compare

the metric on the real data with data generated by the simulation environment.

1. Proportion of Decision Times with OCSB = 0:

∑N
i=1

∑T
t=1 I{Qi,t = 0}
N× T

(C.2)
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2. Average of Average Non-zero Participant OSCB:

1
N

N∑
i=1

Q̄non-zero
i (C.3)

where

Q̄non-zero
i =

∑T
t=1 Qi,t · I{Qi,t > 0}∑T

t=1 I{Qi,t > 0}

3. Average Non-zero OSCB in Trial:

1∑N
i=1

∑T
t=1 I{Qi,t > 0}

N∑
i=1

T∑
t=1

Qi,t · I{Qi,t > 0} (C.4)

4. Variance of Average Non-zero Participant OSCB:

V̂ar({Q̄non-zero
i }Ni=1) (C.5)

where

Q̄non-zero
i =

∑T
t=1 Qi,t · I{Qi,t > 0}∑T

t=1 I{Qi,t > 0}

5. Variance of Non-zero OSCB in Trial:

V̂ar({Qi,t : Qi,t > 0}N,T
i=1,t=1) (C.6)

6. Variance of Average Participant OCSB:

V̂ar({Q̄i}Ni=1) (C.7)
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where Q̄i =
∑T

t=1 Qi,t is the average OSCB for participant i

7. Average of Variances of Participant OSCB:

1
N

N∑
i=1

V̂ar({Qi,t}Tt=1) (C.8)

We also compute the following error metrics. We use Q̂i,t to denote the simulated OSCB andQi,t

to denote the corresponding OSCB value from the Oralytics trial data.

1. Mean Squared Error:

1
N× T

N∑
i=1

T∑
t=1

(Q̂i,t − Qi,t)
2 (C.9)

2. Root Mean Squared Error:

√√√√ 1
N× T

N∑
i=1

T∑
t=1

(Q̂i,t − Qi,t)2 (C.10)

3. Mean Absolute Error:

1
N× T

N∑
i=1

T∑
t=1

|Q̂i,t − Qi,t| (C.11)
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OutcomeMetric Simulation
Environment

Oralytics
Trial Data

C.2 Prop. of Times With OSCB = 0 0.473 (0.0002) 0.477
C.3 Average Non-Zero OSCB in Trial 131.196 (0.018) 131.487
C.4 Average of Average Non-Zero Participant OSCB 126.894 (0.043) 127.104
C.5 Variance of Non-Zero OSCB in Trial 1790.723 (3.208) 1777.210
C.6 Variance of Average Non-Zero Participant OSCB 834.028 (7.434) 796.132
C.7 Variance of Average Participant OSCB 69.166 (0.024) 68.827
C.8 Average of Variances of Participant OSCB 3865.696 (2.723) 3883.210

Table C.1: Outcome metrics for data from generated from the simulation environment vs. Oralytics trial data. Each out‐
come metric value under the “Simulation Environment” column is computed for each of the 500 Monte Carlo simulated
repetitions. We report the mean (rounded to nearest 3 decimal places) and the standard errors (in parentheses) of these
metrics across the repetitions.

Error Metric Value
C.9Mean Squared Error 6165.169 (4.485)
C.10 Root Mean Squared Error 78.516 (0.029)
C.11Mean Absolute Error 48.027 (0.023)

Table C.2: Simulation Environment Error Values. Error values are computed using the simulated OSCB and the OSCB
values in the Oralytics trial data. An error value is computed for each of the 500 Monte Carlo repetitions. We report the
mean (rounded to nearest 3 decimal places) and the standard errors (in parentheses) across these repetitions.

C.1.3 Environment Variants for Re-samplingMethod

In this section, we discuss how we formed variants of the simulation environment used in the re-

sampling method from Section 5.3. We create a variant for every state s of interest corresponding

to algorithm advantage features f(s) and environment advantage features g(s). In each variant, out-

comes (i.e., OSCBQi,t) and therefore rewards, are generated so that there is no advantage of action 1

over action 0 in the particular state s.

To do this, recall that we fit an outcome generating function (Equation C.1) for each of theN =

72 participants in the trial. Each participant i’s outcome generating function has advantage weight

vectors Δi,B,Δi,N that interact with the environment advantage state features g(s). Instead of using
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Figure C.1: Outcome metrics across trial participants comparing data generated by the simulation environment with Ora‐
lytics trial data. Error bars depict confidence intervals across 500 Monte Carlo repetitions.

Δi,B,Δi,N fit using that participant’s trial data, we instead use projections proj Δi,B, proj Δi,N of

Δi,B,Δi,N that have two key properties:

1. for the current state of interest s, on average they generate treatment effect values that are 0

in state swith algorithm state features f(s) (on average across all feature values for features in

g(s) that are not in f(s))

2. for other states s′ ̸= s, they generate treatment effect values g(s′)⊤proj Δi,B, g(s′)⊤proj Δi,N

close to the treatment effect values using the original advantage weight vectors g(s′)⊤Δi,B, g(s′)⊤Δi,N
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To find proj Δi,B, proj Δi,N that achieve both properties, we use the SciPy optimize API* to

minimize the following constrained optimization problem:

min
proj Δ

1
K

K∑
k=1

(g(s′)⊤k proj Δ − g(s′)⊤k Δ)
2

subject to: g̃(s)⊤proj Δ = 0

{g(s′)k}Kk=1 denotes a set of states we constructed that represents a grid of values that g(s′) could

take. g̃(s) has the same state feature values as g(s) except the “Day of Week” and “Days Since Partic-

ipant Started the Trial (Normalized)” features are replaced with fixed mean values 2/7 and 0. The

objective function is to achieve property 2 and the constraint is to achieve property 1.

We ran the constrained optimization with Δ = Δi,B and Δi,N to get proj Δi,B, proj Δi,N, for

all participants i. All participants in this variant of the simulation environment produce OSCBQi,t

given state Si,t and Ai,t using Equation C.1 with Δi,B,Δi,N replaced by proj Δi,B, proj Δi,N.

C.2 Additional DidWe Learn? Plots

In Section 5.3 we considered a total of 16 different states of interest. Results for all 16 states are in

Figure C.2. Recall each state is a unique combination of the following algorithm advantage feature

values:

1. Time of Day: {0, 1} (Morning and Evening)

2. Exponential Average of OSCBOver Past Week (Normalized): {−0.7, 0.1} (first and third

*Documentation here: https://docs.scipy.org/doc/scipy/reference/generated/scipy.optimize.minimize.html
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Figure C.2: “Did We Learn?” using the re‐sampling based method on 16 different states of interest. We compare stan‐
dardized predicted advantages across updates to the posterior parameters from the actual Oralytics trial (dark blue) with
violin plots of simulated predictive advantages using posterior parameters re‐sampled across 500Monte Carlo repetitions
(light blue).

quartile in Oralytics trial data)

3. Exponential Average of Prompts Sent Over Past Week (Normalized): {−0.6,−0.1} (first

and third quartile in Oralytics trial data)

4. Prior Day App Engagement: {0, 1} (Did Not Open App and Opened App)

Notice that since features (2) and (3) are normalized, for feature (2) the quartile value of -0.7

means the participant’s exponential average OSCB in the past week is about 28 seconds and similarly
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0.1 means its about 100 seconds. For feature (3), the quartile value of -0.6 means the participant

received prompts 20% of the time in the past week and similarly -0.1 means it’s 45% of the time.
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Non-Stationary Latent Auto-Regressive

Bandits

D.1 Proofs

D.1.1 Proof of Lemma 6.3.2

We first present exact forms forW, Γ,C, ca.

W := diag(σ2z , 0, · · · , 0) ∈ Rk×k

Γ =



γ1 γ2 · · · γk

1 0 · · · 0
...

...
...

...

0 · · · 1 0


∈ Rk×k

C =

[
1 0 · · · 0

]
∈ R1×k

ca :=
[
βa 0 · · · 0

]⊤
∈ Rk

127



Proof. For the latent state evolution, it is fairly straightforward to compute that Equation 6.3 is

equivalent to Equation 6.1 with the definitions of z⃗t, Γ, and wt. Notice that the second entry in z⃗t

corresponds to the latent state value zt. Similarly, for the reward function, we can directly compute

that Equation 6.5 is equivalent to Equation 6.2 with the definition of c⊤a .

All that is left is to show the equivalence of the measurement model yt. Then by construction:

yt =
rt − μat
βat

= zt +
εt(at)
βat

∼ N (zt, σ2r )

D.1.2 Proof of Lemma 6.3.3

Proof. Recall that due to Assumption D.3.1, the Kalman gain matrixKt converges and the steady-

state Kalman filter update and prediction can be combined into a single step (Gornet et al., 2022).

Equation D.4 in our setting becomes:

z̃t = Γz̃t−1 + ΓK(yt−1 − Cz̃t−1) = (Γ− ΓKC)z̃t−1 + ΓKyt−1 (D.1)

Since rt(a) = r̃t(a) + (rt(a) − r̃t(a)) = r̃t(a) + εa;t, it suffices to show that r̃t(a) = Φt(s)⊤θa +

bt(a, s). We first show that r̃t(a) = G⊤
a Yt + μa + ⟨ca, (Γ− ΓKC)sz̃t−s⟩where

Ga :=

[
c⊤a (Γ− ΓKC)s−1ΓK · · · c⊤a ΓK

]⊤
∈ Rs, Yt :=

[
yt−s · · · yt−1

]⊤
∈ Rs

Recall by definition:

r̃t(a) = E[rt(a)|Ht−1] = μa + c⊤a z̃t
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Using Equation D.1, we can continuously unravel z̃t until the sth time step before:

r̃t(a) = c⊤a (Γ− ΓKC)z̃t−1 + c⊤a ΓKyt−1 + μa

= c⊤a (Γ− ΓKC)2z̃t−2 + c⊤a (Γ− ΓKC)ΓKyt−2 + c⊤a ΓKyt−1 + μa

= · · ·

= c⊤a (Γ− ΓKC)sz̃t−s + c⊤a (Γ− ΓKC)s−1ΓKyt−s + · · ·+ c⊤a (Γ− ΓKC)ΓKyt−2 + c⊤a ΓKyt−1 + μa

= G⊤
a Yt + μa + ⟨ca, (Γ− ΓKC)sz̃t−s⟩

= G⊤
a Yt + μa + bt(a, s)

Now let gja := c⊤a (Γ− ΓKC)jΓK ∈ R. Then:

G⊤
a Yt = yt−sgs−1a + · · ·+ yt−1g0a

Using the definition of yt,

G⊤
a Yt = rt−s

gs−1a
βat−s

+ · · ·+ rt−1
g0a
βat−1

−
μat−s

gs−1a

βat−s

− · · · −
μat−1

g0a
βat−1
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= R⊤
t β̃a − A⊤

t μ̃a

where

Rt :=

[
rt−se⊤at−s · · · rt−1e⊤at−1

]⊤
∈ Rs·|A|

β̃a =
[
gs−1
a
β1

· · · gs−1
a
β|A|

· · · g0a
β1

· · · g0a
β|A|

]⊤
∈ Rs·|A|

At :=

[
e⊤at−s · · · e⊤at−1

]⊤
∈ Rs·|A|,

μ̃a =
[
μ1g

s−1
a
β1

· · ·
μ|A|g

s−1
a

β|A|
· · · μ1g

0
a

β1
· · ·

μ|A|g
0
a

β|A|

]⊤
∈ Rs·|A|

One can verify that by these definitions, for θa =
[
β̃a μ̃a μa

]⊤

Φt(s)⊤θa = Φ(Rt,At)
⊤θa = R⊤

t β̃a − A⊤
t μ̃a + μa

Therefore we have shown:

rt(a) = Φt(s)⊤θa + bt(a, s) + εa;t

The proof for the confidence set lemma (Lemma 6.4.1) requires lemmas D.1.1 and D.1.3.
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Lemma D.1.1. [Bound on Context] Suppose Assumption 6.3.4 holds, then there exists some constant

L(s, δr) such that ∥Φt(s)∥2 ≤ L(s, δr) for all t with probability at least 1− δr, where δr ∈ (0, 1).

Proof. Notice that by construction, ∥Rt∥2 = R⊤
t Rt =

∑s
j=1 r2t−j and ∥At∥2 = A⊤

t At = s. So:

∥Φt(s)∥2 =
s∑

j=1
r2t−j + s+ 1

Since every rt−j is Gaussian with variance β2at−j
σ2r , every rt−j is also sub-Gaussian with parameter

βat−j
σr. Therefore by Lemma D.2.5,

rt−j < μat−j
+ βat−j

E[zt−j] +
√
2β2at−j

σ2r log(1/δr)) = Rmax(δr)

with probability at least 1 − δr. Since Assumption 6.3.4 holds, we know that the mean of the AR

processE[zt−j] is always bounded.

Therefore,

∥Φt(s)∥2 < s(Rmax(δr)2 + 1) + 1 = L(s, δr)

For proofs of Lemma D.1.3 and Theorem 6.4.2 we need the following lemma.

Lemma D.1.2. Let all the information observed up to and including time t − 1 be encoded in the

filtrationHt−1 := σ(a1, r1, ..., at−1, rt−1) and z⃗t as defined in Equation 6.3 and z̃t = E[⃗zt|Ht−1] be

the steady-state Kalman filter for z⃗t. Then z⃗t − z̃t|Ht−1 ∼ N (⃗0,P) and z⃗t − z̃t ∼ N (⃗0,P)

Proof. First notice that by construction of the steady-state Kalman filter, z⃗t|Ht−1 ∼ N (z̃t,P) and
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z̃t|Ht−1 is a constant (i.e., not random). Therefore,

z⃗t − z̃t|Ht−1 = z⃗t|Ht−1 − z̃t|Ht−1 ∼ N (⃗0,P)

SinceN (⃗0,P) is a fixed distribution and P does not depend onHt−1, this implies that z⃗t − z̃t ∼

N (⃗0,P) as well.

Lemma D.1.3. [Noise Process Property] Let all the information observed up to and including time t−

1 be encoded in the filtrationHt−1 := σ(a1, r1, ..., at−1, rt−1). For any given a, the noise process {εa;t}t

from Equation 6.6 is a martingale difference sequence given filtrationHt−1 and is conditionally R-

subgaussian for some constant R ≥ 0,

∀t ≥ 1,E[εa;t|Ht−1] = 0

∀α ∈ R,E[eαεa;t |Ht−1] ≤ exp(α2R2/2)

Proof. Fix some a ∈ A. We first show that E[εa;t|Ht−1] = 0.

E[εa;t|Ht−1] = E[⟨ca, z⃗t − z̃t⟩+ εt(a)|Ht−1]

= c⊤a (E[⃗zt − z̃t|Ht−1]) + E[εt(a)|Ht−1]

= c⊤a E[⃗zt − z̃t|Ht−1] (εt(a) is independent ofHt−1 and E[εt(a)] = 0)

= c⊤a 0⃗ = 0 (Lemma D.1.2)
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To prove that εa;t is conditionallyR-subgaussian for someR, we first show that εa;t|Ht−1 ∼

N (0, c⊤a Pca+σ2r ). Notice that c⊤a (⃗zt− z̃t)|Ht−1 ∼ N (0, c⊤a Pca) by Lemma D.1.2 and εt(a)|Ht−1 ∼

N (0, σ2r ) since εt(a) is independent ofHt−1. Therefore:

εa;t|Ht−1 = c⊤a (⃗zt − z̃t)|Ht−1 + εt(a)|Ht−1 ∼ N (0, c⊤a Pca + β2aσ
2
r )

The moment generating function (MGF) for the normal random variable εa;t is:

Mεa;t(α) = E[eαεa;t ] = exp(α2(c⊤a Pca + β2aσ
2
r )/2) ∀α ∈ R

Then:

E[eαεa;t |Ht−1] = E[eαεa;t ] (as shown above, εa;t is independent ofHt−1)

= exp(α2(c⊤a Pca + β2aσ
2
r )/2)

≤ exp(α2R2/2) ∀α ∈ R

for someR2 ≥ c⊤a Pca + β2aσ
2
r

D.1.3 Proof of Lemma 6.4.1

Proof. First notice that for all actions a,

θ̂a,t − θa = V−1
a,t

t∑
j=1

I[aj = a]Φj(s)rj − θa
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= V−1
a,t

t∑
j=1

I[aj = a]Φj(s)(Φj(s)⊤θa + bj(a, s) + εa;t)− θa

= V−1
a,t

t∑
j=1

I[aj = a]Φj(s)(Φj(s)⊤θa + bj(a, s) + εa;t)− V−1
a,t (λI+

t∑
j=1

I[aj = a]Φj(s)Φj(s)⊤)θa

= V−1
a,t

t∑
j=1

I[aj = a]Φj(s)bj(a, s) + V−1
a,t

t∑
j=1

I[aj = a]Φj(s)εa;j − λV−1
a,t θa

For the first term,

∥∥∥∥V−1
a,t

t∑
j=1

I[aj = a]Φj(s)bj(a, s)
∥∥∥∥
Va,t

=

∥∥∥∥ t∑
j=1

I[aj = a]Φj(s)bj(a, s)
∥∥∥∥
V−1
a,t

≤
t∑

j=1
I[aj = a]∥Φj(s)bj(a, s)∥V−1

a,t
(generalized triangle-inequality)

=
t∑

j=1
I[aj = a]

√
bj(a, s)2Φj(s)⊤V−1

a,tΦj(s)

≤

√√√√ t∑
j=1

I[aj = a]bj(a, s)2

√√√√ t∑
j=1

I[aj = a]Φj(s)⊤V−1
a,tΦj(s) (Cauchy-Schwartz)
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= τ(a, s)t

√√√√ t∑
j=1

I[aj = a]bj(a, s)2

where τ(a, s)t =
√∑t

j=1 I[aj = a]∥Φj(s)∥2V−1
a,t

For the second term,

∥∥∥∥V−1
a,t

t∑
j=1

I[aj = a]Φj(s)εa;j
∥∥∥∥
Va,t

=

∥∥∥∥ t∑
j=1

I[aj = a]Φj(s)εa;j
∥∥∥∥
V−1
a,t

By Lemma D.1.3, since the noise process εa;j satisfies the assumptions of TheoremD.2.1,

∥∥∥∥ t∑
j=1

I[aj = a]Φj(s)εa;j
∥∥∥∥
V−1
a,t

≤

√
2R2 log

(
det(Va,t)1/2det(λI)−1/2

δβ

)

with probability at-least 1− δβ. Using Lemma D.2.2 (determinant-trace inequality),

det(Va,t) ≤
(
λ +

na,tL(s, δr)
2s|A|+ 1

)2s|A|+1

where na,t :=
∑t

j=1 I[aj = a] and ∥Φj(s)∥2 ≤ L(s, δr) for all j ∈ [t] because of Lemma D.1.1.

=⇒
∥∥∥∥ t∑

j=1
I[aj = a]Φj(s)εa;j

∥∥∥∥
V−1
a,t

≤ R

√
(2s|A|+ 1) log

(
1+ na,tL(s, δr)/λ

δβ

)

For the third term,

∥λV−1
a,t θa∥Va,t = λ∥θa∥V−1

a,t
≤

√
λ∥θa∥ ≤

√
λSa

since ∥θa∥2V−1
a,t

≤ 1
λmin(Va,t)

∥θa∥2 ≤ 1
λ∥θa∥

2 and using Assumption 6.3.5.
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Using generalized triangle inequality

=⇒ ∥θ̂a,t − θa∥Va,t ≤
∥∥∥∥V−1

a,t

t∑
j=1

I[aj = a]Φj(s)bj(a, s)
∥∥∥∥
Va,t

+

∥∥∥∥V−1
a,t

t∑
j=1

I[aj = a]Φj(s)εa;j
∥∥∥∥
Va,t

+

∥∥∥∥λV−1
a,t θa

∥∥∥∥
Va,t

≤ R

√
(2s|A|+ 1) log

(
1+ na,tL(s, δr)/λ

δβ

)
+
√
λSa + τ(a, s)t

√√√√ t∑
j=1

I[aj = a]bj(a, s)2

Finally, for readability, we let δβ = δr = δ/2. Therefore with probability at least 1− δ,

∥θ̂a,t − θa∥Va,t ≤

R

√
(2s|A|+ 1) log

(
1+ na,tL(s, δ/2)/λ

δ/2

)
+
√
λSa + τ(a, s)t

√√√√ t∑
j=1

I[aj = a]bj(a, s)2

D.1.4 Proof of Theorem 6.4.2

Proof. Using Assumption 6.3.5 with Lemma 6.4.1, it suffices to prove the bound on the event that

true parameter θa ∈ Ca,t (Equation 6.13) for ∀a ∈ A and t ∈ [T]. Recall the regret in our setting

(Equation 6.10) is:

Regret(T; π) =
T∑
t=1

E[rt(a∗t )− rt(at)|⃗zt]

where a∗t is the optimal action and at is the action selected by Algorithm 1 at time step t.
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To assist with the proof, we consider an intermediate agent that knows the ground-truth pa-

rameters and therefore has the exact steady-state Kalman filter prediction z̃t and selects actions

ãt = argmax
a

r̃t(a).

Let Δt := E[rt(a∗t )− rt(at)|⃗zt] denote the instantaneous regret at time t. Then:

Δt = c⊤a∗t z⃗t + μa∗t − c⊤at z⃗t − μat

= (c⊤a∗t z⃗t + μa∗t − c⊤ãt z̃t − μãt) + (c⊤ãt z̃t + μãt − c⊤at z⃗t − μat)

First notice that:

c⊤a∗t z⃗t + μa∗t − c⊤ãt z̃t − μãt = c⊤a∗t z⃗t − c⊤a∗t z̃t + c⊤a∗t z̃t + μa∗t − c⊤ãt z̃t − μãt

= c⊤a∗t (⃗zt − z̃t) + r̃t(a∗t )− r̃t(ãt)

≤ c⊤a∗t (⃗zt − z̃t)

since r̃t(a∗t )− r̃t(ãt) ≤ 0 by the action-selection strategy of the intermediate agent.

Next notice that:

c⊤ãt z̃t + μãt − c⊤at z⃗t − μat = c⊤ãt z̃t + μãt + (c⊤at z̃t − c⊤at z̃t)− c⊤at z⃗t − μat

= r̃t(ãt)− r̃t(at)− c⊤at (⃗zt − z̃t)
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=⇒ Δt ≤ (ca∗t − cat)⊤(⃗zt − z̃t) + r̃t(ãt)− r̃t(at)

We first focus on r̃t(ãt)− r̃t(at). Recall by Lemma 6.3.3 that r̃t(a) = Φt(s)⊤θa + bt(a, s). Then:

r̃t(ãt)− r̃t(at) = Φt(s)⊤θãt + bt(ãt, s)− Φt(s)⊤θat − bt(at, s)

Now let θ′a,t = max{Ca,t−1} denote the max value of the confidence set Ca,t−1 constructed at time t.

Notice that:

Φt(s)⊤θãt ≤ Φt(s)⊤θ′ãt,t ≤ Φt(s)⊤θ′at,t

where the first inequality is because θãt ∈ Cãt,t−1 and θ′ãt,t = max{Cãt,t−1}, and the second inequal-

ity is by the action-selection strategy of Algorithm 1 (i.e., at = argmax
a

Φt(s)⊤θ′a,t). =⇒

r̃t(ãt)− r̃t(at) ≤ Φt(s)⊤(θ′at,t − θat) + bt(ãt, s)− bt(at, s)

≤ ∥Φt(s)∥V−1
a,t−1

∥θ′at,t − θat∥Vat,t−1 + bt(ãt, s)− bt(at, s)

(by Cauchy-Schwartz and ∥ · ∥V−1
at,t−1

≤ ∥ · ∥Va,t−1)

≤ 2∥Φt(s)∥V−1
at,t−1

βat,t−1(δ
′) + bt(ãt, s)− bt(at, s)

≤ 2∥Φt(s)∥V−1
at,t−1

βat,t−1(δ
′) + 2max

a
|bt(a, s)|
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We now focus on (ca∗t − cat)⊤(⃗zt − z̃t).

First,

(ca∗t − cat)⊤(⃗zt − z̃t) ≤ ∥ca∗t − cat∥∥⃗zt − z̃t∥ (Cauchy-Schwartz)

≤ 2max
a

∥ca∥∥⃗zt − z̃t∥

By Lemma D.1.2, we know that z⃗t−z̃t ∼ Nk(⃗0,P). By Lemma D.2.3, z⃗t−z̃t is sub-Gaussian with

parameter σ2 = ∥P∥op. Finally by TheoremD.2.4, with probability at least 1− δz for δz ∈ (0, 1),

∥⃗zt − z̃t∥ ≤ 4
√
∥P∥opk+ 2

√
∥P∥op log(1/δz)

≤ 4
√

∥P∥op(
√
k+

√
log(1/δz))

≤ 4
√
∥P∥op

√
2(k+ log(1/δz)) (

√
a+

√
b ≤

√
2(a+ b) for a, b ∈ R≥0)

We bound ∥P∥op. Recall that for the steady-state Kalman filter, P = ΓPΓ⊤+W−ΓPC⊤(CPC⊤+

V)−1CPΓ⊤.

Using triangle inequality,

∥P∥op = ∥ΓPΓ⊤ − ΓPC⊤(CPC⊤ + V)−1CPΓ⊤∥op + ∥W∥op

We now show that ∥ΓPΓ⊤ − ΓPC⊤(CPC⊤ + V)−1CPΓ⊤∥op ≤ ∥ΓPΓ⊤∥op. To do so, we

show that the following three matrices are positive semi-definite (PSD): (1) A = ΓPΓ⊤, (2) B =
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ΓPC⊤(CPC⊤ + V)−1CPΓ⊤, and (3) A− B.

A is PSD because P is PSD and using Lemma D.2.6.

We now show B is PSD. Consider some vector v ∈ Rk. Then v⊤Bv = v⊤(ΓPC⊤(CPC⊤ +

V)−1CPΓ⊤)v = (CPΓ⊤v)⊤(CPC⊤ + V)−1CPΓ⊤v = (CPΓ⊤v)2(CPC⊤ + V)−1.

Now since C =

[
1 0 · · · 0

]
∈ R1×k, CPC⊤ = P11 ≥ 0 since P is PSD so diagonal entries

are non-negative. AlsoV =
σ2r

mina β2a
=⇒ (CPC⊤ + V)−1 = 1

P11+
σ2r

mina β2a

≥ 0.

We now show A − B is PSD. Since P is PSD we know that there exists a PSDmatrix P1/2 such

that P = P1/2P1/2. Therefore A − B = ΓPΓ⊤ − ΓPC⊤(CPC⊤ + V)−1CPΓ⊤ = ΓP1/2(I −

P1/2C⊤(CP1/2P1/2C⊤ + V)−1CP1/2)P1/2Γ⊤ = ΓP1/2(I − ν(ν⊤ν + V)−1ν⊤)P1/2Γ⊤ for ν =

P1/2C⊤ ∈ Rk.

Notice that ν(ν⊤ν + V)−1ν⊤ = νν⊤
ν⊤ν+V =

ν
∥ν∥

ν⊤
∥ν∥

v⊤v
∥ν∥2+

V
∥ν∥2

= ν′ν′⊤
1+ V

∥ν∥2
where ν′ = ν/∥ν∥. Since ν′ is

a unit vector, ν′ν′⊤ has only one non-zero eigenvalue which is 1, which implies ν′ν′⊤
1+ V

∥ν∥2
has one non-

zero eigenvalue which is 1
1+ V

∥ν∥2
. Furthermore this implies that I− ν′ν′⊤

1+ V
∥ν∥2

has eigenvalues either 1 or

1− 1
1+ V

∥ν∥2
≥ 0. Therefore, I−ν(ν⊤ν+V)−1ν⊤ is PSD and so is ΓP1/2(I−ν(ν⊤ν+V)−1ν⊤)P1/2Γ⊤

by Lemma D.2.6.

Since we have shown A, B, and A− B are PSD, then by Lemma D.2.7, ∥ΓPΓ⊤ − ΓPC⊤(CPC⊤ +

V)−1CPΓ⊤∥op ≤ ∥ΓPΓ⊤∥op.

=⇒

∥P∥op ≤ ∥ΓPΓ⊤∥op + ∥W∥op

Now,

∥ΓPΓ⊤∥op ≤ ∥Γ∥op∥P∥op∥Γ⊤∥op = σmax(Γ)2∥P∥op
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since A and A⊤ have the same singular values for any matrix A.

Also in our setting,W is a matrix of all 0s except for σ2z in the first diagonal entry, so ∥W∥op =

σ2z . So,

∥P∥op ≤ σmax(Γ)2∥P∥op + σ2z =⇒ ∥P∥op ≤
σ2z

1− σmax(Γ)2

Therefore, at every t, the instantaneous regret is bounded as so:

Δt ≤ 8max
a

∥ca∥

√
σ2z

1− σmax(Γ)2
√
2(k+ log(1/δz))

+ 2∥Φt(s)∥V−1
at,t−1

βat,t−1(δ
′) + 2max

a
|bt(a, s)|

So,

Regret(T; πLARL) =
T∑
t=1

Δt

≤ 8max
a

∥ca∥

√
σ2z

1− σmax(Γ)2
√
2(k+ log(1/δz)) · T

+ 2
T∑
t=1

∥Φt(s)∥V−1
at,t−1

βat,t−1(δ
′) + 2

T∑
t=1

max
a

|bt(a, s)|

Now,

2
T∑
t=1

∥Φt(s)∥V−1
at,t−1

βat,t−1(δ
′) ≤ 2βT(δ

′)

√√√√ T∑
t=1

∥Φt(s)∥2V−1
at,t−1

√
T

where βT(δ
′) = maxa βa,T−1(δ

′) and
∑T

t=1 ∥Φt(s)∥V−1
at,t−1

≤
√

T ·
∑T

t=1 ∥Φt(s)∥2V−1
at,t−1

by variant
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of Cauchy-Schwartz.

For readability, let δz = δb = δr = δ/3. Then w.p. at-least 1− δ,

Regret(T; πLARL) ≤ 8max
a

∥ca∥

√
σ2z

1− σmax(Γ)2
√
2(k+ log(3/δ)) · T

+2βT(2δ/3)

√√√√ T∑
t=1

∥Φt(s)∥2V−1
at,t−1

√
T+ 2

T∑
t=1

max
a

|bt(a, s)|

D.2 Auxillary Theorems and Lemmas

Theorem D.2.1. (Theorem 1 in Abbasi-Yadkori et al. (2011)) Let {Ft}∞t=0 be a filtration. Let

{ηt}
∞
t=1 be a real-valued stochastic process such that ηt isFt-measurable and ηt is conditionally R-sub-

Gaussian for some R ≥ 0. Namely:

∀ λ ∈ R E[eληt |Ft−1] ≤ exp
(
λ2R2

2

)

Let {xt}∞t=1 be anRd-valued stochastic process such that xt isFt−1-measurable. Assume that V0 ∈

Rd×d is a positive definite matrix. For any t ≥ 1, define:

Vt = V0 +
t∑

j=1
xjx⊤j St =

t∑
j=1

ηjxj

Then for any δ > 0, with probability atleast 1− δ, for all t ≥ 1,

∥St∥2V−1
t

≤ 2R2 log
(
det(Vt)

1/2det(V0)
−1/2

δ

)

Lemma D.2.2. (Lemma 10 Determinant-Trace Inequality in Abbasi-Yadkori et al. (2011)) Suppose
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x1, ..., xt ∈ Rd and ∥xj∥ ≤ L ∀ j ∈ [t]. Let Vt = λI+
∑t

j=1 xjx⊤j for some λ > 0. Then:

det(Vt) ≤
(
λ +

tL2

d

)d

Lemma D.2.3. (Lemma 8.2 in Rinaldo andWu (2019)) Let X ∈ Rd be a random vector that is

normally distributed X ∼ N (0,Σ). Then X is a sub-Gaussian random vector with parameter ∥Σ∥op.

Theorem D.2.4. (Theorem 8.3 in Rinaldo andWu (2019)) X ∈ Rd be a sub-Gaussian random

vector with parameter σ2, then with probability at least 1− δ for δ ∈ (0, 1):

∥X∥ ≤ 4σ
√
d+ 2σ

√
log(1/δ)

Lemma D.2.5. (Sub-Gaussian upper tail bound) Let X be sub-Gaussian with variance proxy σ2. Then

for any δ ∈ [0, 1] we have:

P(X− E[X] <
√
2σ2 log(1/δ)) ≤ 1− δ

Lemma D.2.6. If B ∈ Rm×m is positive semi-definite, then for any matrix A ∈ Rn×m, ABA⊤ is also

positive semi-definite.

Lemma D.2.7. If matrices A,B, and A− B are positive semi-definite, then ∥A− B∥op ≤ ∥A∥op.

D.3 A Review of Linear Dynamical Systems with Gaussian Noise

We provide a brief review of discrete-time linear dynamical systems (LDS) with Gaussian noise

(Roweis and Ghahramani, 1999).
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D.3.1 Setting

A discrete-time, autonomous, LDS with Gaussian noise can be described with the following two

equations:

(State Evolution) z⃗t = Γ⃗zt−1 + wt, (D.2)

(Measurement Model) yt = C⃗zt + vt, (D.3)

where z⃗t ∈ Rk is the (latent) state of the system with noise process wt
i.i.d.∼ N (μz,W), yt ∈ R is some

measurement that is observable with noise process vt
i.i.d.∼ N (μy,V), and Γ,C are constant matrices.

D.3.2 Steady-State Kalman Filter

With knowledge of Γ,C, μz,W, μy,V, Kalman filtering is the standard approach for predicting z⃗t

using previous measurements y1, ..., yt−1, even if z⃗t is not observed. Namely, the optimal prediction

(in the least mean square sense) for z⃗t would be zt|t−1, where zt|j := E[⃗zt|Fj] andFj is the sigma

algebra generated by previous measurements y1, ..., yj.

A standard assumption is that the LDS given by equations (D.2) and (D.3) is observable:

Assumption D.3.1. The observability matrix,O =



C

CΓ

CΓ2

...

CΓk−1


∈ Rk×k, is full rank.

144



Assumption D.3.1 leads to a steady-state solution (Ljung, 1999; Gornet et al., 2022) that is of-

ten employed in practice for applications involving numerous time steps (Kailath et al., 2000). For

simplicity, let z̃t := zt|t−1. The steady-state Kalman filter is as follows, where the prediction and

measurement update steps are combined:

z̃t = Γz̃t−1 + μz + ΓK(yt−1 − Cz̃t−1 − μy) (D.4)

K = PC⊤(CPC⊤ + V)−1 (D.5)

P = ΓPΓ⊤ +W− ΓPC⊤(CPC⊤ + V)−1CPΓ⊤ (D.6)

The prediction of z̃t is recursively computed given the prediction from the previous time-step

z̃t−1 and the most recent measurement yt−1. K is the steady-state Kalman gain matrix which acts as a

weighting factor balancing the model’s predictions with the discrepancy between the model’s most

recent prediction and measurement. The update forK is one that yields the minimummean-square

error estimate in the limit. P is the steady-state version of Pt := cov(⃗zt−zt|t), the error covariance for

z̃t. Assumption D.3.1 ensures that in the limit, Pt converges to some P, which implies the Kalman

gain matrix converges to someK (Ljung, 1999; Gornet et al., 2022).

D.4 Discussion on Regret

In standard stationary bandit settings, one often proves regret bounds with respect to a “standard

oracle” that knows the true fixed reward means μ(a) for each action and selects the optimal action
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a∗ = argmaxa∈A μ(a). In non-stationary settings, where the mean rewards change over time, many

works compare to an equivalent oracle called the dynamic oracle (Besbes et al., 2014). The dynamic

oracle is one that knows the true reward means μt(a) at every time step t for each action and selects

optimal action at every time step t, a∗t = argmaxa∈A μt(a).

Equivalently, the dynamic oracle is an oracle that observes all information in the environment

and then acts optimally with that information. In the latent AR bandit setting, such an oracle

knows the ground-truth parameters θ∗ = [γ0, γ1, ..., γk, μ1, β1, ..., μ|A|, β|A|, σz, σr] and observes

the latent process (i.e., the realization of zt). With access to the ground-truth parameters and the re-

alization of zt, the oracle therefore knows the true reward means μt(a) at every time step t for each

action. The oracle selects the optimal action for every t: a∗t = argmaxa∈A μt(a). For a policy π, the

regret is defined as:

Regret(T; π) =
T∑
t=1

E[rt(a∗t )− rt(at)|⃗zt]

where at is the action selected by the algorithm at time step t following policy π. The first term is

the mean reward obtained by the oracle (i.e., reward obtained by selecting the most optimal action

for that time-step) and the second term denotes the mean reward obtained by the agent (where the

agent only has information from the history up to but not including time step t). With no other

assumptions, it is impossible to achieve sub-linear regret with respect to this oracle in the latent AR

setting.

D.4.1 Sub-linear Dynamic Regret

Sub-linear regret with respect to the dynamic oracle is only possible in environments with vanishing

non-stationarity (i.e., there is a budget for the non-stationarity that is sub-linear in T). For example
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in Besbes et al. (2014), the non-stationarity is formulated by arbitrary changes to the mean rewards

and they assume a finite variation budgetVT of howmuch the mean rewards can change over time.

The regret bound for their method Rexp3 is on the order ofV1/3
T T2/3. IfVT scales linearly with

T, the regret of their method would be linear in T. Similarly in Garivier andMoulines (2011), they

assume a finite number of changes to the mean reward or breakpoints ΥT. The regret bound for

their methods discounted UCB and sliding window UCB is on the order of
√
TΥT logT, where

ΥT = O(Tβ) for some β ∈ [0, 1). If ΥT scales linearly with T, then the regret for their approaches

would also achieve linear regret. In our setting, σ2z , the noise variance on the latent state process, is

the mechanism that controls the non-stationarity. We have shown in our main regret bound result

(Theorem 6.4.2) that for fixed T, in environments where σmax(Γ) ≤ 1 − ε for ε > 0 and σ2z = Tc−2

for some constant c < 2, our algorithm achieves sub-linear regret.

D.5 Additional Experiments

D.5.1 Verifying the Bias Variance Trade-off

We verify the trade-off with the choice of s as depicted in Theorem 6.4.2. Recall that hyperparam-

eter s > 0 dictates the number of recent time steps of history to incorporate into the context. We

consider three environment variants where k = 1, 5, 10. In each environment variant, we run our

algorithm with four different values of s, where s = 1, 5, 10, 15, compared to “Stationary”, standard

UCB which treats the environment as a stationary multi-armed bandit.

Figure D.1 shows pairwise comparisons between Stationary and our algorithm LARL with var-

ious choices of s. We look at the proportion of times over 100Monte-Carlo repetitions where the

algorithm listed in the row achieved lower total cumulative regret than the algorithm listed in the

column. Figure D.2 shows cumulative regret over time. Even when s is not specifically tuned, our al-

gorithm still outperforms Stationary; however the choice of s does dictate howmuch our algorithm
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excels. These simulations verify the bias-variance trade off with the choice of s as shown in the regret

bound (Theorem 6.4.2). If s is chosen too large, the bias term is small but our algorithm’s reward

model is burdened with learning many parameters. If s is chosen too small, the bias term is large and

our algorithm does not include enough history to inform the current prediction.
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Figure D.1: Pairwise comparisons between algorithms in the environment variants where k = 1, 5, 10, respectively. Each
cell shows the proportion of 100Monte‐Carlo repetitions where the algorithm listed in the row achieved lower cumulative
regret than the algorithm listed in the column. Even when s is not specifically tuned, our algorithm still outperforms
Stationary.
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Figure D.2: Cumulative regret (Equation 6.10) over time with varying choices of s for our algorithm Latent AR LinUCB
(Algorithm 1). For a poor choice of s (either too small or too large compared to k), our algorithm performs similarly to
the stationary. If s is too small, the reward model is under‐parameterized. If s is too large, the reward model is over‐
parameterized. Line is the average and shaded region is± standard deviation across Monte Carlo simulated trials.
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