DIGITAL ACCESS o0 HARVARD
SCHOLARSHIP sr HARVARD LIBRARY

DASH.HARVARD.EDU

Learning World Dynamics With
Structured Representations in a
Computational Model of Event
Cognition

Link
http://nrs.harvard.edu/urn-3:HUL.InstRepos:38811530

Terms of use

This article was downloaded from Harvard University’s DASH repository, and is made

available under the terms and conditions applicable to Other Posted Material (LAA), as set

forth at
https://harvardwiki.atlassian.net/wiki/external/NGY5NDE4ZjgzNTc5NDQzMGIzZWZhMGFIOWI2M2EwYTg

Accessibility
https://accessibility.huit.harvard.edu/digital-accessibility-policy

Share Your Story

The Harvard community has made this article openly available.
Please share how this access benefits you.lSubmit a story |



https://dash.harvard.edu/submit-story?publicationId=6890c9ff-d985-459e-bbe3-08f9d8f46723

Acknowledgements

I would like to thank my thesis advisor, Professor Sam Gershman, for introducing me to the field of
event cognition, supervising my thesis research in his lab, and sparking my interest in computational

cognitive neuroscience.

I would also like to thank Dr. Nicholas Franklin for supervising my research and helping me
understand the SEM model that he is developing and Momchil Tomov for providing many general

insights on event cognition.

Finally, I would like to thank my family and friends for their endless love and support throughout the

thesis process, these last four incredible years at Harvard, and beyond.



Contents

1 Introduction

1.1

1.2

1.3

14

2.1

2.2

23

24

Event Segmentation Theory . . . . . . . . . . ... ... ...
Structured Event Memory . . . . . . . . ...
1.2.1 SEM Assumptions and Goals . . . . ... ... ... ... ... ...
1.2.2  SEM Computational Model . . . . . ... ... ... ... ........
Structured Scene Representation . . . . . . . . . ... ... L.

Contributions to Scene Representation and Learning . . . . . .. ... ... ....

2 Scene Representation
Symbol Embedding . . . . . . . .. ...
Role-filler Bindings for Structure . . . . . . . . ... ... .. L.
Property Encoding Schemes . . . . . . . ... ... ... L.
2.3.1 Symbol Space Data Structures . . . . . . . ... ...
2.3.2  Direct Property Addition . . . . . ... ... ...
2.3.3 Memory Trace Addition . . . . . . . . ... ...
2.34 Encoding Scheme Comparison . . . . . . . ... .. ... .........
Property Inclusion Classes . . . . . . .. . ... ... . ... .
24.1 Baseline. . . . . . ..
2.4.2 Selective Properties . . . . . . . . ...
243 AllProperties . . . . . . . . ..
2.4.4 Inclusion Class Comparison . . . . . . . . . ..o v v i,

3 Event Schema Architecture

3.1

3.2

Learning Event Dynamics . . . . . .. ... ... ... .. L ..
Building the Event Schema Network . . . . . .. ... ... ... .........
3.2.1 Scene Decoding and Encoding . . . . . ... ... ... ... ... ...

3.2.2 Learning in Feed Forward Networks . . . . . ... .. ... ........

10

11

12

13

14

16

16

18

19

19

21

21

21

22

23

24



3.2.3 Learning in Recurrent Networks . . .

3.3 Recurrent Network Optimizations . . . . . .

4 Training and Learning
4.1 Training and Evaluation Process . . . . . . .
4.2 Asymmetric Property Inclusion . . . . . . . .
4.3 Pre-trained Decoding . . .. ... ... ...

4.4 Objective Functions and Pre-trained Encoding

5 SEM Integration

6 Discussion

31

32

33

34

36

38

39



1 Introduction

Research has shown that human subjects segment their sensory stream, which consists of continuous
scenes, into discrete events with known beginnings and endings, with several studies demonstrating
the importance of the event abstraction in core cognitive processes [9, 13, 14, 16, 18-21]. Zacks,
Kurby, Eisenberg et al. found that errors in predicting future scenes are significantly larger at reported
event boundaries [18] and Swallow, Zacks, and Abrams found that the recall of previously observed
scenes is stronger along reported event boundaries [16], demonstrating that the concept of an event
informs both perception and memory. Furthermore, studies have found that different subjects detect
the same beginnings and endings to events when shown videos of natural scenes [9], hinting at the

universality of the event segmentation process in grounding experiences.

Two fundamental challenges in event cognition are determining how people perceive where events
begin and end and understanding how the abstraction of experience into events informs the task of
reconstructing memories given a cue. To address these problems, the underlying process of event seg-
mentation can be modeled as an online clustering problem over sequences of scenes, which elucidates
how segmentation may be optimally carried out in the brain. This computational interpretation of
event segmentation has many applications to computer science and machine perception, as it allows
machines to find causal relationships underlying sequences of complex observations using the same
principles that humans use, and the predictive power of trained event schemata can be applied to many
different temporal prediction domains, including the segmentation of natural language narratives and

videos of natural scenes.

1.1 Event Segmentation Theory

Drawing upon decades of behavioral and imaging experiments where subjects were found to auto-
matically segment stories and movies into events, Zacks et al. proposed a perception driven theory of
event cognition, the Event Segmentation Theory, in 2007 [20]. Defining an event to be a discretized
abstraction over sequences of scenes, the theory suggests that people maintain an internal representa-
tion of the current event that they are in, called the event model, which informs perceptual processing
by predicting future scenes and updating itself using prediction errors calculated upon observing
the true subsequent scenes. Key details that are represented within an event model include the
spatiotemporal context of the event, the entities and objects involved and their associated properties,
structural relations between entities, and causal relations between scenes. These details reflect the
main concepts within each event and allow the model to predict scenes that occur in the near future.
The Event Segmentation Theory also introduces the abstract concept of the event schema, defined to

be a model that generalizes dynamics across previously encountered events with similar features to



inform event model predictions; the event schema abstraction plays a central role in our framework

for learning world dynamics within a given class of events.

In the Event Segmentation Theory, event models draw upon learned dynamics from past events,
captured within event schemata, in order to predict incoming scenes. The theory suggests that event
models are typically insensitive to sensory input; Zacks et al. hypothesize that there is a gate that
prevents the event model from being updated while its prediction error is low, which allows the model
to be robust to sensory variability and noise as long as it is accurately predicting future scenes [20].
This gate is opened when prediction errors become large; increases in prediction error suggest that the
event model is no longer an accurate predictor of the world dynamics, so at these points in time the
event model is updated in order to better predict future scenes. According to Radvansky and Zacks
[13], event model updates include transitions to new event models and integration of new information
into existing event models. As event models are updated, the new experiences are integrated into the

corresponding event schemata to model long term generalization of world dynamics.

1.2 Structured Event Memory

The framework for training event schemata over structured representations of scenes detailed in this
paper is part of the larger Structured Event Memory (SEM) project. SEM is a computational model
of event cognition which draws upon the Event Segmentation Theory, and the SEM model informs
many of the decisions we make in determining how scenes, event models, and event schemata are

represented and how event schemata are trained.

1.2.1 SEM Assumptions and Goals

SEM assumes that there are underlying dynamics from which events are generated, which depend
stochastically on the properties of the actors and objects involved. To model world dynamics, we
define event generators, which are sets of transition functions that operate on a context consisting of
details such as the actors and objects involved, in order to generate training and testing events. The
reliance on properties to determine which branch to take when there are multiple potential outcomes
models the fact that actors with similar properties behave more closely in a given situation than actors
with different properties; the generalization of world dynamics to previously unseen actors relies on

this key assumption that the generators depend solely on the properties of the entities involved.

One goal of SEM is to simultaneously segment the sensory stream and learn world dynamics using
the abstraction of an event schema. Given an unlabeled sequence of incoming scenes generated by
different latent event generators, the model predicts which generator each scene was generated by, and

trains event schemata on sequences believed to be part of the same event so that each event schema
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Figure 1: A diagram illustrating the event generator that we primarily focus on in Sections 2 through
4. Each rectangle represents a state of the world, where each state produces a deterministic sequence
of scenes. The generators that we consider vary in complexity, but predictive performance is similar
across different generators. A and B are variables provided in the event context, and different sets of
actors with different properties will result in different paths down this generating tree

learns the dynamics of a different event generator. The other core goal of SEM is to model event
memory; given a cue from an event, the learned event schema corresponding to that event is used to
predict a noisy reconstruction of the rest of the event. In this paper we will focus on training an event
schema and using it to make predictions, the central process underlying both event segmentation and

memory reconstruction.

1.2.2 SEM Computational Model

As described above, the problem of event segmentation is an online, unsupervised clustering problem
where an event schema learns the structure underlying sequences of scenes that are predicted to be
part of the same event and predicts new scenes from this generalization of past experiences. The
event model is represented by a sequence of observed scenes (s1, ..., $;—1) where 7 is the first scene

assigned to the current model and s;_; is the most recently observed scene, and each event model



corresponds to an event schema from which it predicts future scenes using observed scenes. We
define f, as the transition function that represents the event schema e and (3 as the variance parameter
of the SEM model. Each event schema also has a parameter f.(0) that corresponds to the expected
first input to that event schema after segmentation, when the corresponding event model is empty.

For event schema e,
P(s}|81, ey 8t—1,€) = N (84; fe(S1, .00y 85t-1), BI)
if e is the active schema - that is, if the event model containing (s1, ..., $;—1) corresponds to e - and
P(sils1, .., si-1,€) = N(sy; fe(0), BI)

otherwise. The log likelihood for an event schema on an incoming scene s; can then be defined in

terms of the distance between the predicted scene s; and the true scene s;.

If a new event schema is better at predicting incoming scenes than the event schema corresponding
to the current event model, an event boundary occurs where a new event model is introduced
corresponding to the new event schema. This coupling of event models and event schemata represents
the fact that all prediction is informed by generalized past experiences; the event schema represents
the dynamics underlying a class of events, defined to be all possible events generated from one event
generator, and the event model stores the specific entities and past observations which inform how
the dynamics of the current event will play out. At event boundaries, the outgoing event schema
is trained on the scenes assigned to the outgoing event model to represent the integration of new

experiences into an event schema.

In order to model the process of determining which event schema an incoming scene belongs to,
an online maximum a posteriori (MAP) approximation is performed across all of the event schemata;

scene s; is assigned to event schema

éy = argntaxP(et|s1, ey 84,615 ey €41) & Pleg|s1, ..., 8¢)
t

From Bayes’ rule,

Pei|st, ..., s¢) o< P(s, ..., slee) Pler)

where the likelihood is calculated from the prediction error of each event schema on s;, and a sticky

Chinese restaurant process [4]

Co+ Mle,_y =k ifk<K
P(e; = kleq.p—1) o

o ifk=K+1



is used as its nonparametric prior; K is the number of event schemata in our library and e; is the
event schema associated with scene ¢. The stickiness parameter A is used to represent the degree
of temporal continuity in a sequence of scenes and the concentration parameter « informs how
many event schemata are generated; these two parameters may be inferred by fitting the model on

neuroimaging data in future studies.

This entire Bayesian inference process, which determines how scenes are assigned to events to

model segmentation, is illustrated in Figure 2.

Events,

[TT]

P(S in Schema,|S;...5,)

Figure 2: A diagram illustrating the SEM process. Each schema generalizes the dynamics of the
predicted events assigned to it in order to predict the next scene, where the green event is the current
event model and the gray events are old predicted events. The predicted scene is compared to the
true next scene to obtain a prediction error, which is used to compute a Gaussian likelihood. The
number of past events assigned to each schema, along with an indicator of whether the schema is
currently active, contribute to that schema’s sCRP prior. By applying Bayes’ rule to the prior and the
likelihood, we get a posterior probability of whether the scene belongs to the schema, and a MAP
approximation across these probabilities drives the segmentation process

1.3 Structured Scene Representation

To explore how people learn dynamics over sequences of scenes, we must begin by modeling how
humans represent scenes. The natural scenes that the SEM model operates on are semantically
structured; for instance, the simple scene "Steve, who is strong, throws the football to Joe" obtains its
meaning from the actors involved, the role that each actor plays, the relationship between the actors,
and the properties of the actors and the action. These complex relationships between and within
entities can facilitate the prediction of future scenes. Rule based learning models are an intuitive
fit for the symbolic nature of the scenes and the transition dynamics [17], but different scenes have
various relationships between their entities with differing levels of complexity, and the huge space of
possible scene structures and transition dynamics makes it very difficult to define rule-based models

over sequences of scenes.

In contrast, one of the advantages of using neural networks to model event schemata is the expres-

sive power of the model; a neural network event schema can learn arbitrarily complex relationships



within sequences of scenes of varying complexity [6, 12]. Unlike the symbolic rule-based methods,
however, neural networks are connectionist models that operate on distributed representations [6],
so our goal in scene representation is to encode symbolic scenes as distributed representations that
allow for the training of neural networks by capturing the semantic information inherent in a scene’s
structure. In doing so, a crucial consideration is the decodability of the encoded scenes; decodability
is not necessary in the event segmentation process itself as long as the scene representations capture
enough structural information to allow for the learning and prediction of event dynamics on encoded
scenes, but in order to fully utilize the predictions of a trained event schema, we must be able to

decode the predicted scene vectors into their symbolic counterparts.

Hetero-associative memory models bind pairs of vectorized items so that one item can be used
to decode the corresponding item, and the association of role vectors with filler vectors can be
used to preserve the structure of a scene within a distributed representation [6, 15]. A drawback
of most hetero-associative memory models is that the operator used to bind role and filler vectors
produces a memory trace with higher dimensionality than the constituent vectors, which precludes
the generalization of the structured representation to complex scenes [12]. As we show in Section
2.2, Holographic Reduced Representations using circular convolution as the binding operator provide
a decodable and generalizable structured representation of symbolic scenes, which we can train the

event schemata on.

1.4 Contributions to Scene Representation and Learning

My work in this paper focuses on implementing the processes of scene representation and learning
within individual event schemata. To do so, we choose a single event generator, depicted in Figure
1, and train a single event schema on batches of events produced by the generator. Repeating this
process for different combinations of scene encoding schemes and event schema architectures and
evaluating performance using multiple metrics allows us to compare different frameworks to find
combinations that are optimal for the segmentation problem. Technical considerations include how
the performance of a scene representation scales as the information it includes approaches the level
found in natural scenes, how computational and biological limits influence the learning process
modeled by the training of event schemata, and how potential event schema architectures scale with

the complexity of the scene representations.

Section 2 describes the problems of symbol embedding and scene representation, which concern
how structured scenes are encoded as vectors to be fed into the transition functions that represent
event schemata. An optimal representation preserves the necessary information and structure of

a scene, allowing for training within a single event schema. Scene representations should also be



decodable, modeling the recovery of semantic information from the distributed representations of

scenes in the brain.

Section 3 constructs a family of neural network architectures that can be used to model event
schemata. We analyze the complex problem of simultaneously learning world dynamics and scene
structures, designing architectures to solve progressively complex tasks until we arrive upon the

desired full architecture.

Section 4 compares several approaches to training an event schema, including the pre-training
of decoding and encoding layers. A motivating task in this section is ensuring that the learning of
dynamics on encoded scenes translates to the learning of dynamics on the corresponding decoded
symbolic scenes. The learning of symbolic dynamics is crucial to ensuring that the event schemata
optimally predict event boundaries that correspond with latent boundaries where one event generator

is replaced with a new one.

Section 5 explores how our findings and the limitations of our framework affect the integration of

the structured representations and event schema models into the SEM model.

Section 6 emphasizes our key findings and explores the implications of our observed results. We

conclude by proposing several areas for future research within our framework for event cognition.

2 Scene Representation

While sensory segmentation and event recall are continuous processes [13, 20], in our model the
sensory stream is reduced to a sequence of discretized scenes for the sake of simplicity. The sensory
stream is partitioned into sufficiently small time intervals such that all of the relevant information
about the continuous scene that occurs over its interval (¢, ¢ + At) can represented in a discretized
counterpart. Moving forward, we will use the word scene to refer to the discretization of a continuous

scene.

We begin by describing how a scene, which represents semantic information whether it be obtained
visually, through a narrative, or through some other medium, can be represented as a vector that
preserves as much information as possible about the scene to allow event schemata to learn over
sequences of vectorized scenes. It has been shown that the event boundaries detected in narratives
correspond to those detected in visual representations of the same stories [1, 19], so it is likely that
the same underlying semantic scenes are present in different modalities of perception. The fact that
SEM operates on semantic scenes rather than modality-specific representations allows it to be applied
to machine perception problems across different modalities as long as there exist mappings from

specific sensory streams into sequences of semantic scenes.



Throughout the paper, we emphasize the distinction between an encoded scene vector and the
symbolic scene that it represents. An encoded scene is used to represent all of the information
contained in a symbolic scene as a single vector, and the sensory stream is experienced in terms of
these neurally plausible distributed representations rather than the symbolic entities and relationships
that form meaningful semantic scenes [6]. Nevertheless, when processing the information in a scene,
people are able to recover the constituent symbols; for instance, when watching a clip from a movie,
people pay attention to the symbolic characters, settings, and interactions that can be decoded from
each scene [9, 13, 20]. We will deal with this distinction thoroughly, measuring the predictive
performance of an event schema on both the predicted encoded scenes and the predicted decoded

symbols.

2.1 Symbol Embedding

The first step of scene representation is determining how to vectorize the space of symbols used in the
event generators. The symbol space can be divided into fillers and properties of fillers, where fillers
can be further classified as either actors, objects, or verbs. An actor is a structure that represents a
person, where each actor has an identity as well as a list of their properties; because all actors are
people, the property choices are the same for each actor. For instance, all actors are either violent or
non-violent. Actions represent verbs; the properties of an action can represent adverbs, but they can
also be used to simplify structural information about the action. For instance, in the scene "Steve
throws the football to Joe", football can be a property of throw in order to simplify the scene structure
into an (agent, action, patient) tuple, and Section 2.2 explains why it is useful to simplify scenes into
this form. Each object has its own set of property choices that can be satisfied; for instance, coffee is

either cold or hot and either strong or weak.

There are two types of properties. A property can be either a boolean choice between an adjective
or adverb and its negation (like whether an actor is tall or short) or a category choice within a set
of objects (like what an actor’s favorite food is or the type of ball that is being thrown). We refer to
these choices as property choices, and the manifestations of these choices for a filler as that filler’s
properties. An assumption in the event generators is that all properties are visible and that properties
are the only variables that affect event branching; there are no latent variables driving behavior
and world dynamics that must be inferred from observed scenes, and the identities of actors do not
contribute to event branching. This is obviously not the case in many natural events, though the
assumption may hold in certain narrative formats like novels with omniscient narrators. However,
even if there were latent variables that drive event dynamics (for instance, somebody constantly
checking her watch may imply that she is in a hurry, a property that can motivate how she acts in

future scenes), as long as they can be inferred from observed scenes, their influence on the event



dynamics can be implicitly learned when recurrent neural networks are used to model the event

schemata. That is, even in the case of latent properties p;, our model is still effective as long as

P(St|317~~~73t717p17~~~apn) = P(8t|817"'7st71)

which we describe in detail in Section 3.2.3. Now that the event context is simplified into a symbol
space, we can embed all of the actor, action, and object identities, as well as all of the adjective and
adverb properties, as Gaussian random vectors in order to vectorize the symbol space [12]. It will
be described in Section 2.3 how a filler’s identity vector is combined with the filler’s properties to
create that filler’s composite vector; when we refer to a filler vector in the following sections, we are

referring to the composite vector rather than the identity.

2.2 Role-filler Bindings for Structure

An assumption in our scene representation model is that most natural scenes can be reduced to an
agent, an action, and a patient, assigning a uniform structure onto scenes. Zacks, Tversky, and Iyer
found that event segmentation occurs automatically and simultaneously along many different time
scales, which provides a degree of flexibility in representing scenes in our particular model, as the
effects of segmentation can be shown on scenes of any level of detail as long as that level is consistent
throughout the model [21]. Furthermore, Magliano and Zacks used an experiment involving different
film edits to find that people typically segment along discontinuities in action, rather than in space
or time, which motivated us to use actions as the atomic unit of scene resolution [9]. In the Event
Segmentation Theory, Zacks et al. proposed complex event models that include contextual attributes
like spatial relations [20], but for the sake of simplicity we used the most basic structure centered
around actions, which includes only the action itself, the initiator of the action, denoted the agent,

and the recipient of the action, denoted the patient.

There are complex scenes that do not directly conform to this structure, but as described in the
previous section, representing complex relationships using properties rather than directly in the scene
structure provides a level of additional flexibility, and all of the scenes generated from the current
event generators can be projected onto this structure. Even if there were such scenes that deviated
from the (agent, action, patient) structure, one of the benefits of the SEM model is that its flexibility
supports more complex representational structures; as we show at the end of this section, our encoding
operator allows arbitrarily complex structures to be represented noisily within a vector of the same
dimension as the constituent symbols [12]. As we explain in Section 6, the main reason we assume
the (agent, action, patient) structure is for decoding purposes rather than for facilitating prediction;

neural network models of event schemata are able to learn dynamics over complex scenes just as well



as they do over simple ones but decoding a vectorized scene into its constituent symbols and relations

is only feasible when we can infer its underlying structure.

When constructing embedded scenes from the vectorized symbol space, a key consideration for
training is preserving the semantic structure of the scenes. For instance, when considering the scene
"Steve hits Joe", adding the vectors for Joe, hit, and Steve will not provide a satisfactory embedding
because the structure of the scene is lost due to the commutativity of vector addition; "Steve hits
Joe" and "Joe hits Steve" are embedded as the same vector even though the scenes are semantically
different. To preserve the structure of a scene in its embedding, we utilize role-filler bindings [6, 12,
15]. Roles are defined as the abstract concepts of agent, action, and patient, and fillers are defined as
the symbols that take on a corresponding role in a scene. Each role is embedded as a vector drawn
from a multivariate Gaussian distribution, and a binding operator is applied to a role vector and the
filler vector that takes on that role [12]. The output from binding a single role-filler pair is defined
as a memory trace, which encodes a structured relation, and vector addition can then be used as the
composition operation that constructs a scene from the memory traces for the agent, the action, and

the patient.

To implement role-filler bindings, we draw upon Holographic Reduced Representations (HRRs)
[12]. In these representations, the binding operator is circular convolution t = r ® f where ¢ is the
memory trace, r is the role vector, and f is the filler vector. The operator is defined on vectors of

dimension d by
d—1
tj = Z Tkfj—k
k=0

for j from O to d — 1. Plate shows that when the dimensionality of the embedded vectors is sufficiently

high, circular convolution can be noisily decoded with circular correlation f = t > r which is defined

d—1

fi = Z Ttk j

k=0

for j from 0 to d — 1 [12]. It is easy to see that this gives our desired preservation of structure, as

T Agent & fl + T Action @ f2 + TPatient @ f3 7& T Agent & f3 + T Action @ f2 + TPatient & fl

On top of this preservation of structure, the HRRs give the role-filler bindings several additional
desirable properties. First off, using the fact that the Gaussian random vectors used to represent the
roles and fillers are independent and thus uncorrelated, decoding a scene vector with a role vector
returns a noisy estimate of the corresponding filler; even though scenes are sums of memory traces,
the filler corresponding to any role can be obtained by decoding the vectorized scene with the role

vector because the other memory traces in the sum that do not involve that role can be treated as



random noise [12]. As Plate shows,

re(ree)=1+8f +n

where £ ~ N(0, 2) and 1) ~ N(0, %31) for large d if r and f are independent and follow A/ (0, 3)
distributions [12]. This property is crucial for the model as it allows the recovery of symbolic
information from a scene vector, the foundation for scene decoding. Another important property
is that the encoding and decoding operations preserve similarity; the event schemata are trained
by minimizing a loss defined over encoded scene vectors, so to ensure that the training process
corresponds to the learning of symbolic relations, it is important that the vectorized representations of
similar semantic scenes are similar as well. Finally, the output of the binding operator has the same
dimension as the inputs, which allows for the representation of scenes with compositional structure
where sums of memory traces can be used as fillers; this addresses the aforementioned problem of

scenes that do not perfectly follow the hypothesized (agent, action, patient) structure.

2.3 Property Encoding Schemes

In the scene encoding framework described in the previous section, we created memory traces by
binding the role and filler vectors; the problem that the following two sections address is how a
composite filler vector is constructed from the filler’s identity vector and the vectorized properties
associated with the filler. In this section we describe how all of the included properties are represented
in the composite filler vector, which we define as the problem of property encoding, while the next
section explores which filler properties should be included for each scene, which we define as the

problem of property inclusion.

We show that property encoding schemes can be reduced to two types; direct property addition
and memory trace addition. Other structures are either unnecessarily complex or lose some of the
important decoding properties of the Holographic Reduced Representations [12]. We then compare

the two encoding schemes.

2.3.1 Symbol Space Data Structures

Before we discuss how properties are encoded with a filler’s identity vector, it is instructive to
formalize the space of vectors that we are working with and how vector manipulations allow us to

switch between different representations for a filler.

There are two main measures of error that we utilize to compare a predicted scene s’ with the

actual scene s. Our measure of encoded error is simply the root mean squared error (RMSE)

\/ é Z?:l (s; — 8;)2. To measure how semantically accurate a predicted scene is, the assumed (agent,



action, patient) structure provides a measure of decoded error; for each role r, we find the vector
in a pool of potential fillers F that is closest to 7 > s’ in cosine proximity, where > is the circular
correlation decoding operator, and define an 0-1 error on whether the projected prediction

/ f'(7“1>8/)
J = e o o]

is the true filler f. This procedure introduces the idea that our model requires a few data struc-
tures on our vectorized symbol space to enable the process of switching between different symbol

representations.

When defining the decoded error, one consideration is whether to compute it using composite filler
vectors or filler identity vectors. For actions and objects, the properties affect the semantics of the
filler - throwing a football is different from throwing a baseball, and hot coffee is different from cold
coffee - so we must compute decoding error on the composite filler vector. We do so sequentially; we
begin by matching the decoded filler identity vector against a set of all action or all object identities,
then recovering all of the property choices of that action or object, and finally matching the composite
filler vector against sets of all outcomes for each property choice. This operation requires 2 additional
structures: a map from each action and each object to all of its property choices and a map from
each property choice to all of the potential outcomes. For actors, the composite filler vector and
the filler identity both uniquely correspond to a person, so the only difference is that matching on
identity vectors is a noisier procedure that requires an additional decoding operation; for the sake of
uniformity, we compute errors using the composite filler vector rather than the filler identity vector

for actors as we do for actions and objects.

To summarize, the data structures that we need to transition between composite filler vectors and
filler identities are a set of all composite filler vectors for nouns and for verbs, a set of all filler identity
vectors for nouns and for verbs, a map from each filler to its property choices, and a map from each
property choice to the possible outcomes. Given these data structures, there are several normative

operations that a property inclusion scheme should follow:

1. Recover a filler identity vector from the composite filler vector
2. Recover a composite filler vector from the filler identity vector
3. Retrieve a set of actors that satisfy a given property

4. Determine whether a composite filler satisfies a given property

Most of these operations are not particularly important to the training of event schemata, but they
allow us to decode predictions in order to evaluate semantic performance. More fundamentally, if any

of these operations do not hold for a property encoding scheme, then the scheme loses a degree of



neural plausibility because these representation conversions are natural processes in human cognition

[5].

2.3.2 Direct Property Addition

As suggested by Plate, while the Gaussian embedding of vectors precludes the direct encoding of
semantic similarity between similar symbols, this preservation of similarity can be achieved in a
bottom-up manner by deconstructing each symbol into a sum of its identity and its characteristics,
randomly embedding the constituent symbols as Gaussian random vectors, and adding the constituent
vectors to get a vector representing the desired symbol [12]. As fillers are already defined as an
identity with corresponding properties in our model, the process described by Plate can naturally be
applied to create each composite filler vector so that the representations of fillers with many similar
characteristics are more similar than representations of fillers with fewer similar characteristics [12].
This is consistent with our generating assumptions, as two actors with similar properties are expected
to behave similarly when placed in the same situation. Under this property encoding scheme, the

vector for Sarah(patient, nonviolent, favorite drink: coffee) is represented as

Idsaran + Patient + Violent yor + Drinkcorree

It can be seen that all property addition schemes can be obtained by weighting the filler’s identity
with the sum of its properties; any sort weighting where different weights are assigned to different
properties violates the symmetry of the prior assumption that all properties are equally likely to be
relevant. As we mention in Section 2.4, increasing the relative weights on what are predicted to
be important properties is a viable approach to modeling attention, but because we don’t end up

considering attention models outside of Section 2, this possibility is not explored here.

To obtain the identity of a filler from the composite filler vector, that is, filtering away the property
contributions, the filler vector must be matched to the pool of potential identities. The decoded
identity is defined to be the identity vector in the pool that is closest to the filler vector in cosine
proximity; the correlation of the composite filler vector with the true identity vector should be
higher than its correlation with the other vectors, because on expectation the filler vector should be
uncorrelated with all symbol vectors that don’t contribute additively. Formally, if the filler vector

g =Ggia+x1+ ... +xy,,then

argmaxi'g — arg max [ (Ga+zi+... +x0) arg ma I gia
T Il ~ R 7 e

because E(f - z;) = 0 under the assumption that the symbols are independently embedded as

Gaussian random vectors. A composite filler vector corresponding to a filler identity vector can be



obtained through a similar process, where we find the element in the composite filler vector pool
closest in cosine proximity to the identity vector. We can filter for actors satisfying a property by
choosing all of the actors that are closer in cosine proximity to that property than they are to all
alternative possibilities in the property choice, and we can use the same procedure to determine

whether a given filler satisfies a given property.

2.3.3 Memory Trace Addition

The alternative to direct property addition is to treat each filler vector as a sum of memory traces
consisting of sub-roles and sub-fillers; any other structure involving additional nesting will be
unnecessarily complicated (and perform worse as a result due to the noisy binding and decoding
operators) because this structure is enough to include all of the property information. The identity
vector of a filler is bound with a role-identity vector corresponding to the filler’s role, and this memory
trace is summed with property memory traces, where each property memory trace is obtained by
treating the property choice as a role and binding it with that filler’s property value. Once again, the
only parameter in this scheme is the weight assigned to the identity memory trace relative to the
sum of the property memory traces; by symmetry the property memory traces must be weighted
equally within the sum. Under this property encoding scheme the vector for Sarah(patient, nonviolent,

favorite drink: coffee) when Sarah is, for instance, the agent, is represented as

Role agent1a @ Idsaran +isPatient @ True + isViolent ® False 4+ favoriteDrink @ Cof fee

Once again, we see that using the data structures provided in Section 2.3.1 we can translate between
representations for composite fillers, filler identities, and properties. A filler identity can be obtained
by decoding a composite filler vector using the role-identity vector corresponding to the role that the
filler occupies; an advantage of this encoding scheme is that a prediction for a filler identity can be
obtained without matching against any data structures. A composite filler vector can be obtained from
a filler identity by decoding all vectors in the composite filler pool in the aforementioned manner and
matching the results to the actual filler identity. Given a property, we can solve operations 3 and 4

trivially due to the hierarchical nature of the property encoding.

2.3.4 Encoding Scheme Comparison

To compare the two encoding schemes, we define a pool of 100 fillers with 3 randomly assigned
properties each. We choose one filler to focus on, encode it into a scene with all of its properties, and
test whether it can be decoded using the known corresponding role. We compare the RMSE on the

decoded filler vector (rather than the decoded filler identity vector, as the decoding of the property



addition scheme does not permit such a measure), as well as the average zero-one loss on whether the
filler identity vector is decoded correctly, which is calculated as the indicator of whether the closest

identity vector to the predicted filler identity vector in cosine proximity is the actual identity.

We plot these two error measures against the dimensionality of the embedding, as the size of
the filler space and the number of potential properties is fixed for a given problem. They are both
compared against a benchmark, where no properties are added and the identity vector is used as
the filler vector; this is the best possible performance in decoded match error, as there are no noisy

properties that interfere with the decoding of the filler identity vector.
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Figure 3: Scenes composed using different property encoding schemes are decoded over 100 trials
for each dimension; on the left, the average RMSE between the predicted filler vector and the real
filler vector is plotted against the dimensionality of the embedding; on the right, the average match
percentage between the predicted filler identity vector and the real filler identity vector is plotted
against the dimensionality of the embedding

In terms of decoded RMSE, the property addition scheme and the baseline scheme have comparable
performance across all of the considered embedding dimensions, while the property binding scheme
outperforms both. However, RMSE is a misleading measure in this case; in the binding scheme
the true filler vector and the predicted filler vector have more in common structurally due to the
fact that they are both memory traces involving many of the same vectors (the role-identity and the
True/False vectors). Thus, the improvement in decoded RMSE for the binding scheme may be a
result of preservation of structural information rather than preservation of semantic information. The
fact that the property addition scheme attains the same RMSE as the baseline scheme suggests that it
incorporates properties optimally. This example illustrates the idea that measures of encoded error
cannot be interpreted without knowledge of the encoding scheme used, as encoded error can be made

arbitrarily low by making the semantic contribution to the encoded scene vector arbitrarily low.

When considering performance using the decoded measure of matching accuracy, it is clear that the

property addition scheme outperforms the property binding scheme, although when the dimensionality
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of the embedding is large enough they both attain near perfect performance with match percentages

at 1; this result is consistent with the properties of the Holographic Reduced Representations [12].

2.4 Property Inclusion Classes

The other question to answer regarding the inclusion of properties concerns which properties to
include for each filler. As shown in Figure 3, decoding the filler identity is obviously easier when
properties are not included, because there is no need to separate the identity from the properties in
the filler vector. However, while decodability of a single scene is a necessary requirement, the main
metric by which we compare scene representations is by how well they facilitate training in an event
schema, which largely depends on which properties are included in a filler’s composite vector due to
our assumption that branches in the event generator tree are resolved by the properties of the actors

involved.

To model the learning of an event generator’s dynamics, we generate batches of events, which
are each sequences of scenes, from the generator using different sets of actors to produce different
possible outcomes for each event and train the event schema on these batches of events. A trained
event schema is evaluated on a validation set of events generated from previously unseen actors
to measure how well it can learn generator dynamics and generalize across actors; this process is

formalized in Section 4.1.

2.4.1 Baseline

In the baseline inclusion class where a composite filler vector is just that filler’s identity vector with
no properties included, it is expected that the validation error is very high, reflecting an inability to
generalize to new actors. Due to our assumption that branches in the event generator are resolved by
the properties of the fillers, it is impossible to predict what a test actor would do in a situation if the
schema has not observed the actor before. This highlights the importance of including information in
the actor fillers if there are branches in the event generator; though the event schema cannot predict
how an actor will act based on only their identity, they may learn for instance that people only goes
to the coffeeshop on the way to work if they are sleepy, and then use these properties, which are

observable by assumption, to generalize across different actors.

2.4.2 Selective Properties

To obtain a benchmark for optimal performance, the selective properties inclusion class includes
only the properties relevant for the next prediction; that is, it only encodes the properties of each

filler that are used to determine the next scene in the event generator. For instance, when observing
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the scene "Joe confronts Steve", if in the event generator the distribution on the next scene depends
only on whether Joe is tall and whether Steve is violent, only those properties are encoded. The
selective properties class is optimal in that it includes all of the information relevant for prediction

while minimizing noise from irrelevant properties at each prediction step.

Obviously, this type of property inclusion is not feasible in practice, as it relies on circular reasoning;
it assumes that the event schema already understands what properties predict world dynamics, but
this is exactly what the event schema is trying to learn. Rather than using the selective properties
class in the actual SEM model, the selective properties class is used as a benchmark to compare
other inclusion classes against; because it achieves best case performance in practice, it provides a

performance ceiling in terms of schema learning and segmentation.

2.4.3 All Properties

The most direct solution to the property inclusion problem is to include every property of each filler,
allowing the event schema to learn which properties are relevant for each prediction. This class
ensures that all of the necessary information for predicting future scenes is included in each scene
vectorization, albeit noisily. Under the constraint that all necessary information for prediction is
included for each scene, this is the only possible inclusion class, because without knowing what
properties to include for each prediction, leaving out potentially irrelevant properties carries the
risk of dropping relevant properties. One potential drawback with this inclusion class is that in a
large-scale model of world dynamics, a very small percentage of the total property space is relevant
in predicting the next scene. There may potentially be many relevant properties in the symbol space,
but for each possible branch in an event generator tree only a small number of properties are used; the
relevant property space is large not because each branch in the generator requires many properties but
because there are countless branches in a realistic event generator. For instance, Steve’s hunger level
will play a large part in determining whether he walks into a restaurant on the way back from work,
so hunger is a relevant property in the symbol space. However, hunger is not relevant in determining

whether Steve hits Joe after Joe confronts him at the restaurant.

The binding operator is inherently noisy, and Plate shows that the number of associations a scene
vector can hold is approximately linear in the dimensionality of the vector [12]. Thus, as the size
of the property space increases as the model scales up to realistic levels, a large proportion of the
information that is actually relevant for the prediction may be lost due to noise, on expectation,
unless the dimensionality of the embedding space is concurrently increased. To account for this
consideration, in our simulations we use a symbol space consisting of symbols from three different

event generators even though we only trained and evaluated on one of the three, but these ratios of
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relevant properties to total properties for each prediction are still orders of magnitude larger than
those found in natural scenes. One area for future work is formalizing how the predictive performance
of an event schema scales with its architecture and the property space. Another area is using attention
models - for instance, weighting properties differently depending on the current prediction problem -

to reduce the property space as the observer learns what properties are relevant for each prediction.

2.4.4 Inclusion Class Comparison

We compare the property inclusion classes using the process described at the beginning of the
section and formalized in Section 4.1, where an event schema is trained and evaluated on events
generated using different representations. For the sake of simplicity in our comparison, a feed forward
neural network can be used for evaluation; because the non-Markovian transitions introduce uniform
noise across all inclusion classes in a feed forward neural network architecture, we assume that if
a representation is optimal for a feed forward neural network, it will also be optimal for recurrent
neural networks. The specific neural network architecture used and the design decisions motivating

its construction are explained in depth in Section 3.3.2.

To compare the three property inclusion classes, a slight modification to the typical training process
is necessary. Because the set of properties included does not remain constant across different scenes
for the selective properties inclusion class, the input to training is still the set of encoded scenes, but
the output must be predicted in terms of the baseline property inclusion class. As we will formalize
in Section 4.2, this approach to training is suboptimal, but it allows us to compare all of our possible

representations.

The results of this comparison are shown in Figure 4. As expected, the baseline approach performs
worse than the approaches that include properties for prediction. In predicting the next action - the
prediction that depends most directly on the filler properties - the all properties class outperforms
the baseline class but does not reach the performance of the selective properties class. As a result
of this improved predictive power, the selective and all property classes attain better encoded scene
prediction error than the baseline. For the agent and the patient predictions, where the main problem
that the network has to solve is decoding the actor fillers and assigning them to new roles depending
on the action, the inclusion of properties does not make as much of an impact, as expected. Finally,
decoding error on the actors is particularly bad across all of the inclusion classes; this follows from
the aforementioned training modification formalized in Section 4.2 to account for the asymmetric

nature of the selective properties inclusion class.
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Figure 4: A feed forward neural network is trained on events generated under different property
inclusion classes, and the inclusion classes are evaluated under error metrics for encoded scene
vectors and decoded filler vectors

3 Event Schema Architecture

In Section 2, we found that including all properties using direct addition in the role-filler binding
scheme is a neurally plausible framework that attains near optimal performance under the current
complexity of the training problem. Now, taking the symbol space and complexity of the event
generators as fixed, we construct a network architecture that manages to learn the generator dynamics

given the aforementioned representation.

There are several tasks that an event schema must learn in order to generalize event dynamics
across sequences of scenes. The neural network must learn how to recover semantic information
from the encoded scenes, how properties and action sequences inform branches in the event tree, and

how to output encoded predictions.

When designing our neural network architectures, the motivating task of segmentation imposes the
additional constraint that the optimal network should be as simple as possible; networks that are too

powerful may be able to learn the dynamics underlying multiple event generators, disrupting our goal
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of training event schemata such that each schema corresponds to a single generator. To find a simple
neural network architecture that can solve the problem of learning the dynamics underlying a single
generator, we begin by decomposing the scene prediction problem into several steps: role decoding,
action prediction, and role encoding. After determining the network complexity needed to solve each

individual task, we use combine these insights to form the desired event schema architecture.

3.1 Learning Event Dynamics

Though the Holographic Reduced Representations store a sufficient amount of decodable information
about a scene within its vectorization, the actual extraction of this information is a complicated process
requiring the decoding of the composite filler vectors to obtain property and identity information.
Coupled with the fact that scene transition dynamics can be complicated, relying on different
combinations of filler properties, it follows that a neural network representing an event schema needs

to learn several tasks in order to predict future scene vectors given observed scene vectors.

In predicting the next agent and patient vectors, the event schema will often need to draw on the
existing symbols of agent filler, action, and patient filler in the scenes that it has already observed; for
instance if the network observes "Steve hits Joe", it is expected that the next scene involves Joe as
the agent and Steve as the patient, as Joe retaliates in some form. The action and context are also
relevant, however; for instance, if the scene is "Steve walks past Joe" then it may be the case that
Steve will be the agent in the next scene as well, with the narrative’s action being controlled by Steve

rather than by the secondary character Joe.

On the other hand, for predicting the next action, the identity vectors of the actors do not matter,
reflecting the assumption that differences in properties are what account for different actions across
different actors in a given scenario. Predicting the next action relies on identifying certain relevant
properties of the agent and the patient, as well as learning patterns across the actions of the previous
scenes. After predicting the next agent, action, and patient, the event schema finally needs to bind
roles and fillers and sum memory traces in order to reconstruct the process of scene encoding, which
creates a predicted scene vector from the predicted symbol vectors that can be compared to the next

observed scene either to train the network or to mark an event boundary.

3.2 Building the Event Schema Network

Reflecting the above considerations for what function the event schema needs to learn in order to
predict scenes, we build up an event schema architecture with groups of layers accounting for each
subtask. By using these tasks to inform the design of the network, we get an upper limit for network

complexity that can be simplified through complexity reduction methods like network pruning [11].
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In the following sections, we begin by showing that networks can be trained to encode and decode
scenes. Then, by defining the first set of layers as decoding layers, a middle set of layers as transition
dynamics layers, and the remaining layers as encoding layers, we construct our desired recurrent

neural network.

3.2.1 Scene Decoding and Encoding

While the encoding and decoding of memory traces are innate processes, it is possible that there are
more efficient ways of learning event dynamics and making predictions than through the sequential
subtasks of decoding, learning dynamics, and encoding; there may be sequences of scenes where
intermediate representations in the event schema allow us to bypass scene encoding and decoding
when learning and representing world dynamics. An example of a sequence where all of the fillers
must be decoded is learning that the scene "A hits B" always precedes "B hits A"; this requires the
schema to decode the agent and patient fillers and switch their roles when making predictions. By
contrast, if "A buys coffee" always precedes "A leaves coffeeshop”, it is not necessary for the event
schema to actually operate on the agent filler because the memory trace for the agent remains the

same across scenes.

This observation, coupled with our motivation of finding an upper limit for model complexity,
suggests that we should find sufficiently small neural networks that can perform convolution and
correlation to decode and encode memory traces and then include these networks as layers in the event
schema network. This approach guarantees that the event schema network can learn dynamics on
decoded symbolic fillers while giving the model the flexibility of learning intermediate representations.
In Sections 4.3 and 4.4, we compare the event schema model arrived upon in this section to models
where the tasks of decoding and encoding scenes are separated from the task of learning world
dynamics, allowing us to evaluate the trade-off between model flexibility and simplicity of the learned

task.

A decoding network is specialized for decoding memory traces using a certain role; to train the
decoding network, random fillers are generated and bound with the associated role, and (memory
trace, filler) pairs are fed to the network for training. To train an encoding network for a role, the
network is trained on (filler, memory trace) pairs instead. We find that networks with 2 - d units and
linear activations are sufficient for predict encoding and decoding when d is the dimensionality of the

vector embedding.

The logical next step is training decoding networks to recover fillers by decoding scenes, rather
than single memory traces. In the Holographic Reduced Representations, decoding a scene uses the

same circular correlation operation that is used to decode a single memory trace, as the memory traces
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that don’t involve the role can be treated as random noise [12]. Thus, to train and evaluate a decoder
network, we compare two different approaches; the first is to train on (memory trace, filler) pairs
and evaluate performance in decoding scenes, and the second is to train on (scene, filler) pairs and
once again evaluate performance in decoding scenes. To train and evaluate on scenes, we generate a
random filler to bind with the role and add the resulting memory trace with 2 randomly generated

memory traces to represent the other components of the scene.

Figure 5 plots these two different training methods; the decoding networks learn operations that
perform similarly to the objective circular correlation operation. Both training methods asymptote at

a higher error rate for scene decoding than for memory trace decoding due to the additional noise in

the scenes.
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Figure 5: Decoder networks are trained and then used to decode both memory traces and full scenes,
with circular correlation used as a benchmark; on the left the network is trained on (memory trace,
filler) pairs while on the right the network is trained on (scene, filler) pairs

We do not need to consider the difference between encoding entire memory traces and encoding
scenes, as the underlying operation is the same; the only difference is that when encoding a scene, 3
different encoding networks (one each for the agent, action, and patient) are used to encode separate
memory traces, and a final layer can be used to operate on a concatenation of the three memory traces
to produce the encoded scene. Plotted here is performance of a memory trace encoder for a fixed role;
as mentioned, this network is trained and evaluated on (filler, memory trace) pairs to learn the circular

convolution operator; Figure 6 shows that the network performs well in learning this operator.

3.2.2 Learning in Feed Forward Networks

To estimate a potential feed forward structure, the followed function is inferred:
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Figure 6: An encoder network for a fixed role is trained on (filler, memory trace) pairs

The first two hidden layers of the network decode the encoded scene using circular correlation,
with the input of the first layer being the scene vector itself, and the output of the second layer being
a concatenation of the agent, action, and patient vectors. From the previous simulations, it was shown
that optimal decoding could be achieved by a network where the first hidden layer has 3 - 2 - d units
and the second hidden layer has 3 - d units to represent decoding networks for the 3 roles of agent,
action, and patient. The activations for both of these layers are linear, once again following the

architecture of the individual decoders.

The next three hidden layers learn the event dynamics, mapping a decoded (agent, action, patient)
tuple to the predicted next (agent, action, patient) tuple; from the final decoding hidden layer, the
set of transition layers obtains the vectorizations for the 3 fillers, and after processing they output
concatenated predictions for the next agent, action, and patient. The first and second hidden layers
in this set have 8 - d units, and the third layer has 3 - d units to represent the concatenated filler
predictions. All three of these layers have rectified linear activations to learn nonlinearities in the

transition dynamics.

The final set of layers composes the predicted symbols into a predicted scene vector, where the
input to the first layer is the concatenated predicted symbols, the output of the second layer is a
concatenation of the corresponding memory traces, and the output of the final layer is the summed
memory trace that represents the predicted next scene. Motivated by these tasks, the layers have

dimensionality 3 - 2 - d, 3 - d, and d, respectively, all with linear activations.

This is the architecture that is used in Section 2.4.4 to compare the different potential inclusion
classes, but in practice when using the all properties inclusion class the event schema can be trained
using property encoded vectors for both the inputs and the outputs due to the fact that the properties
included for each filler are the same for all predictions. This feed forward network will perform

sub-optimally when the next scene depends not only on the most recently observed scene but also
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on scenes further back in the past. For other predictions, it would be expected that this architecture
performs just as well as the recurrent neural network does. A performance comparison between this
feed forward neural network and recurrent counterparts derived from this same construction is shown

in Figure 7.

3.2.3 Learning in Recurrent Networks

As mentioned throughout the earlier sections, each scene represents a single action, and due to the
complex composition of natural events from potentially repeated actions, recurrence in the event
schema is important for capturing temporal dependencies that a feed forward neural network would
not be able to capture. For instance, in the generator for a coffee shop fight event shown in Figure
1, the scene following "A shoves B" depends on whether B had already initiated some sort of
confrontation; if "A shoves B" initiates the conflict, B may retaliate by shoving A back, but if B was
the one who initiated the conflict and A was retaliating in the scene, then B escalates the conflict in
the next scene with a more aggressive action. In this case, in a feed forward neural network where the
only input is "A shoves B", there is not enough contextual information for the event schema to make

an adequately informed prediction.

For a network to learn these types of temporal dependencies, certain feedforward layers are
replaced with recurrent layers where units have recurrent connections to their own layer as well as
feedforward connections to the next layer. These recurrent layers allow information from previous
scenes to be perpetuated in the memory of the event schema. Recurrent event schemata predict the
next scene from a sequence of input scenes, just as people make predictions in natural contexts, and
are trained using the backpropagation through time technique, which temporally unfolds the network

and trains the unfolded network using backpropagation [10].

An additional advantage of recurrence is that it also models knowledge of the context of an event,
commonly believed to be highly relevant to event cognition [13, 20]; the hidden state can capture
general information that is relevant to future predictions, allowing for the discovery of complex
intermediate representations. For instance, when the event schema observes the scene "Joe enters
coffeeshop”, the coffeeshop may be stored as a context that can be perpetuated throughout the scene
to inform certain actions, and similarly the schema may store that Joe is a main actor within the
event by representing a memory trace binding Joe to the agent role since Joe may frequently be an
agent in the event. Finally, as mentioned in Section 2.1, if the model is extended to include latent
properties in addition to observable properties, recurrence is a way to implicitly learn their effects

without overcomplicating the model.
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Because events in our generators don’t last over 10 scenes, it is not necessary to use a recency
parameter for how many of the previously observed scenes in the event model are used to predict
the next scene. When scaling the model up to account for longer or more complicated events, this
parameter may need to be introduced and tuned to avoid the vanishing and exploding gradient
problems where long term dependencies cannot be robustly learned using standard backpropagation

through time [2, 7].

3.3 Recurrent Network Optimizations

Due to the inferred structure of the problem that the event schema solves, we consider restricting
recurrent connections to certain layers. Just as for the feedforward architectures, the first layers are
hypothesized to perform circular correlation while the last ones are hypothesized to use convolution
and vector addition to construct a predicted scene from predicted fillers. Because these operations do
not require memory of previous scenes, we hypothesize that only the middle transition layers need to
be recurrent; replacing the feedforward units in the decoding and encoding layers with recurrent ones
may overcomplicated the backpropogation through time process. Figure 7 shows that this hypothesis
holds true for recurrent neural networks using simple recurrent units; the hybrid model outperforms
both the full recurrent and feed forward models. The full recurrent model is able to outperform the
feed forward model in decoding actions due to its ability to learn dynamics across sequences of
scenes, but the increased complexity of the model causes it to perform the worst out of the three
models when predicting the agent and the patient, where its relative advantage over the feed forward

network is not as relevant.

Under the hybrid architecture where only the transition learning layers are recurrent, there are three
types of recurrent units that we consider; we compare a simple recurrent unit, which has feedforward
connections to the next layer and recurrent connections to all other units in its layer, with a LTSM unit
and a GRU unit, where the latter two recurrent units gate information in order to avoid the vanishing
gradient problem that arises due to dependencies across long periods of time [2, 7]. Once again, the
structured representations of scenes allow us to represent each possible event from our generator as
a sequence of less than 10 scenes where the time dependencies often do not extend past a couple
of time steps, so on the current event generators the LSTM and GRU architectures may not have
as much of an advantage as they would in a learning problem over longer temporal sequences. As
the model scales up to more complex events these gated architectures may provide more significant
improvements. This hypothesis is supported in Figure 8, where performance is compared across
these three types of recurrent units; the simple recurrent unit outperforms the gated unit in all of our
considered metrics. Because the LSTM and GRU architectures were formulated to address long term

dependencies, it is possible that in our current data the gating overcomplicates the training process
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Figure 7: We compare a feed forward network, a fully recurrent network composed of simple recurrent
units, and a hybrid recurrent neural network where only the transition layers are recurrent

[2]. Two areas of future work in addressing this observation are determining whether the simple RNN
is still optimal for more complex events and using larger LSTM and GRU networks to see whether an

expanded architecture can improve performance.

4 Training and Learning

After examining how scenes and event schemata can be represented in Sections 2 and 3, respectively,
it remains to cover the technical details of how event schemata are trained and explore potential
training optimizations for improving predictive performance. We begin by describing in detail the
training and evaluation processes that we have been using to compare different scene representations
and event schema architectures. We then explore the possibility of pre-training encoding networks

and decoding networks, a process illustrated in Figure 9.
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Figure 8: We compare a hybrid recurrent neural network of simple units, a hybrid neural network of
LSTM units, and a hybrid neural network of GRU units

4.1 Training and Evaluation Process

As mentioned earlier, the training process differs depending on which property inclusion class we
are considering. We begin by describing the training process for symmetric inclusion classes such
as baseline inclusion and all properties inclusion where the properties to be included do not depend
on the current scene, and then describe the modifications required to train on asymmetric inclusion

classes such as the selective properties inclusion class.

In the symmetric case, we define an event generator that we want the event schema to learn. A
pool of training actors, a pool of testing actors, and a batch size are defined. When generating a batch
of training events, for each event in the batch, random actors are chosen from the training pool to
take on roles within the event generator, as combinations of actors with different properties result
in events with different dynamics. Thus, each event generator takes in a set of actors, as well as
an encoding scheme parameter, and outputs an event, represented as a sequence of scenes encoded
using the desired representation. When training a network on an event (s, Sa, . .., S, ), the network

sequentially predicts (sb, s, ..., s,,) where each prediction s} is made using only the observed scenes
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(81,...,8i—1). Aloss function for training is defined between (2, S3, ..., S,) and (s5, s5,...,s,)

as Y ., L(s;, s;); the loss for a predicted event is a sum of the losses for the predicted scenes.

When evaluating an event schema, we generate a set of evaluation events using random actors
from the testing pool. Once again, we get the conditional next scene predictions s} using the scenes
(s1,---,8;—1) to reflect how natural scenes are experienced. The event RMSE is defined as the
average RMSE across all predicted scenes in an event, and the event RMSE is averaged across all
events in the evaluation set in order to get a measure of encoded prediction error. To get a measure
of decoded prediction error, we decode the predicted scenes with the role vectors in order to get
predictions for the agent, action, and patient fillers. As mentioned in Section 2.3.1, these fillers are
projected onto the closest vectors in the filler space and compared with the actual fillers used in
encoding the scenes in order to get a zero-one error that provides a measure of how semantically
accurate the predictions are; for each role, the zero-one filler error for that role is once again averaged
across all predicted scenes in an event and then all of the events in the evaluation set in order to get

measures of decoded prediction error for each role.

4.2 Asymmetric Property Inclusion

For the asymmetric property inclusion case, we need to modify the training process to account for the
fact that the properties included may differ for each scene. For the selective properties inclusion class,
we only encode properties that are relevant for predicting the next scene given the current scene. As a
result, when predicting the next scene, it is often impossible to know what the filler properties may
be, as those properties may not have been observed in the scenes leading up to the prediction. As
a concrete example, consider observing the scenes "Steve enters coffeeshop"” and "Steve cuts Joe"
where the relevant property for predicting the second scene from the first is whether Steve is thirsty
and the relevant property for predicting what happens after the second scene depends on whether Joe
is violent. The event schema may predict that Joe confronts Steve, and even if the network learns that
the representation of the next scene should encode whether Steve is violent to assist future prediction,
it is impossible to know whether Steve is actually violent because due to the selective encoding of the

properties the network has not yet observed this property of Steve.

Our method of circumventing this issue is to train the event schema to predict only the filler
identities and not the properties; instead of training the schema on (s1, $2,...,8,_1) against
(82,83, ...,5n), the schema is trained on (s, S2,...,8,—1) against (ba, bs, ..., b,) where the s;
are the scenes encoded with properties given by the desired inclusion class, and the b; are scenes
encoded without any property inclusion; this models the encoding of properties as they are observed.

This type of training allows comparison across different property inclusion classes, but for the sym-
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metric inclusion classes, this achieves worse performance than traditional training, as it requires the
event schema to learn the addition task of filtering out the property noise in filler vectors to obtain
the identity vectors. For this reason, when we encode in an all properties inclusion class, traditional
training is used for optimal performance. The problem of whether the brain predicts composite fillers

or just identities representations is an open question.

4.3 Pre-trained Decoding

As mentioned in Section 3.3.2, the tasks of decoding, learning transitions, and encoding can be
combined into a single sufficiently powerful network in order to maximize flexibility in learning.
However, there is a distinction between these different tasks; new event schemata are frequently
created and old event schemata are frequently updated in order to account for new experiences,
but the processes of extracting roles from a scene and constructing scenes from memory traces are
assumed to be innate and relatively constant across different experiences. The maximum a posteriori
approximation of the SEM model requires event schemata to learn transition dynamics quickly to
differentiate themselves, so by simplifying the task that each event schema must learn we may be
able to obtain better segmentation accuracy. To address the difference between the innate processes
of scene representation and the learned transition dynamics within the scope of our paper, we can
model the tradeoff between event schema flexibility and difficulty of the learned task. By separating
the decoding and encoding tasks from the transition learning task to model the innate nature of the
encoding and decoding processes, we are able to reduce the complexity of the problem of learning
event dynamics at the expense of losing flexibility by forcing the event schemata to operate on

decoded fillers rather than potential intermediate representations.

As we did in Section 3.3.1, we train decoder networks for the roles of agent, action, and patient
on (scene, filler) pairs until their prediction errors asymptote. We could also have directly decoded
and encoded using the circular correlation and convolution operators as the approximations produce
similar results to the actual operators, but for the sake of direct comparison we chose to use the
trained decoding networks by detaching the first 2 hidden layers from the full network. For each
input scene, we decode the fillers corresponding to the three roles and concatenate them into a 3 - d
vector that is passed as input to the new network so that the first hidden layer of the new simplified

network is the first of the three transition layers in the original full network.

One issue with this type of decoding is that it takes for granted that there is an (agent, action,
patient) structure across all scenes. For now, our solution is to encode information of this sort as
properties of the fillers in a method consistent with our general approach to dealing with more

complex scene structures, but once again it will be important to consider other potential approaches
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Figure 9: A diagram comparing the three main learning approaches considered, where D blocks
represent decoding layers, T blocks represent transition layers, and E blocks represent encoding
layers. Green blocks are pretrained, while blue blocks are trained across sequences of generated
scenes using backpropagation. The top path represents pretrained decoding where the first layers
of the network are separated and pretrained to decode the (agent, action, patient) structure of the
vector, the middle path represents training the full network, and the bottom path represents pretrained
encoding where the last layers of the network are separated and pretrained to construct an encoded
scene prediction from the symbolic (agent, action, patient) predictions of the next scene

to representing and decoding more complex scene structures in the future. This issue highlights the
fact that part of the flexibility of the standard full network stems from the fact that it does not require

any assumptions on scene structures when learning event dynamics.

We evaluate all of these potential methods on the feed forward neural network from Section 3.2.2
for the sake of simplicity. We assume once again that if a training method provides optimal results
in a feed forward neural network, then it will optimal results in recurrent neural networks as well,
because the only advantage that recurrent neural networks offer is learning temporal dependencies

across sequences, a property that these training methods are largely independent of.

As shown in Figure 10, we find that the standard feed forward neural network and the pretrained
decoder network perform very similarly, suggesting that in our standard network the performance
improvements from the increased flexibility balance out the potential disadvantages of simultaneously
learning the decoding and transition tasks. An area of future research is determining whether these

findings hold during attempts to simplify the event schema network architectures.
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Figure 10: A standard RNN trained by minimizing MSE is compared with a MSE minimizing RNN
with pretrained decoding layers

4.4 Objective Functions and Pre-trained Encoding

All of the architectures considered are trained by using some form of backpropagation of the error
between predicted scene vectors and the true scene vectors [2, 10]. One important consideration
in training, due to the fact that the task of event schema training is to simultaneously minimize the
encoded scene error and the decoded filler error, is choosing an objective function to minimize in the
training process. For instance, minimizing one form of error that globally minimizes the encoded
error by perfectly learning the role-filler decoding but not the event dynamics may be inferior to
minimizing a different form of error that doesn’t reduce the encoded error as much but achieves better

performance in producing correct fillers.

We compare the mean squared error with cosine proximity, which is a potential alternative as
it is the optimal choice of loss function when matching a property-encoded filler vector with the
corresponding identity vector. We also consider mean squared error and cosine proximity defined
over the predicted fillers rather than the predicted scene; instead of outputting the predicted scene, the

event schema network outputs a concatenated vector of predicted fillers. An approach similar to that
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used in Section 4.4 is used to pre-train a network for encoding the filler vector into a scene, which
operates on the output of the event schema network to produce the final predicted scene. Using this
method, we can introduce a symbolic loss function by minimizing the MSE over the predicted filler

vectors, which will ensure that improvements in evaluation performance during training is a result of

semantic learning rather than pure structural learning.
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Figure 11: A standard RNN trained by minimizing MSE is compared with a cosine proximity
minimizing RNN, and RNNs with pretrained encoding layers that minimize the MSE and cosine
proximity over the decoded fillers rather than the encoded scene

We find that the standard feedforward networks using MSE and cosine proximity loss significantly
outperform their counterparts with pretrained encoding. When using the pre-trained encoder and
objective function on filler predictions, we find that performance is competitive on decoded action
error but performs poorly on decoded agent and patient predictions, which contributes to large errors
on the encoded predictions as well. This result, coupled with the result from Section 4.3 regarding
pretrained decoders, suggests that the full network may decode all of the fillers before making
transition predictions but use different representations than we expected in encoding predicted fillers

to obtain the predicted scene.
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In Figure 11, we find that while standard feedforward networks using MSE and cosine proximity
loss asymptote to the same value, the former network approaches this asymptotic value faster than
the latter does; this pattern of cosine proximity minimizing networks initially outperforming but
eventually asymptoting to the same value as their MSE minimizing counterparts is consistent across
all of the network architectures but less significant in the recurrent architectures. This suggests that in
situations like the full SEM model where time to convergence is a relevant factor, minimizing cosine

proximity may yield important performance gains.

5 SEM Integration

The natural next step for our framework for learning dynamics across sequences of encoded scenes is
incorporating our distributed scene representations and neural network models for event schemata

into the SEM model.

Our models for representation scenes and event schemata accomplish their goal of modeling key
concepts in event cognition in a way such that event schemata can learn the dynamics underlying
single classes of events. The next goal is to ensure that SEM attains desired levels of segmentation
accuracy using these event schema models and that the predictive performance of event schemata
trained within SEM approaches the benchmark levels of performance that they attain when trained on
a single event generator. These goals introduce considerations that weren’t crucial when training on a

single event generator.

As we’ve touched upon throughout the paper, one such consideration is the time to convergence.
When we evaluated different scene representations and event schema models, we did so in terms
of asymptotic predictive performance. Often, tens of training batches which each contain 100
events must be observed for the model performance to asymptote. Because SEM is an unsupervised
online process where event boundaries are inferred from the prediction errors across different event
schemata, the speed with which a network learns dynamics is crucial to the segmentation process,
as the networks must learn their event generator dynamics to be assigned new scenes, resulting
in a positive feedback loop that allows event schemata to differentiate themselves and specialize

themselves for the dynamics of different event generators.

Another crucial consideration that we’ve mentioned but haven’t focused on is that event schema
should be as simple as possible; obviously a neural network representing an event schema must be
powerful enough to learn the dynamics underlying an event generator, but one of the goals of SEM
is to train event schemata so that each schema models exactly one generator. If the neural network
architecture for event schemata is too powerful, then we may find that a small number of neural

networks are able to learn dynamics underlying a large number of event generators. As we have
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discussed, our paper has obtained an upper bound for the complexity of the event schemata, and an
area of future work will be reducing the complexity of the event schema models while maintaining

their predictive power within a single event generator.

6 Discussion

In this paper, we discuss a neurally plausible framework for vectorizing natural scenes and repre-
senting event schemata in a way that allows the event schemata to learn the dynamics underlying
event generators. We found that encoding all properties additively with a filler’s identity vector and
constructing memory traces using circular convolution provides a near optimal way of representing
the information in a scene that allows for training. We reverse engineer a recurrent neural network
architecture that is able to make accurate predictions not only for the next encoded scene observed, but
also on the decoded symbols of that scene. Our framework provides a foundation for computational
models of event cognition and segmentation. In Section 5 we addressed how to integrate our scene
and event schema representations into the SEM model, and in this section we address a few additional

considerations and future directions for our event cognition framework.

Throughout this paper, design decisions were made sequentially in terms of complexity in order
to reduce the number of total choices to consider; we assume that if an option later in the decision
hierarchy attains optimal performance on the optimal option earlier in the decision hierarchy, then it
will be able to perform optimally on all alternatives to the earlier choice. There are some notable
potential exceptions that need to be explored; for instance, when comparing property encoding
schemes the memory trace addition scheme does not outperform the direct property addition scheme
in match accuracy, but an advantage of the former scheme is that it allows for the recovery of the
filler identity in the event schema without providing a pool of fillers, something that the additive
scheme doesn’t allow. While this process is not relevant in the all properties inclusion class, certain
asymmetric inclusion classes which require the recovery of identity vectors in training may attain
better performance on the memory trace addition scheme than on the direct property addition scheme.
Thus, certain combinations of design decisions that are not optimal on their own may be optimal

together, a necessary area of future research.

Another area for future research is ensuring that the model is scalable. For property inclusion, this
may require attention based property inclusion classes. One simplification we made was assuming
a reasonably small property space; for certain cases like natural visual scenes, the property space
may be too large for the all properties inclusion class to address, where feedback from the learning
and segmentation processes can inform the properties that are chosen to be focused on; this interplay

of property relevance learning and transition learning must be resolved before the model can be
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expanded to events with complexity approaching natural events. A complication to this approach
is the fact that dynamic inclusion classes are asymmetric, and as explained in Section 4.2 and seen
in comparing Figures 4 and 7, our approach to training asymmetric inclusion classes performs

significantly worse than our approach to training symmetric inclusion classes.

Due to the simple nature of our event generators, we also need to ensure that the training archi-
tectures scale with the dimensionality of the symbol and scene representations. Because the event
schema architecture is reversed engineered specifically to solve the problem of learning transition
dynamics, we would expect it to scale with the complexity of the problem; preliminary tests such as

tripling the embedding dimensionality and the filler space have supported this hypothesis.

Finally, an important area for future research concerns decodability. A strong assumption that
we utilized throughout this paper to decode symbols from scenes is that all scenes can be broken
down into an (agent, action, patient) structure, but there are obviously instances of natural scenes
that violate this assumption. One of the strengths of using the Holographic Reduced Representations
for constructing memory traces is that the preservation of dimensionality under the binding operator
allows for compositional structures where sums of memory traces can be used as fillers. The use
of vector addition to compose memory traces into scenes also enables the representation of scenes
that are more complex than the (agent, action, patient) structure. While the HRRs allow us to train
event schemata to segment and learn the dynamics underlying sequences of complex scenes, without
any assumptions on the underlying structure of the scenes we cannot fully decode each scene to
recover the semantic relations that it contains, and an area of future research is determining ways to
decode arbitrarily complex scene representations. One potential step in this direction is incorporating
meta-information about a scene’s structure in its representation to suggest how the vectorized scene
may be decoded. Ensuring decodability across arbitrary scene structures will significantly enhance
the neural plausibility of our model of how the brain operates on representations and learns event

dynamics.
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