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Abstract

In rowing, it is vitally important to select the best possible crew of athletes in order

to win. This is no trivial task. The current method of selection (seat racing) requires

inefficient direct comparisons between athletes but is used because it is assumed to

generate correct results. As such two questions must be asked. Firstly, “Does the

current method of selection result in the correct athletes being selected?” Secondly,

“Are there alternative forms of selection that may be more accurate or efficient?”

This paper finds the current method of selection produces incorrect and biased results

when wind conditions vary. This was demonstrated by analysing selection races and

regular races to identify statistical trends in their outcomes, finding unfair advantages

for some athletes. This paper also examines alternative methods of selection using

machine learning, measured on synthetic race data and real selection data. Whilst

promising, the consistency of these models were similarly vulnerable to variable winds.

Most, if not all, current and potential selection methods are barely better than a coin

flip when variable winds are at their worst.
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1 Introduction

Rowing selection methods have been a stagnant field for almost fifty years. The current

selection method, seat racing (defined here 2.3), is widely attributed to the legendary Har-

vard coach Harry Parker from his work in the 1970s and has not changed since.(Ayer, 2022)1

Seat racing has been almost uniformly used despite its inability to provide information on

all but the two athletes being seat raced. The problem then arises that significant amounts

of seat races must be conducted to determine which athletes are in the first boat, the sec-

ond boat and lower boats since each seat race can only determine the relation between two

athletes. This compounds when athletes are not initially ranked near their true ranking.

Then they either must seat race every athlete between them and their true ranking, or they

may skip over athletes, which would be unfair as those athletes they skip may in fact be

better than them.2 There is also no guarantee that a seat race loss is to someone ranked

correctly. As such the fact that seat races can only tell how good two athletes are relative

to one another is limiting. There are simply too many seat races that must be done in order

to be confident in selections of crews. However, despite this short coming, seat racing has

continued to be used because it is considered an accurate measure as to which out of two

athletes is better. This paper will examine whether seat racing does in fact do this when

variable winds are present and then will propose alternative models of selection based on

machine learning with the goal of replacing seat racing.

The goal of an ideal selection method is to be fair and select the fastest boats possible.

Making the first boat as fast as possible is the highest priority, then making the fastest

second boat out of the remaining athletes, and continuing this for all of the remaining boats

and un-allocated athletes. This paper will refer to methods of selection being accurate, fair,

1This method of selection consists of racing two boats, swapping one athlete between them and then
racing them again to see which athlete makes the boats go faster.

2Skipping athletes is often a necessary evil to minimise the total amount of seat races but is fundamentally
unfair for those skipped.
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or similar terms when discussing the validity of a model. Fairness, accuracy and other terms

are all synonymous as the measure whether the outcome of some selection method was cor-

rect. A fair selection determines that the athletes who make the boat go fastest deserve to

be in the boat. This selection is, by definition, is also the most accurate since it results in

the fastest boat.

The question that this paper examines is whether or not seat races in variable wind

conditions are fair and produce the correct results? To do so, seat races from the Harvard

University Boat Club were examined, in which one race was in a headwind and one was in a

tailwind. Using Mosteller’s probabilistic model for identifying the probability that the better

baseball team won the world series, a similar model was developed to find the probability

that an athlete who races into the wind in the faster boat, before switching boats and racing

in the slower boat with the wind, wins their seat race.(Mosteller, 1952) This model results

in the most likely probability of this athlete winning being ∼ 0.91 with a feasible range of

[∼ 0.61,∼ 0.99]. One would expect the wind to have a probability of 0.5 since it should

not impact the outcome of the seat races if it was fair. As such it seems that varying winds

introduce some bias to seat races at the very least, but most probably introduce significant

bias. By analysing the potential best and worst case bounds it was found that at best one

could expect ∼ 0.86 of the seat races in variable conditions to have the correct result. How-

ever, it was most likely that only ∼ 0.59 of them resulted in the better athlete winning.

This bias was then confirmed by the analysis of high level collegiate races. These races

showed that margins extended for the faster boat when rowing into the wind. Mathemat-

ically this resulted in a positive bias of some number of seconds for one of the athletes in

the seat race. This would explain why the varying wind made it significantly more likely for

athletes who were rowing into the wind in the faster boat to win their seat race.
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The consequences of this are that athletes who are in the faster boat when rowing into

the wind for their seat races are advantaged significantly, therefore making these seat races

inadmissible as a form of selection if the advantaged athlete wins. This is because there is

no way to tell if they won because they were better or because of the impact of the varying

wind. Furthermore, second order seat races, used to compare athletes that did not seat race

each other through a common seat race opponent, were found to be questionable. When the

two seat races had varying conditions within them, these second order seat races were clearly

unfair. When the variance in wind was relaxed such that it was constant within a single

seat race but varied between races, no general solution was found. Despite this a case was

produced that demonstrated an advantage for one athlete unrelated to their skill. Therefore

second order seat can be said to not always be fair, although the validity of their use as a

whole is unclear.

These findings would suggest that using seat racing may have resulted in large amounts

of incorrect selection decisions for teams all over the world because of variable conditions

in different forms. Therefore, the main appeal of seat races, that they provide the correct

selection outcome, is significantly hampered and alternative methods of selection must be

considered.

With this in mind, this paper then explores an alternative set of machine learning mod-

els to try to select the fastest boat from a set of athletes. The models used include linear

regressions, ridge regressions and recurrent neural networks. All of the models took a vec-

tor containing the rowers in the boat and would produce a prediction of the speed of the

boat. When training on synthetic data designed to mimic real rowing data, all three models

performed well without any wind, although the neural network struggled to predict which

specific crews would be fastest. Once wind was introduced, no model had a strong perfor-

mance. Despite this, when training on real data from the Harvard University Boat Club
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selection camp, the models had improved performance compared to the synthetic data with

wind, despite the presence of similarly strong winds in the training data. Nevertheless, the

models still did not perform well enough to be able to select crews reliably, although they

showed a lot of promise.

This means that seat racing is unlikely to be replaced at this current time, even with its

inaccuracy within selection. This does not mean however that the machine learning models

are not useful currently. They likely can be good tools to help coaches determine who to

seat race and may be even able to predict ideal lineups with training data without wind

or by determining ways to adjust for wind. The contributions of this paper in determining

when seat races are biased is also useful in order to influence how seat races are planned and

conducted out to avoid conditions which would introduce bias.
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2 Key Definitions

Below are a set of key rowing definitions necessary to understand the selection process

of rowing.

Definition 2.1 (Boat Classes: 8+, 4+). There are multiple types of boat classes in

rowing but this thesis will only be examining two (although the ideas can be applied across

multiple boat classes). An eight, also referred to as an 8+, is a boat with eight rowers and a

coxswain. The coxswain steers the boat while each of the rowers has a single oar which they

use to row. Four of the rowers have the oar on one side of the boat and four have the oar on

the other side. This restriction of rowers rowing on one side or the other can make selection

difficult since the eight best rowers may not match the required number on each side. A

coxed four or 4+ is a similar boat class but has only four rowers instead of the eight. Each

rower once again has one oar, two on either side of the boat, and the coxswain is present to

steer and make calls.

Definition 2.2 (Boating/Lineup). A boating or lineup refers to the athletes within a

specific boat. The Varsity or 1V (first varsity) boating is the set of athletes within the first

boat (8+). JV/2V refer to the second boat, 3V for the third boat and so on. This set goes

from stroke (the rower who sits in front of the other rowers, also referred to by the digit 8)

all the way to the last athlete in the boat referred to as the bow or 1. Referring to a lineup

will refer to the eight rowers (and coxswain) within that boat.

Definition 2.3 (Seat Race). Seat races are the current method of selection used by most

rowing teams in which they directly compare two athletes by racing, swapping the athletes,

racing again, and then comparing the margin change between the boats. For example let

an athlete A be in boat I and an athlete B be in boat II. These two boats race each other

and the difference in finish time gives a margin m. m is positive if boat I won and negative

if boat II won. Then athlete A and athlete B are swapped between the boats and a second
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race over the same distance is held. The outcome is recorded as a margin m′. If m−m′ = 0

then the athletes tied and are considered just as good as one another since swapping them

had no impact on the margin. If m−m′ > 0 then athlete A won as their leaving boat I and

athlete B joining resulted in a worse relative performance for boat I. If m − m′ < 0 then

athlete B won. The value of m −m′ is referred to the margin of the seat race which is the

change in margins between the two boats given the swap.

Definition 2.4 (Second Order Seat Race). A second order seat takes two first order seat

races with one athlete in common and tries to extrapolate information regarding how good

the athletes are who appeared in only one seat race, relative to one another. For example,

if athlete A seat races B and C separately then they might have a seat race margin m−m′

against B and k− k′ against C. Without loss of generality assume that athlete A was in the

first boat such that if their seat race margin is greater than 0, they won. The athlete who is

better out of B and C is considered the athlete who had a better relative performance against

A. Without knowing if B or C beat A in their seat race, logically the seat race margin that

is smaller would indicate a better performance such that B wins if m −m′ < k − k′ and C

wins if m−m′ > k − k′. This is because the smaller seat race margin, the closer they were

to A if they lost or the more negative their value if they won, and therefore the more they

beat A by. Therefore, the equation that must be checked is m−m′− (k−k′) and its relation

to 0 to determine the outcome of a second order seat race.

Definition 2.5 (Head and Tail Winds). A headwind refers to when the wind is acting in

the opposite direction to a boat’s movement such that the boat is rowing into the wind. A

tailwind refers to when the boat is rowing with the wind. Headwinds are known to decrease

the speed of boats and tailwinds to increase their speed.(D. V. Kleshnev, 2020)
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3 Problem Formulation

Rowing selection is difficult because while the sport is quantifiable with race times and

power outputs of athletes, it is also a team sport which makes it difficult to measure the

contribution of a single athlete to a boat. As such optimal lineups are often unclear and

finding the fastest crew to field can be difficult. Indicators like rowing machines for power

or other trivial indicators do not do a good job at predicting optimal lineups, although they

can be useful to help predict which athletes are of similar standards and should be seat

raced.(Lapage, 2024)

Seat racing is currently the most common form of selection, however, it suffers from a few

key issues. The most prominent issue is that seat races provide only information on two in-

dividual athletes relative to one another and nothing else. Unfortunately, during a selection

training camp a limited amount of seat races can occur over the course of the camp due to

fatigue and logistic reasons, like allowing for other important training to occur. According to

Associate Head Coach of the Harvard University Boat Club (HUBC), on a week-long-camp,

the amount of seat races possible in a week is approximately fifteen to twenty for a group

of athletes.(Lapage, 2024)3 That means that for each side of the boat there are between

seven to ten seat races. This is not nearly enough to determine which athletes are better

than one another for teams that may consist of forty or more rowers.4 Furthermore, often it

only becomes evident as to which athletes are of similar standards and should be seat raced

after many seat races have occurred, resulting in there being fewer seat races to be able to

differentiate between them. Often, to save time, second order seat races can be used to draw

conclusions from other seat race results although this is controversial.

3This assumes four person boats are used as well to allow for two seat races to occur simultaneously.
4Often athletes may only get one or two seat races at most during a selection camp. Selection can still

occur after camps of course but there is still the issue of having multiple athletes who are not clearly better
than one another and not having enough seat races to determine the correct ordering for all of them.
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Seat racing is often used in spite of this restrictive limit on the amount of comparisons

made because it is considered fair, however, this paper will show that when the wind varies

between pieces in a seat race or between seat races, the selection method is no longer fair. If

seat racing is indeed unfair in these situations then that makes many seat races inadmissible.

Given this potential for unfairness and limited capacity to make comparisons, it would be

useful to find an alternative means of comparison.
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4 Literature Review

Most if not all of academic rowing literature has been uninterested in rowing selection,

preferring to discuss the bio-mechanical systems of athletes and the physics of the boat itself.

As such, little formalisation of selection methods exists. Despite this, there are still some

key observations from these papers that can be used and also key ideas from other fields

that come from similar problems to rowing selection.

One paper that provides information to help generate accurate synthetic data necessary

to test machine learning models later in this paper is that of Smith and Hopkins which

discuss the variance of athletes’ performances.(Smith & Hopkins, 2012) In the paper they

discuss various methods of measuring the performances of rowers and accounting for the

error in these methods. This then provided an approximation that a single athlete’s perfor-

mance does vary by about 1% between races. The derivation of this value came from the

performances of various races of male and female crews, often racing in boats with fewer

athletes.

Similarly, in an original presentation by Klaus Filter, and meta-analysis by Dr Valery

Kleshnev, certain key factors about the wind’s impact on boat speed were observed. In these

works it was noted that headwinds (wind against the direction of the boat) reduced a boat’s

speed by up to 10% and tailwind (wind with the boat) increased the boat’s speed by up to

5%.(D. V. Kleshnev, 2020)(Filter, 2009) These observations are key to being able to generate

synthetic data of boat speeds in varying wind conditions.5

Most information regarding rowing selection is passed through word of mouth from coach

5Klaus Filter also developed a method for approximating a boat’s true speed given the wind’s strength
on it however it provided no adjustment for wind temperature and was missing the type of boat used later
in this paper. Furthermore, the approximations consisted only of a table with no functions and contained
certain discrepancies which made it unsuitable for use within this paper.
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to athlete and as such the Associate Head Coach of the Harvard University Boat Club was

interviewed. Coach Lapage confirmed the prominent practices of the Harvard team as well

as other teams around the world in using seat racing2.3 as the most common method of

selection and the infrequent but sometimes necessary practice of second order seat races2.4

as a heuristic for determining which of two athletes is better.(Lapage, 2024) Lapage confirms

that the knowledge of what factors can affect the outcome of seat races may at times be

suspected but are not known. Therefore while it is common knowledge that wind and water

temperature may impact the speed of a boat, it is not known whether or not they can im-

pact the outcomes of seat races. This interview will be used heavily to establish the norms,

practices, and common beliefs of the rowing community. Although this is all of the rowing

related literature that is immediately relevant, there are other papers unrelated to rowing

related that can be of some use.

Work by Dr Frederick Mosteller on predicting the world series in 1952 was able to be

used as a simple model to evaluate probabilities of different features of athletes with regards

to winning seat races. In the model, Mosteller tried to derive the probability that the better

team wins the baseball world series by examining the amount of wins each year, deriving a

simple probabilistic formula for the better team winning each game and the series.(Mosteller,

1952) These probabilities were then optimised over this to find the probability that max-

imised the chances of observed data occurring. This is analogous to deriving the probabilities

that athletes with certain features win seat races. In fact it is even easier since the seat races

can be represented as independent Bernoulli trials.

The final paper of interest is that by Thomas et al. in which machine learning models

were used to optimise over the inclusion amino acids to create proteins.(Thomas et al., 2022)

In the paper a variety of machine learning models were used to predict certain properties

of proteins, using inputs regarding the inclusion of certain amino acids. This was analogous
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to the rowing predictions as the inclusion of certain amino acids wash comparable to the

inclusion of an athlete in a boat.
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5 Issues With Seat Racing and Conditions

Although seat racing is the standard form of selection for most teams, its limitations

have been seldom explored or formalised. While there are many potential problems with

seat racing, the one this paper is concerned with is the effects of variable wind conditions on

the validity of seat races. The main focus will be on the situation when one of the pieces is

conducted in a head (or tail) wind and then the second piece is conducted in the opposite

direction, with opposite conditions. This paper hypothesises that when two boats are differ-

ent enough in speed, such that one boat is faster than the other regardless of which athlete

currently being seat raced is in the boat, the athlete who is in the faster boat during the piece

in the headwind (2.5) (and reciprocally the slower boat when racing in the tailwind (2.5))

is significantly unfairly advantaged.6 When racing athletes have many features like being

stronger than their opposition, more technical, lighter or any number of binary features that

one can be said to have. For the rest of this paper the feature that represents racing in the

headwind in the faster boat and tailwind in the slower boat will be referred to as racing in

the ‘headwind in the faster boat’ with the implication that there is another race piece in

which the athlete is not. As such this does not apply to athletes who may be racing both

pieces in the headwind since both athletes would have an opportunity to row in the faster

boat within that headwind.

This section has two findings. Firstly that in variable wind conditions, seat races produces

biased and unfair results that result in incorrect selection. This is supported by a probabilis-

tic model identifying a strong probability of winning a seat race when racing in the faster

boat in the wind, even though it should give no advantage and result in a probability of

6Note that this paper does not propose a solution to the problem but rather just diagnoses its existence.
Accounting for wind within a seat race is still an open problem and while work has been done to fit functions
to boat speed based on wind, insufficient data was able to be retrieved in order to make any meaningful
predictions.(V. Kleshnev, 2009))
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approximately 50%. This model can then be used to identify that in optimistic world, only

86% percent of seat could have the correct winner, although the most likely value is closer

to just over 50%. This is then further supported by examining racing results of collegiate

crews and identifying how headwinds extend margins between boats. The second finding

was that second order seat races are definitely unfair under a certain set of specific circum-

stances with variable wind and may be deeply inaccurate in a wider variety of variable wind

conditions. This was gathered from a mathematical extrapolation from the same collegiate

racing data. The lack of ability to claim about further unfairness in second order seat races is

not because the system is fair but rather because there is lacking amounts of data that could.

It is important to note that although the seat races looked at occur in variable conditions,

many seat races do occur in consistent conditions (either no wind or the sane wind for both

pieces). This section is only concerned with seat racing in variable conditions due to the

clear bias it produces.7

5.1 Analysis of Seat Races with Varying Wind Conditions

To analyse the effect of varying wind on seat racing outcomes this paper will look at

previous seat races and create a probabilistic model based off this data. This model can

then be used to compare against the null hypothesis of a fair selection process and other

biased processes. This analysis identified a significant bias towards athletes rowing in the

faster boat in the headwind, which at best for the observed data resulted in ∼ 86% of seat

races being correct, although this upper bound is highly optimistic. This indicates that seat

racing in variable winds is an unfair selection process.

7It is believe that consistent condition seat races are ’fair‘ as far as the wind does not change the outcome.
It is a different question as to whether or not they make the correct selections of athletes but such questions
are outside the scope of this paper.
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5.1.1 Data

To conduct these tests seat races from the Harvard University Boat Club (HUBC) from

2023 that were in varying conditions were examined. These seat races were between ath-

letes who were being considered for being moved up to another boat (or down) for example

between the first and second boat.8 A majority of seat races occurred within mixed boats

(a mix of athletes from which the athletes may be swapped between) of approximately the

same speed. There were thirteen seat races in total in which there was a headwind in one

direction and a tail wind in the other direction. Although the wind was not measured on the

day, the significant time per 500m (Appendix B) indicates that the wind was strong enough

to cause a noticeable change of speed such that they are slower during the headwind. All

seat races were pieces in which the boat had to travel a certain distance and therefore the

margin is a measure of time in second between when each boat reaches that distance (call

this m for the first race and m’ for race after the swap). The table below depicts which

features the winning athlete of the seat race had during the seat race.

8The athletes being seat raced are considered to be close in ability and therefore the impact may be
limited as the expect difference in margins would be small due to their similar abilities. This means that
results may vary when seat racing athletes of larger gaps in ability.
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Table 1: Features in Seat Racing Results

Race Count Faster Boat
Headwind
Won

Stronger
Athlete Won

Higher Boat
Athlete Won

Started in
Faster Boat

Trivial Seat
Race

1 N/A False True N/A True
2 TRUE True True True False
3 TRUE True False False False
4 TRUE False True False False
5 TRUE True False True False
6 N/A False False N/A True
7 TRUE True True False False
8 TRUE True False False False
9 TRUE True True True False
10 TRUE False False False False
11 TRUE False False True False
12 FALSE True True True False
13 TRUE True False True False

Table 1 Explanation: The table presents the aggregated features of the variable conditions
seat races. In this representation the results are binary as to whether the athlete who won
the seat race agrees with some feature. In this ‘Faster Headwind Won’ refers to the athlete
who was in the faster boat in the headwind winning their seat race. Similarly ‘Stronger
Athlete Won’ refers to the stronger of the two athletes on the rowing machine (ergometer)
winning the seat race. ‘Higher Ranked Athlete Won’ refers to the athlete who was in a
higher boat prior to the seat race winning the seat race. Finally ‘Started in Faster Boat’
indicates that they did the first piece in the faster boat. ‘Trivial Seat Race’ indicates that
the seat race will not be used in the analysis for reasons discussed below since the winner is
trivially clear.

Out of the thirteen seat races that occurred with variable conditions, two seat races were

trivial wins where the same athlete made whichever boat they were in faster. This is to

say that when an athlete was swapped between boats from the winning boat, the boat they

were swapped into won the next piece after it had lost the first piece. This indicates clearly

that they won their seat race in a ‘trivial’ contest (Appendix A). The removal of the trivial

seat races also occurs because there is no athlete in the faster boat in the headwind, since

the athlete that wins is always in the faster boat, and therefore it cannot be analysed with
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regards to the question of interest.

For the remaining eleven seat races, within each race one boat was consistently faster

such that it finished in less time within both pieces. All boats were considerably slower in

the headwind compared to the tailwind (Appendix B). The initially concerning piece of data

from this is that ten out of the eleven seat race winners were in the consistently faster boat

during the headwind race and in the slower boat during the tailwind race.

5.1.2 Probabilistic Model

In order to determine whether or not the wind is having an impact on the seat races, a

simplified version of Mosteller’s method from the World Series competition was used. This

model is used to determine the experimental probability of winning a seat race given that

the athlete is in the faster boat in the headwind as well as other similar features. These

other features are the winning athlete being stronger; the winning athlete starting in a faster

boat for the first piece; and the winning athlete having initially been ranked higher. They

were chosen since they were the only relevant features that could be easily measured (since

factors like technique can’t be known). There is no expectation that any of these features are

correlated with winning a seat race although some of them, like strength or being originally

ranked higher might indicate a higher likelihood to win a seat race. The idea is that they

can act as a baseline for comparison with rowing in the faster boat in the headwind. Due

to the limited data set, this analysis is primarily interested in measuring if a feature has a

noticeable effect on the outcome of seat races, winning or losing, not measuring the magni-

tude of effect of any feature.9 Also important to note is that rowing in the faster boat in the

headwind should be uncorrelated with all the other features as it is effectively determined

by the direction of the wind on the day.

9Unfortunately there was not reliable wind data for seat races so it was not feasible to regress against the
strength of the wind when it varies.
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In Mosteller’s original model it predicted the probability of the better team winning

the baseball world series by using the outcomes of the series of matches played and reverse

engineering the most likely probability of the better team winning a match from the re-

sults.(Mosteller, 1952) Seat racing is much more straightforward than the problem Mosteller

tackled and as such we can create the following model to optimise over the seat racing results

and find the probability of an athlete winning their seat race given the desired features.

First, each seat race can be thought of as an independent Bernoulli trial as they occur

separately and completely independently of one another. The outcome of one seat race does

not affect the outcome of the next race.10 As such we can think of the probability of an

athlete winning a seat race given a feature f as pf = P (win | feature) without knowing

anything else about the athlete or the circumstances they race in. We would expect the

p without any feature to be 0.5 since we know nothing about either athlete and therefore

they should be just as likely to win as one another. If the feature should have no effect

on the seat race outcome, for example the colour of socks you wear, we’d expect this pf to

be approximately 0.5 (or close to it in practice). Now that each seat race is considered a

Bernoulli trial, a set of independent Bernoulli trials is the same as a binomial distribution

with the same p. Therefore using Mosteller’s setup, a set of trial (seat races) n, a set up

positive outcomes (seat races in which the athlete with a given feature wins) nf , and a set

of negative outcomes (seat races in which the feature athlete loses) nl : n = nf + nl, and a

probability of winning given a feature p. This gives the following equation bellow,

10Some may claim that if there is a seat race beforehand then someone may perform much worse after it
as they are tired and would therefore slow down the boat. While this is possible we still expect that athletes
will give everything they have in every piece so all athletes are likely fatiguing at a similar rate. This is
because there is always a risk of another piece being run and an athlete getting swapped, which means that
if they did not give the prior piece their full effort at that point, they are more likely to lose the subsequent
seat race.
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Probability of nf seat race wins out of n races given a feature f = Poutcome = p
nf

f (1−pf )
n−nf

To optimise over this you iterate over the value of pf to find the one that maximises

Poutcome. This can be done with a negative log sum to make the numbers more interpretable

as pf that minimises the negative log probability is the same value that maximises Poutcome.

Let ph be the probability of winning in a headwind in the faster boat, ps is the probability

that the stronger athlete wins, pr is the probability that the higher ranked athlete wins and

pb is the probability that the athlete that starts in the faster boat wins.

To be able to use the equation in the context of correct selection, it is necessary to de-

velop a null hypothesis for which variable conditions, or any other non athlete ability related

features should map to if it was fair. The null hypothesis we expect for the feature of being

in the faster boat and in the headwind is ph = 0.5 because winning a seat race should be

uncorrelated with which boat an athlete is in within the wind. Since the wind and relative

boat speed gives no information on the athlete themselves, it should not predict who is going

to win.11 The feature has nothing to do with how good the athlete is at rowing but rather

is an arbitrary ordering of which piece they are in the faster boat, either in the headwind or

in the tail wind. Therefore any outcome with a ph not close to 0.5 implies that it gives some

level of benefit or harm to an athlete, not based on feature related to their rowing ability,

but related to the wind.

The concern that other features may skew the value of ph given the current information

is not well founded as these potentially biasing features should be uncorrelated with being

11Note that the faster boat is faster in both cases, therefore by being in the faster boat, it is not more
likely that the athlete is making the boat faster as by definition the boat is faster independent of which
athlete is in it.
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in the faster boat and in the headwind at the same time. Given that the features of con-

cern are all relative, consider the example that we have a feature (which we don’t currently

know) where an athlete rows better in the wind than some other athlete. As such this may

create a bias if it correlates with being in the faster boat and in the headwind, skewing ph.

However, we know that this athlete is just as likely to be in the headwind in the faster boat

as they are to be in the headwind in the slower boat, therefore we expect these features

to match up only 50% of the time and therefore would not generate any bias themselves.

It would also be unclear why a feature like this would advantage a specific athlete, since

surely if they rowed better in the wind, then they would be more likely to wind their seat

race independent of whether they are in the faster or slower boat in the headwind conditions.

5.1.3 Probabilistic Model Results

The probabilistic model results in the following visualisations of the data. As mentioned,

due to use of negative log probability, the smallest negative log probability correlates with

the optimal pf . The first graph models just the negative log probability given rowing in the

headwind and the faster boat. The second graph does the same but for all the features that

were identified that may be relevant.
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Figure 1: Graph of negative log probabilities as a function of pf in a binomial Mosteller approximation for
when an athlete is in the faster boat in the headwind, in variable wind conditions

Figure 2: Graph of all negative log probabilities as a function of pf in a binomial Mosteller approximation
for all features
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As can be seen, the optimal value of pheadwind and faster boat is quite high at 0.91 which the-

oretically would indicate that this combination of wind and boat would provide an enormous

advantage for rowers in that situation. This follows a general trend of the ph increasing as it

gets to that value, although it does become increasingly unlikely as ph approaches 1. Note

that most other features approximate 0.5 (they are as close to 0.5 for higher ranked athletes

and starting in the faster boat as one can get given the odd denominator of 11). These two

features seem to indicate that they are uncorrelated with winning seat races although the

dataset is too small potentially to confirm this claim. Interestingly, stronger athletes seem

to have some form of correlation, with an optimal ps of approximately 70% however, as with

all of the pf values that are observed, they may be a result of a small sample size. Since it

is infeasible to collect more samples for more seat racing, the best option is to measure the

p-values of these results against a hypothetical null hypothesis, in which they are uncorre-

lated. P-value will be referred to as PV to avoid confusion with pf .

5.1.4 Significance of Probabilistic Model Results

In order to measure the significance of these results PVs will be used as a heuristic to

generate the range of probabilities (pf ) such that the observed result is reasonable to expect

(PV > 0.05) which would be considered rejecting the hypothesis. The null hypothesis for

all features will be set to complete lack of correlation (pf = 0.5) such that they should not

have any impact on the results of seat races.12 While we may expect stronger athletes to

perform better and therefore have a true ps > 0.5, we have no knowledge of what this value

should be and as such it was given a null hypothesis of 0.5 which it can reject if it has a large

impact. Since all these probabilities are used with binomial models, it is simple enough to

measure the P-Value using scipy.stats in Python. The PVs were generated for all features

12The justification for this regarding the headwind and faster boats came earlier in section 5.1.2
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to examine if some pf > 0.5 = disproving the null hypothesis.13

In the graphs below, the PV is graphed on the y axis as a function of the pf for the

feature being analysed and is graphed on the x axis. What this does is show how probable

observing the observed number of seat race wins (or more seat race wins) is given some null

hypothesis (graphed on the x axis). Firstly this visually represents the null hypothesis we

expect for a fair seat race regarding ph = 0.5 and gives whether this hypothesis of fairness

is feasible. This feasibility is signified by the horizontal line plotted at PV = 0.05 such that

values above it have at least a 5% chance of producing the observed outcome or more wins.

The relevance of including the other potential null hypothesis of pf along the x axis is to see

what the range of pf such that the observed outcome is relatively feasible to believe occurred.

This first graph gives the PVs of just the feature of being in the faster boat in the

headwind. It shows that the likelihood that rowing in the faster boat in the headwind is

uncorrelated with winning seat races (ph = 0.5), given the data collected, is approximately

0.5%. This PV can be said to be significant meaning that it is reasonable to expect that it

is not uncorrelated with winning seat races (rejects the null hypothesis). Therefore, being

in the faster boat in the headwind has some impact on the outcome of seat races such that

it introduces some amount of bias. The point where hypothetical null hypothesis are unable

to be rejected is ph = 0.636 such that for a ph ≥ 0.636, they have a 5% chance of producing

the observed result or a more extreme result. This means that it is feasible for any ph from

0.636 to approximately 0.99 to have produced this observed outcome of 10/11 seat race wins

having the athlete in the faster boat in the headwind win.14

13When examining the possibility of pf < 0.5 or other null hypothesis the graph did not indicate that any
value was a significant outlier.

14For the largest values of ph → 1 it becomes exceedingly unlikely for them to have produced the observed
result as it becomes near impossible for a single failure to occur, therefore they are excluded form this
interval.
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This second graph gives the PVs for all the other features as well. What can be observed

from the graph is that all the other features have distributions that are unable to reject

the null hypothesis of pf = 0.5. 15 On the comparative, rowing in the faster boat in the

headwind is able to reject this null hypothesis of pf = 0.5 and other hypothesis of greater

pf value up until 0.636. These lacks of rejection are likely not due to there not being any

correlation, but rather that in such a small dataset the trend is not strong enough in most

of the features to be noticed.

15Note that when considering that pf < 0.5 these features are also unable to reject the null hypothesis of
pf = 0.05 suggesting that there is no negative bias.
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5.1.5 Discussion of Probabilistic Results

Rowing in the faster boat and headwind is the only feature from the data set that can be

said to appear to have had a significant impact on the outcomes of seat races, making those

with the feature more likely to win the seat race. As seen by the set of pfh that result in a

PV that is greater that 5% all of the values are greater than or equal to 0.636 which while
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being the least likely of the options, would still introduce significant bias into the results.

The failure for other features to produce a significant result does not mean they do not

provide some advantage or disadvantage, but rather the dataset is too small to make any

such claim. This makes the fact that, even in such a small data set, rowing in the headwind

and in the faster boat does produce a significant result, concerning.

Although the range for ph such that they are a feasible hypothesis given the observed

result is quite large (from ∼ 0.636 ≤ ph ≤∼ 0.99), the most likely values to have produced

the observed data are quite concerning. The negative log likelihood acts as a measure of

what ph is most likely to occur. The negative log probability graph for rowing in the head-

wind in the faster boat (1) has the most likely values for ph around 91% for rowing in the

headwind in the faster boat. While lower ph’s (around 0.636) are not ruled out by their PVs,

it does appear that the most likely out values are quite high in value. This would suggest

that this feature determines the outcome of a seat race a large amount of the time, although

this specific amount is undetermined. This would suggest that rowers are likely significantly

advantaged by rowing in the headwind and in the faster boat within their seat races. This

may invalidate most if not all seat races with this feature since it is currently not feasible to

tell which athletes who had this feature and won are the better athlete. If this was possible

then there would not be a need for seat racing to try to quantify such a measure. It is also

possible, but less likely that the wind has a smaller effect and therefore smaller bias, perhaps

a pf of around 61%, however, that is still a significant enough to significantly impact the

outcomes of seat races.

One limitation of this methodology is that all of the variables are binary, which lacks

nuance of magnitudes of wind, strength and other factors. The analysis was done in a binary

manner due to the lack of consistent wind information for the pieces. Factors like wind angle,

gust strength were missing entirely from data sets therefore making a binary representation
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of said variables the best feasible method of analysis. To work with this binary data set

factors like strength (determined by rowing machine score) were also used as a binary fea-

tured. This worked well with other features like starting in the faster boat which is binary

by nature. What the consequence of this is though is that some insight into how different

magnitudes affect outcomes is lost.16 It would make sense that potential benefits provided

by rowing in the faster boat in the headwind and slower boat in the tail wind would likely

be more prominent, the stronger the gap between the wind speeds. Unfortunately this was

unable to be measured and therefore the particular knowledge of how this may interact with

the bias observed is unknown. Rather all that could be identified was that athletes seem to

be advantaged in some way by the feature within their seat races.

Finally, it is important to discuss what pf actually means in the context of rowing. In

theory the true pf , likely in the range identified, is just for the population of the Harvard

rowing team and the distributions over the population and seat races that happen. That is

to say that other teams may have a different distribution of athletes such that a different pf

is derived. Although the Harvard team is likely a fairly similar distribution to other high

level collegiate programs these other team’s distribution’s pf may based on the standard of

their rowers and whether the margin between the rowers can be impacted enough by the

wind to create a bias in the binary outcome. The most extreme example of this would be

that every athlete is the exact same standard so all seat race margins are zero, therefore the

impact of the wind, with even the smallest bias can impact the outcome of all seat races.

Potentially this would result in a true pf of 1 for any feature that provides some advantage.

Even if other teams have different values of ph for the headwind and being in the faster boat,

it is likely that it causes the same beneficial effect that was observed in this data set. There

is likely some underlying physical effect of the wind that causes this outcome, whether or

not it is enough to change the outcome of a seat race would depend potentially on how close

16Mosteller had a similar issue in his construction since it did not account for how close the games tended
to be. That being said, as a general guide for approximation the method still works well.
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that seat race was and therefore depends on the underlying population. It is likely that the

trend observed in this data would be similar to other rowing populations.

These findings ultimately suggest that there is some level of unfair advantage from racing

in the headwind in the faster boat. The feasible probability of winning a seat race in the

headwind and he faster boat, ph. has a fairly broad range of possible values, although all

suggest some reasonable level of advantage. The most likely value suggests a large and highly

concerning bias to seat racing within variable conditions.

5.1.6 Bounding Long Run Correctness

Given that a bias for athletes rowing in the headwind in the faster boat seems to exist,

it is useful to know is how much this effect could distort seat race results over an extended

period given a population and their true probability of winning a seat race given this feature

p∗h. Note that this is not looking at the true best and worst-case distortion but rather the

bounds of expected distortion given some true ph called p∗h.
17 This means that given some

population in which the feature rowing in the headwind, p∗h percent of them will win their

seat race with said feature (equivalent to the expected value of the binomial with p∗h = np∗h

which is then normalised to a proportion for the population to give p∗h). This makes no

assumptions about why those athletes win their seat race. Potential assumptions will be

used later to create bounds for worst and best-cases of this expectation. Importantly, this

model will assume that the ideal selection method for seat racing would result in 100% of

correct outcomes where the better athlete wins. The distortion will be measured as a decimal

percentage in [0, 1] of what proportion of seat races may be correct (lower values are worse).

For the purpose of this segment, assume that p∗f > 0.5 such that some bias exists in the

population.

17The true best and worse case would be that everyone who should win’s boat sinks during their race so
no one is correctly selected. Similarly everyone could be correctly selected in the alternative where everyone
who should lose has their boat sink. These are trivial questions in nature and therefore not of much interest.
What is being asked is whether the expected value can be bound with a best and worst-case.
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Before investigating each scenario, a few key logical elements must be established. First,

as assumed previously, rowing in the headwind in the faster boat is uncorrelated with being

a better athlete, therefore we expect that 50% of the athletes with the feature of rowing

in the headwind in the faster boat are the better and 50% are worse than their opponent

in their seat race. In a fair system, each athlete who is better would win their seat race.

Second, we do not know which of the athletes that win their seat race with the feature are

better or worse. If it was possible to know which of these athletes were better, then there

would be no point in seat racing since athletes could simply be selected into their correct

boats. Manipulating the population along these lines will result in the bounds to come.

Firstly, the best-case scenario in expectation is that all of the athletes who lost their seat

race while rowing in the headwind in the faster boat were the worse athletes and should

have lost. The reasoning for this may be that the effect of variable conditions can help an

athlete a lot but if another athlete was good enough then they could win the seat race in

spite of this advantage for their opposition. As such those athletes that win without the

feature (and cause those with it to lose) are hypothetically just that much better than their

opponent such that they win anyway. 18 This means that all of the proportion of 1− p∗h of

athletes who lost with the feature should have and were worse than their counterpart. This

means that 1− p∗h athletes have been selected correctly as the better athlete since they won

even without the beneficial feature. This also means that out of the p∗h proportion of athletes

remaining who won with the feature, we know that 0.5 of them are the better athletes with

the feature (since none of them have lost yet) and the remaining of them are the athletes

with the feature who are worse and should not win but did. These assumptions create a

scenario where all the athletes who race in the headwind in the faster boat and should win

do win (0.5 of total population), and all of the athletes who win without the feature also

18There are other potential reasons that may result in the same outcome, however the distribution of
athletes who won is all that is of interest.
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were better and should have won, leaving the remaining p∗f − 0.5 athletes who win their seat

race to be required to be worse and won their seat race only because of the wind. Therefore

1 − (p∗f − 0.5) = 1.5 − p∗f proportion of athletes win their seat race when they should.19

Hypothetically, this is compared to a perfect selection process which given the same seat

races would have resulted in a total of 100% of the seat races having the correct outcome.

This distortion makes sense as an upper bound where it is more accurate the less the wind

has an impact on the result where p∗f is vaguely a heuristic for how much the wind dominates

the performance of rowers and causes more incorrect selections.

In the worst-case all of the athletes who lost their seat race while rowing in the head-

wind in the faster boat, were the better athletes and should have won, resulting in a lower

proportion of correct seat races. Consider that even with the seeming advantage of rowing

in the headwind in the faster boat, some better athletes may still lose their seat race due

to extenuating circumstance like breakages, a crab (when the oar gets stuck in the water

and slows the boat down) or other athletes trying to rig the race.20 As such out of the

1 − p∗f seat races that are won by athletes who aren’t in the faster boat in the headwind,

the worst-case has all of them won by worse athletes. Therefore, there are 1 − p∗f athletes

who were better and should has won, who also had the benefit of the wind who lost for

some unfair reason. All of the remaining athletes who won seat races were in the faster boat

in the headwind (f ∗
h of them). Out of these athletes, we know that no athletes who were

worse lost with the feature so far which means that all 0.5 of them won with the feature.

As a consequence that means only p∗f − 0.5 athletes who should have won their seat race

did. This implies that less than half of the seat races are correct in the worst-case for the

variable conditions as p∗f > 0.5. With the opposite relation to the best-case scenario, here

a better outcome is found if p∗f is larger, such that it approaches a coin flip at best. While

this does seem potentially damning to have such a poor lower bound, it is fair to apply the

191.5− p∗f < 1 by definition.
20It is uncommon for athletes to rig seat races to make some athletes lose but not unheard of.
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extenuating circumstances to normal seat racing as its baseline. That is to say that if the

feature of being in the faster boat in the headwind is beneficial to an athlete and they lose

because of rigging of the race or some other extreme outcome unrelated to their skill, even

though they are the better athlete, it makes sense that they would similarly lose without the

benefit. An athlete who loses because someone is able to rig the race in order even though

they are benefited by the wind will almost certainly lose as well when the race is easier to

rig without the benefit of the conditions. Therefore regularly seat racing in this case would

also be distorted to 1− (1− p∗h) = p∗h, which is simply 0.5 higher than the distortion of the

variable conditions.21 This means that as p∗h is higher and the wind has more impact on the

outcome of the seat race, the relative performance of the seat racing in variable conditions

improves however, the absolute performance of total proportion of seat races with correct

outcomes will always differ by 0.5.

Given the range of data for 0.636 ≤ ph ≤∼ 0.99 the following bounds of distortion can

be derived. The worst distortion is for a p∗h = 0.636 generating a distortion of 0.136. The

same p∗h also generates the best distortion of 0.864. As the value of p∗h increases the equation

seems to converge to approximately 0.5 as the upper and lower bound. This makes sense

since it is essentially just flipping a coin at that point given that all seat races seem to be

determined by who rows in the headwind in the faster boat when p∗h = 1. While this may not

tell us what the exact proportion of our seat race outcomes were correct it acts as a reason-

able bounding heuristic for larger values of pf which have a smaller range of possible values

given the bounds. Unfortunately, we do not know anything about the distribution of why

people may win seat races without the feature and as such cannot create a distribution over

how likely different distortions are. However, intuitively, the worst-case distortions would be

incredibly unlikely, given that it would require either all of the seat races to be rigged or to

have some massive impact event like a breakage go un-noticed, which while possible for one

21In this case 1 − p∗h is really representing the rate at which seat races are rigged, where in the regular
seat racing all non-rigged seat races have the right outcomes.
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race, is unlikely to be able to occur often enough to generate the lower values p∗h that lead

to the worst-case outcome. Furthermore, the hypothesis regarding some athletes being able

to overcome the beneficial conditions seems quite logical and reasonable which implies that

the best-case scenario, or something close to it, may be a feasible outcome. Give the most

likely ph of ∼ 0.91 this gives a best-case expected distortion of ∼ 0.59 which seems deeply

concerning that out of the HUBC seat races in the variable conditions, just over half of them

would likely have the correct outcome (at least in the long run).

Now that it has been established what some loose bounds for accuracy are given the

observed seat racing data, it would be helpful to also understand what the mathematical

effect within the seat races themselves from the variable conditions and the impact this has

on fairness.

5.2 Analysis of Margin Change in Variable Wind Conditions

Given that there appears to be some bias within seat racing from variable wind, it is

useful to identify why this mathematically occurs and to confirm that it is a result of the

variance in wind. This paper hypothesises that advantage given to athletes racing in the

headwind in the faster boat is from an extension of margins in the headwind and reduction of

margins in the tailwind, relative to one another, which results in athletes in the faster boat in

the headwind and slower boat in the tailwind, during a seat race, getting an unfair advantage.

5.2.1 Experimental Design

To measure the impact of head and tailwinds on margin, high level collegiate men’s

2000m racing was analysed from 2013 and 2019 Eastern Sprints Regattas (the premier end

of season race for collegiate men on the east coast) and the IRA National Championship

approximately two weeks later (in which the same crews race once again). The goal is that
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to compare how the margins change between races at these two events. If the wind has no

effect on margins then one would expect distributions centering around zero seconds as a

mean of change in margin.

5.2.2 Data of Races in Variable Wind Conditions

In both years, Eastern Sprints had a headwind and IRAs had a tail wind allowing for the

analysis to be done. Only boats were considered that did not have any changes in their line-

ups between Sprints and IRAs. Furthermore, only boats in the same finals were considered,

such that they crew would be putting in their maximal effort, compared to a heat, where

they may try to conserve energy. Both locations had similar temperatures, such that one

would not expect there to be much difference in water temperature and speed as a result.

This allows for as many external factors to be controlled as possible. The crews being held

constant is particularly important as changes in speed between events cannot be accounted

for by the change in rowers (the exact reason why this analysis could not be done on seat

race data).

Data points are made up of two crews from either the first varsity, second varsity (JV)

or lightweight varsity (LW) categories. They raced one another at both events and were in

the same final. The data collected represents their margins in seconds at each event and the

change in margins. A positive change in margin represents the margin being extending in

the headwind by that many seconds.
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Table 2: Seat Racing Results Analysis

Year Winning Boat Losing Boat Margins (Seconds)

Headwind Tailwind Margin
Differ-
ence

2019 Yale Harvard 5.7 4.44 1.26
2019 Yale Princeton 12.12 10.86 1.26
2019 Yale NE 13.68 9.42 4.26
2019 Harvard Princeton 6.42 6.42 0
2019 Harvard NE 7.98 4.98 3
2019 Brown JV Princeton JV 1.26 0.36 0.9
2019 Harvard JV Brown JV 2.94 2.82 0.12
2019 Harvard JV Princeton JV 4.2 3.18 1.02
2019 Brown BU 10.56 1.32 9.24
2013 Harvard Princeton 12.24 7.32 4.92
2013 Harvard Northeastern 7.02 0.48 6.54
2013 Northeastern Princeton 5.22 6.84 -1.62
2013 Princeton JV BU JV 16.62 0.36 16.26
2013 Princeton JV Northeastern JV 9.48 6.66 2.82
2013 Harvard LW Yale LW 4.38 1.02 3.36
2013 Harvard LW Cornell LW 13.26 5.94 7.32
2013 Yale LW Cornell LW 8.88 4.92 3.96

Table 2 Explanation: This data presents the margin difference of different races between
consistent crews at Eastern Sprints (which had a headwind) and the IRA National Regatta
(which had a tail wind). Positive margin difference indicates that the headwind had a margin
longer by that many seconds.

No data was removed as all data points were within the standard deviations of the mean.

This also gives rise to the following three charts, showing the results from 2013, 2019 and

also the aggregated results.
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Figure 3: 2013 Race Margins

Figure 4: 2019 Race Margins
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Figure 5: Aggregated Race Margins (20113 & 2019)

5.2.3 Analysis of Wind Condition Data

As can be seen there is a clear bias for the headwind extending the margin. Since the

same bias seems to occur over two separate years as seen in Figure 3 and Figure 4. Despite

the small size of the data sets, it seems reasonable to expect that the trend would occur in

general as it occurred on two independent occasions, in may separate races. Unfortunately

it is unclear what the specific effect of rowing in the conditions causes the margin to extend,

whether it is a physical phenomenon related to the acceleration of faster boats against slower

boats or perhaps faster boats tend to be more technical and headwinds are particularly dif-

ficult to row in. Ultimately this fact is not important though as the trend remains clear and

any of these explanations, or a combination of them, being true suffices.

There also is evidence that the margin extension is a relation between relative strengths

of winds and not just between head and tail winds. Notably, the tailwind conditions in the

2019 IRAs were quite close to flat conditions (no wind) during the day which may explain
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why the mean and median of that dataset are reduced in size relative to the 2013 dataset. As

such it seems from this small dataset that a margin between boats may be some function of

wind, where a stronger wind against the boat, the more the margin extends. Unfortunately

there was not accurate wind data throughout the day for these events but rather a single

value for the day which prevents margins to be plotted against their specific amount of wind

resistance. That being said, it seems likely and would be consistent that a stronger wind

working against the boat extends margins.

There are some small outliers to this trend as a single data point has the margin reduces

and one has the margin remains exactly the same. This may be expected as simply racing

variance in the performance of crews. Neither point has an enormous decrease in margin

from the headwind to the tailwind which supports the idea that it is simply a small per-

turbation in performance rather than some factor related to the wind that is unaccounted

for. The notable outlier of the BU JV losing to the Princeton JV in 2013 has a particularly

large margin change. Unfortunately there was no way to confirm what happened within this

race but it might be possible that the BU crew went out too hard at the start of the race,

using too much energy, resulting in a particularly slow time, increasing the margin. All of

these points were within three standard deviations from the mean and therefore not removed.

5.2.4 Modeling The Impact of Wind on Margin Changes in Seat Racing

To model the effect that variable wind has on seat racing the results from the prior sec-

tion can be used to help define properties of a generalised margin function called f.

Definition of margin function between two boats: m = f(w, ã)

1. Inputs:

(a) w: A measure of wind such that no wind is 0, a headwind is a positive value
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relative to the strength of the wind and a tailwind is negative. The stronger the

wind the larger | w | where the sign of w is determined by its direction. For

simplicity cross winds, where the wind has a vector that is perpendicular to the

movement of the boat, are ignored. From the previous analysis it seems clear that

there is a relation where for some w1 > w2 the margins increase.

(b) ã: A measure of the difference in ability between two boats. Let a1 be the ability

of boat 1 and a2 be the ability of boat two. ã = a1−a2 such that if boat 1 is better

than boat 2, then ã will be positive, if boat 2 is better then it will be negative

and if it is a tie then it will be 0. If ã = 0 then the margin must be 0 (f(w, 0) = 0

since both boats are just as good as one another. Ability is a non-measurable

factor at the current time for real racing but faster crews can be said to have a

higher ability that slower crews.

2. Output: m: A measure of the margin between boat 1 and boat 2 in seconds. A positive

margin means boat 1 won and a negative margin means boat 2 one. This matches the

original definition of margin used in the discussion of seat races.

This function is a simplistic approximation of margins between two boats when racing.

The true equation of a margin may look like, m = f(w, ã) + N , where N is some noise

introduced that is inherent to competitions and variations in athlete performance. This may

account for athletes having an off day, something going wrong or any other extenuating cir-

cumstances. If all of the rowers were deterministic robots and nothing could go wrong in the

race then m = f(w, ã) would hypothetically be the correct equation such that the outcome

would be deterministic. For simplicity this deterministic assumption will be made to ignore

N as it is not possible to know the distribution of noise.

While it would be useful to try to approximate this function by fitting it with different
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equation forms there was not specific enough wind data from the regattas in question to tell

specific magnitudes at different parts of the day. As such this ideal fitting is not able to be

done and the function will just be treated in a generalised manner.

Note that this function should be symmetrical regarding its input ã. As such that if ã

became −ã then the margin should transform from m to -m since the only change is which

boat we considered boat 1 and which boat we considered boat 2.

Now that the function has been defined, what can be known about it?

Property 1. Ability Consistency:

It is the case that,

∂f

∂ã
> 0

Which implies that if ãi > ãj, for some constant w then,

f(w, ãi) > f(w, ãj)

This simply maintains that if the gap in ability increases, then so too should the

margin.

This first property of ability consistency notes that if the gap in ability between two crews

increases, then so too should the margin between them. I simply formalises the logical idea

that if the better crew becomes faster then they should win by more and if the worse crew

becomes worse then they should lose by more.22 This property is required for any logical

function that would try to approximate margins.

22The same is true for the better crew becoming worse reducing the margin and worse crew becoming
better also reducing the margin.
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The second claim property that can be derived comes from the logic from the previous

section,

Property 2. Wind Impact:

It was observed that the stronger the headwind, the larger the margin grows relative to

a tailwind, therefore it is the case that,

∂f

∂w
> 0

Which implies that if w̃i > w̃j, for some constant ã then,

f(wi, ã) > f(wj, ã)

As established prior, it seems that the stronger the headwind the larger the margin while

holding the crew quality, as was true within the data. This implies that the partial derivative

should be the sign correlating to whichever boat is currently winning such that the faster

boats margin extends. This extends to simply being that the stronger the wind against the

boat, the larger the margin. Similarly the stronger the wind with the boat, the smaller the

margin. Now that impact of wind on races has been formalised, its impact on seat races can

be examined.

The first thing to consider is how the variable wind conditions might overturn a seat race

from the correct athlete winning to the incorrect athlete winning. In a hypothetical seat

race, without loss of generality, let the ‘first’ boat with respect to the function be the faster

boat such that the value of m of the first piece and m’ of the second piece, are both positive.

Also without loss of generality let the first piece be in the headwind such that the athlete

who starts in boat 1 is in the faster boat in the headwind. Let that same athlete also be

the worse athlete. Therefore the first race has a wind value w1 which and the second race

has a wind value w2 such that w1 > w2 (stronger wind against the boat in the first race). In
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this case consider w2 = −w1 such that the second race was done in the opposite direction to

the first but any weaker headwind or tailwind would work. Second since the worse athlete

is in the faster boat in the first race that means that 0 < ã1 < ã2. This means that the

first boat is faster in both pieces still but since it has the worse athlete in the first piece,

the ability difference of the boats is closer than in the second piece where the slower boat

gets the worse athlete and the faster boat gets the better athlete. This results in a seat race

result of f(w1, ã1) − f(w2, ã2), which if positive the worse athlete wins and if negative the

better athlete wins.

To determine the potential impact of the wind we can use the partial derivative of f to

transform the first function into a form including w2 by adding an extra function to account

for the change in margin created by the wind change. Therefore since ∂f
∂w

> 0 and w1 > w2

that means that f(w1, ã1) > f(w2, ã1). To equate these sides add some value X which account

for the adjustment of the wind to equate the two sides, f(w1, ã1) = f(w2, ã1)+X(w1, w2, ã1)

for X(w1, w2, ã1) > 0. This function X is an arbitrary function that represents the mar-

gin difference between two crews with a constant difference in ability between two different

winds. Think of X as a function that represents the margin change that the wind causes.

It is added arbitrarily to make it positive. Substituting this in gives a new equation for the

difference in margin for the seat race,

m−m′ = f(w1, ã1)− f(w2, ã2)

m−m′ = (f(w2, ã1) +X(w1, w2, ã1))− f(w2, ã2)

Now to calculate the outcome of the seat race in constant conditions compared to the

biased conditions. It is known that athlete 2 (starting in boat 2, the slower boat) is better

athlete, therefore in constant wind conditions should wind. Let these conditions be w = w2
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arbitrarily. Athlete 2 wins if f(w, ã1)− f(w, ã2) < 0 . This is true since ã1 < ã2 implies that

f(w2, ã1) < f(w2, ã2) such that f(w, ã1)− f(w, ã2) < 0. Therefore athlete 2 should win nor-

mally in constant conditions. However, in variable conditions the following derivation is true.

f(w2, ã1) +X(w1, w2, ã1)− f(w2, ã2) = seat race margin

This must be less than 0 for athlete 2 to win as they should. Reordering this equation gives

the following.

f(w2, ã1)− f(w2, ã2) < −X(w1, w2, ã1)

What has happened is that this equation now matches that of the constant conditions on

the left hand side, however it has a negative value on the right hand side instead of 0. What

this means is that athlete 2 must have a seat race in which they would win by X(w1, w2, ã1)

seconds in normal conditions to be able to win in these varying wind conditions. As such it

becomes harder for the better athlete to win their seat race when the worse athlete is in the

headwind in the faster boat.

This result only confirms mathematically that it is in fact the variable wind that is caus-

ing the bias in seat racing outcome observed in the probabilistic model. This feature is

inherent to the math of how seat races are calculated and the effect. Given that this variable

wind causes a problem in regular seat races, it may then also cause a similar problem in

second order seat races (2.4).

Second order seat races provide an opportunity for coaches and athletes to try to circum-

vent the restrictive amount of seat races run by drawing conclusions based on two seat races

that include the same rower. Naturally errors from single seat races with variable conditions
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can propagate into second order seat races since the seat margins are incorrect. Therefore on

an inherent level, variable conditions in regular seat races will invalidate second order seat

races.23 To set the bar higher, there may be another problem if the seat races themselves

have consistent wind within the race but it varies between the seat races being used in the

second order seat race.

There is unfortunately not enough information about f to prove any generalised mathe-

matical truth about all second order seat races, however, it is possible to construct a second

order seat race that is not fair because of the wind, which may raises concern about the

fairness of second order seat races as a whole, even if the individual seat races had consistent

wind. This example is highly contrived but it should create some intuition about why one

may be concerned about second order seat races. To generalised beyond this example would

require knowledge of ∂2f
∂w∂a

, unfortunately for which there is no current evidence.24

The following is a counter example to disprove that second order seat races are always

fair with variable wind which indicates there is some unfairness. Let there exist 3 athletes,

A, B and C where B and C are identical clones of one another with the same ability. A seat

races B and C separately and wins both of their seat races. Let the crews within these seat

races be identical except B and C. Since B and C are clones then the ability differential of

the crews will also be identical. Since B and C have the exact same ability we would expect

that the margin from A to B is the same as the margin from A to C. This means that the

second order seat race should result in a tie if it is fair. Let the A vs B be seat race I and

A vs C be seat race II. Because it is known that wind can bias a single seat race assume

23This is trivial to prove. If the result of a first order seat race has athlete B lose to A by 6 seconds in
regular conditions and C lose to A by 5 seconds in regular conditions then C would be considered better
than B. However, if the seat race AB has variable conditions and B is advantaged, the margin may reduce
to 3 seconds, and since B is now close to A than C is to A, B is considered to have won. As such, the same
problems are likely to propagate.

24This partial derivative would indicate something about the nature of how wind effects the finish margin
given crew differentials of different standards. Unfortunately there is not nearly enough data to derive a
trend within this and is possible that it is highly non-linear so many simplifying assumptions would not
work.
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that each seat race has consistent wind only for that seat race (seat race I and II may have

different wind because they may be conducted on different days). Without loss of generality

let wI > wII such that A vs B occurs in a headwind and A vs C occurs in a weaker headwind,

flat conditions or a tailwind.

This means that it must be the for the seat race to be fair that for all seat winds and

ability differentials, the following holds.25

f(wI , ã1)− f(wI , ã2)− (f(wII , ã1)− f(wII , ã2)) = 0

To further simplify the equation assume that when athlete A swaps with B or C to conduct

their second race within the seat race, the boats now have the exact same skill level, a2 = 0. 26

Therefore it is true that for any wind, if ã2 = 0 then f(w, 0) = 0 so the equation simplifies to.

f(wI , ã1)− f(wII , ã1 = 0

Finally, since it is true that ∂f
∂w

> 0, then f(wI , ã1) > f(wII , ã1 which means that the athletes

don’t tie in the secondary seat race even though they should,

f(wI , ã1)− f(wII , ã1 ̸= 0

The consequences are that athlete C, who raced in the tailwind is advantaged since this

indicates that the margin will appear to be bigger between athlete A to B than from A

to C, implying that C is closer to the ability of A. This counter example only proves that

not all secondary order seat races are fair, therefore some secondary order seat races are

25Since the crews are identical between seat races and so are B and C since they are clones, then the ability
differential will be the same between seat races

26In this part of the equation, the same method from before could be used to introduce two functions of

X however, their relative magnitudes would be unclear without knowledge of ∂2f
∂w∂a . Therefore instead the

equation is simplified further. If this logic were continued then two X values would be produced and also
two Y values to adjust for ability changes (the same as X but for changing ability). This would result in a
sum of two X and two Y, which without their magnitudes is a meaningless statement unfortunately.
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unfair and may therefore select incorrectly. Further generalisations on this fairness would

require more knowledge of f which is currently inaccessible, however, the fact that an unfair

scenario was generated should be cause for concern that other scenarios, which are not able

to be definitively evaluated, could also be unfair. There is nothing to indicate that this

construction is somehow unique or an exception to any rules such that other formulations

would not have similar unfairness if they could be evaluated.

5.3 Consequences For Seat Racing

Variable conditions pose a significant problem for the consistency and fairness of seat

racing. These problems can be quantified as problems for the fairness of single seat races

and the fairness of using margins from single seat races to conduct second order seat races.

5.3.1 Direct Consequence For a Single Seat Race

It seems highly likely that racing in the faster boat in a headwind during a variable con-

ditions seat race gives a large advantage. This was observed in the probabilistic data where

conditioning only on the feature produced a range of probabilities of winning a seat race

from 0.636 to ∼ 0.99. This advantage makes it hard to trust that seat races are selecting

correctly if the conditions an athlete is in are dominating the difference in athlete ability.

The range for possible proportions of correct seat race outcomes varied greatly for the HUBC

data, however even in the most lenient scenario, it seems that ∼ 0.86 of seat races in variable

conditions would be correct. When considering the most likely upper bound, it was derived

to only just better than a coin flip at ∼ 0.59.

This phenomenon could be explained mathematically by the headwind extending mar-

gins relative to tailwind. This would suggest that close seat races, where athletes are of

similar standards are more likely to have their outcome changed by the conditions because

the natural seat race margin between the athletes. At the very least this means that the
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seat races with incorrect outcomes are at least more likely to be athletes for which they

are approximately as good as one another so the potential loss in ability is not as bad as

it might be. This is helpful to know but doesn’t change the fact that any athlete racing in

the headwind in the faster boat was advantaged and it is impossible to tell if they would

have won their seat race without the advantage from the conditions. This further generalises

since it holds true not just for racing from headwind to tailwind but for any stronger wind,

therefore advantaging athletes in the slowest conditions in the fastest boat.27

As such athletes in the faster boat in slower conditions seem to be advantaged heavily.

As a selector you cannot tell if they would have won without that help from the conditions.

What you likely could predict is that if the rower in the slower conditions in the slower boat

won (who was disadvantaged), they are likely the better athlete. However, since a majority

of seat race have the winner in the slower conditions in the faster boat, this means that for a

majority of seat races in variable conditions, the truly better athlete is unclear and the seat

races are inadmissible.

5.3.2 Consequences For Second Order Seat Races

Second order seat races which consist of variable condition seat races are trivially unfair

however, if the individual seat races were conducted in consistent conditions, only minimal

claims about the lack of fairness can be made. In the worst-case, both seat races used for a

second order seat race were done in variable conditions. From the previous section it seems

that both of these seat races would be unfair and have some bias. Therefore this second

order seat race will be impacted by both of their bias and will be inadmissible. In the more

optimistic situation where two seat races occur that each have consistent conditions within

their race but different conditions between them, not much can be said. However a subset

of this family of seat races was constructed which demonstrated clear bias for one athlete

27The effect is likely related to the difference in wind, therefore seat races from headwinds to tailwinds
likely will have the most extreme bias compared to a headwind to a weaker headwind.
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who had faster conditions in their seat race. As such it is true that at least some second

order seat races are unfair. Furthermore there is nothing to indicate that the construction of

this example had anything unique about it that would cause different behaviour from any of

the functions used. Therefore it is entirely possible that other second order seat races with

consistent conditions could be similarly unfair. As such, while second order seat races with

consistent conditions aren’t clearly unfair, it seems likely that they may be.

5.3.3 Seat Racing as a Form of Selection

Seat racing already suffered from a requirement to conduct many races to gain only a small

about of information regarding two athletes. Now it seems that some of that information

gained is likely to be inadmissible as well due to the conditions it was conducted in. As such

it is likely beneficial to investigate alternatives that are more consistent.
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6 Machine Learning Selection

With the limitations of seat racing becoming more evident alternative methods of select-

ing rowers are becoming more important. One particularly promising method that could be

used is machine learning, in which models would learn from previous rowing data of crews

with the goal of generalising that information to be able to predict the speed of all potential

lineups. If this was accurate then it would allow a significantly more efficient selection pro-

cess since it would not suffer from the same problems that seat racing does, in which there

simply isn’t enough time to do all the necessary seat races. This is especially important in

that it is clear that seat racing in variable conditions is inadmissible, reducing the amount

of seat races that could be considered usable.

The models trained in this section initially performed well on synthetic data without wind,

however, when wind was introduced into the real and synthetic data, the performances of the

models were not accurate enough to be trusted for use in selection. The initial performances

of the linear and ridge regression models would have accurately been able to select crews

when the only variance in the synthetic data was the performances of athletes. The neural

network did not perform quite as well on this data but picked up on general trends. When

wind was introduced to the synthetic data, none of the models performed well enough as to

be able to accurately select any crews at all. Finally, when trained on real rowing data with

wind, all of the models improved, with the neural network having its best performance of

all of the data sets. The predictions were not good enough to predict lineups unfortunately

but the models were able to still identify that the fastest lineup was in fact faster than most

other lineups. It is unclear as well as to what the optimal amount of training data for each

model type as the optimal training varied depending on the type of dataset. Overall it is

unclear which model is the best although the linear model did perform slightly better than

the rest on the real data, on the larger number of datasets, the ridge regression overall had

the best performance across all of the datasets.
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6.1 Overview of Using Machine Learning Selection

The goal of the machine learning selection models is to take in training data of different

combinations of rowers and the speeds of the boats while they row and then to predict the

speed of different lineups. The model would then be used to optimise over all possible crews

to find the theoretically fastest lineups and select them from there. Before continuing, it is

important to establish how selection could occur using one of these models.

Selection Method Using a Model Once a model is chosen and trained it would iterate

over every single lineup combination and generate a predicted speed each. A team would

then internally race or try out the ten fastest lineups predicted by the model. For the pur-

pose of this paper, assume that this is the case and only the predicted ten fastest crews are

trialled, and the fastest out of these trialled lineups is selected as the boat.28

This would allow for significant amounts of time to be saved on seat racing, allowing

for it to be spent on training instead. It also allows for more information to be gained if it

works as the models predict on the speed of all rowers and lineups while seat races only give

information on a single comparison between two athletes.

6.1.1 Shared Parts of Model

All of the ML models will be taking the same inputs and predicting the same outputs in

order to allow them to be directly compared against one another.

The input to the models will be a binary encoded vector of the athletes in a boat. That is

to say that each athlete has some index for whether they are present in the boat or not, this

28This method can then be applied to selection multiple boats. For example a team starts my selecting
over all athletes to find the 1V. Then all lineups are removed which include the athletes who were selected
into the 1V and the fastest ten boats are trialled to find the 2V, so on and so forth.

53



index will be 1 if they are and 0 otherwise. This input unfortunately lacks the information

of which athletes are sitting next to one another and which seat in the boat the athlete is

sitting in. While including encoding this information would be useful, it does significantly

increase the amount of variables to train while also lacking continuity to convey that it is in

fact the same athlete in a given seat. Given the limited amount of training data available in

practice, the simpler binary encoding was used as not to introduce so many parameters that

the model would not train given the limited data. 29 The input can be varied for boat sizes

beyond 8+ to other smaller boats with 4 or less athletes although it should be mentioned

that simply testing smaller boats to find which combination is fastest is a lot easier.

The output of the model will be a prediction of boat speed. For the purpose of this model

it will be predicting a decimal value of gold medal pace (where 1 is gold medal pace, 0.9 is

ninety-percent of gold medal pace, etc). This predicted value does not matter as long as it

is a representation of the speed of the boat or some other performance metric of the boat

related to its speed. Ideally the prediction would be of a boat at race pace since the speed

of the boat at lower speeds with lower strokes per minute may not be indicative of which

boats are faster at race pace.

6.1.2 Linear Model

The linear model is a simple linear regression that assumes that each athlete has some

underlying ability that they contribute to the speed of the 8+. The speed of the boat is as

such just the sum of the abilities of the athletes in it. What is beneficial about this model is

that it provides the weights of each rower which can be thought of their contribution to the

29A potential encoding to capture which athlete was sitting next to which other athlete was considered
based on a paper by Stephens and Bialek in which an efficient encoding of four letter words was found which
still captured interaction terms but required vastly less variables.(Stephens & Bialek, 2010) Taking this idea,
rowers could be represented as interaction terms with the rower sitting in front and behind them, however
there was not enough time to fully implement such an input.
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boat. This allows for additional insight to be gained from the model as to which athletes

are valued highly. Mean squared error was used to optimise over the results. The code was

created using the sklearn package in python.

6.1.3 Ridge Regression

The ridge regression uses the same base code as the linear model however it introduces

a variable α to prevent over fitting.30 The model trains on the same amount of data as

the linear code but then uses some of the data provided to validate the training at different

values of α to find the optimal model that prevents over fitting.31 Note that the α value is

only ever determined by validation and never preset, the intuition being that different types

of variance in the data set may make over fitting more or less accurate to different degrees

and therefore without some equation to determine it prior, the most logical thing is to set it

based on its performance on the validation set.

6.1.4 Neural Network

The neural network model is a fairly regular feed forward neural network inspired by

protein ordering. The paper by Thomas et al. (2022) was the main inspiration for the neural

net from which the code used borrows heavily, the main difference being the removal of the

convolutional layer which designed to work with the locations of amino acids. The model

used in this paper has 3 relu dense activation layers followed by a dropout layer to try to try

to avoid over fitting The adam optimiser was chosen both because it performed well when

testing different optimisers, and also because papers tackling similar problems found it to

be optimal.(Thomas et al., 2022) Other sets of layers were tested but they either took too

long to train or were too simple. There is a dropout chance of 0.25 as to avoid over fitting

30It does this by acting as a penalty for the magnitude of variable coefficients growing larger. The intuition
is that this stops the model from over fitting variables to the training data by limiting the size of any trained
value for a rower.

31The liner model also uses the validation information as a sanity check but does not change how it operates
with respect to it. One could simply use it to realise if a model is accurate or not in the linear regression
case.
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the model by removing randomly some connections. The amount of epochs used were 200

as that was approximately the point for each model when the mean squared error began to

asymptote. The Tensor Flow Keras package was used for all of the code.

6.2 Synthetic Data Generation and Testing

6.2.1 Underlying Rowing Assumptions

The synthetic data was made to try to test the models as there were various problems

acquiring large enough data sets from rowing teams. The synthetic data assumes that each

athlete has some underlying contribution to the boat, the sum of which is the speed of the

boat. This matches the base idea behind the linear model. These performance weights were

uniformly distributed between 0.09 and 0.15. This distribution was designed such that the

sums of values would sum to approximately 1, a little over or a little under. These types

of values would be expected by collegiate crews as they would be around the target pace

set for themselves, represented by 1. Ultimately the values itself is irrelevant and rather the

fact that some athletes may be much better than others is the important factor. 32 Call this

vector of values the rower weights. Three separate rower weights were generated from the

same distribution to try to provide multiple standards to measure the models against.

To make this problem non trivial, performance noise is added to the data. This noise

is the general variance athletes have in their performance on any given day, what was been

measured at approximately 1% by some studies. (Smith & Hopkins, 2012) This performance

change was applied to each athlete’s ability independently before summing them to give the

speed of the boat for that synthetic data point.

32Similar athletes would have similar weights and in the worst-case where all athletes are incredibly similar,
the performance of these selection methods would likely struggle however at that point there is likely little
difference in speed between any boats boated. The first goal is to get a selection method that can generally
fairly select people.

56



The second set of noise that is introduced to the data is that of wind and other external-

ities, such as water temperature, that may effect boat speed. To apply this to the data, the

speed of the boat after the rower variance is added is adjusted by a percentage of the speed

of the boat with athlete variance. The current distribution used is based on the analysis

of Dr Valery Kleshnev and work of renowned boat builder and athlete Klaus Filter who

calculated the bounds of boat speed impact for an 8+ were a 10% loss speed in a maximal

headwind and a 5% increase in a maximal tailwind with the baseline of 0% being flat with

no wind.(D. V. Kleshnev, 2020) (Filter, 2009) Since it is unknown what the distribution

of strengths of wind is, it was normally distributed was used with a mean of 0, standard

deviation of 1.5.33 Negative values were multiplied by 2 to scale them closer to the extreme

of 10%. 34

6.2.2 Measuring Performance

There are three performance metrics that will be examined to test these models. First

the mean squared error (MSE), second the predicted ranking of the truly fastest boat and

finally, how many of the top eight boats are ranked in the top 10. MSE is a standard and

well used metric to measure how close the predictions match the true value. In this case

that is how well the predicted boat speed matches the true speed.35 MSE is only generated

for the boat lineups that the models were not trained on to avoid a lower MSE created by

over-fitting. It was chosen over other metrics since the squared value put more emphasis on

having few extreme outliers. Not putting an emphasis on particularly inaccurate predictions

may result in a lineup having been predicted as much worse than it is and never tested

33It makes sense to use a normal distribution since the stronger the wind, the less likely it is to occur,
although it does still occur semi frequently. The standard deviation of 1.5 was chosen such that it would be
extremely unlikely to have any values that generated winds strong enough to disagree with the observations
of Dr Kleshnev.

34Cohesion between athletes was considered to be added such that some athletes row better than others
but there is not enough knowledge of how cohesion may play into rowing such that any inclusion would be
purely speculative and unrepresentative.

35The true speed of the boat has no noise introduced.

57



because of it. MSE provides a general metric of performance for the model at predicting

boat speed, although it does lack in providing specific performance information regarding

predicting the fastest boats that would be tested.

The metric of relative ranking of the best boat says a lot about whether or not the model

could result in the best lineup being tried out and chosen. This measures the best-case out-

come. The metric is simply the predicted ranking of the true fastest boat in the entire set of

predictions. If it lies outside the top ten predicted lineups then there is an issue since it will

never be tried out and realised to be the best. This metric measure the best-case scenario of

the model where it does find the best lineup. If this metric is strong then a model is likely

quite useful but isn’t necessarily poor if the model fails to perform well on it, as other fast

lineups could still be selected.

The other metric used is a measure of how many of the true eight fastest boats are ranked

in the ten fastest predictions. This is designed to be a more general metric to measure the

ranking accuracy prediction of fast crews. As long as a fast crew is in the ten fastest predic-

tions, then it will get tried out in a race, so it doesn’t matter if it was predicted first or tenth,

the lineup will be tried out either way. Rather than examining the true ten fastest lineups,

eight was chosen such that it allows some buffer since the boats on the margin (ten and nine)

could reasonably be predicted just outside of the top ten without much consequence. This

measure consistency of the model, since if it predicts multiple of the top eight fastest boats

in the top ten predictions, then even if the fastest boat does not fall in the top ten, chances

are a fast lineup will manifest in any case.

6.3 Testing Synthetic Data
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All three rower weights had a set of data generated from them to create three separate

training and validation sets). These sets included the 1% performance variance of each ath-

lete derived from their rower weight. The testing set was made up of the remaining vectors

of lineups that were not included in the training set, with their true speed included without

any rower performance variation.

For each set of rowing weights, three data sets were created with different amounts of

training to represent a potential minimal amount of data a team could collect, 20 lineups, a

reasonable amount that a team may collect, 50 lineups, and a maximal and semi unrealistic

amount at 100 lineups. The 20 and 50 sized training sets were created from the first set of

values from the 100 set to avoid potential outlier biases that may be created from creating

disjoint sets. Validation sets were scaled in size with the training sets.

6.3.1 Results of Synthetic Testing With Variable Athlete Performance

The overall performance of the models at predicting boat speed with only variance from

individual athletes was quite promising. The linear and ridge models performed extremely

well and the neural network, while not as good, showed at least some capacity to predict the

fastest lineups.

The performances of the different models and training amounts with regards to MSE can

be seen in figure 6. Overall the performance of linear models and ridge models were always

quite close, in which the linear tended to slightly outperform the ridge although it is often

too close to tell.36 The performance of neural net based models are consistently poor by

an order of three to five magnitudes. It seems to be the case that more training data also

resulted in a better prediction uniformly across all models and data types.

36Note that the ridge is validated off data with noise in it so when comparing against the MSE of the true
speed of lineups, the ridge may have sub optimally chosen an α value.
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Figure 6

Regarding the best/fastest boat ranking, it is clear from 3 that the linear and ridge mod-

els both performed quite well, getting the fastest boat into the ten fastest predicted every

time. As such this would likely have led to the boat being selected. On the other hand the

neural net was never able to get the fastest boat into the top ten predictions at all. The

best it could do was 21st position. For the linear and ridge models, training it on more data

seemed to result in a strictly better performance although for the neural net the performance

seemed to get worse with more data before improving significantly at 100 training values.

A similar trend exists for the top 8 truly fastest boats being predicted in the top 10 for

the linear and ridge models. They performed well overall, getting most if not all of the eight

fastest boats predicted in the top ten and only improved with more training data. Compar-
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atively, the neural net never predicted any of the eight fastest boats in the top ten except

for one time with maximal training data. This was under the same rower weights that also

resulted in its best prediction of the fastest boat in the 21st position.

Table 3: Model Performance on Synthetic Data With Athlete Performance Variation

Model Information Best Boat Rank Top 8 in Top 10 Prediction
Model Type Amount of Training Data W1 W2 W3 W1 W2 W3

Linear
20 1 5 4 7 7 6
50 1 5 1 8 7 8
100 1 1 1 8 8 8

Ridge
20 1 5 4 7 7 6
50 1 5 1 8 7 8
100 1 1 1 8 7 8

Neural Net
20 706 990 2081 0 0 0
50 2412 3921 486 0 0 0
100 21 1541 769 1 0 0

Table 3 Explanation: Given a mode, the amount of data it was trained on and where
the data came from (Rower Weights 1 = W1, Rower Weights 2 = W2, Rower Weights 3 =
W3), there is a value for where the truly fastest boat was ranked, where 1 indicates that
it was ranked first. The other metric present is the amount of boats that were in the true
eight fastest that got predicted in the top 10, with a maximum of 8 and minimum of 0 if
none of the truly 8 fastest boats were predicted within the top 10 by the model. This data
only has variation due to athlete performance. All 4900 different boat combinations which
were checked to create this data.

Finally regarding the training of the ridge model, it chose an α of 0 or 0.1 every time,

never choosing any of the values between them or larger. When it chose an α > 0 it tended

to perform better marginally but the values were too close to tell if this improvement was a

consistent advantage or circumstantial.
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6.3.2 Interpretation of Synthetic Data Results With Variable Athlete Perfor-

mance

The performance of the models on synthetic data with athlete variance suggests that the

linear and ridge models might be good predictors of speed from lineups. As is seen in table

3 the MSE is quite low for these models, indicating that their predictions are generally quite

accurate with regards to boat speed. As such for any lineup the models could accurately

predict the speed fairly well. Furthermore, as seen in table 3 the fastest boat was always

predicted highly for the linear and ridge models, which means that it would be tested in the

ten races conducted from the models’ recommendations and likely come out on top. This is

the optimal outcome for the selection model as it provides a strongly chance of finding and

selecting the best boat. Unfortunately, it seems that the models consistently improve with

more data however, due to logistical constraints of training, it is unlikely that more data

could be gathered in practical scenarios. However, while this training would be nice to make

the model more accurate, it seems unnecessary given the ridge and linear models’ current

accuracies. Out of the two models, neither one performs significantly better so likely either

could be used. This might be because the ridge model tends to simplify down to the linear

model, selecting α = 0, probably because of the limited variance in the data making over

fitting the training data less of an issue.

The performance is significantly weaker for the neural network, likely because it does not

have enough data to train on in order to be accurate. It is common for neural networks to

requires large amounts of data to train on to reach their full potential. This testing suggests

that it may not be feasible to provide enough training data to get a strong performance

out of neural network. In particular, given simplifying assumptions about the model, if the

neural network cannot predict well on this synthetic data, it likely will not perform much

better on actual data with potentially more noise and a similar or smaller amount of training

data.
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The results of the models rely heavily on the rowing assumptions made prior which may

make these results less representative of non-synthetic data. Consider that the linear and

ridge models have a formulation of what makes a boat go fast that is near identical to what

the assumed true speeds of the boats are, in which rowers each have some contribution as

a weight. Therefore this introduces a problem such that there is a reliance on the synthetic

data being representative of how speed is determined by a combination of rowers in reality.

While it does seem reasonable to assume that the boat speed is some sum of the contribution

of its athletes, it may not be linear in reality. It might be the case that there are diminishing

returns, such that the faster the boat goes, the less each contribution adds to the speed.

There are also other factors like who is setting the rhythm for the boat in the stroke seat

and also potentially factors regarding how well different athletes row together which were not

modelled. If these factors have a significant impact on the boat speed then their exclusion

from the synthetic data may result in these performances being unrepresentative. Unfortu-

nately there is no knowledge of the impact these factors may have or their distributions of

impact from any current literature.

Despite the simplicity of the synthetic data, the results are still promising and indicates

that the linear and ridge models may be able to predict the speed of boats accurately and do

a good job of identifying the fastest boats. This suggests that in consistent wind conditions

between all training values, the models would perform well on real data, although this would

have to be confirmed since it is possible that the underlying factors that result in rowing

speed are different to the underlying assumptions in this model.
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6.3.3 Performance on Rowers With Variable Athlete Performance and Wind

Once variable wind was introduced to the synthetic data, all models’ performances got

significantly worse. The impact of the wind was between a 5% increase in speed and 10%

decrease in speed.

The MSE increased by a factor of up to 10−7 as seen in figure 7. The overall capacity

to predict anything meaningful seemed to be largely lost. The linear model had the largest

increase overall and the neural net the smallest. While before it was ambiguous between the

linear and the ridge model as to which had a better MSE, now the ridge clearly outperforms,

and when it had its worst values was when it validated to use smaller values of α. The ridge

model’s best performances were with an α = 100. Interestingly the ridge model seemed to

consistently perform the best with a moderate amount of training instead of consistently

improving the more training it had. The neural network went from clearly the weakest

model to comparable to the linear model. Notably, it seems that as more data was provided

the neural network performed worse, while the linear strictly improved with more training.

Ultimately none of the models predicted very well at all.
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Figure 7

Similarly the ranking performances of the models with the wind variance are significantly

worse. No model gets the truly fastest lineup in their predicted top ten which means it would

never be tested. The predictions were poor enough that not a single model predicted the

fastest boat above the 122nd, although that appears to be luck rather than a good prediction.

Interestingly, less training data seemed to result in slightly better predictions for some of the

models, although there is too little data to say this for certain.

Not a single model for any amount of training got any of the eight fastest crews predicted

in the top ten, which indicates that in all likelihood, a fast crew would not be chosen from

any of these models.

65



Table 4: Model Performance on Synthetic Data With Athlete Performance Variation and Wind

Model Information Best Boat Rank Top 8 in Top 10 Prediction
Model Type Amount of Training Data W1 W2 W3 W1 W2 W3

Linear
20 3550 122 4402 0 0 0
50 2741 4587 2508 0 0 0
100 2669 3705 1885 0 0 0

Ridge
20 468 764 3340 0 0 0
50 1738 3272 2268 0 0 0
100 1571 3705 1792 0 0 0

Neural Net
20 1100 1220 3774 0 0 0
50 3534 3877 2893 0 0 0
100 3073 3471 1948 0 0 0

Table 4 Explanation: Given a mode, the amount of data it was trained on and where
the data came from (Rower Weights 1 = W1, Rower Weights 2 = W2, Rower Weights 3 =
W3), there is a value for where the truly fastest boat was ranked, where 1 indicates that
it was ranked first. The other metric present is the amount of boats that were in the true
eight fastest that got predicted in the top 10, with a maximum of 8 and minimum of 0 if
none of the truly 8 fastest boats were predicted within the top 10 by the model. This data
specifically has additional variation in boat speed due to the wind. All 4900 different boat
combinations which were checked to create this data.

6.3.4 Interpretation of Synthetic Data Results With Variable Wind and Athlete

Performance

It seems that introduction of wind made predictions using the model borderline mean-

ingless. As seen in table 4 none of the models were able to rank the fastest lineup highly, or

any of the eight fastest lineups in the top ten. The consequence of this is that these models

would not be able to produce a selection of one of the fastest crews. This is considered a

clear failure in selection since the selected lineup cannot be said to be one of the best. This is

particularly problematic since variable winds are to be expected while rowing and therefore

the failure to be able to train on data from different wind values means that the sizes of

potential training sets will have to be limited to only those in consistent conditions.
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The ridge regression performing best can likely be attributed to its ability to not over fit

the data compared to the linear model. In this set of data the ridge model optimised for an

α of 100 a majority of the time. In those values where it performed the worst, the validation

data led it to select an α of 0. As such a better performance may come from hard coding an

α value if one knows that the wind in their dataset is particularly variable. This would then

explain why the linear model performs so poorly, which is largely because it has no method

to stop the over fitting to the noise the wind introduced, preventing it from getting a more

generalised model that fits the true boat speeds.

Perhaps the performances are worse than they otherwise would have been because the

distribution of wind included too many strong winds. This might be true but different loca-

tions also have different distributions of wind, therefore it is possible that a distribution like

this may be generated and would be unrepresentative to simply create a distribution with

less wind in order to improve performances.

The poor performance of the models is interesting in the context of wind also making

seat races particularly difficult to select from and introducing bias. 37 It seems to be the

case that wind simply makes selection quite difficult, irrespective of what method is used

as it can dominate the nuanced differences in athlete standards. This seems to be because

the standard of athletes are not enormously different, and therefore some reasonably strong

effect like the wind can have more of an impact that the difference between athletes.

6.4 Running Model on Real Data

All three models were run on real selection data from HUBC selection camp. The models

performed better than they did on the synthetic wind dataset but not as good on the synthetic

37It may be considered in the future to training the data with the inclusion of a wind value to try to
correct for this although time and data did not permit for such a construction to be included within this
paper.
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dataset with only athlete variance. While no selection would be able to be made from this

data, it shows significant promise for future research.

6.4.1 Real Data Description

The data used in this section is from the Harvard University Boat Club selection camp

in Florida during March 2024. The data is not published for privacy reasons.

During the camp races were done over 1500m in coxed fours (4 rowers and one coxswain)

in various lineups. The lineups did tend to be in groups, for example two mostly varsity

fours, two second varsity fours and so on. All of the pieces were done at race pace in a

tailwind or flat conditions.38

There were 63 pieces in total which was split into 45 pieces for training, 6 for validation

and then a final 12 for testing.39 In the sessions there with 30 athletes, 17 stroke side and

13 bow side, varying from national team level athletes to collegiate level athletes.

The model will only be trying to predict coxed four speeds due to the data

provided, although it should have similar tendencies to predicting eights.

6.4.2 Model Results

Two metrics were used to measure the performance of the models. Firstly, the MSE de-

rived from the testing set. Secondly the ranking of the known fastest coxed four (generated

from the four athletes that were ranked at the top by the end of camp). As seen in 5 none

of the rankings of the fastest boat were close enough such that it would be able to be tested

38The wind and water temperature did vary between races and between days although the exact values
were unable to be recorded.

39This followed a rough 70-10-20 split of the total data percentage wise.
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(within the top 10 fastest predictions). That being said, all of the models did recognise to

some extent that the fastest lineup would be faster than a majority of other boats, and in

the case of the linear model ranked it within its 95th percentile.

The MSE of the linear and neural network were approximately the same, both having

some accurate predictions and some questionable predictions which increased the MSE. In-

terestingly it was the linear model which performed best this time by a factor of ten.

Table 5: Table of Model Performance on Real Data

Model Type MSE on Testing Set
Model Ranking of Fastest Boat
(Out of 10608 Combinations)

Linear 1.4879e-4 497
Ridge (alpha = 0.1) 1.6551e-3 1152
Neural Network 1.74089e-3 1894

Table 5 Explanation: This table shows the MSE or the models when trained on real
data. It also includes the ranking of what is considered the fastest boat of four athletes
on camp. Not every combination was tested but there is a large amount of confidence
that this ‘fastest’ four is most likely the fastest lineup, if not at least one of the fastest lineups.

6.4.3 Discussion of Model Results

The models performed reasonably, but not good enough to use for proper selection. All

of the models predicted the known fastest boat outside of the top ten boats by a reason-

able margin. As such the fastest lineup would never be selected in practice. That being

said the performances across the board were better than when synthetic wind was intro-

duced. This might be because all of the pieces were done with the wind if it was blowing,

resulting in only flat conditions or tailwinds. This may result in a reduction of the possi-

ble variance of boat speeds in training and testing which would improve overall performance.
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It is important to mention that the testing data also had noise within it since it was also

done in variable conditions and not based off some true speed known of all of the crews. It is

a possibility that the models predicted better than indicated and did derive some underlying

true speed of the boats that was not represented in the testing data due to the variance

from the wind. Therefore it is possible that the models actually performed better than is

indicated and only got worse MSE because of the noise in the testing data.40

Differences in performance to training data may also be because of the reduced size of

the boats from eight rowers to four. This means that more of the speed of the boat can

be attributed to those rowers in the four person boat than in the eight person. This might

suggest that training on smaller boats allows for more accurate models since each training

value gives more information about each athlete in the boat.

While the results were not ideal, they were promising. This testing was done with a

dataset of 30 rowers, almost twice the 16 rowers included in the synthetic data. Further-

more, the lineups often had duplicates or included the same athletes rowing together which

limits the amount of information that the model could learn. Given all of these restrictions

the models performed quite well in spite of them, producing results that at least indicated

that the models knew the fastest boat was good to some extent. Therefore, if the training

data was increased given the increased number of variables from more rowers, it is possible

that the performance of the models would likewise improve.41

Regarding the three models themselves, the linear model performed the best out of all

of the models, even with some wind. This might be because the real data introduced extra

40It is also possible they performed worse if they over fit to some noise in the data and that noise just so
happened to appear in the testing subset. The total amount of data is too small to be able to make any
strong claims about this.

41This is because at the moment the real data and models have proportionally more rowers (variables)
compared to the synthetic models which means there are less appearances of each rower.
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complexity, that while useful to fit to, is difficult to do so and a simpler model like the linear

one performed better by keeping its predictions simple. Comparatively, the ridge model had

its worst performance relative to the other models. This could be because it chose the wrong

α value resulting in a sub-optimal fitting. This seems reasonably likely since the validation

data was noisy as well. Perhaps a higher percentage of the overall data should be put aside

for validation. Finally, the neural network model performed better on this dataset than

on the original synthetic data with no wind. Perhaps there are some hidden interactions

between rowers that the deep learning is able to pickup on that other models cannot, for

example, some rowers might work better together. Although this may not have allow the

model to outperform the others, it might be enough to put it on par in the vastly more

complex setting of real rowing data.

6.5 Consequences for Selection

Overall, these models are not yet accurate enough to use for selection. They struggle

to consistently get the fastest lineups into the top and therefore should not be relied on for

selection. That being said, it is possible that they could be used to help coaches identify

which athletes are good or potentially deserve a shot since the models did seem to have some

reasonable idea of speed.

It is unclear which model is the best overall. On the synthetic data, the ridge model

tended to perform the best, although at times it would optimise for the wrong α value and

perform significantly worse. The synthetic wind dataset suggest that the linear model is not

better than either of the other two, however it performs best on the real world data. The

neural network tended to not perform the best in any of the settings, but as wind was intro-

duced it performed comparably to the other models. It is likely that there is more potential

to unlock by improve the neural network model since there are many possibilities to change

its fundamental structure to achieve improvement. Only further research can answer which
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model is best but for the moment it is likely best to train all three and use testing to decide

which one if any to predictions from.

It may be possible to improve performances such that these models could be relied on

for selection. A simple way to do this would be to collect data from pieces or a section of

water that is protected from the wind or only on sessions where there is a consistent wind.

This would allow for data to be collected without externalities, hopefully creating a result

closer to the first set of synthetic data in which the best accuracies were achieved. This

does assume that the first set of synthetic data is a fair approximation of the rowing speed.

While one cannot be certain the logic seems reasonable and more importantly, the models

designed for that type of synthetic data do perform well on real data, therefore would likely

perform better on real data with less noise. They may not reach the same performance level

they had on the synthetic data without wind but they would likely improve, potentially to

the level where they could be relied on for selection.

There is also an open question regarding the optimal amount of training data. Within

the synthetic data with wind, models tended to initially perform the best at predicting the

best boats rank with less data (table 4) and a times even had better MSE with less training

data (figure 7). Further training would need to be done with real data sets with wind and

different training sizes but it seems that if datasets grow too large then perhaps the models

struggle to fit to the wide variety of noise that occurs throughout the set compared to a

smaller one in which a dataset may get lucky and have fewer total outliers. 42

There is also the possibility that the problem of the wind may be addressed. It is known

that national teams have non-public equations to adjust for wind and water temperature.

The accuracy of such equations is unknown but if they were accurate enough, it is possible

42Unfortunately the real data training set was not large enough to break down into subsets to test these
theories.
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that they could be used to adjust for the effect of the wind before training the model. This

would hypothetically return the model to its stronger standards observed in the synthetic

data without wind. This may not happen though if the underlying construction of boat

speed in the synthetic data is inaccurate, although given the strong performance on the real

data, it is likely that an improvement would still be observed.

Finally, there is also the possibility to change how boats are represented in the input

to models. Finding a way to represent the seating order of athletes in the boat without

increasing parameters drastically and also keeping a relation between the athlete, no matter

where they sit could introduce missing factors in the current models. Often it is easier to

row behind someone who rows smoothly so alternative input representations which capture

this and similar factors may cause significant predictive improvements. This should be a

main focus of further research.
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7 Conclusion

At the end of this thesis there are two key takeaways. Firstly, that seat racing is highly

susceptible to variable conditions and is not an effective method of selection under them.

Secondly, while alternative methods of selection using machine learning were promising, they

ultimately were not accurate enough to be confident they would perform better than seat

racing. It seems that variable winds remove the accuracy of any selection method that tries

to compare the observed speed or time of boats.

It was observed that under variable wind conditions athletes who were in the faster boat

in the slower conditions, before swapping boats, were unfairly advantaged in the seat racing

process. This advantage was independent of which athlete was better and as such likely re-

sulted in the incorrect outcome of many seat races. This was identified by using Mosteller’s

model to derive the probability that the athlete in the advantageous conditions had to win

their seat race. This phenomenon was then confirmed by formalising the observed impact

of carrying wind on margin difference from two crews racing in different conditions. Both of

these suggested that some significant advantage is generated from being in the faster boat

in the slower conditions. At best this data suggests that approximately 86% of the variable

condition seat races observed resulted in the correct athlete winning, although it was more

likely that only approximately 59% resulted in the correct outcome.43 A similar problem

was potentially identified for second order seat races even when the wind is constant with a

seat race but may vary between them. This raised significant concerns about the validity of

seat racing.

The consequence of this is that seat racing cannot be trusted to select when wind varies

between races. Wind has likely caused significant amounts of incorrect seat race outcomes

43Similar effects may exist for other factors like water temperature although that is outside of the scope
of this paper.
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over the years, resulting in incorrect lineups. From a competition perspective this means it

is quite likely that the best possible crews have not truly been racing and teams that should

have won if selection was perfect, did not. From an individual perspective, athletes who

deserve the recognition for their hard work missed out on it arbitrarily because of a factor

they could not control. An important factor of sport is to recognise the hard work of athletes

and to find out who is the best. Seat racing in variable conditions has unequivocally failed

to provide this.

Given these concerns, alternative methods of selection using machine learning were con-

sidered. When trained on synthetic data without wind the models had strong performances

that could be trusted to select a crew, however when wind was introduced to the synthetic

data, the performances of the models quickly degraded. On the synthetic data the ridge re-

gression model overall had the best performances, although it was inconsistent at time when

determining its α value to stop limit fitting. Despite this, when tested on real data with

wind the linear model performed the best, perhaps because its simplification of the problem

allowed it to deal with the minimal training data. Ultimately the amount of real training

data to test the models on was too limited to draw strong conclusions but the models did

identify that key boats were fast, indicating a capacity to learn which athletes are best.

The potential benefit for machine learning models to allow the entire selection of a team,

rather than only comparisons between two athletes that seat racing provides, it incredibly

attractive. As such further time and research should be placed into finding the true limits

of these models.

This work makes it clear that to have fair and accurate selection, the non-human factors,

like wind, need to be minimised or accounted for in one way or another. As such, future

research should focus on effective methods of approximating the impact of these factors by

generating equations to accurately adjust boat speed from a given set of conditions back to a
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baseline set of conditions. This would allow for seat races to potentially become consistent in

variable conditions or for training data of the machine learning models become significantly

more accurate. If this is achievable then truly accurate selection can be derived and likely

the machine learning models will be the better selection method since they can provide more

information about the performances of entire crews rather than just selection information

on two athletes relative to one another at a time.
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Appendices

A Trivial Seat Racing

Consider the case where one athlete who whichever boat they are in is the faster boat

during a seat race (both their original boat and then the boat they swap into). Intuitively

this is a trivial seat race since making either boat faster should make an athlete win. To

confirm this triviality consider the following logic. Without loss of generality make the faster

boat, boat 1 so we can consider the margin of boat 1 to boat two to be m > 0 such that

boat 1 finishes m seconds before boat 2. If this athlete swaps to boat 2 and then boat 2 wins

the second race this implies that the amount of seconds that boat 1 is faster than boat 2 is

negative as boat 2 is faster so m′ < 0. Therefore we get m−m′ > 0 always which is always

true. This is to say that from the perspective of these seat races, it is trivial that the athlete

won. This does not mean that the wind had no effect on the margin or outcome of this seat

race but there are too few data points to draw a conclusion and logic would suggest that the

same athlete who won, would also win in regular conditions since finish orders of boats tend

to remain constant between wind conditions.
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B Seat Race Results

Table 6: Seat Race Results with Boat Splits and Margins (as seconds/500)

Race Count Date Boat 1 Split 1 Boat 2 Split 1 Boat 1 Split 2 Boat 2 Split 2 Wind Margin
(Seconds/500)

1 4/11 92.5 91 95.7 95.9 1.7
2 4/11 97.2 95.6 92.5 91 0.1
3 4/11 87.7 90.4 93.4 97.2 1.1
4 4/4 88.9 90 92.7 95.9 2.1
5 4/4 95.9 95.6 91.7 91.7 0.3
6 3/17 92.1 92.57 97.37 96.53 1.31
7 3/28 101.8 103.9 108.4 110.6 0.1
8 3/23 93.4 96.5 88.9 89.9 2.1
9 3/23 89.7 88.8 94.5 93.1 0.5
10 10/17 107.9 107.5 115.7 112.6 2.7
11 9/16 99.8 98.8 106.8 103.7 2.1
12 9/16 96.3 95.9 93.2 91.7 1.1
13 9/16 93.2 91.7 98.4 95.4 1.5

Table 6 Explanation: This table presents the results of the races along with the boat split times
and wind margin. Boat 1 and Boat 2 refer to the two boats involved in the race. The wind margin
indicates the difference in performance between the winning and losing boats, measured in seconds
per 500 meters.

80


