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Abstract

Many aspects of human reading behavior remain unexplained. A human’s ability to

recontextualize their understanding of a sentence is a particularly difficult phenomena

to explain due to the large variety of linguistic and motor factors that affect how and

when a human recontextualizes. We propose a computational approach to investigat-

ing properties of recontextualization. First, we perform analyses of experimental eye

movement data to better understand how well linguistic, motor, and computationally-

derived metrics predict a human reader’s likelihood to regress througout a text. Finding

that metrics associated with a reader’s decreasing confidence in their understanding

of a sentence are strongly correlated with a reader’s likelihood to regress, our inves-

tigation suggests a close relationship between reader regressive eye movements and

recontextualization that is explainable in part by modern language models.

Pursuing this relationship further, we formulate, train, and test a novel bidirectional

attention language model that directly incorporates an ability to recontextualize as it

receives new input tokens. We find that this novel model performs better than GPT-2

on certain linguistic ambiguities, reflecting that the ability to maintain bidirectional

attention allows the model to recontextualize and update its understanding of the

sentence. We claim that this ability makes the model more representative of human

reading behavior.

Testing this claim, we connect our dataset analyses with our novel model by extract-

ing metrics from our bidirectional model and finding that they are indeed predictive

of human regressive eye movements. This finding suggests that bidirectional attention

might provide the model with a human-like ability to recontextualize while dynam-

ically engaging with a text. We hope that this thesis will provide a foundation for

future research into the use of computational language models for understanding and

modelling human reading behavior.
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Introduction 1

1 Introduction

In this thesis, we investigate how and when readers recontextualize their understanding of

a sentence. Our investigation has two primary parts: an analysis of predictors of human

regressive eye movements and the creation of a computational model of incremental recon-

textualization. Finally, we combine these two parts by considering whether a metric denoting

recontextualization in our novel computational model acts as a significant predictor of human

regressive eye movements.

We define recontextualization as behaving in some manner to update one’s understanding

of the sentence. We note the general difficulty of understanding reader recontextualization

due to the close relationship between sensorimotor properties of eye movements and linguistic

properties of the text, making it difficult to pinpoint which factors are influencing whether

a reader attempts to recontextualize or not. Overcoming this difficulty, a thorough under-

standing of when and how readers recontextualize would give us much better insight into

the cognitive processes that occur while a human parses through a text. We would be able

to model a reader’s behavior quite precisely by incorporating this ability to recontextualize

directly into the behavior of the model, allowing it to regress or look back when it wants

and essentially simulate a reader. While these goals are lofty, we attempt in each part of the

thesis to move closer to both a theoretical understanding of reader recontextualizations and

a computational model of this behavior.

In the first part of the thesis, we analogize regressive eye movement from experimental

datasets to recontextualization since a main reason one might move back in a text is to

reread parts that didn’t fully make sense (Bicknell & Levy, 2011). We are thus able to

analyze whether certain predictors significantly impact the likelihood of a reader regression.

Furthermore, taking advantage of advances in language models, we can attempt to computa-

tionally model properties that might influence reader eye movement regression. A language

model predicts the next word of a sentence as it reads from left-to-right, emulating how a

human reader engages with a text. Therefore, we can use the behavior of language models as
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experimental subjects that provide insight into the computational processes that occur when

a human reads a text. In doing so, we liken the language model’s computational behavior

to a human’s cognitive behavior, allowing us to directly examine what a human might be

doing in response to a text.

In the second part of the thesis, we directly incorporate an ability to recontextualize into

a computational model, i.e. GPT-2, by manipulating the attention mechanism to allow for

updating contexts at each new seen token. We then test this bidirectional attention model’s

ability in comparison to the unmodified GPT-2 on sentences that contain linguistic ambigu-

ities, hoping to see that our novel model performs better due to its ability to recontextualize

as it sees new words. Such a model would represent a significant advance in the creation

of computational models that incorporate aspects of human behavior and would serve as an

important foundation for future models that incorporate other aspects of human reading be-

havior, bringing us closer to the possibility of computationally understanding and emulating

a human’s reading behavior.

Finally, we extract a metric of how much recontextualization is happening from our novel

model and use the framework from our analyses of eye movement datasets to find whether this

metric is predictive of reader eye movement regressions. This final investigation confirms that

our novel model is indeed capturing some aspect of how humans might be recontextualizing.
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2 Dataset Analysis

In this section, we perform a thorough analysis of eye movement datasets to determine which

sensorimotor, linguistic, and language-model-derived predictors are significantly predictive

of a reader’s likelihood to recontextualize via regressive eye movements.

2.1 Related Literature

2.1.1 Eye Movement Studies

Eye movement during reading is known to consist of rapid, simultaneous eye movements

called ”saccades” and short stops called ”fixations” (Weger & Inhoff, 2006). Thanks to

advances in eye-tracking technology, these reading phenomena have been observed and an-

alyzed in-depth for a deeper understanding of the human cognitive processes underlying

reading (Kennedy, Pynte, Murray, & Paul, 2013). A vast number of factors are influential in

how a human engages with the text due to the coupling of sensorimotor information with the

linguistic properties of the text itself (Bicknell & Levy, 2011). While a large amount of infor-

mation has been studied regarding where readers fixate throughout a text as they progress

in a forward direction, there is a general lack of theoretical understanding of where and why

readers perform regressive eye movements to previous parts of the text (a review of studies

concerning advances in eye movement knowledge can be found in (Rayner, 2009)). We term

such regressive eye movements as ”regressive saccades”, or ”regressions”, that move from a

fixation on a word farther in the text to a word earlier in the text (similarly eye movements

that move from a word earlier in the text to farther are ”progressive saccades”). Studies

have seen that such regressive saccades constitute between 5-10% of all saccades, reflecting

a general reader tendency to move backwards in a text (Radach & McConkie, 1998). We

will discuss multiple, somewhat conflicting theories exist for why readers might regress to an

earlier word in the next section, but we note here the general importance of understanding

what factors influence reader regressive eye movements. Given their prevalence as up to
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a tenth of all reading eye movements and our solid understanding of progressive saccades,

understanding regressive saccades presents an important step in our knowledge of human

cognition of texts. One could imagine the more efficient scenario of humans never having to

make such regressive saccades and understanding texts by simply moving forward through

them. However, as seen by their empirical prevalence, these saccades seem to be a crucial

aspect of reading. If we were to fully understand the factors that cause regressive saccades

to occur, we would have a much more complete understanding of general reader behavior,

perhaps to the extent of being able to replicate this behavior in artificial models.

2.1.2 Why Readers Regress (Bicknell and Levy, 2011)

Investigating regressive saccade behavior, the paper ”Why readers regress to previous words:

A statistical analysis” (Bicknell & Levy, 2011) sought to understand the factors that influ-

ence eye movement regressions by analyzing experimental eye movement data. The authors

developed a set of metrics based on the characteristics of the text and the reader’s eye

movements and used these metrics to predict the likelihood of a regressive saccade. Their

findings suggested that a number of factors, including the syntactic complexity of the text,

the presence of less predictable words, and the reader’s overall reading speed, all play a role

in determining the likelihood of a regression.

In this analysis, they discuss five classes of theories surrounding regressive eye movements

and which of these theories are supported or not supported by their analysis. We concisely

describe them below: a corrective theory in which regressive movements occur when the

previous saccade fixed onto the following word when supposed to refix onto the same word

(Rayner, Sereno, & Raney, 1996), an oculomotor strategy theory in which regressions are

part of a reading strategy such that they are not correlated to word frequency or predictabil-

ity (O’Regan & Lévy-Schoen, 1987; S.-N. Yang & McConkie, 2001), an incomplete lexical

processing theory in which the reader regresses due to moving away from the original word

too quickly despite its difficulty so then they regress (Vitu, McConkie, & Zola, 1998), an
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integration failure theory in which ambiguity in the sentence forces a reader to recontex-

tualize their understanding and thus regress (Frazier & Rayner, 1982), and a confidence

falling theory that combines the latter two theories in which readers experience difficult

words that reduce their confidence about their contextual understanding and thus regress

in the sentence to re-update their context prior (Bicknell & Levy, 2010). The implications

of these theories are difficult to consolidate since they are often contradictory as they either

place more weight on sensorimotor properties over linguistic properties as in the first two

theories or vice versa in the following 3 theories. In their investigations, Bicknell & Levy

only find support for the latter 3 theories in their analysis, reflecting the general idea that

the reader maintains some representation of the sentence as they progress through it and

regressive eye movements allow the reader to update this representation into one that they

confidently understand.

Given the advances of probabilistic language modelling since this paper’s publication, our

analysis of the same dataset in the context of these new language models extends this work to

metrics that can now be directly collected such as the probability of context given word (i.e.

p(c|w)) for which Bicknell & Levy only used a proxy. Additionally, given recent advances

in transformer models that can process texts bidirectionally, we are able to extract metrics

reflecting a reader’s regressions after having seen future words in the sentence (Devlin, Chang,

Lee, & Toutanova, 2018; Liu et al., 2019; Donahue, Lee, & Liang, 2020). We also extend the

analysis to more datasets of differing size and complexity to further support relationships seen

between predictors and reader regressions. Thus, in combining these various advances and

new datasets, we are able to gain a better understanding of reader eye movement regression

and how to represent such regressions computationally.

We discuss various advances in language modelling and their use in our analysis in the

following subsections on GPT-2 and Infilling Language Models.
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2.1.3 GPT-2

GPT-2 is a state-of-the-art probabilistic language model developed by OpenAI in 2019

(Radford et al., 2019). It is trained on a large dataset of human-generated text and is able

to generate human-like text with high performance for a wide variety of natural language

processing tasks, including translation, question answering, and text generation.

One of the key features of GPT-2 is its ability to generate coherent and coherently

structured text. This is achieved through the use of a transformer architecture, which allows

the model to capture long-range dependencies in the input text and generate text that is more

contextually appropriate. Given its wide-ranging performance, we utilize GPT-2 to provide

accurate probabilistic metrics for the predictability and surprisal of a word. Additionally,

the infilling language model we use in our analysis is based off of GPT-2. We will further

discuss the inner mechanisms of GPT-2 in the next chapter of the thesis when we focus on

attention mechanisms, but for now, we simply consider GPT-2 as a state-of-the-art language

model that allows us to extract important metrics for our analyses.

2.1.4 Infilling Language Models

In many recent papers, the ability of large language models to be modified such that they

can perform infilling has been explored, in which internal parts of a sentence are proba-

bilistically completed rather than simply predicting the next word as in normal language

modeling (Chang, Lee, & Yang, 2021; Donahue et al., 2020; Bavarian et al., 2022). While it

is possible to infill using models that use bidirectional attention and context such as BERT

and SpanBERT, these models are only able to infill fixed-lengths (Devlin et al., 2018; Joshi

et al., 2020). We are concerned with infilling via language modelling that is able to gen-

erate variable-length spans, for which we discuss a couple of models below. For example,

researchers have formulated XLNet which is able to hold bidirectional contexts in a language

model by factorizing over all permutations of contexts in its likelihood calculations (Z. Yang

et al., 2019). Building off of this, work has been done to create variable-length infillers via
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XLNet such that the model can fill in an empty part of the sentence of variable length, or

in the authors’ case an empty part of a piano music score (Chang et al., 2021). Following a

similar model to work done on XLNet, Donahue et al. describe the infilling task as predicting

missing spans y given a context with missing spans of variable length and then trains GPT-2

on an expanded corpus of artificially-created infilling examples. As such, they are able to

infill with high performance on quantitative metrics of infilling and language modeling and

on human evaluation (Donahue et al., 2020). Finally, OpenAI themselves have done much

recent work on infilling language models and have recently introduced the feature to the

state-of-the-art GPT-3, which is unfortunately not open-sourced, meaning we are unable to

use it directly (Bavarian et al., 2022).

We use the Infilling by Language Modelling (ILM) model from (Donahue et al., 2020) in

our analysis to provide the probability of context given word p(c|w) and also to provide a

general discussion of the predictive power of unidirectional context (experienced on a reader’s

initial pass through a sentence) and bidirectional context (experienced after the reader has

seen some of the following words of the sentence). Since we utilize this model so heavily, we

explain it more precisely and provide an example of its behavior below.

As stated above, the ILM model makes use of a specialized training formulation combined

with the original GPT-2 model architecture. Rather than predicting the entirety of an infill

all at once, the ILM model iteratively generates the infill from left-to-right, filling in the

most likely word that would fit into a certain designated ”blank” area before considering

the next word to infill. Since this task is rather analogous to what a language model does

in its normal functioning when it predicts the next word from preceding context, the ILM

is trained without modifying GPT-2’s architecture but rather by training on a structured

corpus of examples. The corpus is formed by randomly masking out parts of sentences,

replacing these masked out spans with [blank]s, and concatening the original masked out

words together as the training target with accompanying [answer] tokens to denote them

as the target span. This transforms a simple sentence such as ”She ate leftover pasta for
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lunch.” into the example ”She ate [blank] for [blank]. [sep] leftover pasta [answer] lunch

[answer]” where [sep] demarcates the end of the sentence and the start of the infilling target.

As such, the model predicts the words replaced by blanks, ”leftover pasta” and ”lunch”, by

taking in the sentence with [blank]s as the preceding context, i.e. when predicting ”leftover

pasta”, the model can see ”She ate [blank] for [blank]. [sep]” as the preceding context. This

training methodology allows the ILM to appropriately learn how to generate coherent spans

for any number of blanks within a sentence. The model additionally specifies different kinds

of ”blank” tokens that can be infilled: a single word, an n-gram, an entire sentence, or

an entire paragraph. We only use the model’s ability to infill single words and n-grams in

our analysis as these types of infills give the most coherent predictions since they predict a

shorter number of words.

2.1.5 Datasets

We will analyze the following four datasets that contain eye movement fixation data:

• The Dundee Corpus is a dataset of eye-tracking data collected during reading experi-

ments conducted in English and French. The corpus consists of human eye movement

data from 10 participants across 20 text files made up of a total of 51,500 words

(Kennedy et al., 2013). We concern ourselves with the English-only corpus since all of

our language models operate on English only. We note that this is the dataset used

in (Bicknell & Levy, 2011), so we began our own analysis of the Dundee dataset by

first replicating Bicknell and Levy’s results (which we were able to do successfully) and

then adding additional metrics of interest.

• The Provo Corpus is a dataset of eye-tracking data collected via reading experiments

in English on 84 participants. The corpus consists of a total of 2,689 words with each

participant reading a variety of passages of roughly 50 words long (Luke & Christianson,

2018). We note that while the number of words is much smaller than that in the Dundee
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Corpus, the Provo dataset provides us with data from a more representative, larger

sample of participants.

• The Ghent Eye-tracking Corpus, a.k.a GECO Corpus, is a dataset of both monolingual

and bilingual English speaker’s experimental eye-tracking data (Cop, Dirix, Drieghe,

& Duyck, 2017). The data was collected on monolingual English and bilingual Dutch-

English speakers as each of the 33 participants read through a novel, The Mysterious

Affair at Styles by Agatha Christie, of roughly 5000 sentences. The bilingual speakers

read half of the novel in Dutch and half in English, so we only consider the English

part of this data for our analysis. The GECO corpus provides us with eye-tracking

data over a longer-form text, i.e. a novel, and also allows us to consider differences

between monolingual and bilingual speakers in our analysis.

• The most recently created dataset, the CELER Corpus, a.k.a Corpus of Eye Movements

in L1 and L2 English Reading, consists of eye-tracking data of over 320,000 words from

a total of 365 participants, of which 69 are native English speakers and the remaining

296 are L2 English learners, i.e. non-native English speakers (Berzak et al., 2022). Each

participant reads a total of 156 sentences from the WallStreetJournal. CELER is by

far our largest dataset of eye-tracking data, so it will allow us to see relationships that

are otherwise not as significant in the smaller corpora. Since it contains a variety of

L2 participants, we will also be able to analyze differences between native and specific

groups of non-native English speakers (e.g. native Chinese, Japanese, etc.) in our

analysis of reader regressions.

2.2 Methodology

We consider the Dundee, Provo, GECO, and CELER eyetracking datasets for an analysis

of between-word regressions. Each dataset contains event-order data in which each row

corresponds to an individual fixation on a word in the order of the reader’s fixations as they
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read through the corpus. First, we modify our data from fixation data to saccade data by

having each row contain information about both the fixation at the beginning of the saccade

(word n− 1) and the fixation at the end of the saccade (word n). This process doubles the

number of columns since we now have information about word n−1 and word n in the same

row, such as length (N-1) and length (N) corresponding to the word lengths of the two words

that the saccade moves between. Our aim is to predict between-word regressive saccades by

using features of word n and n−1 of a sentence (a regressive saccade would occur from word

n backwards and a progressive saccade from word n forwards), including both reading-based

properties and language model metrics. We begin with filtering

2.2.1 Preprocessing

In order to filter the dataset of saccades into a more controlled dataset, we closely follow

the procedure in (Bicknell & Levy, 2011) done on the Dundee corpus, which enables us

to analyze predictors of regressive saccades via linear mixed-effects regressions. A general

assumption made throughout this process is to only consider regressive saccades to be from

the nth word to the n − 1th word rather than a longer eye movement regression to a more

previous word that would allow other words to come in between the word fixated at the start

of the saccade and the word fixated at the end of the saccade. This allows for a significantly

less noisy dataset in experimentation since if we were to allow intermediary words, this would

add many additional factors of the types and properties of the mediating words which make

our analysis less robust and less applicable to our variety of corpora containing sentences

of different lengths and complexity. Under this assumption of single-word regressions, we

undertake the general procedure described below:

1. We filter saccades to those whose previous saccade started on word n−1. This reflects

that we aren’t considering saccades in which the n− 1th word is skipped which would

obviously result in more regressions. We are more interested in what causes regressions

when the previous word is actually read since these regressions depend more on the
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properties of the words themselves.

2. We filter out saccades regressing further than the n − 1th word for robustness as

discussed above.

3. We filter out saccades that have the previous fixation or the fixation following the

saccade to not be the first or last word in a line and to not be a ”Blink” or ”Off-Screen”

event. This allows us to remove effects of the experimental setup of the corpora’s

experiments with its arbitrary line divisions that might cause reader word regressions.

4. We filter out saccades in which the n − 1th word or nth word are a ”Blink” or ”Off-

Screen” event, non-alphabetic, the first or last words in a line, or contain punctuation.

This filtration gives our metrics more accuracy as predictors since these characteristics

of a saccade significantly change a reader or language model’s behavior without relating

to the word properties themselves.

5. We filter out saccades in which words beyond the nth word have been fixated before or

if the n− 1th or nth words have been fixated before the previous saccade. This filter

allows us to deal with first-pass reading rather than considering saccades in which the

reader already has information about the post-nth word context. Since our language

models are auto-regressive and unidirectional rather than bidirectional, they, similarly

to a first-pass reader, don’t have information about the post-nth word context when

predicting the next-word probability distribution. Thus, this filter allows for consis-

tency between language model behavior and the reader.

In a small section below, we also consider the differences between first-pass saccades

and second-or-higher-pass saccades, but find that the higher-order saccade dataset is

significantly smaller and reveals both less significant predictors and only marginally

different results from first-pass saccades.

Following this filtration of our dataset of saccades, we are left with 59,874 saccades for
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the Dundee dataset, 39,595 saccades for the Provo dataset, 76,183 saccades for the GECO

dataset, and 199,232 saccades for the CELER dataset. We then create a binary classification

on these saccades of whether they are regressive from an nth to the n− 1th word (which we

denote as 1 in our classification problem) or non-regressive such that they might stay on the

same word or are progressive (which we denote as 0 in our classification problem). We thus

get out of 59,874 saccades a total of 2,433 regressions of this kind for the Dundee dataset,

2,459 regressions out of 39,595 from Provo, 4,630 from 76,183 from GECO, and 20,474 from

199,232 from CELER. For Dundee, between-word regressions to the n−1th word are roughly

4% of the remaining dataset, 6% for Provo and GECO, and 10% for CELER. This increase

in the proportion of regressions makes sense for GECO and CELER as they include large

amounts of their data that deal with L2 English speakers, whom we might expect to regress

more within a sentence to fully comprehend English syntax and semantics. Following this

preprocessing, we have our general classification task of between-word regressions, which we

will attempt to explain using both fixation properties (e.g. fixation duration, word length,

etc.) and language model metrics (e.g. predictability, surprisal, etc.) as predictors.

2.2.2 Metrics from Language Models

GPT-2 Metrics Using a pre-trained GPT-2 model from Hugging Face (Radford et al.,

2019), we gather simple predictability and surprisal metrics for each word in each of our

datasets. We are able to calculate predictability by calculating the logits (prediction scores

for each vocab token in GPT-2, i.e. probabilities for each of the 50,257 vocab tokens) for each

token of each sentence, taking the log softmax of these logits to normalize the probabilites

into a distribution, taking probability for the appropriate token in the sentence from this

probability distribution, and finally mapping these token probabilities to words in the original

sentence. This probability is our predictability p(w|c), where w is the word being predicted

and c is the unidirectional context consisting of the words in the sentence prior to the word

w. As such, we have w = wn and c = w1, w2, ..., wn−2, wn−1. We find surprisals in a similar
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method by taking the negative logarithm of the predictability of the word: − log2(p(w|c)).

The higher predictability a word has, the more likely it is that the language model expects

that word to be next conditioned on the previous words. Analogously, the higher surprisal a

word has, the more ”surprised” the language model was by its appearance in the sentence. As

simple transformations of each other, we only really need to consider either predictability or

surprisal as predictors since they are highly correlated. We opt to primarily use predictability

p(w|c) in our regressions to match the discussion in (Bicknell & Levy, 2011), noting that

surprisal would simply be significant in the other direction of predictability as the negative

logarithm.

Word Frequency We use a unigram SentencePiece model to give us the frequencies of

each word from each dataset. This model calculates normalized frequencies for each word

based on its pretrained vocabulary across its training corpora. We label this metric as p(w)

with the obvious interpretation that words with higher frequencies are more likely to occur

than words with lower frequencies.

Infilling Language Model Metrics From our Infilling Language Model (Donahue et al.,

2020), we gather metrics concerning potential infills of the context of a sentence given the

current word in the corpus, which we label generally as p(Context|Word) or p(c|w) where

w = wn and c ⊂ w1, w2, ..., wn−2, wn−1. We note as discussed prior that this probability

might have some relationship to the probability of a between-word regression since p(c|w)

represents the likelihood of the context as a proxy for the reader/language model’s confidence

in their understanding of the sentence thus far after reading the current word. We would

expect that a lower p(c|w) would reflect a higher likelihood of regression as the reader has

lower confidence in their parse and thus regresses to update their contextual understanding.

We calculate multiple varieties of this metric, which are described below:

• p(c|w) as the probability of the preceding context of a word given solely the word

itself, i.e. c = w1, w2, ..., wn−2, wn−1. This calculation is done by masking out the
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entirety of the sentence except the word and using the word-infilling functionality of

the ILM to predict infills for each of the previous words. From this, we calculate a

general probability of the context given the word by combining the probabilities of

each of these words. We find that this is obviously non-robust since as w is farther

along in the sentence, the context becomes more and more improbable as a result of

simply being longer and requiring more infills. This finding motivates the following

two calculations of p(c|w).

• p(c|w) as the probability of the preceding three-word context of a word given the word

itself and the words in the sentence farther back than three words prior to the word w,

i.e. c = wn−3, wn−2, wn−1. We calculate this first with the ngram-infilling functionality

of the ILM which provides probabilities over an n-gram by continuously generating

words until the n-gram fits the number of words given. We additionally calculate the

more robust version using the word-infilling functionality of the ILM, which we use to

predict each of the three infills and combine these probabilities.

• p(c|w) with a variable context length. We could additionally attempt to sample the

length of c or find the length of c that provides the best predictor, but we find that

our three-word context calculation does quite well as a predictor, so we omit this

investigation.

In addition to p(c|w), using the same method as we did with GPT-2, we use the ILM

to calculate a predictability p(w|c) and a bidirectional predictability p(w|bc), in which bc

refers to the bidirectional context of the word (i.e. bc = w1, w2, ..., wn−1, wn+1, ...). We note

that p(w|bc) is equivalent to masking tasks performed by other bidirectional models such

as BERT (Devlin et al., 2018). We would expect that bidirectional context allows for the

word to become more predictable and could be seen as a proxy for predictability in second-

or-higher-order-pass readings of a corpus where the reader has seen some of the post-word

context.
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Confidence Proxy In addition to directly considering p(c|w) from the ILM model, we

also consider a proxy given by a manipulation of From the ’Additional Analysis’ section

of (Bicknell & Levy, 2011), they discuss the probabilistic relationship between a change in

confidence of contextual understanding ∆c as:

∆c = log(p(c|w))− log(p(c))

This confidence measure measures the change in log-probabilities of context given word with

respect to the probability of the context itself, reflecting a measure of how much the word

influenced the probability of the context. Then they use Bayes’ rule to calculate this in

terms of log-predictability and log-frequency:

∆c = log(p(c|w))− log(p(c)) = log(
p(w|c)p(c)

p(w)
)− log(p(c))

∆c = log(p(w|c))− log(p(w))

We already have predictability and frequency from our above language model calculations,

so we can directly and easily compute this proxy for confidence rather than relying on the

predictions of an infilling model. Since this relationship captures the probability of context

given word in relation to the probability of the context itself, we use it in addition to the

p(c|w) that we calculate from the ILM model to give a more nuanced understanding of

contextual confidence.

2.2.3 Table of Predictors

From the above calculation of metrics from language models and the fixation properties

given in the various datasets, we compile a list of relevant predictors which we will use to

explain the likelihood of between-word regressions in the filtered datasets. Their names and

descriptions are found in the table below. If there is no specification in the description
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of which datasets a predictor comes from, then that predictor exists for all datasets. We

additionally note that in our regressions we take the logarithm of all predictors (hence many

of them being in bits as the logarithms of probabilities). Shown only in the graphs, each

predictor has one instance for the nth word and another for the n− 1th word, denoted with

a parenthesis after the predictor name, e.g. freq (N) and freq (N-1).

Table 1: Predictors and their Descriptions

Predictor Description

freq The frequency measure p(w) taken from SentencePiece (in bits)

pred The predictability measure p(w|c) taken from GPT-2 (in bits)

length The length of the word

predILM The predictability measure p(w|c) taken from the ILM model (in bits)

predBicontext The bidirectional context predictability measure p(w|bc) taken from
the ILM model (in bits)

confidenceGPT-2 The confidence measure log(p(w|c))− log(p(w)) from GPT-2 (in bits)

confidenceILM The confidence measure log(p(w|c)) − log(p(w)) from the ILM model
(in bits)

p(c|w)wordWhole The context given word measure p(c|w) taken from the word-infills of
the ILM model for the whole context given the nth or n− 1th word
(in bits)

p(c|w)wordSmall The context given word measure p(c|w) taken from the word-infills of
the ILM model for the three words prior to the nth or n− 1th word
(in bits)

p(c|w)n-gramSmall The context given word measure p(c|w) taken from the n-gram-infills
of the ILM model for the three words prior to the nth or n − 1th
word (in bits)

fixDuration The duration of the fixation on the word

surprisalGPT-2 The negative log of the predictability p(w|c) from GPT-2

fixPercent The percentage of all fixations that landed on the nth or n− 1th word
in a given pass of the sentence (in bits), only in GECO

saccLength The length of the saccade that ended with a fixation on the nth or
n− 1th word, only in Dundee

wordLandingIndex The index on the word which was fixated upon, only in Dundee

Continued on next page
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Table 1 – continued from previous page

Predictor Description

nextSaccAmplitude The degree of visual angle of the saccade that began on the nth or
n− 1th word, only in Provo and CELER

nextSaccVelocity The velocity of the eye movement of the saccade that began on the
nth or n− 1th word (in degrees/ms), only in Provo and CELER

nextSaccDuration The duration of the following saccade that began on the nth or n−1th
word (in ms), only in Provo and CELER

prevSaccAmplitude The degree of visual angle of the saccade ending on the nth or n− 1th
word, only in Provo and CELER

prevSaccVelocity The velocity of eye movement of the saccade ending on the nth or
n− 1th word (in degrees/s), only in Provo and CELER

prevSaccDuration The duration of the previous saccade ending on the nth or n − 1th
word (in ms), only in Provo and CELER

2.2.4 Regression Methodology

From these predictors, we fit various linear mixed effects models with a logit link function

using the ’lme4’ package in R (Bates, Mächler, & Dai, 2011), which we access in Python via

the ’pymer4’ package. A linear mixed effects model works almost equivalently to a typical

linear regression, except it captures the presence of random effects that aren’t necessarily

desired to effect the prediction (Bates et al., 2011). In our case, we would like participant-

specific reading behavior to affect our analysis as little as possible while still explaining some

of the variation in the response variable (as we expect it might since different participants

are probably more or less likely to regress). As such, we fit models on differing subsets of

our predictors as the fixed effects and include random intercepts for each of the participants.

Thus, this model enables us to account for between-participant differences in reading behav-

ior. We also considered adding random slopes for some of our predictors but found that this

caused convergence issues.

We note that (Bicknell & Levy, 2011) use bootstrapping to estimate 95% confidence
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intervals for the regression coefficients, but we opt to use the normal-theory statistics given by

the regression summary since we found that bootstrapping only yielded marginal differences

in predictor significance estimates while the computational process took multiple orders of

magnitude longer. Given the number of different regressions we computed, bootstrapping

proved to be infeasible and superfluous for our analysis.

2.3 Results

2.3.1 General Results

We present the following plots of coefficients and their standard errors in a single page to

allow for quick comparison and interpretation of our predictors’ ability to predict between-

word regressions and their coefficient/error sizes relative to other predictors.

From the graphs seen in Figure 1, we find regarding our language model metrics that the

following significant predictors lead to a higher likelihood of between-word regressions across

all datasets: a lower pre-trained GPT-2 predictability (and corresponding high surprisal) of

the nth and n− 1th word (pred (N) and pred(N-1)).

We find that the other language model metrics are not significant across all datasets or are

simply not significant at all. Interestingly, we note that our three-word context probability

of context given word, p(c|w), on the nth and n − 1th word (p(c|w)wordSmall (N) and

p(c|w)wordSmall (N-1)) is not significant across all datasets, but when significant in GECO

and CELER, a lower p(c|w) corresponds to a higher likelihood of reader regression. We see

a similar trend in the n-gram version of the three-word context p(c|w) metric. We find that

the full-context given word metrics (p(c|w)wordWhole (N-1) and p(c|w)wordWhole (N)) are

only significant for the nth and n − 1th word for the GECO and CELER datasets, but see

that they hold the opposite relationship to the three-word-context given word metrics where

a higher p(c|w) corresponds to a higher likelihood of regression. Given the various issues

with the full-context given word metric and its inconsistency across the length of sentences as

discussed prior, we ignore these predictors. We additionally consider the ILM predictability
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Figure 1: Coefficients and Standard Errors for Dundee and Provo
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Figure 1: Coefficients and Standard Errors for GECO and CELER
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p(w|c) metric, noting that it is only slightly significant for GECO and CELER and that

its coefficients generally follow the same pattern as the GPT-2 predictability with a less

predictable nth and n−1th word corresponding to a higher likelihood of regression. Finally,

we see that frequency p(w) only has significance for the n−1th word in GECO with a higher

frequency corresponding to a higher likelihood of regression and is insignifcant across all

other datasets. We hypothesize that for GECO and CELER, we might find differences in

the valence of the frequency coefficient between L1 and L2 readers since GECO and CELER

consist of many L2 readers in addition to just L1. We will investigate this L1 vs L2 reader

hypothesis in the next section. However, we note frequency’s general lack of significance in

predicting reader regressions.

In addition to these language model metrics, we consider a variety of fixation properties

which vary in their inclusion and significance across datasets. We find that a lower word

landing index (wordLandingIndex (N)) on the nth word predicts a higher likelihood of re-

gression and that a the landing position on word n − 1 is an insignificant predictor, which

goes against the corrective theory that the reader initially fixated too low on word n− 1,

attempted to fix on the end of word n− 1 but overshot and fixated on word n, leading them

to regress to word n − 1 (or they fixated too high on word n, so attempted to fixate closer

to the beginning of word n but overshot and went back to word n− 1 as a regression). We

also find that smaller lengths of the saccade to the nth and n − 1th word (saccLength (N)

and saccLength (N-1)) lead to higher likelihoods of regression. We see also that a shorter

nth word gives a higher likelihood of regression across all datasets and a longer n − 1th

word gives a higher likelihood of regression for Dundee and GECO while the opposite is

true for CELER (possibly due to difference in L1 vs L2 speakers). A longer duration of

the fixation on the nth word corresponds to a higher likelihood of regression for Dundee

and GECO while the opposite it true for Provo and CELER. Additionally, a longer fixation

duration on the n− 1th word is positively significant for Dundee, GECO, CELER. Finally,

we consider the variety of information regarding the previous and next saccade velocities,
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angles, and durations that Provo and CELER provide, finding that none of these metrics

are significant across both Provo and CELER and that only previous saccade velocities and

durations are significant for the nth and n− 1th words for only Provo, with lower previous

saccade velocities and durations corresponding to higher likelihood of regressions.

Finally, we discuss our confidence proxy with respect to our direct p(c|w) calculations (de-

noted as either confidenceGPT-2 or confidenceILM and primarily considering confidenceGPT-

2 as ILM predictability was not very significant) by inspecting 14. We find that the ∆c proxy

actually exactly matches the directionality of effect that the direct p(c|w) calculations do

with a lower ∆c for the nth and n− 1th words corresponding to a lower likelihood of regres-

sion significantly for all datasets. Thus, we can assert that the confidence proxy actually does

quite well in capturing the relationship seen in p(c|w) between the reader’s understanding

of the context preceding the word and their likelihood to regress.

Overall, we see quite strong relationships across multiple corpora that suggest the met-

rics we calculated from language models explain between-word regressions at a statistically

significant level, reflecting these models’ general ability to replicate a reader’s behavior. We

discuss these results further in the following sections.

2.3.2 L1 vs L2 Results

In addition to the results above, we run the same regressions after splitting the GECO and

CELER datasets into L1 versus L2 English speakers and compare our predictors’ significances

between these two categories. We thus present one graph for the GECO dataset, which

compares L1 and L2 speakers, and two graphs for the CELER dataset, one comparing L1

and L2 speakers and one breaking the dataset further into specific L1 categories of English,

Arabic, Chinese, Portuguese, Japanese, and Spanish. As discussed in the description of

the CELER dataset, each of these language categories has roughly the same number of

participants, except for Arabic which has a third of the participants of the other languages

(23 for Arabic vs. ∼70 for the other languages). Thus, these categories are actually quite
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balanced and comparable with respect to regressions performed on them. We see the graphs

for the split versions of GECO and CELER in Figure 2.

From these graphs, we note that many of the same relationships hold across both L1 and

L2 speakers as in the combined dataset save for slight differences in the relative importance

of certain predictors and a couple of changes in the effects of fixation duration, word length,

and frequency. We find that while fixation duration on the n − 1th word maintains its re-

lationship from the general discussion above of longer corresponding to higher likelihood of

regression, we see opposite effects of it on the nth word between L1 and L2 readers in GECO

and CELER. In GECO, fixation duration on the nth word (fixDuration (N)) is only signifi-

cantly predictive for L2 readers with a lower duration corresponding to a lower likelihood of

regression while the opposite is true in CELER with a higher duration corresponding to a

lower likelihood of regression. We note this might be due to experimental differences, so we

find that we cannot conclude anything about this particular predictor other than that it isn’t

nearly as important for L1 readers in both datasets. We see that word length (length (N-1))

follows an interesting pattern of L2 readers having that a shorter word n− 1th word corre-

sponds to a higher likelihood of regression in CELER and is insignificant in GECO, which is

the opposite of what we saw in the other datasets, perhaps reflecting that L2 readers interact

differently with the length of word n− 1. This explains why CELER overall follows a differ-

ent trend for the coefficient of the length of word n− 1 from the other datasets. We thus see

that the general trend for word length in L1 readers is that a shorter nth word and longer

n−1th word correspond to a higher likelihood of regression. Finally, we now see significance

in the frequency relationship discussed prior with L2 readers in GECO now having that the

coefficient of frequency of the n − 1th word (freq (N-1)) is significantly higher than that of

the coefficient for L1 readers, perhaps reflecting an increased effect of word frequency for L2

readers although we see that frequency is still insignificant in CELER.

Looking at the coefficients from the many language breakdown of CELER in the third

graph of Figure 2, we notice some interesting relationships. We see that the length of the
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word n − 1 is significantly more predictive for Arabic, Spanish, and Portuguese while it is

only just barely significant for L1 English, Chinese, and Japanese readers, perhaps reflecting

that shorter words present in unfamiliar situations are harder for L2 readers to incorporate

into their existing contextual understanding, which leads to regressions. We also see in

graphs not displayed here that ∆c (confidenceGPT2) is only significant in its usual negative

relationship for word n−1 for Portuguese, Chinese, and English groups while it is significant

for all languages for word n in its typical negative relationship.

Overall, we note that there isn’t much significant difference between L1 and L2 readers

in our metrics’ predictive relationships with the likelihood of between-word regressions, save

for the couple points of nuanced discussion seen above.

2.3.3 Higher-Order Pass Reading Results

We finally consider whether we find different predictor behavior if we are considering second-

or-higher-order pass saccades in which the reader has already seen parts of the post-word

context in comparison to the first-pass reading analyses done above. We note here again

that the higher-order pass dataset is significantly smaller than that of first-pass reading, so

we are comparing regressions based on quite different numbers of observed regressions (e.g.

only a dataset of 2,351 saccades of which 103 are regressions for Dundee in comparison to

the first-pass dataset’s almost 60,000 saccades). Thus, we found in our investigation that our

regressions end up either producing the same significant predictors as in the first-pass case

or simply yield insignificant predictors due to the lack of data to regress with. We choose

not to display our results here and instead move onto a discussion of the larger trends seen

in our analyses.

2.4 Discussion

Having seen the various relationships between our predictors and the likelihood of between-

word reader regressions, we now turn back to the various theories of reader regressions
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Figure 2: Coefficients and Standard Errors for L1 vs L2 for GECO
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Figure 2: Coefficients and Standard Errors for L1 vs L2 for CELER
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Figure 2: Coefficients and Standard Errors for different L1 languages for CELER
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discussed in (Bicknell & Levy, 2011). Regarding the corrective theory that asserted that

regressions were simply incorrect refixations on word n that were supposed to fix on the end

of word n− 1. We see some support for this since we found that lower landing positions on

word n − 1 predict a higher likelihood of regression but not significantly, and that a lower

predictability of the n− 1th word (and longer length in Dundee and GECO) corresponds to

a higher likelihood of regression, which agrees with this theory’s belief that the properties

of the n − 1th word should be significant with a harder n − 1th word (lower predictability,

lower frequency, longer word) corresponding to a higher probability of regression since a

mistaken refixation on the same word is more likely in these cases. However, we find both

that frequency of the n−1th word is not significant and that many properties of the nth word

are important in our regressions as well, contradicting the predictions of this theory. Thus,

we find that this theory is somewhat supported by the foregoing analysis. Considering the

oculomotor strategy theory of regressions which asserted that perhaps readers have an

explicit strategy based on properties of their fixations that they regress based on. The many

significant non-fixation-related metrics (e.g. predictability, context given word, frequency,

confidence proxy ∆c) that we found to be significant directly refute the viability of this theory.

For the incomplete lexical processing theory which predicts that a harder n−1th word

and easier nth word leads to more regressions due to words being skimmed over or seen

to quickly, we see some support since we have that a less predictable and longer n − 1th

word and shorter nth word actually leads to a higher likelihood of regressions, but see some

contradictory evidence in a more predictable nth word corresponding to a lower lihelihood

of regression. For the integration failure theory that asserts that a linguistic ambiguity

occurs to cause readers to regress when seeing a less predictable, less frequent nth word and

generally having a reduction in confidence from the nth word, we see that this theory holds

true generally for our analysis since we do predict that lower nth word predictability and

frequency corresponds to higher likelihoods of regression and that our confidence measures

on word n are in general negatively correlated with the likelihood of regressions.
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Finally, we consider the confidence falling theory, which was the most targeted theory

of reader regressions given our focus on measures of confidence directly via context given word

metrics and by proxy of predictability and frequency. This theory stated that regressions

occur as a result of a reader’s confidence in their understanding of the sentence’s context is

reduced when coming across unexpected words, leading to them regressing to update their

understanding. We find solid evidence for this theory in our various confidence metrics and

in the negative correlation that predictability and frequency of the nth word have on the

likelihood of regression. Our three-word context given word metrics predict across multi-

ple datasets that a lower p(c|w) on word n and lower p(c|w) on word n − 1 correlates to

higher likelihood of regression, reflecting how a decreasing confidence causes the reader to

eventually regress once they reach word n. We see this exact same relationship, except more

significant, for our confidence proxy across all datasets as well in which a lower confidence

correlates with a higher likelihood of regression. As the reader grows less and less confident

in their understanding of the sentence, then they seem to be more likely to regress and re-

contextualize. Overall, we hold quite solid support for a confidence-based theory of reader

regressions as these metrics were consistently significant across datasets.

Additionally to our metrics supporting certain theories of reader regression behavior,

we note the general significance of the many predictors from large language models and

their ability to predict reader regressions in interpretable ways that align with theoretical

understandings of reading. All of the predictors that we extracted from large language

models proved to be predictive in some dimension for predicting regressions in a sensible

manner, which reflects a decent understanding of linguistic phenomena from such models.

Our finding that metrics from state-of-the-art language models (e.g. GPT-2, ILM) are

significantly predictive of reader regressions provides evidence of impressive steps in the

progress of such models to replicate human reading behavior. However, as seen by the

more nuanced discussions that were necessary, such models remain far from being replicas

of human readers.
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In addition to the metrics discussed above, it would be very interesting to try to create

a language model that directly monitors a probability of regression. One would then be

able to compare this to regressive saccades in eye movement data and if they are especially

similar, then this would mark a huge breakthrough in modeling human reading behavior. We

attempt to create such a model by manipulating the attention mechanism present in GPT-2

to maintain bidirectional attentions to capture more ambiguity and be able to recontextualize

when coming across potential areas of reader regression, such as in ambiguous sentences. The

discussion of this novel model constitutes the next chapter of the thesis.
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3 Bidirectional Attention Model

Building off of the dataset analyses above, we attempt in this section to create a language

model that directly incorporates an ability to recontextualize via updates to attention. We

first describe the formulation and training of this model before testing it against the unmod-

ified GPT-2 to elucidate whether our model performs better on ambiguous sentences that

are known to require recontextualization to understand.

3.1 Related Literature

In our previous discussion of literature in Section 2.1, we briefly described advances in lan-

guage modelling in relation to the ability to extract new metrics for our dataset analyses.

Here, we provide an in-depth description of publications related to one particularly crucial

aspect of state-of-the-art language models: the attention mechanism. Since our novel bidi-

rectional attention model is primarily a manipulation of GPT-2’s attention mechanism, we

discuss advances in attention and how it is used in GPT-2.

3.1.1 Attention in Language Modeling

The attention mechanism was first introduced in (Bahdanau, Cho, & Bengio, 2014) for the

task of English-to-French translation using an encoder-decoder model combined with a novel

method of paying ”attention” to relevant information in the source sentence. Common to

machine translation tasks of using a large neural network to translate between languages, the

encoder-decoder model consisted of an RNN encoder that transforms the source language

sentences into a numerical form and a decoder that transforms this encoding into a sentence in

the target language. The encoder and decoder are trained together to maximize the accuracy

of their translations over a large training corpus. Rather than encoding the source language

into a fixed-length vector that must encompass the entirety of the sentence’s information,

their model uses the addition of a context vector computed by ”annotations”, which are
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calculations based on an alignment model, in the encoder that tell the decoder which parts

of the input sentence to pay more attention to at each step of the translation. Thus, the

decoder is able to access significantly more information when translating and the model as

a whole learns to align and translate at the same time.

Adapting this attention mechanism to more general sequence-to-sequence tasks (tasks

for which the input and output are sequential), the seminal paper ”Attention is All You

Need” introduced the Transformer architecture in which attention relationships took the

place of the recurrence of RNNs (which struggle in efficiency with longer sequences due to

their reliance on sequential computation that is non-parallelizable) (Vaswani et al., 2017).

Maintaining the encoder-decoder architecture, the Transformer uses multiple layers of self-

attention to keep track of the importance of each word to each other word in the input

sequence. The self-attention layers can be formulated as such: the model calculates query,

key, and value vectors based on learned transformations of the input sequence which are

used to calculate the overall context vector by taking the dot product of the query and key

vectors and using this result as the weights for the weighted sum of the value vector. We can

liken this calculation generally to the query vector representing what word is the model is

searching to understand, the key vector representing which words have information relevant

to that word, and the values vector as what the information relevant to understanding that

word is. By combining all three of these vectors across multiple self-attention layers in

the encoder and decoder and cross-attention between the encoder and decoder, the model

is able to dynamically keep track of relationships between words, generally understanding

more about the input sequence and avoiding the need for recurrence (since the model no

longer needs to process sequentially) when performing sequence-to-sequence tasks.

As a Transformer model, GPT-2 utilizes the attention mechanism described above to

maintain representations of relationships between words in its input sequence (Radford et

al., 2019). GPT-2 makes use of a self-attention layer within each of its layers that functions

as described above with a calculation on queries, keys, and values that are learned transfor-
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mations of the input sequence as well as a cross-attention layer between layers that takes

the model’s final hidden state as a query vector and transformations of each layer’s outputs

as the keys and values. The attention across different layers represents different layers of

abstraction as the input sequence is transformed at each layer. As such, attention in GPT-2

is able to represent very complex relationships in the input sequence.

3.1.2 Bidirectionality

Importantly, we denote two concepts of bidirectionality that exist in state-of-the-art models.

Bidirectional context refers to the ability to access both preceding and following context

when predicting a word rather than unidirectional context which only has access to the

preceding context. Bidirectional attention refers to the ability for attentions to proceed in

both a forward and backwards direction rather than unidirectional attention which only has

attentions proceeding in a backward direction (forward attentions are masked out). GPT-2

uses unidirectional context and unidirectional attention and BERT uses bidirectional context

and bidirectional attention (Radford et al., 2019; Devlin et al., 2018). Our model will use

unidirectional context and bidirectional attention. This enables our model to still follow the

same language model paradigm as GPT-2 of predicting the next word with only access to

the preceding context while also incorporating a more complex attention calculation that

enables the model to update its attentions as it sees new words rather than performing

the one-shot attention calculation of GPT-2’s unidirectional attention mechanism. We will

describe exactly how this bidirectional attention mechanism functions in the next section.

In the process of working on this model and writing this thesis, a very recent paper

by Meta AI (Artetxe, Du, Goyal, Zettlemoyer, & Stoyanov, 2022) from October of 2022

performed a similar investigation of bidirectionality in model training, also formulating a

bidirectional attention, unidirectional context language model (albeit with a different for-

mulation). The authors of this paper focus solely on training results for these models and

found that their bidirectional attention, unidirectional context model did not differ signif-
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icantly in training from GPT-2 with the bidirectional attention model performing slightly

better in some tasks and GPT-2 performing better in others. We will also go on to see

this lack of difference in training results, but our investigation of the two models in relation

to linguistically interesting sentences and reader regressions is wholly novel and provides

interesting additional insights that further suggest the merit of the bidirectional attention,

unidirectional context model.

3.1.3 A Psycholinguistic Approach

We choose to analyze our bidirectional attention model on psycholinguistically interesting

datasets which contain ambiguous syntax. Such an investigation follows from a vast psy-

cholinguistic literature concerning human interactions with linguistic ambiguities that force

them to recontextualize their understanding of the sentence (Frazier, 1979; Grodner, Gibson,

Argaman, & Babyonyshev, 2003; Frazier & Rayner, 1987). By considering a variety of stud-

ied ambiguities, such as the NP/Z and Main Verb ambiguities that will be discussed later

(Bever, 2013), we hope to provide interpretable comparisons between our model and original

GPT-2 that both provide insight into the utility of bidirectional attention in language mod-

elling and whether bidirectional attention is an appropriate method of representing human

cognition when reading.

In a previous publication (Eisape, Gangireddy, Levy, & Kim, 2022), we used a similar

psycholinguistic approach to investigate the ability of probes of varying complexity to learn

the ability to capture incremental syntactic structures, i.e. incomplete syntactic formations

found in the processing of autoregressive language models as the language model builds up

the syntax tree from left-to-right (GPT-2). We found that our probes (e.g. a geometric action

probe that learned a transformation from embedding space into syntactic tree distance and

depth space upon which actions of dependency parsing were based) perform quite well in

their representations of syntactic relationships. We tested them on their ability to predict

the behavior of GPT-2 on a smaller version of the same NP/Z dataset we use in the thesis



Bidirectional Attention Model 35

and found that they were able to represent this syntactic behavior as well. Overall, from

this, we found support for the existence of implicit incremental syntactic representations in

GPT-2’s behavior, which emulates how humans process a sentence as incremental parser

themselves. This investigation prompted our current interest in the bidirectional attention

model as a model that directly captures the psycholinguistically plausible architecture of

having the model update its representations of context as it reads incrementally through a

sentence. We thus hope to make a similar claim to Eisape et al. about the human-like nature

of our bidirectional attention model’s representation of the psycholinguistic phenomenon of

incremental recontextualization within its architecture.

3.2 Methodology

We formulate and train a transformer language model that utilizes bidirectional attention to

more directly capture a reader’s ability to re-contextualize their understanding of a sentence

while still existing within the auto-regressive language model paradigm of predicting the

next word having only seen previous words (unlike prominent models such as BERT that use

bidirectional context in addition to bidirectional attention (Devlin et al., 2018)). We describe

the formulation of the bidirectional attention mechanism below as well as the methodology

we use to train this model.

3.2.1 Bidirectional Attention Mechanism

The bidirectional attention mechanism incorporates only a couple modifications to differen-

tiate it from GPT-2’s typical undirectional attention mechanism discussed in the Related

Literature in Section 3.1. These various changes essentially move the location of the causal

mask of unidirectional attention from masking out all forward-looking attentions to expand-

ing the training data to have a sentence per new word seen and masking out only those

attentions that are from the post-word context. First, we modify the attention mechanism

found in the attention layer function of Huggingface’s GPT-2 by getting rid of the lower
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triangular attention mask in which only attention weights from left-to-right are maintained.

This attention layer function now mimics that of BERT that also utilizes bidirectional atten-

tion. However, since BERT trains on bidirectional context in addition to attention, we must

modify our training step to maintain the left-to-right, unidirectional context of the language

model paradigm. We do this by expanding out each sentence from consisting of all the tokens

of a sentence to individual sentences per new token encountered. Thus, for each sentence in

a batch, we expand it to a number of sentences equivalent to the sentence’s original length

in tokens and keep only the lower triangle of this matrix of size NxN where N is the length

of the sentence in tokens (e.g. ”The boy went to the farm.” becomes ”[predict] MASK”,

”The [predict] MASK”, ”The boy [predict] MASK”, etc. where [predict] indicates which

token is being predicted by the sentence). From this, we are able to maintain bidirectional

attention in only the pre-word context of a sentence and see that the forward and back-

ward looking attentions in the left-context are maintained fully, rather than masking out the

forward looking attentions as happens in the original GPT-2 when it calculates attentions

across a sentence all at once rather than looking at sentences a word at a time. A diagram of

how this new attention mechanism works in comparison to unidirectional attention is seen

in Figure 3. We see the maintenance of both forward and backward looking attentions in

the bidirectional attention model while only backward looking attentions are seen in the

unidirectional attention model. Both still perform the next-word prediction language model

task as denoted by [predict] in the bidirectional attention case and as done in one-shot on

the whole sentence in the unidirectional case.

Therefore, this movement of masking allows us to maintain bidirectional attention with-

out compromising GPT-2’s nature as an autoregressive language model. As such, this new

mechanism enables the model to update its pre-current-word attention weights as it sees new

words while also maintaining more information about the attention relationships between

the words in this pre-word context.

Additionally, since we do evaluate each sentence again for each additional token (for a
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Figure 3: A Diagram of Bidirectional Attention on a Simple Sentence

total of N evaluations per sentence where N is the number of tokens in the sentence), the

computational resources required to maintain and train this bidirectional attention mecha-

nism are generally much higher than those required for the unidirectional attention mecha-

nism. This additional computational expense correlates to the cost of reanalysis within the

brain since a human also would need to use more resources to continuously update their

understanding of the relationships between previous words when reading a new word in the

sentence. Thus, we don’t find that the additional training cost hurts the applicability of the

model to human language behavior.

We hypothesize this change in attention should lead to different results in both train-

ing and when analyzed on sentences that are particularly challenging for both GPT-2 and

humans. We discuss these investigations in the following sections.
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3.2.2 Training Methodology

We train both our bidirectional attention GPT-2 model and a typical unidirectional attention

GPT-2 model on versions of the Brown Laboratory for Linguistic Information Processing

1987-89 Corpus Release 1, which we call BLLIP-SM as containing 200,000 sentences and

5 million tokens and BLLIP-MD as containing 600,000 sentences and 14 million tokens

(Charniak, 2000; Hu, Gauthier, Qian, Wilcox, & Levy, 2020). We choose initially to train

our model on these smaller corpora to allow for a faster development cycle and to ascertain

whether bidirectional attention truly impacts GPT-2’s behavior. We train using pytorch-

lightning on state-of-the-art GPUs while keeping track of the training and validation loss

and perplexities over training epochs. If we were to see significant differences between the

original GPT-2 model and bidirectional attention version in validation perplexities, then we

planned to scale up our model to larger corpora such as wikitext-103 of over a 100 million

tokens (Merity, Xiong, Bradbury, & Socher, 2016). However, as will be seen from the results

of our training, this condition of different perplexities was not met, so we continued our

analysis with models trained on BLLIP rather than larger corpora.

To create a similar effect of scaling up our model, we trained smaller models rather than

the typical 12-layer, 12 attention head, 768 embedding dimension GPT-2, such as a 6-layer,

6 head, 384 embedding dimension version, and a 1-layer, 1 head, 256 embedding dimension

version. Training these smaller models allow us to see whether a small bidirectional attention

model trained on a small dataset has significantly different behavior than a unidirectional

attention version of the same model. If we were to train the normal-sized model on the

smaller dataset, we would struggle to understand differences between the model behaviors

since both would likely be extremely overparametrized and would overfit to the relatively

small dataset.

Since the bidirectional attention model increases the size of each batch to the number

of sentences times the number of words in each sentence rather than just the number of

sentences, we use a gradient accumulation of backpropagating gradients using the average
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over 4 batches and a smaller batch size of 2 to train the model more equivalently to the

unidirectional attention model (which does not do gradient accumulation and uses a batch

size of 8). This difference in training regime helps normalize the impact of sentences of

varying lengths impacting gradients more or less than they should since the batch size is

now proportional to the length of each sentence. We additionally use a learning rate of

0.00001 and train until early stopping based on the validation loss.

We note that the bidirectional training still takes significantly longer and uses more

computational resources than the unidirectional model’s training. This result should be

expected as the bidirectional attention model attempts to model how a reader consistently

updates their contextual understanding in their reading of a sentence as they parse through

it for the first time.

3.3 Training Results

Following the training procedure and parameters described above, we track the training and

validation loss and perplexities to ascertain whether the difference in attention mechanisms

results in a significant difference in how well the model learns on BLLIP. Plots of training

and validation loss and perplexity are seen below in Figures 4, 5, 6.

Figure 4: Training Loss for 6-layer and 1-layer Models
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Figure 5: Validation Loss for 6-layer and 1-layer Models

Figure 6: Validation Loss for 6-layer and 1-layer Models

For the training losses in 4, we can see bits of the blue unidirectional line underneath the

red bidirectional line, reflecting the very, very similar training loss path that both models

share. Similarly, for both validation loss and perplexity from Figures 5 and 6, the purple

lines indicate very minuscule differences between the two model’s losses and perplexities

since there is almost full overlap between red and blue lines. We see from these figures

that the difference between the bidirectional attention model and unidirectional model is

unsubstantial with both following the essentially same training and validation loss path and

ending at very similar validation losses and perplexities for the same number of layers. We

even see that the bidirectional attention model performs ever so slightly worse than the
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unidirectional attention model reaching a slightly higher validation loss/lower perplexity

across the different model sizes (e.g. 4.446 for the 6-layer bidirectional model vs 4.439 for

the 6-layer unidirectional model). Although this result provides solid evidence for why the

addition of bidirectional attention doesn’t particularly help GPT-2, we hypothesize that the

bidirectional attention model’s ability to maintain and update its attention relations, i.e. ”to

recontextualize”, would allow it to perform better when dealing with ambiguous semantics

and syntax in sentences despite not necessarily performing better than the unidirectional

model in its training metrics.

3.4 Analysis with linguistically interesting sentences

We compare the unidirectional attention and bidirectional attention models with special

attention to sentences that contain linguistic ambiguities. We would expect that the bidirec-

tional attention model is less surprised by the words following directly after the ambiguity

is resolved in the sentence. We will discuss multiple types of ambiguities and give examples

of them before presenting the results of the models’ performance on each.

Our general methodology of analysis is to calculate each model’s word-based surprisal

across multiple carefully curated datasets, which each correspond to a specific linguistic

ambiguity. We then plot the difference in suprisals of each model alongside a standard error

confidence interval for this difference. We generally find a reduction of significance for these

differences as we use less controlled and smaller datasets. For the NP/Z ambiguity and Main

Verb ambiguity datasets, we calculate t-tests and Wilcoxon rank-sum tests on the surprisals

of each sentence index for each model to ascertain whether there is a significant difference

in surprisal between the models on the post-ambiguity parts of the sentence. We cannot

conduct the same tests for the other ambiguities because they are much less controlled and

have a wide variety of sentence structures and lengths, making such tests unreliable. From

the graphs of surprisal difference and tests of statistical significance, we make inferences

about the bidirectional attention model’s ability to recontextualize better in sentences with
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ambiguous syntax.

3.4.1 NP/Z Ambiguity

NP/Z stands for Noun Phrase/Zero complement. This ambiguity occurs when there is a

noun phrase in the middle of the sentence that upon a reader’s initial parse can be confused

as either the direct object of the verb preceding the noun phrase or as the subject of a verb

following this noun phrase. We bold the disambiguating word in each sentence and italicize

the word following it. We see this in the example sentences below:

Ambiguous Prefix: ”Although the band left the party...”

NP continuation: ”Although the band left the party I stayed.”

Z continuation: ”Although the band left the party went on.”

We see that in the NP case that the verb ”left” in the subordinate clause beginning with

”although” takes ”party” as a direct object while the same verb ”left” takes zero complement

(i.e. has no phrase that depends on it) and ”party” is instead the subject of the main clause

of the sentence. A reader of this sentence has no method of disambiguation between the

NP and Z interpretations of the sentence and only when reading word after ”party” do

they understand that ”party” is either the direct object of ”left” or the subject of the main

clause. Such examples as above create a garden path effect in which the reader deals with

a significant amount of ambiguity before coming across a disambiguating word. Therefore,

these examples are very useful for testing how different attention mechanisms deal with

ambiguous sentence structures.

To construct a dataset of such examples, we use 24 examples from (Futrell et al., 2019)

and create 76 more. All 100 NP/Z examples in this corpus have the same head index

dependency structure (i.e. they all have the same exact syntactic relationships between

words). of [4,3,4,8,6,4,8,0] for the NP sentences and [4,3,4,7,6,7,0,7] for the Z sentences.

These head index arrays can be interpreted as the word in that specific index depending on
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the word in the value of that index with everything 1-indexed and a value of 0 corresponding

to the root of the sentence that doesn’t depend on any other word (e.g. word 1 for NP depends

on word 4 which then depends on word 8, so ”Although” depends on ”left” which depends on

the verb in the main clause ”stayed”). Maintaining this exact structure allows our dataset

to be very controlled and reduces unwanted effects of varying syntactic patterns. For each of

the 100 NP/Z examples, we have 2 sentences: an ambiguous NP sentence and an ambiguous

Z sentence. For all of these sentences, we are primarily interested in the last indexed word

and the different surprisals that our models achieve on this word that directly follows the

disambiguating word. We expect that this last word causes significantly less surprisal for the

bidirectional attention model than the unidirectional model due to bidirectional attention’s

ability to update contextual attentions. Graphs inspecting the surprisal for each index

across the two sentence types are seen in Figure 7. We additionally see p-values for the

t-test and Wilcoxon rank-sums test for the word after the surprisals of the word after the

disambiguating word in Table 2.

Ambiguity t-test p-value rank-sums p-value

NP 0.0293 0.000884

Z 0.0422 0.0295

Table 2: Table of P-values for NP/Z Ambiguity
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Figure 7: Surprisal Differences for the NP/Z ambiguity

We are primarily concerned with the significance of the difference that occurs in the last

index of the continuations, i.e. either the suprisal for ”stayed” in the NP continuation or

the surprisal for ”on” in the Z continuation. Inspecting the graphs for these indices, we

find a marked negative change in surprisal on this index for both NP and Z continuations.

A negative surprisal difference means that the unidirectional model was significantly more

surprised than the bidirectional model at these continuations, so this directly supports the

idea that the bidirectional model performs better on sentences with an NP/Z ambiguity.

To further confirm this relationship, we see from our tests of significance that for both

t-test and Wilcoxon rank-sums test that both ambiguous NP and Z continuations are signif-

icant to at least a 95% confidence level, meaning that with 95% confidence, the bidirectional

model’s surprisals on this last index are different (i.e. smaller) from the unidirectional
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model’s surprisals and the data come from two separate populations rather than potentially

being a result of sampling from one (with the unidirectional model’s suprisals coming from

a population with a significantly higher mean surprisal, reflecting a worse performance on

the ambiguity).

We note interestingly that out of the two continuations, we would expect the Z contin-

uation to be less expected than the NP continuation from experiments done with garden-

pathing sentences (Bever, 2013), but we see in our investigation that both models are more

surprised by the NP continuation and the bidirectional model also performs better in the

presence of the NP continuation than in the Z continuation (despite doing better than the

unidirectional model in both).

Overall, we find that the bidirectional model performs significantly better for both am-

biguous NP and Z continuations. This result provides insight into the bidirectional attention

model’s ability to deal with ambiguity better than the unidirectional attention model despite

their similar perplexities in training and validation. We move onto other ambiguities in the

following section that reveal much less significant difference between the two models, which

we hypothesize is due primarily to dataset size (all are significantly smaller than our NP/Z

dataset’s 100 sentences) and lack of sentence structure control (sentences of different lengths

and dependency patterns in the Additional Ambiguities section).

3.4.2 Main Verb Ambiguity

Main Verb Ambiguity occurs when the first verb in the sentence is ambiguous as to whether

it’s the main verb of the sentence or is within a relative clause that has no explicit relative

pronoun. We call the sentence when the first verb is in a relative clause ”Relative Verb”

and ”Main Verb” when it’s the main verb of the sentence. We see this in the following

example sentences in which the disambiguating word is bolded and the words following it

are italicized:

Ambiguous Prefix: ”The woman left from the room...”
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Relative Verb continuation: ”The woman left from the room moved slowly.”

Main Verb continuation: ”The woman left from the room with her friend.”

We see that a reader would likely initially interpret ”left” as the main verb of the sentence

in the prefix before having to drastically alter their understanding of the sentence when

presented with the Relative Verb continuation to make ”left” part of a relative clause with

a missing ”who” while ”moved” becomes the main verb. On the other hand, the Main

Verb continuation is the expected parse of the sentence where ”left” remains the main verb

throughout it. We hypothesize that examples of the Relative Verb type should lead to lower

surprisals for words following the dismabiguating word for the bidirectional attention model.

Thus, we are primarily concerned with the surprisals of the last word in the Relative Verb

case (e.g. ’slowly’) and the surprisals of the last two words in the Main Verb case (e.g. ’her

friend’).

As a dataset of these examples, we create 30 examples adapted from (Futrell et al., 2019)

but very significantly modified to have the same syntactic structures. As discussed before,

it is possible to construct the exact same dependency trees from these head index arrays for

all sentences ([2,7,2,3,6,4,0,7] for Relative Verb and [2,3,0,3,6,4,3,9,7] for Main Verb). We

thus present graphs inspecting the surprisal for each index across these two sentence types

seen in Figure 8 We additionally see p-values for the t-test and Wilcoxon rank-sums test of

the surprisals of the words after the disambiguating word in Table 3.

Ambiguity t-test p-value rank-sums p-value

Main Verb 0.428 0.274

Relative Verb (idx n-1) 0.621 0.802

Relative Verb (idx n) 0.067 0.114

Table 3: Table of P-values for Main Verb Ambiguity
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Figure 8: Surprisal Differences for the Main Verb ambiguity

We are primarily interested in the last word of the Relative Verb case, i.e. ”slowly” in

our example, and the last two words of the Main Verb case, i.e. ”her friend”, since these are

the words directly following the disambiguating word in each sentence. We find that there

is a marked negative change directly following the disambiguating word for both cases in

which the bidirectional attention model is less surprised than the unidirectional model, but

we find that this change doesn’t lead to statistically significant differences between the two

models.

We confirm this lack of statistical significance by running t-tests and rank-sums tests, and

we find that the surprisals from each model are indeed not able to be differentiated into two

different populations at a statistically significant level as seen in the p-values in Table 3 which

are all above 0.05. Rather, we cannot conclude anything at a high statistical confidence level

about the two model’s abilities regarding this ambiguity. Interestingly, the closest we get

to substantial statistical significance is in the last word of the Main Verb case even though

we hypothesized that the bidirectional model should do better for more ambiguity as in the

Relative Verb case rather than the less ambiguous Main Verb case. However, we still cannot
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conclude anything about these scores and hypothesize that we could attempt to achieve

statistical significance by increasing the size of our dataset and seeing whether the negative

trend seen graphically becomes more pronounced and consistent given more sentences.

We additionally create an Unambiguous version of the Relative Verb case by adding

words to directly delineate the relative clause, such as ”who” and ”which”, giving us the

following example sentence to compare with where the relative pronoun is now bolded:

Unambiguous Relative Verb: ”The woman who left from the room moved slowly.”

We then compare this unambiguous case with the ambiguous Relative Verb case by

subtracting the last word’s suprisal for the unambiguous case from the ambiguous case for

each of the models and then seeing if there exists significant differences between their suprisals

when controlled for the idiosyncrasies of the sentences. However, even for this investigation

we see a lack of statistical significance (p ≈ 0.5) in differentiating the surprisals of the two

models. We do note that the mean surprisal after subtracting the unambiguous case is higher

for the unidirectional model (0.03) than the bidirectional model (−0.014). Thus, the average

directionality of behavior aligns with our hypothesis but we would need more sentences to

see whether or not this difference is truly significant or not since we only have 30 sentences

rather than the 100 from the NP/Z case. We see similar issues in the Additional Ambiguities

section.

3.4.3 Additional Ambiguities

The previous two datasets were carefully controlled to have the same number of words and

dependency structure within each category of ambiguity. Thus, they are the best test sub-

jects for our hypothesis concerning the differences between the bidirectional attention and

unidirectional attention models regarding ambiguous sentences. We also analyze differences

between the two models on three smaller, much less controlled datasets that represent ad-

ditional ambiguities. All three of these datasets are taken directly from (Aina & Linzen,
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2021) in which they investigated language models’ general behavior and ability to correctly

generate words when presented with syntactically ambiguous sentences. In this paper, it

was seen that the original GPT-2 performed quite well at updating its generative process for

ambiguous sentences, so we note a baseline of the unidirectional attention GPT-2 already

performing well for such ambiguities and attempt to see whether the bidirectional attention

version performs even slightly better or not.

Since these datasets contain a variety of sentence lengths and syntactic structures, we

focus our analysis on surprisals from 2 words prior to the ambiguous word, which we call

the ”locus of ambiguity,” to 6 words after the locus. This allows us to directly consider the

ability of the models to update their understanding of the context immediately following

a disambiguation. Thus, the axes of the presented graphs represent the index distance

from the locus of ambiguity’s index and are from −2 to 6. We additionally do not place

much weight on direct tests of significance since the variety of sentence structures are rather

incomparable (although we note that when we performed the tests, they did not present

significant differences between the unidirectional and bidirectional models).

Noun-Verb Verb Ambiguity (NV-V) Noun-Verb Verb Ambiguity occurs when there

is a word that can function as a noun or a verb in the sentence and ends up functioning as

a verb. This ambiguous word is the ”locus of ambiguity” and the following couple of words

serve to disambiguate the sentence in the ambiguous case. The unambiguous case occurs

in various ways, such as adding a demonstrative pronoun ”this” or ”those”, a modifier such

as ”each”, or changing a whole word to specify the subject of the verb in a way that can’t

include the verb in its meaning. We see an example of this below, underlining the locus of

ambiguity and bolding the disambiguator/change in sentence:

Ambiguous: ”It is no secret that the official lies all the time.”

Unambiguous: ”It is no secret that this official lies all the time.”

Here we see that ”lies” could be either part of a compound noun with ”official” modifying
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it or a verb with ”official” as its subject. The lack of a verb immediately following ”lies”

helps disambiguate the sentence to have ”lies” as a verb in the ambiguous case (we also

bold the rest of the sentence since what truly disambiguates is a lack of a verb in the rest

of the sentence) while the presence of ”this” specifying ”official” as a noun rather than a

modifier of ”lies” causes the unambiguous case to be unambiguous. We thus have a dataset

of 32 examples of this ambiguity and plot the difference in surprisals of the bidirectional and

unidirectional models for each in Figure 9.

Figure 9: Surprisal Differences for the Noun-Verb Noun ambiguity

We are primarily concerned with the indices following 1 in the graph since 0 is the locus of

ambiguity and 1 is thus the dismabiguator, i.e. ”all” in the ambiguous case. We note that the

surprisals following index 1 are indeed negative and move gradually more negative for further

words reflecting the bidirectional model’s slightly better treatment of the ambiguity, but we

don’t see anything close to significant differences. We attribute this lack of significance to

the highly varying sentence structures and lengths across sentences that make comparisons

across them quite difficult. We find the general direction of the surprisal movement to be

promising for our hypothesis regarding the bidirectional attention model’s better ability to
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handle ambiguity.

We also perform the Ambiguous minus Unambiguous comparison as done for NP/Z and

Main Verb ambiguities and find that this provides non-significant results (p ≈ 0.8) but

that the words directly after the disambiguation (indices 2 and 3) reflect that the unidi-

rectional model is more surprised than the bidirectional when controlling for the sentence

idiosyncrasies. We don’t put too much weight on this again since there is a major lack of

significance and again look to a need for a more comparable dataset.

Noun-Verb Noun Ambiguity (NV-N) Noun-Verb Noun Ambiguity occurs in the same

situations as Noun-Verb Verb Ambiguity but the word that could be a noun or verb functions

as a noun. The unambiguous case occurs similarly to NV-V where a word is modified to

specify the locus of ambiguity as a noun. We see this below:

Ambiguous: ”It is no secret that the official lies are very transparent.”

Unambiguous: ”It is no secret that these official lies are very transparent.”

We see again that ”lies” could be part of a compound noun with ”official” modifying

it or a verb with ”official” as its subject. We see that the verb ”are” after ”lies” fully

disambiguates the sentence in favor of ”lies” as a noun in the ambiguous case, while in

the unambiguous case, the change from ”the” to ”these” disambiguates the sentence since

”official” can no longer be a noun modified by ”these” due to agreement issues. We have a

dataset of 32 of these examples and create the same plot of surprisal differences in Figure

10.
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Figure 10: Surprisal Differences for the Noun-Verb Verb ambiguity

We again are concerned with the surprisals of the indices after index 1, for which we

find that there is a marked negative movement right after disambiguation (indices 2 and

3) where the bidirectional model is less surprised than the unidirectional model, but we see

again a complete lack of significance in our uncontrolled, small dataset. We again perform the

ambiguous minus unambiguous comparison, which we find again to not provide significant

outcomes. However, in this ambiguity, we note that the unidirectional model is actually lower

in mean surprisal for the words following the disambiguation than the bidirectional model

but note very little significance in this (p ≈ 0.9). We see some hope for the bidirectional

model’s treatment of this ambiguity, but still require more sentences and more structured

dataset to find consistent, significant differences.

NP/S Ambiguity The NP/S Ambiguity occurs when a noun phrase is confused either for

a direct object of the main clause or subject of a subordinate clause. The locus of ambiguity

is the noun in this noun phrase that could be subject or object and the disambiguation occurs

right after this noun. The unambiguous case occurs when ”that” is added prior to the noun
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phrase to mark it as the subject of a subordinate clause rather than a direct object. We see

this in the following example where the locus is underlined and the disambiguator/”that” is

bolded:

Ambiguous: ”The traveler heard the clock had woken everybody up in the youth hostel.”

Unambiguous: ”The traveler heard that the clock had woken everybody up in the youth

hostel.”

We see that ”clock” could either be what ”the traveler heard” as a direct object or what

”had woken everybody up” as a subject in the subordinate clause. The presence of ”had”

in the ambiguous case serves to disambiguate the sentence in favor of ”clock” as a subject”,

while, in the unambiguous case, the insertion of ”that” delineates directly the two clauses.

We use a dataset of 20 of these examples and plot the surprisal differences in Figure 11.

Figure 11: Surprisal Differences for the Noun-Verb Verb ambiguity

Looking at the surprisals following the disambiguator at index 1, we see an interesting

movement upward in index 2 before a negative surprisal difference in the remaining indices.

In addition to this mixed response to disambiguation and the general lack of significance in
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any of these surprisal differences, we cannot conclude anything about this ambiguity. We also

do perform the Ambiguous minus Unambiguous test here and find as in the NV-N ambiguity

that the mean surprisal for bidirectional is actually higher than that of the unidirectional,

but again not a lack of significance (p ≈ 0.4). We see a necessity for more data to be able

to make stronger claims as our NP/S only has 20 sentences of quite varying lengths and

structures.

3.5 Discussion

From the bidirectional attention model’s statistically significant better performance than the

unidirectional model in our largest and most controlled NP/Z Ambiguity dataset and the

general directionality of surprisals in the other ambiguities, we find that although we require

more controlled data that we are able to find some support for the hypothesis that the bidi-

rectional attention model is better at handling certain ambiguities than the unidirectional

attention model. This result has significant implications for the use of bidirectional attention

mechanisms within language modelling in which despite its autoregressive nature, the abil-

ity to maintain forward in addition to backward attention scores within the unidirectional

context of a word perhaps allows for a better encapsulation of the ability to recontextualize

and handle ambiguities.

We additionally considered training a version of GPT-2 in which we would have a latent

variable that represents the model’s decision to use bidirectional or unidirectional atten-

tion scores. In this semi-bidirectional attention model, we would have captured this choice

between bidirectional and unidirectional as a latent binomial variable approximated by a

Gumbel-softmax random variable, as done for a speed reading model in (Seo, Min, Farhadi,

& Hajishirzi, 2017) that made decisions between using a larger and smaller RNN to read

through sentences. Since in a similar manner, the bidirectional attention mechanism requires

more computational resources to calculate and maintain, we would add a term to the loss

function in training such that the likelihood of switching to bidirectional attention is reduced.
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This consideration comes directly from ideas of resource-rational analysis discussed in the

Literature Review of modeling the human mind as a system constained in its computational

resources. Given the ability of this model to be trained such that the model actually does

switch between unidirectional and bidirectional attention, we would be able to track where in

a corpus the model might want to have the ability to ”recontextualize” their understanding

of a sentence. Tracking the behavior of this latent variable as a metric could then be seen

analogously to where in the text a reader might regress in order to ”recontextualize” and

regain confidence about their understanding of the confidence as suggested in the confidence

falling and integration failure theories of reader regressions that were supported by the re-

gressions we performed in the previous chapter of the thesis. However, due to the lack of

difference in training perplexities and lack of fully significant differences between the two

models in many of the ambiguities, we chose not to pursue the training and evaluation of

this potentially interesting model. While a semi-bidirectional model might switch to using

the bidirectional attention mechanism to perform better on specific garden-pathing examples

such as the NP/Z or Main Verb ambiguity, we have no evidence for why such a model would

switch mechanisms on typical, larger corpora given the lack of difference in training results.

In general, the differences between the different attention mechanism models’ results were

too slight to warrant the creation of the semi-bidirectional model. While the bidirectional

attention mechanism was seen to be impactful in the model’s handling of certain ambigui-

ties, we find that perhaps we must look at other parts of the model to incorporate additional

advances in the ability of language models to replicate human reading behavior.

In the following chapter, we connect our trained bidirectional model to our analysis of

reader regression datasets by considering potential extracted metrics from the bidirectional

model that might be predictive of reader regressions across our corpora.
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4 Bidirectional Attention and Reader Regressions

Finally, we bring together the two previous chapters of the thesis by extracting a metric

of how much recontextualization is being done in the bidirectional attention model and

ascertaining whether this metric is a significant predictor of regressive eye movements. This

will allow us to confirm whether our bidirectional attention model is achieving human-like

recontextualization.

4.1 Methodology

From our trained bidirectional attention model, we extract a metric we call ”recontext”

from each of the hidden layers. We consider in this investigation the bidirectional attention

model with only 1 layer so we only have 2 additional predictors: one for the embedding

layer hidden states and one for the attention layer hidden states. We call these predictors

”recontextEmbed” and ”recontextAttention”. We compute this metric by keeping track of

the magnitude of change in the hidden states of previous words as new tokens are introduced:

we first pass each sentence of our various corpora into the forward step of our bidirectional

attention model. As a reminder, this step expands the sentence to be N sentences where

N is the sentence’s token length and creates a lower triangular mask of prefixes such that

bidirectional attention is maintained among each prefix and the model remains autoregressive

with unidirectional context as in Figure 3. Thus, from passing a sentence into the model,

we output an expanded set of hidden states for each layer as well. Since new attentions are

being calculated for each prefix, we are able to track how the hidden state of tokens previous

to the ones being predicted at each step are changing with the addition of each new token

to the prefix. Thus, we calculate the L2 norm of the difference between hidden states of

preceding words at step n and n + 1 as in the following equation where hn(1, 2, ..., n − 1)

represents the hidden states at step n for words prior to n:

recontext = ||hn+1(1, 2, ..., n− 1)− hn(1, 2, ..., n− 1)||2
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This equation gives us a metric of how much recontextualization is happening with the

introduction of each new token for both the embedding and post-attention layers. We note

that no updating actually happens in the hidden state of the embedding layer since these are

not calculated based on attentions (resulting in ”recontextEmbed” simply being a vector of

zeros), so we will not use ”recontextEmbed” in our discussion or graphs below, but rather will

focus on ”recontextAttention.” If we were using a larger version of our model, we would have

additional updating layers to test as predictors since the model would then contain more

attention layers, but for now, we only have ”recontextAttention” for our single attention

layer.

4.2 Analysis on Eye Movement Datasets

We utilize the same regression methodology and plot the coefficients and standard errors of

”recontextAttention” for the nth and n − 1th word alongside the other predictors. We see

the results of this predictor at the top two bars of each graph in Figure 12.

From these graphs of coefficients, we note a clear relationship between our recontextual-

ization metrics and the likelihood of regression. We see that the recontextualization metric

calculated on the post-attention layer hidden states, recontextAttention, is significant for the

n word across all datasets and significant for the n− 1th word on the GECO dataset. This

metric has a positive coefficient in the regression across all datasets, meaning that a higher

recontextualization in our bidirectional attention model corresponds to a higher likelihood

of reader regressions.

We find the significance of this recontextualization metric (recontextAttention) across
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Figure 12: Recontextualization Coefficients and Standard Errors for Dundee and Provo
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Figure 12: Recontextualization Coefficients and Standard Errors for GECO and CELER
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all datasets for the nth word to be highly promising of our bidirectional attention model’s

ability to represent a human reader’s ability to update their context as they read a text.

Since this metric is positively correlated with the likelihood of regression, we are able to

see that our model would be more likely to want to recontextualize at the same times that

a human would do so by performing a regressive eye movement. Since we found in our

dataset analyses that regressive eye movements are indeed representative of readers looking

to update their confidence in contextual understanding of a sentence, our model suggests

that a focus on bidirectional attention might constitute a significant step in the modelling

of human regressive eye movement.
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5 Conclusion

Throughout this thesis, we investigated how and when a human reader chooses to recontex-

tualize when engaging with a text. First, we considered experimental eye movement data and

sought to analyze factors that impacted the likelihood of a reader to perform a regressive eye

movement. We used a variety of metrics in this analysis, including sensorimotor, linguistic,

and computationally-derived (from language models) properties. This investigation led us

to support a couple theories concerning reader regressions that described such eye movement

regressions as an effort to recontextualize and regain confidence in the reader’s understanding

of the sentence. Thus, our findings support the idea that eye movement regressions are an

important way for readers to recontextualize rather than simply being caused by sensorimo-

tor mistakes or strategies. Such eye movement regressions allow the reader to reinterpret a

previous part of the sentence, motivating the creation of computational models that directly

incorporate an ability to recontextualize in order to better model human reading behavior.

Additionally, by finding a variety of language model metrics that significantly predicted

the likelihood of a reader regression, we note that these models learn a solid understanding of

linguistic phenomena and reflects these models’ progress towards replicating human reading

behavior. While such replication remains a long way off, we at least know that we are

moving in the right direction when constructing models that have properties that mimic

human reading behavior.

Following these dataset analyses, we implemented a novel Transformer model utilizing

bidirectional attention for language modeling as a direct incorporation of the ability to

recontextualize into a model. Although we found that our model did not yield significantly
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different training and validation results than a unidirectional attention model (that doesn’t

have the ability to incrementally update attentions), we found evidence to suggest that the

bidirectional attention model performs better on certain linguistically ambiguous sentences

for which we would expect a human reader to need to recontextualize. However, we didn’t

see a significant difference between the two model’s performance across a wider variety of

ambiguities, so we conclude that while the bidirectional model performs better in some cases,

we might need to look at other parts of the model in addition attention to further advance

our model’s ability to replicate human reading behavior.

Finally, we connected our dataset analyses with our bidirectional attention model by

extracting a metric describing how much recontextualization occurs at each step of our model

reading through a text. We found that this metric was indeed a significant predictor of a

reader’s likelihood to regress such that a higher amount of our model’s recontextualization at

a specific step corresponds with a higher likelihood of a reader to regress. This relationship

between our model and human reading behavior reflects our model’s ability to model human

changes in confidence while reading through a text, further supporting the idea that reader

regressions and recontextualization are closely linked. Furthermore, this finding suggests

that our model is learning an aspect of human regressive reading behavior via its use of the

bidirectional attention mechanism, perhaps providing support for the use of such a model as

a foundation for more complex models of human reading behavior.

Overall, our investigation in this thesis provided many significant contributions to the

understanding of recontextualization in human reading behavior and its relationship with ex-

isting and novel computational models, including but not limited to the direct investigation

of the relationship between language model metrics and reader regressive eye movements,
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the creation of a novel bidirectional attention language modelling framework, the expansion

of multiple datasets of particular linguistic interest, and the overall finding that recontex-

tualization in our bidirectional attention model was seen to correspond with an increased

likelihood of reader regressions.

A couple future directions might provide even more insight into our investigations, such

as the incorporation of even more and larger eye movement datasets to provide more robust

claims about predictor significance, the construction of larger, controlled datasets of linguis-

tic ambiguities to further support the bidirectional attention model’s strength in handling

ambiguities by recontextualization, and the use of a fully-sized version of our bidirectional

attention model on our ambiguity datasets and as a source of recontextualization metrics

for our dataset analyses. Such directions would prove quite fruitful in strengthening the

claims we have made throughout the thesis. However, we hope that the claims presented

currently are compelling and can provide a strong foundation for future research concerning

computational models that can understand language as dynamically as humans.
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6 Appendix

Figures begin on the next page.
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Figure 13: Additional Coefficients and Standard Errors for Provo and CELER
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Figure 14: Confidence-related Coefficients and Standard Errors for Dundee and Provo
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Figure 14: Confidence-related Coefficients and Standard Errors for GECO and CELER


