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Chapter 1

Introduction

It is well-known that human behavior reflects a tendency to discount the future – when a

decision maker must choose between costs or rewards that come today and ones that come

in the future, he tends to consider any costs or rewards that come in the future to be less

important than ones that come today. This type of discounting behavior actually can be

consistent with rational behavior. Since the future is less certain than the present, it can

be beneficial to discount future costs and rewards based on how far away they are from the

present. Some people even argue that this type of discounting was an evolutionary advantage

in pre-historic times, since back then it really was uncertain whether or not tomorrow would

come. In present-day, such things as the interest rate for borrowing money is evidence of

future-discounting – since money is lent out today but is returned in the future, more money

needs to be returned than was borrowed in order for a borrower to be willing to lend.

In addition to future-discounting behavior, however, time-inconsistent behavior is also a well-

documented phenomenon in human decision making [2]. Time-inconsistency occurs when a

decision maker’s present and future selves have different preferences over states of the future.

For example, a decision maker might prefer one apple today to two apples tomorrow and

also prefer two apples 11 days later to one apple in 10 days, but these preferences would
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be time-inconsistent. Suppose that the decision maker can decide between one apple in 10

days and two apples in 11 days. He would choose the latter option; however, consider what

happens 10 days later – the agent will now prefer the one apple today to the two apples

tomorrow, reversing his preference. This type of temporally inconsistent behavior might be

suboptimal for the decision maker since it implies that the plans made by the decision maker

today might not be carried out by the decision maker’s future selves, making today’s ap-

parently correct decision result in outcomes that are different from what the decision maker

expects. This contrasts with exponential discounting, which is temporally consistent. The

economics literature often uses time-inconsistent preferences to explain why humans tend to

procrastinate beneficial activities that have a present cost and a future benefit like going to

the gym or starting work early, but will happily indulge in activities they they might regret

later that have a present benefit and a future cost such as breaking a diet to eat cake or

drinking too much on a night out [2].

Time-inconsistent behavior hurts decision makers’ welfare, and since this type of behavior

is so omnipresent, it is worth studying. In particular, we are interested in studying possible

interventions that a social planner (the principal) can enact to help a decision maker (the

agent) with time-inconsistent preferences improve his welfare.

We consider the problem of an agent who either can or must complete a possibly multi-stage

project with one or more tasks before a final deadline, e.g. an undergraduate thesis with

multiple chapters due on March 31, 2017. Each day, the agent can decide whether to exert

some effort to complete the next task, or do nothing and procrastinate until the next day;

however, procrastinating over and over can be suboptimal since in order to finish the project,

the agent might need to incur an exceptionally large cost in the later periods due to loss

of flexibility and might even give up on finishing altogether. These agents prefer doing a

task now to never doing one, but also prefer doing the task tomorrow to doing it now, so
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they will delay starting for as long as possible. In situations with an infinite time horizon,

it is possible for an agent to procrastinate the tasks indefinitely and never actually start the

task [9]. Even under the finite time horizon assumption that we work with, present-biased

agents with time-inconsistent preferences will procrastinate much more than rational agents

who are not biased in that way, so these biased agents will have lower welfare than the

rational agents.

Then, how can we help these biased agents? The most natural type of intervention to impose

on a multi-stage project is that of an intermediate deadline, e.g. if the agent is working on a

10 stage project that must be completed in 100 days, we might require that the agent finish 5

stages by the end of the 50th day. In fact, this kind of intermediate deadline is already often

used in the real world, e.g. semester long projects typically have project proposal deadlines,

and large company projects typically set milestones, however, these deadlines are often set

ad hoc. In our model, we show that these types of deadlines, if not set properly, can actually

significantly hurt the agent’s welfare.

1.1 Contribution

The main contributions of this thesis are:

• We study present-bias in the context of a project with multiple parts.

• We show that we can determine how a present-biased but otherwise rational agent

would make decisions using the seminal Gilbert-Mosteller optimal stopping model for

sequential decision making in a discrete time setting.

• We show how agents’ welfare decreases as they become more present-biased.

• We derive the recursive equations for agent welfare in two different models:
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– an “all-or-die” model where the project must be completed, and the objective is

to minimize the agent’s expected costs for completing the task.

– a “partial credit” model where the decision maker receives a reward that depends

on the number of completed tasks, even when not all of the tasks are completed

by the end. In this model, we study both concave and convex reward functions,

which correspond to different types of real world projects, e.g. studying for a test

and writing a thesis respectively.

• We use simulation to show that an intermediate deadline requiring certain tasks to be

completed a number of days before the final deadline can be an effective intervention

in either model, increasing biased agents’ welfare.

• We find that intermediate deadlines lead to larger improvements in welfare in the

partial credit model than in the all-or-die model and can sometimes motivate the agent

to successfully complete the whole project when it would not have been completed

without the intervention.

The remainder of this thesis is structured as follows. Chapter 2 formally defines the all-or-die

and partial credit versions of our model and will situate our model in the related literature.

Chapter 3 presents the all-or-die version of our model along with the derivation of the agents’

behavior in this model and the accompanying simulations. Chapter 4 does the same for the

partial credit version of the model. Chapter 5 concludes and discusses possible future work.
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Chapter 2

Preliminaries

2.1 The Models

We consider the following scenario. An agent is working on a project consisting of (possibly

multiple) tasks. Each of these tasks takes the agent one day to complete, and the agent may

complete at most one task per day. We imagine that how busy the agent is varies from day

to day, so we assume that on day i, if the agent chooses to complete a task, he incurs a(n op-

portunity) cost xi. For simplicity, we will assume that all of the tasks are equally difficult, so

that the agent’s cost for completing any task on day i is precisely xi. However, it is difficult

for the agent to know exactly how busy he is on any particular day until that day arrives,

so we have that before the project starts, the agent does not know xi for i ∈ {1, . . . , d}. We

will also assume that before he begins, the agent knows generally how busy he expects to be

on each day and hence the distribution of Xi, the random variable for his cost on day i, for

all i ∈ {1, . . . , d}. For simplicity, we will assume further that X1, . . . ,Xd are i.i.d., so we will

often notate them as just X.

We now split into two models that depend on the nature of the project.

Model 1. All-or-Die.
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• The agent is working on a project consisting of p tasks with a deadline in d days, with

d ≥ p.

• On each day, the agent observes an independent realization x of the random variable

X and can choose whether to complete one task at a cost of x. The agent then moves

to the next day.

• The project must be completed in full by the deadline.

• The agent wants to minimize the total cost he incurs to complete all tasks and finish

the project.

In the all-or-die model, we study the expected cost the agent incurs during the process of

completing the project, and how best to design interventions to reduce this cost.

Model 2. Partial Credit.

• The agent is working on a project consisting of p tasks with a deadline in d days, with

d ≥ p.

• On each day, the agent observes an independent realization x of the random variable

X and can choose whether to complete one task at a cost of x. The agent then moves

to the next day.

• The project affords partial credit. The agent is allowed to complete none or only some

of the tasks.

• After the project deadline, the agent receives a reward r(t) that depends on the number

of tasks t that the agent actually completes by the deadline in d days1. We require

r(0) = 0 and r(t) to be monotonically increasing.

1Specifically, we will be using three different reward functions r: a linear one, a concave one, and a convex
one.
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• The agent wants to maximize welfare: total reward r(t) minus total costs incurred from

completing all tasks.

In the partial credit model, we study the effects of imposing a single all-or-die style interme-

diate deadline on the agent in search of interventions of this type that will improve a biased

agent’s welfare.

It is worth noting that we do not need an increasing cost function for completing a task to

impose a penalty for procrastination. As the agent procrastinates, he loses on the flexibility

of having more time to observe future realized costs, which naturally decreases the agent’s

expected utility as he procrastinates more.

2.2 The Thresholds Strategy

In order to study interventions, we need to determine how a present-biased but otherwise

rational agent would approach the problem. We define a rational agent to be one who is

risk-neutral, self-interested, and maximizes a quasi-linear utility function (or its expectation

if there is uncertainty), as formulated by von Neumann and Morgenstern [10]. Since fully

rational agents are able to make optimal decisions for themselves, any intervention for them

is harmful, but since biased agents believe that they are rational, we still need to start with

a rational agent.

The problem of how a rational agent would behave in our all-or-die model was solved in

Gilbert and Mosteller (1966)2 [3]. Our problem with a project that must be completed is a

special case of a broad class of problems known as optimal stopping problems. Gilbert and

Mosteller identify that in the all-or-die model, if there is only task, then the strategy for

minimizing cost is one of increasing thresholds.

2They actually solve the dual problem of maximizing rewards rather than minimizing costs, but the
technique and results are the same.
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Let us work through an example. Consider an agent working on an all-or-die project with

d = 3, p = 1, and X ∼ Uniform(0,1).

Claim 1. We have the following:

• The agent’s optimal strategy is:

– Do the task on the first day if x1 < 0.375

– Else, do the task on the second day if x2 < 0.5

– Otherwise, do the task on the last day

• The expected cost the agent will incur is 0.3046875.

Proof. We will prove the claim via backwards induction. If the agent has not completed

the task by the third and last day, he will have to incur the cost x3 and complete the task.

Hence, the expected cost from waiting until the last day to complete the task is E[X3] = 0.5.

Then, on the second day, the agent should not complete the task if x2 > 0.5 since instead of

incurring a cost x2 he could incur an expected cost of 0.5 instead by waiting until the last

day. This case happens with probability P[X2 > 0.5] = 0.5. Conversely, if x2 < 0.5, then the

agent stands to gain from completing the task today and will do so at cost x2, the average of

which will be E[X2 ∣ X2 < 0.5] = 0.25. This case happens with probability P[X2 < 0.5] = 0.5.

Hence, the agent’s expected cost from waiting until the second-to-last day is the weighted

average of these two cases (0.5)(0.5) + (0.5)(0.25) = 0.375.

Continuing this logic for the first day, the agent should not complete the task if x1 > 0.375.

This happens with probability P[X1 > 0.375] = 0.625 and his expected cost incurred for

waiting one day will be the cost we computed above, 0.375. When the agent does com-

plete the task on the first day, it is because x1 < 0.375 so his expected incurred cost is
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E[X1 ∣ X1 < 0.375] = 0.1875, and this case happens with probability P[X1 < 0.375] = 0.375.

Hence, the agent’s expected cost from following this strategy will be a weighted average

(0.625)(0.375) + (0.375)(0.1875) = 0.3046875 as desired.

Finish	
   Early
cost	
  =	
  0.1875

Finish	
   Early
cost	
  =	
  0.25

Three	
  Days	
  Left
cost	
  =	
  0.3046875
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  =	
  0.375

Last	
  Day
cost	
  =	
  0.5 p =	
  0.625p	
  =	
  0.5

p
=	
  
0.
37
5

p
=	
  
0.
5

Figure 2.1: The expected cost calculation for the agent in the example. Since the agent
knows his expected cost if he procrastinates for one day, he should do the task now if and
only if the cost of doing the task today is less than tomorrow’s expected cost.

The backwards induction logic used above extends to any number of days and tasks for

the all-or-die model, and the thresholds the agent should use can then be computed using

dynamic programming. In addition to proving that such a strategy maximizes expected

utility, Gilbert and Mosteller also explicitly compute the thresholds for the p = 1,2,3 tasks

cases. We will be reproducing some of Gilbert and Mosteller’s results in chapter 3.

2.3 Present-Bias

We now present the models for temporally inconsistent preferences and study how present-

biased agents would behave under the models described in the section above.
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We would like to make a clear distinction between the exponentially discounted utility model

and the temporally inconsistent present-biased utility model. Under the discounted utility

model, we have that when an agent receives utility u0 in the current period, u1 in the first

period, and so on until period T , his total utility as viewed from today is

T

∑
i=0
δiui for some δ ∈ (0,1].

This time-discounting model has the feature of being time-consistent; however, experimental

data shows that there is a wealth of time-inconsistent anomalies that the time-discounting

model by itself cannot explain, so the literature has adapted newer models for time-dependent

utilities in an attempt to explain these results [2].

The most simple yet compelling model for time-dependent utilities that can explain time-

inconsistency is Laibson’s quasi-hyperbolic discounting model. In this model, we have that

in addition to the exponential δ discounting of the future in the discounted utility model, the

agent also discounts all future utilities by a further factor of β. Thus, if the agent receives

utility u0 in the current period, u1 in the first period, and so on until period T , his total

utilities from today’s perspective is

u0 + β
T

∑
i=1
δiui for some δ, β ∈ (0,1].

Since future utilities are discounted by an additional factor compared with current utilities,

we have that an agent who uses quasi-hyperbolic discounting will have time inconsistent

preferences in his choices, and that it is possible that the agent’s future selves will not follow

the plans made by his present self.

We adopt the convention of Kleinberg and Oren (2014) [5], which is different from the con-

vention followed by the rest of the economics literature. Whereas the economics literature
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follows Laibson’s convention of present-biased agents discounting all future utilities by a

factor β < 1, Kleinberg and Oren choose the equivalent convention of multiplying the current

period’s utility by a factor β > 1.

Before we move on, we would like to note that there two kinds of present-biased agents who

are still not fully rational, but who are “more” rational than the fully biased agent – the

sophisticated biased agent and the partially näıve biased agent. The sophisticated agent is

like the näıve biased agent in that he views the current period’s costs as being multiplied

by β, but he is aware of his own present bias β for the future and that his future self is

a sophisticated biased agent with bias β. This awareness allows the sophisticated agent to

perform more accurate computations of his future costs, potentially increasing his welfare

compared to the näıve biased agent’s. A partially näıve agent is a sophisticated agent who

misinterprets his β and believes that he is a sophisticated agent with bias β′ > 1 for some

β′ ≠ β. While the behavior of sophisticated agents and partially näıve agents is very inter-

esting, this thesis will focus on fully näıve agents, and any biased agent that we refer to will

be a fully näıvely biased agent.

Consider a present-biased agent with bias β > 1 (agents with β > 1 are present-biased and are

what we will primarily be dealing with, but our models can also be used for future-favoring

agents with β < 1) and δ = 1. The economics literature suggests that for problems with short

time horizon, δ = 1 is not too ridiculous of an assumption to make, and setting δ = 1 allows us

to analyze the effect of temporally inconsistent discounting by looking at decisions induced

by present-bias alone since we can compute the agent’s true utilities simply by subtracting

his total costs from his total rewards (if any). When this biased agent is presented with the

d days for p tasks project, he will believe that he is rational and will behave optimally in

the future, and hence will employ the same optimal increasing thresholds strategy as the

rational agent. However, since he is present-biased, whenever he would observe today’s cost
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x, he will instead observe a cost βx that is multiplied by a factor of β. The idea is that

the agent’s present-bias causes him to misread today’s costs as higher than they actually

are. The effect, as we will show, is that present-biased agents do not correctly execute the

optimal thresholds strategy and end up procrastinating too much, electing not to do tasks

until much later compared to when rational agents choose to do tasks.

2.4 Multi-stage Projects with Intervention

Now we are ready to present the intermediate deadline interventions that we study for each

model.

In the all-or-die model, we allow for an intervention consisting of a separate deadline for

each task besides the final one.

Model 3. All-or-Die with Intermediate Deadlines.

• The agent is working on a project consisting of p tasks with a deadline in d1 = d days

for the last task, a deadline in d2 days for the second-to-last task, and so on, and finally

a deadline in dp days for the first task. We require d1 > d2 > ⋯ > dp ≥ 1.

• On each day, the agent observes an independent realization x of the random variable

X and can choose whether to complete one task at a cost of x. The agent then moves

to the next day.

• Each task must be completed by its corresponding deadline.

• The agent wants to minimize the total cost he incurs to complete all tasks and finish

the project.

In the partial credit model, we allow for an intervention specifying the number of tasks that

must be completed before an intermediate deadline.
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Figure 2.2: Intermediate deadlines in all-or-die model. Time flows from right to left. In
the left figure, the agent procrastinates by not making much progress at first, but since he
receives an infinite penalty if he does not finish the project, he needs to put considerable
effort into reaching the red bar (completion of the project) in the final periods. In the
right figure, we have that the agent must also clear the green bars, which represent our
intermediate deadlines. This makes it so that the agent procrastinates less early on and has
to use less effort in the final periods to pass the red bar.

Model 4. Partial Credit with Intermediate Deadline.

• The agent is working on a project consisting of p tasks with a deadline in d days, with

d ≥ p.

• There is an all-or-die intermediate deadline of t̄ tasks in d̄ days, with d̄ ≥ t̄

• On each day, the agent observes an independent realization x of the random variable

X and can choose whether to complete one task at a cost of x. The agent then moves

to the next day.

• The agent must complete all t̄ required tasks by the deadline of d̄ days (or the agent

incurs an infinite penalty).

• The project affords partial credit after the intermediate deadline is met. The agent is

allowed to complete none or only some of the additional tasks.

• After the project deadline, the agent receives a reward r(t) that depends on the number

of tasks t that the agent actually completes by the deadline in d days. We require
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r(0) = 0 and r(t) to be monotonically increasing.

• The agent wants to maximize welfare: total reward r(t) minus total costs incurred from

completing all tasks.
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Figure 2.3: Intermediate deadline in partial credit model. Time flows from right to left.
In the left figure, the agent procrastinates by not making much progress at first, and then
never reaches the red bar (completion of the project) in the final periods. In the right figure,
we have that the agent must clear the green bar (it is all-or-die, but there can only be one
such deadline in the intervention), which represents our intermediate deadline. We make
the agent accomplish more early on, so he eventually passes the red bar when left alone
afterwards.

Our model is a simple model that allows us to study the impact of intermediate deadlines

on present-biased agents in a multi-period, multi-stage project setting. However, there is a

large collection of related works studying interventions for present-biased agents in various

settings. We briefly review some of these works in the next section.

2.5 Related Works

2.5.1 Consumption-Savings

Much of the economics literature chooses a consumption-savings model to study present-bias.

Laibson (1997) [6] proposes a quasi-hyperbolic discounted utility model for consumers and

shows that consumers with dynamically inconsistent preferences will consume too much and
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save too insufficiently. He notes in particular that illiquid assets are akin to commitments

that prevent overspending, but that innovation in the financial markets improves liquidity,

which erodes commitment opportunities and may actually hurt present-biased consumers’

welfare.

Amador et al. (2006) [1] also studies commitment and temptation in a consumption-savings

model. They also recognize the trade-off between commitment and flexibility and frame it

in terms of needing to choose the size of a choice set. Their commitment device reduces the

choice set by eliminating some possible allocations of budget. The problem we are studying

is not one of consumption-savings, but from this literature we can borrow the idea of a

commitment device restricting the choice set either indirectly via rewards and penalties, or

directly by removing elements of the choice set.

2.5.2 Other Settings for Studying Present-Bias

O’Donoghue and Rabin have a series of papers that address present-biased agents in various

settings.

O’Donoghue and Rabin (2001) [8] formulates procrastination as a choice problem. They

note that agents will sometimes forgo attractive options because of the existence of a more

attractive option that they will never actually complete, hurting their overall utility. How-

ever, in this model, O’Donoghue and Rabin allow for agents to choose both which projects

to do and when to do them. We study a different problem in which there is only one project

with identical tasks that must be done in a fixed order, simplifying the agent’s choice on

each day to whether he will be completing a task that day or not.

O’Donoghue and Rabin (1999) [7] considers a formulation of the procrastinating agent prob-

lem as a principal-agent problem. In this paper, however, the principal who is designing the
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agent’s incentive structure also incurs a cost when the project is delayed. In our problem,

the social planner’s interventions are solely for the sake of the agent’s welfare, and he has

no incentives regarding when and if the tasks are completed.

O’Donoghue and Rabin (2008) [9] studies procrastination in the context of multi-stage

projects similar to ours. However, the projects studied therein are allowed to be much

more complex than ours – the cost of completing each stage is allowed to vary. Under this

model, present-biased agents sometimes never start projects or will start projects but then

never finish. O’Donoghue and Rabin note that procrastination is more likely when the cost

of completing different stages is more unequal and that if project cost structure is endoge-

nous, agents are actually prone to choosing cost structures that lead to starting projects and

then never finishing them. These results are similar to what we observe in our partial credit

model, which allows agents to not finish the project; however, there are important differences

between this thesis and O’Donoghue and Rabin (2008). First, we use the Gilbert-Mosteller

model and assume a very orderly cost structure with each stage of the project having i.i.d.

costs that are not observable in advance. Second, we deal with a finite time horizon whereas

O’Donoghue and Rabin (2008) considers an infinite time horizon. Finally, while O’Donoghue

and Rabin (2008) focuses on characterizing the behavior and resulting welfare of näıve and

sophisticated biased agents, our work focuses on ability of intermediate deadline interventions

to improve biased agents’ welfare.

2.5.3 A Graph-Theoretic Model

In the literature, there are some more descriptive models for time-inconsistent planning.

Kleinberg and Oren (2014) [5] proposed an innovative graph-theoretic model. In their model,

agents must traverse a directed edge-weighted graph of tasks and goals, attempting to min-

imize the total cost of edges traversed. However, the agent re-evaluates which path to take

after reaching each node. Under this model, a present-biased β, δ quasi-hyperbolic discount-

18



ing agent (with δ = 1) will believe that the edges leaving his current node are β times more

expensive than they actually are. When the agent reaches the destination, the cost he incurs

is the sum of the weights of all of the edges he traversed.

The Kleinberg and Oren model assumes that the agent’s present-bias and all of the edge

weights on the graph he must traverse are fixed and known to both the agent and the plan-

ner, but there has been further work done by Gravin et al. [4] that allows for variable present

bias, which is equivalent to variable edge costs on the graph, allowing us to model uncertain

costs using this graph-theoretic model.

The Kleinberg and Oren model would represent our d day p task project in the all-or-die

model with a graph like the following (shown for d = 7, p = 1).

s

t

0 0 0 0 0 0

x1 x2 x3
x4

x5 x6 x7

We have that the weights of the edges x1, x2, . . . , x7 are the realized values of the costs from

the i.i.d. observations of the random variable X, and that their realized values are only ob-

servable from nodes from which they are out-edges. The agent starts from node s. Reaching

node t represents completing the project. Taking an edge with weight xi represents paying

xi on that particular day to finish one task, while taking an edge with weight 0 represents

procrastinating the first and only task until the next day. We see that in this scenario, if

the xi are increasing in i but βxi > xi+1 for i = 1,2, . . . ,6, then a present-biased agent will

procrastinate the task until the last day, receiving a much worse cost than the rational agent
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would have.

Though this graph-theoretic model for present-biased behavior for interdependent tasks and

goals is very flexible, it is quite bulky, requiring 8 nodes and 13 edges to represent the

relatively simple problem of having 7 days to complete a project with only one task. If

the project was one with multiple stages, we would need to add additional layers of nodes,

meaning that the size of the this representation increases very rapidly with the size of the

problem: if the project is one of d days and p parts, we would need Θ(dp) nodes and edges

to represent the problem. Our model is a more lightweight one that forgoes the graph in

favor of a simpler representation.

The Kleinberg and Oren model also leads to more complicated interventions than ours. These

interventions come in the form of edge deletions. Since present-biased agents are tempted

by cheap out-edges from their current node and might stray from an objective shortest path

into one with more expensive edges closer to the sink node, deleting these temptation edges

is a natural way to keep the agent on track to an optimal solution. However, this type of

commitment device, while powerful, falls under the umbrella of arbitrarily restricting the

choice set of the agent and can be difficult to interpret or compute. We seek an intervention

that is more natural for our problem – an intermediate deadline requiring that a certain

number of tasks (if there are more than one) be completed before a certain date before the

final deadline. While this type of intervention can be represented in the Kleinberg and Oren

model with edge deletions, its simple nature still requires a structured, systematic deletion

of multiple edges to implement, which was not studied in their paper.

We do not use the Kleinberg and Oren graph-theoretic model since our problem has a simpler

representation that also leads to easy-to-understand interventions.

20



Chapter 3

All-or-Die

3.1 The Single-Task Case

3.1.1 Rational Agent Theory

We consider the case of a rational agent working on a single-task project in the all-or-die

model. We allow for arbitrary d ≥ 1 but fix p = 1. Let the expected cost incurred by the

agent when he has d1 days to complete a single task be C(1, [d1]).

Theorem 2. The recursive equation for C(1, [d1]) is as follows:

C(1, [d1]) =

⎧⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪
⎨
⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎩

E[X] if d1 = 1

P[X < C(1, [d1 − 1])]E[X ∣X < C(1, [d1 − 1])] if d1 > 1

+(1 − P[X < C(1, [d1 − 1])])C(1, [d1 − 1])

Proof. On the last day, if the agent has not completed the task yet, then he must take

whatever cost the last day realizes, so the value of C(1, [1]) must be E[X]. Then, for d1 > 1,

we have that if the agent chooses not to complete the task, he moves to the state where his

expected cost for completing the task is C(1, [d1 − 1]). Hence, he should complete the task

today if the realized value of today’s cost is less than C(1, [d1 − 1]). We see that each day’s
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optimal threshold is actually tomorrow’s expected cost.

Since we have that the optimal threshold for day d1 is C(1, [d1−1]), the agent will complete

the task on day d1 if the realized cost for that day xd1 satisfies xd1 < C(1, [d1 − 1]). This

happens with probability P[X < C(1, [d1 − 1])], and conditional on X < C(1, [d1 − 1]), the

expected cost to the agent for completing the task is E[X ∣X < C(1, [d1 − 1])]. If the agent

rejects today’s cost, his expectation for completing the task tomorrow or later is C(1, [d1−1]),

and this happens with probability 1 − P[X < C(1, [d1 − 1])]. Hence, the recursive equation

for C(1, [d1]) is as above.

For empirical testing and simulation, we will investigate the special case of X ∼ Uniform(0,1).

Let CU[0,1](1, [d1]) be the expected cost incurred by the agent when he has d1 days to com-

plete a single task and X ∼ Uniform(0,1).

Corollary 3. The recursive equation for CU[0,1](1, [d1]) is as follows:

CU[0,1](1, [d1]) =

⎧⎪⎪⎪⎪⎪
⎨
⎪⎪⎪⎪⎪⎩

1
2 if d1 = 1

CU[0,1](1, [d1 − 1]) −
CU[0,1](1,[d1−1])2

2 if di > 1

Proof. When X ∼ Uniform(0,1), we have that E[X] = 1
2 , P[X < t] = t, and E[X ∣X < t] = t

2 .

The result follows from the theorem.

3.1.2 Biased Agent Theory

We will now introduce a present-biased agent to our model. Consider a present-biased agent

with bias factor β > 1 working on a single-task project in the all-or-die model with arbitrary
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d ≥ 1.

Lemma 4. Suppose that a rational agent decides whether or not to complete a task today

using a threshold t, such that he completes a task if and only if X < t. Then a biased agent

with bias β who uses the same threshold to make the decision will behave as if his true

threshold were t
β , completing the task if and only if X < t

β .

Proof. When the biased agent uses a threshold t, he will complete the task when his perceived

cost today is less than t. Since his perceived cost today is βX, this condition is the same as

X < t
β .

Thus, we can interpret agents with β > 1 as having mistaken thresholds that are equal to the

rational agent’s thresholds divided by their bias, since this is the new range of actual costs

that they will accept. Let the expected cost incurred by the biased agent when he has d1

days left to complete one task be B(1, [d1]).

Theorem 5. The recursive equation for B(1, [d1]) is as follows:

B(1, [d1]) =

⎧⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪
⎨
⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎩

E[X] if d1 = 1

P [X <
C(1,[d1−1])

β ]E [X ∣X <
C(1,[d1−1])

β ] if d1 > 1

+ (1 − P [X <
C(1,[d1−1])

β ])B(1, [d1 − 1])

Proof. A key observation is that these agents believe that they are unbiased. In particular,

they näıvely believe when they have d1 > 1 days left that their expected cost from not com-

pleting the task today will be C(1, [d1 − 1]), the same as the rational agent’s. Hence, we

have from our lemma that a biased agent with bias β > 1 will complete the task on day d1

if his his actual cost xd1 satisfies xd1 <
C(1,[d1−1])

β , so we can view the biased agent as having
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an effective threshold for today of C(1,[d1−1])
β . If the realized value of today’s cost is below

this threshold, then the agent pays that cost. Otherwise, he transitions to the state where

his cost will be B(1, [d1 − 1]).

Using this information, we can compute the expected cost incurred by the present-biased

agent when he has d1 days left to complete the task using the same logic as before. The agent

completes the task on day d1 with probability P [X <
C(1,[d1−1])

β ], and when he completes the

task when X <
C(1,[d1−1])

β , his expected cost will be E [X ∣X <
C(1,[d1−1])

β ]. He does not

complete the task on day d1 with probability 1 −P [X <
C(1,[d1−1])

β ], and in this scenario, his

expected cost will be B(1, [d1 −1]). Hence, the recursive equation for B(1, [d1]) is as above.

Corollary 6. The recursive equation for BU[0,1](1, [d1]) is as follows1:

BU[0,1](1, [d1]) =

⎧⎪⎪⎪⎪⎪⎪
⎨
⎪⎪⎪⎪⎪⎪⎩

1
2 if d1 = 1

(CU[0,1](1,[d1−1])

β
)
2

2 + (1 −
CU[0,1](1,[d1−1])

β )BU[0,1](1, [d1 − 1]) if d1 > 1

Proof. When X ∼ Uniform(0,1), we have that E[X] = 1
2 , P[X < t] = t, and E[X ∣X < t] = t

2 .

The result follows from the theorem.

3.1.3 Simulation

We computed expected cost BU[0,1](1, [d1]) for various values of d1 and β in order to see if

deadlines can improve a biased agent’s welfare. In the following figure, each curve plots the

expected cost an agent with a specific bias β will incur as we vary the number of days d1

the agent has to complete the task. We can see that a bias of β = 1 has the lowest expected

1Note that if we allow for β < 1 (future-favoring agents) when computing BU[0,1](1, [d1]), we would have

to write we have that E[X] = 1
2
, P[X < t] = min{1, t}, and E[X ∣ X < t] = min{1,t}

2
. We need to take a min

since when β < 1, we may sometimes get an effective threshold that is more than 1.
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cost for completing the project, and that the greater the bias, the worse off the agent is.
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Figure 3.1: Expected cost BU[0,1](1, [d1]) vs days remaining d1 for various values of bias β.

We note that that B(1, [d1]) is monotone decreasing in d1 for all levels of bias β implies

that setting an earlier deadline cannot improve the welfare of an agent, biased or unbiased,

when the project consists of just one task. This result may be unintuitive, but it is also

unsurprising given how the model is set up. Since the agents in our model are almost

rational utility maximizers whose only irrationality comes from a possible bias, we have that

they will use any extra days added to the deadline to be more selective about the threshold

for the cost of completing the task. This can only improve their welfare. Moving the deadine

for the one task case to an earlier one is like decreasing d1, which decreases the agent’s

flexibility and can only hurt the agent. Hence, we have that in the single task scenario, an

intermediate deadline-type intervention cannot help the agent.
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3.2 The Two-Task Case

We have shown that the single-task case is not enough to support deadlines that can increase

a biased agent’s utility. Indeed, the only intermediate deadline in this case is not really an

intermediate deadline since we have that the only possible deadlines are final deadlines that

apply to the whole project, since the whole project consists of only one task. To find the

simplest scenario in which intermediate deadlines might improve a biased agent’s welfare,

we turn to the two-task case.

3.2.1 Rational Agent Theory

Consider the scenario in which an agent must complete a project with p = 2 tasks in the

all-or-die model before a final deadline in d ≥ 2 days. First, we explore how an unbiased

agent behaves in this scenario. Define C(2, [d1, d2]) to be the total expected cost incurred

by the agent when he has to complete two tasks, the last in d1 days, and the second-to-last

in d2 days. We are interested in C(2, [d, d−1]), since this is the welfare in the scenario where

the agent must complete both tasks in d days (and hence the last in d days and the first in

d − 1 days). We will make use of the C(1, [d1]) values computed in the first section in the

following theorem:

Theorem 7. The recursive equation for C(2, [d, d − 1]) is as follows:

C(2, [d, d − 1]) =

⎧⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪
⎨
⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎩

2E[X] if d = 2

P[X < C(2, [d − 1, d − 2]) −C(1, [d − 1])] if d > 2

⋅(E[X ∣X < C(2, [d − 1, d − 2]) −C(1, [d − 1])] +C(1, [d − 1]))

+(1 − P[X < C(2, [d − 1, d − 2]) −C(1, [d − 1])])C(2, [d − 1, d − 2])

Proof. If the agent chooses to complete the first task with d′ days left, he then transitions
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into the single task problem with d′−1 days left and will expect to pay C(1, [d′−1]) to finish

the second task. If he chooses to delay the first task by one day, then he will expect to pay a

total of C(2, [d′ − 1, d′ − 2]) for both tasks. Hence, he will complete a task today if and only

if

xd′ +C(1, [d′ − 1]) < C(2, [d′ − 1, d′ − 2]) ⇐⇒ xd′ < C(2, [d′ − 1, d′ − 2]) −C(1, [d′ − 1])

so our thresholds t are of the form

t = C(2, [d′ − 1, d′ − 2]) −C(1, [d′ − 1].

Once again, the expected cost for d > 2 if of the form

C(2, [d1, d2]) = P[X < t]E[X ∣X < t] + (1 − P[X < t])C(2, [d1 − 1, d2 − 1])

which we can use to show that the recursive equation for C(2, [d, d − 1]) is as above.

As in previous sections, let CU[0,1](2, [d, d−1]) be the expected cost incurred by the rational

agent when he has d days to complete a project of two tasks in the all-or-die model and

X ∼ Uniform(0,1).

Corollary 8. The recursive equation for CU[0,1](2, [d, d − 1]) is as follows:
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CU[0,1](2, [d, d − 1]) =

⎧⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪
⎨
⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎩

1 if d = 2

(CU[0,1](2, [d − 1, d − 2]) −CU[0,1](1, [d − 1])) if d > 2

⋅ (
CU[0,1](2,[d−1,d−2])−CU[0,1](1,[d−1])

2 +CU[0,1](1, [d − 1]))

+(1 − (CU[0,1](2, [d − 1, d − 2]) −CU[0,1](1, [d − 1])))CU[0,1](2, [d − 1, d − 2])

The proof of this corollary is the same as that of corollary 6.

3.2.2 Biased Agent Theory

Having solved our two-task model for a rational agent, we re-introduce a bias β > 1 to our

agent. We will use lemma 4 from the last section characterizing the effective thresholds

for the biased agent’s decision making and the fact that after the first task is finished, the

problem simplifies to that of the biased agent completing one task. We can compute the

cost, B(2, [d, d − 1]) incurred by the present-biased agent with d days left to complete two

tasks.

Theorem 9. The recursive equation for B(2, [d, d − 1]) is as follows:

B(2, [d, d − 1]) =

⎧⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪
⎨
⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎩

2E[X] if d = 2

P [X <
C(2,[d−1,d−2])−C(1,[d−1])

β ] (E [X ∣X <
C(2,[d−1,d−2])−C(1,[d−1])

β ] +B(1, [d − 1])) if d > 2

+ (1 − P [X <
C(2,[d−1,d−2])−C(1,[d−1])

β ])B(2, [d − 1, d − 2])

Proof. As before, we replace the correct thresholds with the modified ones, and then change

the expected costs the agent transitions to from those of the rational agent to those of the

biased agent.
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Corollary 10. For the special case of X ∼ U(0,1), we have the following:

CU[0,1](2, [d, d − 1]) =

⎧⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪
⎨
⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎩

1 if d = 2

(
CU[0,1](2,[d−1,d−2])−CU[0,1](1,[d−1])

β ) if d > 2

⋅(

CU[0,1](2,[d−1,d−2])−CU[0,1](1,[d−1])

β

2 +BU[0,1](1, [d − 1]))

+ (1 −
CU[0,1](2,[d−1,d−2])−CU[0,1](1,[d−1])

β ) ⋅BU[0,1](2, [d − 1, d − 1])

3.2.3 Simulation

We compute the expected cost BU[0,1](2, [d, d − 1]) for various values of d and β in order to

see if deadlines can improve a biased agent’s welfare. In the following figure, each curve plots

the expected cost an agent with a specific bias β will incur as we vary the number of days d

the agent has to complete the project. Our simulation results confirm the following intuitive

results: first, that at a bias of β = 1 has the lowest expected cost for completing the project,

and that the greater the bias, the worse off the agent is, and second, that BU[0,1](2, [d, d−1])

decreases as d increases for all levels of bias.

3.3 Introducing Intermediate Deadlines

Then, the next question is: does setting an intermediate deadline for the first task help?

When there is only one task, an intermediate deadline did not help since any such deadline

would be taking away from the agent’s overall time. However, when there are two tasks,

setting an intermediate deadline for a biased agent’s first task might help his since these

agents tend to delay the first task too much, leaving not enough time for the second task.

An intermediate deadline for the first task would forcibly shorten the time the agent has to

complete the first task and thus leave him with more time for the second task. Essentially,
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Figure 3.2: Expected cost BU[0,1](2, [d, d− 1]) vs days remaining d for various values of bias
β.

we are hoping that an intervention that takes away from the first task for the second task’s

sake could improve the agent’s welfare.

3.3.1 Rational Agent Theory

Since the biased agent believes that he is rational, we must first solve the all-or-die model

with intermediate deadlines for the rational agent. This allows us to use lemma 4 to derive

the modified thresholds that the biased agent will use. Suppose that a rational agent must

complete a two-task project within the next d1 = d days under the all-or-die model, but we

impose an additional all-or-die deadline of d2 days for the first task, so that the first task

must be completed with at least d1 − d2 days left for the second task.

Denote by C(p, [d1, d2, . . . , dp]) the expected cost incurred by the agent when he has to com-

plete p tasks with the last one within d1 days, the second-to-last one within d2 days, and so

on. We require that d1 > d2 > ⋅ ⋅ ⋅ > dp ≥ 1.
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In this section, we will investigate p = 2 only. Note that the no intermediate deadline case is

represented by d2 = d1 − 1; this case was covered in the previous section.

Theorem 11. The recursive equations for C(2, [d1, d2]) are as follows. Define threshold

t = C(2, [d1 − 1, d2 − 1]) −C(1, [d1 − 1]).

We have

C(1, [d1]) =

⎧⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪
⎨
⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎩

E[X] if d1 = 1

P[X < C(1, [d1 − 1])]E[X ∣X < C(1, [d1 − 1])] if d1 > 1

+(1 − P[X < C(1, [d1 − 1])])C(1, [d1 − 1])

C(2, [d1, d2]) =

⎧⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪
⎨
⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎩

E[X] +C(1, [d1 − 1]) if d2 = 1

P[X < t](E[X ∣X < t] +C(1, [d1 − 1])) if d2 > 1

+(1 − P[X < t])C(2, [d1 − 1, d2 − 1])

Proof. The recursion for C(1, [d1]) is from theorem 2. If d2 = 1, then, the agent has no choice

and must complete a task today in order to meet the intermediate deadline, paying E[X]

in expectation and then transitioning to the state where he has d1 − 1 days to complete a

single task. If d2 > 1, then the agent has a choice to make and we have by a logic similar to

that of previous sections that t as defined above is the optimal threshold because the total

cost the agent expects to incur is either today’s cost plus C(1, [d1−1]) if a task is completed

today or C(2, [d1 − 1, d2 − 1]) if no task is completed today, and hence should complete a

task today if and only if the former is less than the latter. The agent’s expected cost today,

C(2, [d1, d2]), is then a weighted average of these terms.
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Let CU[0,1](2, [d1, d2]) be the cost incurred by the unbiased agent when X ∼ U[0,1].

Corollary 12. The recursive equation for CU[0,1](2, [d1, d2]) is as follows. Define

t = CU[0,1](2, [d1 − 1, d2 − 1]) −CU[0,1](1, [d1 − 1]).

CU[0,1](1, [d1]) =

⎧⎪⎪⎪⎪⎪
⎨
⎪⎪⎪⎪⎪⎩

1
2 if d1 = 1

CU[0,1](1, [d1 − 1]) −
CU[0,1](1,[d1−1])2

2 if d1 > 1

CU[0,1](2, [d1, d2]) =

⎧⎪⎪⎪⎪⎪
⎨
⎪⎪⎪⎪⎪⎩

1
2 +CU[0,1](1, [d1 − 1]) if d2 = 1

t2

2 + tCU[0,1](1, [d1 − 1]) + (1 − t)CU[0,1](2, [d1 − 1, d2 − 1]) if d2 > 1

We have once again that a deadline cannot help an unbiased agent since he already makes

optimal decisions. Taking flexibility from an unbiased agent can never help him.

3.3.2 Biased Agent Theory

Suppose that like before, an agent must complete a two-task project in the all-or-die model

with the penultimate task completed within d2 days and the last task completed within d1

days, except the agent is now näıvely biased with bias factor β.

DefineB(p, [d1, d2, . . . , dp]) to defined analogously for the biased agent as C(p, [d1, d2, . . . , dp])

was for the unbiased agent. This section will focus on the p = 2 case.

Theorem 13. The recursive equations for B(2, [d1, d2]) are as follows. Define threshold

t(β) =
C(2, [d1 − 1, d2 − 1]) −C(1, [d1 − 1])

β
.
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B(2, [d1, d2]):

B(1, [d1]) =

⎧⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪
⎨
⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎩

E[X] if d1 = 1

P [X <
C(1,[d1−1])

β ]E [X ∣X <
C(1,[d1−1])

β ] if d1 > 1

+ (1 − P [X <
C(1,[d1−1])

β ])B(1, [d1 − 1])

B(2, [d1, d2]) =

⎧⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪
⎨
⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎩

E[X] +B(1, [d1 − 1]) if d2 = 1

P[X < t(β)](E[X ∣X < t(β)] +B(1, [d1 − 1])) if d2 > 1

+(1 − P[X < t(β)])B(2, [d1 − 1, d2 − 1])

Proof. We have that t(β) is the näıve biased agent’s effective threshold by theorem 11 and

lemma 4. By the same logic as in theorem 11, the calculation for B(2, [d1, d2]) must be as

above.

Let BU[0,1](2, [d1, d2]) be the cost incurred by the näıve agent when X ∼ U[0,1].

Corollary 14. The calculation for BU[0,1](2, [d1, d2]) is as follows. Define

t(β) = min{1,
C(2, [d1 − 1, d2 − 1]) −C(1, [d1 − 1])

β
} .

BU[0,1](1, [d1])

=

⎧⎪⎪⎪⎪⎪⎪
⎨
⎪⎪⎪⎪⎪⎪⎩

1
2 if d1 = 1

min{1,CU[0,1](1,[d1−1])

β
}
2

2 + (1 −min{1,
CU[0,1](1,[d1−1])

β })BU[0,1](1, [d1 − 1]) if d1 > 1
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BU[0,1](2, [d1, d2]) =

⎧⎪⎪⎪⎪⎪
⎨
⎪⎪⎪⎪⎪⎩

1
2 +BU[0,1](1, [d1 − 1]) if d2 = 1

t2

2 + tBU[0,1](1, [d1 − 1]) + (1 − t)BU[0,1](2, [d1 − 1, d2 − 1]) if d2 > 1

For the recursive equations for C(p, [d1, d2, . . . , dp]) and B(p, [d1, d2, . . . , dp]) (the generic p

task case), please see appendix A.1.

3.3.3 Simulation

It is possible that an intervention consisting of an intermediate deadline might help a biased

agent since the lost flexibility from the first task can be offset by the increased flexibility for

the second task. Fundamentally, this comes from the shape of the curve for the marginal

benefit of an additional day for the completion cost of a task.
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Figure 3.3: Comparison of the marginal cost reduction of extra days in the all-or-die model
with a single task project between the rational agent (β = 1) case and the biased agent
(β = 2) case.
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We see from figure 3.3 that the marginal cost reduction of extra days for one task is mono-

tonically decreasing in extra day number for both the rational agent and the biased agent,

which is an intuitive result; however, for the biased agent, the curve begins lower (the first

day helps less than it did for the unbiased agent), but then is also less steep. The curves ac-

tually cross between the 5th and 6th extra days, and afterwards, the two curves remain close.

Since intermediate deadlines essentially take days away from the first task and transfer it

to the second, and biased agents are likely to spend too many days on the first task and

leave too few days for the second, the less steep marginal benefit of an additional day curve

for the biased agent suggests that an intermediate deadline is potentially helpful in some

circumstances.

Suprisingly, it actually takes some searching to discover scenarios in the p = 2 case of the

all-or-die model in which an intermediate deadline can improve a biased agent’s welfare. We

have that when d1 = 20, there is no d2 < 19 for any value of bias β that leads to a lower cost

B(2, [d1, d2]) than B(2, [20,19]), the cost the agent faces when there is no intervention. If

we increase the number of days d and the bias β, however, it becomes not difficult to discover

scenarios where the biased agent benefits from an intermediate deadline on the first task.

As an example, there are many possible intermediate deadlines that decrease the expected

cost that the agent must incur to finish the project when d = d1 = 1000 and β = 502.

In this scenario, the optimal deadline is actually d∗2 = 563, which achieves an expected cost

of 0.409969304. This is slightly better than the no deadline case of d2 = 999, which yields

an expected cost of 0.410446512; however, this increase in welfare is very small and we were

disappointed enough with this result to look for an alternate model3. For additional analysis

2Of course, β = 50 is absurdly high for a real-world application. This is for illustrative purposes.
3See next chapter for the partial credit model.
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Figure 3.4: Expected cost B(2, [d1, d2]) to a biased agent with β = 50 in the all-or-die model
with p = 2 as a function of d2 when d1 = 1000.

of the d1 = 1000 case, please see appendix B.1.

3.4 Conclusion

In this chapter, we showed that our intervention can improve the expected cost the näıve

biased agent incurs in the all-or-die model, although we have not yet determined necessary

or sufficient conditions characterizing when intermediate deadlines that improve a biased

agent’s welfare exist. Although we have shown that it is possible to compute whether an

intermediate deadline can improve a biased agent’s welfare and that there exist scenarios

where an intermediate deadline is indeed helpful, that these helpful intermediate deadlines

only exist in the p = 2 case when d1 and β are unreasonably large leads us to view this as a

negative result.
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Chapter 4

Partial Credit

4.1 No Intermediate Deadlines

4.1.1 Rational Agent Theory

We consider the case of a rational agent working on a project with p tasks due in d days in

the partial credit model. Let V (d, p, x) be the expected value to a rational agent of being in

the state of having d days remaining, a maximum of p more tasks to complete, and x tasks

already completed. Note that these value functions are different from the cost functions used

in the last section since the agent now receives a positive reward for finishing one or more

tasks, and that unlike the cost functions of the previous model, these functions are to be

maximized, not minimized. Since it takes an entire day to complete a task, we have that

V (d = p, p, x) = V (p, p′, x) for all p′ > p, so we adopt the convention of p ≤ d.

Theorem 15. The recurrence for V (d, p, x) is as follows.
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V (d, p, x)

= P[X < r(x + 1) − r(x)]E[r(x + 1) −X ∣X < r(x + 1) − r(x)] if d = p = 1

+ (1 − P [X < r(x + 1) − r(x)])r(x)

= P[X < r(x + 1) − V (d − 1,1, x)] if p = 1

⋅E[r(x + 1) −X ∣X < r(x + 1) − V (d − 1,1, x)]

+ (1 − P[X < r(x + 1) − V (d − 1,1, x)])V (d − 1,1, x)

= P[X < V (d − 1, p − 1, x + 1) − V (d − 1, p − 1, x)] ⋅E[V (d − 1, p − 1, x + 1) if d = p > 1

−X ∣X < V (d − 1, p − 1, x + 1) − V (d − 1, p − 1, x)]

+ (1 − P[X < V (d − 1, p − 1, x + 1) − V (d − 1, p − 1, x)])

⋅ V (d − 1, p − 1, x)

= P[X < V (d − 1, p − 1, x + 1) − V (d − 1, p, x)] ⋅E[V (d − 1, p, x + 1) otherwise

−X ∣X < V (d − 1, p − 1, x + 1) − V (d − 1, p, x)]

+ (1 − P[X < V (d − 1, p − 1, x + 1) − V (d − 1, p, x)])

⋅ V (d − 1, p, x)

Proof. We have that the agent’s optimal thresholds in general are of the form

V (d − 1, p − 1, x + 1) − V (d − 1, p, x)

since if c is today’s realized cost, then completing a task today implies that the agent pays

c to move into the state with one fewer day, one fewer possible task to complete, and one

more completed task. His utility for this choice is V (d−1, p−1, x+1)−c. The other choice is

to do nothing, paying nothing, and move into the state where everything is the same except

there is one fewer day available. The agent’s utility for this choice is V (d − 1, p, x). Hence,
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the agent will complete the task if and only if V (d − 1, p − 1, x + 1) − c > V (d − 1, p, x), or

equivalently, c < V (d − 1, p − 1, x + 1) − V (d − 1, p, x). For example, we have that

V (1,1,0) = P[X < r(1)]E[X ∣X < r(1)]

since the agent completes the one available task if and only if the cost of doing the task is less

than the reward for completing one task and reaches the deadline without doing anything

otherwise.

There are, however, some edge cases we must address. Note that our convention of p ≤ d

limits the number of these cases we need to address. First, if d = p = 1, then the decision that

the agent is making is between paying today’s cost to receive r(x+1) and paying nothing to

receive r(x). Hence, of course, the agent should complete a task today if and only if today’s

cost c obeys c < r(x + 1) − r(x).

Next, we have that if p = 1, then the agent should think extra carefully about completing a

task today since this would be his last opportunity to complete a task. Here, the agent is

faced with a decision between r(x + 1) and V (d − 1,1, x) in a similar fashion to the decision

between r(x + 1) and r(x) in the previous edge case.

Finally, we have that if d = p > 1, then we need to modify our notation since we cannot have

state V (d − 1, p, x); instead, we must replace this state with V (d − 1, p − 1, x) wherever we

would have written the former since we have a convention of p ≤ d, meaning that the number

of tasks available must always be less than or equal to the number of days left. Otherwise,

this case uses the same threshold and ideas as the generic case for this recursion.

This allows us to write the above recurrence by the same logic of weighted averages as in
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previous theorems of this form.

We also solve our recurrence for the case of X ∼ U(0,1).

Corollary 16. We have that the recurrence for VU[0,1](d, p, x) is as follows:

VU[0,1](d, p, x)

= min{1, r(x + 1) − r(x)}(r(x + 1) −
min{1, r(x + 1) − r(x)}

2
) if d = p = 1

+ (1 −min{1, r(x + 1) − r(x)}) r(x)

= min{1, r(x + 1) − VU[0,1](d − 1,1, x)} if p = 1

⋅ (r(x + 1) −
min{1, r(x + 1) − VU[0,1](d − 1,1, x)}

2
)

+ (1 −min{1, r(x + 1) − VU[0,1](d − 1,1, x)})VU[0,1](d − 1,1, x)

= min{1, VU[0,1](d − 1, p − 1, x + 1) − VU[0,1](d − 1, p − 1, x)} if d = p > 1

⋅ (VU[0,1](d − 1, p − 1, x + 1)

−
min{1, VU[0,1](d − 1, p − 1, x + 1) − VU[0,1](d − 1, p − 1, x)}

2
)

+ (1 −min{1, VU[0,1](d − 1, p − 1, x + 1) − VU[0,1](d − 1, p − 1, x)})

⋅ VU[0,1](d − 1, p − 1, x)

= max{1, VU[0,1](d − 1, p − 1, x + 1) − VU[0,1](d − 1, p, x)} otherwise

⋅ (VU[0,1](d − 1, p − 1, x + 1)

−
max{1, VU[0,1](d − 1, p − 1, x + 1) − VU[0,1](d − 1, p, x)}

2
)

+ (1 −max{1, VU[0,1](d − 1, p − 1, x + 1) − VU[0,1](d − 1, p, x)})

⋅ VU[0,1](d − 1, p, x)
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Proof. For X ∼ U(0,1) we have

P[X < x] = min{1, x}

E[X ∣X < x] =
min{1, x}

2

since it is now possible for our thresholds to be more than max{X} = 1. Plugging in results

in the above.

4.1.2 Biased Agent Theory

We consider a present-biased agent in the same scenario as the previous section. Let

W (d, p, x) be the actual expected value to a biased agent of being in the state of having

d days remaining, a maximum of p more tasks to complete, and x tasks already completed.

As before, the present-biased agent believes that he is unbiased and will believe that he is

following the optimal thresholds strategy in the above section, except he observes costs as a

factor of β times more, so lemma 4 still applies.

Theorem 17. We have that the recurrence for W (d, p, x) is as follows.
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W (d, p, x)

= P [X <
r(x + 1) − r(x)

β
]E [r(x + 1) −X ∣X <

r(x + 1) − r(x)

β
] if d = p = 1

+ (1 − P [X <
r(x + 1) − r(x)

β
]) r(x)

= P [X <
r(x + 1) − V (d − 1,1, x)

β
] if p = 1

⋅E [r(x + 1) −X ∣X <
r(x + 1) − V (d − 1,1, x)

β
]

+ (1 − P [X <
r(x + 1) − V (d − 1,1, x)

β
])W (d − 1,1, x)

= P [X <
V (d − 1, p − 1, x + 1) − V (d − 1, p − 1, x)

β
] ⋅E[W (d − 1, p − 1, x + 1) if d = p > 1

−X ∣X <
V (d − 1, p − 1, x + 1) − V (d − 1, p − 1, x)

β
]

+ (1 − P [X <
V (d − 1, p − 1, x + 1) − V (d − 1, p − 1, x)

β
])

⋅W (d − 1, p − 1, x)

= P [X <
V (d − 1, p − 1, x + 1) − V (d − 1, p, x)

β
] ⋅E[W (d − 1, p − 1, x + 1) otherwise

−X ∣X <
V (d − 1, p − 1, x + 1) − V (d − 1, p, x)

β
]

+ (1 − P [X <
V (d − 1, p − 1, x + 1) − V (d − 1, p, x)

β
])W (d − 1, p, x)

Proof. The only two differences between this recurrence and the one for rational agents are

that we are using the bias-modified thresholds and that the states that the biased agent

transitions to in each decision step are also the biased states.

We also solve our recurrence for the case of X ∼ U(0,1).

Corollary 18. The recurrence for WU[0,1](d, p, x) is as follows.
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WU[0,1](d, p, x)

= min{1,
r(x + 1) − r(x)

β
}
⎛
⎜
⎝
r(x + 1) −

min{1, r(x+1)−r(x)β }

2

⎞
⎟
⎠

if d = p = 1

+ (1 −min{1,
r(x + 1) − r(x)

β
}) r(x)

= min{1,
r(x + 1) − VU[0,1](d − 1,1, x)

β
} if p = 1

⋅
⎛
⎜
⎝
r(x + 1) −

min{1,
r(x+1)−VU[0,1](d−1,1,x)

β }

2

⎞
⎟
⎠

+ (1 −min{1,
r(x + 1) − VU[0,1](d − 1,1, x)

β
})WU[0,1](d − 1,1, x)

= min{1,
VU[0,1](d − 1, p − 1, x + 1) − VU[0,1](d − 1, p − 1, x)

β
} if d = p > 1

⋅ (WU[0,1](d − 1, p − 1, x + 1)

−
min{1,

VU[0,1](d−1,p−1,x+1)−VU[0,1](d−1,p−1,x)
β }

2
)

+ (1 −min{1,
VU[0,1](d − 1, p − 1, x + 1) − VU[0,1](d − 1, p − 1, x)

β
})

⋅WU[0,1](d − 1, p − 1, x)

= max{1,
VU[0,1](d − 1, p − 1, x + 1) − VU[0,1](d − 1, p, x)

β
} otherwise

⋅ (WU[0,1](d − 1, p − 1, x + 1)

−
max{1,

VU[0,1](d−1,p−1,x+1)−VU[0,1](d−1,p,x)
β }

2
)

+ (1 −max{1,
VU[0,1](d − 1, p − 1, x + 1) − VU[0,1](d − 1, p, x)

β
})

⋅WU[0,1](d − 1, p, x)
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4.1.3 Simulation

For empirical analysis, we introduce three choices for the reward function r.

• A concave function works well for modeling the situation of studying for a test, where

there are decreasing marginal returns in the tasks than can be completed.

• A convex function works well for modeling the situation of writing a paper, where each

part of the paper has synergy, so we have increasing marginal returns.

• A linear function works well as a benchmark to compare the other two reward functions

with.

We present data for the d = 20, p = 5 case. We picked the following functions, where the

constants k1, k2, k3 are normalizing factors1:

• For concave: r(x) = k1 ⋅
√
x

• For convex: r(x) = k2 ⋅ x2

• For linear: r(x) = k3 ⋅ x

We plot the expected utility of both a rational agent with β = 1 and a biased agent with

β = 2 under each of the three reward functions in figure 4.1.

We see that the shapes of the curves are about what we expected, with all of the curves

concave except at points where d < p, which we ought to discount anyway since these points

violate our convention and effectively have a fewer number of tasks available than p = 5.

We also see that the biased agent’s welfare is indeed hurt the most when the convex reward

function is used, followed by when the linear reward function is used, and then when the

concave reward function is used, which is also expected. This effect ties in with how the

1We have k1 = 1.22663108295, k2 = 0.1148282906175, k3 = 0.568302637825. The constants were chosen so
that the expected value to the rational agent in the d = 20, p = 5 case is 2 with each function.
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Figure 4.1: Expected utilities V (d, p, x) and W (d, p, x) for the rational agent and biased
agent with β = 2 respectively in the d = 20, p = 5 case under three different reward functions.
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expected value of the convex reward function grows the fastest in the number of days avail-

able, followed by the linear function and then the concave one.

We plot the difference between the rational agent’s utility and the biased agent’s utility

against the number of days left.
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Figure 4.2: A plot of the difference between the rational agent’s utility and the biased agent’s
utility, V (d, p, x) −W (d, p, x) for p = 5 against d for the three different reward functions.

From figure 4.2 we see that the order for the amount of welfare loss across the three reward

functions is actually reversed for d < 5, though this is just an effect of having p = 5. The rest

of the graph confirms that a bias hurts the agent the most in the convex reward function case

and the least in the concave reward function case. More curious from this picture is how the

amount of welfare loss appears to be bitonic, peaking at different points for the three reward

functions. This makes sense because in the extreme case where d is very small, neither the

rational agent nor the biased agent is able to be selective about the cost he pays to complete

the tasks, and the rational agent’s advantage is not so apparent. In the other extreme with

very large d, both agents will be able to complete all the tasks paying essentially nothing,
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so the rational agent’s advantage also disappears eventually.

4.2 Introducing Intermediate Deadlines

In this section, we will allow a social planner to impose a single all-or-die deadline on the

agent who is working on a project that affords partial credit. We believe that we will be able

to find more convincing scenarios where this kind of deadline is able to improve a biased

agent’s welfare under this model than under the all-or-die model.

Under the partial credit model, unlike under the all-or-die model, a hard intermediate dead-

line intervention can improve a biased agent’s welfare even when p = 1. Consider a project

with d = 1, p = 1. Suppose that the cost for completing the task is less than the reward

for completing the project with positive probability. Then observe that an agent with an

absurdly high bias will essentially never complete the task, whereas if the reward is greater

than the mean of the cost distribution, then it may be advantageous to force the agent to

complete the task since this would have positive expectancy.

In d = 1, p = 1 case for an agent with bias β working on a partial credit project with cost

distribution X and reward r(1), the only possible intervention is to impose an all-or-die

deadline on the first task, which is equivalent to transforming this scenario into the corre-

sponding one in the all-or-die model.

We have that the EV for having no intervention is

P [X <
r(1)

β
]E [r(1) −X ∣X <

r(1)

β
]
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and the EV for imposing an all-or-die deadline is

r(1) −E[X].

We see that it is possible for the latter to be greater than the former, so in some situations,

a hard deadline improves our agent’s welfare in the soft deadline case where it cannot in the

hard deadline case.

The p = 1 task case is not too interesting for comparing the effect of intermediate deadlines

between the two models since it is always best to have the latest possible deadline in this

case, and then imposing an all-or-die intermediate deadline is equivalent to converting our

scenario from the partial credit model to the all-or-die model. Hence, we will investigate

p = 2 since it should be the simplest scenario without this property.

4.2.1 Rational Agent Theory

Since the biased agent’s thresholds depend on the rational agent’s welfare function, we first

explore the intervention of all-or-die intermediate deadlines in the partial credit model with

reward function r(x) when the project consists of just p = 2 tasks and a deadline of d days

when the agent is rational. Suppose that a social planner imposes an all-or-die deadline of

d̄ days remaining for the first task such that if with d̄ days left for the project the agent has

completed no tasks, he must complete one task on that day. For now, we are not allowing

an all-or-die deadline on the second task since such a deadline would transform our situation

into the all-or-die model, and we already know that the optimal such deadline must be as

late as possible, on the last day.

Since the total number of tasks p = 2 is fixed, denote by V (d, x) the expected utility to the

rational agent of having d days left having already completed x tasks. Let d̄ be the day of
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the deadline (note that d̄ = 1 is the latest possible intermediate deadline, and d̄ = d is the

earliest possible deadline).

Theorem 19. The recurrence for V (d, x) is as follows.

V (d, x)

= P [X < r(2) − r(1)]E [r(2) −X ∣X < r(2) − r(1)] if d = x = 1

+ (1 − P [X < r(2) − r(1)]) r(1)

= P[X < r(2) − V (d − 1,1)]E[r(2) −X ∣X < r(2) − V (d − 1,1)] if d > 1, x = 1

+ (1 − P[X < r(2) − V (d − 1,1)])V (d − 1,1)

= V (d̄ − 1,1) −E[X] if d = d̄, x = 0

= P[X < V (d − 1,1) − V (d − 1,0)] ⋅E[V (d − 1,1) if d > d̄, x = 0

−X ∣X < V (d − 1,1) − V (d − 1,0)]

+ (1 − P[X < V (d − 1,1) − V (d − 1,0)])V (d − 1,0)

Proof. This recursion is the same as the one with no intermediate deadline, except if the

agent has arrived at the day of the intermediate deadline without having completed the first

task, he must do so on that day and incur an expected cost of E[X] to move to the state

where he has d̄ − 1 days to complete the second task if he would like to do so.

4.2.2 Biased Agent Theory

For the biased agent with bias β, define W (d, x) to be analogous to the rational agent’s

V (d, x). Once again, we use lemma 4 to produce the following theorem.
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Theorem 20. The recurrence for W (d, x) is as follows.

W (d, x)

= P [X <
r(2) − r(1)

β
]E [r(2) −X ∣X <

r(2) − r(1)

β
] if d = x = 1

+ (1 − P [X <
r(2) − r(1)

β
]) r(1)

= P [X <
r(2) − V (d − 1,1)

β
]E [r(2) −X ∣X <

r(2) − V (d − 1,1)

β
] if d > 1, x = 1

+ (1 − P [X <
r(2) − V (d − 1,1)

β
])W (d − 1,1)

=W (d̄ − 1,1) −E[X] if d = d̄, x = 0

= P [X <
V (d − 1,1) − V (d − 1,0)

β
] ⋅E[W (d − 1,1) if d > d̄, x = 0

−X ∣X <
V (d − 1,1) − V (d − 1,0)

β
]

+ (1 − P [X <
V (d − 1,1) − V (d − 1,0)

β
])W (d − 1,0)

Proof. We need only to adjust the thresholds and states from those of the rational agent to

those of the biased agent.

4.2.3 Simulation

To evaluate our intervention for this model, we present data for the d = 100, p = 2 case. We

adopt the convention of a deadline of d̄ = 0 meaning no deadline for the first task. We use

the following reward functions2.

• For concave: r(x) = k1 ⋅
√
x

• For convex: r(x) = k2 ⋅ x2

2We have k1 = 0.7064096, k2 = 0.2500934, k3 = 0.5. These constants were chosen so that all three functions
yield approximately the same utility of 0.9512684 for the unbiased agent.
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• For linear: r(x) = k3 ⋅ x
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Figure 4.3: The utility to a rational agent in the partial credit model with d = 100 and p = 2
as a function of the intermediate deadline d̄ for three different reward functions. All three
curves essentially overlap.

The graph in figure 4.3 shows the expected utility to the rational agent as a function of when

the intermediate deadline is under all three reward functions. An interesting first result is

that the effect of the intermediate deadline on the utility to a rational agent is essentially

the same for all three reward functions for all possible choices for the deadline d̄. This can

be explained by how 100 days is enough for a rational agent to complete both tasks of the

project with low cost, regardless of the reward structure. We see that as expected, a deadline

does not help a rational agent with any reward function.

Next, we look at a biased agent with “medium” bias value β = 5 in figure 4.5. We have that

deadlines do help the biased agent. The linear reward improves the least and has a fairly

late optimal deadline. The convex reward improves a bit more and has a late but not as

late deadline. The concave reward benefits the most, but its optimal deadline is just the last
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Argmax Max Improvement
Linear 0 0.9512684 0

Concave 0 0.9512684 0
Convex 0 0.9512684 0

Figure 4.4: The optimal deadlines for a rational agent is no deadline.

0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0 20 40 60 80 100

U
til
ity

Intermediate	
  Deadline

Utility	
  vs	
  Deadline,	
  β	
  =	
  5

Linear	
  Reward

Concave	
  Reward

Convex	
  Reward

Figure 4.5: The utility to an agent with bias β = 5 in the partial credit model with d = 100
and p = 2 as a function of the intermediate deadline d̄ for three different reward functions.

day, meaning that we want to force the agent to do the first task on the last day if he has

not already completed it, since doing the first task on the last day is positive expectancy by

a large amount. This type of intervention result is practically appealing because it suggests

that for projects where a small amount of effort can pay a large dividend, such as studying

for an exam, forcing present-biased agents to achieve a baseline number of tasks completed

by the deadline can be a great intervention.

Argmax Max Improvement
Linear 23 0.6504086 0.0032520

Concave 1 0.7227928 0.022398
Convex 37 0.5887489 0.0051795

Figure 4.6: The optimal deadlines for a biased agent with β = 5.
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Figure 4.7: The utility to an agent with bias β = 10 in the partial credit model with d = 100
and p = 2 as a function of the intermediate deadline d̄ for three different reward functions.

The “extreme” bias case of β = 10 is also very interesting. We have that the biased agent

with linear reward still benefits from a deadline, though the optimal deadline is a bit sooner

than in the medium bias case and comes with a larger though still small improvement in

utility. The concave reward behaves the same as before, with forcing the agent to do the

first task on the last day being an optimal intervention. This intervention also yields a larger

improvement in utility for this agent than the medium bias agent.

Somewhat alarming and interesting is that it is no longer useful to give the agent any dead-

line if he has a convex reward function. Since this agent is so unlikely to complete the second

task anyway, it is useless to force the agent to do the first task at all. This result shows the

limitations of intermediate deadlines for extremely biased agents.
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Argmax Max Improvement
Linear 31 0.4068474 0.007713

Concave 1 0.5367566 0.069443
Convex 0 0.3107811 0

Figure 4.8: The optimal deadlines for a biased agent with β = 10.

4.3 Intermediate Deadlines with Multiple Tasks

We were slightly disappointed with how small the benefits of intervention were in the pre-

vious section, especially for the convex reward function. We believe that this might be due

to the project only consisting of two tasks, so there is not as much of a build-up to the high

final stage rewards of the convex reward function. With this in mind, we will investigate

welfare under intermediate deadline interventions in projects with many tasks in hopes of

finding an example of more impactful deadlines. The most natural type of deadline for this

scenario is one consisting of a number of tasks x̄ and a time d̄, where the agent must have

completed x̄ tasks by the time he has d̄ days remaining, so if with d̄ days remaining, the

agent has only x̄ − 1 tasks completed, he must complete the x̄-th task on that day.

This type of intervention is fairly natural: for the application of a student writing a paper

for a class or a conference, it makes sense to require a draft of a certain quality (number of

tasks) by an intermediate deadline. The agent solves a recurrence problem similar to before

except once the agent has exactly the same number of days left as number of tasks he still

needs to complete to meet the intermediate deadline, he must complete one task each day

for the next few days until he meets the deadline.

This scenario is extremely similar to the last one, except the agent is forced into completing

tasks each day once the number of tasks he still needs to finish to meet the intermediate

deadline is one more than the number of days he has left until the day of the intermediate

deadline.
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4.3.1 Rational Agent Theory

We derive the recurrence that the rational agent must solve in this scenario:

Theorem 21. The recurrence for V (d, x) when there is an intermediate all-or-die deadline

of x̄ tasks by d̄ days remaining is as follows.

V (d, x)

= r(x + 1) −E[X] if d = 1 and x = x̄ − 1

= P [X < r(x + 1) − r(x)] else if d = 1

⋅E [r(x + 1) −X ∣X < r(x + 1) − r(x)]

+ (1 − P [X < r(x + 1) − r(x)]) r(x)

= P [X < r(p) − V (d − 1, x)] else if x = p − 1

⋅E [r(p) −X ∣X < r(p) − V (d − 1, x)]

+ (1 − P [X < r(p) − V (d − 1, x)])V (d − 1, x)

= V (d − 1, x + 1) −E[X] else if d − d̄ + 1 = x̄ − x

and d ≥ d̄ and x < x̄

= P [X < V (d − 1, x + 1) − V (d − 1, x)]E[V (d − 1, x + 1) otherwise

−X ∣X < V (d − 1, x + 1) − V (d − 1, x)]

+ (1 − P [X < V (d − 1, x + 1) − V (d − 1, x)])V (d − 1, x)

Proof. If d = 1 and x = x̄ − 1, then the agent has no choice but to do a task on the last day,

receiving reward r(x + 1) = r(x̄) and paying E[X].

Otherwise, if d = 1, but x ≥ x̄, then the agent has the freedom to decide whether or not

he wants to complete the last task, so his payoff is either r(x + 1) −X or r(x). Hence, his

optimal threshold for this decision is r(x + 1) − r(x).
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If x = p − 1, then there is only one more task available, so the agent must decide whether to

pay X and receive r(p) or to wait and enter the state where his utility is V (d− 1, x) Hence,

his optimal threshold for this decision is r(p) − V (d − 1, x).

Then, if none of the above conditions hold but we have that d − d̄ + 1 = x̄ − x and both

d ≥ d̄ and x < x̄, then we have that the agent has reached the critical point where he must

complete one task each day in order to meet the all-or-die deadline, so he must complete one

task today, incurring a cost of E[X] in expectation to move to the state with one more task

completed and one fewer day.

Finally, the generic case allows the agent to choose beetween paying X to move to the state

with one more task completed and one fewer day and paying nothing to move to the state

with one fewer day and the same number of tasks completed. His utility for the former

choice is V (d− 1, x+ 1)−X and his utility for the latter choice is V (d− 1, x), so the optimal

threshold for this decision is V (d − 1, x + 1) − V (d − 1, x).

4.3.2 Biased Agent Theory

Using the V (d, x) values, we can write the recurrence for W (d, x), the utility of a biased

agent with bias β when there is an intermediate all-or-die deadline of x̄ tasks by d̄ days

remaining.

Theorem 22. The recurrence for W (d, x) is as follows.
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W (d, x)

= r(x + 1) −E[X] if d = 1 and x = x̄ − 1

= P [X <
r(x + 1) − r(x)

β
] if d = 1

⋅E [r(x + 1) −X ∣X <
r(x + 1) − r(x)

β
]

+ (1 − P [X <
r(x + 1) − r(x)

β
]) r(x)

= P [X <
r(p) − V (d − 1, x)

β
] else if x = p − 1

⋅E [r(p) −X ∣X <
r(p) − V (d − 1, x)

β
]

+ (1 − P [X <
r(p) − V (d − 1, x)

β
])W (d − 1, x)

=W (d − 1, x + 1) −E[X] else if d − d̄ + 1 < x̄ − x

and d ≥ d̄ and x < x̄

= P [X <
V (d − 1, x + 1) − V (d − 1, x)

β
] otherwise

⋅E [W (d − 1, x + 1) −X ∣X <
V (d − 1, x + 1) − V (d − 1, x)

β
]

+ (1 − P [X <
V (d − 1, x + 1) − V (d − 1, x)

β
])W (d − 1, x)

Proof. We get these values by using lemma 4 on the rational agent’s optimal thresholds and

then replacing the rational agent’s states with the biased agent’s.

4.3.3 Simulation

To illustrate the effects of intervention in the partial credit model with multiple tasks, we

present the data with the same parameters as a previous analysis on welfare, the d = 20, p = 5
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case. Once again, we picked the following functions3:

• For concave: r(x) = k1 ⋅
√
x

• For convex: r(x) = k2 ⋅ x2

• For linear: r(x) = k3 ⋅ x

We computed V (d, x) and W (d, x) for an agent with bias β = 2 for all possible values of d̄

and x̄. Unsurpringly, no deadline is the policy that maximizes the rational agent’s utility

V (d, x). For the biased agent with linear reward, no deadline x̄ = 0 is also the best policy.

However, an intervention can benefit the biased agent when his reward function is the con-

cave one or the convex one.
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Figure 4.9: Utility W (d, x) for the biased agent with bias β = 2 in the partial credit
model with d = 20, p = 5, and a concave reward function as a function of d̄ for various
x̄ ∈ {0,1,2,3,4,5}. The maximum is at d̄ = 1 and x̄ = 1.

In the case of the concave reward function, a deadline of d̄ = 1 and x̄ = 1 is optimal, meaning

that we require the agent to complete the first task by the last day if he has not already

3We have k1 = 1.22663108295, k2 = 0.1148282906175, k3 = 0.568302637825. The constants were chosen so
that the expected value to the rational agent in the d = 20, p = 5 case is 2 with each function.
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Figure 4.10: Utility W (d, x) for the biased agent with bias β = 2 in the partial credit
model with d = 20, p = 5, and a convex reward function as a function of d̄ for various
x̄ ∈ {0,1,2,3,4,5}. The maximum is at d̄ = 1 and x̄ = 5.

done so. This increases his welfare from 1.788294744 to 1.792306948, which is an improve-

ment of 0.004012204. Though this improvement is not by a significant amount, this type of

intervention is a practical one. We have that a deadline with d̄ = 1 and x̄ = 1 makes sure

that the agent captures the relatively large first reward stage because forcing the agent to

do so is positive expectancy. This result has applications to settings such as studying for

examinations.

When the reward function is convex, we have that a deadline also helps, this time one with

d̄ = 1 and x̄ = 5. We want to require the biased agent with convex reward function to complete

all five tasks by the last day. This causes this agent to be more likely to do the tasks earlier as

well, even if the cost is greater than the marginal reward, since the agent knows that he must

complete all five tasks eventually. This improves his welfare from 1.49493623 to 1.669841877,

a sizeable increase of 0.174905647. This is great news, since we see that for a convex reward

structure and a present biased agent, a deadline helps tremendously. Although an all-or-die
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deadline of d̄ = 1 and x̄ = 5 essentially converts this problem to the all-or-die model, the

sizeable increase in utility that it brings makes this a positive result.

4.4 Simulation with Cost Functions with Nonzero Min-

imum Cost

What further modifications to our simulation specifications can be made to increase the

effect of our intervention? A characteristic of the Uniform(0,1) cost distribution is that

with enough draws, it is possible to encounter a cost arbitrarily close to 0. In practical

applications, this can be an unreasonable feature and might fail to reflect exacly how much

present bias might harm an agent’s expected utility. To remedy this, we will consider the

Uniform(0.5,1.5) and Uniform(1,2) cost distributions, both of which have a nonzero mini-

mum value. Note that we can use the same recursive formulas as before to determine agents’

expected utility.

4.4.1 Uniform(0.5,1.5) Cost Function

First, we will look at the Uniform(0.5,1.5) cost function. Again, we use d = 20, p = 5. We

pick the following reward functions4:

• For concave: r(x) = k1 ⋅
√
x

• For convex: r(x) = k2 ⋅ x2

• For linear: r(x) = k3 ⋅ x

For these choices of project characteristics, reward functions, and cost function, we will

consider an agent with β = 1.25, a reasonable estimate for some real-world applications of

4We have that k1 = 2.19477468085, k2 = 0.2148286692134, k3 = 1.068302637825. The new constants were
chosen so that the expected value to the rational agent in the d = 20, p = 5 case is 2 with each function.
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present bias from the experimental economics literature5 [6] [2].

We omit the figures for the linear and concave reward functions because they are extreme

similar to our previous results.
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Figure 4.11: Utility W (d, x) for the biased agent with bias β = 1.25 in the partial credit
model with d = 20, p = 5, and a convex reward function as a function of d̄ for various
x̄ ∈ {0,1,2,3,4,5}. The maximum is at d̄ = 5 and x̄ = 2.

The figure for the convex reward function, however, is very interesting. We have that the

optimal deadline is that of x̄ = 2 tasks completed by d̄ = 5 days before the final deadline. We

have that with such an intermediate deadline, the agent achieves a utility of 1.722485124,

which is 0.000435826 more than the 1.722049298 utility from no deadline. Though the

increase in utility from the intervention is small, this result is especially exciting because it

shows that for a “typically” biased agent with a convex reward function, it is possible for

an intervention that requires that only some of the tasks be completed by an intermediate

deadline to be the most effective kind of deadline, i.e. the deadline forces the agent to

5Of course, the economics literature uses the Laibson’s convention and has β = 0.8. The experimental
literature also observes values of β that vary based on the nature of the decison to be made.
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complete part of the project by a midway point, but then the agent will be likely to voluntarily

finish the rest of the project afterwards, despite the absence of a final all-or-die deadline.

4.4.2 Uniform(1,2) Cost Function

That our interventions behaves exactly the way we want it to under the Uniform(0.5,1.5)

cost function is a great result, but we will confirm it by also investigating the Uniform(1,2)

cost distribution. For the this cost distribution, we pick the following reward functions6:

• For concave: r(x) = k1 ⋅
√
x

• For convex: r(x) = k2 ⋅ x2

• For linear: r(x) = k3 ⋅ x

Once again, we omit the figures for the linear and concave reward function and will instead

examine what happens to a biased agent with β = 1.25 when he has a convex reward function.

We have that the optimal deadline is that of x̄ = 2 tasks by d̄ = 7 days before the final deadline.

This plan achieves an expected utility of 1.300511103, which is 0.007253544 more than the no

deadline utility of 1.293257558. Again, we have that the optimal deadline is an intermediate

one that forces the agent to do some of the tasks, but after completing those tasks, the agent

will voluntarily finish the project. From this result, we can see that intermediate deadlines

can be extremely effective for biased agents with convex reward functions when the cost

function has a nonzero minimum.

6We have that k1 = 2.95288653764, k2 = 0.3148286692134, k3 = 1.568302637825. The new constants were
chosen so that the expected value to the rational agent in the d = 20, p = 5 case is 2 with each function.
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Figure 4.12: Utility W (d, x) for the biased agent with bias β = 1.25 in the partial credit
model with d = 20, p = 5, and a convex reward function as a function of d̄ for various
x̄ ∈ {0,1,2,3,4,5}. The maximum is at d̄ = 7 and x̄ = 2.
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Chapter 5

Conclusion

In this thesis, we studied the problem of a multi-stage project for present-biased agents un-

der two models, the all-or-die model and the partial credit model, and allowed for a social

planner to impose intermediate deadlines on the agent as an intervention. We derived the

recursive equations that describe how agents behave under these models and used simulation

to explore how the interventions affect agents’ welfare.

In the all-or-die model, we found that it was very difficult to find reasonable scenarios in

which an intermediate deadline could improve a biased agent’s welfare, and that in scenarios

where an intervention does help a biased agent’s decision making, the resulting gain in utility

is very small. This is due to how the agent is required to finish the entire project anyway,

so an intermediate deadline can only affect when the agent completes the tasks, and not if

he completes them, which leaves very little to be gained.

In the partial credit model, however, the intermediate deadline intervention performed very

well. Since in this model, a biased agent might not finish the entire project, an intervention

that causes the agent to actually finish the project would allow him to capture the full reward

instead of only a partial reward, greatly increasing his welfare. In particular, we found that:
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• For problems in the partial credit model that have concave reward functions, the

optimal intervention is often a deadline on the last day that forces the agent to complete

the first task of the project. This implies that for scenarios such as a student studying

for a test, a good intervention could be to require that the student studies a minimal

amount on the evening before the test.

• For problems in the partial credit model that have convex reward functions and cost

functions with nonzero minimum, the optimal intervention is often an intermediate

deadline some time before the final day that requires some but not all of the tasks to

be completed; this type of intervention often results in the agent voluntarily finishing

the rest of the project. This implies that for scenarios such as a student writing a

thesis, setting an intermediate deadline and meeting it can be a great intervention to

ensure that the student finishes the thesis in a timely manner.

For future work, we would like to elaborate on both the theoretical and simulation work that

was done in this thesis. On the theoretical side, a possible next step is to prove necessary

and sufficient conditions for the existence of a helpful intermediate deadline in either model.

It would also be valuable to consider sophisticated and partially näıve agents in our models.

On the simulation side, it would be useful to try even more cost and reward functions to

obtain a richer tabeaux of results from which to draw illustrative examples. Alternatively,

we could try to borrow experimental data in order to use our model to describe a real-world

application, and then recommend an intervention if a useful one exists.

Another possible direction for future work was inspired by the writing of this thesis itself.

Though this thesis proves that setting intermediate deadlines and meeting them can miti-

gate the harmful effects of procrastination, the writing of this thesis was a story of setting

intermediate deadlines and then failing to meet them. This thesis takes the ability for a

social planner to impose an infinite penalty on the agent for granted, so it would be more
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practical to investigate possible alternative incentive structures for the commitment device

that do not depend on the existence of so large a penalty. If this problem can be solved, it

could be a blessing to thesis-writers everywhere!
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Appendix A

Additional Theoretical Results

A.1 Recursive Equations for Generic Number of Tasks

in All-or-Die Model

In this section, we present the recursive equations that characterize the welfare of agents

working on a project with p tasks in the all-or-die model that must be finished in d days,

with an arbitrary number of intermediate deadlines.

A.1.1 Rational Agent Theory

We first briefly return to an unbiased agent. Recall that C(p, [d1, . . . , dp−1, dp]) is the ex-

pected cost to a rational agent of having dp days for the first task, dp−1 for the second task,

and so on.

Theorem 23. The recursive equation for C(p, [d1, . . . , dp−1, dp]) is as follows. Define thresh-

old

t = C(p, [d1 − 1, . . . , dp − 1]) −C(p − 1, [d1 − 1, . . . , dp−1 − 1]).
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C(1, [d1]) =

⎧⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪
⎨
⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎩

E[X] if d1 = 1

P[X < C(1, [d1 − 1])]E[X ∣X < C(1, [d1 − 1])] if d1 > 1

+(1 − P[X < C(1, [d1 − 1])])C(1, [d1 − 1])

C(p, [d1, . . . , dp−1, dp]) =

⎧⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪
⎨
⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎩

E[X] +C(p, [d1 − 1, . . . , dp−1 − 1]) if dp = 1

P[X < t](E[X ∣X < t] +C(p − 1, [d1 − 1, . . . , dp−1 − 1])) if dp > 1

+(1 − P[X < t])C(p, [d1 − 1, . . . , dp − 1])

Proof. We have that t as defined above is the optimal threshold because the total expected

cost given the realization of today’s cost is either today’s cost plus C(p−1, [d1−1, . . . , dp−1−1])

if a task is completed today or C(p, [d1−1, . . . , dp−1]) if not. Rearranging the condition that

the former is less than the latter yields our threshold t. The rest of the recursive equation

follows from the same logic as previous parts.

Of course, shifting deadlines forwards cannot improve an unbiased agent’s expected costs.

A.1.2 Biased Agent Theory

Next, we will write down the dynamic programming problem that the näıve biased agent

with bias β solves. Recall that B(p, [d1, . . . , dp]) is the expected cost incurred by a näıve

biased agent when he has to complete p tasks with the last one within d1 days, the second-

to-last one within d2 days, and so on, and the last one within dp days.

Theorem 24. The recursive equation for B(p, [d1, . . . , dp]) is as follows. Define threshold

t(β) =
C(2, [d1 − 1, d2 − 1]) −C(1, [d1 − 1])

β
.
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B(1, [d1]) =

⎧⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪
⎨
⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎩

E[X] if d1 = 1

P [X <
C(1,[d1−1])

β ]E [X ∣X <
C(1,[d1−1])

β ] if d1 > 1

+ (1 − P [X <
C(1,[d1−1])

β ])B(1, [d1 − 1])

B(p, [d1, . . . , dp]) =

⎧⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪
⎨
⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎩

E[X] +B(p, [d1 − 1, . . . , dp−1 − 1]) if dp = 1

P[X < t(β)](E[X ∣X < t(β)] +B(p, [d1 − 1, . . . , dp−1 − 1])) if dp > 1

+(1 − P[X < t(β)])B(p, [d1 − 1, . . . , dp − 1])

The equations above will allow us to compute the welfare of a biased agent with any bias

β when he must complete a project with an arbitrary number of tasks p in an arbitrary

number of days d under any assortment of intermediate deadlines for the first p − 1 tasks.
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Appendix B

Additional Simulation Results

B.1 Relationship between Bias and the Location of the

Optimal Deadline in All-or-Die Model

In this section we investigate the relationship between bias and the location of the optimal

deadline in the all-or-die model with d1 = 1000 and p = 2. For very low and very high biases,

e.g. β = 1.1 or β = 1000, it is optimal to have no deadline; however, we have that a deadline

helps for β = 50. Consider the limiting behavior for β. For β close to 1, the agent is almost

rational, so an intermediate deadline does not help, whereas for β close to ∞, the agent will

essentially never complete any task anyway, so an intermediate deadline also does not help.

Consider the relationship between β and d∗2. We see that there is a sharp decrease at the

start of the curve, reaching a valley at β = 10 and d∗2 = 376. The curve then grows almost

linearly until β = 92 and d∗2 = 806, after which it shoots up to d∗2 = 999, meaning that no

deadline is the best policy for β ∈ {93, . . . ,100}. Of course, these β values are all larger

than what is usually observed in practice, but we show that there is a bi-tonic quality to

when the optimal deadline is: up until a certain level of bias, more biased agents require

a stricter intervention of an earlier intermediate deadline, and after that level of bias, the
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Figure B.1: The relationship between bias β and the optimal intermediate deadline location
d∗2 that minimizes expected cost to the näıve biased agent in the d1 = 1000 case for β ∈

{1,2, . . . ,100}.

trend reverses and later deadlines become more optimal until a deadline no longer helps at all.

We might expect the agent who benefits the most from an optimal intermediate deadline to

be the one whose optimal deadline is the earliest. Figure B.2 confirms this.

We see that the shape of the curve in figure B.2 is roughly log-normal, which makes sense

since this implies that the percentage decrease in expected cost will be roughly normal, which

is unsurprising.

B.2 Highly Biased Agent and Cost Functions with Nonzero

Minimum Cost in Partial Credit Model

In this section, we highlight two interesting results when we have a highly biased agent with

β = 2 in the partial credit model with d = 20 and p = 5 under a cost function with nonzero
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Figure B.2: The decrease in expected cost for the biased agent, B(2, [1000,999]) −
B(2, [1000, d∗2]), brought upon by the optimal deadline for each β, d∗2 pair.

minimum cost.

B.2.1 Concave Reward, Uniform(1,2) Cost Function

In this scenario, we find that the present-biased agent’s utility essentially depends only on

the number of tasks we force the agent to complete. This effect is due to how the bias of

the agent is β = 2, which is large enough compared to the minimum cost that the agent

essentially never believes it to be correct to attempt any task, except when compelled to by

an all-or-die deadline.

Since the agent will certainly complete zero tasks if there is no intervention, deadlines actually

help by a large amount here. The agent is actually able to obtain a utility of 0.816940551

with no intervention, but a deadline with x̄ = 1 and any d̄ forcing the agent to complete one

task yields a better utility of 1.452886538. Again, the optimal deadline when the agent has

a concave reward function is to force the agent to complete one task in order to collect the
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Figure B.3: Utility W (d, x) for the biased agent with bias β = 2 in the partial credit model
with d = 20, p = 5, a concave reward function, and a Uniform(1,2) cost function as a function
of d̄ for various x̄ ∈ {0,1,2,3,4,5}.

first reward level.

B.2.2 Convex Reward, Uniform(0.5,1.5) Cost Function

We see that a high bias hurts the agent quite a bit since it will be very difficult for him

to complete tasks at all. As in the previous section, the agent’s expected utility ends up

depending essentially only on the number of tasks required by the deadline since the agent

ends up doing the majority of the tasks in the days leading up to the deadline with very

high probability, and the optimal intervention is to require the agent to have finished all the

tasks by the last day.

Also we see something else very interesting – with no deadline, the agent with the convex

reward actually has a negative expected value. The agent might attempt some of the tasks,

anticipating that the future self will complete all the tasks, but he will actually fail to follow

through some times, leading to a negative payoff. He would be better off not even trying.
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Figure B.4: Utility W (d, x) for the biased agent with bias β = 2 in the partial credit model
with d = 20, p = 5, a convex reward function, and a Uniform(0.5,1.5) cost function as a
function of d̄ for various x̄ ∈ {0,1,2,3,4,5}.

O’Donoghue and Rabin (2008) [9] also observe this behavior in their model.
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