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Abstract

Social media has become in recent years an increasingly important domain for politics,

including campaign advertising. In this work, we develop a tractable DeGroot model

of influence maximization in political networks following initial advertisement in a two-

candidate election from the viewpoint of a fully-informed social network platform. Our

model considers two types of candidate objectives: margin of victory (maximizing total

votes earned) and probability of victory (maximizing probability of earning the majority).

We use it to show key theoretical differences in the corresponding games for arbitrarily

large networks, including the existence of pure Nash equilibria. Finally, we contribute

algorithms for computing mixed equilibria in the margin of victory case as well as influence-

maximizing best-response algorithms in both cases, and implement them on the Adolescent

Health Dataset.
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Chapter 1

Introduction

The impact of various factors on the success of political advertising, such as the type

and competitiveness of a race, advertisement timing and tone, voter knowledge of issues,

party affiliations, and pre-existing opinions, has been extensively studied in political sci-

ence (Rothschild 1978; Ridout and Franz 2011; Huber and Arceneaux 2007; Wanat 2020;

Fowler, Ridout, and Franz 2016; Gerber et al. 2011; Sinclair 2012). Another relevant ques-

tion is how the structure of social networks themselves can inform candidates’ advertising

strategies — or more likely, the strategies of social media giants acting on the behalf of

multiple candidates at once. As the bulk of advertising shifts away from traditional media

and towards digital platforms built on existing friendship networks, and as the extremely

voter-specific “microtargeting” strategies formerly relied on by Google and Facebook come

under scrutiny, network effects may very well become one of the main ways in which so-

cial media companies decide how to spend the millions of advertising dollars entrusted to

them. Doing so in an equitable and optimal manner for each candidate is crucial to the

health of our democracy.

The problem of how agents should advertise to a network of nodes in order to maximize

their total influence is known as competitive influence maximization. This field of study

was largely introduced by Bharathi, Kempe, and Salek (2007) using the earlier independent

cascade model of influence proposed in Kempe, Kleinberg, and Tardos (2003). Influence

maximization is an NP-hard problem, and most research focuses on greedy algorithms

exploiting submodularity in networks or various other approximations (Ansari et al. 2019;

Lin and Lui 2014). Works that study algorithms for finding equilibria under competitive

influence maximization generally focus on maximizing only margin of victory (expected

number of votes) due to the intractability of probability of victory (probability of winning

a winner-take-all election) under the ICM model (Li et al. 2015; Shahla Jafari 2018).

In this thesis, we study competitive influence maximization in a two-candidate election

with a few key differences that improve tractability, generalizability, and applicability to

the real-world election process. Our main contributions to the literature on competitive

influence maximization and opinion dynamics are as follows:

• Proposing a new, more general model of election networks that enables candidates to

spend varying amounts per voter, accounts for varying levels of voter receptiveness

to each side, and updates using a DeGroot model over finite time horizons, allowing
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efficient and exact computation of influence objectives.

• Showing key differences in the properties of election games corresponding to the mar-

gin of victory and probability of victory objectives and providing best-response/influence-

maximizing algorithms for both, as well as an algorithm for computing equilibria in

the former.

• Demonstrating via simulation how these algorithms can be used as a decision-support

system for fully-informed companies tasked with allocating budgets for competing

candidates.

In the rest of this chapter, we provide context for the use of social media in political

advertising and discuss related work in more detail. In Chapter 2, we give theoretical

background on important results related to networks, game theory, and no-regret learning.

In Chapter 3, we define our model of elections and election games, and in Chapter 4, we

prove various properties of both types of election games and present our algorithms for

best-responding and converging to equilibrium. Chapter 5 discusses the implementation

and results of our algorithms as applied to the Adolescent Health Dataset. Finally, we

conclude in Chapter 6 by relating our results to advertising strategies in real elections,

and discussing various extensions to the model.

1.1 History of Political Advertising on Social Networks

As the US sociopolitical climate trends toward ever tighter restrictions on the use of ad-

vertising based on personal attributes, one feature of social networks that has remained

legislatively overlooked so far is the strength of interpersonal connections. For companies

whose business models originally centered around the relationships between individuals,

rather than the individuals themselves, focusing on the effects created by networks can

be a valuable and more transparent advertising alternative. Networks have proven to

be good predictors of political behaviors such as turning out to vote (Bond et al. 2012).

Social influences also affect campaign contributions, electoral preferences throughout the

course of a campaign, and even party identification, with stronger effects for close rela-

tionships (Sinclair 2012). Thus, advertising that considers the most influential members

of a population is likely to be an effective strategy for future political candidates.

Advertising has been a popular strategy in US elections since the 1952 Presidential

election, when Eisenhower’s pioneering usage of television advertisements helped him win

a landslide victory (Brownell 2016). The effects of advertising on voter opinions are

especially large in down-ballot races, which tend to have lesser-known candidates and

less media coverage, and in more competitive races in general, such as those without

incumbents (Fowler, Ridout, and Franz 2016; Wanat 2020). Ad imbalances, in particular,

are strongly correlated with changes in vote share (Ridout and Franz 2011). Since then,

political ad spending has climbed steadily in the digital age, growing an average of 27% per

year since 2012 and constituting a projected $6-10 billion total in the 2019-2020 election

cycle by various estimates (Bruell 2019).

Facebook, founded in 2004, has become a particularly effective advertising platform
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for several reasons, including high usage: about 70% of US adults have a Facebook ac-

count, 74% of Facebook users report using the site roughly daily, and 55% report getting

news from the platform either sometimes or often (Perrin and Anderson 2019). In addi-

tion, social media companies like Facebook have access to an almost unlimited amount

of personal information from user profiles and business or advertising interactions, not

to mention third-party apps, location services, and social relationships themselves, which

makes Facebook data incredibly valuable to marketers in any industry. Facebook’s built-in

ad targeting tools include highly customizable options for filtering potential customers by

location, hobbies, prior purchases, and connections to events, among many other things.

It also provides options for targeting previous visitors to the advertiser’s website and mo-

bile apps (known as “remarketing”), as well as finding “lookalike” audiences for uploads

of custom user data.

The practice of targeting advertisements to very specific subgroups is known as “micro-

targeting”, and has come under extreme scrutiny in the years since the 2016 presidential

election. Although its proponents argue that microtargeting helps campaigns precisely

identify voter issues and encourage political participation through relevant advertisements

(Zuiderveen Borgesius et al. 2018), many political leaders and the majority of Americans

strongly oppose the practice, citing issues like misuse of data, discrimination, and lack

of accountability, as microtargeting makes it possible for candidates to present entirely

different platforms to different voters (McCarthy 2020). For example, reports indicate

that the 2016 Trump campaign and Russian groups used microtargeting to attempt to

suppress the black vote with messages like “No one represents black people. Don’t go to

vote” (Zuiderveen Borgesius et al. 2018; “‘Weaponized Ad Technology’: Facebook’s Mon-

eymaker Gets a Critical Eye” 2018). Such “dark posts” often go unnoticed for too long

because they can only be seen by their limited target audience. The actions of the British

political consulting firm Cambridge Analytica are perhaps the best example of the ex-

tremes of “behavioral” microtargeting. During the 2016 election, the company harvested

the data of some 220 million Americans without their knowledge, constructed psychologi-

cal profiles and corresponding advertising suggestions for each voter, and sold the results to

several Republican candidates, including the Trump campaign for an ultimate amount of

$6 million dollars (“Social networks, the 2016 US presidential election, and Kantian ethics:

applying the categorical imperative to Cambridge Analytica’s behavioral microtargeting”

2016). When uncovered in 2018, these illicit practices provoked instant and global public

backlash, leading to a $100 billion dip in Facebook’s stock value and Facebook CEO Mark

Zuckerberg testifying before Congress. Cambridge Analytica closed operations shortly

thereafter, but its actions have made a lasting mark on American politics.

Due to the resulting public and political pressure, nearly every social media company

has since undergone major changes to their advertising policies. The broadly supported

Honest Ads Act was proposed by a bipartisan group of senators in October 2017, and

would require online services to provide a public file of all electioneering advertisements

— including a description of the target audience, views generated, budget spent, and pur-

chaser contact information — as well as make reasonable efforts to ensure that no foreign

ad buyers could reach the American electorate (Honest Ads Act 2017). Although this
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bill is still in committee, it was publicly endorsed by both Facebook and Twitter, and

tech companies have followed the spirit of the legislation to varying extents.In April 2018,

Facebook removed filters based on “sensitive attributes” such as race, religion, and sexual

orientation (Reviewing Targeting to Ensure Advertising is Safe and Civil 2018). However,

Facebook has so far eschewed any more significant microtargeting changes in favor of sim-

ply increasing transparency. In May 2018, Facebook launched its Ad Library, a searchable,

downloadable database following nearly all of the Honest Ads Acts’ guidelines on trans-

parency, with the notable exception of the original target parameters of advertisements.

Although not a social media company, Google is the second largest online political adver-

tising platform, and it severely restricted microtargeting in November 2019 by removing

support for uploading custom audiences, targeting lookalike audiences, remarketing, and

even filtering by political affiliations (“Google Policy Change Upends Online Plans for

2020 Campaigns” 2019). Finally, in October 2019, Twitter took the most drastic step by

banning political ads altogether.

Despite these large-scale shifts in expectations of privacy since the early 2000s, we

expect network structure and peer influence not only to be effective channels of advertising,

but also less susceptible to regulation due to their fundamental value to social platforms,

and thus more important than ever in the world of online political advertisement.

1.2 Related Work

The fields of research most closely related to our work are influence maximization, opinion

dynamics, and strategic persuasion in elections. The influence maximization line of work

was introduced by Kempe, Kleinberg, and Tardos (2003), which defined the independent

cascade model and linear threshold models, showed that influence maximization is NP-

hard, and proposed greedy algorithms based on submodularity. Bharathi, Kempe, and

Salek (2007) first defined the competitive version of the problem using the independent

cascade model, extended the greedy algorithm to the competitive case, and analyzed

properties of equilibria. Recently, Wilder (2018) also studied the question of maximizing

influence for election control specifically, proposing greedy algorithms for both margin and

probability of victory. Although the structure of our problem and objectives comes from

this literature, the independent cascade model assumes that agents are committed to an

opinion once “activated” once by a peer and are thereafter removed from influence. This

is a good fit for things like one-off purchases, but may not adequately reflect opinions that

change slowly over time due to social influences, as argued by Brede, Restocchi, and Stein

(2019).

Instead, there exists a parallel literature on opinion dynamics and social networks,

where nodes update their opinions continuously over time using either Bayesian models

or non-Bayesian rules of thumb. Of the latter, the most well-studied is the DeGroot

model (Degroot 1974; Jadbabaie et al. 2011). However, the goal of most work in this

area is studying the conditions under which (voter) opinions converge over unlimited time

horizons, such as when “stubborn” agents or competitors exist (Vial and Subramanian

2019; Zhao, Liu, and Wang 2014). Several works study the existence and properties of
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equilibria in similar competitive influence games using various models of network updates

(Bimpikis, Ozdaglar, and Yildiz (2016) uses the binary voter model, and Lever (2010) uses

DeGroot as well with a different advertising mechanism), without providing a method of

computing equilibria. The most similar work to ours is likely that of Clark and Poovendran

(2011), who develops a Markov-based model for influence maximization and algorithms

for computing equilibria; however, his approach also assumes unlimited time horizons and

only looks at expected value (corresponding to our margin of victory case).

Outside of networks, there exists a large body of work on strategic political advertising

without considering network influences Lovett, Peress, et al. (2010), as well as a literature

on election control, which considers the asymmetric problem of an attacker and defender

who have different action profiles (Wilder and Vorobeychik 2019). As far as we know,

ours is the first work to study a finite-time symmetric competitive influence game on a

DeGroot network with a focus on learning equilibria for two types of objectives, margin

and probability of victory.
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Background

In this chapter, we provide important definitions and existing results related to our chosen

model of network influence, game theory, and methods for computing equilibria.

2.1 Networks and Influence

2.1.1 DeGroot Influence Model

Generally, the field of social learning aims to study characteristics of information flow

through a network (Golub and Jackson 2010), and can be divided into work using Bayesian

and non-Bayesian models for how nodes update given new information. The logic of

Bayesian models is compelling, but they require expensive computation and often do not

serve as a good model of human behavior (Zhang 2013; Merkle and Weber 2011), as

illustrated by such famous examples as the Monty Hall problem and the Gambler’s fallacy

. Various non-Bayesian models with different “rules of thumb” for updates have been

developed in order to address the intractability issue, often at little cost to the accuracy

of the model over long time horizons (Chandrasekhar, Larreguy, and Xandri 2015).

One of the earliest and most prevalent such non-Bayesian models is the DeGroot model,

proposed in Degroot (1974). In the DeGroot model, nodes in a network start with initial

opinions on a subject parametrizable by a single distribution or number - for example,

predictions of the number of points scored by the winning Superbowl team or ratings of a

new movie. We represent these opinions as a size n vector

~θ(0) =
(
θ
(0)
1 ,θ

(0)
2 , . . . , θ(0)

n

)
,

where we introduce the parenthetical exponent notation on θi in order to indicate i’s

opinion at that specific time step. Interactions between nodes are characterized by a

weighted, directed n× n nonnegative “trust” matrix P . Pij measures the trust that node

i places on node j, or how much influence j has over i, such that the sum of these trust

coefficients over all j for each i is 1. In other words, P is row-stochastic. At each time

step, each node i revises its opinion by taking into account the opinions of its neighbors j,

forming a new opinion as the weighted average of its neighbors’ opinions at the previous

time step. These could include neighbors that i considers to be experts, indicated via a

6
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high value (close to 1) for Pij , as well as i itself. Thus:

θ
(t)
i =

n∑
j=1

θ
(t−1)
j Pij ,

or equivalently,

θ(t) = Pθ(t−1) = P tθ(0). (2.1)

This means that P may be regarded as the one-step transition matrix of a Markov chain

with n states. Intuitively, the opinion of node i at time t is equivalent to the expected

final state of a random walker started at i after t steps.

As mentioned earlier, the focus of the DeGroot paper and its related field of study is

on using the stationary probabilities of the Markov chain to study long-term consensus

formation. However, we are interested in (2.1) in its own right.

Example 2.1.1 (DeGroot updating). For an illustrative example, suppose we have a

network of four nodes (Figure 2.1), where nodes 1 and 4 are the main sources of information

— news outlets, for example — that “trust” only themselves. Note that the direction of

edges indicates a deferral of judgement to a trusted source, rather than the direction of

information flow. Thus, node 3 trusts nodes 1 and 2 equally and ignores node 4, while

node 2 trusts 1 the most, 3 a small amount, and barely trusts 4. It is not by coincidence

that both 1 and 4 are also absorbing states in this Markov chain.

32

1

4

0.5

1

0.7 0.5

0.1

0.2

1

Figure 2.1: 4-node network with two main sources of information, nodes 1

and 4.

The corresponding trust/transition matrix for this network is as follows:

P =


1 0 0 0

0.7 0 0.2 0.1

0.5 0.5 0 0

0 0 0 1


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Now, suppose the initial states of the nodes are

θ(0) = [0, 60, 20, 100]>.

The network evolves as follows:

θ(1) = P × θ(0) = [0, 14, 30, 100]>

θ(2) = P 2 × θ(0) = [0, 16, 7, 100]>

θ(3) = P 3 × θ(0) = [0, 11.4, 8, 100]>

θ(4) = P 4 × θ(0) = [0, 11.6, 5.7, 100]>

...

lim
t→∞

θ(t) = P t × θ(0) → [0, 11.11, 5.56, 100]>

We see that this particular network, due to its simplicity, takes only about 4 steps to

converge to its stationary distribution. More importantly, we see that node 2’s initially

relatively high value θ2(0) is quickly lowered due to its dependence on 1, but ultimately

still remains higher than θ3(t) for large t due to its small yet present dependence on 4.

Node 3 undergoes a similar evolution. Furthermore, observe that 1’s consistently low

value continues to pull down the values of 2 and 3 at each time step due, both directly and

indirectly as its effects are duplicated across 2 and 3 themselves. This “echo chamber”

effect of adjusting repeatedly based on the same data is in large part what Bayesian models

attempt to avoid. However, echo chambers are a well-studied phenomenon on Facebook

(Del Vicario et al. 2016; Quattrociocchi, Scala, and Sunstein 2016) and in fact help justify

of our choice of it as a model for opinion updating in online social networks.

2.2 Basics of Game Theory

In this section, we summarize foundational game theory concepts that will be used through-

out the rest of the work. In particular, both of the election games we define take the form

of two-player, zero-sum games with infinite strategy sets and continuous payoff functions.

To start, we define the notation characterizing strategic-form games:

Definition 2.1 (Strategic-form game). A strategic form (or normal form, or simultaneous-

move) game is defined by the elements (N,S, u), where:

• N is a finite set of agents, N = {1, . . . , n}

• Si is the set of actions available to agent i, and S is the set of combinations of actions

S1 × . . .× Sn, also called action profiles.

• u is the set of utility functions, such that ui : S → R maps from action profiles to

payoffs for every agent i.

We use the terms action and pure strategy interchangeably. For games with finite strategy

sets, Si utility functions are usually represented using payoff matrices, which list the payoffs

for each combination of player actions.

8
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Definition 2.2 (Zero-sum game). A two-player strategic form game is zero-sum if the

total utility of every action profile s = (s1, s2) ∈ S is u1(s) + u2(s) = 0, meaning that the

players’ interests are strictly opposed.

A critical concept in game theory is that of equilibrium, or “stable” action profiles

in the sense that players have no incentive to change their behavior once equilibrium

is reached. There are numerous extensions to the equilibrium concept, including pure,

mixed, approximate, dominant-strategy and correlated equilibria. We provide definitions

below for the ones on which our work relies:

Definition 2.3 (Nash equilibrium). An action profile a∗ = (a∗1, . . . , a
∗
n) is a pure-strategy

Nash equilibrium of a simultaneous-move game (N,A, u) if and only if the following holds:

ui(a
∗
i , a
∗
−i) ≥ ui(j, a∗−i),

for all actions j ∈ Ai and all agents i, where a∗−i is defined by a∗−i = (a∗1, . . . , a
∗
i−1, a

∗
i+1, . . . , a

∗
n).

In other words, it is an assignment of action profiles to agents such that, given that all

other agents are playing their assigned strategies, no agent can achieve a higher utility by

changing his own.

Definition 2.4 (Mixed strategy). A mixed strategy si for agent i is a distribution over

available actions, such that sij is her probability of playing action j ∈ Ai and
∑

j∈Ai
sij =

1.

Note that pure strategies are a subset of mixed strategies where all but one strategy has

probability 0 of being played.

A famous example of a game in which there is no pure-strategy Nash equilibrium is

Matching Pennies (Table 2.2), because there is always a player with an incentive to deviate

from every action profile. However, by allowing agents to randomize over their strategies,

we can find an equilibrium in which each agent chooses heads half the time and tails half

the time.

Player 2

H T

Player 1
H (1,−1) (−1, 1)

T (−1, 1) (1,−1)

Table 2.2: Matching Pennies has no pure-strategy Nash equilibrium, but has

a mixed-strategy equilibrium if both players play Heads and Tails with equal

probability.

We next introduce the concept of a mixed-strategy Nash equilibrium, which generalizes

the concept of a pure-strategy equilibrium:

Definition 2.5 (Mixed-strategy Nash equilibrium). A mixed strategy profile s∗ is a mixed-

strategy Nash equilibrium if for every player i and every mixed strategy si ∈ Si,

ui(s
∗
i , s
∗
−i) ≥ ui(si, s∗−i).

9
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A related result is the following:

Theorem 2.1. A strategy profile s∗ is a mixed-strategy Nash equilibrium if and only if:

ui(j, j
∗
−i) ≥ ui(j′, s∗−i),

for all j in the support of s∗i (played with positive probability), all j′ ∈ Ai, and all agents

i.

It follows from this theorem that every action in the support of any player’s equilibrium

mixed strategy s∗i yields the same payoff ui.

From here on, “equilibrium” will refer to a mixed-strategy Nash equilibrium by default,

and we will make a clear distinction when we mean pure-strategy equilibria.

The following famous theorem is the source of the name for Nash equilibria itself, and,

along with Theorem 2.3, provides the foundation for the field of game theory:

Theorem 2.2 (Existence Theorem, Nash 1951). Every finite simultaneous-move game

(N,A, u) has at least one mixed-strategy Nash equilibrium.

The proof of Theorem 2.2 is extremely technical and beyond scope for our purposes. See

section 3.3.4 of Shoham and Leyton-Brown (2008) for a full proof using Sperner’s Lemma

and Brouwer’s fixed-point theorem.

Turning now to results related to the zero-sum games in which we are primarily inter-

ested:

Definition 2.6 (Maximin and minimax strategies). A maximin strategy s̄ for player 1 in

a two-player game is a strategy satisfying

s̄ ∈ arg max
s1∈A1

[
min
s2∈A2

u1(s1, s2)

]
,

and the maximin value for player 1 is maxs1 mins2 u1(s1, s2). The maximin strategy can be

thought about as the best choice for player 1 if player 1 must commit to a choice knowing

that once he does so, player 2 will pick her strategy to minimize player 1’s utility. The

maximin strategy thus optimizes for the worst case.

Similarly, a minimax strategy for player 2 reverses the order of the minimum and maximum:

s ∈ arg min
s2∈A2

[
max
s1∈A2

u1(s1, s2)

]
,

and can be thought of as the strategy that minimizes player 1’s best-case utility.

Theorem 2.3 (Minimax Theorem, von Neumann 1928). In any finite, zero-sum, two-

player game, the following are true:

1. Each player’s maximin value, minimax value, and expected utility in any (mixed)

Nash equilibrium of the game are equal. The expected utility for player 1 is called

the value of the game, by convention.

2. For both players, the set of maximin strategies is identical to the set of minimax

strategies.

10
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3. All and only maximin (or equivalently, minimax) strategy profiles correspond to

Nash equilibria of the game. Thus, all Nash equilibria result in the same utility

vector.

Proof. By Theorem 2.2, there must exist at least one Nash equilibrium for our game. Let

us denote it by s′ = (s′1, s
′
2), and denote player 1’s payoff in s by v1. Let player 1’s maximin

value be v̄1 and his minimax value be v1.

We first wish to show that v̄1 = v1. By the definition of equilibrium, each player plays

a best response to the other, meaning that

v2 = max
s2

u2(s
′
1, s2).

This is equivalent to writing that player 2 minimizes the opposite of her payoff:

−v2 = min
s2
−u2(s′1, s2).

Because the game is zero sum, we may also substitute v1 = −v2 and u1 = −u2, giving

v1 = min
s2

u1(s
′
1, s2).

By the definition of max, the following must also be true:

max
s1

min
s2

u1(s1, s2) ≥ min
s2

u1(s
′
1, s2) = v1.

Observe that the term on the left hand side is exactly our definition of v̄i. Thus, we

have shown that v̄i ≥ vi. However, it clearly cannot be the case that v̄1 > v1, because

then player 1 would have an incentive to deviate to his maximin strategy, contradicting

the definition of v1 as his payoff in equilibrium. Thus, v̄1 = v1 as desired. The proof of

v1 = v1 follows similarly.

The minimax theorem is also related to the concept of regret, as we will see in the next

section, as regret minimizing algorithms seek similarly to optimize for the worst-case

outcome.

Finally, we introduce the notion of an ε-approximate equilibrium, which is commonly

used in algorithmic game theory:

Definition 2.7 (Approximate equilibrium). A strategy profile s is an ε-approximate Nash

equilibrium of a game for some ε ≥ 0 if for every agent i and strategy s′i 6= si:

ui(si, s−i) ≥ ui(s′i, s−i)− ε.

Approximate equilibria capture the idea that players still might not deviate if the incentive

for doing so is sufficiently small, and are useful for reducing infinite strategy spaces to finite

ones, or for dealing with imperfect machine calculations.

11
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Infinite Strategy Set Games

A parallel set of results exists for games in which players have infinite strategy spaces and

continuous utility functions, such as the ones we will go on to define in Chapter 3.

Theorem 2.4 (Debreu, Fan, Glicksberg). A strategic form game (N,S, u) with infinite

strategy sets Si such that the Si are nonempty compact metric spaces and the ui : A→ R
are continuous functions must have a mixed strategy Nash equilibrium.

Theorem 2.5 (Glicksberg). Consider a strategic form game (N,S, u) with infinite strategy

sets such that for each i ∈ N :

1. Si is convex and compact.

2. ui(si, s−i) is continuous in s−i.

3. ui(si, s−i) is continuous and quasiconcave in si.

This game has a pure strategy Nash equilibrium.

Note that Theorem 2.2 is in fact a special case of this theorem. Mixed strategies of a

game g can be represented as pure strategies of a much larger infinite game G, where the

mixed strategies are simplices and thus both compact and convex. Utilities are linear in the

mixed strategies, and are therefore concave, continuous functions. Thus, the existence of a

pure strategy Nash equilibrium in G implies the existence of a mixed strategy equilibrium

in g.

2.3 Computability of Games

In this section, we define the Nash problem and provide an overview of algorithms for

solving it under different conditions.

Definition 2.8 (Nash). Given a simultaneous-move game, find a mixed-strategy Nash

equilibrium.

Theorem 2.6. Nash for a finite-strategy two-player zero-sum normal-form game can be

solved in polynomial-time in the size of the payoff matrix in the worst case.

Proof. Due to 2.3, we may easily compute equilibrium for a two-player zero-sum game

by solving the linear program associated with a maximin strategy. For player 1, let the

decision variable pj be the probability player 1 assigns to action j ∈ A1, and let U1

represent player 1’s expected utility. Then, we wish to find:

max
U1,p

U1

s.t.
∑
j∈A1

u1(j, k) · pj ≥ U1, ∀ k ∈ A2 (2.2)

∑
j∈A1

pj = 1 (2.3)

pj ≥ 0, ∀ j ∈ A1 (2.4)

12
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The first constraint stipulates that player 1’s utility is such that player 2 knowingly selects

the action that minimizes it, giving rise to a maximin strategy for player 1. The final two

constraints simply ensure that the LP returns a distribution over actions. Similarly, the

dual variables corresponding to the first constraint give player 2’s mixed strategy. Because

linear programs can be solved in polynomial time with respect to the number of variables

and constants, an equilibrium can be found in the same amount of time, completing the

proof.

The general-sum case is much harder because the two players’ interests are not com-

pletely opposed, so the problem can no longer be formulated as a simple optimization. In

fact, Nash is in a complexity class in between P and NP, because no polynomial-time

algorithm exists, yet Theorem 2.2 tells us that there must be at least one equilibrium,

whereas NP-complete problems do not always have solutions.

Theorem 2.7. Nash for a two-player general-sum normal-form game is PPAD-complete.

The necessary reductions for this proof are also too involved to present here; see Daskalakis,

Goldberg, and Papadimitriou (2009) for a comprehensive discussion of the complexity of

Nash.

Proposition 2.1. If one exists, a pure-strategy Nash equilibrium for an n-player general-

sum normal-form game can also be found in polynomial-time in the size of the payoff

matrix in the worst case.

Proof. This can be done simply by enumerating all possible combinations of action profiles.

If each player has m actions, there are mn total action profiles. For each, checking whether

the action profile is a pure Nash equilibrium requires checking each of n(m − 1) possible

deviations, giving a total time complexity of O(nmn+1). This is polynomial in the size of

the input, because the payoff matrix has n values for each action profile, amounting to

O(nmn) entries.

2.3.1 Regret-Minimizing Algorithms

A large category of equilibrium-finding algorithms rely on the concept of regret minimiza-

tion. Although more general arguments exist for the connection between regret minimiza-

tion and equilibria, we provide a proof for two-player constant-sum games, adapted from

Blum and Mansour (2007):

Theorem 2.8 (Blum). Let G be a constant sum game with value (v1, v2). If player

i ∈ {1, 2} plays for T steps using an online optimization procedure On with external

regret R, then its average loss 1
T

∑
`tOn is bounded by vi +R/T .

Proof. Assume we are optimizing for player 1, and consider the history of play of player

2 up to time T , given by s12, . . . , s
T
2 . Let ŝ2 be player 2’s observed “average” strategy

ŝ2 =
∑T

t=1 s
t
2. By linearity, the total loss experienced by player 1 with respect to player

2’s history of play is the same as if player 2 had played ŝ2 in every round. Because the

value of the game is v1, the cost of player 1 playing some strategy s1 in response to ŝ2 can

13
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be at most v1. Thus, player 1’s total loss over T rounds can be at most v1T . Adding a

factor of R because On introduces an additional external regret R, we get a total loss of

viT +R, or an average loss of vi +R/T , as desired.

In other words, Blum’s theorem states that any regret-minimizing procedure converges

to the mixed Nash equilibrium of a constant-sum game.

One of the simplest examples of a regret-minimizing online optimization algorithm

is the Follow-the-Perturbed-Leader algorithm (FTPL), proposed in Kalai and Vempala

(2005). The goal of FTPL is to solve an online decision problem where an agent must

make a sequence of decisions without being able to see the future, and wishes to minimize

his loss as compared to any single repeated decision. In particular, imagine that there are

n experts, each representing one decision. At each iteration, the experts have different

costs depending on the current state of the game, and our cost is identical to the cost of

the expert that we pick. Our goal is to minimize the difference between our total cost

and the best (lowest) cost of any one expert, because that is equivalent to the “regret” we

feel from not having trusted that expert the whole time. FTPL for a generalized linear

problem is formally defined as follows:

Definition 2.9 (FTPL Problem). Given a possibly infinite decision set S ⊂ Rn and state

set X ⊂ Rn, along with linear cost function c = s · x for making decision s in state x, our

goal is to minimize ∑
st · xt −min

s∈S

∑
s · xt,

the difference between our total cost and the cost of the best offline decision, if one had

to choose a single fixed decision for each round in hindsight.

Assume we are also given a black-box algorithm M for computing the single best decision

in hindsight,

M(s) = arg min
s∈S

∑
s · xt = arg min

s∈S
s · x.

Then, the definition of FTPL with respect to a parameter ε is:

FTPL(ε): On each period t,

1. Choose pt uniformly at random from the cube [0, 1ε ]
n.

2. Select decision st = M(x1 + . . .+ xt−1 + pt).

Theorem 2.9 (FTPL Convergence, Kalai 2004). For ε ≤ 1, , FTPL gives the following

equivalent cost bounds:

E (costFTPL(ε)) ≤ costmin + εRAT +
D

ε

≤ costmin + 2
√
DRAT.

Example 2.3.1. The motivation for perturbing the input rather than just following the

leader can be shown using a simple example with n = 2. Imagine that the sequence of

costs was (0, 12) at the first step followed by alternating costs of (1, 0) and (0, 1). Then,

an agent playing Follow-the-Leader (FTL) would constantly be one step behind, incurring

a cost of 1 at every turn. Intuitively, FTL fails because its predictions are not stable -

14
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it fluctuates wildly between iterations. Adding the perturbation term, although it may

take longer to converge, prevents the algorithm from getting stuck and stabilizes the final

solution.
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Model

In this chapter, we briefly define our model of an election network game. We begin

by providing an overview of competitive two-candidate elections on a political network

in Section 3.1, including specific definitions related to the advertisement and network

updating stages, and an illustrative example. In Sections 3.2 and 3.3, we formally introduce

the two types of games we are interested in, corresponding to the margin and probability

of victory objectives.

3.1 Election Networks

Our model broadly characterizes two-candidate elections on a network by the following

steps:

1. Initial state (t < 0): We begin with a network of nodes (voters), each with initial

opinion defined by a single parameter θi ∈ [0, 1] representing their likelihood of

voting for candidate A. Thus, an initial state of 1 indicates complete support for A,

0 indicates complete support for B, and 0.5 indicates an indifferent “swing” voter.

2. Candidate Advertisement (t = 0): Each candidate has a limited budget kA or

kB for a single round of advertising, which they distribute to nodes as they wish.

Based on the amount of advertising received from each candidate (if any), each node

independently applies a function, defined in the first subsection below, to update its

opinion from θi to θ
(0)
i .

3. Peer updates (t = 1 . . . T ): Given post-advertisement opinions at time 0, the

network updates itself for the next t discrete time steps according to the DeGroot

model, with each node weighting the the opinions of its peers using the network’s

trust matrix Pij . After T updates, the final opinion state of the network is given by

θ(T ).

4. Final vote (t > T ): Nodes cast independent votes as Bernoulli random variables

based on their final opinions θ
(T )
i . A winner is determined by simple majority (earn-

ing at least half of the votes).
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To clarify the abundance of variables in our model, Table 3.1 provides a summary of

important network-level definitions. Unless specified otherwise, all vectors are of length

n.

Table 3.1: Network-level variable definitions.

Variable Type Definition

n scalar number of voters

T scalar total time during which network updates occur

θ vector initial (pre-advertisement) voter opinions

θ(0) vector voter opinions immediately following advertisement

θ(T ) vector final voter opinions after network updating

P matrix n× n “trust” matrix, giving the influence of voter j on

voter i

α vector the “influence coefficient” for each i obtained by summing

P Tij over all j, to be defined in Section 3.1.2

3.1.1 Candidate Advertisement

In this subsection, we define our advertising function, which describes how spending from

each candidate changes a voter’s opinion.

In our model, voters begin with arbitrary opinions θi before the round of advertising

on which we are focusing, and candidates are able to spend any real number amount per

person, (reflecting varying quantities and types of advertisements, and limited only by the

fact that voters can only be convinced up to an opinion of 1 or down to 0) in order to shift

their opinions in a continuous manner. The total sum of spending on each voter must be

within each candidate’s budget. Thus, for candidate A, we define the vector XA to be the

amount spent per voter such that XAi ≥ 0 for all i and
∑

i XAi ≤ kA. Define XB similarly

for kB. For each candidate, we are also given parameter vectors pA, pB that characterize

the receptiveness of each voter to advertising from each candidate, which may or may not

Table 3.2: Candidate-level variable definitions.

Variable Type Definition

kA scalar advertising budget of candidate A

XA vector A’s allocation of advertising budget to each voter

pA vector voter receptiveness to A ≡ probability that 1 unit of

advertising from the candidate is successfully taken into

account by voter i

Y vector random variable initialized to θ that increases with

spending from A and decreases with spending from B

post-advertisement voter opinion is defined as E(Y )
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be correlated with their initial opinion.

For each voter, we now define a random variable Yi with the following probabilistic

interpretation of our inputs XAi , XBi , pAi , and pBi ,:

(a) Yi is initially set to θi. Candidate A wishes to convert Yi to 1 and B wishes to convert

Yi to 0.

(b) We define pAiXAi to be the probability that advertising from candidate A is taken

into account by voter i (A “succeeds” at advertising to i), so that both higher values

for receptiveness and greater advertising expenditures help increase the probability

of A successfully influencing i. Because pAiXAi is a probability, we introduce the

additional constraint on XAi that each A may spend at most 1/pAi advertising to

voter i.

(c) Similarly, pBi is the probability that voter i takes into account advertising from can-

didate B, and B is limited by XBi ≤ 1/pBi .

(d) Thus, if only one candidate successfully advertises to i, Yi switches from θi to 1 (for

A) or 0 (for B). If both or neither successfully advertise, the effects also cancel each

other out and Yi remains at θi.

Given this definition of Y , we set the opinion of i after advertisement to equal the expec-

tation of Yi:

θ
(0)
i = E(Yi).

Table 3.2 summarizes candidate-level definitions referred to in this section.

Proposition 3.1. Based on the above definitions, the post-advertisement opinion of each

node i is given by

θ
(0)
i = θi + (1− θi)pAiXAi − θipBiXBi + (2θi − 1)pAipBiXAiXBi .

In vector form, this is:

θ(0) = θ + (~1− θ) ◦ pA ◦XA − θ ◦ pB ◦XB + (2θ −~1) ◦ pA ◦ pB ◦XA ◦XB, (3.1)

where ~1 is the ones vector of length n and ◦ is the elementwise Hadamard product.

Proof. To show this, let us first derive the PDF of Yi and then use it to find θ
(0)
i = E(Yi) :

P (Yi = y) =


pAiXAi(1− pBiXBi), y = 1

pBiXBi(1− pAiXAi), y = 0

(1− pAiXAi)(1− pBiXBi) + pAipBiXAiXBi , y = θ

.

This follows because Yi = 1 if both A succeeds at advertising to i (which occurs with

probability pAXA) and B fails (probability 1 − pBXB). Similarly, Yi = 0 if both A fails

and B succeeds, and Yi = θ if either both fail or both succeed.
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Plugging this into the definition of E(Yi) and rearranging in terms of decision variables

XAi and XBi , we get our desired equation:

E(Yi) =
∑

y∈{0,θ,1}

yP (Yi = y)

= P (Yi = 1) + θP (Yi = θ)

= pAiXAi(1− pBiXBi) + θ(1− pAiXAi)(1− pBiXBi) + θpAipBiXAiXBi

= pAiXAi − pAipBiXAiXBi + θ − θpAiXAi − θpBiXBi + 2θpAipBiXAiXBi

= θi + (1− θi)pAiXAi − θipBiXBi + (2θi − 1)pAipBiXAiXBi .

Note that by consequence of how p is defined—such that piXi is the probability that a

candidate succeeds at convincing a voter to switch entirely to supporting them—equivalent

values for piXi have different effects on voters depending on their initial opinion. In

particular, voters that begin the furthest away from supporting a candidate will have the

largest gain in θ
(0)
i for the same value of piXi. (Example 3.1.1 includes an example of

this behavior.) In practice, this would affect how p is trained, but for the purposes of our

model all parameters are provided.

A benefit of our definition of advertising is that it is general enough to incorporate

existing models. As previously discussed, the influence maximization literature focuses

on binary states, in that nodes can either be inactive or active. In particular, in the

standard model of competitive influence maximization (Bharathi, Kempe, and Salek 2007),

nodes begin as inactive and, if advertised to by any candidates, chooses one of those

candidates uniformly at random and becomes their active supporter. Our function can

model this behavior by introducing additional constraints: we may require all nodes to

start as “indifferent” (θi = 0.5), set both pA and pB equal to the ones vector, and give

candidates only the binary decision set XAi ,XBi ∈ {0, 1}. Then, we get a much simpler

expression for the post-advertisement opinion state θ(0) of each node:

θ
(0)
i = E(Yi) = 0.5(1 + XAi −XBi)

In our case, the only meaningful difference is that there is no distinction between inactive

nodes and merely “indecisive” nodes.

3.1.2 Voting in a DeGroot-Updated Network

Given a fixed transition matrix P and a starting opinion state vector θ(0), the DeGroot

model of social influence states that the final opinion of the network at time t = T is found

by allowing each node to update its opinion based on those of its neighbors for T steps, or

θ(T ) = P Tθ(0),

θ
(T )
i =

n∑
j=0

P Tijθ
(0)
j , (3.2)

as we saw earlier in equation (2.1).
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Figure 3.3: 3-node network for complete example of Election Network model

3.1.1

For convenience, we also define an “influence coefficient” vector over each i,

α =

n∑
i=0

P Tij

αi gives the ith column sum of P , and intuitively measures the cumulative influence of

each i after the network has fully updated.

From here, each voter i casts their final vote independently as a Bernoulli random

variable with parameter θ
(T )
i , where as before, a vote of 1 goes to A and a vote of 0 goes

to B. The final number of votes VA for A is the sum of the Bernoullis. This is equivalent

to a Poisson Binomial distribution with parameter θ(T ):

VA ∼
n∑
i=1

Bern(θ
(T )
i ) = PBin(θ(T )) (3.3)

Since there are n votes total, the final number of votes for B is then VB = n− VA.

Given a network’s trust matrix and initial opinions on candidates, vectors specifying

receptiveness to advertising, the advertising action sets of both candidates, and a lim-

ited timeframe T , our model can now completely specify the distribution of votes in any

election.

3.1.3 A Complete Example

To better illustrate the features of our election network model, let us look at a compre-

hensive example.

Example 3.1.1. Consider the 3-node voter network of voters depicted in Fig. 3.3, with

trust matrix

P =

 1 0 0

0.3 0.5 0.2

0.2 0.1 0.7

 .

20



Chapter 3

Following the stages we described in the introduction to Section 3.1, and introducing the

parameters for our example as they are needed:

1. Initial State. Let the initial state of the network and voter receptiveness vectors

be given by the following:

θ =
[
0.3 0.9 0.5

]
pA =

[
0.6 0.6 0.3

]
pB =

[
0.5 0 0.8

]
In other words, our first voter has an initial opinion leaning towards candidate B

(θ1 = 0.3), but is almost equally receptive to advertisements from both (pA1 ≈
pB1). The second is strongly in favor of candidate A and refuses to be influenced

by advertisements from B (θ2 = 0.9,pB1 = 0). The third begins as indifferent

(θ3 = 0.5), but is quite susceptible to advertising by B and less so by A.

2. Candidate Advertisement. Imagine that candidate A has budget kA = 2 and

candidate B has budget kB = 3, which they allocate as follows:

XA =
[
1 1 0

]
XB =

[
0.75 0 1.25

]
Note that 1.25 = 1

pB3
is B’s maximum allowed expenditure for voter 3.

Applying the advertisement function defined in (3.1), voter 1 ends up with the

following post-advertisement opinion:

θ
(0)
1 = θ1 + (1− θ1)pA1XA1 − θ1pB1XB1 + (2θ1 − 1)pA1pB1XA1XB1

= 0.3 + (1− 0.3)(0.6)(1)− (0.3)(0.5)(0.75) + (2(0.3)− 1)(0.6)(0.5)(1)(0.75)

= 0.5175.

Repeating this process for the other voters using vector equation (3.1), we get the

following post-advertisement opinion vector:

θ(0) =
[
0.5175 0.96 0

]
As expected, the third voter has switched completely to supporting B, since B spent

the maximum amount possible and A spent 0 on advertising to voter 3. Similarly, A

was able to improve voter 2’s opinion unopposed by pA2XA2 = 0.06. As previously

alluded to, note that equivalent values of piXi have different effects depending on

a voter’s initial state, because piXi by definition represents a voter’s probability of

switching all the way to an extreme value. Thus, although pA1XA1 = pA2XA2 = 0.6,

the marginal gain for A in spending 1 instead of 0 on voter 1 is about 0.48, while

the marginal gain for spending 1 instead of 0 on voter 2 is only 0.06.
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3. Peer updates. Assume that the network now undergoes updating for T = 3 steps.

We may calculate the opinion state post-update using (3.2):

θ(T ) = P Tθ(0),

=

 1 0 0

0.3 0.5 0.2

0.2 0.1 0.7


3 0.5175

0.96

0


≈
[
0.5175 0.4634 0.3628

]
In this trust matrix, voter 1 doesn’t take into account the opinion of peers and only

trusts herself, so her opinion remains unchanged over time. Voter 2 trusts himself

the least and updates based on both of his peers, resulting in a much more moderate

opinion than his pre-update opinion of 0.96. Similarly, voter 3’s final opinion becomes

much more moderate, up from 0.

Note that if we had allowed this network to run to convergence (which occurs around

T = 40), all three voters would end with opinions equal to θ
(T )
i = 0.5175, because

1 is an absorbing state of the underlying Markov chain. This is not guaranteed to

occur for all networks, but for networks with stationary distributions, the similarity

of the final opinion state to the stationary distribution increases with high T and

low voter self-confidence Pii.

4. Final vote. Finally, the voters cast their votes according to their opinions at time

T = 3, as given by (3.3):

VA ∼
n∑
i=1

= PBin(θ(T ))

= PBin(
[
0.5175 0.4634 0.3628

]
)

VB ∼ 3− VA

Then, the distribution of final votes for A has mean E(VA) ≈ 1.3437 and variance

Var(VA) ≈ 0.7295, and the distribution of final votes for B has mean E(VB) ≈ 1.6563

and the same variance by the symmetry of the Poisson Binomial.

3.2 Margin of Victory Objective

Having fully defined our election model, we may proceed to define the first game in which

we are interested, the Margin of Victory (MOV) election game. In this game, the play-

ers are the candidates, and the action sets are the candidates’ choices of advertisement

allocations XA and XB. Each candidate wishes to maximize their own expected margin

of victory E(VA − VB), or the expected difference in number of votes between themselves

and their opponent. In elections based on proportional representation—where the pro-

portion of seats earned is equal to the proportion of votes received, such as those for the

EU Parliament or many US state chambers—candidate objectives are based on margin of

victory.
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The utilities of each candidate are thus given by:

MOVA = E(VA − VB) = E(VA − (n− VA)) = 2E(VA)− n (3.4a)

MOVB = E(VB − VA) = −MOVA (3.4b)

Observe that this is a single-round, simultaneous zero-sum game with infinite strategy

sets and continuous payoffs. Because candidate strategies satisfy the convex and compact

requirements of Theorem 2.4, the game must have at least one mixed strategy Nash

equilibrium. However, computing the equilibra for this game by conventional methods,

such as enumerating action profiles, is computationally intensive due to the exponential

number of possible actions for each candidate even in the binary case, and is not possible

due to the infinite number in the linear case. The focus of our next chapter is thus on

efficient computation of equilibria based on best-response dynamics.

Due to the direct relationship of the margin of victory objective to expected value,

we use the phrases expected value and margin of victory interchangeably throughout our

future optimizations and discussions.

3.3 Probability of Victory Objective

Our second game of interest is the Probability of Victory (POV) election game. This

game has the same players (A,B) and action profiles consisting of XA and XB, but each

candidate’s objective is to maximize their own probability of winning, regardless of by how

large a margin. In winner-take-all or first-past-the-post elections such as the awarding of

electoral votes within states or ultimately the presidential election in the United States,

candidates’ objectives take the form of maximizing probability of victory. Thus, utilities

of each are now:

POVA = P (VA > n/2) (3.5a)

POVB = P (VB > n/2) = P ((n− VA) > n/2) = P (VA < n/2) = 1− POVA. (3.5b)

This game is also constant-sum, has a mixed strategy Nash equilibrium, and is chal-

lenging to solve in its immediate form for the same reasons as above.
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Finding Equilibria

In this chapter, we present our main theoretical results, including examples for when the

probability and margin of victory objectives differ, the existence of equilibria in both types

of games, and algorithms for learning equilibrium strategies.

4.1 Comparing Margin and Probability of Victory

4.1.1 Differences in Objectives

Various claims in the literature exist that margin and probability of victory can be consid-

ered the same for large electorates by the Central Limit Theorem (Hinich 1977; Coughlin

and Nitzan 1981). However, these arguments don’t seem to take variance into account,

as we show in our own Normal approximation to probability of victory in Section 4.3.1,

in which variance plays a crucial role. In this section, we present two example to build

intuition for the divergence in the MOV and POV objectives, and argue that the same

reasoning applies to arbitrarily large networks. Thus, focusing on probability of victory

games as independent from margin of victory is still crucial to understanding winner-take-

all election systems.

Example 4.1.1. Assume we have the following 3-node network with a doubly-stochastic

trust matrix, such that α is the ones vector and XB is the zeros vector:

θ =
[
0.1 0.9 0.9

]
pA =

[
0.3 1.0 1.0

]
α =

[
1 1 1

]
uA(XB) =

[
0.27 0.1 0.1

]
Say A has budget kA = 2. From an expected value (margin of victory) perspective, the

best option would be spending A’s whole budget on voter 1, which provides the largest

expected value return on advertising to the amount of 0.54. However, a final opinion state

of
[
0.64, 0.9, 0.9

]
would still leave about a 7.4% chance of candidate A losing. On the

other hand, from a probability of victory perspective, splitting the budget between voters
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2 and 3 would convert each of them to exactly 1, guaranteeing candidate A victory, even

though it increases expected value by only 0.2.

A similar line of reasoning holds for networks of any size:

Proposition 4.1. We can construct exist arbitrarily large networks in which the margin

and probability of victory objectives diverge.

Proof. For any large N , consider a network with two components that are entirely dis-

connected. Let the first component be of size s = N/2 + 1 if N is even and s = N + 1/2

if n is odd, and set the opinions of each node in this component to 0. Let the second

component be of size N − s, where the nodes can have arbitrary opinions. If we then pick

α and pA such that the maximum value of uA(XB) in the first component is still less

than the minimum uA(XB) value in the second component, candidate A will never have

an incentive to advertise to a node in component 1 from an expected value perspective as

long there remain nodes to be convinced in component 2. However, without advertising to

at least one member of the first component, candidate A has a zero probability of winning

the election. Thus, A’s probability of victory strategy must deviate from her margin of

victory strategy.

4.1.2 Existence of Pure Nash Equilibria

By the structure of our candidate strategy sets, we’ve established that there must exist a

mixed Nash equilibrium for both the margin of victory and probability of victory games.

In this section, we show that the existence of pure Nash equilibria is guaranteed for the

former, but not the latter.

Proposition 4.2. Every margin of victory election game has a pure Nash equilibrium.

Proof. This follows directly from 2.4. We know from earlier that the strategy space for

each candidate is simplex-shaped, and is thus both convex and compact, and that utility

functions are continuous. It remains to show that uA(XA,XB) is (quasi)concave in XA,

which is true because uA is a linear function of XA.

Proposition 4.3. The existence of a pure Nash equilibrium is not guaranteed in proba-

bility of victory election games.

Proof. We prove this proposition by example:

Example 4.1.2. Again, assume we have a 3-node network with a doubly-stochastic trust

matrix, such that α is the ones vector:

θ =
[
1 0 1

]
pA =

[
1 0 1

]
pB =

[
1 0 1

]
α =

[
1 1 1

]
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We claim that in this network, there are no pure strategy equilibria for the probability of

victory game.

Here, A and B have identical budgets and probabilities of convincing voters 1 and 3. If

all voters remain at their current states, A wins. However, candidate B has an advantage

because voter 2 is firmly on his side, and if even one of 1 and 3 can be flipped, he will

win the election. Thus, this problem has the same form as matching pennies, in that if

A and B advertise to the same voter, A wins, and if they advertise to different voters,

B wins. It is also clear that if A splits her budget somehow between the two, B benefits

from exhausting his entire budget on the one less-influenced by A, since he only needs

one convert, in which case A again wants to switch to defending that one entirely. The

only remaining candidate point for equilibrium is XA = XB = [0.5, 0, 0.5], but we claim

that at this point, B has an incentive to switch all of his advertising power to 1 instead

of remaining at an even split between 1 and 3. For XA = XB = [0.5, 0, 0.5]:

θ(0) = θ + (~1− θ) ◦ pA ◦XA − θ ◦ pB ◦XB + (2θ −~1) ◦ pA ◦ pB ◦XA ◦XB

= [0.75, 0, 0.75]

In this case, B’s probability of victory is the complement of the probability that both voters

1 and 3 end up casting their votes for A, or 1− (0.75)2 = 0.4375. On the other hand, if B

deviates to XB = [1, 0, 0] while A stays at XA = [0.5, 0, 0.5], we get θ(0) = [0.5, 0, 1], which

increases B’s probability of victory to 0.5 > 0.4375. Thus, the POV game for this network

has no pure-strategy equilibria. (Observe, however, that [0.5, 0, 0.5] is a pure equilibrium

for the MOV game.)

XB

[1, 0, 0] [0.5, 0, 0.5] [0, 0, 1]

[1, 0, 0] (1, 0) (0.5) (0, 1)

XA [0.5, 0, 0.5] (0.5) (0.5625, 0.4375) (0.5)

[0, 0, 1] (0, 1) (0.5) (1, 0)

Table 4.1: POV equivalent to Matching Pennies, which also does not have a

pure Nash equilibrium.

4.2 Margin of Victory Algorithms

By exploiting the linear structure of the margin of victory game, we present methods

based on linear optimization and the regret-minimizing FTPL algorithm for efficiently

computing both influence maximizing and equilibrium strategies.

4.2.1 MOV Maximization Oracle

First, we define a best-response algorithm MOV-Oracle for any candidate (candidate A,

without loss of generality) that maximizes their margin of victory given the actions of
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their opponent (B). Dropping the constants from equation, our optimization objective is

simply E(VA).

By the expected value of a Poisson Binomial distribution, which is by linearity of

expectation the sum of the Bernoulli parameters, we have:

f(XA,XB) = E(VA) =
n∑
i=0

θ
(T )
i .

From here, we wish to get our objective in terms of only provided constants and decision

variables. Substituting in earlier definitions:

f(XA,XB) =

n∑
i=0

(P Tθ(0))i

=

n∑
i=0

n∑
j=0

P Tijθ
(0)
j ,

where we use the definition of matrix multiplication for a n× n matrix by a n× 1 vector

for the final step. By linearity, we can also switch the order of the summations, giving:

f(XA,XB) =

n∑
j=0

n∑
i=0

P Tijθ
(0)
j ,

=
n∑
j=0

θ
(0)
j

n∑
i=0

P Tij

= θ(0) ·α,

using the notation we defined earlier for the influence coefficient vector α =
∑n

i=0 P
T
ij .

Intuitively, each voter eventually contributes αiθ
(0)
i to the expected value. Then, plugging

in our linear advertising function for θ(0):

f(XA,XB) =
n∑
j=0

αj

[
θj + (1− θj)pAjXAj − θjpBiXBj + (2θj − 1)pAjpBjXAjXBj

]
.

Let us define a new vector c containing terms that are constant with respect to A’s decision,

such that:

ci = θi − θipBiXBi . (4.1)

Separating our constant and non-constant terms, we then have:

f(XA,XB) =
n∑
j=0

αj

[
(1− θj)pAjXAj + (2θj − 1)pAjpBjXAjXBj

]
+ α · c

=

n∑
j=0

XAjαj

[
(1− θj)pAj + (2θj − 1)pAjpBjXBj

]
+ α · c. (4.2)

Ignoring the constant second term, we now define the following marginal payoff vector:

uA(XB) =
∂f

∂XA
= α ◦

[
(~1− θ) ◦ pA + (2θ −~1) ◦ pA ◦ pB ◦XB

]
.
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Then, we finally have a simplified objective:

f(XA,XB) = XA · uA(XB) + α · c. (4.3)

Similarly, we can define a loss vector which describes B’s payoff for any opponent action

XA.

Dropping the constant second term, we are now ready to explicitly formalize our op-

timization problem:

max
XA

XA · uA(XB).

s.t.
∑
i

XAi ≤ kA (4.4)

This is a linear optimization with linear constraints, which may be easily solved with

a linear program equivalent to considering the voters in descending order of uA(XB)i and

paying the amount required to convert each to 1 (if allowed) until A’s budget is exhausted,

which is given by the following equation based on solving (3.1) with θ
(0)
i = 1 for XAi and

adding the definitional restriction on XAi :

1 = θi + (1− θi)pAiXAi − θipBiXBi + (2θi − 1)pAipBiXAiXBi .

XAi = min

(
1− θi + θipBiXBi

(1− θi)pAi + (2θi − 1)pAipBiXBi

,
1

pAi

)
(4.5)

By similar reasoning from B’s point of view, B’s best MOV–maximizing response given

the actions of A can be found by solving the following linear program:

max
XB

XB · uB(XA).

s.t.
∑
i

XBi ≤ kB, (4.6)

where we define uB as the marginal payoff to B, based on the fact that B’s payoff is the

opposite of A’s payoff:

uB(XA) =
−∂f
∂XB

= −α ◦
[
− ◦ pB + (2θ −~1) ◦ pA ◦ pB ◦XA

]
.

Thus, MOV-Oracle solves influence maximization for the DeGroot model with a margin

of victory objective in quadratic (or more accurately, n log n) time.

4.2.2 Equilibrium-Finding FTPL Algorithm

The Follow-the-Perturbed-Leader (FTPL) algorithm’s no-regret guarantee means that, for

games with linear objectives, the candidates can converge to an equilibrium by playing

alternating best responses for a sufficient number of iterations.

Let Xr
A and Xr

B be the sets chosen by A and B respectively at iteration r. In each

iteration of FTPL, each player (A) wishes to find the single action that would have, in

retrospect, maximized their total payoff against all previous opponent (B) actions. This

is equivalent to finding the action that maximizes A’s expected payoff against the uniform

distribution over B’s previous actions. Because of the linear structure of the margin
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of victory optimization problem, we show that this is, in turn, equivalent to using our

previously defined MOV oracle to best respond to B’s expected action.

By definition, after r iterations, FTPL(ε) outputs the following regret-minimizing de-

cision for A, where ρA ∈ [0, 1ε ]
n is a uniform random perturbation:

X̂A = arg min
XA

XA · ρA +
r∑
s=1

XA · uA(Xs
B)

= arg min
XA

XA ·

(
ρA +

r∑
s=1

uA(Xs
B)

)

= arg min
XA

XA ·
1

r

(
ρA +

r∑
s=1

uA(Xs
B)

)

= arg min
XA

XA ·

[
ρA
r

+ u

(
1

r

r∑
s=1

Xs
B

)]
,

where each step follows by linearity. In other words, we can minimize our total cost over

R iterations and find A’s best regret-minimizing decision by simply running MOV-Oracle

once against the average of all of B’s previous actions plus a small random perturbation.

In Algorithm 1, we present the full FTPL algorithm, which repeats this process in alter-

nating steps until the players to converge to an ε–equilibrium.

Algorithm 1: FTPL(ε)

Initialize X0
A and X0

B to all zeros

for r = 0 . . . R do

Draw ρa, ρb uniformly at random from [0, 1ε ]
m

// As previously defined, MOV-Oracle (MO) looks at the largest entries of the

given vector and allocates each the smaller of the amount given by equation

4.5 and the remaining budget until either the budget is 0 or all entries have

been considered.

Xr
A = MOA(

∑r−1
s=1 uA(Xs

B) + ρa
r−1 , ka)

Xr
B = MOB(

∑r−1
s=1 uA(Xs

A) + ρb
r−1 , kb)

end

return means of {Xr
A} and {Xr

B}

Theorem 1. Let k = max (ka, kb). Uniform distributions over {Xr
B} and {Xr

B} form an

ε-equilibrium with 4n2k
ε2

iterations of FTPL.

Proof. This follows from the bound given in Theorem 2.9. FTPL guarantees that after R

iterations, the candidate A’s payoff is bounded compared to the optimum as

R∑
r=1

Xr
A · uA(Xr

B)− max∑
XA≤kA

R∑
r=1

XA · uA(Xr
B) ≤ 2n

√
kAR.

Adding and subtracting the constant term from the utility (expected votes) function (4.2)

and dividing by R, we get:

1

R

R∑
r=1

f(Xr
A,X

r
B)− max∑

XA≤kA

1

R

R∑
r=1

f(XA,X
r
B) · uA(XB) ≤ 2n

√
kA√
T

.
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Following the same reasoning from B’s perspective gives:

max∑
XB≤kB

1

R

R∑
r=1

f(Xr
A,XB)− 1

R

R∑
r=1

f(Xr
A,X

r
B) · uA(XB) ≤ 2n

√
kB√
T

.

Let τ denote the value of the game and k = max (ka, kb). We have the following:

τ = min
σA

max∑
XB≤kB

E
XA∼σA

[f(XA,XB)]

≤ max∑
XB≤kB

E
XA∼σ̂A

[f(XA,XB)]

≤ 1

R

R∑
r=1

f(XA,XB) +
2n
√
k√

R
,

where σ̂A is the uniform distribution on X1
A . . .X

R
A output by Algorithm 1, and the last

line follows by the no-regret guarantee for candidate B. This implies:

1

R

R∑
r=1

f(XA,XB) ≥ τ − 2n
√
k√

R
,

so

max∑
XA≤kA

1

R

R∑
r=1

f(XA,X
r
B) = max∑

XA≤kA
E

XB∼σ̂B
[f(XA,X

r
B)] ≥ τ − 2n

√
k√

R
.

Thus, the empirical attacker strategy σ̂B guarantees candidate B a payoff of at least

τ− 2n
√
k√

R
against any pure strategy chosen by the defender, meaning that σ̂B is a τ− 2n

√
k√

R
–

approximate equilibrium strategy for B. Solving this expression for ε instead gives us the

necessary time bound to converge. The same line of reasoning applies to candidate A,

completing the proof.

4.3 Probability of Victory Algorithms

For the probability of victory game, things are significantly more challenging due to the

structure of the Poisson Binomial CDF. By using a Normal approximation for large net-

works, we may still define a best-response algorithm with reasonable efficiency, but equi-

libria present a challenge.

4.3.1 Objective and Normal Approximation

Focusing again on the objective of candidate A, the distribution function of a Poisson

Binomial gives us the following:

UA = P (VA > n/2) = 1− P (VA < n/2)

= 1−
n/2∑
`=0

∑
S′∈F`

∏
i∈S′

θ
(T )
i

∏
j∈S′c

(1− θ
(T )
j )

 (4.7)

where F` is the set of subsets of our n nodes of size `. In other words, the total probability

of getting at least n/2 votes is computed by taking sums of probabilities over all possible
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subsets of at least n/2 voters. Unlike margin of victory, we see that this expression is

not only nonconvex, but requires performing a sum that is exponential in the number of

voters. Computing (4.7) even once requires significant effort.

Fortunately, much prior work has been done in statistics and computer science to

provide useful approximations of the Poisson Binomial CDF. We may assume that our

network is sufficiently large that the central limit theorem applies and use the Normal

approximation to the Poisson Binomial, which is common in practice. According to Hong

(2013), the total absolute error of the Normal approximation to the Poisson Binomial

CDF is about 0.02 for as few as 20 nodes where the Bernoulli parameters are distributed

uniformly, and is less than 0.01 starting at n = 100. Thus, it is a very reasonable guideline

for optimization in networks.

The approximation given by Hong (2013) for a Poisson Binomial CDF with continuous

corrections is:

P (VA < k) ≈ Φ

(
k + 0.5− µ

σ

)
where µ is the expected value and σ the standard deviation of VA, defined as:

µ = E(VA) =
n∑
i=0

θ
(T )
i = α · θ(0)

i

σ2 = Var(VA) = Var

(
n∑
i=0

vi

)
=
∑
i

Var(vi) =
∑
i

θ
(T )
i (1− θ

(T )
i ) = µ−

∑
i

(
θ
(T )
i

)2
.

Using this, we have our probability of victory objective:

P (VA > n/2) = 1− P (VA < n/2) ≈ 1− Φ

(
n+1
2 − µ
σ

)
. (4.8)

Because Φ is monotonically increasing, maximizing POV (4.8) is equivalent to minimizing

n+1
2 − µ
σ

=
n+1
2 − µ√

µ−
∑

i(θ
(T )
i )2

(4.9)

This expression aligns nicely with our intuitions about probability of victory: if A is

ahead of B in expectation (negative numerator), A wants to solidify her lead by minimizing

variance. On the other hand, if A is behind B in expectation (positive numerator), A needs

to maximize variance in order to have a chance at all of surpassing B.

4.3.2 POV Maximization Oracle

Using exactly this intuition, we define an algorithm POV–OracleA (POA), which accepts

candidate B’s pure strategy XB and generates A’s best response X̂A by iterating over fixed

guesses for µ and either minimizing or maximizing variance based on how µ compares to

(n+ 1)/2.

Case 1: A is losing

Given some fixed µ < n+1
2 , A is losing in expectation. We wish to maximize σ2 =

µ −
∑

i(θ
(T )
i )2, which is equivalent to minimizing

∑
i(θ

(T )
i )2 subject to our constraint on
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expectation:

min
XB

fobj =
∑
i

(θ
(T )
i )2,

s.t.
∑
i

θ
(T )
i = µ

Fortunately, this is a convex problem with linear constraints, and is thus easily solvable

using quadratic programming for any guess of µ as long as our budget is sufficient for

µ to be feasible. Let us now we refactor the optimization in terms of decision variables.

Substituting our earlier definition for θ
(T )
i into our objective function:

fobj =
∑
i

(
θ
(T )
i

)2
=
∑
i

 n∑
j=0

P Tijθ
(0)
j

2

Next, substituting in the definitions for θ
(0)
j (3.1) and c (4.1):

fobj =
∑
i

 n∑
j=0

P Tij

(
θj + (1− θj)pAjXAj − θjpBjXBj + (2θj − 1)pAjpBjXAjXBj

)2

.

=
∑
i

 n∑
j=0

P Tij

(
(1− θj)pAiXAj + (2θj − 1)pAjpBjXAjXBj + cj

)2

. (4.10)

We must also specify our overarching budget constraint with µ in terms of decision vari-

ables. Recall that (4.3) provides exactly the simplified expression we want for E(VA) =

f(XA,XB). Setting that expression equal to µ, we have our constraint:

µ = XA · uA(XB) + α · c.

Formally, our optimization problem is then:

min
XA

∑
i

 n∑
j=0

P Tij

(
(1− θj)pAiXAj + (2θj − 1)pAjpBjXAjXBj + cj

)2

,

s.t. XA · uA(XB) = µ−α · c

XAipAi ≤ 1, ∀i∑
i

XAi ≤ kA (4.11)

Devising an explicit algorithm to solve this optimization is beyond the scope of this

thesis, but it may be easily solved using a quadratic solver like Gurobi.

Case 2: A is winning

Given fixed µ > n+1
2 , A is winning in expectation. We now wish to minimize σ2 =

µ −
∑

i(θ
(T )
i )2, which, borrowing the work from above, is equivalent to the following

optimization problem:

max
XB

∑
i

(θ
(T )
i )2,

s.t.
∑
i

θ
(T )
i = µ
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This is identical to the previous case, with the direction of optimization reversed. Although

this version of the problem is nonconvex, we may again leave the optimization details to

Gurobi.

max
XA

∑
i

 n∑
j=0

P Tij

(
(1− θj)pAiXAj + (2θj − 1)pAjpBjXAjXBj + cj

)2

,

s.t. XA · uA(XB) = µ−α · c

XAipAi ≤ 1, ∀i∑
i

XAi ≤ kA (4.12)

By the symmetry of the problem, POB may be defined similarly with the direction of

the thresholds reversed.

This algorithm finds A’s POV influence-maximizing strategy given B’s pure strategy.

Unfortunately, it cannot handle mixed strategies as input, because our approach relies

on being able to convert the Φ in (4.8) into a single quadratic expression. Being able to

compute pure-strategy best responses is a novel contribution in itself and a reasonable

assumption for applications, but it does limit our ability to find mixed Nash equilibria, as

we discuss in the next section.

4.3.3 Alternating Best Response

As established by Proposition 4.3, only mixed Nash equilibria are guaranteed to exist

in POV games. Due to the limitations of POV-Oracle, we do not currently know of an

algorithm that can guarantee convergence to equilibrium for the probability of victory

election game. However, we may use an alternating best response approach seeded with

different starting points to attempt to find pure Nash equilibria. In the next chapter,

we see that at least for the smaller networks with which we were able to experiment,

alternating best response produces reasonably good results.
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Simulation

In previous chapters, we have focused on defining our model of elections and providing

algorithms for computing equilibria. In this chapter, we present an implementation of

our algorithms using real network data, and show that Follow the Perturbed Leader for

margin of victory games and alternating best response for probability of victory are both

effective choices.

5.1 Adolescent Health Dataset

Unfortunately, there currently do not exist network datasets that measure both strength

of social influence and political orientation. We instead use the National Longitudinal

Study of Adolescent to Adult Health Dataset (AHD), created from a 1994-1995 survey

of 90,118 high school students from 140 schools nationwide in order to track their health

and achievement outcomes throughout their lives. This dataset is convenient for several

reasons: First, it includes information on both strength of relationships and demographics,

which we can use as a proxy for political opinion. Second, whereas scraping real social

networks would give us extremely large and sparse networks, relationship networks in

school settings are likely to be much denser at small sizes, and the effects of competing

influence to be clearer.

In the survey, each student was allowed to nominate their five best male and five best

female friends and rate the strength of each friendship, based on how many activities the

two had participated in together of the following:

1. You went to (his/her) house in the last seven days.

2. You met (him/her) after school to hang out or go somewhere in the last seven days.

3. You spent time with (him/her) last weekend.

4. You talked with (him/her) about a problem in the last seven days.

5. You talked with (him/her) on the telephone in the last seven days.

Thus, the data includes directed edges between friends, with edge weights between 1

(student i nominated j as a friend but reported no activities) to 6 (i nominated j and

reported participating in all 6 activities together). Though anonymized, the data also

codes for demographic attributes of each student, including sex, race, grade, and outdegree.
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In our simulation, we integrated our model with the dataset where possible and ran-

domized to account for unknown variables:

• Trust matrix P : The AHD dataset includes relative influences of up to 10 peers, but

not self-confidence levels. Thus, for each node, we chose a value of self-confidence

Pii uniformly at random, then weighted the rest of each row accordingly in order to

end up with a row-stochastic matrix.

• Receptiveness probabilities p were chosen uniformly and independently at random

for each combination of candidate and voter.

• Initial opinions θ: We chose to use sex as a proxy for political beliefs in most of

our tests, observing that the sex attribute exhibits a homophily factor of about 0.67

consistently across sexes and across networks. We felt that this was both the most

straightforward choice, and reasonably close to the measured degree of homophily

in political networks — which has been shown to be around in the range of 0.69 for

liberals and 0.84 for conservatives(Halberstam and Knight 2016) — especially when

taking into the account the fact that our model is intended for use in less polarized

races.

• Budgets k were studied primarily as dependent parameters in our algorithms, since

they are also likely to be decision variables in a real-world campaign.

• Number of network updates T : In a true election model, we would select T based on

an estimate of how frequently the average voter exchanges views with another and

the timeframe of the campaign. In our simulations, we simply kept it at an arbitrary

constant value.

5.2 Follow the Perturbed Leader (Margin of Victory)

Figure 5.2 visualizes the results of FTPL applied to a 71-node network (community 1),

where red nodes represent supporters of candidate 2, blue nodes represent supported of

candidate 1, and the darkness of edges represents their weights. The results of FTPL are

labeled above each chosen node as an (XAi
,XBi

) tuple. We see that the behavior of this

network is logical, in that nodes start out with a varied distribution of opinions, become

more extreme after being advertised to by candidates, and then move back towards the

middle due to the averaging effects of network updating. In addition, although there is

a diverse distribution of nodes that receive advertisements, there is a strong correlation

between advertisement and “absorbing” nodes with high influence coefficients. For exam-

ple, the largest values of αi correspond to nodes 41, 34, 14, 32 and 4, with values between

3 and 7, and tradeoffs between high values of αi and low values of pi for each candidate

generally occur as expected.

In our main experiment, we ran the FTPL algorithm on a 32-node network (community

3), varying budget levels for candidate A and fixing that of candidate B . We then plotted

the difference between A’s expected margin of victory after using FTPL and what we call
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single-round best-response (SBR), or letting each candidate maximize their own influence

using MOV-Oracle against an opponent budget of 0. In the resulting graph (Fig. 5.1), we

can clearly see trend of competing curves. Expected margin of victory given FTPL grows

more slowly than and is eventually dominated by SBR as A’s budget overtakes that of B.

This demonstrates the equalizing effects of FTPL: when candidates have no information

about the advertising strategy of their opponents, differences in budget become much

stronger determiners of the election’s outcome. However, FTPL and equilibrium more

generally gives candidates the ability to study each others’ strategies and use their budgets

as effectively as possible, which helps level the playing field. Importantly, this effect is

also due to the zero-sumness of the game, because any gain to the “underdog” candidate

must come at the expense of the leader.

Figure 5.1: Candidate A’s utility using FTPL and SBR for various budgets

kA averaged over 32 randomly selected nodes in each of 5 AHD networks

(1, 2, 4, 5, and 6) with kB fixed at 40, ε = 5, T = 10, and initial opinions

correlated with sex. We see that FTPL has the equalizing effect of reducing

budget advantages.

5.3 Alternating Best Response (Probability of Victory)

To find pure Nash equilibria in the probability of victory game, we devised an alternating

best response algorithm that restarts randomly as soon as a cycle is detected and stops

when an ε-equilibrium is found. Figure shows the results of this algorithm, averaged

over 5 networks for n randomly chosen nodes and fixed budgets kA = 20, kb = 30. This
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Figure 5.2: Results of FTPL applied to AHD network 1 with ε = 5, budgets

kA = 20 and kB = 30, and T = 20, and initial opinions correlated with grade.

(Top) Initial opinions θ, (Middle) state of network post-advertisement with

advertising amounts labeled, (Bottom) final state of network at time T .

Observe the evolution of the network from initially uniform to more extreme

after advertisement to moderate after network updates.
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algorithm performed very well for our test of up to n = 50 nodes, converging a majority

of the time in less than 10 iterations and only occasionally taking long detours as a result

of cycles. However, as the number of nodes increases, the optimization problem required

for each iteration also takes longer to complete, especially in the nonconvex case when the

candidate of interest is predicted to lead the election.

Figure 5.3: Results of alternating best response applied to AHD network 1

with ε = .01, budgets kA = 20 and kB = 30, T = 5, and initial opinions

correlated with sex. The image on the left shows the number of iterations

required for the algorithm to converge, and the image on the right shows

average runtime per optimization, of which each iteration was allowed at

most 40. We see that, for the most part, alternating response converges

in very few iterations, and that long convergence periods are related to the

presence of cycles. However, the average time to compute each iteration

grows exponentially in the number of nodes.
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Conclusion

In this work, we develop a comprehensive model of election games on a DeGroot-updated

network that is generalizable to existing models, is relevant to real-world effects like contin-

uous opinion dynamics and echo chambers, and is tractable for problems that are usually

unsolvable in polynomial time. We argue that margin of victory and probability of victory

are fundamentally distinct objectives based on key theoretical differences, and should be

studied independently in alignment with the types of elections they represent. Finally,

we present algorithms for computing influence-maximizing best responses in both cases

and guaranteed equilibrium in the former case, and study their effects as applied to a

well-known network dataset.

Our results show that the properties of social networks can make them a worthy

alternative to individual-focused strategies for electoral advertising, especially in highly

interconnected social settings like schools, without sacrificing too much efficiency. We

hope that, in particular, the existence of equilibria in election games and their dampening

effect on imbalances in campaign spending may be taken into consideration in situations

where a single, fully-informed entity is allowed to decide advertising strategies for com-

peting candidates. In this way, social media companies with an increasingly large role in

our democratic process may also strengthen it by promoting political participation and

grassroots campaigns.

6.1 Future Work

There are many extensions to our work worth exploring, and they may be divided into

the following two broad categories:

6.1.1 More Realistic Modeling

Our current model, chosen mostly for tractability, makes many simplifying assumptions

that would be interesting to reconsider. Questions we discussed during the process included

how to deal with more than 2 candidates (especially knowing that advertising matters most

in more competitive elections), modeling non-voting behavior (perhaps as a result of low

awareness related to being overlooked during advertising), and time-varying updating,

such that people get more entrenched in their opinions over time. In this work, we also
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sidestepped the problem of learning our model parameters, but incorporating methods for

computing things like voter receptiveness based on the structure and history of interactions

in a network is crucial to the successful operation of our proposed algorithms. Ideally,

the first step for any of these extensions would be obtaining more realistic data on the

formation of political beliefs over social networks.

6.1.2 New Problem Types

Another direction for future work relates back to influence maximization. Rather than

focusing exclusively on competitive influence maximization, we can use our current model

to provide tractable solutions to other problems derived from Kempe, Kleinberg, and

Tardos (2003). The asymmetric problem of influence blocking maximization is also relevant

to an age in which political parties have largely diverged in the combativeness of their

strategies. The problem of adaptive influence maximization allows candidates with limited

information to learn about the network through multiple rounds of advertisements, which

also has direct ties to existing strategies in political campaigns.

Finally, one of the most pressing questions stemming from our work is whether there

exists a model, or a better formulation of the Poisson Binomial distribution, in which

probability of victory can also find mixed equilibria. We hope, for the sake of applying

our results closer to home, that this will show itself to be the case.
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