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Abstract

Variable selection plays a key role in modern high-dimensional statistics. This dissertation provides
a comprehensive survey of theory and methods developed by the author and collaborators, with a
specific focus on two areas: false discovery rate (FDR) control and Bayesian variable selection. In
the domain of FDR control, we introduce a data-splitting method to asymptotically control the
FDRwhile maintaining a high power. Furthermore, a Multiple Data Splitting (MDS) method is
proposed to stabilize the selection result and boost the power. In Chapter 1, we apply both DS and
MDS to the generalized linear models, which appear to be more robust in finite-sample cases com-
pared to existing methods. Chapter 2 provides some following discussions regarding the proposed
method and Chapter 3 compares the power of the proposed method with two existing methods:
the model-X knockoff and Gaussian mirror. In terms of the Bayesian variable selection, the pos-
terior is typically high-dimensional and analytically intractable. Exact inference methods based on
sampling, such as Markov ChainMonte Carlo (MCMC), can encounter challenges related to mix-
ing. Variational inference has emerged as an attractive alternative for approximating the posterior
distribution. By recasting the sampling problem as an optimization problem, variational inference
can significantly reduce computational time. In chapter 4, we apply the variational inference to
group variable selection with spike-and-slab prior and propose an efficient parameter-expanded
coordinate-ascent algorithm to obtain the optimal variational Bayes approximation. The proposed
method has demonstrated good performance in both simulations and a real data example.
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0
Introduction

Scientific researchers nowadays often have the privilege of collecting a large number of explanatory

features targeting a specific response variable. A ubiquitous belief, however, is that the response

variable depends only on a small fraction of the collected features. It is thus important to identify

these relevant features to enhance the reproducibility and interpretability of the downstream anal-

ysis. This dissertation tackles the variable selection problem in the regression setting from both the

Frequentist and the Bayesian perspectives.

1



0.1 False Discovery Rate Control

In regression analysis, we denote the explanatory features (variables) as {X1, . . . ,Xp}, with p being

potentially large, and denote the response variable as y. We assume that the response variable y only

depends on a subset of features XS1 = {Xj : j ∈ S1}, and the task of feature selection is to identify

the set S1. Mathematically, a feature Xj is considered to be irrelevant or null if and only if y ⊥ Xj |

X−j following the definition in Candès et al. 23 . We define S0 to be the index set of the null features.

Many advances in feature selection methods for regression analyses have been made in the past

few decades, such as stepwise regressions46, Lasso regression137, and Bayesian variable selection

methods105. A desirable property of a feature selection procedure is its capability of controlling the

number of false positives, which can be mathematically formulated as controlling the false discovery

rate (FDR)12, i.e., keeping the FDR below a targeted level. FDR is defined as:

FDR = [FDP], FDP =
#{j : j ∈ S0, j ∈ Ŝ}

#{j ∈ Ŝ} ∨ 1
,

where Ŝ denotes the set of the selected features, and FDP stands for “false discovery proportion”.

The expectation is taken with respect to the randomness in both the data and the selection proce-

dure (if it is stochastic).

The most prominent FDR control procedure is perhaps the Benjamin-Hochberg (BHq) pro-

cedure12. BHq requires p-values and guarantees exact FDR control when all the p-values are inde-

pendent. Benjamini & Yekutieli 13 generalized BHq to handle dependent p-values. They proved

that BHq also works under any arbitrary dependence structure if a shrinkage of the control level by
∑p

j=1 1/j is applied. Further discussions on generalizing BHq can be found in Sarkar 123 for stepwise

multiple testing procedures with positive dependence, Storey et al. 131 for weak dependence, Wu153

and Clarke &Hall 34 for Markov models and linear processes.

2



Another class of powerful methods is based on the “knockoff filter” idea, which achieves FDR

control by creating “knockoff” features in a similar spirit to adding spike-in controls in biological ex-

periments instead of resorting to p-values. Barber & Candès 7 first proposed the fixed-design knock-

off filter, which achieves exact FDR control for low-dimensional Gaussian linear models regardless

of the dependency structure among features. The model-X knockoff filter23 further extends the ap-

plicability of knockoff filtering to high-dimensional problems and can be applied without having to

know the underlying true relationship between the response and features.

In high-dimensional regression, it can be challenging to either construct valid p-values (even

asymptotically) or estimate accurately the joint distribution of features, thus limiting the applica-

bility of both BHq and the model-X knockoff filter. The data-splitting framework developed in

this dissertation appears to fill in this gap. We focus here on a single data-splitting procedure (DS,

henceforth) and its refinement the multiple data-splitting procedure (MDS, henceforth).

We here give a glance at howDS works. The mechanism of DS is deeply motivated by the seminal

work of Knockoff7,23 and uses the fundamental idea of “self-contrasting”. DS aims at obtaining two

independent regression coefficients for each feature via two potentially different statistical fitting

procedures applied to each part of the data. Using the two estimates, DS then constructs a test statis-

ticMj for each feature Xj, referred to as the “mirror statistic”, which should possess the following

two key properties as illustrated in Figure 1:

(P1) A feature with a larger positive mirror statistic is more likely to be a relevant feature.

(P2) The distribution of the mirror statistic of any null feature is symmetric about zero.

Property (P1) suggests that we can rank the importance of each feature by its mirror statistic, and

select those features with mirror statistics larger than a cutoff (τ in Figure 1). Property (P2) implies

that we can estimate (conservatively) the number of false positives, i.e.,#{j : j ∈ S0, Mj > τ},

using the left tail of the distribution,#{j : Mj < −τ}.

3




b]�u; ƐĹ � 1-u|oom bѴѴ�v|u-ঞom o= |_; lbuuou v|-ঞvঞ1ĺMj 7;mo|;v |_; lbuuou v|-ঞvঞ1 o= =;-|�u; Xjĺ S0 -m7 S1 7;mo|;
|_; bm7;� v;| o= |_; m�ѴѴ =;-|�u;v -m7 |_; u;Ѵ;�-m| =;-|�u;vķ u;vr;1ঞ�;Ѵ�ĺ 
;-|�u;v �b|_ lbuuou v|-ঞvঞ1v Ѵ-u];u |_-m |_;
1�|o@ τ -u; v;Ѵ;1|;7ĺ

To reduce the variability of the selection result and enhance the power of DS, we propose MDS,

which is built upon multiple independent replications of DS. Instead of ranking features by their

mirror statistics, MDS ranks features by their inclusion rates, i.e., the selection frequency adjusted

by the selection sizes among multiple DS replications. Empirically, we observe that MDS simultane-

ously reduces the FDR and boosts the power, suggesting that MDS yields better rankings of features

than DS.

0.2 Bayesian Variable Selection

The structure of regression coefficients can vary beyond just sparsity, and the presence of group

structure is common in many statistical applications. For example, in multifactor analysis of vari-

ance, multi-level categorical predictors are typically represented by a group of dummy variables.

In genomics, genes within the same pathway may naturally form a group due to their functional

relationships or involvement in common biological processes. Additionally, in additive models,

each additive component may be approximated using a span of basis functions, leading to a natural

grouping of coefficients. When regression coefficients exhibit both group structure and sparsity,
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they often demonstrate an ”all-in-all-out” behavior. This means that either all elements from the

same group are selected, indicating that the entire group is relevant to the model, or none of them

are selected, suggesting that the entire group can be omitted from the model.

One way to achieve group sparsity is by imposing a penalty on the entire group, as implemented

in the widely-used Group Lasso method162. The estimator β̂ is obtained by minimizing the follow-

ing objective function:
1
2n‖Y−

G∑

i=1
Xiβi‖

2 + λ
G∑

i=1

√pi‖βi‖, (1)

where β is the regression coefficient and pi is the dimension of βi. The group SCADmethod, intro-

duced byWang et al. 142 , extends the group Lasso penalty to the SCAD penalty, which also operates

at the group level. The benefits of group sparsity have been investigated in several studies, including

Huang et al. 60 and Lounici et al. 93 . For a more comprehensive review of penalization methods for

group variable selection, we refer readers to Huang et al. 59 .

In contrast to penalization methods, from a Bayesian perspective, the group sparsity can be easily

encoded through the model selection prior. The “golden-standard” one may be the spike-and-slab

prior, which typically takes the form:

π(β | γ) =
p∏

i=1
[(1− γi)δ0(βi) + γiπ(βi)],

π(γ | θ) =
p∏

i=1
θγi(1− θ)1−γi ,

θ ∼ π(θ),

where γ is a binary vector that indexes 2p possible models, θ controls the overall sparsity, δ0 is the

point mass at zero (spike distribution) for modelling null features and π(βi) is the “slab” distribu-

tion for modeling relevant features.

However, sampling from the posterior distribution resulting from the spike-and-slab prior can
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be computationally forbidden as there exists 2p potential models. One way to overcome the compu-

tational challenge is to replace the discrete mass at zero with a continuous distribution with a small

variance. This approach has been successfully applied119,120,6. These works enable us to compute

the maximum a posteriori (MAP) estimates numerically, which converges faster thanMarkov Chain

Monte Carlo (MCMC) methods in general.

We adopt variational Bayes (VB), which recasts the sampling problem as an optimal approxima-

tion to the true posterior. VB minimizes the Kullback-Leibler (KL) divergence between the poste-

rior and a family of tractable distributions. One commonly employed family of distributions in VB

is the mean-field family. Within this family, model parameters are assumed to be independent. The

key advantage of the mean-field VB is its ability to significantly reduce the posterior dimension from

O(2p) toO(p), which leads to substantial computational savings. Compared to the MAP-finding

procedure, VB offers a natural tool for inference via the VB posterior, making VB particularly at-

tractive for high-dimensional problems where it’s hard to obtain valid p-values.

0.3 Outline of Dissertation

In Chapter 1, we apply the data splitting procedure for false discovery rate control in the generalized

linear models. Our procedure requires neither calculating p-values nor constructing knockoffs. The

procedure proposed is scale-free as it only hinges on the symmetry of the mirror statistics. In chapter

2, we include the rejoinder of discussions regarding our paper40. These discussions stimulate many

new thoughts for future research and we highlight some comments raised by the discussants.

Although DS performs well in practice38,40, a theoretical power comparison between DS and

its counterparts is still missing. To fill in this gap, in Chapter 3, we present power analysis for three

FDR control methods: knockoff, Gaussian mirror, and data splitting. Our comparison also sheds

light on the impact of the correlation structure of the design matrix on the power of FDR control
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methods.

In chapter 4, we switch gear to Bayesian group variable selection using variational inference. We

offer a unified treatment for a class of spike-and-slab priors, both methodologically and theoretically.

Our method is further extended to sparse additive models to cope with non-linearity between the

response variable and features.
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1
A Scale-free Approach for False Discovery

Rate Control in Generalized Linear Models

Contribution This chapter is based on a published paper Dai et al. 40 in Journal of American

Statistical Association jointly with Prof. Jun S. Liu, Chenguang Dai and Xin Xing.
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1.1 Abstract

The generalized linear model (GLM) has been widely used in practice to model counts or other

types of non-Gaussian data. This paper introduces a framework for feature selection in the GLM

that can achieve robust false discovery rate (FDR) control. The main idea is to construct amir-

ror statistic based on data perturbation to measure the importance of each feature. FDR control

is achieved by taking advantage of the mirror statistic’s property that its sampling distribution is

(asymptotically) symmetric about zero for any null feature. In the moderate-dimensional setting,

i.e., p/n → κ ∈ (0, 1), we construct the mirror statistic based on the maximum likelihood es-

timation. In the high-dimensional setting, i.e., p * n, we use the debiased Lasso to build the

mirror statistic. The proposed methodology is scale-free as it only hinges on the symmetry of the

mirror statistic, and thus can be more robust in finite-sample cases compared to existing methods.

Both simulation results and a real data application show that the proposed methods are capable of

controlling the FDR and are often more powerful than existing methods including the Benjamini-

Hochberg procedure and the knockoff filter.

1.2 Introduction

The generalized linear model (GLM) is a powerful tool for building a linear relationship between

certain characteristics of a non-Gaussian response variable y (e.g., categorical and count data) and

p explanatory features X1, . . . ,Xp through a link function. Although p is often large in the current

big data era, the response variable ymost likely depends only on a small subset of features. Thus, it

is of significant interest to identify those relevant features in order to both sharpen the analysis and

better understand the results. A desirable feature selection procedure is expected to control the false
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discovery rate (FDR)12 defined as:

FDR = [FDP], with FDP =
|S0 ∩ Ŝ|
|̂S| ∨ 1

,

in which FDP stands for the “false discovery proportion,” and S0, Ŝ denote the index sets of the null

and the selected features, respectively. The expectation is taken with respect to the randomness in

both the data and the selection procedure. Existing FDR control methods that can be applied to

GLMs include the Benjamini-Hochberg (BHq) procedure and the model-X knockoff filter23,58.

There are notable limitations, however, when applying either BHq or Knockoff in practice. BHq

requires p-values, which are difficult to construct in high dimensions. Javanmard & Javadi 66 and

RongMa & Li 118 considered applying BHq to high-dimensional linear and logistic regression mod-

els, respectively, with p-values obtained via the debiased Lasso68,140,164. However, the debiased

Lasso only provides asymptotically valid p-values, which often appear highly non-uniform under

the null in finite-sample cases (e.g., see Figure 1.1 and also the discussions and empirical evidences in

Dezeure et al. 42 and Candès et al. 23).

Knockoff requires nearly exact knowledge of the joint distribution of all features, potentially

limiting its applicability in high dimensions. If this distribution is unknown, Barber et al. 8 showed

that the inflation of the FDR is proportional to the estimation error in the conditional distribution

(Xj | X−j), where X−j = {X1, . . . ,Xp}\{Xj}. Simulation results in Dai et al. 38 also suggest that

mis-specifying the joint distribution of the features may result in an FDR inflation and power loss.

Recent developments in generating good knockoff features include Yaniv Romano &Candès 159 ,

Jordon et al. 75 (using deep generative models) and Stephen Bates &Wang 130 (using sequential

MCMC algorithms). Furthermore,58 generalized the model-X knockoff filter using conditioning

to allow features following an exponential family distribution with unknown parameters. Bates

et al. 10 , Yang et al. 157 , Marandon et al. 94 apply the similar “knockoff-type” idea to the novel detec-
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tion problem. Power analysis of Knockoff and related methods has been carried out inWeinstein

et al. 148,149 and76.

In this paper, we propose a new FDR control framework for the GLM, which requires neither

p-values nor the joint distribution of features. Two asymptotic regimes for the GLM are consid-

ered. The moderate-dimensional setting refers to the regime where p/n → κ ∈ (0, 1). In this

case, the classical asymptotic result for the maximum likelihood estimator (MLE) breaks down in

the sense that the asymptotic normal distribution of the MLE involves additional bias and variance

scaling factors133. As a result, BHq faces the challenge of estimating these two scaling factors in or-

der to obtain valid p-values, which remains an open problem for GLMs other than logistic/probit

regressions. In contrast, our proposed method is scale-free and does not require estimating the afore-

mentioned scaling factors, thus can be easily and validly applied to all GLMs. The high-dimensional

setting refers to the regime where p * n, in which we use debiased Lasso estimates and prove that

the proposed method achieves FDR control under certain regularity conditions. A main advan-

tage of our method over BHq is that we do not need the variances of debiased Lasso estimates and

only rely on the symmetry of the estimates under the null to control FDR, which is much easier to

achieve in finite-sample cases.

The rest of the paper is structured as follows. Section 1.3 introduces our FDR control frame-

work and two basic methods for constructing the mirror statistic: Gaussian mirror and data split-

ting. Sections 1.4 and 1.5 concern FDR control for the GLM in the moderate-dimensional and

the high-dimensional settings, respectively. Sections 1.6.1 and 1.6.2 demonstrate the competitive

performances of our proposed methods through simulation studies on popular GLMs including

logistic, Poisson, and negative binomial regressions. Section 1.6.3 considers selecting relevant genes

associated with the glucocorticoid response based on single-cell RNA sequencing data. Section 1.7

concludes with final remarks. Proofs and additional numerical results are given in Supplementary

Materials.
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1.3 FDRControl viaMirror Statistics

For a given response variable y, we consider p candidate features X1, . . . ,Xp. Let Xn×p be the design

matrix, in which each row xᵀi for i ∈ [n]* is an independent realization of these features. Let y =

(y1, . . . , yn)ᵀ be the associated response vector. We assume that the conditional distribution (y |

X) depends only on a subset of features with the corresponding index set denoted as S1. Let p1 =

|S1| and p0 = p − p1. We call Xj relevant (non-null) if j ∈ S1; otherwise we call it a null feature.

The index set of the null features is denoted as S0. The goal is to identify as many relevant features as

possible with the FDR under control. Throughout, we denote the power of a selection procedure

as:

Power = |S1 ∩ Ŝ|/p1,

in which Ŝ denotes the index set of the selected features.

Similar to Knockoff, our FDR control framework requires constructing a mirror statisticMj for

each feature Xj with the following two properties:

(A1) A feature with a larger mirror statistic is more likely to be a relevant feature.

(A2) The mirror statistic’s distribution under the null is (asymptotically) symmetric about zero.

By Property (A1), we can rank the features by their mirror statistics and select those with their mir-

ror statistics greater than a cutoff. For any cutoff t > 0, Property (A2) suggests an approximate

upper bound on the number of false positives,

FDP(t) =
#{j : j ∈ S0,Mj > t}
#{j : Mj > t} ∨ 1

" #{j : Mj < −t}
#{j : Mj > t} ∨ 1

, (1.1)

which leads to the following FDR control framework as outlined in Algorithm 1.

*[n] denotes the set {1, . . . , n}.
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Algorithm 1 The FDR control framework.

1. Construct the mirror statisticMj for j ∈ [p].

2. Given a designated FDR level q ∈ (0, 1), set the cutoff τq as:

τq = inf
{
t > 0 : F̂DP(t) =

#{j : Mj < −t}+ 1
#{j : Mj > t} ∨ 1

≤ q
}
.

3. Select the features Ŝ = {j : Mj > τq}.

Remark 1.3.1 The data-driven cutoff τq and the selection set Ŝ are motivated by Knockoff7. The

“+1” in the numerator of F̂DP(t) is theoretically redundant for asymptotic FDR control, but is critical

for Knockoff to achieve finite-sample FDR control. We recommend to keep the “+1” in practice to make

Ŝ slightly more conservative, especially when the number of relevant features p1 is small.

A general recipe for constructing the mirror statistic in regression settings is as follows. For

j ∈ [p], we obtain two estimates, β̂
(1)
j and β̂

(2)
j , of the true coefficient β!j . We standardize the two

estimates (more details in Section 1.4.2) so that the resulting mirror statistics to have comparable

variances. The standardized estimates T(1)
j and T(2)

j should satisfy the following conditions:

Condition 1.3.1

• (Independence) The two regression coefficients are (asymptotically) independent.

• (Symmetry) The distribution of either of the two regression coefficients is (asymptotically) sym-

metric about zero under the null.

The mirror statisticMj proposed in Dai et al. 38 takes a general form:

Mj = sign
(
T(1)
j T(2)

j
)
f
(
|T(1)

j |, |T(2)
j |
)
, (1.2)
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where f(u, v) is a user-specified bivariate function defined on + × + that is non-negative, ex-

changeable in u and v, i.e., f(u, v) = f(v, u), and monotonically increasing in both u and v.

Note that for a relevant feature j ∈ S1, the two regression coefficients T(1)
j and T(2)

j tend to be

large in magnitude and have the same sign if the estimation procedures are reasonably accurate.

Since f(u, v) is monotonically increasing in both |u| and |v|, the mirror statisticMj is likely to be

positive and relatively large, which implies Property (A1). In addition, for a null feature j ∈ S0,

Property (A2) holds given Condition 1.3.1 since T(1)
j and T(2)

j are (asymptotically) independent and

one of them is (asymptotically) symmetric about zero.

Three convenient choices of f(u, v) are

f(u, v) = 2min(u, v), f(u, v) = uv, f(u, v) = u+ v. (1.3)

The first choice leads to the mirror statistic proposed in Xing et al. 155 , while the third choice corre-

sponds to the “sign-maximum” between
∣∣T(1)

j + T(2)
j
∣∣ and

∣∣T(1)
j − T(2)

j
∣∣, and is optimal in a sim-

plified setting as shown by Dai et al. 38 . The optimality of the sign-max mirror statistic for Knockoff

has also been empirically observed by Barber & Candès 7 and recently proved by76 under the weak-

and-rare signal setting. The following subsections review two recently proposed methods, Gaussian

mirror155 and data splitting38, for constructing the two regression coefficients T(1)
j and T(2)

j that

satisfy Condition 1.3.1.

1.3.1 Gaussian mirror

For an easy illustration, we restrict ourselves to low-dimensional (n > p) linear models. The idea of

Gaussian mirror is to create a pair of perturbed mirror features,

X+
j = Xj + cjZj, X−

j = Xj − cjZj, (1.4)
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in which cj is an adjustable scalar and Zj followsN(0, 1) independently across j ∈ [p]. The linear

model with β∗ as the true parameter vector can then be equivalently recasted as:

y =
β!j
2
X+
j +

β!j
2
X−
j + X−jβ!−j + ε. (1.5)

In low dimensions, we obtain β̂
+
and β̂

−
, as well as the normalized estimates T+

j and T−
j , via the

ordinary least squares (OLS). For any null feature j ∈ S0, both T+
j and T−

j follow a t-distribution

centered at zero. Thus, the resultingMj satisfies the symmetry requirement in Condition 1.3.1.

Furthermore, since (T+
j ,T−

j ) asymptotically follows a bivariate normal distribution, we can choose

a proper cj as below so that T+
j and T−

j are asymptotically independent:†

cj = ‖P⊥−jXj‖/‖P⊥−jZj‖, (1.6)

where P⊥−j is the projection matrix onto the orthogonal complement of the column space spanned

by X−j.

It is possible to generate (X+
j ,X−

j ) simultaneously for all j ∈ [p] and fit the GLM once. However,

despite the increasing computational demand, the one-feature-per-fit procedure introduces the least

noise, and thus gives a better ranking of the features. In simulation studies, we also consistently

observe superior performances of the one-feature-per-fit procedure.

1.3.2 Data splitting

The simplest way to obtain two independent regression coefficients is via data splitting. Specifically,

we randomly split the data into two halves, (y(1),X(1)) and (y(2),X(2)), and estimate β̂
(1)
j and β̂

(2)
j ,

as well as their normalized versions T(1)
j and T(2)

j , using each part of the data. The independence

†Slightly different from Xing et al. 155 , because we standardize the OLS estimates, we cannot achieve the
finite-sample independence between T+

j and T−
j by varying cj.
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between the two estimates is naturally implied by data splitting. The symmetry requirement in Con-

dition 1.3.1 can be satisfied if, for any null feature, either of the estimates is (asymptotically) normal

and centered at zero. As we will show later, desirable estimates can be constructed for the GLM un-

der certain conditions. We assume a half-half data splitting throughout, which generally leads to the

highest power based on our empirical observations.

The potential power loss is a major concern of using data splitting. Dai et al. 38 proposed to rem-

edy this issue by aggregating results from repeated sample splits, which also helps to stabilize the

selection result. We use DS andMDS to refer to the single data-splitting and multiple data-splitting

methods, respectively. The idea of MDS is to obtain multiple selection results via repeated sample

splits, and determine the importance of a feature based on its inclusion rate Ij defined as:

Ij =
[
1(j ∈ Ŝ)
|̂S| ∨ 1

∣∣∣∣ X, y
]
, Îj =

1
m

m∑

k=1

1(j ∈ Ŝ(k))
|̂S(k)| ∨ 1

, (1.7)

where Îj is a natural estimate of Ij,m is the total number of sample splits, and Ŝ(k) is the index set

of the selected features in the k-th sample split. Note that
∑

j Ij =Pr(|̂S| ≥ 1), and, if all |̂S(k)| ≥

1, then
∑

j Îj =1. We then select those features with their empirical inclusion rates Îj larger than a

properly chosen cutoff. TheMDS procedure as summarized in Algorithm 2 can be applied on top

of the DS procedure designed for the GLM (see Sections 1.4 and 1.5).

Algorithm 2 Aggregating selection results frommultiple sample splits.

1. Sort the estimated inclusion rates: 0 ≤ Î(1) ≤ Î(2) ≤ · · · ≤ Î(p).

2. Given a designated FDR level q ∈ (0, 1), find the largest ! ∈ [p] such that Î(1)+ · · ·+
Î(") ≤ q.

3. Select the features Ŝ = {j : Îj > Î(")}.
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Ideally, we would like to conduct as many sample splits as possible in order to estimate the in-

clusion rates accurately. In practice, however, we find that the power of MDS no longer improves

much after a small number of independent sample splits (e.g.,m ≥ 50). In addition, Dai et al. 38

showed that, for the normal means problem, MDS can retrieve almost the full information regard-

ing the feature selection task, in the sense that with high probability the inclusion rates give the same

ranking of features as the p-values calculated using the full data.

1.4 Generalized LinearModels inModerate Dimensions

For y = (y1, . . . , yn)ᵀ, we consider the following GLMwith canonical link function ρ:

p(y | X, β!) =
n∏

i=1
c(yi) exp(yixᵀi β! − ρ(xᵀi β!)), (1.8)

in which β! denotes the p dimensional true coefficient vector. In the moderate-dimensional setting,

we assume that p/n → κ ∈ (0, 1). Note that the classical setting with fixed p corresponds to the case

κ = 0. We impose the following assumption on the link function ρ as in Abbasi 1 .

Assumption 1.4.1 (Assumption 1 in Abbasi 1) Define theMoreau envelop of the loss function i.e.,

the negative log likelihood, of the GLM in (1.8) as:

G(x, y, t) = min
v∈R

{
1
2t(v− x)2 + ρ(x)− xy

}
.

For all c1, c2 ∈ R and τ > 0, there exists a continuous function g : × × >0 → such that

1
n

n∑

i=1
G(c1hi + c2xᵀi β!, yi, τ)

p−→ g(c1, c2, τ),

where the convergence is in probability over the distribution of y, the randommatrix X ∈ n×p with
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i.i.d. standard Gaussian entries, and the random vector h with i.i.d. standard Gaussian entries.

Assumption 1.4.1 holds for a wide range of GLMs and machine learning models including logistic

regression, Poisson regression, and support vector machines1. We further assume that xi’s are i.i.d.

observations for a distribution with mean 0 and covariance matrix Σ, and that the signal strength

converges to a constant, i.e., γn := Var(xᵀi β!) → γ2.

1.4.1 Properties of theMLE

Let ρ(Xβ) = (ρ(xᵀ1 β), · · · , ρ(xᵀnβ))ᵀ. TheMLE of β! can be written as

β̂ = argmin
β∈ p

{
1
n1

ᵀρ(Xβ)− 1
ny

ᵀXβ
}
, (1.9)

which can behave very differently when κ > 0 compared with the classical setting. First, the GLM

may not be identifiable, i.e., the MLE does not exist uniquely. For instance, for logistic regression,

the MLE does not exist if the two classes are well separated, and the corresponding phase transition

curve for the existence of a uniqueMLE is recently derived by Candès & Sur 24 . Throughout Sec-

tion 1.4, we assume the existence of a uniqueMLE with probability approaching 1 as n, p → ∞

whenever necessary. Second, the MLE is asymptotically biased and its asymptotic variance also dif-

fers from the classical result. By generalizing the results of Zhao et al. 166 and Salehi et al. 122 , we have

the following asymptotic characterization of the MLE.

Proposition 1.4.1 Consider the GLM defined in (1.8) in which xi
iid∼ N(0,Σ). LetΘ = Σ−1 and

τ2j = Θ−1
jj . Assuming that

√
nτjβ!j = O(1), we have




√
n(β̂j − α!β!j )

σ!/τj
≤ x

∣∣∣∣MLE exists



 −→ Φ(x), (1.10)
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whereΦ(x) is the CDF of the standard Gaussian, and α!, σ! are two universal constants depending on

the link function ρ, the true coefficient vector β!, the signal strength γ, and the ratio κ.

Remark 1.4.1 The proof of Proposition 1.4.1 uses the stochastic representation of theMLE in Zhao

et al. 166 and the Convex GaussianMin-max Theorem (CGMT). The Gaussian assumption on the xi’s

is not required for the DS procedures per se, but allows us to use the CGMT directly to prove theoretical

results. The constant pair (α!, κσ2!) is the limit of

αn =
〈β̂, β!〉
‖β̂‖2

, σ2n = ‖P⊥β! β̂‖, (1.11)

in which P⊥β! is the projection matrix onto the orthogonal complement of β!. The convergence of (αn, σ2n)

follows from a routine application of CGMT as in Salehi et al. 122 . More details can be found in

Lemma A.1 in SupplementaryMaterials.

Remark 1.4.2 Note that τ2j = Var(Xj | X−j). We can thus estimate it via a node-wise regression

approach. More precisely, we regress Xj against X−j and obtain the residual sum of squares RSSj. An

unbiased estimator of τ2j is then τ̂
2
j = RSSj/(n− p+ 1).

By Proposition 1.4.1, we need to estimate the bias and variance scaling factors (α!, σ!) in order

to obtain p-values. This is in general very challenging as it requires one to first estimate the signal

strength γ. Sur & Candès 133 proposed the ProbFrontier method to estimate γ using the phase tran-

sition curve that calibrates the existence of a uniqueMLE. However, to the best of our knowledge,

existing results only cover logistic/probit regressions and there is no unified approach to derive the

curve for a general GLM. Therefore, it remains unknown how one should apply BHq going beyond

logistic/probit regressions.
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1.4.2 FDR control via data splitting

In comparison with BHq, the DS procedure outlined in Algorithm 3 does not require estimating

the scaling factors (α!, σ!), thus is applicable to all GLMs in the moderate-dimensional setting. By

(1.10), we normalize the two independent MLEs β̂
(1)

and β̂
(2)

as below,

T(1)
j = τ̂(1)j β̂

(1)
j , T(2)

j = τ̂(2)j β̂
(2)
j , (1.12)

where τ̂(1)j and τ̂(2)j are two independent estimates of τj (see Remark 1.4.2). Although the asymp-

totic standard deviation of β̂j is σ!/τj, we can safely drop the constant σ! because our FDR control

framework (Algorithm 1) is scale-invariant with respect to the mirror statistics. DS also does not

require estimating the bias scaling factor α! since α!β!j = 0 under the null. Thus, the symmetry

requirement in Condition 1.3.1 is asymptotically satisfied according to Proposition 1.4.1.

Algorithm 3 The data-splitting method for GLMs in the moderate-dimensional setting.

1. Split the data into two equal-sized halves (y(1),X(1)) and (y(2),X(2)).

2. For j ∈ [p], regress X(1)
j onto X(1)

−j , and regress X
(2)
j onto X(2)

−j . Let

τ̂2j (1) =
RSS(1)j

n/2− p+ 1
, τ̂2j (2) =

RSS(2)j

n/2− p+ 1
,

in which RSSj is the residual sum of squares.

3. Find the MLEs β̂
(1)

and β̂
(2)

using each part of the data. For j ∈ [p], calculate the
mirror statisticMj following (1.2) based on T(1)

j and T(2)
j defined in (1.12).

4. Select features using Algorithm 1.
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To theoretically justify DS, we define S1,strong to be the largest subset of S1 such that

√
n min
j∈S1,strong

|β!j | → ∞. (1.13)

Note such a set might be empty. Let p1,strong = |S1,strong|. We require the following assumptions.

Assumption 1.4.2

(1) 1/C ≤ σmin(Σ) ≤ σmax(Σ) ≤ C for some constant C > 0.

(2) p0 → ∞, lim inf p1,strong/p0 > 0 as n, p → ∞.

Remark 1.4.3 Assumption 1.4.2 (1) also appears in Zhao et al. 166 , in which σmin(Σ) and σmax(Σ)

refer to the smallest and the largest eigenvalues of the covariance matrix Σ. Empirically we observed

that DS may still achieve FDR control even if Assumption 1.4.2 (1) is violated, e.g., when features have

constant pairwise correlation (see Section B.1.1 and Section B.1.2 in SupplementaryMaterials). The

condition lim inf p1,strong/p0 > 0 can be possibly relaxed to accommodate the cases of very sparse sig-

nals and the global null by imposing some additional weak-correlated assumption among the mirror

statistics (e.g., see Assumption 1.5.1 (2)(a)).

Proposition 1.4.2 Consider a GLM defined in (1.8), in which xi
iid∼ N(0,Σ). For any FDR control

level q ∈ (0, 1), under Assumption 1.4.2, we have

FDP ≤ q+ op(1) and lim sup
n,p→∞

FDR ≤ q

for the DS procedure outlined in Algorithm 3.

Remark 1.4.4 We give a sketch of proof for Proposition 1.4.2. Without loss of generality, we assume
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qp1 < (1− q)p0, otherwise we can simply select all features and the FDR is under control. Let

H(t) =
(
sign(Z1Z2)f(|Z1|, |Z2|) > t

)
,

in which Z1,Z2 are two independent standard Gaussian variables, and f is the bivariate function used

in constructing the mirror statistic. The main proof arguments are

sup
0≤t≤t!

∣∣∣∣∣

∑
j∈S0 1(Mj > t)

∑
j∈S0 1(Mj < −t) − 1

∣∣∣∣∣
p−→ 0 and (τq ≤ t!) → 1, (1.14)

in which t! satisfies H(t!) = qp1,strong
2(1−q)p0 . Assumption 1.4.2 (2) ensures that t! is bounded as n, p → ∞.

We show the first part of (1.14) viaMarkov’s inequality, i.e., bounding Cov(1(Mi > t), 1(Mj > t))

for i, j ∈ S0. For the second part, using the signal strength condition (1.13), we prove that

(
min

j∈S1,strong
Mj > t!

)
→ 1, n, p → ∞.

By the definitions of t! and τq, this implies F̂DP(t!) ≤ q, and thus (τq ≤ t!) → 1.

As discussed in Section 1.3.2, we can further enhance the power and the stability of the selection

result via MDS. The following proposition establishes FDR control for MDS.

Proposition 1.4.3 Consider the GLM defined in (1.8), in which xi
iid∼ N(0,Σ). For any FDR control

level q ∈ (0, 1), if p1,strong/p1 → 1 as n, p → ∞, under Assumption 1.4.2, we have

FDP ≤ q+ op(1) and lim sup
n,p→∞

FDR ≤ q

for theMDS procedure based on Algorithm 3.

Remark 1.4.5 We impose an additional signal strength condition p1,strong/p1 → 1 when proving
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FDR control forMDS. Note that DS is free of this assumption (see Proposition 1.4.2), and numerical

studies (e.g., see Section 1.6 and Table B.2 in SupplementaryMaterials) suggest thatMDS achieves

FDR control whenever DS does, even if p1,strong/p1 1 1. However, it remains unclear how this assump-

tion can be possibly relaxed.

1.4.3 FDR control via Gaussian mirror

Cover36 showed that the MLE exists uniquely only if κ ∈ (0, 1/2], hence DS is only applicable

when κ ∈ (0, 1/4], i.e., n ≥ 4p. The same issue also occurs to Knockoff as it doubles the num-

ber of features. Besides, even if κ ∈ (0, 1/4] and the MLE exists uniquely as n, p → ∞, in the

finite-sample case, there is still a chance that the MLE does not exist uniquely for some sample splits

used inMDS. To overcome this issue, we consider the Gaussian mirror method, which extends the

applicability to κ ∈ (0, 1/2] as long as the MLE exists uniquely on the full data.

As discussed in Section 1.3.1, we fit a GLM using the response vector y and the augmented set of

features (X−j,X+
j ,X−

j ) to find the MLEs, β̂
+

j and β̂
−
j , associated with the pair of perturbed mirror

features (X+
j ,X−

j ) defined in (1.4). Let Σaug be the covariance matrix of (X−j,X+
j ,X−

j ), and let

Θaug = Σ−1
aug. We have the following asymptotic characterization.

Proposition 1.4.4 Consider fitting a GLM using the response vector y and the augmented set of fea-

tures (X−j,X+
j ,X−

j ) defined in (1.4). Then, the asymptotic distribution of theMLE (β̂
+

j , β̂
−
j ) is

√
n

σ!








β̂
+

j

β̂
−
j



− α!
2




β!j
β!j







 d−→ N
(
0,Θ∗), (1.15)

in whichΘ∗ is the 2 × 2 submatrix at the right bottom ofΘaug corresponding to (X+
j ,X−

j ), α!, σ! are

defined as in Proposition 1.4.1, and the design matrix is Gaussian.
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We can choose a proper scalar cj so that the off-diagonal entry of Θ∗ is zero. This implies that the

MLEs β̂
+

j and β̂
−
j are asymptotically independent by Proposition 1.4.4. In practice, we can plug in

the sample version of Σaug and the resulting scalar cj is in the form of (1.6). Besides,

1/Θ∗
11 = 1/Θ∗

22 = Var(X+
j | X−

j ,X−j) ≈ Var(X+
j | X−j) = τ2j + c2j ,

where the approximately-equal sign follows from the fact that the asymptotic independence be-

tween β̂
+

j and β̂
−
j implies the asymptotic independence between X+

j and X−
j conditioning on X−j.

We thus normalize β̂
+

j and β̂
−
j as

T+
j =

√
τ̂2j + c2j β̂

+

j , T−
j =

√
τ̂2j + c2j β̂

−
j , (1.16)

with τ̂2j defined in Remark 1.4.2. We summarize the Gaussian mirror method in Algorithm 4.

Algorithm 4 The Gaussian mirror method for GLMs in the moderate-dimensional set-
ting.

1. For j ∈ [p], calculate the mirror statisticMj as follows.

(a) Simulate Zj fromN(0, In).
(b) Calculate the scaling factor cj according to (1.6).

(c) Fit a GLM using y and (X−j,X+
j ,X−

j ) to find the MLEs β̂
+

j and β̂
−
j .

(d) Estimate τ̂2j following Remark 1.4.2.

(e) Calculate the mirror statisticMj following (1.2) based on T+
j and T−

j defined
in (1.16).

2. Select features using Algorithm 1.
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Proposition 1.4.5 Consider a GLM defined in (1.8), in which xi
iid∼ N(0,Σ). For any FDR control

level q ∈ (0, 1), under Assumption 1.4.2, we have

FDP ≤ q+ op(1) and lim sup
n,p→∞

FDR ≤ q

for the Gaussian mirror method outlined in Algorithm 4.

The normality assumption on the design matrix in this section is mainly for technical purposes to

apply the Convex GaussianMin-max Theorem (CGMT). We expect that all propositions in Section

1.4 hold more generally with the proviso that the joint distribution of features has a sufficiently light

tail (see the discussion in Sur & Candès 133). Empirically, the proposed methods work well for non-

Gaussian designs (e.g., see Figure B.6 in Supplementary Materials).

1.5 Generalized LinearModels in HighDimensions

We consider the high-dimensional setting (p * n), in which we base the mirror statistic on the

regularized estimator instead of the MLE. Considering computational feasibility, we focus on the

data-splitting methods. For the GLM defined in (1.8), we define its loss function as

!(u, v) = −uv+ ρ(v),

which is just the negative log-likelihood up to an additive constant. Denote

!̇(u, v) = ∂!(u, v)
∂v , !̈(u, v) = ∂2!(u, v)

∂v2 , !̇β(y, x) =
∂!(y, xᵀβ)

∂β , !̈β(y, x) =
∂2!(y, xᵀβ)
∂β∂βᵀ .
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Note that both !̇(u, v) and !̈(u, v) are scalars, whereas !̇β(y, x) is a p× 1 vector and !̈β(y, x) is a p× p

matrix. For a general mapping g defined on the space (y, x), we define

Png =
1
n

n∑

i=1
g(yi, xi) and Pg = [Png] .

LetWβ be an n × n diagonal matrix withW2
ii = ρ̈(xᵀi β). Then the sample version of the Hessian

matrix can be written as Pn!̈β = Xᵀ
βXβ/n, in which Xβ = WβX is the weighted design matrix.

1.5.1 Construction of the mirror statistic via debiased Lasso

The mirror statistic is built upon the Lasso estimator:

β̂(y,X; λ) = argmin
β∈ p

{
1
n

n∑

i=1
!(yi, xᵀi β) + λ‖β‖1

}
. (1.17)

To symmetrize β̂, we consider the following debiasing adjustment140:

β̂
d
= β̂− Θ̂Pn!̇β̂. (1.18)

Here Θ̂ is referred to as the decorrelating matrix.

Various proposals of Θ̂ have been documented in the literature. For example, Javanmard &Mon-

tanari 68 proposed an optimization approach to simultaneously minimize the bias and the variance

of β̂
d
. We follow the approach in Javanmard &Montanari 67 and Zhang & Zhang 164 , and set Θ̂ as

an estimator of Θ = Σ−1, where Σ = [Xᵀ
β!Xβ! ]/n is the Hessian matrix evaluated at the true

coefficient vector β!.

One natural way to construct Θ̂ in high dimensions is via regularized node-wise regression as

detailed in Algorithm 5, based on the fact that Θj,−j corresponds to the coefficients of the best linear
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predictor of Xβ!,j using Xβ!,−j. Note that estimating Θ only involves the second moment and does

not require any distributional assumption of X (e.g., normality).

Algorithm 5 Construction of the decorrelating matrix Θ̂.

1. Node-wise Lasso regression. For j ∈ [p], let

γ̂j = argmin
γ∈ p−1

{
1
2n‖Xβ̂,j − Xβ̂,−jγ‖

2
2 + λj‖γ‖1

}
.

2. Define matrix Ĉwith Ĉjj = 1 and Ĉjk = −γ̂j,k for k 3= j, where γ̂j,k is the k-th entry of
γ̂j.

3. Let Θ̂ = Ĝ−2Ĉ, in which Ĝ2 = diag(τ̂21 , · · · , τ̂
2
p)with

τ̂2j = (Xβ̂,j − Xβ̂,−jγ̂j)
ᵀXβ̂,j/n.

As an example, for linear models, the canonical link function is ρ(v) = v2/2, and the loss func-

tion and its derivative simplify to

!(u, v) = −uv+ v2/2, !̇β(y, x) = −xᵀ(y− xᵀβ).

In addition, since ρ̈(v) ≡ 1,Wβ and Xβ simplify to In and X, respectively. Thus Θ = Σ−1 is sim-

ply the population precision matrix of features. As a result, the debiased Lasso estimator for linear

models takes the form of

β̂
d
= β̂+ 1

n Θ̂Xᵀ(y− Xβ̂).

Plugging in y = Xβ! + ε, we have the following decomposition,

√
n(β̂

d
− β!) = Z+ Δ, Z | X ∼ N(0, σ2Θ̂Σ̂Θ̂ᵀ

), Δ =
√
n(Θ̂Σ̂− I)(β! − β̂), (1.19)
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where Σ̂ = (XᵀX)/n is the sample covariance matrix.

For GLMs, we have a similar decomposition as (1.19),

√
n(β̂

d
j − β!j ) = Zj + Δj for j ∈ [p], (1.20)

in which Zj, defined as

Zj = −
√
nΘj,·Pn!̇β! = −

√
n

n∑

i=1
Θj,·xi[−yi + ρ̇(xᵀi β!)],

asymptotically follows the normal distribution by the central limit theorem. Here Θj,· denotes the

j-th row of Θ. Under certain conditions, we show that the bias term Δ vanishes asymptotically (see

Proposition 1.5.1), thus the symmetry requirement in Condition 1.3.1 is satisfied. Note that the

asymptotic variance of Zj is

σ2j = (Θ [Pn!̇β! !̇*β! ]Θ)jj = (ΘΣΘ)jj = Θjj,

and we further normalize β̂
d
j as

Tj = β̂
d
j /σ̂j with σ̂2j = (Θ̂Pn!̇β̂!̇

*
β̂ Θ̂

*
)jj, (1.21)

in which σ̂2j is a consistent estimator of σ2j .

DS proceeds by first randomly splitting the data into two halves, (y(1),X(1)) and (y(2),X(2)), and

then calculating the two independent debiased Lasso estimates β̂
(1,d)

and β̂
(2,d)

following (1.18), in

which β̂
(1)
, β̂

(2)
and Θ̂(1), Θ̂(2) are computed via (1.17) and Algorithm 5, respectively. The mirror

statisticMj is constructed following (1.2) based on the normalized estimators T(1) and T(2) defined

in (1.21). A summary of the DS procedure for high-dimensional GLMs is given in Algorithm 6.

28



Algorithm 6 The data-splitting method for GLMs in the high-dimensional setting.

1. Split the data into two equal-sized halves (y(1),X(1)) and (y(2),X(2)).

2. Construct the normalized debiased Lasso estimator on each part of the data.

(a) Calculate the Lasso estimators β̂
(1)

and β̂
(2)

via (1.17).

(b) Obtain Θ̂
(1)

and Θ̂
(2)

following Algorithm 5. For j ∈ [p], let

σ̂2j (1) =
(
Θ̂

(1)Pn/2!̇β̂(1) !̇
*
β̂(1)

Θ̂
(1)*)

jj, σ̂2j (2) =
(
Θ̂

(2)Pn/2!̇β̂(2) !̇
*
β̂(2)

Θ̂
(2)*)

jj.

(c) Normalize the debiased Lasso estimators β̂
(1,d)

and β̂
(2,d)

from (1.18), i.e., for
j ∈ [p],

T(1)
j = β̂

(1,d)
j /σ̂(1)j , T(2)

j = β̂
(2,d)
j /σ̂(2)j . (1.22)

3. For j ∈ [p], calculate the mirror statisticMj following (1.2) based on T(1)
j and T(2)

j .

4. Select features using Algorithm 1.
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For FDR control, DS relies only on the symmetry of the debiased Lasso estimator, whereas BHq

further requires estimating its variance in order to obtain the Z-score. Our simulations show that

the symmetry requirement is much less stringent and kicks in much earlier than the asymptotic nor-

mality of the Z-score in finite-sample cases. In the case of linear models, BHq needs to estimate the

noise level σ, which is a challenging task in high dimensions (e.g., see the right panel of Figure B.9

in Supplementary Materials). If the variance is under-estimated, BHq is at the risk of losing FDR

control since the resulting p-values for the null features would skew to the left. On the other hand,

if the variance is over-estimated, BHq can be overly conservative, leading to a significant power loss.

In contrast, DS is scale-free, i.e., any rescaling of all the mirror statistics does not materially change

the selection result, thus is expected to performmore robustly than BHq. Numerical comparisons

between DS and BHq can be found in Figures B.8 and B.10 in Supplementary Materials.

Figure 1.1 illustrates the above discussion via logistic regression. Detailed algorithmic settings are

in the figure caption. We obtain the normalized debiased Lasso estimators TBHq
j and TDS

j following

RongMa & Li 118 and Algorithm 6, respectively. We see that for BHq, the histogram of TBHq
j under

the null is far from that of the standard Gaussian, and the resulting p-values of the null features are

significantly right-skewed. In contrast, for DS, the symmetry requirement in Condition 1.3.1 is

approximately satisfied.

Xing et al. 155 and Dai et al. 38 consider high-dimensional linear models based on the same FDR

control framework described in Section 1.3. However, both methods may not be easily applicable to

GLMs. Xing et al. 155 hinges on post-selection adjustments to symmetrize the regression coefficients

under the null. To the best of our knowledge, post-selection adjustments have only been worked

out for specific GLMs including logistic regressions and Cox’s proportional hazards model135, but

remain unknown for general GLMs. The DS procedure proposed in Dai et al. 38 requires the sure

screening property, which is a stronger signal strength assumption than the one in this paper.
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1.5.2 Theoretical justification of the data-splitting methods

Let Θ0
ij = Θij/(ΘiiΘjj)1/2, ϱ = maxi"=j |Θ0

ij|, s = maxj∈[p]#
{
i : Θ0

ij 3= 0
}
, and define γj as

γj = argmin
γ∈ p−1

[
‖Xβ!,j − Xβ!,−jγ‖22

]
,

i.e., the coefficient vector of the best linear predictor of Xβ!,j using Xβ!,−j. Define S1,strong as the

largest subset of S1 such that
√
n/ log p min

j∈S1,strong
|β!j | → ∞. (1.23)
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Assumption 1.5.1 There exist some constants α1 ∈ (0, (1− ϱ)/(1+ ϱ)), α2 > 0, C > 0, c > 0 such

that the following conditions are satisfied.

(1) Bounded design. maxi∈[n], j∈[p] |Xij| ≤ C almost surely, and

(
max
i∈[n]

|xᵀi β!| ∨max
j∈[p]

‖Xβ!,−jγj‖∞ ≥ C
)
= O(p−c).

(2) Regularity conditions.

(a) ρ̈(v) is Lipschitz continuous for |v| ≤ C;

(b) |ρ̇(v)| and |ρ̈(v)| are upper bounded for |v| ≤ C;

(c) 1/C ≤ σmin(Σ) ≤ σmax(Σ) ≤ C.

(3) Sparsity conditions.

(a) s = o(
√
n/ log3/2 p) and s = O(pα1);

(b) p1 = o(
√
n/ log3/2 p ∧ p1/2−α2) and p1,strong ≥ C(log p)α2 .

Remark 1.5.1 We consider the random-design scenario with a boundedness assumption118. Simi-

lar conditions for the canonical link function ρ appear in Van de Geer et al. 140 , and hold for popular

GLMs including logistic, Poisson, and negative binomial regressions. In contrast to the moderate-

dimensional setting, we impose certain sparsity conditions on the true coefficient vector β! and the

asymptotic covariance matrixΘ of the debiased Lasso estimator, so that their respective estimators en-

joy a fast convergence rate (see Bickel et al. 15 , Javanmard &Montanari 67 , and Van de Geer et al. 140).

Proposition 1.5.1 Under Assumption 1.5.1, we have ‖Δ‖∞ = Op(max{s, p1} log p/
√
n). where Δ

is the bias term as defined in (1.20).
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Proposition 1.5.2 For any FDR control level q ∈ (0, 1), in the asymptotic regime p = O(nr) for

some constant r > 1, under Assumption 1.5.1, we have

FDP ≤ q+ op(1) and lim sup
n,p→∞

FDR ≤ q

for the DS procedure outlined in Algorithm 6.

Remark 1.5.2 The proof of Proposition 1.5.2 still hinges on (1.14), except that t! can no longer be

bounded given that features are sparse. We conduct a more delicate analysis of Cov(1(Mi > t), 1(Mj >

t)) for i, j ∈ S0 under Assumption 1.5.1 to obtain a tighter upper bound. The key technical tools are

Lemmas 6.1 and 6.2 in Liu 92 .

Proposition 1.5.3 Assume that there exists some constant C > 0 such thatmaxj∈S1\S1,strong
√
n|β!j | ≤

C. Then, under Assumption 1.5.1, theMDS procedure based on Algorithm 6 satisfies

FDP ≤ q+ op(1) and lim sup
n,p→∞

FDR ≤ q

in the asymptotic regime p = O(nr) for some constant r > 1.

Remark 1.5.3 Similar signal strength conditions on S1,strong and S1\S1,strong also appear in Bühlmann

&Mandozzi 20 . Although we do not find a workaround to drop those conditions, we conjecture that

they are not essential forMDS to achieve FDR control.

Remark 1.5.4 In both moderate and high dimensions, DS andMDS are able to select all relevant

features in S1,strong with probability approaching one. Thus, an immediate lower bound of the power

is p1,strong/p1. See Dai et al. 38 for more discussions on the power guarantees of DS,MDS (for linear

models) and Knockoff.
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1.6 Numerical Illustrations

Recall that the abbreviations DS, MDS, BHq, GM, and Knockoff refer to the single data-splitting

method, the multiple data-splitting method, the Benjamini-Hochberg procedure, the Gaussian mir-

ror method, and the model-X knockoff filter, respectively. For DS, we construct the mirror statistic

by (1.2) with f(u, v) = uv. For MDS, we replicate DS for 50 times and aggregate the results using

Algorithm 2. For Knockoff, we test out the following constructions and report the best results: (1)

the second-order construction, including the equi-correlated construction and the asdp‡ construc-

tion; (2) the minimizing reconstructability construction129, including theminimum variance-based

reconstructability (MVR) construction and themaximum entropy (ME) construction. We assume

that the covariance matrix of the features is unknown, and examine two estimators including the

Ledoit–Wolf estimator (the python package knockpy) and a James-Stein-type shrinkage estimator

(the R package knockoff ). The computational costs of different procedures are summarized in Table

B.3 in Supplementary Materials.

For all the synthetic examples, we set |β!j | the same across the relevant features j ∈ S1 and ran-

domly generate their signs with equal probability. The elements of S1 are randomly drawn from

{1, . . . , p}. With a bit abuse of terminology, we refer to |β!j | for j ∈ S1 as the signal strength. The

designated FDR control level is set to be q = 0.1 henceforth. Each dot in the figures represents the

average from 50 independent runs.

1.6.1 The moderate-dimensional setting

Logistic regression

We consider two moderate-dimensional settings for logistic regressions. The first one is the classical

small-n-and-p setting, with sample size n = 500, dimension p = 60, and the dimension-to-sample-
‡asdp refers to approximate semidefinite program.
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size ratio κ = p/n = 0.12. The second one concerns with the large-n-and-p setting, with n = 3000,

p = 500, and κ = 1/6. The number of the relevant features p1 is 30 and 50 in the small-n-and-p

and the large-n-and-p settings, respectively. In both settings, we consider six competing methods

based on the MLE, including DS, MDS, GM, BHq along with its adjusted version ABHq, and

Knockoff. The implementation details of DS and GM are given in Algorithms 3 and 4, respectively.

BHq uses the classical p-values calculated via the Fisher information, whereas ABHq is based upon

the adjusted p-values derived recently by133.

Each row of the design matrix is independently drawn fromN(0,Σ)with a Toeplitz correlation

structure, i.e., Σij = r|i−j|. The variance of each feature is then standardized to be 1/n. We consider

the scenarios with different correlations r and signal strengths. The detailed simulation settings can

be found in the captions of Figures 1.2 and 1.3. We report additional results for different types of

covariance matrix Σ in Section B.1.1 of Supplementary Materials, including the case where features

have constant pairwise (partial) correlation.
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Empirical FDRs and powers of different methods under the small-n-and-p setting are summa-

rized in Figure 1.2. The FDRs of all the six competing methods are under control across all settings.

In terms of the power, BHq performs the best in all cases andMDS performs the second best. We

see that ABHq is less powerful than BHq, indicating that the asymptotics for the p-value adjust-

ment has not kicked in when n and p are small. Except for MDS, all the perturbation-based meth-

ods, such as DS, GM and Knockoff, are not as powerful as the p-value-based methods. A possible

reason is that when n and p are small, perturbations employed in these methods may have diluted

the signal too much. More interestingly, however, MDS gains back almost all the lost power due to

sample splitting without sacrificing FDR control.

Results under the large-n-and-p setting are summarized in Figure 1.3. We see that BHq loses

FDR control because the classical p-value under the null, calculated via the Fisher information, is

non-uniform and skew to the left. In contrast, ABHq still controls the FDRwell and enjoys the

highest power, verifying the asymptotics of the MLE derived in Sur & Candès 133 . MDS and GM

also perform competitively and have a slightly lower power than ABHq. In particular, GM shows

much improved performances compared with the small n-and-p setting.

Negative binomial regression

We consider a negative binomial regression model with the dispersion parameter set to be 2, i.e., the

target number of successful trials is 2. We set sample size n = 3000 and dimension p = 500, re-

sulting in a dimension-to-sample-size ratio of κ = 1/6. We simulate the design matrix as described

in Section 1.6.1, and test out the scenarios with different correlations r and signal strengths. The

detailed simulation settings can be found in the caption of Figure 1.4. The number of the relevant

features is p1 = 50 across all settings. In Section B.1.2 of Supplementary Materials, we report addi-

tional results for the case where features have constant pairwise correlation.

We consider five competing methods based on the MLE, including DS, MDS, BHq, GM and
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Knockoff. The implementation details of DS and GM are given in Algorithms 3 and 4, respectively.

BHq is based upon the classical p-values calculated via the Fisher information, which is known to be

incorrect24. However, to the best of our knowledge, the exact asymptotic distribution of the MLE

has not been derived and no proper adjustment exists.

The empirical FDRs and powers of different methods are summarized in Figure 1.4. We see that

BHq is the only method losing FDR control because of the non-uniformity (skew to the left) of

the p-values under the null. We also tested using the debiased LASSOmethod to get p-values for

BHq and FDRs were still out of control (see Figure B.7 in Supplementary Materials). Among the

methods with FDR control, GM andMDS consistently perform the best over different levels of

correlation and signal strength. MDS has a slightly lower power but also a lower FDR compared

with GM, and is significantly better than DS in the sense that it simultaneously reduces the FDR

and boosts the power. Knockoff has the lowest power among all competing methods for the same

reason as discussed in Section 1.6.1.
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1.6.2 The high-dimensional setting

Logistic regression

We consider a case with sample size n=800 and dimension p=2,000. Each row of the design matrix is

independently drawn fromN(0,Σ). Following a similar setup as in RongMa & Li 118 , we let Σ =

0.1 × ΣB, where ΣB is blockwise diagonal consisting of ten identical unit-diagonal Toeplitz matrices

with the correlation factor r=0.3. In Section B.2 of Supplementary Materials, we give more details

about the simulation setup and report additional results for r=0.1. Scenarios with different sparsity

levels p1 and signal strengths are examined, for which details can be found in the caption of Figure

1.5. We consider four competing methods, including DS, MDS, Knockoff, and the BHq procedure

in RongMa & Li 118 . DS andMDS use the debiased Lasso estimator, with implementation details

given in Algorithm 6. For Knockoff, we empirically found that the equi-correlated construction of

knockoff features yields the highest power.
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The empirical FDRs and powers of different methods are summarized in Figure 1.5. We see that

all methods control the FDR successfully. In terms of the power, MDS is the leading method across

different levels of sparsity and signal strength, and has a significantly higher power than DS. Even

DS appears to be more powerful than BHq, suggesting that the p-values constructed following

RongMa & Li 118 can be highly non-informative (skew to the right) in finite-sample cases. Knock-

off performs competitively when the signal is sparse, but can potentially suffer when p1 becomes

larger.

Poisson regression

We consider a case with sample size n=800 and dimension p=1,600. In Section B.2.2 of Supplemen-

tary Materials, we report additional results for various values of p. Similar as described in Section

1.6.2, each row of the design matrix is independently drawn from a (|xᵀi β!| < 4)-truncated multi-

variate normal distribution, with covariance matrix Σ = 0.01 × ΣB, where ΣB is blockwise diagonal

consisting of eight identical unit-diagonal matrices, of which all the off-diagonal entries are set to be
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r. We consider the scenarios with different correlation factors r and signal strengths (see the caption

of Figure 1.6). Methods DS, MDS, and Knockoff are examined. To the best of our knowledge, there

is no available BHq procedure for high-dimensional Poisson regression. We follow Algorithm 6 to

implement DS andMDS, and use the equi-correlated construction to create knockoff features.
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The empirical FDRs and powers of different methods are summarized in Figure 1.6. All the three

competing methods have FDR under control across all settings. In terms of the power, Knockoff

achieves the highest power when the correlation among features is small. However, the power of

Knockoff decreases rapidly when the correlation becomes larger and can be much lower compared

withMDS. Besides, we see that MDS significantly boosts the performance of DS by simultaneously

reducing the FDR and increasing the power.

1.6.3 Real data application

Compared with traditional bulk RNA sequencing technologies, single-cell RNA sequencing (scR-

NAseq) allows researchers to examine the sequence information of each individual cell, thus promises
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to advance research in cancer genomics and metagenomics. In this section, we consider selecting the

relevant genes with respect to the glucocorticoid response in a human breast cancer cell line, us-

ing the scRNAseq data in Hoffman et al. 57 . A total of 400 T47D A1–2 human breast cancer cells

were treated with 100 nM synthetic glucocorticoid dexamethasone (Dex) at 1h, 2h, 4h, 8h, and 18h

timestamps. An scRNASeq experiment was performed at each timestamp, resulting in a total of

2,000 samples of gene expressions for the treatment group. For the control group, there are 400

vehicle-treated control cells. An scRNAseq experiment was performed at the 18h timestamp to ob-

tain the corresponding profile of gene expressions. After proper normalization, the final scRNAseq

data§ contains 2,400 samples, each with 32,049 gene expressions. To further reduce the dimension-

ality, we first screen out the genes detected in fewer than 10% of cells, and then pick up the top 500

most variable genes following Hoffman et al. 57 .

We consider a logistic regression model with n = 2, 400 and p = 500. Since the MLE does

not exist uniquely on this data, we cannot use the method in Sur & Candès 133 to obtain p-values.

Instead, we apply DS outlined in Algorithm 6 using the debiased Lasso estimator. As sample size n

is larger than dimension p, we directly estimate the precision matrix Θ (see Equation (1.18) and the

discussion therein) by inverting the sample Hessian matrix Σ̂. We then replicate DS for 500 times

and aggregate the results using the MDS procedure outlined in Algorithm 2. Table 1.1 summarizes

the selected genes byMDS, BHq118, Knockoff, and three de-randomized Knockoff procedures.

BHq only selects 1 gene, RPL10, which is also selected byMDS.

We run Knockoff for 500 times and report the genes whose selection frequencies are above 0.5.

The set of the selected genes appears unstable. Specifically, the highest selection frequency is only

0.75, and the size of the selection set ranges from 0 to 53 with a mean of 16 (see Figure B.12 in

Supplementary Materials). As shown in Table 1.1, there are 17 genes whose selection frequency

by Knockoff is above 0.5, among which 14 are also selected byMDS. We also found that Knockoff
§The data is available at KWWSV���ZZZ�QFEL�QOP�QLK�JRY�JHR�TXHU\�DFF�FJL"DFF *6(141834.
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does not select any genes for approximately 20% of the 500 runs. Further, FDR control is no longer

guaranteed for the aggregated list of the genes selected by multiple Knockoff runs.

To stabilize Knockoff, we test out three de-randomized Knockoff procedures proposed in the

following papers.

1. Zhimei Ren &Candès 169 . The method repeats the base procedure v-Knockoff64 and con-

trols the k family-wise error rate, i.e., the number of the false discoveries, rather than the

FDR. Table 1.1 lists the selected genes with k ∈ {1, 2, 3}. Compared to the selection results

of MDS, the set of the selected genes with k = 2 are similar, while the selection results with

k = 1 and k = 3 are more and less conservative, respectively.

2. Nguyen et al. 102 . Based on “intermediate p-values”, the method summarizes the selection

results of multiple Knockoff runs using quantile aggregation97. As shown in Table 1.1, it

selects 15 genes, among which 14 are also selected byMDS.

3. Gimenez & Zou 54. The method simultaneously samples two knockoff copies in the base

Knockoff procedure in order to stabilize the selection result. We independently repeat the

procedure for 500 times and report the selection frequency of each gene. As shown in Table

1.1, there is only 1 gene with selection frequency above 0.5, and only 4 genes with selection

frequency above 0.3. The selection result becomes more conservative when we further in-

crease the number of knockoff copies.

The existing literature confirms interactions between the glucocorticoid receptor (GR) and a

majority of the genes selected byMDS. A summary of the references associated with the selected

genes are given in Table 1.2, and we highlight some of the supporting evidences in Section B.3 of

Supplementary Materials. Curiously, we do not find any relevant literature documenting how GR

may interact with genes LY6E and BLOC1S1, which have been consistently selected by most of the
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Gene MDS Knockoff Nguyen et al. Gimenez and Zou Ren et al.
k = 1 k = 2 k = 3

NFKBIA # 0.75 # 0.59 # # #
HSPB1 # 0.71 # # # #
LY6E # 0.66 # 0.41 # # #
BLOC1S1 # 0.65 # 0.34 # #
IGFBP4 # 0.64 # # # #
ATF4 # 0.64 # # #
SERPINA6 # 0.63 # # #
RPL10 # 0.61 # # # #
DDIT4 # 0.60 # # #
EEF1A1 # 0.59 # # # #
SEMA3C # 0.58 # # #
EIF4EBP1 # 0.57 # # # #
FKBP5 # 0.54 # # # #
NUPR1 # 0.51 # #
DSCAM-AS1 # # # #
BCL6 # # #
HSPA1A #
KRT19 0.52 # # #
MSX2 0.51 0.40 # #
S100A11 0.50 # #
RPLP0P6 #
UHMK1 #
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Gene Reference
NFKBIA Auphan et al. 3 , Deroo & Archer 41
HSPB1 Barr & Dokas 9 , Tuckermann et al. 139
LY6E –
BLOC1S1 –
IGFBP4 Cheung et al. 31 , Okazaki et al. 106 , Conover et al. 35
ATF4 Adams 2
SERPINA6 GeneCards-SERPINA6, Zhou et al. 170
RPL10 Zorzatto et al. 171
DDIT4 Wang et al. 145 , Boldizsár et al. 19 , Wolff et al. 152
EEF1A1 NCBI-EEF1A1
SEMA3C Williamson et al. 151
EIF4EBP1 Watson et al. 146
FKBP5 AGCOH-FKBP5, Nair et al. 101
NUPR1 Wikigenes-NUPR1, Mukaida et al. 99
DSCAM-AS1 Zhao et al. 167 , Chen & Cai 30
BCL6 Goodman et al. 55
HSPA1A NCBI-Gene, Kirschke et al. 80
KRT19 Romanò et al. 117
MSX2 Jaskoll et al. 65
S100A11 –
RPLP0P6 –
UHMK1 –
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tested methods and can be of interest for further investigations. Figure B.11 in Supplementary Ma-

terials demonstrates the sharp difference in the gene expression distributions between the treatment

group and the control group for four genes: NFKBIA, EEF1A1, FKBP5 and RPL10, all of which

are selected byMDS and having a Knockoff selection frequency above 0.5.
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1.7 Conclusion

We have described a general framework for feature selection in GLMs with FDR asymptot-

ically under control. In particular, we detail the constructions of the mirror statistic under

two asymptotic regimes, i.e., the moderate-dimensional setting (p/n → κ ∈ (0, 1)) and the

high-dimensional setting (p * n). Compared to BHq, the proposed methodology enjoys

a wider applicability and improved robustness due to its scale-free property. Compared to

Knockoff, it does not require the knowledge of the joint distribution of features and is less

affected by the correlations among features.

We conclude by pointing out several directions for future work. First, it is of immediate

interest to generalize the proposed methods to handle cases where subsets of explanatory

features exhibit group structures. Second, we would like to investigate the applicability of

our FDR control framework to dependent observations (e.g., stationary time series data).

These two types of data structures appear a lot in practice including genetic studies and fi-

nancial engineering. Third, moving beyond parametric models, we can consider the FDR

control problem in semi-parametric single-index models, in which the link function be-

comes unknown.
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2
Rejoinder: A Scale-free Approach for FDR

Control in Generalized Linear Models

Contribution This chapter is based on the rejoinder39 published in Journal of American

Statistical Association jointly with Prof. Jun S. Liu, Chenguang Dai, and Xin Xing.
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2.1 Introduction

After our paper40 has been accepted by Journal of American Statistical Association, Prof.

IanMcKeague, Prof. Jane-LingWang, and Prof. Marina Vannucci (three co-Editors of

JASA Theory&Methods) invite our paper to be presented at Joint StatisticalMeeting 2023,

with discussion. Eventually, we received six discussions and this chapter is based on the

rejoinder39 to all the discussions.

There are many exciting new ideas proposed by the discussants that are worthy of fur-

ther investigation. Gerda Claeskens & Zhou53 raised important questions regarding the

ultra-sparse setting and the impact of tuning parameter choices; Janson 63 pointed out the

two-stage formulation in Li & Fithian 86 and possible extensions of DS; Law & Bühlmann83

provided detailed power calculations for GM and DS; Sai Li & Zhang 121 outlined numer-

ous novel findings (e.g., scale-free FDR control, fastMDS etc.); Xia & Cai 154 illustrated

better ways of adjusting the BHq procedure and the bias-variance tradeoff; Zhang &Ma165

pointed out a possible way of improving DS by combining with factor-adjusted techniques

and suggested future researches for regression with hierarchically-structured predictors; and

both Zhang &Ma165 and Xia & Cai 154 pointed out a potential connection betweenMDS

and e-value based approaches.

In this rejoinder, due to the space limit, we are only able to highlight some comments

raised by the discussants and provide some analyses in response to a few of their sugges-

tions. In Section 2.2, we reformulate DS into a two-stage algorithm and discuss new po-

tentials to construct mirror statistics. In Section 2.3, we connect the MDS procedure with

e-value and propose a new algorithm to derandomize DS. In Section 2.4, we compare the
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ranking qualities of different FDR control procedures and thus provide a way to theoret-

ically compare their powers. In Section 2.5, we discuss possible improvements and future

research directions.

2.2 Reformulation to Facilitate Use of Prior Information

2.2.1 A unified framework for Knockoff andDS

A common feature of Knockoff, DS, and GM is that they construct test statistics by con-

trasting two important measures of each feature. We here revisit the contrasting formula-

tion from a conditional inference point of view to gain some new insights.

Li & Fithian 86 showed that Knockoff can be recast as a conditional inference procedure

on a “whitened” estimator. Inspired by Janson 63’s comment, we present a similar refor-

mulation. This formulation not only brings together DS and Knockoff within a unified

framework but also sheds light on how to construct more powerful mirror statistics. It fur-

ther complements the algebraic equivalence between Knockoff and DS as pointed out by

Sai Li & Zhang 121.

Under the regression setting with p features, and more generally, we consider p hypothe-

sesHj, j ∈ [p], each associated with the null βj = 0. Suppose we have two independent

estimates β̂
(1)
j and β̂

(2)
j for coefficient βj, of which β̂

(2)
j follows a normal distribution cen-

tered at βj. DS can be viewed as a special case of the following two-stage algorithm.

Stage 1. We accomplish the following two tasks with only access to β̂
(1)
, |̂β

(2)
|, and domain

knowledge or information from independent data sources: (a) order the p hypothe-

ses,H(1), . . . ,H(p), so that the front ones are more likely rejected; and (b) make a

48



guess ψj on the sign of βj, where ψj = 1 corresponds to βj > 0 and−1, otherwise.

Stage 2. We verify the consistency of our guesses by comparing ψj with sign(β̂
(2)
j ). For each

k, we reject those hypotheses amongH(1), . . . ,H(k−1) with sign(β̂
(2)
(j) ) = ψ(j). We

estimate the FDP of this rejection set as:

FDPk =
1+

∑
i<k 1(sign(β̂

(2)
(i) ) 3= ψ(i))

∑
i<k 1(sign(β̂

(2)
(i) ) = ψ(i)) ∨ 1

. (2.1)

The procedure ends by finding k̂ = argmaxk{FDPk ≤ q}.

To show that DS is a special case of the above two-stage algorithm, we set ψj = sign(β̂
(1)
j )

and sort the hypotheses based on |Mj| in the decreasing order. Recall the mirror statistics:

Mj = sign(β̂
(1)
j )sign(β̂

(2)
j )f(|̂β

(1)
j |, |̂β

(2)
j |), (2.2)

in which f(u, v) is non-negative, symmetric about u and v, and monotonically increasing in

both u and v. For each k, we have:

FDPk =
1+

∑
i<k 1(sign(β̂

(2)
(i) ) 3= ψ(i))

∑
i<k 1(sign(β̂

(2)
(i) ) = ψ(i)) ∨ 1

=
1+

∑
i<k 1(M(i) < 0)∑

i<k 1(M(i) > 0) ∨ 1
=

1+
∑

j 1(Mj < −|M(k)|)∑
j 1(Mj > |M(k)|) ∨ 1

,

(2.3)

where the last equality holds because the order of the hypotheses is given by |Mj|. Note

that the key step in Algorithm 1 in Dai et al. 40 is to find the smallest t > 0, denoted as τq,

such that

F̂DP(t) =
1+

∑
j 1(Mj < −t)

∑
j 1(Mj > t) ∨ 1

≤ q. (2.4)
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We then reject all the hypotheses withMj > τq. This is equivalent to Stage 2 since the value

of F̂DP(t) only changes when t crosses some |Mj|.

We should emphasize that sign(β̂
(2)
j ) can not be used at Stage 1. Specifically, the validity

of the two-stage algorithm relies on the following approximation:

∑

i<k

1(sign(β̂
(2)
(i) ) 3= ψ(i),H(i) is null) ≈

∑

i<k

1(sign(β̂
(2)
(i) ) = ψ(i),H(i) is null). (2.5)

The above equation holds since sign(β̂
(2)
(j) ) has equal probability of being±1 under the null

and is independent of the ordering of the hypotheses and the choice of ψj.

2.2.2 Prior-assisted DS

The flexible two-stage formulation of DS enables us to incorporate prior information into

the procedure. For example, in genetic studies, we may have domain knowledge and other

independent data showing that certain genetic variations are more likely associated with a

given disease. To illustrate this, we consider the following toy example.

Assume that β̂
(1)
j and β̂

(2)
j independently followN(βj, 1), where βj =

√
δ log p for j ∈ S1,

with δ controlling the signal-to-noise ratio. Suppose we know that all the βj’s are all non-

negative. We consider the following three mirror statistics:

Mj = sign(β̂
(1)
j )sign(β̂

(2)
j )(|̂β

(1)
j |+ |̂β

(2)
j |),

M̃j = sign(β̂
(2)
j )(|̂β

(1)
j |+ |̂β

(2)
j |),

M̂j = sign(β̂
(2)
j )(β̂

(1)
j + |̂β

(2)
j |).

(2.6)

From the two-stage perspective, we can carefully specify ψj and order the hypotheses using
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the prior information that βj’s are non-negative. WhileMj sets ψj = sign(β̂
(1)
j )without

considering any prior information, M̃j and M̂j set their ψj = 1 to be consistent with the

prior. As for ordering the hypotheses, |̂β
(1)
j + |̂β

(2)
j || used in M̂j is a better ranking than

|̂β
(1)
j | + |̂β

(2)
j | used inMj and M̃j. Indeed, if we know βj ≥ 0 and see that β̂

(1)
j < 0, we

should downgrade the priority ofHj.

We set the number of features as p = 800, of which p1 = 160 are relevant features.

We replicate DS 500 times, and the results of the FDR, power, and ROC curve are shown

in Figure 2.1. Empirically, all three mirror statistics control FDR across all settings, with

M̂j enjoying the best ROC curve and the highest power, indicating that a better choice

of ψj and a carefully-designed ordering strategy can both boost the power. This example

demonstrates that given prior information, there could be better choices of mirror statistics

than the form ofMj in (2.6), which was proven to be optimal in a general prior-free setting

(see Proposition 2.1 in Dai et al. 38).
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Note that M̂j may still be sub-optimal mirror statistics in this case. It is an interesting

challenge for the researchers to figure out how to systematically and optimally incorporate

prior information in DS and other FDR control methods to improve their powers.

2.3 Connections to E-value

2.3.1 Derandomize DS via e-value

As pointed out in the discussions of Xia & Cai 154 and Zhang &Ma165, the e-BH proce-

dure143 has received much attention recently as an alternative to p-value based FDR control

methods. Ren & Barber 116 and Xia & Cai 154 show that both Knockoff and DS can be for-

mulated as an e-BH procedure. This leads to a different way of derandomizing DS using

e-values thanMDS.

LetM(k)
j denote the mirror statistic of feature Xj in the k-th data split, k ∈ [m]. Define

e(k)j = p
1(M(k)

j > τ(k)α )

1+
∑p

s=1 1(M
(k)
s < −τ(k)α )

, (2.7)

in which τ(k)α is the threshold defined in Algorithm 1 in Dai et al. 40 . Note that FDR control

of the e-BH procedure outlined in the Algorithm 7 below holds for any α > 0, although

this parameter can potentially affect power. Ren & Barber 116 suggested α = q/2, and

pointed out that α should be smaller than qwhenm > 1; otherwise, the e-BH procedure

may have zero power. In practice, without losing asymptotic FDR control, we may try mul-

tiple choices of α < 1 and choose the one that yields the largest selection set.

Theorem 2.3.1 Under Assumptions 3.1 and 4.1 in Dai et al. 40 for the moderate-dimensional
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Algorithm 7Derandomize DS: an e-BH procedure.

1. Calculate the average e-values: ēj =
∑m

k=1 e
(k)
j /m, j ∈ [p].

2. Sort the average e-values: ē(1) ≥ ē(2) ≥ . . . ≥ ē(p).

3. Given a designated FDR level q ∈ (0, 1), find the largest ! ∈ [p] such that ē(") ≥
p/(!q).

4. Select the features Ŝ = {j : ēj ≥ p/(!q)}.

and the high-dimensional regime, respectively, the e-BH procedure in Algorithm 7 asymptoti-

cally controls FDR at any designated level q ∈ (0, 1).

The proof of Theorem 2.3.1 is very similar to that of Theorem 3 in Ren & Barber 116. The

key is to establish [ ∑
j∈S0 1(M

(k)
j > τ(k)α )

∑
j∈S0 1(M

(k)
j < −τ(k)α )

]
≤ 1+ o(1)

for ∀α > 0, which, as shown in Remark 3.4 in Dai et al. 40 , is also crucial for justifying the

DS procedure, and relies on certain assumptions on the covariance matrix of the features.

2.3.2 ComparisonwithMDS

The inclusion rate and the e-value has the following relationship.

Theorem 2.3.2 ∀α > 0, assumeMDS targets at the FDR level α and the e-value is defined

as in Equation (2.7), then the inclusion rate Ij and the average e-value ēj satisfy

αēj
pIj

→ 1
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under Assumptions 3.1(2) or 4.1(3)(b) of Dai et al. 40 for moderate or high dimensions, respec-

tively.

Remark 2.3.1 Note that both the inclusion rate Ij and the average e-value ēj can be written

as
1
m

m∑

k=1

w(k)
j 1(M(k)

j > τ(k)α ),

in which the weight w(k)
j is

Ij : 1/w(k)
j =

p∑

s=1

1(M(k)
s > τ(k)α ); ēj : p/w(k)

j = 1+
p∑

s=1

1(M(k)
s < −τ(k)α ).

By the definition of τα, we have αēj ≥ pIj. Theorem 2.3.2 shows that this inequality in fact be-

comes an equality as p → ∞. In fact, the above theorem holds true only ifmink∈[m] |̂S(k)| →

∞, which can be guaranteed by Assumption 3.1(2) and Assumption 4.1(3)(b) of Dai et al. 40 .

We shall emphasize that MDS and the e-BH procedure are still very different despite of

the nice coincidence in Theorem 2.3.2. For example, the connection between their selec-

tion rules remains unclear. We empirically compare the two procedures on a simple Nor-

mal means model. We set n = 500, p = 800, and sample Xij fromN(μj, 1) for i ∈ [n], j ∈

[p]. We set 20% of μj’s to be nonzero, and generate them fromN(0, 2r log p/n). r is re-

ferred to as the signal strength, and we test out scenarios with r varing from 0.2 to 1.8. The

mirror statistic for each μj is

sign(X̄(1)
j X̄(2)

j )(|X̄(1)
j |+ |X̄(2)

j |),

where X̄(1)
j and X̄(2)

j are the sample means on each half of the data. We also vary the des-
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ignated FDR control level q from 0.05 to 0.3. The simulation results are summarized in

Figure 2.2. Both methods control FDRwell across most of the settings. MDS tends to have

a higher power when the signal is weak or the designated level q is small.
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2.4 Power Analysis

Law & Bühlmann83 compared GM and DS for linear models in the moderate-dimensional
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regime where p/n → κ ∈ [0, 1/2). We here extend their results to Knockoffs. Consider the

linear model:

y = Xβ! + ε, (2.8)

in which Xn×p is a random design matrix and εn×1 ∼ N(0, σ2In). Let X̃ be the Knockoff

features. Let Σ and Σ! denote the covariance matrices for X and [X, X̃], respectively. Theo-

rem 2.4.1 below summaries the variance calculations for the regression coefficient estimator

β̂ of different methods. Similar calculations also apply to generalized linear models (GLMs)

in the moderate-dimensional regime.

Theorem 2.4.1 Consider the linear model in (2.8) where the rows of X are i.i.d. samples

fromN(0,Σ). DenoteΘ = Σ−1, Θ! = Σ!−1 and τ2j = 1/Θjj, ω2
j = 1/Θ!

jj, j ∈ [p]. When

n > 2p+ 2, we have

Estimator β̂
OLS
j β̂

KN
j (β̂

GM
j,1 + β̂

GM
j,2 )/2 (β̂

DS
j,1 + β̂

DS
j,2 )/2

Variance σ2
τ2j (n− p− 1)

σ2
ω2
j (n− 2p− 1)

σ2
τ2j (n− p− 2)

σ2
τ2j (n− 2p− 2)

OLS yields the lowest variance of β̂, which is free of additional noise (GM, Knockoff)

or sample splitting (DS). Besides, when p/n → κ, the relative efficiency of GM, DS and

Knockoff against OLS are 1, (1− 2κ)/(1− κ), and ((1− 2κ)ω2
j )/((1− κ)τ2j ), respectively,

i.e., OLS=GM>DS>Knockoff. The gap between GM and DS vanishes as κ → 0,

and the gap between DS and Knockoff is large if ω2
j /τ2j is small. Since Σ is a principal sub-

matrix of Σ!, we have ω2
j ≤ τ2j , where the inequality is often strict. Specifically, τ2j and

ω2
j are the conditional variances of Xj given X−j and [X−j, X̃], respectively. Thus, ω2

j = τ2j

only if Xj ⊥ X̃ | Xj. If we use OLS to rank features, the optimal construction of X̃ should

56



be the one that maximizes ω2
j , i.e., the MVR-Knockoff procedure proposed in Spector &

Janson 129.

We consider a special case where Σ is block-wise diagonal. Each block is a 2× 2 matrix, in

which the diagonal and the off-diagonal elements are 1 and ρ, respectively. In this case, τ2j =

1 − ρ2 and all ω2
j ’s are equal for j ∈ [p]. We calculate the relative efficiency of the MVR-

Knockoff procedure against DS, i.e., ω2
j /τ2j , for ρ varying from 0 to 0.9. Table 2.1 shows

that the relative efficiency of MVR-Knockoffs decreases as the correlation ρ increases. This

is consistent with the patterns observed in Figures 2, 3, and 4 of Dai et al. 40 .

ρ 0.0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9
ω2
j /τ2j 1.00 0.99 0.97 0.93 0.89 0.85 0.82 0.78 0.75 0.72

$-0Ѵ; ƑĺƐĹ !;Ѵ-ঞ�; ;L1b;m1� o= |_; �(!Ŋ�mo1ho@ ruo1;7�u; -]-bmv| 	"ĺ

We end this section by clarifying the question raised by Gerda Claeskens & Zhou53 re-

garding the power of DS andMDS in ultra-sparse models. Specifically, they see a power de-

crease of general contrast-based methods outlined in Section 2 (e.g., DS/MDS/Knockoff)

when the model is ultra-sparse. For example, when the number of relevant features is only

5, if we set q = 0.1, the selection rule in (2.4) will make no rejections even when the signal-

to-noise ratio is arbitrarily high (because of “+1” in its numerator). This also explains why

the power gap between BHq and the contrast-based methods disappears when we set a

larger q.
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2.5 Future Directions

Motivated by the fascinating comments and analyses from our discussants, in this section,

we list some future directions that may enhance the performance and broaden the applica-

bility of DS and other FDR-control methods.

A number of discussants have suggested alternative approaches to DS. Janson 63 high-

lighted the post-selection literature, which provides a novel approach for obtaining two

independent estimators by introducing additional randomness to the response variable.

Rasines & Young 110 showed that this approach allows for a higher selection and inferen-

tial power than DS. Sai Li & Zhang 121 proposed a “mirror-statistic-free” method, which

relies on well-designed t-statistics and is also free of estimating the variance factor. Their

simulation showed that the proposed σn-BHmethod achieved a comparable or even higher

power compared to DS. However, their approach still faces challenges of instability and po-

tential power loss associated with data splitting, and the MDS framework may help resolve

these issues. Xia & Cai 154 corrected the BHq procedure proposed in RongMa & Li 118

by adopting the variance estimator adjustment from Liu et al. 91 , which can be a subject of

independent investigation.

Law & Bühlmann83 proposed a high dimensional GM approach for linear models and

demonstrated encouraging results in simulation studies. However, their method is com-

putationally demanding, which requires a total of p2 Lasso fittings. The fast data-splitting

technique proposed by Sai Li & Zhang 121 offers potential solutions to speed up GM in

high dimensions. Furthermore, extending the methodology to high-dimensional GLMs

presents an intriguing avenue for future explorations.
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Gerda Claeskens & Zhou53 raised an important point regarding the choice and the im-

pact of the hyper-parameters in our and other related FDR control methods. Theoretically

speaking, the hyper-parameters should be specified so that the sure screening property38

or the asymptotic normality40 holds. It is important to investigate the robustness of our

method with respect to different choices of hyper-parameters and examine how they affect

the performance of the approach.

It is of great value to generalize the DS framework to more structured and non-linear

problems. Zhang &Ma165 pointed out some promising applications of our method, e.g.,

high dimensional interaction analysis and collective analysis of data frommultiple resources.

For non-linear problems, Zhao & Xing 168 combines the DS procedure with sliced inverse

regression to control the FDRwithout assuming any conditional distribution of the re-

sponse. Exploring group feature selection and investigating additional applications in addi-

tive models could also yield fruitful insights.

Our rejoinder aims to stimulate further explorations in combining classic data-splitting

approaches with FDR control. The discussions so far have highlighted several promising

directions for future research. We would like to express our sincere gratitude once again to

the discussants and editors for providing us with this invaluable opportunity to engage in

this meaningful and insightful intellectual exchange.
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3
Power Analysis of Data Splitting and Other

RelatedMethods for FDRControl

Contribution This chapter is based on the joint work with Prof. Jun S. Liu and Prof.

Zheng Tracy Ke.
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3.1 Abstract

Recently, there has been significant interest among researchers in false discovery rate (FDR)

control methods. This paper presents power analysis for three representative FDR control

methods: the model-X knockoff, Gaussian mirror, and data splitting. For each method, we

investigate convergence rates of both type-I and type-II errors. Our analysis is conducted

in high-dimensional settings and considers a general correlation structure for the design

matrix. Our results highlight a crucial correlation caveat in FDR control: when the design

matrix exhibits a complex correlation structure, achieving valid FDR control may necessi-

tate sacrificing statistical power.

3.2 Introduction

Reproducibility and replicability of scientific discoveries have garnered significant atten-

tion. FDR control12 is a statistical procedure designed to control the fraction of false dis-

coveries in multiple testing and feature selection tasks. We focus here on FDR control in a

linear regression model. Let X = [X1,X2, . . . ,Xn]′ ∈ Rn×p denote the design matrix, and

let y ∈ Rn be the response vector. We assume the following model:

y = Xβ+ z, Xi
iid∼ N

(
0,Σ
)
, z ∼ N(0, σ2In). (3.1)

Here β ∈ Rp is a sparse coefficient vector and Σ ∈ Rp×p is the covariance matrix of p vari-

ables. Let S denote the support of β, where each variable j ∈ S is called a “signal” variable.

Given any Ŝ, an estimate of S, define FDR(Ŝ) = E
[
|Ŝ ∩ Sc|/(1 ∨ |Ŝ|)

]
. The goal of an

FDR control method is to obtain a proper Ŝ such that FDR(Ŝ) ≤ q, for a pre-specified
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level q ∈ (0, 1). The main purpose of this work is to analyze the rates of convergence of the

numbers of false positives and false negatives for a few representative FDR control meth-

ods recently proposed. Specifically, we will characterize these rates as explicit functions of

the signal sparsity, individual signal strength, covariance matrix of X, and threshold on the

variable importance metrics. These results provide a picture of the receiver operating char-

acteristic (ROC) curve and can be used to understand how the power changes with the

targeted FDR level.

There have been numerous results about the power of FDR control methods. For ex-

ample, assuming that the individual signal strength is sufficiently large, Fan et al. 49 and Dai

et al. 38 showed, respectively, that the knockoff method7,23 and the data splitting method

achieve full power asymptotically. In a regime where n and ‖β‖0 are constant fractions of

p and the individual signal strength is small, several papers developed approximate message

passing (AMP) theory to study the power of different FDR control methods, such as the

counting-knockoff with lasso statistics148, the model-X knockoff with !p-regularized statis-

tics150, and the conditional randomization test144. In a sparse regime where n and ‖β‖0 are

powers of p and the individual signal strength is small, Ke et al. 76 compared the powers of

several versions of knockoff by deriving their variable selection phase diagrams. Some works

utilized power analysis to motivate new FDR control methods. For example, Liu & Rigol-

let 90 proposed CI-knockoff to improve the power of SDP-knockoff, Spector & Janson 129

proposedMVR-knockoff that maximizes the power when the least-squares estimator is

used and Spector & Fithian 128 proposed optimal-power knockoff statistics by incorporat-

ing prior information.

In this paper, we impose a Rare/Weak signal model43,71 on β, where ‖β‖0 ∼ p1−ϑ for
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a constant ϑ ∈ (0, 1). We allow n to be both smaller or larger than p, to cover both high-

and low-dimensional settings. We also allow for an arbitrary covariance matrix for X. Com-

pared with Fan et al. 49 and Dai et al. 38 , we study a regime where signals are weaker. Com-

pared with the aforementioned AMP-based papers, we study a sparser setting where ‖β‖0/p

converges to zero rather than a constant; additionally, these papers assumed that Σ = Ip

in (3.1), but our framework can accommodate an arbitrary Σ. Compared with Ke et al. 76 ,

we consider a wider class of FDR control methods and allow for an arbitrary Σ, whereas

they focused on the knockoff method and considered only a special block-wise diagonal

covariance structure.

We consider three methods in this paper: the model-X knockoff23, Gaussian mirror155,

and data splitting40,39,38. Among these three methods, power analyses for Gaussian mirror

and data splitting have never been conducted in the weak-signal regime. Existing results

of these two methods are for the strong-signal regime155,38, where model selection consis-

tency is attainable. When signals are weak, we need to characterize the numbers of false

positives and false negatives more carefully, which requires case-by-case analysis for differ-

ent FDR control methods and various covariance structures. For example, analyzing data

splitting and Gaussian mirror requires new techniques beyond those in Jin et al. 72 for lasso

and those in Ke et al. 76 for knockoff.

One application of our results is to study the effect of Σ on the power of FDR control

methods. The model-X knockoff, Gaussian mirror and data splitting all follow an idea first

introduced in Barber & Candès 7: constructing surrogate variables to act as references for

the original variables. However, when the original variables are correlated, adding surrogate

variables to the model may yield power loss. We call it the correlation caveat of FDR con-
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trol. This phenomenon has been observed by Ke et al. 76 when they compared the power of

different versions of knockoff. Our results provide a more complete picture. Additionally,

we find that certain ways of constructing surrogate variables can be more resistant to the

correlation caveat.

The rest of the paper proceeds as follows. Section 3.3 focuses on the data splitting method

as a core example and presents our results for this method. Section 3.4 extends the results to

two other methods, the model-X knockoff and Gaussian mirror. Section 3.5 applies the ob-

tained results to study the correlation caveat. Section 3.6 contains simulations, and Section

3.7 concludes with a short discussion. Proofs and additional discussions are provided in

Supplementary Materials.

3.3 Theoretical Setups and the Analysis of Data Splitting

3.3.1 The data splitting method for FDR control

The data splitting method starts by randomly splitting the n samples into two halves, (y(1),X(1))

and (y(2),X(2)). For each half of the samples, it runs a sparse regression method to obtain

an estimate of β. Let β̂
(1)

and β̂
(2)

denote the two estimates. We define the importance met-

ric, also called themirror statistic, for variable j as

Mj = sign(β̂
(1)
j β̂

(2)
j )(|β̂

(1)
j |+ |β̂

(2)
j |). (3.2)

Given a target FDR level q ∈ (0, 1), the selected set of variables is Ŝ = {j : Mj > T̂(q)},

where

T̂(q) = min
{
t > 0 :

#{j : Mj < −t}+ 1
#{j : Mj > t} ∨ 1

≤ q
}
. (3.3)
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In (3.3),#{j : Wj > t} is the size of Ŝ, and#{j : Wj < −t} estimates the number of false

positives. Therefore, T̂(q) is the smallest threshold such that the estimated FDR is below q.

Remark 3.3.1 The mirror statistic Mj has a more general formMj = sign(β̂
(1)
j β̂

(2)
j )f(|β̂

(1)
j |, |β̂

(2)
j |)

where f(·, ·) can be chosen as any nonnegative monotone function38. As pointed out by Dai

et al. 38 (and see Ke et al. 76 about a similar argument for the knockoff), the form in (3.2) is

favorable to power. Therefore, we opt to analyze this particular version.

This method runs a sparse regression on each half of samples. We consider two choices:

When p < n/2, Dai et al. 38 used the ordinary least-squares (OLS), where β̂
ols

= (X′X)−1X′y.

When p > n/2, Dai et al. 40 recommended using the debiased lasso68,140,164. Given (y,X),

let β̂
lasso

be the classical lasso estimator, and let Ω̂ be an estimator of Ω = Σ−1 (see Algo-

rithm 5 for details of computing Ω̂). The debiased lasso estimator is

β̂
d
= β̂

lasso
+ n−1Ω̂X′(y− Xβ̂

lasso
). (3.4)

For either OLS or debiased lasso, we run it on the two halves of samples separately to get

β̂
(1)

and β̂
(2)
. We call the resulting methods DS-OLS and DS-debiased-lasso, respectively.

Compared with the model-X knockoff and Gaussian mirror (to be described in Section 3.4),

these methods construct their mirror statistics by splitting data into two halves rather

than by generating new feature variables7,155. In this paper, we study powers of DS-OLS

and DS-debiased-lasso, as well as the model-X knockoff and Gaussian mirror, under a

Rare/Weak signal model43,44,71.
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3.3.2 The Rare/Weak signal model

The Rare/Weak model is a theoretical platform for studying the performance of a multiple

testing or variable selection method. For any a ∈ R, denote by νa the point mass at a.

Given εp ∈ (0, 1) and τp > 0, the Rare/Weak model imposes a prior on the entries of β as:

βj
iid∼ (1− εp)ν0 + εpντp , 1 ≤ j ≤ p. (3.5)

A method is evaluated by its average performance over the above generative model. We let

the fraction of signals εp and the individual signal strength τp be the following functions of

p:

εp = p−ϑ, τp = σn−1/2
√

2r log(p), (3.6)

where ϑ ∈ (0, 1) and r > 0 are fixed constants, characterizing signal rarity and strength,

respectively. Since n−1/2
√

log(p) is the minimax order of signal strength for successful vari-

able selection50, this is a weak-signal regime.

We shall study the power of FDR control methods under Models (3.1), (3.5), and (3.6).

The power varies with the target FDR level q. Our plan is to characterize the receiver oper-

ating characteristic (ROC) curve. Towards this end, we switch from the data-driven thresh-

old in (3.3) to an arbitrary threshold, and let

Ŝ(u) = {1 ≤ j ≤ p : Mj > tp(u)}, where tp(u) = σn−1/2
√

2u log(p). (3.7)

As u varies, the expected numbers of false positives and false negatives both change. Let S
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be the true support of β (i.e., the set of nonzero βj’s). Define

FPp(u) = E(|Ŝ(u)\S|), FNp(u) = E(|S\Ŝ(u)|), (3.8)

where the expectation is taken with respect to the randomness of both β and y. In Sec-

tion 3.3.3, we will provide the rates of convergence for FPp(u) and FNp(u), respectively,

as explicit functions of u and model parameters (r, ϑ,Σ, σ2). This provides a complete pic-

ture of a method’s ROC curve. One way of “summarizing” the whole ROC curve is the

optimal Hamming error defined as follows, where we select the best u that minimizes the

sum of FPp(u) and FNp(u).

Hamm∗
p = min

u
{Hammp(u)}, where Hammp(u) := FPp(u) + FNp(u). (3.9)

In presenting our results, we frequently need the following definition:

Definition 3.3.1 (Multi-log(p) term) Consider a sequence {ap}∞p=1. If for any fixed δ > 0,

appδ → ∞ and app−δ → 0, we call ap a multi-log(p) term and write ap = Lp (Lp is a

generic notion for all multi-log(p) terms). If there is a constant b0 ∈ such that app−b0 =

Lp, we write ap = Lppb0 , which means for any fixed δ > 0, app−b0+δ → ∞ and app−b0−δ →

0.

To see why this notation is convenient, we consider P(V > tp(u)) forV ∼ N(0, n−1σ2).

UsingMills’ ratio, this probability is∼ [4πu log(p)]−1/2p−u. Here u affects the probability

in two places, but its effect at p−u is dominating as p → ∞. Using the above definition,

we can write P(V > tp(u)) = Lpp−u, which is convenient for presentation. This multi-
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log(p) notation is standard in theoretical works for Rare/Weak models50,69. Throughout

this paper, we define a+ := max{a, 0} for any a ∈ R.

3.3.3 Main results for the data splitting method

First, we consider the low-dimensional setting where p = o(n) and the β̂
(1)

and β̂
(2)

in (3.2)

are computed fromOLS. The following theorem is proved in Supplementary Materials:

Theorem 3.3.1 (Data Splitting, low-dimensional case) Fix ϑ ∈ (0, 1) and r > 0. Consider

the linear model in (3.1) where β satisfies Models (3.5)-(3.6). Suppose p = o(n) and C−1 ≤

σmin(Σ) ≤ σmax(Σ) ≤ C, for a constant C > 0. WriteΩ = Σ−1 and denote byΩjj the jth

diagonal ofΩ. For the DS-OLS procedure, as p → ∞,

FPp(u) ≤ Lp

p∑

j=1

p−Ω−1
jj u, FNp(u) ≤ Lpp−ϑ

p∑

j=1

p−Ω−1
jj min{(

√
r−

√
u)2+, r/2}.

Next, we consider the high-dimensional setting where β̂
(1)

and β̂
(2)

in (3.2) are obtained

from the debiased lasso. The conclusions are similar, but we need a sparsity condition on

Ω.

Theorem 3.3.2 (Data Splitting, high-dimensional case) Fix ϑ ∈ (0, 1) and r > 0. Consider

the linear model in (3.1) where β satisfies Models (3.5)-(3.6). Suppose p1−ϑ+ε = o(
√
n),

C−1 ≤ σmin(Σ) ≤ σmax(Σ) ≤ C, andmax1≤j≤p ‖Ωj,·‖0 = o(n/ log(p)), for constants ε > 0

and C > 0. For the DS-debiased-lasso procedure, as p → ∞,

FPp(u) ≤ Lp

p∑

j=1

p−Ω−1
jj u, FNp(u) ≤ Lpp−ϑ

p∑

j=1

p−Ω−1
jj min{(

√
r−

√
u)2+, r/2}.
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The two theorems provide the following insights. First, the rates of convergence for

FPp(u) and FNp(u) depend on the sparsity parameter ϑ, signal strength parameter r, and

the diagonals of Ω (which are related to the Fisher information of estimating each indi-

vidual βj). Second, there is a clear trade-off between FPp(u) and FNp(u) as u varies, which

motivates us to focus on the best uwhich achieves the optimal Hamming error defined in

(3.9). The rate of the optimal Hamming error can be deduced easily from Theorems 3.3.1-

3.3.2. For illustration, we consider a special case where

lim
p→∞

max
log(p)≤j≤p−log(p)

|Ωjj − ω| → 0, for a constant ω > 0. (3.10)

This is true when Σ is an identity matrix, or a Toeplitz matrix, or a blockwise diagonal ma-

trix (see Section 3.5). We introduce the following function of (ϑ, r, ω):

τ∗(ϑ, r, ω) = 1− ϑ − (r− ωϑ)2+/(4ωr). (3.11)

Corollary 3.3.1 In the settings of either Theorem 3.3.1 or Theorem 3.3.2, if (3.10) is satis-

fied, then we haveHamm∗
p,DS ≤ Lppτ∗(ϑ,r,ω).

Fixing the sparsity level ϑ, function τ∗(ϑ, r, ω) is monotonically decreasing in r and ω−1.

This implies that as the signal strength increases and the diagonals in Ω become smaller,

the Hamming error becomes smaller. Let rDS
! = (2

√
1− ϑ + 2 − ϑ)ω. When r > rDS

! ,

Hamm∗
p,DS → 0, which suggests that the data splitting method with the optimal threshold

can achieve model selection consistency. This can be regarded as a sharper version of the

“beta-min” condition in Fan et al. 49 and Dai et al. 38 : while their condition is on the order

of signal strength, we assume that the signal strength is already at the minimax order and
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characterize the exact constant.

Remark 3.3.2 In Theorem 3.3.1, we assume p = o(n). If p/n → κ for a constant κ ∈

(0, 1/2), the results for DS-OLS will be different from that stated in the theorem, and the

rates of convergence for FPp(u) and FNp(u) will depend on κ. To see the reason, we consider

the OLS estimator, where β̂
ols
∼ N(β, σ2(X′X)−1). If p = o(n), the jth diagonal of n(X′X)−1

converges toΩjj. However, if p/n → κ, then it converges toΩjj/(1 − κ). The situation is even

worse for DS-OLS, because data splitting further doubles κ to 2κ. Fortunately, this is not an

issue for debiased lasso.

3.3.4 Comparisonwith the prototypes

Ke et al. 76 introduced the definition of a prototype for the fixed-design knockoff. We ex-

tend their definition to define the prototypes of the data splitting methods. For DS-OLS,

the prototype runs OLS using (y,X) and letMj = |β̂
ols
j |. For DS-debiased-lasso, the pro-

totype runs debiased lasso using (y,X) and letMj = |β̂
d
j |. For these prototypes, we can

define Ŝ(u), FPp(u) and FNp(u) similarly as in Section 3.3.2. Since these prototypes use full

data for variable selection without bothering FDR control, we expect them to have better

power than the corresponding version of DS. Such a power difference reveals the price for

achieving FDR control.

Theorem 3.3.3 (Prototype of data splitting)We consider either the prototype of DS-OLS

in the setting of Theorem 3.3.1, or the prototype of DS-debiased-lasso in the setting of Theo-
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rem 3.3.2. As p → ∞,

FPp(u) ≤ Lp

p∑

j=1

p−Ω−1
jj u, FNp(u) ≤ Lpp−ϑ

p∑

j=1

p−Ω−1
jj (

√
r−

√
u)2+ .

Comparing the bounds here with those in Theorems 3.3.1-3.3.2, we observe that for

the same threshold u, FPp(u) has the same rate of convergence, but FNp(u) has a faster

rate. This suggests that there is indeed a price paid for achieving a valid FDR control. For-

tunately, such a difference has almost no impact on the optimal Hamming error, as sup-

ported by the following corollary:

Corollary 3.3.2 In the setting of Theorem 3.3.3, if (3.10) holds, thenHamm∗
p,Proto ≤ Lppτ∗(ϑ,r,ω).

Comparing with Corollary 3.3.1, we have seen that these data splitting methods have the

same convergence rates for the Hamming error as their respective prototypes. This obser-

vation may elicit initial surprise, given that both β̂
(1)

and β̂
(2)

are computed using only half

of the samples, and the signal-to-noise ratio should decrease by a factor of 1/
√
2. To under-

stand what happens, we let Ij = β̂
(1)
j + β̂

(2)
j and letRj = β̂

(1)
j − β̂

(2)
j . TheMj in (3.2) is

equivalent to

Mj = sgn(|Ij|− |Rj|)×max{|Ij|, |Rj|}. (3.12)

We illustrate our point with the low-dimensional case of p = o(n). It can be shown that

β̂
(m)

j ≈ 1
nΣ

−1X′
(m)y(m), form ∈ {1, 2}. Thus, Ij ≈ 1

nΣ
−1X′y ≈ β̂

ols
j . Therefore, as long

as |Ij| ≥ |Rj|with high probability (which is true when βj is a signal),Mj has the same tail

behavior as |β̂
ols
j |. This explains why there is no decrease in signal-to-noise ratio caused by

data splitting.
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Remark 3.3.3 Here we treat the debiased lasso as a prototype rather than an FDR control

method. In fact, when σ2 is known, the debiased lasso can output an individual p-value for

each variable; and we can apply the Benjamini-Hochberg procedure on those p-values to control

FDR. However, in practice, σ2 is usually unknown. Existing methods for estimating σ2 such as

the scaled lasso132 tend to over-estimate σ2. This will make the null p-values skew to the right

and cause a significant power loss39. In contrast, all the FDR control methods considered in

this paper do not require an estimate of σ2.

3.4 Power Analysis of Other FDRControlMethods

We extend the results in Section 3.3 to two other recent FDR control methods, the model-

X knockoff23 and Gaussian mirror155. Similarly as in Section 3.3.3, for each method, we

have a theorem for the low-dimensional case and a theorem for the high-dimensional case.

Due to the space constraint, we only present the theorems for high-dimensional settings

and relegate the theorems for low-dimensional settings to Supplementary Materials.

3.4.1 The model-X knockoff and its power analysis

Ke et al. 76 studied the fixed-design knockoff combined with lasso or OLS, under the Rare/Weak

model (3.5)-(3.6), with a primary interest in block-wise diagonal covariance structure. In

comparison, we consider here the model-X knockoff23 with debiased lasso, and allow for a

much broader class of designs.

In the model-X knockoff, an augmented design Xaug = [X, X̃] is constructed. Given
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s ∈ Rp such that 0 ≤ sj ≤ 1 and diag(s) 7 2Σ, the rows of X̃ ∈ Rn×p is sampled as follows:

rows of [X, X̃] iid∼ N(0,Σaug), with Σaug =




Σ Σ− diag(s)

Σ− diag(s) Σ



 . (3.13)

When Σ is not known a priori, it can be replaced by an estimator Σ̂, e.g., sample covariance

matrix. Let β̂
aug

∈ R2p be the debiased lasso estimator of regressing y on Xaug. Define

Mkf
j = sgn

(
|β̂

aug
j |− |β̂

aug
p+j|
)
×max

{
|β̂

aug
j |, |β̂

aug
p+j|
}
, 1 ≤ j ≤ p. (3.14)

Given a target FDR level q ∈ (0, 1), the selected set of variables is Ŝ = {j : Mkf
j > T̂(q)},

where T̂(q) is computed similarly as in (3.3) withMj replaced byMkf
j .

Let Ŝ(u), FPp(u) and FNp(u) be defined similarly as in Section 3.3.2, withMj replaced

byMkf
j . We aim to derive the rates of convergence for FPp(u) and FNp(u). Define

Ωaug = (Σaug)−1, αj = Ωaug
jj , ρj = Ωaug

j(j+p)/Ω
aug
jj . (3.15)

Theorem 3.4.1 (Model-X knockoff) Fix ϑ ∈ (0, 1) and r > 0. Consider the linear model

in (3.1) where β satisfies Models (3.5)-(3.6). Suppose p1−ϑ+ε = o(
√
n), C−1 ≤ σmin(Σaug) ≤

σmax(Σaug) ≤ C, andmax1≤j≤p ‖Ωaug
j,· ‖0 = o(n/ log(p)), for constants ε > 0 and C > 0. As

p → ∞,

FPp(u) ≤ Lp

p∑

j=1

p−α−1
j u, FNp(u) ≤ Lpp−ϑ

p∑

j=1

p−α−1
j min{(

√
r−

√
u)2+, (1+|ρj|)

−1r/2}.
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Additionally, we can characterize the optimal Hamming error in the special case where

lim
p→∞

max
log(p)≤j≤p−log(p)

|Ωaug
jj − α| → 0, for a constant α > 0. (3.16)

Corollary 3.4.1 In the setting of Theorem 3.4.1, if (3.16) holds, thenHamm∗
p,KF ≤ Lppτ∗(ϑ,r,α),

where τ∗(ϑ, r, ·) is the same function as in (3.11), except that ω is replaced by α.

In comparing Theorem 3.4.1 and Corollary 3.4.1 with Theorem 3.3.2 and Corollary 3.3.1,

we observe that the rates of convergence of FPp(u) and FNp(u) are both slower in the

model-X knockoff than in the data splitting method, since αj ≥ Ωjj is always true. The

main reason is that the model-X knockoff augments the original design matrix to have 2p

variables, whereas the data splitting method always operates on p variables. A benefit of

the model-X knockoff is that it guarantees an “exact” FDR control23, while the data split-

ting method only provides an asymptotic FDR control38,39. Therefore, the power loss of

model-X knockoff to data splitting can be regarded as a price paid for achieving the “exact”

FDR control.

In the special setting of Corollary 3.4.1, the “beta-min” condition for consistent model

selection is rKF! = (2
√
1− ϑ + 2 − ϑ)α. For examples such as blockwise diagonal Σ or

Toeplitz Σ, both (3.10) and (3.16) hold, and so we can explicitly compute rKF! /rDS
! as in

Section 3.5.

Remark 3.4.1 Our results also shed light on how to improve the power of the model-X knock-

off. By (3.15) and Theorem 3.4.1, the power is primarily hinged on the diagonal entries of

Ωaug. Therefore, one can improve power by choosing s in (3.13) to maximize the diagonals of
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Ωaug. Liu & Rigollet 90 and Spector & Janson 129 made similar discoveries but in different

theoretical frameworks.

Remark 3.4.2 Weinstein et al. 148,150 studied the model-X knockoff method combined with

lasso or Lp-regularized statistics, and they used the AMP theory to characterize the trade-off

between false positives and false negatives. In comparison, we study the model-X knockoff com-

bined with debiased lasso. In the settings inWeinstein et al. 148,150 , p/n and ‖β‖0/p converge

to some constants, and Σ = Ip. In contrast, we consider a sparser regime and allow for ar-

bitrary covariance. Liu & Rigollet 90 also studied the model-X knockoff combined with debi-

ased lasso, and discovered that the diagonals ofΩaug are key quantities affecting the power.

However, they assumed thatΩ is given and only characterized the conditions for achieving

asymptotically full power. In contrast, we allowΩ to be estimated from the data, and provide

explicit convergence rates for the false positives and false negatives. Spector & Janson 129 stud-

ied the model-X knockoff combined with OLS. They proposed a new approach for constructing

X̃ as in (3.13), which achieves the minimummean-squared error for estimating β. However,

they did not provide results for the convergence rates of the false positives and false negatives.

3.4.2 Gaussian mirror and its power analysis

The original Gaussian mirror155 was designed primarily for the strong-signal regime and

relied on the post-selection theory of lasso85. Here, we use a variant of Gaussian mirror83,

which is more suitable for the current weak-signal regime. Given (y,X), let Ω̂ be an estima-

tor of Ω, and write cj = 1/Ω̂jj for 1 ≤ j ≤ p. We draw z1, . . . , zp
iid∼ N(0, In), and for each
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1 ≤ j ≤ p, let

X̃(j) = [x1, . . . , xj−1, x+j , x−j , xj+1, . . . , xp], with x±j = xj ± cjzj. (3.17)

Let β̂
±
j denote estimated coefficient of x±j by running the debiased lasso on X̃(j). Define

Mgm
j = sign(β̂

+

j β̂
−
j )(|β̂

+

j |+ |β̂
−
j |), 1 ≤ j ≤ p. (3.18)

Given a target FDR level q ∈ (0, 1), Gaussian mirror selects Ŝ = {j : Mgm
j > T̂(q)}, where

T̂(q) is computed similarly as in (3.3) withMj replaced byMgm
j .

Remark 3.4.3 The original Gaussian mirror chooses cj = ‖(In − P−j)xj‖/‖(In − P−j)zj‖

in (3.17), where P−j is the projection matrix to the linear span of {xk : k 3= j}. In high-

dimensional settings, Law& Bühlmann83 suggested changing cj to 1/Ω̂jj. In addition, the

original Gaussian mirror runs the re-fitted OLS on the subset of variables selected by lasso.

Law& Bühlmann83 suggested using the debiased lasso instead.

Let Ŝ(u), FPp(u) and FNp(u) be defined similarly as in Section 3.3.2, withMj replaced

byMgm
j .

Theorem 3.4.2 (Gaussian mirror) Fix ϑ ∈ (0, 1) and r > 0. Consider the linear model

in (3.1) where β satisfies Models (3.5)-(3.6). Suppose p1−ϑ+ε = o(
√
n), C−1 ≤ σmin(Σ) ≤

σmax(Σ) ≤ C, andmax1≤j≤p ‖Ωj,·‖0 = o(n/ log(p)), for constants ε > 0 and C > 0. As

p → ∞,

FPp(u) ≤ Lp

p∑

j=1

p−Ω−1
jj u, FNp(u) ≤ Lpp−ϑ

p∑

j=1

p−Ω−1
jj min{(

√
r−

√
u)2+, r/2}.
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Corollary 3.4.2 In the setting of Theorem 3.4.2, if (3.10) holds, thenHamm∗
p,GM ≤ Lppτ∗(ϑ,r,ω).

Comparing Theorem 3.4.2 and Theorem 3.3.2, Gaussian mirror and data splitting have

the same rates of convergence. That’s because the asymptotic joint distribution of (β̂
+

j , β̂
−
j )

in Gaussian mirror is the same as that of (β̂
(1)
j , β̂

(2)
j ) in data splitting. However, the finite-

sample performance of Gaussian mirror is often slightly better since it always works on the

n×(p+1) design matrix while the data splitting method works on two (n/2)×p design ma-

trices, which leads to a faster convergence of (β̂
+

j , β̂
−
j ) to its asymptotic joint distribution,

compared to (β̂
(1)
j , β̂

(2)
j ). This results in a smaller multi-log(p) term in Gaussian mirror.

Similar to the model-X knockoff, Gaussian mirror also augments the design matrix to in-

clude more than p variables. However, Gaussian mirror still enjoys the same rate of Hamm∗
p

as the prototype in Section 3.3.4. This is because Gaussian mirror and the model-X knock-

off have two different schemes of adding variables. The model-X knockoff adds p variables

simultaneously, while Gaussian mirror adds one variable at a time. Our results show that

the one-at-a-time scheme is better for power. On the other hand, the p-at-a-time scheme can

control FDR exactly7 rather than just asymptotically.

3.5 Correlation Caveats under Special Designs

We now use the results in Sections 3.3-3.4 to study the influence of Σ on the power of FDR

control methods. The established rates of FPp(u) and FNp(u) depend on (u, ϑ, r,Σ). We

hope to define a quantity that only depends on Σ but still captures the performance on the

power. To this end, we first link the three methods by introducing the following unified
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expression for their variable importance metrics (e.g., mirror statistics):

Mj = sgn(|Ij|− |Rj|)×max{|Ij|, |Rj|}, 1 ≤ j ≤ p, (3.19)

where for data splitting, Ij = (β̂
(1)
j + β̂

(2)
j )/2,Rj = (β̂

(1)
j − β̂

(2)
j )/2; for the model-

X knockoff, Ij = β̂
aug
j , andRj = β̂

aug
p+j; and for Gaussian mirror, Ij = (β̂

+

j + β̂
−
j )/2,

Rj = (β̂
+

j − β̂
−
j )/2. Then, the false positive/negative rates at j are determined by the joint

distribution of (Ij,Rj). In our proofs for theorems in Sections 3.3-3.4, we have actually

proved the following lemma:

Lemma 3.5.1 (Joint distribution of Ij and Rj) As p → ∞, the following statements hold:

• For data splitting, in the setting of Theorem 3.3.2, (
√
n/
√

Ωjj)(Ij − βj, Rj) →d

N(0, I2).

• For the model-X knockoff, in the setting of Theorem 3.4.1,
√
nΔ−1/2

j (Ij − βj, Rj) →d

N(0, I2), where Δj ∈ R2×2 is the principal sub-matrix ofΩaug restricted to {j, p+ j}.

• For Gaussian mirror, in the setting of Theorem 3.4.2, (
√
n/
√

Ωjj)(Ij − βj, Rj) →d

N(0, I2).

By Lemma 3.5.1, E[Ij] ≈ βj and E[Rj] ≈ 0. We call Ij the “information statistic” andRj

the “reference statistic”. Let vj(Σ) denote the asymptotic variance of
√
nIj. In special cases

where (3.10) and (3.16) hold, there exists a constant v! > 0 such that limp→∞ maxlog(p)≤j≤p−log(p) |vj(Σ)−

v!| = 0 (i.e., by Corollaries 3.3.1, 3.4.1 and 3.4.2, v! = ω for data splitting and Gaus-

sian mirror, and v! = α for the model-X knockoff). We then call v! the Ranking Quality

(RQ) metric of an FDR control method. In what follows, we compute the RQmetrics
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for three methods under different classes of designs. For the model-X knockoff, there are

many choices of s in (3.14), such as SDP-knockoff and Equi-knockoff7, CI-knockoff90, and

MVR-knockoff129. In theoretical calculations, we only include those versions such that

the RQmetric has an explicit expression; whereas we evaluate the RQmetrics for all the

versions numerically.

We first consider a class of Toeplitz covariance matrices where the off-diagonal entries

decay exponentially fast, as in the following theorem. Recall that a smaller RQmetric in-

dicates a better ranking quality. We observe that the design correlations affect the model-X

knockoff more than for data splitting or Gaussian mirror.

Theorem 3.5.1 (Autoregressive covariance structure) Given ρ ∈ (−1, 1), letAp(ρ) be the

special form of Σ with Σ(i, j) = ρ|i−j|. For data splitting and Gaussian mirror, the RQ

metric is equal to (1+ ρ2)/(1− ρ2). For CI-knockoff, the RQmetric is equal to [(1+ ρ2)/(1−

ρ2)]2.

We then consider a class of blockwise diagonal covariance structures. By varying k in

the definition ofMp(ρ, k) below, it covers: (i) the 2-by-2 blockwise structure studied in

Ke et al. 76 ; (ii) the equal-correlation covariance structure (k = p); (iii) the general k-by-k

blockwise structure. The rest two have also been investigated in Spector & Janson 129.

Theorem 3.5.2 (Permuted blockwise diagonal covariance) Given ρ ∈ (−1, 1) and an inte-

ger k ≥ 2, let Bk(ρ) be the k× k matrix whose diagonal entries are 1 and off-diagonal entries

are ρ. For any 1 ≤ m ≤ k, let Bk,m(ρ) be the top left size-m diagonal block of Bk(ρ). Suppose

1+(k−1)ρ ≥ 0. LetMp(ρ, k) be the special form of Σ: Σ = Pdiag
(
Bk(ρ), . . . ,Bk(ρ),Bk,s(ρ)

)
P′,

where s = p− (k− 1)8p/k9 and P can be any row-wise permutation matrix. The RQmetric
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is

v! =






1+(k−2)ρ
(1−ρ)[1+(k−1)ρ] , for data splitting/Gaussian mirror,

[1+(k−2)ρ]2[1+(2k−4)ρ]
(1−ρ)[1+(k−1)ρ][1+(k−3)ρ][1+(2k−3)ρ] , for CI-knockoff, if ρ > − 1

2k−3 ,

1+(2k−4)ρ−2(k−1)ρ2
[1−2ρ)(1+2(k−1)ρ] , for Equi/SDP-knockoff, if− 1

2k−2 < ρ < 1
2 .

For this class of covariance, the effect of ρ is asymmetric in the sense that a negative ρ is

more fatal to the magnitude of the RQmetric. A tiny negative ρ can cause the RQmetric

to blow up. Intuitively speaking, negative ρ leads to large positive off-diagonal elements

in Ω, which in turn induces high correlations among theMj’s. This makes it harder to

distinguish signal from noise.

Numerical comparison: Figure 3.1 demonstrates the correlation caveat of the model-X

knockoff under three constructions. Note that the prototype of the model-X knockoff is

the debiased lasso, and the RQmetric for debiased lasso is the same as that for data split-
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ting or Gaussian mirror, we plot the ratio between the RQmetric of the model-X knockoff

and that of data splitting or Gaussian mirror. Recall the definition of rDS
! and rKF! , this ra-

tio is equivalent to rDS
! /rKF! , which can be understood as the relative power efficiency of the

model-X knockoff, with larger values indicating better performance. From Figure 3.1, ex-

cept for the case ρ = 0, the relative efficiency of the model-X knockoff is always strictly

smaller than 1. For bothMp(ρ, k) and Ap(ρ), as ρ increases, the relative efficiency of the

model-X knockoff becomes worse, meaning that the correlation caveat is more severe when

the design correlation is larger. For a fixed ρ, when the block size k increases, the relative

efficiency of the model-X knockoff becomes higher when the surrogate variables are con-

structed from CI-knockoff andMVR-knockoff but continues to drop for Equi-knockoff.

This suggests that the correlation caveat can be less severe when there are more pairs of

correlated variables (e.g., when k = 12, the relative efficiency of CI-knockoff andMVR-

knockoff is already> 0.95). Among the three variants of the model-X knockoff, MVR-

knockoff performs the best. In fact, MVR-knockoff is constructed to minimize
∑p

j=1 αj (αj

is defined in (3.15)); by Lemma 3.5.1, this indeed minimizes the RQmetric.

Remark 3.5.1 We have seen the correlation caveat of the model-X knockoff, in contrast to

data splitting or Gaussian mirror, which has almost no power loss compared to the prototype.

However, the issue for data splitting or Gaussian mirror is that they are tied to the debiased

lasso (or OLS), but the debiased lasso is not necessarily the best prototype76,77. In contrast, the

model-X knockoff has the flexibility to combine with any prototypes, which can potentially be

better than the debiased lasso.
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3.6 Simulations

We use simulations to validate the theoretical results in Sections 3.3-3.5. For simplicity,

we use DS, MK, and GM to refer to data splitting, model-X knockoff, and Gaussian mir-

ror, respectively. For all three methods, we plug in the ordinary least-squares (OLS) in the

low-dimensional setting and debiased lasso in the high-dimensional setting. For MK, we

construct the augmented design using MVR-knockoff as motivated by the discussion in

Section 3.5, with Σ in (3.13) replaced by an estimator Σ̂. Additionally, we consider two

other methods for reference. The first is MKO, which is an oracle version of MKwith ac-

cess to true Σ. The second is BHq, which is the method mentioned in Remark 3.3.3. We

first implement OLS (in the low-dimensional setting) or the debiased lasso (in the high-

dimensional setting) on the original data (y,X), and then apply the Benjamini-Horchberg

procedure to the p-values computed from these estimated coefficients; this method re-

quires an estimate of σ2, for which we use the scaled lasso. In summary, we will consider

five methods: BHq, DS, MK,MKO, and GM. For each experiment setting, we will report

the optimal Hamming error Hamm∗
p , based on an average of 100 repetitions. Additionally,

in Experiment 7, we will also report the false discovery proportion and the power. For all

experiments, we generate (y,X) fromModel 3.1, where β follows the Rare/Weak model

(3.5)-(3.6).

3.6.1 The low-dimensional setting

We set n = 20000 and p = 500, and consider different covariance structures. The

Rare/Weak model in (3.5)-(3.6) has two parameters, ϑ and r. We consider different values

of ϑ in different experiments. For each fixed ϑ, we vary r from 0.1 to 1.5 with step size 0.1.
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To compute Hamm∗
p for a method, we consider a grid of thresholds from 0 to 10 with step

size 0.01 and choose the one that minimizes the sum of false positives and false negatives.

Experiment 1 (Orthogonal design). Let Σ = Ip. Two sparsity levels are considered ϑ =

0.2 and ϑ = 0.5. The results are in Figure 3.2(a). We found that all methods perform

similarly in the orthogonal design, which is consistent with the theory.

Experiment 2 (Auto-regressive covariance). Let Σ(i, j) = ρ|i−j|. We vary ρ ∈ {0.3, 0.7}

and set ϑ = 0.2. The results are in Figure 3.2(b). We found that (i) GM and BHq have

similar performances as least-squares; (ii) The gap of the Hamming errors betweenMK and

GM/DS becomes larger when r or ρ grows, which are consistent with our theory.

Experiment 3 (2-by-2 blocks). We consider a 2-by-2 blockwise diagonal covariance ma-

trix, where we take ρ ∈ {0.4, 0.8} and set ϑ = 0.2. The results are in Figure 3.2(c). We

found the same phenomenon as in Experiment 2, which is aligned with our theory.

Experiment 4 (Larger blocks). Given block size k, every off-diagonal element of each

block is set to be−1/k. We vary k ∈ {5, 20} and set ϑ = 0.5. The results are in Fig-

ure 3.2(d). According to Section 3.5, as k increases, the gap of the Hamming errors be-

tweenMK and other methods should become larger. However, our simulations reveal that

this is only true for MKO, the “oracle” version of MKwhen we know the exact covariance

matrix. The reason whyMK violates this prediction is that the Python package knockpy

automatically applies the Ledoit-Wolf shrinkage84 to the sample covariance matrix when

the conditioning number of that matrix is too large. Thus the estimated covariance matrix

deviates significantly from the population covariance matrix even when the sample size n

is much larger than the dimension p, which results in the violation of the theoretical pre-

diction. It is worth noting that although this type of shrinkage performs well in practice, it
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causes MK to lose the critical sign-symmetry property, which ultimately leads to the break-

down of the finite-sample control of FDR.

3.6.2 The high-dimensional setting

We focus on the blockwise diagonal covariance structure and consider the settings where p

is comparable or larger than n. In these settings, we need to implement debiased lasso for

each FDR control method. However, how to estimate Ω crucially affects the performance.
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In Experiments 5 and 6, we focus on studying the differences among FDR control methods

and do not want the results to be dominated by the precision matrix estimation. Therefore,

we plug in the true Ω to construct the debiased lasso estimator for every method (since

MK still requires plugging in Σ̂, we skip it but only keepMKO in the comparison). While

in Experiment 7, we hope to report the real performances, so we use the original debiased

lasso as in (3.4), where Ω̂ is estimated using Algorithm 5.

Experiment 5 (2-by-2 blocks). Let (n, p) = (1500, 800). We set k = 2, ϑ = 0.5, and

let ρ range in {0.6, 0.9}. For each ρ, we vary r from 1 to 6 with the step size 0.2. The results

are summarized in Figure 3.3(a). We find that: (i) GM and BHq perform similarly as im-

plied by Theorem 3.3.3 and 3.4.2. (ii) There exist discrepancies between DS and GM/BHq

and betweenMKO and GM/BHq. We should note that the sources of these two discrep-

ancies are different. The discrepancy between DS and GM/BHq is attributed to the multi-

log(p) term Lp as discussed after Theorem 3.4.2 and the discrepancy betweenMKO and

DS mainly comes from different RQmetrics. (iii) The difference betweenMKO and other

methods becomes more apparent when ρ becomes larger, which is consistent with our dis-

cussion in Section 3.5.

Experiment 6 (Larger blocks) Let (n, p) = (1500, 800). We fix ϑ = 0.5 and consider

k ∈ {5, 10}. For each k, let ρ = −1/k, and we vary r from 1 to 6 with the step size 0.2. The

results are in Figure 3.3(b). Besides the first two observations already seen in Experiment 5,

we also find that the discrepancy betweenMKO and the other methods increases with k.

Experiment 7 (False discovery proportions and powers)We study the false discovery pro-

portion and the power separately, focusing on the k-by-k blockwise diagonal covariance

structure. Let (n, p) = (1000, 2000) and ϑ = 0.5. In the left panel of Figure 3.4,
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k = 40, ρ = 0.8, and r varies from 3 to 8. In the middle panel, k = 2, r = 6, and ρ

varies from 0.1 to 0.9. In the right panel, r = 6, ρ = −1/k, and k varies from 2 to 40. We

set the targeted FDR level at 0.1. All methods control the false discovery proportion rea-

sonably well. In nearly all settings, GM achieves the highest power. Although BHq yields

the best Hamming error in Experiments 4-5 when the threshold is optimally chosen, it is

over-conservative when we use the data-driven threshold for a target FDR level. The issue

comes from the over-estimation of σ2 as discussed in Remark 3.3.3. MKO performs better

thanMK in the first setting and when ρ ≤ 0.5 in the second setting; MKO performs much

worse thanMK in the third setting, for a similar reason explained in Experiment 4. In the

middle panel, as ρ becomes large, all methods become worse. But for MK andMKO, their

performances deteriorate much faster than competing methods, which suggests a more

serious outcome of high correlation for these methods.
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3.7 Discussion

Inspired by the recent work of Spector & Fithian 128, we are also interested in leveraging

prior information to enhance the power of FDR control methods. We have used the Rare/Weak

model in Section 3.3.2 as a theoretical platform for power analysis, but we can also treat it

as a way to encode prior information. As mentioned in Remark 3.3.2, there is flexibility

in choosing the mirror statistics in (3.2) for data splitting. The current choice is favorable

when the method has no prior information of β. However, when the parameters (ϑ, r) of

the Rare/Weak model are known, it is possible to modify the mirror statistics to further

improve power.

The debiased lasso has been employed in all three FDR control methods. One cannot

help wondering if some other estimators are possible. In our proofs, we rely on a property

of the debiased lasso estimator68: β̂
d
= N

(
β, n−1σ2Ω̂Σ̂Ω̂

′)
+ δ, and we can show that

‖δ‖∞ = oP(
√

log(p)/n) in our settings. Recently, Bellec & Zhang 11 proposed a debiasing

procedure for an arbitrary convex-penalized least-squares estimator, and they showed that
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this general debiased estimator has a similar decomposition into a normally distributed

vector plus a negligible bias vector δ. Therefore, we can similarly extend our power analysis

to these general debiased estimators.

Going beyond linear regression models, we can consider the generalized linear models. In

low-dimensional settings, the consistency and asymptotic normality of the maximum like-

lihood estimator (MLE) have been extensively studied95. Recently, asymptotic normality

for the MLE of high-dimensional generalized linear models has also been established133,1

in the settings where p/n and ‖β‖0/p both converge to constants. We hope to extend our

power analysis to generalized linear models under the Rare/Weak framework (3.5)-(3.6) on

β. Because ‖β‖0/p = o(1) in our setting, we prefer to use regularized estimators. RongMa

& Li 118 proposed an estimator for the logistic regression, where they used the Taylor expan-

sion to get an approximate linear model and then computed a debiased estimator. Given

this result, it is a promising future work to extend our power analysis to the logistic regres-

sion.
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4
AVariational Spike-and-Slab Approach for

Group Variable Selection

Contribution This chapter is based on a paper Lin et al. 88 jointly with Prof. Jun S. Liu

and Changhao Ge
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4.1 Abstract

Under a class of generic spike-and-slab priors for high-dimensional linear regression with

grouped variables, we present a parameter-expanded Coordinate-Ascent Variational Infer-

ence algorithm for obtaining the optimal variational Bayes approximation, which is compu-

tationally more efficient than the classical one. Theoretically, we present general conditions

on the spike-and-slab priors under which contraction rates for both the true posterior dis-

tribution and its variational approximation can be obtained. Some previous theoretical

results can be viewed as special cases of our proposed framework. The method and theory

are further extended to fitting additive models. Our simulation studies and real data ap-

plication demonstrate that the proposed method is superior to existing methods in both

variable selection and parameter estimation.

4.2 Introduction

Researchers nowadays have the privilege of collecting many explanatory features targeting a

specific response variable. In many applications, these features can be naturally partitioned

into disjoint groups. This occurs when dealing with multi-level categorical predictors in

regression problems162 or when using basis expansions of additive components in high-

dimensional additive models60,96. The grouping structure of variables can also be incor-

porated into a model to leverage domain knowledge. Single nucleotide variations in the

same gene, for example, form a natural group. The response variable, on the other hand,

most likely depends only on a few groups of variables. Therefore, identifying these relevant

groups is crucial for improving the computational efficiency of downstream analysis and
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enhancing the interpretability of scientific findings.

Under a Bayesian framework, sparsity and shrinkage considerations can be encoded in

the prior. Typical examples include the Laplace (Bayesian Lasso)107, horseshoe26, and spike-

and-slab priors98,51,52. Identifying relevant groups is often achieved by specifying priors

over the groups of variables109,27,156,125. In this paper, we consider a discrete spike-and-slab

prior of the following form for group variable selection:

σ2 ∼ g(σ2);

S ∼ π(S), where S ⊂ {1, . . . ,G};

θj ∼ δ0(θj), ∀j /∈ S, and θj ∼ h(θj), ∀j ∈ S;

(4.1)

where g is a density function defined on (0,∞), S indicates all possible 2G models, π(S)

controls the overall sparsity and enables model selection, δ0 is the point mass at 0 (spike

distribution) for modeling null features and h is the slab distribution for modeling relevant

features (e.g., a multivariate Gaussian distribution).

Despite the great success of the spike-and-slab prior, it faces computational challenges

associated with the discrete nature and the large exploration space in high-dimensional

settings. Instead of directly applyingMarkov ChainMonte Carlo (MCMC) methods to

sample from the posterior, which can mix very slow56, people resort to obtaining a good

analytic approximation to the posterior. One popular method is the variational Bayes (VB)

approximation18, which finds the member in a family of approximation distributionsP

that is the closest to the true posterior distribution in terms of the Kullback-Leibler (KL)

divergence. The mean-field family, which assumes that the joint density is a product of the

marginals (i.e., mutually independent), is a widely adopted choice forP . A commonly used
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algorithm for minimizing the KL divergence between the familyP and the target is the Co-

ordinate Ascent Variational Inference algorithm (CAVI)17, which iteratively optimizes each

component of the mean-field density while holding all the others fixed. For more applica-

tions and a general review of VB, we refer interested readers to Blei et al. 18 .

In this paper, we apply the variational Bayes for the high-dimensional linear regression

with grouped variables and the additive model under the general spike-and-slab prior (4.1).

When the group structure is present, simply adopting the CAVI algorithm as in the non-

group case (see Ray & Szabó 115 and the references therein) will lead to intractable terms as

explained in Section 4.4.2. These terms are challenging both to evaluate and optimize, mak-

ing the CAVI update computationally expensive. To address the computational challenge,

we consider a specific, yet comprehensive, family of distributions, where each distribution

in the family can be written as a scale mixture of multivariate normal distributions. Many

widely employed slab functions fall within this family, including the multi-Laplacian and

multivariate t-distribution. For this class of hierarchically structured slab distribution, we

propose a novel mean-field family, which involves an additional set of parameters to facil-

itate an analytical formula for each updating step. In doing so, we bypass the intractable

terms and the time-consuming multivariate optimization step that would have appeared in

every iteration had we not used this hierarchical structure. Consequently, our strategy sig-

nificantly reduces the computation time. This reparametrization has also been used in Park

& Casella 107 and Xu &Ghosh 156 for efficient sampling in the context of Bayesian Lasso

and Bayesian group Lasso, respectively. Our algorithm is implemented in the R package

*966%.

Unlike Ray & Szabó 115, which utilized external methods to estimate σ, we directly incor-
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porate the unknown noise level σ into the mean field family. As a byproduct, our method

can be used to obtain an estimator of σ. The benefit of incorporating σ into the estimation

has been pointed out in Krzakala et al. 82 . They observe that when σ is learned during the

mean-field approximation, the performance of the mean-field approach improves dramati-

cally compared to the one where the true σ is known a priori. Another reason to estimate σ

along with the mean-field approximation is that the accuracy of the external methods may

create a potential bottleneck in the overall performance of the method.

A unified theoretical treatment of spike-and-slab priors in (4.1) is still absent for grouped

linear regression. Previous studies are usually restricted to specific choices of spike-and-

slab priors and require case-by-case treatments. For example, Ning et al. 104 dealt with the

Dirac-and-Laplace prior, and Bai et al. 6 worked with the Laplace-and-Laplace prior. We

generalize their results and provide contraction rates for the large class of spike-and-slab pri-

ors characterized by Assumption 4.3.1. Our theorem is similar in spirit to Jiang & Sun70,

who developed a unified framework for the non-group spike-and-slab prior. In addition

to investigating the posterior distribution, we also derive theoretical properties of its VB

approximation. Under slightly stronger assumptions than those required for proving the

contraction rate for the true posterior, a similar contraction rate holds for the VB posterior.

Our proof needs a more delicate treatment than the proof in Ray & Szabó 115, given our

consideration of the general slab function, hierarchical representation, and the incorpora-

tion of the unknown σ.

A notable discovery from our theoretical results is that with properly chosen hyper-

parameters, nearly all slab functions exhibit optimal contraction rates both for the true

and the VB posterior. This even includes the Gaussian slab, which is known for penaliz-
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ing too much when the signal is large29. This gives rise to the question of how to choose a

suitable set of hyper-parameters. In this paper, we adopt an empirical Bayes-based approach

to optimize the hyper-parameters, which utilizes the mean-field approximation of the true

posterior and improves the performance and robustness of the proposed method. Simi-

lar ideas on using empirical Bayes to determine the hyper-parameters can be traced back to

Johnstone & Silverman 73,74 in the context of the Gaussian sequence model and wavelet

shrinkage. For linear regression, combining empirical Bayes and variational inference has

been explored in individual variable selection25 and in bi-level variable selection22.

Note that the proposed method not only provides a point estimator for β but also pro-

vides a natural tool for inference via the VB posterior. This differs significantly from the

penalized regression such as group Lasso162 and group SCAD142. From a Bayesian perspec-

tive, penalized regression can be reformulated as finding the mode of the posterior with

properly chosen priors. Built upon this, new mode finding algorithms and new penalties

are proposed, including EMVS119 and Spike-and-Slab Lasso120 for the non-group case and

Spike-and-Slab group Lasso6 for the group case. While these approaches enable efficient

algorithms to compute a point estimator for β, uncertainty quantification can be time-

consuming given the slow mixing of MCMC algorithms. Bai et al. 6 resorts to the debiased

Lasso-type approach for inference. However, it requires estimating the precision matrix

which is an even more challenging task than linear regression. Furthermore, regarding the

point estimator, the convergence speed of Bai et al. 6 is often significantly slower than our

algorithm, sometimes by orders of magnitude. This discrepancy arises because Bai et al. 6

requires obtaining estimators along a path of hyper-parameters, while we incorporate the

estimation of hyper-parameters into our algorithm.
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The rest of the paper is structured as follows. Section 4.3 introduces a class of spike-and-

slab priors. Sections 4.4.1 and 4.4.2 discuss variational approximations with general spike-

and-slab priors, where detailed updating rules are provided. Section 4.4.3 focuses on hier-

archical spike-and-slab priors, and Section 4.4.4 discusses how to choose hyper-parameters.

Section 4.4.5 extends the proposed method to the high-dimensional additive model. The-

oretical properties are investigated in Section 4.5. Section 4.6 demonstrates through ex-

tensive simulations that our methods achieve the best or near-best performances among

all the competitors and provide satisfactory coverage of the confidence region. Section 4.7

applies our method to the prediction of ethanol concentration using NIR spectroscopy ab-

sorbance values. Section 4.8 concludes with a few final remarks. Additional proofs, method

derivations, and simulation studies are collected in Supplementary Material.

4.3 A Class of Spike-and-Slab Priors

Throughout the paper, we consider a linear regression model

Y =
G∑

i=1

Xiθ!i + ε, (4.2)

where Y ∈ n, Xi ∈ n×pi , θ!i ∈ pi and ε ∼ N(0, σ2!In). pi stands for the size of group

i. We center the response vector Y and each covariate vector Xj to have zero mean and stan-

dardize latter to ‖Xj‖ =
√
n. We let S! be the set of groups whose associated coefficients θ!i

are nonzero and denote its size by s! = |S!|. Our focus is on the high dimensional regime

withG > n and εn = max{
√

s! logG/n,
√
s!pmax log n/n} → 0, where pmax = maxi pi

denotes the maximum group size. The following assumptions characterize a class of generic
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spike-and-slab priors as in (4.1).

Assumption 4.3.1

(a) Variance prior: The density function g(σ2) is continuous and positive for any σ2 ∈ (0,+∞).

(b) Model Selection Prior: π(S) satisfies π(∅) < 1, and with constants A1,A2 > 0,

π(S!) ≥ e−A1s! logG,
∑

S:|S|>t

π(S) ≤ e−A2t logG, ∀ t ≥ 1.

(c) Slab Prior: For zn = maxj∈S! ‖θ!j ‖+ εn and some constant A3 > 0, the slab function h(z)

satisfies

inf
z:‖z‖≤zn

h(z) = G−A3 ,

where, ∀ positive sequences an and bn, an = bn (and bn 7 an) means that lim sup bn/an <

∞.

Assumption 4.3.1(a) is easily satisfied if we let g be the inverse-gamma density function.

Assumption 4.3.1(b) requires the model selection prior to assign sufficient mass to the

true model S! while down-weighting the large models exponentially fast. The following

commonly-used priors satisfy this assumption.

1. (Bernoulli Prior). The i.i.d. Bernoulli prior π(S) selects each group jwith probabil-

ity 1/G. This prior meets the Assumption 4.3.1(b) with any A1 > 1 and A2 = 170.

2. Ning et al. 104 assumes π(S) = w(|S|)
(G
|S|

)−1 and

B1

(G ∨ npmax)B3
<

w(s)
w(s− 1)

<
B2

(G ∨ npmax)B4
, s = 1, · · · ,G,
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with constants B1,B2,B3,B4 > 0. This prior meets the Assumption 4.3.1(b) with

any A1 > B3 + 1 and any A2 < B4 provided pmax = O(logG/ log n).

3. (Beta-Binomial Prior). As a special example of the aforementioned prior in Ning

et al. 104 , the Beta-Binomial prior selects each group jwith probability r, with r fol-

lowing the distribution Beta(1,Gu). It satisfies Assumption 4.3.1(b) with u > 1.

The i.i.d. Bernoulli prior and the Beta-Binomial prior might be the two most well-adopted

model selection priors, where both can be described in a uniform way by introducing a set

of binary latent variables (zi)Gi=1 as follows:

zi | w ∼ Bernoulli(w),

θi | zi ∼ zih(θi) + (1− zi)δ0.
(4.3)

Assumption 4.3.1(c) requires the tail of the slab distribution to be heavy enough so that

the prior can pose enough mass around the true regression coefficients. Note that As-

sumption 4.3.1(c) doesn’t prevent us from using the Gaussian slab as long as the variance

of the Gaussian slab lies in some interval. Denote the dimension of z as pj. For Gaussian

slab function h(z) = (2πτ2n)−pj/2 exp[−‖z‖2/(2τ2n)], Assumption 4.3.1(c) can be satisfied

with A′
3z2n/ logG 7 τ2n 7 GA′′

3 /pj and A3 = 1/A′
3 + A′′

3/2. For Laplace slab distribu-

tion h(z) ∝ λpjn exp[−λn‖z‖], the inverse scale parameter λn should be chosen such that

G−A′
3/pj 7 λn 7 A′′

3 logG/zn with A3 = A′
3 + A′′

3 to satisfy Assumption 4.3.1(c). In the

case of t slab distribution with degree of freedom ν, h(z) ∝ (ρ2n)
pj/2[1 + ρ2n‖z‖

2/ν]−(ν+pj)/2,

the choice ofG−A′
3/pj 7 ρ2n 7 GA′′

3 /(ν+pj)/z2n satisfies Assumption 4.3.1 with A3 =

A′
3/2 + A′′

3/2. For the Cauchy slab, its inverse-scale parameter should be chosen in the
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same way as the t slab with the degree of freedom ν = 1.

4.4 VariationalMethods for Grouped Variable Selections

4.4.1 Variational approximations with general spike-and-slab priors

The resulting posterior distribution Π(· | X,Y) under the spike-and-slab prior (4.1) in-

cludes 2G potential models and is thus difficult to evaluate even for moderateG. We adopt

a Variational Bayes approach to approximate it with the following mean-field family:

PMF =




Pμ,Σ,γ,v =
∏

j
q(θj)q(σ2)




 , (4.4)

where

q(σ2) ∝ e−v/(2σ2)g(σ2)(σ2)−n/2 and q(θj) = γjN(μj,Σj) + (1− γj)δ0. (4.5)

The corresponding VB posterior is defined as the minimizer of the KL divergence between

a mean-field density and the true posterior:

Π̃ := argmin
Pμ,Σ,γ,v∈PMF

KL(Pμ,Σ,γ,v‖Π(· | X,Y)). (4.6)

Similar to the hierarchical representation of the prior (4.3), we let (zi)Gi=1 be a set of bi-
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nary random variables, the mean-field density can also be defined equivalently as:

zi ∼ Bernoulli(γi),

θi | zi ∼ ziN(μi,Σi) + (1− zi)δ0.

The mean-field family (4.4) and (4.5) is inspired by Ray & Szabó 115, and similar mean-

field families have been widely used in the literature (Huang et al. 61 , Carbonetto & Stephens 25,

Titsias & Lázaro-Gredilla 138 to name a few). The mean-field density for each θj is designed

to capture the spike-and-slab nature of the prior distribution. While CAVI suggests that

the optimal slab distribution should ideally be proportional to exp(−‖Xjθj−cj‖2/(2s2))h(θj),

we choose Gaussian slab in the mean-field family mainly for the computational efficiency.

Additionally, as the sample size n increases, the effect of the likelihood dominates the prior,

leading to Gaussian tails in the posterior115.

One major difference between our mean-field family and the one in Ray & Szabó 115 is

that we directly incorporate σ into the family. Ray & Szabó 115 only considered the regres-

sion parameter θ in their mean-field family and replaced the unknown σ2! with a plug-in

estimator σ̂2. Yang &Martin 158 found that this approach led to unstable performances in

simulations and proposed to do a weight average over various fixed-σ2 parameter estimates.

Furthermore, Krzakala et al. 82 found that by considering σ as a variable to optimize over

rather than a parameter can help escape local minima due to the nonconvexity of the KL

divergence. In contrast to Yang &Martin 158 and Ray & Szabó 115, our method directly

puts σ2 into the mean-field family for simultaneous estimation, which can help greatly in

improving the estimation accuracy of both σ2 and regression coefficients.
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4.4.2 Computational algorithms

In this subsection, we make simplified assumptions that the prior on σ2 is Inverse-Gamma

with shape parameter α and scale parameter β, specifically g(σ2) ∝ (σ2)−(α+1) exp(−β/σ2)*

and that the spike-and-slab prior takes the special, yet well-adopted form (4.3). In this case,

q(σ2) becomes an Inverse-Gamma distribution with shape parameter α + n/2 and scale

parameter β + v/2. We now provide a detailed CAVI algorithm to determine parameters v

and γj, μj,Σj and to obtain the variational posterior Π̃ defined as (4.6).

Specifically, with the latent variable zi = 1 and all other parameters fixed, we update the

variational parameters μi and Σi by minimizing the following objective functions:

fi(μi |∼) := −2σ̃2 μi,Σi log h(θi) + μᵀi X
ᵀ
i Xiμi − 2YᵀXiμi + 2μᵀi X

ᵀ
i

∑

j"=i

γjXjμj,

gi(Σi |∼) := − log(|Σi|)− 2 μi,Σi log h(θi) +
1
σ̃2
Tr(Xᵀ

i XiΣi),

(4.7)

where σ̃2 = (v/2+β)/(n/2+α) is defined as the reciprocal of the expectation v[1/σ2] un-

der the mean-field density. Furthermore, fixing μ,Σ and γ, we update v as v = μ,Σ,γ‖Y −

Xθ‖2, which equals to

v =



YᵀY− 2
G∑

i=1

γiY
ᵀXiμi +

G∑

i=1

γiTr(X
ᵀ
i Xi(μiμ

ᵀ
i + Σi)) +

G∑

i=1

∑

j"=i

γiγjμ
ᵀ
i X

ᵀ
i Xjμj



 .

(4.8)
*When α = β = 0, this becomes the noninformative improper prior, i.e. g(σ2) ∝ 1/σ2.
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Using similar calculations, we can also obtain the updating rule for γi:

γi = logit−1



 1
2σ̃2



2μᵀi X
ᵀ
i Y− 2

∑

j"=i

γjμ
ᵀ
i X

ᵀ
i Xjμj − Tr(Xᵀ

i Xi(μiμ
ᵀ
i + Σi))





+
pi
2
log 2π +

1
2
log |Σi|+

pi
2
+ μi,Σi log h(θi) + log w

1− w

)
.

(4.9)

These calculations can be found in Supplementary Materials.

Given (4.8), we find that the slab function does not affect the updates of v, but only af-

fects the updates of μi, Σi and γi via the expectation μi,Σi log h(θi). For the Gaussian slab

h(θi) ∼ N(0, λ−2Ipi), this expectation can be easily computed. Thus the updates for μi, Σi

and γi have nice analytic formulas:

Σi =
(
Xᵀ
i Xi/σ̃2 + λ2Ipi

)−1
, μi = σ̃−2Σi



Xᵀ
i Y−

∑

j"=i

γjX
ᵀ
i Xjμj



 ,

γi = logit−1
(
log w

1− w +
1
2
log |Σi|+ pi log λ +

1
2
μᵀi Σ

−1
i μi

)
.

(4.10)

Note that calculating Y −
∑

j"=i γjXjμj for each i = 1, . . . ,G in every iteration can be com-

putationally expensive, with a time complexity ofO(np) per calculation, with p being the

number of predictors. This results in a total computation complexity ofO(npG) per itera-

tion, as we need to calculate a similar termG times. To improve the computation efficiency,

we can define

r = Y−
∑

j
γjXjμj, ri = r+ γiXiμi. (4.11)

Then, the calculation of Y −
∑

j "=i γjXjμj is simply adding rwith γiXiμi, which reduces the

computational complexity fromO(np) toO(npi). Consequently, the overall time com-
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plexity for the entire iteration decreases fromO(npG) toO(np), representing a significant

improvement for large datasets with numerous groups.

Other than the Gaussian slab, which benefits from explicit analytical formulas, the ex-

pectation μi,Σi log h(θi)may not always have a closed-form expression with respect to μi
and Σi. Sometimes, even if such an explicit expression exists, it may be too complicated to

be useful. For instance, in the case of multi-Laplacian slab h(θi) ∝ exp[−λ‖θi‖], a natural

extension of Laplace prior to the multivariate case, evaluating μi,Σi log h(θi) requires cal-

culating the !2 norm for a general multivariate Gaussian random variable, of which the ana-

lytical form is very complicated and involves special functions such as “the Lauricella func-

tion”108. Thus we cannot simply extend the method in Ray & Szabó 115 to the group case.

For a general slab function, one should resort to numerical or sampling methods to evalu-

ate and optimize over μi,Σi log h(θi). One standard method is the reparametrization trick

developed in Variational autoencoder79. Specifically, we can reparametrize θi = Σ1/2
i Zi + μi

where Zi ∼ N(0, Ipi) and then deal with Zi log h(Σ
1/2
i Zi + μi). However, this approach

involves solvingG such multivariate optimization problems in each iteration, one for every

group i. Thin can be computationally expensive, particularly when the group size is large.

Therefore, our method requires modifications for slab functions other than the Gaussian

slab.

4.4.3 Hierarchical spike-and-slab priors

By introducing a set of hidden variables (αi)Gi=1, the multi-Laplacian slab h(θi) ∼ exp[−λ‖θi‖]

can be rewritten hierarchically as a scale mixture of multivariate normal distributions107.
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Specifically, we can rewrite the multi-Laplacian distribution as:

θi | α2i ∼ N(0, α−2
i Ipi), α2i ∼ Inv-Gamma

(
pi + 1
2

,
λ2

2

)
.

This motivates us to study a special family of slab distributions, in which each density can

be written as a scale mixture of multivariate normal distributions. Throughout, for any

h(θi) in this family, we rewrite it equivalently as:

θi | α2i ∼ N(0, α−2
i Ipi), α2i ∼ h̃(α2i ), (4.12)

where h̃ is a one-dimensional density function. This family is quite rich and includes mul-

tivariate Gaussian, multi-Laplacian, and multivariate-t distribution if we choose h̃ to be

constant, inverse Gamma, and Gamma distribution, respectively.

Since we introduce a new set of parameters (αi)Gi=1 into our model, we also incorporate

them into the mean-field family. The novel augmented mean-field family can be expressed

as:

PMF =




Pμ,Σ,γ,κ,v =
∏

j
q(θj, α2j )q(σ2)




 , (4.13)

where

q(θj, α2j ) = γjN(μj,Σj)q(α2j ) + (1− γj)δ0h̃(α
2
j ), q(α2j ) ∝ (α2j )pj/2e

−α2j κj/2h̃(α2j ) (4.14)

and q(σ2) is the same as in (4.4). It is worth noting that αj and θj are not independent. Ac-

tually, let zj be the binary latent variable indicating whether θj = 0, αj and θj are indepen-

dent conditional on zj.
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We now present a CAVI algorithm to compute the variational posterior Π̃ under the

hierarchical slab distribution (4.12) and the augmented mean-field family (4.13). Similar to

the derivation in Section 4.4.2, μi and Σi can be updated as the minimizer of

fi(μi |∼) := σ̃2 κiα2i μᵀi μ+ μᵀi X
ᵀ
i Xiμi − 2YᵀXiμi + 2μᵀi X

ᵀ
i

∑

j"=i

γjXjμj,

gi(Σi |∼) := − log(|Σi|) + κiα2i Σi +
1
σ̃2
Tr(Xᵀ

i XiΣi),

(4.15)

for which we have explicit solutions:

Σi =
(
Xᵀ
i Xi/σ̃2 + κiα2i Ipi

)−1
,

μi = Σi
Xᵀ
i ri
σ̃2

,
(4.16)

where ri, σ̃2 is defined the same as (4.11) and (4.8), and κiα2i is the expectation of α2i under

q(α2i ). We can see the updates for Σi and μi now are rather similar to those for the Gaussian

slab (4.10). However, the update for γi is slightly different from (4.9). Specifically, γi can be

updated as:

γi := logit−1
[
log w

1− w +
1
2
[κi κiα2i + log |Σi|+ μᵀi Σ

−1
i μi] + logCi

]
, (4.17)

where

Ci =

∫
(α2i )pi/2e−α2i κi/2h̃(α2i )dα2i (4.18)

is the normalizing constant of q(α2i ).

Note that by leveraging the hierarchical representation of the slab distribution, we get
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rid of the computationally expensive multivariate optimization with intractable terms (4.7),

resulting in nearly analytical formulas for the updates for Σi, μi and γi. It suffices to calcu-

late the expectation κiα2i and the normalizing constant Ci, which are just one-dimensional

integrals and can be efficiently calculated through either numerical integration or Monte

Carlo approximation. Furthermore, for some commonly used slab functions, closed-form

expressions for these terms are available. Specifically, q(α2i ) is the inverse Gaussian distri-

bution for the multi-Laplacian slab and the Gamma distribution for the multivariate-t

slab. The exact updates for these parameters can be found in Table C.1 in Supplementary

Material. Similar ideas of using hierarchical representations to avoid intractable terms in

variational approximation have also been adopted in the logistic regression62,114, which is

essentially equivalent to the Pólya-gamma data augmentation103,45

Finally, κi should be updated as the minimizer of the following loss function:

!(κi |∼) := − 1
2
[
(κi − μᵀi μi − Tr(Σi)) κiα2i

]
− logCi,

where Ci is the normalizing constant in (4.18) and is also related to κi. This leads to a sur-

prisingly simple updating rule:

κi = μᵀi μi + Tr(Σi), (4.19)

which is invariant to the choice of h̃ and does not involve additional computational cost.
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4.4.4 Hyper-parameter specification

Assumption 4.3.1 (b) and Assumption 4.3.1(c) are essentially assumptions on the hyper-

parameters of the model selection prior π and the slab function h, denoted as w and λ

respectively. In the special case of the model selection prior (4.3), w controls the overall

sparsity. λ can be multi-dimensional and we interchange the notations hλ and h̃λ with h

and h̃ respectively to highlight their dependences on λ. Mis-specification of these hyper-

parameters can lead to sub-optimal parameter estimation rates29,28. In this section, we pro-

pose a data-adaptive approach to determine λ and w.

One possible solution to find satisfactory hyper-parameters λ and w is by cross-validation

(CV). However, since we are dealing with two hyper-parameters, performing two-way CV

can be computationally expensive, especially when testing a large number of possible val-

ues.

We here adopt the empirical Bayes method, which obtains λ and w by maximizing the

marginal likelihood of the data Y. That is, we want to maximize

logΠ(Y|λ,w) = log
∫

θ

∫

σ2

∫

z
Π(Y, z, σ2, θ|λ,w)dzdσ2dθ (4.20)

for (4.3) and maximize

logΠ(Y|λ,w) = log
∫

θ

∫

σ2

∫

z

∫

α2
Π(Y, α2, z, σ2, θ|λ,w)dα2dzdσ2dθ

for slab distributions with hierarchical representation (4.12).

By treating z, θ, σ2 as hidden variables, the optimization of (4.20) falls into the EM
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framework. However, the traditional EM algorithm requires to compute the expected

log-likelihood under the true conditional posterior P(z, θ, σ2|Y, λ,w) in the E-step. This

involves intractable calculations since there are 2G possible combinations of z. The varia-

tional EM algorithm, on the other hand, sidesteps this issue by using a simpler, tractable

distribution q(z, θ, σ2) to approximate the true posterior distribution P(z, θ, σ2|Y, λ,w).

Here, we choose q from the mean-field family (4.4). By Jensen’s inequality, we have

logΠ(Y|λ,w) = log
∫

θ

∫

σ2

∫

z
Π(Y, z, σ2, θ|λ,w)

≥
∫

θ

∫

σ2

∫

z
q(z, θ, σ2) log Π(Y, z, σ2, θ|λ,w)

q(z, θ, σ2) := L(q, λ,w),
(4.21)

where the surrogate functionL(q, λ,w) is usually called Evidence Lower Bound or ELBO.

Then the optimization can be cast into two steps. In the E-step, the mean-field distribu-

tion q is optimized to close the gap between the ELBO and the true log likelihood, which

is equivalent to minimizing the KL divergence between the mean-field family and the true

posterior and can be achieved via CAVI algorithm. In the M-step, the hyper-parameters

λ and w are optimized by maximizing the ELBO. The detailed algorithm can be found in

Algorithm 9 in Supplementary Material.

The ELBOL(q, λ,w) can be rewritten as a sum of the expected log-likelihood of the

data and the KL divergence between the mean-field density q and the prior Π(z, σ2, θ |

λ,w):

L(q, λ,w) = q
[
log (Y | X, z, θ, σ2)

]
− KL

(
q(z, θ, σ2)‖Π(z, θ, σ2 | λ,w)

)
,

where the first term is a constant with respect to hyper-parameters λ and w. Hence, max-
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imizing the ELBOwith respect to λ and w is equivalent to minimizing the KL divergence

between q and Π. For the general slab function h, this optimization gives rise to the up-

dates:

w =

∑G
i=1 γi
G , λ = argmax

G∑

i=1

γi μi,Σi log hλ(θi). (4.22)

We can see the update for w does not depend on the slab function hλ but the updates for λ

involves μi,Σi log hλ(θi). For the Gaussian slab, where hλ(θi) ∼ exp(−λ‖θ‖2i ), the update

for λ in (4.22) has analytical formula:

λ =

∑G
i=1 γipi∑G

i=1 γiTr(Σi + μiμ
ᵀ
i )
.

For slab functions with hierarchical representations, the updates become

w =

∑G
i=1 γi
G , λ = argmax

[ G∑

i=1

γi
∫

α2i
q(α2i ) log h̃λ(α2i )dα2i

]
, (4.23)

where the closed-form solution is available for multi-Laplacian and multivariate-t slabs (see

Table C.1 in Supplementary Material).

A similar idea of combining empirical Bayes and variational approximation for hyper-

parameter specification has been adopted in Carbonetto & Stephens 25, Cai et al. 22 , Kim

et al. 78 . Furthermore, Mukherjee et al. 100 considered the nonparametric prior and estab-

lished the consistency of the variational EM estimator. Our method differs from these ap-

proaches as we include the noise variance σ2 in our mean-field family, whereas they regard

σ2 as a hyper-parameter and update it in the M-step.
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4.4.5 Extensions to additive models

Let Y ∈ n be the response vector and let X ∈ n×p be the design matrix. We consider the

following nonparametric additive model:

Yi = μ+
p∑

j=1

fj(Xij) + εi, εi ∼ N(0, σ2) (4.24)

where μ is a constant and the fj’s are smooth univariate functions. For the identification

purpose, we assume that all fj’s are centered, i.e.
∑n

i=1 fj(Xij) = 0.A basic idea for dealing

with the additive model is to approximate each fj by a linear combination of a set of pre-

defined basis functions {φjk}1≤k≤d:

fj(x) ≈
d∑

k=1

θjkφjk(x), j = 1, · · · , p,

where θjk are unknown parameters. One commonly-used basis function is B-splines60. Let

X̃j = {φjk(Xij)}1≤i≤n,1≤k≤d be the n × dmatrix where the (i, k)th element X̃j,ik = φjk(Xij),

then the additive model (4.24) can be approximated as:

Y ≈ μ+
p∑

j=1

X̃jθj + εi, εi ∼ N(0, σ2).

To simplify the model, we can standardize Y and discard the intercept μ.

When the number of predictors p is large, it is often the case that only a small fraction

of the fj’s are non-zero. It is equivalent to estimate a sparse (θj)pj=1, where most of θj’s are

zero vectors. When fj does not affect Y, the entire θj should be zero. This problem fits well
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into the framework of group variable selection and can be addressed using the Variational

Bayes approach developed before. More specifically, the design matrices for each group

are the matrices of basis functions, X̃j, j = 1, . . . , p. We employ the spike-and-slab prior

(4.3) as our working prior to induce the group sparsity. The slab function can be set to a

general hλ or the hierarchical slab (4.12). We choose the mean-field family (4.4) or (4.13) to

approximate the resulting distribution, where we employ the CAVI algorithm to optimize

the parameters. Hyper-parameters are determined using the variational EM algorithm. The

whole optimization pipeline is summarized in Algorithm 9 in Supplementary Materials.

Similar additive models have been considered in the literature. One approach involves

the use of penalization methods to identify important components, with methods such

as COSSO89, group lasso113 and adaptive group lasso60. Meier et al. 96 introduced the

sparsity-smoothness penalty, which not only shrinks coefficients to zero but also con-

trols the smoothness of the estimated functions. Building upon this, Simon N.Wood

& Säfken 126 extends the idea by proposing an iterative algorithm to estimate the hyper-

parameters that control smoothness. Chouldechova &Hastie 33 and Yin Lou &Gehrke 160

enabled to select each fj as zero, linear or nonlinear by carefully choosing the penalization

function. Another line of research involves imposing different priors on the expansion pa-

rameters. Examples include the multivariate extension of the Dirichlet-Laplace prior147,

the Spike-and-Slab group Lasso prior6, and the functional horseshoe prior125, to name a

few. Fabian Scheipl & Kneib 47 used spike-and-slab prior structure to propose a general

framework to handle both Gaussian and non-Gaussian regression models. This framework

also accommodates predictors being various types of functions and effects, including non-

linear functions, interactions, and spatial effects. Compared with existing literature, our
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method provides uncertainty quantification via the VB posterior, distinguishing itself from

penalization-based andMAP-finding methods. Moreover, our approach offers greater scal-

ability compared toMCMC-based methods. Thus our method bridges the gap between

scalability and uncertainty quantification and provides an efficient way to determine hyper-

parameters.

4.5 Theoretical Results

We establish the contraction rates for both the exact posterior distribution under the generic

spike-and-slab prior (4.1) with Assumption 4.3.1 and the VB posterior Π̃ resulting from

(4.6) with mean field family (4.4) or (4.13). Proofs for all theorems can be found in Supple-

mentary Materials.

For a vector θ = (θ*1 , . . . , θ*G )*, we let Sθ = {j ∈ {1, . . . ,G} : θj 3= 0} be the index

set of nonzero groups in θwith sθ = |Sθ|. We denote the !1, !2, and !2,1 norms of θ as ‖θ‖1,

‖θ‖2, and ‖θ‖2,1, respectively, where ‖θ‖2,1 =
∑G

i=1 ‖θi‖2 is the sum of the within-group

!2 norms. For the design matrix X, we define ‖X‖o = max{‖Xj‖ : 1 ≤ j ≤ G}, which is

the maximummatrix operator norm among all sub-matrices Xj. For two positive sequences

an and bn, we write an < bn if both an 7 bn and an = bn, where definitions of “7 ” and

“=” can be found in Assumption 4.3.1. Moreover, we write an " bn (or an $ bn) to mean

an < bn (or an > bn) for sufficiently large n.

4.5.1 Grouped linear regression

Consider the linear model (4.2). Recall S! is the index set of nonzero groups with s! =

|S!|, pi is the dimension of θ!i and pmax is the maximum group size. We first introduce the
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following definitions and assumptions.

Definition 4.5.1 (Full-rank models) LetF be the set of all full-rank models, i.e.,

F := {S ⊂ {1, . . . , p} : X*
S XS is invertable}.

Definition 4.5.2 (Minimum United Eigenvalue (MUEV)) The minimum united eigen-

value of order t for the design matrix X is defined as

MUEV(t) := min
Sθ∈F :|Sθ∪S|≤t

inf
θ "=0

{
‖Xθ‖2

‖X‖2o‖θ‖22

}

Assumption 4.5.1 (MUEV condition) There exists a constant K > 0 such that

λ = λ(K) := MUEV((K+ 1)s) > 0.

The definition of MUEV can be seen as a generalization of that in the non-grouped lin-

ear regression70. Another well-adopted local eigenvalue used in the literature104,6 is:

Definition 4.5.3 (Minimum Sparse eigenvalue (MSEV)). The smallest scaled singular

value of dimension t is defined as:

MSEV(t) = inf
{

‖Xθ‖2
‖X‖2o‖θ‖22

, 0 ≤ sθ ≤ t
}
.

In their papers, they needMSEV(T) to be larger than zero for some constant T > 0. Com-

paringMUEVwithMSEV, the following lemma essentially states that our MUEV condi-
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tion is weaker than the condition required byMSEV. The proof of this Lemma is the same

as the one in Jiang & Sun70 and is thus omitted.

Lemma 4.5.1 For any t > s!,

MUEV(t) ≥ MSEV(t).

We further make an assumption on the configuration of the problem, a similar assump-

tion has also been adopted in Bai et al. 6 . It allows the number of groupG to grow near

exponentially with n. The maximum group size can also grow with n but should grow at

most in the order of logG/ log n. It also specifies the growth rate of the true model size s!.

Assumption 4.5.2 Assume (G, s!, pmax) satisfies:

G * n, logG = o(n), s! = o(n/ logG), pmax = O(logG/ log n).

Let ! denote the measure associated with the true model (4.2). Now we are ready to

present the theorem regarding the contraction rate for the exact posterior distribution.

Theorem 4.5.1 (Posterior Contraction) If for some constants C1 > 0 and C2 > 0,

Assumptions 4.3.1 and 4.5.1 hold with A1 + A3 + 1 < (A2 − C1 − C2)K, and Assumption

4.5.2 holds. Then, for any constants M1,M2 >
√

8(max{A2, 1}+ C2 + 1)K, the posterior
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distributionΠ(σ, S, θ | X,Y) concentrates on

Ω̂ =






(σ, S, θ) :

σ2
σ2!

∈
[
1−M1εn
1+M1εn

,
1+M1εn
1−M1εn

]
,

|S\S!| ≤ Ks!, S ∈ F ,

‖θ− θ!‖ ≤ M2
√
nσ!εn/(

√
λ‖X‖o)






in the sense that

!

(
Π(Ω̂ | X,Y) ≥ 1− e−C1Ks! logG

)
$ 1− e−C2Ks! logG/2. (4.25)

Remark 4.5.1 The key lemma in our proof is Lemma C.3.1 in SupplementaryMaterials.

This Lemma was first introduced in Bernardo et al. 14 to establish the consistency of the pos-

terior distribution and was later used to establish the contraction rate for the Bayesian high

dimensional regression with shrinkage priors and spike-and-slab priors, respectively127,70.

This theorem provides the posterior contraction rate for estimating both the regression

coefficients θ! and the noise level σ! with general slab functions. The contraction rates

match those derived by Ning et al. 104 , in which they only dealt with the multi-Laplacian

slab function. When pmax = 1, the posterior contraction rate for estimating θ! simplifies

toM2σ!εn/
√
λ, which is consistent with the contraction rate obtained when sparsity is im-

posed at the individual level70. Furthermore, the theorem implies that the selection set is

unlikely to substantially overshoot the true relevant group S!, and the posterior distribu-

tion will concentrate most of its mass on a set with a reasonable number of false positives.

Compared with the results in Jiang & Sun70, our theorem provides a more detailed char-

acterization of the relationship between the exponential terms in the contraction rate and
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constants A1,A2,A3,K,M1,M2 in Assumptions 4.3.1 and 4.5.1. This is useful in prov-

ing the subsequent contraction rate for the VB posterior. For the VB posterior, we need an

additional assumption on the smoothness of the slab function h(θj) and a more stringent

MUEV condition on the design matrix.

Assumption 4.5.3 (Local Log Lipschitz) For any (S, θ) ∈ Ω̂ and for any j ∈ S

| log h(θj)− log h(θ!j )| ≤ L‖θj − θ!j ‖,

where L can depend on n and p.

Then for spike-and-slab prior with both general slab function and hierarchical slab func-

tion, the VB posterior possesses the following contraction rate:

Theorem 4.5.2 (VB posterior contraction) Suppose Assumptions 4.3.1 and 4.5.1 hold

with A1 + A3 + 1 < A2K, and Assumption 4.5.2 holds. Further assume for some ρn *

max{s!εn, 1}, there exists K, s.t. λ(ρnK) > 0. Then for any constants M1,M2 >
√

8(max{A2, 1}+ 1)K

and

L = O
(
max

{
min

{√n logG
s!

, ‖X‖o
√

log n
}
,min

{√
n logGεn, ‖X‖o

√
log ns!εn

}})
,

(4.26)

the VB posterior distribution Π̃(σ, S, θ) concentrates on

Ω̂ρn =






(σ, S, θ) :

σ2
σ2!

∈
[1−M1ρ1/2n εn
1+M1ρ1/2n εn

,
1+M1ρ1/2n εn
1−M1ρ1/2n εn

]
,

|S\S!| ≤ Kρns!, S ∈ F ,

‖θ− θ!‖ ≤ M2ρ1/2n
√
nσ!εn/(

√
λ(ρnK)‖X‖o)





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in the sense that

!

(
Π̃(Ω̂ρn)

)
→ 1.

Remark 4.5.2 The main ingredient in our proof is to bound the KL divergence between VB

posterior Π̃ and the exact posteriorΠ(· | X,Y). We adopt the technical framework developed

in Ray & Szabó 115 , with additional treatments for the unknown variance and hierarchical

representation of the slab function. Once we obtain the bound for KL divergence, we can apply

Theorem 5 in Ray & Szabó 115 to establish the VB contraction rate. Similar to their results,

our theorem also holds for other mean-field families, such as

P ′
MF =

{
PS = qS(θ)q(σ2)

}
, (4.27)

where qS(θ) indicates a distribution with a single fixed support set S ⊂ {1, . . . ,G}. To be

more specific, we can choose qS to be the product of a multivariate normal distribution and a

Dirac distribution at zero, i.e., qS = N(μS,ΣS) ⊗ δSc , where μS ∈ pS and ΣS ∈ pS×pS is a

positive definite matrix with either general form or block-wise diagonal form.

Our theorem suggests that the VB posterior Π̃(σ, S, θ) has a high probability of concen-

trating on a small neighborhood of the true parameters. The contraction rate for σ! may be

of independent interest since Ray & Szabó 115 only considered the contraction rates for θ!

and used a plug-in estimator for σ!. This provides a theoretical guarantee for a good model

selection performance and small estimation error for both θ and σ! as we will see in Section

4.6 and Section C.2.5 in Supplementary materials.

The VB contraction rate for both σ! and θ! differ from their posterior counterparts by a

factor of ρ1/2n . This factor also appears in Ray & Szabó 115, where they only needed ρn →
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∞ (can be arbitrarily slow). In contrast, our theorem has an additional requirement of

ρn * s!εn. We found that this extra requirement stems from the VB estimation of σ!. If

σ! is known a priori or s!εn = O(1), i.e., the signal is relatively sparse, we can omit this

condition, resulting in a VB contraction rate similar to that provided by Ray & Szabó 115.

However, we regard this as a technical assumption, as our method performs well when the

noise level is unknown and when the number of relevant groups increases.

We are left with the question of whether the restriction on the Lipschitz constant L

(4.26) contradicts with Assumption 4.3.1(c). For example, for the multivariate Gaussian

slab, where h(θj) = (2πτ2n)−pj/2 exp[−‖θj‖2/(2τ2n)], L = 2zn/τ2n. In this case, according to

(4.26), τ2n has a lower bound, but this does not violate the upper bound given by Assump-

tion 4.3.1(c). A similar argument applies to other commonly-used slab functions including

the multi-Laplacian slab and the multivariate-t slab.

4.5.2 Sparse generalized additive models

We assume that the true generative model is:

Yi =

p∑

j=1

f!j (Xij) + εi, εi ∼ N(0, σ2!),

where each Xij takes value in [a, b], with a < b being finite numbers, and each f!j ∈ Cκ[0, 1]

for some κ ∈ , i.e., each f!j is continuous up to the κ-th derivative. As we discussed in

Section 4.4.5, the additive model (4.28) can be written as:

Yi =

p∑

j=1

X̃ijθ!j + δi + εi, εi ∼ N(0, σ2!),
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where θ!j is a d-dimensional vector of basis coefficients and δi is the bias.

Denote X̃j = (X̃1j, . . . , X̃nj)ᵀ, X̃ = [X̃1, . . . , X̃p], δ = (δ1, . . . , δn)ᵀ and θ!ᵀ =

(θ!1
ᵀ, . . . , θpᵀ). Let s! be the number of nonzero function components. Define ε2n = max{s! log p/n, s!d log n/n},

we make the following assumptions:

Assumption 4.5.4

(a) Assume that p * n, log p = o(n) and d < n1/(2κ+1).

(b) The true number of nonzero functions satisfies s! = o(n/ log p ∧ n2κ/(2κ+1)/ log n).

(c) X̃ satisfies Assumption 4.5.1 and λmax(X̃
ᵀX̃) ≤ k1n for some constant k1 > 0.

(d) The bias δ satisfies ‖δ‖ " √s!nd−κ.

Assumption 4.5.4(a) assumes that d, the size of basis expansions, is of the same order as

n1/(2κ+1), which is a commonly assumed for additive models21,6. Assumption 4.5.4(b) en-

sures nε2n → 0. Assumption 4.5.4(c) and (d) are hard to verify but have been shown to

hold with appropriate basis functions, e.g., cubic B-splines161,124. Similar sets of assump-

tions have also appeared in Bai et al. 6 andWei et al. 147 . Let ! denote the probability with

respect to the true data generating distribution (4.28).

Theorem 4.5.3 (VB posterior contraction′) Suppose Assumptions 4.3.1 and 4.5.1 hold

with A1 + A3 + 1 < A2K, and Assumption 4.5.2 holds. Further assume for some ρn *

max{s!εn, 1}, there exists K, s.t. λ(ρnK) > 0. Then for any constants M1,M2 >
√

8(max{A2, 1}+ 1)K

and

L = O
(
max

{
min

{√n log p
s!

, ‖X̃‖o
√

log n
}
,min

{√
n log pεn, ‖X̃‖o

√
log ns!εn

}})
,

(4.28)
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the VB posterior distribution Π̃(σ, S, θ) concentrates on

Ω̂ρn =






(σ, S, θ) :

σ2
σ2!

∈
[1−M1ρ1/2n εn
1+M1ρ1/2n εn

,
1+M1ρ1/2n εn
1−M1ρ1/2n εn

]
,

|S\S!| ≤ Kρns!, S ∈ F ,

1√
n‖X̃θ−

p∑

j=1

f!j (Xj)‖ ≤ M2ρ1/2n
√
nσ!εn/(

√
λ(ρnK)‖X̃‖o)






in the sense that

!

(
Π̃(Ω̂ρn)

)
→ 1. (4.29)

Remark 4.5.3 Similar to the grouped linear regression, the above theorem also lays the the-

oretical foundation for good prediction error and model selection consistency as we will see in

the simulations. For the exact posterior distribution, we can get rid of the ρn in the above theo-

rem so that the contraction rate for estimating
∑p

j=1 f!j (Xj) is nε2n < s log p + sn1/(2κ+1) log n.

The minimax rate for estimating
∑p

j=1 f!j (Xj) is s log p + sn1/(2κ+1) 112, which is only better

than our posterior concentration rate by a log n term.

4.6 Simulation Study

We test our method in three scenarios: grouped linear regression, sparse generalized additive

models, and uncertainty quantification. Additional simulation results can be found in Sec-

tion C.2 in Supplementary Materials. Section C.2.1 investigates the effect of different slab

functions. Sections C.2.2 and C.2.3 provide additional simulation results for grouped lin-

ear regression and generalized additive models, respectively. In Section C.2.4, we compare

the proposed method to the “Oracle” Gibbs sampler in a moderate-scale problem. In Sec-
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tion C.2.5, we assess the estimation accuracy of the unknown noise level σ! using GVSSB,

comparing it with SSGL and the Gibbs sampler. Section C.2.6 examines the performance

of GVSSB with and without the variational EM optimization of the hyper-parameters. We

also investigate the robustness of our method with respect to the initialization of hyper-

parameters.

In our implementation, we found that fvarious slab functions yield comparable per-

formance within the framework of GVSSB. Thus we employ the GVSSB with a multi-

Laplacian prior. The initial hyperparameters are set to λ = 1 and w = 1/G. Each γi
is initialized as 1/G, and μ is determined by ridge regression via the JOPQHW package, with

hyperparameter minimizing the 10-fold CV error. Following the approach of Ray & Sz-

abó 115, we use a prioritized updating strategy, starting updates with groups showing strong

signal coefficients and finishing with weak or no signals. Relevant groups are selected as

Ŝ = {i : γi ≥ 0.5}. Group coefficients are estimated by θ̂i := (γi ≥ 0.5)μi, where (·)

denotes the indicator function.

Our stopping criterion is defined as follows: after each iteration, we calculate the binary

entropyH(γi) := −γi log γi − (1− γi) log(1− γi) for each group i = 1, · · · ,G. Given two

predefined thresholds εH and εσ̃, the algorithm terminates when the change in binary en-

tropy between two steps is less than εH, and the change in σ̃ is below εσ̃. A similar stopping

rule has been adopted in Huang et al. 61 and Ray & Szabó 115. The complete algorithm is

detailed in Algorithm 9 in the Supplementary Materials, with specific update rules outlined

in Table C.1 in the Supplementary Materials.

For evaluation purposes, we use TP, TN, FP, and FN to denote the numbers of true

positives, true negatives, false positives, and false negatives, respectively. We evaluate the
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model selection performance via Precision, Recall andMatthews correlation coefficient

(MCC), where Precision = TP/(TP+ FP), Recall = TP/(TP+ FN) and

MCC =
TP× TN− FP× FN√

(TP+FP)(TP+FN)(TN+FP)(TN+FN)
.

MCC is a reliable and informative score in binary classification tasks32 and higher values in-

dicate better model selection performances. We also report log of mean squared estimation

error(LMSE) for grouped linear regression. For sparse generalized additive model, since

there exists no underlying truth, we report the log of the mean squared prediction error,

also denoted as LMSE. Throughout, each dot in the figure represents the average from 200

independent runs.

4.6.1 Grouped linear regression

This analysis focuses on comparing the GVSSB with several well-established methods in

high-dimensional grouped linear regression, including Group Lasso (grLasso), Adap-

tive Group Lasso (AdGlasso), Group Smoothly Clipped Absolute Deviation (grSCAD),

GroupMinimax Concave Penalty (grMCP), and Spike-and-Slab Group Lasso (SSGL).

These methods were initially introduced by Yuan & Lin 162, Fan & Li 48, Wang & Leng 141,

and Bai et al. 6 , respectively. The implementations for grLasso, AdGLasso, grSCAD, and

grMCP are available in the R package JUSUHJ. For these methods, the penalty parameter is

selected as the largest value that results in an error within one standard error of the mini-

mumCV error, commonly referred to as lambda.1se. The SSGLmethod is implemented

using the 66*/ package, with hyperparameters chosen based on the smallest Generalized

Information Criterion (GIC), as suggested by Bai 5.
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b]�u; ƓĺƐĹ "bl�Ѵ-ঞom u;v�Ѵ|v o= vr-uv; ]uo�r;7 Ѵbm;-u u;]u;vvbomĺ �;[ 1oѴ�lmĹ (G, k) = (600, 5)ķ ρ ∈
{0, 0.1, 0.2, 0.3, 0.4}ĺ �b77Ѵ; 1oѴ�lmĹ (ρ, k) = (0.2, 5)ķG ∈ {200, 600, 1000, 1400, 1800}ĺ !b]_| 1oѴ�lmĹ
(G, ρ) = (600, 0.2)ķ k ∈ {3, 5, 7, 10, 15}ĺ

We simulate the response vector y from the linear model y = Xθ! + εwith ε ∼ N(0, In)

and randomly locate k nonzero groups. We generate i.i.d. features fromN(0,Σ)where

Σij = 0.6 for i, j in the same group, and Σij = ρ for i, j not in the same group, and diag-

onals equal 1. We consider the sample size n = 200, and the group size pi = 5 across all

groups. The coefficients in every nonzero group are sampled uniformly from [−0.5, 0.5].

Group sizeG, between group correlation ρ and the nonzero group number k are varied.

The results are summarized in Figure 4.1.
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GVSSB achieves the highest MCC and lowest LMSE in nearly all settings. It also yields

the near best precision while maintaining reasonably comparable recall rates as penalization-

based methods. This means that our method effectively capture only those groups that

significantly contribute to the response vector y. The estimation errors of grMCP and

grSCAD are similar, whereas grSCAD exhibits the highest recall rate at the expense of se-

lecting an excessive number of variables, thereby resulting in lower precision andMCC.

In constrast, both grLasso and AdGlasso exhibit similar performance, which is inferior to

grMCP. They demonstrate comparable recall rates to grMCP but with significantly lower

precision. This discrepancy suggests that they tend to select a surplus of irrelevant groups,

ultimately leading to a deterioration in estimation error. On the other hand, SSGL is overly

conservative, selecting very few groups and performing the worst in terms of LMSE.

Table 4.1 presents the running times of each method for varying numbers of groups

G. GVSSB consistently records the shortest running times among all evaluated methods,

closely followed by other frequentists methods. This efficiency is largely due to the hyper-

parameter update technique in Section 4.4.4, which rules out the need for CV in hyper-

parameter selection adopted by the frequentists methods. In contrast, SSGL’s implementa-

tion involves searching along a path of hyper-parameters. This requirement renders SSGL

less efficient, typically by a large margin, especially for largeG.

4.6.2 Sparse generalized additive model

In addition to the six methods discussed in Section 4.6.1, we also include the Sparse Ad-

ditive Models (SpAM) developed by Ravikumar et al. 113 and Generalized Additive Model

Selection (GAMSel) developed by Chouldechova &Hastie 33 for comparisons. The imple-
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G 200 600 1000 1400 1800
GVSSB 3.44 9.79 16.20 23.74 28.69

AdGlasso 6.25 14.04 21.44 35.00 44.43
grLasso 5.27 12.45 18.66 30.28 38.20
grMCP 7.22 14.28 20.82 32.92 40.54
grSCAD 9.40 18.36 26.34 39.70 47.40

SSGL 223.96 684.39 1096.10 1856.16 2392.15

mentation of these methods can be found in the R package 6$0 and JDPVHO, respectively.

The penalization parameters for both methods are chosen via 10-fold CV as discussed in

Section 4.6.1. Since there is no true underlying coefficient θ! in the additive model, we ex-

amine the mean-squared prediction error using 500 leave-out noiseless (i.e. σ2! = 0) test

data points.

The true model we consider is Yi = f1(xi1) + f2(xi2) + f3(xi3) + f4(xi4) + εi, where

εi
i.i.d.∼ N(0, 1) for i = 1, . . . , n, with f1(x) = 5 sin(x), f2(x) = 2(x2 − 0.5), f3(x) = exp(x)

and f4(x) = 3x. The covariates are generated independently fromN(0,Σ), where Σ has

an auto-regressive structure with Σij = ρ|i−j|. We expand each additive component using

d basis functions. The experiment is carried out with a fixed sample size of n = 200. The

correlation parameter ρ and the number of featuresG are varied. The spline dimension d is

also varied to test the robustness of each method. The results are summarized in Figure 4.2.

In this example, two Bayesian methods GVSSB and SSGL surpass others in all four eval-

uated criteria, highlighting their proficiency in both coefficient estimation and feature se-

lection for sparse additive model. These two methods exhibit comparable performance

across most settings. One exception occurs when the correlation ρ = 0.9, where GVSSB

achieves slightly superior MCC and precision, but slightly inferior recall and LMSE com-
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{0.1, 0.3, 0.5, 0.7, 0.9}ĺ �b77Ѵ; 1oѴ�lmĹ (d, ρ) = (5, 0.5)ķG ∈ {200, 400, 600, 800, 1000}ĺ !b]_| 1oѴ�lmĹ
(G, ρ) = (600, 0.5)ķ d ∈ {3, 4, 5, 7, 10}ĺ

pared to SSGL. The grMCP and grSCAD yield similar performances in most cases except

when ρ = 0.9, where grMCP exhibits a greater deterioration across all four criteria com-

pared to grSCAD. AdGlasso and grLasso continue to exhibit nearly identical performance,

which aligns with their performance in grouped linear regression. They demonstrate mod-

erate precision andMCC but fall short in estimating coefficients. SpAM demonstrate low

Precision andMCC, reflecting suboptimal variable selection ability. GAMSel presents un-

stable performance across different ρ,G, and d.
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4.6.3 Uncertainty Quantification

Amain advantage of our method is that it bridges frequentists methods and the full Bayesian

approach by providing a scalable and convenient inference tool via the VB posterior. In this

section, we examine the coverage probability of the 95% credible region for both GVSSB

and SSGL, considering both group coverage and marginal (individual) coverage.

For GVSSB, the credible region for the ith group at level α is defined as:

Si(α) =






{0} if γi < α,

{βi : ‖βi − μi‖2Σ−1
i

< χ2pi(αi)} if γi ≥ α and ‖μi‖2Σ−1
i

≥ χ2pi(αi),

{βi : ‖βi − μi‖2Σ−1
i

< χ2pi(α̃i))} ∪ {0} otherwise,
(4.30)

where ‖x‖2Σ−1
i

= xᵀΣ−1
i x, χ2pi(·) represents the quantile of the chi-squared distribution with

degree pi, αi = 1 − α
γi
and α̃i = αi + 1 − γi. To obtain the marginal credible interval,

we replace the group-level variables μi and Σi with marginal ones and adjust the degree of

freedom of the chi-squared distribution to 1. In contrast to our method, SSGL adopts the

de-biasing approach140 for inference, which requires further estimation of the precision

matrix.

We adopt a grouped linear regression setting with n = 300,G = 500, pi = 5, and

σ2! = 1. The design matrix is generated similarly as in Section 4.6.1. We randomly select

k = 10 groups to have nonzero coefficients, with each element uniformly distributed in

[−1.5, 1.5]. The results are summarized in Table 4.2.

GVSSB consistently outperforms SSGL in both marginal and group coverage. While

SSGL demonstrates optimal coverage for null variables, its performance significantly drops
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ρ = 0 ρ = 0.1 ρ = 0.2
Nonzero Null Nonzero Null Nonzero Null

Marginal GVSSB 0.933 1.000 0.924 1.000 0.931 1.000
SSGL 0.836 0.947 0.818 0.947 0.829 0.948

Grouped GVSSB 0.908 1.000 0.889 1.000 0.884 1.000
SSGL 0.643 0.946 0.605 0.944 0.616 0.944

for relevant variables, particularly for group coverage. One reason for that might be at-

tributed to the challenge in accurately estimating the precision matrix, which is essential

for SSGL’s inference validity. In contrast, GVSSB maintains robust coverage for nonzero

groups and individuals across various settings even when the design matrix is moderately

correlated between groups. Although the credible region given by VB posterior is inevitablely

smaller due to its nature of mean-field approximation, we found it is acceptable, as the the

coverage for both groups and individuals does not drop much when the correlation ρ be-

comes large. We also found that GVSSB achieves 100% coverage probability for null vari-

ables. This high coverage for null variables in GVSSB is due to the discrete nature of the

spike-and-slab prior, which often assigns a γ value extremely close to 0 for null groups.

4.7 A Real Data Example

In this section, we investigate the performances of various methods for fitting the Near

Infrared (NIR) Spectroscopy data, which is available in the R package FKHPRPHWULFV. This

dataset was initially analyzed by Liebmann et al. 87 and subsequently examined by Curtis
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et al. 37 and Shin et al. 125 . The data consists of glucose and ethanol concentrations (in g/L)

for 166 alcoholic fermentation mashes made from various feedstocks, such as rye, wheat,

and corn. Our objective is to predict the ethanol concentrations using 235 variables that

contain NIR spectroscopy absorbance values collected from a transflectance probe within

the wavelength range of 1115-2285 nanometers (nm).

We apply the additive model in our analysis to capture the relationship between ethanol

concentrations and NIR spectroscopy absorbance values. The absorbance values are ex-

panded by d basis functions, where d varies from 3 to 15. The sample size for this model is

n = 166, and the number of potential groups is p = 235. To assess the model’s perfor-

mance, we report the ten-fold prediction error. Specifically, the dataset is partitioned into

ten equal folds. In each run, we train our model using none folds and use the remaining

one to calculate the prediction error. This process is then repeated ten times, with each fold

serving as the validation set once. Finally, we compute the average prediction error across

all ten runs. On each training set, we further use 10-fold CV to choose the slab function

which yields the best prediction error among three options: multivariate Gaussian slab,

multi-Laplacian slab, and multivariate Cauchy slab. The results are summarized in Table

4.3.

Our findings reveale that GVSSB consistently ranks as the best or second-best in terms

of the prediction error across all expansions size d among the evaluated methods, which

shows its robustness to variations in d. The lowest prediction error is achieved by SSGL at

a basis degree d = 5, but its performance declines with larger d, suggesting a higher sus-

ceptibility to overfitting compared to GVSSB. This issue is similarly observed in AdGlasso,

grLasso, and SpAM. On the other hand, GAMSel demonstrates robustness with respect
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d 3 4 5 6 7 8 10 15
GVSSB 6.18 4.53 4.57 5.60 5.96 5.88 6.06 7.68

AdGlasso 8.24 6.71 5.84 7.42 6.94 7.72 9.67 12.60
grLasso 8.23 6.71 5.84 7.34 7.00 7.72 9.63 12.74
grMCP 9.51 38.64 15.29 10.98 47.24 20.67 31.66 28.28
grSCAD 9.51 26.32 19.56 21.54 85.11 125.76 101.06 123.21

SSGL 8.15 6.06 4.06 5.42 6.51 6.98 8.01 12.59
SpAM 4.83 6.03 6.42 8.21 8.02 7.54 11.33 14.42

GAMSel 6.19 6.33 6.12 6.17 6.08 5.98 6.04 6.07

to d. Note that GAMSel imposes regularization on the smoothness of the estimated func-

tions, which highlights its necessity in managing high-order spline expansions to prevent

overfitting. Notably, grSCAD and grMCP significantly underperform across moderate to

large d, indicating their limitations in this analysis.

4.8 Conclusion

We have introduced a large class of spike-and-slab priors for variable selection and linear

regression involving grouped variables. To approximate the true posterior, we have estab-

lished a variational Bayes framework that can handle both generic slab functions and hi-

erarchical slab functions. The proposed method is then extended to the additive model.

Our method is shown to be particularly attractive as it outperformed empirically all the

published methods we considered and exhibits near optimal contraction rate theoretically.

The convergence of the proposed algorithm is much faster than traditional Bayesian ap-

proaches, which rely heavily onMCMC sampling techniques under such settings.
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Several directions for further developments are worthwhile to consider. Our method

is currently designed for group sparsity, it would be interesting to extend our method to

bi-level variable selection, i.e., the variable selection at both the group levels and individual

levels. Going beyond the linear model, it is also of interest to investigate the applicability

of our method for dealing with generalized linear models and other nonlinear models. In-

corporating spline smoothness in generalized additive models represents another promising

direction for improving the performance of our method. Theoretically, our theorems only

apply pointwisely to pre-fixed hyper-parameters, how to make the theorems hold uniformly

over a range of hyper-parameters and determine if the variational EM algorithm developed

in our paper can correctly pin down the hyper-parameter into this range is of immediate

interest.
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A
Supplementary Materials of Chapter 1

A.1 Proofs

We consider the general form of the mirror statistic defined in (2) of the main paper, in

which function f(u, v) is non-negative, exchangeable in u and v, and monotonically increas-
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ing in both u and v. For any t > 0 and u ≥ 0, let

It(u) = inf{v ≥ 0 : f(u, v) > t}

with the convention inf∅ = +∞. The CDF and pdf of the standard normal distribution

are denoted as Φ and φ, respectively. For t ∈ , let

Q(t) = 1− Φ(t), H(t) = (sign(Z1Z2)f(|Z1|, |Z2|) > t),

in which Z1,Z2 independently follow the standard normal distribution.

A.1.1 Proof of Proposition 3.1

Lemma A.1.1 Let Σ = Ip. For (σn, αn) defined in (11) of the main paper, we have

σn
p−→

√
κσ!, αn

p−→ α!, as n, p → ∞,

where (σ!, α!) is the unique solution of the following problem:

min
σ,δ>0,α∈

max
r>0

{
rκσ + r

2δ−
1
2rδ (y2i )− α (yixᵀi β!)

+
[
Mρ

(
αγZ1 + σ

√
κZ2 +

yi
rδ ,

1
rδ

)]}
.

(A.1)

Here, Z1, Z2 ∼ N(0, 1) are mutually independent and also independent of the data, and

Mρ(v, t) = min
x∈

{
ρ(x) + 1

2t(x− v)2
}
.
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Proof of Lemma A.1.1. The proof relies on Thrampoulidis et al. 136 and Salehi et al. 122 ,

in which the key technical tool is the Convex GaussianMin-max Theorem (CGMT). We

introduce a new variable u = Xβ and rewrite the optimization problem in (9) of the main

paper as

min
β∈ p,u∈ n

1
n1

ᵀρ(u)− 1
ny

ᵀu s.t. u = Xβ.

By the method of Lagrange multipliers, the above optimization problem is equivalent to a

min-max problem specified as below,

(PO) min
β∈ p,u∈ n

max
v∈ n

1
n1

ᵀρ(u)− 1
ny

ᵀu+ 1
nv

ᵀ(u− Xβ).

We refer to this min-max optimization problem as the primary optimization (PO) problem

henceforth.

We proceed to associate the PO with an auxiliary optimization (AO) problem using

CGMT. Similar to Salehi et al. 122 , we decompose β = Pβ + P⊥β, in which P is the pro-

jection operator projecting onto the column space spanned by β!, and rewrite the PO as

below,

min
β∈ p,u∈ n

max
v∈ n

1
n1

ᵀρ(u)− 1
ny

ᵀu+ 1
nv

ᵀu− 1
nv

ᵀXPβ− 1
nv

ᵀXP⊥β.

Before we apply CGMT, we remark that we can simply assume the feasible sets of v, u and β

are convex and compact following Lemma A.1 and Lemma A.2 in Thrampoulidis et al. 136 .

For simplicity, we omit the details here and write the AO as:

(AO) min
β∈ p,u∈ n

max
v∈ n

1
n1

ᵀρ(u)− 1
ny

ᵀu+ 1
nv

ᵀ(u− XPβ)− 1
n(v

ᵀh‖P⊥β‖+ ‖v‖gᵀP⊥β),
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in which h and g independently followN(0, In) andN(0, Ip), respectively.

We proceed to simplify the AO. Let r = ‖v‖/
√
n. Maximizing with respect to the direc-

tion of v, the AO can be written as

min
β∈ p,u∈ n

max
r≥0

1
n1

ᵀρ(u)− 1
ny

ᵀu− r√
ng

ᵀP⊥β+ r
∣∣∣∣

∣∣∣∣
u√
n − XPβ√

n − ‖P⊥β‖h√
n

∣∣∣∣

∣∣∣∣ . (A.2)

By Lemma A.3 in Thrampoulidis et al. 136 , we swap the order of min-max in the optimiza-

tion problem (A.2). Let σ = ‖P⊥β‖/
√
κ, α = 〈β, β!〉 /‖β!‖2. Then Pβ = αβ!. Optimizing

with respect to the direction of P⊥β, we can further simplify the optimization problem

(A.2) as

max
r≥0

min
u∈ n,σ≥0,α∈

1
n1

ᵀρ(u)− 1
ny

ᵀu+
r√p
n ‖g‖σ + r

∣∣∣∣

∣∣∣∣
u√
n − αXβ!√

n −
√
κσh√
n

∣∣∣∣

∣∣∣∣ .

Using the square-root trick, i.e.,
√
x = infδ>0

{ δ
2 +

x
2δ

}
, we obtain

max
r≥0

min
u∈ n,σ≥0
α∈ , δ>0

1
n1

ᵀρ(u)− 1
ny

ᵀu+
r√p
n ‖g‖σ + δr

2

∣∣∣∣

∣∣∣∣
u√
n − αXβ!√

n −
√
κσh√
n

∣∣∣∣

∣∣∣∣
2

+
r
2δ .

We proceed to optimize with respect to u. Based on completion of square, we have

− 1
ny

ᵀu+ δr
2

∣∣∣∣

∣∣∣∣
u√
n − αXβ!√

n −
√
κσh√
n

∣∣∣∣

∣∣∣∣
2

=
δr
2n

∣∣∣
∣∣∣u− αXβ! −

√
κσh− y

δr

∣∣∣
∣∣∣
2
− ‖y‖2

2nδr −
α
ny

ᵀXβ! −
√
κ
n σyᵀh.
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Optimizing with respect to the direction of u, the AO can be simplified as below,

max
r≥0

min
σ≥0,α∈ ,δ>0

Rn(σ, α, δ, r) :=
r√p
n ‖g‖σ + r

2δ −
‖y‖2
2nδr −

α
ny

ᵀXβ! −
√
κ
n σyᵀh

+
1
nMρ

(
αXβ! + σ

√
κh+ y

δr ,
1
δr

)
,

in which the functionMρ is applied in an element-wise fashion. We now reduce the orig-

inal vector optimization problem into a scalar optimization problem. Since the objective

function is convex in σ, α, δ and concave in r, we can swap the order of min and max.

We proceed to further simplify the AO by invoking asymptotics. By the law of large

numbers and Assumption 3.1, we have the following convergence results,

(a) 1
n‖y‖

2 p−→ (y2);

(b) 1
ny

ᵀXβ! p−→ (yiXᵀ
i β!);

(c) 1
nMρ

(
αXβ! + σ

√
κh+ y

δr ,
1
δr

) p−→
[
Mρ

(
αγZ1 + σ

√
κZ2 +

y
δr ,

1
δr

)]
;

(d) 1
ny

ᵀh =
1√
n

1√
ny

ᵀh = Op(1/
√
n);

(e)
√p
n ‖g‖ =

p
n
‖g‖
√p

p−→ p
n = κ.

Based upon these facts,Rn converges in probability to

D(σ, α, δ, r) := rκσ+ r
2δ −

1
2δr (y2)− α (yXᵀβ!)+

[
Mρ

(
αγZ1+ σ

√
κZ2+

y
δr ,

1
δr

)]
.

We note that the objective functionD(σ, α, δ, r) is convex in σ, α, δ and concave in r, since

the convexity is preserved through point-wise limit. The covergence of the optimizers can
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be established based on the same arguments as in Lemma B.1 and Lemma A.5 in Thram-

poulidis et al. 136 . This completes the proof of Lemma A.1.1.

Proof of Proposition 3.1. The proof is essentially the same as the proof of Theorem 3.1 in

Zhao et al. 166 . Denote Σ = LLᵀ as the Cholesky decomposition of the covariance matrix Σ.

Let

θ! = Lᵀβ!, θ̂ = Lᵀβ̂, (A.3)

in which β̂ is the MLE of the true regression coefficient β!. By Proposition 2.1 in Zhao

et al. 166 , θ̂ has the same distribution as the MLE of the GLMwith true regression coeffi-

cient θ! and features i.i.d. drawn fromN(0, Ip). Note that it is sufficient to consider the

case Σ = Ip, as the general result follows from the following relationship,

τj
β̂j − α!β!j

σ!
=

θ̂j − α!θ!j
σ!

where τ2j = Θ−1
jj .

For j ∈ [p], we have the following decomposition,

√
n(̂θj − α!θ!j )

σ!
=

√
n(̂θj − αnθ!j )

σn
σn
σ!

+

√
n(αn − α!)θ!j

σ!
.

Using the same arguments as in the proof of Theorem 3.1 in Zhao et al. 166 , we can show

that the first term converges to the standard Normal in distribution and the second term

vanishes asymptotically. This completes the proof of Proposition 3.1.
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A.1.2 Proof of Proposition 3.2

In addition to the notations introduced in (A.3), we require the following notations for the

ease of presentation. Let 〈u, v〉Σ = uᵀΣv for any u, v ∈ p, and ‖u‖2Σ = uᵀΣu. Let

ξ = W− 1
γ2n
〈W, β!〉Σβ!, (A.4)

in whichW followsN(0,Θ) and is independent to everything else. Recall that γ2n =

Var(xᵀi β!) calibrates the signal strength, and we assume γn → γ as n, p → ∞.

For j ∈ [p], define the standardizedMLE Tj as well as its centered approximation T̃j as

below,

Tj =

√
nτ̂jβ̂j
σ!

, T̃j =

√
nκτj(β̂j − αnβ!j )

σn
(A.5)

in which σ! is the unique optimizer of the optimization problem in (A.1). Without chang-

ing the selection result of DS outlined in Algorithm 1, we multiply the normalizedMLE in

(12) of the main paper by a constant factor so that it follows the standard normal distribu-

tion asymptotically.

For j ∈ [p], let

Ṽj =

√pVj

‖ξ‖Σ
with Vj ∼ N(0, R̃), (A.6)

where R̃ij = τiτjΘ̃ij and Θ̃ is defined to be:

Θ̃ = L−ᵀ
(
Ip −

1
‖θ!‖2 θ

!θ!ᵀ
)
L−1,

where L is defined to be the Cholesky decomposition of Σ. DefineR = R̃S0,S0 . With a
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quick calculation, we have: Θ̃S0,S0 = ΘS0,S0 , thusRij = τiτjΘij. Let M̃j be the correspond-

ing approximated mirror statistic constructed based upon T̃(1)
j and T̃(2)

j following (2) of the

main paper.

Technical lemmas

Lemma A.1.2 Define S = S0 ∪ S1, T̃S
d
= ṼS.

Proof of Lemma A.1.2. By the stochastic representation of the MLE (see Proposition A.1 in

Zhao et al. 166), we have:

T̃S
d
=

√pτSξS
‖ξ‖Σ

. (A.7)

Then we calculate the distribution of ξ. Denote Σ = LLᵀ as the Cholesky decomposition

of the covariance matrix Σ. A simple calculation yields

L−ᵀP⊥
θ!Z

d
= ξ, ‖P⊥

θ!Z‖2 = ‖ξ‖Σ,

in which Z followingN(0, Ip) is independent to everything else. Note P⊥
θ! is the projection

matrix onto the orthogonal complement of θ!. Thus we have:

P⊥
θ! = Ip −

1
‖θ!‖2 θ

!θ!ᵀ.

Then we have ξ ∼ N(0, Θ̃). Combinig this with (A.7) and (A.6), we get the proof.

Lemma A.1.3 Under Assumption 3.2, there exists a constant C > 0 such that for any ε ∈
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(0, 1), we have

(
max
j∈[p]

∣∣∣̂τ2j /τ2j − 1
∣∣∣ > ε

)
≤ p exp

(
− C(n/2− p+ 1)ε2

)
.

Proof of Lemma A.1.3. By Assumption 3.2, we have

min
j∈[p]

τ2j = 1/max
j∈[p]

Θjj ≥ 1/σmax(Θ) = σmin(Σ) ≥ 1/C > 0,

max
j∈[p]

τ2j = 1/min
j∈[p]

Θjj ≤ 1/σmin(Θ) = σmax(Σ) ≤ C < ∞.
(A.8)

Thus, it is sufficient for us to consider maxj∈[p]
∣∣∣̂τ2j − τ2j

∣∣∣. Since RSSj follows τ2j χ2n/2−p+1, by

the union bound and a Bernstein-type inequality, for any ε ∈ (0, 1), we have

(
max
j∈[p]

∣∣∣̂τ2j − τ2j
∣∣∣ > ε

)
≤

p∑

j=1

(∣∣∣̂τ2j − τ2j
∣∣∣ > ε

)
≤ p exp

(
− C(n/2− p+ 1)ε2

)

for some constant C > 0.

Lemma A.1.4 Under Assumption 3.2, as n, p → ∞, we have

sup
t∈ ,j∈S0

| (Tj > t)− Q(t)| −→ 0.

Proof of Lemma A.1.4. Without loss of generality, we assume t > 0. For any ε ∈ (0, 1), we

condition on the event E1 ∩ E2, in which

E1 =
{
|σn/

√
κ − σ!| < ε

}
, E2 =

{
max
j∈[p]

∣∣̂τj/τj − 1
∣∣ < ε

}
.
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For large enough n and p, E1 and E2 hold with high probability by Lemma A.1.1 and Lemma

A.1.3, respectively. Note for j ∈ S0, β!j = 0, we have

max
j∈S0

|Tj/T̃j − 1| ≤ max
j∈S0

|̂τj/τj‖σn/
√
κ − σ!|/σ! +max

j∈S0

∣∣̂τj/τj − 1
∣∣ ≤ (ε+ 1)ε/σ! + ε,

which further implies that

max
j∈S0

|Tj/T̃j − 1| p−→ 0. (A.9)

We proceed to show that

max
j∈[p]

∣∣Ṽj/Vj − 1
∣∣ =

∣∣∣∣
√p
‖ξ‖Σ

− 1
∣∣∣∣

p−→ 0. (A.10)

Indeed, by the definition of ξ in (A.4), we have

‖ξ‖2Σ
p =

‖W‖2Σ
p − 1

p〈W,
β!

γn
〉2Σ.

The second term converges to 0 in probability, since 〈W, β!/γn〉Σ follows the standard nor-

mal distribution. For the first term, we have

‖W‖2Σ
p =

1
pW

ᵀΣW =
ZᵀZ
p

p−→ 1.

For any ε > 0, denote

E1 =
{
max
k∈S0

|Tk/T̃k − 1| ≤ ε
}
, E2 =

{
max
k∈[p]

|Ṽk/Vk − 1| ≤ ε
}
.
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By (A.9) and (A.10), for large enough n and p, we have (E1) ≥ 1− ε and (E2) ≥ 1− ε.

For j ∈ S0, we have:

(Tj > t) ≥ (Tj > t | E1) (E1) ≥
(
T̃j >

t
1− ε

∣∣∣E1

)
(E1) ≥

(
T̃i >

t
1− ε

)
− ε.

(A.11)

Similarly, we have:

(Tj > t) ≤
(
T̃j >

t
1+ ε

)
+ ε. (A.12)

Combining (A.11) and (A.12), we have

sup
t>0, j∈S0

∣∣ (Tj > t)− (T̃j > t)
∣∣ p−→ 0. (A.13)

Following the same argument, we are able to prove

sup
t>0, j∈S0

∣∣ (Ṽj > t)− (Vj > t)
∣∣ p−→ 0. (A.14)

Then it follows that

sup
t>0, j∈S0

∣∣ (Tj > t)− Q(t)
∣∣ ≤ sup

t>0, j∈S0

∣∣ (Tj > t)− (T̃j > t)
∣∣

+ sup
t>0, j∈S0

∣∣ (T̃j > t)− Q(t)
∣∣

= sup
t>0, j∈S0

∣∣ (Tj > t)− (T̃j > t)
∣∣

+ sup
t>0, j∈S0

∣∣ (Ṽj > t)− (Vj > t)
∣∣

p−→ 0.

141



The equality follows from Lemma A.1.2. The convergence in the last line follows from

(A.13) and (A.14).

Lemma A.1.5 If (A.9) holds, as n, p → ∞, we have

sup
t∈ , j∈S0

∣∣ (Mj > t)−H(t)
∣∣ −→ 0.

Proof of LemmaA.1.5. Without loss of generality, we assume t > 0. Let Z(1) and Z(2) be

two independent random variables following the standard normal distribution, which are

also independent to T(1)
j and T(2)

j . For any ε > 0, for large enough n and p, we have

(Mj > t) =
(
T(2)
j > It

(
T(1)
j
)
, T(1)

j > 0
)
+

(
T(2)
j < −It

(
T(1)
j
)
, T(1)

j < 0
)

≤
(
Z(2) > It

(
T(1)
j
)
, T(1)

j > 0
)
+

(
Z(2) < −It

(
T(1)
j
)
, T(1)

j < 0
)
+ ε

=
(
sign
(
T(1)
j Z(2))f

(
|T(1)

j |, |Z(2)|
)
> t
)
+ ε

=
(
T(1)
j > It

(
Z(2)), Z(2) > 0

)
+

(
T(1)
j < −It

(
Z(2)), Z(2) < 0

)
+ ε

≤
(
Z(1) > It

(
Z(2)), Z(2) > 0

)
+

(
Z(1) < −It

(
Z(2)), Z(2) < 0

)
+ 2ε

= H(t) + 2ε,

where all the equalities follow from the fact that f(u, v) is monotonically increasing with

respect to u and v, and the two inequalities follow from (A.9) as well as the independence

between the random variables. Similarly, we can show that

(Mj > t) ≥ H(t)− 2ε
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for large enough n and p. This completes the proof of Lemma A.1.5.

Lemma A.1.6 Under Assumption 3.2, as n, p → ∞, we have

sup
i,j∈S0, t1,t2∈

∣∣ (Ti > t1,Tj > t2)− (Vi > t1,Vj > t2)
∣∣ −→ 0.

Proof of LemmaA.1.6. Without loss of generality, we assume t1 > 0 and t2 > 0. For

i, j ∈ S0, we have

(Ti > t1,Tj > t2) ≥ (Ti > t1,Tj > t2 | E1) (E1)

≥
(
T̃i >

t1
1− ε , T̃j >

t2
1− ε

∣∣ E1

)
(E1)

≥
(
T̃i >

t1
1− ε , T̃j >

t2
1− ε

)
− ε

=
(
Ṽi >

t1
1− ε , Ṽj >

t2
1− ε

)
− ε

≥
(
Ṽi >

t1
1− ε , Ṽj >

t2
1− ε

∣∣ E2

)
(E2)− ε

≥
(
Vi >

t1
(1− ε)2 ,Vj >

t2
(1− ε)2

∣∣ E2

)
(E2)− ε

≥
(
Vi >

t1
(1− ε)2 ,Vj >

t2
(1− ε)2

)
− 2ε,

(A.15)

in which the equality in the fourth line follows from Lemma A.1.2. Similarly, we have

(Ti > t1,Tj > t2) ≤
(
Vi >

t1
(1+ ε)2 ,Vj >

t2
(1+ ε)2

)
+ 2ε. (A.16)

Combining (A.15) and (A.16) leads to the claim in Lemma A.1.6.
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Corollary A.1.1 Under Assumption 3.2, for any Borel set B in 2, as n, p → ∞, we have

sup
i,j∈S0∈

∣∣ ((Ti,Tj) ∈ B)− ((Vi,Vj) ∈ B)
∣∣ −→ 0.

Proof of Corollary A.1.1. The proof follows from Lemma A.1.6 and Example 2.3 in Billings-

ley 16.

Lemma A.1.7 Under Assumption 3.2, as n, p → ∞, we have

sup
t∈

Var
(

1
p0

∑

j∈S0

1(Mj > t)
)

≤ 1
4p0

+ O(‖R‖1) + o(1),

in which ‖R‖1 =
∑

i,j |Rij|/p20.

Proof of Lemma A.1.7. Without loss of generality, we assume t > 0. We have

sup
t∈

Var
(

1
p0

∑

j∈S0

1(Mj > t)
)

≤ 1
p20

∑

j∈S0

sup
t∈

Var(1(Mj > t))

+
1
p20

∑

i"=j∈S0

sup
t∈

Cov(1(Mi > t), 1(Mj > t)).

1(Mj > t) is just a Bernoulli variable, and its variance is no larger than 1/4, hence the first

term is upper bounded by 1/(4p0). For the second term, since

Cov(1(Mi > t), 1(Mj > t)) ≤
∣∣ (Mi > t,Mj > t)−H2(t)

∣∣+
∣∣ (Mi > t) (Mj > t)−H2(t)

∣∣ ,
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by Lemma A.1.5, it is sufficient to show that for i, j ∈ S0 and i 3= j,

sup
t∈

∣∣ (Mi > t,Mj > t)−H2(t)
∣∣ ≤ O(|Rij|) + o(1),

where the o(1) term is uniform in i, j.

We have the following decomposition based on the signs of T(1)
i and T(1)

j ,

(Mi > t,Mj > t) =
(
T(2)
i > It

(
T(1)
i
)
, T(2)

j > It
(
T(1)
j
)
, T(1)

i > 0,T(1)
j > 0

)

+
(
T(2)
i > It

(
T(1)
i
)
, T(2)

j < −It
(
T(1)
j
)
,T(1)

i > 0,T(1)
j < 0

)

+
(
T(2)
i < −It

(
T(1)
i
)
,T(2)

j > It
(
T(1)
j
)
, T(1)

i < 0,T(1)
j > 0

)

+
(
T(2)
i < −It

(
T(1)
i
)
,T(2)

j < −It
(
T(1)
j
)
,T(1)

i < 0,T(1)
j < 0

)

:= I1 + I2 + I3 + I4.
(A.17)

Denote Φr and φr as the CDF and pdf of the bivariate normal distribution with variances

1 and correlation r, respectively. Let φ(n) be the n-th derivative of φ. Recall Mehler’s iden-

tity81, that is, for any t1, t2 ∈ ,

Φr(t1, t2) = Φ(t1)Φ(t2) +
∞∑

n=1

rn
n!φ

(n−1)(t1)φ(n−1)(t2).
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For I1, we have the following upper bound,

I1 =
[ (

T(2)
i > It(x), T(2)

j > It(y)
) ∣∣ T(1)

i = x > 0, T(1)
j = y > 0

]

=
[ (

V(2)
i > It(x), V(2)

j > It(y)
) ∣∣ T(1)

i = x > 0, T(1)
j = y > 0

]
+ o(1)

≤
[
Q(It(x))Q(It(y))

∣∣ T(1)
i = x > 0, T(1)

j = y > 0
]
+ O(|Rij|) + o(1),

(A.18)

in which “o(1)” is uniform in i, j by Lemma A.1.6. The second line in the proof follows

from Lemma A.1.6, and the third line follows fromMehler’s identity and Lemma 1 in

Azriel & Schwartzman4, i.e.,

∞∑

n=1

[
supt∈ φ(n−1)(t)

]2

n! < ∞.

Similarly, we can upper bound I2, I3 and I4. Combining the four upper bounds to-

gether, we obtain an upper bound on (Mi > t,Mj > t) as below,

(
sign(Z(2)

i T(1)
i )f(|Z(2)

i |, |T(1)
i |) > t, sign(Z(2)

j T(1)
j )f(|Z(2)

j |, |T(1)
j |) > t

)
+O(|Rij|)+o(1),

(A.19)

in which Z(2)
i and Z(2)

j are two independent random variables (also independent to every-

thing else) following the standard normal distribution. We can further decompose the first

term in (A.19) into four terms as (A.17) by conditioning on the signs of Z(2)
i and Z(2)

j , and

repeat the upper bound in (A.18). This leads to

(Mi > t,Mj > t) ≤ H2(t) + O(|Rij|) + o(1).
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Similarly, we can establish the corresponding lower bound.

Corollary A.1.2 Under Assumption 3.2, as n, p → ∞, for any t ∈ , we have

∣∣∣∣
1
p0

∑

j∈S0

1(Mj > t)−H(t)
∣∣∣∣

p→ 0.

Proof of Corollary A.1.2. By Lemma A.1.7 and Lemma A.1.5, we have

[(
1
p0

∑

j∈S0

1(Mj > t)−H(t)
)2]

≤ 1
4p0

+ O(‖R‖1) + o(1).

Under Assumption 3.2, we have ‖R‖1 → 0 following the arguments in the proof of

Lemma A.2 in Zhao et al. 166 . For the sake of completeness, we provide brief arguments

here.

By Cauchy-Schwartz inequality, we have:

∑

i,j
|Ri,j| ≤

√
p20
√∑

i,j
R2

i,j. (A.20)

Thus it suffices to upper bound
∑

i,j R2
i.j.

∑

i,j
R2

i,j =
∑

i,j
(τiτjΘi,j)

2

≤ τ4max

∑

i,j
Θ2

i,j = τ4max

p0∑

i=1

σi(ΘS0)
2

≤ p0τ4maxσmax(Θ)2 ≤ p0
σ2max(Σ)
σ2min(Σ)

≤ p0C2,

(A.21)

where τ2max = 1/min(Θjj) ≤ 1/σmin(Θ) = σmax(Σ) and the second to the last inequality
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follows from σmax(Θ) = 1/σmin(Σ).

Combining (A.21) and (A.20), we have: O(‖R‖1) → 0.

Corollary A.1.3 Under Assumption 3.2, as n, p → ∞, for any t ∈ , we have

∣∣∣∣
1
p1

∑

j∈S1

1(Mj > t)− 1
p1

∑

j∈S1

(Mj > t)
∣∣∣∣

p−→ 0.

Proof of Corollary A.1.3. We can walk through the same route as we prove Corollary A.1.2

to prove Corollary A.1.3. Note we have characterized the joint distribution of T̃j for j ∈

S1 in Lemma A.1.2. Lemma A.1.3 already holds for j ∈ [p]. For Lemma A.1.4, we first

calculate the distribution for Tj, j ∈ S1. Unlike j ∈ S0, the asymptotic distributions for

every single Tj can be different for j ∈ S1. They follow the normal distribution but can

differ both in the means and the variances.

(Tj > t) =
(√

nτ̂jβ̂j
σ!

> t
)

=

(√
nτ̂j(β̂j − αnβ!j )

σ!
> t−

√
nτ̂jαnβ!j
σ!

)

=

(
Vj >

‖ξ‖Σσ!
√
κ

σn
√p

(
t−

√
nτ̂jαnβ!j
σ!

))

=

(
Vj > t−

√
nτ̂jαnβ!j
σ!

)
+ o(1),

where the third equation follow from Lemma A.1.2 and the last equation follows from

αn
p→ α!, σn

p→
√
κσ! and

∣∣∣
√p
‖ξ‖Σ − 1

∣∣∣
p−→ 0. Furthermore, o(1) is uniform over j ∈ S1.
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Define

Qj(t) :=
(
Vj > t−

√
nτ̂jαnβ!j
σ!

)
,

then we have:

sup
t∈ , j∈S1

| (Tj > t)− Qj(t)| −→ 0

for any t ∈ .

Lemma A.1.6 can also be modified for j ∈ S1 similarly. Let aj,n =
√
nτ̂jαnβ!j /σ!, we have:

sup
t1,t2∈ , i,j∈S1

| (Ti > t1,Tj > t2)− (Vi > t1 − ai,n,Vj > t2 − aj,n)| −→ 0.

For Lemma A.1.5, letM(x, y) = sign(xy)f(|x|, |y|) and a(i)j,n =
√
nτ̂j(i)α(i)n β!j /σ!. Define

Hj(t) = (M(Z(1)
j + a(1)j,n ,Z

(2)
j + a(2)j,n ) > t),

where Z(1)
j ,Z(2)

j are two independent random variables fromN(0, R̃jj). Then follow the

same proof in Lemma A.1.5, we have:

sup
t∈ , j∈S1,

| (Mj > t)−Hj(t)| −→ 0.

Similarly, we are able to prove Lemma A.1.7 for j ∈ S1.

After repeating all the steps from Lemma A.1.2 to Lemma A.1.7, we are left to prove

‖R̃S1,S1‖1 → 0. It suffices to prove the maximum eigenvalue of Θ̃ is bounded and the rest of
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proof is the same as Corollary A.2. For any x ∈ p, we have

xᵀΘ̃x = xᵀL−ᵀ
(
Ip −

1
‖θ!‖2 θ

!θ!ᵀ
)
L−1x

≤ σmax

(
Ip −

1
‖θ!‖2 θ

!θ!ᵀ
)
‖L−1x‖2

≤ ‖L−1x‖2 = xᵀΘx

≤ 1
σmin(Σ)

‖x‖2,

where the second inequality follows from the fact that the eigenvalue of a projection matrix

is either 0 or 1. Thus we have: σmax(Θ̃) ≤ 1/σmin(Σ). Thus we complete the proof.

Similarly, we have:

Corollary A.1.4 Under Assumption 3.2, as n, p → ∞, for any t ∈ , we have

∣∣∣∣
1

p1,strong

∑

j∈S1,strong

1(Mj > t)− 1
p1,strong

∑

j∈S1,strong

(Mj > t)
∣∣∣∣

p−→ 0.

Proof of Proposition 3.2

For the ease of presentation, we introduce the following notations. For t ∈ , denote

Ĝ0
p(t) =

1
p0

∑

j∈S0

1(Mj > t), Ĝ1
p(t) =

1
p1

∑

j∈S1

1(Mj > t),

V̂0
p(t) =

1
p0

∑

j∈S0

1(Mj < −t), V̂1
p(t) =

1
p1

∑

j∈S1

1(Mj < −t).
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Let rp = p1/p0. Denote

FDPp(t) =
Ĝ0

p(t)
Ĝ0

p(t) + rpĜ1
p(t)

, FDP†
p(t) =

V̂0
p(t)

Ĝ0
p(t) + rpĜ1

p(t)
, FDPp(t) =

H(t)
H(t) + rpĜ1

p(t)
.

Lemma A.1.8 We have as n, p → ∞,

sup
t∈

∣∣∣Ĝ0
p(t)−H(t)

∣∣∣
p−→ 0,

sup
t∈

∣∣∣V̂0
p(t)−H(t)

∣∣∣
p−→ 0.

Proof of Lemma A.1.8. We prove the first claim based on an ε-net argument. The second

claim follows similarly. For any ε ∈ (0, 1), denote−∞ = αp0 < αp1 < · · · < αpNε = ∞

whereNε = A2/εB, such thatH(αpk−1) − H(αpk) ≤ ε/2 for k ∈ [Nε]. Such a sequence {αpk}

exists becauseH(t) is continuous and in the range of [0, 1]. We have

(
sup
t∈

Ĝ0
p(t)−H(t) > ε

)
≤




Nε⋃

k=1

sup
t∈[αpk−1,α

p
k)
Ĝ0

p(t)−H(t) > ε





≤
Nε∑

k=1



 sup
t∈[αpk−1,α

p
k)
Ĝ0

p(t)−H(t) > ε



 .

We note that both Ĝ0
p(t) andH(t) are monotonic decreasing function. Therefore, for any

k ∈ [Nε], we have

sup
t∈[αpk−1,α

p
k)
Ĝ0

p(t)−H(t) ≤ Ĝ0
p(α

p
k−1)−H(αpk)

≤ Ĝ0
p(α

p
k−1)−H(αpk−1) + ε/2.
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By Corollary A.1.2, we have

(
sup
t∈

Ĝ0
p(t)−H(t) > ε

)
≤

Nε∑

k=1

(
Ĝ0

p(α
p
k−1)−H(αpk−1) >

ε
2

)

≤ Nε max
k∈[Nε]

(
Ĝ0

p(α
p
k−1)−H(αpk−1) >

ε
2

)
−→ 0,

as n, p → ∞. Similarly, we can show that

(
inf
t∈

Ĝ0
p(t)−H(t) < −ε

)
≤

Nε∑

k=1

(
Ĝ0

p(α
p
k)−H(αpk) < − ε

2

)

≤ Nε max
k∈[Nε]

(
Ĝ0

p(α
p
k)−H(αpk) < − ε

2

)
−→ 0.

This concludes the proof of the first claim in Lemma A.1.8.

Lemma A.1.9 For any ε > 0, we have:

(Mj < −t) ≤ (Mk < −t) + ε, ∀ j ∈ S1, ∀ k ∈ S0, (A.22)

as n → ∞ and p → ∞.

Proof of Lemma A.1.9. We only prove the case for f(u, v) = u + v, other choices of f

follow similarly. Note that for k ∈ S0, T(1)
k and T(2)

k are asymptotically normal with zero

mean and unit variance, while for j ∈ S1, T(1)
j and T(2)

j are asymptotically normal with

mean a(1)j,n , a
(2)
j,n and variance 1− θ!j

2/‖θ!‖2 166.

Denote σ2j := 1 − θ!j
2/‖θ!‖2 and μj,n =

√
nτjα!β!j /σ!. Without loss of generality we

assume β!j > 0 throughout. Let Z1 and Z2 be two independent standard normal random

variables. Note a(i)j,n/μj,n → 1 uniformly for i = 1, 2 and j ∈ S1. For any ε > 0, by Lemma
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A.1.5 and the proof of Corollary A.1.3, we have:

(M(Z1,Z2) < −t) ≤ (M(T(1)
k ,T(2)

k ) < −t) + ε/3, for k ∈ S0,

(M(T(1)
j ,T(2)

j ) < −t) ≤ (M(σjZ1 + μj,n, σjZ2 + μj,n) < −t) + ε/3, for j ∈ S1

with probability converging to 1. Note that by (A.3), we have θ!j = τjβ!j , thus for any j ∈

S1\S1,strong, θ!j
2/‖θ!‖2 → 0. This implies σj → 1. Then for j ∈ S1\S1,strong we have:

(M(σjZ1 + μj,n, σjZ2 + μj,n) < −t) ≤ (M(Z1 + μj,n,Z2 + μj,n) < −t) + ε/3.

While for j ∈ S1,strong, we have: μj,n → ∞, so

(Mj < −t) ≤ (σjZ(1) + μj,n < 0) + (σjZ(2) + μj,n < 0) ≤ ε/3

as n, p → ∞. Then it suffices to prove:

(M(Z1 + μ,Z2 + μ) < −t) ≤ (M(Z1,Z2) < −t) (A.23)

for any μ 3= 0. Consider a coordinate system with x-axis and y-axis representing Z1 and Z2.

Denote A = {(x, y) : M(x, y) < −t}, which lies in the second and the forth quadrant and

is symmetric about the line y = −x. Consider the following change of variables,

x = x+ y, y = x− y

which corresponds to rotate the coordinate system π/4 counter-clockwise. Denote the
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rotated A as Ã, which is now symmetric about the x-axis and y-axis. Ã is also bounded by

y = x and y = −x. LetU1 = Z1 + Z2 andU2 = Z1 − Z2, which can be seen as the rotated

Z1 and Z2. Note that Z1 and Z2 independently follow the standard normal distribution,U1

andU2 thus independently follow the normal distribution with mean zero and standard

deviation
√
2. Then we have:

(M(Z1 + μ,Z2 + μ) < −t) = ((U1 + 2μ,U2) ∈ Ã),

(M(Z1,Z2) < −t) = ((U1,U2) ∈ Ã).
(A.24)

Denote Ãu = {x : y = u, (x, y) ∈ Ã}. Then Ãu is a symmetric interval centered at zero.

We then have

(U1 ∈ Ãu|U2 = u) ≥ (U1 + 2μ ∈ Ãu|U2 = u),

by the density of the normal distribution. Integrating outU2, we have

((U1 + 2μ,U2) ∈ Ã) ≤ ((U1,U2) ∈ Ã).

Combining this inequality with (A.24) and (A.23), we have proved (A.22).

Proof of Proposition 3.2.

It follows that ∀ε > 0, ∀t > 0, as n, p → ∞, with high probability, we have

1
p1

∑

j∈S1

1(Mj < −t) ≤ 1
p1

∑

j∈S1

(Mj < −t) + ε

≤ 1
p1

∑

j∈S1

H(t) + 2ε = H(t) + 2ε.
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in which the first inequality follows from Corollary A.1.3, and the second inequality fol-

lows from Lemma A.1.9. Then we have as n, p → ∞, with high probability,

F̂DP(t) =
V̂0

p(t) + rpV̂1
p(t)

Ĝ0
p(t) + rpĜ1

p(t)
≤

V̂0
p(t) + rp(1+ 2ε)H(t)
Ĝ0

p(t) + rpĜ1
p(t)

≤ (1+ rp + Cε)FDP(t), (A.25)

for some constant C > 0, in which the last inequality follows from Lemma A.1.8.

Define tq, such thatH(tq) =
qp1,strong
2p−qp0 . By Assumption 3.2, tq is upper bounded. We then

show, for any given FDR control level q ∈ (0, 1), we have:

(τq ≤ tq) → 1. (A.26)

It suffices to show that with probability approaching one,

F̂DP(tq) ≤ q.

By Corollary A.1.4, we can show, for any fixed t > 0,

1
p1,strong

∑

j∈S1,strong

1(Mj > t) p−→ 1.

Then we have:

FDP(tq) ≤
H(tq)

H(tq) + p1,strong
+ op(1) ≤

q
2(1+ rp)

+ op(1).

Combine with (A.25), we have F̂DP(tq) ≤ q/2 + op(1), which implies (A.26). Then we
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have

lim sup
p→∞

[
FDPp

(
τq
)]

= lim sup
p→∞

[
FDPp

(
τq
)
1(τq ≤ tq)

]
+ lim sup

p→∞

[
FDPp

(
τq
)
1(τq > tq)

]

≤ lim sup
p→∞

[
FDPp

(
τq
)
1(τq ≤ tq)

]
+ ε

≤ lim sup
p→∞

[∣∣FDPp
(
τq
)
− FDPp

(
τq
) ∣∣1(τq ≤ tq)

]

+ lim sup
p→∞

[∣∣FDP†
p
(
τq
)
− FDPp

(
τq
) ∣∣1(τq ≤ tq)

]

+ lim sup
p→∞

[
FDP†

p
(
τq
)
1(τq ≤ tq)

]
+ ε

≤ lim sup
p→∞

[
sup

0<t≤tq

∣∣FDPp(t)− FDPp(t)
∣∣
]

+ lim sup
p→∞

[
sup

0<t≤tq

∣∣∣FDP†
p(t)− FDPp(t)

∣∣∣
]

+ lim sup
p→∞

[
FDP†

p
(
τq
)]

+ ε.

The first two terms are 0 based on Lemma A.1.8 and the dominated convergence theorem.

For the third term, note that:

FDP†
p(τq) ≤ F̂DP(τq) ≤ q,

where the last equality is based on the definition of τq. This concludes the proof of Propo-

sition 3.2.
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A.1.3 Proof of Proposition 3.3

Similar to the proof of Proposition 3.2, we multiply T(i)
j for i ∈ {1, 2} in (12) of the main

paper by
√

n/2, which does not change the selection result of the DS procedure (Algo-

rithm 3 of the main paper).

The proof relies on verifying the conditions in the non-sparse regime of Proposition 3 in

Dai et al. 38 . Dai et al. 38 provides sufficient conditions for MDS to achieve FDR control.

In the non-sparse regime, we need to verify two conditions: (i) the power of DS is bounded

below by by some constant κ > 0; (ii) the mirror statistics are consistent at ranking fea-

tures, i.e., supi∈S1,j∈S0 (Ii < Ij) → 0.

We first show that the power of DS is lower bounded with high probability. As we show

in the proof of Proposition 3.2, any feature j ∈ S1,strong will be selected by DS with high

probability. Thus the power of DS is larger than p1,strong/p1. Furthermore, we have:

sup
i∈S1,strong, j∈S0

(Ii < Ij) → 0.

Note p1,strong/p1 → 1, by Proposition 3 in Dai et al. 38 , we have completed the proof.

A.1.4 Proof of Proposition 3.4

Similar to equation (5) of the main paper, we can reparametrize the GLMwith respect

to the features (X−j,X+
j ,X−

j ) so that the corresponding true regression coefficients are

β!−j, β
!
j /2 and β

!
j /2, respectively. In addition, the asymptotic signal strength γ and the ratio
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κ remain the same, whereas the conditional variance becomes

Var(X+
j | X−j,X−

j ) = Var(X−
j | X−j,X+

j ) = 1/Θ∗
11,

in which Θ∗ is defined in Proposition 3.4. The proof of Proposition 3.4 thus follows from

Lemma A.1.1 and the proof of Theorem 3.1 in Zhao et al. 166 .

A.1.5 Proof of Proposition 3.5

The proof of Proposition 3.5 is essentially the same as the proof of Proposition 3.2, once

we have the following Lemmas (in particular, Lemma A.1.14).

Lemma A.1.10 For the response vector y, we consider fitting two GLMs with respect to the set

of features X = (Z,X1, . . . ,Xp) ∈ n×(p+1) (full model) and X̃ = (X1, . . . ,Xp) ∈ n×p

(reduced model), respectively, in which each row of X̃ are i.i.d. samples fromN(0, Ip), and

Z is a null feature following N(0, In). Denote theMLEs of the full model and the reduced

model as β̂ ∈ p+1 and β̃ ∈ p, respectively. Denote the difference between the twoMLEs as

Δ = β̂2:(p+1) − β̃. Then we have

‖Δ‖∞ = Op
(
n−1+o(1)).

Proof of Lemma A.1.10. The proof relies on the theoretical results derived in Sur et al. 134

(see Section 7 therein), and the main technical tool is the leave-one-out analysis. In the fol-

lowing, we sketch the proof of Lemma A.1.10, and refer the readers to the results in Sur

et al. 134 for complete details.
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We first construct a surrogate of β̂ as below following Equation (86) in Sur et al. 134 ,

b̃ =




0

β̃



+ b̃1




1

−G̃−1w



 ,

in which

G̃ =
1
nX̃

ᵀDβ̃X̃, w =
1
nX̃

ᵀDβ̃Z.

Dβ̃ is an n × n diagonal matrix with entries ρ′′(x̃ᵀi β̃) for i ∈ [n], and b̃1 is defined as below

following Equation (91) in Sur et al. 134 ,

b̃1 =
Zᵀr̃

ZᵀD1/2
β̃ HD1/2

β̃ Z
,

where

H = I− 1
nD

1/2
β̃ X̃G̃−1X̃ᵀD1/2

β̃ and r̃i = yi − ρ′(x̃ᵀi β̃), i ∈ [n].

By Theorem 8 and the arguments in Section 7.4 in Sur et al. 134 , we have

‖Δ‖∞ ≤ ‖β̂− b̃‖∞ + ‖b̃1G̃−1w‖∞

" n−1+o(1) + n−1/2+o(1)‖G̃−1w‖∞.

Thus it remains to bound ‖G̃−1w‖∞.

Note that both X̃ andDβ̃ are independent to Z. Therefore, conditioning on X̃, G̃−1w

follows a multivariate normal distribution with mean 0 and covariance matrix ΣZ specified
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as below,
ΣZ =

1
n2 G̃

−1X̃ᵀD2
β̃ X̃G̃

−1 ≺ sup
i∈[n]

|ρ′′(x̃ᵀi β̃)|
1
n2 G̃

−1X̃ᵀDβ̃X̃G̃
−1

=
1
n sup

i∈[n]
|ρ′′(x̃ᵀi β̃)|G̃−1.

By Lemma 7 in Sur et al. 134 , we have σmin(G̃) > λ > 0 with high probability. This implies

σmax(ΣZ) = Op(1/n),

which further leads to

‖G̃−1w‖∞ "
√
log n/n.

We thus complete the proof of Lemma A.1.10 via

‖Δ‖∞ " n−1+o(1) + n−1/2+o(1)
√
log n/n = Op(n−1+o(1)).

Remark A.1.1 Lemma A.1.10 also holds in the case where each row of the design matrix X̃

independently follows a multivariate normal distribution with a general covariance matrix

Σ satisfying Assumption 3.2(1). In addition, by Lemma A.1.10, we know that the infinity

norm of the absolute difference between the normalizedMLEs (defined similarly as (A.5)) of

the full model and the reduced model behave as

√
n‖Δ‖∞ = Op(n−1/2+o(1)) = o(1),

which is crucial in the proof of Lemma A.1.14.
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Lemma A.1.11 As n, p → ∞, we have

max
j∈[p]

|cj − τj| = op(1),

in which cj is defined in (6) of the main paper and τj = Var(Xj | X−j).

Proof of Lemma A.1.11. Recall that cj = ‖P⊥
−jXj‖/‖P⊥

−jZj‖. Note that

‖P⊥
−jZj‖2 ∼ χ2n−p+1 and ‖P⊥

−jXj‖2 ∼ τ2j χ2n−p+1.

In addition, P⊥
−jZj and P⊥

−jXj are independent since Zj is independent to the design matrix

X. The proof is thus completed by the Hoeffiding’s inequality and the union bound.

Lemma A.1.12 For j ∈ [p], we consider fitting the GLM using the response vector y with

respect to the two augmented sets of features, (X−j,Xj + cjZj,Xj − cjZj) and (X−j,Xj +

τjZj,Xj − τjZj), in which τj = Var(Xj|X−j) and cj is defined in (6) of the main paper. Denote

theMLEs associated with features Xj + cjZj,Xj − cjZj and Xj + τjZj,Xj − τjZj as β̂
+

j , β̂
−
j

and ∗β̂
+

j ,
∗β̂

−
j , respectively. Further, we denote their normalized versions, defined similarly as

(A.5), as T+
j ,T−

j and ∗T̂+
j ,

∗T̂−
j . Then, under Assumption 3.2, as n, p → ∞, we have

sup
j∈[p], t1,t2∈

∣∣∣ (T+
j > t1,T−

j > t2)− (∗T̂+
j > t1, ∗T̂−

j > t2)
∣∣∣ −→ 0.

Proof of Lemma A.1.12. We consider fitting the GLM using the response vector ywith re-

spect to the augmented set of features (X−j,Xj,Zj). Denote the MLEs as †β̂−j,
†β̂j, †ϑ̂. We
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have the following relationship,

β̂
+

j + β̂
−
j = †β̂j,

∗β̂
+

j + ∗β̂
−
j = †β̂j,

β̂
+

j − β̂
−
j = †ϑ̂/cj, ∗β̂

+

j − ∗β̂
−
j = †ϑ̂/τj.

By Proposition 3.1, |†ϑ̂| = Op(1/
√
n). By (A.8) and Lemmas A.1.3, A.1.11, we have

max
j∈[p]

∣∣∣T̂+
j − ∗T̂+

j

∣∣∣ = max
j∈[p]

|̂τj/σ!|
∣∣(1/cj − 1/τj)/2

∥∥√n†ϑ̂| = op(1).

Similarly, we have

max
j∈[p]

|T̂−
j − ∗T̂−

j | = op(1).

The proof of Lemma A.1.12 thus completes based on the similar arguments as in the proof

of Lemma A.1.6.

Remark A.1.2 Without loss of generality, by Lemma A.1.12, instead of calculating cj fol-

lowing (6) of the main paper, we assume cj = τj for j ∈ [p] henceforth in order to simplify the

proofs.

Lemma A.1.13 Under Assumption 3.2, as n, p → ∞, we have

sup
t∈ ,j∈S0

| (Mj > t)−H(t)| → 0.

Proof of Lemma A.1.13. We fit a GLMwith respect to the augmented set of features (X−j,X+
j ,X−

j ),

of which the augmented covariance matrix and precision matrix are denoted as Σaug and

Θaug, respectively. Based on Σaug and Θaug, we defineV+
j ,V−

j and Ṽ+
j , Ṽ−

j similarly as
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(A.6). Note thatV+
j andV−

j are independent since cj = τj. Besides, the normalizedMLEs

T+
j ,T−

j , as well as their approximations T̃+
j , T̃−

j , are defined similarly as (A.5).

For j ∈ S0, we have

(Mj > t) =
(
sign
(
T+
j T−

j
)
f
(
|T+

j |, |T−
j |
)
> t
)

=
(
sign
(
V+

j V−
j
)
f
(
|V+

j |, |V−
j |
)
> t
)
+ o(1)

= H(t) + o(1).

The second line follows from Corollary A.1.1, in which the asymptotic vanishing term o(1)

is uniform over j ∈ S0 and t ∈ . The proof of Lemma A.1.13 is thus completed.

Lemma A.1.14 Under Assumption 3.2, as n, p → ∞, we have

sup
t∈

Var
(

1
p0

∑

j∈S0

1(Mj > t)
)

≤ 1
4p0

+ O(‖RS0‖1) + o(1),

in which ‖RS0‖1 =
∑

i,j∈S0 |Rij|/p20.

Proof of lemma A.1.14. For any j ∈ S0, let T+
j ,T−

j be the normalizedMLEs defined simi-

larly as (A.5), when we fit a GLMwith respect to the augmented set of features (X−j,X+
j ,X−

j ).

For any i, j ∈ S0, i 3= j, let ∗T+
i ,

∗T−
i and ∗T+

j ,
∗T−

j be the normalizedMLEs when we fit

a GLMwith respect to the augmented set of features (X−[i,j],X+
i ,X−

i ,X+
j ,X−

j ), in which

X−[i,j] denotes the design matrix excluding the i-th and j-th columns. Correspondingly, we

define ∗V+
j ,

∗V−
j and ∗Ṽ+

j ,
∗Ṽ−

j following (A.6), and define ∗T̃+
j ,

∗T̃−
j following (A.5).
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For any i, j ∈ S0, i 3= j and t > 0, we have

(Mi > t,Mj > t) =
(
sign
(
T+
i T−

i
)
f
(
|T+

i |, |T−
i |
)
> t, sign

(
T+
j T−

j
)
f
(
|T+

j |, |T−
j |
)
> t
)

=
(
sign
(∗T̃+

i
∗T̃−

i
)
f
(
|∗T̃+

i |, |∗T̃−
i |
)
> t , sign

(∗T̃+
j
∗T̃−

j
)
f
(
|∗T̃+

j |, |∗T̃−
j |
)
> t
)

+ o(1)

=
(
sign
(∗V+

i
∗V−

i
)
f
(
|∗V+

i |, |∗V−
i |
)
> t, sign

(∗V+
j
∗V−

j
)
f
(
|∗V+

j |, |∗V−
j |
)
> t
)
+ o(1),

in which the second line follows from Lemma A.1.10, and the last line is based on the sim-

ilar arguments as in the proof of Lemma A.1.6 and Corollary A.1.1. The rest of the proof

follows similarly as the proof Lemma A.1.7, based on a similar decomposition as (A.17) by

conditioning on the signs of ∗V+
j and ∗V−

j . The proof of Lemma A.1.14 is thus completed.

A.1.6 Proof of Proposition 4.1 and 4.2

Without loss of generality, we assume that the Lipschitz constant of ρ̈(v) is 1 (see Assump-

tion 4.1(2)). For j ∈ [p], denote

ηj = Xβ!,j − Xβ!,−jγj and τ2j = [η*j ηj/n] = Var(Xβ!,j|Xβ!,−j).

Let Σ̂ = Pn!̇β̂!̇
*
β̂ be the sample version of Σ.
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Technical lemmas

Lemma A.1.15 Under Assumption 4.1, for any ε > 0, there exists a constant Cε > 0, such

that (∩4
i=1Eε

i) ≥ 1− ε, in which the events Eε
1,Eε

2,Eε
3,Eε

4 are defined as below,

Eε
1 =

{
1
n‖X(β̂− β!)‖22 ≤ Cεp1 log p/n

}
,

Eε
2 =

{
‖β̂− β!‖1 ≤ Cεp1

√
log p/n

}
,

Eε
3 =

{
max
j∈[p]

‖γ̂j − γj‖1 ≤ Cεs
√

log p/n
}
,

Eε
4 =

{
max
j∈[p]

‖γ̂j − γj‖2 ≤ Cε

√
s log p/n

}
.

Proof of Lemma A.1.15. Lemma A.1.15 follows from the standard arguments in Bickel

et al. 15 , Raskutti et al. 111 , Bühlmann & Van de Geer 21, and Van de Geer et al. 140 .

Lemma A.1.16 Under Assumption 4.1, we have

max
j∈[p]

∣∣∣̂τ2j − τ2j
∣∣∣ = Op

(√
s log p/n

)
,

max
j∈[p]

∣∣∣1/τ̂2j − 1/τ2j
∣∣∣ = Op

(√
s log p/n

)
.

Proof of Lemma A.1.16. The proof follows similarly as the proof of Theorem 3.2 in Van

de Geer et al. 140 , combined with some enriched arguments that we detail below. For any

ε > 0, we condition on the high probability event ∩4
i=1Eε

i . Since Xβ̂ = Wβ̂W
−1
β! Xβ! , we

have the following decomposition,

τ̂2j − τ2j =
1
nX

*
β̂,j

(
Xβ̂,j − Xβ̂,−jγ̂j

)
− τ2j := I1 + I2,
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in which
I1 =

1
nX

*
β!,j

(
Xβ!,j − Xβ!,−jγ̂j

)
− τ2j ,

I2 =
1
nX

*
β!,j

(
W2

β̂W
−2
β! − I

)(
Xβ!,j − Xβ!,−jγ̂j

)
.

We proceed to upper bound I1 and I2.

We further decompose I1 into four terms, I1 = I11 + I12 + I13 + I14, in which

I11 =
1
nη

*
j ηj − τ2j ,

I12 =
1
nη

*
j Xβ!,−j(γj − γ̂j),

I13 =
1
nγ

*
j X

*
β̂,−j

(
Xβ̂,j − Xβ̂,−jγ̂j

)
,

I14 =
1
nγ

*
j X

*
β!,−j

(
I−W2

β̂W
−2
β!

)(
Xβ!,j − Xβ!,−jγ̂j

)
.

For I11, by Assumption 4.1(2), we have: (max1≤i,j≤n |Xβ!,ij| ≥ C) = O(p−c) for some pos-

itive constant C and c. Thus ‖ηj‖∞ ≤ ‖Xβ!,j‖∞ + ‖Xβ!,−jγj‖∞ ≤ Cwith high probability.

Since [η*j ηj/n] = τ2j , we have:

max
j∈[p]

I11 = Op(
√

log p/n)

based on the union bound and the Hoeffding’s inequality.

For I12, since [η*j Xβ!,−j] = 0, we have

max
j∈[p]

‖η*j Xβ!,−j/n‖∞ = Op(
√
log p/n),
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by the union bound and the Hoeffding’s inequality. It follows that

max
j∈[p]

I12 ≤ max
j∈[p]

‖η*j Xβ!,−j/n‖∞ max
j∈[p]

‖γ̂j − γj‖1 = Op(s log p/n).

For I13, since γj is s−sparse, by Assumption 4.1(2), we have

max
j∈[p]

‖γj‖1 ≤
√
smax
j∈[p]

‖γj‖2

=
√
smax
j∈[p]

[Σj,−jΣ−2
−j,−jΣ−j,j]

1/2

≤
√
sC.

In addition, by the KKT condition of the j-th nodewise Lasso regression, we have

max
j∈[p]

‖X*
β̂,−j

(
Xβ̂,j − Xβ̂,−jγ̂j

)
/n‖∞ ≤ λj.

It follows that

max
j∈[p]

I13 ≤ max
j∈[p]

‖γj‖1 max
j∈[p]

‖X*
β̂,−j

(
Xβ̂,j − Xβ̂,−jγ̂j

)
/n‖∞ = Op(

√
s log p/n).

For I14, we first notice that

‖Xβ!,j − Xβ!,−jγ̂j‖∞ ≤ ‖ηj‖∞ + ‖Xβ!,−j(γj − γ̂j)‖∞

≤ 2C+ C‖γj − γ̂j‖1

≤ 3C.
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By Assumption 4.1(1), it follows that

max
j∈[p]

I14 ≤
3C2

n

n∑

i=1

∣∣∣∣∣
ρ̈(xᵀi β̂)− ρ̈(xᵀi β!)

ρ̈(xᵀi β!)

∣∣∣∣∣

= Op(‖X(β̂− β!)‖2/
√
n)

= Op(
√

p1 log p/n),

in which the second inequality follows from the Cauchy-Schwarz inequality. Combining

the upper bound on maxj∈[p] I11, maxj∈[p] I12, maxj∈[p] I13 and maxj∈[p] I14, we show that

max
j∈[p]

I1 = Op(
√

s log p/n).

Finally, maxj∈[p] I2 can be upper bounded similarly as maxj∈[p] I14. This completes the

proof of the first claim in Lemma A.1.16. The second claim follows by noticing that 1/τ2j is

uniformly upper bounded because

1/τ2j = Θj,j ≤ σmax(Θ) = 1/σmin(Σ) ≤ C. (A.27)

This completes the proof of Lemma A.1.16

Lemma A.1.17 Under Assumption 4.1, we have

max
j∈[p]

‖Θ̂j,· − Θj,·‖1 = Op(s
√

log p/n),

max
j∈[p]

‖Θ̂j,· − Θj,·‖2 = Op(
√

s log p/n),

max
j∈[p]

|Θ̂j,·ΣΘ̂
*
j,· − Θj,j| = Op(

√
s log p/n).

168



Proof of Lemma A.1.17. By Lemmas A.1.15 and A.1.16, for any ε > 0, there exists a con-

stant Cε > 0, such that (∩6
i=1Eε

i) ≥ 1 − ε, in which Eε
i for i ∈ [4] are specified in Lemma

A.1.15, and

Eε
5 =

{
max
j∈[p]

∣∣∣̂τ2j − τ2j
∣∣∣ ≤ Cε

√
s log p/n

}
,

Eε
6 =

{
max
j∈[p]

∣∣∣1/τ̂2j − 1/τ2j
∣∣∣ ≤ Cε

√
s log p/n

}
.

In the following, we condition on this high probability event∩6
i=1Eε

i .

We first note that by (A.27),

1/τ̂2j ≤ |1/τ̂2j − 1/τ2j |+ 1/τ2j ≤ 2C2.

Thus, by Equation (A.27), we have

max
j∈[p]

‖Θ̂j,· − Θj,·‖1 = max
j∈[p]

‖Ĉj,·/τ̂2j − Cj,·/τ2j ‖1

≤ max
j∈[p]

‖γ̂j − γj‖1 max
j∈[p]

1/τ̂2j +max
j∈[p]

‖γj‖1 max
j∈[p]

∣∣∣1/τ̂2j − 1/τ2j
∣∣∣

≤ 2C2Cεs
√

log p/n+ C2
1/C2Cε

√
s
√

s log p/n

= Op(s
√

log p/n).
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Similarly, we have

max
j∈[p]

‖Θ̂j,· − Θj,·‖2 = max
j∈[p]

‖Ĉj,·/τ̂2j − Cj,·/τ2j ‖2

≤ max
j∈[p]

‖γ̂j − γj‖2 max
j∈[p]

1/τ̂2j +max
j∈[p]

‖γj‖2 max
j∈[p]

∣∣∣1/τ̂2j − 1/τ2j
∣∣∣

≤ 2C2Cε

√
s log p/n+ C2

1/C2Cε

√
s log p/n

= Op(
√

s log p/n).

For the last claim in Lemma A.1.17, we employ the following decomposition.

Θ̂j,·ΣΘ̂
*
j,· − Θj,j = (Θ̂j,· − Θj,·)Σ(Θ̂j,· − Θj,·)

* + 2Θj,·Σ(Θ̂j,· − Θj,·)
*

:= I1 + I2.

For I1, by Assumption 4.1(2), we have

max
j∈[p]

I1 ≤ σmax(Σ)max
j∈[p]

‖Θ̂j,· − Θj,·‖22

= Op(s log p/n).

For I2, we have
max
j∈[p]

I2 = 2max
j∈[p]

e*j (Θ̂j,· − Θj,·)
*

= 2max
j∈[p]

∣∣∣1/τ̂2j − 1/τ2j
∣∣∣

= Op(
√
s log p/n).

This completes the proof of Lemma A.1.17.
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Lemma A.1.18 Under Assumption 4.1, we have

max
j∈[p]

|̂σj − σj| = Op(s
√
log p/n),

max
j∈[p]

|1/σ̂j − 1/σj| = Op(s
√

log p/n).

Proof of Lemma A.1.18. By Assumption 4.1(2), σ2 = Θj,j ≥ σmin(Θ) ≥ 1/C2 > 0.

Therefore, we only need to consider the first claim in the lemma. In addition, since

max
j∈[p]

|̂σj − σj| ≤ max
j∈[p]

|̂σ2j − σ2j |/σj ≤
√

C2 max
j∈[p]

|̂σ2j − σ2j |,

it is sufficient to show that

max
j∈[p]

|̂σ2j − σ2j | = Op(s
√

log p/n).

We note that

max
j∈[p]

|̂σ2j − σ2j | ≤ max
j∈[p]

|Θ̂j,·ΣΘ̂
*
j,· − Θj,j|+max

j∈[p]
|Θ̂j,·Σ̂Θ̂

*
j,· − Θ̂j,·ΣΘ̂

*
j,·|.

By Lemma A.1.17, the first term isOp(
√

s log p/n). Using the same arguments as in the

proof of Theorem 3.1 in Van de Geer et al. 140 (page 1198), we can show that the second

term isOp(s
√

log p/n). This completes the proof of Lemma A.1.18.
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Proof of Proposition 4.1

We first note that for j ∈ [p], the bias term Δj can be decomposed into the following three

terms,
R1,j =

√
n
σj

Θj,·Pn!̇β! −
√
n
σ̂j

Θ̂j,·Pn!̇β! ,

R2,j = −
√
n
σ̂j

(
Θ̂j,·Pn!̈β̂ − e*j

)
(β̂− β!),

R3,j = −
√
n
σ̂j

Θ̂j,·Pn(!̇β̂ − !̇β!) +
1√
nσ̂j

Θ̂j,·X*W2
β̂X(β̂− β!).

We proceed to bound each term. For any ε > 0, there exists a constant Cε > 0 such that

(∩10
i=1Eε

i) ≥ 1 − ε, in which Eε
i for i ∈ [4] are defined in Lemma A.1.15, Eε

5 and Eε
6 are

defined in Lemma A.1.17, and Eε
7,Eε

8,Eε
9,Eε

10 are defined as follows,

Eε
7 =

{
max
j∈[p]

‖Θ̂j,· − Θj,·‖1 ≤ Cεs
√
log p/n

}
,

Eε
8 =

{
max
j∈[p]

‖Θ̂j,· − Θj,·‖2 ≤ Cε

√
s log p/n

}
,

Eε
9 =

{
max
j∈[p]

|̂σj − σj| ≤ Cεs
√

log p/n
}
,

Eε
10 =

{
max
j∈[p]

|1/σ̂j − 1/σj| ≤ Cεs
√
log p/n

}
.

In the following, we condition on this high probability event∩10
i=1Eε

i . By Assumption

4.1(1), we further assume that n, p are large enough so that Cεs
√

log p/n ∨ Cε
√

s log p/n ≤

1.

172



ForR1,j, we have

max
j∈[p]

R1,j ≤ max
j∈[p]

∣∣∣∣

√
n
σj

(
Θj,· − Θ̂j,·

)
Pn!̇β!

∣∣∣∣+max
j∈[p]

∣∣∣∣
√
nΘ̂j,·Pn!̇β!

(
1
σ̂j
− 1

σj

)∣∣∣∣

:= I1 + I2.

For I1, since [Pn!̇β! ] = 0 and ‖!̇β!‖∞ is upper bounded by Assumption 4.1(2)(3), we have

‖Pn!̇β!‖∞ = Op(
√
log p/n)

using the union bound and the Hoeffding’s inequality. Since σ2 ≥ 1/C2 (see the proof of

Lemma A.1.18), it follows that

I1 ≤
√

C2
√
n‖Pn!̇β!‖∞ max

j∈[p]
‖Θ̂j,· − Θj,·‖1

=
√
nOp(

√
log p/n)Op(s

√
log p/n)

= Op(s log p/
√
n)

by Assumption 4.1(1). For I2, using the same argument, we have

I2 ≤
√
nmax

j∈[p]
‖Θ̂j‖∞‖Pn!̇β!‖∞ max

j∈[p]

∣∣∣∣
1
σ̂j
− 1

σj

∣∣∣∣

≤
√
n
(
‖Θ̂ − Θ‖∞ + ‖Θ‖∞

)
Op(
√

log p/n)Op(s
√

log p/n)

= Op(s log p/
√
n).

ForR2,j, using the KKT condition of the nodewise Lasso regression, we have

∣∣∣
∣∣∣Θ̂j,·Pn!̈β̂ − e*j

∣∣∣
∣∣∣
∞

≤ λj/τ̂2j .
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Since
max
j∈[p]

1/τ̂2j ≤ max
j∈[p]

|1/τ̂2j − 1/τ2j |+max
j∈[p]

1/τ2j

≤ Cε

√
s log p/n+max

j∈[p]
1/Θj,j

≤ 1+ C2

and
max
j∈[p]

1/σ̂j ≤ max
j∈[p]

|1/σ̂j − 1/σj|+max
j∈[p]

1/σj

≤ Cεs
√
log p/n+ 1/σ1/2min(Σ)

≤ 1+
√
C2

by Assumption 4.1(3), we have

R2,j ≤ (1+ C2)
√
n
∣∣∣
∣∣∣Θ̂j,·Pn!̈β̂ − e*j

∣∣∣
∣∣∣
∞
‖β̂− β!‖1 = Op(

√
nλjp1

√
log p/n) = Op(p1 log p/

√
n).

by Assumption 4.1(1).

ForR3,j, the first term is op(1) following the proof of Theorem 3.1 in Van de Geer et al. 140 .

For the second term, we note that

‖XΘ̂*
j,·‖∞ ≤ ‖XΘ*

j,·‖∞ + ‖X(Θ̂j,· − Θj,·)
*‖∞

≤ ‖X‖∞ + ‖X−jγj‖∞ + ‖X‖∞‖(Θ̂j,· − Θj,·)
*‖1

≤ ‖X‖∞ + ‖Xβ!,−jγj‖∞/ inf |ρ̈(xᵀβ!)|+ ‖X‖∞‖(Θ̂j,· − Θj,·)
*‖1

< +∞

by Assumption 4.1 (2)(3). By the mean value Theorem and Assumption 4.1, it follows that
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R3,j ≤
1√
nσ̂j

‖XΘ̂*
j,·‖∞‖X(β̂− β!)‖22 = Op(p1 log p/

√
n).

Combining the bound forR1,j, R2,j andR3,j, we have:

‖Δ‖∞ = Op(max{s, p1} log p/
√
n).

This completes the proof of Proposition 4.1.

Core Lemmas for Proposition 4.2

The core lemmas to the proof of proposition 4.2 is Lemma 6.1 and Lemma 6.2 in Liu 92.

We will detail the specific form of them for the sake of completeness. More specifically,

we prove Lemma A.1.19, which is a generalized form of Lemma 6.1 and may be useful for

future research.

Define Φ(t) to be the distribution function for Gaussian random variables. LetQ(t) =

1 − Φ(t) andG(t) = 2Q(t). Let ψi = (ψi1, ψi2), i = 1, . . . , n be independent and

identically distributed 2-dimensional random vectors with zero mean and unit variance for

each component.

Lemma A.1.19 Suppose that p ≤ cnr and ‖ψ1‖
2br+2+ε
2 ≤ ∞ for some fixed c > 0, r >

0, b > 0 and ε > 0. Assume |Cov(ψ11, ψ12)| ≤ C(log p)−2−γ for some γ > 0. Then we have:

∣∣∣∣
(|
∑n

i=1 ψi1| ≥ t1
√
n, |

∑n
i=1 ψi2| ≥ t2

√
n)

G(t1)G(t2)
− 1
∣∣∣∣ ≤ C(log p)−1−γ1

uniformly for 0 ≤ t1 ≤
√

b log p, 0 ≤ t2 ≤
√

b log p with γ1 = min(1/2, γ).
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Proof of Lemma A.1.19. Similar to the proof of Lemma 6.1 in Liu 92, we define:

ψ̂i = ψi1{‖ψi‖2 ≤
√
n/(log p)4}−

[
ψi1{‖ψi‖2 ≤

√
n/(log p)4}

]
,

ψ̃i = ψi − ψ̂i.

Then

(∣∣∣∣
n∑

i=1

ψi1

∣∣∣∣ ≥ t1
√
n,
∣∣∣∣

n∑

i=1

ψi2

∣∣∣∣ ≥ t2
√
n
)

≤
(∣∣∣∣

n∑

i=1

ψ̂i1

∣∣∣∣ ≥ t1
√
n−

√
n/(log p)2,

∣∣∣∣
n∑

i=1

ψ̂i2

∣∣∣∣ ≥ t2
√
n−

√
n/(log p)2

)

+

(∣∣∣∣
n∑

i=1

ψ̃i1

∣∣∣∣ ≥
√
n/(log p)2

)
+

(∣∣∣∣
n∑

i=1

ψ̃i2

∣∣∣∣ ≥
√
n/(log p)2

)

Note that
n∑

i=1

[
|ψij|1{|ψij| ≥

√
n/(log p)4}

]
= o(

√
n/(log p)2)

for j = 1, 2. Thus

(∣∣∣∣
n∑

i=1

ψ̃ij

∣∣∣∣ ≥
√
n/(log p)2

)
≤

(∣∣∣∣
n∑

i=1

ψij1{|ψij| ≥
√
n/(log p)4}

∣∣∣∣ ≥ 2−1√n/(log p)2
)

≤ n (|ψ1j| >
√
n/(log p)4)

≤ C(log p)−3/2G(t1)G(t2)

for 0 ≤ t1 ≤
√

b log p, 0 ≤ t2 ≤
√
b log p and j = 1, 2. The last inequality follows
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similarly to the proof of Lemma 6.1 in Liu 92. So it suffices to show:

∣∣∣∣∣
(|
∑n

i=1 ψ̂i1| ≥ t1
√
n−

√
n/(log p)2, |

∑n
i=1 ψ̂i2| ≥ t2

√
n−

√
n/(log p)2)

G(t1)G(t2)
− 1

∣∣∣∣∣ ≤ C(log p)−1−γ1

for 0 ≤ t1 ≤
√

b log p, 0 ≤ t2 ≤
√

b log p.

By Theorem 1 in Zaitsev 163, we have:

(∣∣∣∣
n∑

i=1

ψ̂i1

∣∣∣∣ ≥ t1
√
n−

√
n/(log p)2,

∣∣∣∣
n∑

i=1

ψ̂i2

∣∣∣∣ ≥ t2
√
n−

√
n/(log p)2

)

≤ (|W1| > t1 − 2(log p)−2, |W2| > t2 − 2(log p)−2) + c1 exp(−c2(log p)2),

where c1, c2 are two constants andW = (W1,W2) is a two-dimensional normal vector

with mean zero and covariance matrix Cov(ψ̂1). Further, by ‖ψ1‖
2br+2+ε
2 < ∞, we have:

|Cov(W1,W2)| ≤ C(log p)−2−γ and |Var(Wj) − 1| ≤ C(log p)−2−γ for j = 1, 2. So for

large cwe have:

(|W1| > t1 − 2(log p)−2, |W2| > t2 − 2(log p)−2)

≤ (|W1/
√

Var(W1)| > t1 − c(log p)−2, |W2/
√

Var(W2)| > t2 − c(log p)−2).

(A.28)

In order to bound the last term, we consider the following two inequalities. Define a

bivariate Gaussian random variable (U1,U2)with unit variance and correlation ω > 0.
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Without loss of generality, suppose u1 > 0 and u2 > 0, we have:

(U1 > u1,U2 > u2) =
1

2π
√

(1− ω2)

∫

u1

∫

u2
exp
(
−x2 + y2 − 2ωxy

2(1− ω2)

)
dxdy

≤ 1
2π
√

(1− ω2)

∫

u1

∫

u2
exp
(
−x2 + y2 − ω(x2 + y2)

2(1− ω2)

)
dxdy

=
1

2π
√

(1− ω2)

∫

u1

∫

u2
exp
(
− x2 + y2
2(1+ ω)

)
dxdy

=

√
1+ ω
1− ωQ(u1/

√
1+ ω)Q(u2/

√
1+ ω).

(A.29)

On the other hand:

(U1 > u1,U2 > u2) ≥
1

2π
√

(1− ω2)

∫

u1

∫

u2
exp
(
− x2 + y2
2(1− ω2)

)
dxdy

=
√
1− ω2Q(u1/

√
1− ω2)Q(u2/

√
1− ω2).

(A.30)

In our case, ω < C(log p)−2−γ, which goes to zero when p → ∞. Thus we have:

(U1 > u1,U2 > u2) ≤ (1+ Cω)Q(u1 − Cu1ω)Q(u2 − Cu2ω). (A.31)

For 0 ≤ u1 ≤
√

b log p, 0 ≤ u2 ≤
√

b log p, we have: max{u1ω, u2ω} ≤ C
√
b(log p)−3/2−γ.

By the density of the standard normal random variable, we have:

Q(u1 − C(log p)−3/2−γ) ≤ (1+ C′(log p)−1−γ)Q(u1), (A.32)
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for some constant C′. Combining (A.29), (A.31) and (A.32), we have:

(U1 > u1,U2 > u2) ≤ (1+ C(log p)−1−γ)Q(u1)Q(u2).

Replace u1 with t1 − c(log p)−2, u2 with t2 − c(log p)−2, we have:

(U1 > t1 − c(log p)−2,U2 > t2 − c(log p)−2)

≤ (1+ C(log p)−1−γ)Q(t1 − c(log p)−2)Q(t2 − c(log p)−2)

≤ (1+ C(log p)−1−γ + C′(log p)−3/2)Q(t1)Q(t2)

≤ (1+ C′′(log p)−1−γ1)Q(t1)Q(t2)

(A.33)

for some constant C′′, where the second inequality follows similarly as (A.32).

Similarly, we have:

(U1 > t1 − c(log p)−2,U2 > t2 − c(log p)−2) ≥ (1− C(log p)−1−γ1)Q(t1)Q(t2). (A.34)

Note that the last term in (A.28) can be divided into four terms depends on the sign of

W1 andW2. We can bound each term similarly as (A.33) and (A.34). Summarize these

four terms, we get:

(
|W1/

√
Var(W1)| > t1 − c(log p)−2, |W2/

√
Var(W2)| > t2 − c(log p)−2

)

≤ (1+ C(log p)−1−γ1)G(t1)G(t2)

uniformly for 0 ≤ t1 ≤
√

b log p, 0 ≤ t2 ≤
√

b log p. By noting that c1 exp(−c2(log p)2) ≤

C(log p)−1−γ1G(t1)G(t2) for 0 ≤ t1 ≤
√
b log p, 0 ≤ t2 ≤

√
b log p as p → ∞, we obtain
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that:

(∣∣∣∣
n∑

i=1

ψ̂i1

∣∣∣∣ ≥ t1
√
n−

√
n/(log p)2,

∣∣∣∣
n∑

i=1

ψ̂i2

∣∣∣∣ ≥ t2
√
n−

√
n/(log p)2

)

≤ (1+ C(log p)−1−γ1)G(t1)G(t2)

uniformly in 0 ≤ t1 ≤
√

b log p, 0 ≤ t2 ≤
√
b log p. Similarly, we can prove that:

(∣∣∣∣
n∑

i=1

ψ̂i1

∣∣∣∣ ≥ t1
√
n−

√
n/(log p)2,

∣∣∣∣
n∑

i=1

ψ̂i2

∣∣∣∣ ≥ t2
√
n−

√
n/(log p)2

)

≥ (1− C(log p)−1−γ1)G(t1)G(t2).

This finishes the proof of Lemma A.1.19.

Chosee t2 = t1, we get the special case of Lemma 6.1 in Liu 92.

Corollary A.1.5 (Lemma 6.1 in Liu 92, two-dimension) Suppose that p ≤ cnr and

‖ψ1‖
2br+2+ε
2 ≤ ∞ for some fixed c > 0, r > 0, b > 0 and ε > 0. Assume |Cov(ψ11, ψ12)| ≤

C(log p)−2−γ for some γ > 0. Then we have:

∣∣∣∣
(|
∑n

i=1 ψi1| ≥ t
√
n, |

∑n
i=1 ψi2| ≥ t

√
n)

G(t)2 − 1
∣∣∣∣ ≤ C(log p)−1−γ1

uniformly for 0 ≤ t ≤
√

b log p.

Choose t2 = 0, we get the special case of d = 1 of Lemma 6.1 in Liu 92. Let ζ1, . . . , ζn

be independent and identically distributed random variables with zero mean and unit vari-

ance. Then we have:
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Corollary A.1.6 (Lemma 6.1 in Liu 92, one-dimension) Suppose that p ≤ cnr and

|ζ1|br+2+ε ≤ ∞ for some fixed c > 0, r > 0, b > 0 and ε > 0. Then we have:

sup
0≤t≤

√
b log p

∣∣∣∣
(|
∑n

k=1 ζk| ≥ t
√
n)

G(t) − 1
∣∣∣∣ ≤ C(log p)−3/2.

Then we state Lemma 6.2 in Liu 92.

Lemma A.1.20 (Lemma 6.2 in Liu 92) Suppose that p ≤ cnr and ‖ψ1‖
2br+2+ε
2 ≤ ∞

for some fixed c > 0, r > 0, b > 0 and ε > 0. Assume that |Cov(ψ11, ψ12)| ≤ δ for some

0 < δ < 1. Then we have:

(∣∣∣∣
n∑

k=1

ψk1

∣∣∣∣ ≥ t
√
n,
∣∣∣∣

n∑

k=1

ψk2

∣∣∣∣ ≥ t
√
n
)

≤ C(t+ 1)−2 exp(−t2/(1+ δ)).

uniformly for 0 ≤ t ≤
√

b log p, where C only depends on c, n, r, ε, δ.

In the proof of Proposition 4.2, ψi’s and ζi’s are sub-Gaussian random vectors (vari-

ables). Thus the moment assumption on ψi and ζi in Lemma A.1.19, Lemma A.1.20,

Corollary A.1.5 and Corollary A.1.6 satisfies naturally for any b > 0 and r > 0. Through-

out, we set b = 16.

Proof of Proposition 4.2

We detail the proof for the case f(u, v) = u+ v, and the arguments can be easily generalized

to other forms of f(u, v). For j ∈ [p], i ∈ {1, 2}, we multiply T(i)
j defined in (22) of the

main paper by a constant
√

n/2, which would not change the selection result of DS. Recall
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the decomposition in (20) of the main paper. Denote

T̃(i)
j = Z(i)

j /σj = −
√

n/2Θj,·Pn/2!̇β!/σj, M̃j = sign(T̃(1)
j T̃(2)

j )f(|T̃(1)
j |, |T̃(2)

j |).

Note that T̃(i)
j is the sum of n/2 i.i.d. terms with zero mean and unit variance. For t > 0,

denote

Q(t) = 1− Φ(t), H(t) = (sign(W1W2)f(|W1|, |W2|) > t),

whereW1,W2 independently follow the standard normal distribution. For any designated

level q > 0, denote

t! = H−1
( qp1,strong
2(1− q)p0

)
.

The proof contains the following steps. For notational convenience, C > 0 denotes a

general positive constant and may vary line by line throughout.

• Step 1: we show that

max
j∈S0,i∈{1,2}

|T(i)
j − T̃(i)

j | = op(1/
√

log p). (A.35)

We condition on the following high probability events for some suitable constant

C > 0,
E1 =

{
max
i∈{1,2}

‖Δ(i)‖∞ ≤ Cs log p/
√
n
}
,

E2 =

{
max

j∈[p],i∈{1,2}
|Z(i)

j /σj| ≤ C
√
log p

}
,

E3 =

{
max

j∈[p],i∈{1,2}
|1/σ̂(i)j − 1/σj| ≤ Cs

√
log p/n

}
.
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By the decomposition in (20) of the main paper, we then have

|T(i)
j − T̃(i)

j | = |Z(i)
j (1/σ̂(i)j − 1/σj) + Δ(i)

j /σ̂(i)j | ≤ Cs log p/
√
n.

By Assumption 4.1, we conclude the proof of (A.35).

• Step 2: we show that

max
j∈[p]

sup
t∈(0,t!]

∣∣∣∣∣
(M̃j > t)
H(t) − 1

∣∣∣∣∣→ 0. (A.36)

We decompose (M̃j > t) as follows:

(M̃j > t) = (T̃(1)
j > t− T̃(2)

j , T̃(2)
j > 0) + (T̃(1)

j < −t− T̃(2)
j , T̃(2)

j < 0).

By Corollary A.1.6, we have for any j ∈ [p], i ∈ {1, 2},

sup
t∈(0,C

√
log p]

∣∣∣∣∣
(T̃(i)

j ≥ t)
Q(t) − 1

∣∣∣∣∣ ≤ C(log p)−3/2 (A.37)

for any constant C > 0. Thus, conditioning on T̃(2)
j , we have

(T̃(1)
j > t− T̃(2)

j , T̃(2)
j > 0) ≤ (1+ C(log p)−3/2) (W1 > t− T̃(2)

j , T̃(2)
j > 0).

Repeating the argument for T̃(2)
j , we have

(M̃j > t) ≤ [1+ C(log p)−3/2]H(t).
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Similarly, we have the lower bound

(M̃j > t) ≤ [1− C(log p)−3/2]H(t).

Note that
pH(4

√
log p) ≤ p (|W1|+ |W2| > 4

√
log p)

≤ 2p (|W1| > 2
√

log p) → 0.

Besides, since pH(t!) = qp1,strong/2(1 − q)p0 → ∞, t! < 4
√

log p asymptotically.

We thus conclude the proof of (A.36).

• Step 3: we show that

sup
t∈(0,t!]

∣∣∣∣∣

∑
j∈S0 1(M̃j > t)
p0H(t) − 1

∣∣∣∣∣→ 0 in probability.

We use a similar technique as in RongMa & Li 118. Let z0 < z1 < . . . < zdp = 1/2,

where z0 = H(t!) and zi = cp/p + c2/3p eiδ/p for i ∈ [dp]with cp = pH(t!). The

constant δ ∈ (0, 1)will be specified later, and dp = [log((p/2 − cp)/c2/3p )]1/δ. Note

that for i ∈ [dp], zi/zi−1 → 1 uniformly over i as p → ∞. Denote ti = H−1(zi)

for i ∈ [dp], thusH(ti)/H(ti−1) → 1 uniformly over i as p → ∞. Since for any

t ∈ (ti, ti−1),

∣∣∣∣∣

∑
j∈S0 1(M̃j > t)
p0H(t) − 1

∣∣∣∣∣ ≤

∣∣∣∣∣

∑
j∈S0 1(M̃j > ti)
p0H(ti−1)

− 1

∣∣∣∣∣ ∨

∣∣∣∣∣

∑
j∈S0 1(M̃j > ti−1)

p0H(ti)
− 1

∣∣∣∣∣

≤

∣∣∣∣∣

∑
j∈S0 1(M̃j > ti)
p0H(ti)

H(ti)
H(ti−1)

− 1

∣∣∣∣∣ ∨

∣∣∣∣∣

∑
j∈S0 1(M̃j > ti−1)

p0H(ti−1)

H(ti−1)

H(ti)
− 1

∣∣∣∣∣ ,
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it is sufficient for us to prove that

max
i∈[dp]

∣∣∣∣∣

∑
j∈H0

1(M̃j > ti)
p0H(ti)

− 1

∣∣∣∣∣→ 0 in probability.

By the union bound andMarkov inequality, ∀ε > 0, for large enough n, p, we have

(
max
i∈[dp]

∣∣∣∣∣

∑
j∈S0 1(M̃j > ti)
p0H(ti)

− 1

∣∣∣∣∣ ≥ ε
)

≤
(
max
i∈[dp]

∣∣∣∣∣

∑
j∈S0 1(M̃j > ti)− (M̃j > ti)

p0H(ti)

∣∣∣∣∣ ≥ ε/2
)

≤ 4ε−2
dp∑

i=0

1
p20H2(t)Var

(∑

j∈S0

1(M̃j > ti)
)

:= 4ε−2
dp∑

i=0

[V(ti)].

Then it suffices to prove that
∑dp

i=0 [V(ti)] → 0 as n, p → ∞. We have the follow-

ing decomposition,

[V(t)] = 1
p20H2(t)

∑

j∈S0

Var
(
1(M̃j > t)

)
+

1
p20H2(t)

∑

j,k∈S0,j"=k

Cov
(
1(M̃j > t), 1(M̃k > t)

)

:= V1(t) + V2(t).

ForV1(t), by (A.36), for large enough n, p, we have

V1(t) ≤
∑

j∈S0 (M̃j > t)
p20H2(t) ≤ C

p0H(t) .

185



ForV2(t), we further decompose it as

V2(t) =
1

p20H2(t)
∑

j,k∈Γ

Cov
(
1(M̃j > t), 1(M̃k > t)

)
+

1
p20H2(t)

∑

j,k∈Γc
Cov

(
1(M̃j > t), 1(M̃k > t)

)

:= I1(t) + I2(t).

in which Γ = {(i, j) : i, j ∈ S0, i 3= j, Θij 3= 0} and Γc = {(i, j) : i, j ∈ S0, i 3=

j, Θij = 0}.

We first upper bound I2(t). Similar to Lemma A.1.19, we can show that for any

(j, k) ∈ Γc and i ∈ {1, 2},

sup
t1,t2∈(0,4

√
log p]

∣∣∣∣∣
(T̃(i)

j > t1, T̃(i)
k > t2)

Q(t1)Q(t2)
− 1

∣∣∣∣∣ ≤ C(log p)−3/2.

Using the decomposition in (A.17) and the similar arguments in Step 2, for any

(j, k) ∈ Γc, we can show that

sup
t∈(0,t!]

∣∣∣∣∣
(M̃j > t, M̃k > t)

H2(t) − 1

∣∣∣∣∣ ≤ C(log p)−3/2.

Combining with (A.36), we have

sup
t∈(0,t!]

I2(t) ≤ C(log p)−3/2.

LetW1 andW2 be two independent normal random variables with zero mean and
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unit variance. We then upper bound I1(t). By Lemma A.1.20, we have:

I1(t) ≤
1
p20

∑

(j,k)∈Γ

(M̃j > t, M̃k > t)
H2(t)

≤ 1
p20

∑

(j,k)∈Γ

(|T̃(1)
j + T̃(2)

j | > t, |T̃(1)
k + T̃(2)

k | > t)
H2(t)

≤ 1
p20

∑

(j,k)∈Γ

C (|W1 +W2| > t)2/(1+ϱ)

H2(t)

≤ 1
p20

∑

(j,k)∈Γ

C[2H(t)]2/(1+ϱ)

H2(t)

≤ Cs
p0
H(t)−2ϱ/(1+ϱ),

in with ϱ = maxi"=j |Θ0
ij|. The forth inequality follows from the following simple

inequality,

H(t) = 1
2

(|W1|+ |W2| > t) ≥ 1
2

(|W1 +W2| > t).

It follows that

I1(t) ≤
Cs
p0
H(t!)−2ϱ/(1+ϱ) ≤ Cs

p0

(
p0

p1,strong

)2ϱ/(1+ϱ)

≤ C(log p)−3/2.

187



Finally, we choose δ so that

dp∑

i=0

[V(ti)] ≤
dp∑

i=0

C
pH(ti)

+ Cdp(log p)−3/2

≤ 1
c2/3p

dp∑

i=0

C
c1/3p + eiδ

+ Cdp(log p)−3/2 → 0,

where the last inequality follows from the facts that the series is convergent and cp =

pH(t!) = qpp1,strong/p0 → ∞ by Assumption 4.1. We thus complete the proof of

Step 3.

• Step 4: we show that for any constants c1 > 0, c2 > 1,

sup
t1∈[0,c1],t2∈[0,bp]

∣∣∣∣∣

∑
j∈S0 1(|T̃

(1)
j | > t1, |T̃(2)

j | > t2)
4p0Q(t1)Q(t2)

− 1

∣∣∣∣∣→ 0 in probability,

in which bp =
√

2 log p− c2 log log p. Using the union bound and an ε−net argu-

ment, it is sufficient to show that for any t1 > 0,

sup
t2∈[0,bp]

∣∣∣∣∣

∑
j∈S0 1(|T̃

(1)
j | > t1, |T̃(2)

j | > t2)
4p0Q(t1)Q(t2)

− 1

∣∣∣∣∣→ 0 in probability.

We use the similar technique as detailed in Step 3. Specifically, let z0 < z1 < . . . <

zdp = 1, in which z0 = 2Q(bp) and zi = cp/p + c2/3p eiδ/p for i ∈ [dp]with cp =

2pQ(bp) and dp = [log((p − cp)/c2/3p )]1/δ. The key is to upper bound the following
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term:

U(t1, t2) :=
1

16p20Q2(t1)Q2(t2)
Var
(∑

j∈S0

1(|T̃(1)
j | > t1, |T̃(2)

j | > t2)
)

:=
∑

j∈S0

U1,j(t1, t2) +
∑

i,j∈Γ
U2,i,j(t1, t2) +

∑

i,j∈Γc
U2,i,j(t1, t2)

:= I1(t1, t2) + I2(t1, t2) + I3(t1, t2),

where Γ = {(i, j) : i, j ∈ S0, i 3= j, Θij 3= 0}, Γc = {(i, j) : i, j ∈ S0, Θij = 0}, and

U1,j(t1, t2) =
1

16p20Q2(t1)Q2(t2)
Var
(
1(|T̃(1)

j | > t1, |T̃(2)
j | > t2)

)
,

U2,i,j(t1, t2) =
1

16p20Q2(t1)Q2(t2)
Var
(
1(|T̃(1)

i | > t1, |T̃(2)
i | > t2), 1(|T̃(1)

j | > t1, |T̃(2)
j | > t2)

)
.

For I1(t1, t2), by (A.37), we have

I1(t1, t2) ≤
C

p0Q(t1)Q(t2)
.

For I2(t1, t2), by Lemma A.1.20, we have for any (i, j) ∈ Γ and t2 ∈ (0,C
√

log p],

U2,i,j(t1, t2) ≤
(|T̃(1)

i | > t1, |T̃(1)
j | > t1) (|T̃(2)

i | > t2, |T̃(2)
j | > t2)

16p20Q2(t1)Q2(t2)

≤ Cp−2
0 Q(t1)−2ϱ/(1+ϱ)Q(t2)−2ϱ/(1+ϱ)

≤ Cp−2
0 Q(t2)−2ϱ/(1+ϱ).
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It follows that

I2(t1, t2) ≤
Cs
p0
Q(t2)−2ϱ/(1+ϱ) ≤ Cs

p0
Q(bp)−2ϱ/(1+ϱ).

Note that for x > 1,Q(x) and φ(x)/x are in the same order. Thus

Q(bp) ∼
φ(bp)
bp

∼ (log p)c2/2

p
√

2 log p− c2 log log p
∼ (log p)(c2−1)/2

p .

By Assumption 4.1, we then have

I2(t1, t2) ≤
Cs

p(1−ϱ)/(1+ϱ)(log p)ϱ(c2−1)/(1+ϱ) ≤ C(log p)−3/2,

where the second inequality follows from the assumption that α1 < 1−ρ
1+ρ and s =

O(pα1).

For I3(t1, t2), by Corollary A.1.5 and (A.37), we have for any (i, j) ∈ Γc and t2 ∈

[0, bp],

U2,i,j(t1, t2) ≤
(1+ C(log p)−3/2)2

p20
− (1− C(log p)−3/2)4

p20
≤ C(log p)−3/2

p20
.

Thus we have

I3(t1, t2) ≤ C(log p)−3/2.

Then using the same argument as in step 3, we get the proof.
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• Step 5: we show that

sup
t∈(0,t!]

∣∣∣∣∣

∑
j∈S0 1(Mj > t)
p0H(t) − 1

∣∣∣∣∣→ 0 in probability. (A.38)

Using the results in Steps 1, 3, 4, we proceed by conditioning on the following high

probability events:

E4 =

{
max

j∈[p],i∈{1,2}
|T(i)

j − T̃(i)
j | ≤ εp

}
,

E5 =

{
sup

t∈(0,t!]

∣∣∣∣∣

∑
j∈S0 1(M̃j > t)
p0H(t) − 1

∣∣∣∣∣ ≤ ε
}
,

E6 =

{
sup

t1∈[0,C],t2∈[0,bp]

∣∣∣∣∣

∑
j∈S0 1(|T̃

(1)
j | > t1, |T̃(2)

j | > t2)
4p0Q(t1)Q(t2)

− 1

∣∣∣∣∣ ≤ ε
}
,

in which ε > 0 is sufficiently small and εp = Cs log p/
√
n = o(1/

√
log p). Note that

conditioning on E4,

{
Mj > t

}
=⇒

{
|T̃(1)

j + T̃(2)
j | > t− 2εp

}
.

Therefore,

∑

j∈S0

1(Mj > t)−
∑

j∈S0

1(M̃j > t− 2εp) ≤
∑

j∈S0

1(Mj > t, sign(T̃(1)
j ) 3= sign(T̃(2)

j ))

≤
∑

j∈S0

1(|T̃(1)
j | < εp, |T̃(2)

j | > t− εp) +
∑

j∈S0

1(|T̃(2)
j | < εp, |T̃(1)

j | > t− εp)

:= I1(t) + I2(t).
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By symmetry, we only detail the bound for I1(t). If t− εp < bp, by E6, we have

I1(t)
p0H(t) =

∑
j∈S0 1(|T̃

(2)
j | > t− εp)

p0H(t) −
∑

j∈S0 1(|T̃
(1)
j | > εp, |T̃(2)

j | > t− εp)
p0H(t)

≤
2(1+ ε)Q(t− εp)

H(t) −
4(1− ε)Q(εp)Q(t− εp)

H(t)

≤ CεQ(t− εp)/Q(t) ≤ Cε

for large enough p, where the last to the second inequality follows from the simple

fact that

H(t) = 1/2 (|W1|+ |W2| > t) ≥ 1/2 (|W1| > t) = Q(t).

If t− εp > bp, by Assumption 4.1, with c2 = 1+ 2α2, we have

I1(t)
p0H(t) ≤

∑
j∈S0 1(|T̃

(1)
j | < εp, |T̃(2)

j | > bp)
p0H(t)

≤
2(1+ ε)Q(bp)

H(t) −
4(1− ε)Q(εp)Q(bp)

H(t)

≤
Cεφ(bp)
bpH(t!) ≤ Cε(log p)(c2−1)/2

p1,strong
≤ Cε.

It follows that

∑
j∈S0 1(Mj > t)
p0H(t) ≤

∑
j∈S0 1(M̃j > t− 2εp)

p0H(t) + Cε

≤
(1+ ε)H(t− 2εp)

H(t) + Cε

≤ 1+ Cε,
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sinceH(t + o(1/
√

log p))/H(t) = 1 + o(1) uniformly over t ∈ [0, t!]. Similarly, we

can show that ∑
j∈S0 1(Mj > t)
p0H(t) ≥ 1− Cε.

This completes the proof of (A.38).

• Step 6: we are ready to finish the proof of Proposition 4.2. Throughout, we con-

dition on the high probability event∩6
i=1E6. We first show that for any designated

FDR control level q, the cutoff τq ≤ t! . By events E1,E2,E3, we have

min
j∈S1,strong, i∈{1,2}

|T(i)
j | ≥ min

j∈S1,strong
|(n/2)1/2β!j /σj|− C

√
log p

for some constant C > 0. Similarly, we have

max
j∈S0, i∈{1,2}

|T(i)
j | ≤ C

√
log p.

By the definition of S1,strong, we have

min
j∈S1,strong, i∈{1,2}

|T(i)
j | > max

j∈S0, i∈{1,2}
|T(i)

j | and sign(T(1)
j ) = sign(T(2)

j ), ∀j ∈ S1,strong.

This further implies

min
j∈S1,strong

Mj > max
j∈S0

|Mj|, (A.39)

and thus features in S1,strong will always be selected by DS. Using the similar argu-
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ments in Step 5, we have for any ε > 0,

1
p0

∑

j∈S0

1(Mj < −t!) ≤ H(t!)(1+ ε).

Using the similar arguments in Step 2, along with the union bound, we have

(
∑

j∈S1

1(Mj < −t!) ≥ 1
)

≤
∑

j∈S1

(Mj < −t!)

≤ p1H(t!) ≤ qp21
2(1− q)p0

→ 0.

Define the following high probability event

E7 =

{∑

j∈S1

1(Mj < −t!) = 0
}
.

Then we have

F̂DP(t!) = F̂DP(t!)1(E7) + F̂DP(t!)1(Ec
7)

=

∑
j∈[p] 1(Mj < −t!)1(E7)∑

j∈[p] 1(Mj > t!) + ε =
∑

j∈S0 1(Mj < −t!)
∑

j∈S0 1(Mj > t!) +
∑

j∈S1 1(Mj > t!) + ε

≤ (1+ ε)H(t!)
(1− ε)H(t!) + p1,strong/p0

+ ε

≤ (1+ ε)q
2− (1+ ε)q + ε.
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By the definition of τq, we have τq ≤ t!. It follows that

FDP =

∑
j∈S0 1(Mj > τq)∑
j∈[p] 1(Mj > τq)

≤
(1+ ε)p0H(τq)∑
j∈[p] 1(Mj > τq)

≤
(1+ ε)2

∑
j∈S0 1(Mj < −τq)∑

j∈[p] 1(Mj > τq)

≤ (1+ 3ε)q.

The proof is thus completed.

Proof of Proposition 4.3

Proof of Proposition 4.3. By (A.39), we have:

(
min

i∈S1,strong
Ii ≥ max

j∈S0
Ij
)

→ 1. (A.40)

We proceed to show that as n, p → ∞, with probability approaching 1, maxi∈S1\S1,strong Ii =

0. We consider the mirror statistic with f(u, v) = u + v. The same arguments can be easily

generalized to cover other forms of f(u, v). We first define δ ∈ (0, c), for some constant

c > 0. For simplicity, let p1,weak = p1 − p1,strong. For sufficiently small ε > 0, there exists a
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constant Cε > 0 such that the following events hold with high probability,

E1 =

{
max
i∈{1,2}

‖Δ(i)‖∞ ≤ Cεs log p/
√
n
}
,

E2 =

{
max

j∈[p], i∈{1,2}
|Z(i)

j /σj| ≤
√

(2+ δ) log p
}
,

E3 =

{
max

j∈[p], i∈{1,2}
|1/σ̂(i)j − 1/σj| ≤ Cεs

√
log p/n

}
,

E4 =

{
max

i∈S1\S1,strong
|Z(1)

i /σi + Z(2)
i /σi| ≤

√
2(2+ δ) log p1,weak

}
,

E5 =

{
sup

0≤t≤t!

∣∣∣∣∣
1/p0

∑
j∈S0 1(Mj > t)
H(t) − 1

∣∣∣∣∣ ∨

∣∣∣∣∣
1/p0

∑
j∈S0 1(Mj < −t)
H(t) − 1

∣∣∣∣∣ ≤ ε
}
.

Throughout, we condition on the events∩5
i=1Ei. We then have

max
i∈S1\S1,strong

Mi ≤ max
i∈S1\S1,strong

|T(1)
i + T(2)

i | = max
i∈S1\S1,strong

|(n/2)1/2β̂
(1,d)
i /σ̂(1)i + (n/2)1/2β̂

(2,d)
i /σ̂(2)i |

≤ max
i∈S1\S1,strong

|Z(1)
i /σi + Z(2)

i /σi|

+ 2 max
i∈S1\S1,strong,k∈{1,2}

|(n/2)1/2β!i /σ̂
(k)
i + Z(k)

i (1/σ̂(k)i − 1/σi) + Δ(k)
i /σ̂(k)i |

≤
√
2(2+ δ) log p1,weak + C := τu

for some constant C > 0. Thus, if feature Xi is selected by DS, the cutoff τq (see Algorithm

1) should be smaller than τu.
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On the other hand, conditioning on the event E5, we have

1
p0

∑

j∈S0

1
(
Mj >

√
2(2+ δ) log p1,weak + C

)

≥ (1− ε)
[
H
(√

2(2+ δ) log p1,weak + C
)]

≥ 1− ε
2

(
|W1 +W2| >

√
2(2+ δ) log p1,weak + C

)
≥ C′p−(1+c)

1,weak ,

for some constant C′ > 0. The second to the last inequality follows from

H(t) = 1/2 (|W1|+ |W2| > t) ≥ 1/2 (|W1 +W2| > t).

Thus, there are at least C′p0p−(1+c)
1,weak null features whose mirror statistics are larger than τu.

Since p1,weak < p1, we have p0p−(1+c)
1,weak * p1, which further implies that the cutoff τq cannot

be smaller than τu. Otherwise
∑

j∈S0 1(Mj > τq) * p1, which contradicts to the fact that,

by the definition of τq,

∑

j∈S0

1(Mj > τq) ≤ (1+ ε)
∑

j∈S0

1(Mj < −τq)

≤ 2(1+ ε)q/(1− q)
∑

i∈S1

1(Mi > τq)

≤ 2(1+ ε)qp1/(1− q).

We thus have shown that as n, p → ∞,

(
max

i∈S1\S1,strong
Ii = 0

)
→ 1.
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The rest of the proof follows by repeating the arguments in the proof of Proposition 3

in Dai et al. 38 . First, we give a lower bound for the cutoff ! defined in Algorithm 2. Specifi-

cally, we show that as n, p → ∞, we have

(! ≥ p0 + p1,weak − 1) → 1. (A.41)

Using the same arguments in the proof of Lemma 4 in Dai et al. 38 , we can show that as

n, p → ∞,

(
∑

j∈S0

Ij ≤ q) → 1.

In the following, we show that

{∑

j∈S0

Ij ≤ q
}
∩
{

max
i∈S1\S1,strong

Ii = 0
}

=⇒
{
! ≥ p0 + p1,weak − 1

}
.

Indeed, suppose ! < p0 + p1,weak, then we have

q
!+ 1

<

∑
j≤"+1 I(j)
!+ 1

≤
∑

j∈S0 Ij +
∑

i∈S1\S1,strong Ii
p0 + p1,weak

≤ q
p0 + p1,weak

.

Combining Equations (A.40) and (A.41), we complete the proof of Proposition 4.3.
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A.2 Additional Numerical Results

A.2.1 The moderate-dimensional setting

Logistic regression

We provide additional numerical results to complement Section 5.1.1. We consider the

following types of the covariance matrix Σ.

1. The small-n-and-p setting.

(a) Features have constant pairwise correlation, i.e., Σij = r1(i"=j).

(b) Features have constant pairwise partial correlation, i.e., Σ−1
ij = r1(i "=j).

(c) Features have Toeplitz partial correlation, i.e., Σ−1
ij = r|i−j|.

2. The large-n-and-p setting.

(a) Features have constant pairwise correlation, i.e., Σij = r1(i"=j).

For the small-n-and-p setting, the empirical FDRs and powers of different methods in sce-

narios (a), (b) and (c) are summarized in Figures A.1, A.2 and A.3, respectively. For the

large-n-and-p setting, the results in scenario (a) are shown in Figure A.4.

Negative binomial regression

To complement Section 5.1.2, we provide additional numerical results by considering the

case where features have constant pairwise correlation, i.e., Σij = r1(i "=j), and the case where

the joint distribution of features is non-normal. The empirical FDRs and powers of differ-

ent methods are summarized in Figures A.5 and A.6, respectively. The performance of the
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BHq with p-values calculated from the debiase Lasso140, denoted as dBHq, is also reported

in Figure A.7.

Global null

We consider logistic and negative binomial regressions under the global null (all β∗j = 0).

We set n = 3000, p = 500, and simulate each row of the design matrix fromN(0,Σ)

independently. We investigate four scenarios of Σ: (a) Toeplitz correlation Σi,j = r|i−j|; (b)

constant correlation Σi,j = r; (c) Toeplitz partial correlation Σ−1
i,j = r|i−j|; (d) constant

partial correlation Σ−1
i,j = r. The variance of each feature is then standardized to be 1/n.

Note that the precision matrix Σ−1 essentially calibrates the correlation structure of the

MLE. Thus, scenario (d) represents the extreme case where the mirror statistics are highly

correlated. Empirical FDRs of DS andMDS are summarized in Table A.1. Both DS and

MDS achieve FDR control under the global null in most scenarios except for the extreme
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	!v -m7 ro�;uv =ou Ѵo]bvঞ1 u;]u;vvbom bm |_; Ѵ-u];ŊnŊ-m7Ŋp v;মm]ĺ $_; -Ѵ]oub|_lb1
v;মm]v -u; -v r;u 
b]�u; ƒ bm |_; l-bm r-r;uķ ;�1;r| |_-| =;-|�u;v _-�; 1omv|-m| r-bu�bv; 1ouu;Ѵ-ঞomķ bĺ;ĺķ
Σij = r1(i"=j)ĺ �mo1ho@ =;-|�u;v -u; 1u;-|;7 �vbm] |_; �(! 1omv|u�1ঞomĺ

logistic r = 0.0 r = 0.2 r = 0.4 r = 0.6 r = 0.8
Toeplitz cor - - - - - - - - - -constant cor - - - - - - - - - -Toeplitz partial cor - - - - - - - - (0.02, 0.02)constant partial cor - - (0.06, 0.18) (0.16, 0.51) (0.28, 0.64) (0.44, 0.88)
negative binomial
Toeplitz cor - - - - - - - - - -constant cor - - - - - - - - - -Toeplitz partial cor - - - - - - - - (0.02, 0.04)constant partial cor - - (0.08, 0.14) (0.12, 0.40) (0.24, 0.76) (0.32, 0.92)

$-0Ѵ; �ĺƐĹ 
	!v o= 	" -m7 �	" �m7;u |_; ]Ѵo0-Ѵ m�ѴѴĺ �-1_ r-bu o= |_; m�l0;uv bm |_; 0u-1h;|v 7;mo|; |_; 
	!v o= 	"
-m7 �	"ķ u;vr;1ঞ�;Ѵ�ķ -�;u-];7 o�;u ƔƏ bm7;r;m7;m| u�mvĺ ŐŊ Ŋő u;=;uv |o (0.00, 0.00)ĺ

case (d).

The case p1,strong 1 p1

To complement Remark 3.5, for logistic and negative binomial regressions, Table A.2 sum-

marizes the empirical FDRs of DS andMDS with varying p1,strong/p1 and signal strengths

for j ∈ S1\S1,strong. Both DS andMDS still achieve FDR control even when p1,strong/p1 is as

small as 0.1.
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A.2.2 The high-dimensional setting

To complement Section 5.2, we first detail the Toeplitz matrix aligned along the diagonal of

the covariance matrix Σ as below,





1 (p′−2)r
p′−1

(p′−3)r
p′−1 . . . r

p′−1 0

(p′−2)r
p′−1 1 (p′−2)r

p′−1 . . . 2r
p′−1

r
p′−1

... . . . ...

0 r
p′−1

2r
p′−1 . . . (p′−2)r

p′−1 1





,

where p′ equals to p divided by the number of blocks, and the correlation factor r ∈ (0, 1).
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Logistic regression
S1\S1,strong p1 = 30 p1 = 60 p1 = 90 p1 = 120 p1 = 150
|β!j | = 10−3 (0.06, 0.04) (0.03, 0.03) (0.06, 0.05) (0.03, 0.01) (0.04, 0.04)|β!j | = 10−2 (0.06, 0.03) (0.03, 0.03) (0.05, 0.04) (0.03, 0.02) (0.03, 0.03)|β!j | = 10−1 (0.07, 0.03) (0.02, 0.05) (0.05, 0.04) (0.02, 0.01) (0.05, 0.02)|β!j | = 1.0 (0.07, 0.04) (0.02, 0.04) (0.04, 0.03) (0.02, 0.03) (0.03, 0.05)

Negative Binomial regression
|β!j | = 10−3 (0.05, 0.04) (0.05, 0.03) (0.04, 0.03) (0.06, 0.04) (0.03, 0.03)|β!j | = 10−2 (0.05, 0.03) (0.04, 0.02) (0.03, 0.03) (0.07, 0.03) (0.03, 0.03)|β!j | = 10−1 (0.07, 0.04) (0.04, 0.04) (0.05, 0.04) (0.06, 0.03) (0.03, 0.04)|β!j | = 1.0 (0.05, 0.04) (0.03, 0.02) (0.05, 0.05) (0.05, 0.04) (0.04, 0.03)
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];m;u-|;7 bm |_; v-l; �-� -v |_; ub]_| r-m;Ѵv bm 
b]�u;v ƒ -m7 Ɠķ u;vr;1ঞ�;Ѵ�ĺ 
ou j ∈ S1,v|uom]ķ �; C� |β!j | =
11 =ou Ѵo]bvঞ1 u;]u;vvbomv -m7 |β!j | = 6 =ou m;]-ঞ�; 0bmolb-Ѵ u;]u;vvbomvĺ $_uo�]_o�|ķ �; C� p1,v|uom] = 15ĺ
); |_;m �-u� |_; �;-h vb]m-Ѵ v|u;m]|_ |β!j | =ou j ∈ S1\S1,strong =uol 0.001 |o 1ķ -m7 �-u� |_; m�l0;u o= |_;
u;Ѵ;�-m| =;-|�u;v p1 =uol 30 |o 150ĺ $_; 7;vb]m-|;7 
	! Ѵ;�;Ѵ q bv v;| |o 0; 0.1ĺ

Logistic regression

We report additional numerical results for high-dimensional logistic regressions. The al-

gorithmic settings are as per Figure 5 in the main text, except that r = 0.1. The empirical

FDRs and powers of different methods are summarized in Figure A.8.
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Poisson regression

We report additional numerical results for high-dimensional Poisson regressions. The de-

sign matrix is simulated as per Figure 6 in the main text with r = 0.5. The signal strength

is set to be |β!j | = 2 for j ∈ S1. The empirical FDRs and powers of different methods are

summarized in the left panel of Figure A.9.
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Linear regression

We report additional results for the Gaussian linear model y = Xβ! + εwith sample size

n = 800 and dimension p = 2, 000. Each row of the design matrix is independently

drawn fromN(0,Σ). We consider two types of the covariance matrix Σ as detailed in the

caption of Figures A.9 (right panel) and A.10. We independently sample β!j for j ∈ S1 from

a zero-mean normal distribution, of which the standard deviation is referred to as the signal

strength. The number of the relevant features is p1 = 70 across all settings.

We consider four competing methods: DS, MDS, Knockoff, and the BHq procedure

proposed in Javanmard & Javadi 66. DS andMDS use the debiased Lasso estimator (Algo-

rithm 6). BHq utilizes the same debiasing approach, and estimates the noise level using the

scaled Lasso (see the right panel of Figure A.9). For Knockoff, we empirically found that

the equi-correlated construction of knockoff features yields the highest power.

The empirical FDRs and powers of different methods are summarized in Figure A.10.

FDRs of the four competing methods are under control across all settings. Interestingly,

MDS’s FDRs are much lower than those of DS’s in most cases, and are also significantly

lower than the nominal level. For the Toeplitz correlation design, Knockoff achieves the

highest power in a majority of settings except when the signal is relatively weak. DS and

MDS also perform competitively and consistently and enjoy a higher power than BHq over

different levels of correlation and signal strength. For the constant correlation design, the

power of Knockoff decreases rapidly and can be much lower than DS andMDS. We see

that the empirical FDRs of BHq are nearly zero across all settings. One possible reason is

that the scaled Lasso over the estimated noise level (see the right panel of Figure A.9) results

in right-skewed p-values and an over conservative BHq procedure. The numerical results
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suggest that bypassing the task of estimating the noise level gives the data-splitting methods

a substantial advantage over BHq.
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A.2.3 Real data application

We highlight the following supporting evidences for the genes selected byMDS.

(i) The NFKBIA gene is a coding gene for the protein NF-kappa-B inhibitor alpha, and

the glucocorticoids are potent inhibitors of nuclear factor kappa B (NF-kappa B) acti-

vation3,41.

(ii) The HSPB1 gene encodes the heat shock protein 27 (Hsp27), and the synthesis of

Hsp27 is regulated by glucocorticoids. The HSPA1A gene also interacts with Hsp70.

In vitro it acts as an ATP-independent chaperone by inhibiting protein aggregation

and by stabilizing partially denatured proteins, which ensures refolding by the Hsp70-

complex9.

(iii) The IGFBP4 gene encodes the insulin-like growth factor-binding protein 4, regulated

by glucocorticoids (e.g., dexamethasone inhibits IGFBP4 expression)31,106,35.

(iv) The ATF4 gene is a coding gene for the activating transcription factor 4, which is

repressed by glucocorticoids and induced by insulin2.

(v) The SERPINA6 gene is a coding gene for the protein corticosteroid-binding globulin

(CBG), which is a major transport protein for glucocorticoids and progestins in the

blood of almost all vertebrate species170. Among its related pathways are Glucocorti-

coid Pathway (Peripheral Tissue), Pharmacodynamics.

(vi) The DDIT4 gene encodes the DNA damage-inducible transcript 4 protein, and

among its inducers are glucocorticoids145,19,152.
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(vii) Williamson et al. 151 showed that activation of PlexinB1 by SEMA3C and SEMA4D

promotes nuclear translocation of the GR.

(viii) The FKBP5 gene encodes the FK506 binding protein 51, a co-chaperone in the heat

shock protein 90 (Hsp90) and steroid complex, which regulates GR sensitivity101.

(ix) Goodman et al. 55 reported that glucocorticoids, along with mineralocorticoids, ef-

fectively expand the cytokeratin-5-positive cell population induced by 3-ketosteroids,

which requires induction of the transcriptional repressor BCL6 based on suppression

of BCL6.

(x) The HSPA1A gene encodes a 70kDa heat shock protein, which is a member of the

heat shock protein 70 (Hsp70) family. Hsp70 promotes GR ligand release and inacti-

vation by inducing partial unfolding80.

Figure A.11 demonstrates the sharp difference in the gene expression distributions be-

tween the treatment group and the control group for four genes: NFKBIA, EEF1A1,

FKBP5 and RPL10. Figure A.12 shows the histogram of the number of the selected genes

among 500 independent runs of Knockoff.
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A.2.4 Computational cost

Table A.3 summarizes the computational costs, wherem refers to the number of sample

splits in MDS. In moderate dimensions, DS runs twoMLE fits on each part of the data.

GM perturbs features one by one and needs pMLE fits. BothMDS and GM can be easily

parallelized if parallel computing resources are available. To adjust the MLE, ABHq uses

the ProbFrontier method24 to estimate the bias and the variance scaling factors. For logis-

tic regressions, the ProbFrontier method typically requires BKMLE fits, in whichK is the

size of a grid on (0, 1/2] and B is the number of Monte Carlo simulations. In high dimen-

sions, both DS and BHq118 use the debiased Lasso estimator and require p Lasso fits to

construct the decorrelating matrix (see Algorithm 5). When p is large, the computational

cost of Knockoff is mostly dominated by knockoff sampling, and varies a lot by different

knockoff constructing methods.

method moderate dimension high dimension
#MLE fits other # Lasso fits other

DS 2 - - 2(p+ 1) - -
MDS 2m - - 2m(p+ 1) - -
GM p - - - - - -
BHq - - - - p+ 1 - -
ABHq 1 ProbFrontier - - - -

Knockoff 1 KF sampling 1 KF sampling

$-0Ѵ; �ĺƒĹ �olr-ubvom o= |_; 1olr�|-ঞom-Ѵ 1ov|vĺ p -m7m u;=;u |o |_; m�l0;u o= =;-|�u;v -m7 |_; m�l0;u o= 	"
u;rѴb1-ঞomv bm �	"ķ u;vr;1ঞ�;Ѵ�ĺ
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B
Supplementary Materials of Chapter 3

B.1 Algorithms

In this section, we discuss the algorithm for Gaussian mirror using debiased lasso. We can

reinterpret Gaussian mirror as a “knockoff”-type algorithm by redefining

X̃(j) = [x1, . . . , xj−1, xj, xj+1, . . . , xp, x̃j], with x̃j = cjzj. (B.1)
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Let β̂j, β̃j denote the respective least-squares/debiased lasso coefficients of xj and x̃j, by re-

gressing y on X̃(j). Define

IGMj = |β̂j|/2, and RGM
j = |β̃j|/2, 1 ≤ j ≤ p, (B.2)

and then combine Ij,Rj using (3.19) in the main text. It’s easy to see the above definition

is the same as the original one defined in Section 3.4 when using least-squares. This rein-

terpretation will further facilitate the use of Gaussian mirror when using debiased lasso

estimator to construct the importance measure.

Note that by setting cj = 1/Ω̂jj, we have maxj |cj − 1/Ωjj| = op(1) under the assump-

tions in Theorem 3.4.2. Thus it’s safe to treat cj as a constant independent of X. Then the

covariance matrix of [X, x̃j] for GaussianMirror has a simple blockwise diagonal form

Σ(j) =




Σ 0

0 Var(x̃j)



 ,

since zj is drawn independently from xj and X−j.Thus the precision matrix for [X, x̃j] is


Ω 0

0 1/Var(x̃j)



 ,which is still sparse so that we can employ debiased lasso as an estima-

tor.

In order to computeMj, it is necessary to derive the debiased lasso estimator for each

augmented design matrix [X, x̃j]. This involves estimating the augmented design matrix.

Initially, it may appear that estimating p precision matrices is required to obtain pmirror

statistics, one for each X̃(j). However, due to the independent imputation of x̃j, it is suffi-

cient to estimate Ω̂ only once for the original design matrix X. The debiased lasso estimator

216



for the Gaussian mirror is constructed as follows:

β̂
d,gm

= β̂+




Ω̂

1/c2j








X′

x̃j




(
y− [X, x̃j](β̂1:p, β̂p+1)

′
)

(B.3)

where cj is the inverse of Ω̂jj and (β̂1:p, β̂p+1) is the lasso estimator employed on the aug-

mented design matrix [X, x̃j]. Law & Bühlmann83 also considered using debiased lasso to

construct importance measures for Gaussian mirror. Notably, their approach indeed re-

quires estimating p precision matrix. In comparison, our algorithm can be seen as a faster

version since we utilize the independence structure to simplify our implementation. The

algorithm is summarized as follows.

Algorithm 8 Gaussian mirror using debiased lasso
1. Using Algorithm 5 to estimate Ω̂ for the original design matrix X.
2. Calculate c2j = 1/Ω̂jj.
3. Obtain the “information statistic” Ij and “reference statistic”Rj from (B.3) as
Ij = |β̂

d,gm
j | andRj = |β̂

d,gm
p+1 |.

4. ConstructMj as in (3.19) and apply Algorithm 1 to select features.

B.2 Hamming errors of FDRControlMethods Based on Least-Squares

In this section, we present theorems for the model-X knockoff and Gaussian mirror when

least-squares estimator is plugged in. We call the resulting methodMK-OLS and GM-OLS

respectively. All proofs of theorems will be postponed to Section B.4.

Theorem B.2.1 (Model-X knockoff, low-dimensional case) Fix ϑ ∈ (0, 1) and r > 0. Con-

sider the linear model in (3.1) where β satisfies Models (3.5)-(3.6) in the main text. Suppose
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p = o(n), C−1 ≤ σmin(Σaug) ≤ σmax(Σaug) ≤ C, for a constant C > 0. For theMK-OLS

procedure, as p → ∞,

FPp(u) ≤ Lp

p∑

j=1

p−α−1
j u, FNp(u) ≤ Lpp−ϑ

p∑

j=1

p−α−1
j min{(

√
r−

√
u)2+, (1+|ρj|)

−1r/2}.

Corollary B.2.1 In the setting of Theorem B.2.1, if (3.16) in the main text holds, then

Hamm∗
p,KF ≤ Lppτ∗(ϑ,r,α), where τ∗(ϑ, r, ·) is the same function as in (3.11) in the main

text, except that ω is replaced by α.

As implied by Remark 1 in the main text, if p/n → κ for some constant κ ∈ (0, 1/2),

the rates of convergence for FPp(u) and FNp(u)will depend on κ. Similar to DS-OLS, MK-

OLS also doubles κ to 2κ, which inflates the variance from αj to αj/(1− 2κ).

Theorem B.2.2 (GaussianMirror, low-dimensional case) Fix ϑ ∈ (0, 1) and r > 0. Con-

sider a linear regression model where β satisfies Models (3.5)-(3.6) in the main text. Suppose

p = o(n), C−1 ≤ σmin(Σ) ≤ σmax(Σ) ≤ C, for a constant C > 0. For the GM-OLS

procedure, as p → ∞,

FPp(u) ≤ Lp

p∑

j=1

p−Ω−1
jj u, FNp(u) ≤ Lpp−ϑ

p∑

j=1

p−Ω−1
jj min

{
(
√
r−

√
u)2+, 1

2 r
}
. (B.4)

Corollary B.2.2 In the setting of Theorem B.2.2, if (3.10) in the main text holds, then

Hamm∗
p,GM ≤ Lppτ∗(ϑ,r,ω).

The main observation here is that when p/n → κ, GM only inflates Ωjj to Ωjj/(1 − κ),

making it the only FDR control method among three considered methods whose rate of

convergence of optimal Hamming error is tied to that of prototype.
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B.3 Main proof insights and technical tools

Lemma 3.5.1 suggests that (Ij,Rj) approximately follows a bivariate normal distribution,

with mean vector (βj, 0)′ and covariance matrix Δj. In Figure B.1, we plot the probability

contours of this bi-variate normal when j is a signal variable and when j is a non-signal vari-

able, respectively. The eventMj ≥ t can be equivalently expressed as a rejection region

At ⊂ R2, such thatMj ≥ t if and only if (Ij,Rj) ∈ At, as shown in Figure B.1. Then,

the probability of having a false positive at j and the probability of having a false negative at

j can be approximated respectively by

P(Z0 ∈ At) and P(Z1 /∈ At), where






Z0 ∼ N((0, 0)′, Δj/n),

Z1 ∼ N((βj, 0)′, Δj/n).

For each FDR control method considered in Lemma 3.5.1, the two diagonal entries of Δj

are equal to each other. We thus re-parametrize Δj by vj = Δj(1, 1) and δj = Δj(1, 2)/Δj(1, 1).

In what follows, we study how (vj, δj) affect P(Z0 ∈ At) and P(Z1 /∈ At). Without loss

219



of generality, we assume δj ≥ 0 and βj ≥ 0 in this section. The analysis of the cases where

δj < 0 or βj < 0 is very similar and thus omitted.

First, consider P(Z0 ∈ At). Recall that the critical order for nonzero βj is
√
log(p)/n

Hence, the order of t of interest is also
√

log(p)/n. For t of this order, since the density

of Z0 decays exponentially fast and the variance of Z0 is in the order of 1/n, the probabil-

ity mass inAt is mostly concentrated in local neighborhoods of the points at which the

probability contours of Z0 first ‘hit’At. In detail, we define a family of ellipses: E0(c) =

{z ∈ R2 : z′Δjz = c}. Let c∗ be the smallest c such that E0(c) intersects withAt. Then,

E0(c∗) ∩ At contains two points±z∗0 (see Figure B.1), with z∗0 = (t, δjt). The probability

mass inAt is concentrated in the two local neighborhoods of±z∗0. Introduce

Ut =
{
z ∈ R2 : |z(1) + z(2)| ≥ (1+ δj)t, |z(1)− z(2)| ≥ (1− δj)t.

}

Then,±z∗0 are also the points at which the contours of Z0 first ‘hit’ Ut. By similar argu-

ments, the probability mass in Ut is concentrated near the two local neighborhoods of±z∗0.

This implies

P(Z0 ∈ At) ≈ P(Z0 ∈ Ut).

Note that Z0(1)+Z0(2) and Z0(1)−Z0(2) are independent of each other. Hence, P(Z0 ∈

Ut) can be expressed explicitly via the tail probability of normal random variables. By direct

calculations and the Mills ratio, we obtain

P(Z0 ∈ At) ≈

√
8v2j

πn2t4(1− δ2j )
× 1√

2π
exp
{
−nt2
2vj

}
. (B.5)
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Next, consider P(Z1 /∈ At) = P(Z1 ∈ Ac
t), whereAc

t is the complement ofAt. Sim-

ilarly, define E1(c; βj) = {z ∈ R2 : (z − μ)′Δj(z − μ) = c}, with μ = (βj, 0)′, and

let c∗ be the smallest c such that E1(c; βj) intersects withAc
t. Then, E1(c∗; βj) ∩ At con-

tains only one point z∗1 . There are two cases. (i) The weak-signal case, where βj is small, and

z∗1 = (t, δj(βj − t))′. (ii) The strong-signal case, where βj is large, and z∗1 = (βj/2, −βj/2)′.

Using similar calculation as before, we can derive

P(Z1 /∈ At) ≈






√
8v2j

πn2t4(1−δ2j )
× 1√

2π exp
{
−n(βj−t)2+

2vj

}
, for a weak signal j,

√
2 vj(1+δj)

nβ2j
× 1√

2π exp
{
− nβ2j

4vj(1+δj)

}
, for a strong signal j.

(B.6)

Combining (B.5)-(B.6), we obtain proxies to the false positive probability and false neg-

ative probability at j. Between the two cases in (B.6), the weak-signal case is more relevant

to variable ranking quality, because strong signals are easy to stand out, and the power of

an FDR control method is primarily driven by ranking of weak signals. Furthermore, when

βj and t are at the critical order
√

log(p)/n, in (B.5)-(B.6), it is the “exponents” that play a

dominating role. In summary, we claim:

(a). When j is a non-signal variable, the probability of having a false positive at j is ap-

proximately equal to P(|N(0, vj)| > t).

(b). When j is a weak signal variable, the probability of having a false negative at j is ap-

proximately equal to P(|N(βj, vj)| ≤ t).

Different FDR control methods lead to different values of v1, v2, . . . , vp. If a method

yields small v1, v2, . . . , vp, then this method is considered to have a high “ranking quality.”

The key technical tool that makes the above discussion rigorous is the following lemma,
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which is proved in Ke et al. 76 .

Lemma B.3.1 Fix d ≥ 1, a vector μ ∈ Rd, a covariance matrix Σ ∈ Rd×d, and an open set

S ⊂ Rd such that μ /∈ S. Suppose b ≡ infx∈S{(x− μ)′Σ−1(x− μ)} < ∞. Consider a sequence

of random vectors Xp ∈ Rd, indexed by p, satisfying that

Xp|(μp,Σp) ∼ Nd

(
μp,

1
2 log(p)Σp

)
,

where μp ∈ Rd is a random vector and Σp ∈ Rd×d is a random covariance matrix. As

p → ∞, suppose for any fixed γ > 0 and L > 0, P(‖μp−μ‖ > γ) ≤ p−L and P(‖Σp−Σ‖ >

γ) ≤ p−L. Then, as p → ∞,

P(Xp ∈ S) = Lpp−b.

The main message of the above lemma is that it helps convert the calculation of (Xp ∈

S) to the calculation of b. Thus the proof of different FDR control methods now becomes

the specifications of S, μ, and the calculation of b.

B.4 Proof of Theorems

B.4.1 Proof of Theorem 3.3.3

Note the results are invariant to σ, without loss of generality, we assume σ = 1 hereafter.

For ease of notation, from now on, we do a re-parametrization by changing (β,Xi) to

(
√
nβ,Xi/

√
n). In our scaling, Xi ∼ N(0, n−1Σ) and the Rare/Weak signal model (3.5)

in the main text becomes

βj
iid∼ (1− εp)ν0 + εpντp , τp =

√
2r log p, 1 ≤ j ≤ p. (B.7)
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We first prove the theorem when debiased lasso is employed. For the debiased lasso estima-

tor β̂
d
j , we have the following decomposition:

β̂
d
− β = Z+ δ, Z | X ∼ N(0, Ω̂Σ̂Ω̂), δ = (Ω̂Σ̂− I)(β− β̂). (B.8)

By the above decomposition, we have:

β̂
d
j√

2 log p
∼ N

( βj√
2 log p

,
1

2 log p

(
Ω̂Σ̂Ω̂

)

jj

)
+

δj√
2 log p

. (B.9)

For any constant γ, define the event

E =
{
‖Ω̂Σ̂Ω̂

′
−Ω‖∞ ≤ γ

}
∩
{
‖δ‖∞/

√
2 log p ≤ γ

}
.

Note that we assume p1−ϑ+ε = o(
√
n). By the Chernoff bound, it’s easy to see that for

any C > 0 and L > 0, (‖β‖0 > C
√
n/ log p) ≤ p−L as n, p → ∞. Thus we know

‖β‖0 = o(
√
n/ log p)with high probability. By the standard arguments in Bickel et al. 15 ,

Raskutti et al. 111 , Bühlmann & Van de Geer 21, and Van de Geer et al. 140 , it’s easy to see for

any L > 0, u, (Ec) ≤ p−L as long as p = o(en). Thus the assumptions required to apply

Lemma B.3.1 are satisfied. Then we have:

(|β̂
d
j | >

√
2u log p | βj = 0) = Lpp−Ω−1

jj u,

(|β̂
d
j | <

√
2u log p | βj =

√
2r log p) = Lpp−Ω−1

jj (
√
r−

√
u)2+ .

(B.10)
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It follows that

FPp(u) =
p∑

j=1

(1− εp) (|β̂
d
j | >

√
2u log p | βj = 0) = Lp

p∑

j=1

p−Ω−1
jj u,

FNp(u) =
p∑

j=1

εp (|β̂
d
j | <

√
2u log p | βj =

√
2r log p) = Lpp−v

p∑

j=1

p−Ω−1
jj (

√
r−

√
u)2+ .

(B.11)

The proof for OLS follows similarly. For the least-squares estimator, we have:

β̂
ols
− β = Z, Z ∼ N(0, (X′X)−1). (B.12)

Note that

(X′X)−1
jj = ‖(I− P−j)xj‖−2, where P−j = X−j(X−j

′X−j)
−1X−j

′,

‖(I− P−j)xj‖2 =d
1
Ωjj

χ2n−p+1

n− p+ 1
n− p+ 1

n .
(B.13)

Using union bound and the concentration for the chi-square random variable, when p/n →

κ, for any ε > 0, we have:

(
max
j∈[p]

∣∣∣∣‖(I− P−j)xj‖2 −
1− κ
Ωjj

∣∣∣∣ > ε
)

≤ pe−(n−p+1)ε2/8. (B.14)

When p = o(n), κ = 0. Thus by Lemma B.3.1, the proof is completed.

B.4.2 Proof of Theorems 3.3.1 and 3.3.2

To prove Theorems 3.3.1 and 3.3.2, we need the following Lemma.
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Lemma B.4.1 Let Z+
j ,Z−

j be two independent normal random variables following from

N(βj/
√

2 log p, 2Ωjj/(2 log p)). DefineMj = sign(Z+
j Z−

j )(|Z+
j |+ |Z−

j |)/2, then we have:

(Mj >
√
u | βj = 0) = Lpp−Ω−1

jj u

(Mj <
√
u | βj =

√
2r log p) = Lpp−Ω−1

jj min{(√r−
√
u)2+, 12 r}.

(B.15)

Proof of Lemma B.4.1. By definition, we have:

{Mj >
√
u} = {sign(Z+

j Z−
j )(|Z+

j |+ |Z−
j |) > 2

√
u}

= {Z+
j > 0, Z−

j > 0, Z+
j + Z−

j > 2
√
u}

∪ {Z+
j < 0, Z−

j < 0, Z+
j + Z−

j < −2
√
u} := Ru.

(B.16)

Define h0 = (
√
u,
√
u)′, we have:

inf
h∈Ru





h′




2Ωjj

2Ωjj





−1

h





= h′0




2Ωjj

2Ωjj





−1

h0 = Ω−1
jj u. (B.17)

Thus by Lemma B.3.1, (Mj >
√
u | βj = 0) = LppΩ

−1
jj u.

On the other hand, for h ∈ Rc
u, it’s easy to see

inf
h∈Rc

u





(h′ − (

√
r,
√
r))




2Ωjj

2Ωjj





−1

(h− (
√
r,
√
r)′)






= Ω−1
jj min

{
(
√
r−

√
u)2+,

1
2
r
}
,

(B.18)

where Ω−1
jj (

√
r −

√
u)2+ is achieved when h1 = (

√
u,
√
u) and Ω−1

jj r/2 is achieved when
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h2 = (
√
r, 0) or (0,

√
r). Thus (Mj <

√
u | βj =

√
2r log p) = Lpp−Ω−1

jj min{(√r−
√
u)2+, 12 r}.

The proof of Lemma B.4.1 is completed.

We then use Lemma B.4.1 to prove Theorems 3.3.1 and 3.3.2. For the OLS estimator,

we have: 


β̂
(1)
j

β̂
(2)
j



 ∼ N








βj
βj



 ,




(X(1)

′X(1))
−1
jj

(X(2)
′X(2))

−1
jj







 . (B.19)

Similar to B.13, we have:

(X′
(i)X(i))

−1
jj =d 2Ωjj

n/2− p+ 1
χ2n/2−p+1

n
n− 2p+ 2

(B.20)

for i = 1, 2.

Thus for any ε > 0, using union bound and the concentration for chi-square random

variable, we have:

(
max

j∈[p],i∈[2]

∣∣∣∣(X
′
(i)X(i))

−1
jj −

2Ωjj

1− 2κ

∣∣∣∣ > ε
)

≤ 2pe−(n/2−p+1)ε2/8. (B.21)

Thus by Lemma B.3.1 and Lemma B.4.1, the proof is completed.

For the debiased lasso estimator, by the decomposition in (B.8), we have:

β̂
(i)
j√

2 log p
∼ N

( βj√
2 log p

,
1

2 log p

(
Ω̂

(i)
Σ̂
(i)
Ω̂

(i))

jj

)
+

δ(i)j√
2 log p

(B.22)

for i = 1, 2. Using the same argument as in the proof of Theorem 3.3.3, for any γ we have:

({
‖Ω̂

(i)
Σ̂
(i)
Ω̂

(i)
− 2Ω‖∞ ≥ γ

}
∪
{
‖δ(i)‖∞ ≥ γ

})
≤ p−L, (B.23)

226



for any L and for i = 1, 2. The proof is thus completed by Lemma B.3.1 and Lemma B.4.1.

B.4.3 Proof of Theorems 3.4.1 and B.2.1

We first prove the following Lemma.

Lemma B.4.2 Let

(Zj, Z̃j)
′ ∼ N

(
(βj/
√

2 log p, 0)′,Aj/2 log p
)
, where Aj = αj




1 ρj
ρj 1



 . (B.24)

Define

Mj = (|Zj| ∨ |Z̃j|) ·






+1, if |Zj| > |Z̃j|

−1, if |Zj| ≤ |Z̃j|,
(B.25)

then we have:

(Mj >
√
u | βj = 0) = Lpp−α−1

j u

(Mj <
√
u | βj =

√
2r log p) = Lpp−α−1

j min
{
(
√
r−

√
u)2+, (1+|ρj|)

−1r/2
}
.

(B.26)

Proof of Lemma B.4.2. Define

Ru = {Zj >
√
u,Zj > |Z̃j|} ∪ {Zj < −

√
u,Zj < −|Z̃j|}, (B.27)
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then we can represent {Mj >
√
u} asRu. Define h0 = (

√
u,
√
uρj)

′, we have:

inf
h∈Ru





h′α−1

j




1 ρj
ρj 1





−1

h





= α−1

j h′0




1 ρj
ρj 1





−1

h0 = α−1
j u. (B.28)

Thus by Lemma B.3.1, (Mj >
√
u | βj = 0) = Lppα

−1
j u.

Note that h′




1 ρj
ρj 1





−1

h can be viewed as a contour of an ellipsoid and the long/short

shaft of the ellipsoid are paralleled with y = ±x, thus we have:

inf
h∈Rc

u





(h′ − (

√
r, 0))α−1

j




1 ρj
ρj 1





−1

(h− (
√
r, 0)′)





≥ α−1

j min
{
(
√
r−

√
u)2+, (1+ |ρj|

−1)r/2
}
.

(B.29)

It follows that

(Mj <
√
u | βj =

√
2r log p) = Lpp−α−1

j min
{
(
√
r−

√
u)2+, (1+|ρj|)

−1r/2
}
.

Thus we have completed the proof of Lemma B.4.2.

The debiased lasso estimator for knockoff can be written as:

β̂
d,kf

−β = Z+δaug, Z | Xaug ∼ N(0, Ω̂
aug
Σ̂
aug
Ω̂

aug
), δaug = (Ω̂

aug
Σ̂
aug
−I)








β

0



− β̂



 ,

(B.30)

where Xaug = [X, X̃], Σ̂
aug

= X′
augXaug and β̂ is the lasso estimator employed on Xaug.

By the property of debiased lasso, we can prove for any fixed γ > 0 and L > 0, as p →
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∞,

({
‖Ω̂

aug
Σ̂
aug
Ω̂

aug
−Ωaug‖∞ ≥ γ

}
∪
{
‖δaug‖∞/

√
log p ≥ γ)

})
≤ p−L.

Thus we can apply Lemma B.3.1 and the proof is thus completed.

For the least-squares estimator for knockoff, we have:

β̂
ols,kf

∼ N
(
(β, 0)′, (X′

augXaug)
−1
)
.

Similar as before, we have:

(X′
augXaug)

−1
jj =d αj

n− 2p+ 1
χ2n−2p+1

n
n− 2p+ 1

.

Thus we have:

(
max
j∈[p]

∣∣∣∣(X
′
augXaug)

−1
jj −

αj
1− 2κ

∣∣∣∣ > ε
)

≤ pe−(n−2p+1)ε2/8

(
max
j∈[p]

∣∣∣∣(X
′
augXaug)

−1
j+p,j+p −

αj
1− 2κ

∣∣∣∣ > ε
)

≤ pe−(n−2p+1)ε2/8
(B.31)

Furthermore, for the off-diagonal term, we have:

(X′
augXaug)

−1
j,−j =

1
‖(I− Paug

−j )Xj‖2
(X′

aug,−jXaug,−j)
−1X′

aug,−jXj.

The conditional distribution of Xj given Xaug,−j is

N(−Xaug,−jΣ−1
aug,−j,−jΣaug,−j,j,Ωaug,jj),
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thus it’s easy to see that given Xaug,−j,

(X′
aug,−jXaug,−j)

−1X′
aug,−jXj ∼ N(−Σ−1

aug,−j,−jΣaug,−j,j, Ωaug,jj(X′
aug,−jXaug,−j)

−1).

We can upper bound the diagonal term of (X′
aug,−jXaug,−j)−1 similarly as (B.31). Further by

employing the tail bound for normal random variables and combining (B.31), (X′
augXaug)

−1
j,j+p

concentrates on

−αj/(1− 2κ)Σ−1
aug,−j,−jΣaug,−j,j = αjρj/(1− 2κ)

with similar rates as in (B.31). Then by the union bound, the proof is completed.

B.4.4 Proof of Theorems 3.4.2 and B.2.2

Our analysis of the Gaussian mirror is based on Algorithm 8. We first prove the following

Lemma.

Lemma B.4.3 Let Zj, Z̃j be two independent normal random variables following from

N(βj/
√

2 log p,Ωjj/(2 log p)) and N(0,Ωjj/(2 log p)). Define

Mj = (|Zj| ∨ |Z̃j|) ·






+1, if |Zj| > |Z̃j|

−1, if |Zj| ≤ |Z̃j|,

then we have:

(Mj >
√
u | βj = 0) = Lpp−Ω−1

jj u

(Mj <
√
u | βj =

√
2r log p) = Lpp−Ω−1

jj min{(√r−
√
u)2+, 12 r}.
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Proof of Lemma B.4.3. Note that we can represent the event {Mj >
√
u} asRu defined

in (B.27). Define h0 = (
√
u, 0)′, we have:

inf
h∈R′

u





h′




Ωjj

Ωjj





−1

h





= h′0




Ωjj

Ωjj





−1

h0 = Ω−1
jj u. (B.32)

Thus by Lemma B.3.1, (Mj >
√
u | βj = 0) = LppΩ

−1
jj u. On the other hand, for h ∈ Rc

u,

we have:

inf
h∈Rc

u





(h′ − (

√
r, 0))




Ωjj

Ωjj





−1

(h− (
√
r, 0)′)






= Ω−1
jj min

{
(
√
r−

√
u)2+,

1
2
r
}
.

(B.33)

where Ω−1
jj (

√
r −

√
u)2+ is achieved when h1 = (

√
u, 0) and Ω−1

jj r/2 is achieved when

h2 = (
√
r/2,

√
r/2). Thus (Mj <

√
u | βj =

√
2r log p) = Lpp−Ω−1

jj min{(√r−
√
u)2+, 12 r}.

The proof of Lemma B.4.3 is completed.

Note that in our new implementation of Gaussian mirror in Algorithm 3, we do not

directly run debiased lasso on the augmented matrix [X, x̃j]. Instead, we utilize the indepen-

dence between the imputed variable x̃j and X and construct the estimator as in (B.3). For

the ease of notation, we define

Ω̂
(j)

=




Ω̂

1/c2j



 , Ω(j) =




Ω

Ωjj



 , Σ̂
(j)

=




X′X X′x̃j

x̃′jX x̃′j x̃j



 (B.34)
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Plugging in y = Xβ+ e, we have the following decomposition,

β̂
d,gm

− β = Z+ δ(j), Z | X̃(j) ∼ N(0, Ω̂
(j)
Σ̂
(j)
Ω̂

(j)
), δ(j) = (Ω̂

(j)
Σ̂
(j)
− I)








β

0



− β̂



 ,

(B.35)

We then prove the β̂
d,gm

has the same asymptotic behavior as the debiased lasso directly

run on [X, x̃j]. This can be established by replicating the proof in Van de Geer et al. 140 as we

detail it here.

Lemma B.4.4 For any fixed γ > 0 and L > 0, as p → ∞,

({
‖Ω̂

(j)
Σ̂
(j)
Ω̂

(j)
−Ω(j)‖∞ ≥ γ

}
∪
{
‖δ(j)‖∞/

√
log p ≥ γ)

})
≤ p−L (B.36)

Proof of Lemma B.4.4. We first upper bound ‖δ(j)‖∞. Note that

‖δ(j)‖∞ ≤ ‖Ω̂
(j)
Σ̂
(j)
− I‖∞‖(β′, 0)′ − β̂‖1. (B.37)

By the convergence rate of lasso, we have:

(
‖(β′, 0)′ − β̂‖1 ≥ C‖β‖0

√
log p

)
≤ p−C′

. (B.38)

For notational convenience, C > 0 denotes a general positive constant and may vary line

by line throughout and we denote C′ as a constant depending on Cwhich goes to infinity

as C goes to infinity. Note that the traditional result for lasso gives the convergence rate of

‖β‖0
√

log p/n as they assume ‖Xj‖ =
√
nwhile we assume ‖Xj‖ = 1.
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Then we prove:

(
‖Ω̂

(j)
Σ̂
(j)
− I‖∞ ≥ C

√
log p/n

)
≤ p−C′

. (B.39)

We now decompose Ω̂
(j)
Σ̂
(j)
− I into three parts as follows:

‖Ω̂
(j)
Σ̂
(j)
− I‖∞ = max{‖Ω̂Σ̂− I‖∞, ‖Ω̂X′x̃j‖∞, |‖x̃j‖2/c2j − 1|}. (B.40)

We then define

I = ‖Ω̂Σ̂− I‖∞, II = ‖Ω̂X′x̃j‖∞, III = |‖x̃j‖2/c2j − 1|, (B.41)

and upper bound each term separately. For ease of notations, we let s = max1≤j≤p ‖Ωj,·‖0.

For the term I, by the KKT condition of lasso, we have:

(
I > C

√
log p/n

)
≤ p−C′

. (B.42)

For the term III, we have:

‖x̃j‖2/c2j − 1 = ‖zj‖2 − 1 d
= χ2n/n− 1. (B.43)

By the concentration inequality of the chi-squared random variable, we can upper bound

III as C
√

log p/nwith probability 1− p−C′ .
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For the term II, note that x̃j = cjzj and zj is independent of X and Ω̂, we have:

(
‖Ω̂X′x̃j‖ ≥ cj

√
‖Ω̂ΣΩ̂‖∞ log p/n

)
≤ 1− p−C′

. (B.44)

By the argument in Van de Geer et al. 140 , we have:

‖Ω̂ΣΩ̂ −Ω‖∞ ≤ C
√

s log p/n (B.45)

with probability 1 − p−C′ . Note that ‖Ω‖∞ ≤ C and s = o(n/ log p), we can also upper

bound II as C
√

log p/nwith probability 1− p−C′ .

Summarizing the above arguments, we have:

(
‖δ(j)‖∞ ≥ C

√
log p/n‖β‖0

√
log p

)
=

(
‖δ(j)‖∞ ≥ C‖β‖0 log p/

√
n
)
≤ p−C′

.

(B.46)

Then we upper bound ‖Ω̂
(j)
Σ̂
(j)
Ω̂

(j)
−Ω(j)‖∞.

Note that:

‖Ω̂
(j)
Σ̂
(j)
Ω̂

(j)
−Ω(j)‖∞ = ‖(Ω̂

(j)
Σ̂
(j)
− I)Ω̂(j)

‖+ ‖Ω̂
(j)
−Ω(j)‖∞

= ‖Ω̂
(j)
Σ̂
(j)
− I‖∞‖Ω̂

(j)
‖1 + ‖Ω̂ −Ω‖∞ + |1/c2j −Ωjj|

≤ C
√

log p/n
√
s+ C

√
s log p/n+ C

√
log p/n

≤ C
√

s log p/n
(B.47)

with probability 1 − p−C′ , where the first term in the second to last equality follows from

the fact that ‖Ω̂
(j)
‖1 ≤ Cswith probability 1 − p−C′ . For any fixed γ and L, note that
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s = o(n/ log p), we can safely set C large enough such that C
√
s log p/n ≤ γ but C′ ≥ L.

Thus we have completed the proof of Lemma B.4.4.

Combine Lemma B.3.1, Lemma B.4.3 and Lemma B.4.4, we have completed the proof

of Theorem 3.4.2.

For Theorem B.2.2, when the OLS is plugged in for GM, if we regress y on [X, x̃j], we

have:

β̂
ols,gm

∼ N
(
(β, 0)*,

(
Σ̂
(j))−1

)
. (B.48)

Note that zj is independent to X and c2j concentrates on Ωjj/(1 − κ) exponentially fast, we

can get the proof by repeating the arguments in Lemma B.4.4, with δj = 0 and Ω̂
(j)
Σ̂
(j)
Ω̂

(j)

replaced by (Σ̂
(j)
)−1.

B.4.5 Proof of Theorem 3.5.1

By Corollaries 3.3.1, 3.4.1 and 3.4.2, v! = ω for data splitting and Gaussian mirror, and

v! = α for model-X knockoff. Thus it suffices to get the diagonal term of precision matrix

Ω and the augmented precision matrix Ωaug, where the latter, by the definition of knock-

off, can be simplified to calculate the diagonal term of

[
2diag(s)− diag(s)Σ−1diag(s)

]−1
. (B.49)

The inversion of an augoregressive covariance matrix has the following tri-diagonal form:
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Ω =
1

1− ρ2






1 −ρ

−ρ 1+ ρ2 −ρ

−ρ . . . . . .
. . . . . . . . .

. . . 1+ ρ2 −ρ

−ρ 1






(B.50)

Thus v! = (1+ ρ2)/(1− ρ2) for DS and GM.

For CI-knockoff,

diag(s) = [diag(Σ−1)]−1 = diag
(
1− ρ2, 1− ρ2

1+ ρ2 , . . . ,
1− ρ2
1+ ρ2 , 1− ρ2

)
. (B.51)
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Let s1 = 1− ρ2 and s2 = (1− ρ2)/(1+ ρ2), we have

2diag(s)− diag(s)Σ−1diag(s)

= 2diag(s)−






s1 −ρ
1−ρ2 s1s2

−ρ
1−ρ2 s1s2 s2 −ρ

1−ρ2 s
2
2

−ρ
1−ρ2 s

2
2

. . . . . .

. . . . . . . . .
. . . s2 −ρ

1−ρ2 s1s2
−ρ
1−ρ2 s1s2 s1






= diag(s) 1
1− ρ2






1 ρ

ρ 1+ ρ2 ρ

ρ . . . . . .
. . . . . . . . .

. . . 1+ ρ2 ρ

ρ 1






diag(s)

(B.52)

Note the matrix in the middle of the above equation can be obtained by flipping the sign

of ρ in Σ−1, thus we know:

[
2diag(s)− diag(s)Σ−1diag(s)

]−1
= diag(s)−1Σ̃diag(s)−1,

where Σ̃ ∈ p×p and Σ̃ij = (−ρ)|i−j|.
(B.53)
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It follows that:

diag(
[
2diag(s)− diag(s)Σ−1diag(s)

]−1
)

= diag
(

1
(1− ρ2)2 ,

(1+ ρ2)2
(1− ρ2)2 , . . . ,

(1+ ρ2)2
(1− ρ2)2 ,

1
(1− ρ2)2

) (B.54)

Thus v! = (1+ ρ2)2/(1− ρ2)2 for CI-knockoff.

B.4.6 Proof of Theorem 3.5.2

For the permuted blockwise diagonal covariance matrix, it suffices to study one block. With

a bit abuse of notation, we denote Σ = Bk(ρ). We can represent Σ as Σ = (1 − ρ)I + ρ11′.

Then using Sherman-Morrison formula, we have

Σ−1 =
1

1− ρ

(
I− ρ

1+ (k− 1)ρ11
′
)
. (B.55)

Thus the diagonal terms of Σ−1 all equal to [1+ (k− 2)ρ]/[(1− ρ)(1+ (k− 1)ρ)].

For CI-knockoff,

diag(s) = [diag(Σ−1)]−1 = diag
(
(1− ρ)(1+ (k− 1)ρ)

1+ (k− 2)ρ

)
. (B.56)

Plug this into (B.49), and with some tedious calculation we can derive the exact form of the

RQmetric θ. The key observation here is that 2diag(s) − diag(s)Σ−1diag(s) still belongs

to the family ofMp(ρ, k), thus we can employ Sherman-Morrison formula again to get its

inverse. Note that we can set diag(s) as in (B.56) only when ρ > −1/(2k − 3), otherwise

the augmented covariance matrix is no longer positive definite. Thus this puts a restriction
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on the value of ρwhen one can use CI-knockoff.

For SDP-knockoff, we first prove: diag(s) = min{2λmin(Σ), 1}Ik, where λmin(Σ) is the

minimum eigenvalue of Σ, which gives the same construction as Equi-knockoff. Recall that

SDP solves diag(s) from the following semi-definite programming

min
∑

j
(1− sj), subject to 0 ≤ sj ≤ 1, diag(s) 7 2Σ. (B.57)

Due to the symmetry of Σ, one can prove the minimizer of the above optimization must

have s1 = . . . = sp. Thus the semi-definite programming (B.57) becomes

max s, subject to 0 ≤ s ≤ 1, sIk 7 2Σ, (B.58)

whose solution is simply s = min{2λmin(Σ), 1}. Note that only when−1/(2k− 2) < ρ <

1/2, the above construction makes Σaug full rank, thus this also puts a restriction on the

value of ρwhen one can use SDP/Equi-knockoff. Note that when−1/(2k−2) < ρ < 1/2,

diag(s) = 1. Using the same calculation as in CI-knockoff, we can derive the RQmetric v!

for SDP/Equi-knockoff.
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C
Supplementary Materials of Chapter 4

C.1 Algorithm and Implementation Details

Here we present the algorithm for GVSSB with hierarchical slab functions. The algorithm

for general slab functions can be easily modified. We summarize the parameter updates for

two specific slab functions, namely the multi-Laplacian and multivariate t distributions, in

Table C.1.
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Algorithm 9 Component-wise Grouped Variational Bayes
Initialize: ΔH,Δσ, λ,w, σ̃,Σ, μ, γ, κ
1: whilemax{ΔH − εH,Δσ − εσ} > 0 do
2: a := order({‖μi‖}Gi=1)
3: γold := γ
4: for k = 1 toG do
5: i := ak
6: update Σi, μi, γi \\ see equation (4.16) and equation (4.17)
7: update κi \\ see equation (4.19)
8: end for
9: update λ,w \\ see equation (4.23)
10: ΔH := max{|H(γi)−H(γi,old)|, i = 1, . . . ,G}
11: σ̃old = σ̃
12: if ΔH ≤ εH then
13: σ̃2 := [‖Y−

∑G
i=1 Xiθi‖22]/n \\ see equation (4.8)

14: end if
15: Δσ := |σ̃ − σ̃old|
16: end while

C.2 Additional Numerical Results

C.2.1 Comparing slab priors

Beyond the multi-Laplacian distribution, we explore two additional slab functions in

GVSSB: the multivariate Gaussian distribution and the multivariate Cauchy distribution.

The simulation setup is the same as the one in Section 4.6.1. The results are summarized

in Figure C.1. Across most scenarios, the multivariate Gaussian slab exhibits a slightly

worse performance in terms of MCC, Precision, and LMSE, yet it demonstrates a slightly

higher Recall rate. The multi-Laplacian and the multivariate Cauchy priors perform simi-

larly across most evaluation metrics, with the latter achieving slightly better Precision. This

analysis underscores the minimal impact of slab prior choice on variable selection and per-
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Multi-Laplacian Multivariate T with degree of freedom ν
Σi

(
Xᵀ
i Xi/σ̃2 + λ√κi Ipi

)−1 (
Xᵀ
i Xi/σ̃2 + ν+pi

νλ2+κi
Ipi
)−1

μi ΣiXᵀ
i ri/σ̃2 ΣiXᵀ

i ri/σ̃2

γi
logit−1(log w

1−w + 1
2(log |Σi| logit−1(log w

1−w + 1
2(log |Σi|+ ν log νλ2

2
+ log π + pi log λ2

2 − λ√κi −(ν+ pi) log νλ2+κi
2 + κi ν+pi

νλ2+κi
−2 log Γ( pi+1

2 ) + μᵀi Σ−1
i μi)) +μᵀi Σ−1

i μi)) + log Γ( ν+pi
2 )− log Γ( ν2)

κi μᵀi μi + Tr(Σi) μᵀi μi + Tr(Σi)
w (

∑G
i=1 γi)/G (

∑G
i=1 γi)/G

λ2
∑G

i=1 γi(pi + 1)/
∑G

i=1 γi(
√κi
λ + 1

λ2 )
∑G

i=1 γi/
∑G

i=1 γi
ν+pi

νλ2+κi

formance in GVSSB, affirming its robustness to different prior distributions.

C.2.2 Grouped linear regression

In this example, we focus on scenarios with low signal-to-noise ratios (SNR). We set n =

800,G = 400, pi = 5, k = 5, and ρ = 0.2, while coefficients in each nonzero group are

randomly drawn from the following distributions:

• Multi-Laplacian distribution with hyper-parameter equals to 1,

• Multivariate Gaussian distribution with covariance matrix Ipi ,

• GaussianMixture distribution with one component generating fromN(0, 2Ipi) and

the other four components generating fromN(0, 0.5Ipi),

• Multivariate t distribution with degree of freedom equals to 3.

We adjust σ! to range SNR from 0.1 to 0.5. The results are summarized in Figure C.2.

GVSSB consistently ranks as the best or near the best across all metrics except for Recall.
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Although SSGL has the best recall rate, its Precision is very close to zero, indicating it se-

lects too many null groups. The inclusion of these excessive null groups leads to the worst

mean squared error among all competing methods. The implementation of SSGL fixes the

slab parameter λ1 = 1 and chooses the spike parameter λ0 from an increasing ladder of

values {1, . . . , 100}. The poor variable selection performance suggests that the GIC crite-

ria that SSGL adopts select a rather small λ0, making it difficult to distinguish signal from

noise. On the other hand, the four frequentist methods considered exhibit rather similar

performance across all settings. This suggests that their approaches are comparable and
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don’t significantly outperform one another in this context.
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C.2.3 Sparse generalized additive model

The true model is Yi = f1(xi1) + f2(xi2) + f3(xi3) + f4(xi4) + εi, where εi
i.i.d.∼ N(0, σ2!)

for i = 1, . . . , n, with f1(x) = 5 cos(2πx2), f2(x) = x3, f3(x) = 4 log(|x|) and f4(x) =

6 tanh(x). The standard deviation of the noise σ! is chosen to vary the signal-to-noise ratios

from 0.3 to 0.7. The covariates are generated via Xij = (Wij + tUi)/(1 + t), for i =

1, . . . , n and j = 1, . . . , pwhereWi1, . . . ,Wip andUi are i.i.d. fromUnif[0, 1]. Therefore,
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corr(Xij,Xik) = t2/(1 + t2) for any j 3= k. We fix the sample size n = 200 and the feature

size p = 600. The correlation t and the number of basis functions d are varied. The results

are summarized in Figure C.3.
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In this example, GVSSB leads with the best MCC and LMSE, and ranks near the top in

Precision. Its Recall is also high, only outperformed by SSGL. The grMCP follows GVSSB

closely in overall performance. SSGL shows low Precision and Recall, along with a notably

poor LMSE. In contrast, GAMSel demonstrates high Precision but low Recall, with its
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LMSE being the second worst. AdGLasso, grLasso, grSCAD, and SpAM show variations

in Precision and Recall but have similar MCC and LMSE outcomes.

C.2.4 Comparisonwith Gibbs sampler

In this section, we compare our method with Bayesian Group Lasso with Spike-and-Slab

prior (BGLSS) developed by Xu &Ghosh 156, which is a Gibbs Sampler with Dirac-and-

Laplace prior available in the R package 0%6*6. Unlike our method, they use the Monte

Carlo EM algorithm to automatically calibrate hyper-parameters.

We consider a scenario where (n,G, pi, k) = (200, 200, 5, 10). We generate features

independently fromN(0,Σ), where Σij = 0.6 for i 3= j in the same group and Σij = 0.2

for i, j not in the same group. The coefficients in relevant groups are sampled i.i.d. from

Unif[−0.5, 0.5]. We vary the SNR from 0.5 to 2.5. For BGLSS, we set 5000 burnin steps

and use the median value of the coefficients estimated from the following 5000 steps as the

final estimation.

$-0Ѵ; �ĺƑĹ $_; vbl�Ѵ-ঞom u;v�Ѵ|v o= �(""� -m7 ���""ĺ n = 200, G = 200, pi = 5, k = 10, Σii = 1, Σij = 0.6
=ou i 3= j bm |_; v-l; ]uo�r -m7 Σij = 0.2 =ou i, j mo| bm |_; v-l; ]uo�rĺ �-1_ uo� o= |_; 7;vb]m l-|ub� bv ];m;u-|;7
bm7;r;m7;m|Ѵ� =uolN(0,Σ)ĺ

SNR 0.5 1 1.5 2 2.5

MCC

GVSSB-G 0.21 0.49 0.63 0.72 0.79
GVSSB-C 0.18 0.43 0.58 0.69 0.76
GVSSB-L 0.22 0.47 0.61 0.70 0.77
BGLSS 0.13 0.26 0.37 0.49 0.61

LMSE

GVSSB-G -5.42 -5.56 -5.80 -6.06 -6.33
GVSSB-C -5.42 -5.56 -5.77 -6.03 -6.28
GVSSB-L -5.40 -5.56 -5.80 -6.04 -6.29
BGLSS -5.48 -5.53 -5.61 -5.72 -5.93

246



The results for the LMSE andMCC are summarized in Table C.2. We can see that

GVSSB consistently performs on par with or surpasses BGLSS in terms of LMSE, regard-

less of the choice of slab functions. Moreover, GVSSB achieves higher MCC values, indi-

cating better variable selection performance. These results demonstrate that the variational

approach is not inferior to the Gibbs sampler, while also offering the advantage of shorter

running times.

C.2.5 Estimation of the noise level

In Section 4.4, we highlighted one of the advantages of GVSSB, which is its ability to in-

corporate the unknown noise level into the mean-field family. This allows for simultane-

ous estimations of both the noise level σ2! and the regression coefficients. We compare our

methods with SSGL and BGLSS and evaluate the performance using |σ̂2/σ2! − 1|. The ex-

perimental setup here is similar to Section C.2.4, except k = 5. The SNR ranges from 0.5

to 1.5.

For BGLSS, we discovered that the choice of the initial value for σ2 has a significant im-

pact on the performance. If we simply set σ2 = 1 as the starting point, which is done in the

R package 0%6*6, the MCMC algorithm fails to converge. To mitigate the mixing problem,

we compute the initial value of σ2 using the scaled Lasso132. We set the iteration number

to 10000 and discarded the first 5000 samples as burn-in. The estimation is obtained using

the sample mean of σ2 from the remaining 5000 samples.

The results presented in Table C.3 clearly show that our methods consistently outper-

form their Bayesian counterparts. Among the three variants of GVSSB, the multivariate

Gaussian slab performs slightly better, while the multi-Laplacian slab and multivariate
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SNR 0.5 0.7 0.9 1.2 1.5
GVSSB-G 0.15 0.15 0.14 0.12 0.11
GVSSB-C 0.19 0.18 0.16 0.13 0.12
GVSSB-L 0.19 0.18 0.16 0.13 0.12
SSGL 0.44 0.53 0.60 0.60 0.56
BGLSS 0.33 0.36 0.32 0.26 0.20

Cauchy slab exhibit similar performances. BGLSS performs better than SSGL but does not

achieve the same level of accuracy as the GVSSB methods. SSGL tends to favor parsimony

in variable selection, which can lead to the exclusion of relevant groups and consequently

an overestimation of σ2!.

One possible reason that BGLSS performs worse than our method may be that their

prior for θj depends on the unknown noise level σ2. Specifically, for nonzero groups, they

set θj | σ2 ∝ exp(−λ‖θj‖/σ). Thus, the Gibbs updates for θj’s and σ2 are coupled together,

potentially leading to a slower convergence. This is validated by our observation that the

mixing for σ2 can be poor at times (auto-correlation exceeding 0.5 even after gaps) and also

potentially explains why a bad initialization can cause the algorithm to fail to converge.

C.2.6 The effect of updating hyper-parameters

In Section 4.5, we have proved the robustness of the VB approach to the choice of hyper-

parameters, provided that the hyper-parameters fall within certain wide intervals. However,

in finite sample cases, the accuracy can still be affected by the choice of hyper-parameters.

Improper choices may lead to poor performances115. In this section, we show that the vari-

ational EM algorithm developed in Section 3.4 can help mitigate the sensitivity to hyper-
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parameters.

We set n = 600, G = 600, pi = 5, k = 5. Each sample is generated independently
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from a normal distributionN(0,Σ)with Σij = 0.6 if variable i and j belong to the same

group and Σij = 0.2 for i and j belong to different groups. The true coefficients are gen-

erated from a uniform distribution Unif[−1, 1]. The SNR is set to 0.5. To initialize the

hyper-parameter λ, we consider values ranging from 0.01 to 100, with w taking on three

different values: 1/G, 1/2, and (G − 1)/G. We then summarize the MCC and the LMSE

in Figure C.4, where we compare the performance of our algorithm with and without the

variational EM updates of hyper-parameters.

From Figure C.4, we found that the variational EM updates of hyper-parameters im-

prove the performance of our algorithm significantly in most cases and also stabilize the

algorithm across different initializations. When the hyper-parameters are not properly

chosen, the variational EM updates can regain some power even if the original algorithm

with hyper-parameters fixed has no variable selection ability. Hence, we recommend using

the variational EM updates unless one is highly confident about the value of the hyper-

parameters in practical scenarios.

C.3 Proofs

C.3.1 Proof of Theorem 4.5.1

Equation (4.25) is equivalent to

P!

(
Π(Ω̂

c
| X,Y) ≥ e−C1Ks! logG

)
" e−C2Ks! logG/2. (C.1)

Similarly to Jiang & Sun70, the main recipe to prove (C.1) is the following lemma.
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Lemma C.3.1 Consider a parametric model {Pβ}β∈B, and a data generation D from the

true parameter β! ∈ B. LetΠ(β) be a prior distribution over B. If

(a) Π(B0) ≤ δ0;

(b) There exists a test function φ(D) such that

sup
β∈Btest

β[1− φ(D)] ≤ δ1, β! [φ(D)] ≤ δ′1;

(c)

β!

(∫ Pβ(D)

Pβ!(D)
dΠ(β) ≤ δ2

)
≤ δ′2;

Then for any δ3,

β!

(
Π(B0 ∪ Btest | D) ≥ δ0 + δ1

δ2δ3

)
≤ δ′1 + δ′2 + δ3.

In our case, we let

D = (X,Y), β = (σ, S, θ), Pθ(D) = N(Y | Xθ, σ2I),

B0 = {(σ, S, θ) : |S\S!| > Ks!)} ∪ {(σ, S, θ) : S /∈ F)},

Btest = B1 ∪ B2,

B1 =

{
(σ, S, θ) ∈ Bc

0 :
σ2
σ2!

/∈
[
1−M1εn
1+M1εn

,
1+M1εn
1−M1εn

]}
,

B2 =
{
(σ, S, θ) ∈ Bc

0 ∩ Bc
1 : ‖θ− θ!‖ > M2σ!

√
nεn/(‖X‖o

√
λ)
}
.

We take the test function as

φ = max{φ1, φ2},
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with

φ1 = 1
{

max
S∈F :|S\S!|≤Ks!

∣∣∣∣
Yᵀ(I− PS∪S!)Y

nσ2!
− 1
∣∣∣∣ > M1εn

}
,

φ2 = 1
{

max
S∈F :|S\S!|≤Ks!

‖X†
S∪S!Y− θ!S∪S!‖ > M2σ!

√
nεn/(2‖X‖o

√
λ)
}
,

where for any matrix A, A† = (AᵀA)−1Aᵀ. Then we prove the following lemmas:

Lemma C.3.2 Suppose Assumption 4.3.1 hold. Then

Π(B0) ≤ e−[A2K−o(1)]s! logG.

The proof of this lemma follows similarly to the proof of Lemma 5.2 in Jiang & Sun70 and

is thus omitted.

Lemma C.3.3

!φ1 " e−[M2
1/8−K−o(1)]nε2n , sup

(σ,S,θ)∈B1

(σ,S,θ)(1− φ1) " e−[M2
1/8−o(1)]nε2n

Proof of Lemma C.3.3. We can rewrite φ1 as

φ1 = 1
{

max
S∈F :|S\S!|≤Ks!

∣∣∣∣
εᵀ(I− PS∪S!)ε

n − 1
∣∣∣∣ > M1εn

}

≤ 1
{

max
|S\S!|≤Ks!

∣∣∣∣
εᵀ(I− PS∪S!)ε

n − 1
∣∣∣∣ > M1εn

}
.

Note that the projection matrices PS1∪S! ≤ PS2∪S! for nested models S1 ⊆ S2, we know

εᵀ(I − PS∪S!)ε achieves its maximum and minimum value when S\S! = ∅ and |S\S!| =
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Ks!. For each |S\S!| = Ks! or 0, we have:

!

(∣∣∣∣
εᵀ(I− PS∪S!)ε

n − 1
∣∣∣∣ > M1εn

)

≤
(
χ2n−s!
n > 1+M1εn

)
+

(
χ2n−(K+1)s!pmax

n < 1−M1εn

)
.

It’s easy to show nεn * (K+1)s!pmax by Assumption 4.5.2. Thus, by Lemma S.3.2 in Jiang

& Sun70 (concentration inequality for the Chi-square random variable), we have:

(
χ2n−s!
n > 1+M1εn

)
7 e−(1/8−o(1))nε2n ,

(
χ2n−(K+1)s!pmax

n < 1−M1εn

)
7 e−(1/8−o(1))nε2n .

Then we know

!φ1 ≤
[
1+

(
G
Ks!

)]
× e−(1/8−o(1))nε2n ≤ e−[M2

1/8−K−o(1)]nε2n .

Then we show the second part of the lemma. Define

φ1,S = 1
{∣∣∣∣

Yᵀ(I− PS∪S!)Y
nσ2!

− 1
∣∣∣∣ ≤ M1εn

}
.

Then we can rewrite φ1 = maxS∈F :|S\S!|≤Ks! φ1,S. Thus φ1 ≥ φ1,S for any {S ∈ F :

|S\S!| ≤ Ks!}. So for any S ∈ F , |S\S!| ≤ Ks!, we have:

sup
(σ,S,θ)∈B1

(σ,S,θ)(1− φ1) ≤ sup
(σ,S,θ)∈B1

(σ,S,θ)(1− φ1,S).
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We then provide a uniform bound for each (σ,S,θ)(1− φ1,S).

(σ,S,θ)(1− φ1,S) = (σ,S,θ)

(∣∣∣∣
εᵀ(I− PS∪S!)ε

nσ2!/σ2
− 1
∣∣∣∣ ≤ M1εn

)

The restriction σ2/σ2! /∈ [ 1−M1εn
1+M1εn ,

1+M1εn
1−M1εn ] of B1 implies that

∣∣∣∣
εᵀ(I− PS∪S!)ε

nσ2!/σ2
− 1
∣∣∣∣ ≤ M1εn =⇒

∣∣∣∣
εᵀ(I− PS∪S!)ε

n − 1
∣∣∣∣ ≥ M1εn.

Then

(σ,S,θ)(1− φ1,S) ≤
(∣∣∣∣

εᵀ(I− PS∪S!)ε
n − 1

∣∣∣∣ ≥ M1εn
)

≤
(
χ2n−s!
n > 1+M1εn

)
+

(
χ2n−(K+1)s!pmax

n < 1−M1εn

)
" e−[1/8−o(1)]nε2n .

Note this bound holds uniformly for all (σ, S, θ) ∈ Θ1, we have proved the second part of

the lemma.

Lemma C.3.4

!φ2 " e−[M2
2/8−K−o(1)]nε2n , sup

(σ,S,θ)∈B2

(σ,S,θ)(1− φ2) " e−[M2
2/8−o(1)]nε2n

Proof of Lemma C.3.4. We begin to prove the first part. For any S ∈ F such that |S\S!| ≤

Ks!, we have:
‖X†

S∪S!Y− θ!S∪S!‖
2

σ2!
= εᵀXS∪S!(X

ᵀ
S∪S!XS∪S!)

−2XS∪S!ε

≤
εᵀXS∪S!(X

ᵀ
S∪S!XS∪S!)

−1XS∪S!ε
λmin(Xᵀ

S∪S!XS∪S!)
≤ εᵀPS∪S!ε

‖X‖2o λ
,
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where PS∪S! = XS∪S!(X
ᵀ
S∪S!XS∪S!)

−1XS∪S! . This implies

φ2 ≤ 1
{

max
S∈F :|S\S!|≤Ks!

εᵀPS∪S!ε > M2
2nε2n/4

}

Similar to the proof of Lemma C.3.3, we have:

!φ2 ≤
(

G
Ks!

)
×

(
χ2(K+1)s!pmax

> M2
2nε2n/4

)

≤
(

G
Ks!

)
× e−[M2

2/8−o(1)]nε2n ≤ e−[M2
2/8−K−o(1)]nε2n .

Where the second inequality comes from Lemma S.3.2., part (b) in Jiang & Sun70.

Then we prove the second part. Similar to the proof of the second part in Lemma C.3.4,

define

φ2,S = 1
{
‖X†

S∪S!Y− θ!S∪S!‖ > M2
√
nσ!εn/(2‖X‖o

√
λ)
}
,

then φ2 = maxS∈F :|S∪S!|≤Ks! φ2,S. We then have:

sup
(σ,S,θ)∈B2

(σ,S,θ)(1− φ2) ≤ sup
(σ,S,θ)∈B2

(σ,S,θ)(1− φ2,S)

We proceed to bound

(σ,S,θ)(1− φ2,S) = (σ,S,θ)

(
‖X†

S∪S!Y− θ!S∪S!‖ ≤ M2σ!
√
nεn

2‖X‖o
√
λ

)
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In B2, we know:

‖X†
S∪S!Y− θ!S∪S!‖ = ‖X†

S∪S!(XS∪S!θS∪S! + XSc∩Sc!θSc∪Sc! + σε)− θ!S∪S!‖

= ‖θS∪S! − θ!S∪S! + σX†
S∪S!ε‖ ≥ ‖θS∪S! − θ!S∪S!‖ − σ‖X†

S∪S!ε‖

Then we have:

(σ,S,θ)(1− φ2,S) ≤ (σ,S,θ)

(
‖θS∪S! − θ!S∪S!‖ − σ‖X†

S∪S!ε‖ ≤ M2σ!
√
nεn

2‖X‖o
√
λ

)

= (σ,S,θ)

(
σ‖X†

S∪S!ε‖ ≥ ‖θS∪S! − θ!S∪S!‖ −
M2σ!

√
nεn

2‖X‖o
√
λ

)

≤ (σ,S,θ)

(
σ‖X†

S∪S!ε‖ >
M2σ!

√
nεn

2‖X‖o
√
λ

)

≤ (σ,S,θ)

(
‖PS∪S!ε‖ >

M2

2

√
1−M1εn
1+M1εn

√
nεn
)

≤
(
χ2(K+1)s!pmax

>

(
M2

2

√
1−M1εn
1+M1εn

)2

nε2n

)

≤ e−[M2
2/8−o(1)]nε2n ,

where the second and the third inequality follow from the definition of B2 and the last

inequality follows from the part (b) in Lemma S.3.2 in Jiang & Sun70. We have thus com-

pleted the proof of Lemma C.3.4.

Lemma C.3.5 Suppose Assumption 4.3.1 holds. For any constant η > 0,

!

(∫ N(Y | Xθ, σ2I)
N(Y | Xθ!, σ2!I)

dΠ(σ, S, θ) ≤ e−(A1+A3+1+η)s! logG
)

" e−Cηs! logG,

where the constant Cη > 0 depends on η.
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Proof of Lemma C.3.5. Similar to the proof of Lemma 5.5 in Jiang & Sun70, the proof

consists of four steps.

(1) Let

Ω! =






(σ, S, θ) :

σ2/σ2! ∈ [1, 1+ η1ε
2
n],

S = S!,

‖θj − θ!j ‖ ≤ η2σ!εn/(s!
√pmax), j ∈ S!






. (C.2)

Then it is obvious that

∫ N(Y | Xθ, σ2I)
N(Y | Xθ!, σ2!I)

dΠ ≥ Π(Ω!) inf
(σ,S,θ)∈Ω!

N(Y | Xθ, σ2I)
N(Y | Xθ!, σ2!I)

;

(2) Prove if η2 < 1 then

Π(Ω!) $ e−[A1+A3+1+o(1)]s! logG;

(3) Prove that if

‖PS!ε‖2 ≤ Cnε2n and ‖ε‖2 < 2Cn,

then for any small η3 > 0:

inf
(σ,S,θ)∈Ω!

N(Y | Xθ, σ2I)
N(Y | Xθ!, σ2!I)

$ e−[Cη1+η22/2+
√
Cη2+η3+o(1)]s! logG;

(4) Prove

!

(
‖PS!ε‖2 ≤ Cnε2n and ‖ε‖2 < 2Cn

)
$ 1− e−[C/2−o(1)]nε2n .

Once we established the aforementioned 4 steps, we then choose sufficiently small η1, η2, η3
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and suitable C > 0 such that

η > Cη1 + η22/2+
√
Cη2 + η3. (C.3)

Then we have:

!

(∫ N(Y | Xθ, σ2I)
N(Y | Xθ!, σ2!I)

dΠ(σ, S, θ) ≤ e−(A1+A3+1+η)s! logG
)

≤ !

(
Π(Ω!) inf

(σ,S,θ)∈Ω!

N(Y | Xθ, σ2I)
N(Y | Xθ!, σ2!I)

≤ e−(A1+A3+1+η)s! logG
)

≤ !

(
inf

(σ,S,θ)∈Ω!

N(Y | Xθ, σ2I)
N(Y | Xθ!, σ2!I)

≤ e−(η−o(1))s! logG
)

≤ !

(
‖PS!ε‖2 > Cnε2 or ‖ε‖2 > 2Cn

)
" e−[C/2−o(1)]nε2n .

Set Cη = C/2, we complete the proof. Thus it remains to prove Steps (2), (3) and (4).

Proof of (2):

Π(Ω!) =

∫ (1+η1ε
2
n)σ2!

σ2!
g(σ2)dσ2 × π(S!)×

∏

j∈S!

∫

‖θj−θ!j ‖≤η2σ!εn/(s!
√pmax)

h(θj)dθj.

By Assumption 4.3.1, the first term is bounded from below as:

∫ (1+η1ε
2
n)σ2!

σ2!
g(σ2)dσ2 ≥ η1σ

2
!ε2ng(σ2!)/2 $ e−cs! logG (C.4)

for any c > 0.
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The third term is bounded below by

∏

j∈S!

∫

‖θj−θ!j ‖≤η2σ!εn/(s!
√pmax)

h(θj)dθj

≥
∏

j∈S!

∫

‖θj−θ!j ‖≤η2σ!εn/(s!
√pmax)

1dθj ×
(

inf
‖z‖≤maxj∈S! ‖θ!j ‖+η2σ!εn/(s!

√pmax)
h(z)

)s!

≥
∏

j∈S!

Vpj(η2σ!εn/(s!
√pmax))× G−A3s!

$
∏

j∈S!

p−pj/2
j (η2σ!εn/(s!

√pmax))
pj × G−A3s!

$ p−s!pmax/2
max es!pmax log εn−s!pmax log(s!

√pmax)G−A3s!

(C.5)

whereVpj(η2σ!εn/(s!
√pmax)) denotes the volume of a pj dimension ball with radius η2σ!εn/(s!

√pmax).

The second inequality of (C.5) follows from Assumption 4.3.1 and the last two inequali-

ties follow from the fact that:

Vpj(R) $ p−pj/2
j Rpj ≥ p−pmax/2

max Rpmax

for anyR < 1.

Then it’s easy to show that

∏

j∈S!

∫

‖θj−θ!j ‖≤η2σ!εn/(s!
√pmax)

h(θj)dθj $ e−(A3+1+o(1))s! logG (C.6)

Combine (C.4), (C.6) and the fact that π(S!) $ e−A1s! logG, the proof of (2) is accom-

plished.
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Proof of (3):

−2 log Δ = ‖σ!ε+ X(θ! − θ)‖2/σ2 − ‖ε‖2 + 2n log(σ2/σ2!)

= (σ2!/σ2 − 1)‖ε‖2 + ‖X(θ! − θ)/σ‖2 + 2σ!εᵀX(θ! − θ)/σ2 + 2n log(σ2/σ2!).
(C.7)

By the definition of (C.2), we have:

log(σ2/σ2!) ≤ η1ε
2
n, ‖θ! − θ‖ ≤ η2σ!εn/

√s!pmax, ‖X(θ! − θ)‖ ≤ √ns!pmax ×
η2σ!εn√s!pmax

.

(C.8)

Furthermore, we have:

εᵀX(θ! − θ) = εᵀXS!(θ!S! − θS!) ≤ ‖Xᵀ
S!ε‖‖θ

! − θ‖. (C.9)

Note

‖Xᵀ
S!ε‖ = ‖Xᵀ

S!PS!ε‖ ≤ √ns!pmax
√
nCεn. (C.10)

Combining (C.7), (C.8), (C.9) and (C.10), we have proved the part (3).

Proof of Part (4). It follows from the fact that:

(‖PS!ε‖2 > Cnε2n) ≤ (χ2s!pmax
> Cnε2n),

(‖ε‖2 > 4n) ≤ (χ2n > 4n).

Then by the concentration of the chi-squared random variable (Lemma S.3.2 in Jiang &

Sun70), we have concluded the proof.
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We set

δ0 = e−[A2K−o(1)]s! logG, δ1 = e−[min{M1,M2}2/8−o(1)]s! logG, δ′1 = e−[min{M1,M2}2/8−K−o(1)]s! logG,

δ2 = e−[A1+A3+1+η]s! logG, δ′2 = e−Cηs! logG.

Let η = C2K/2, then we choose sufficiently small η1, η2 and η3 in (C.3), which allows us

to set C = C2K. Further define δ3 = e−C2Ks! logG/2, then we have:

δ0 + δ1
δ2δ3

< e−[(A2−C2)K−(A1+A3+1)]s! logG " e−C1Ks! logG

δ′1 + δ′2 + δ3 < e−C2Ks! logG/2.

Thus we have completed the proof.

C.3.2 Proof of Theorem 4.5.2

We first prove Theorem 4.5.2 for general slab functions and the proof for hierarchical slab

functions can be derived similarly and we comment on some of the differences at the end.

We first upper bound the KL divergence between the VB posterior Π̃ and the true poste-

rior Π(· | X,Y) and then use Theorem 5 in Ray & Szabó 115 to complete the proof.

The posterior distribution can be represented as

Π(·|X,Y) =
∑

S∈F

qSΠS(·|X,Y)⊗ δSc

where
∑

S∈F qS = 1 and ΠS(·|Y) is the posterior for θS ∈ pS in the restricted model

Y = XSθS + σε.
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Define the event Γ = Γ0 ∩ Γ1 ∩ Γ2 ∩ Γ3 ∩ Γ4 ∩ Γ5, as

Γ0 = {Π (S ∈ F : |S\S!| ≤ Ks! | X,Y) ≥ 1− e−C1Ks! logG}

Γ1 =
{
Π
(
σ2
σ2!

∈
[
1−M′

1εn
1+M′

1εn
,
1+M′

1εn
1−M′

1εn

]
| X,Y

)
≥ 1− e−C1K′s! logG

}

Γ2 =
{
Π
(
‖θ− θ!‖ ≤ M′

2
√
nσ!εn/(

√
λ(K′)‖X‖o) | X,Y

)
≥ 1− e−C1K′s! logG

}

Γ3 =
{∣∣∣∣

‖(I− PS̃)ε‖2
n − 1

∣∣∣∣ < Cεn
}
,

Γ4 =
{∣∣∣∣

‖PS̃ε‖2
n

∣∣∣∣ < Cε2n
}

Γ5 =
{
max
i∈[G]

‖Xᵀ
i ε‖ ≤ 4‖X‖o

√
pmax logG

}
,

whereK′ is chosen so that C1K′ ≥ K+ 2, min{M′
1,M′

2} >
√
8(max{A2, 1}+ C2 + 1)K′

and S̃ is defined later in (C.11), which satisfies |S̃\S!| ≤ Ks!.

By Theorem 4.5.1, we have !(Γ0 ∩ Γ1 ∩ Γ2) → 1. Note that

‖(I− PS̃)ε‖2
d
= χ2n−pS̃

,

then for any constant C > 0,

(
‖(I− PS̃)ε‖2

n > 1+ Cεn
)

≤ e−[C2/8−o(1)]nε2n .

Similarly,

‖PS̃ε‖2
d
= χ2pS̃
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Then for any constant C > 0

(
‖PS̃ε‖2

n > Cε2n
)

≤ e−[C2/8−o(1)]nε2n .

For Γ5, letVi = Xᵀ
i ε, thenVi ∼ N(0,Xᵀ

i Xi). DefineUi = (Xᵀ
i Xi)−1/2Vi, then ‖Ui‖2 ∼ χ2pi .

Using Lemma 8.1 in Bühlmann & Van de Geer 21, we have:

(
max
1≤i≤G

‖Ui‖2/pi ≥ 16 logG
)

≤ exp[− logG] → 0.

Then we have, with probability converging to 1,

‖Vi‖ ≤ ‖X‖o‖Ui‖ ≤ 4‖X‖o
√
pmax logG.

Thus, we have (Γ) → 1.

Define ϑ = M′
2
√
nσ!εn/(

√
λ(K′)‖X‖o). Under event Γ, since

Π(θ : ‖θ!Scθ‖ > ϑ | X,Y) ≤ Π(θ : ‖θ− θ!‖ > ϑ | X,Y),

it follows that:

∑

S∈F :|S\S!|≤Ks!,‖θ!Sc‖≤ϑ

qs ≥ 1− e−C1K′s! logG − e−C1Ks! logG ≥ 1
2
.
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Furthermore, we have:

|{S ∈ F : |S\S!| ≤ Ks!}| ≤
(K+1)s!∑

t=0

(
G
t

)
≤ eG(K+1)s! .

Thus there exists a set S̃ such that:

|S̃\S!| ≤ Ks!, ‖θ!S̃c‖ ≤ ϑ, qS̃ $ (2e)−1G−(K+1)s! . (C.11)

We first upper bound the KL divergence between the VB posterior Q̂ arising form the fam-

ilyP ′
MF and the true posterior Π(· | X,Y)whereP ′

MF is defined as (4.27).

Lemma C.3.6 For the VB posterior Q̂ arising from the familyP ′
MF, it satisfies:

KL(Q̂‖Π(· | X,Y))1Γ 7 (K+ 1)s! logG+ pmax|S̃|+ L|S̃|
(
s1/2! ϑ
λ(K) +

√
pmax logG

λ(K)‖X‖o

)

+ εn
(
|S̃|1/2‖X‖o

√
nεnϑ + ‖X‖2o |S̃|ϑ2

)
.

Proof of Lemma C.3.6.Note anNS(μS,ΣS)⊗ δSc distribution is only absolutely continuous

with respect to the qSΠS(· | X,Y)⊗ δSc , then we have:

inf
Q̂∈Q

KL(Q̂‖Π(·|X,Y)) = inf
S,μS,ΣS,v

μS,ΣS,v
log dN(μS,ΣS)⊗ q(σ2)⊗ δSc

qSdΠS(·|X,Y)⊗ δSc

≤ log 1
qS̃

+ inf
μS̃,ΣS̃,v

μS̃,ΣS̃,v
log dN(μS̃,ΣS̃)⊗ π(σ2)

dΠS̃(·|X,Y)
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We can calculate ΠS̃(· | X,Y) as follows:

1
Dπ

e−
1

2σ2 ‖Y−XS̃θS̃‖2+
v

2σ2!
− v

2σ2! (σ2)−n/2g(σ2)
∏

j∈S̃

h(θj)

whereDπ is the normalizing constant. We add v
2σ2!

and subtract v
2σ2!

in the exponent to con-

veniently compare it with the VB posterior. Now let

μS̃ = (Xᵀ
S̃XS̃)

−1Xᵀ
S̃Y and ΣS̃ = σ2!(X

ᵀ
S̃XS̃)

−1,

the VB posterior Q̂ is

1
DN

e−
1

2σ2!
‖Y−XS̃θS̃‖2+

1
2σ2!

‖(I−PS̃)Y‖2−
v

2σ2 (σ2)−n/2g(σ2)
∏

j∈S̃

h(θ!j ), (C.12)

whereDN is the normalizing constant. Note that the product of h(θ!j ) is injected to match

the form of Π(· | X,Y).
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Choose v = ‖(I− PS̃)Y‖2, then we have:

μS̃,ΣS̃,v
log dN(μS̃,ΣS̃)⊗ π(σ2)

dΠS̃(·|X,Y)

= log Dπ

DN
+ v

[
σ2!
σ2 − 1

](
μS̃,ΣS̃

‖Y− XS̃θS̃‖2 − v
2σ2!

)

+
‖(I− PS̃)Y‖2 − v

2σ2!
+
∑

j∈S̃

μS̃,ΣS̃
[log h(θ!j )− log h(θj)]

≤ log Dπ

DN
+ v

[
σ2!
σ2 − 1

](
‖(I− PS̃)Y‖2 + tr(PS̃)− v

2σ2!

)

+
‖(I− PS̃)Y‖2 − v

2σ2!
+ L μS̃,ΣS̃




∑

j∈S̃

‖θ!j − θj‖





≤ log Dπ

DN
+ v

[
σ2!
σ2 − 1

]
pS̃
2σ2!

+ L|S̃|1/2 μS̃,ΣS̃

[
‖θ!S̃ − θS̃‖

]
.

(C.13)

We first upper bound log(Dπ/DN).

Dπ

DN
=

∫ ∫
exp
(
− 1

2σ2‖Y− XS̃θS̃‖2 + v
2σ2!

− v
2σ2!

)
(σ2)−(n/2)g(σ2)

∏
j∈S̃ h(θj)dσ2dθS̃

∫ ∫
exp
(
− 1

2σ2!
‖Y− XS̃θS̃‖2 + 1

2σ2!
‖(I− PS̃)Y‖2 − v

2σ2

)
(σ2)−(n/2)g(σ2)

∏
j∈S̃ h(θ

!
j )dσ2dθS̃

.

Let

BS̃ =

{
(θS̃, σ2) ∈ pS̃ × : ‖θS̃ − θ!S̃‖ ≤ 2ϑ, σ

2

σ2!
∈
[
1−M′

1εn
1+M′

1εn
,
1+M′

1εn
1−M′

1εn

]}
.

Let θ̄S̃ denote the extension of a vector θS̃ ∈ pS̃ to p with θ̄S̃,j = θS̃,j for j ∈ S̃ and
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θ̄S̃,j = 0 for j /∈ S̃. On Γ, we have:

ΠS̃(Bc
S̃) ≤ ΠS̃(θS̃ ∈ pS̃ : ‖θS̃ − θ!S̃‖ > 2ϑ|X,Y) +ΠS̃

(
σ2 : σ

2

σ2!
/∈
[
1−M′

1εn
1+M′

1εn
,
1+M′

1εn
1−M′

1εn

]
| X,Y

)

=
qS̃
qS̃

(
ΠS̃(θS̃ ∈ pS̃ : ‖θ̄S̃ − θ!‖ > 2ϑ − ‖θ!S̃c‖ | X,Y)

+ΠS̃

(
σ2 : σ

2

σ2!
/∈
[
1−M′

1εn
1+M′

1εn
,
1+M′

1εn
1−M′

1εn

]
| X,Y

))

≤ q−1
S̃

(
Π(θ ∈ p : ‖θ− θ!‖ > ϑ | X,Y) +Π

(
σ2 : σ

2

σ2!
/∈
[
1−M′

1εn
1+M′

1εn
,
1+M′

1εn
1−M′

1εn

]
| X,Y

))

≤ 2e1+(K+1)s! logG−(K+2)s! logG ≤ 1/2

Thus, we have:

ΠS̃(BS̃|Y)1Γ =

∫ ∫
BS̃
exp
(
− 1

2σ2‖Y− XS̃θS̃‖2
)
(σ2)−n/2g(σ2)

∏
j∈S̃ h(θj)dσ2dθS̃∫ ∫

exp
(
− 1

2σ2‖Y− XS̃θS̃‖2
)
(σ2)−n/2g(σ2)

∏
j∈S̃ h(θj)dσ2dθS̃

1Γ1

≥ 1
2
1Γ.

Therefore on Γ, we can upper bound log Dπ
DN

as

log
2
∫ ∫

BS̃
exp
(
− 1

2σ2‖Y− XS̃θS̃‖2 + v
2σ2!

− v
2σ2!

)
(σ2)−(n/2)g(σ2)

∏
j∈S̃ h(θj)dσ2dθS̃

∫ ∫
BS̃
exp
(
− 1

2σ2!
‖Y− XS̃θS̃‖2 + 1

2σ2!
‖(I− PS̃)Y‖2 − v

2σ2

)
(σ2)−(n/2)g(σ2)

∏
j∈S̃ h(θ

!
j )dσ2dθS̃

≤ sup
(θS̃, σ2)∈BS̃

(
1− σ2!

σ2

)
‖Y− XS̃θS̃‖2 − v

2σ2!
− ‖(I− PS̃)Y‖2 − v

2σ2!
+




∑

j∈S̃

h(θj)−
∑

j∈S̃

h(θ!j )



+ log 2

≤ sup
(θS̃, σ2)∈BS̃

(
1− σ2!

σ2

)
‖Y− XS̃θS̃‖2 − v

2σ2!
+ L|S̃|1/2‖θS̃ − θ!S̃‖+ log 2

(C.14)
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Combing (C.13) and (C.14), it suffices to upper bound

μS̃,ΣS̃

[
‖θ!S̃ − θS̃‖

]
and sup

θS̃∈BS̃
‖Y− XS̃θS̃‖2 − v. (C.15)

For the first term in (C.15), we have:

μS̃,ΣS̃

[
‖θ!S̃ − θS̃‖

]
≤
√

μS̃,ΣS̃

[
‖θ!S̃ − θS̃‖2

]
=
√
‖μS̃ − θ!S̃‖2 + Tr(ΣS̃) ≤ ‖μS̃−θ!S̃‖+

√
Tr(ΣS̃).

(C.16)

Note ΣS̃ = σ2!(X
ᵀ
S̃XS̃)

−1, then we have:

Tr(ΣS̃) ≤ σ2!|S̃|pmaxΛmax((Xᵀ
S̃XS̃)

−1) =
σ2!|S̃|pmax

Λmin(Xᵀ
S̃XS̃)

. (C.17)

Note we have:

Λmin(Xᵀ
S̃XS̃) = min

v∈ |̃S|:v"=0

vᵀXᵀ
S̃XS̃v

‖v‖2 ≥ λ(K)‖X‖2o . (C.18)

The last inequality comes from |S̃\S! ∪ S!| ≤ (K+ 1)s!. Then combine (C.17) and (C.18),

we have:

Tr(ΣS̃) ≤
σ2!|S̃|pmax

λ(K)‖X‖2o
. (C.19)

We then bound the first term in (C.16).

‖μS̃ − θ!S̃‖ ≤ ‖(Xᵀ
S̃XS̃)

−1Xᵀ
S̃XS̃cθ!S̃c‖+ σ!‖(Xᵀ

S̃XS̃)
−1Xᵀ

S̃ ε‖ := I+ II.
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For I, we first calculate ‖Xᵀ
S̃XS̃cθ!S̃c‖

2

‖Xᵀ
S̃XS̃cθ!S̃c‖

2 =
∑

g∈S̃

‖Xᵀ
gXS̃cθ!S̃c‖

2

=
∑

g∈S̃

‖
∑

j∈S̃c∩S!

Xᵀ
gXjθ!j ‖2

≤
∑

g∈S̃

|S̃c ∩ S!|
∑

j∈S̃c∩S!

‖Xᵀ
gXjθ!j ‖2

≤
∑

g∈S̃

|S̃c ∩ S!|
∑

j∈S̃c∩S!

Λmax(XgXᵀ
g )Λmax(Xᵀ

j Xj)‖θ!j ‖2

≤
∑

g∈S̃

|S̃c ∩ S!|
∑

j∈S̃c∩S!

‖X‖4o‖θ!j ‖2

≤ ‖X‖4o |S̃|s!‖θ!S̃c‖
2

where the first inequality follows from Cauchy inequality and the second to last inequality

follows from the fact that Λmax(XgXᵀ
g ) = Λmax(Xᵀ

gXg) ≤ ‖X‖2o . Then we can upper bound

I by:

I ≤ Λmax((Xᵀ
S̃XS̃)

−1)‖Xᵀ
S̃XS̃cθ!S̃c‖ ≤ ‖X‖2o |S̃|1/2s

1/2
! ‖θ!Sc‖

λ(K)‖X‖2o
≤ |S̃|1/2s1/2! ‖θ!Sc‖

λ(K) . (C.20)

Then it remains to upper bound II. On Γ, we have:

II ≤
σ!‖Xᵀ

S̃ ε‖
λ(K)‖X‖2o

=
σ!(
∑

g∈S̃ ‖Xᵀ
g ε‖2)1/2

λ(K)‖X‖2o
≤

4σ!|S̃|1/2
√
pmax logG

λ(K)‖X‖o
. (C.21)

Combining (C.20) and (C.21), we get the upper bound for ‖μS̃−θ!S̃‖, which, together with

(C.19), gives the upper bound for the first term in (C.15).
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For the second term in (C.15), we have:

‖Y− XS̃θS̃‖2 − v = ‖Y− Xθ̄S̃‖2 − v = ‖Y− Xθ! + X(θ! − θ̄S̃)‖2 − v

= σ2!‖ε‖2 + 2σ!εᵀX(θ! − θ̄S̃) + ‖X(θ! − θ̄S̃)‖2 − ‖(I− PS̃)Y‖2.
(C.22)

For ‖(I− PS̃)Y‖2, we have:

‖(I− PS̃)Y‖2 = ‖(I− PS̃)(XS̃θ!S̃ + XS̃cθ!S̃c + σ!ε)‖2 = ‖(I− PS̃)(XS̃cθ!S̃c + σ!ε)‖2.

Thus we can decompose (C.22) into the summation of three terms as follows:

I = σ2!(‖ε‖2 − ‖(I− PS̃)ε‖2),

II = 2σ!εᵀX(θ! − θ̄S̃)− 2σ!εᵀ(I− PS̃)XS̃cθ!S̃c ,

III = ‖X(θ! − θ̄S̃)‖2 − ‖(I− PS̃)XS̃cθ!S̃c‖
2.

For I, we have under Γ:

I = σ2!‖PS̃ε‖2 7 nε2n.

For the second term, we have:

εᵀX(θ! − θ̄S̃)− εᵀ(I− PS̃)XS̃cθ!S̃c = εᵀXS̃(θ!S̃ − θS̃) + εᵀXS̃c∩S!θ
!
S̃c − εᵀ(I− PS̃)XS̃c∩S!θ

!
S̃c

= εᵀXS̃(θ!S̃ − θS̃) + εᵀPS̃XS̃c∩S!θ
!
S̃c

≤ ‖εᵀXS̃‖‖θ!S̃ − θS̃‖+ ‖εᵀPS̃XS̃c∩S!‖‖θ
!
S̃c‖

= ‖Xᵀ
S̃PS̃ε‖‖θ!S̃ − θS̃‖+ ‖Xᵀ

S̃c∩S!
PS̃ε‖‖θ!S̃c‖

7 (|S̃|1/2 + s1/2! )‖X‖o
√
nεnϑ.
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For the last term, under Γ, we have:

‖X(θ! − θ̄S̃)‖2 − ‖(I− PS̃)XS̃cθ!S̃c‖
2 = ‖XS̃(θ!S̃ − θS̃) + XS̃cθ!S̃c‖

2 − ‖(I− PS̃)XS̃cθ!S̃c‖
2

≤ 2‖XS̃(θ!S̃ − θS̃)‖2 + 2‖XS̃cθ!S̃c‖
2 − ‖(I− PS̃)XS̃cθ!S̃c‖

2

= 2‖XS̃(θ!S̃ − θS̃)‖2 + ‖XS̃cθ!S̃c‖
2 + ‖PS̃XS̃cθ!S̃c‖

2

≤ 2|S̃|‖X‖2o‖θ!S̃ − θS̃‖2 + 2s!‖X‖2o‖θ!S̃c‖
2

≤ 4‖X‖2o (|S̃|+ s!)ϑ2.

Combining these three pieces together, we obtain an upper bound for the second term in

(C.15). Then we can upper bound KL(Q̂‖Π(· | X,Y)) as

KL(Q̂‖Π(· | X,Y)) 7 (K+ 1)s! logG+ pS̃ + L|S̃|
( √pmax√

λ(K)‖X‖o
+

s1/2! ϑ
λ(K) +

√
pmax logG

λ(K)‖X‖o

)

+ εn
(
nε2n + (|S̃|1/2 + s1/2! )‖X‖o

√
nεnϑ + ‖X‖2o (|S̃|+ s!)ϑ2

)
+ L|S̃|1/2ϑ.

Note λ(K) <
√

λ(K), pS̃ ≤ pmax|S̃| and |S̃| < s!, we accomplished the proof.

We define a sub-family ofP ′
MF as

QMF = {PS = q(σ2)
∏

j∈S

q(θj)⊗ δSc},

where q(θj) = N(μj,Dj). Note that any distribution inQMF can be obtained by restricting

ΣS inP ′
MF to be block-wise diagonal, i.e., for any i, j ∈ S and not in the same group, their

correlation equals to 0. We then upper bound the KL divergence between the VB poste-

rior arising from the familyQMF and the true posterior. LetDS be the block-wise diagonal

matrix where the diagonal terms areDj, j ∈ S.
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Lemma C.3.7 For the VB posterior Q̃ arising from the familyQMF, it satisfies:

KL(Q̃‖Π(· | X,Y))1Γ 7 (K+ 1)s! logG+ pS̃ + εn
(
|S̃|1/2‖X‖o

√
nεnϑ + ‖X‖2o |S̃|ϑ2

)

+ L|S̃|
(

s1/2! ε
λ(K) +

4
√

pmax logG
‖X‖oλ(K)

)
+ |S̃|pmax log(1/λ(K)).

Proof of Lemma C.3.7. Similar as in the proof of Lemma C.3.6, it suffices to upper bound:

μS̃,DS̃,v log
dN(μS̃,DS̃)⊗ q(σ2)
dN(μS̃,ΣS̃)⊗ q(σ2) + μS̃,DS̃,v log

dN(μS̃,ΣS̃)⊗ q(σ2)
dΠS̃(·|Y)

(C.23)

where S̃ satisfies (C.11).

We first deal with the first term in (C.23), which is just the KL divergence between two

multivariate Gaussian random variables and can thus be calculated as:

1
2

(
log(|ΣS̃‖D−1

S̃ |)− pS̃ + Tr(Σ−1
S̃ DS̃)

)
.

Now define the i-th diagonal block ofDS̃ as σ2!(X
ᵀ
i Xi)−1 for any i ∈ S̃, then we have:

Tr(Σ−1
S̃ DS̃) = pS̃. Thus it remains to upper bound the first term: log(|ΣS̃‖D−1

S̃ |).

|D−1
S̃ | =

∏

j∈S̃

|Xᵀ
j Xj| ≤

∏

j∈S̃

Λmax(Xᵀ
j Xj)

pj ≤ ‖X‖2pS̃o

|ΣS̃| ≤ Λmax(ΣS̃)
pS̃ ≤ (‖X‖o

√
λ(K))−2pS̃ .

(C.24)

Note pS̃ ≤ |S̃|pmax, then the first term in (C.23) can be upper bounded by: |S̃|pmax log(1/λ(K))/2.

We can upper bound the second term in (C.23) similarly as in Lemma C.3.6. The only

difference is now we need to bound Tr(DS̃) instead of Tr(ΣS̃) and the rest of the proof is
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the same.

Tr(DS̃) =
∑

j∈S̃

Tr((Xᵀ
j Xj)

−1) ≤
∑

j∈S̃

pj
Λmin(Xᵀ

j Xj)
≤
∑

j∈S̃

pj
λ(1)‖X‖2o

=
pS̃

λ(1)‖X‖2o
(C.25)

Combining (C.23), (C.24) and (C.25), we have:

KL(Q̃‖Π(· | X,Y)) 7 |S̃| logG+ pS̃ + L|S̃|1/2ϑ + εn
(
nε2n + (|S̃|1/2 + s1/2! )‖X‖o

√
nεnϑ + ‖X‖2o (|S̃|+ s!)ϑ2

)

+ L|S̃|
(

s1/2! ε
λ(K) +

4
√
pmax logG

‖X‖oλ(K)
+

√pmax√
λ(1)‖X‖0

)
+ |S̃|pmax log(1/λ(K)).

Note that λ(1) ≥ λ(K), we have accomplished the proof.

Corollary C.3.1 The variational posterior Π̃ arising from the familyPMF satisfies:

KL(Π̃‖Π(· | X,Y))1Γ 7 (K+ 1)s! logG+ pS̃ + εn
(
|S̃|1/2‖X‖o

√
nεnϑ + ‖X‖2o |S̃|ϑ2

)

+ L|S̃|
(

s1/2! ε
λ(K) +

4
√

pmax logG
‖X‖oλ(K)

)
+ |S̃|pmax log(1/λ(K)).

The proof of this Corollary can be shown easily by noting thatQMF is a subclass ofPMF.

Then we are ready to present the proof of Theorem 4.5.2.

Proof of Theorem 4.5.2. Let ! be the expectation under the true data generating process

Y = Xθ! + σ!ε. Note that !Π(Ω̂
c
ρn
) ≤ !Π(Ω̂

c
ρn
)1Γ + o(1) and

!Π(Ω̂
c
ρn
)1Γ 7 e−C2ρnKs! logG.
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Using Theorem 5 in Ray & Szabó 115, we have:

!Π̃(Ω̂
c
ρn
)1Γ ≤

2
C2ρnKs! logG

KL(Π̃‖Π(· | X,Y)) + o(1)

By Corollary C.3.1, we have:

!Π̃(Ω̂
c
ρn
)1Γ 7

1
ρn

{
1+

√ s!
Kλ(K′)

εn +
s!εn

λ(K′)K + L
(

s!√
n logGλ(K)

+
1

‖Xo‖
√

log nλ(K)

)}
.

By Assumption (4.26) and ρn * max{s!εn, 1}we have completed the proof for general slab

functions.

We then state the proof for hierarchical slab functions. The proof is basically the same

as the above reasoning. As an example, we upper bounded the KL divergence between the

VB posterior Q̂, which arises from the augmented mean field family defined in (4.13) and

ΠS̃(· | X,Y). For any h(θi)which can be rewritten hierarchically as a scale mixture of mul-

tivariate normal distributions, we write it as:

θi | α2i ∼ N(0, α−2
i Ipi), α2i ∼ h̃(α2i ).

Then the posterior density ΠS̃(· | X,Y) can be calculated as:

1
Dπ

e−
1

2σ2 ‖Y−XS̃θS̃‖2+
v

2σ2!
− v

2σ2! (σ2)−n/2g(σ2)
∏

j∈S̃

(α2j )pj/2e−
α2j ‖θj‖

2

2 h̃(α2j ),
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whereDπ is the normalizing constant. The density of VB posterior can be written as

1
DN

e−
1

2σ2!
‖Y−XS̃θS̃‖2+

1
2σ2!

‖(I−PS̃)Y‖2−
v

2σ2 (σ2)−n/2g(σ2)
∏

j∈S̃

(α2j )pj/2e−
α2j κ

2
j

2 h̃(α2j ),

whereDN is the normalizing constant.

Choose v = ‖(I− PS̃)Y‖2 and κ2j = μS̃,ΣS̃
‖θj‖2, then we have:

μS̃,ΣS̃,v
log dN(μS̃,ΣS̃)⊗ π(σ2)

dΠS̃(·|X,Y)

= log Dπ

DN
+ v

[
σ2!
σ2 − 1

](
μS̃,ΣS̃

‖Y− XS̃θS̃‖2 − v
2σ2!

)

+
‖(I− PS̃)Y‖2 − v

2σ2!
+
∑

j∈S̃

κiα2j
2 μS̃,ΣS̃

[
‖θj‖2 − κ2j

]

= log Dπ

DN
+ v

[
σ2!
σ2 − 1

](
‖(I− PS̃)Y‖2 + tr(PS̃)− v

2σ2!

)
+

‖(I− PS̃)Y‖2 − v
2σ2!

= log Dπ

DN
+ v

[
σ2!
σ2 − 1

]
pS̃
2σ2!

.

Thus it suffices to upper bound the first term. Note that if the slab function h(θj) can be

written as a scale mixture of multivariate Gaussian random variables, then the density func-

tion h only depends on the !2 norm of the θj. In this case, with a little abuse of notation, we

denote the slab function for θj as h(‖θj‖).

By integrading out α2i , we can calculateDπ/DN as

Dπ

DN
=

∫ ∫
exp
(
− 1

2σ2‖Y− XS̃θS̃‖2 + v
2σ2!

− v
2σ2!

)
(σ2)−(n/2)g(σ2)

∏
j∈S̃ h(‖θj‖)dσ2dθS̃

∫ ∫
exp
(
− 1

2σ2!
‖Y− XS̃θS̃‖2 + 1

2σ2!
‖(I− PS̃)Y‖2 − v

2σ2

)
(σ2)−(n/2)g(σ2)

∏
j∈S̃ h(κj)dσ2dθS̃

.
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Therefore on Γ, we can upper bound log Dπ
DN

as

sup
(θS̃, σ2)∈BS̃

(
1− σ2!

σ2

)
‖Y− XS̃θS̃‖2 − v

2σ2!
+ L

∑

j∈S̃

∣∣‖θj‖ − κj
∣∣+ log 2.

For θS̃ in BS̃, we have: ‖θS̃ − θ!S̃‖ < 2ϑ.

sup
θS̃∈BS̃

∑

j∈S̃

∣∣‖θj‖ − κj
∣∣ = sup

θS̃∈BS̃

∑

j∈S̃

|‖θj‖ − μS̃,ΣS̃

[
‖θj‖

]
| ≤ |S̃|1/2 μS̃,ΣS̃

[
‖θj − θ!j ‖

]
+ 2|S̃|1/2ϑ.

The first term has already been upper-bounded in the proof of Theorem 4.5.2.

C.3.3 Proof of Theorem 4.5.3

The proof of Theorem 4.5.3 is rather similar as the proof of Theorem 4.5.2. The first step

is to obtain the contraction rates for the true posterior. It suffices to validate Lemma C.3.1.

We only emphasize the main difference from the proof of Theorem 4.5.2 here. To make

better comparisons between this proof and the proof of Theorem 4.5.2, we still use X to

denote the basis expanded design matrix X̃.

Difference 1: When we want to prove Lemma C.3.3 for additive models, φ1 is now

equivalent to

φ1 = 1
{

max
S∈F :|S\S!|≤Ks!

∣∣∣∣
(ε+ δ)ᵀ(I− PS∪S!)(ε+ δ)

n − 1
∣∣∣∣ > M1εn

}
.

Expanding the numerator of the test function, we have:

(ε+ δ)ᵀ(I− PS∪S!)(ε+ δ) = ‖(I− PS∪S!)ε‖2 + 2εᵀ(I− PS∪S!)δ+ ‖(I− PS∪S!)δ‖2.
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Note that:

−‖(I− PS∪S!)ε‖‖(I− PS∪S!)δ‖ ≤ εᵀ(I− PS∪S!)δ ≤ ‖(I− PS∪S!)ε‖‖(I− PS∪S!)δ‖,

we have:

(‖(I−PS∪S!)ε‖−‖(I−PS∪S!)δ‖)2 ≤ (ε+δ)ᵀ(I−PS∪S!)(ε+δ) ≤ (‖(I−PS∪S!)ε‖+‖(I−PS∪S!)δ‖)2.

Then using the above inequality, we can repeat the proof of Lemma C.3.3 for additive

models.

Difference 2: We then prove Lemma C.3.4 for additive models. Under the null,

‖X†
S∪S!Y− θ!S∪S!‖

2

σ2!
= (ε+ δ)ᵀXS∪S!(X

ᵀ
S∪S!XS∪S!)

−2XS∪S!(ε+ δ).

Thus we have under the null:

φ2 ≤ 1
{

max
S∈F :|S\S!|≤Ks!

(ε+ δ)ᵀPS∪S!(ε+ δ) > M2
2nε2n/4

}

≤ 1
{

max
S∈F :|S\S!|≤Ks!

(‖εᵀPS∪S!ε‖+ ‖δᵀPS∪S!δ‖)2 > M2
2nε2n/4

}
.

Note that δᵀPS∪S!δ ≤ ‖δ‖2 ≤ s!nd−2κ < s!d = o(nε2n). Thus

!φ2 ≤
(

p
Ks!

)
×

(
χ2(K+1)s!d > (M2

2/4− o(1))nε2n
)
.
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Furthermore, under the alternative, we have:

‖X†
S∪S!Y− θ!S∪S!‖ ≥ ‖θS∪S! − θ!S∪S!‖ − σ‖X†

S∪S!ε‖ − ‖X†
S∪S!δ‖.

Note that ‖X†
S∪S!δ‖ = o(

√
nεn/(‖X‖o

√
λ)), the rest of the proof follows similarly as the

proof of Lemma C.3.4.

Difference 3: When we repeat the proof of Lemma C.3.5 for the additive models, the

only difference is in part (3). We here prove that if:

‖PS!ε‖2 ≤ Cnε2n, ‖ε‖2 < 2Cn, and εᵀδ < η4nε
2
n

then for any small η3 > 0:

inf
(σ,S,θ)∈Ω̂

N(Y | Xθ, σ2I)
N(Y | Xθ!, σ2!I)

$ e−[Cη1+η22/2+
√
Cη2+η3+η4+o(1)]nε2n .

Note that η4 can be arbitrarily small, since for any η4, we have:

(εᵀδ > η4nε
2
n) = (‖δ‖Z > η4nε

2
n) ≤ e−η24n

2ε4n/‖δ‖2 = o(e−nε2n)

where Z is a standard normal random variable. Note that for additive models, we have:

−2 log Δ = ‖σ!ε+ δ+ X(θ! − θ)‖2/σ2 − ‖ε‖2 + 2n log(σ2/σ2!)

= (σ2!/σ2 − 1)‖ε‖2 + ‖X(θ! − θ)/σ‖2 + 2σ!εᵀX(θ! − θ)/σ2 + 2n log(σ2/σ2!)

+ ‖δ‖2/σ2 + 2σ!εᵀδ/σ2 + 2δᵀX(θ! − θ)/σ2.
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Then the proof is completed by noting that ‖δ‖2 = o(nε2n) and δᵀX(θ! − θ) ≤ ‖δ‖‖X(θ! −

θ)‖ = o(nε2n).

After establishing the contraction rate for the true posterior, we then complete the proof

by bounding the KL divergence between the VB posterior and the true posterior. The pro-

cess is also rather similar to that in the proof of Theorem 4.5.2 and we only mention key

differences here.

Difference 4: We define μS̃ similarly as (C.12) and then

‖μS̃ − θ!S̃‖ ≤ ‖(Xᵀ
S̃XS̃)

−1Xᵀ
S̃XS̃cθ!S̃c‖+ σ!‖(Xᵀ

S̃XS̃)
−1Xᵀ

S̃ ε‖+ ‖(Xᵀ
S̃XS̃)

−1Xᵀ
S̃ δ‖ := I+ II+ III.

The upper bound for I and II can be derived similarly as in (C.20) and (C.21). For III, we

have:

III =
√

δᵀXS̃(X
ᵀ
S̃XS̃)

−2XS̃δ ≤
√

δᵀPS̃δ
‖X‖o

√
λ
≤

√s!nd−κ

‖X‖o
√
λ
.

We then upper bound ‖Y− XS̃θS̃‖2 − v. Note that

‖Y− XS̃θS̃‖2 − v = I+ II+ III,

where
I = ‖σ!ε+ δ‖2 − ‖(I− PS̃)(σ!ε+ δ)‖2,

II = 2(σ!ε+ δ)ᵀX(θ! − θ̄S̃)− 2(σ!ε+ δ)ᵀ(I− PS̃)XS̃cθ!S̃c ,

III = ‖X(θ! − θ̄S̃)‖2 − ‖(I− PS̃)XS̃cθ!S̃c‖
2.

Note that

I = ‖PS̃(σ!ε+ δ)‖2 ≤ 2σ2!‖PS̃ε‖2 + 2‖δ‖2 7 nε2n.
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For II, we only have to take care of δᵀX(θ! − θ̄S̃) and δ
ᵀ(I − PS̃)XS̃cθ!S̃c since the rest of the

terms have been dealt with in the proof of Lemma C.3.6. For both terms, we have:

δᵀX(θ! − θ̄S̃) ≤ ‖δ‖‖X(θ! − θ̄S̃)‖ ≤ 2
√s!nd−κ‖X‖o

√
|S̃|+ s!ϑ,

δᵀ(I− PS̃)XS̃cθ!S̃c ≤ ‖(I− PS̃)δ‖‖XS̃cθ!S̃c‖ ≤ √s!nd−κ‖X‖o
√s!ϑ

The rest of the proof can be completed by repeating the proof of Theorem 4.5.2.

C.4 Methodological Details

In this section, we provide a comprehensive derivation of the CAVI updates, which encom-

pass Section 4.4.2 and Section 4.4.3, in addition to the EM updates discussed in Section

4.4.4. For CAVI, the formulas are derived by minimizing the KL divergence with respect to

one parameter while keeping others constant. The EM updates are rooted in the principle

of maximizing the Evidence Lower Bound (ELBO).

C.4.1 Proofs for CAVI updates with general slab functions

Proof of (4.7): Since the discrete component of KL(Pμ,Σ,γ,v‖Π(· | Y)) is independent of μ

and Σ, it suffices to compute the KL divergence between the continuous part of the varia-

tional family and the posterior. By expanding and simplifying the formula for KL(Pμ,Σ,γ,v|zi=1‖Π(· | Y))
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with respect to the i-th group, we have:

hi(μ,Σ) : = KL(Pμ,Σ,γ,v|zi=1‖Π(· | Y))

= μ,Σ,γ,v|zi=1

[
logPμ,Σ,γ,v|zi=1 − log Π(Y|·)Π(·)∫

Π(Y|·)Π(·)

]

= μ,Σ,γ,v|zi=1

[
log

Pμ,Σ,γ,v|zi=1

Π(·) − logΠ(Y|·)
]
+ C,

(C.26)

where C is a constant independent of μ and Σ, Π(·) is the prior and Π(Y|·) is the likelihood

function.

Recall that Pμ,Σ,γ,v|zi=1 takes the mean-field form (4.4), it can be rewritten as

Pμ,Σ,γ,v|zi=1 = Pμ−i,Σ−i,γ−i,v ×N(μi,Σi),

where μ−i,Σ−i and γ−i are all parameters other than those in the ith group. Furthermore,

the prior Π(θ) = h(θi) × Π−i is also an independent product of marginals. Note here

that we update our parameters (μi,Σi)Gi=1 in a coordinate ascent manner. Therefore, by

rewriting hi(μ,Σ) as h̃i(μi,Σi) for any fixed μ−i, Σ−i and plugging in the log-likelihood of

linear regression, (C.26) can be computed as

h̃i(μi,Σi) = μ,Σ,γ,v|zi=1

[
log

N(μi,Σi)

h(θi)
+

1
2σ2‖Y−

G∑

i=1

Xiθi‖22

]
+ C′

=
1
2σ̃2
[
Tr(Xᵀ

i XiΣi) + μᵀi X
ᵀ
i Xiμi − 2YᵀXiμi + 2

∑

j"=i

γjμ
ᵀ
i X

ᵀ
i Xjμj

]

− 1
2
log(|Σi|)− μi,Σi log h(θi) + C′.

(C.27)

Here C′ is independent of μi and Σi, and 1/σ̃2 is the expectation of 1/σ2 under the mean-
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field family and will be provided later. Generally, a direct optimization of (C.27) is not

feasible. Here we also adopt the idea of separate optimization. By fixing Σi (or μi), we get

the objective functions fi (or gi) in (4.7).

Proof of (4.9): This proof is similarly to the proof of (4.7). First, notice that the param-

eter γi controls the sparsity in the variational posterior. Instead of computing the condi-

tional KL divergence, here we expand the full KL divergence KL(Pμ,Σ,γ,v‖Π(· | X,Y))with

respect to the i-th group as:

KL(Pμ,Σ,γ,v‖Π(· | X,Y))

= μ,Σ,γ,v

[
log

Pμ−i,Σ−i,γ−i,v × [γiN(μi,Σi) + (1− γi)δ0]
Π−i × [wh(θi) + (1− w)δ0]

+
1
2σ2‖Y−

G∑

i=1

Xiθi‖22

]
+ C

= μ,Σ,γ,v

[
1{zi=1} log

γiN(μi,Σi)

wh(θi)
+ 1{zi=0} log

1− γi
1− w +

1
2σ2‖Y−

G∑

i=1

Xiθi‖22

]
+ C

= γi log(γi) + (1− γi) log(1− γi)− γi log
w

1− w −
γipi
2

log(2π)−
γipi
2

−
γi
2
log |Σi|

− γi μi,Σi log h(θi) +
1
2σ̃2 μ,Σ,γ[‖Y−

G∑

g=1

Xiθi‖2] + C.

The constant C, which is independent of γi, may vary in different lines. Expanding the last

two lines and taking its derivative to zero, we obtain the equation

log
γi

1− γi
−



 1
2σ̃2



2μᵀi X
ᵀ
i Y− 2

∑

j"=i

γjμ
ᵀ
i X

ᵀ
i Xjμj − Tr(Xᵀ

i Xi(μiμ
ᵀ
i + Σi))





+
pi
2
log 2π +

1
2
log |Σi|+

pi
2
+ μi,Σi log h(θi) + log w

1− w

)
= 0,

(C.28)

which gives the update rule (4.9).
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Proof of (4.8): It’s well known that the optimal form for q(σ2)will be the exponential of

the expected log of the complete conditional, i.e.,

q(σ2) ∝ exp{ [log p(σ2|·)]},

where the expectation is taken with respect to the mean-field family.

For the linear model, when we impose a prior distribution g(σ2) on σ2, the posterior

distribution can be expressed as::

p(σ2|·) ∝ (σ2)−(n/2)g(σ2) exp
(
−
‖Y−

∑G
i=1 Xiθi‖22

2σ2

)
.

Thus it suffices to calculate [‖Y −
∑G

g=1 Xiθi‖22], where the expectation is taken with

respect to θ. This quantity has been previously computed in the proof of (4.9). We have:

[‖Y−
G∑

i=1

Xiθi‖22]

= YᵀY− 2
G∑

i=1

γiY
ᵀXiμi +

G∑

i=1

γiTr(X
ᵀ
i Xi(μiμ

ᵀ
i + Σi)) +

G∑

i=1

∑

j "=i

γiγjμ
ᵀ
i X

ᵀ
i Xjμj.

Denote the last line of the above equation to be v, then we have:

q(σ2) ∝ (σ2)−(n/2)g(σ2) exp
(
− v
2σ2
)
.

If we set g(σ2) as the Inverse-Gamma(α, β) distribution, then we know q(σ2) also follows

an Inverse-Gamma distribution with shape parameter n/2+ α and scale parameter v/2+ β.
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As a result, 1/σ̃2 = [1/σ2] = (n/2+ α)/(v/2+ β) and σ̃2 = (v/2+ β)/(n/2+ α).

C.4.2 Proofs for CAVI updates with hierarchical slab functions

The proof follows a similar approach as in the case of general slab functions, with addition

calculations of variables αi.

Proof of (4.15): Similar to the proof of (4.7), we consider the KL divergence condition

on zi = 1, with an extra variable αi:

KL(Pμ,Σ,γ,κ,β|zi=1‖Π(· | Y))

=

[
1
2σ2‖Y−

G∑

i=1

Xiθi‖22 + log
N(μi,Σi)

N(0, α−2
i Ipi)

]
+ C

= v

[
1
2σ2

][
− 2YᵀXiμi + μᵀi X

ᵀ
i Xiμi + Tr(Xᵀ

i XiΣi) + 2
∑

j "=i

γjμ
ᵀ
i X

ᵀ
i Xiμj

]

+
1
2

[
− log |Σi|− pi

]
+

1
2 κi

[
α2i
] [
Tr(Σi) + μᵀi μi

]
+ C.

By fixing Σi and μi separately, we can get the expression of fi and gi in (4.15), and the proof

is thus completed.

Proof of (4.17): With the knowledge from the proof of (4.9), γi should optimize:

[
1
2σ2‖Y−

G∑

i=1

Xiθi‖22 + log
γiN(μi,Σi)q(α2i ) + (1− γi)δ0(θi)h̃(α2i )

wN(0, α−2
i Ipi)h̃(α2i ) + (1− w)δ0(θi)h̃(α2i )

]
.

We have calculated the first term before, and it suffices to calculate the second term, which
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is: [
log

γiN(μi,Σi)q(α2i ) + (1− γi)δ0(θi)h̃(α2i )
wN(0, α−2

i Ipi)h̃(α2i ) + (1− w)δ0(θi)h̃(α2i )

]

= γi log
γi
w + (1− γi) log

1− γi
1− w + γi

[
log

N(μi,Σi)q(α2i )
N(0, α−2

i Ipi)h̃(α2i )

]
.

The last term is the conditional KL divergence between the variational posterior and the

prior of θi and αi. This can be further extended as

[
log

N(μi,Σi)q(α2i )
N(0, α−2

i Ipi)h̃(α2i )

]
=

1
2
[

α2i (μᵀi μi + Tr(Σi))− log |Σi|− pi log α2i − pi
]
+KL(q‖h̃).

Combining all terms together, the update for γi can be obtained as:

γi := logit−1
[
log w

1− w +
1
2
[pi κi log α2i + log |Σi|+ μᵀi Σ

−1
i μi]− KL(q‖h̃)

]
. (C.29)

Recall that in mean-field family, q(α2j ) = 1
Ci
(α2j )pj/2e

−α2j κj/2h̃(α2j ), where Ci is the normaliz-

ing constant. Substituting this into equation (C.29) yields the update rule (4.17).

Proof of (4.19): Because αi is not related to the log-likelihood, the first term in the KL

divergence remains constant fixing all parameters other than αi. Therefore, we only need

to optimize the KL divergence between the variational posterior and the prior, which is

defined by:

!(κi) := KL(N(μi,Σi)q(α2i )‖N(0, α2i Ipi)h̃(α2i )) = log
N(μi,Σi)q(α2i )

N(0, α−2
i Ipi)h̃(α2i )

.
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Plugging in the q(α2i ) in (4.14) here, it can be computed as:

!(κi) = log
N(μi,Σi)q(α2i )

N(0, α−2
i Ipi)h̃(α2i )

=

[
α2i
2
θᵀi θi −

α2i
2
κi
]
− logCi + C′

= − 1
2
[
(κi − μᵀi μi − Tr(Σi)) κiα2i

]
− logCi + C′,

where Ci is the normalizing constant of q(α2i ), and C′ is a constant irrelevant to κi. Further-

more, it’s easily proven by the chain rule that ∂ logCi/∂κi = − 1
2 κiα2i . Take derivative of

!(κi), we have

∂!(κi)
∂κi

=
∂

∂κi

(
− 1
2
[
(κi − μᵀi μi − Tr(Σi)) κiα2i

]
− logCi

)

= − 1
2 κiα2i −

1
2
(κi − μiμ

ᵀ
i − Tr(Σi))

∂ κiα2i
∂κi

+
1
2 κiα2i

= − 1
2
(κi − μiμ

ᵀ
i − Tr(Σi))

∂ κiα2i
∂κi

.

By the Cauchy-Schwarz inequality,

∂ κiα2i
∂κi

= − 1
2
(

κiα4i − ( κiα2i )2
)
≤ 0,

and the equality doesn’t hold for a continuous probability distribution q(α2i ) here. There-

fore, !(κi) has a unique minimizer κi = μiμ
ᵀ
i + Tr(Σi).

C.4.3 Proofs for EM updates

In this section, we provide the proof of equations (4.22) and (4.23). We begin by obtaining

the explicit formula for the Evidence Lower Bound (ELBO) as defined in (4.21), and then

determine its maximizer with respect to the hyper-parameters. For a general slab function,
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the ELBO is given by

L(Pμ,Σ,γ,v) = z,θ log
Π(Y, z, θ|λ2,w)
Pμ,Σ,γ,v(z, θ)

= z,θ log
Π(Y|z, θ)Π(z|w)Π(θ|z, λ2)

Pμ,Σ,γ,v(z, θ)

=

∫

z

∫

θ
log Π(z|w)Π(θ|z, λ2)

Pμ,Σ,γ,v(z, θ)
dPμ,Σ,γ,v + C

=
G∑

i=1

(
γi log

w
γi

+ (1− γi) log
1− w
1− γi

+ γi μi,Σi log
hλ(θi)

N(μi,Σi)

)
+ C,

where C is the expected log-likelihood and is not related to the update of hyperparameters.

Then by taking partial derivatives with respect to w , we can easily get the equation w =
∑G

i=1 γi/G. The hyperparameter λ is the maximizer of
∑G

i=1 γi μi,Σi log hλ(θi).

For the hierarchical spike-and-slab prior, the ELBO is similar to (C.30), except that we

incorporate another set of parameters (αi)Gi=1. Specifically, it has the following form:

L(Pμ,Σ,γ,κ,v) =

∫

z

∫

α

∫

θ
log Π(z, θ, α|λ2,w)

Pμ,Σ,γ,κ,v(z, θ, α)
dPμ,Σ,γ,κ,v + C

=

∫

z

∫

α

∫

θ
log Π(z|w)Π(α|λ2)

Pμ,Σ,γ,κ,v(z, θ, α)
dPμ,Σ,γ,κ,v + C

=
G∑

i=1

(
γi log

w
γi

+ (1− γi) log
1− w
1− γi

+ γi
∫

α2i
q(α2i )log h̃λ(α2i )dα2i

)
+ C.

Here the constant Cmay vary in different lines. The update formula for w can be derived

by taking derivatives, and λ should be chosen to optimize
∑G

i=1 γi
∫
α2i
q(α2i )log h̃λ(α2i )dα2i .
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