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Adaptation and Evidence Accumulation in Neural Codes

Abstract

Adaptation and evidence accumulation are two important processes that must be performed

by neural codes. They represent means of responding to the changing environment on different

timescales, and can be modeled well by efficient coding and Bayesian inference respectively. In this

thesis, we study in turn models of how each of these processes might be implemented in neural

codes. We start with efficient codes, and develop a general efficient coding model that is flexible in

its choice of encoding, objective, and constraints. This allows us to identify the influence of each of

these factors on the neural codes and their adaptation. With such a general model in hand, we then

show that both the objective and constraint function that describe an observed neural code can be

fit based on the adaptation properties of the code, and demonstrate how this could be accomplished

by developing a novel experimental scheme. Such a method allows the efficient coding idea to be

turned around, finding optimization problems that account for observed properties of neural codes.

We then turn to the question of evidence accumulation and derive previously known filtering solu-

tions for a fixed exponential family representation. We propose such a model for heading direction

representations in the brain and propose a scheme to learn them in artificial neural networks.
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0
Introduction

Organisms face a dynamic and noisy world whose statistics change not just with niche, but also over

the lifespan an individual and in a manner dependent on its behavior. Any species that is able to

sense and change in response to this dynamic world will possess a major advantage over one that

can’t. As such, adaption is a ubiquitous feature across biology. With examples ranging from sugar

source utilization in microbes 1, to root growth in plants 2, to synapse strength in mammals 3, the abil-
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ities to self-regulate and to change in response to environmental stimuli are defining properties of

life. This type of rapid adaptation is particularly relevant for the nervous system, which is specialized

to process sensory inputs and produce behavioral outputs. Animal behavior occurs on a timescale

that is extremely fast relative to most biological phenomena and, because the timescales of sensing

and behavior are linked through action generated stimulus changes and stimulus initiated behavior

changes, sensory systems must be sensitive on similarly fast timescales. Therefore we should expect

that both sensory and motor nervous systems are able to adapt to changes on fast timescales. At the

same time, due to noise in the environment and the intrinsically noisy nature of sensory and motor

processing, the instantaneous values of inputs to the system are not sufficient to provide a clear pic-

ture of the state of the world. This means that we should also expect that nervous system are able to

integrate the evidence that they receive over time. In this thesis, we will study these two behaviors:

sensitivity adaptation and evidence accumulation in neural codes.

0.1 Adaptation of Neural Codes

Broadly, adaptation of the neural code refers to changes in the stimulus response properties of neu-

rons based on their context. This can refer to either spatial or temporal context, reviewed4, but

here we will focus on adaptation to temporal context, that is to say, the recent history of stimuli,

reviewed 5–8. As we will see, this adaptation is a broadly reported phenomenon across sensory modal-

ities, and has been detected in both psychophysical and neurophysiological studies. It occurs in early

sensory areas, subcortical and cortical areas. However, the specifics of the adaptation and the fea-
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tures of the stimulus that cause adaptation differ between regions.

For example, in vision, adaptation has been observed in many visual regions, including the retina,

the lateral geniculate nucleus (LGN), the primary visual cortex (V1), and the middle temporal visual

area (MT), which can be thought of as forming a series of connected regions in that order. See9;10

for overview of these regions and their connections. However, as reviewed in 5;6;11, each of these re-

gions shows adaptation to different features of the visual world. First, adaptation to the luminance

(i.e. light intensity) of a scene is performed exclusively by the retina 12. Moving up one level of com-

plexity, adaptation to contrast (i.e. differences in luminance) in a scene occurs in the retina 13–15, but

can also be detected in certain cells in LGN 16;17, as well as in V1 18–20, and area MT 21. However, since

these regions are connected, they could be inheriting their adaptation properties from the adapta-

tion of earlier regions in the processing stream. This appears to be the case for LGN, which inherits

its adaptation behavior from retinal adaptation 16, and for area MT, where the contrast adaptation

is spatially localized to regions the size of V1 receptive fields 21. However, primary visual cortex V1

appears to perform additional contrast adaptation itself 17;22. In awake animals, this adaptation

can even be modified changes in the task that the animal is performing23. Moving on to still more

complex stimuli, we can consider high-contrast oriented gratings (i.e. series of lines with a specific

orientation) that are either stationary or drifting. In this case, V1 is known to adapt to the spatial

frequency 19;24 of the gratings, the temporal frequency 25 of drifting, as well as the orientation of the

gratings 26–29. Orientation adaptation appears not to be inherited from sub-cortical regions, but

rather generated cortically 30. Further, these adaptation effects are still present for more naturalistic

stimuli 31. Similar effects occur in MT, with neurons adapting based on the orientation of drifting
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gratings 32;33, and adapting to the speed of moving dots 34. However, the orientation adaptation ef-

fects again seem to be inherited from V1 adaptation 33. Thus, each region of the visual system seems

to adapt to the features of stimuli that it is thought to code for, and these adaptations can be passed

forward to higher areas. Interestingly, while orientation adaptation in V1 and MT both usually

result in decreases in the maximum firing rate of neurons whose tuning curves are centered at the

stimulus that is used for adaptation 5;26;32, the effect on closely-tuned neurons is opposite for these re-

gions. While neurons in V1 are repelled from adapted stimuli 26, in the sense that their tuning curve

centers are pushed farther away, neurons in MT are attracted to adapted stimuli 32: their tuning

curve centers are pulled closer to frequently occurring stimuli.

Evidence for adaptation of the visual system has also been found in corresponding psychophysical

tasks, reviewed 5;6;11;35. First, luminance adaptation, reviewed in 36, follows Weber’s law 37 like sen-

sitivity, in which discrimination thresholds scale with the level of luminance that the subjects are

adapted to. Similar effects occur for contrast 38–40: adaptation to high contrast simuli increases the

contrast detection threshold for stimuli of lower contrast. Notably, however, for oriented gratings,

the effect is dependent on how well both the orientation and spatial frequency of the adapted grat-

ing match the test grating 38;40. Psychophysical adaptation to orientation has also been detected in

two forms. First, there is the well reported tilt aftereffect, the observation that, when subjects are

adapted to lines41 or gratings40;42;43 at some orientation and asked to report the orientation of test

gratings (or lines), their reported orientations are repelled away from the orientation of the adapted

grating (line). This effect is stronger with briefer test stimuli44 and seems to appear even when the

spatial frequency of the adapted grating is too fine to resolve45. A similar repulsive effect, in which
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reports are biased away from the adapted stimulus also appears for moving dot stimuli in terms of

the orientation of the motion46, for the spatial frequency of gratings 39;47, as well as for curvature of

lines48, and has even been reported for more abstract features of images, like distance of objects49,

and the emotions, gender, and ethnicity of faces 50. The second orientation adaptation effect is on

fine discrimination performance 51;52: after adaptation, the subject must determine which of a pair

of gratings is oriented more in a clockwise direction. Adaptation to a specific orientation has been

found to improve discrimination performance very close to that orientation, at the cost of perfor-

mance at slight further orientations 51;52. Evidently, these adaptation effects are reminiscent of the

observed changes in the orientation tuning of V1 neurons, and several models42;52–54 have success-

fully connected the observed neurophysiological and psychophysical effects, explaining the tilt after-

effect in terms of decreases in magnitude and repulsive shifts of orientation tuning curves. A final

class of perceptual adaptation effects are afterimages, in which long-term viewing of an image or

moving stimulus causes an afterimage, often reversed in terms of motion direction or RGB color

values, when looking at a white field or stationary scene 55–57. Such afterimages are thought to involve

a cortical contribution 55;58;59.

While less well explored than vision, adaptation of the neural code has been increasingly observed

in other sensory modalities as well. Examples of adaptation exist in audition60–63, olfaction64, so-

matosensation65;66, and electrosensation66.

5



0.2 Efficient coding hypothesis

The efficient coding hypothesis67;68 proposes that the neural code is optimized for its task and en-

vironmental contexts. Given an environment, an objective function, a constraint function, and

features of the code that can be optimized, the efficient coding hypothesis allows neural codes to be

derived in a normative way: as the best code under this setup. Of course, there is always the ques-

tion of how the objective and constraint functions should be chosen for any given coding problem.

Usually the objective is taken to be related to information, while the constraint is argued to be in

some sense metabolic, which has led to approaches that measure information in the neural popu-

lation69–75, as well as attempts to perform a direct accounting of the energy costs of neural process-

ing,76–82. Despite this difficulty, efficient coding models have seen success in deriving and explaining

the features of neural codes on the basis of simple, intuitive objective and constraint functions.

Measuring the contrast response of large monopolar cells in the blowfly eye, Lauglin 83 found a

stimulus-response curve that matched well to the cumulative distribution of contrasts in the same

image dataset. This behavior, termed histogram equilization, indicates that the the distribution of

responses (here, voltages) is uniform, so that each response level is used with equal frequency, max-

imizing their informativeness 83. Similar results have been reported for firing rates of V1 neurons in

cats and IT neurons in macaque 84, except that the firing rates have an exponential distribution, con-

sistent with information maximization under a constraint on the mean firing rate 85. In the stimulus

domain, Olshausen and Field 86 showed that, by training a set of receptive fields to optimize image

reconstruction in a dataset of natural images with a constraint on sparseness, they were able to learn
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receptive fields that resemble those of V1 simple cells. Similar results hold for temporal filters learned

on a dataset of naturalistic sounds 87. Meanwhile, the response of LGN neurons to stimulation with

movies appears to whiten the input over time 88, removing frame-to-frame correlations in the input

stimuli. In many ways, these classic efficient coding approaches resemble more recent results 89;90

deriving the activity of neural populations by learning deep neural networks with specific objective

functions. There is also a long history, starting at the inception of the idea of efficient coding 36, of

using efficient coding principles to explain adaptation effects, reviewed4;7;8. This is natural because

the adaptation to changes in the stimulus distribution can be derived in an efficient coding model

simply by changing the stimulus distribution that it is optimized for. In particular, H1 cells in the

blowfly, which are sensitive to motion, have been found to adapt their motion response function

based on not only the average motion of preceding stimuli91, but also on the variance of the velocity

signals that they receive92–94. This variance adaptation occurs through changes in the slope of the

stimulus-to-firing rate function, so that the distribution of firing rates is unchanged regardless of the

stimulus distribution92;94. Unsurprisingly, given its success in explaining experimental data, the ef-

ficient coding hypothesis has lead to a great deal of theoretical development. We will review relevant

aspects of this theory in chapter 3.

0.3 Evidence accumulation and Bayesian inference

On longer timescales than adaptation, knowledge of the distribution of stimuli in the environment

may be helpful for dealing with noise and ambiguity in observations. In particular, if observations
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are sufficiently ambiguous or unlikely given what is known about the world, the brain may bene-

fit from putting less weight on such observations, and instead relying mostly on this prior knowl-

edge. This idea, that perception can be described as an inference process95, is formalized by the idea

of Bayesian inference, reviewed96–99. The Bayesian approach has seen success in modelling many

observed features of behavior, both sensory and motor 100–105, and has generated a great deal of the-

oretical work exploring how distributions could be coded in neural activity 106–112. However, evi-

dence for representation of higher order moments of stimulus distribution in neural activity remains

sparse 113–115. On the other hand, the process of accumulating and combining evidence in a noisy en-

vironment97;116;117 seems to require the ability to weight different pieces of evidence differently, and

neural correlates of evidence accumulation and decision making 118–122 have been found, as have sta-

ble representations of abstract features of the environment, like heading direction and location 123–127.

This suggests that understanding the features of such evidence accumulation processes is a promis-

ing approach.

Bayesian approaches can be profitably combined with efficient coding approaches 128 (or alter-

natively, predictive coding approaches 129, which resemble efficient codes 130). In particular, sen-

sory adaptation changes the distribution of neural activity for a given stimulus and must be taken

into account during inference. One the other hand, the distribution of stimuli in the environment

can have long time-dependencies, so the evidence accumulated during the inference process can be

helpful in determining what distribution of stimuli sensory systems should adapt to. In short, this

combination can help to study the effect of adaptation on inference and the effect of inference on

adaptation. The first case can help to approach the question of how to interpret the illusory per-
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cepts that seem to be produced by sensory adaptation, when higher brain areas could counter-act

such adaptation in interpreting the sensory signals 131–133. Combining efficient encoding models with

Bayesian decoding models, both repulsive and attractive biases in perception can be explained 134–136,

and general, broadly observed relationships between behaviorally measurable quantities can be de-

rived 137. These models that are both efficient and Bayesian have been shown to capture trial-to-trial

dependencies in an orientation reproduction task 138;139 that are simultaneously attractive in the short

term and repulsive in the long term, and as well as features of subjective value coding 140. The sec-

ond case can help to shed light on the evidence accumulation process, generating predictions about

how evidence accumulation occurs on the basis of observed code adaptations. In this view, efficient

codes that instead adapt to their posterior belief about the environment have been derived 141 with

performance that seems to indicate that bet-hedging or information gathering strategies match well

to observed neural activity 142.

0.4 Outlook

In this thesis, we will examine the issues of code adaptation and evidence accumulation in turn.

First, in chapter 1, we will review mathematical tools from information theory and statistics and their

application to neural codes. In chapter 2, we turn to efficient coding models for adaptation of the

neural code. An outstanding question that often hampers the application of efficient coding models

is why a particular choice of objective and constraint functions is justified, or in fact best captures

the observed features of a neural code. We take this issue as our main objective. Turning the efficient
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coding problem on its head, we ask how to fit the objective and constraint functions that an ob-

served code appears to be optimal for. We develop a general efficient coding model that can capture

qualitatively different types of adaptation behaviors and show that, based on observed adaptation

behavior of a neural code, we can fit both the objective and constraint functions, using a closed-loop

experimental scheme. In spirit, this resembles contemporaneously developed approaches 143–145, but

with the key distinction that it allows the functions to be fit unambiguously, due to its closed-loop

experimental nature. In chapter 3, we turn to the influence of a fixed representation on evidence

accumulation. We argue that the problem of filtering with a fixed representation that may not be op-

timal for the environment is a relevant problem for the heading direction systems to solve. We then

derive (known) solutions for this fixed representation filtering and propose a method for learning

such a representation.
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1
Theory Introduction: statistical tools for

neural coding

In this chapter, we introduce some key ideas from statistics and their applications to neural coding.

These tools come from statistical estimation theory 146 and information theory 147, and have seen

application and development in the field of machine learning 148;149. Their application to modelling
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patterns of neural activity is well developed 37. For our purposes, the Fisher information and its man-

ifold interpretations are particularly important, and will be used heavily in following chapters. We

will introduce the general concepts in tandem with their application to models of neural activity,

but use different notation, p(r) for neuron specific models and p(x) for general properties, to sep-

arate these cases. These concepts will be applicable at different levels of generality. Entropy, mutual

information, and KL and f divergences are applicable to any well-behaved probability distribution,

the Fisher information is specific to parameteric families of distributions, and the exponential family

is one particular form of parameteric family, with correspondingly specialized properties.

1.1 Neural coding

The idea of a neural code comes about by analogy with the idea of channel coding in information

theory67. The term neural code or encoding refers to the conditional distribution of neural activity

given a stimulus,

p(r|s). (1.1)

That is to say, if we record the activity r of a neural population when the animal is exposed to a stim-

ulus s, the neural code captures the distribution of activity that we see and its dependence on the

stimulus. The idea here is that the mapping s → r from stimulus to neural activity can be viewed as

a noisy communication channel that information about the stimulus is sent through, and analyzed

in terms of its properties as a channel, for example its capacity to pass information without error.

Note that the idea of a neural code is a very broad concept. The activity r could refer to the activity
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of one or multiple neurons at individual time points or across a period of time, and could be mea-

sured by different signals, including voltages 150, action potentials, or calcium signal 151. Similarly, the

stimulus s can be low dimensional, for example as the orientation of a grating, or high dimensional,

for example as the pixel representation of the image of a grating, and can be either instantaneous

or time dependent. Furthermore, stimuli can correspond to external states of the world or internal

states of the organism 152, or could even be the activity of other neurons such as activity excited by

current injection or optogenetics 153;154. For our purposes, the neural code can generally be thought of

in terms of instantaneous neural activity in response to a low dimensional, external stimulus that is

constant in time.

1.1.1 General tools from information theory

The Shannon entropy 147;155 provides a measurement of the uncertainty in a distribution. For contin-

uous random variables, it is defined up to a constant by

H[p(x)] =

∫
X
− log

(
p(x)

)
p(x)dx. (1.2)

If the probability density is measured relative to a base measure with density q(x), then the entropy

of this distribution, which has density p(x)/q(x), provides a way to determine how similar p(x)

and q(x) are. This is given by the relative entropy orKullback–Leibler (KL) divergence 147 of pwith

respect to q

DKL(p||q) =
∫
X
log

(
p(x)

q(x)

)
p(x)dx. (1.3)
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Note that the sign is reversed relative to the entropy so that this divergence, while not technically a

distance, becomes smaller as p(x) and q(x) become more similar. More generally, we can construct

measures of the divergence between distributions by specifying a set of reasonable conditions that a

divergence should satisfy. For example, it should be non-increasing under non-invertible mappings

of the random variables, since this loss of detail should not make distributions more different 156.

Following this approach, gives the class of f -divergences 156;157. Each f -divergences is defined by a

choice of a convex function, f , via

Df (p(x)||q(x)) =
∫
X
f

(
p(x)

q(x)

)
q(x)dx. (1.4)

This includes the KL divergence, setting f(x) = x log x. The f -divergences will become relevant

in chapter 2. However, the KL divergence is the most popular divergence measure due to its connec-

tion to Shannon entropy and to mutual information.

Themutual information 147;155 between two random variables measures how close their joint distri-

bution is to an independent distribution with the same marginals

Imut(x, y) = DKL

(
p(x, y)

∣∣∣∣p(x)p(y)). (1.5)

Equivalently,

Imut(x, y) = Ep(x)

[
H[p(y)]−H[p(y|x = x)]

]
(1.6)

This shows that if we consider x → y to be a communication channel, the mutual information
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measures how much (on average) the uncertainty in the output changes when the value of the input

is specified. Moreover, the capacity of a communication channel, which is the maximum rate in bits

per transmission that information can be sent through the channel without error, is equal to the

mutual information, a result known as the channel coding theorem 147;155.

1.1.2 Entropy and mutual information in neural codes

Evidently, this theory provides important theoretical bounds for what can be achieved with a given

neural code. As such, methods for measuring mutual information in neural codes have been devel-

oped69–72, reviewed 158, and continue to be developed73. However, the mutual information is notori-

ously difficult quantity to measure 159;160, and such methods are still an area of active development.

1.2 Parameterized models and Fisher information

When building more mechanistic models or models that can be fit directly to neural data, it is com-

mon to use parameterized distributions as a tool for modelling neural codes. If we think of a param-

eterized family of distributions, p(r|θ), as capturing the possible neural activity distributions that

we could observe, then to describe the neural code p(r|s) for a stimulus s, all that we have to do

is specify the parameter values that correspond to each stimulus value θ(s). This gives the neural

coding model p(r|s) = p(r|θ(s)), and hence is equivalent to saying that the parameters θ are suf-

ficient for the stimulus s in the neural activity r. In other words, that the parameters can capture all

of the information that the neural activity encodes about the stimulus. This sufficiency assumption

is not always made explicitly, and can be relaxed by considering the model to capture only some fea-
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tures of the neural code for s. This approach is frequently taken in models of rate coding 37, which

assume that neurons’ activity can be described by their instantaneous firing rate, which is the mean

of a Possion distribution or Poisson process that produces action potentials.

1.2.1 Fisher information

The Fisher information 146;161 is a tool from statistical estimation theory that measures the expected

sensitivity of the log-likelihood to changes in the parameter. For any parameterized family of distri-

butions, the Fisher information matrix is defined as

[Iθ(θ)]ij := Ep(x|θ)

[(
∂

∂θi
log p(x|θ)

)(
∂

∂θj
log p(x|θ)

)]
. (1.7)

When the parameterization is sufficiently well behaved (so that we can differentiate with respect to θ

through the x integral) 146, we have alternatively

[Iθ(θ)]ij = −Ep(x|θ)

[
∂2

∂θi∂θj
log p(x|θ)

]
. (1.8)

This equation shows that we can interpret the Fisher information matrix as a form of curvature: it

measures the average curvature of the log-likelihood function at specific parameter values. We also

have an interpretation in terms of sensitivity, as we stated above. This is made clear by the Cramer-

Rao bound 147, which states that, given data x generated from the parameterized distribution at

parameters θ0, any unbiased estimator of these parameters, θ̂(x), will have variance that is bounded
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by the inverse Fisher information. For multiple parameters,

covp(x|θ0)(θ̂(x)) ≥ Iθ(θ0)
−1 (1.9)

where the matrix inequality means that the difference covp(x|θ0)(θ̂(x)) − Iθ(θ0)
−1 is a positive

semi-definite matrix. Thinking in terms of a one-dimensional parameter θ, this mean that if the

Fisher information is high, then there can be estimators with low variance. In other words, high

Fisher information means that even close values of parameters can be distinguished because the

distribution of data, x, will be very different for such parameter values. That is, the distribution is

very sensitive to the value of θ.

Two particularly usefully properties of the Fisher information matrix are 1) it is symmetric and

positive semi-definite, and 2) for invertible deterministic transformations of the parameters, η(θ),

the Fisher information matrix transforms by

Iη(η) =
∂θ

∂η

T

Iθ(θ(η))
∂θ

∂η
. (1.10)

1.2.2 Fisher information in neural codes

From the perspective of a neural code, p(r|s), the Fisher information in the neural activity, r, about

the stimulus, s is Is(s), and tells us two things about the properties of the code 162–166. First, from

eq. 1.8, the Fisher information quantifies how sensitive our encoding will be to changes in the stim-

ulus. Second, from eq. 1.9 the Fisher information quantifies how precisely another ‘downstream’
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neural population, or the behavior of the organism itself, can estimate the stimulus value by decod-

ing the activity r. If two populations are sequentially connected, so that the activity in population 2,

r2, is independent of the stimulus when conditioned on the activity in population 1, r1, then there

is a data-processing inequality 147;167 for the Fisher information, just as for mutual information:

Ir2s (s) ≤ Ir1s (s). (1.11)

Thus, if we think of neural processing as a series of stages, each of which is responsible for some re-

formatting of sensory information, then the Fisher information provides a read-out of both the sen-

sitivity of the neural population to changes in the stimulus values and the limitations on sensitivity

at any further stages of processing. At the ‘output’ level of organism behavior, the Fisher informa-

tion determines the discrimination threshold of behavior via 1/
√
Is(s)

131;163. That is to say, this

determines how close a stimulus can be to a given stimulus s and still be reliably discriminated from

s. The Fisher information is often used in modelling neural codes 136;168–171 and for characterization

of the response properties of individual neurons 166 and neural populations74;75.

1.2.3 Fisher information is the local divergence

While the KL and f -divergences provide a means to measure how different any two probability

density functions are, the Fisher information provides a similar measurement on a local scale, mea-

suring how distinguishable distributions with nearby parameters are from each other. In fact, if the

parameterization is well behaved in the sense that eq. (1.8) holds, the Fisher information gives the
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local KL divergence between distributions with close parameter values 156. Taylor expanding the KL

divergence to second order in the parameters gives

DKL

(
p(x|θ)

∣∣∣∣p(x|θ + dθ)
)
≈ 1

2
dθT Iθ(θ)dθ. (1.12)

In fact, this same argument applies to any f -divergence, as long as the function f satisfies the initial

conditions f(1) = 0, f ′(1) = 0 and f ′′(1) = 1. This set of functions can be shown to generate

all f -divergences up to scaling, which is to say, changing the initial conditions does not change the

f -divergence between any two distribution except by a constant scaling factor 156. Thus, for all f -

divergences, the Fisher information is the local divergence up to scaling by a constantC0

Df

(
p(x|θ)

∣∣∣∣p(x|θ + dθ)
)
≈ C0

1

2
dθT Iθ(θ)dθ. (1.13)

Note that the Fisher information provides some properties that divergences lack. It is a symmetric

positive semi-definite matrix, so wherever it is fully positive definite, the Fisher information provides

a fully-fledged metric by which distances can be measured, albeit locally.

1.3 Exponential families

An exponential family 146 is a parameterized family of distributions of the form

p(x|θ) = h(x) exp(θTT (x)−A(θ)). (1.14)
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where θ are the parameters of the distribution, T (x) are the sufficient statistics,A(θ) is the log par-

tition function, and h(x) is the base measure of the distribution. Note that x and θ can both be

multidimensional quantities, with potentially different dimensionalities. Any particular exponential

family (for example Gaussian distributions, or Poisson distributions) can be specified by a choice of

the base measure h(x) and sufficient statistic T (x) functions, with individual members of the fam-

ily corresponding to different settings of the parameter values θ. The log partition functionA(θ)

enforces normalization in x for all parameter choices.

The sufficient statistics, T (x), are sufficient for the values θ of the parameters in the sense that

they capture all of the information about the parameters that can be extracted from observed data:

p(θ|x) = p(θ|T (x)). In fact, rather than specifying the parameters of a distribution, it is equiva-

lent to specify the expected values of the sufficient statistics

µ = Ep(x|θ)[T (x)]. (1.15)

We will refer toµ as themean parameters or themoments of the distribution, and θ as the natural

parameters or simply the parameters. These equivalent specifications,µ and θ, of a particular distri-

bution in an exponential family are related through an invertible function,µ(θ). This can be seen

to follow from the fact that exponential family distributions are solutions to the problem of entropy

maximization under constraints on the expected values of the sufficient statistics 148 (see also sec-

tion 1.3.4 below). In this view, the natural parameters are Lagrange multipliers, and, because entropy

is concave, are related to the mean parameters via Legendre duality (see appendix). The parameter-
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to-moment mapping is also given by the gradient of the log partition function

µ(θ) = ∇θA(θ). (1.16)

In fact,A(θ) is the cumulant generating function for cumulants of the sufficient statistics, so in

particular, the Hessian ofA(θ) gives the covariance matrix of the sufficient statistics

∂2

∂θi∂θj
A(θ) = Ep(x|θ) [(Ti(x)− µi)(Tj(x)− µj)] (1.17)

1.3.1 Fisher Information in exponential families

Calculating the Fisher information for an exponential family, we find that

Iθ(θ) = covp(x|θ)[T (x)]. (1.18)

Combining this with eq. (1.17) and eq. (1.16) shows that

[Iθ(θ)]ij =
∂2

∂θi∂θj
A(θ) =

∂µi

∂θj
:=

[
∂µ

∂θ

]
ij

. (1.19)

Thus, in exponential families, the Fisher information matrix is the Jacobian of the parameter-to-

moment mapping, denoted here by ∂µ
∂θ . Equivalently, the Fisher information matrix is the Hessian

of the log partition function. We can take advantage of this fact to find the Fisher information ma-

trix for the mean parameters.
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If the sufficient statistics are linearly independent, so that no Ti(x) can be written as a linear com-

bination of the other sufficient statistics, then the mapping from parameters to moments will be

invertible. In this case, its Jacobian matrix will be invertible as well, and in fact, the inverse of the

Jacobian matrix is the Jacobian of the inverse function. Combined with equation (1.10) for transfor-

mation of the Fisher information, we have

Iµ(µ) = Iθ(θ(µ))
−1 =

∂θ

∂µ
(1.20)

and, equivalently,

Iµ(µ) = covp(x|µ)[T (x)]−1. (1.21)

Intuitively, this is reasonable, because it says that estimating the mean parameters using the average

of the sufficient statistics

µ̂ =
1

n

n∑
i=1

T (xi) (1.22)

achieves the Cramer-Rao bound if the data is independently and identically distributed xi ∼

p(x|µ), in which case the Fisher information is nIµ(µ).
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1.3.2 Natural exponential families

One special case of exponential families are the natural exponential families, which are exponential

families that have identity sufficient statistics,

p(x|θ) = h(x) exp(θTx−A(θ)). (1.23)

Here the dimensionality of x and θ must be the same. In this case, the mean parameters are simply

the expected values of x conditioned on parameters

µ(θ) = E[x|θ] (1.24)

and the Fisher information matrix is the conditional co-variance

Iθ(θ) = cov[x|θ]. (1.25)

Evidently, because the sufficient statistics are constrained to be identity, any natural exponential fam-

ily is specified by the choice of its base measure, h(x). At the same time, it can also be specified by

the partition function exp(A(θ)), which has the form of a Laplace transform of the base measure.

In fact, a natural exponential family can be fully specified by the derivatives of the log partition func-

tion 172;173. This is the key property from our point of view: the Fisher information function Iθ(θ)

of a family, in combination with the set of possible mean values {µ(θ)}θ , fully determines a natural
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exponential family.

1.3.3 Exponential family models of neural codes

The rate coding models of neural activity that we developed above can be turned into exponential

family models. These models can be described in terms of the tuning curves of the neurons, i.e. the

mean stimulus conditioned activity

µTC(s) = E[r|s]. (1.26)

in combination with a marginal activity distribution, often Poisson,

p(ri|s) = Pois(µi(s)) (1.27)

and possibly the stimulus conditioned correlations of activity among neurons, called noise correla-

tions 174;175, which result from the covariance structure

Σr(s) = cov(r|s). (1.28)

This is a very natural way to describe neural codes because both the tuning curves and (with suffi-

cient data) the neural activity correlations can be fit to data simply by regression.
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The same description can be achieved by an exponential family with linear sufficient statistics

p(r|s) = h(r) exp(θ(s)Tr −A(θ(s)). (1.29)

In this case, the fact that the sufficient statistics are linear gives the mean parameters

µ(s) = Ep(r|s)[r], (1.30)

while the Fisher information becomes

Iθ(θ) = covp(r|θ)[r]. (1.31)

There are two key points to note here. First, the assumption of linear sufficient statistics ensures

that a choice of stimulus-to-parameter mapping θ(s) is equivalent to some choice of tuning curves,

which can be found through the moment-to-parameter mapping. Using the fact that the Fisher

information is the Jacobian of this mapping, we can see the relationship is given by

dµ

ds
= covp(r|θ(s))[r]

dθ

ds
(1.32)

Second, with linear sufficient statistics the parameterized activity model p(r|θ) is a natural expo-

nential family and hence the encoding is fully specified by the Fisher information function and the

range of possible means (section 1.2.1). This specification is captured in part, but not entirely by
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the noise correlation structure, which captures the Fisher information dependence along one curve

through parameter space. These natural exponential family models are used frequently in proba-

bilistic population coding models 108;109;176, and implicitly in studies that investigate linear Fisher

information75;169;171, which is equivalent to the Fisher information in a natural exponential family

with given tuning curves and noise correlations.

1.3.4 KL and f divergence minimizing families

The KL divergence is also related to the exponential family because, as mentioned in section (1.3),

exponential families are entropy maximizing distributions relative to their base measures under

constraints on the mean values of their sufficient statistics. From the definition of KL divergence

(1.3) this is equivalent to KL divergence minimization from to the base measure,DKL(p(x)||h(x)),

under the same constraints on expectation of the sufficient statistics. That is to say, exponential

family distributions p(x) solve

min
p(x)

DKL

(
p(x)

∣∣∣∣h(x)) s.t. Ep(x)[T (x)] = µ (1.33)

This is a slight abuse of notation because the KL-divergence is usually taken between probability

distributions, but if the base measure can be normalized, then this factor will be absorbed into the

normalization of the exponential family without changing the family.

Like the KL divergence, the f -divergence is convex in its arguments 156. This means that, similarly

to how KL minimization gives the exponential families as solutions, we can construct other families
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of probability distributions as f -divergence minimizing solutions for our choice of convex f . Fol-

lowing from the Legendre duality between constraint values and Lagrange multipliers (appendix

A.4.3), such families will share the dual mean and natural parameterization of exponential families.

We won’t construct them in detail here, but simply note the forms of such distributions. If we take

Df (p(x)||q(x)) and minimize with respect to the first argument, we find

pmin(x|θ) = q(x)f ′−1
(
θTT (x)− Z(θ)

)
(1.34)

where f ′−1(·) exists due to convexity of f . Minimizing with respect to the second argument gives:

qmin(x|θ) =
p(x)

f̂−1(θT (x) + Z(θ))
(1.35)

here, f̂(x) = xf ′(x) − f(x) has a form similar to the Legendre transform of f (appendix A.4.3)

and can be guaranteed to be invertible if f(·) is monotonic.

1.3.5 Information geometry of exponential families

Over the preceeding sections, we have seen four interpretations of the Fisher information matrix: 1)

the expected curvature of the log-likelihood, 2) the sensitivity of the data to changes in the parame-

ters, 3) the local metric corresponding to divergences, and, 4) for exponential families, the Jacobian

of the parameter-to-moment mapping. Information geometry 156;177 combines these interpretations

to give the Fisher information an intuitive geometric meaning. The idea here is to think of param-
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eterized families of probability distributions as surfaces in the space of probability distributions,

with each point on the surface corresponding to a particular distribution in the family. In this view,

see figure (1.1), the parameters of the family give us a coordinate system on the surface. By choosing

the values of the parameters, we can specify a particular distribution in the family, which is to say, a

particular point on the surface. Information geometry studies the properties of families of distribu-

tions by using techniques from differential geometry to study their corresponding surfaces, termed

statistical manifolds. Here, we will focus on the the geometry of exponential families.

Figure 1.1: Parameters act as a coordinate system on the probability manifold. The tangent space at any give point in

manifold,θ, is spanned by vectors,∂i that point along the coordinate curves.

In differential geometry 178;179, many of the intrinsic properties of a surface, such as curvature,

are known to follow from the local metric of the surface, termed the Riemannian metric, which we

develop here on an intuitive level. In order to measure the shape of a surface, we would like to have

an idea of, at any given point, what directions we can travel along without moving off of the surface,

called the tangent space to the manifold, Tθ . In our case we have coordinates for each point on the
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statistical manifold, so we know that we can travel along the manifold by making small changes to

any of the coordinates, θi → θi+dθi. The vectors that point along these coordinate changes, shown

in figure 1.1, can be associated with derivatives with respect to the corresponding coordinate 179;180.

We use derivatives of the log-likelihood function

∂i(θ) =
∂

∂θi
log p(x|θ). (1.36)

In fact, these vectors locally span the set of directions that we can move from a given point along the

manifold, giving us a basis for the tanget space

Tθ = span
({

∂

∂θi
log p(x|θ)

}
i

)
. (1.37)

This is because any nearby point that we would move to has it’s own coordinate values, which differ

by small changes in some subset of the parameters. Thus, at any point, θ in the manifold, all of the

tangent vectors to the manifold can be written as linear combinations of the log-likelihood deriva-

tives, called the score function basis, v =
∑

i vi∂i(θ).

The Riemannian metric is, by definition, the inner product in the tangent space to the manifold

at any given point θ in the manifold. For tangent vectors written in the score function basis, this

inner product will have the form ⟨w,v⟩ =
∑

ij wigij(θ)vj Using the expected value as our inner
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product, the Riemannian metric in this basis is

gij(θ) = Ep(x|θ)

[
∂

∂θi
log p(x|θ) ∂

∂θj
log p(x|θ)

]
= [Iθ(θ)]ij , (1.38)

the Fisher information. Thus, the local geometry of the statistical manifold is determined by the

Fisher information. In fact, 156 for both discrete distributions 181 and exponential families 182, the

Fisher information is known to be the only metric up to scaling whose form (eg. that shown in eq.

(1.38)) is invariant to reparameterization of the family.

For exponential families, we additionally have the alternate parameterization given by the mean

parametersµ(θ) (section 1.3), which acts as an alternative coordinate system for the statistical mani-

fold. This alternative coordinate system gives a corresponding basis for the tangent space

Tθ = span
({

∂

∂ηi
log p(x|η)

}
i

) ∣∣∣∣∣
η(θ)

(1.39)

in which the Riemennian metric is the inverse of the natural parameter metric (from eq. 1.20)

gij(µ) = [Iµ(µ)]ij =
[
Iθ(θ(µ))

−1
]
ij
. (1.40)

In fact, the mean and natural parameter bases are orthonormal 177

Ep(x|θ)

[
∂

∂θi
log p(x|θ) ∂

∂ηj
log p(x|η(θ))

]
= δij . (1.41)
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as can be seen to follow from the Jacobian interpretation of the Fisher information matrix, eq. 1.19.

This implies that the mean parameters and the natural parameters generate dual bases 179 for the

tangent space, in the sense that vectors in one basis can be thought of as linear functionals in the

other basis.

In the following chapters we will use heavily the Fisher information and the properties that we

have derived in this chapter for analysis of neural coding models. In chapter 2, we analyze efficient

codes whose objective function is dependent on the Fisher information in the code. We argue that

the distribution of parameters in a space that is measured in its intrinsic units of Fisher informa-

tion is not only intuitive, but also results in parameter distributions that can be measured. In chap-

ter 3, we use the Fisher information to derive projections into a space of distributions with a specific

choice of parameters. We also use it to represent probability distributions and to generate intrinsic

flows through parameter space. While these arguments could all be phrased without reference to

information geometry, having the geometric picture in mind provides an appealing intuition.
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2
Adaptation of sensitivity: Fisher efficient

codes

Our primary objective in this chapter is to model sensory adaptation from the perspective of effi-

cient coding theory. Here we will limit ourselves, in particular, to sensitivity adaptation, which is to

say, adaptation of the local discrimination performance of the code. We term this formulation of the
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efficient coding problem, which has been developed in the work of 135;137;168;170 among others, ‘Fisher

efficient codes’. Here we first formulate a generalized version of the Fisher efficient coding problem

in section 3.1, which captures the general features of these problems and show how to approach it

tractably. In section 3.2 we analyze how different features of this problem impact the optimal codes

that are derived and their adaptation properties. In section 3.3, on the basis of these insights, we

then demonstrate that adaptation behaviors are sufficient to characterize both the objective and

constraint functions that the code is optimized. In sections 3.4 and 3.5 we demonstrate how measure-

ments of the relevant quantities could be made from neural data, and discuss possible extensions

to more broadly applicable conditions. Sections 3.1-3.2 and parts of 3.3 and 3.4 of this work were

published 183.

2.1 One dimensional model of Fisher efficient codes

Under the efficient coding hypothesis, neural codes that we observe should be in some sense optimal

for the task and environmental contexts that they operate in. In order to predict the neural activ-

ity for such an optimized code, we must specify four things 184: what the environmental context is,

what features of the code can be optimized, what the code is optimized for, and what constraints

the code is optimized under. Because we want to consider a broad class of efficient codes, we en-

deavor to make a small number of assumptions that allow the problem to be fairly flexible on all

four accounts, while still remaining tractable. Informally, these assumptions are as follows. We will

work with one-dimensional stimuli, which can be thought of as the orientation of a grating or the
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speed of an animal. Because these stimuli are one-dimensional, if they are encoded by the activity

of a neural population in a continuous (but noisy) way, we expect that if we were to record neural

activity across all input stimuli, the plotted neural activity should form a cloud around some one-

dimensional curve through activity space, for example as shown in figure 2.1a,b. We will allow the

stimulus to be encoded along any such activity sub-manifold. However, we assume that the iden-

tity of this sub-manifold is fixed during optimization, and optimize only how stimuli are associated

with different points in the activity sub-manifold, figure 2.1c. In terms of objective functions, we

will limit ourselves to the problem of sensitivity adaptation, so our objective functions will depend

only on the average sensitivity of the code to stimulus changes, that is to say, the Fisher information.

However, there may be diminishing returns to improving sensitivity at individual points or strong

losses if the sensitivity becomes too low at some points. Thus, we will allow for a non-linearity when

integrating the sensitivity over all stimuli, which can capture various possible objectives, like approx-

imate mutual information, or average discrimination performance. Finally, we want the constraints

on the optimization to act like ’metabolic’ constraints, or limitations on some resources that are used

up by neural activity. Thus we will place constraints on average neural activity, sampling over both

noise and and stimuli. Once again, we will allow a potentially nonlinear function to act on the neu-

ral activity before averaging so that the model can capture various possible constraints, like mean

total activity, mean activity of specific neurons, or even the co-variance in activity between neurons.

Formally, consider a one-dimensional stimulus of interest, s, distributed according to ps(s) as

determined by task and environmental context. This stimulus is encoded by the activity r of a pop-

ulation of neurons according to some encoding model p(r|s). We assume that this encoding has the
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Figure 2.1: Our efficient coding setup. (a) & (b) Example encodingmodels, p(r|θ), for (a) single neuron and (b) neu-
ral population. In (a), θ specifies themean activity (tuning) of neurons, while noise is be assumed Poisson. In (b), the

encodingmodel specifies a particular one-dimensional submanifold of neural activity (blue line) that the stimulus is

coded along. (c) Effect of different θ(s) functions on the tuning of neurons in example (b). Functions θ(s) determine

the ”speed” that wemove along the one-dimensional manifold, but not the relative average activity among different

neurons (colors). (d) Due tomonotonicity, the θ(s)mapping can be characterized in terms of cumulative distributions,

θ(s) = CDF−1
θ ( CDFs(s)), or probability densities dθ/ds = ps(s)/pθ(θ), illustrated here are different θ(s)

mappings (line style) for the same ps(s). (e) Examples of tuning curves and the corresponding parameter densities

for two different θ(s) functions, under a uniform stimulus distribution. Jitter is added to each point for visualization

purposes. (f) Example showing how the constraint function arises from activity constraints, using the parameterization

of panel (e) and a total mean activity constraint.
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form

p(r|s) = p(r|θ(s)). (2.1)

where θ, which parameterizes the neural activity, is a sufficient statistic for s in r: it captures ev-

erything about the stimulus that is encoded in the neural activity. We assume that the stimulus-to-

parameter mapping θ(s) is a deterministic,monotonic function with bounded range, and optimize

over the space of such functions. Further, we assume that the parameterization of the neural activity

p(r|θ) is fixed during optimization but otherwise allow it to be an arbitrary conditional distribu-

tion. This encoding model splits the noisy s → r mapping into two steps: a fixed, noisy θ → r

relationship that parameterizes the neural activity with a one-dimensional parameter, and an opti-

mized, deterministic s → θ relationship, that specifies where stimuli are encoded in parameter space,

while assuring that no two stimuli are encoded at the same location. Intuitively, θ → r specifies the

activity sub-manifold that stimuli are coded along and the noise distribution around this manifold,

e.g. figure 2.1b, while s → θ specifies what stimulus is associated with each location in the manifold.

See figure 2.1c for an example of two different s → θ mappings and their effect on the tuning curves

of a neural population.

We will solve efficient codes that optimize a Fisher information dependent objective function and

under an activity dependent constraint:

max Eps(s)

[
f
(√

Is(s)
)]

s.t. Eps(s)p(r|s) [h(r)] ≤ M, (2.2)
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The objective function is the expectation across stimuli of some function, f(·) of the square-root of

the Fisher information. We assume that more information is better, that is to say sensitivity is benefi-

cial, so the function f(·) should be increasing, but otherwise it can be an arbitrary function (though,

as we argue below, the objective must additionally be concave if the solutions are to be well behaved).

Note that the square root is for notational convenience, it could be absorbed into the arbitrary func-

tion f(·). The constraint function, meanwhile, takes the expectation across both neural activity

and stimuli of some function h(·) of the neural activity itself. Because we think of the constraint

as a resource that is used up but not produced by neural activity, we will assume that that h(r) is

non-negative and integrable over the activity distribution, but otherwise allow it to be arbitrary. The

constraint function can safely by made multidimensional to allow for multiple different constraints

without effect on the results, but we work in the single constraint case for ease of notation.

We will solve this optimization problem by variational optimization of the θ(s), so we need a

final set of assumptions requiring that the functions that we have left arbitrary are well-behaved

functions of their input. This requires that the functions are continuous and continuously differ-

ential some number of times. It is sufficient to require f , h, and p(r|θ) to be thrice differentiable

functions of their inputs (but this can be weakened for the probability density function). We also

require the solution θ(s) to be itself continuous and differentiable, as required to apply the Euler-

Lagrange equations. Continuity of the solution gives an additional condition on the objective func-

tion, namely that it is concave and asymptotically sublinear. This can be seen be noting that, in order

to have a maximum, the second derivative of the objective function must be negative everywhere

that the solution touches, and continuous solutions cannot transition between separated convex
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regions. Asymptotic sublinearity, meanwhile, is required to prevent solutions with infinite slope at

some points from dominating. These arguments are made formally in the appendix, section A.1.4.

As a final technical note, there will be some values ofM for which the constraints are not achievable,

as well as some combinations of p(r|θ) and h(r)which are not finitely integrable. In these cases the

optimization will not have any valid solutions, so we will assume additionally that the optimization

problem is well-conditioned.

2.1.1 Relationship to previous Fisher efficient coding models

This model captures and generalizes in a novel way the features of several preceding efficient cod-

ing models, which have predicted features of neural codes by optimizing Fisher information based

objective functions. This idea: to use the expectation of the Fisher information across stimuli as an

objective function, was started by the work of Brunel & Nadal 168, who showed that mutual informa-

tion can be approximated by the expected log Fisher information,

Imut[r, s] ≈ H[s] +
1

2
Eps [log (Is(s))]−

1

2
(log 2π + 1), (2.3)

whereH[s] is the entropy of the stimulus distribution. This approximation requires an estimator

of the stimulus value based on the activity that is efficient, variance 1/Is(s), and is approximately

Gaussianly distributed. The requirement can alternatively be phrased as a high signal-to-noise ratio

in the neural activity 185, or in terms of the magnitude and non-Gaussianity of the noise 186. Based on

this approximation, a number of following works, 110;136;137;187 have focused on optimizing log Fisher

38



information objective functions. This has also been extended to objective functions that are expecta-

tions of power-law functions of the Fisher information 110;170;185;188;189. Our objective functions are a

natural step in generalizing this Fisher efficient coding problem, now to arbitrary concave functions.

Our encoding model, meanwhile, is inspired by the model of Ganguli & Simoncelli 110;170, which

considered a population of neurons with tuning curves that tile the stimulus space uniformly with

Poisson noise (independent or correlated with specific structure) in their activity. This was extended

to allow Gaussian activity as well in 187;189. In the original model 110, the tuning curves were then op-

timized across arbitrary stimulus distributions by allowing two different modifications to the tun-

ing curves: modification of the local density, or modification of the local amplitude or ’gain’. This

model was used by a variety of following works, eg. 135;136;187;188, for similar efficient coding questions,

but with the modification that the gain optimization was dropped. This is because, while the origi-

nal model thought of the two different functions, density and gain, as being allocation of two differ-

ent constrained resources, it is somewhat over-parameterized in that the effects of modifying both

density and gain can be captured by a single function. However, this does lose the ability to predict

how the two different functions interact to capture the optimal output, an issue that we will return

to in section 2.5. Our model is very similar to the density-only version of the Ganguli & Simoncelli

model, but is no longer restricted to specific populations of tuning curves or specific noise models.

Rather than a tiling population of tuning curves, we will require only that there are no ‘gaps’ in

stimulus space, where no neurons are sensitive to stimulus changes. Note that our encoding model

p(r|θ) can capture tuning curves of any shape, whose density is modified by the θ(s) function in an

identical way to the density modifications of 110;170. Furthermore, it is no longer restricted to encod-
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ing stimuli in the mean activity of a neural population either, but rather can use any parameters of

the neural activity.

Our encoding resembles a series of work that, rather than specifying a particular encoding model,

directly identify the feature of the neural code that is being optimized as the Fisher information in

the code 135;188 and then optimize under a constraint on the total available Fisher information. This

allowed these prior works to make predictions of general behavioral features that will hold for any

codes that are efficiently encoded and Bayesianly decoded 135–137;185. However, it does lose the ability

to introduce neural activity constraints, since there is no model of the neural activity. We will show

in section 2.2.1 that, under a simple transformation, our encoding model becomes equivalent to this

general Fisher information optimization while retaining the ability to model activity dependent

constraints

The type of the constraints that we work with here were introduced for a Fisher efficient coding

problem with log objective function in 187, with constraints limited to be power-law functions of the

mean activity. These constraints are qualitatively different from the constraints of previous works,

eg. 110, which acted as boundary conditions on the optimized functions, similar to our specification

that the parameter space has a bounded range. These new ’metabolic’ constraints showed a number

of interesting features including, when the constraint became severely limiting, convergence to a dis-

tribution of mean neural activity that was maximum entropy given the constraint (and a log objec-

tive function). We will flesh out these features using our generalized model in sections 2.2.3 and 2.3.
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2.1.2 Solution approach

First, we express the optimization problem from eq. (2.2) in terms of the parameterized activity

model in eq. (2.1). In the objective function, the activity parameterization comes into play through

the Fisher information Is(s) = Iθ
(
θ(s)

) (
dθ
ds

)2, where the function Iθ is the parameter Fisher

information, which is determined solely by the encoding model p(r|θ). In the constraint function,

meanwhile, the parameterization determines the conditional expectationC(θ) := Ep(r|θ)[h(r)],

which expresses the average level of constraint for a given parameter value, illustrated in figure 2.1f.

Because the functions p(r|θ) and h(r) are arbitrary well-behaved functions, we can alternatively

explore the space of such functions by exploring the space of functions Iθ(θ) andC(θ), whose

existence and well-behavior is guaranteed by the fact that p(r|s) and h(r) are well-behaved. Thus,

we can re-express the optimization problem as

max
θ(s)

Eps(s)

[
f

(√
Iθ(θ)

dθ

ds

)]
s.t. Eps(s) [C(θ)] ≤ M,

dθ

ds
> 0,

∫
s∈S

dθ

ds
ds = Lθ.

(2.4)

In this expression, the second and third constraint equations capture the requirements that θ(s) is

monotonic (here increasing WLOG) and that θ has finite domain.

This optimization problem depends on four arbitrary functions, ps(s), Iθ(θ), f(·), andC(θ),

which express respectively the space of environments, encodings, objectives, and constraints that

we can explore over. Our goal will be to characterize the solutions of optimization problems in this

space. In order to find solutions in this general space of problems, we rely on one further observa-
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tion, namely that in many efficient coding problems eg. 83;110;187, the solution resembles the cumula-

tive distribution function (CDF) of the stimulus, a behavior that has been termed ‘histogram equal-

ization’. We can phrase the function that we are optimizing, θ(s), in terms of this stimulus CDF by

noting that, because the function θ(s) is continuous and monotonic by assumption, we have

ps(s)ds = pθ(θ)dθ. (2.5)

Integrating and inverting gives

θ(s) = CDF−1
θ (CDFs(s)). (2.6)

Thus, we can think of θ(s) as being composed of the cumulative distribution function of the stimu-

lus, CDFs(s), which maps the stimulus space to the compact unit interval [0, 1], composed with the

quantile function of θ, that is the inverse of CDFθ, which maps uniformly distributed values to the

space of neural-activity parameters. This is illustrated in figure 2.1d.

This trick will be key to solving the class of optimization problems generally. The CDF and quan-

tile functions of s and θ will generally be difficult to express in closed form, but, if we know ps(s),

we can instead characterize the s → θ mapping using the probability density function pθ(θ). This

distribution expresses the distribution of neural-activity parameters that would be observed if we

were to sample over stimuli distributed according to ps(s), measure a large number of samples of

the neural activity r in response to a each stimulus, and fit θ to this neural activity dataset at each

sample stimulus (although this procedure can be made more sample efficient, see section 2.4). Exam-
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ples of this sort of parameter distributions are illustrated in figure 2.1e. Substituting the theta deriva-

tive and changing the variable of integration in the optimization (see appendix A.1.1), we obtain the

optimization problem

max
pθ(θ)

∫ Lθ

0
f

(
ps(s(θ))

pθ(θ)

√
Iθ(θ)

)
pθ(θ)dθ s.t.

∫ Lθ

0
C(θ)pθ(θ)dθ ≤ M,

∫ Lθ

0
pθ(θ)dθ = 1

(2.7)

While the optimization is still implicitly dependent on the CDFs of s and θ through the stimulus

density ps(s(θ)), this transformation has absorbed our assumptions that θ(s) is monotonic and

bounded into features of probability density function pθ, which is positive and normalized over

the θ domain. It now has a very familiar form: since maximization with concave f is equivalent to

minimization with convex−f , this optimization is reminiscent of an f -divergence minimization,

subject to a constraint on the expectation ofC(θ), see sections 1.1.1 and 1.3.4.

2.1.3 General solutions

Applying the Euler-Lagrange equations or, alternatively, Pontryagin’s maximality principle to the

optimization shown in equations (2.4) and (2.7) leads, in general, to a system of ordinary differen-

tial equations that is a necessary condition for optimality: optimal functions must solve this system.

For our efficient coding problem, when the encoding, objective, constraint, and stimulus distribu-

tion functions (Iθ(θ), f(·),C(θ), and ps(s)) are left arbitrary, a closed form solution to the result-

ing ODE system remains elusive. However, the forms of these equations will be important, so we

present them here. See appendix sections A.1.5 and A.1.6 for derivations. Note that these sets of
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equations solve the same optimization problem in different parameterizations, and can be shown to

be equivalent.

First, in the parameterization of equation (2.4), with stimulus as an independent variable and the

parameter a function of the stimulus, θ(s), we find

λC ′(θ(s))ps(s) =√Iθ(θ(s))
d

ds
f ′
(√

Iθ(θ(s))u(s)
)
ps(s) (2.8)

u(s) =
dθ

ds
(2.9)

where the prime, eg. C ′, denotes the derivative of a function with respect to its argument, and λ

is the Lagrange multiplier in charge of enforcing the constraint
∫
C(θ(s))ps(s)ds ≤ M . We

also have the additional conditions that u(s) > 0 and the boundary conditions on θ, for example

θ(smax)− θ(smin) = Lθ.

Second, in the parameterization of equation (2.7), with the neural-activity parameter as the in-

dependent variable and the parameter probability density and cumulative distribution functions

depending on this parameter, pθ(θ) and α(θ) = CDFθ(θ), we find

f̂

(√
Iθ(θ)πs(α(θ))

pθ(θ)

)
= λC(θ) + Z − γ(θ) (2.10)

dγ

dθ
= f ′

(√
Iθ(θ)πs(α(θ))

pθ(θ)

)√
Iθ(θ)π

′
s(α(θ)), (2.11)

dα

dθ
= pθ(θ) (2.12)
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where f ′(x) remains the derivative of f with respect to its input, f̂(x) = xf ′(x) − f(x) has the

form of the Legendre transform of f , and πs(·) = ps(CDF−1
s (·)) is the stimulus density composed

with its quantile function. The Lagrange multipliers λ,Z , and γ(θ) are in charge of enforcing, re-

spectively, the constraint
∫
C(θ)pθ(θ)dθ ≤ M , the normalization condition

∫
pθ(θ)dθ = 1, and

the fact that α(θ) is the CDF of the θ distribution,

2.1.4 Three special case solutions

While the general case system of ODEs does not readily admit solutions, we can gain intuitive under-

standing of the influence of different component of the optimization problem by analyzing special

cases that can be solved in closed form. Here, we present the solutions to three such special cases of

the efficient coding problem: log objective functions, unconstrained optimization, and uniform

stimulus distributions, that we will analyze together in the following sections. For full derivations,

see appendix sections A.1.7, A.1.8, and A.1.9. Some example solutions are plotted in figure 2.2.

log objective function

First, we consider efficient codes with logarithmic objective function, so that f(
√
Is) ∝ log(Is).

This is perhaps the most natural Fisher efficient coding problem because it approximates the mu-

tual information (eq. 2.3), and as such is one of the best studied problems in this class, with known

solutions for specific encoding models under power law constraints (see section 2.1.1). In our model,
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these solutions can be generalized to give

pθ(θ) = Z−1
√
Iθ(θ) exp(−λC(θ)). (2.13)

This is an exponential family distribution. It has sufficient statisticC(θ), base measure
√

Iθ(θ), pa-

rameter λ, and normalizationZ . The constants λ andZ (as in the general solution, section 2.1.3),

result from the Lagrange multipliers in charge of enforcing, respectively, the constraint and the nor-

malization of the parameter probability density. It has stimulus Fisher information given by

Is(s) ∝ ps(s)
2 exp(2λC(θ(s))). (2.14)

Because this solution has the form of an exponential family distribution, we know that (as we

discussed in sections 1.3 and 1.3.4) it can be thought of as the solution of a constrained minimization

of the KL divergence between the distribution and its base measure. Thus, the optimal parameter

distribution for a log objective function is the distribution that is as close as possible in a KL sense

to the distribution q(θ) ∝
√

Iθ(θ), while still satisfying the constraints. This has a nice interpreta-

tion: the distribution q(θ) ∝
√

Iθ(θ) is the Jeffrey’s prior, an uninformative or ‘flat’ distribution

in parameter space. Thus, the log objective function solutions are as flat as they can be while still

satisfying the constraints.
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Unconstrained optimization

Next, we examine unconstrained efficient codes, those for which the constraint function is either

zero or constant (less thanM ),C(θ) ∝ 1. This case also occurs when the constraint is not binding,

so the value of the constraintM is large enough that the constraint doesn’t influence the optimal

solution. This problem highlights how codes with different objective functions perform in different

stimulus distribution environments, and has been solved for specific encoding models and power

law objectives (see section 2.1.1). Here, the solutions can be generalized to give

pθ(θ) =
√
Iθ(θ)

ps(s(θ))

f ′−1
(

Z
ps(s(θ))

) . (2.15)

Here, normalization is again ensured byZ in the denominator. Unconstrained efficient codes have

stimulus Fisher information given by

f ′(
√
Is(s)) ∝

1

ps(s)
. (2.16)

This solution is implicit due its dependence on ps(s(θ)), but allows us to see that the parame-

ter distribution follows a warped version of the stimulus distribution, where the character of the

warping is determined by the objective function. The objective function comes into play through

the function f ′−1(·), the inverse of the derivative of the objective function, which exists uniquely

because the objective function is concave. Note the similarity of this solution to the forward f -

divergence optimization in section 1.3.4. This solution is consistent with log-objective function
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solution above: when f ′−1(x) ∝ 1/x in eq. (2.15), the ps dependent terms cancel, and we recover

the Jeffreys prior, equivalent to setting the constraint function to a constant in eq. (2.13), when nor-

malized.

Uniform stimulus distribution

Finally, we examine the behavior of efficient codes when the stimulus distribution is uniform. Using

a uniform stimulus distribution removes the effects of the s(θ)mapping on the solution, allowing

us to examine how the objective and constraint functions interact in determining optimal solutions.

Optimizing with ps(s) = ps, a constant, we find

pθ(θ) =
√
Iθ(θ)

ps

f̂−1(λC(θ) + Z)
. (2.17)

Here, λ andZ remain the constraint and normalization enforcing Lagrange multipliers and f̂(x) =

xf ′(x) − f(x) has the form of the Legendre transform of the objective function, invertible due to

convexity and monotonicity. The stimulus Fisher information for this uniform stimulus solution is:

Is(s) ∝
(
f̂−1(λC(θ(s)) + Z)

)2
. (2.18)

In this solution, the constraint is enforced in an objective function dependent way, since it only

impacts the solution though the function f̂−1(·). The form of this solution, an inverse Legendre

transform with a base measure, is exactly the solution that arises as the reverse f -divergence min-
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imum between a function and its base measure, using the convex function−f(·) (section 1.3.4)).

Similarly to the log objective function, the base measure is again the Jeffreys prior q(θ) ∝
√
Iθ(θ),

and the two solutions agree when we set f(x) = log(x), for which the corresponding f -divergence

becomes the KL divergence.

2.2 Efficient codes as a model of sensory adaptation

We have now formulated and solved several cases of a general efficient coding model that can cap-

ture how optimized codes with various encoding, objective, and constraint functions will behave in

different stimulus distribution environments. Note, however, that the stimulus distribution plays

a somewhat different role than the other functions that we have left arbitrary. Although they could

in principle change with context, the encoding, objective, and constraint functions are intrinsic

features of the neural code, while the stimulus distribution, on the other hand, is set by the environ-

ment. For a given set of intrinsic features Iθ(θ), f(·), andC(θ), we can ask how the neural activity

differs for different stimulus distributions. This is the question of code adaptation. How does the

neural code change when it is optimized for different stimulus distributions? Moreover, how do the

intrinsic features of the neural code impact this adaptation?

In order to address these questions in our model, we must make the additional assumption that

during stimulus adaptation, it is the optimized solution, pθ(θ) (equivalently θ(s)), that changes.

That is to say, we assume that the encoding model, objective function, and constraint function

that specify the efficient coding model are fixed and unchanged regardless of the stimulus distri-
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bution. The code is simply re-optimized for each stimulus distribution that it is exposed to. This is

the same approach that was used in the previous efficient code models for sensory adaptation that

we discussed in the introduction. However, it is worth briefly considering why this is a reasonable

modeling approach. On one hand, if neural codes that we observe are optimal for their environ-

ment, then it is reasonable to expect that when the environment changes, the neural code will be

re-optimized for the new environment. Of course, since the environment can change on many dif-

ferent timescales, we expect some features of the code to be stable on longer timescales, ranging up

to the lifespan of the organism. These features will appear as constraints and fixed features of the

encoding model in the optimization problem. On the other hand, if we have a feature of the neural

code that can adapt to changes in the environment, then, once it has become fully adapted and there

is no net change, we should expect that feature to be at an adaptation ’peak’ that is stable in the sense

of first order optimality conditions. That is to say, there will be nothing pushing this feature of the

code to move away from its adapted value. In this view, the objective function plays the role of an

‘adaptation potential’ function, while the encoding model and constraints specify features of the

code that cannot adapt. In this sense, our major assumption is that the encoding model is fixed, so

that adaptation to different stimulus distributions does not change the neural activity sub-manifold,

but only stimulus-to-location associations. We will return to the correspondence between efficient

coding and sensory adaptation problems in section 2.3 below. For now, we will analyze the influ-

ence of the encoding model, the objective function, and the constraint function on optimized neural

codes and their adaptation behaviors.
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2.2.1 The impact of the encoding model

One thing that immediately stands out about the special case solutions in section 2.1.4 is the role of

the parameter Fisher information, Iθ(θ). This function appears in all three parameter distribution

solutions (eqs. 2.13, 2.15, and 2.17) as the pre-factor
√
Iθ(θ). Thus, the distribution of parameters

is scaled according to how intrinsically informative the parameter is. That is to say, the optimal so-

lutions place more density in regions of parameter space where the neural activity is more sensitive

to changes in the parameter. At the same time, however, the stimulus Fisher information solutions

(eqs. 2.14, 2.16, and 2.18) do not depend on Iθ at all. So, the parameter Fisher information has no

impact on how the code operates in response to stimuli. This can be understood by noting that

Is(s) = Iθ(θ(s))

(
dθ

ds

)2

= Iθ(θ(s))
ps(s)

2

pθ(θ(s))2
, (2.19)

so the
√
Iθ term in the parameter distribution cancels with the intrinsic level of information at any

given parameter value. Intuitively, this means that the optimal solutions take into account how

intrinsically informative the code is at each parameter value, and re-scale to remove this effect.

Since the parameter Fisher information has no effect on the stimulus Fisher information in the

neural code, we can conclude that this aspect of the encoding model will not change the behavior

of optimized codes that we observe. In fact, we can remove it fully from the problem. We chose the

parameter θ when we specified our encoding mode as a way of specifying locations on the neural

activity sub-manifold. However, we could have specified locations equally well using any invertible
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function of the parameter, ω(θ), and set up the problem in the same way with this new parameter,

without changing the system that we are modelling. Thus, we can reparameterize the problem at

will. While any parameterization that we choose can describe the submanifold equally well, there

is one that we can choose specially, motivated by information geometry (section 1.3.5). Because we

are dealing with a curve through parameter space, we have a natural choice of metric to measure

distances along the curve, namely the parameter Fisher information metric. This gives us an intrinsic

parameterization of the curve according its arc-length in the Fisher metric, which we will refer to

as the ‘flat-Fisher parameterization’. Relative to our (arbitrary) θ parameterization, we choose the

flat-Fisher parameter θ̂ such that

dθ̂ =
√
Iθ(θ)dθ, (2.20)

which works as long as the activity submanifold is smooth (as we assumed), so that Iθ(θ) > 0 and

finite. Because this derivative is positive, we know that the mapping is invertible, so

pθ̂(θ̂)dθ̂ = pθ(θ)dθ (2.21)

which gives,

pθ̂(θ̂) =
pθ(θ(θ̂))√
Iθ(θ(θ̂))

. (2.22)

This can be incorporated into the statement of the optimization problem eq. 2.7, to remove depen-
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dence on Iθ entirely:

max
pθ̂(θ̂)

∫ Lθ̂

0
f

(
ps(s(θ̂))

pθ̂(θ̂)

)
pθ̂(θ̂)dθ̂ s.t.

∫ Lθ̂

0
Cθ̂(θ̂)pθ̂(θ̂)dθ̂ ≤ M,

∫ Lθ̂

0
pθ̂(θ̂)dθ̂ = 1

(2.23)

In this formulation, we are integrating over the length of the flat-Fisher spaceLθ̂, which we can find

through the one-to-one mapping between the parameters,
∫ Lθ̂
0 dθ̂ =

∫ Lθ

0

√
Iθdθ =

∫
S

√
Isds.

The last equality follows from the transformation of Fisher information and shows that, by mak-

ing the transformation to the flat-Fisher space, our boundary condition on the length of parameter

space has become equivalent to a constraint on the integrated root Fisher information. Thus, this pa-

rameterization gives our problem a formulation in the form of an optimization with a constraint on

the total root Fisher information, a form that was used previously (section 2.1.1) to derive behavioral

predictions without having to specify an encoding model in detail (although limited to log objective

functions without constraints). The flat-Fisher space has one additional property that is crucial for

the predictions from our model: the flat-Fisher parameter distribution can bemeasured, because it

can be written in terms of only stimulus dependent quantities

pθ̂(θ̂(s)) ∝
ps(s)√
Is(s)

. (2.24)

We will discuss this property further in section 2.4.

Because the flat-Fisher parameter space is both convenient (being encoding invariant) and also

renders the parameter distributions measurable form data (see section 2.4), we will work in the flat-
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Fisher parameter space, θ̂, in the following sections, unless otherwise stated. In this parameteriza-

tion, the special case solutions for log objective function, uncosntrained optimization, and uniform

stimulus distributions become, respectively

pθ̂(θ̂) = Z−1 exp(−λCθ̂(θ̂)) (2.25)

pθ̂(θ̂) =
ps(s(θ̂))

f ′−1
(

Z
ps(s(θ̂))

) (2.26)

pθ̂(θ̂) =
ps

f̂−1(λCθ̂(θ̂) + Z)
(2.27)

This reparameterization demonstrates that our efficient coding results are invariant to differences

in the parameter Fisher information, Iθ, and thus are independent of this feature of the encoding

model, p(r|θ). Note, however, that when we formulated our parameterized efficient coding prob-

lem in section 2.1, the encoding model came into play in two places: in Iθ, but also in determining

the constraint funcion,C(θ) = Er|θ[h(r)]. This is still the case under reparameterization. While

the influence of encoding model is completely removed from the parameterized problem formu-

lation, it will be needed if we want to express the constraint in terms of the neural activity. That

is to say, p(r|θ) determines the correspondence between h(r) andC(θ). This is critical for inter-

pretation of the constraint function in terms of the neural activity, but it’s role is just that, one of

interpretation rather than impact on the optimized solutions. Thus, by reparameterizing to the flat-

Fisher space we can conclude that the encoding model only impacts how we interpret the optimal

solutions, not the solutions themselves.
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Figure 2.2: Special case efficient coding solutions, pθ(θ). The corresponding θ(s) curves are shown in the top row

of (a), and insets in (b) and (c). (a) log-objective function solution withmultiple constraint functions (columns) and

stimulus distributions (colors). (b) unconstrained solution undermultiple objective functions (columns) and stimulus

distributions (colors). (c) uniform stimulus distribution solution undermultiple constraints (columns) and objective

functions (colors). Plotted in the legend, the objective function can be−1/
√
x (light) log x (medium),

√
x (dark), and

the stimulus pdf: Beta(1, 1) (light),Beta(2, 2) (medium),Beta(2, 5) (dark). Constraints are eitherC(θ) = θ or

C(θ) = 7(θ − 0.5)2. For constrained panels,M = 0.3. For all plots, Iθ(θ) = 1, so this parameterization is

equivalent to the flat space.

2.2.2 The impact of the objective function

A second key feature of efficient codes that stands out in the special case solutions is that the log ob-

jective function solution (eq. 2.25) does not depend on the stimulus distribution, while in general,

solutions with other objective functions can (eq. 2.26). This can be seen in figure 2.2. In the figure

2.2b, for the unconstrained solution, we can see that, while sub-log (first panel) and super-log (third

panel) power-law objective functions have different optimal pθ̂ distributions for different distribu-

tions of stimuli, the log-objective function solutions (middle panel) are the same regardless of what

stimulus distribution they are optimized for. Furthermore, examining the log-objective function so-

lutions in figure 2.2a, we can see that the stimulus-to-parameter mapping θ̂(s) (top row) does change
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with different stimulus distributions. However, this adaptation occurs in a way that compensates

for the new stimulus distribution, leaving the distribution of parameters (bottom row) invariant to

changes in the stimulus distribution.

From this observation, we see that the objective function has a major impact on the adaptation

behavior of the code. While the log objective function leaves the parameter distribution pθ̂(θ̂) un-

changed regardless of the stimulus distribution that the code is adapted for, other objectives do

not. For unconstrained codes, eq. (2.26) shows that each objective function has its own character-

istic adaptation behavior, as determined by f ′−1(·). In this equation, the stimulus distribution

dependence only cancels if f ′(x) ∝ 1/x, which requires a log objective function. When there are

constraints on the code, they do interact with the objective function to determine the parameter

distribution, as can be seen in the uniform stimulus distribution case, figure 2.2c. However, the log

objective function retains its unique feature as the only objective function for which the parame-

ter distributions are invariant to changes in the stimulus distribution, even in the presence of con-

straints. Informally, this can be seen from the general form of the solution shown in eqn. 2.9, which,

reparameterized to the flat-Fisher space and expressed in terms of the probability density functions,

is

λC ′(θ̂(s))ps(s) = d

ds
f ′

(
ps(s)

pθ̂(θ̂(s))

)
ps(s) (2.28)

From this solution, we can see the dependence on πs(ŝ)will again cancel if and only if f is a loga-

rithm so that f ′ ∝ 1/x. Otherwise, the differential equation that determines the parameter distri-

bution will depend on the probability density of the stimulus, and there will exist stimulus distribu-
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tions that result in different solutions. We show in appendix section A.1.11 how stimulus distribu-

tions with different solutions can be constructed.

This provides us with our an important signature that can be used for interpretation of observed

neural codes: the parameter distribution is independent of the stimulus distribution, if and only

if the objective function is logarithmic. The log objective function is important because, as we dis-

cussed in section 2.1.1, it approximates the mutual information 168;186, and so should be a reasonable

objective for coding in early sensory areas. In fact, when adapted to Gaussian distributions of visual

angular velocity stimuli with different variances, the stimulus-to-neural firing rate relationship of

H1 neurons in the blowfly visual system only differs in the scaling of the stimulus92–94. In other

words, the activity distributions are preserved. By our log objective function test, this is evidence

for a logarithmic (i.e. mutual information maximizing) objective function. Moreover, examining

the behavior of the different objective functions in 2.2b, we can see that, by changing the objective

function, we can capture the qualitatively different types of adaptation behaviors. If we think of our

parameter, θ̂, as representing the distance in the space of tuning curves (as in the examples in figure

2.1), then the density of tuning curves centers is given by pθ̂(θ̂)/ps(s(θ̂)). This means that when

the code is adapted to a single stimulus value, the more concave the objective function is, the more

strongly the tuning curve centers will be attracted toward the adapted stimulus. This is similar to

the behavior of neurons in MT 32, with the level of attraction determined by the objective function.

Once the objective function is sufficiently super-log, the tuning curve centers will be repelled from

the adapted stimulus, similarly to V1 26. However, in this simple model, such repulsion would re-

quire the objective function to become convex, outside of its domain of applicability, and V1-type
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repulsion requires a different encoding model, for example one that simultaneously modulates the

activity covariance of the neurons.

2.2.3 The impact of constraint functions

The final degree of freedom in our efficient coding model is the constraint function. From the uni-

form stimulus distribution case we can see that a major effect of the constraint function is to repel

solutions away from highly constrained regions of parameter space. This is illustrated in figure 2.2c,

where the solutions put low probability density in regions with high constraint values and high

probability density in regions where the constraint is less punishing.

This is related to a classic efficient coding signature: histogram equalization 83, which refers to

the observation that some measured feature of the neural activity is uniformly distributed when

sampling across stimuli. The equivalent for our arbitrary parameterization is histogram equalization

in the flat-Fisher space. Specifically, we say that ’flat-Fisher space histogram equalization’ occurs

when the θ̂ distribution is uniform

pθ̂(θ̂) ∝ 1. (2.29)

Expressed in terms of the original parameter, this is equivalent to the Jeffreys prior pθ(θ) ∝
√

Iθ(θ)

for the the activity distribution, a classic uninformative prior in statistical inference 148. The relation-

ship to the constraint function can be seen in the solutions for log-objective functions (Eq. (2.25))

and uniform stimulus distributions (Eq. (2.27)): if there is no constraint, then, settingCθ̂(θ̂) = 0,

the solutions are uniform, histogram equalizing, solutions. In this unconstrained case, the log ob-
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jective function will always achieve flat-Fisher histogram equalization, while non-log objective func-

tions will not be histogram equalizing except for uniform stimulus distributions, due to their stimu-

lus distribution dependence.

Focusing on the uniform stimulus distribution case, we see that, regardless of the objective func-

tion that is being optimized, if the code is adapted to a uniform distribution of stimuli and there are

no activity constraints, then histogram equalization will be achieved in the flat-Fisher space. Vice

versa, if neural activity constraints are binding, then the efficient coding solution will deviate from

such flat space equalization when adapted to a uniform stimulus distribution. Intuitively, the uni-

form stimulus distribution solutions are as close to flat space histogram equalization as possible

while still satisfying the imposed constraint, with closeness measured by the objective function de-

pendent−f -divergence. This constraint enforced deviation from histogram equalization has been

noted in previous works with log objective functions 170;187 when Fisher information was assumed

to be constant. Here we see that, for any neural code that satisfies our general assumptions, under

any objective function, when the code is adapted to a uniform stimulus distribution, it will deviate

from flat-Fisher equalization if and only if there are constraints present on the neural activity. This

property allows us to test whether such constraints are present: by allowing the neural code to adapt

to ps(s) ∝ 1 and measuring pθ̂(θ̂)we can test whether the code is constrained (pθ̂(θ̂) ̸∝ 1 ) or

unconstrained (pθ̂(θ̂) ∝ 1).

This test can also be phrased in terms of the Fisher information in the code about the stimulus,

Is(s). Eqs. (2.14) and (2.18) reveal that, when unconstrained, Is(s) ∝ ps(s)
2, so that there is more

information about more likely stimuli. This is intuitive because the histogram equalization solu-
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tion spans a wider dynamic range of parameters across more likely stimuli. In fact, from eq. (2.24),

pθ̂(θ̂) ∝ ps(s)/
√

Is(s), so in this case, the parameter density in the flat-Fisher space measures the

local deviation from histogram equalization.

2.3 Efficiency from adaptation: identifying objectives and constraints

In the previous section, we saw that, although we don’t have a closed form solution to the optimiza-

tion problem, we can still characterize the impact of different objective and constraint functions gen-

erally. This leads to the hope that we can characterize observed neural codes in terms of the objective

function and constraint function that they appear to be optimized for. We show that this is in fact

the case for neural codes that satisfy our general assumptions. To restate, the key assumption here is

that adaptation of the neural code to different stimulus distributions takes place by optimization for

the current stimulus distribution, without changes in the encoding model, the objective function, or

the constraints.

The signatures derived thus far suggest that the constraint impacts deviations from histogram

equalization, while the objective function impacts adaptation of the neural code to different stimu-

lus distributions. However, we must still disentangle the interaction between these two effects. In

order to do this, we make the observation that we are studying the distributions of neural-activity

parameters that correspond to different distributions of stimulus values. That is to say, we can

think of the adaptation of the code as a mapping from one probability distribution to another:

ps(s) → pθ̂(θ̂). The question that then arises is: What are the fixed points of this mapping? In
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other words, what are the stimulus distributions for which, after adaptation to this distribution of

stimuli, the corresponding distribution of neural-activity parameters looks like the same distribu-

tion? Of course, this requires that we have an idea of an (experimenter imposed) correspondence be-

tween stimuli and parameter under which to compare the distributions. Focusing on stimulus distri-

butions with domains of finite length, we choose to use a linear correspondence sout = aoutθ̂ + bout,

so the fixed point occurs when the parameter distribution is a scaled and shifted version of the stimu-

lus distribution,

ps(s) = ps(sout) =
1

aout
pθ̂(θ̂(sout)) (2.30)

where the constant 1/aout accounts for the different lengths of the stimulus and parameter domains

(see also appendix A.1.12). Another way of saying this is that, at the fixed point, the stimulus to pa-

rameter mapping for the neural code will also be linear, θ̂(s) = ains+bin. That is, at the fixed-point

distribution, θ̂ and s are related through a linear scaling and shifting, not only in the experimenter

chosen output function, but also in neural code itself. Intuitively, the distribution pθ̂ is shaped by

two factors: (i) the likelihood of the stimulus that each value of θ̂ encodes, and (ii) the degree to

which the codes for nearby stimuli are stretched apart or compressed together in parameter space. At

the fixed point, there will be uniform stretching or compression, so that the parameter probability

density is determined exclusively by the probability density of the stimulus encoded. This implies,

by equation (2.24), a third interpretation of the fixed-point condition: Is(s) ∝ 1 at the fixed point,

so the neural code contains the same Fisher information about all stimuli.

Plugging the proportionality between stimulus and parameter probability density functions into
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the general solution in equations (2.10 - 2.12) (reparameterized to the flat-Fisher space), the objective

function’s argument becomes constant (appendix A.1.12), and there is a single fixed-point distribu-

tion, which is given by

ps(s) ∝ pθ̂(θ̂) ∝ exp
(
− λCθ̂(θ̂)

)
. (2.31)

There are three key properties to note about this fixed-point distribution. First, the fixed-point so-

lution is the same regardless of the objective function that the code is optimizing. It depends only

on the constraint function. Thus, if we are able to find the fixed point, we will have an objective-

independent characterization of the constraint function,Cθ̂(θ̂). With the constraint function in

hand, we can then probe the neural code at another stimulus distribution to find the objective func-

tion as well. For example, using a uniform stimulus distribution, equation (2.27) shows that the

parameter density depends on the composition of the constraint function with f̂−1(·). As a result,

if we knowCθ̂(·) and pθ̂(·), then f̂−1(·) can be found by regression. The second key point to note

is that, because it is an exponential family distribution (section 1.3), the fixed-point distribution is

the maximum entropy distribution under the constraints on the code. This means that finding the

fixed point can be interpreted as a way of probing how spread out or how uniform the code can be.

Finally, this distribution of neural-activity parameters is equivalent to the log-objective function

solution expressed in flat-Fisher parameters, eq. (2.25). This intuitively makes sense because the log-

objective function solution is independent of the stimulus distribution, and therefore it must always

occupy the fixed point.
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2.3.1 Finding the fixed point

We have now seen that knowing the fixed-point distribution of a neural code’s adaptation allows us

to characterize the neural code in terms of the objective and constraint functions that it optimizes

for. The remaining piece in the puzzle is to find the fixed-point stimulus distribution. We propose

that this can be accomplished with a closed-loop experimental paradigm, which is in essence a fixed-

point iteration: the neural activity measured in response to stimuli drawn from one stimulus distri-

bution determines the stimulus distribution that will be presented next. Intuitively, we allow the

neural code to adapt to one stimulus distribution, ps(s), and then measure neural responses ri to

stimuli si ∼ ps. From these responses, we fit the flat-Fisher space distribution, pθ̂ which allows us to

design a new stimulus distribution. The process of re-adaptation, measurement, and updating the

stimulus distribution repeats until there are no changes to the stimulus distribution, at which point

pθ̂ ∝ ps, and the adaptation fixed point is achieved.

In other words, as schematized in figure 2.3, the proposed scheme involves probing the system

with a series of stimulus distributions, pns (s), where the superscript indexes the iteration number.

These stimulus distributions are constructed based on observed distributions of (flat-space) neural-

activity parameters. The iteration proceeds by first probing the system with a stimulus distribution,

pns (s), and allowing the code to adapt to this stimulus distribution. With an optimized (equiva-

lently adaptive) code, the neural activity will settle to a parameter distribution pn
θ̂
(θ̂), which is the

distribution of neural-activity parameters when sampling across stimuli. Taking advantage of the fea-

tures of the flat-Fisher space (see section 2.4 below), we can measure this distribution across stimuli,

63



θ̂, pn
θ̂
(θ̂)

θ̂, p̃n
θ̂
(θ̂)

s, pns (s)

optimized code
s → θ̂

measured activity

designed iteration
θ̂ →e s

n → n+ 1

environment

neural activity

Figure 2.3: Schematized iterative setup

getting the noisy version p̃n
θ̂
(θ̂). On the basis of this distribution, we then choose the next stimulus

distribution to probe with, pn+1
s (s), which is equivalent to choosing a mapping θ̂ →e s. Note

the subscript ’e’, which indicates that this is mapping is chosen by the experimenter. This is step in

the procedure that we have control over. While the s → θ̂ mapping is determined by the system

itself, and the pn
θ̂
(θ̂) → p̃n

θ̂
(θ̂)mapping is determined by the statistics of our data collection appara-

tus, we are free to choose how to change the stimulus distribution between iterations so as to get an

informative dataset.

The simplest such iteration uses simply the experimenter specified readout sout = aoutθ̂ + bout

to construct the next stimulus distribution. The stimulus distribution update is as close as we can

come to using the parameter distribution on iteration n as the stimulus distribution for the next
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iteration n+ 1, that is

pn+1
s (s) =

1

aout
p̃n
θ̂

(
s− bout
aout

)
. (2.32)

Thus, this is a essentially a pure fixed-point iteration. We start from an initially uniform stimulus

distribution p0s(s) ∝ 1, or a distribution that is uniform on some chosen interval of stimulus space.

We then iterate the update (2.32) until convergence, which occurs when pn+1
s (s) ≈ pns (s) to some

desired degree of accuracy. If the iteration converges, then it will converge to the unique fixed point

distribution given by equation (2.31). We can then fit the constraint function using the fixed point at

the last step of this iteration and, using this constraint function, can fit the objective function to the

results from the first step, which had a uniform stimulus distribution, and so is given by eq. (2.27).

There is one edge case: if the code is unconstrained, then we know from the constraint test (section

2.2.3) that the flat-Fisher parameter distribution will be uniform when the stimulus distribution is

uniform. As a consequence, the iteration will terminate on the first step. If this is the case, another

stimulus distribution is needed to identify the objective function. Because we now know that the

code is unconstrained, this can be accomplished using any stimulus distribution and the general

unconstrained solution, Eq. (2.26).

2.3.2 Convergence of the fixed-point iteration schemes

In order for this experimental paradigm to be successful, the iteration must converge to the maxi-

mum entropy fixed point. This fixed point is unique, so we must address the question of stability.

That is, if we start with a stimulus distribution that is close to the fixed point, will one step of the
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iteration take use closer to the fixed point or farther away?

Unconstrained codes with power-law objective function

By considering unconstrained codes with power-law objective functions, we can see that the con-

vergence properties of such an iterative scheme can pose difficulties. Consider objective functions

of the form f(x) = axa with a < 1 due to the assumption of asymptotic sub-linearity and the

pre-factor ensuring that the function is increasing for all values of a. With such objective functions,

if the code is unconstrained, and both stimuli and parameters fall in the domain s, θ̂ ∈ [0, 1], the

optimal parameter distribution will be (solving from eq. 2.26):

pθ̂(θ̂) = Z−1ps(s(θ̂))
a

a−1 . (2.33)

The fixed point distribution for this case is pθ̂(θ̂) = 1, so the iteration should conclude after the first

step. However, if we have noisy stimulus distributions and choose to perform multiple iterations, a

problem can arise. Under the pure fixed-point iteration scheme, the update is

pn+1
s (s) = Z−1pns (s)

a
a−1 (2.34)

Thus, the iteration repeatedly raises each point in the probability density to the power a
a−1 and

renormalizes. This splits the power-law codes into two types. In one case, if a < 1
2 ⇐⇒ | a

a−1 | < 1,

noisy fluctuations in the stimulus distribution will be dampened in neural code because, even prior
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to normalization, applying the a
a−1 power brings the distribution point-wise close to one (see also

appendix A.1.13). This means that the neural code tends to smooth out small fluctuations in the

stimulus distribution, and also that the pure fixed-point iteration scheme is stable. On the other

hand, a > 1
2 =⇒ a

a−1 < −1, which results in noisy fluctuations in the stimulus distribution be-

ing amplified by the neural code. Thus, these codes tend to concentrate the distribution of activity

parameters around stimuli that are less likely (due to the negative sign), and will render the pure

fixed-point iteration scheme unstable.

In order to improve the stability of the iteration, we have to be more clever with our choice of the

next stimulus distribution that we probe with. The idea of a fixed-point iteration is very common in

numerical analysis 190, with root finders and ODE solvers both providing examples of enhanced fixed

point iteration schemes. For example, rather than finding a fixed point of the function g(x) = axa,

we can find roots of function x− axa. In this case, Newton’s method gives us the iteration

xn+1 = xn − xn − g(xn)

1− g′(xn)
. (2.35)

This approach stabilizes the iteration by dividing by the local slope, which can also be approximated

using previous iterates. This suggests that we may be able to stabilize the iteration even for objective

functions that do not converge under pure fixed point iteration schemes, thereby broadening the set

of objective functions that can be identified.
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Sufficient condition for convergence of the pure fixed-point iteration

Given that the purely fixed-point iteration method is not guaranteed to converge for all objective

functions, the question arise whether we can distinguish classes of objective functions for which it is

guaranteed to converge. Here, we derive a general sufficient condition for convergence of the basic

iteration. Namely, if the function g, defined as:

g(x) = f(exp(x)) (2.36)

is concave, then the iteration will converge to the fixed point, proof below. Examples of such func-

tions include power-law objectives f(x) = axa that have negative powers a < 0. For power-laws,

g(x) = a exp(ax) is concave if and only if a < 0. Thus, while sufficient, this is not a necessary

condition, since it fails to capture power-laws with 0 < a < 1
2 . General conditions for convergence

of both the pure fixed-point iteration and the more elaborate Newton’s method approach above are

work in progress.

Proof: Define g(x) = f(exp(x)) and assume that g(x) is concave. This definition has two ef-

fects. First, it makes the objective function of eq. (2.7) a function of the stimulus and parameter

log-likelihoods, which we will denote lθ̂(θ̂) = log pθ̂(θ̂), ls(s(θ̂)) = log ps(s(θ̂)).

∫
g(ls(s(θ̂))− lθ̂(θ̂))pθ̂(θ̂)dθ̂ (2.37)

Second, the change from f(·) to g(·)makes the domain of this function the whole real line, rather
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than simply the positive reals, so if g is concave, we can apply Jensen’s inequality:

∫
g(ls(s(θ̂))−lθ̂(θ̂))pθ̂(θ̂)dθ̂ ≤ g

(∫
ls(s(θ̂))pθ̂(θ̂)dθ̂ −

∫
lθ̂(θ̂)pθ̂(θ̂)dθ̂

)
= g(H[pθ̂]−H[ps])

(2.38)

whereH[·] denotes the entropy of the corresponding parameter distribution.

This inequality implies that the entropy of the parameter distribution will increase on all itera-

tions except for possibly the first. This can be seen by noting that, after the first iteration, all stim-

ulus distributions will satisfy the constraints, and thus will be valid candidates for solutions to the

optimization. Thus, any proposed optimum θ̂ distribution, will have:

L(pθ̂, ps) ≤ g(H[pθ̂]−H[ps]) (2.39)

whereL(pθ̂, ps) denotes the value of the objective function. Since g is increasing (its derivative has

the same sign as f ’s), ifH[pθ̂] < H[ps], then

L(pθ̂, ps) ≤ g(H[pθ̂]−H[ps]) < g(0) = L(ps, ps) (2.40)

Thus, any proposed optimum that does not have higher entropy than the stimulus distribution that

it is optimized for is not the true optimum, since the stimulus distribution itself is a better solution,

and one that still satisfies the constraint. By contradiction, the entropy must be increasing.

This shows that steps on the iteration must either 1) increase the entropy, or 2) remain fixed.
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Since the fixed point is unique and the unique max entropy distribution, these iterations must con-

verge.

2.4 Measuring the parameter distribution from data

When we made the transformation to the flat Fisher space in section 2.2.1, we mentioned that it has

the key property that, in this space, the parameter distribution can bemeasured. Intuitively, this

is not the case for other parameterizations because they do not have their length scale set by any

relevant feature of the system. As we discussed before, we chose a parameterization θ when setting

up the problem but, given pθ(θ), we can always design a new parameterization as an invertible non-

linear function ω(θ) that has any parameter distribution we want pω(ω) = pθ(θ(ω)
dθ
dω . This non-

linear transformation reflects the lack of any well-defined way to measure distances in parameter

space. The flat-Fisher parameter, on the other hand, is (inspired by information geometry, section

1.3.5) constrained to measure distances between parameters in terms of the Fisher information (up to

a scaling constant), a quantity relevant for the performance of the system. This make the flat-Fisher

distribution equivalent to the ratio of two observable quantities

pθ̂(θ̂(s)) ∝
ps(s)√
Is(s)

. (2.41)

This means that the flat-Fisher parameter distribution can be measured in principle. Here we demon-

strate proof of concept by fitting models to the neural activity, and using their stimulus Fisher infor-

mation as a proxy for the stimulus Fisher information of the neural code.
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2.4.1 Fitting flat-Fisher space parameter distributions

Assume that we have neural activity data, which consists of a series of stimulus, response pairs:

{si, ri}i. For this purpose we assume that the noise in the neural encoding distribution p(r|s) is

known, or is well-described by an exponential family distribution, p(r|s) = exp(η(s)TT (r)−A(η(s))),

where the sufficient statistics T (r) are assumed to be fixed and known, andA (η(s)) is the log-

normalizer. We will require gradients and Hessians of the log normalizer, which we will take to be

known for our model family, or computed by sampling the moments of the sufficient statistics at

fixed η values. Given such a model of the neural activity, our task is to fit the neural-activity param-

eter submanifold η(s), which we do by GLM regression, modeling η(s) by a neural network and

estimating the network’s weight parametersw by ascending the log-likelihood gradient, given by

∂L
∂w =

(∑
i T (ri)− ∂A(η(si))

∂η

)
∂η
∂w .

Once η(s) is known, we can use it to find the flat-Fisher space parameter distribution pθ̂(θ̂) from

eq. (2.41), which shows that it is sufficient to know the stimulus Fisher information and stimu-

lus distribution to recover the flat-Fisher space parameter distribution, pθ̂(θ̂(s)). As a proxy for

stimulus Fisher information in neural activity, we use the stimulus Fisher information of the fit-

ted encoding model, which can be estimated by forward differentiation of the model to obtain

dη/ds. By transforming inputs through the stimulus CDF prior to training, s̃ = CDFs(s),

the flat space distribution can be obtained directly from these Jacobians (again via eq. (2.41)) by

pθ̂(θ̂(s̃)) ∝ 1/(
√

(dη/ds̃)T Iη(dη/ds̃)). The parameter Fisher information in our model, Iη is

given by the Hessian of the log normalizer. In Fig. 2.4 we illustrate feasibility of this approach in a
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simple example.

Figure 2.4: Fitting (a) θ(s) and (b) flat space distribution, pθ̂(θ̂(s)) to simulated activity data (black dashes). Shown

are 10 fits to the optimal solution with uniform stimulus distribution, Poisson activity, θ ∈ [5, 55], f(x) = −
√
x,

C(θ) = sin(2π/50 θ) + 1 andM = 0.75 from 2000 trials each.

While this approach shows that fitting the flat-Fisher parameter distribution is indeed feasible, it

is rather limited by the assumptions that we required concerning the fact that we know the Fisher

information function and the mean parameter to natural parameter mapping for the family of distri-

butions that we are using to fit the neural code. An alternative approach, at this point still a future

direction, would be to take advantage of the relationships that we derived in section 1.3 between

Fisher information and variance of the sufficient statistics. In particular, if we have a deterministic

dimensionality reduction method T (r) of the neural code, then we can fit the mean parameters

µ and Fisher information matrices Iη based on the mean and variance of the observations T (r).

Applying a Gaussian process method with type two maximum-likelihood learning 191 of the noise

variance, this can be performed without need for too many samples at each stimulus value, because it

uses nearby stimulus values and interpolates.
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2.5 Extensions of the efficient coding model to higher dimensions

The class of efficient codes that we characterized here is fairly general. However, several of the as-

sumptions could be relaxed to make it applicable for modelling sensitivity adaptation more broadly.

These remain important future directions.

Here we will explore relaxing the dimensionality assumptions. In the main model, we assumed

that the stimulus that was encoded was one-dimensional, and that the neural activity was parameter-

ized by a one-dimensional parameter. What happens if we allow the stimulus and parameter spaces

to be multidimensional? There are three such cases, denoting the stimulus dimensionality by ns

and the parameter dimensionality by nθ, we could have ns = nθ, ns < nθ, or ns > nθ. These

correspond to a direct extension of the model to multiple dimensions (ns = nθ,), a model with

the ability to explore different encoding sub-manifolds (ns < nθ), and a dimensionality reduction

model (ns > nθ).

Equal stimulus and parameter dimensionalities ns = nθ

In the case that ns = nθ = n, we have the most straightforward extension of our efficient coding

model. We have an n-dimensional stimulus, s that is coded along some n dimensional sub-manifold

of the neural activity. The key additional feature that arises when we increase the stimulus dimen-

sionality is that the stimulus Fisher information is no longer a scalar, but rather a matrix. Hence, the

stimulus Fisher information can no longer be directly integrated as an objective function. Instead

the objective must be a scalar function of this Fisher information matrix.
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One simple case is to use the determinant of the Fisher information matrix, which intuitively

measures the volume of the sensitivity at each stimulus, s, so the objective function becomes:

maxEs

[
f(
√
|Is|)

]
s.t. Er,s[h(r)] < c. (2.42)

This case is simple because it retains the probability density interpretation from the one dimensional

case. This is because, where previously we related the derivative dθ
ds to the probability distributions

of the stimuli and parameters, we can now do the same thing in multiple dimensions using the deter-

minant of the Jacobian of parameter with respect to stimuli
∣∣dθ
ds

∣∣. Applying determinant identities,

we find

maxEs

[
f

(√
|Iθ|

ps(s)

pθ(θ)

)]
s.t. Er,s[h(r)] < c, (2.43)

which has a form identical to the one-dimensional case.

A second interesting possibility that is raised by this multi-dimensional case is the possibility of

placing different weights on sensitivity to different stimulus dimensions. For example with stimu-

lus dimensions s1 and s2, the code may be optimized to code for the difference s1 − s2 or the sum

s1 + s2, or some other function of the stimuli. Each of these functions imposes a transformation

of the stimulus Fisher information matrix, so the objective function could, for example, weight the

Fisher information about s1 − s2 greater than the Fisher information about s1 + s2. Reverse-

engineering this feature of the objective function would shed light on not just the way that the objec-

tive function prioritizes high vs low Fisher information, but also on features of the stimulus that it is
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coding for.

Optimizing the encoding sub-manifold, ns < nθ

This extension allows the parameter dimensionality to be higher than the stimulus dimensionality.

For example, if we keep the stimulus dimensionality ns = 1, then, while stimuli will still be coded

along a one-dimensional sub-manifold of activity space, this sub-manifold will be allowed to change

during optimization, corresponding to multiple possible trajectories in the higher dimensional pa-

rameter space. This case presents an interesting failure mode for Fisher efficient codes. For any given

possible sub-manifold, we already know the optimal density of points along this manifold from our

one-dimensional solutions. That is to say, if we have the free parameters η, then a candidate curve

can be written as η0(s) = η0(θ(s)). The best that can be accomplished by a code that uses this

candidate curve is determined by the θ(s) solution from the one-dimensional case, when η0(θ) is

used as the encoding sub-manifold. For example, for a log-objective function, we would find the

flat-Fisher parameter distribution

p∗
θ̂
(θ̂) = Z−1 exp

(
−λCη0(θ̂)

)
, (2.44)

whereCη0(θ̂) is constraint function for this particular sub-manifold, see figure 2.1e.

This is where the issue comes in. This code will be better (more uniform) if the constraint is

closer to a constant, meaning that parameter sub-manifolds that do not change the constraint much

will be favored. One interesting possibility would be sub-manifolds that lie along curves of constant
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constraint. Barring that, however, curves that become space-filling, fitting a lot of length into a small

region of parameter space, would be favored, leading to codes that essentially collapse to a point.

Intuitively, this is caused by a lack of penalty on parameter curves that are close to intersecting them-

selves. Finding ways to avoid this collapse while using Fisher information objective functions is an

important direction.

76



3
Evidence accumulation: approximate

filtering

Many phenomena in the world are correlated across time. Within a small time period, objects do

not tend to jump large distances, and their velocities don’t tend to change by large amounts. On

the other hand, they also don’t stay stationary. This means that, if we want to estimate the location
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of an object in the world on the basis of noisy information, we can gain accuracy by combining the

information that we have from multiple noisy observations of the object as long as we take into ac-

count the way that it moves. This filtering problem 192–194 is complicated in general due to the fact

that observation noise causes errors in position estimates that can have effects lasting into the future:

they influence predictions of the future dynamics, including the level of noise in these dynamics.

Organisms need to perform filtering, for tracking objects as well as for a sense of heading direction

and positioning. It also represents a interesting task from the point of view of Bayesian hypotheses

about the brain because, as we discuss in section 3.1, filtering requires representation of a notion of

the uncertainty about the state of the world. Thus, it is a excellent candidate task for finding corre-

lates of certainty in the brain. Here, we provide an overview of basic filtering theory in section 3.1.

We then develop an algorithmic-level model for filtering in the heading direction system in section

3.2, which requires that the dynamics of the world are approximated to match the low-dimensional

representation of evidence that is used. Finally, in section 3.3, we develop a proposal for a method to

learn such a representation from example trajectories. The heading direction application in section

3.2 was expanded to become a piece of the paper 195.

3.1 Introduction to the filtering problem

Filtering is a problem of inference. Given a series of noisy observations, {Yi}i=1:n , of a hidden

state, {Xi}i=1:n, occurring at times {ti}i=1:n, tk > tk−1, we want to find the best estimate of the

hidden state at some future time point, X̂T , taking into account the fact that the hidden state may
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vary between timepoints. We make some assumptions about these processes that are standard for

filtering problems 192–194.

First, we assume that the dynamics of the hidden state areMarkov: conditioned on the present

state, the future is independent of the past

p(xk+1|x1:k) = p(xk+1|xk). (3.1)

We also assume that observations depend only of the value of the hidden state at the time that they

are observed

p(yk|x1:n) = p(yk|xk). (3.2)

These assumptions give the generative model for observations and hidden states the structure shown

in figure 3.1.

... Xn−1

Yn−1

Xn

Yn

Xn+1

Yn+1

...

Figure 3.1: The generativemodel that filtering performs inference over.

Second, we assume that this generative model for both the hidden state dynamics, p(xk+1|xk),

and the observations, p(yk|xk), are known correctly. Thus, the task of a filter is to best track the

data that comes in from a known generative process. It does not have to identify any features of the

environment that it is operating in, only perform inference in a known environment.
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Given that the hidden state dynamics and observation processes are known, the third assumption

that is required when we specify a filter is the form of these processes. Filtering solutions have been

derived for a wide variety of processes, ranging from discrete-state, discrete-time models (i.e. hidden

Markov models) 149, to fully continuous models, with continuous state and time 196;197. Here, we fo-

cus on models that have continuous state space for both hidden states and observations and which al-

low the hidden state to evolve in continuous time, but receive observation at discrete times, {ti}i=1:n,

possibly spaced heterogeneously. This allows us to specify the observation process simply, by the

distribution p(yk|xk). The hidden state dynamics, on the other hand, are a continuous-space and

continuous-time Markov process and can expressed in several ways. We will use these expressions

interchangeably, so we provide a brief introduction here, for formal derivations see 198–201.

Most generally, we can use a time- and interval- dependent transition probability function,

p(xn+1|xn; t,∆t), which expresses the probability of making a transition from state xn at time t

to the state xn+1 at a time∆t later. Note that we have included the the time and interval arguments

explicitly. Hence, a distribution of hidden states evolves according to

p(xn+1; t+∆t) =

∫
p(xn+1|xn; t,∆t)p(xn; t)dxn, (3.3)

known as the Chapman-Kolmogorov equation.

For a continuous time Markov process, we will be able to generate the transition probability

for any time difference,∆t, by repeated application of the Chapman-Kolmogorov equation based

on a series of infinitesimal transitions. Thus, the dynamics are captured by the infinitesimal (time
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dependent) transition rate between different states. Denoting the transition rate between states that

are separated by a distance∆x asRt(∆x, x), we have the transition probability

p(xn+1|xn; t, dt) = δ(xn+1 − xn) +Rt(xn+1 − xn, xn)dt+ o(dt2), (3.4)

Note that the transition rate must always integrate to zero in∆x to maintain normalization.

If the hidden state dynamics are also continuous, so that large transitions become unlikely as

∆t → 0, then we can Taylor expand the rate function in is second argument, which is accurate for

transitions that come from close to the current position. This gives the Fokker-Planck equation (also

called the Kolmogorov forward equation) for the process:

∂

∂t
p(x; t) = − ∂

∂x
v(x, t)p(x; t) +

∂2

∂x2
D(x, t)p(x; t). (3.5)

Here v(x, t) =
∫
∆xRt(∆x, x)d(∆x) is the ’drift velocity’ term, which captures the average

transitions from a point x at time t, whileD(x, t) = 1
2

∫
(∆x)2Rt(∆x, x)d(∆x) is the ’diffusion’

term, which captures the variance of the transitions. This derivation follows202, for a formal version,

see 198;199. We can think about the right side of equation (3.5) as a operator acting on the probability

density function,Lt[p(x; t)]where

Lt = − ∂

∂x
v(x, t) +

∂2

∂x2
D(x, t) (3.6)

is known as theKolmogorov forward operator. The corresponding adjoint operator,L†
t , which satis-
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fies ∫
f(x)Lt[g(x)]dx =

∫
L†
t [f(x)]g(x)dx (3.7)

is known as theKolmogorov backward operator, and is given by

L†
t = v(x, t)

∂

∂x
+D(x, t)

∂2

∂x2
. (3.8)

The operator allows us to propagate expectations through the dynamics of the hidden state, see

also 198. As an aside, the Fokker-Planck formulation is equivalent to the heavily used (Ito) stochastic

differential equation (SDE) form

dXt = v(Xt, t)dt+
√

2D(Xt, t)dWt (3.9)

where dWt is a white noise process, mean zero, uncorrelated in time. This is because, in combina-

tion with the Markov assumption, the locality conditions that we required to derive the Fokker-

Planck form are also sufficient to ensure that the central limit theorem holds, so that steps will be-

have as Gaussian, see also 201.

We have now specified the process that our filter will be performing inference over. However,

one final assumption is required to specify a filtering problem. Namely, the objective function,

J (XT , X̂T ), which measures how good our estimate, X̂T , of the hidden state,XT , is at the rele-

vant future time, T . For example, we could aim to minimize the mean square deviation between

our estimate and the true state, E
[
(XT − X̂T )

2
∣∣∣Y1:n]. In this case, the optimal choice will be
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given by the posterior mean X̂T = E[XT |Y1:n], which seems to suggest that it may be possible

to perform filtering by simply tracking the expected value of our hidden state. However, this ends

up to not be the case, as can be clearly seen by considering a situation in which we have a series of

observations, followed by a large gap of time, and then some more observations. In this case, our

observations prior to the time gap will not be nearly as informative as the observations that we made

after this period of time has passed. Thus, we can do much better if we track the amount of time

that has passed between observations. Of course, the amount that any given time difference matters

is also dependent on the amount of noise in the hidden state dynamics, so this time tracking is really

a (potentially poor) proxy for the uncertainty in our estimates. The need for uncertainty suggests a

Bayesian approach to filtering, which will derive below. In this Bayesian view, the specification of an

objective function specifies a decision problem on the posterior distribution. Thus, if we are able to

find exact solutions to the inference problem, finding the posterior separates the problem of filter-

ing from the objective itself. We will focus on the former step. Later, we will make approximations

during inference, with the objective of finding the best matched posterior.

3.1.1 General form of the filtering solutions

We have now established that if we are to perform filtering, we must find the marginal posterior dis-

tribution of the hidden state at our final time, p(xT |y1:n), conditioned on the observations y1:n

that we have received. This can be performed using a combination of Bayes rule and marginaliza-

tion.

These steps are as follows, suppressing time arguments for clarity. First, in the prediction step, we
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use the Markov property of the hidden state dynamics to give

p(xk|y1:k−1) =

∫
p(xk|xk−1)p(xk−1|y1:k−1)dxk−1 (3.10)

This has the form of a Chapman-Kolmogorov equation, dependent on the hidden state dynamics

through its transition probability p(xk|xk−1), but it could be replaced by any other form of the hid-

den state dynamics, for example a solution to the Fokker-Plank equation. The prediction step relies

on knowing p(xk−1|y1:k−1), which is the posterior after incorporating the most recent observation.

This incorporation of new observations, is performed by the inference step, which is an application

of Bayes rule

p(xk|y1:k) =
p(yk|xk)p(xk|y1:k−1)

p(yk|y1:k)
. (3.11)

This makes use of the observation model p(yn|xn) and the fact that observations depend only on

the hidden state at the time that they are made and so are conditionally independent from previous

observations p(yk|xk, y1:k−1) = p(yk|xk). Note that, as always for Bayesian inference, the denomi-

nator can be incorporated into the normalization factor.

p(xk|y1:k) ∝ p(yk|xk)p(xk|y1:k−1). (3.12)
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To find the hidden state distribution at the final time, we apply these steps in succession

p(xT |y1:n) =
∫

p(xT |xn)p(xn|y1:n)dxn (3.13)

∝
∫

p(xT |xn)p(yn|xn)p(xn|y1:n−1)dxn (3.14)

=

∫
p(xT |xn)p(yn|xn)

∫
p(xn|xn−1)p(xn−1|y1:n−1)dxn−1dxn (3.15)

= ... (3.16)

Note that the inner integral in equation 3.15 has the same form as the initial integal, eq. 3.13, except

that the time index is decreased by one. This recursive expansion, identical to what is found by belief

propagation 148;149, continues until we reach p(x0), which is the initial prior over latent states. Thus,

given such a prior, filtering can be performed by a series of alternative prediction and observation

steps. This is referred to as Bayesian filtering or recursive Bayesian estimation 149.

3.2 Filtering with a fixed representation

As we saw in our definition above, the filtering problem assumes that the environmental dynam-

ics and the observation process, while random, are known to a system that is performing filtering.

The task of the system, then, is to figure out what evidence it should keep from the observations

and what it should throw away as noise. However, this assumes that the system performing the fil-

tering has sufficient representational flexibility and capacity to assume whatever representation is

required by this filtering problem. For non-linear filtering problems, such as tracking heading direc-
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tion, this representation is not guaranteed to even be finite 193;203. Thus, exact filtering is impractical

for use in biological heading direction systems. Instead, we will model the heading direction system

by choosing a fixed representation of the evidence, and finding how to best use this representation

to track different dynamic and observations processes. Given such a representation of the current

belief, when it is updated through dynamics and observation processes, the updating should occur

in a way that does not alter the representation itself, but only impacts the encoded specification of

the belief distribution. Hence, for parameterized families, the prediction and inference steps become

manipulations of the parameters of the encoded distribution.

We want the evidence to be encodable in the activity of a neural population, so we will assume

that the evidence representation is finite, and take it to be in the form of a probabilistic popula-

tion code (PPC) 108;109;176, which represents exponential family distributions over stimuli p(s|θ)

(here heading direction) by encoding their parameters linearly in the activity of a neural population:

θ = Ar. For example, we can choose a von Mises distribution 204:

p(s|θ) = exp

θT

cos(s)
sin(s)

−A(θ)

 (3.17)

This is one possible extension of a Gaussian to the circular domain s ∈ [0, 2π], in the sense that it

is the maximum entropy distribution subject to constraints on its first circular moment. The nth

circular moment is defined the complex quantity

Ep(s|θ)[e
isn], (3.18)

86



204. For the first circular moment, the argument and modulus capture the mean and spread of the

distribution, respectively .

Using this as the distribution of belief about the true (latent) heading, we can perform inference

exactly if this distribution is the conjugate prior to the distribution of observations given the latent

state. Here, this would be again von Mises. However, when it comes to the prediction step, some

issue arise. In particular, if the dynamics of our heading in the world have noise that results from a

series of small perturbations, then the steps will follow a diffusion process, for example

ds = vdt+DdW. (3.19)

For a circular domain, we can solve the the corresponding Fokker-Plank equation with circular

boundary conditions, to find that, starting from the origin, after a period of time∆t, the distri-

bution of future points will be a wrapped normal distribution 204, given by (see appendix A.2.1)

p(s;∆t) =
1√
2π

∞∑
k=−∞

exp

(
−(s− v∆t+ 2πk)2

2D∆t

)
. (3.20)

This distribution is not in the exponential family. Hence, the diffusion of heading direction will take

our distribution of latent states outside of what our chosen exponential family can represent. This is

illustrated in figure 3.2.

In order to rectify this, we instead project the dynamics of the environment to find approximate

dynamics that keep the latent representation within it’s chosen class. This is known as the projection
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Figure 3.2: Shown are themodulus of the first and second circular moment, defined as in 3.18. vonMises distributions

are constrained in the pairs of first and second order arguments that they can achieve to the black line. Diffusion

trajectories are shown in blue. Note that they tend tomove off of the black line.

filter 205;206, see 207 for a nice introduction. It is analogous to an Extended Kalman Filter (EKF) 208 for

a Gaussian representation. The idea here is to find parameter dynamics that approximate the true

dynamics of the environment. Writing in terms of log p, the approximate dynamics will be

∂

∂t
log p(s|θ) =

∑
i

∂ log p(s|θ)
∂θi

dθi
dt

. (3.21)

Note that this looks like an expansion of the dynamics in terms of the basis of derivatives of the log

likelihood with respect to parameters (what we called the score function basis in section 1.2.1. The

true dynamics of the latent belief distribution, on the other hand, produce

∂

∂t
log p(s; t) =

Lp(s; t)
p(s; t)

(3.22)

88



whereL is the Kolmogorov forward operator eq. (3.6). So, the objective is to use equation 3.21 to

approximation equation 3.22. Inspired by information geometry (section 1.3.5), we can do this using

by projecting the true dynamics into the approximate basis, with the expectation inner product.

Note that the approximation basis is not orthonormal, but instead the inner products give entries of

the Fisher information matrix

Ep(s|θ)

[
∂ log p(s|θ)

∂θj

∂ log p(s|θ)
∂θk

]
(3.23)

Thus, for the projection onto this basis, we find that the kth component is given by

∑
j

Iθ(θ)
−1
kj Eq

[
Lq
q

∂ log q

∂θj

]
. (3.24)

From equation 3.21, this component corresponds to the dynamics of θk, and for exponential families,

this can be rearranged to give

dθk
dt

=
∑
j

Iθ(θ)
−1
kj Eq

[
L†(Tj(x))

]
(3.25)

whereL† is the backward Kolmogorov operator, eq. (3.7). This gives us the dynamics that the pa-

rameters of the representation should follow in order to perform the best prediction steps.
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3.3 Filtering through the moment-parameter duality

When we derived the projection filter above, we were motivated by the potential for mismatch be-

tween probability distributions in our chosen family of representations, and the results of propagat-

ing these densities according to the dynamics of the environment. We ameliorated this mismatch by

projecting the environmental dynamics into the tangent space to the manifold of parameter values,

while assuming that the parameters could be updated exactly through Bayesian inference. However,

this solution is somewhat unsatisfying because, in performing exact updates but approximate pre-

dictions, we privilege the inference step over the prediction step during filtering. Here we present

a derivation of the projection filter that maintains the symmetry between prediction and inference

steps, and suggests some potential future directions. While the concepts that we present are not

novel, they have, to the best of our knowledge, not been brought together in this form before.

3.3.1 Exact and approximate Bayesian filtering with exponential family rep-

resentation

Assume that our filter represents its belief about the latent state of the environment using an expo-

nential family distribution

p(x|θ) = h(x) exp(θTT (x)−A(θ)) (3.26)
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with natural parameters θ and corresponding mean parametersµ. This is to say, at any time t

and for any series of observations y1:n from times t1:n, there are corresponding parameter values

θ(t, y1:n, t1:n), or alternatively moment valuesµ(t, y1:n, t1:n), that capture the distribution of

latent states. In this view, the two steps of Bayesian filtering correspond to two different ways that

the parameters are modified. During prediction (eq. 3.10), the current time t changes, so the param-

eters should evolve to reflect how our belief in the latent state changes over time. During inference

(eq. 3.12), we receive a new observation yk at time tk, so the parameters should be updated to reflect

the new information that we have. It may be possible to perform one or both of these steps exactly,

for example the Kalman filter 209 uses Gaussian representation, to perform exact filtering when the

dynamics are linear with Gaussian noise and the observation noise is also Gaussian. Generally, how-

ever, the filter may be required to make approximations in either the prediction step, observation

step or both.

During prediction, the belief distribution is propagated according to the dynamics of the environ-

ment. Assuming that these dynamics are known and continuous, we have a known Fokker-Planck

equation that describes dynamics of the probability density over time ∂
∂tp(x; t) = Lt[p(x; t)]

whereLt is the Kolmogorov forward operator (eq. 3.6). Given these dynamics, we can find the dy-

namics of the mean parameters of the representation

d

dt
µ =

d

dt

∫
T (x)p(x; t)dx =

∫
T (x)

∂

∂t
p(x; t)dx =

∫
T (x)Lt[p(x; t)]dx =

∫
L†
t [T (x)]p(x; t)dx

(3.27)

where T (x) are the sufficient statistics of the exponential family representation, andL†
t is the Kol-
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mogorov backward operator (eq. 3.7). If the form of the belief distribution is preserved under the

environmental dynamics, then its evolution is fully captured by these moment dynamics. If this

is not the case, then these moment dynamics still give an approximation to the belief dynamics

through moment matching. Concretely, assume that at time t, the distribution of latent states is

given by p(x; t) = p(x|µt): it is in our exponential family and has mean parametersµt. Solving

the differential equation (3.27) for the moments at a time∆t later, we will find momentsµt+∆t.

Because these are indeed the moments of the true distribution of latent values at that later time

p(x; t + ∆t), and because matching the moments will minimize the KL divergence 149, we know

that these updated moments give the best approximation to the true distribution in the sense that

µt+∆t = argminµ DKL

(
p(x; t+∆t)

∣∣∣p(x|µ)). (3.28)

Importantly, this moment-matching is a minimization of the second term in the KL divergence, re-

ferred to as expectation propagation 149. This approximate prediction is equivalent to the projection

filter (eq. 3.25) when the moment dynamics are transformed to parameter dynamics through the

inverse Fisher information. Note that while this approximation can in principle be computed given

the exponential family representation, the moments (or parameters), and the environmental dy-

namics, it is not necessarily straightforward to do so, as this requires evaluating the expectations of

functions that are specified by the environment and derivatives of the sufficient statistics.

During the inference step, each new observation is incorporated into the posterior belief distri-

bution through Bayesian inference. We assume that the distribution of observations given latent
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states is known and is given by p(y|x). In this case, inference can be performed exactly if the latent

representation and the observation distribution are conjugate in the sense that p(x|θ), which has the

form shown in eq. (3.26) is the conjugate prior to p(y|x). This will be the case when the observation

distribution has the form (see appendix A.2.2)

p(y|x) = hy(y) exp
(
(Ty(y)−w)TT (x)

)
. (3.29)

Note that in order to achieve conjugacy, the observation distribution must only depend on x through

an inner product with the sufficient statistics vector T (x). In particular, this must hold for the log

partition function, which must be a linear combination of the sufficient statisticsAy(x) = wTT (x).

If the latent and observation distributions are conjugate, then when the data point yi is observed, ex-

act Bayesian inference updates the value of the parameters from θ0 to θyi by

θyi = θ0 + Ty(yi)−w. (3.30)

If the family of latent distributions is not conjugate to the observation distribution, then exact infer-

ence will not be possible using this representation. However, we can find an approximation to the

posterior by variational Bayesian inference 148;149. Concretely, assume that the prior distribution of

latents is p(x|θ0) and that we receive the observation yi. We wish to approximate the true posterior

p(x|θ0, yi) ∝ p(yi|x)p(x|θ0) by finding the distribution from the latent representation p(x|θyi)
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that best captures the true posterior in the sense that

θyi = argminθ DKL

(
p(x|θ)

∣∣∣p(x|θ0, yi)). (3.31)

Importantly, this variational inference objective is a minimization with respect to the first term

in the KL divergence. This minimization can be solved by optimizing the evidence lower bound

(ELBO) 148, to produce the update

θyi − θ0 = Iθ(θ)
−1 ∇θyi

Ep(x|θyi )[log p(yi|x)]. (3.32)

Note that equation 3.32 becomes equivalent to equation 3.30 when the observation and latent distri-

butions are conjugate. Similarly to the prediction step, these updates can in principle be calculated

based on the parameter value, the form of the exponential family representation, and the obser-

vation distribution, but this computation may not be straightforward. In fact, evaluation of the

gradient on the right hand side for general models is an area of active research 210–212.

3.3.2 Proposal: self-consistent filtering

In the above sections we have seen that good performance in a filtering task generally requires the

representation of uncertainty (section 3.1). At the same time, using exponential family representa-

tions of the distribution of latent variables allows Bayesian filtering to be performed by imposing the

correct (observation dependent) dynamics on the mean and natural parameters. In this case, section
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3.3.1, prediction evolves the mean parameters by∆µ, while inference evolves the natural parameters

by∆θ. Here we propose to study whether and how uncertainty representations emerge in artificial

neural networks as they are trained to learn parameter dynamics in order to perform a filtering task.

Note that while neural networks have been trained to learn both the dynamical models 213–215 and dy-

namics and observation noise for filtering 116;216;217, they have done so in the presence of an assumed

representation of the latent distribution, usually a Gaussian or a point estimate. The idea here will

be to represent the latent distribution by means of it Fisher information function Iθ(θ) and to learn

this representation in tandem with the sufficient statistics and parameter dynamics that are required

for each step of the filtering process. Similarly to the assumed density filter 149;194, this ’self-consistent

filter’ will perform as if it has a correct model of its environment in terms of its representation, dy-

namics, and observation noise, but will represent this model so that these features can be learned.

Given that the Fisher information acts simultaneously as (see section 1.2.1) specification of a natu-

ral exponential family, the second derivative of the log partition function, and the Jacobian of the

θ → µmapping (translating natural parameter changes to mean parameter changes) , it is plausible

that filtering could be performed using these three quantities alone. We demonstrated here that this

can, in fact, be accomplished.

First, we take the latent variables, x to be parameters of the observation distribution, and their

distribution to be the conjugate prior, a natural exponential family.

p(y|x) = hy(y) exp((Ty(y)
T −w)x) (3.33)
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p(x|θ) = hx(x) exp(θ
Tx−Ax(θ)) (3.34)

There are two things to note here. First, as above, conjugacy requires that the log partition function

of the observation distribution can be written as a linear combination the latent variables, x. This

may involve implicit dependencies between the various xi, as well as the right base measure hy(y).

For example, for a Kalman filter in one dimension,

pKF (y|x) =
exp

(
−y2

2σ2
n

)
√
2πσn

exp


y/σn
−1/2


T x1

x2


 (3.35)

pKF (x|θ) =
1√
2π

δ(x2 − x21) exp


θ1
θ2


T x1

x2

−AN (θ)

 (3.36)

where σ2
n is the observation noise variance, and θ are the natural parameters of a Gaussian, with the

corresponding log partition functionAN (θ). Note that in this form, x1 is the mean of the observa-

tion distribution, and x2 = x21 is enforced by the hx(x) base measure. This leads us to the second

key observation about this form of the filtering equations: the latent representation p(x|θ) has the

form of a natural exponential family. Thus, it is completely specified by the base measure hx(x) or,

alternatively, as we discussed in section 1.3.2, by its Fisher information function, Iθ(θ), which maps

parameter values to symmetric matrices, in combination with the range of possible means. This al-

lows our filter to represent the family of latent state distributions by a Fisher information function,

and individual latent belief distributions using the parameter values.
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For this representation, we have two choices of parameters to use as inputs: mean and natural

parameters, θ andµ, and two choices of Fisher information matrix outputs: Iθ and Iµ, which tell

us the sensitivity of the log likelihood to change in either the mean or natural parameters. These

choices of parameters and Fisher information matrices are related (see section 1.3), because, on one

hand, Iθ = I−1
µ , which allows us to transform, albeit a computational cost, between the two repre-

sentations, and on the other hand ,

dµ = Iθdθ, (3.37)

dθ = Iµdµ. (3.38)

Thus, knowing Iθ allows us to transform changes in the natural parameter to changes in the mean

parameter and vice versa for Iµ. This indicates that we should choose either the pair (Iθ,µ) or

(Iµ,θ) to represent our latent distributions. We will choose the former, writing Iθ(µ) to indicate

the sensitivity to natural parameter changes for given values of themean parameters. There are three

key processes that our filter must perform using this representation.

Inference

Performing exact inference requires that we know the sufficient statistics and partition function of

the observation model T (y) = Ty(y)−w. With such an observation model, exact inference in the

model becomes

∆θ = T (y) (3.39)
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This can be mapped to a mean parameter update using the Fisher information. In particular, as

long as the Fisher information matrix is symmetric at all pointsµ, the natural-to-mean parameter

mapping will be path independent. That is to say, we can find the change inµ by integrating mean

parameter changes

dµ = Iθ(µ)dθ (3.40)

along any path from θ0 to θ0 + ∆θ, for example, a straight line path. This path independence is

clearly something that is required if the Fisher information is to correspond to derivatives of the

natural-to-mean parameter mapping in any well defined way, which is what symmetry guarantees.

Thus, inference can be performed in this filter if we have two things. We must have an obser-

vation model T (y), and the learned Fisher information matrix must be symmetric and positive-

definite at all points.

Prediction

Prediction requires that the we have an environment model that tells us how the parameters evolve

over time absent any observations. It also requires that the mean and natural parameters evolve over

time in a coordinated fashion. This can be accomplished taking inspiration from information geom-

etry. In this view, the parameter space is a curved manifold, so ’straight’ lines through this manifold

are the geodesics generated by the Hamiltonian

H(µ, θ̇) =
1

2
θ̇T Iθ(µ)θ̇. (3.41)
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Here, the mean parameters to represent locations in the manifold, while velocities are determined by

the time derivative d
dtθ = θ̇ in the dual coordinate, which is analogous to momentum in classical

mechanics. Adding a location dependent potential function, we get the Hamiltonian

H(µ, θ̇) =
1

2
θ̇T Iθ(µ)θ̇ + V (µ). (3.42)

Applying Hamilton’s equations, this generates corresponding moment dynamics

dµ

dt
= Iθ(µ)

dθ

dt
(3.43)

and parameter dynamics given by

d2θi
dt2

=
1

2

dθ

dt

T ∂

∂µi
Iθ(µ)

dθ

dt
+

∂

∂µi
V (µ). (3.44)

Given such dynamics, performing prediction corresponds to numerically integrating the mean and

natural parameter equations to find the mean parameters at a future timepoint.

This form of the prediction equations demonstrates that, in order to perform prediction, we re-

quire several things. First, we need an initial condition θ̇(0) that gives the initial parameter velocity.

Second, we need the potential function, V (µ) that generates the parameter dynamics. Finally, we

must be able to evaluate derivatives of the functions Iθ(µ) and V (µ)with respect to their inputs.
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Loss function

We have now seen the requirements for our filter to perform the filtering operations. In order to be

able to train our filter, there is one additional requirement, which is that we must be able to evaluate

the loss of the filter. That is to say, after performing filtering, how well do the predictions from the

filter match a new observation, yT from the environment? This is given by the predictive distribu-

tion, marginalizing over the latent position, p(yT |θ), which can be found using Bayes rule for the

update that an observation yT would produce: p(x|yT ,θ) = p(yT |x)p(x|θ)/p(yT |θ). Solving for

the denominator gives a ratio of the partition functions before and after updating. In terms of the

log likelihood, we have

log p(yT |θ) = log hy(yT ) +Ax(θ + T (yT ))−Ax(θ) (3.45)

That is to say, the log likelihood is given by the log weight of the data point under the base measure

plus the difference in the log partition function before and after it is updated using the new data

point.

The difference in the log partition function can be evaluated based on the combination of the

Fisher information matrix, and the mean parameter value. After all, the Fisher information matrix

is the second derivative of the log partition function, and the mean parameter is the first derivative.
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For example, in one dimension, we will have the differential equation

dA(θ)

dθ
= µ(θ) (3.46)

dµ

dθ
= Iθ(µ) (3.47)

µ(0) = µT (3.48)

where µT is the mean parameter where the loss is being evaluated. This differential equation can

then be integrated over the length T (yt) in natural parameter space.

The observation base measure, on the other hand, presents more difficulty. For the moment, we

will neglect this term, eg. by assuming that it is constant in the noise model, reasoning that it acts as

a parameter-independent density in the latent space, thereby capturing the additional noise that is

introduced when the final observed yT is made.

Learning the required functions

In the previous sections, we saw that, when learning a self-consistent filter, we must learn three

functions: the sufficient statistic function T (y) that determines the updates during observation,

the potential function that generates the parameter dynamics V (µ), and the Fisher information

function, Iθ(µ) that maps mean parameter values to symmetric matrices. (Note that symmtry and

positive-definiteness can be accomplished by learning the Cholesky decomposition,L(µ) of the

matrix Iθ(µ) = L(µ)L(µ)T ). Moreover, we must be able to differentiate these functions and

to learn through numerical solutions of differential equations that involve the functions and their
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derivatives. These features can be accomplished using neural network representations of the func-

tions. In particular, the combination of neural networks with ordinary differential equations is an

area of much current interest (started by the seminal work of 218), and the capabilities required for

this model have been developed. The idea of learning a Hamiltonian that corresponds to observed

dynamics was developed by 213 in the case when both positions and momenta were observed, and

by 214;215 which learned low-dimensional latent position representations and corresponding Hamil-

tonian dynamics. The Hamiltonian of 215 has a form identical to ours. They have also been used in

filtering applications, in particular by 216;217, which learned the dynamics of and updates to a latent

distribution, a Gaussian and point estimate respectively.

Outlook

We have now demonstrated that learning to filter can be accomplished by learning dynamics of the

mean parameters of our latent distribution: how they should flow through parameter space during

inference and prediction. This takes advantage of neural network ODE tools that have already been

developed. The key novelty that this approach aims to study is the representation of uncertainty

that emerge. We are not defining the latent or observation distributions in any way, but rather are

allowing them to be learned. In particular, in order to perform well, the latent distribution should

learn to represent its own uncertainty in some way. The main question is: how does it learn to do

this? In particular, how do representations compare when they are learned for different environ-

ments and observation processes, and how do the learned representations compare to the generative

models that they are learned under? Another key question is that of heterogeneity of the learned
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representations across replicates.
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4
Discussion

The idea of modeling the behavior of natural systems as solutions to optimization problems has a

long history and appears in diverse fields, ranging from physics to economics to psychology and neu-

robiology. The question that naturally arises is: Why optimality? What is it about solutions to opti-

mization problems that makes them well suited to modelling of the natural world? Leonhard Euler

gives his answer to this question in his 1744 appendix ‘Concerning Elastic Curves’ (translated 219)
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“

All the greatest mathematicians have long since recognized that the method presented
in this book is not only extremely useful in analysis, but that it also contributes greatly
to the solution of physical problems. For since the fabric of the universe is most per-
fect, and is the work of a most wise Creator, nothing whatsoever takes place in the
universe in which some relation of maximum and minimum does not appear. Where-
fore there is absolutely no doubt that every effect in the universe can be explained as
satisfactorily from final causes, by the aid of the method of maxima and minima, as
it can from the effective causes themselves. Now there exist on every hand such no-
table instances of this fact, that, in order to prove its truth, we have no need at all of
a number of examples; nay rather one’s task should be this, namely, in any field of
Natural Science whatsoever to study that quantity which takes on a maximum or a
minimum value, an occupation that seems to belong to philosophy rather than to
mathematics. Since, therefore, two methods of studying effects in Nature lie open to
us, one by means of effective causes, which is commonly called the direct method, the
other by means of final causes, the mathematician uses each with equal success. Of
course, when the effective causes are too obscure, but the final causes are more readily
ascertained, the problem is commonly solved by the indirect method; on the contrary,
however, the direct method is employed whenever it is possible to determine the ef-
fect from the effective causes. But one ought to make a special effort to see that both
ways of approach to the solution of the problem be laid open; for thus not only is one
solution greatly strengthened by the other, but, more than that, from the agreement
between the two solutions we secure the very highest satisfaction.

”

This quote gives two arguments for why we should model natural systems with optima. First,

there is an expressivity argument, which claims that the set of optimization problems is sufficiently

rich to capture all of the behaviors that we want to model as solutions. Whether or not we have faith

in such an argument, it is clear that when modeling systems that are sufficiently well behaved, we

are likely to be able to find an objective function that captures their behaviors as its optimal solu-
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tions. The second argument that Euler gives for optimization is one of convenience. That is to say,

if a system becomes too complicated or difficult to handle with a direct model, as is the case for bi-

ological systems, it is often easier to make predictions on the basis of optimality arguments. In this

sense, optimality models are similar to phenomenological models. They capture the broad strokes of

observed behavior without requiring detailed mechanistic treatment. However, this does highlight

a danger with optimality arguments as well. Unless they are known to be equivalent to mechanistic

models (as in Euler’s case for classical mechanics), such models risk being purely descriptive without

granting insight into underlying principles determining the functioning of the system. From this

standpoint, it seems natural that, as with other descriptive models like regression models, optimiza-

tion models should be fittable to data, the capability that we developed in Ch 3. In sum, optimality

models are both expressive and convenient, but risk being purely descriptive unless they are shown

equivalent to mechanistic models, or there is reason to believe that the system should solve such a

problem.

In neuroscience, there is a third advantage to modeling neural activity and behavior as the so-

lution to optimization problems, namely that such models are normative. Because animals can be

conditioned to perform tasks in exchange for a reward, we have the ability to specify exactly what

problem they should be solving. In this context, we should expect the neural activity and behavior

to follow, at least somewhat closely, predictions from the optimal model. More generally, if we ex-

pect observations during task engagement to be reflective of more naturalistic contexts, we might

also expect that observed neural activity during these periods should also be reflective of some sort of

‘covert task’ that is being optimized, even if it is not experimenter specified. By fitting optimization
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objectives and constraints in Ch 3, we may be able to fit some of the features of the covert task active

in different neural populations. Of course, during performance of any given task, the system may

not perform exactly the task that we, as the experimenter, have in mind. This sort of ‘sub-optimal’

performance opens the door for many different type of approximations, for example those we devel-

oped in Ch 4, which may even have similar performance to each other. In this case, one hypothesis is

the idea of self-consistency 143, which is that performance should be optimal relative to some internal

model of the task and environment that is encoded by the brain. The proposal in chapter 4 aims to

examine how representation that are learned in this way relate to the true generative model of the

world.

Returning to optimality, on the most general and philosophical level, we expect that the biolog-

ical structures and their physiology that we observe exist to perform some sort of function. That

is to say, they exist to solve some sort of problem. Thus, a key ingredient to understanding biolog-

ical systems is to understand the problems that they are solving, which is to say, the functions that

they are optimized to perform. There has been a great deal of discussion about the role that models

of optimality should play in brain science, in light of the poor human performance on a variety of

tasks, see 220;221 and the ensuing discussions. In the view that optimization models are a means of de-

scribing the problem that an observed system appears to be solving, these concerns can be viewed as

pointing out particular negative results: performance that appears sub-optimal from the perspective

of a particular task design shows that the system is not solving that task. I would argue that this is

the main reason we should care about optimal models: they might be as close as we can come in bi-

ological science to answering the elusive question of ‘why’ we observe what we observed. Of course,
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given that the way that an organism performs its functions is the result of what was required of its

ancestors for the survival over billions of years of history in a constantly changing environment, the

‘why’ question is probably not the best question to be asking.

A more modest answer to the question of why optimality is right for our case follows from the

idea of expressibility. In this case, we are aiming to understand how the neural code adapts to differ-

ent stimulus distributions. If we think about this adaptation as being the result of forces that push

around the parameters of the neural code, then, once the adaption for a given stimulus distribution

is complete (the case that we are modelling), these forces will be balanced. If there is a potential func-

tion that generates these forces, then the steady state of the code adaptation is a minimum of this

potential function. This means that it will satisfy first-order optimality conditions. Thus, by using

efficient codes we are modelling adaptation in terms of some ‘adaptation potential’.

This raises the question of falsifiablity. If we can always fit what appear to be the objective and

constraint function that a neural code optimizes for, how can these models be falsifiable? We cannot

falsify tuning curves or receptive fields as descriptions of neural response properties, so how can we

falsify our efficient coding models as descriptions of neural code adaptation? In our case, there are

two approaches to do this. First, in the approach presented here, we fit the objective and constraint

functions based on two of the steps in our iterative approach: the first step and last step respectively

in the pure fixed point iteration. Once we have the solution, we can predict the parameter distri-

butions at all intermediate steps of the iteration, solving numerically if necessary. In order for this

model to capture the adaptation behavior accurately, these other parameter distributions (and gen-

erally, those for any specified stimulus distribution) must be accurately predicted as well. Thus, the
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iterative procedure also provides a means of falsifying the model that we fit using it. Note that this

is falsifying whether the adaptation properties of even a code that satisfies all of our assumptions are

explained by the efficient coding model. A second, more general, way of falsifying these models if

to ask whether the objective and constraint functions that are fit in this way generalize. We would

hope that, if it is to provide a reasonable description of adaptation behavior, the fits from our model

would be consistent across organisms, and at different times, internal states, and task contexts. How-

ever, recent results 23 indicate that, as is the case for tuning curves, adaptation behavior may be task

dependent, so the code may have additional levels of flexibility that are not captured by these effi-

cient coding models.
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5
Conclusion

In this thesis, we have developed in tandem general models of neural code adaptation and evidence

accumulation. We modeled adaptation using an efficient coding model with general parameters,

constraints and objective functions, and showed that these models could capture a variety of differ-

ent adaptation behaviors. In this same model, we then demonstrated that the adaptation behavior

is sufficient to allow us to identify the optimization objectives and constraint functions, and devel-
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oped a novel experimental scheme that can do so on the basis of measurable distributions of activity

parameters. In the evidence accumulation domain, we developed a projection filter based model

for tracking heading direction in varied environments. On the basis of this approach, we propose a

method for learning representations using a Fisher information based filter under assumptions of

self-consistency.

These results leave some questions that I would still like to answer. While the adaptation behav-

iors present in our model are interesting and varied, it remains unclear how well they can capture

the adaptation observed in real neural codes, with regard to the neural activity and the Fisher infor-

mation in the code. While the closed-loop approach to fitting objectives and constraint cannot be

applied to existing datasets, comparison of the predictions from simpler models, for example uncon-

strained codes, to existing experimental results in this domain remains an high priority to demon-

strate the relevance of this model. Further development of the proposed experimental scheme is also

needed to ensure that it can remain stable for all objective functions, rather than splitting objective

functions into identifiable and unidentifiable classes. This raises the prospect of application of classi-

cal results from numerical analysis to improvements of our experimental approach. Similarly, given

the importance of flat-Fisher-space parameter distributions in our theory and previous experimental

results that measure parameter distributions during adaptation without considering issues of sensi-

tivity, improved method for fitting distributions in the flat space would represent an important step

toward bringing this approach to bear.

The work presented here also raises interesting directions for the future, some of which have

been developed throughout. Of particular interest and tractability is the extension of the efficient
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coding model to multiple dimensions. On one hand, it appears that determinant objective func-

tions will allow many of the results derived in the simpler one-dimensional case to be made more

general. On the other hand, if different features of stimulus space are differently weighted, and, cru-

cially, similar schemes could be developed to fit these weightings, we would have a model that can

fit something about the relevant computations that are performed downstream of any given popu-

lation. The learned evidence accumulation model also represents an intriguing direction. Assuming

that the approach developed can work, it would yield insights into how uncertainty representations

can be learned and, crucially for the study of heading direction, what kinds of environments they

are learned in. For heading direction systems that are sufficiently adaptable, this could represent a

method of stimulus generation, allowing stimuli to be developed that bring any uncertainty repre-

sentation greater prominence, without imposing task specific requirements on this representation.

Finally, there is the tantalizing, long-term goal of understanding the interplay between the effects of

adaptation and evidence accumulation. Both of these models feature the Fisher information, either

learned or adapted. How might the Fisher information about accumulated evidence adapt over the

course of filtering, and how might the learning of this representation impact the adaptation process?
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A
Appendices

A.1 Detailed derivations: Efficient coding and sensory adaptation

Here, we provide the details of the derivations and proofs for chapter 2.
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A.1.1 General Approach

We assume a neural encoding model p(r|s), which specifies how neural (population) activity r

depends on a one-dimensional stimulus s, and is parametrized by a scalar-valued, deterministic func-

tion θ(s) such that

p(r|s) = p(r|θ(s)), (A.1)

where θ(s) is increasing in s. We assume that the code is efficient in that it maximizes the average

across s of a function f(·) of the square root of the Fisher information in r about s, Is(s) = Ep(r|s)

[(
d
ds log p(r|s)

)2],
while satisfying, on average, some constraint h(r) ≤ M , that is

max Eps(s)

[
f
(√

Is(s)
)]

, s.t. Ep(r|s)ps(s) [h(r)] ≤ M. (A.2)

Specific assumptions about f(·) and h(·) are discussed in the main text, and will be revisited further

below.

A.1.2 Deriving the efficient coding objective in terms of θ(s)

Here we derive the θ(s) optimization from our assumptions. Because θ is a deterministic remapping

of s, an application of the chain rule shows that the Fisher information in r about s is related to the

Fisher information in r about θ by

Is(s) = Iθ
(
θ(s)

)(dθ

ds

)2

. (A.3)
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Note that Iθ(θ) = Ep(r|θ)

[(
d
dθ log p(r|θ)

)2] is determined only by features of the encoding

model. Turning to the constraint,

Eps(s)p(r|s)[h(r)] = Eps(s)

[∫
h(r)p(r|θ(s))dr

]
:= Eps(s) [C(θ(s))] , (A.4)

where we have definedC(θ) := Ep(r|θ) [h(r)]. Finally, we made two additional coding assump-

tions on θ(s), namely that θ(s) is increasing

dθ

ds
> 0 (A.5)

and that the θ(s) curve has finite extentLθ in θ space

∫
dθ

ds
ds =

∫
dθ = Lθ. (A.6)

Taking the assumed objective function, Eq. (A.2), and (i) plugging Eq. (A.3) into the objective,

(ii) plugging Eq. (A.4) into the constraint, (iii) introducing the encoding specific constraints, Eqs. (A.5)

and (A.6), yields the primary optimization problem from the main text:

max
θ(s)

Eps(s)

[
f

(√
Iθ(θ)

dθ

ds

)]
s.t. Eps(s) [C(θ(s))] ≤ M,

dθ

ds
> 0,

∫
dθ

ds
ds = Lθ.

(A.7)
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A.1.3 Assumptions about functional forms

The features of our efficient coding problem, ps(s), f(
√
I), Iθ(θ), andC(θ), are allowed to be

quite flexible, but are still subject to some constraints, as listed here:

• ps(s) is assumed to be continuous, and to have no zero-probability ’gaps’. This latter as-
sumption is for convenience, and can be removed without changing the results.

• f(
√
I) is assumed to be continuous and monotonically increasing. Given these assumptions,

we shown in the next section that f(·)must additionally be concave and asymptotically
sublinear for the optimization-problem to be well-behaved.

• Iθ(θ) is assumed to be continuous and non-zero (note that Fisher information is always
≥ 0).

• C(θ) is assumed to be continuous and non-negative. Note that non-negativity follows from
non-negativity of h(r).

A.1.4 Concavity and sub-linearity of the objective function

The requirement that the objective function is concave and asymptotically sub-linear can be demon-

strated most directly in an optimal control approach to solving the variational optimization. Here,

we interpret the efficient coding problem as optimizing a control u(s) on how fast θ is increasing at

each stimulus, that is, u(s) := dθ
ds . Note that in this formulation, the stimulus s plays the role of

time in a traditional optimal control setting. The last two constraints in Equation A.7 act as a restric-

tion on the control set, and a boundary condition for state θ, respectively. For such optimal control
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problems, the Pontryagin maximality principle (see 222;223) states that, if we form the Hamiltonian

H (s, θ(s), q(s), u(s)) = q(s)u(s) + f
(
u(s)

√
Iθ(θ(s))

)
ps(s) + λC(θ(s))ps(s), (A.8)

by adding to the objective function a term composed of the product between the dynamics (dθ/ds = u)

and a ’momentum’ co-state, q(s), then the optimal trajectory will be given by a local optimization of

u(s),

u∗(s) = argmaxu(s) H(s, θ(s), q(s), u(s)), (A.9)

in conjunction with Hamilton’s equations,

dθ

ds
=

∂H

∂q
,

dq

ds
= −∂H

∂θ
. (A.10)

Here we focus on the control maximization:

max
u(s)

q(s)u(s) + f
(
u(s)

√
Iθ(θ)

)
ps(s). (A.11)

Recall that u(s) = dθ/ds is strictly positive, and f(·) is increasing. This means that, in order to

have a maximum where u(s) ̸= ∞, q(s)must be negative everywhere, and f(·)must increase

sublinearly as u(s) → ∞. Furthermore, because u(s) ∈ (0,∞) cannot be at the boundaries, we

117



have a second order condition for maximality:

∂2

∂u2

(
q(s)u(s) + f

(
u(s)

√
Iθ(θ)

)
ps(s)

)
= f ′′

(
u(s)

√
Iθ(θ)

)
Iθ(θ)ps(s) < 0. (A.12)

The non-negativity of Iθ(θ) and ps(s) implies that maxima are only possible in places where f(·) is

concave. This restriction does not fully rule out non-concave objectives, for which optimal solutions

could transition discontinuously between concave regions of the objective function. This behavior

might be interesting, but we limit the analysis to continuous u(s). That is to say, we require our so-

lution to be well-behaved, in the sense that θ(s) isC1, continuous and with continuous derivatives.

This is the standard requirement for optimization by Euler-Lagrange. Hence, in order for solutions

θ(s) to beC1, the objective function must be concave and asymptotically sub-linear as its argument

increases.

A.1.5 General optimal solution: direct solution by optimal control

One approach to finding general solutions to the optimization is to use the Pontryagin maximality

principle (PMP) from optimal control theory. In this point of view, the stimulus s plays the role of

time, the activity parameter θ(s) plays the role of a state trajectory, and we think of the parameter

derivatives as being directly controlled u(s) = dθ
ds . In this view, the objective function, which de-

pends on u(s), becomes the cost of control, while the constraint, as a function of θ(s) directly, is

akin to a reward function from the environment. We can apply Pontryagins maximality principle
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(section A.6.1) directly to the problem, which is specified by the Hamiltonian:

H (s, θ(s), q(s), u(s)) = q(s)u(s) + f
(
u(s)

√
Iθ(θ(s))

)
ps(s) + λC(θ(s))ps(s). (A.13)

This gives the state and co-state equations:

dθ

ds
= u(s) (A.14)

dq

ds
= −f ′

(
u(s)

√
Iθ(θ(s))

)
ps(s)u(s)

d

dθ

√
Iθ(θ(s))− λC ′(θ)ps(s) (A.15)

and the control optimization condition:

0 = q(s) + f ′
(
u(s)

√
Iθ(θ(s))

)
ps(s)

√
Iθ(θ(s)). (A.16)

We can combine the final two equations by noting that:

d

ds

√
Iθ(θ(s)) = u(s)

d

dθ

√
Iθ(θ(s)). (A.17)

Thus, differentiating equation (A.16) using the product rule and plugging the result into equation

(A.15), the first term cancels, and we obtain:

λC ′(θ)ps(s) =
√
Iθ(θ(s))

d

ds
f ′
(√

Iθ(θ(s))u(s)
)
ps(s) (A.18)
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A.1.6 General optimal solution: parameter distribution

This approach to solving the general optimization problem is particularly intuitive, but requires

some setup. Start with the general optimization problem (Eq. (A.7)),

max
θ(s)

Eps(s)

[
f

(√
Iθ(θ)

dθ

ds

)]
s.t. Eps(s) [C(θ)] ≤ M,

dθ

ds
> 0,

∫
dθ

ds
ds = Lθ.

(A.19)

Because θ(s) is continuous and strictly increasing, we know that θ is an invertible function of s, and

can therefore be re-expressed in terms of cumulative distribution functions or probability density

functions

θ(s) = CDF−1
θ (CDFs(s)); pθ(θ)dθ = ps(s)ds. (A.20)

Equivalently,

s(θ) = CDF−1
s (CDFθ(θ));

dθ

ds
=

ps(s(θ))

pθ(θ)
. (A.21)

The idea here is to transform the optimization of the function θ(s) into an optimization of pθ(θ),

the probability density function. To do this, we first change the variable of integration from ps(s)ds

to pθ(θ)dθ and substitute the ratio of probability density functions in place of the θ derivative,

max
pθ(θ)

∫ Lθ

0
f

(
ps(s(θ))

pθ(θ)

√
Iθ(θ)

)
pθ(θ)dθ s.t.

∫ Lθ

0
C(θ)pθ(θ)dθ ≤ M,

∫ Lθ

0
pθ(θ)dθ = 1

(A.22)
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In this formulation, the final two (parameter) constraints have been absorbed into assumptions on

the probability density function. First, pθ(θ) is positive. Second, the length of θ-space isLθ, and

pθ is normalized over this length. Here we have WLOG set the lower bound of θ to zero. Note

that s(θ) = CDF−1
s (CDFθ(θ)) has its own θ dependence, which introduces some notational

complexity. To handle this complexity, we define the additional functions α(θ) and πs(α), given by

1. CDFθ(θ) = α(θ),

2. dα
dθ = pθ(θ) ,

3. ps(s(θ)) = ps(CDF−1
s (CDFθ(θ))) = πs(α(θ)) .

This turns the optimization problem into

max
α(θ),pθ(θ)

∫ Lθ

0
f

(√
Iθ(θ)πs(α(θ))

pθ(θ)

)
pθ(θ)dθ s.t.



∫
C(θ)pθ(θ)dθ ≤ M,

∫
pθ(θ)dθ = 1,

dα
dθ = pθ(θ)

(A.23)

Here we are optimizing both of the functions α(θ) and pθ(θ) under the constraint that dα
dθ = pθ(θ)

(by the definition of α(θ)), that is, that they specify the cumulative and probability density func-

tions of the same distribution. The pθ(θ) optimization has a familiar form. Along with the top

two constraints, it takes the from of a constrained minimization of the−f divergence 157 between

pθ and
√
Iθ(θ)πs(α(θ)). In this problem, however, the target distribution is also dependent on

the distribution that we are optimizing. We will see that this target adaptation is what accounts for

stimulus-distribution dependent adaptation.
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Optimizing both α(θ) and pθ(θ), the Euler-Lagrange equations result in the system of ordinary

differential equations,

f̂

(√
Iθ(θ)πs(α(θ))

pθ(θ)

)
= λC(θ) + Z − γ(θ) (A.24)

dγ

dθ
= f ′

(√
Iθ(θ)πs(α(θ))

pθ(θ)

)√
Iθ(θ)π

′
s(α(θ)), (A.25)

dα

dθ
= pθ(θ). (A.26)

Here, λ,Z , and γ(θ) are Lagrange multipliers in charge of enforcing, respectively, the constraint

onC(θ), normalization of pθ(θ), and the equality between pθ and the derivative of the θ CDF,

α(θ). The constraint onC(θ), and the required normalization, can be satisfied by solving (numer-

ically if necessary) for the values of λ andZ . The objective function appears here in two forms: the

derivative, f ′(·), in Eq. (A.25), and the Legendre transform, f̂(·), in Eq. (A.24), which is defined as

f̂(x) = f ′(x)x− f(x).

A.1.7 Special Case: Log-objective function, f(
√
I) ∝ log I

Setting f(x) = log x, implies that f ′(x) = 1/x, and f̂(x) = 1 − log x, in which case the γ(θ)

dynamics, Eq. (A.25), become

dγ

dθ
=

π′
s(α(θ))

πs(α(θ))
pθ(θ) =

d

dθ
log πs(α(θ)) (A.27)
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Hence, γ(θ) = log πs(α(θ)) + c0 with constant c0. Plugging this result into Eq. (A.24) cancels the

πs dependence on the right-hand side and, absorbing constants intoZ , the remaining equation can

be solved to yield

pθ(θ) = Z−1
√
Iθ(θ) exp(−λC(θ)). (A.28)

A.1.8 Special Case: Unconstrained optimization,M → ∞

For convenience denoteG(θ) =

√
Iθ(θ)πs(α(θ))

pθ(θ)
. In Eq. (A.24), settingC(θ) = 0 (or λ = 0 if eg.

a constraint is present, but not binding) means that γ(θ) = Z − f̂(G(θ)). Furthermore, note that

from the definition f̂(x) = f ′(x)x− f(x),

dγ

dθ
= − d

dθ
f̂(G(θ)) = −f ′′(G(θ))G(θ)G′(θ). (A.29)

This γ derivative can be plugged directly into Eq. (A.25), yielding:

− f ′′(G(θ))

f ′(G(θ))
G′(θ) =

π′
s(α)

πs(α)
pθ(θ) (A.30)

Equivalently,

d

dθ
log f ′(G(θ)) =

d

dθ
log

1

πs(α(θ))
. (A.31)

Hence,

f ′

(√
Iθ(θ)πs(α(θ))

pθ(θ)

)
∝ 1

πs(α(θ))
, (A.32)
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from which it follows that

pθ(θ) =
√
Iθ(θ)

ps(s(θ))

f ′−1
(

Z
ps(s(θ))

) , (A.33)

the form shown in the main text.

A.1.9 Special Case: Uniform stimulus probability density, ps(s) ∝ 1

From the discussion above, when the stimulus distribution is uniform, that is ps(s) = ps, and

πs(·) ∝ 1, the−f divergence interpretation becomes clear. In this case, π′
s(α(θ)) = 0, making

γ(θ) a constant that can be absorbed intoZ . Then, solving Eq. (A.24) yields

pθ(θ) =
√
Iθ(θ)

ps

f̂−1(λC(θ) + Z)
. (A.34)

A.1.10 Flat-Fisher space reparameterization

As discussed in the main text, transformation to the flat-Fisher space facilitates an understanding of

the efficient coding solutions that is invariant to our parameterization of the neural activity. Here

we derive this remapping, apply it to special-case solutions and the overall problem formulation,

and then derive the relationship between the flat-Fisher space parameter distribution and the Fisher

information in stimulus space.
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Defining the reparametrization

We want our reparameterization to satisfy

dθ̂ =
√
Iθ(θ)dθ. (A.35)

First we have to ensure that such a reparameterization is well behaved and well defined. Because√
Iθ(θ) is strictly positive (”strictly” by assumption), we can always solve this differential equation

to find a strictly monotonic (increasing) function F :

θ̂(θ) = F (θ) =

∫ θ

θ0

√
Iθ(θ′)dθ

′. (A.36)

This reveals that such a reparameterization will be invertible and thus well behaved. However, the

transformation is only defined up to the integration constant. In fact, the Fisher information can be

made constant by any transformation of the form dθ̂ = a
√
Iθ(θ)dθ with constant a:

Iθ̂

(
θ̂
)
= Iθ

(
θ
(
θ̂
))(dθ

dθ̂

)2

=
1

a2
(A.37)

Therefore, the flat-Fisher space is well-defined only up to shifting the origin and re-scaling the length.

For our purposes, neither of these will matter: the scale only serves to change the normalization of

the distribution pθ̂, and we are free to choose the origin of θ̂.
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Reparameterization of special-case solutions

As noted in the main text, all of the special-case solutions are scaled by a factor of
√
Iθ. Owing to

the invertible mapping between θ and θ̂, this scaling can be removed by reparameterization to the

flat-Fisher space,

pθ̂

(
θ̂
)
= pθ

(
θ
(
θ̂
)) dθ

dθ̂
=

pθ

(
θ
(
θ̂
))

√
Iθ

(
θ
(
θ̂
)) . (A.38)

This removes Iθ terms from the solution, but does require reparameterizing the constraint toC
(
θ
(
θ̂
))

=

C
(
F−1

(
θ̂
))

:= Cθ̂

(
θ̂
)
.

Reparameterization of problem formulation

Explicit
√
Iθ dependence can be fully removed from the optimization problem by reparameterizing

prior to solving. We first note that

dθ̂

ds
=

dθ̂

dθ

dθ

ds
=
√
Iθ
dθ

ds
. (A.39)

and that

dθ̂

ds
=

ps(s)

pθ̂(θ̂)
=

√
Iθ(θ)ps(s)

pθ(θ)
. (A.40)

From Eq. (A.39) and the fact that
√
Iθ is strictly positive, it follows that, dθ/ds > 0 ⇐⇒ dθ̂/ds > 0.

Thus, the positivity constraint on the θ derivatives can be replaced by a positivity constraint on θ̂
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derivatives, and, plugging Eq. (A.39) in the objective function in the optimization, Eq. (A.23), yields

max
θ̂(s)

Eps(s)

[
f

(
dθ̂

ds

)]
s.t. Eps(s)

[
Cθ̂

(
θ̂
)]

≤ M,
dθ̂

ds
> 0,

∫
dθ

ds
ds = Lθ. (A.41)

Equation A.40 ensures that the solution approach described above goes through unchanged, replac-

ing
√
Iθ(θ)/pθ(θ) by 1/pθ̂(θ̂).

One step remains for transformation to the flat-Fisher space: satisfaction of the length constraint

on θ. The idea here is to make use of the invertible mapping θ ↔ θ̂, such that if we move from a

starting location in θ-space, θ0, by some distanceLθ, then, in doing so, we will have moved from the

corresponding location in θ̂-space, θ̂0, by a distanceLθ̂. Regardless of the value ofLθ, the invertible

mapping provides the transformation from θ-distances to θ̂-distances. More specifically,

Lθ =

∫ s1

s0

dθ

ds
ds =

∫ θ1

θ0

dθ = θ1 − θ0, (A.42)

while

Lθ̂ =

∫ s1

s0

dθ̂

ds
ds =

∫ θ1

θ0

√
Iθ(θ)dθ = F (θ1)− F (θ0). (A.43)

So, given a starting point, θ0 and a θ-length,Lθ, we can find the corresponding θ̂-length by:

Lθ̂ = F (θ0 + Lθ)− F (θ0). (A.44)
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The same logic provides a transformation from θ̂-lengths to θ-lengths:

Lθ = F−1(θ̂0 + Lθ)− F−1(θ̂0). (A.45)

Thus, we can transform uniquely between lengthsLθ andLθ̂ so that the θ length constraint will be

satisfied if and only if the θ̂ length constraint is satisfied.

In fact, because the θ̂ length gives a constraint on the integrated root-Fisher information, it can be

transformed into stimulus space using
√
Isds =

√
Iθdθ, to give:

Lθ̂ =

∫ θ1

θ0

√
Iθ(θ)dθ =

∫
S

√
Is(s)ds. (A.46)

This is the total root-Fisher constraint of earlier works 135–137 and, because it depends on the stimulus

Fisher information, it is independent of how we choose to parameterize the problem.

Flat-Fisher distribution depends only on observable quantities

Here we derive the relationship between the flat-Fisher parameter distribution pθ̂(θ̂) and two ob-

servable (or controllable) quantities: the stimulus distribution ps(s) and the Fisher information in

the neural activity about the stimulus Is(s). The flat-Fisher parameter θ̂ is a monotonic increasing

function of the parameter θ, and thus a monotonic increasing function of the stimulus s. So,

pθ̂

(
θ̂(s)

)
= ps(s) /

dθ̂

ds
. (A.47)
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Because dθ̂ = a
√
Iθ(θ)dθ and Is(s) = Iθ(θ(s))

dθ
ds

2, we have

dθ̂

ds
=

dθ̂

dθ

dθ

ds
= a

√
Iθ(θ(s))

√
Is(s)√

Iθ(θ(s))
. (A.48)

Hence,

pθ̂

(
θ̂(s)

)
=

1

a

ps(s)√
Is(s)

. (A.49)

This can also be derived heuristically by taking the ratio of two changes of variable:

ps(s)ds = pθ(θ)dθ = pθ̂(θ̂)dθ̂, (A.50)√
Is(s)ds =

√
Iθ(θ)dθ =

√
Iθ̂(θ̂)dθ̂ =

1

a
dθ̂, (A.51)

to get:

ps(s)√
Is(s)

=
pθ(θ)√
Iθ(θ)

= apθ̂(θ̂). (A.52)

Thus,

pθ̂(θ̂(s)) ∝
pθ(θ)√
Iθ(θ)

=
ps(s)√
Is(s)

. (A.53)

A.1.11 Adaptation of non-log Objective functions

Here we show that, in contrast to log objective functions, non-log objective functions must have

adaptive parameter distribution, regardless of the presence of constraints on the neural code. Start-

ing with the general solution of equation 2.9, we first reparameterize the parameter to the flat-Fisher
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information space θ̂ and also reparameterize the stimulus to be a function a uniformly distributed

stimulus, ŝ. This is always possible by the CDF, and allows for comparison across different stimulus

distributions with the same parameterization. This gives the general solution the form

λC ′
θ̂

(
θ̂(ŝ)

)
=

d

dŝ
f ′
(
u(ŝ)πs(ŝ)

)
πs(ŝ) (A.54)

u(ŝ) =
dθ̂

dŝ
(A.55)

a second order differential equation for θ̂(ŝ). Note that u(ŝ) = dθ̂/dŝ = 1/pθ̂(θ̂(ŝ)).

Let us first examine the constraint free case. SettingC ′
θ̂
(θ̂) = 0, the differential Equation can be

integrated to give f ′(uπs)πs = const. Thus, the πs dependence will only cancel if f ′(x) ∝ 1/x,

in which case a uniform solution (unconstrained, log objective) is achieved. Otherwise u(ŝ)will be

a non-trivial function of πs(ŝ) and stimulus distribution dependence will be assured. Thus, when

constraints are absent, a log objective function is required for stimulus distribution independence.

In the presence of constraints, we can make a similar argument on the full differential. Here the

dependence on πs(ŝ)will again cancel if and only if f is a logarithm so that f ′ ∝ 1/x. Otherwise,

the differential equation that determines u(ŝ) = dθ̂/dŝ = 1/pθ̂(θ̂(ŝ))will depend on the prob-

ability density of the stimulus. This means that each stimulus distribution, πsi, will have its own

differential equation that determines the solution. Some of these differential equations will share

solutions, for example stimulus distributions that are shifted from each other by a constant stimu-

lus offset. We need to show that, unless the πs dependence explicitly cancels, not all of the different

πsi differential equations will share the same solution. This may be fairly obvious, but we give an
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argument here that also foreshadows the results of the next section.

Suppressing the ŝ function arguments, assume that for a given stimulus distribution, πs1, u1 is

the solution to the differential equation:

λ1C
′
θ̂

(
θ̂1

)
=

d

dŝ
f ′
(
u1πs1

)
πs1. (A.56)

Because θ̂(ŝ) and its inverse map one bounded space to another, the function 1/u1(ŝ) can be nor-

malized to a probability density and we can probe the optimal solution using this probability den-

sity πs2 = A/u1 (A constant). If the parameter distribution is adaptation invariant, the two stimu-

lus distributions πs1 and πs2 will have the same solution: u1 = u2. This requires

d

dŝ
f ′
(
u1πs1

)
πs1 =

d

dŝ
f ′
(
u2

A

u1

) A

u1
= f ′

(
A
) d

dŝ

A

u1
. (A.57)

Thus, invariance requires

d

dŝ
f ′
(
u1πs1

)
πs1 ∝

d

dŝ

1

u1
, (A.58)

for all probability distributions πs1. Integrating both sides, we see that this is only possible if (i) f ′(x) ∝

1/x and so f is log, or (ii) 1/u1 ∝ πs1. In this second case, we have a ’fixed point’ of the mapping

because the distribution of parameters is proportional to the stimulus distribution, this is examined

more below. For our current purpose, this proportionality must hold for all stimulus distributions

πs. However, this evidently requires that different stimulus distribution result in different func-

tions u and so cannot lead to stimulus distribution invariance. Thus, regardless of constraints, stim-
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ulus distribution invariance will only hold if the objective function is logarithmic.

A.1.12 Derivation of the adaptation fixed point

We have derived both the general solution to the efficient coding optimization and the transforma-

tion to the flat-Fisher space. We can now find the fixed point of neural adaptation in the flat-Fisher

space. First, we rewrite the optimization solutions, Eqs. (A.24)-(A.26) in the flat-Fisher space, mak-

ing use of Eq. (A.40),

f̂

πs

(
α̂
(
θ̂
))

pθ̂

(
θ̂
)

 = λCθ̂

(
θ̂
)
+ Z − γ

(
θ̂
)
, (A.59)

dγ

dθ̂
= f ′

πs

(
α̂
(
θ̂
))

pθ̂

(
θ̂
)

π′
s

(
α̂
(
θ̂
))

, (A.60)

dα̂

dθ̂
= pθ̂

(
θ̂
)
. (A.61)

Here α̂ is now the cumulative distribution function of pθ̂, while the stimulus distribution depen-

dent term πs(·) remains unchanged.

We search for a fixed point in the sense of distributions: after adapting to a particular distribu-

tion of stimuli, ps, the neural code will be characterized by a distribution of flat-space parameters,

pθ̂. When the ’input’ stimulus distribution is the same as the ’output’ parameter distribution, this

can be said to be an adaptation fixed point. That is, if we impose an output parameter-to-stimulus

mapping that is linear, sout = aoutθ̂ + bout, which implies that pθ̂(θ̂) = ps(sout(θ̂))
dsout
dθ =

aoutps(sout(θ̂)), then the fixed point occurs when the input and output stimulus distributions are
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the same ps(s) = ps(sout). Equivalently,

pθ̂

(
θ̂
)
∝ ps

(
sout

(
θ̂
))

= πs

(
α
(
θ̂
))

. (A.62)

Proportionality allows the stimulus domain and parameter domain to have different lengths and,

as we saw above, pθ̂(θ̂) is only defined up to a proportionality constant due to rescaling of the θ̂

domain. It may seem strange to compare distributions of stimuli to distributions of activity parame-

ters, but it can be seen by integrating ps(s)ds = pθ̂(θ̂)dθ̂ that, at such a fixed point, the stimulus to

parameter mapping for the neural code will itself be linear:

θ̂(s) = ains+ bin, (A.63)

with ain and bin constants. Hence, at the fixed point, θ̂ and s are related through a linear scaling

and shifting, not only in the experimenter chosen output function, but also in neural code itself. Be-

cause θ̂ is only defined up to such a scaling and shifting, this is as close as we can come to identifying

stimuli and (flat space) parameters. Intuitively, the distribution pθ̂ is shaped by two factors: (i) the

likelihood of the stimulus that each value of θ̂ encodes, and (ii) the degree to which the codes for

nearby stimuli are stretched apart or compressed together in parameter space. At the fixed point,

there will be no stretching or compression, so that the parameter probability density is determined

exclusively by the probability density of the stimulus encoded.

At such a fixed point, Equation (A.62) shows that the argument to f̂ in Eq. (A.59), and the argu-
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ment to f ′ in Eq. (A.60) become constant,

πs

(
α
(
θ̂
))

pθ̂

(
θ̂
) = c0. (A.64)

Taking Eq. (A.60) and multiplying the right-hand side of by c0 and also dividing it by the equivalent

ratio of probability densities from Eq. (A.64) gives:

dγ

dθ
= f ′(c0)π

′
s

(
α
(
θ̂
))

c0
pθ̂

(
θ̂
)

πs

(
α
(
θ̂
)) = c1

d

dθ
log πs

(
α
(
θ̂
))

(A.65)

This is a constant multiple of the log-objective function solution in Eq. (A.27), and can be substi-

tuted into Eq. (A.59) to give (combining additive constants intoZ and multiplicative constants in λ

andZ)

log πs

(
α
(
θ̂
))

= λCθ̂

(
θ̂
)
+ Z. (A.66)

Hence,

pθ̂

(
θ̂
)
∝ πs

(
α
(
θ̂
))

∝ exp
(
λCθ̂

(
θ̂
))

. (A.67)

Because it is a function of the parameter directly, the constraint function,Cθ̂(θ̂)will be dependent

on the particular parameterization that is used, here the flat-Fisher space parameterization. If re-

quired, it can be converted back to θ-space given knowledge of Iθ(θ) via the integrated transforma-

tion from above,C(θ) = Cθ̂(F (θ)).

Once we knowCθ̂(θ̂), we can also recover the objective function. Probing with a uniform stimu-
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lus distribution, we know that the resulting flat-space distribution follows

pθ̂(θ̂) =
ps

f̂−1(λCθ̂(θ̂) + Z)
. (A.68)

This allow us to fit f̂−1 by regressingCθ̂(θ̂(s)) against 1/pθ̂(θ̂(s)). This does require determining

the function θ̂(s) for the code adapted to the uniform stimulus distribution, which can be accom-

plished by integrating (numerically) 1/pθ̂(θ̂(s))ds.

A.1.13 Unconstrained power law codes: noise dampening vs noise amplifying

Unconstrained codes with power law objective functions and s, θ̂ ∈ [0, 1], the efficient coding

solution gives

pθ̂(θ̂) = Z−1ps(s(θ̂))
a

a−1 . (A.69)

WhereZ−1 is the normalization constant. In this case, because the code is unconstrained, we know

that the fixed point distribution is the uniform distribution

pθ̂(θ̂) = 1. (A.70)

This is independent of its argument, so we investigate point-wise convergence of the iteration. In

this view, we write

pn+1
s (s) = pnθ (θ(s)) = Dpns (s)

a
a−1 (A.71)
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and ask whether the iteration converges at individual values of s. This process of repeatedly raising a

number to the same power

xn = xbn0 (A.72)

has three possible behaviors: if−1 < b < 1, then xn → 1, if |b| > 1 then x diverges to either zero

or infinity with oscillations between the two if b is negative, finally if |b| = 1 the x is stationary (1)

or oscillates between two reciprocal values (-1). In this case, | a
a−1 | < 1 ⇐⇒ a < 1

2 , thus, this is a

necessary condition for convergence.

A.2 Detailed derivations: Filtering

Here, we provide the details of the derivations and proofs for chapter 3.

A.2.1 Prediction step for diffusion on a circle

If propagation occurs by diffusion, we can simply solve the Fokker-Plank equation:

∂

∂t
p(x, t) = −A

∂

∂x
p(x, t) +

σ2

2

∂2

∂x2
p(x, t); p(π, t) = p(−π, t); p(x, 0) = ϕ(x) (A.73)

Ignoring the boundary condition for a moment, the solution on the line can be see by application of

a Fourier transform. Fourier transforming both sides in space gives:

∂

∂t
F [p](ω, t) = −AωiF [p](ω, t)− σ2

2
ω2F [p](ω, t)
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=⇒ F [p](ω, t) = exp (−iAωt− σ2

2
ω2t)F [ϕ](ω)

If the initial distribution is normal, than it has the characteristic function exp (µiω − 1
2sω

2). The

characteristic function is the Fourier transform with the sign of ω flipped, so we can see that the

characteristic function of the output distribution is:

exp ((µ+At)iω − (
s+ σ2t

2
)ω2)

Which is a traveling, dispersing normal distribution, as expected. This solution is easily mapped

to a circular domain, since the boundary condition simply serves to force all non-integer Fourier

components to zeros (this goes by the name Poisson summation formula). Hence, the result is a

traveling wrapped normal distribution, which has the same characteristic function as a normal distri-

bution except restricted to integer components:

p(x, t) =
1

2π

∞∑
k=−∞

exp ((x− µ+At)ik − (
s+ σ2t

2
)k2) (A.74)

Inverse Fourier transforming gives the form shown in the main text.

A.2.2 General conjugate likelihood to an exponential family distribution

Given an exponential family function of the form

p(x|θ) = h(x) exp(θTT (x)−A(θ)) (A.75)
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we would like to know what likelihood distributions it is conjugate to. Note that this is not the same

problem as finding the conjugate prior for this distribution, which has a well known solution for ex-

ponential families. Rather, we want to find distributions that this distribution is the conjugate prior

for. In order to be a conjugate prior, when we multiply the distribution (A.75) by the likelihood and

normalize, we must find a distribution that if of the same form as (A.75) with different parameters.

In log, this becomes

log h(x) + θT
1 T (x)−A(θ1) = log h(x) + θT

0 T (x)−A(θ0) + log p(y|x) (A.76)

Note that the base measures h(x) cancel, and the normalization will take care of any factors of θ0,

θ1, or y that don’t depend on x. Thus, we find

log p(y|x) = (θ1 − θ0)
TT (x) + C0(y). (A.77)

The parameter difference can itself be a function of y since this determines the size of the update.

Denoting θ1 − θ0 = Ty(y)−w and expC0(y) = hy(y), this equation becomes

p(y|x) = hy(y) exp
(
(Ty(y)−w)TT (x)

)
. (A.78)

Importantly, this means the log partition can be written as a linear combination of the sufficient

statistics, T (x). This may not always be possible to accomplish, but whenever there is a likelihood

that our distribution is conjugate to, it will have this form.
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A.3 Mathematical overview: properties of optima

We start with a brief introduction to the shared features of solutions to optimization problems,

working with well behaved functions in finite dimensions. These ideas do extend to functional op-

timization, as well as less well behaved functions, and have been developed in depth in optimization

and convex analysis. We will only give a surface level sampling. References will be given at the end of

the section.

A.4 Constrained optimization, Lagrange multipliers, and Legendre duality

In a constrained optimization problem, we wish to find the n-dimensional input vector x that mini-

mizes a given scalar ’loss’ functionL(x) subject to k scalar constraintsCi(x) = ci
∣∣
i=1:k

.

min
x

L(x) s.t. Ci(x) = ci
∣∣
i=1:k

(A.79)

Here we will look for local minima of the problem, which we can do in two different ways, either

by optimizing over a restricted set of points, or by optimizing under sufficiently large penalties for

constraint violation.

A.4.1 Surface constrained optimization

For the first approach, think of the constraints as specifying a surface S =
{
x | Ci(x) = ci

∣∣
i=1:k

}
.

We want to derive necessary conditions for a point x∗ in the surface to be a local minimum. We can
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do this by considering all smooth curves y(α) in the surface that pass through x∗. These curves

must satisfy two conditions (reparameterizing if necessary):

y(0) = x∗ and Ci(y(α)) = ci
∣∣
i=1:k

∀α. (A.80)

In order for x∗ to be a local minimum,L(x∗)must be lower than all nearby points. Taylor ex-

panding,

L(y(α)) ≈ L(x∗) + α∇L(x∗) · y′(0) +O(α2), (A.81)

this means that the first order term must be≥ 0 for all α, regardless of sign. Thus the first order

term must always be zero:

∇L(x∗) · y′(0) = 0 (A.82)

This is required for all curves y(α) in the surface, that is, for all possible directions y′(0) that we can

move from x∗ and still stay (locally) in S. However, these curves in the surface must also satisfy the

constraint everywhere. Differentiating the constraint curves at α = 0, we get

∇Ci(x
∗) · y′(0) = 0 (A.83)

Thus, the objective functions must be first-order flat along any direction that leaves the constraints

140



unchanged to first order. Combining equation (A.82) and (A.83), this is equivalent to

∇L(x∗) =
k∑

i=1

λi∇Ci(x
∗) (A.84)

because any other components of∇Lwould provide a direction to move along that violates Eq. (A.82).

Thus, in this formulation, the Lagrange multipliers, λi, play the role of the coordinates of the

objective function gradient in terms of the normals to individual constraint surfaces. If new con-

straints are added onto the system, they bring with them additional degrees of freedom for the local

minima. This may seem strange, but local minima occur when the loss function can only decrease

by moving off of the constraint surface, so constraining more should give more free directions for

the loss function gradients at minima. In this interpretation, the Lagrange multipliers show how

much the optimization is pushing against each constraint. That is, they tell us how important each

constraint is for maintaining the current value of the minimum. This can be seen mathematically by

considering a local minimum for different values of the constraints, c = [ci]i=1:k, which we will

take to occur at x∗(c)with Lagrange multipliersλ(c) and a value f(c) = L(x∗(c)). Taking the cj

derivative of this loss function gives:

d

dcj
f(c) =

d

dcj
L(x∗(c)) = ∇xL · dx

∗

dcj
=

k∑
i=1

λi∇xCi ·
dx∗

dcj
= λj (A.85)

Where the third equality comes from the optimality condition, eq. (A.84) and the last equality re-

sults from differentiating both sides of the constraint equations∇xCi · dx∗

dcj
= d

dcj
Ci(x

∗(c)) =
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d
dcj

ci = δij . Thus,

λ(c) = ∇cf(c) (A.86)

That is, λi is the rate of change in the value of the objective function at the local minimum when

changing the value of the constraint ci.

A.4.2 Optimization with constraint penalties

A second approach to the optimization problem is to optimize over the whole space of possible x

values (hereRn), but to penalize deviations of the constraint functions from their target values. For

each constraint, we add to the loss function a term consisting of how much the constraint deviates

from its target value, weighted by a constraint specific penalty (or ’price’) ρi, which determines how

bad it is to violate that constraint.

min
x

[
L(x) +

k∑
i=1

ρi
(
Ci(x)− ci

)]
(A.87)

Optimizing this objective function over the full space ofRn means that the objective function must

be first order stationary in every possible direction of change. Hence, optima occur when

∇L(x∗) +

k∑
i=1

ρi∇Ci(x
∗) = 0. (A.88)

This equation gives a necessary condition for optimality at any setting of penalty values, ρ. How-

ever, the target values of the constraint functions don’t come into play in this optimality condition.
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Rather, this condition is required for any particular setting of penalty values, regardless of the target

constraint values. Consider the penalized objective function without target values: minx

[
L(x) +

∑k
i=1 ρiCi(x)

]
.

For fixed penalties ρ, we denote the value of this objective function at a local minimum by

g(ρ) = L (x∗(ρ)) +
k∑

i=1

ρiCi(x
∗(ρ)) (A.89)

The derivative of this function with respect to the penalty size is

d

dρi
g(ρ) =

(
∇xL+

k∑
i=1

ρi∇xCi

)
· dx

∗

dρi
+ Ci(x

∗(ρ)) = Ci(x
∗(ρ)). (A.90)

Thus, at optimality, the value of the constraint functions, c∗(ρ) = C(x∗(ρ)), indicates how sen-

sitive this penalized objective is to changes in the amount of penalization. This is analogous to the

previous case: the values of the constraint functions tell us how much the optimization is pushing

against the penalty values that we have imposed.

c∗(ρ) = ∇ρg(ρ) (A.91)
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A.4.3 Bringing them together: Legendre duality

We now have parameterized solutions to two different optimization problems. When constrained

entirely to a surface, the optimum

f(c) = min
x

L(x) s.t. C(x) = c (A.92)

is pushing against its constraints with a strength given by

λ = ∇cf(c). (A.93)

When the constraint functions themselves are penalized by a certain price, the optimum

g(ρ) = min
x

L(x) + ρTC(x), (A.94)

applies pressure on the prices according to

c∗(ρ) = ∇ρg(ρ). (A.95)

If we find the right penalty values ρ for which v(ρ) = c, then the constraints will achieve their

target values. This condition can also be phrased as an optimality. Returning to the original objec-
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tive function, which takes in account target values, the ρ derivatives of the value become:

∇ρ

(
g(ρ)− ρ · c

)
= C(x∗)− c = 0 (A.96)

if the constraints are achieved. This is a local optimality condition. In fact, the penalties satisfy a

maximization

ρ = argmax
ρ

min
x

[
L(x) +

k∑
i=1

ρi
(
Ci(x)− ci

)]
, (A.97)

because, regardless of the penalty values, the constraints can always be satisfied at a true constrained

minima, so using different penalty values can only improve (decrease) the value of this minimum.

When the objective and constraint functions are convex, these two form of the optimization

problem become equivalent, and are guaranteed to give the same solution. In this case, the functions

g(ρ) and f(c) are Legendre dual, and satisfy the relationship

f(c) + g(ρ) = cTρ. (A.98)

Performing this transformation for any convex function, f , we can define its Legendre dual by (for

the one dimensional case)

f∗(p) = xp− f(x), p = f ′(x). (A.99)
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A.4.4 Details and references

This derivation of the Lagrange multipliers follows the one in 222 and requires a series of regularity as-

sumptions including differentiability ofL and y and regularity of the constraint surface (no creases)

at least near the minima. Along with a second order condition, this can be shown to be sufficient

for minimality as well. The interpretation of the Lagrange multipliers as the sensitivity of the objec-

tive function to changes in the constraint is commonly used in economics 224 and is known as the

’marginal value’ of the constrained resource. For more, see 225;226.

A.5 Exponential family parameters and moments, Fisher information, and in-

formation geometry

Exponential family distributions are distributions of the form

p(x|θ) = h(x) exp(θTT (x)−A(θ)) (A.100)

where θ are the parameters of the distribution, T (x) are the sufficient statistics,A(θ) is the log

partition function, and h(x) is the base measure of the distribution. Note that x and θ can have

any dimensionalities, which don’t have to be equal. From this form, we can see by calculation that

exponential family distributions are solutions to the problem of entropy maximization subject to
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constraints on the expected values of the sufficient statistics:

max
p(x)

∫
− log

(
p(x)

h(x)

)
p(x)

h(x)
h(x)dx s.t.

∫
T (x)

p(x)

h(x)
h(x)dx = η

∫
p(x)

h(x)
h(x)dx = 1.

(A.101)

In this form, p(x)/h(x) is the probability density with respect to the base measure of the x do-

main, h(x), and the integrals are evaluated with respect to this same measure. If the function h(x)

is finitely integrable, so that the domain of x has finite measure, we can alternatively interpret the

objective as the negative Kullback-Leibler (KL) divergence 147 to get the KL minimization problem

min
p(x)

DKL(p||h) s.t. Ep(x)[T (x)] = η, Ep(x)[1] = 1. (A.102)

From either of these interpretations, we see that exponential family distributions are solutions of

constrained optimization problems. As such, the parameters (θ - Lagrange multipliers) and mo-

ments (η - expectation of the sufficient statistics) of exponential family distributions have the dual

structure discussed above. In particular, they are related through

η = ∇θA(θ). (A.103)

The Fisher information matrix is given by

[Iθ(θ)]ij := Ep(x|θ)

[(
∂

∂θi
log p(x|θ)

)(
∂

∂θj
log p(x|θ)

)]
. (A.104)
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Note that this is a symmetric matrix. Fisher information could alternatively be denoted by Ixθ :

Fisher information in x about θ, but we suppress the top index here. For exponential family dis-

tributions, the Fisher information about the parameters becomes:

Iθ(θ) = Ep(x|θ)
[
(T (x)− η)(T (x)− η)T

]
= cov[T (x)|θ]. (A.105)

That is to say, it is the covariance matrix of the sufficient statistics. We can also find the Fisher infor-

mation matrix in x about the moments, Iη by using the Jacobian of the deterministic mapping in

eq. A.103 between the moments and parameters of exponential family distributions. This Jacobian

can be evaluated by noting that the partition function for an exponential family distribution is the

cumulant generating function of the sufficient statistics (as can be seen by repeatedly differentiating

the normalization condition). This means that:

Jθ[η] = Jθ[∇θA(θ)] = Hθθ[A(θ)] = cov[T (x)|θ] = Iθ (A.106)

where Jθ denotes the Jacobian matrix (akin to ∂
∂θ ), andHθθ denotes the Hessian (akin to ∂2

∂θ2 ).

The Jacobian of the deterministic θ → η mapping allows us to find the Iη by use of the chain rule,

Iη(η) = Jη[θ]
T IθJη[θ] = Jθ[η]

−1,T IθJθ[η]
−1 = I−1

θ (η) = cov[T (x)|θ(η)]−1 (A.107)

Note that, either of the Fisher information matrices, Iθ or Iη can be written as a function of either

the parameters or moments, eg. Iθ(η), by making use of the moment to parameter mapping. To
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summarize, we have shown that the Fisher information about parameters and the Fisher informa-

tion about the moments of an exponential family distribution are simply inverses of each other, and

are related to the covariance matrix of the sufficient statistics.

The inverse relationship between the two Fisher information matrices is equivalent to an inverse

relationship between second derivatives,Hθθ[A(θ)] andHηη[A
−1(η)], which is a known fact

that follows from the Legendre duality 227. One key take away here is that the mapping between

small changes in parameters and small changes in moments in eq. A.106 is given by the Fisher infor-

mation. More explicitly, if we start with a distribution in our exponential family that is specified by

the parameters or moments θ0 ↔ η0, than evolving the parameters according to the dynamics

d

dt
θ = F (θ) (A.108)

will be equivalent to evolving the moments by

d

dt
η = IθF (θ(η)). (A.109)

This highlights what will become a key property in the next subsection: for the parameter and mo-

ment coordinates θ ↔ η which are dual coordinates (in the Legendre sense), the vectors that point

along the coordinate curves, ∂
∂θi

↔ ∂
∂ηi

will be dual vectors (in the sense of linear operators) if the

metric is chosen to be Iθ . This is a reasonable property that applies generally: the Hessian of the

invertible mapping between dual coordinate systems is a metric that makes coordinate vectors dual.
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A.6 Calculus of variations and optimal control theory

In this section, we move to problems of variational (or ’functional’) optimization, which aim to find

optimal functions, x(t), that are (local) extrema of some functional, for example:

∫ b

a
L(x(t), ẋ(t), t)dt, (A.110)

potentially in the presence of either integral or non-integral constraints, for example

s.t.

∫ b

a
C(x(t), ẋ(t), t)dt ≤ c0 K(x(t), ẋ(t), t) = k0. (A.111)

Often these problems require some reasonable conditions 222, namely 1) regularity conditions on

the objective and constraint functions, for example requiring that both objectives and constraints

are continuous and (thrice) differentiable and that the constraints are satisfiable and not extremal

within a neighborhood of solutions, and 2) regularity conditions on the solutions, for example re-

quiring that the solution functions are continuous and differentiable.

Under these conditions, variational optimization problems can be solved using the same surface-

constrained perturbation argument of section A.4.1, to given the Euler-Lagrange equations:

∂

∂xi
J(x, ẋ, t) =

d

dt

∂

∂ẋi
J(x, ẋ, t) (A.112)

Where J is the augmented objective function, J(x, ẋ, t) = L(x, ẋ, t) + λC(x, ẋ, t) + γ(t)K(x, ẋ, t),
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and λ and γ(t) are Lagrange multipliers corresponding to the constraints. Note that there is one

such differential equation for each dimension of the codomain of x(t). In addition to these differen-

tial equations, there there will be additional conditions on the Lagrange multipliers (corresponding

to the KKT conditions 225), as well as boundary conditions for the endpoints, x(a) and x(b) (fixed

or variable). See 222 for a detailed development of calculus of variations.

A.6.1 Optimal control theory

Optimal control theory is a standard, widely used tool for solving variational optimization prob-

lems under constraints on dynamics. Control problems are usually phrased as the question: Given a

specified dynamical system

ẋ = f(x,u), (A.113)

which can be controlled through external ’control’ inputs,u, what is the time dependent control-

scheme,u(t), that maximizes a given objective function

∫
L(x,u, t)dt ? (A.114)

The Pontryagin Maximality Principle (PMP) approach to solving this problem is developed from

calculus of variations by analogy with classical mechanics. The Hamiltonian is defined as

H(x,p,u, t) = pTf(x,u)+ L(x,u, t). (A.115)
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Note that we have introduced the auxiliary ’costate’ vector, p(t), which is in charge of propagating

x. Following the analogy to classical mechanics, we can see that if p is the ’momentum’ vector cor-

responding to the x states, then 1
2p

T ẋ is the kinetic energy, and the Hamiltonian here agrees with

the Hamiltonian of classical mechanics if−L(·) is taken to be the Lagrangian. This would lead us to

expect optima that satisfy some version of Hamilton’s equations, which is exactly what we see: with

the Hamiltonian defined as in Eq. (A.115), the PMP states that optimal solutions x∗(t),p∗(t),u∗(t)

will satisfy the following conditions:

ẋ∗i =
∂H

∂p∗i

ṗ∗i = −∂H

∂x∗i

u∗(t) = max
u(t)

H(x∗(t),p∗(t),u(t), t)

(A.116)

(A.117)

(A.118)

The PMP can be heuristically derived from calculus of variations, which will now proceed to

do. In fact, the PMP is somewhat more general than calculus of variations (allowing discontinuous

derivatives), as we will see this for the case of a restricted control domain. For rigorous exposition,

see 222;223.

Consider the constrained calculus of variations problem

max
x(t)

∫
J(x, ẋ, t)dt s.t. ẋ = f(x,u). (A.119)

Here, the loss function, J , depends on x and ẋ. If we substitute f(x,u) for ẋ in the objective
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function, then it becomes a function of both x(t) andu(t), and we can optimize jointly,

max
x(t),u(t)

∫
J(x,f(x,u), t)dt s.t. ẋ = f(x,u). (A.120)

The correspondence between ẋ and f(x,u) is enforced by time-dependent Lagrange multipliers,

λ(t), resulting in the extended objective function,

∫
J(x,f(x,u), t) + λ(t)T

(
f(x,u)− ẋ

)
dt. (A.121)

Now we can use Euler-Lagrange to get, in addition to the constraint condition

ẋ = f(x,u), (A.122)

x derivatives

− d

dt
λi =

∂J

∂xi
+
∑
j

∂J

∂ẋj

∂fj
∂xi

+ λj
∂fj
∂xi

, (A.123)

andu derivatives

0 =
∑
j

∂J

∂ẋj

∂fj
∂ui

+ λj
∂fj
∂ui

. (A.124)

In order for the control and variational problems to be the same, their x,u dependent loss func-

tions must be the same, soL(x,u, t) = J(x,f(x,u), t), and their derivatives are similarly related

(eg. ∂L
∂ui

=
∑

j
∂J
∂xj

∂fj
∂ui

). Making the substitution, we can see that the Eqs. (A.122), (A.123), and
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(A.124) are equivalent to

ẋi = fi(x,u) =
∂H

∂λi
, (A.125)

λ̇i = −∂H

∂xi
, (A.126)

∂H

∂ui
= 0. (A.127)

Comparing these to Eqs. (A.116), (A.117), and (A.118) reveals that they are quite similar conditions.

In order to make them equivalent, we first have to identify p(t) = λ(t). This sheds light on the role

of the costate variables that we introduced into the Hamiltonian: they act as Lagrange multipliers

that enforce the dynamics of x. The equivalence of the third condition is less obvious: Eq. (A.127)

says thatu(t) is a local extremum of the Hamiltonian, while Eq. (A.118) says thatu(t) is the global

optimum ofH . Calculating second order conditions onuwould show that the extrema must be

maxima as well. However, this is the best that such a differential condition can do; the general PMP

on the other hand can capture conditions for which the global optimum is not a local optimum,

which might, for example, occur if the controls are bounded and the optimum lies at the boundary.

So, we see that, under nice coditions, solving the system of ODEs output by the PMP is equivalent

to solving the Euler-Lagrange output, but the PMP equations generalize well to constrained prob-

lems, and produce local Lagrange multipliers for the dynamics.
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