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ABSTRACT

The first essay studies changes in the interest-rate exposure of corporate bonds. The floating-rate share of
corporate bond issuance varies substantially across time. I show that an increase in the floating-rate bond
share predicts decreased returns on fixed-rate Treasury debt. I show that the sign of this correlation, and
the correlation between the floating rate issuance and the swap spread, imply that variation in floating-rate
share can be explained by shocks to issuers’ desire to be exposed to interest rate risk. The second essay de-
velops methods for seasonal adjustment of highly-dimensional data with cross-sectional pooling. We sug-
gest augmenting classical univariate adjustments with a panel data step that uses machine learning to pool
information across counties. Applying our method to weekly retail scanner data from 2006-2014 shows
that seasonal adjustment is necessary for meaningful demand analysis. The third essay studies how private-
equity driven consolidation in health care affects real outcomes. By matching insurance claims data with in-
formation on private equity acquisitions of dental clinics, we show that private equity ownership increases
both clinic revenue from reimbursements and the volume of procedures clinicians perform, and that these
increases overwhelmingly come from the extensive margin. Further, we show heterogeneity in these effects
across the types of procedures clinicians perform, with particular effect on X-rays and other diagnostic pro-

cedures.
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CHAPTER 1

SUPPLY, DEMAND, AND INTEREST-RATE RISK: EVIDENCE FROM CORPORATE BONDS

1.1 INTRODUCTION

When firms issue bonds they must choose whether the securities they create should be exposed to or insu-
lated from macroeconomic interest-rate risk. Fixed-rate bonds, which account for the majority of corpo-
rate issuance, increase in value when interest rates rise whereas floating-rate bonds, whose payments are
normally indexed to LIBOR or SOFR, keep a constant price. Many firms choose to issue both fixed and
floating-rate bonds with the equilibrium mix of issuance varying substantially over time: between 1990 and
2020, the floating-rate share of corporate bond debt varied between a high of 6% and a low of 22%, with a
monthly standard deviation of 5%. Because the market for Treasury floating-rate notes is relatively small
(about $400B outstanding in 2020, compared to $1.1T of floating-rate corporate debt), these fluctuations
have a first-order impact on the supply of fixed-income assets insulated from interest-rate risk.

This paper studies the decision problem faced by an issuer choosing whether to issue fixed-rate or floating-
rate corporate bonds. I construct a model which shows that, in the presence of a market for interest-rate
swaps, the floating-rate share of bond issuance is an equilibrium quantity pinned down by two components:
firms’ desire to take on net exposure to interest-rate risk in their liability structure, and frictions which

cause price impact in the swaps and credit markets. I show that any time-series variation in the floating-



rate share can be traced back to variation in the model primitives driving one of these components.

To see why frictions in the swap market are related to patterns in corporate bond issuance, consider the
case in which the interest-rate swaps market is perfectly frictionless so that issuers can freely trade swaps
without affecting the market-clearing price. In this case, the price of interest-rate risk is set purely by in-
vestors in Treasurys, and seamlessly transmitted to the swaps market. The will result in the market for cor-
porate credit risk being perfectly decoupled from the market for Treasurys. If issuers wish to take on more
exposure to interest-rate risk, they can do so purely by trading derivatives, without having to adjust their
issuance mix.

However if there are frictions in the swaps market, so that issuer derivatives trading has a price impact,
issuers will often view changing their issuance mix as a lower-cost way of achieving a desired risk exposure
target. This means that we can use changes in the floating-rate share to read off information about changes
in issuer desire to be net exposed to interest-rate risk. In equilibrium as the floating-rate share increases the
supply of assets exposed to interest-rate risk will shrink, increasing their price and lowering their expected
future returns.

In order to match my model to the data, I document several new facts about the time-series behavior
of the floating-rate share. My primary finding is that the floating-rate share is negatively correlated with
future returns on fixed-rate bonds. This finding is consistent with my model’s implication that changes in
the floating-rate share should be tied to changes in price of interest-rate risk. The floating rate share’s utility
as a return predictor for bonds persists even after controlling for other common predictors in the literature,
such as the Cochrane-Piazzesi factor and the Baker Greenwood Wurgler measure of corporate issuance of
short-term debt.

Guided by my model, I isolate and describe the causes of variation in the floating-rate share. I show that

a substantial fraction of the variation in floating-rate issuance can be explained by changes in the origina-



tion of adjustable-rate mortgages (ARMs). When the ARM share of overall mortgages increases, financial
institutions find themselves with greater floating-rate exposure on the asset side of their balance sheets.
They respond by issuing floating-rate debt, increasing the floating-rate share. Additionally, issuers will
increase their pay-floating obligations in the swaps market, decreasing the swaps spread. The increased
net supply of floating-rate assets relative to fixed-rate assets then lowers the required returns on fixed-rate
bonds. The general mechanism, in which a supply shock works its way through a series of segmented mar-
kets, creating dislocations in some of them (in this case the swaps market) is similar to that described in
Greenwood, Hanson, and Liao (2018)

To my knowledge, this is the first paper to isolate and study the interest rate risk component of corpo-
rate issuance. There has, of course, been a large literature which studies changes in the maturity structure
of corporate debt. Baker, Greenwood, and Wurgler (2003) show that firms tend to shift borrowing from
bank loans and commercial paper towards bonds when future returns on long-term bonds are low. Green-
wood, Hanson, and Stein (2010) explain this correlation by constructing a “gap filling” theory of corporate
issuance. In this model, an exogenous decrease in the supply of Treasurys on the long end increases the
price of long-maturity Treasuries, bringing down the term premium. Corporates will respond by “filling the
gap’—issuing more at the long end—inducing a positive correlation between the term premium and the
share of their debt which is short maturity.

This paper departs from this literature on corporate maturity choice along two main dimensions. First, I
focus my attention on variation in the amount of interest-rate exposure of issued bond liabilities, whereas
most research on corporate maturity choice has studied the universe of issued debt and follows the Flow
of Funds in categorizing all corporate bonds, regardless of interest-rate exposure, as “long-term” debt. This
results in commingling interest-rate risk with rollover risk: corporations may wish to hedge against the pos-

sibility that the debt market suddenly deteriorates when they need to refinance bank loans or commercial



paper, while being indifferent to low-frequency macro changes in interest rates. Second, previous research
has focused on the issuance of non-financial corporations, under the assumption that financial corpora-
tions might experience unique supply-side circumstances. Because this project is focused on understanding
the effect of changing supply on the entirety of the market for corporate bonds, and financial issuers ac-
count for a large fraction of the bond market (about 44% in 2019), I include both financial and nonfinancial
issuers in my sample.

My findings are also closely related to the literature studying corporate use of derivatives for hedging
and speculation. In the model I construct, corporate issuers sit between segmented markets for fixed and
floating-rate debt. The key insight is that for an issuer, shifting bond issuance from fixed-rate to floating-
rate is economically identical to keeping fixed-rate issuance at a constant level and entering into the pay-
floating leg of an interest-rate swap. This framework is similar to that constructed in Liao (2020), which
studies the relationship between corporate cross-currency bond issuance and covered interest-rate parity.
Also related is Chernenko and Faulkender (2011), which argues that non-financial firms use interest-rate
derivatives to speculate on the future path of interest rates. Compared to these papers, which view firms as
active participants in directional derivative trading, this paper focuses on firms’ role as a conduit through
which primitive preference shocks affect the mixture of issued physical liabilities. Understanding this role
requires modeling the interaction between the markets for debt and the market for interest-rate swaps, but
the primary focus of this paper is on the debt, not the swaps.

In tracing the source of many variations in the floating-rate share to shocks to the ARM share, this paper
intersects with the literature on consumer choice for fixed-rate vs. adjustable rate mortgages, e.g., Badar-
inza, Campbell, and Ramadorai (2018) and Koijen, Van Hemert, and Van Nieuwerburgh (2009). These
projects study factors, both rational and “behavioral”, that might induce consumers to choose adjustable-

rate mortgages instead of fixed-rate mortgages; this paper takes consumer decisions as given, and traces out



their effect on corporate-sector issuance decisions, and ultimately the macro price of rate risk.

1.2 A MODEL OF CORPORATE BOND ISSUANCE

1.2.1 OUTLINE / MAIN RESULTS

Assume a firm that issues bonds at period # = 0 to finance a project that will pay oft at period r = 2. The
firm can issue either a floating-rate bond, which makes payments indexed to the short-term Treasury rate
plus a spread, or a fixed-rate bond, which makes payments indexed to the long-term Treasury rate plus a

spread . The short-term Treasury rate is exogenously set, and the realization of the rate governing returns

fromt = 1tot = 2, which Ilabel 7,_,,, is unknown at ¢ = 0. The long-term Treasury rate, which I label

treasury

o,  isendogenously set.

In addition to the markets for corporate bonds and Treasurys, there is also a market for vanilla interest-

rate swaps. The “pay-fixed” leg of this swap receives the short rate at time 1 and 2 and pays out a fixed rate

swap

Foso

at time 2; the “pay-floating” leg has exactly the opposite cashflow structure. These swaps are traded
by issuers, who use them to adjust the risks induced by their issued bonds, as well as an arbitrageur who
performs the riskless trade of offsetting the pay-fixed leg with a long-term Treasury position financed by
borrowing short (or vice-versa for the pay-floating leg). In equilibrium, the swaps market must be in zero
net supply.

The issuer sells bonds into segmented markets of corporate credit investors: one population which only
holds fixed-rate bonds, and another which only holds floating-rate bonds. Fixed-rate investors short Trea-
surys to buy the fixed-rate bond, so as to focus on credit risk; similarly, floating-rate investors borrow short

in each period to finance the bond. A third population of investors holds all the interest-rate risk, which

it obtains by buying Treasurys. The relative endowments and preferences of these three investors jointly



determine the price of interest-rate risk and credit risk.

In equilibrium, the floating-rate share is determined by issuer desire for interest-rate risk exposure, the
swap spread, and the relative costs of issuing in each market. A no-arbitrage condition pins down the re-
lationship between credit spreads and the swap spread: on the margin, the issuer must be indifferent be-
tween entering a pay-fixed swap and converting some of its floating-rate issuance to fixed-rate. The floating-
rate issuance share is then determined by the slope of the demand curve for bonds in each market. As the
interest-rate exposure of firms increases, firms will be induced to issue more floating-rate debt, and enter

into more pay-floating swaps, increasing the floating-rate share as well as the price of fixed-rate debt.

1.2.2 ASSET PAYOFF STRUCTURES

Table 1.1 summarizes the payoft structures of all assets in the economy. The fixed-rate corporate bond

fixed floating

promises investors a credit spread of s7*°“, and the floating-rate bond promises a credit spread of s

gﬁxed

The random variables and 51998 describe the payments that investors actually receive, allowing for

the possibility of default, with the structure

-

sixed ifthe firm doesn’t default
S;ﬁxed =4

-1 if the firm defaults

\

-

s103ting 3£ the firm doesn’t default
gﬂoating =4

-1 if the firm defaults

\




Table 1.1: Payoff structures of all assets in the economy. The short rates r,_,; and r_,, are exogenous; all other prices
are endogenously determined

Asset Period 0 price Period 1 payoff Period 2 payoff
Long-term Treasury bond 1 0 1+7rys
Fixed-rate corporate bond 1 0 1+rq, + §ixed
Floating-rate corporate bond 1 ro-1 1+F_,+ gfixed
Pay-fixed swap leg 0 roo1 Flon — Troso
Pay-floating swap leg 0 —ro1 Foo — P10

1.2.3 AGENTS

The three types of investor i € {fixed, floating, treasury} each have mean-variance preferences with risk

aversion —. Each has a single strategy, taking all prices as given:

Vi
« The interest-rate risk taker borrows short-term in order to buy the Treasury bond. If Q"*" is the

amount that she buys, her final wealth is

t ~
Qtl‘easlll'Y . I:r()rfzsury _ (1 + r()_>1)(1 + "1_,2)]

so her demand for Treasuries is

Treasury (1 +roo D1+ E[F; 5]

Qtreasury — ytreasury . Fo-2
(1 + ro_)*Varl7,_,]

o The fixed-rate credit-risk taker shorts Treasuries in order to buy the fixed-rate corporate bond. This

is a pure bet on the credit spread, so his demand for the fixed-rate bond is

~fixed
fixed B[S ]

fixed
o™ =
Var[sfixed]



« The floating-rate credit-risk taker borrows short in order to buy the fixed-rate corporate bond; his

demand for the floating-rate bond is

E[ gﬂoating]

Qﬂoating — J/ﬂoating .
Var[gﬂoating]

The issuer borrows an amount normalized to 1 at time 0, with Q1°*"8 of its borrowing in floating rate
bonds, to fund a project that pays out X at time 2, and enters Q°***F pay-fixed swaps in order to adjust its
final risk exposure. In order to minimize its expected interest expense, the firm solves

; floati ~ floati floati fixed
Qﬂoﬂg‘gswapQ Mg . (£ + E[F_p] + s"0%M8) + (1 — Q10%8) . (r_, + s™9)

+ Q™ - (ryy —roy — E[F1_s]) + - Var[(Q"*"¢ — QVP)F,_, — X]

2yﬁrm

This results in two first-order conditions:
« A no-arbitrage condition which says that the firm cannot lower borrowing costs by moving from one

market to the other while keeping risk exposure constant:

Sﬁxed — sﬂoatmg + pSWap _ jtreasury

« A hedging condition which says that the firm balances hedging its operational exposure with taking

advantage of the term premium

Cov[F_,,, X] r%® — o — E[F)_,]

firm

swap _ floating _
¢ o Var[F,_,] Var[F,_,]



To complete the market for interest rate swaps, a risk-neutral arbitrageur connects the swaps market with
the Treasury market. The arbitrageur’s trade involves going entering into Q,,,, pay-fixed swaps and hedg-
ing the position by borrowing at the short rate to finance a long position in long-term treasuries. The arbi-

trageur faces a balance sheet cost of %AQirb, and so has an equilibrium trade quantity of

swap treasury
"o-2 ~ o2

Qarb = 2

Figure 1.1 describes all of the agents, and their relationships with the universe of traded assets.

Long-Term
Treasuries

Floating-Rate Fixed-Rate Treasury
Issuer

Arbitrageur
Investor Investor Investor g

Floating-Rate Bonds Fixed-Rate Bonds

Interest-Rate Swaps

Figure 1.1: A schematic illustration of the model framework

1.2.4 EQUILIBRIUM

If all preference parameters are fixed, the model has two unknown quantities: the floating-rate share, Qfl°3tng,

and the amount of swaps trade, Q*"*P, as well as four unknown prices: the swap rate, r(s;iag , the treasury



treasu
rate, r R fixed

> 0-2 ﬁxed. In

, the risk price on fixed-rate bonds, s, and the risk price on floating-rate bonds, s
equilibrium the total units of corporate bonds demanded must be 1, the total units of Treasurys demanded
must be T, and interest rate swaps must be in net zero supply. The model admits a closed-form solution for
equilibrium.

In order to analyze the equilibrium, I take comparative statics with respect to some of the key primitives:
the risk appetite of floating-rate credit investors, the supply of treasuries, the risk exposure of the firm’s

investment project, and the risk appetite of treasury investors. As Table 1.2 shows, each type of shock gener-

ates distinct variation among the observable quantities.

Table 1.2: Signs of the model-implied comparative statics of observable equilibrium prices and quantities with respect
to model primitives;

. Response variable
Shock variable : . . . .
Floating quantity Floating credit spread Swap spread Term Premium
Firm risk exposure + + - -
Floating-investor risk appetite + - + -
Treasury-investor risk appetite - - + -
Treasury supply + + - +

Studying the comparative statics shows that we can differentiate gap-filling explanations of variation in
the floating-rate share from shocks to the preferences of issuers or investors through examining the rela-
tionship between the floating-rate share and the term premium. Under a gap-filling explanation—which is
nested in this model as a change in the supply of Treasurys—a change in government issuance of fixed-rate
bonds induces corporates to “fill the gap” by issuing more fixed-rate bonds themselves. This will result in
higher prices, and therefore lower returns, for fixed-rate bonds, at the same time as there is a decrease in the
floating-rate share. The same relationship obtains when there are shocks to Treasury investor risk appetite,
as these are isomorphic to shocks to Treasury supply in this model.

By contrast, when the covariance between project returns and interest rates increases, so that issuers de-

10



Table 1.3: Summary statistics for bonds in my sample issued from 1990-2019, from the Mergent FISD database

Fixed-rate bonds Floating-rate bonds

# of issues 132,941 55,529
# of unique issuers 5,571 1,355
Mean par value ($M) 186 157
Mean tenor at issuance (years) 7.1 53
Median offering year 2008 2010

sire less exposure to interest-rate risk, they will reduce the overall amount of fixed-rate debt by converting
some fixed-rate issuance to floating-rate issuance. The floating-rate share will increase at the same time as
the price of fixed-rate Treasurys increases generating a negative correlation between the floating-rate share
and expected returns on fixed-rate bonds. In addition to shifting their issuance, issuers will convert some
of their fixed-rate debt to floating using the swaps market; the increased demand for pay-floating swaps will

push down the swap rate, decreasing the swap spread.

1.3 TAKING THE MODEL TO THE DATA

1.3.1 EMPIRICALLY MEASURING THE FLOATING-RATE SHARE

In order to construct a measure of the floating rate share of bond issuance over time, I use the Mergent
FISD database, which tracks the universe of U.S. dollar-denominated corporate bond issues. I restrict my
analysis to unsecured senior nonconvertible bonds issued between 1990 and 2019. Table 1.3 provides sum-
mary statistics for the bonds in my sample, split across fixed-rate bonds and floating-rate bonds.

I use two main measures of changes in the floating rate share: the change in the percentage of outstand-
ing par value which is assigned to floating-rate bonds, and the fraction of new issuance which is floating-
rate. To calculate the first quantity I group bonds as either floating-rate or fixed-rate, and calculate the total

par value outstanding in each group for the first day of each month, adjusting for issuance, maturity, and

11



Outstanding bonds — Issued bonds

N w B
o o o
1 1 1

Floating-rate % of par value

-
o
1

1990 2000 2010 2020

Figure 1.2: Floating-rate share of issued and outstanding corporate bonds, from 1990-2019

iy outstandin outstandin
calls. I call these quantities b - Cand b gy ¢. Then I define
tfloat t,fixed

boutstanding
outstanding tfloat
S == A S
1,float boutstandmg i boutstandmg
t,fixed t,float

as the share of outstanding par value which is floating-rate. To calculate the second quantity, I let bisfl‘;;l and

bissued

S fone denote the total par value of floating and fixed-rate bonds issued at 7 and calculate

issued
issued __ 1,float

tfloat —  jssued issued
bt,ﬁxed + bt,ﬂoat

as the share of issued par value which is floating rate. Figure 1.2 shows the evolution of these two measures
over time—as expected, they are closely correlated, though the floating-rate share of issuance is less smooth

than the floating-rate share of outstanding.

12



I track these two distinct, though intimately related, measures of the change in the floating rate share
because each has a natural connection with other observable economic data. From a demand system asset-
pricing perspective, as in Koijen and Yogo (2019), the the relevant variable for the prices of bonds is the

composition of the stock of assets exposed to vs. insulated from interest-rate risk. Changes in the relative

outstanding

stock of assets exposed to interest-rate risk are captured by As
Lfloat

. By contrast, if the explanandum of

interest is variation in the issuer’s choice of risk exposure for issued bonds, the more relevant measure is the

issuance

composition of the period-by-period flow, which is measured by s.°; "

It is clear from Figure 1.2 that here has been substantial and persistent time variation in the floating-
rate share of both issuance and the stock of outstanding debt. Figures 1.3 and 1.4 show that most of this
variation can be attributed to issuance from financial institutions, including the government sponsored
mortgage banks. This lends credence to the hypothesis that much of the variation in floating-rate issuance
is driven by financially-sophisticated issuers, with time-varying asset exposures. Additionally, Figure 1.5
shows that most issuance has been in relatively short-tenor bonds, with maturities of 1-5 years, and Figure

1.6 shows that the majority of floating-rate bonds are issued by investment-grade firms.

1.3.2 IS VARIATION IN THE FLOATING-RATE SHARE MERELY COMPOSITIONAL?

One concern when examining an aggregate time series such as the floating-rate share is that the observed
variation may reflect compositional shifts, and not changed behavior. For example, if Bank A has a time-
invariant floating rate share of 15%, while Bank B has a time-invariant floating-rate share of 50%, any time-
series variation in the aggregate floating-rate share could entirely generated by changes in the relative is-
suance quantity of Banks A and B. In order to bound the fraction of the variation in aggregate issuance

that can be attributed to these purely compositional shifts, I construct an issuer-adjusted measure of the

outstanding

floating-rate share. Specifically, I let s, o

be the share of issuer i’s outstanding bond debt which is

13
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Figure 1.3: Cumulative percentage of outstanding bonds which are floating-rate, by industry. The “government” cate-
gory primarily consists of government-sponsored mortgage banks
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Figure 1.5: Cumulative percentage of issued bonds which are floating-rate, by tenor at issuance
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Figure 1.6: Cumulative percentage of issued bonds which are floating-rate, by rating at issuance
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floating rate, and let B;, be is total par value of bond debt outstanding. For each issuer, I define

outstanding

_outstanding __ Zl‘ Si,t,ﬂoat -1 {Bi,f > 0}
Si,ﬂoat = 1B 0
2 1{B;,; >0}

as the issuer-specific average floating-rate share in the time series, and then calculate

outstandin, _outstandin
. >.B;, (s, 5 %)
~outstanding __ i, it,float i,float

N
t,float
2 Bis

as the average floating-rate share adjusted for issuer-specific effects. From a regression perspective, this pro-
cedure essentially uses issuer fixed-effects to zero out the impact of compositional changes on the variation
in the floating-rate share. As Figure 1.7 shows, this adjusted measure is highly correlated with the floating-
rate share in both levels (with a correlation coefficient of 0.74) and yearly differences (with a correlation
coeficient of 0.85), suggesting that most of the variation in floating-rate issuance is due to genuine shifts in

economic behavior, not compositional shifts.

1.3.3 THE FLOATING-RATE SHARE AS A BOND RETURN PREDICTOR

A key implication of my model is that changes in the floating-rate share should be correlated with changes
in the price of interest-rate risk, and therefore future bond returns, with the sign of the correlation depend-
ing on the nature of the shocks moving the floating-rate share. Armed with my constructed measure of the
floating-rate share of outstanding bond debt, I test this hypothesis in the data.

To calculate bond returns, I use the CRSP fixed-term index series, which calculates the return, r, ,, to
holding a portfolio of Treasury bonds of maturity » in month ¢. I define the one-year ahead excess return
for a bond of maturity n at month 7, which I'label r ,_ ., as the realized returns from holding a portfo-

lio of Treasurys with maturity n from 7 to ¢ + 12, rolling the bonds in the portfolio over in each month to

16



Issuer—adjusted floating share of outstanding Raw floating share of outstanding

1990 2000 2010 2020

Figure 1.7: Comparison of raw floating-rate share with issuer-adjusted floating-rate share. Both series have been
standardized to have zero mean and unit variance.

maintain a constant maturity, and financing the position by selling a 1-year bond:

11
rfl,t—>t+12 = H(l +rp) | — L+ y0)
-5

This is analogous to the measure of excess returns used throughout the interest-rate risk literature e.g.,
Cochrane and Piazzesi (2005) and Ludvigson and Ng (2009). My results are unchanged if the continuously-
compounded fed funds rate is used as a benchmark instead. In order to study whether or not time-variation
in the floating-rate share corresponds to changes in the price of interest-rate risk, for each maturity n €

{2,5,7,10,20,30} I estimate the regression

e —a+p outstanding outstanding
rn,t—>t+12 =a St—l,ﬂoat st—6,ﬂoat VoG
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Table 1.4: Returns on a constant-maturity bond portfolio, held for one year, regressed on lagged changes in the
floating-rate share of outstanding bonds. Standard errors are adjusted for heteroskedasticity and autocorrelation

Term of bond portfolio
2yr 5yr 7yr 10yr 20yr 30yr
goustanding _ Jousanding - _)515%  _1544%F  _1.865%F  —2.196™*  —2392%* 2715
—1,float t—6,float
(0244)  (0485)  (0.554)  (0.621)  (0.868)  (1.065)
Constant 0011 0.027°*  0.035™* 0035  0.054™* 0051
(0.004)  (0.006)  (0.006)  (0.006)  (0.009)  (0.012)
Observations 348 348 348 348 348 348
R? 0.065 0.121 0.108 0.106 0.065 0.050
Note: *p<0.1; *p<0.05; “**p<0.01

where ¢, is a vector of controls. Because the regression errors are clearly autocorrelated, I adjust standard
errors for both heteroskedasticity and autocorrelation using the method of Andrews (1991) as implemented
by Zeileis (2006). As Table 1.4 shows, I find that the floating-rate share is indeed a powerful negative predic-
tor for future bond returns, across the maturity structure. A one standard-deviation shock to the floating-
rate share decreases the return on a portfolio of 30-year bonds by 250bps. As Figure 1.8 illustrates, the rela-
tionship between changes in the floating-rate share and future bond returns is somewhat noisy, but shows
up across the time series and is not restricted to a specific period. Table 1.5 shows that the predictability
persists, but is attenuated, when the bond return predictor from Cochrane and Piazzesi (2005) is included
as a regressor. This suggests that some, but not all, of the effect of the floating-rate share on risk prices is
captured in forward rates.

Over the time span I study, 1990 - 2020, changes in the floating-rate share have been positively corre-
lated with the federal funds rate. However, the federal funds rate is weakly positively correlated with future
excess bond returns, whereas as shown previously changes in the floating-rate share are negatively corre-

lated with future returns. As Table 1.6 shows, this means that including the federal funds rate as a regressor
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Figure 1.8: One-year forward returns for a constant-maturity portfolio of 5-year Treasury bonds plotted against the
trailing six-month change in the floating-rate share

Table 1.5: Returns on a constant-maturity bond portfolio, held for one year, regressed on lagged changes in the

floating-rate share of outstanding bonds and the Cochrane and Piazzesi (2005) return factor, which is a fitted linear
combination of forward rates. Standard errors are adjusted for heteroskedasticity and autocorrelation

Term of bond portfolio

2yr 5yr 7yr 10yr 20yr 30yr
gouianding _ gousanding  _0.425%* 13437 —1.628"*  —1.905"*  —2016"  —2.345"
—1 float t—6,float
(0.211) (0.436) (0.536) (0.583) (0.866)  (1.059)
C-P factor 0469  1.048"**  1.238** 1510 1.943" 1.895"
(0.195) (0.355) (0.495) (0.567) 0.832)  (1.132)
Constant 0.005 0.012 0.018 0.014 0.026 0.024
(0.004) (0.008) (0.012) (0.013) 0.019)  (0.026)
Observations 347 347 347 347 347 347
R2 0.140 0.198 0.173 0.176 0.125 0.083
Note: *p<0.1; **p<0.05; ***p<0.01
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Table 1.6: Returns on a constant-maturity bond portfolio, held for one year, regressed on lagged changes in the
floating-rate share of outstanding bonds and the federal funds rate. Standard errors are adjusted for heteroskedasticity
and autocorrelation

Term of bond portfolio
2yr S5yr 7yr 10yr 20yr 30yr
goustanding _ jousanding 1 110%*  —2386™*  —2.8007% 3018  —2028"*  —3103"
—1 float t—6,float
(0.178) (0.381) (0.453) (0.596) (0.907) (1.069)
Fed funds rate 0.492*** 0.696"** 0.774*** 0.681"** 0.446 0.326
(0.080) (0.144) (0.183) (0.211) (0.376) (0.495)
Constant —0.003 0.007 0.013** 0.016** 0.041** 0.041**
(0.002) (0.004) (0.006) (0.008) (0.016) (0.020)
Observations 347 347 347 347 347 347
R? 0.367 0.245 0.202 0.158 0.077 0.053
Note: *p<0.1; *p<0.05; **p<0.01

substantially increases the predictive power of the floating-rate share. This suggests that the ability of the
floating-rate share to predict bond returns is due to the component which is orthogonal to the federal funds
rate. This is consistent with my modeling framework, which suggests that the floating-rate share should

predict future bond returns conditional on the current level of the short rate.

1.3.4 RECONCILING THE FLOATING-RATE PREDICTOR WITH THE GAP-FILLING LITERATURE

The finding that increases in the floating-rate share negatively predict future fixed-rate bond returns may
superficially seem at odds with the findings of Baker, Greenwood, and Wurgler (2003), henceforth BGW,
and Greenwood, Hanson, and Stein (2010), henceforth GHS, who find that the short-term debt share of
corporate issuance positively predicts future bond returns. There are three key distinctions between my
measure of the floating-rate share of bond debt, and the gap-filling literature’s measure of the short-term

debt share:
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1. Most obviously, BGW and GHS use the Flow of Funds to construct a high-level measure of the expo-
sure of corporate debt, whereas my analysis focuses specifically on rate exposure within the category
of corporate bonds. In the Flow of Funds measure, all corporate bonds are classed as “long-term”
borrowing, as opposed to commercial paper and bank loans, which are considered “short-term” bor-
rowing. Relative to corporate bonds bank loans and commercial paper are insulated from interest-
rate risk, but also exposed to rollover risk as discussed in He and Xiong (2012) and Diamond and He
(2014). By focusing on variation in interest-rate exposure within corporate bond issuance, I am able

to isolate the effect of changes in the supply of interest rate risk on the price of bonds.

2. The Flow-of-Funds based measure from BGW and GHS is based on changes in the share of debt
issuance which is short-term, whereas my measure is based on changes in the share of bonds out-
standing which are floating-rate. From a demand-system perspective, the outstanding share is the
more relevant variable, as it directly measures the outstanding supply of assets exposed to interest-
rate risk. The issuance share works as a predictor for GHS because in a gap-filling model corporate
issuance is a response to a change in the supply of long-term debt which is ultimately caused by the
Treasury. By contrast, in my model, corporate issuance directly causes the supply shift which affects

bond prices, so the relevant variable is the supply shift itself.

3. Finally, both BGW and GHS focus their analysis on non-financial firms, whereas most of the vari-
ation in the floating-rate share of corporate bonds is due to changes in the behavior of financials.
In unreported results, I find that the predictive power of the floating-rate share persists when the
sample of issuers is restricted to non-financials. However, this could be because many of the issuers
classed as “non-financials”, such as Verizon, Ford, and GE Capital, engage in substantial lending ac-

tivity and may be exposed to many of the same variation in asset-side interest rate risk exposure as
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Table 1.7: Returns on a constant-maturity bond portfolio, held for one year, regressed on the short-term share of
corporate debt issuance, as calculated in BGW and GHS, at a yearly frequency from 1990-2019. Standard errors are
adjusted for heteroskedasticity and autocorrelation

Term of bond portfolio
2yr S5yr 7yr 10yr 20yr 30yr

BGW predictor ~ 0.198** 0270 0328  0.384** 0227  0.071
(0.065) (0.128)  (0.142) (0.165)  (0.237)  (0.326)

Constant —0.145"**  —0.187* —0.225"" —-0.269"* —0.126 —0.004
(0.050) (0.101) (0.113) (0.130) (0.189)  (0.259)

Observations 29 29 29 29 29 29
R2 0.146 0.061 0.056 0.052 0.009 0.0005
Note: *p<0.1; **p<0.05; ***p<0.01

traditional banks

Due to these differences, the predictor used in BGW and GHS is essentially uncorrelated with the floating-
rate share predictor used in this paper, as can be seen in Figure 1.9. In order to directly study the interac-
tion between my results and those of BGW / GHS, I recreate their measure of short-term debt issuance
from the Flow of Funds for 1990 - 2019. I then run horse-race regressions of my floating-rate share predic-
tor against the Flow-of-Funds based predictor. As Tables 1.7 and 1.8 show, my predictor seems to outper-

form the BGW / GHS predictor, though with relatively low power given that there are only 29 observations.

1.3.5 TESTING THE NO-ARBITRAGE CONDITION IN THE DATA

Another key implication of my model is that issuers act to balance the price of interest-rate risk which ob-
tains in the swaps market with the price that obtains in the markets for corporate credit. This generates the

no arbitrage condition,

sﬂxed — Sﬂoatmg + pSWap _ ptreasury
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Figure 1.9: Comparison of the BGW flow-of-funds based measure of corporate short-term debt issuance (x-axis)
against my measure of the year-on-year change in the floating-rate share of outstanding corporate bonds, for all years
from 1990-2019. The correlation between the two series is 0.03.
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Table 1.8: Returns on a constant-maturity bond portfolio, held for one year, regressed on the short-term share of
corporate debt issuance, as calculated in BGW and GHS, as well as the trailing six-month change in the floating-rate
share, and the federal funds rate, at a yearly frequency. Standard errors are adjusted for heteroskedasticity and auto-

correlation
Term of bond portfolio
2yr 5yr 7yr 10yr 20yr 30yr
BGW predictor —0.109 —0.266 —0.303 —0.063 —0.334 -0.792
(0.101) (0.199) (0.239) (0.297) (0.470) (0.753)
Floating-rate share predictor ~ —1.590**  —3.565"**  —4.376"**  —-3.970™**  —4.459™*  —5775"
(0.360) (0.624) (0.820) (1.117) (1.520) (2.321)
Fed funds rate 0.741%** 1.2817%* 1.506™** 1.056™* 1.332 2.062
(0.189) (0.328) (0.399) (0.524) (0.846) (1.338)
Constant —0.666"**  —1.084™*  —1.278""*  —1.005"** —1.056" —1.447
(0.136) (0.228) (0.272) (0.361) (0.586) (0.893)
Observations 29 29 29 29 29 29
R? 0.507 0.412 0.383 0.237 0.119 0.101
Adjusted R? 0.448 0.342 0.309 0.145 0.014 —0.007
Note: *p<0.1; **p<0.05; ***p<0.01
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Table 1.9: An empirical test of the issuer’s no arbitrage condition: a regression of credit spreads on a issuer by year-
month fixed effect as well as the swap spread and a fixed-rate dummy. Theory implies that the coeflicient on the swap
spread interacted with the fixed-rate dummy should be 1.0, and all other coefficients should be zero

Dependent variable:

Bond credit spread

Swap spread —0.130

(0.270)
Fixed dummy —0.047

(0.038)
Swap spread X Fixed dummy 0.906™**

(0.141)
Observations 1,588
R? 0.985
Note: *p<0.1; **p<0.05; “**p<0.01

which says that the difference between the credit spreads on fixed-rate and floating-rate bonds must be ex-
actly equal to the swap spread. To test this hypothesis, I narrow my sample to the only include fixed-rate
bonds and floating-rate bonds issued with a constant spread over LIBOR (this rules out bonds with chang-

ing spreads, and bonds which are indexed to a rate other than LIBOR) and estimate the regression

. swa treasu
Spirn = YVign T B X IsFixed, X (r; P_ r 7

where s, ; , , is the credit spread of bond b (relative to Treasuries if b is fixed-rate and relative to LIBOR if

b is floating-rate) from issuer i with tenor n issued at in month 7, y; , , is an issuer by month by tenor fixed

effect, and IsFixed, is a dummy variable which is 1 if b is fixed-rate and 0 otherwise. In order for the no-

arbitrage condition to hold, f must be equal to 1; as Table 1.9 shows, this condition holds strongly in the

data, with an R? of 0.99.
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1.3.6 ADJUSTABLE-RATE MORTGAGES AS SUPPLY SHOCKS TO FLOATING-RATE ISSUANCE

Within the context of my model, the empirical finding that an increase in the floating rate share predicts
lower-than-average future bond returns is consistent with changes to the floating share being driven by
shocks to issuers’ desired risk exposure. If the covariance between an issuer’s future cashflows and interest
rates, Cov[X, 7|_,,], increases issuers will wish to shift their bond mix towards floating-rate bonds. This will
decrease the overall supply of fixed-rate bonds, increasing prices and generating the observed decline in
future excess returns.

Validating the hypothesis that shocks to Cov[X, 7,_,,] account for a significant fraction of the variation
in the floating-rate share requires studying changes in the interest-rate exposure of the asset side of ma-
jor floating-rate issuers. Figures 1.3 and 1.4 provide a useful clue: private sector financial institutions ac-
counted for the vast majority of floating-rate issuance up until the 2007-2008 financial crisis, at which point
they passed the baton to government-sponsored mortgage banks. This suggests that trends in floating-rate
issuance may be related to trends in the interest-rate exposure of mortgages.

To test this hypothesis, I analyze the adjustable-rate mortgage (ARM) share of all originated mortgages,
from the Federal Housing Finance Agency’s Monthly Interest Rate Survey. This dataset has been analyzed
extensively in the literature on the determinants of consumer choice for ARMs, e.g., Badarinza, Campbell,
and Ramadorai (2018). Due to limitations in the (recently discontinued) survey instrument, and the low
absolute level of the ARM share since the financial crisis, the ARM share data series cuts off in 2009. In
order to improve the power of my analysis I expand my data series to 1985, capturing the beginings of the
floating-rate bond market.

As Figure 1.10 shows, the ARM share and the floating-rate share have experienced different macro

trends since 1985, but have experienced relatively similar movements around those trends. This is very ap-
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Figure 1.10: The share of mortgages which are adjustable-rate plotted against the share of new bond issues which are
floating-rate, since 1985. Both series scaled to have zero mean and unit variance.

parent in Figure 1.11, which plots the year on year change in the floating-rate share against the year-on-year
change in the ARM share. Table 1.10 reports the results from a regression of the floating-rate share on the
ARM share in levels with a trend and in differences: in both regressions the predictor is highly statistically-
significant, with an R? of 0.72 and 0.49 respectively.

As an additional check of the theory that movements in the floating-rate share are driven by supply
shocks to issuer preferences for risk exposure, I study the relationship between the floating-rate share and
the swap spread. As Table 1.2 shows, supply shocks which cause issuers to increase the floating-rate share of
their issuance will uniquely induce a corresponding decrease in the swap spread. This is because issuers will
achieve their new desired risk exposure through a mix of changing their physical issuance and synthetically
transforming some of their fixed-rate bonds to floating. The latter involves entering into receive-fixed-pay-

floating swaps, driving down the swap rate.
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Table 1.10: Regression results from a regression of levels and differences in floating-rate share of new bond issues on
levels and differences in ARM share of new mortgages (at a yearly frequency) from 1985 - 2009

Dependent variable:

Floating % of bond issuance A Floating % of bond issuance

(1) (2)
ARM % of new mortgages 0.548"**
(0.168)
A ARM % of new mortgages 0.656"**
(0.152)
Trend 2.070%**
(0.338)
Constant —16.077 1.509
(676.545) (1.234)
Observations 24 23
R’ 0.720 0.494
Note: *p<0.1; **p<0.05; ***p<0.01
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Figure 1.11: The share of mortgages which are adjustable-rate plotted against the share of new bond issues which are
floating-rate, since 1985

To test this prediction, I use data maintained by the Federal Reserve on swap rates for vanilla interest-
rate swaps with maturities of n € {1,2,3,4,5} years. I calculate the swap spread for each month 7 and
maturity » as the difference between the prevailing swap rate and the rate on a Treasury bond of identical
maturity. I then estimate the regression

issuance
t,nfloat

SwapSpread, , = f - s + A4+,

issuance

where s i float

is the floating-rate share of corporate bonds issued with maturity » in month ¢, 4, is a time
fixed-effect, and y, is a maturity fixed effect. The double fixed-effect specification is required because shocks

to the swap spread are often transient and heterogeneous across maturities; my theory predicts that these

shocks should be correlated primarily with changes in the issuance of bonds with the same maturity. Table
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1.11 shows the results of this regression: as predicted, floating-rate issuance is negatively correlated with the

swap spread.

Table 1.11: Results from a regression of the swap spread on the floating-rate share of bond issuance across months
and maturities. The regression includes both time and maturity fixed effects, and standard errors are clustered on
time.

Dependent variable:

Swap Spread
Floating Share —0.249™*
(0.025)
Observations 4,416
R* 0.837
Note: *p<0.1; **p<0.05; “**p<0.01

These findings suggest that changes in household preferences for adjustable-rate mortgage exposure
might have a substantial causal impact on the macro price of interest-rate risk. Unfortunately, because of
data limitations this estimate is primarily suggestive; future work using more disaggregated sources of data
on mortgage origination could try to establish a causal connection between ARM origination and floating-

rate issuance.

1.4 CONCLUSION

This paper has shown that the floating-rate share of corporate bond debt is a quantity of great interest for
macro-finance. I document the novel fact that the floating-rate share is a powerful predictor of future bond
returns, and can therefore be thought of as a measure of the latent price of interest-rate risk. I then show,
empirically and theoretically, that this predictive ability exists because the floating-rate share can be used
to measure changes in the interest rate exposure of corporate lending and investment. This provides impor-

tant evidence that shocks to the preferences of firms, especially lenders and financial-market participants,
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can feed back to high-level macro aggregates such as the term structure of government bonds.

In my analysis of the main drivers of floating-rate issuance I find substantial evidence that increases in
the origination of adjustable-rate mortgages are correlated with increases in the issuance of floating-rate
bonds. This provides a highly visible channel through which changes in consumer preferences affect the
funding decisions of financial market participants. Indeed, the logic of my model suggests that there may
be other such channels driving additional variation in the floating-rate share. For example, car compa-
nies are some of the biggest “industrial” issuers of floating-rate bonds—it seems likely that much of this
issuance exists to offset the interest rate exposure created by their leasing and lending arms. The floating-
rate share can therefore be seen as an easily observable conduit, which aggregates a diffuse collection of
channels through which consumers and firms can create and destroy exposure to interest-rate risk.

More broadly, this paper contributes to a growing literature exploring how quantities, and changes in
quantities, matter for asset pricing. Much of this literature has focused on exogenous shocks to the quantity
of assets implemented by the Treasury, or the Federal Reserve. By contrast, I focus on shocks to the incen-
tives of private sector firms that “manufacture” financial assets. Changes to a firms shadow cost of issuing
fixed-rate debt—what might be called cost-shifters in the parlance of industrial organization—affect asset
prices purely through their impact on equilibrium quantities. This paper has shown that these shocks have
a meaningful effect on macro asset prices; future work may be able to adapt tools from empirical industrial
organization to take a more structural approach to the analysis of these shocks, and produce a precise esti-

mate of the elasticity of risk prices to bond supply.
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CHAPTER 2

A MACHINE LEARNING ANALYSIS OF SEASONAL AND CYCLICAL SALES IN WEEKLY SCAN-

NER DATA

This paper was co-authored with Serena Ng (Columbia University)

2.1 INTRODUCTION

A mind-boggling amount of data is now available for economists to analyze. This is made possible by im-
proved technology in data collection and storage. The modern data differ from the conventional ones in
at least two important ways. They tend not to be provided by government agencies, and they have what
data scientists refer to as the “three V” characteristics: volume, variety, and velocity. Econometricians may
think of them as short panels of big, often unbalanced, high-frequency, highly heterogeneous data. Such
granular data can potentially allow learning about economic behavior. However, a full analysis of the data
comes with unique challenges. A case in point is the weekly Nielsen Retail Scanner data collected since
2006. With roughly half a terabyte of data added each year, the database has grown in size to five terabytes
in 2016.

The Nielsen dataset has three features of interest. First, it consists of real-time sales and unit price recorded

at the store/upc-code level. Such transactions data are distinctly different from official price indices that are
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survey based. Second, the data are not subject to revisions once a transaction is completed; they are also
less susceptible to measurement errors as the data are digitally recorded. Third, the data are available for
the major metropolitan areas and thus provide spatial and temporal information distinct from the official
monthly retail sales data. The weekly data also provide higher frequency information than that in quarterly
and annual surveys. Fourth, many memorable events have occurred over the span of the sample: a big re-
cession, destructive hurricanes, several elections, new tax initiatives, and a government shutdown. Though
the weekly aspect of the data seems like it should appeal to researchers, work thus far has mostly aggregated
the data to a monthly or a quarterly frequency without taking advantage of the weekly information. With
just a peek of the data, one understands why: the data exhibit strong seasonal patterns that are highly het-
erogeneous in the product and spatial dimensions. As will be shown below, this is true not only in our base
case analysis for the four most populous states, but also in an extended analyses that include more regions
and states. The weekly data have limited use for business cycle analysis without a way to deconvolve the
seasonal variations from the cyclical ones.!

The obvious solution is to seasonally adjust one series at a time. Unfortunately, there are few satisfactory
methods for seasonally adjusting weekly data, let alone for a massive number of series. We argue below that
the short span and the quasi-periodic nature of the Nielsen data make perfect adjustment of each series
highly unlikely. This is problematic because in our data, counties within a state are likely to share common
seasonal patterns. Even if the residual seasonal effects are negligible at the individual series level, they can
become non-trivial when aggregated across counties.

This paper develops a framework for seasonally adjusting a large panel of data in which common and
idiosyncratic seasonal variations coexist. We suggest complementing univariate seasonal adjustments with

a second step that pools counties within a state to remove the within year common seasonal variations, one

'With some abuse of terminology, holiday effects will also be treated as seasonal variations.
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year at a time. Our premise is that a good deal of the within year variations are highly predictable ex-ante.
Hence we treat the within-year seasonal adjustment as a prediction problem. To find the prediction model
of unknown functional form in the face of a large set of potential predictors, we use machine learning meth-
ods to perform estimation and variable selection. This by-passes the need to specify a single data generating
process, which is a difficult task when the data are so highly heterogeneous. Though our approach is rather
agnostic, the adjusted data are no longer dominated by seasonal effects so that insights about consumer
behavior can be learned from analysis of demand systems.

In theory, Engel curves should be spanned by functions of prices and income that are common across
product groups. Traditional demand analyses indirectly parameterize these latent processes by flexible
functions. Consistent estimation of the underlying parameters is possible when 7' (the number of time pe-
riods) tend to infinity with N, (the number of product groups) fixed. Given that N,=108 and T" = 469 are
reasonably large in our data, we can take advantage of results developed in large dimensional factor analysis
to estimate the latent functions of prices and income directly. Big data therefore provide a perspective of
demand analysis that was not possible in the conventional small N, large T setting.

Our demand analysis of the seasonally adjusted data leads to four conclusions. First, the demand sys-
tems are well described by three common factors relating to the trend, level, and curvature of Engel curves.
Second, even though the data are primarily based on sales at grocery and mass merchandise stores, there
is surprisingly clear evidence of cyclical spending patterns. The cyclical components move closely with
measures of consumer sentiment and consumer confidence, indicating that the actions and 'feelings’ of
consumers are aligned. Third, an analysis of the loadings on the cyclical factor yields a ‘distribution’ of
recession sensitivity across product groups. The budget share of a FOoOD-IN basket tends to be strongly
counter-cyclical while that of a LUXURY basket is pro-cyclical, consistent with evidence from the monthly

CPI weights. Fourth, recession sensitivity has a spatial dimension; changes in spending on our FOOD-IN
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basket are larger in the metropolitan than the rural areas. We use heatmaps to illustrate the changes in
FOOD-IN as the economy moves through the business cycle. The data also reveal how consumers in the
New York area adapted to changes in spending due to Hurricane Sandy. Overall, the business cycle infor-
mation in the scanner data seems roughly consistent with the less granular official data. This is good news
because this suggests that there is valuable higher frequency information about consumer spending at the
aggregate and local levels once the seasonal variations are removed. Dealing with nuisance variations and
some form of aggregation are almost inevitable in analysis of big data. The proposed two-step procedure
can be adapted to other panels so long as the variations to be removed are sufficiently pervasive for pooling
to be effective.

The rest of the paper proceeds as follows. We begin in Section 2 with a description of the data and high-
light the presence of common seasonality. Section 3 discusses the challenges posed by cross-section de-
pendence that seasonal adjustments have to overcome. Section 4 presents our two-step approach and
elaborates how the second step is formulated as a prediction problem. Section 5 analyzes the properties
of the seasonally adjusted data and documents how the different products and regions react to changing

economic conditions. Section 6 concludes.

2.2 THE DaTta

The Nielsen Retail Scanner data are collected by the Nielsen marketing group and managed by the Kilts
Center for Marketing at the University of Chicago. The data have over 1000 products belonging to over

115 product groups (e.g., beer, wine, eggs) that can in turn be organized into 10 categories: dry groceries,
frozen, dairy, deli meat, fresh food, non-food, alcoholic beverage, general merchandise, health and beauty.
The data are heavily weighted towards groceries and mass-merchandise goods with limited coverage of con-

sumer durables. Specifically, the products cover over 3 million universal product codes (UPCs) collected
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from over 35,000 participating stores in 55 (Metropolitan Statistical Areas) MSAs across the U.S. Each store
reports weekly data for every UPC code that had any sales volume during the week. Nielsen uses a Saturday
week-ending label to identify the week that the data are reported. We have information about the location
of the retailer (but not the name), the units sold and the volume weighted average of the product for that

week. Following Nielsen’s documentation?. the week’s total dollar sales is calculated as

price )
sales = X units.
prmult

The movement files of the database provide data for un1Ts (the number of units sold), PRICE (the volume
weighted average price of the product for the week), PRMULT (a price multiplier to indicate deals such as 3
for one dollar).

We analyze the total sales of products within a product group (hereafter simple referred to as “groups”).
The sales data are constructed as follows. For each state, s, we first compile a list of stores that report a sale
in at least one of the 115 groups in each of the 469 weeks between Saturday, January 7, 2006 and Saturday,
December 27, 2014. Restricting attention to groups with data in every week reduces the number of groups

from 115 to N, = 108. This gives a balanced panel of stores. The variables are indexed as follows:

county group week year
index c g t T
total N, N,=108 T =469 N, =9

Group by group, we construct a measure of weekly total sales at the county level by aggregating over all

stores located in each county within the compiled list. The variable of interest is log(SALES,,,), the log sales

2Kilts Nielsen Retail Scanner Dataset Manual 2014, Table 3, Part E.
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of group g in county c(s) in week #°. Since a county is state-specific, the state index s will be suppressed

when the context is clear. At each week 7, the budget share of an arbitrary group g € [1, N, ] is

s Zc(s)} SALESEC(S), sales of group g in state s at week t

share’, = =
8t s .
> g > c(s) SALES o\, total sales in state s at week t

Our base case analysis uses data from the four most populated states in the U.S: California (CA), Florida
(FL), New York (NY), and Texas (TX). We also construct a measure of total sales, labeled FOUR, that aggre-
gates sales over the four states. Our extended case adds states from the Midwest (Illinois, Indiana, Iowa,
Kansas, Michigan, Minnesota, Missouri, Nebraska, North Dakota, South Dakota, Ohio, Wisconsin), Mid-
Atlantic (Delaware, Maryland, New Jersey, Pennsylvania, Virginia, and Washington D.C.), and Southwest
(Arizona, Nevada and New Mexico). This sample encompasses a total of 24 states (plus D.C.) covering
about 70% of the population in the U.S. with sales in 15,631 stores in 1,147 counties. Results that pool over
all states in this extended data will be labeled sEvEN. The most comprehensive analysis groups the remain-
ing states into MOUNTAIN, PACIFIC NORTHWEST, NEW ENGLAND, and souTH for a total of nine regions. The
pooled results will be labeled ALL, and covers 24,280 stores in 2,095 counties.

The ten product groups with the largest sales in FOUR are listed in Table 2.1 below. The relative impor-
tance of the groups are reasonably similar across states, with bread, beer, juice, carbonated beverages, medi-
cation, and snacks making the list in each of the four states.*

A more systematic analysis of the data requires a framework. We appeal to demand theory which also
forms the basis of price indexes and measures of cost of living. A (product group based) demand system ex-
presses N, budget shares in terms of r functions of prices p = (py, ..., p Ng)’, and income Y. Hence we may

write share; = ch: | /1; (og p) F;(log p,log Y). Importantly, the functions F = (Fj, ..., F,) are common

Throughout the text we use “county” to reference a specific geographic county, e.g., New York County, New York.
We let s(i) denote the state containing county i
“We work with shares instead of sales which tend to have even stronger seasonal effects.
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Table 2.1: Budget Shares (%): Most Purchased Product Groups

CA: N, =53 FL: N, = 58 NY: N, = 58 TX: N, = 161
share description share description | share description share description
3.4 bread 4.5 medications | 4.2 medications | 3.8 carbon. bev
3.4 beer 4.3 tobacco 3.3 fresh produce | 3.7 medications
3.3 juice 3.1 carbon. bev. | 3.2 bread 34 snacks
3.2 wine 2.9 liquor 3.1 candy 3.0 bread
3.1 fresh produce | 2.8 beer 29 snacks 2.8 tobacco
3.1 carbon. bev 2.7 juice 2.8 juice 2.7 packaged meat
3.0 snacks 2.7 candy 2.6 tobacco 2.6 candy
2.8 packaged meat | 2.5 snacks 2.6 beer 2.6 fresh produce
2.7 salad dressing | 2.3 milk 2.4 carbon. bev | 2.6  juice
2.7 medication 23 bread 2.3 milk 2.5 beer

across groups. The adding up constraint requires that F} is a constant.” The value r is the dimension of the
space spanned by Engel curves and is known in the literature as the rank of a demand system. A rank one
system occurs when budget shares are independent of the level of income, in which case all income elastic-
ities equal one. Rank two demand systems are linear in log-prices but not in log income. Examples include
the translog and the linear expenditure system. Many rank two systems belong to the PIGLOG class dis-
cussed in Muellbauer (1975). Quadratic Engel curves can be rank two or rank three. Gorman (1981) shows
that exactly aggregable demand systems must have rank no larger than three.

Product-based demand systems were commonly estimated in the 1970s and 80s to obtain price elastici-
ties and to understand substitutability across products until characteristic-based demand systems became
popular. A demand analysis typically proceeds by using flexible functions to approximate the expenditure
function. Imposing the axioms of demand theory then allows the shares or sales to be expressed as linear
functions of prices, income, and a theoretical price index, say P. Under two stage budgeting, income can
be replaced by total expenditure on the N, groups. In empirical work, a proxy variable P* that can be con-

structed prior to estimation is often used to bypass the cross-equation restrictions imposed by the ideal

>For a discussion on the rank of demand systems, see Lewbel (1991).
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price index P. For example, the Almost Ideal Demand System (AIDS) of Deaton and Muellbauer (1980)
uses Stone’s price index defined by log P = Z;El share,, log(p,,). Given data for N, shares and prices, the

AIDS regression model is

N,

g
sharey, = Ag, + Z A5, log g + B log(Y'IP ) + ey, t=1,...,T,
j=1

N

The term e o

can be due to measurement error or anything that shifts spending for reasons other than changes
in prices and income, such as omitted time variation in preferences. In cross-section analysis, 7" would be
the number of households whose spending patterns are recorded. In time series analysis, 7" would be the
number of observations on aggregate spending over long periods of time. With panel data, the same house-
hold may be observed more than once. Using data with N, small and T large, the rank of demand systems
is typically estimated to be two or three, and at most four.®

We are interested in analyzing all product groups in the Nielsen data available, which is well over one
hundred in number, not five or six. A large N, may appear to hinder analysis at first glance because the
number of parameters in a demand system is quadratic in N,. But because N, and T are both large, we
may deviate from traditional demand analysis and let the shares data identify the space spanned by the

latent functions and its dimensionality without directly using data on prices or of P*, or make approxima-

tions of the expenditure function. To do so, consider the factor representation of the budget shares:
s _ ! s s
share,, = 4,' F; + e,

where F;’ isa r X 1 vector of latent factors and Ay is the corresponding vector of factor loadings. Appealing

to theoretical results in the literature for large dimensional factor analysis, we can consistently estimate the

%See, for example, Lewbel (2003), Lewbel (1999), and Banks, Blundell, and Lewbel (1997).

39



factors and the loadings by applying the method of principal components to the shares data alone. For a
survey of the literature, see Bai (n.d.).

In implementation, we take a three week rolling average of budget shares so as to smooth out the varia-
tions due to temporary promotional sales. Principal components are then estimated from the standardized
data.” In s=(NY, TX, and FOUR), the largest factor Fls explains over 0.9 of the variations of PACKAGED-MILK.
As egg-nog is one of the products in the group, we may think of l:"ls as a Christmas factor. Other product
groups also exhibit recurring patterns towards the end of the year. In CA for example, the share of juice
takes a big dip in week 51, while in FL, the share of hair-care products bottoms around week 51.

Figure 2.1 plots the first four factors from the pooled data FOUR. The factors are only identified up to
sign, so they are plotted to be pro-cyclical. Recalling that the factors are mutually orthogonal by construc-
tion, Figure 2.1 indicates the presence of a multitude of seasonal effects. Though all four factors have spikes
around week 48, the exact week of the spike is different over years and across factors. Indeed, the spectrum
of these factors peaks around but not exactly at the seasonal frequency of 25% = .1208; for j > 1. Though
the first two factors are strongly periodic, F; and F, appear somewhat cyclical. Evidently, cyclical and sea-
sonal common factors co-exist.

The criterion of Jushan Bai and Ng (2019)? finds five factors in CA, FL, N, four factors in TX, and five
factors in FOUR. In all cases, the first factor explains about one-third of the variations in the data, the first
two factors together explain just under sixty percent, while four factors explain around seventy-five percent
of the variations in budget shares. Taking into account that we demeaned the data before estimation by

principal components, the actual rank is one larger than reported above, making the rank of the demand

’Since our data are demeaned, the constant factor is controlled for prior to estimation.
$The criterion is defined as 7* = min,_)__ .y l0g(1 —Zj;l(o"; —7)2)+k-PENALTY(N, T). where PENALTY(N, T) =

% log(NN—JrTT) and o; is the j-largest eigenvalue ina T X N panel Z = \/%, where X is the given panel of standard-

ized budget shares. A regularization parameter of y = 0.05 is used to penalize common variations due to outliers. The
maximum number of factors is set to 10.
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Figure 2.1: Factors Estimated from Raw Shares: FOUR States
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systems in the Nielsen data about twice as large as the estimates typically reported in the literature. In the

next section, we attribute seasonality to be a reason for this finding.

2.3 SEASONALITY AND CROSS SECTION DEPENDENCE

Consumer theory suggests that it is desirable to smooth consumption over time. But in reality, spending

is uneven over the course of a year. It tends to be concentrated around holidays, special events, and to-
wards the last six weeks of the year. In addition to egg-nog’ whose sales peak around Christmas, sales of
stationary and school supplies peak around week 36. Sales of ‘cough and cold’ products are higher dur-

ing the winter months while ice-cream sales are higher in the summer months. Flower sales are higher
around Valentine’s Day and Mother’s Day than the rest of the year. Beer sales tends to be highest around
July fourth while wine sales are higher around Thanksgiving and Christmas. The point to highlight is that
such seasonal sales tend to recur every year though not necessarily on the same day or even the same week.
Furthermore, for many of the product groups, the seasonal pattern is similar irrespective of location.

The challenge that seasonality poses for factor analysis is that principal components can identify per-
vasive variations but is blind to the source of pervasiveness. Hence in the presence of strong common sea-
sonality across product groups, the dominant principal components can be unrelated to cyclical economic
conditions. This being the case in our data, a natural approach would be to seasonally adjust each series
prior to demand estimation. A variety of univariate methods are available to de-seasonalize monthly and
quarterly data, the most notable being x13ARIMA-SEATS and TRAMO-SEATS. However, these methods do
not seem appropriate for data with the three-V features. For one thing, although we have 469 weekly obser-
vations, they only span nine years, meaning that we only have nine data points from a seasonal perspective.
Time series seasonal adjustment methods typically assume that we have a large number of observations at

the seasonal frequency of interest. Even if an ideal seasonal filter were available, finite sample bias is un-
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avoidable since the span of our data is reasonably short.

Weekly data pose an additional challenge because weekly variations are not exactly periodic. For exam-
ple, Thanksgiving and Christmas do not always fall on the same numbered week of the year, and July 4th is
sometimes in week 26 and sometimes 27. This a consequence of the fact that we are on a Gregorian calen-
dar. We cannot difference away’ the seasonal effects like we could with monthly and quarterly data. Week-
of-year and day-of-year differencing mitigate the problem to some extent, but it cannot capture events that
occur on different day of the year, the most difficult to handle being Easter. In our sample, Easter was as
late as April 24 in 2011, and as early as March 23 in 2008. Further complicating the problem is that these
events have differential impact depending on the product in question and location of the sale. A one size
fit all’ seasonal filter is unlikely to ever exist.

The literature for adjusting weekly data is quite sparse. Notable exceptions are the fully parametric state-
space analysis of Harvey, Koopman, and Riani (1997) and the non-parametric approach of Pierce, Grupe,
and W. P. Cleveland (1984), W. P. Cleveland and Scott (2007), cleveland-evans-scott. Structural time
series modeling requires careful specification of the model for the series under investigation. The non-
parametric approach is to approximate the seasonal component by basis functions such as trigonomet-
ric series. cleveland-evans-scott suggests to control for weekly effects, holiday effects, and outliers using
locally-weighted regressions and applies the method to unemployment income claims and steel production
data. But our data have several features that are distinct from these series.

First, the Nielsen sales data tend to be ’spiky’. For many groups, the spikes only occur once per year,
usually around Black Friday. For other series, the spikes can be observed a few times a year and can be
attributed to temporary sales. Spikes are problematic as they tend not to be well approximated by non-
parametric regressions that are smooth by design. As noted above, we use a three-week rolling average of

the data in demand estimation, but this may not be enough to annihilate the problem. Second, some varia-
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tions do not repeat over the course of the year. Instead, they repeat in reference to a date #’s position within
the month. As an example, sales increases around food stamp distributions, or end-of-month price changes.
Strictly periodic functions based on fixed positions within the year may be too restrictive for these varia-
tions.

A third characteristic of our data is the volume. We have not one, but a large number heterogeneous and
short time series that need to be adjusted. It would be quite impossible to write down a parametric model
that would suit all series. It seems unrealistic to expect any statistical procedure to be able to completely
de-seasonalize every series in the panel.

The possibility that a conventionally adjusted series will likely have some residual seasonality has impli-
cations for any analysis that involves aggregation of the individually adjusted series. Consider an arbitrary

variable Z that has a seasonal and a non-seasonal component:

__ rznseas seas
cht - cht + cht .

In our case, Z,,, is normalized sales of product group g in county c at . Let V4 gt De some \/T consistent

univariate estimate of the seasonal component of Z,,,. The seasonal adjustment error can be decomposed

gct*

sseas

into a term Coet that is uncorrelated across counties ¢, and a term <I)gct that is correlated across c, viz

7 seas seas __ A\Seas , aseas
cht - cht - q)gct +egcl .

Aggregating the data over counties, we have

NC NC C
Znseas  _ nseas fseas sseas
th - Z cht + Z cDgct + Z egct
c=1

c=1 = c=1
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While Zivz‘l Cyer tends tozeroas N, — oo, the sum of Ci)z,‘é‘fs over ¢ may not be mean zero. Chamberlain
(1984) pointed out that Euler equation errors that are mean zero over time need not be mean zero in the
cross-section dimension if the units face common shocks. For a similar reason, the seasonal variations
left-over from an imperfect univariate adjustment can can survive aggregation in the presence of common
seasonality. This is relevant because we aggregate over counties to obtain total sales for the product group
in the state. Since sales in neighboring counties will likely have similar seasonal patterns, aggregation will
likely preserve the common seasonal component. Univariate seasonal adjustments yield group level sales
data that may be better characterized by model with two distinct types of common factors, seasonal and
non-seasonal. Figure 2.1 suggests that the seasonal factors dominate.

This is also consistent with the finding in Ng (2017) that the principal components of budget shares con-

structed from data adjusted from bottom up continue to exhibit seasonal variations.

2.4 SEASONAL ADJUSTMENT AS A PREDICTION PROBLEM

Aggregation of the seasonally adjusted data will not, in general, be the same as seasonal adjustment of the
aggregate data. If we are only interested in the aggregate series, direct seasonal adjustment of the aggregate
series might well be the simplest approach. But when the county and the group level seasonally adjusted
information are both of interest, as is the case here, there is no choice but to perform seasonal adjustment
from the bottom up, one (county, group) pair at a time. But the foregoing discussion suggests that existing
filters will likely leave residual seasonal variations in the adjusted data. Our proposed approach is to com-
plement the univariate adjustments with an additional step to ‘'mob-up’ the residual seasonality prior to
aggregate analysis.

To motivate our approach, note first that if there is commonality in seasonal patterns, it would seem in-

efficient to seasonally adjust each series in isolation. Seasonality is in fact a common feature in the sense of
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Engle and Kozicki (1993), but there is little work in this dimension. Geweke (1978) suggests that a multi-
variate adjustment might dominate a univariate adjustment in a mean-squared error sense, but the popu-
lation analysis assumes that the model is correctly specified and abstracts from model and sampling uncer-
tainty. McElroy (2017) considers a multivariate procedure in a large 7', small N, o setting. Fok, Franses, and
Paap (2007) considers a large T, large N, panel of data and uses a hierarchical Bayes method to avoid the
proliferation of dummy variables needed to control for seasonal fixed effects. Like Fok, Franses, and Paap
(2007), we also pool information across counties and over time. But instead of treating all dummy predic-
tors as relevant, we train machine learning algorithms to determine which ones to use, and how they are
to be used. In other words, we treat a large N, as a big data blessing. Furthermore, we pool the data across

counties and perform adjustment year by year while allowing the prediction model to differ every year.

2.4.1 A Two-STEP PANEL APPROACH

In time series analysis, seasonal variations are those that recur with seasonal periodicities. For example,
monthly variations are those that recur every twelve months. However, as discussed above, weekly varia-
tions are not strictly periodic. This motivates us to use a definition of seasonality that does not depend on
periodicity.

Recall that for each state s, we have county level data over 469 weeks, and group level sales is the sum
over sales in the counties. Our maintained assumption is that sales in the same group g collected in differ-
ent counties ¢ share common seasonal patterns over the course of a year. In other words, two neighboring
counties share seasonal pattern even if one county has ten times as many sales as the other. As some coun-
ties are much larger than others, we demean the data year-by-year to remove the size effect. We further

standardize the data to ensure scale-independence across years and locations. Normalized sales within each
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year and each county is defined as:

log(cht) ~ Hper

Voo = ————> 7 = yr(1)
Ogcr

where u,., denotes the mean of log sales of group g in county ¢ over the year 7 containing week 7, and o,
is the corresponding standard deviation. The within-year normalization isolates within-year seasonal pat-
terns while preserving long-term trends in aggregate sales and volatility, which the econometrician can
model separately. The normalization also allows us to pool observations across counties in subsequent esti-
mation. Pooling county level data compensates for the relatively short-time span of data for each county.
Next, we posit that y,, has three components: a group specific seasonal component, a common seasonal

component, and a cyclical component:

(county specific seasonal sales) + (common seasonal sales) + (non-seasonal sales)

ygct

= dgct + qgct + ugct'

In this decomposition, the seasonal component of sales is d,, + gq,,,- The goal is to extract u,., when only

get gct

Yger is Observed. An overview of the estimation methodology is as follows:

STEP 1: ESTIMATION OF d,, : For each (g, ¢) pair, perform time series estimation of

_ .0 i
Yeer = Uge + Fourier, (B, Wy) + €4
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day of year, . day of month,

where with 6,; = 27 j and m;; =2z

days in year days in month’

Py
Fouriergc, = ﬂl’gcj sin (6,j) + ﬁZ,gcj cos (6,j)
j=1
P

+ Vigc) sin (m,j) + Y2 4cj COS (m,j) .
j=1

The variables 6,; and m,; are strictly periodic. The regression only includes an intercept and will preserve
any trends in sales that might be in the data. This non-parametric time series model is the same as deter-
ministic seasonal component specified in Pierce, Grupe, and W. P. Cleveland (1984) to seasonally adjust
weekly data. Hereafter, we will refer to Step 1 as the Fourier regression.

Leté,, = qgmgc, be the least squares residuals from Step 1. Because this step is based on estimation
of a smooth regression, these residuals will have spikes. Furthermore, as pointed out above, the leftover

A

seasonality in €,,, may be negligible at the series level but can be non-trivial at the group level. To proceed,
we assume that that (i) d,., and g,., are partially predictable over the course of a year, and (ii) g,., has vari-

ations that are common across counties. Hence we exploit cross-section dependence amongst counties to

remove the within-year seasonal variation. This leads to the next step.

STEP 2: ESTIMATION OF dgcr FROM égct: We want to recover the common seasonal component Qger by
pooling information across counties. This is done by entertaining a large number predictors, which are
mostly dummy variables. To alleviate the problem of overfitting, we use machine learning algorithms to
pick out the most important predictors, leaving the functional form of the model unspecified. Details will
be explained in the next subsection.

Let g, be the prediction of the common seasonality in é,., obtained from Step 2. From these, we can
an estimate of u

obtain an # A seasonally-adjusted value of log-sales is obtained by plugging the esti-

gct> gct*
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mated residual i,,, into

—_——
sa —

Yeer = ﬁgct *Ogr + Her (2.1)

The log seasonally-adjusted series has the intuitive interpretation of being the unpredictable part of the
series’s variation around its overall mean for the year. An estimate of seasonal adjusted sales is exp(;gz +
adj,.) where adj,. = 0,./2 is a Jensen’s inequality adjustment for going from log levels to levels.

An optional step, which we use in the application, is to let the relative importance of g, and d;ct to vary

across products. These weights can be estimated using the method of least squares to determine the weights

of the two predictable component on y,.,:

Voer = Agp + Xy Lfgct +ay, - (jgct + g (2.2)
Inserting i, into (2.1) and inverting gives an alternative estimate of log adjusted sales.

We use a simple Fourier regression to fit the seasonal variations at the (g, ¢) level in Step 1 because least
squares regression is simple to implement, and the predictors are the same across (g, ¢) pairs. Furthermore,
there is a history of using Fourier regressions in seasonal adjustments. W. S. Cleveland and Devlin (1980)
suggests to use the spectrum to detect pre-identified calendar and holiday effects in monthly data. Subse-
quent work such as Pierce, Grupe, and W. P. Cleveland (1984) and W. P. Cleveland and Scott (2007) use
Fourier regressions to model deterministic seasonal component, and then employ ARMA models or lo-
cal regressions to capture stochastic seasonality. As discussed in cleveland-evans-scott, these regressions
are still used in practice. However, these methods require careful choice of tuning parameters which is not
practical when the number of series to fit is large. We use machine learning methods at this step and rely on
algorithms to find the best model for each series. Regardless of the method used in Step 1, we are limited to

nine seasonal observations for both training and validation. Instead of fine tuning Step 1, we augment Step
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1 with a Step 2 that pools information across clusters year-by-year. This is now a panel-based prediction
problem that involves a large number of potentially relevant predictors. Subsection 4.2 first discusses the

predictors used. The prediction methodology will be discussed in Section 4.3.

2.4.2 PREDICTORS Z,,

To properly remove the seasonal effects, we need to first understand the nature of the seasonal variations in
the data. Consider the event Cinco de Mayo. It occurs on a fixed calendar date, and so is not strictly peri-
odic with respect to the weeks within a year. The seasonal effects of Cinco de Mayo may be more important
for counties with a higher Hispanic population. Another example is the event of Thanksgiving, which is
always on the fourth Thursday in November and is celebrated across the country. The day in the year that
Thanksgiving takes place shifts over time.

We need a flexible methodology to capture not just the week of the year and location effects, but also the
day of the year effects. The last consideration may seem surprising since our data are weekly. But a major
challenge is precisely that many of our seasonal events occur at different days of the year that cannot be
parametrically modeled. With this in mind, we consider date and week specific dummies as well as demo-

graphic and spatial predictors collected into Z,,,. These are defined as follows. Let START, denote the date

gct*

on which week ¢ starts, and END, denote the date on which week 7 ends

A. Date-specific predictors: a dummy variable for each potential calendar date (MM-DD) which is 1
if that date is contained in [START,, END,] and 0 otherwise. As an example, if 1 = Feb 4, 2006, the

date-specific predictors Z?C, is as follows:

or/or .- 01/29 .- 02/04 -~ 12/31
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B. Week specific predictors.

i. START, and END,’s positions within the year (out of 366)
ii. sTART, and END,’s position within the months (out of 31)

ili. START,’s position within the month containing END, (this will be a negative number, and differ

from the previous column, if and only if the week ending on 7 crosses two different months)
iv. A dummy variable which is 1 if Easter is in the week ending on ¢, and 0 otherwise

v. A dummy variable encoding the month in which EnD, falls

For example, for t = Feb 4, 2006, the week -based predictors cht will be:

(i) (@) @) @{) (@) (iv) (v)Jan (v)Feb - (v)Dec

28 34 29 4 -2 0 0 1 0

C. Demographic predictors depend only on county c. These variables are drawn from the 2013 Ameri-
can Community Survey, and held constant across time:
i the percentage of the county that is Black, Hispanic, White, and Asian
ii the percentage of the county on SNAP, in poverty, and median household income
iii the percentage of the county ¢ over 60 and under 18
iv Centroid latitude, and centroid longitude for the county
v NOAA’s 30-year estimates of average rainfall and temperature for county ¢ during the week of

t (which depend on ¢ and 7)

The predictors in list A are day of the year dummies. As distinct from list A, the predictors in list B captures

the Gregorian calendar effects at the week level. For example, some months have four Saturdays but other
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months may have five; a week may begin in one month and ends in the other. The interaction of the three
sets of predictors generates as many as 400 potentially relevant predictors. Ex-post, the 366 date-based pre-

dictors are the most important. Results will be reported treating these predictors as the the base case.

2.4.3 THE PREDICTION MODEL

Generically denote data with N casesby & = (Y, Z) where Y is the response variable and Z is a set of
observed predictors. To make predictions for all weeks in year 7, we partition @ into & = (2,,,9,,)
where 9, collects data for all weeks ¢t € yr(z), and 9,, collects all data not in year z. The N, cases in 9,
will be used for training, and the N, cases in &,_ will be used for validation, with N = N, +N,,. The
goal is prediction of points z* in 9, .

Since we are interested in predicting the common seasonal variations in the composite error that emerges

from the Fourier regression in Step 1, the mapping into & notation is

%

({égct}’ {cht}) = (égfa ;1—), vt . yr(t) =7

911

({égct}7 {cht}) = (é;‘r, 21)7 Vi iyr(®) # 7

where €°, is a stacked vector of é

ot qc: for all ¢ in state s, and Z,, is similarly defined. In words, the training

data 9, consists of observations for all counties in state s over all 469 weeks, less those weeks in year 7
(which is 52 except in a leap year). Thus the training data are indexed by the triplet (g, s, 7).

State by state, we train algorithms to fit a prediction model for each product group in each of the nine
years. Thus for each state, the exercise involves training N, X Ny, models. For a given predictor set Z, we

use training data 9, to estimate several models:

1. linear panel model using all predictors by pooLED OLS.
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2. linear panel model using LARs-type methods to perform variable selection.

3. regression trees using RANDOM FOREST-type methods to determine the tree size.

We have close to 400 potential predictors, but we also have (469 — 52) weeks of data for each county. Hence
even a pooled least squares regression that uses all predictors (method 1) will have enough degrees of free-
dom. However, using all predictors is unlikely to be efficient. Hence we consider two machine learning
procedures.

Introduced in Efron et al. (2004), the least angle regression estimator LARS is a functional gradient de-
scent method that repeatedly fits a model to the residuals of the previous step. LAss0, forward stagewise
regressions, and boosting can be obtained as special cases of LARs. Under the boosting view, each model
(also known as learner) is individually weak, but is "boosted’ to produce a strong learner via averaging. Av-
eraging in this case reduces bias. Our implementation of LARS-type methods is actually based on Lasso
because it requires fewer choices of tuning parameters. The base learner is thus a linear model rather than a
regression tree. The LARS perspective helps understand the difference with random forests.

Random forest (RF), due to Breiman (2001), is an ensemble method that builds a prediction from a col-
lection of regression trees. Each tree is fitted to a randomly selected subset of predictors in a bootstrapped
sample. Like LARS type estimators, the final model is also an average over trees. But unlike LARSs, these trees
are built either separately or in parallel rather than sequentially. Regression trees can uncover complex rela-
tions and are strong learners, but they tend to have high variance. Averaging in the case of random forests
reduces the variance of models that have low bias. One advantage of regression tree over non-parametric
regressions is that the smoothness condition on the regression function can be relaxed. Random forest is an
extension of BAGGING which averages over trees grown on bootstrapped samples using all predictors.

The prediction provided by LARs or random forest is implicitly formed by averaging over the predic-
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tions of models that use only a subset of available predictors. Hence they are more resistant to overfitting.
Though these methods have been widely applied to iid data, applications to time series data are more lim-
ited. Success of these algorithms in the present setting is very much an empirical matter. Of the three meth-
ods, random forest is the most flexible since it does not impose linearity or smoothness. We use it as bench-
mark in the discussion of results. We implement random forests using the R package RANGER with default
parameter settings.” We find that the LaRs-type methods do not achieve very much sparsity: our trained
estimators have nonzero loadings on over 80% of the included variables, with worse performance than the
random forest. By contrast, variable-importance tests for the random-forest show that a small number of
predictors (mostly having to do with a week’s position within the year) are being used in highly nonlinear
ways. This suggests that the underlying seasonal process is highly nonlinear, and a better fit for the random

forest algorithm than the LARs algorithm.

2.5 THE SEASONALLY ADJUSTED DATA

The crux of our two-step procedure is to first remove deterministic seasonal effects using univariate Fourier
regressions, and then exploit cross-section dependence to remove the residual common seasonal/holiday
effects. Once this is accomplished, the seasonally adjusted budget shares can be computed as the ratio of
seasonally adjusted sales for the group to total adjusted sales summed across groups. The largest difference
between the unadjusted and adjusted shares are in groups like floral, insecticides, canning, ice, fragrances,
toys, stationary, and candies. These results make sense since effects due to seasonal holiday events are pre-
cisely what we want to remove.

Table 2.2 uses two products to contrast the seasonal patterns in the raw and the adjusted data. Consider

*The default size of forest is |ntree|=500 trees, and the default value of |mtry| (the number of independent vari-
ables considered for each split) is the square root of the total number of independent variables. The |min node size|
parameter, which controls the depth of each tree grown, is set to 5 by default. It is possible that fine tuning the param-
eters can yield improved results.
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first beer sales, which tends to be higher in the summer and peaks around July 4th. In 2009, July 4th (week
183) fell on a Saturday when the Nielsen data were collected. As July 4th is a common event, high beer sales
likely occurred across counties. Our Step 2 should smooth out this holiday effect. As shown in the top of
Table 2.2, the adjusted data is indeed smoother and exhibit a smaller spike than the raw data. Take the case
of NY as an example. The share of beer computed from the raw data is 3.8 for the week ending July 4, but is
2.4 for the week ending February 7. The adjusted data exhibit smaller differences, being 2.5 and 2.7 for the
two weeks in question. Beer sales nonetheless spike each winter around the first week of February because
of Superbowl. This is illustrated for 2009 when Superbowl took place on Sunday, February 1. The adjusted

shares are smoother within and between months.

Table 2.2: Effects of Seasonal Adjustment on Selected Series’ Share (%)

Week Ending | CA FL NY TX | CA FL NY TX
Adjusted Data Raw Data

The 2009 July 4th Effect on Beer Spending
June 27 35 29 25 26|41 33 32 30
July 4 35 28 25 27|49 32 38 36
July 11 32 28 24 22|38 35 33 28

The 2009 Superbowl Effect on Beer Spending
Jan 31 33 26 26 25|33 24 22 21
Feb 7 3.7 27 27 26|33 27 24 23
Feb 14 30 25 23 23|25 22 19 19
The April 1 2009 Cigarette Tax Hike

April 4 12 44 27 32|12 48 26 3.2
April 11 1.1 41 24 27 |10 41 23 27
April 18 1.3 44 28 33|13 43 28 33

It is also important that the second step adjustment does not remove spikes and variations that are non-
seasonal. To check this, we consider the 62-cent Federal tax hike on cigarettes in April 1, 2009, which cor-
responds to week 171 in our data. Recall that the data for 2009 are adjusted using training data for all years

except 2009. Since the tax hike is a one time event, nothing in the training data should predict the tax hike
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specific to 2009. The bottom panel of Table 2.2 reports the share of tobacco for the week before, during, and
after the tax hike. According to the raw data, the tax hike led to a temporary decline in sales and hence in
the budget share of tobacco. The seasonal adjustment preserves this feature. In results not reported, we find
that as in the raw data, the average share of tobacco is generally higher in the 170 weeks after the tax hike
than the 170 weeks before the tax hike, suggesting that the tax did little to discourage cigarette consump-
tion.

The premise of our analysis is that the residuals from the univariate Fourier regressions in Step 1 have
co-movements that are predictable. To evaluate the incremental predictive power provided by different
adjustment methods, we consider the R? corresponding to (2.2), which is a regression of log sales Ver O
the two estimated seasonal components: d, gct and g, Table 2.3 summarizes the distribution of R? over
all groups and states. A bit over 50% of the variations in log-sales are seasonal and predictable. The degree
of predictability varies across groups, ranging from 14% to over 90%. Notably, Step 2 improves upon the
univariate Fourier regressions implemented in Step 1 alone. The highest and lowest quantiles of the R* do
not depend on the procedure. This suggests that the improvements apply not to a few groups with extreme

seasonality, but to a large number of groups.

Table 2.3: Importance of the Seasonal Component

Average of R%in Equation (2.2)
sample | method | mean median max q75 q25 min
FOUR Fourier | 0.52  0.53 0.95 0.63 040 0.14
RF 0.58  0.59 095 0.70 044 0.14
SEVEN Fourier | 0.52  0.51 095 0.62 040 0.14
RF 0.57  0.57 095 070 0.44 0.14
ALL Fourier | 0.53  0.52 0.96 0.63 041 0.14
RF 0.57  0.57 096 0.70 0.44 0.14
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Figure 2.2 illustrates the difference between using Step 1 alone and the two step procedure by plotting

the R? of random forest against that based om the Fourier method. If the random forest estimator provides

relatively little additional information, the optional step regression after Step 2 will push 4, towards zero.

In such cases, the R? values will be bunched along the 45 degree line. Figure 2.2 indicates such groups do

exist. However, many other groups have values in the scatterplot located above the 45 degree line. For some

of these groups, the improvement in fit from adding the panel data step is quite significant. A quarter of

groups see increases in R? of 13% or greater.
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At face value, it may seem that the improvement of a few percentage points in predictability over the
univariate Fourier regression is trivial. However, the adjusted data have far fewer spikes than those adjusted

using the Fourier regressions alone. This difference has direct implications for demand estimation.

2.5.1 THE FACTOR ESTIMATES

A main finding in the demand analysis of the raw data is that largest factors exhibit strong seasonal patters.
We now explore features of the common factors obtained from the first step alone, and from the two step
procedure. We find four factors in the data adjusted by the Fourier Step alone. The first two factors explain
over 68% of the variation in the data and consists of a trend and a cyclical component. However, factors
three and four remain spiky and quasi-periodic, indicating that the Fourier regressions by themselves leave
non-trivial seasonal variations unexplained. In contrast, we find either three or four factors depending on
the state in the shares data adjusted by our two step procedure, whether it is based on LAssO or RANDOM
FOREST. Compared to factors estimated from no adjustment and Step 1 alone, the most notable difference is
absence of large spikes.

Figure 2.3 plots the three factors in FOUR using data adjusted by random forests. These factors, denoted
Fip, are to be distinguish from the ones estimated from the unadjusted data, now denoted Fy,. Though
not immediately evident, FZ,RF is is strongly correlated with F4,NS A- A regression of F4,NS A ON 1:"2, rr yields
an R? of 0.6. The largest residuals of that regression are precisely spikes between weeks 46 and 50, indicat-
ing that Step 2 is picking up the spikes not accounted for in Step 1.

The first three factors together explain about 80% of the variations of the adjusted shares, with F|
explaining 56%, and F, - explaining 15%. As can be seen from Figure 2.3, F; p has a trend component.
An investigation into the factor loadings finds that F |.rF always loads heavily on books and magazines,

ethnic hair treatment, and photographic supplies. These product groups appear to have experienced secular

58



ALL pet var= 0.54
T T

s -
I | | | | | | |

2006-01  2007-01  2008-01 2009-01 2010-01 2011-01 2012-01 2013-01 2014-01 2015-01

ALL pet var= 0.14
I I

x | x | x | x |
2006-01  2007-01  2008-01 2009-01 2010-01 2011-01 2012-01 2013-01 2014-01 2015-01

ALL pet var= 0.06
: I [ I

4 \ | \ | \ | \ |
2006-01  2007-01  2008-01 2009-01 2010-01 2011-01 2012-01 2013-01 2014-01 2015-01

Figure 2.3: Factors Estimated from Seasonally Adjusted Shares: FOUR States

59



trends during our sample.

Even though the Nielsen data are concentrated on grocery store sales with few consumer durables that
are traditionally known to be cyclical, Fz’ rr is visually cyclical and warrants further investigation. We
use two measures of consumer confidence index as benchmark of cyclicality: the Rasmussen RCCI index
and the Bloomberg index of consumer confidence. The former is a daily national survey collected by the
Rasmussen group that tracks 1,500 consumers concerning their confidence, expectations, and sentiment
toward the U.S. economy. The latter started as the ABC News consumer comfort index and has been un-
der the control of the Bloomberg Corporation since 2011. Figure 2.4 plots F, . (in dark green), RCCI (in
blue), along with BLOOMBERG (in red). It is evident that spending moves positively with consumer sen-
timent. These confidence measures have absolute correlation with FZ’RF of about 0.8. In this regard, con-
sumers’ actions are aligned with how they feel. Because our data covers a very large sample of stores, which
is distinct from the much smaller set of consumers surveyed by Bloomberg and Rasmussen, we are able
to correlate beliefs with purchasing actions without worrying about the confounding influence of “mere-
measurement” effects studied in Morwitz and Fitzsimons (2004) by which asking consumers about their
beliefs might affect their ensuing purchasing decisions.

Turning now to F37 rp- it takes a big dip in the week ending March 22, of 2008. As point of reference,
JP Morgan purchased Bear Stearns on March 17 of 2008. Furthermore, oil price spiked up to nearly 110
dollars per barrel a few days earlier. Upon examination, the factor is actually highly correlated with the 52
week change in consumer confidence. Figure 2.5 plots F; g estimated using data for four states along with
the 52 week change in RCCI and BLoOOMBERG. Their correlation with 153’ rr are 0.74 and 0.68, respectively.
If Fz’ rr indicates the level of economic activity, F3’ rr indicates direction of change. We may think of the
three factors in the seasonally adjusted demand system as characterizing the trend, level, and curvature

of Engel curves. These estimates of the latent functions are interesting in their own right because classical
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estimation of demand system cannot consistently estimate the latent functions of prices and income.

It remains to check how our aggregate weekly adjusted sales data compare to the official monthly retail
sales. The U.S. Census Bureau releases both the raw and the seasonally adjusted data for retail sales each
month.'® To compare with our weekly series, we interpolate values for the weeks in a month to the officially
released sales for the month. Figure 2.6 plots both series along with F, . The top panel shows that our
F, pr has a correlation of 0.65 with the officially adjusted series. The bottom panel plots 52 week change
in the series. The correlation of the adjusted series is 0.74. The most notable difference is around the 2008
Financial Crisis during which the F; g shows a steeper decline than the official data. But the weekly series
generally tracks the monthly series reasonably well. Some discrepancy is to be expected because our weekly
data does not cleanly line up with the monthly calendar.

The results so far have focused on four states: CA, FL, NY, TX. However, similar results are obtained in
an extended analysis that groups additional states into three regions: the Midwest (IL, IN, MI, OH, WI),
the Mid-Atlantic (DC, DE, MD, VA), and the South-West (AZ, NM, NV). In each of the three regions, Fl
is a trend, F2 is correlated with the level of consumer confidence, while F3 is correlated with the 52 week
change in consumer confidence. Not surprisingly, pooling data for the four states and three regions also
give three factors with very similar properties. Hereafter, we use the extended data when appropriate. These

results will be labeled SEVEN and ALL.

2.6 CYCLICAL SENSITIVITY

A unique feature of the Nielsen scanner data is the availability of weekly information at the spatial and
product group levels. This presents an opportunity to study the timing of the response of spending to eco-

nomic conditions at a disaggregated level. Subsection 1 considers cyclical sensitivity of product groups

19The series are RETAILSMNSA and RETAILSMSA in FRED.
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ALL : corr(F2 ,RCCl)= 0.807 corr(F2,BCCl)= 0.776
Corr with DRESSINGS/SALADS/PREP FOODS-DELI:0.22645
Corr with VEGETABLES-FROZEN:-0.62028

F2
RcCcCl

-3
2006-01 2007-01 2008-01 2009-01 2010-01 2011-01 2012-01 2013-01

Figure 2.4: The Level Factor: Fz’ RF

ALL : corr(F3 ,D(RCCI))= 0.702 corr(F3,D(BCCI))= 0.670
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while subsection 2 considers spatial variations in spending.

2.6.1 VARIATION AcRross PrRobpucT GROUPS

We first turn to the sensitivity of the product groups to business cycle conditions. Since FZS rF 18 positively
correlated with rccr, a positive loading indicates that the share of product j is pro-cyclical, while a negative
value means that the share of product j is high when FZS’RF is low. The dispersion of sensitivity to aggre-
gate conditions across product-groups is best seen from the distribution of SGNsz. This is defined as the
signed-fraction of variance of SHARE] explained by F;’RF, where sGN is the sign of the loading of 1:"25’ RF
on sHARE;. Though there are some minor differences across states and regions, the pattern across states is
broadly similar. Figure 2.7 presents results for SEVEN. The distribution is noticeably asymmetric because
there are more counter-cyclical product groups and the magnitude of the absolute loadings are larger (top)
than pro-cyclical ones (bottom). Goods little affected by Fz, rp> plotted in the middle of Figure 2.7, are dis-
posable diapers, shaving products, cold and cough remedies, and somewhat surprisingly, beer.

The effect of the cyclical factors on the shares is highly heterogeneous. According to the factor loadings,
a decrease in Fz’ rr has the largest marginal impact on the share of frozen, canned vegetables, and pasta.
The impact of an increase in ﬁl rF s most adverse (i.e. most negative) on eggs and most positive on dried-
fruit, which is often marketed as a snack. These results suggest less eating out during downturns in favor
of preparing meals at home. There is increasing evidence for adaptive changes in the pattern of food con-
sumption during the Great Recession. The USDA finds not only that total food spending fell during the
Great Recession, but also that recovery was slow.!’ Cha, Chintagunta, and Dhar (2015) aggregates the

weekly Homescan data to annual level and finds that food consumed at home is countercyclical. Griffith,

O’Connell, and Smith (2016) finds that households also adjusted food spending in the U.K. Our results

1See https://ageconsearch.umn.edu/bitstream/120969/2/10FoodSpending.pdf.
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reinforce these findings using a completely different approach.

To further explore this phenomenon at a more granular level, state by state we aggregate spending on
the five product-groups with large negative loadings. These are frozen vegetables, canned vegetables, pasta,
bread, and condiments/sauces. Because these products all seem related to home-cooking, we designate
them the FoOD-IN group. We also identify the five products with large positive loadings on FZS’RF: liquor,
prepared food, milk, hair care, and cosmetics. These five products are then aggregated to form a LUXURY
good basket, one for each state. Note that because our data are restricted to grocery-store goods, our LUX-
URY goods are relatively less “luxurious” than goods included in most standard luxury-good baskets.

Next, we use a five variable VAR to evaluate the dynamic response of FOOD-IN and LUXURY to an unan-
ticipated increase in the two cyclical factors Fz’ RF> F3’ rp> and to Rccl. We report results for FOUR, but re-
sults for SEVEN and ALL are similar. The dynamic responses to one standard deviation shocks are shown
in Figure 2.8. A positive F, g shock, which is an increase in economic activity, has a negative effect on
FOOD-IN that peaks after two weeks and nearly recovers after five weeks. This negative effect on FOOD-IN is
mirrored by an opposite effect on LuxURy. The absolute impact on LUXURY is actually larger than that on
FOOD-IN. The effect of a F3’ rr shock is mainly on LUXURY; the impact on FOOD-IN is negligible. In terms
of decomposition of variance, about 55% of the variations in food-in are explained by its own lag, 35% ex-
plained by F) g, 7% by F; g with little attributed to rccr. About 37% of the variations in luxury are ex-
plained by its own lag, 28% by F, pr and 32% by Fj g . It thus appears that FOOD-IN is primarily affected
by the level factor, while LUXURY is affected by both the level and the curvature factors, ie. where the econ-
omy is, and where it is going. The results are robust to whether Rcc1 is ordered second or last. Interestingly,
even though the correlation between rcci and food-in is well over 0.75, shocks to Rcc1 account for little of

the variations in FOOD-IN and LUXURY once conditioned on F; gy and F; .
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2.6.2 VARIATION ACROSS REGIONS

According to the NBER’s Business Cycle chronology, the downturn in economic activity leading to the
Great Recession began in December 2007 when the last business cycle peaked, and continued to decline un-
til it reached a trough in June 2009. This subsection looks at the spatial aspect of the change in food spend-
ing before, during, and after the Great Recession.

The consumer price index (CPI ) is based on a comprehensive consumer expenditure survey conducted
by the Bureau of Labor Statistics (BLS) every two years. The CPI weights reflect the relative importance
of the particular good in consumption basket. The top panel of Table 2.4 reports the CPI weights for food
consumed at home and luxury as defined by the BLS. In their own study on how consumer spending change
during boom recession and recovery, 2007 was used as a boom year, 2011 as recession, and 2013 a year of
recovery.'? The CPI weights indicate an increased importance of Foop-IN and a reduced importance of
LUXURY items during recessions.

How well do our adjusted shares corroborate with the CPI weights? The bottom panel of Table 2.4 re-
ports the shares of FOOD-IN and LUXURY averaged over the weeks in December for four years that represent
different stages of the business cycle. Notably, FooD-IN is much higher in 2009 and 2011 than in 2007 and
2013, while Luxury is lower in 2009 than in 2013. Even though our definitions of FOOD-IN and LUXURY
are data-driven, factor based, and restricted to grocery-store nondurables, the Nielsen data also indicate an
increased importance of FOoD-IN and reduced importance of LUXURY items during recessions, similar to
the more comprehensive CPI weights.

An appeal of the Nielsen data is that it provides granular information in both the time series and cross-

section dimensions. The share of FOOD-IN ranges between 5% in Florida to 7.8% in the Mid-Atlantic re-

2See https://www.bls.gov/opub/btn/volume-3/ how-does-consumer-spending-change-during-
boom-recession-and-recovery.htm’
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Table 2.4: Spending Over the Business Cycle

Dec 2007 Dec 2009 Dec2011 Dec2013
CPI Weights (%)
FOOD-IN 7.6 - 8.6 8.1
FOOD-OUT 6.1 - 5.6 5.7
Seasonally-adjusted Nielsen Shares (%)
FOOD-IN:FOUR 5.6 6.0 5.8 5.6
FOOD-IN:SEVEN 6.0 6.5 6.2 6.1
FOOD-IN:ALL 6.3 6.7 6.6 6.4
FOOD-IN:FLORIDA | 4.3 5.0 4.7 4.6
FOOD-IN:MIDATL | 6.9 7.4 7.2 7.0
LUXURY:FOUR 8.3 8.6 8.8 9.0
LUXURY:SEVEN 7.9 8.2 8.3 8.5
LUXURY:ALL 7.8 8.2 8.1 8.3
LUXURY:MIDATL 6.6 6.5 6.5 6.6
LUXURY:NY 7.3 7.3 8.1 8.1

gions with an average of 6.6% over the entire sample. The series is most persistent in CA and least persis-
tent in the Mid-West, with first order autocorrelation coefficient of 0.83 and 0.50 respectively. The share of
LUXURY ranges between 6.6% in the Mid-Atlantic regions to 12% Florida with an average of 8.9% over the
tull sample. The series is most persistent for the Mid-West and least persistent in the South-West, with au-
tocorrelation coefficient of 0.86 and 0.5, respectively. The contemporaneous correlation between FOOD-IN
and LUXURY is strongly negative in CA, NY and the Mid-West, with cross-correlations in excess of 0.6 in
absolute value. The correlation is much weaker in the South-West and even positive in FL. The heterogene-
ity across states in spending behavior underscores the difficulty in designing policies that would satisfy all
consumers.

To analyze local sensitivity to (aggregate) business cycle fluctuations, we also estimate for each county in
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each state, the regression

food-in, = a,| + ayF; gp, + a3 . F3 g, + error,, (2.3)

The R? provides a measure exposure of county ¢ to the two common factors. Upon ranking the R?s, the
urban and densely populated counties are found to be more exposed to aggregate shocks. Take the state of
NY as an example. The counties Rockland, Nassau, and Kings county have a combined population of over 4
million according to the 2010 census. Each of these counties has an R* above 0.45. In contrast, the counties
Seneca, Lewis, and Broome with a combined population of under 300,000 each have an R%s of at most 0.01.
Heatmaps provide a more compact way to see how different regions are affected by economic condi-
tions. The top panel of Figure 2.9 plots the change in FOOD-IN between 2006 and 2007. Regions shaded
with darker red indicate larger reductions in Foop-IN. With the exception of isolated regions in Michigan,
this boom episode was associated with reductions in FOooD-IN. The reductions were largest in Nevada and
Arizona, one possible explanation being the housing boom in those regions. The bottom panel presents the
change in FOOD-IN from 2008 to 2009, an episode of economic downturn. Darker blue indicates larger in-
creases in FOOD-IN share. Now there are more regions shaded blue than brown, with Arizona and Florida
witnessing the largest increase in FooD-IN. This shows that the Great Recession differentially affected re-

gional purchasing behavior of FooD-IN goods.

2.6.3 SANDY REGRESSION

The regressions based on equation (2.3) help understand the impact of aggregate economic conditions on
weekly spending. It is also of interest to learn about the impact of local rather than aggregate economic

conditions. To illustrate, we take advantage of the weekly and spatial information in the Nielsen data to
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examine purchasing behavior in New York around landfall of Hurricane Sandy on Monday, October 29,
2012.

In hindsight, Sandy was a much bigger storm than expected and consumers were caught somewhat un-
prepared. Figure 2.10 shows little evidence of stock up during the week prior to Sandy, but that there was a
distinct increase in FOOD-IN share during the week containing the storm. One might be concerned that the
increase in the raw data shown in the top panel is an artifact of seasonality as the week ending November
3rd was close to the beginning of the Thanksgiving and Christmas shopping season. But the bottom panel
shows that when using the seasonally-adjusted data, there is a clear post-Sandy spike in 2012, which brings
the seasonally-adjusted FOOD-IN share to its highest value for the year.

To quantify the impact of Sandy, we estimate a simple panel data model. Let y; , be the share of FooD-1N
in county i and week 7, normalized to have standard-deviation 1 within each county. Let SANDY-COUNTY;
be a dummy variable which indicates if i is a coastal county which was hit by Hurricane Sandy. Let LANDFALL,
be a dummy variable which indicates if 7 is the week containing the landfall of Hurricane Sandy, which is

the week ending November 3, 2012. We estimate the regression

5
Yu=0a;+ A+ Z B, - SANDY-COUNTY; X LANDFALL,_; + €rror.
Jj=0

ﬁj 2.541%* 0.318 0.152 0.323**  —0.606"""  —0.123

(0.242)  (0.203)  (0.202)  (0.153) (0.166) (0.197)

Our results show that FOOD-IN consumption increases by about two-and-a-half standard deviations
during the week that Sandy made landfall. The effects of Sandy on Foop-IN purchases persisted for about

one month. Figure 2.11 shows that the effects of Sandy are localized to the counties near New York city
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and Long Island which were most exposed to Sandy. Other counties in the state of New York were nearly

unaffected by the storm.

2.7 CONCLUSION

Large volumes of highly heterogeneous data are increasingly available, but they are often not immediately
useful for economic analysis without removing some nuisance variations and performing some form of
aggregation. In this paper, the nuisance variations in question are the seasonal and holiday effects. As they
cannot be adequately removed by conventional procedures, the adjusted data continue to exhibit seasonal
patterns when aggregated over counties. We propose to augment univariate seasonal adjustments with a
machine-learning step that pools information across counties. Validity of this second step relies on the
presence of common seasonal patterns across counties.

There is no shortage of examples in which common seasonality would be a feature of the raw data. For
example, employment and output of firms in a given sector will likely be correlated. Unless we can perfectly
remove seasonality at the firm level, the sectoral data obtained by aggregating over firms will likely exhibit
seasonality. Informal discussions with Staff researchers at the Bureau of Economic Analysis confirm such
experiences. Our analysis provides an explanation for why a bottom-up approach to seasonality might
be inadequate. Though our focus has been on handling seasonal effects, the procedure can adapted to re-
move other nuisance variations. In a big data setting, it is possible to improve upon the conventional way
of removing nuisance variations one series at a time by taking advantage of cross-sectional dependence. A
limitation of our analysis is a way to assess sampling uncertainty of the two-step procedure. This is left for

future research.
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CHAPTER 3

DENTAL PRACTICE CONSOLIDATION

This paper was co-authored with Angie Acquatella, Sam Lite, Nathan Patrick Palmer, and Sung Eun Choi

all of Harvard University.

3.1 INTRODUCTION

How does investor-driven consolidation affect real outcomes? The rise of private equity in the U.S. has
caused a wave of consolidation among middle-market firms across the economic landscape, driven by so-
phisticated financial investors. Despite substantial policy interest in the consequences of these consolida-
tions, we have relatively little quantitative evidence about how private-equity investors adjust the operations
of the companies they acquire. In this project we use granular data on the dental care industry to pursue a
detailed study of operational changes at individual providers post-acquisition.

The healthcare industry has been one of the major arenas for private-equity-driven consolidation. Much
of this consolidation has involved private equity funds acquiring and rolling up a collection of small owner-
operated practices, such as dental clinics or dermatologists’ offices (Tan et al., 2019; Zhu, Hua, and Polsky;,
2020). Private equity investors have rolled up hundreds of such dental practices since 1990, involving thou-

sands of clinicians and tens or hundreds of thousands of patients. While this mechanism for consolidation
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is often more subtle than blockbuster mergers or acquisitions, such small deals can have sizable real effects
on competition, particularly in segmented industries such as health care. (Wollmann, 2019)

In this paper, we use the dental care industry as a laboratory for studying the impact that private equity-
led consolidation has had on the prices and provision of health care services. After matching insurance
claims data from a large, national payer with private-equity acquisitions reported in the financial press, we
provide evidence that private equity ownership increases both clinic revenue from reimbursements and
the number of procedures clinicians perform. Further, we characterize the types of procedures that private
equity ownership tends to increase the most. Finally, we decompose this effect into two components: in-
creases in the number of patients per clinic and increases in the number of procedures per patient, finding
that the overall increase in procedure volume is driven by the former, extensive margin effect.

There is growing interest within economics and finance in measuring the effects of private equity invest-
ment on portfolio company pricing, operations, and efficiency. For example, Eaton, Howell, and Yannelis,
2018 study the effect of private equity buyouts on for-profit colleges and find that colleges bought by private
equity funds generate higher profits, but also have worse outcomes. However, there has been relatively lit-
tle research focused on studying the interaction between private equity and health care, even though the
health care sector is by many measures the largest recipient of private equity investment. Within the medi-
cal literature, there has been some work studying the impact of private equity investment on nursing homes
(e.g., Harrington et al., 2012; Stevenson and Grabowski, 2008; Gupta et al., 2020), but to our knowledge, our
study is the first to directly observe changes in prices and quantities of services and to thus illustrate at such
a granular level the impacts of private equity investment on operations and management.

Dentistry in particular is a uniquely interesting setting in which to study these phenomena. First, un-
like the vast majority of other health care specialties, essentially all dental care in the US is administered

at small clinics, rather than at acute care centers or hospitals, ruling out acquisitions by hospital systems
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that may drive competing effects in otherwise similar medical markets. This allows us to readily isolate
the particular effects of private equity ownership on operations. Second, the economic structure of den-
tal markets—in which most procedures are elective and non-emergency and most dental disease is non-
communicable and therefore largely free of externalities—analogize dental care more closely than most
other medical care to “typical” commodity markets Sintonen and Linnosmaa, 2000. Relatedly, the land-
scape of dental insurance differs markedly from the typical health insurance, typically eschewing out-of-
pocket limits or catastrophic protection and allowing clinicians to charge at will within “reasonable and
customary” limits, rather than stringently-negotiated fee-for-service contracts. As a result, one would ex-
pect that any price increases as a result of private-equity driven consolidation to understate the comparable
effect in other medical specialties, where professionalized management is also able to negotiate more ag-
gressively with insurers.

The remainder of this paper is organized as follows. To contextualize our findings, Section 3.2 outlines
some relevant institutional details of the dental care industry and summarizes relevant literature on the ef-
fects of private equity investment on portfolio company operations and on management within health care.
Section 3.3 describes our data and methodological approach. Section 3.4 discusses our empirical findings,

and Section 3.5 concludes.

3.2 BACKGROUND

3.2.1 PRIVATE EQUITY AND PRODUCTIVITY

Private equity funds refer to professionally managed pools of private capital from private investors known
as limited partners. The capital is overseen and deployed by investment professionals employed by a pri-

vate equity firm and is often used invest in majority or total ownership stakes in companies, both public
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and private. Over the lifetime of the investment—often five to ten years—private equity managers will of-
ten play an active role in the management of the business. Private equity firms gained some notoriety in
the 1980s during a wave of leveraged buyouts, transactions financed by large amounts of debt, in addition
to equity from limited partners, to make these investments, a practice which continues today. For a more
complete treatment of the definition and history of private equity, see S. N. Kaplan and Stromberg (2009)
and Shleifer and Vishny (1997) Investment theses, industry focuses, and post-buyout management prac-
tices differ widely across different private equity firms, with relatively little systematic understanding of
how this corporate form affects real outcomes.

This paper contributes to the empirical literature studying the impact of private equity investment on
real activity, which can often be theoretically ambiguous. A large merged entity may be able to economize
on input costs which would allow it to offer lower prices than smaller competitors. Skilled private equity
investors may also make firms themselves more efficient through better management and operational prac-
tices, thereby improving firm-level productivity. (Bloom, Sadun, and Van Reenen, 2015) In the dental care
industry, this may take the form of improved scheduling or records-keeping technology, group purchas-
ing agreements, or marketing campaigns. Bernstein, Lerner, et al. (2017) finds that industries with greater
private equity investment activity have higher growth than the same industry in comparison countries and
over time. S. Kaplan (1989) studies a sample of large management buyouts from the LBO wave of the 1980s,
finding that buyouts increase profits through improved incentives for managers. Similarly, Davis, J. Halti-
wanger, et al. (2014) study leveraged buyouts from 1980 to 2005, finding that buyouts cause productivity
gains at acquired firms by accelerating the exit of lower-producitivity and entry of higher-productivity es-
tablishments operated by the firms. Lerner, Sorensen, and Strémberg (2011) analyze investment by inno-
vative firms that are acquired in LBOs, showing that target firms see higher patent citation rates than com-

parison firms, demonstrating long-run produtivity improvements. Further, Bernstein and Sheen (2016)
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study restaurant chains that are acquired by private equity sponsors, finding that chain-operated tend to
become cleaner and safer even relative to franchised establishments. The authors additionally find that this
effect is particularly pronounced in acquisitions where the acquirer has industry experience, bolstering the
hypothesis that private equity managers are offering value-added professional management.

On the other hand, larger practices may use their newfound market power to demand higher prices or
to push patients towards more higher margin, but lower value, procedures. Bloom, Propper, et al. (2015),
studying public hospitals in England, find that greater competition across hospitals results in better hospital
performance and management practices. Chevalier (1995a) and Chevalier (1995b) finds evidence of soft-
ening product market competition following leveraged buyouts of supermarket chains, suggesting scope
for both acquired firms and rivals to raise prices. Private equity sponsors may also be more profit-driven
than physician-proprietors, who might have non-pecuniary motives to treat underserved communities
or improve population health (see Subsection 3.2.3). In this case, changes in ownership may result in de-
creased provision of care to disadvantaged populations (e.g., Medicaid recipients) or inefficient over- or
under-provision of care. Relatedly, private equity takeovers may achieve profitability by breaching implicit
contracts with key stakeholders, along the lines of the general mechanism discussed in Shleifer and Sum-
mers (1988).

Davis, ]. C. Haltiwanger, et al. (2019) highlight the heterogeneity in the effects of private equity buyouts
on target firm operations, underscoring the importance of understanding the post-acquisition dynamics of

specific types of health care practices and their potential effects on patient care.

3.2.2 MANAGEMENT AND PRODUCTIVITY IN HEALTH CARE

The health care industry, and the provider sector in particular, has experienced massive reorganization over

the past several decades. (Gaynor, Kate Ho, and Town, 2015) Our study also expands the sizable literature
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on the operational effects of changes in ownership and management practices within the health care indus-
try.

Much of the research on changes in ownership in health care have analyzed the impacts of hospital merg-
ers on prices and quality of care. Many past studies (e.g., Dafny (2009) and Dafny, Kate Ho, and Lee (2016))
have focused on the price effects of hospital mergers, generally finding that merged hospitals tend to in-
crease the prices paid by patients and insurers, often by reducing competition to be included in insurers’
networks. Capps, Dranove, and Ody (2018) examine the effect of acquisitions of physician practices by hos-
pital systems, and similarly find that acquisitions tend to result in price increases and that the magnitude
of the price increase is correlated with the concomitant increase in market share created by the acquisition.
Cooper et al. (2019) find that mergers of geographically proximate hospitals, but not mergers of distant
hospitals, tend to increase prices, and that prices are highly sensitive to both hospital and insurer concen-
tration. V. Ho and Hamilton (2000) hospital mergers in California in the early 1990s, finding ambiguous
impacts on several quality metrics, including readmission rates and inpatient mortality.

There has, however, been relatively little focus on the empirical effects of the changes in and increas-
ing consolidation of ownership among independent owner-operated practices, despite their large—and
expanding—role in care provision.(Tan et al., 2019; Zhu, Hua, and Polsky, 2020) Essentially all dental care,
for instance, is provided in a small practice setting, and understanding how changes in market structure
affect patients’ experience is of first-order importance. While much attention has been paid to the impor-
tance of pecuniary incentives for health care providers’ behavior (e.g., Katherine Ho and Pakes (2011), Kate
Ho and Pakes (2014), Clemens and Gottlieb (2014), and Duggan (2000)), there is substantial empirical and
theoretical support for the idea that providers may not perfectly maximize profits. As is the case for most
issues in modern health economics research, this idea dates at least to Arrow (1965), who suggests that the

general expectations of physician behavior include a primary concern for patient well-being, an altruistic,
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reputation- or norms-based motivation separate from purely pecuniary incentives. As such, physicians may
depart from profit-maximizing behavior, suggesting that new management may be able to increase profits
by effecting operational changes in a number of ways. Kolstad (2013) lends support to this idea, showing
that the introduction of cardiac surgeon quality report cards caused increases in surgeon quality but not
in demand, demonstrating the importance of non-financial incentives in determining clinician behavior.
D. M. Cutler (2011) and Skinner (2011) note that these expectations around physician behavior may play
a role in stunting industry- and firm-level productivity growth by softening the typical role that demand
side competition would play in incentivizing entry by high-productivity entrants and the exit of lower-
productivity firms. Chandra et al. (2016) Dafny and Dranove (2009) analyze the importance of hospitals’
ability to “upcode” patients to higher reimbursement billing codes, finding both that hospitals with greater
room to upcode are more likely to experience a change in management and that hospitals that do change
management ultimately do upcode more than control hospitals, highlighting the importance of manage-
ment practice to profitability.

More analogously to our setting, Eliason et al. (2020) find that dialysis facilities that are acquired by
larger chains tend to realign their behavior and practices in accordance with those the acquirer, often with
detrimental effects on patient outcomes. The most notable instances the authors cite of this behavior is
greater prescription of highly reimbursed drugs and replacing nurses with lower-skill (and lower-cost) tech-
nicians. Importantly for our setting, the authors argue that the convergence towards the acquiring firms’
strategies writ large, rather than market power alone, drives these changes. The paper closest to ours is
Gupta et al. (2020), in which the authors measure the effects of private equity buyouts of nursing homes.
They find that these acquisitions by private equity sponsors, but not those by non-PE corporates, result in

lower staffing levels, reduced patient health, and worse aggregate quality metrics.
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3.2.3 DENTAL CARE

Several features of the dental care industry meaningfully distinguish it from other markets and from much
of the rest of the health care industry in particular that will be important to contextualize our empirical
findings below. First, as in medicine, dental practices are beholden to state-level restrictions on “corporate
practice of dentistry”, which forbid non-dental care professionals from directly operating clinics or making
clinical decisions. (Chapman and L. Cutler, 2017; General Dentistry Practice Models Task Force, 2013)

Second, unlike most medical specialties, nearly all dental care occurs in private single-office solo or
group practices unaffiliated with hospitals or other larger health care providers. As of 1980, approximately
90% of dentists were either sole proprieters or partners in a group practice. (Medicine (US) Board on
Health Care Services, 1980) This is in stark contrast with other medical specialties which face significant
competition from and referral relationships with hospitals and simplifies the understanding of the motiva-
tions for acquisition.

Finally, unlike health insurance, which typically has an out-of-pocket maximum above which all marginal
expenses are covered by the insurer, dental care insurance typically has an (often relatively low) annual cov-
erage maximum, above which the member is liable for 100% of marginal expenses. A typical dental insur-
ance plan will cover 100% of preventive care, 80% of basic procedures, and 50% of other procedures up to
the annual maximum. There will be some variation in copayment, deductible, and annual maximum cover-
age levels both across plans and across procedures within a plan. (Wall and Guay, 2016) This has important

implicatiosn for how dentists and dental service organizations manage pricing and billing for members.
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3.3 DATA AND EMPIRICAL STRATEGY

3.3.1 DATA SOURCES

Our primary data source is the set of historical insurance claims data from a large, national private payor
between 2012 and 2017. Several features of this data make it ideal for understanding the effects of pri-
vate equity ownership. The data describes insurance claims at the individual procedure level, including

an anonymized identifier for each the patient, a National Provider Identifier (NPI) number for the indi-
vidual provider performing the work, an additional billing NPI identifying the individual or organization
charging for the procedure, and the amount reimbursed by the payor to the provider, as well as a small set
of characteristics of patients and providers. Importantly, each procedure has exactly one procedure code,
which we match to the Code on Dental Procedures and Nomenclature (CDT) for a verbal description of
the procedure, its “procedure group” such as whether the procedure is preventive or restorative in nature.
Consequently, we can analyze granular information about clinician behavior-including prices and quanti-
ties of individual procedures—before and after an acquisition. Further, the provider-level identifier allows
us to track individual clinicians across multiple practice locations over time and to compare how clinician
behavior changes under different ownership structures.

To identify whether practices are owned by private equity firms, we supplement the insurance claims
data with a dataset of deals involving private equity investment in dental practices. This data, compiled by
Preqin, has been aggregated from wire services and other public announcements of private market trans-
actions, and contains information on both the transaction—dates, investors, and transaction values when
made public—and on the practice or group being acquired. The identifying information of the practices, in-
cluding organization and clinic names and physical addresses is sufficient for us to manually match each of

the acquired firms to its National Provider Identifier (NPI) using the National Plan and Provider Enumer-
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ation System (NPPES) database. If an NPI appears in this list of private equity-associated identifiers, then
we label it as “private equity-owned”. The numbers of procedures, patients, and providers in our sample are

shown in Table 3.1.

Measure PE-Affiliated  Non-PE-Affiliated
No. Procedures 783,829 107,016,530
No. Unique Patients 74,245 7,391,832
No. NPIs 4,574 214,081

Table 3.1: Number of Procedures, Unique Patients, and Unique Providers

3.3.2 AGGREGATION

We aggregate the claims data at the clinician-month level to compute several variables:

o the total number of claims;
« the total reimbursed amount;
o self-biller € [0, 1], the fraction of claims in a given month that a provider bills to their own NPI;

« PE-biller € [0, 1], the fraction of claims in a given month that a provider bills to a PE-affiliated NPI.

We repeat this procedure to compute the number of claims and reimbursement amounts at the clinician-
month level for several more granular categories of procedures, such as preventive, diagnostic, periodontic,
and restorative procedures. This treatment allows us to test whether private equity affiliation has an effect
on practice revenue or is associated with a higher or lower propensity to provide certain types of treatments.
Additionally, we decompose any changes into the change in the number of patients per provider and the
number (or reimbursement amount) per patient.

We also aggregate the procedure data at the patient-provider-date, or visit, level. This lets us test whether

the likelihood of a a clinician administering a given procedure or category of procedure (e.g., diagnostic)
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# Claims $ Reimbursed

Procedure Type Mean Std. Dev.  Mean  Std. Dev. N
Diagnostic 8.89 14.69 344.71 709.36 4284687
Preventive 5.99 9.85 326.36  486.72 3620063
Restorative 4.27 5.79 945.38 1385.30 2433819
Periodontics 3.97 7.33 409.56 713.97 1056288
Oral & Maxillofacial Surgery  4.38 7.16 641.30  1089.18 696182
Endodontics 1.92 2.16 1035.29 1164.66 390322
Adjunctive General Services ~ 4.22 6.59 289.98  433.28 339815
Orthodontics 2.30 2.92 1542.10 1554.86 175288
Implant Services 2.52 2.35 1751.17 1179.34 107571
Prosthodontics (Removable) 1.83 1.59 845.73 762.41 106403
Prosthodontics (Fixed) 3.70 3.00 1918.46 1346.54 62839
Maxillofacial Prosthetics 2.08 1.38 483.53  453.50 76
All 16.47 26.87 1398.49  2322.02 5061306

Table 3.2: Mean and standard deviation of the number of claims and total reimbursement amounts at the clinic-
month level across procedure type. Measures only include providers that bill to the same NPI for the entire month
and that billed a positive number of claims in the corresponding specialty.

in a given visit changes with private equity ownership. Crucially, this also allows us to follow patients’ and
providers’ interactions over time, in order to analyze whether, for instance, the amount of time between a
patients’ visits conditional on receiving a diagnostic procedure changes following a private equity buyout.
In short, this view offers a highly nuanced view of clinicians’ practices that, in conjunction with ownership
information, offers a clear window into the effect of private equity ownership on granular practice opera-

tions.

3.3.3 PROVIDER-MONTH-LEVEL REGRESSIONS

To estimate the effect of private equity ownership on clinician behavior, we consider the following estima-
tion equation:

Vit = ﬂpei,t to;+17+¢€,
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In this equation, pe; , is a binary variable indicating whether clinician i bills to an NPI matched to a private
equity-run dental group in month 7. When pe; , is equal to 1, we say that clinical i is private-equity affiliated
during month 7. a; and 7, are clinician and time fixed effects, respectively. We estimate the coefficient g for

several outcomes of interest, y; ,:

o Total number of claims;
o Total reimbursement revenue;

« Number of claims and reimbursement revenue for each category of procedures;

Number of claims per member;
o Number of unique members seen;

o Number of unique claim codes (i.e., procedures).

where all results are aggregated at the clinical / month level. The results of these regressions are shown in

Tables 3.3, 3.4, 3.6, 3.7, and 3.8, respectively.

3.3.4 VISIT-LEVEL REGRESSIONS

We further estimate several similar regression equations at the visit-level, which captures each unique date,
t, on which a patient, j, and provider, i, interacted. For these regressions, we focus on a variety of depen-

dent variables which capture the number of days until j has another visit.

log(Days to next ViSit)iJ’t = ﬂ()pei’, + ﬂlDiagnostici’j’t + ﬂzpei’,DiagnostiCi’, + €4

We include a dummy variable indicating whether patient j’s visit to dentist i on date ¢ included a diagnostic

procedure and that variable’s interaction with an indicator for whether dentist i is PE-affiliated. The coeffi-
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cient of interest, f},, represents the average percentage change in the number of days until patient j’s next
visit to a dentist. We estimate this regression with three dependent variables: the number of days until pa-
tient j’s visit to any dentist, the same dentist (), or a different dentist. The results of these regressions are

shown in Table 3.9

3.4 RESULTS

Our baseline regressions estimate the effect of private-equity acquisition on dollar revenue per month, and
the number of claims filed per month at the individual dentist level. In the full sample, we find that PE-
affiliation is associated with a 7% increase in total revenue, and an associated 7% increase in the total num-

ber of claims: Note that each of these coefficients represents the incremental effect on the dependent vari-

Dependent variable:

log($) log(# Claims)

Billed to PE-affiliated NPI  0.072*** 0.074™**
(0.019) (0.017)
Billed to own NPI 0.030™** —0.026"**
(0.005) (0.005)
Observations 4,801,782 4,850,196
R? 0.430 0.533
Dentist fixed-effect Y Y
Time fixed-effect Y Y

Table 3.3: Regression of revenue and claims on dummies for private equity ownership and self-billing. Standard er-
rors are clustered at the time and individual NPT level.

able relative to the provider billing to a non-PE-affiliated group practice NPI. This within-clinician identifi-
cation strategy estimates the average change for dentists who move from working for a non private-equity
affiliated practice (including, potentially, their own practice) to working for a private equity affiliated prac-

tice.
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If we restrict the sample to only observations in which dentists either self-bill or bill to a PE-affiliated
NPI, so that our identification is based entirely on dentists who switch between sole-practice to PE-affiliation,
the effect sizes increase to a 12% increase in revenue, and a 22% increase in the number of claims. This sug-
gests that the scope for private equity funds to meaningfully affect the operational behavior of dentists is
larger for dentists who had previously been solo practitioners, consistent with models in which private-

equity acquisition helps targets acquire economies of scale and technical management knowledge.

Dependent variable:

log(Dollar revenue)  log(Number of claims)

Billed to a PE-affiliated NPI 0.125*** 0.218%**
(0.036) (0.033)
Observations 2,523,094 2,548,507
R? 0.449 0.553
Dentist fixed-effect Y Y
Time fixed-effect Y Y

Table 3.4: Regression of revenue and claims on a dummy for private equity ownership, with the sample restricted to
only dentists who either self-bill or bill to a PE-affiliated NPI. Standard errors are clustered at the time and individual
NPI level.

Decomposing these effects into intensive and extensive margins, we find that the increase in volume is
driven by the number of unique patients visiting PE-owned clinics rather than the number of procedures
being performed for each patient, suggesting that private equity ownership may help dental clinics acceler-
ate their marketing efforts:

In order to further investigate the effect of private equity on dentist behavior, we estimate regressions at

the procedure-code level, between procedure groups. For a procedure group g, such as diagnostic proce-

dures, let ¢ index individual claim codes. Then we estimate

log(yc,i,t) = ac,i + Tc,t + ﬂpei,t
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Dependent variable:

log(Claims per Member)  log(# Members)

PE Biller —0.029*** 0.121%**
(0.008) (0.015)
Observations 4,969,517 4,969,517
R? 0.354 0.610
Dentist fixed-effect Y Y
Time fixed-effect Y Y

Table 3.5: p: 0 *** .01 ** .05 * 0.1. Regression of average claims per member and number of distinct members on a
dummy for private equity ownership, with the sample restricted to only dentists who bill to a single NPI in a given
month. Standard errors are clustered at the time and individual NPI level.

where y is the code-level dependent variable and « and 7 are the analogous fixed effects. We use average
price per claim, the average number of claims, the total revenue, and the number of unique members filing
a claim as dependent variables.

We find that private equity owners appear to be able to increase both price and quantity for claims within
the diagnostic group; this suggests that they are able to expand the efficient frontier for the provision of di-
agnostic services. This is again consistent with the hypothesis that experienced private equity operators may
be able to introduce customer-acquisition techniques that dentists without substantial business training or
experience may be unfamiliar with.

Additionally, we find that private-equity acquisition causes reduced price and increased quantity, with no
significant change in overall revenue, for periodontal (gum disease) treatments. In equilibrium, an increase
in quantity without a corresponding increase in revenue is only profitable in the presence of lower marginal
costs. Though our data does not permit us to directly observe costs, this provides suggestive evidence that
for certain procedure types private equity owners may be able to implement changes to improve efficiency
and reduce costs.

We also find that private-equity affiliation increases the number of claim codes that dentists bill within
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Outcome variable ‘ ] t p ‘ Sample
0.07 8.31 0.00 | full
Total Revenue 0.11 6.67 0.00 | restricted
Price per claim 0.04 7.29 0.00 | full
P 0.04 3.85 0.00 | restricted
# of claims 0.03 4.11 0.00 | full
0.07 5.45 0.00 | restricted
# of members served 0.03 4.38 0.00 | full
0.06 5.27 0.00 | restricted

Table 3.6: Estimated coeflicients from a regression of outcome variables on a dummy for private equity ownership for
diagnostic claims. The restricted sample contains only dentists who are either self-billing or billing to private-equity-

affiliated NPIs

diagnostic, periodontic, and preventive claim groups; in the sample of dentists who move from self-billing
to billing to a PE-affiliated NPI, the range of preventive and periodontic codes billed increased by over 20%.

In combination with our previous results, this suggests that private equity ownership may increase clinician

attractiveness to patients by increasing the services that the clinician can provide.

Finally, we find that the expanded provision of diagnostic care appears to be connected to more efficient
follow-ups: the average time-to-next-visit following an appointment which included diagnostic services is
15% lower for PE-affiliated dentists than for others. This suggests that PE-affiliation may also help clinicians

expand care on the extensive margin by enabling them to more quickly and effectively convert diagnostic

care into procedures.

3.4.1 EVENT STUDY DESIGN

While private equity investors certainly do not choose which dental practices to acquire at random, we
provide visual evidence in this section against the hypothesis that acquired providers differ systematically

from non-acquired providers in ways that may threaten our identification strategy. In particular, figures
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A

Outcome variable p t p Sample

0.01 0.28 0.78 full
-0.03 -0.85 0.39 restricted

-0.05 -3.33 0.00 full
-0.10 -3.10 0.00 restricted

0.06 3.47 0.00 full
0.06 2.11 0.03 restricted

0.06 5.17 0.00 full
0.08 3.50 0.00 restricted

Total Revenue

Price per claim

# of claims

# of members served

Table 3.7: Estimated coeflicients from a regression of outcome variables on a dummy for private equity ownership for
periodontic claims. The restricted sample contains only dentists who are either self-billing or billing to private-equity-
affiliated NPIs

A

Procedure group p t p Sample
0.06 598 0.00 full

Preventive 022 11.08 0.00 restricted
periodontics 000 589 000 full

0.22 7.52 0.00 restricted
. . 0.05 523 000 full
Diagnostic

0.14 6.44 0.00 restricted

Table 3.8: Estimated coeflicients on a regression of the number of unique claim codes filed in each procedure group
on a dummy for private-equity ownership. The restricted sample contains only dentists who are either self-billing or
billing to private-equity-affiliated NPIs

3.1a and 3.1a plot the estimates of the coefficients of the following regression equation:

T
log(claims; ) = ; + 7, + Z Pl € ),
s=—T

where s < 0 indexes the number of months until provider i’s next month billing to a PE-affiliated NP1, and
s > 0 indexes the number of months since i’s most recent month billing to its own NPI.
Note that the time # = 0 corresponds to between zero and three months since a given provider’s most

recent month billing to their own NPI. These estimates show that, prior to acquisition, target clinicians do
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Figure 3.1: Event Study Regression Coefficients

93



Dependent variable:

log(Days to next dental claim)

(1) (2) (3)

PE Dummy 0.011 —0.038 —-0.037*

(0.016) (0.027) (0.022)
Diagnostic Dummy 0.00004 0.060"** —0.141"*

(0.008) (0.009) (0.006)
PE dummy X Diagnostic Dummy  —0.156™** —0.196"** —0.083"**

(0.016) (0.017) (0.017)
Sample Full Same dentist ~ Diff dentist
Observations 18,779,592 14,139,681 4,639,911
Adjusted R? 0.109 0.142 0.138

Table 3.9: Regression of time between claims on a dummy for diagnostic claims interacted with a dummy for PE
ownership. The “same dentist” sample includes only patient / claim pairs for which the next observed claim is with
the same dentist; the “different dentist” sample includes only patient / claim pairs for which the next observed claim is
with a different dentist

not exhibit a systematic trend in the volume of reimbursements or procedures they perform and that, post-

acquisition, claims and reimbursements increase over time.

3.5 CONCLUSION

The overall implications of our results on patient outcomes is unclear. Greater provision of some diagnostic
procedures such as X-ray imaging—even within ADA-recommended guidlines—may lead to worse health
outcomes over time as the radiation exposure may increase the risks of certain types of cancer with limited
marginal diagnostic value. (Claus et al., 2012; Memon et al., 2010) .

On the other hand, diagnostic procedures with fewer or more innocuous side effects may improve long-
term health by enabling low-cost, high-value interventions before an acute (and expensive) procedure be-

comes necessary. Further, our empirical findings speak to the association between frequency of patient
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visits, diagnostic services, and intensity of care, which may lead to inefficient overprovision of health care
services—so-called “diagnostic-therapeutic cascades”. (D. Cutler et al., 2019; Lucas et al., 2008) In the den-
tal care setting, we find limited evidence of this phenomenon with respect to private equity ownership:
while PE ownership causes reduced follow-up time following a diagnostic procedure, the overall number
of procedures performed per patient does not increase on average

In addition, we are currently unable to speak to the cost side of these acquisitions. While some of our
results, such as the unchanged total revenue for periodontists following acquisition, suggest that reducing
costs is in fact part of the acquirer playbook for increasing profits, our data does not allow us to measure
that change quantitatively.

What is clear, however, is that private equity-led rollups of dental practices involves substantial changes
to the operations of the businesses: on the whole, the total production, as measured by both total revenue
and the raw number of procedures administered, at acquired clinics increases significantly, largely driven
by the extensive margin of patients per clinic rather than the intensive margin of procedures per patient.
We also provide evidence that the operations of acquired clinics become more efficient: conditional on
receiving a diagnostic procedure, a typical patient of a private equity-affiliated dentist will receive their next
procedure nearly 20% more quickly than an independent dentist. Connecting these observed operational

changes with concrete patient outcomes will be the subject of future work.
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