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1. BACKGROUND ON NEURAL NETWORKS

1.1. Feedfoward Perceptrons. Neural networks are a class of algorithms loosely in-
spired by biological neuronal circuits. While there are many common varieties of neu-
ral networks!'®l all share a similar construction: A network of neuron-like units with
weighted pair-wise connections along which some quantity of potential (often conceptu-
alized as voltage) flows.

Here we will focus on two types of neural network algorithms, specifically multilayer
perceptrons and Boltzmann machines. We begin by describing the structure of these
types of networks and simple learning algorithms on them.

Definition 1. An L-layer deterministic multilayer perceptron (which we will often
refer to as simply a neural network) with transition function f is a network with one
nput layer, one output layer, L — 2 hidden layers, and a set of connection matrices
{Wto<icr—1. Given input vector 2°, the activation in layer i is given by

. [ ifi=0
r = ) )
FWito iy f1<i<L

The output of the network on input x° is x.

In machine learning we are often given training data consisting of a set {x°(i), (i)}
of input/output vector pairs, and would like to adjust the connection matrices {W7}
so as to minimize the difference between x*(7) and the network’s output on input x°(i)
(typically averaged over all i). Most training algorithms are incremental, considering
each training pair individually (or in small batches), and often adjust elements of {W7}
via a gradient descent procedure. Specifically, if a network produces output (i) on
input °(4), we would like to minimize an error function

E(&" (i), z"(i))

by gradient descent. Typically, we choose E(Z"(i), 2" (i) = ||@"(i) — =" (i)||3, the
squared Lo norm loss.

For example, the most simple backpropagation algorithm is shown in Algorithm 1.

Initially, the partial derivative avg,l.kg (2L (1), zc(Lz)) may appear difficult to compute.
However, for suitably chosen error functions € and transition functions f of the network,

it can be computed easily!'®l. For example, suppose we use the squared L, norm loss for

&€ and the transition function

eu

fl) =

Then using the chain rule we can compute the weight gradients recursively, as follows.

Let us denote

Az! = %5(#(@'), ()



Algorithm 1: Backpropagation

Data: input/output pairs {x°(i), () }ics
Initialize: 1 >> € > 0;
foric I do
forward-propagate x°(7) through the network, obtaining £*(i);
for each synaptic weight I/V]lk do
update lek by

Wiy =0 =)W + e

end
end

Then we compute the Az' recursively. For the base case [ = L, we have
Azt =VvE(E" (i), (i)
= 2(a" (1) — 2"(1))
For | # L, we have the recursive expression
l 9 1 . I+1
Ax' = [ —=x Az
ox!
in which we compute
0 T
ox!
where we have used the operation Diag(v) = I-v and where f’ is applied element-wise.
Now, note that f' = f(1 — f), hence

f'(W'. x") = Diag (f(Wl . wl)) . (1 — f(Wt. wl))
= Diag(z"™) - (1 —z'")

"1 = Diag (f(W'-2')) - W'

In this way we can compute {Azx!'} recursively (and efficiently, using matrix algebra),
obtaining for each [:

0
oW
This describes an efficient means of computing the gradient and will be implicitly used

E(z" (1), 2" (i)) = Diag(Az') - W'

in many of the algorithms described from now on. We summarize this by the essential
description of the algorithm, which is to update the weights based on the gradient

W(Z + 1) = W(Z) - ng(i)

where we have abbreviated the notation for the error function and the set of connection
matrices.



This basic backpropagation (Algorithm 1) is rarely if ever used in practice, as there are
many modifications which improve its performance (such as batched learning, gradient

1161 However, we will not discuss

with momentum, max pooling, dropout, and more)
these modifications. Instead, we will focus only on one technique, termed the “natural
gradient,”Pl¥lwhich is currently not typically included in backpropagation algorithms.
First, however, we must describe some alternative types of neural networks which are

commonly used in practice:

Definition 2. An L-layer multilayer perceptron with binary stochastic output
(which we abbreviate as a binary neural network) is a network with a single input
layer, single output layer, L — 2 hidden layers, and connection matrices {W'} <i<r 1.
Given input vector x°, the activation in layer i is given by

; x’ ifi =0
v {f(Wi—l-a:i—l) if1<i<L=1
for i < L. The final layer i = L is a binary vector £ of length n following the
distribution defined by
P(aj=1)=f (W, -z"")
Pk =0)=1-f(W,;_-a2")

where f(u) = 1iu is the sigmoid function.

Definition 3. An L-layer multilayer perceptron with noisy output (which we
abbreviate as a noisy neural network) and variance o is a network with a single input
layer, single output layer, L — 2 hidden layers, and connection matrices {W'} << 1.
Given input vector x°, the activation in layer i is given by

; x’ ifi=0
T = . .
fWil. =)y yf1<i<L=1

fori < L. The final layer i = L is a real-valued vector ' of length n following the
distribution defined by

e N (F (W2t ) o)

Note that in the binary neural network the only binary layer is the output layer, and
similarly in the noisy network noise is only introduced into the output layer. Noisy
networks are commonly used as a generative algorithm, and binary networks are most
commonly used for classification.

The connection weights for both binary neural networks and noisy neural networks can
be trained with the backpropagation algorithm (Algorithm 1) by removing the stochas-
ticity in the final layer during training. However, this performs very poorly for the
binary network because such a network would prefer to have a binary output unit prior



to the addition of stochasticity (because the mean square error is being minimized). In
the noisy network Algorithm 1 does work well, though for this also we will see that there
are more efficient learning algorithms.

1.2. Boltzmann Machines. While multilayer perceptrons are useful for many predic-
tion and classification tasks, another commonly used neural network structure is the
Boltzmann machine, which is particularly useful for combinatorial optimization prob-
lems (such as the Traveling Salesman problem)!'?,

Definition 4. A Boltzmann machine is a network of n binary units with a symmetric
connection matric W = {W, ; }o<i j<n such that W;; = 0 Vi. A network with binary state
vector & = {x; }o<i<n 15 updated over time by randomly selecting a unit i > 0 and letting

1 with probability f(W; _ - x)
€Tr; =
0 with probability 1 — f(W;

where f(u) = 15; and xo =1 fized.

,—

Note that the fixed zy = 1 effectively introduces a threshold —W; , for each unit i.

There are many modifications of the Boltzmann machine architecture (most notably
the Restricted Boltzmann machine) on which there are much more efficient learning
algorithms than on this general Boltzmann machinel?. However, we will not discuss
these variants and will only discuss learning in Boltzmann machines in Section 7.

2. DIFFERENTIAL GEOMETRY BACKGROUND

2.1. Riemannian Metrics and Connections. We assume the reader is familiar with
the fundamentals of differential geometry, and in this section will only briefly review
some crucial concepts and establish our notation. The material here can be found in
any standard differential geometry text!®l.

Suppose we have a manifold M with a coordinate system 6 = {6',...,6"} defined
on some chart ¢ : U C M — R"™. We then have local vector fields { 8891-} which are
derivations acting on functions, in the sense that -2; : C®°(M) — C*°(M) acts by

06°
0 g dlfoeT)
06t 'p do

€ T,(M), the tangent space at p € M. For notational convenience, we let
p

eR

d
Hence o

0; denote %. In practice we will only encounter manifolds which have a global chart,
so will ignore the local U C M from now on.

A Riemannian metric (often abbreviated as a “metric”) on a manifold M is a choice
of inner product (,), : T,(M) x T,(M) — R at each point p € M which is smooth as a
section of T*(M) @ T*(M).



Equivalently, in local coordinates a metric is a positive definite symmetric matrix of
functions

G(p) = ( 9i(p) )
such that each g;; € C°°(M). In this way we let (0;,0;)|, = ¢:;(p).

Definition 5. A connection V on a manifold is a smooth bilinear map

V:TxT—=T
satisfying
(1) VixY = fVxY
(2) Vx(fY) = fVxY + (Xf)Y

where f € C®°(M) and T = C*(M,TM) denotes the space of vector fields over M.

A connection may be uniquely described by its Christoffel symbols {Ffj}, which are
smooth functions on M defined by

Vai 8j = Ffj 8k

Here we are using Einstein summation notation, whereby an index appearing both as
a superscript and a subscript indicates a sum of the expression over all possible choices
of the index. We will liberally use this summation convention from now on. These
Christoffel symbols are often called “Christoffel symbols of the second kind;” we will
soon introduce Christoffel symbols of the first kind, but will often refer to both kinds as
simply “Christoffel symbols.”

Suppose we have a coordinate transformation § — p. Let us denote % = 0,. Then a
connection V can be written in terms of the p-coordinate system as

VéTés — f‘isét

and we would like to compute the coordinate-transformed Christoffel symbols T*_.

This can be done by substituting 9, = ggi 0;, whereby using bilinearity and Equations 1

and 2 we compute
i 907 2k ¢
3) m:(rzae 893+ 00 )a_p
0pr dps ~ Oprdp* ) 00k
From this we can also see that a set of Christoffel symbols satisfying this transfor-
mation rule defines a unique connection (this can be seen by verifying that Equations 1
and 2 are satisfied by a connection with this transformation rule)®l.
When M has a metric G = (g;5), it is often convenient to use an alternative represen-

tation, called “Christoffel symbols of the first kind,” which are defined as
Tijo = (V,0;,0k) = Tl qu



By a computation similar to that for Equation 3, these satisfy the coordinate trans-

formation rule
~ (86i 007 82ph ) 00k
rs,t —

@ o0 0 T Bpop ™) o

and again any choice of smooth functions satisfying this coordinate change will define
a unique connection (which follows from the analogous result for Christoffel symbols of
the second kind and the fact that G is positive definite).

There are some properties of connections that warrant special attention. One of these
is a symmetric connection, which is one that satisfies

k _ Tk
for Christoffel symbols of the second kind, or equivalently
Lijre = Ljin

for Christoffel symbols of the first kind. We also distinguish a metric connection,
which is a connection that satisfies

Z(X,Y) =(VzX,Y) + (X, VzY)
By letting X = 0;, Y = 0;, and Z = 0, we see that the metric connection condition
is equivalent to the constraint
OkGij = Thij + iy

Additionally, a Levi-Civita connection is one that is both symmetric and metric. For
every Riemannian manifold there exists a unique Levi-Civita connection, because the
Christoffel symbols are determined from the metric as

0igjk + 039k — OkGij = Tije + Ding + Ui + Tjik — Uhiy — Ui
(5) = 20k

2.2. Flatness, Duality, and Autoparallel Submanifolds. We will be particularly
interested in Riemannian manifolds (M, G) which are dually flat, a very restrictive
notion defined as follows!":

Definition 6. A Riemannian manifold (M,G) is flat with respect to a connection V
when there is a coordinate system in which all Christoffel symbols I';; i are zero. This
coordinate system is called an affine coordinate system for V.

Two connections V,V* are dual on M if for all X,Y,Z € T (M),

Z(X,)Y)=(VzX,Y)+ (X, V,Y)

Finally, (M, G) is dually flat if there exist two dual connections V,V* on it, both of
which are flat.



Note that by when evaluated in coordinates, the duality condition becomes
Ogij = Trij + Upja
where {T';;,.} and {I'j;,} are the Christoffel symbols for V and V*, respectively.
Now suppose we have a Riemannian manifold (M, G) with a connection V, and let
S C M be a submanifold. Let {0;};c; denote the coordinate vector fields for a coordinate
system on S.

Definition 7. In this scenario, S is autoparallel with respect to V if
Véiéj € T(S)Vi,j

In other words, V restricts to a well-defined covariant derivative on S.

When S is 1-dimensional, we call M a geodesic. This case arises often by parameter-
ized curves v : [0,1] — M.

As a final note about autoparallel subspaces, consider the case when M is flat with
respect to V, and letting {6;} be an affine coordinate system for M notate the coordinate
tangent vector fields by {0;}. Then a subspace S € M defined by linear constraints in
the {6;} is necessarily not only autoparallel but also flat, because V vanishes on linear
combinations of the {0;}.

3. STATISTICAL MANIFOLDS, INFORMATION GEOMETRY, AND THE NATURAL
GRADIENT

3.1. Fisher Metric. With these differential geometry notions in hand, we will now turn
to statistical manifolds, discussing natural metrics and connections on them!.

Definition 8. A statistical model is a family S of probability distributions over a
measurable space X, where S is parameterized by

S=1{po|6=10",..0"} €U}

where U C R™ and the map 0 — py is injective.
A statistical model is a statistical manifold if at each x the map U — R : 0 — py(x)
15 C°.

Definition 9. The Fisher information matrix of a statistical model S is the matrix
of functions G = g, ;(0) defined by

9i3(0) = E[0; (log p(x; 0)) 0] (log p(x; 0))]
We will often denote log p(x;0) by I(x;0) or [(#), and will sometimes abbreviate this
just by [ when 0 is implicit. In this way, we can concisely write

or in matrix form

G = E[ol-0l"]



We also assume throughout that log p(x; @) is defined for all 6, in the sense that the
support of p is independent of 6.

Lemma 1. When S is a statistical manifold, the Fisher information matrix on S is
a Riemannian metric, in the sense that the map TSy x TSy — R : X, Y — XTGY
describes a Riemannian metric tensor.

Proof. 1t suffices to check that for X, Y € T'Sy, we have

i) XTGO)Y =YTG(0)X
i) {XTGO)X =0} <= X =0
iii) XTG(0)X >0
First, note that G(#) is symmetric by definition, so (i) holds immediately. We show
(ii) and (iii) simultaneously. Letting X = >""" | 2,;0;, we have

XTGo)X = Z Z z;x;Eg[0; log p(8)0; log p(6)]

i=1 j=1

=F

>0
Hence the matrix G(#) is positive semidefinite, and if {0;p(0)} are all independent, it
is positive definite. O

It turns out that the Fisher metric is the unique Riemannian metric on a statistical
manifold (up to some mild conditions such as linear scaling and provision of sufficient
statistics). We will not discuss the proof of this!'®l| but it further underscores the im-
portance and naturality of the Fisher metric.

We have an alternative description of the Fisher metric

(6) 9ii(§) = —E¢[0,0; log p]
which can be derived by noting
hence E[@Zlajl] + E[azajl] =0

Differentiating under the integral sign can be used here because the partial derivatives
of p are continuous. We will use differentiation under the integral sign many times, and
in all cases it can be easily validated.

10



3.2. The a-connection. Equipped with Riemannian statistical manifolds, we describe
a family of natural connections.

Definition 10. For a € R, the (a)-connection on a statistical manifold is

L) = Kaiajz + “To‘aizajo (a,J)}

This is a well-defined connection because it is smooth and satisfies Equation 3, since
given an alternative coordinate system {7;}, we have:

i j i ¢ 24
g_srai <§—8<l> — 8_55;8‘3.[ + 0°¢ —> il

ons ™’ onrons "7 Onron?
hence
= ot o0& —a o ock
e [ (30) 50 ) o
_og o8 og” s 35’“
O o WE o ) O] " o on onf E 100k

_(ogog e\ o
— \ oy ons ik onron® Ghk ont

Of particular importance will be the (1)-connection and the (—1)-connection, which
are given respectively by

L) = E[0,0;10,)
Ty = E (000 + 8i10;1) O]

We show the following Lemma (which we will not actually use) to elaborate on the
relationship between the («)-connection and the Fisher metric:

Lemma 2. The (0)-connection is the Levi-Civita connection for the Fisher metric.

Proof. First note that

Ohgij = 3k/ailajlp(x§§)d$

= E[(aka-o(az)] + E[(9:1)(0x0;1)] + E[0:10;1041)
and
1
Ik = El0:0,D)(0D)] + 5 E[0:10;10,1

Using these and Equation 5, we compute

0igjk + 059ki — Orgi; = 2E[(0;0;1)0kl) + E[0;10;10k1]
= 2Fij,k

11



O

Lemma 3. For all a € R, the («)-connection and (—a)-connection are dual with respect
to the Fisher metric.

Proof. This is immediate from the definitions, since as above,
and from the definition of the («)-connection,

T+ T = E[0W051040) + E[0x0:10;1) + E[010;10,]]

i ki,j

0

Lemma 3 in the case a = 1 will be very useful in the context of Boltzmann machines.

3.3. Natural Gradient. While gradient descent is a common method in optimization
and yields the traditional backpropagation method, it is only optimally efficient in a
space with a Euclidean coordinate system. In a general manifold, the true steepest
descent is given by the natural gradient!’!ll as described in the following theorem:

Theorem 1. Given a function F : M — R on a Riemannian manifold with metric G,
the un-normalized steepest descent of F' at point x € M 1is

~G H2)VF(x)

In this theorem the symbol V refers to the standard gradient with respect to the
coordinate system in which G is computed. The symbol V is standard notation in
different contexts for both gradient and a connection. We will use it in both cases, but
context should make the notation unambiguous. In fact, we will not discuss connections
again until Section 5, so until then V refers to the standard gradient.

Proof. We would like to minimize
F(x+dz) = F(z) + eVF(z) v

where v is a unit-norm vector and € << 0. Since by the definition of our metric
|v|? = vG(z)v, the Lagrangian method implies

aa [VF(z)"v — W G(z)v] =0 Vi

Vj

where A is a Lagrange multiplier. Using the symmetry of G, we have
0
aU"lJTG(a:)v = (Gv); + (v G);

12



Hence
VF(z) =2\Gv
v =aG 'VF(z)

for some constant «.

4. APPLICATIONS OF NATURAL GRADIENT TO PERCEPTRONS

4.1. 2-Layer Perceptrons. Equipped with the natural gradient, we would like to de-
rive more efficient neural network algorithms. This requires calculation of the inverse of
the Fisher matrix, which is analytically intractable in most cases. However, for many
simple types of 2-layer networks it is possible to derive a simple form of the Fisher ma-
trix and its inverse, given strong assumptions about the distribution of inputs to the
network. We will begin by showing derivations of some of these special cases in which
the inverse Fisher matrix is solvable explicitly (modulo one or two univariate integrals
which can be efficiently numerically computed).

Theorem 2. On inputs distributed as N'(0,I), the Fisher metric of the 2-layer neural
network with binary stochastic output, a single output neuron, and connection weight
vector w 1s given by

G = BIhwE)I + o El(we) (€ — D]ww”
where § ~ N (0,1) and w = |w| and h(u) = f(u)(1 — f(u)) £

= ey

Theorem 3. On inputs distributed as N(0,1I), the Fisher metric of the 2-layer noisy
neural network with variance o, a single output neuron, and connection weight vector w
15 given by

G = RO + —5 5 B (we)(€ — D]ww”
where £ ~ N (0,1) and w = |w| and h(u) = f(u)(1 — f(u)) = ﬁ

Before we are able to prove this theorem, we must review some probability theory of
multivariate normal distributions.

4.2. Probability Theory of Multivariate Normal Distributions.

Definition 11. Given Xy, Xy random variables, the covariance Cov| Xy, Xs| is defined
as
CO’U[Xl,XQ] = E[XlXQ] — E[Xl]E[XQ]

Lemma 4. For X, Y random variables (possibly dependent),
Ey|[Ex[X|Y]] = E[X]

13



Proof. This is a fundamental result in probability theory, the proof of which relies on
a rigorous definition of conditional expectation, which we will not give here. It can be
found in any standard text on probability theory!!. O

Lemma 5. Given X1, X5, Y random variables (possibly dependent),
Cov[ X1, Xso] = E[Cov[ X1, Xa|Y]] + Cov[E[X,1]Y], E[X2|Y]]
Proof. Expanding the definitions, we would like to show
E[X1X,] — E[X41|E[X,] = E[E[ X1 Xs|Y] — E[X4|Y]E[Xs|Y]] +
E[EIXi[Y]E[Xo|Y]] - E[E[X Y] E[E[X,|Y]]

This equivalence is true by applying Lemma 4 twice and using linearity of expectation.
O

Lemma 6. Given a standard multivariate normal vector € = (x;) ~ N(0,1) and a
vector w = (w;), the conditional distribution xi|(w - = a) is given by

awq |’w_1]2
N[ —
<IWI2’ jwl? )
1

and more generally the conditional distribution (73)|(w - x = a) is given by the bi-

variate Normal

N (1, %)

B 1 awn
”_]wP aws

Yy = L ( lw_1[> —wiw, >

Cw \ —wiwy wof?

where

where we use the notation w_1 = (wa, ..., wy,) and w_y = (W1, W3, ..., W,).

Proof. For the first part, Bayes’ Theorem implies
Pw-x =al(xy =0b))P(z1 =)
Plw-xz=1)

1 |w [—1 ( ,  (a—Dbw)*  a? >]
= — exp |— [ b° + —
Vorw ] P w2 Jwp

because w - € ~ N(0,|w|?). This distribution is normal because it is of the form
exp|—q(b)] for quadratic . The mean and variance can be determined (by completing
the square in the exponent) to be

P(zy =b|(w- -z =a)) =

. awq

" Twp
2 |'w_1|2
[w|?

14



as claimed.
For the second part, we again use Bayes’ Theorem:

P(w L = a\(ml = bl,.ilfg = bg))P(.’El = bl,.ilfg = bg)

P(xy =b1,20 = bo](w -z =a)) =

Plw-x=a)
1 ]w\ —1 2 2 (CZ — w1b1 — ’LU2b2)2 CL2
= — — b7+ —
(7) 27 w1l exp [ 5 ( 1t 0+ w1 o] B

where w_1_o = (w3, Wy, ..., wy,).
A bivariate Normal has the form

N(p, 2:b) = %;lx! exp {_71 (b—p)To'(b- M))]

The univariate case proven above shows that
1 aw,
»= lw]? \ aw;
5o 1 ( [w_,|? ZJ1,22 >
wl* \ i |wo

For some matrix X; 5 to be determined. To solve for 3 5 we look at the b3 coefficient
in the exponent, equating that indicated by the bivariate Normal to that of equation

(7):

(wPlwof Jwf

(w12 w_o> =5},  |w_yf?

from which we see that X%, = w?w3, since |w_;|*|lw_5|*> = w? + |w|*|w_;_»|?. This
completes the proof.
0]

4.3. Inverse Fisher Matrix for the 2-Layer Binary Network. With these results
we are now able to compute the Fisher metric for the neural networks and prove Theo-
rems 2 and 3.

Proof. (of Theorem 2)
Let z denote the binary output of the network, so by the assumption on the inputs,
P(z, z|lw) = P(z|z; w)N(0,I)

where
€ZUI'E

Plelew) = s

Thus
Ow; log P(x, z|w) = dw;(zw - ) — dw; (log(w + €“*))

=z, — o f(w - x)

15



To compute one component of the Fisher matrix, we first take the expectation with
respect to z:

E, [0w;log P(z|x, w)0w;log P(z|x,w)] = iz, f(w - x)(1 — f(w - x))*+
vias(1— f(w- @) f(w - @)
— i f(w-2)(1 - fw - @))
Hence we can write the Fisher matrix as
G=E, |[z"zf(w-z)(1- f(w-x))]

Each component of GG is an n-multivariate integral. However, we Will now simplify this
into a much more tractable form. Let h(u) = f(u)(1 — f(u)) = (1+eu . Then Lemma 4
implies

Elziz;h(w - x)]
E[E[zizh(w - x)|lw - x|
Eh(w-x)Erz;|w - x|

and Lemma 6 yields
1
|w|*

wW;W,;

Elri|lw - x| = (wi(w - 2)* + [w]*lw_y[*)

Thus for arbitrary ¢, j, we have deduced

91 = T Elwiw;h(w - @)((w - 2)* — Jwl*)] + 0, E[h(w - )]

G =Ehw- )| I+ —Eh(w-z)(w-z)* - |w?)]ww’

Now, note that w -  ~ N(0, |w|?), hence letting £ ~ N(0,1) and denoting w = |w|,
we conclude

G = BIh(eT + 3 FlA(we)(€ ~ D]ww”

An alternative proof of Theorem 2 may be found in reference 1°l.

Corollary 1. On inputs distributed by N(0,I), the inverse of the Fisher metric of
the 2-layer neural network with binary stochastic output, a single output neuron, and
connection weight vector w is given by

a1 1 1 ) ww?’

1
s’ (Feiey ~ Fee
where £ ~ N(0,1) and w = |w| and h(u) = f(u)(1 f(u)):ﬁ

w?2
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Proof. This is immediate by computing GG}, using the expression for G derived in

Theorem 2.
O

4.4. Inverse Fisher Matrix for the 2-Layer Noisy Network. We will now show
analogous arguments for noisy networks.

Proof. (of Theorem 3)
This proof is similar to that of Theorem 2. The relevant differences are:

1 —1
P(zlx; w) = T exXp | 5 (z — fw-x))?
Thus
u,log P(r, 2|w) = 5 (=~ flw- 2)) - Oy, f(w - )
Z;

= (2~ f(w-a))h(w - x)

o2

Hence since (z — f(w - x))? is independent of w - x,

nggﬁkdk—fw»@fMQJQQMwwwﬂ

o2
Lemma 4 now implies
1
9ii = — B [E [ra;h*(w - @)|w - a]]
1
— EE [hz('w ) E [zx|w - wH

Using the expressions for F[z?|w - ] and E[z;z;|w - ] from the proof of Theorem 2,
we have

9ij = WE [wiwjh2(w cx)((w-x)? — ]w|2)] + (5i7jE[h2(w )]
G = %E[hQ('w ~x)| I + 02|w|4E [h2('w - x) ((w cx)? — |w|2)} ww?!

Again letting w - x ~ N(0, |w|?), letting £ ~ N(0,1), and denoting w = |w|, we
conclude

G = B WE)T + —5— FIRE)(E ~ D]ww”

o2w?
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Theorem 4. On inputs distributed by N (0,I), the inverse of the Fisher metric of the
2-layer noisy neural network with variance o, a single output neuron, and connection
weight vector w is given by

4 o 1 1 o?ww’
= wag (me) ~ mee) o
where & ~ N(0,1) and w = |w| and h(u) = f(u)(1 — f(u))

u

_ e
T (14ew)2-

Proof. This is immediate by computing GG™!, using the expression for G' derived in
Theorem 3.
OJ

4.5. Algorithms and Simulations for 2-Layer Perceptrons. These results lead us
to a modification of the backpropagation algorithm by using the natural gradient. We
have the weight update rule:

'w(z + 1) = w(@) — G_lvgw(i)

~1 can be computed very efficiently

where in the cases of 2-layer neural networks, G
(only two integrals need be computed numerically at each step in the algorithm).

Before continuing, we will demonstrate the performance of natural gradient algorithms
for 2-layer noisy networks. Specifically, we compare Algorithm 3 to Algorithm 1 for a

simple learning task.

Algorithm 2: Backpropagation for 2-Layer Network with a Single Binary Output

Data: input/output pairs {x(7), z(7) }ses
Initialize w randomly;

Initialize 1 >> € > 0;

for: €I do

Forward-propagate x°(i) through the network, obtaining & (i);
Compute V&, as in the standard backpropagation;
Compute E[h(wé)] and E[&2h(wé)] for & ~ N(0,1) by numerical integration;
Compute
1 1 1 T
T E
E[h(wg)] E[gh(ws)]  Eh(ws)]) w
Update w by
w=(1—e)w+eG'VE,
end

18



Algorithm 3: Backpropagation for 2-Layer Network with a Single Noisy Output

Data: input/output pairs {a(i), 2(7) }icr
Initialize w randomly;

Initialize 1 >> € > 0;

for i € I do

Forward-propagate (i) through the network, obtaining & (i);
Compute V&, as in the standard backpropagation;
Compute E[h(wé)] and E[&2h(w)] for & ~ N(0,1) by numerical integration;
Compute
2 1 2,00 T
e A ( : 1 B ) o 'w;w
ETh(wg)] Elgh(we)]  Elh(w)])  w
Update w by
w=(1-ew+eG'VE,
end

The task is as follows: We create a 2-layer, single output network with a random
w. This will serve as our data network. We then sample Gaussian-distributed inputs
{x°(:)}, and store the outputs {z(7)} of the data network on these inputs. We generate
10,000 training pairs and 10, 000 test pairs. We then run Algorithms 3 and 1 indepen-
dently on this dataset, evaluating performance on the test data every 10 epochs. All
networks have 100 input units (100 was a suitable number because we prioritize accuracy
of testing over size of network to effectively compare algorithm performance), and have
noisy variance o = 1. We also use a adaptive learning rate of e = ]1\/—2 +5-1073, where N,
is the epoch number. Importantly, for the natural gradient algorithm we scale the up-
date vector eG~1VE,, to have the same norm as eVE&,, would be on the same parameters
(to ensure that any performance differences which may arise are due to differences in
gradient computation, not differences in learning rates). Furthermore, we run the entire
simulation 10 times for each algorithm, averaging the error over these trials. Results
are shown in Figure 1, and demonstrate that the natural gradient performs significantly
better as a function of epoch number than standard backpropagation.

Note that the runtime per epoch number differs between the two (and is strictly
longer for the natural gradient algorithm than backpropagation), but a runtime com-
parison would depend on many implementation details (including accuracy of numerical
integration) so we do not compare the runtimes of these algorithms. Figure 1 does show,
as proof of principle, that the natural gradient algorithm converges on fewer datapoints
than the standard backpropagation algorithm and may be faster overall, depending on
the implementation. We also emphasize that neither Algorithm 1 nor Algorithm 3 are
designed to be as efficient as possible. In fact, on the contrary they are as simple as
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Natural Gradient 1
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FIGURE 1. Comparison of standard backpropagation and natural gradi-
ent learning algorithms for the 2-layer noisy network with single output
unit. Each epoch in this figure corresponds to 10 epochs of the learning
algorithm. See text for details.

possible in order to provide a fair comparison. There are many ways to improve their
performance, such as mini-batching and gradients with momentum, that are commonly
used in practical machine learning!*6l.

4.6. Adaptive Gradient Algorithms for Multilayer Perceptrons. Theorems 2
and 3 for 2-layer networks are not very useful in practice, both because 2-layer neural
networks with single output units are insufficient for many machine learning tasks and
because the theorems above rely on the distribution of inputs to be Guassian (which is an
invalid assumption for most problems). Fortunately, we can overcome these drawbacks
and derive more practical algorithms by using an adaptive approximation of the Fisher
metric.

To do this, we will liberally use a result from linear algebra, commonly known as the
“Binomial Inverse Theorem.”

Lemma 7. For a non-singular n X n matrix A and an n x k matriz B with k <n,

(A+BB")' = A — (A"'B) (I+ B"TA™'B) " (A"'B)"
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Proof. This is a straightforward computation, following immediately by computing
(A+ BB")[AT'—(A'B)(I+B"A7'B)"{(A7'B)T] =
I+BB"A™ —B(I+B"A'B) U+ BTA'B) Y (A'B)T =1

We will now introduce an adaptive method for estimating the Fisher matrix without
assumptions on the distribution of inputs. Specifically, if G = E[a(x)] is our formula
for the Fisher metric for some function a(x), then we will estimate G online by updating
according to

Gi = (1 —¢)Gi_1 + ea(x(t))

on input @(t) for some small temporal discount factor .

Let us first describe this method for a multilayer binary network with a single output
unit. Let F({W'}, x) denote P(z = 1), where z is the output unit. We will omit the
dependence of F on {W'} and x.

Theorem 5. For a binary network with a single output unit, an adaptive update rule
for the Fisher metric is given by

Gl =(1+eG —ef(FH1 - f(F)GLVFVF'G

Proof. We have

. GZ]:
P e (W) = 1
Hence
Oil(z | 2, {W'}) = 20,F — 0;log(1 + "V7)
1 F F
6]:

T r o7 [(8;F — 9;log(1 + eI N (0;F — 9 log(1 + ef))]
= [(F)(A = f(F)aiFO,F
Thus
Gij = Ex [f(F)(L = f(F))0iF0; F]
This brings us to the adaptive update rule
Gy=(1—€)Gy+ef(F)(1— f(F)VF-VF"
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where V denotes the gradient with respect to the {ij} coordinate system. This form
is in a position to use the Binomial Inverse Theorem (Lemma 7), yielding

L R () G VFVFIG,
S 1—¢ 1—e+ef(F)1— f(F)VFIG L VF
When e is small, we can ignore O(e?)-terms, leaving

Gl = (1+6)G 1 —ef(F)(1 - f(F)GLVFVF G

O

We can perform a derivation on noisy networks similar to that in Theorem 5. We’ll
leave out most of the details here, just highlighting the relevant differences. Let F(x, {W},;})
now denote the activation of the output unit before noise is added.

Theorem 6. In the case of a noisy network with output variance o2, the adaptive natural
gradient learning rule becomes

Gl = (149G — SGAVFVF G

Proof. In this case

P(z|@; w) = U\}% exp {_712(2 _ ]_—)21

1
Gy=(1— )Gy + %V}" VFT
Again an application of Lemma 7 yields
U S €/o? { G LVFVFIG, }
b Yol e|l-e+ SVFIGLVE

1—ce¢
which when ignoring O(e?)-terms reduces to

€

Gl=~ (1+eG Y - ;G;_WIVJTTG;_H

0

Before writing down explicit algorithms for Theorems 5 and 6, we can generalize even
further by considering networks that have more than one output unit.

4.7. Adaptive Gradient for Networks with Multiple Outputs. Consider a noisy
network with an output vector z = (21, ..., 2, ), where each component is drawn indepen-
dently z; ~ N(F;,0) and F; is the activation of the last-layer unit prior to the addition
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of noise. Then we have
-1

Plz|lz; {W'}) = H \/_ {@(zi—ﬂf}

1
ol = Z ;(zk — Fr)0iFi

k

Since the components of z are independent (conditioned on x),

In this expression, the terms ﬁ(zk — Fi)(2m — Fin) 0;F10;F; vanish for k # m, leaving
us with

E. [0:10;1] = 42 2 — F1)?0,F10; Fi

== Z 8, F 0, Fi
k

Now given an adaptive G(t), we update

Gy =(1-€eG, 1+—wak Al

This is not in the form of Lemma 7, though we can compute the inverse by Lemma 7
recursively by writing

Gi= (- (-6, + SV VF) +§V]—"2-V]-"2T) )
For just two output units we compute (ignoring second order € factors):
Gt~ (1+ G, - %G;_WINET Giy) -
S (140G = SGAVAVEGL) VREVE ((1+0Gh - 56 AVAVFGH)
~(1+ G — %G;_ll (VAVFL + VEVF G

Similarly, for m output units we have the approximation

_ _ € i _
(8) G (140G - 56 (Z A ) G

k=1
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We can derive for binary networks an expression analogous to Equation 8. The relevant

differences are:
ezk]:k

P(z|lx, W) = H

k

dil(z|lx, W) = Z (2 — f(Fr)) O F

k

1+ ek

Then
E., [(zn = F(F))] = F(Fe) (1= f(F))

and independence of {2z} conditioned on & implies “off-diagonal” terms vanish, leaving
us with

E.[010;1 | @] =) f(Fi)(1 = f(Fi))0iFr0;F
k
The same reasoning as above shows that for m output units,

(9) Gyl m (146G — G (fj F(F)(1 = f(Fe))VFVF, ) G

k=1

4.8. Algorithms and Simulations for General Stochastic Perceptrons. The above
results lead to the following Algorithms 4 and 5.

Algorithm 4: Adaptive Natural Gradient for Multilayer Binary Networks

Data: input/output vector pairs {x(i), 2(i) }ies

Initialize W randomly;

Initialize 1 >> ey, > 0 and 1 >> ¢ > 0;

Initialize G~ = I,

for i € I do

Forward-propagate x°(i) through the network, obtaining & (i);
Compute VEWw as in the standard backpropagation;

Compute {VFy}i (can be done in tandem with VEy, computation);
Update G~! by

G = (1+eq)Gi — G (Z f(Fe)(1 — f(]:k))kaszcT> G

k=1
Update W by

W = (1 — Ew)W + EWG_lvgw

end
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We will now again compare natural gradient algorithms to standard backpropagation
algorithms. This time we will compare Algorithm 5 to Algorithm 1 in a 4-layer network
with 4 output units.

The task is as follows: We create a 5-layer network with 4 output units and random
{W'}. This will be our data network (note that in contrast to the 2-layer simulations,
here we use a data network with more layers than our training networks). As in the
layer-2 simulations, we generate 10,000 training data and 10,000 test data, though this
time the data are not generated by the data network on Gaussian inputs, but instead
on inputs drawn uniformly from the hyper-rectangle with each side-length drawn from
N(2,0.2). We evaluate performance once every 100 epochs. We use learning rates
of e¢ = ey = }V—g + 51073, where N, is the epoch number, and rescale the error (to
account for the multiple output units) so that a mean squared error of 1 indicates perfect
performance. Each network layer has 100 units except for the 4-unit output layer. Again
we normalize the natural gradient algorithm’s update vector to have the same norm as
standard backpropagation would produce under the same circumstances. Results are
averaged over 2 independent trials and are shown in Figure 2. The results again show
that the natural gradient performs significantly better as a function of epoch number
than standard backpropagation.

Algorithm 5: Adaptive Natural Gradient for Multilayer Noisy Networks
Data: input/output vector pairs {x(7), (i) }ier
Initialize W randomly;
Initialize 1 >> ey > 0 and 1 >> e > 0;
Initialize G~ = I;
for v € I do
Forward-propagate x°(i) through the network, obtaining & (i);

Compute VEWw as in the standard backpropagation;
Compute {VFi}r (can be done in tandem with VEyw computation);
Update G~! by

€ m
Gl =L+ ee)Gih - 5G (Z VFENVF > 1
k=1

Update W by
W = (1 — GW)W + EWGilng

end
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F1GURE 2. Comparison of standard backpropagation and natural gradient
learning algorithms for a 4-layer noisy network with 4 output units. Each
epoch in this figure corresponds to 100 epochs of the learning algorithm.
See text for details.

5. EXPONENTIAL FAMILIES AND DUAL FLATNESS

5.1. The Fisher Metric in Exponential Families. Now that we have demonstrated
the use of the natural gradient in feedforward multilayer perceptrons, we will turn to
Boltzmann machines. The perceptron analyses did not make full use of the differential
geometry theory developed above, but Boltzmann machines will. In fact, before we
discuss Boltzmann machines explicitly we must examine exponential families (a class
of distribution families of which the distribution of state probabilities of a Boltzmann
machine is a member). The theory in this section can be found in references [Mand
1 though our approach to geodesic learning via exponential families differs from the
Legendre duality approach found in the literaturel™.

Definition 12. An exponential famaily over R™ is a family of probability distributions
of the form

p(x;0) = explf - F(x) — (0)]
where 0 = {0}1<i<n is a parameter upon which the distribution depends, F(x) =
{Fi(x) hi<i<n : R™ — R"™ is a set of independent C™ functions independent of 6, and
Y(0) is a normalizing function to make [ p(x;6) =0 V0.
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Note that by definition an exponential family is a statistical manifold. It turns out that
there is a beautiful relationship between exponential families and the («)-connection:

Theorem 7. An exponential family is dually flat with respect to the (1)-connection and
(—1)-connection.

Before we can prove this we must establish the expectation coordinates for an expo-
nential family.

Definition 13. The expectation coordinates for an exponential family are defined by

0i(0) = E,[Fi|theta] = / Fi(2)p(a: 0)da

It can be shown directly that {rn;} is a global coordinate chart for the exponential
family!®), though this will also become immediate once we establish the relationship
between {6} and {n;} via the Fisher metric. We will call {6’} the “natural” coordinate
system and {7;} the “expectation” coordinate system.

Also note that we use subscripts for the {n;}. Furthermore, we define {9'} = { B?Yi}
with superscripts. The opposite subscript/superscript notation for the {6'} and {n;}
will be convenient when using Einstein summation notation for exponential families.

We will also define a dual potential function (formally the negative entropy of p(z;0)),
by

¢(0) = 0'n; — (0)

— E.llogpl6] = [ p(z:6) log (i 6)ds

Lemma 8. The Fisher matriz in an exponential family is given by
G = (955) = (0:0;¥())
and the («)-connection in natural coordinates is

l1—«
5 0;0;0,1(0)

(V§79;,0,) =T.(0) =

Proof. First, note that in general

E[0;l] =0 Vi

hence applications of 9; and 9;0; yield
(10) E[0,0;l] + E[0:10;]
(11) E[0;0;0,l + 0,010kl + 0;0,10;1 + 0;0,10;1 + 0;10;104]

0
0
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Also note that for an exponential family we have
ol = F, — 0
0,0;1 = —0,0;¢
0;0;0,l = —0,0,01Y
We will now use these and Equations 10 and 11 to translate the definitions of G and
Fgﬁ into {F;} and

9i; = E10;10;l] = —E[0;0;l] = 0;0;%

Now to derive expressions for {Ff]a,)f, from

we compute

a 11—
I%%:EWMM+—3E@BM@H
1 —

::E}3£&%W@ﬂ

:—JHL%E@@QA

1 —

2
as desired. 0

©9,0,00

5.2. Duality and Flatness in Exponential Families. Before we can prove Theo-
rem 7, we must establish a duality between natural and expectation coordinates. This
duality underlies the duality between the (1)-connection and (—1)-connection, and we
will see that natural and expectation coordinates are affine coordinate systems for the
(1)-connection and (—1)-connection, respectively.

Lemma 9. The natural and expectation coordinates {0°} and {n;} exhibit a duality of
the form

0" = 0'¢(n)
n; = éw(@)
& = gjiai
8j = 9”(92

where G~ = (g").
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Proof. The order in which we show these relations is important. We start with n; =

0;1(0), which follows as
0= 8i/p(x;9)dx

— [ 5(2.0) [Fix) - 2:0(6)] o
=n;(0) — 0ib(0)
Next, we show 9; = g;;07. Since Oon; — = 0;0;1, we see

967
677] J
0 = 510
= (9,0;4)0
= gijaj

which immediately also shows
9%0; = g"g;;’
= 5;?(9j ="
And our last identity, #° = 9'¢(n), now follows from:
9'¢(n) = g7 0;¢
= g”0;(0"m. — ¥ (9))

08" ey

20" T 550 —@b( )

=" 00,0 ~ o0
0

Lemma 10. In an exponential family, for any o the Christoffel symbols in exponential
coordinates are given by

[0/

Do) = (V0,05 = == 27" °¢"0,0,0,0(6) + 99 (n)

Proof. Using 0" = ¢"9; and (9;,’) = ¢’*gir, = dix, we compute the Christoffel symbols

in expectation coordinates:
<v((90;)aj7 ak> < ]rv(a)a ak) <(az iT)ara ak>

= (9" 979"V 50,.0)) + (9 9)D,., )

1—

== S g g7 g10,0,00(0) + 8 O p(n)

With these lemmas in hand, we are ready to prove Theorem 7:
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Proof. (of Theorem 7)

After Lemma 3, it remains to show that an exponential family is flat with respect to
the (1)-connection and (—1)-connection.

To show that it is (1)-flat, we can use the natural coordinates:

1(0) =0 F(x) —¢(0)
Oil(0) = Fi(x) — 0 (6)
0,0;1(0) = —0;0;9(0)
Thus because E[0kl] = 0,
Ik = ~El(0:0;4(0))04]
= —(0:07%(0)) E[0kl]
=0
Now, we must show that the exponential family is (—1)-flat. For this, we use Lemma 10
with a = —1:
(V5 0F) = 9”976 0,0,00(0) + 95" 6(n)
Now note that
I d(n) = —g" ¢*g"0,0,0:(0)
follows by applying 9970* to the definition
¢(0) = 0'n; — ¥(0)
since the #%n; term vanishes due to the triple derivative. This finishes our proof because
(VS 0% =0
O

This proof confirms the above-mentioned fact that {6’} is an affine coordinate system
for the (1)-connection and {»;} is an affine coordinate system for the (—1)-connection.

6. DIVERGENCE FUNCTIONS

6.1. Divergence Functions, Induced Metrics and Connections. Before we tackle
Boltzmann machines explicitly, we introduce the notion of a divergence function and
its relationship to Riemannian manifolds. We will see that one particular divergence
function, the Kullback-Leibler divergencel!! arises naturally in exponential families.

Definition 14. A divergence function on a manifold M is a C* function D : M X
M — R denoted D[x||y] satisfying

i) Dlelly] > 0 Yo,y € M
ii) Diz|ly) =0 <= 2=y
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iii) The matriz GP)(z) = 5555 [y — D[y||«]] |y:x is positive definite for all x € M.

Before continuing, let us establish a convention for applying differentials to divergence
functions. Given some vector field X, let

XD[|| denote X (f:y— Dlylla]) |
XD denote X(f:y—>D[$||y])‘

y=z

y=r

In other words, the X implies that we apply X to the second component of the
divergence function; otherwise we apply it to the first component. Similarly, if we have
X YD[H], then we apply X to the first component and Y to the second component. In
practice, we will only use this notation when X and Y are coordinate tangent vector
fields.

The third property in the definition of a divergence function implies that a divergence
function gives rise to a Riemannian metric, by

g = 0:0;D[||

We call this the “metric induced by D”. Note that since 9;D[-||-] = 0, we have equiv-
alent definitions of G\P) as 9;0;D[-||-] = —9,0;D[-||-] = 8;0;D["||]-

Given a divergence function D, consider the functions

Iiji = —0:0,0.D[|"

ij,k
") = ~9,8,9,D[||

As the notation suggests, we have the following lemma:

Lemma 11. Both Fijlz and FEJDk ) are well-defined connections, and they are dual with
respect to the metric induced by D.

Proof. To check that these are well-defined connections, we must only verify Equation 4,

the coordinate change formula. Suppose we are given a new coordinate system {p" }

and let I‘rst denote the Christoffel symbols with respect to {p"}. Considering r)

have e
~ i j k
Frs,t = - (giTazg_isaj) (gftak> [ || ]
o' 9¢? 35’“ o¢’ ¢’ 35’“
(a0 () (S0nsE) ()
Now using

& o 85’
op" %% 55 0p* 8,07"8p5 ‘
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and g,(fk)) = —9,0,D[z||2], we conclude

- (o o¢ %" (py\ 0&*
Fros = <0p’" o O B ) By

Throughout this argument we have used parentheses to distinguish differentials on

the two components of D[-||-].

The proof for well-definedness of FEJDk ) is nearly identical, so we will not go through

the details. Duality of these connections follows from applying 0y to

95 = —0,0,D[||"

Elez and FEJD; ) are called the “connections induced by D.”

The connections I"
6.2. Divergence Functions on Exponential Families and KL-Divergence. The
Kullback-Leibler divergence (abbreviated “KL-divergence”) between probability dis-
tributions P and () is defined to be

KL[P||Q] = Ep [log gg;] - /P(:c) log gggdx

We’ll show that it is a well-defined divergence soon. The KL-divergence arises natu-

rally in exponential families, as the following theorem demonstrates.

Theorem 8. Consider the following function on an exponential family:

Dipllq] = 1(p) + ¢(q) — 0" (p)ni(q)

where by ¥(p) and ¢(q) we mean the functions ¢ and ¢ applied to the 0-coordinate
representation of p and the n-coordinate representation of q, respectively.

Then the following hold:

i) D[p(0)||p(n)] is the Kullback-Liebler divergence, which is a well-defined diver-
gence.
ii) The metric it yields is the Fisher metric.
iii) The connections it yields are the 1- and -1-connection.

Proof. First, to show (i) note that in an exponential family

KLpllq) = E[0(p) - F(z) —(p) — 0(q) - F(x) +1(q)]

= (p) — ¥(a) + / p(2)F(z) - (6(p) — 6(q))dz
Now recall

1:(0) = E[F|0] = / Fy(x)p(a]0)dz
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Which implies
D(pllg) = ¥ (p) — v(q) + m:(q) (0" (q) — 0'(p))
Combining these, we have
[ PP @) (6) - 62(0)ds = nia) ¢ (a) ~ )
Hence

KL(pllg) = D(pllq)

The fact that the KL-divergence yields the Fisher metric is immediate from ¥ (p) +
(q) — 0°(p)ni(q), and this in turn shows that it is a well-defined divergence. The fact
that it yields the (1)-connection and (—1)-connection similarly follows immediately from
the definition, though we will shortly show this in a more general case.

OJ

Now we will show that the KL-divergence yields the Fisher metric and (£1)-connections
in any statistical manifold, not only in exponential families. This will not be needed
in the discussion of Boltzmann machines, but further underscores the naturality of the
KL-divergence.

Theorem 9. Over any statistical manifold, the metric and connections induced by the
KL-divergence are the Fisher metric and the (£1)-connections in general.

Proof. To show the KL-divergence yields the Fisher metric, we derive
00K Liplall,, = 00, [ piosis],_,
) / d;p 1og§ T Oypda,_,
= / (0:9;p) 108§§ + (@'p)% + diipda|,_,

1
= / —0;p0;pdx
p
= E[0;10;l]
Now, to show the KL-divergence yields the (1)-connection, we would like to show

~0,0;00 K L[zl = T\}, = B[0:0;10,1]
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This is true because

—3¢5j5kKL[p’|CJHp:q = —8i8j5k/plog gdaz‘p:q

~ oip
= —0 /(810]-])) logg + (ajp) +0; @pdm!

/a gp@

=T

ij,k

By a nearly identical computation, we can compute the dual

—0,0:0, K L{z||x] = E[(8;0;1 + 0:19;1)1] =T )

z]k

6.3. Minimizing Divergence in Exponential Families. Let M be an exponential
family. Recall that {6} is a (1)-affine coordinate system and {n;} is a (—1)-affine
coordinate system. Note that for p,q € M, there exists a unique (1)-geodesic 4,
because there is only one coordinate chart and the geodesic is linear in the #-coordinates.
Analogously, there exists a unique (—1)-geodesic between p and q.

Lemma 12. Let p,q,r € M. Let 4?7 be the (1)-geodesic between p and q and let v, be
the (—1)-geodesic between q and r. If 471 and v, are orthogonal with respect to G(q),
then

Dp||r] = DIpllq] + Dlq||r]

Proof. Let 477 and +,, be parameterized respectively in coordinates as
0'(t) = t0'(p) + (1 —1)0'(q)
mi(y) = t0;(q) + (1 — t)mi(r)
Then the tangent vectors are

Tyat) = 000, = (0°(2) — 0(0))2)

T, (6) = ()0 = (n(a) — ()0

0 (9;,d) = §7 implies
(Tyoa(t), T, (£)) = (0"(p) — 0"()) (m:(q) — mi(r))

which is zero by the orthogonality hypothesis.
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However, combining ¢ = 0"n; — ¢ and D[pl|q] = ¢ (p) — ¢(q) — 0'(p)n:(q) yields
Dipllq] + Dlq|lr] — D[pl|r] = ¥(q) + ¢(q) — 0" (p)ni(q) — 0" (q)n:(r) + 6" (p)mi(r)
= (0"(p) — 0"(q)) (mi(r) — mi(q))

Hence DIp||q] + D|q||r] = DIpl||r], as desired.
([

Note that in the case when M = R™ and D[p||q] = ||p — q||3 is the L, (Euclidean)
divergence, Lemma 12 is the Pythagorean Theorem.

Now let us introduce a (—1)-autoparallel submanifold S C M. Then for p € M we
claim there is a unique ¢ € S such that the (1)-geodesic between p and ¢ is orthogonal
to S at ¢q. To show this, suppose not and let ¢,¢ be two such points in M. Then by
Lemma 12,

Dlq||q] + Dlql|p] = D[q||p]

By symmetry, D[q||¢] = 0, hence ¢ = ¢, proving our claim. We will call this unique
q the (1)-projection of p onto S. We can define (—1)-projections in exactly the same
manner with respect to a (1)-autoparallel submanifold.

This leads us to the following theorem, which we call a theorem because it has wide
applications in machine learning, some of which we will see next in our discussion of
Boltzmann machines.

Theorem 10. Suppose S C M is a (—1)-autoparallel submanifold and p € M. Then
the (1)-projection q € S of p satisfies
argminge  D(pl|q)
Similarly, suppose S is a (1)-autoparallel submanifold. Then the (—1)-projection q € S
of p satisfies
argminge D (q||p)

Proof. First, suppose S C M is a (—1)-autoparallel submanifold. Then we know that
the geodesic v?¢ from p to ¢ is orthogonal to S at ¢q. Let ¢ # ¢ € S. Lemma 12 then
implies D[p||G] < DI[p||q], which concludes the first half of the theorem.

The second half of the theorem is identical, since changing the order of arguments in

D[||-] simply interchanges the meanings of (1)-connection and (—1)-connection.
U

7. BOLTZMANN MACHINES

7.1. Equilibrium Distributions and Energy in Boltzmann Machines. Recall the
definition of a Boltzmann machine from Section 1.2. The evolution of a Boltzmann
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machine B can be realized as stochastically minimizing the energy function
EB=x)=— Z W, jxix;
i<j

because according to this energy function W; _ - & > 0 implies x; = 1 is the preferred
state, while W, _ - & < 0 implies z; = 0 is the preferred state.

Before we can investigate training algorithms on Boltzmann machines, we must first
show that a Boltzmann machine exhibits a stationary distribution of states in the limit
as time goes to oo:

Theorem 11. Given a Boltzmann machine B, the distribution P(B = x) of the state
of B approaches a unique stable limit as the machine updates, and this stable limit is
gen by:

1
P(% = ZB) = EG_E(CC)
where Z = me*E(w).

Proof. We let B(t) denote the state of the Boltzmann machine at time ¢.
First, note that

E(x) — E(& if |le —&| =1
P — 85 1) — o) = | @) = E@) iflo 3]
0 otherwise
I claim that the distribution %e*E(”’) satisfies the following (commonly known as
“detailed balance”):
P(x)P(x — &) = P(&)P(& — x)

This is satisfied because if | — &| = 1 then
1
P(z)P(x — &) = —e " [(E(x) — B(z))
~B(@) LI
(E(z) - E(2))
_ e B@ 1
Z (E(Z) - E(z))
=P@)P(& — =)
and otherwise P(x)P(x — &) = 0= P(2)P(& — x).

Hence the distribution %e‘E(

(&

1
A
1

) is an equilibrium, and since the Boltzmann machine
is an irreducible Markov chain, this equilibrium is unique.
O

7.2. Exponential Families of Discrete and Boltzmann Distributions. Now the
equilibrium distribution of 28 becomes the object of interest, and we can train 28 so that
this distribution approximates a desired environmental distribution. Specifically, given
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a known distribution of binary state vectors, we would like to adjust the connection
matrix W so that the equilibrium distribution of B realizes this training distribution
as closely as possible. The theory of optimization in exponential families described
above will prove extremely useful for this task. First, we must establish the relevance of
exponential families to Boltzmann machines!™.

Theorem 12. The space of all possible distributions of binary vectors over the set
{1, ...,z } is an exponential family, provided no vector & has zero probability.

Proof. For notational purposes let x:

i,..;, denote any component z; such that j #

Given a distribution © over {x1, ..., z,}, let

w =log P(x; =0Vi| D)

= log P(x; r=0]9)—
9”—1ogP(a;Z: =1, ZJ—0|®)—92 Qj—z/z
07" =log P(x; = xj = ap = L, =0 D) — 0 — 6/ — 0" — 07 — 0" — 67 — )

In general, given Z = {iq, g, ..., i, } With i; < iy < -+ < iy, let
6% =log Pz, =ajp ==z, =L,z; ; =0]D)— {ei}icz

7 m

Then we have

log P(x | ©) = Z

0" 11 x]

1€

Letting X and 6 be vectors of length 2" — 1 such that, for Z = {iy,...,7,} is a
non-empty ordered set of indices satisfying i1 < - -+ < i,,, we define

XIZH%

ieT
0; =0*
we have (by negating 1)
Pz D) =expl6- X —¢]
in exponential family form. O

Let M denote this space of discrete distributions, so M is dually flat. The space of
distributions defined by Boltzmann machines will be our submanifold S C M, which we
now show is a (1)-autoparallel submanifold.

Theorem 13. The set S of distributions defined by Boltzmann machines forms an ex-
ponential family, and S is a (1)-autoparallel submanifold of M.
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Proof. Theorem 11 implies that a Boltzmann machine is represented by the distribution

log p(x; w) = Z Wijziz; — ¢(w)

i<j
We thus see that S C M satisfies
Qi = Wio
0y = wy
and is constrained only by
0, =0 Vm>2

Since this is a linear constraint in the (1)-affine coordinate system {6'}, S is a (1)-

autoparallel submanifold in M.
OJ

7.3. Gradient Descent in Boltzmann Machines. Suppose we have an environmen-
tal distribution p and would like to find a Boltzmann machine 8 with equilibrium dis-
tribution ¢ as similar to p as possible according to the KL-divergence. By Theorem 10,
this can be achieved by (—1)-projecting p onto S. Since M is dually flat, this projection
is realized by a geodesic linear in the expectation coordinates {n;} of M.

Suppose p = ({ni;}, {Mijx}, .-, M. n) is the representation of p in expectation coordi-
nates. Then by Theorem 13, the (—1)-projection of p onto S is simply ¢ = ({n;;}., 0,0, ..., 0).
Furthermore, by the definition of expectation coordinates and the relationship between
them and v from Lemma 9, we obtain

Nij = P('rl =T; = 1) = aWijw({ej}70707 70)
This is an explicit formula for the optimal Boltzmann machine. However, computing
¢ is practically very challenging, and the derivative 52— ({6%},0,0,...,0) even more

so. It also requires full knowledge of p. Instead, we would like an online, incremental

learning algorithm that converges to this optimum.
Suppose we have a current Boltzmann machine yielding distribution ¢, and would like

to compute the gradient VD|q||p] = <%D[cj]|p]>. Lemma 12 shows that
VDlgllp] = VD[qllp]

Furthermore, from Lemma 9 and the definition of D[-||-] follows

0
OWZ-]-
This quantity can be updated incrementally, which yields our first algorithm for Boltz-

D{qllp] = ni;(p) — nij(q)

mann machines:
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Algorithm 6: Gradient Descent for Boltzmann Machines

Data: input samples {x(7) }ics
Initialize randomly: W, (n;;(p));
Initialize 1 >> ¢,4, €, > 0;

for+ € I do

Estimate (7;;(¢)) for the current W
Update (n;;(p)) by

nii(p) = (1 = &)mi5(p) + ey (D)2 (i)

Update W by
Wij = (1 — €))Wij + €qnij(p) — mij(q)

end

The estimate of (;;(¢)) can be done empirically by simulating the evolution of B(W)
for some duration. If a precise computation is desired, if could be derived from The-
orem 11), though this would be computationally expensive. In the simulation results
shown here we save time by using an adaptive estimation of (1;;(¢)). This risks inaccu-
racy, but we choose a temporal discount factor small enough with respect to ¢, that the
inaccuracy is negligible.

7.4. Natural Gradient Learning for Boltzmann Machines. As in the perceptron
case, we would again like to use the natural gradient, which requires computation of the
Fisher metric G for S. Before doing so, we will introduce the notation

Pirigin (W) = Py, = 23y = -+ = 3, = 1| W)
and will typically omit the dependence on W for notational simplicity. Note that
Pij = Mij-
We will denote the Fisher metric by

G = ( Gij ki )

where g;; 1 is the component with respect to w;; and wy;.

Lemma 13. The Fisher metric for the space S of Boltzmann machine distributions is
given by

Gij kl = Pijkl — Pij Pkl
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Proof. This is again a straightforward derivation from Lemma 9:
82
Gjikl = W¢
0
= mpzj
0
T W
= By [viz;m0; — puziv;]

Ecc [[Ezl']]

= Dijkl — PijPkl
O

However, we need the inverse of the Fisher matrix, not the Fisher matrix itself, for
natural gradient descent. In the case of perceptrons, we could use the Binomial Inverse
Theorem (Lemma 7) to derived an expression for the inverse of the Fisher matrix because
we could express the Fisher matrix in the form G = AAT for some A. Here we must
perform a few extra steps before employing the Binomial Inverse Theorem.

First, continuing to index pairs as a single index, we will store the matrix (p;jz;) and
vector (p;;). For notation, let

A= ( Dijki )
B=(py)
We now have G = A— BB”, and will incrementally update A and B through learning

in the following way. Suppose we are given a training sample x, and let C be a pair-
indexed vector with C;; = z;2;. Then we have the following updates:

A= (1 —ex)A 1 +eaCrCE
By =(1—¢€p)B;_1 + €pCyq
From these follow the update rule for G(¢):
Gi=(1—¢q)Gi1+eqAi1 — By 1Bl |

We could use different learning rates €4, €g, and €g, and in fact to use the Binomial
Inverse Theorem we must let €4 = 1, in which case

Gt = (1 — EG)thl + EGC;BC;]; — EGBt,1B£1

and we are in a position to use the Binomial Inverse Theorem. First, by Lemma 7,
ignoring second-order terms in €5 and eg, we derive

[(1 — EG)Gt—l + EGC;ECg] ! ~ (1 + EG)Gt__ll — €@ (Gt__llcchth__ll)
Gyl ~ (1+€eq)G — e6G4 (CuCL + BB ) GY

This update rule leads us to a natural gradient algorithm for Boltzmann machines:
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Algorithm 7: Natural Gradient Descent for Boltzmann Machines

Data: input samples {x(7) }ics
Initialize randomly: W, (n;;(p));
Initialize G~ = I,

Initialize 1 >> €4, €y, €q > 0;

for € I do

Estimate (7;;(¢)) for the current W

Update (7;;(p)) {)y
1i5(p) = (1 — )i (p) + (i) 2(i)"
Compute VIW:
VWij = mi;(p) = 1i(q)
Define B to be the vectorized (7;;(p));

Define C' to be the vectorized x(i)x(i)7;
Update G~! by

G '=(1+e)G " =G (CCT+BBT)G™!

end

7.5. Boltzmann Machine Simulation Results. We conclude with simulations of
Boltzmann machine Algorithms 6 and 7. We first define a task as follows: First, we
generate a random Boltzmann machine B with 15 units, as well as a 2-layer deterministic
neural network with 15 input units and a single output unit. We generate a probability
distribution ¢ overt {1, ...,x15} by letting P(x) be proportional to the product of the
equilibrium probability of & (computed by Theorem 11) and the output of the neural
network on @. The purpose of the neural network is simple to ensure ¢ does not lie in the
submanifold S of Boltzmann machine distributions, as any real-world distribution surely
wouldn’t. We store the distribution ¢ on all 32,768 possible , and generate 10,000
samples from this distribution. We then run algorithms 6 and 7 on these samples, with
€p = €g = €¢ = ]1\,—2 +5-1073, where N, is the epoch number. The error of the trained
machine is tested once per 100 epochs by calculating the equilibrium distribution of it
and taking the KL-divergence between that equilibrium and ¢g. While 15 may seem like
very few units, the primary reason for this is not because the algorithms themselves are
slow, but because error-testing is computationally expensive. As in the neural network
algorithms, the update vector for the natural gradient is normalized to have the same
norm as that of a standard gradient descent in the same conditions. The comparison of
Algorithms 6 and 7 is shown in Figure 3. As can be seen, the natural gradient algorithm
again outperforms the standard algorithm as a function of epoch number.

41



Boltzmann Machine Algorithm Comparison
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F1GURE 3. Comparison of standard backpropagation and natural gradient
learning algorithms for a Boltzmann machine with 15 output units. Each
epoch in this figure corresponds to 100 epochs of the learning algorithm.
See text for details.

8. DISCUSSION

8.1. Notes on Existing Literature. In this thesis we have discussed the geometry of
multilayer perceptrons and Boltzmann machines as well as applications of the natural
gradient to these models. Much of the theory discussed here can be found scattered
throughout the literature (as indicated by the references), though this thesis unifies
these disparate pieces into a coherent, general framework. Additionally in the case of
the multilayer perceptron we do generalize existing results (such as Theorem 5, the
derivations for networks with multiple output units, and the adaptive Algorithms 4
and 5), as we do with the adaptive gradient method and Algorithm 7 for Boltzmann
machines. Furthermore, for those results found in the literature (including many of
the most important results, such as Theorems 2, 3, 5, Lemma 9, and nearly the entire
discussion about exponential families) our approach and proofs mostly differ from those
found in the literature. Lastly we show rigorous simulation results for some of the
algorithms, something that is largely lacking for these and related methods.

8.2. Limitations and Future Work. The methods described here are not without
limitations. One of the biggest limitations of natural gradient methods is the huge space
required to store the Fisher matrix, which can lead to both poor space and poor time
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complexity of the algorithms. This makes the algorithms in the this thesis impractical
for large neural networks and mostly useful for small networks with limited datasets.
One future direction might be to reduce this space requirement by storing only the most
important components of the Fisher metric. In fact, some algorithms to this effect have
recently been developed!™[®l, There are other limitations to some of the algorithms,
such as the approximate nature of the multilayer perceptron algorithms (which can lead
to inaccuracies, particular when the network has many output units), and the excessive
computation required to estimate a Boltzmann machine’s pairwise probability matrix.
One very interesting future direction would be to apply natural gradient to restricted
Boltzmann machines (layered Boltzmann machines with restrictions on the intra-layer
connectivity). If the exponential family theory generalizes to restricted Boltzmann ma-
chines, this could be a promising strategy for scalable, efficient algorithms.
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