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Efficient Algorithms for Statistical Estimation

Abstract

Statistical estimation aims to find parameters or structures relating to an underly-

ing distribution given empirical samples. Many statistical estimation problems are in-

formation theoretically solvable, but are not fully understood computationally if time

or space resources are limited. In many cases, these estimation problems require solv-

ing complex optimization problem with constraints which are algorithmically hard. In

other cases, even if these estimation methods offer an explicit formula to compute, un-

der some big data settings we still can not afford to compute it directly. In addition

there are other computational considerations such as the robustness of the estimator.

In all these cases, we need to rethink the problem and redesign our estimation algo-

rithms. Sometimes the efficient estimation algorithm ends up very different from the

standard statistical method.

In this thesis we present three different examples of statistical estimation prob-

lems: noisy graph matching, l2 norm tracking and mean/covariance estimation for

heavy tail distributions. All of them originate from standard and well-studied statisti-

cal problems. In addition, for each of them, there are various applications in different

fields. However, these statistical estimation problems are not fully understood. We

will consider each of the problems from both the perspectives of statistics and com-

putation, and demonstrate progress on efficiently solving these problems in certain

scenarios.
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1
Introduction

Statistical estimation aims to find hidden quantities relating to an underlying distri-

bution given empirical data. For example, suppose we observe samples x1, x2, . . . , xn

sampled from a distribution D and we want to know some information f(D) about

D. The goal of statistical estimation is to find a function f̂(x1, x2, . . . , xn) which is an

estimator of f(D) and show that f̂(x1, x2, . . . , xn) and f(D) are close in high probabil-

ity. Here the notion of closeness could vary in different settings. For example, the
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criteria of measuring the closeness can be mean square error, size of the confidence

interval, or multiplicative error. There are many statistical estimation problems that

are information-theoretically solvable but are not fully understood if there are com-

putational constraints for f̂. In other word, we can show the existence of an optimal

function f̂ but it’s not feasible to actually compute f̂(x1, x2, . . . xn) based on our model.

For example, methods such as Maximum likelihood estimationWik21d or Maximum

a posterioriWik21c estimation are well-known approaches for estimating many quanti-

ties. But there are limitations for these statistical estimation methods if we consider

the perspective of computation. In many cases, these estimators require solving a

complex optimization problem with constraints that are algorithmically hard.In other

cases, even if these estimation methods offer an explicit formula to compute, under

some big data settings we still can not afford to compute it directly. In both cases, we

need to rethink the problem and redesign our estimation algorithms under the consid-

eration of efficient computation. Sometimes the efficient estimation algorithm ends up

being very different from the standard statistical method.

In this thesis we will go through three different examples of statistical estimation

problems: noisy graph matching, l2 norm tracking, and mean/covariance estimation

for heavy tail distributions. All of them originate from standard and well-studied sta-

tistical problems. In addition, for each of them, there are various applications in dif-

ferent fields. However, these statistical estimation problems are not fully understood

if we look for efficient algorithms in some specific settings respectively. We will con-

sider each of the problems from both the perspectives of statistics and computation.

We will investigate the statistical soundness of these methods and explain why we can

not compute the standard estimators in a straightforward way. We will then derive an

efficient estimation algorithm for each of them.
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1.1 Overview of statistical estimation methods

A general framework for statistical estimation is the following. Given samples x1, x2, . . . , xn

from a statistical distribution D with information f(D) that we are interested to

know. We estimate f(D) by an estimator f̂(x1, x2, . . . , xn) taking samples as inputs. The

procedure to achieve this could be computationally efficient or potentially requires un-

bounded computational power. In addition, to justify the feasibility of the estimation,

we also need a measure of closeness between f(D) and f̂(x1, x2, . . . , xn). We first discuss

some well-known and standard framework to execute statistical estimation

• Maximum likelihoodWik21d

• Method of momentsWik21e

• Minimum mean square errorWik21c

1.1.1 Maximum likelihood estimation

Maximum likelihood estimationWik21d aims to find an estimator that maximizes the

likelihood of the samples. Here the likelihood is simply

L(f(D)) = Pr[x1, x2, . . . , xn; f(D)]

and the choice of f̂ = arg maxf(D) L(f(D)). The notation Pr[x1, x2, . . . , xn; f(D)] simply

means Prx∼D[x1, x2, . . . , xn] is determined by f(D).

If we can express the likelihood in terms of f(D), this choice is quite intuitive and

in many cases, maximum likelihood estimation gives an elegant and accurate estima-

tor. This estimator has several good properties. For example, it can be shown that if
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the likelihood function is smooth and the maximum is achieve at a unique point f̂, f̂

converges to f as n → ∞ (see for example Whitney K Newey and Daniel McFadden

1994NM94). However, this consistency does not indicate optimality of the maximum

likelihood estimator if we consider asymptotic behavior rather than limiting behavior.

For finite n there could be an estimator that does not maximize the likelihood but

is closer to f(D) in certain metrics. Also, smoothness and unique maximum property

might not hold for some distributions, especially for certain combinatorial problems.

In this case, we further lose the limiting guarantee. An even more severe problem for

maximum likelihood estimation is the computational hardness of finding such an opti-

mal solution to maximize the likelihood. We might not be able to find such parameter

to maximize the likelihood given restricted computational resources.

1.1.2 Method of moments

The method of momentsWik21e searches for estimator that matches first few mo-

ments of the samples. For example, suppose we are interested in estimating k un-

known parameters f(D) = {f1(D), f2(D), . . . fk(D)}. We can express the first k′ ≥ k

moments of the distribution using f(D) and set up k′ equations connecting these mo-

ments with empirical moments. In other word, we have following equations in the

variables f1(D), f2(D), . . . , fk(D)
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ED[x; f(D)] ≈
n∑
i=1

xi/n

ED[x2; f(D)] ≈
n∑
i=1

x2i /n

...

ED[xk
′
; f(D)] ≈

n∑
i=1

xki /n

We pick k′ ≥ k so that we have at least as many equations as variables. Then we

can solve unique p1, p2, . . . , pk from these equations. Similarly the notation ED[·; f(D)]

means we assume f(D) can determine the expectation.

This method often works as an alternative to the maximum likelihood estimator. It

doesn’t involve solving optimization problems thus in many cases it’s easier to solve

than the maximum likelihood estimator. Sometimes the method of moment solution

coincide or close to the maximum likelihood estimator but this is not always the case.

Having the first few moments matched would not necessarily mean the estimator is

close to the ground truth. This method ignores higher moments behavior but it can

be important for some distributions. In addition, solving a set of equations is not nec-

essarily easy to compute since we still have to solve nonlinear equations and it can

happen that there is no feasible solution for those equations.

1.1.3 Minimum mean square error

Minimum mean square errorWik20 is another way to justify the quality of estimators.

In this case, we typically have a family F of hypothetical estimators and the estima-

tor f̂ = f̂(x1, x2, . . . , xn) is picked based on minimum square error. In other words,
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f̂ = arg min
g∈F
ED

[
∥g(x1, x2, . . . , xn) − f(D)∥2

]
This estimation method is not straightforward in the sense that we need a pre-determined

family F of hypothetical estimators. The quality of the resulting estimator should

rely on the quality of this family. Also, the mean square error might not be a good

measure of the distance from the estimator to ground truth in some cases. For exam-

ple, entries of f(D) can be different in scaling and of different importance so we want

to treat them differently in distance measurement. In addition, the minimum mean

square error also involves optimization. The hardness of this optimization depends on

the candidates of the estimator and the underlying distribution.

1.2 Limitations of statistical methods in computation efficiency

1.2.1 Problems with combinatorial structure

There are many statistical estimation problems that contain combinatorial structure

intrinsically. For example, there are problems about estimating certain properties of

random graphs. In this case, if we just write down the likelihood function and try to

optimize over it, the domain of our variables is not continuous and the objective func-

tion is non-convex. Thus the standard convex optimization will not work. In general

for these combinatorial problems, in many cases, we simply can not efficiently solve

the corresponding optimization problems. Therefore estimation methods involving

optimization become less tractable.
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1.2.2 Big data issues

There are many well-studied statistical estimation problems that require rethinking

under the big data setting. The existing efficient solutions for these problems are

no longer feasible for some big data models. Usually, we use the term ”efficient al-

gorithm” to refer to algorithms running in polynomial time. But in some big data

settings, we are looking for something more efficient such as sublinear time or sublin-

ear space algorithms. For example, in the streaming model where a large amount of

data is coming as a sequence of inputs, we want to do statistical estimation over this

stream without storing past data. The size of the stream is so huge that our mem-

ory can not store it, we typically want algorithms using memory poly-logarithmic in

the size of the stream. Such algorithms are not automatically obtained from existing

statistical estimation methods.

1.2.3 Non-standard distribution/corrupted data

There are many existing statistical estimation methods that only have good guaran-

tees for some nice distributions. They can deteriorate significantly when the distribu-

tion is slightly non-standard. A simple example is mean estimation. Let’s consider the

well-known formula for univariate mean estimation, the empirical mean:

μ̂ =
∑
i
xi/n

Suppose we aim to minimize the distance |μ − μ̂| with high probability. In other words,

we want to minimize r(δ) where

Pr[|μ − μ̂| ≥ r(δ)] ≤ δ
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For this target, the empirical mean is not necessary the optimal estimator if the un-

derlying distribution is heavy tailed. If we assume normal distribution x ∼ N(μ, σ2), we

can show that the empirical mean satisfies (see for example Willliam Felle 2008Fel08)

r(δ) = Θ(

√
log(1/δ)

n
σ) (1.1)

because μ̂ ∼ N(μ, σ2/n). However, for arbitrary distributions with variance σ2 we can

only get

r(δ) = O(

√
1/δ
n
σ) (1.2)

based on Chebyshev’s inequalityWik21a. Note the difference log(1/δ) and 1/δ in eq. (1.1)

vs eq. (1.2). To get the same bound for arbitrary distribution of variance σ2 as normal

distribution, extra effort is needed to design the estimator rather than just use the

empirical average.

Another example is sampling with corruption. In this model (1 − ε) fraction of sam-

ples come from nice distribution but ε fraction of samples are arbitrarily corrupted.

In this case, standard estimation methods fail to find close enough estimation if the

method can not reduce the influence of corrupted samples.

1.3 General methods for efficient statistical estimations

1.3.1 Convex relaxations

Convex relaxations can be used to approximately solve discrete and/or non-convex

optimization problems. Here relaxation means replacing combinatorial constraints

with weaker convex constraints, and running standard convex optimization routines
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over these convex constraints. A famous example is the approximation algorithm for

max-cut problem using semi-definite programming (see Michel X Goemans and David

P Williamson 1995GW95). Given a graph G(E,V), the max-cut problem is to find a bi-

partition {S,V − S} of V such that the number of edges (a, b) where a ∈ S and b ∈ V − S

is maximized. Let’s use xa to represent the selection of vertex a ∈ V where xa = 1 if

a ∈ S and xa = −1 otherwise. Then a natural algebraic formulation of this problem is

as follows:

maximize
∑

(a,b)∈E
(1 − xaxb)/2

subject to x2a = 1 ∀a ∈ V

Exactly solving this optimization problem is NP hard (see Michael R Garey, David

S Johnson, and Larry Stockmeyer 1974GJS74). What we can do is relaxing both ob-

jective and constraints. We introduce a new set of variables Yab for all a, b ∈ V and

assume Yab = xaxb. Then the previous optimization problem can be rewritten as

maximize
∑

(a,b)∈E
(1 − Yab)/2

subject to Yaa = 1 ∀a ∈ V

Yab = xaxb ∀a, b ∈ V

The above problem is the same as our original formulation plus redundant variables

yab. However, if we check the convexity of this formulation, we can find out that now

9



the only non-convex constraints are Yab = xaxb for all a, b ∈ V. Now the relaxation

comes in by replacing Yab = xaxb as

maximize
∑

(a,b)∈E
(1 − Yab)/2

subject to Yaa = 1 ∀a ∈ V

Y ⪰ 0

where Y ⪰ 0 means the symmetric matrix Y comprises Yab is positive semi-definte.

This constraint is a superset of all Y such that Yab = xaxb for all a, b ∈ V but it’s a

convex constraint which makes the whole optimization problem a convex one. We can

solve this convex optimization problem and typically we will get a larger value of ob-

jective compared with the actual optimal objective since we have weaker constraints

but we can prove that the actual maximum value of objective is within constant fac-

tor of this convex relaxation solution. Therefore this convex relaxation does not over

simplify the problem and we can still get a meaningful result from solving this relaxed

problem.

This is not universally true and there are examples where the solution and objec-

tive value of the convex relaxed version are arbitrarily far from the optimal solution

in original constraints. Extra work must be done if we additionally want to output a

feasible solution inside combinatorial constraints. In this example, it’s also non-trivial

how to extract a good partition from Y. We need to round the solution of the relaxed

problem into a feasible solution of original without weakening much of the objective

value. For the max-cut problem, a viable rounding procedure would be to first sample

10



a random vector g ∼ N(0,Y) and then set xa = 1 if ga ≥ 0 and xa = −1 otherwise. After

this randomized rounding step, we can show that

1 − E[xaxb]
1 − Yab

≥ 0.878,∀(a, b) ∈ E

This indicates that we will be able to find a good partition through this relaxation

and rounding procedure.

1.3.2 Dimentionality reduction/sketching

For statistical estimation problems in big data settings, some dimensionality reduction

or sketching tricks can be utilized to largely reduce the size of the data but still give

a reasonable approximation for our estimation target. This technique is quite useful

when we have limited space. A typical scenario of applying this technique is as fol-

lows. Suppose we have samples {x1, x2, . . . xn} in a really large dimensional space and

the standard statistical estimation method produces f̂(x1, x2, . . . , xn). However the com-

putation of f̂(x1, x2, . . . , xn) requires large memory. The sketching method will first ap-

ply a sketching function G to these samples such that {G(x1),G(x2), . . . ,G(xn)} is a data

set of much lower size. Then we apply the original estimator on {G(x1),G(x2), . . . ,G(xn)}

and output f̂(G(x1),G(x2), . . . ,G(xn)). As we can see, a successful sketching algorithm

G should guarantee that f̂(G(X)) ≈ f̂(X). Depending on the form of F we could have

different sketching algorithm G. A similar technique can be used for streaming data

where we maintain a short sketch for all past data. Let S(t) denote the sketch for the

first t slots of the stream. All we need is an updating function U such that upon ob-

serving the next symbol x, we update S(t) by

11



S(t + 1) = U(S(t), x)

When we want to do estimation for the first t slots of the stream, we need another

estimating function G to output the estimator G(S(t)). Assuming the space consump-

tion for evaluating S, U, and G is small, the space we need to execute this streaming

algorithm is controlled by the maximum possible size of S(t). In many applications, we

can achieve that the size of S(t) is much smaller than t.

1.3.3 Data pruning and robust estimation

For statistical estimation problems with data corruption, one way to make use of the

data is to prune it before standard statistical estimation. Here we need to develop cri-

teria to score each sample and identify polluted data i.e. outlier detection. Depending

on the parameter we want to estimate, there are different ways to score each sam-

ple. Intuitively we judge a sample by whether it concentrates with a majority of data

samples. For example, for each sample, we can check the reduction in variance if we

remove that sample from the dataset. More formally we want to develop a set of non-

negative weights {w1,w2, . . . ,wn} for samples {x1, x2, . . . , xn} such that on one hand

n∑
i=1

∥∥∥∥∥∥∥∑i
wi(xi − μ)(xi − μ)T

∥∥∥∥∥∥∥
is minimized, but on the other hand the ”mass” of wi’s spreads out among many

points. Ideally we would like wi to be the indicator of unpolluted data. In other words,

wi = 1 if xi sampled from the underlying distribution and wi = 0 if xi is corrupted.

However, similar to relaxations of combinatorial optimization, it is still acceptable to

have fractional wi’s and these can provide us some information about the quality of

12



sample xi Sometimes data pruning procedures can be complex where we need to iter-

atively and adaptively removing bad samples and make sure we always make progress

on estimating our target.

Robust estimation shares a similar flavor to estimation with data corruption. In-

stead of looking for outliers that do not belong to the original distribution, robust

estimation directly works on a distribution that does not enjoy strong concentration.

Besides data pruning, an intuitive way to deal with heavy-tailed distribution is to re-

place some components of the standard estimation method with more robust versions.

For example, if we want to do robust mean estimation, one choice is to replace the

sample mean with the sample median since the sample median is more robust against

outliers. The intuition here is the sample median goes wrong only when more than

half of the samples are far from the true mean which is unlikely. In contrast, the sam-

ple mean is a non-robust estimator since a single outlier can move it arbitrarily far

from the true mean.

However this does not always work since for many distributions, the population

mean is not equal to the population median and thus this replacement is not uni-

versally applicable. Robust estimation often becomes harder if the distribution is in

high dimension where we lack natural notions of the median for vectors or at least

computationally efficient ones. A similar robust estimator should be found for high

dimensional distribution without taking too many computational resources.
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1.4 Our contributions

1.4.1 Graph Matching Problem

This work is based on B. Barak, C. Chou, Z. Lei, T. Schramm, and Y. Sheng 2019BCL+19.

The graph matching problem can be thought of as the noisy average case analog of fa-

mous graph theoretic problem graph isomorphism. Existence of a polynomial time

algorithm for worst case graph isomorphism is a long standing questionMil79 For96 with

the best result being the result quasipolynomial time algorithm of BabaiBab16. In the

graph isomorphism problem, we are given two graphs G1(V1,E1) and G2(V2,E2) with

the same number of vertices and we want to determine whether there is a bijection f

between V1 and V2 such that there is an edge between vertices (a, b) ∈ E1 if and only

if there is an edge between f(a), f(b) ∈ E2. If we further add some noise to these two

graphs where they are similar but not exactly the same, it is NP-hardKan92 to find the

best labeling which maximize the overlaps in the worst case. In our settings, G1 and

G2 are randomly generated and they are not perfectly isomorphic. We want to deter-

mine whether they are similar enough with respect to certain mapping and identify

such mapping if they are. Our model of generating G1 and G2 is called the correlated

Erdos-Renyi ModelPG11. More specifically, a correlated G1 and G2 is constructed as

follows:

• Sample a Random Erdos-Renyi graph G0 ∼ G(n, p)

• Independently sample each edge of G0 with probability γ to obtain G1

• Independently sample each edge of G0 with probability γ to obtain G′2

• Choose a random permutation π. Randomly permute vertices of G′2 such that

14



G2(i, j) = G′2(π(i), π(j))

Around this correlated Erdos-Renyi model, we want to solve the following two

types of problems:

• How to distinguish pair of graphs sampled from correlated Erdos-Renyi model

from two independent random graphs?

• Given pair of graph (G1,G2) sampled from correlated Erdos-Renyi model, How

to find permutation π which recovers the correct labeling of vertices in G0?

As we can see in the correlated Erdos-Renyi model, G1 and G2 originated from the

same random graph G0. Therefore if we can discover permutation π and calibrate G1

and G2 correctly, they should have a large fraction of edges overlapped. Indeed we

have

E[G1(i, j)G2(π′(i), π′(j))] = pγ2

where π′ is the inverse permutation of π. Whereas if G1 and G2 are independently

sampled from Erdos-Renyi graphG(n, p(1 − ε)), the number of common edges will be as

small as

E[G1(i, j)G2(π′(i), π′(j))] = p2γ2

Therefore a natural thought to recovery π is looking for the permutation that mini-

mizes the number of pairs of vertices such that exactly one of G1 and G2 is connected

between that pair. In other words, we want to solve the following optimization prob-

lem:
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π∗ = arg min
∑
i<j
|G1(i, j) − G2(π∗(i), π∗(j))|

Indeed it can be shown if npγ2 ≫ log n then π′ = π∗ with high probability so we

can recover π through solving this optimization problem. Also it’s proven that it is

possible to recover π if npγ2 ≥ log n + ω(1) and impossible to recover π if npγ2 ≤

log n − ω(1)(see D. Cullina and N. Kiyavash 2017CK17). That is to say, solving this

optimization problem is information-theoretically optimal if we don’t care about algo-

rithmic efficiency.

In our work, we developed a completely different way of solving this problem which

is called subgraph matching. We focus on counting small subgraphs from a prede-

termined family of graphs and matching those small subgraphs instead of matching

vertices. In this way, we achieve the first quasi-polynomial time algorithm recover-

ing the hidden permutation π in the correlated Erdos-Renyi Model for every constant

(and even slightly sub-constant) γ and a wide range of p.

Theorem 1.1 (Recovery). For every δ > 0 and γ > 0, if pn ∈ [no(1), n1/153] or pn ∈

[n2/3, n1−δ], then there is a quasi-polynomial-time randomized algorithm A such that

with high probability over (G1,G2, π) sampled from Erdos-Renyi model and over the

choices of A, A(G1,G2) = π.

Besides recovery of hidden permutation π, we also consider the distinguishing prob-

lem which was not studied before. Here we want to distinguish G1 and G2 sampled

from correlated Erdos-Renyi model from independent Erdos-Renyi random graphs.

This problem is easier than recovering π thus we can achieve a polynomial-time algo-

rithm for this task.
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Theorem 1.2 (Distinguishing). For arbitrarily small δ > 0 and for every γ > 0, if pn ∈

[nδ, n1/153] or pn ∈ [n2/3, n1−δ], then there is a pseudo-polynomial time5 deterministic

algorithm A that distinguishes with probability at least6 0.9 between the case that

(G1,G2) are sampled from correlated Erdos-Renyi model (n, p, γ) and the case that they

are sampled independently from Erdos-Renyi model (n, pγ)

We will discuss both recovering and distinguishing problem and algorithms in Chap-

ter 1

1.4.2 Tracking the l2 Norm

This work is based on C. Chou, Z. Lei, P. Nakkira and J. Nelson 2019CLN+19. Here

we overview the l2 norm tracking problem. This problem is based on a streaming

model in a big data setting. In the streaming model, we can imagine there is a su-

per long stream coming through a small processor. There are symbols on this stream

ranging from 1 to m and we denote the length of the stream by n. At each time the

small processor can only access the current symbol passing through but can not look

back into those data that have already passed or look ahead into data in the future.

This processor is small in the sense that it only has a memory of size poly(logm,

log n). Let ci(t) denote the number of occurrences of number i in first t slots of the

tape. This kind of stream is often called insertion only stream where for all i, ci(t) will

not decrease over t. In this setting, the l2 norm tracking problem is simply estimating∑
i ci(t)2 for all t. The tricky part of this problem is we want our estimation to be close

for all t rather than just output a final estimation for the whole stream. Often we

called the streaming algorithm which only answers the estimation in the end stream

the one-shot algorithm or non-adaptive algorithm, as opposed to tracking algorithm.
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One of the most famous streaming algorithmAMS99 is one-shot l2 norm estimation

which achieve estimating
∑

i ci(n)2 within multiplicative factor (1+ ε). However our goal

is to track l2 norm of the stream and achieve:

Pr[∃t such that |f(t) − ∥c(t)∥22| > ε∥c(t)∥22] ≤ δ

where f(t) is our estimator for first t slots and c(t) is the vector of (c1(t), c2(t), . . . cm(t)).

This kind of tracking where the error is proportional to current l2 norm is called

strong tracking and there is a weaker notion of tracking defined as

Pr[∃t such that |f(t) − ∥c(t)∥22| > ε∥c(n)∥22] ≤ δ

Because for insertion only streams ∥c(n)∥22 ≥ ∥c(t)∥22, the second notion is called weak

tracking primitive. For different parameters (ε, δ), we evaluate the efficiency of the

algorithm through two different angles: update time and space. Update time is the

upper bound of the running time for the processor to process the data between ob-

serving two successive slots. Space is the upper bound of the space usage of the pro-

cessor throughout the streaming algorithm. Both update time and space are functions

of ε and δ. For update time, there were not many theoretical studies around upper

or lower bound of update time especially for insertion only tracking problem. The

known lower bound for l2 norm estimation for non-adaptive modelLNN15 shows that

for O(ε−2)-space algorithm with failure probability δ must have update time Ω(log(1/δ)/
√

logm.

In terms of space complexity, for constant failure probability δ, Ω(ε−2 log n + log logm)

space is requiredKNW10a for one-shot l2 norm estimation. For sub-constant δ, the only

known tight lower bound is for a specific type of sketching algorithm. It’s known that

for linear sketches, Ω(ε−2 log(1/δ))JW13 space is required. Thus before our work, it was
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not known whether we can achieve constant update time for constant δ while keeping

the space consumption within O(ε−2 log(1/δ). Our work achieves constant update time

for each slot while keeping the space consumption small enough. Our contribution is

as follows. For weak tracking we show

Theorem 1.3. For any ε > 0, δ ∈ (0, 1), and m ∈ N. For any insertion-only stream over

[m] with frequencies c1(t), c2(t), . . . , cm(t), there exists a streaming algorithm providing l2

(ε, δ)-weak tracking with space using O(ε−2 log(1/δ)) words and O(log(1/δ)) update time.

And for strong tracking we show

Theorem 1.4. For any ε > 0, δ ∈ (0, 1), and m ∈ N. For any insertion-only stream over

[m] with frequencies c1(t), c2(t), . . . , cm(t), there exists a streaming algorithm providing

l2 (ε, δ)-weak tracking with space using O(ε−2 log(1/δ) log log n) words and O(log(1/δ) log log n)

update time.

We will discuss our proofs of these two theorems along with a lower bound for the

tightness of this analysis in Chapter 2

1.4.3 Robust Mean And Covariance Estimation

This work is based on Z. Lei, K. Luh, P. Venkat, and F. Zhang 2020LLVZ20. Estimat-

ing the mean and covariance of a multivariate distribution is a very basic question in

statistics. However here we consider minimal possible assumptions about the under-

lying distribution therefore it could be some heavy-tailed distribution. In addition,

instead of minimizing mean square error as many standard methods do, we consider

minimizing the distance between our estimator and true statistical parameter with

19



high probability. More specifically we consider the following metric: For mean es-

timation, let μ̂ and μ denote the mean estimator and real mean of the distribution

respectively. We have the following relation:

Pr[∥μ̂ − μ∥ ≥ r(δ)] ≤ δ

our goal is to minimize the function r(δ) in terms of δ. Similarly for covariance estima-

tion it becomes

Pr[∥Σ̂ − Σ∥ ≥ r(δ)] ≤ δ

Where Σ̂ and Σ becomes the estimated covariance and true covariance of the distribu-

tion. And here we want to minimize r(δ) as before.

A common choice is to minimize E[∥μ̂ − μ∥22] and E[∥Σ̂ − Σ∥2F] and empirical aver-

age estimators indeed perform well in these metrics. However, in the high probabil-

ity metric the empirical mean and empirical covariance cannot give us the optimal

distance between the estimator and actual parameter with high probability. For ex-

ample, for mean estimation, if we do not make any assumption on the distribution

but only finiteness of covariance matrix Σ, the only thing we can hope for based on

Chebyshev’s inequality is

r(δ) =
√

Tr(Σ)/nδ

where n is the number of samples and Tr is the trace function. However if the under-

lying distribution is N(μ,Σ) we can actually get
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r(δ) =
√

Tr(Σ)/n +
√
2∥Σ∥ log(1/δ)/n

where ∥Σ∥ is the largest eigenvalue of Σ (see D. L. Hanson and F. T. Wrigh 1971HW71).

This bound also holds in magnitude for sub-Gaussian distribution X which satisfies.

E[exp(λ⟨v,X − EX⟩)] ≤ exp(cλ2⟨v,Σv⟩)

For all constant λ, unit vector v and some constant c.

The difference of these two functions in terms δ shows that the empirical average

can not achieve the same order of tail bound for arbitrary distribution as a normal

distribution. our goal is to handle those heavy tailed distributions so that we can

achieve similar r(δ) for those distributions as Gaussian distribution.

Luckily in the univariate case there is a technique called mean of median trick

which achieves the same tail bound in the magnitude of δ as sub-Guassian distribu-

tion for mean and covariance estimation with a very weak assumption on the underly-

ing distribution. In other words, for mean estimation, if covariance matrix Σ is finite.

Then we can achieve (see Joly, Emilien and Lugosi, Gabor and Oliveira, Roberto Im-

buzeiro 2017JLO17)

r(δ) = C(
√

Tr(Σ)/n +
√
∥Σ∥ log(1/δ)/n)

for some constant C. And for convariance estimation, if there exists and constant c

such that for all unit vector v the distribution X satisfies

E[(⟨X − EX, v⟩)4] ≤ cE2[(⟨X − EX, v⟩)2]
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then a similar median of mean estimator could apply to achieve

r(δ) = C(
√

Tr(Σ)∥Σ∥/n + ∥Σ∥
√

log(1/δ)/n)

omitting some log factors of dimension d. This bound also matches the empirical

avearge tail bound for sub-Gaussian distribution.

However since the ”median” here for multivariate distribution is not straightfor-

wardly defined, it’s not clear how to compute this estimator efficiently. For mean esti-

mation, people developed polynomial-time but not fully efficient algorithms (see S. B.

Hopkins 2020Hop20) to find such estimators. For covariance estimation currently, an

additional d1/4 factor must be paid in r(δ) to achieve polynomial-time algorithm (see

Y. Cherapanamjeri, S. B. Hopkins, T. Kathuria, P. Raghavendra, and N. Tripuraneni

2020CHK+20). For both mean and covariance estimation, all existing works are based

on solving a semi-definite programming problem which has to take Ω(d2) to find the

optimal solution. In our work, we showed we can avoid solving any semi-definite pro-

gramming problem and obtained an algorithm that has a better dependency on di-

mension d in running time for mean estimation. In addition, we also considered the

scenario of data pollution and showed that our algorithm can tolerate a small faction

of data being arbitrarily polluted. More specifically we show

Theorem 1.5. Let δ ≥ Ae−n for a constant A and k = ⌈3600 log(1/δ)⌉. Given n points G∪

B, where G are i.i.d. samples from a distribution over Rd with mean μ and covariance

Σ and B a set of arbitrary points with |B| ≤ k/200, there is an efficient algorithm that

outputs an estimate μ̂ ∈ Rd such that with probability at least 1 − δ,

r(δ) ≤ C(

√
Tr(Σ)
n
+

√
∥Σ∥ log(1/δ)

n
),
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for a constant C. Furthermore, the algorithm runs in time O
(
nd + k2dpolylog(k, d)

)
For covariance estimation we can avoid solving semidefinite programming with an

extra factor of
√
d in r(δ). It’s worse in the distance but compared with the current

best polynomial-time algorithm it’s more efficient in running time. Moreover, we de-

veloped a subexponential time algorithm for covariance estimation which can make

r(δ) arbitrarily close to the distance for sub-Gaussian distribution depending on how

many computational resources we want to pay for.

We will discuss our algorithm and proof for fast mean estimation with the sub-

Gaussian rate in Chapter 3 along with some discussion on our current development in

covariance estimation.

23



2
Graph Matching Problem

This chapter is based on B. Barak, C. Chou, Z. Lei, T. Schramm, and Y. Sheng 2019BCL+19.

We give a quasipolynomial time algorithm for the graph matching problem (also

known as noisy or robust graph isomorphism) on correlated random graphs. Specifi-

cally, for every γ > 0, we give a nO(log n) time algorithm that given a pair of γ-correlated

Erdos-Renyi graphs G0,G1 with average degree between no(1) and n1/153, recovers the

”ground truth” permutation π ∈ Sn that matches the vertices of G0 to the vertices of
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Gn in the way that minimizes the number of mismatched edges. We also give a recov-

ery algorithm for a denser regime, and a polynomial-time algorithm for distinguishing

between correlated and uncorrelated graphs.

Prior work showed that recovery is information-theoretically possible in this model

as long the average degree was at least log n, but truly subexponential-time algo-

rithms were only known for graphs with average degree Ω(n). In contrast, our algo-

rithms succeed for an average degree as low as no(1).

2.1 Introduction

The graph matching problem originated from a classical algorithmic problem the

graph isomorphismWik21b. For graph isomorphism, we are given a pair of graphs

G0(E0,V0) and G1(E1,V1) with the same number of vertices and edges. Our goal is to

find a perfect matching between V0 and V1 such that for any pair of vertices in G0,

there is an edge between them if and only if there is an edge between the matching

vertices in G1. Existence of a polynomial-time algorithm for graph isomorphism is a

long-standing questionMil79 For96 with the best result being the result quasipolynomial

time algorithm of BabaiBab16. In our case, we are not working on the exact version

of graph isomorphism where each edge and vertex in G0 must be perfectly matched

to the corresponding edge and vertex in G1. Instead, we are working on a randomly

generated pair of graphs where there is a hidden bijection between vertices of these

two graphs such that there is a large overlap of edges between these two graphs with

respect to this bijection. The graph matching problem is a well-studied computational

problem in a great many areas of computer science. Some examples include machine

learningCSS07, computer visionCL12, pattern recognitionBBM05, computational biol-
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ogySXB08,VCP+11, social network analysisKL14, and de-anonimzationNS09.∗ The graph

matching problem is the task of computing, given a pair (G0,G1) of n vertex graphs,

the permutation

π∗ = arg min
π∈Sn
∥G0 − π(G1)∥ (2.1)

where we identify the graphs with their adjacency matrices, and write π(G1) for the

matrix obtained by permuting the rows and columns according to π (i.e., the matrix

P⊤G1P where P is the permutation matrix corresponding to π).

2.1.1 The Correlated Erdos-Renyimodel

The graph matching problem can be thought of as a noisy (and hence harder) variant

of the graph isomorphism problem. In fact, the graph matching problem is NP-hard

in the worst case.† O’Donnell et al. also show that graph matching is hard to approxi-

mate assuming Feige’s Random 3SAT hypothesisOWWZ14. Hence, much of the existing

work is focused on practical heuristics or specific generative models. In a 2011 paper,

Pedarsani et al.PG11 introduced the correlated Erdos-Renyimodel as a case study for a

de-anonymization task. This is the G(n, p; γ) model in which the pair (G0,G1) is gener-

ated as follows:‡

• We sample a “base graph” B from the Erdos-Renyidistribution G(n, p).

• We sample π at random in Sn (the set of permutations on the elements [n]).
∗See the surveysLR13,CFSV04, the latter of which is titled “Thirty Years of Graph Matching

in Pattern Recognition”.
†If we allow weights and self-loops it is equivalent to the quadratic assignment prob-

lemLaw63,BÇPP99.
‡Some works also studied a more general variant where G0 and G1 use different subsam-

pling parameters γ0, γ1.
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• We let G0 be a randomly subsampled subgraph of G obtained by including ev-

ery edge of B in G0 with probability γ independently.

• We let G1 be an independently subsampled subgraph of π(G) obtained by in-

cluding every edge of π(G) in G1 with probability γ independently.

Given (G0,G1), our goal is to recover π. Though initially introduced as a toy model for

a specific application, the problem of recovering π in G(n, p; γ) is a natural and well-

motivated statistical inference problem, and it has since received a lot of attention in

the information theory and statistics communities (c.f.,YG13,KL14,LFP14,KHG15,CK16,CK17,MX18).

Below we will use Dstruct(n, p; γ) (or Dstruct for short, when the parameters are clear

from the context) to denote the “structured” joint distribution above on triples (G0,G1, π)

of pairs of graphs and a permutation π such that G1 is a noisy version of π(G0). One

can see that the graphs G0 and G1 are individually distributed according to the Erdos-

Renyidistribution G(n, pγ), but there is a significant correlation between G0 and G1.

It can be shown that as long as pγ2 ≫ log n/n, the permutation π will be the one that

minimizes the right-hand side of (2.1), and hence it is possible to recover π information-

theoretically. Indeed, Cullina and KivayashCK16,CK17 precisely characterized the pa-

rameters p, γ for which information-theoretic recovery is possible. Specifically, they

showed recovery is possible if pγ2 > log n+ω(1)
n and impossible when pγ2 < log n−ω(1)

n .

However, none of these works have given efficient algorithms. Yartseva and Gross-

glauserYG13 analyzed a simple algorithm known as Percolation Graph Matching (PGM),

which was used successfully by Narayanan and ShmatikovNS09 to de-anonymize many

real-world networks. (Similar algorithms were also analyzed byKL14,KHG15,LFP14.)

This algorithm starts with a ”seed set” S of vertices in G0 that are mapped by π to

G1, and for which the mapping π|S is given. It propagates this information accord-
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ing to a simple percolation until it recovers the original permutation. Yartseva and

Grossglauser gave a precise characterization of the size of the seed set required as

a function of p and γYG13. Specifically, in the case that γ = Ω(1) and p = n−1+δ

(where the expected degree of G0 and G1 is Θ(nδ)), the size of the seed set required is

|S| = n1−δ−Θ(δ2). In the general setting when one is not given such a seed set, we would

require about n|S| steps to obtain it by brute force, which yields an exp(nΩ(1)) time al-

gorithm in this regime. Lyzinski et al.LFF+16 also gave negative results for popular

convex relaxations for graph matching on random correlated graphs.

Subsequent work. Subsequent to our work, Mossel and XuMX18 obtained new al-

gorithms for the seeded setting based on a delicate analysis of local neighborhoods.

Notably, they achieve recovery at the information-theoretic threshold. Though the

exact dependence of the seed set size on the average degree is complicated to state,

roughly speaking whenever pn = nδ for 1
δ ∈ N, their seed set has size O(log n), giving

quasi-polynomial time algorithms. However, when 1
δ < N, the seed set size is nΩ(1)

with the constant in the exponent depending on the difference of 1
δ and ⌊ 1δ⌋.

Paper Algorithm Requirements Runtime, pn = nδ
Cullina & Kivayash info-theoretic pγ2n ≥ log n + ω(1) exp(O(n))

CK16,CK17

Yartseva & Grossglauser percolation pγ2n = Ω(log n) exp(n1−δ−Θ(δ2))
YG13

This paper subgraph pn ∈ [no(1), n1/153] ∪ [n2/3, n1−ε]
matching γ ≥ (1/ log n)o(1) nO(log n)

Mossel & Xu seeded local pn ≥ log n + ω(1) nO(log n) if 1
δ ∈N,

MX18 statistics γ = Θ(1) else exp(nΩ(1))

Figure 2.1: A comparison of algorithms for recovery of the permutation in the correlated
Erdos-Renyimodel, when (G0,G1, π) ∼ Dstruct(n, p; γ).
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2.1.2 Our results

In this work, we give quasipolynomial time algorithms for recovering the hidden per-

mutation π in the G(n, p; γ) model for every constant (and even slightly sub-constant)

γ and a wide range of p.

Theorem 2.1 (Recovery). For every ε > 0 and γ > 0, if pn ∈ [no(1), n1/153] or pn ∈

[n2/3, n1−ε], then there is a quasipolynomial-time randomized algorithm A such that

with high probability over (G0,G1, π) ∼ Dstruct(n, p; γ) and over the choices of A, A(G0,G1) =

π.

One can see that we obtain (nearly) efficient recovery even for sub-polynomial de-

grees. As discussed in section 2.3, our results are more general and handle (slightly)

sub-constant noise γ. See theorem 2.6 for a precise statement of the parameters (in-

cluding the o(1) in the minimum sparsity np = no(1)). To the best of our knowledge,

the best previously known algorithms for any pn < n1−ε required subexponential (i.e.,

exp(nΩ(1))) time.

At first, the requirement that the average degree pn be in a union of two disjoint

intervals may seem strange. Indeed, modulo a combinatorial conjecture, our algorithm

works for all values of np ∈ [Ω(log n), 1). In order to give this conjecture, we need the

following definition; for the sake of exposition, we have pared it down. For the full

requirements, see theorem 2.8.

Definition 2.1 (simplified version). Let v, e be positive integers. We say that H is a

(v, e)-test family if H is a set of v-vertex e-edge graphs, such that each H ∈ H has

no non-trivial automorphisms, every strict subgraph of H has edge density < e
v , and

further for pairs of distinct H,H′ ∈ H , no shared subgraph of H,H′ has density larger
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than .99 e
v . Finally, we also require |H| ≥ vΩ(e).§

Conjecture 2.1. For all sufficiently large integers v > v0, for every integer e such that

v + log v < e≪ v2, there exists a (v, e)-test family.

A proof of this conjecture would immediately extend theorem 2.1 to every pn ∈

[Ω(log n), 1). In fact, our proof of theorem 2.1 proceeds by establishing this conjecture

for v = Θ(log n) and e ∈ [v + o(v), (1 + 1
152 )v] ∪ [3v,O(v)]. We find it difficult to believe

that the existence of a (v, e)-test family would be discontinuous in e as a function of v;

however our techniques for the two regimes are different, and while we did not make a

special effort to optimize the constants 1
152 or 3, it seems that completely filling in the

gap requires some delicate and technical combinatorial arguments.

Hypothesis testing. We also consider the potentially easier “hypothesis testing”

task of distinguishing a pair of graphs (G0,G1) sampled from Dstruct(n, p; γ) from a pair

(G0,G1) that is drawn from the “null distribution” Dnull(n, pγ) of two independent sam-

ples from G(n, pγ). For this problem, we give a polynomial time algorithm for a range

of values of p.

Theorem 2.2 (Distinguishing). For arbitrarily small ε > 0 and for every γ > 0, if

pn ∈ [nε, n1/153] or pn ∈ [n2/3, n1−ε], then there is a pseudo-polynomial time¶ deter-

ministic algorithm A that distinguishes with probability at least‖ 0.9 between the case

that (G0,G1) are sampled from Dstruct(n, p; γ) and the case that they are sampled from

Dnull(n, pγ).

§Notice that there are only
(v2/2

e
)

graphs on v vertices and e edges, so the size requirement
on H is quite stringent.

¶The algorithm is pseudo-polynomial because it depends on the bit complexity of log p
log n .

‖We can amplify this to probability 1− δ, but this incurs a dependence on δ in the exponent
of the runtime.
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See theorem 2.3 for the full settings of parameters that we achieve for distinguish-

ing.

2.1.3 Approach and techniques

In this section we illustrate our approach and techniques. For the sake of simplicity

and concreteness we first focus on the following task. Given a pair of graphs (G0,G1),

distinguish between the following two cases for p = n−1+δ (i.e., graphs of average degree

∼ nδ):

Null case: (G0,G1) are drawn from the distribution Dnull of two independent graphs

from the Erdos-Renyidistribution G(n, p/2).

Planted/structured case: (G0,G1) are drawn from the distribution Dstruct(n, p; 1/2).

That is, we sample G from G(n, p) and a random permutation π ∼ Sn, and both

G0 and G1 are independently subsampled subgraphs of G where each edge is

kept with probability 1/2. The labels of the vertices of G1 are additionally per-

muted according to π.

Before we present our approach to solving this problem, we explain some of the

challenges. In the Dnull case the graphs G0,G1 are completely unrelated, and there is

no permutation of the vertices so that G0 and G1 overlap on more than a p fraction

of the edges, while in the Dstruct case they are “roughly isomorphic”, in the sense that

there is a permutation that will make them agree on about a quarter of their edges.

Since random graphs are in fact an easy instance of the graph isomorphism problem,

we could perhaps hope that known graph isomorphism algorithms will actually suc-

ceed in this “random noisy” case as well. Alas, it turns out not to be the case.
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We now present some rough intuition why common graph isomorphism heuristics

fail in our setting. (If you are not interested in seeing why some algorithms fail but

rather only why our approach succeeds, feel free to skip ahead to Section 2.1.3.) Let’s

start with one of the simplest possible heuristics for graph isomorphism: sort the ver-

tices of G0 and G1 according to their degrees and then match them to each other. If

G0 and G1 are isomorphic via some permutation π then it will of course be the case

that the degree of every vertex v of G0 is equal to the degree of π(v) in G1. Generally,

even in a random graph, this heuristic will not completely recover the isomorphism

since we will have many ties: vertices with identical degrees. Nevertheless, this ap-

proach would map many vertices correctly, and in particular, the highest degree ver-

tex in a random graph is likely to be unique and so be mapped correctly.

However, in the noisy setting, even the highest degree vertex is unlikely to be the

same in both graphs. The reason is that in a random graph of average degree Δ, the

degrees of all the vertices are roughly distributed as independent Poisson random

variable with expectation Δ. The vertex v∗ with the highest degree in G0 is likely to

have degree which is k∗ ∼
√

ln n standard deviations higher than the mean. But since

the graphs are only 1
4 -correlated, the corresponding matched vertex w∗ = π(v∗) is likely

to have degree which is only 1
4k
∗ higher than the mean. It can be calculated that this

means that w∗ is extremely unlikely to be the highest degree vertex of G1. In fact, we

expect that about n15/16 vertices will have degree larger than w∗s.

In the context of graph isomorphism algorithms, we often go beyond the degree to

look at the degree profile of a vertex v, which is the set of degrees of all the neigh-

bors of v. In the case that G0 and G1 are isomorphic via π, the degree profiles of v and

π(v) are identical. However, in the noisy case when G0 and G1 are only 1
4 -correlated,

the degree profiles of v and π(v) are quite far apart. About a quarter of the neigh-
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bors of v and π(v) will be matched, but for them, the degrees are only roughly corre-

lated, rather than equal. Moreover, the other three quarters of neighbors will not be

matched, and for them, the degrees in both graphs will just be independent Poisson

variables.

Another common heuristic for graph isomorphism is to match G0 and G1 by taking

their top eigenvectors and sorting them (breaking ties using lower order eigenvectors).

Once again this will fail in our case because even if the permutation was the identity,

the top eigenvector of G0 is likely to be very different from the top eigenvector of G1.

This is for similar reasons as before: the top eigenvector of G0 is the vector v0 such

that the quantity v⊤0 A0v0 is k∗ standard deviations higher than the mean for some par-

ticular value k∗. However, it is likely that the v⊤0 A1v0 will only be k∗/4 or so standard

deviations higher than the mean, and hence v0 will not be the top eigenvector of A1.

One could also imagine using a different heuristic, such as cycle counts, to distinguish—

in section 2.2, we discuss the shortcomings of such “simple” heuristics in detail.

The “black swan” approach

Now that we have appreciated the failure of the canonical graph isomorphism algo-

rithms, we describe our approach. Our approach can be thought of as “using a flock

of black swans”. Specifically, suppose that H is an O(1)-sized subgraph that is a “black

swan,” in the sense that it has extremely low probability μ ≪ 1 of appearing as a sub-

graph of a random graph G0 drawn from G(n, p/2).∗∗ Another way to say it is that

E[XH(G)] = μ where XH(G) is the subgraph count of H in G, or the number of sub-
∗∗For technical reasons, for the distinguishing section we actually take μ = O(1) and only use

μ≪ 1 for recovery, but we discuss here the case μ≪ 1 for intuition.
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graphs of G isomorphic to H.††

Figure 2.2: In this example, XH(G) = 2.

If we are lucky and H appears in both G0 and G1, then we can conclude that it is

most likely that the vertices of H in G0 are mapped to the vertices of H in G1, since

the probability that both copies appear by chance is μ2. This is much smaller than

μ( 12 )O(1), which is the probability that H appears in G0 and those edges were not dropped

in G1. If we are further lucky (or chose our swan carefully) so that H has no non-

trivial automorphism, then it turns out that we can in such a case deduce the precise

permutation of the vertices of H in G0 to the vertices of H in G1.

The above does not seem helpful in designing an algorithm to recover the permu-

tation, or even to distinguish between Dnull and Dstruct since by its nature as a “black

swan”, most of the times H will not appear as a subgraph of G0, and hence we would

not be able to use it. Our approach is to use a flock of such swans, which are a set H

of graphs H1, . . . ,Ht such that the probability of every individual graph Hi occurring

as a subgraph is very small, but the probability of some graph Hi occurring is very

high. We carefully designate properties of the family (which we call the test graph

family) so that when i , j the events that Hi and Hj occur as subgraphs are roughly

independent.

Already, this allows us to use the common occurrences of graphs in this family to

deduce whether (G0,G1) came from the null distribution (in which case such occur-
††More formally, XH(G), also denoted in some works as hom(H,G), is the number of homo-

morphisms of H to G, divided by the number of automorphisms of H. That is, if H has vertex
set [v] and G has vertex set [n], then XH(G) = 1

|aut(H)|
∑

σ:[v]→[n]1-to-1
∏

(i,j)∈E(H) Gσ(i),σ(j).
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rences will be rare) or whether they came from the structured distribution (in which

case they will be more frequent). In particular, if we define H = {H1, . . . ,Ht}, and the

polynomial

pH (G0,G1) =
∑
H∈H

(XH(G0) − μ)(XH(G1) − μ),

then the value of pH will be noticeably higher when (G0,G1) are drawn from Dstruct

than when they are drawn from Dnull. This will result in an efficient algorithm to dis-

tinguish the two distributions. We also use the “swans” for recovery, as we will dis-

cuss below.

Constructing the flock of black swans

It turns out that demonstrating the existence‡‡ of a family of “swans,” or “test graphs,”

is a delicate task, as we need to satisfy several properties that are in opposition to one

another. On one hand, we want the family to be large so that we can compensate for

the fact that each member is a “black swan” and appears with a very small proba-

bility. On the other hand, we need each member of the family to have a small num-

ber of edges. Suppose that one of our swans, H, has e edges. If it appears in the base

graph B, then it only survives in both G0 and G1 with probability γ2e. That is, the

correlation between XH(G0) and XH(G1) decays exponentially in the number of edges

of H, and if H is too large we cannot expect it to help us recover. As a side effect,

keeping H small helps with the computational efficiency of the task of finding these

occurrences. A third constraint is that we need the events that each member of the
‡‡We note that since the graphs in the family will be of size v = O(log n), and counting the

number of occurrences of a graph on v vertices takes time nO(v), once we fix v we can perform
brute-force enumeration over all graphs on v vertices with negligible effect on the asymptotic
runtime. For this reason, demonstrating the existence of a family is enough. (The construc-
tion need not be algorithmic, though ours is).
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family occurs to be roughly independent. It is very easy to come up with a large fam-

ily of graphs for which the events of them co-occurring together are highly correlated,

but such a family would not be useful for our algorithm. Ensuring this independence

amounts to obtaining control over the edge density of the common subgraphs that ap-

pear in pairs of distinct test graphs. Luckily, we are able to demonstrate the existence

of families of graphs achieving the desired properties, though this requires some care.

The above discussion applies to the distinguishing problem of telling Dnull and

Dstruct apart. However, if we can ensure that the joint occurrences of our family of

test graphs cover all the vertices of G0 and G1, then we can actually recover the per-

mutation. This underlies our recovery algorithm. To simultaneously ensure these con-

ditions we need to make the number of vertices of each Hi logarithmic rather than

constant, which results in a quasipolynomial time algorithm.

Properties of the test graphs. We now describe more precisely (though still not in

full formality, see Section 2.4) the properties that our family H of “black swans” or

test graphs needs to satisfy so the above algorithm will succeed:

Low likelihood of appearing. Each graph in our test family will have v vertices and e

edges. To ensure that it is indeed a “black swan”, we require that nvpe = μ for

μ slightly subconstant. In particular, in the regime p = n−1+δ this will require

e ≥ (1 − δ)−1v. In fact, we will set e to be almost exactly (1 − δ)−1v. Note that

when, say, δ < 1/10 these are graphs with less than, say 10
9 · v edges, so that the

average degree is close to 2.

Strict balance. This condition is well-known in the random graphs literature, and

it ensures that the random variable XH(G) is well behaved. It states that for

36



every H in the family H , every induced subgraph H′ of H with v′ vertices and

e′ edges has strictly smaller edge density, e′/v′ < e/v. We will actually require a

strengthened, quantitative notion of strict balance, in which the density of H′ is

related to its size.

Intersection balance. To ensure that for every pair of distinct graphs H1,H2 in our

family the random variables XH1(G) and XH2(G) will be asymptotically indepen-

dent when μ ≪ 1, we will need to have even tighter control over the density of

their common subgraphs. We will require that for every two such graphs, any

subgraph H′ of their intersection satisfies the stronger condition that e′/v′ <

e/v − α for some sufficiently large α > 0.

No non-trivial automorphism. To ensure we can recover the permutation correctly

from an occurrence of H in G0 and an occurrence in G1, we require that every H

in H has no non-trivial automorphism.

Largeness. Finally to ensure that there actually will be many subgraphs from this

family in our graph, we will require that |H|μγe > n. (For distinguishing, it will

suffice that |H|γ2e = Ω(1).)

We conjecture that a family achieving these properties can be obtained with any

density e/v > 1 (see conjecture 2.1). However, at the moment we only demonstrate

the existence of such families of graphs with certain densities, which is why our algo-

rithms do not work for all ranges of p.∗

We now illustrate one such construction. First and foremost, it can be shown that

for integer d ≥ 3, random d-regular graphs H satisfy the requirements of strict balance
∗More accurately, we do have conjectured constructions that demonstrate the existence of

such graphs for all densities but have not yet been able to analyze them in all regimes.
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and trivial automorphism group. Further, a sufficiently large fraction of the set of d-

regular random graphs will satisfy the intersection balance property. So for graphs

with e = (1 − δ)−1v where (1 − δ)−1 = d/2, we easily have such a family.

However, the above construction does not give us graphs of all densities, and in

particular, does not allow us to handle the most interesting regime of sparse Erdos-

Renyicorrelated graphs (e.g., p < n−0.999 or so) which requires test graph of density

roughly 1+δ for some small δ and in particular a non-integer average degree of roughly

2 + 2δ. Here is one example for such construction when δ is 1/(3k + 3) for some large

integer k. We start with a random 3-regular graph H′ on v′ vertices (and hence 1.5v′

edges). We then subdivide every edge by inserting k intermediate vertices into it, and

so turning it into a path of length k+ 1. The resulting graph H will have e = 1.5v′(k+ 1)

edges and v = v′ + ke′ = v′ + 1.5kv′ vertices, and one can verify that e = (1 − δ)−1v. More-

over, it can be shown that the densest subgraphs of H will “respect” the underlying

structure, in the sense that for every original edge of H′, a subgraph of H maximiz-

ing the density will either include all the corresponding path or none of it. Using this

observation, and the expansion properties of random graphs, it is possible to show

that strict balance condition and even the intersection balance condition hold. More-

over, we can also use known properties of random graphs to rule out non-trivial au-

tomorphism. Finally, since the number of 3-regular graphs on v′ vertices is v′Ω(v′), for

v′ = Ω(v) we get a super exponential (i.e., 2ω(v)) number of graphs, which will allow

us to get a sufficiently large family. We will furthermore need to make the notion of

strict balance quantitative. For this and the remaining details, see Section 2.4, where

we also give our constructions for other values of (1 − δ)−1.
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2.1.4 Related work

As mentioned above, there is an extremely large body of literature on the graph match-

ing problem. We discussed above the works on correlated Erdos-Renyigraphs, but

people have also studied other generative models such as power law graphs and others

(e.g., seeJLG+15).

On a technical level, our work is inspired by recent works on sum-of-squares and

using low degree polynomials for inference problemsHKP+17. In particular, our start-

ing point is a low degree distinguisher from the planted and structured distributions.

However, there are some differences with the prior works. These works typically searched

for objects such as cuts, vectors, or assignments that are less structured than search-

ing for permutations. Moreover, unlike prior works where the polynomial distinguish-

ers used fairly simple polynomials (such as counting edges, triangles, cycles, etc..), we

need to use subgraphs with more complex structures. This is related to the fact that

despite this inspiration, our algorithm at the moment is not a sum-of-squares algo-

rithm. It remains an open problem whether the natural sum-of-squares relaxation for

(2.1) captures our algorithm.

In our analysis, we draw on the vast literature on analyzing the distribution of sub-

graph counts (e.g., seeJLR11). Our setting is however somewhat different as we need

to construct a family of graphs with related but not identical properties to those

studied in prior works; in particular, some differences arise because of the fact that

the graphs G0,G1 are correlated, and the fact that we work in the regime where the

graphs have size growing with n and appear o(1) times in expectation.
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2.1.5 Organization

In section 2.2 we give our distinguishing algorithm between Dnull and Dstruct (theo-

rem 2.2). Then in section 2.3 we build on this algorithm to obtain a recovery algo-

rithm that recovers the “ground truth” permutation from (G0,G1) drawn from Dstruct.

This algorithm builds upon and extends the techniques of our distinguishing algo-

rithm. Both the recovery algorithm and distinguishing algorithms use as a “black

box” the existence of families H of “test graphs” (the black swans) that satisfy cer-

tain properties. In Section 2.4 we show how to construct such test families.

Notation. For a graph G = (V,E) and a subset of the vertices S ⊆ V, we use G[S] to

denote the vertex-induced subgraph on S and we use E[S] to denote the set of edges

with both endpoints in S. We use var(X) to denote the variance of the random vari-

able X. For an event E, 1[E] is the 0-1 indicator that E occurs. For a two graphs G,H,

we use G � H to indicate that G and H are isomorphic, and H ⊆ G to indicate that

G contains H as an edge-induced subgraph. We use nk to denote the falling factorial,

nk = n(n − 1) · · · (n − k + 1). We will also use standard big-O notation, and we will use

f(n)≪ g(n) to denote that limn→∞
f(n)
g(n) → 0.

2.2 Distinguishing the null and structured distributions

In this section, we give an algorithm for the following distinguishing problem:

Problem 2.1 (Distinguishing). We are given two n-vertex graphs G0,G1, sampled

equally likely from one of the following distributions:

• The null distribution, Dnull: G0 and G1 are sampled independently from G(n, pγ).
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• The structured distribution, Dstruct: First, a graph G ∼ G(n, p) is sampled. Then,

we independently sample G0, G̃1 from G by subsampling every edge with prob-

ability γ. Finally, we set G1 to be a copy of G̃1 in which the vertex labels have

been permuted according to a uniformly random permutation π.

Our goal is to decide with probability ≥ 0.9 whether G0,G1 were sampled from Dnull or

Dstruct.

This section will be devoted to a proof of the following theorem, which is a general-

ization and directly implies Theorem 2.2:

Theorem 2.3 (Distinguishing algorithm, restatement). For arbitrarily small ε, δ > 0, if

pγ ∈ [n
δ

n ,
n1/153
n ] or pγ ∈ [n−1/3, n−ε] and if γ = Ω(log−b n) for constant b, there is a nγ−O(1)

time algorithm A that distinguishes with probability at least† 0.9 between the case

that (G0,G1) are sampled from Dstruct(n, p; γ) and the case that they are sampled from

Dnull(n, pγ).

In particular, if γ = Ω(1) then the algorithm runs in polynomial time.

Recall that for graphs G,H, we define the subgraph count XH(G) to be the number

of subgraphs of G isomorphic to H. Since G0,G1 sampled from Dstruct are correlated, if

a subgraph H appears in G0 then it is more likely to also appear in G1, and the sub-

graph counts are correlated. The following lemma uses this approach to give a certain

“test”: a polynomial pH(G0,G1) that has zero mean when (G0,G1) is chosen from the

null distribution, but positive mean when they are chosen from the structured distri-

bution. This test will not be good enough, since even in the structured case, it will

be unlikely that the polynomial takes a non-zero value, but will serve as our starting

point.
†We can amplify this to probability 1 − δ by incurring extra runtime, gaining a dependence

on δ in the exponent of n.

41



Lemma 2.1. Let H be a graph with v vertices and e edges, define the subgraph count-

deviation correlation polynomial

pH(G0,G1) =
(
XH(G0) − E[XH(G0)]

)(
XH(G1) − E[XH(G1)]

)
,

where G0,G1 are two n vertex graphs and the expectation is taken over G0,G1 from

the Erdos-Renyidistribution G(n, pγ). Then in the structured distribution,

EDstruct(n,p;γ)[pH(G0,G1)] = Θ(1) ·

(
EDstruct[XH(G0)]

)2
EG∼G(n,p)[XK(G)]

(2.2)

where K ⊆ H is the subgraph of H which minimizes EG∼G(n,p)[XK(G)].

Proof. Note that under the null distribution, G0,G1 are independent. Therefore

EDnull[pH(G0,G1)] =
(
EDnull

[
XH(G0) − E[XH(G0)]

])2
= 0.

On the other hand, in the structured distribution, G0 and G1 are correlated. That

is,

EDstruct[pH(G0,G1)] = EDstruct

[
XH(G0) · XH(G1)

]
− E[XH(G0)] · E[XH(G1)]. (2.3)

For an ordered subset of vertices S ⊂ V(G0) of size v, we define 1S⊇H(G0) to be the

indicator that G0[S] contains H as a labeled subgraph (at times we will drop the pa-

rameter G0 for the sake of conciseness). Expanding XH(G0) and XH(G1) into sums of
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such indicators, we have

EDstruct

[
XH(G0) · XH(G1)

]
=

1
aut(H)2

·
∑

S0∈V(G0)v,S1∈V(G1)v
EDstruct

[
1S0⊇H(G0) · 1S1⊇H(G1)

]
,

(2.4)

where we use V(G0)v to denote all ordered subsets of v vertices of G0. The 1
aut(H)2 is

due to the fact that the sum is over ordered subset of V(G0) and V(G1) of size v and

thus it counts the number of labeled ordered copies of H in G0 as well as G1. To avoid

over-counting, we divide the number of automorphisms of H and get the 1
aut(H)2 factor

∗.

We recall that originally, we identified V(G0) and V(G1) both with the set [n]. For

each summand, the value of the expectation is determined by the number of edges

shared between the realization of H on S0 and the realization of H on π−1(S1), where π

is the random permutation we applied to the vertices of G1. Without loss of general-

ity, suppose that π was the identity permutation (for notational convenience). Then

let EH(S0, S1) be the number of edges in the intersection of H as realized on S0 and S1

when both are identified with [n]. Then letting aut(H) be the number of automor-

phisms of H, we have

eq. (2.4) = 1
aut(H)2

·
v∑

k=0

e∑
ℓ=0

∑
S0∈V(G0)v, S1∈V(G1)v
|S0∩S1|=k,EH(S0,S1)=ℓ

γ2ep2e−ℓ. (2.5)

We can more elegantly express this quantity as a sum over all subgraphs J ⊆ H, upon

which the copy of H on S0 and the copy of H on S1 may intersect. So we may re-group

the sum according to these unlabeled edge-induced subgraphs J that give the intersec-
∗In the previous version, we missed the 1

aut(H)2 term.
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tion. Further, for each J we can define the number cJ(H) to be the number of ways one

can obtain a graph by taking two ordered, labeled copies of H and intersecting them

on a subgraph isomorphic to J.

Specifically, to have such graphs with J as an intersection, one must (a) choose a

homomorphism of J into H (two homomorphisms are equivalent if they lie on the

same vertices) for the G0 copy, (b) choose a homomorphism of J into H (two homo-

morphisms are equivalent if they lie on the same vertices) for the G1 copy, (c) choose

an automorphism between the copies. Thus, for each subgraph J, the summation over-

counts by a factor of cJ(H) = XJ(H)2 · aut(J).†

Now, let us move from the summation over ordered subsets to the summation over

unlabeled edge-induced subgraphs J, we have

E[XH(G0) · XH(G1)] =
1

aut(H)2
∑
J⊆H

cJ(H) · n2v−|V(J)| · γ2e · p2e−|E(J)|, (2.6)

as there are cJ(H) ways of intersecting two copies of H on the subgraph J, and for each

such type of intersection there are n2v−|V(J)| choices of vertices for S0, S1.

To finish off the proof, we observe that by following an identical sequence of manip-

ulations we can re-write the squared expectation in the same manner,

EDstruct

[
XH(G0)

]
· EDstruct

[
XH(G1)

]
=

1
aut(H)2

∑
J⊆H

cJ(H) · n2v−|V(J)| · γ2ep2e.

The difference is of course that because the expectations were taken separately, the
†In the previous version, we incorrectly stated that cJ(H) = XJ(H)2 = κ2J .
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intersection has no effect on the exponent of p. This allows us to re-write eq. (2.3):

eq. (2.3) = 1
aut(H)2

∑
J⊂H
|E(J)|≥1

cJ(H) · n2v−|V(J)| · γ2ep2e
(
p−|E(J)| − 1

)
, (2.7)

where we have used that if |E(J)| = 0, the terms cancel.

To obtain the final conclusion, we use that p is bounded away from 1, and that cJ(H)

and aut(H) are independent of n. □

The need for test sets. Lemma 2.1 guarantees that the count-deviation polynomial

pH has larger expected value under Dstruct than Dnull. However, this fact alone does not

prove that pH is a distinguisher. To illustrate this point, let us for simplicity suppose

that we are in the regime where nv(γp)e = C for C constant. In this case, lemma 2.1

gives us that

EDstruct

[
pH(G0,G1)

]
≈ C · γe,

up to lower-order terms (assuming that H has no subgraph K with EXK(G) < EXH(G)).

On the other hand, a simple calculation gives an optimistic bound on the standard

deviation of pH under Dnull of

varDnull

(
pH(G0,G1)

)1/2 ≈ C.

So the standard deviation in the null case is too large for us to reliably detect the

offset expectation.

Our solution is to identify a “test set” of graphs H , such that the estimators pH for

H ∈ H are close to independent.‡ If we had |H| = T trials, intuitively we expect the
‡Here we mean in the sense that the variance of their average is asymptotically equal to an
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standard deviation to decrease by a factor of
√
T. So long as we satisfy

C√
T
< C · γe,

the variance in the null case may be sufficiently small that we reliably distinguish.

In order to translate this cartoon sketch into a reality, we will require some addi-

tional properties of our test set which will be crucial in controlling the variance.

2.2.1 Test subgraphs for distinguishing

Given a graph H with e edges and v vertices, in expectation there are nv · pe/aut(H)

copies of H in G(n, p). Because of our prevailing intuition that random graphs are

well-behaved, we might naively expect that the number of copies of H is concentrated

around its mean; however, some simple examples demonstrate that this is not always

the case.

Example: the need for balance. Consider for example the graph H given by append-

ing a “hair”, or a path of length 1, to a clique of size 4 (see fig. 2.3). H has 5 vertices,

7 edges, and 3! automorphisms, so in G(n, p) with p = 2n−5/7, we have

EG∼G(n,p)[XH(G)] =
1
3!
· n5 · p7 = 27

3!
· (1 − on(1)).

So in expectation, H appears in G 27
3! times. However, if we restrict our attention to

average of independent estimators.
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Figure 2.3: Necessity of being balanced. In this example, when p = O(n−5/6), the expectation of
the count of H is O(1), however, with high probability H does not have a single occurrence in
G(n, p).

the clique K4 which is a subgraph of H, in expectation

EG∼G(n,p)[XK4(G)] =
1
4!
· n4 · p6 = O(n−2/7).

So while the expected number of copies of H is constant, K4 is not expected to appear

even once! The large expected count of H is due to a small probability event; if K4

appears (with a polynomially small probability), then we will see many copies of H.

This issue is well known in the study of random graphs (it is among the first topics

in the textbook of Janson et al.JLR11). From that well-developed literature, we bor-

row the following concept:

Definition 2.2 (Balanced graph). The density of a graph is the ratio of its edges to the

vertices.

A graph H with edge density α is called balanced if it has no strict subgraphs of

density larger than α. If all strict subgraphs of H have density strictly smaller than α,

then H is called strictly balanced.

If a graph H is expected to appear at least once, then the balancedness of a graph

H is what determines whether the number of copies of H in G(n, p) is well-concentrated

around its mean. For example, lemma 2.1 already allows us the following observation:

Observation 2.1. If H is a graph of fixed size such that EG∼G(n,p)[XH(G)] = Θ(1), then if

H is not balanced, varG∼G(n,p)[XH(G)] = ω(1).
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This follows from applying lemma 2.1 with γ = 1, in which case EDstruct[pH(G0,G1)] =

varG∼G(n,p)[XH(G)], and taking K to be the densest subgraph of H, which must have

E[XK(G)] = o(1).

To ensure asymptotic independence, we will require that each of the graphs n our

test set H be strictly balanced.

Theorem 2.4 (see Theorem 2.8). Let δ ∈ (0, 1) be a rational number, so that 1
1−δ ∈

(1, 1 + 1
153 ] ∪ { 32 , 2, 52 } or 1

1−δ ≥ 3. Let v be a sufficiently large even integer. There exists

a test set of graphs H = {H}, each on v vertices and containing e = 1
1−δv edges, which

satisfies the following properties:

1. Every H ∈ H is strictly balanced.

2. Every H ∈ H has no non-trivial automorphisms.

3. |H| ≥ vc 1
1−δ v, for a constant c independent of v.

We will prove this proposition in section 2.4; for now, assuming we have such a

family, we proceed to prove theorem 2.2.

2.2.2 Concentration for distinguisher

We are now ready to prove that there is a poly-time computable distinguishing poly-

nomial with bounded variance. The existing results on the concentration of subgraph

counts are not sufficient for us here, because we are interested in the setting of corre-

lated graphs. We will bound the variance directly.
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Theorem 2.5. Suppose that p = nδ−1 for δ ∈ (0, 1) with 1
1−δ ∈ (1, 1 + 1

153 ] ∪ { 32 , 2, 52 } or
1

1−δ ≥ 3. Then there exists a polynomial P(G0,G1) such that EDnull[P(G0,G1)] = 0, and

EDstruct [P(G0,G1)] ≥ 40 ·max
(
varDstruct (P(G0,G1))1/2 ,varDnull (P(G0,G1))1/2

)
.

Further, P(G0,G1) is a sum of subgraph count-deviation correlation polynomials for

subgraphs of size v = γ−O(1), and is computable in time nO(v), where the O(·) in the

exponent of n hides only a dependence on the size of the representation of (1 − δ)−1 as

a ratio of two integers. When γ = Ω(1), the algorithm runs in polynomial time.

Proof of Theorem 2.5. Choose v to be a sufficiently large even integer such that vc >

400/(γ)2, where c is the constant from theorem 2.8 so that |H| ≥ v c
1−δ v. Let H be the

test set of subgraphs guaranteed by theorem 2.8 with v vertices and e edges, so that
e
v = (1 − δ)−1. By this setting of parameters we have then that E[XH(G0)] = 1 ± o(1).

Define the polynomial P to be the average of pH over H ∈ H ,

P(G0,G1) =
1
|H|

∑
H∈H

pH(G0,G1).

Since every H ∈ H is strictly balanced, every strict subgraph K ⊂ H has EG∼G(n,p)[XK(G)] =

ω(1). So by Lemma 2.1 (or by the more precise Equation (2.7)) we have that

EDstruct [P(G0,G1)] ≥ nvγ2e(pe − p2e),

where we have also used that aut(H) = 1 for every H ∈ H .

We define the following quantity, which will show up repeatedly in our variance
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bounds:

ρ =
v2

(pγ)(1−δ)−1n
= O(1). (2.8)

The bounds from lemma 2.1 gives us the expectation of P under Dnull and Dstruct.

Using the balancedness properties of our test set, we will bound the variance of P un-

der Dnull and Dstruct.

Variance bound for Dnull. Because G0 and G1 are independent and identically dis-

tributed, we have

EDnull

[
P(G0,G1)2

]
=

1
|H|2

∑
H,H′∈H

EDnull[pH(G0,G1) · pH′(G0,G1)]

=
1
|H|2

∑
H,H′∈H

(
EDnull

[(
XH(G0) − E[XH(G0)]

)
·
(
XH′(G0) − E[XH′(G0)]

)])2
=

1
|H|2

∑
H,H′∈H

(
EDnull

[
XH(G0) · XH′(G0)

]
− E[XH(G0)] · E[XH′(G0)]

)2
.

(2.9)

Now, we will re-write the expression within the square as we did in the proof of lemma 2.1,

when bounding the expectation of pH under Dstruct. We will sum over graphs J which

are subgraphs of both H and H′. For each such J, let κJ = XJ(H) and let κ′J = XJ(H′).

Then, letting H ∪J H′ be the graph given by taking the union of H and H′ and iden-

tifying the vertices and edges on the subgraph J, the first term in eq. (2.9) can be re-

written as follows.

EDnull

[
XH(G0)·XH′(G0)

]
=

∑
J⊆H,H′

κJ·κ′J ·aut(J)·n2v−|V(J)|·EG∼G(n,pγ)

[
I[H∪JH′ on 2v−|V(J)| vertices]

]
,

(2.10)
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where we have also used that aut(H) = aut(H′) = 1. In G(n, pγ), the event that H ∪J H′

is present on 2v − |V(J)| vertices occurs with probability (pγ)2e−|E(J)|. This gives us

eq. (2.10) =
∑

J⊆H,H′
κJ · κ′J · aut(J) · n2v−|V(J)| · (pγ)2e−|E(J)|. (2.11)

Re-writing the term E[XH(G0)]E[XH′(G1)] similarly and combining with eq. (2.11),

EDnull

[
XH(G0) · XH′(G0)

]
− E[XH(G0)] · E[XH′(G0)]

=
∑

J⊆H,H′
|E(J)|≥1

κJ · κ′J · aut(J) · n2v−|V(J)| · (pγ)2e
(
(pγ)−|E(J)| − 1

)
. (2.12)

Now, when H , H′, if there is a subgraph J ⊆ H,H′, K must be a strict subgraph.

Since H,H′ are strictly balanced, every J ⊆ H,H′ has density strictly less than that of

H and H′. Therefore, we can assume that |E(J)| ≤ (1 − δ)−1|V(J)| − βJ for some fixed (as a

function of n) positive βJ. Thus returning to Equation (2.12), when H , H′,

eq. (2.12) ≤
∑

J⊆H,H′
|E(J)|≥1

κJ · κ′J · aut(J) · n2v−|V(J)|(pγ)2e−|V(J)|(1−δ)−1+βJ

≤ n2v(pγ)2e+minJ βJ ·
v∑

i=2

(
v2

n(pγ)(1−δ)−1

)i
, (2.13)

where we have grouped subgraphs J according to i = |V(J)|, then bounded the contribu-

tion of the κJ using that there are at most
(v
i
)

subgraphs J of size i, so

∑
J⊆H
|J|=s

κJ · κ′J · aut(J) ≤


∑
J⊆H
|J|=s

XJ(H) · aut(J)

 ·

∑
J⊆H
|J|=s

XJ(H′) · aut(J)

 ≤
((
v
s

)
· s!

)2
≤ v2s. (2.14)
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Since the final sum in Equation (2.13) is geometric, using Equation (2.8) we have that

when H , H′,

eq. (2.12) ≤ (pγ)minJ βJ · n2v(pγ)2e · ρ2
ρv−1 − 1
ρ − 1

where the extra (pγ)minJ βJ factor is due to the strictly balanced property which implies

βJ is a positive constant independent of n for each J. When H = H′, an identical calcu-

lation bounds the terms in Equation (2.12) for which J , H; when J = H, then (since H

has no non-trivial automorphisms) the term contributes nv(pγ)e. Thus we have

eq. (2.12) ≤


nv(pγ)e + (pγ)minJ βJ · n2v(pγ)2e · ρ2 ρ

v−1−1
ρ−1 H = H′

(pγ)minJ βJ · n2v(pγ)2e · ρ2 ρ
v−1−1
ρ−1 H , H′.

(2.15)

Finally, combining with Equation (2.9), this gives a bound on the variance:

varDnull(P(G0,G1)) ≤ (pγ)2min βJ ·
(
n2v(pγ)2e · ρ2

ρv−1 − 1
ρ − 1

)2
+

1
|H|n

2v(pγ)2e. (2.16)

Note that in Equation (2.16), ρ = O(1) and n2v(pγ)2e = O(1) while (pγ)minJ βJ = o(1), thus,

the first term in Equation (2.16) is o(1). Furthermore |H| ≥ 200 · γ−2e, therefore the

second term is at most 1
200n

2vp2eγ4e = 1
200E[P(G0,G1)]2. Thus, for sufficiently large n we

have

EDstruct [P(G0,G1)] ≥ 40 · varDnull (P(G0,G1))1/2 .

Variance bound for Dstruct. In the structured case, the correlation of G0 and G1 in-

troduces some additional complications. In particular, because G0 and G1 are not in-

dependent, the expectation does not factor nicely. We’ll expand the expression for

EDstruct[P(G0,G1)2]; we’ll use the shorthand XH for XH(G) to save space when G doesn’t
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matter. We have

varDstruct[P(G0,G1)]

= EDstruct[P(G0,G1)2] − EDstruct[P(G0,G1)]2

=
1
|H|2

∑
H,H′∈H

EDstruct

[(
XH(G0) − E[XH]

)(
XH′(G0) − E[XH′]

)(
XH(G1) − E[XH]

)(
XH′(G1) − E[XH′]

)]
(2.17)

− EDstruct

[(
XH(G0) − E[XH]

)(
XH(G1) − E[XH]

)]
EDstruct

[(
XH′(G0) − E[XH′]

)(
XH′(G1) − E[XH′]

)]
.

As in the proof of lemma 2.1, we will write XH(G) as a sum of indicators that ordered

subsets of vertices contain H as a subgraph. We apply such a transformation to the

first half of the summand above, and we have

EDstruct

[(
XH(G0) − E[XH]

)(
XH′(G0) − E[XH′]

)(
XH(G1) − E[XH]

)(
XH′(G1) − E[XH′]

)]
=

∑
A∈V(G0)v
B∈V(G0)v
C∈V(G1)v
D∈V(G1)v

EDstruct

[
(1A⊇H − E[1A⊇H])(1B⊇H′ − E[1B⊇H′])(1C⊇H − E[1C⊇H])(1D⊇H′ − E[1D⊇H′])

]
.

(2.18)

Rather than expand the product above into 16 terms, we liken it to a process of inclusion-

exclusion. We have already seen that sums of the form
∑
E[1A⊇H1B⊇H′] are equivalent

to weighted sums over subgraphs J ⊆ H,H′, which correspond to different ways of

taking the union of the graphs H,H′ by choosing the intersection to be equal to the

subgraph J. Specifically, the weight for each subgraph J is proportional to n−|V(J)|p−|E(J)|.

The term
∑
E[1A⊇H]E[1B⊇H′], on the other hand, corresponds to a similar sum, but

the weight for the Jth term is proportional merely to n−|V(J)|. For terms in which J con-
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tains no edges, these weights are equivalent; when |E(J)| > 0, the weight of the first

term dominates the weight of the second. Therefore, when the second term is sub-

tracted from the first, we are “exclude” the intersections J which contain no edges (up

to lower order terms).

An analogous phenomenon transpires above. The leading term, E[1A⊇H1B⊇H′1C⊇H1B⊇H′]

includes all ways of intersecting the two copies of H and the two copies of H′. The fol-

lowing “order-1 exclusion term”, E[1A⊇H]E[1B⊇H′1C⊇H1D⊇H′], is subtracted to exclude

terms in which the copy of H in G0 does not intersect with any of the other subgraphs

on any edges. After subtracting all three of the order-1 exclusion terms, we must add

the six “order-2 inclusion terms”, (e.g. E[1A⊇H]E[1B⊇H′]E[1C⊇H1D⊇H′]), and so on, until

we are finally left with a summation in which every copy of H and H′ must intersect

with at least one other subgraph on at least one edge.§

To disambiguate which “copy” of H and H′ we refer to (that in G0 or G1), we now

attach subscripts H0, H1). We can write our expression as a sum over subgraphs J ⊆

H0,H′0, K ⊆ H1,H′1, and L ⊆ H0 ∪J H′0,H1 ∪K H′1, which satisfy the condition E(J,K,L)

that H0,H1,H′0 and H′1 all contain at least one edge in J ∪ K ∪ L:

eq. (2.18) ≤
∑

J⊆H0,H′0
K⊆H1,H′1

L⊆H0∪JH′0,H1∪KH′1
E(J,K,L)

cJ,K,L(H,H′) · n4v−|V(J)|−|V(K)|−|V(L)| · (γp)4e(γp)−|E(J)|−|E(K)|p−|E(L)|.

where we have let cJ,K,L(H,H′) to be the number of ways one can obtain a graph by

(a) taking two ordered, labeled copies of H and intersecting them on a subgraph iso-

morphic to J, (b) taking two ordered, labeled copies of H′ and intersecting them on a
§For example, if H in G0 contains the edge (u, v), and H′ in G1 contains the edge (π(u), π(v)),

this term is included in the summation. On the other hand if H in G0 does not share any
edges with the second copy of H in G1 or either copy of H′, the term is excluded.

54



subgraph isomorphic to K, and (c) the intersection of the above two intersecting parts

is isomorphic to L. Specifically, cJ,K,L(H,H′) = κJκKκ′Jκ
′
Kκ

J
Lκ

K
L · aut(J) · aut(K) · aut(L)

and κJL be the number of ways to choose L as a subgraph from H0∪JH′0 (and κKL be the

corresponding quantity for K)¶.

To obtain the expression for the variance, we now subtract the second half of the

summand from Equation (2.17), EDstruct[pH(G0,G1)] · EDstruct[pH′(G0,G1)]. This term,

too, can be written as a summation over subgraphs J,K,L, in which there must be an

intersection between H0,H1 and between H′0,H
′
1. Since it is only re-weighted according

to the intersections of H0,H1 with each other and H′0,H
′
1 with each other, subtract-

ing this term will fully cancel any combination of J,K,L in which the exclusive inter-

sections occur between copies of the identical graph (i.e. both copies are H or H′).

Therefore, letting F(J,K,L) be the condition that the exclusive intersections in J∪K∪L

are not between H0,H1 and H′0,H
′
1, we have that

var(P(G0,G1))

≤ 1
|H|2

∑
H,H′∈H

∑
J⊆H0,H′0
K⊆H1,H′1

L⊆H0∪JH′0,H1∪KH′1
E(J,K,L)∧F(J,K,L)

cJ,K,L(H,H′) · n4v−|V(J)|−|V(K)|−|V(L)| · (γp)4e(γp)−|E(J)|−|E(K)|p−|E(L)|.

(2.19)

Now we claim that if H , H′, then the union of J,K,L must be strictly sparser than

H or H′, or equivalently, that the graph union HU of H0,H1,H′0,H
′
1 given by identify-

ing the edges together is strictly denser than H and H′. The conditions E(J,K,L) and

F(J,K,L) ensure that we cannot have HU isomorphic to a disjoint union of copies of H
¶In the previous version, we incorrectly stated that cJ,K,L(H,H′) = κJκKκ′Jκ

′
Kκ

J
Lκ

K
L .
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and H′. At this point, we appeal to the following claim:

Claim 2.1. Suppose that A is a graph of density α, and let B be a strictly balanced

graph of density β ≤ α. Then if J ⊂ A,B is a non-empty proper subgraph of both A and

B, and we form the graph A∪JB by identifying the vertices corresponding to J in A and

B, then A ∪J B has density strictly larger than β.

Proof. We have that the density of A ∪J B is given by

|E(A)| + |E(B)| − |E(J)|
|V(A)| + |V(B)| − |J| =

α|V(A)| + β|V(B)| − |E(J)|
|V(A)| + |V(B)| − |J| .

Since B is strictly balanced, by definition J ⊂ B must be sparser than B. Thus, |E(J)| <

β|J|, and the conclusion follows. □

We can apply this claim iteratively if we take one intersection at a time (first in-

tersecting a copy of H′ with a copy of H). That is, the density of HU is strictly larger

than (1 − δ)−1. Therefore, |E(L)| + |E(J)| + |E(K)| ≤ (1 − δ)−1(|V(J)| + |V(K)| + |V(L)|) −

minJ,K,L βJ,K,L, where βJ,K,L is a positive number independent of n. So when H , H′, we

have that the value of the summation is bounded by

≤
∑

J⊆H0,H′0
K⊆H1,H′1

L⊆H0∪JH′0,H1∪KH′1
E(J,K,L)∧F(J,K,L)

cJ,K,L(H,H′) · n4v−|V(J)|−|V(K)|−|V(L)| · γ2ep4e−(1−δ)−1(|E(J)|+|E(K)|+|E(L)|)+minJ,K,L βJ,K,L

≤ n4vγ2ep4e+minJ,K,L βJ,K,L ·
3v∑
i=2

(
4v6

np(1−δ)−1

)i
= n4vγ2ep4e+minJ,K,L βJ,K,L · ρ2 ·

ρ3v−1 − 1
ρ − 1

.

where we have bounded the cJ,K,L(H,H′) using the same trick as we did in Equation (2.14)

and finally applied Equation (2.8).
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When H = H′, the above applies except for the case when J = ∅,K = ∅, and L is

the disjoint union of H’s so that H0 intersects fully with H′0 and the identical thing

happens in G1, and also when all of the copies intersect fully. For those two terms, the

value is n2v(γp)2e + nvpeγ2e.

Thus, our bound on the variance is

varDstruct(P(G0,G1)) ≤ n4vγ2ep4e+minJ βJ · ρ2 ·
ρ3v−1 − 1
ρ − 1

+
1
|H| ·

(
n2v(γp)2e + nvpeγ2e

)
. (2.20)

Here, the first term has magnitude O(pminJ,K,L βJ,K,L/γ2e) · E[XH(G0)]4 = o(1), since p = o(1)

and minJ,K,L βJ,K,L, ρ, γ,E[XH(G0)] = O(1). Since |H| = (c1v)c2e >
(
400
γ2

)e
, the second term is

at most 1
400E[P(G0,G1)]2+

γ3e
400E[XH(G0)]. Therefore for n sufficiently large we have that

EDstruct[P(G0,G1)] ≥ 40 · varDstruct(P(G0,G1))1/2.

This completes the proof. □

2.2.3 Putting everything together

Given Theorem 2.5, we can complete our algorithm and prove Theorem 2.3:

Proof of Theorem 2.3. The algorithm is as follows: compute the value of P(G0,G1),

and if the value is larger than 1
3EDstruct[P(G0,G1)], say that G0 and G1 come from

Dstruct, otherwise say that G0 and G1 come from Dnull. Clearly, the algorithm runs in

polynomial time: it requires counting the number of occurrences of constant-sized

subgraphs in two graphs of size n.

The claim is that in both cases, we are correct with probability at least 0.99.‖ The
‖Notice that had we taken v = ω(1), we could amplify this probability to 1 − o(1).
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reason is that if we apply Chebyshev’s inequality to P(G0,G1), by Theorem 2.5 and

Lemma 2.1 we have that in the structured distribution, P(G0,G1) is unlikely to be too

small:

Pr
Dstruct

(
P(G0,G1) <

1
2
EDstruct[P(G0,G1)]

)
≤ 4

1600
.

At the same time, Chebyshev’s inequality also guarantees that P(G0,G1) is not too

large with good probability:

Pr
Dnull

(
P(G0,G1) ≥

1
4
EDstruct[P(G0,G1)]

)
≤ 16

1600
.

This concludes the proof. □

2.3 Recovering the ground truth permutation

In this section, we will solve the following recovery problem:

Problem 2.2. Let G0,G1 be n-vertex graphs sampled from Dstruct(n, p; γ) according to

the following procedure: God samples a “base” graph G ∼ G(n, p), then twice inde-

pendently subsamples each edge of G with probability γ to form the graphs G0, G̃1,

and finally applies a random permutation π∗ to G̃1 to obtain G1. We are given G0,G1

without knowledge of π∗, our goal is to recover π∗.

We give a quasipolynomial time algorithm for the above problem; below we state

the precise guarantees.

Theorem 2.6 (Recovery). For an arbitrarily small constant δ > 0, if (G0,G1, π) ∼

Dstruct(n, p; γ) so that p ∈ [n
ε

n ,
n1/153
n ] where∗∗ ε = Ω

((
log log4 n

log n

) 1
2
)

or p ∈ [n−1/3, n−δ],

∗∗We did not make an effort to optimize the constant in the exponent n1/153.
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and γ ≥
(

1
log n

)o(1)
, then there is a randomized nO(log n)-time algorithm A that recovers π

exactly with high probability over the input (G0,G1) and over the choices of A.

Note that theorem 2.6 implies theorem 2.1.

Our algorithm first finds a rough estimate of π∗ using test subgraphs (as we did

for our distinguishing algorithm), then completes the estimate via a boosting proce-

dure. We fill in the details of our strategy in sections 2.3.1 and 2.3.2. In sections 2.3.3

to 2.3.6, we prove that our algorithm successfully estimates π∗, and in section 2.3.7

we give the boosting algorithm. Finally, we tie everything together and prove theo-

rem 2.6 in section 2.3.8.

2.3.1 Test subgraphs for recovery

For the purposes of distinguishing, we used the counts of subgraphs belonging to a

specially constructed “test set” of strictly balanced graphs with no non-trivial au-

tomorphisms. However, we only used subgraphs of size O(1) to distinguish, each of

which crucially appeared only O(1) times. For a fixed constant size s, there are only

2s2 possible subgraphs on s vertices; if each appears only with multiplicity O(1), most

vertices in the graph will not participate in such subgraphs.

To recover the permutation π∗, we will use the same “test set” of subgraphs we

used for distinguishing, only now we will choose the subgraphs to have size Ω(log n)

(and consequently we will have a larger test set so that more vertices are covered).

Also, we will set their density so that every subgraph which does appear in both G0

and G1 almost certainly appears exactly once. If we see an occurrence of such a sub-

graph H in both G0 and G1, we can be confident that the vertices of H in G0 and G1

correspond to each other in π∗. Finally, we fix any mis-matched vertices with a boost-
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ing procedure.

We require stronger conditions from our test set, which we delineate below.

Theorem 2.7 (see Theorem 2.8 and propositions 2.2 and 2.3). Let d′ = d + λ for an

integer d ≥ 2 and a rational number λ ∈ [0, 1]. Let v, e be integers such that e = d′
2 v.

Then so long as d = 2 and λ ≤ 1
76 or d ≥ 6 (with arbitrary λ), then there exists a test

set of graphs H v
d′ = {H}, each on v vertices and containing e edges, which satisfies the

following properties:

1. Every H ∈ H is strictly balanced, in a strong sense: for any α ∈ (0, 1), every

subgraph of H on at most αv vertices has density (d
′
2 − f(α, d′)) for an explicit

function f(α, d′) > 0.

2. Every H ∈ H has no non-trivial automorphisms.

3. The size of the family is |H| ≥ vΩ(Cd′ ·v), for a constant Cd′ depending on d′.

4. For every pair of distinct graphs H,H′ ∈ H , every common subgraph J ⊂ H,H′

is less dense than H and H′ in a strong sense: |E(J)| ≤ (d
′
2 − g(d′)) · |V(J)| for an

explicit function g(d′) > 0.

Because our constructions differ depending on the value of d′, we have stated the

theorem in generality here; for precise statements, see section 2.4.

2.3.2 The recovery algorithm

The recovery algorithm consists of four steps.

Algorithm 2.1 (Recovery). On input (G0,G1) ∼ Dstruct(n, p; γ):
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1. Generate a family of test graphs H := H v
d′ that satisfies the properties guaran-

teed in theorem 2.7, choosing v, d′ as follows:

• If p = nδ−1 ∈ [n
ε

n ,
n1/153
n ], choose v = Θ(log n) to be the smallest even in-

teger so that λv is also an integer, for some λ chosen from the window

λ ∈
(
2δ
1−δ ,

2δ
1−δ +

log log n
log n

)
. Choose d′ = 2 + λ.

• If p = nδ−1 ∈ [n−1/3, n−ε]: Choose v = Θ(log n) to be the smallest even

integer so that there is some d′ ∈
(

2
1−δ ,

2
1−δ +

log log n
4 log n

)
, so that (d′ − ⌊d′⌋)v is

also an integer.

In lemma 2.8, we verify that these conditions are feasible.

2. For each vertex u ∈ V(G0), we find all H ∈ H such that u is incident on a copy

of H in G0, and so that H also appears in G1. If u is incident on at least 1
2 |H| ·

v · nv−1qe distinct H, then we choose one uniformly at random, and set π(u) equal

to the corresponding vertex in the copy of H in G1. If a collision occurs so that

π(u) = π(u′) for u , u′, ties are broken arbitrarily.

3. Run a boosting algorithm (algorithm 2.2, see section 2.3.7) with the partial

map obtained from step 3 .

Output the resulting permutation π.

To prove that algorithm 2.1 works, we’ll establish the following three claims:

• The probability that a vertex u ∈ V appears in a test graph H ∈ H which

appears more than once in the base graph B, and also appears at least once in

both G0,G1, is small.
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• Each vertex u ∈ V appears in some test graph H ∈ H in both G0,G1 with large

enough probability.

Since most H ∈ H that appear in both G0,G1 will appear uniquely in the base

graph B, together, these claims imply that in step 2 we will match many ver-

tices to each other, and make few mistakes.

• Given a one-to-one map between an Ω̃(1)-fraction of the vertices of G0,G1 which

is consistent with π∗ on all but o(1) of the matches, the boosting algorithm re-

covers the optimal permutation π∗.

2.3.3 Few test graphs introduce errors in the algorithm

In this subsection, we will prove that few test graphs H ∈ H appear more than

once in the base graph, and also survive the subsampling in both G0 and G1. We will

bound the probability of this event in a straightforward manner, taking advantage of

properties of the test graphs in H .

Lemma 2.2. Suppose that G0,G1 ∼ Dstruct(n, p; γ) are both subsampled from the base

graph B = (V,E). Define q = pγ2. Suppose we have chosen H to be a test set com-

prised of graphs on v vertices as constructed in section 2.4, so that H ∈ H has average

degree d′, and so that npd′/2 < 1.

For a vertex u ∈ V, let Bu be the number of “bad” H ∈ H that contain u, such that

H ∈ H appears at least twice in the base graph B, and that a copy of H survives in

both G0 and in G1.

If d′ = 2 + λ ≤ 2 + 1
76 and further v log2 v ≪ λ2 log2 n, 1

v8 < npd′/2 and p = nδ−1 for

δ < 1
3 , then:

E[Bu] ≤ |H| · v · nv−1qe · O
(
1√
v

)
,
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And if d′ ≥ 6, then if 2v2+2(d′+2)q
1
50 ≤ v2(d′+2)nqd′/2 ≤ 1

2q
− 1

50 , then:

E[Bu] ≤ |H| · v · nv−1qe · 16
(
v2(d′+2) · np 1

2d
′+ 1

50
)
.

Proof. Fix some H ∈ H , and let BHu be the bad event that the vertex u is contained in

H, and H appears more than once in the base graph B, and also that at least one copy

of H survives in both G0 and G1. Let 1H⊇S be the indicator that the ordered vertex set

S ⊂ V contains a labeled copy of H in B. If there is a copy of H on the ordered vertex

set S ⊂ V where S contains u, and also a distinct copy of H on a different ordered set

of vertices S′ ⊂ V so that |S∩ S′| < v, then the product of indicators 1(0)
H⊇S · 1

(1)
H⊇S′ yields 1.

Now, define the indicators IG0
S,H, I

G1
S,H to be the indicators that H survives on S in G0,G1

respectively.

The probability that u is contained in H which appears more than once in G and

which has at least one copy surviving in both G0,G1 is at most

Pr[BHu ] ≤
∑
S,S′⊆V
|S|=|S′|=v
|S∩S′|<v
u∈S

E
[
1H⊇S · 1H⊇S′ ·

(
IG0
S,H + IG0

S′,H

)
·
(
IG1
S,H + IG1

S′,H

)]

=
∑
S,S′⊆V
|S|=|S′|=v
|S∩S′|<v
u∈S

E
[(
IG0
S,H + IG0

S′,H

)
·
(
IG1
S,H + IG1

S′,H

) ∣∣∣∣ 1H⊇S · 1H⊇S′] · Pr[1H⊇S · 1H⊇S′] (2.21)

The copies of H on S, S′ may have shared edges (though because S , S′, they cannot

share the entire graph H). Therefore, if the copies of H and H′ intersect on the edge-

induced strict subgraph J ⊂ H, then

Pr[1H⊇S · 1H′⊇S] = p2e−|E(J)|.
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Now, because the edges of G0,G1 are subsampled from B independently,

E
[(
IG0
S,H + IG0

S′,H

)
·
(
IG1
S,H + IG1

S′,H

) ∣∣∣∣ 1H⊇S · 1H⊇S′] = E [(
IG0
S,H + IG0

S′,H

) ∣∣∣∣ 1H⊇S · 1H⊇S′]2 = (
2γe

)2
.

Thus, we may refine the sum over S, S′ in eq. (2.21) into a sum over the proper sub-

graph J upon which S, S′ intersect:

eq. (2.21) =
∑
J⊂H

∑
S,S′⊆V
S∩S′=J
u∈S

4γ2ep2e−|E(J)| ≤
∑
J⊂H

XJ(H)2 · aut(J) · v · (n − 1)2v−1−|V(J)| · 4γ2ep2e−|E(J)|

≤ 4v · n2v−1γ2ep2e
∑
J⊂H

XJ(H)2 · aut(J) · n−|V(J)| · p−|E(J)|.

(2.22)

where we have used that the number of S, S′ that intersect on J is at most XJ(H)2 ·aut(J)

for the choice of the position of J in H for each set and the automorphism between the

two copies of J, v for the choice of the position of u within S, and (n− 1)2v−1−|V(J)| for the

choice of the identities of the remaining vertices in S and S′.

The strict balancedness property of H is no longer sufficient to ensure that this sum

is small; that is because the density of H is such that nqe/v ≪ 1, and therefore we must

be careful that the terms of eq. (2.22) corresponding to the densest, and largest, sub-

graphs are not too numerous. Because we utilize different constructions for our test

set H depending on the density of H, we will require distinct arguments for bounding

eq. (2.22) for the case when |E(H)|/|V(H)| ≤ 1.5 and |E(H)|/|V(H)| > 1.5. We now apply

the following lemmas:

Lemma 2.3. When the average degree of H is d′ = 2 + λ with λ ∈ [0, 1
76 ], then if
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1
v8 ≤ nqd′/2, for v sufficiently large,

∑
J⊂H

XJ(H)2 · aut(J) · n−|V(J)|q−|E(J)| ≤
(1−θ)v∑
s=1

v2q 1
100 λθ

nq1+ 1
2 λ

s + θv
 1
nq1+ 1

2 λ

v (v8nq1+ 1
2 λ

)θv
q

1
100 λ(1−θ).

Lemma 2.4. When the average degree of H is d′ ≥ 6, so that 2v2+2(d′+2)q
1
50 ≤ v2(d′+2)nqd′/2 ≤

1
2q
− 1

50 and (nqd′/2)v−1 ≤ v2(d′+2)q
1
50 , then

∑
J⊂H

XJ(H)2 · aut(J) · n−|V(J)|q−|E(J)| ≤ 4(v2(d′+2)q
1
50 ) ·

(
1

nqd′/2

)v−1
.

We will prove these lemmas in section 2.3.6; first, we will complete the theorem.

Sparse case. In the sparse case, we will apply lemma 2.3 (under the assumption that

npd′/2 ≥ v−8) with setting q = p and θ = 600 log v
λ log n . At this parameter setting, if p = nδ−1,

then

log
(
v2p

1
100 θλ

)
= 2 log v − 1

100
θλ(1 − δ) log n < (2 − 6(1 − δ)) log v < 0,

so long as δ < 1
3 . The summation term from the bound in lemma 2.3 is thus ≤ 1√

vn
−vp−e.

Also, for the second term,

log
(
θv · (v8np1+ 1

2 λ)θvp
1

100 λ(1−θ)
)
= log θv + θv(8 log v − (δ − λ

2
+ δ

λ
2

) log n) − 1
100

λ(1 − θ)(1 − δ) log n

≤ log θv +
4800
λ log n

v log2 v − 1
300

λ log n≪ 0,
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where the final inequality follows for n sufficiently large given our assumption that

v log2 v≪ λ2 log2 n. It follows that the second term is ≤ 1
n

λ
300
· n−vp−e. Therefore,

eq. (2.22) ≤ 4v · n2v−1γ2ep2e · o
(

1√
vnvpe

)
≤ O

(
v−1/2

)
· v · nv−1qe, (2.23)

where we have used that q = pγ2.

By linearity of expectation, summing over all H ∈ H , the number of H which u

participates in that have at least two distinct appearances in G and survive at least

once in each of G0,G1 is at most (by eq. (2.23)):

E[Bu] = E

∑
H∈H

BHu

 ≤ ∑
H∈H

Pr
[
BHu

]
≤ |H| · v · nv−1qe · O

(
v−1/2

)
which completes the proof for the sparse case.

Dense case. In the dense case, since J is always a strict subgraph of H, we can now

apply lemma 2.4 (since we have assumed that 2v2+2(d′+2)q
1
50 ≤ v2(d′+2)nqd′/2 ≤ 1

2q
− 1

50 ) to

bound eq. (2.22):

eq. (2.22) ≤ 4v · n2v−1γ2eq2e · 4 · (v2(d′+2)p
1
50 ) ·

(
1

npd′/2

)v−1
= 4v · nv−1qe · 4

(
v2(d′+2) · np 1

2d
′+ 1

50
)
.

(2.24)

where we have used that q = pγ2 and e = d′
2 v.

Now by definition of Bu and by eq. (2.24),

E[Bu] = E

∑
H∈H

BHu

 ≤ ∑
H∈H

Pr
[
BHu

]
≤ |H| · 4v · nv−1qe · 4

(
v2(d′+2) · np 1

2d
′+ 1

50
)
,

66



which completes the proof for the dense case. □

Therefore we have bounded the probability that each vertex participates in a test

graph H introduces errors in the map constructed by the algorithm (that is, which

appears more than once in B and survives subsampling in both graphs).

2.3.4 Many vertices appear in test subgraphs

To guarantee that the algorithm recovers a Ω̃(1) fraction of π∗, we will show that

many vertices in B are incident on a copy of H which is present in both G0 and G1.

It will be convenient for us to think of the intersection graph of G0 and G1:

Definition 2.3 (Intersection graph). For G0,G1 ∼ Dstruct, the intersection graph I is the

subgraph of the base graph B induced by edges that were sub-sampled in both G0 and

G1. Note that the distribution of intersection graph is the same as G(n, pγ2).

We will lower bound the probability that a vertex is contained in at least one test

graph inside the intersection graph.

Lemma 2.5. Define q := pγ2, and let I ∼ G(n, q). Furthermore let H be a test set with

H ∈ H having v vertices and average degree d′ = d + λ for an integer d = 2 or d ≥ 6,

and λ ∈ [0, 1], so that nqd′/2 < 1 and |H| · vnv−1qe ≥ 1. If d = 2, then we also require

λ ∈ (0, 1
76 ], v log2 v≪ λ2 log2 n, v8nqd′/2 ≥ 1, and v2 = o(nq1+

1
3 λ). If d ≥ 6, then we require

that 2v2+2(d′+2)q
1
50 ≤ v2(d′+2)nqd′/2 ≤ 1

2q
− 1

50 , and nq(1−β) 12d
′ ≫ v2.

For a vertex u ∈ V(I), let Nu be the number of H ∈ H that u appears in in G. When

these conditions are met, then

var[Nu] ≤ o(E[Nu]2).
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Proof. Our proof is via the second moment method. First, the mean of Nu can be

calculated as follows:

E[Nu] = E
[ ∑
H∈H

∑
S⊆V,
|S|=v,
u∈S

1S⊇H
]
= |H| ·

∑
S⊆V,
|S|=v,
u∈S

E[1S⊇H] = |H| · v · (n − 1)v−1qe, (2.25)

since there are v choices for the position of u in H, then (n − 1)v choices for the (or-

dered) remaining vertices of H, as H has no non-trivial automorphisms.

Now, we will bound the second moment. We expand the expression in terms of the

indicators 1S⊇H, the indicator that the ordered vertex subset S ⊂ V which includes u

has H as an edge-induced subgraph in I.

E[N2
u] = E

[( ∑
H∈H

∑
S⊆V,
|S|=v,
u∈S

1S⊇H
)2]
= E

[ ∑
H,H′∈H

∑
S,S′⊆V,
|S|=|S′|=v,
u∈S,S′

1S⊇H · 1S′⊇H′
]

=
∑
H∈H

∑
S,S′⊆V,
|S|=|S′|=v,
u∈S,S′

E[1S⊇H1S′⊇H] +
∑

H,H′∈H

∑
S,S′⊆V,
|S|=|S′|=v,
u∈S,S′

E[1S⊇H1S′⊇H′].

(2.26)

In the final step, we have split the terms corresponding to products of indicators of

the same subgraph H, and products of indicators of distinct subgraphs H,H′. We will

bound each of these summations individually.

Contribution of copies of the same subgraph H. The first term of eq. (2.26) is the

second moment of the number of labeled copies of H incident on u. To bound the ex-

pectation E[1S⊇H1S′⊇H], we need to consider the overlap of the ordered vertex sets S

and S′ (and specifically, the overlap of the copies of H on those sets). For each vertex-
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induced subgraph J ⊆ H, we may have the copies of H on S and S′ overlapping on J. In

that case, the indicators 1S⊇H, 1S′⊇H are not independent, and we have

E[1S⊇H1S′⊇H] = q2e−|E(J)|.

Recall that XJ(H) denotes the subgraph count of J in H. Taking this into account,

∑
S,S′⊂V
|S|=|S′|=v
u∈S,S′

E[1S⊇H1S′⊇H] =
∑
J⊆H
|V(J)|≥1

∑
S,S′⊂V
|S|=|S′|=v

u∈S,S′, S∩S′=J

q2e−|E(J)| ≤
∑
J⊆H
|V(J)|≥1

XJ(H)2 · aut(J) · n2v−1−|V(J)| · q2e−|E(J)|

≤ n2v−2q2e ·
∑
J⊆H
|V(J)|≥1

XJ(H)2 · aut(J) · n−|V(J)|+1 · q−|E(J)|

(2.27)

where we have XJ(H)2 ways that J can appear as a subgraph of H in S and S′ and cre-

ate a collision, aut(J) ways that maps J from a copy to another, and for each such oc-

currence we choose (n − 1)2v−1−|V(J)| vertices for the vertices of S, S′; 2v − 1 initially, since

we are forced to include u, and then subtracting the vertices in J.

As in the proof of lemma 2.2, since nqe/v ≪ 1 we must carefully bound eq. (2.27)

so that the densest J do not cause it to blow up. Since we use two distinct construc-

tions for H , we require different arguments depending on the density of H. We use

lemmas 2.3 and 2.4, mentioned above and proven in section 2.3.6.

It remains to bound the contribution of H , H′.
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Contribution of distinct subgraphs H,H′. For a fixed pair H,H′ ∈ H , expressing the

second term eq. (2.26) as a sum over subgraphs J as before, we have

∑
S,S′⊆V,
|S|=|S′|=v,
u∈S,S′

E[1S⊇H1S′⊇H′] =
∑

J⊆H,H′
|V(J)|≥1

∑
S,S′⊆V,
|S|=|S′|=v,

u∈S,S′, S∩S′=J

E[1S⊇H1S′⊇H′]

=
∑

J⊆H,H′
|V(J)|≥1

∑
S,S′⊆V,
|S|=|S′|=v,

u∈S,S′, S∩S′=J

q2e−|E(J)|

≤
∑

J⊆H,H′
|V(J)|≥1

XJ(H) · XJ(H′) · aut(J) · n2v−1−|V(J)| · q2e−|E(J)|, (2.28)

where to obtain the last inequality we have used that there are at most XJ(H) · XJ(H′)

ways for S, S′ to intersect on J, aut(J) ways that maps J from a copy to another, and

there are at most (n − 1)2v−1−|V(J)| choices of vertices for S, S′ once we are forced to in-

clude u.

To bound eq. (2.28), we need to use the property of our graph family that for every

H , H′ inside the family, the density of the densest common subgraph is appreciably

less than the density of H.

Again because our guarantees differ depending on the density of H, we bound this

quantity separately for the case when H has density at most 1.5 and the case when H

has density at least 3.

Lemma 2.6. Let d′ = 2+λ for λ ∈ (0, 1
76 ]. Suppose that v2 = o(nq1+

1
3 λ). Then for distinct

H,H′ ∈ H v
d′ ,

∑
J⊆H,H′
|V(J)|≥1

XJ(H) · XJ(H′) · aut(J) · n−|V(J)|+1q−|E(J)| ≤ v2 + nq2(1 + o(1)).
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Lemma 2.7. Let d′ = d + λ for d ≥ 6 and λ ∈ [0, 1]. Define β = (λ + 1
26 ) 1

d′ , and suppose

that nq(1−β) 12d
′ ≫ v2. Then for distinct H,H′ ∈ H v

d′ ,

∑
J⊆H,H′
|V(J)|≥1

XJ(H) · XJ(H′) · aut(J) · n−|V(J)|+1q−|E(J)| ≤ v2 + nqd
′/2 · (1 + o(1)).

We will prove these lemmas in section 2.3.6; with these bounds in hand, we com-

plete the proof of the theorem.

Bounding the variance of Nu when H is sparse. We are now equipped to bound the

variance of Nu. We return to eq. (2.27); we wish to apply lemma 2.3, which bounds

this sum for all J , H, and to it we will add the term for J = H, which gives an addi-

tional n−vq−e. So When H has density at most 1 + 1
152 ,

eq. (2.27) ≤ n2v−1q2e
 1
nvqe
+

(1−θ)v∑
s=1

v2q 1
100 θλ

nq1+ λ
2

s + 1
nvqe
· θv(v8nq1+ λ

2 )θvq
1

100 λ(1−θ)
 .

where we have applied lemma 2.3 under the assumption that v8nq1+ λ
2 ≥ 1. Now, we

choose θ = 800 log v
λ log n ; at this parameter setting, using that q = nδ−1 for δ < 1

2 ,

log
(
v2q

1
100 θλ

)
= 2 log v − 1

100
θλ · (1 − δ) log n < (2 − 4) log v < 0,
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so the sum is at most 1
nvqe . Also, for the third term, using that nq1+λ/2 < 1 and that

(1 − δ)(1 − θ) > 1
2 ,

log
(
θv · (v8nq1+ 1

2 λ)θvq
1

100 λ(1−θ)
)
≤ log

(
θv · v8θv · q 1

100 λ(1−θ)
)

= log θv + 8θv log v − 1
100

λ(1 − δ)(1 − θ) log n

≤ log θv +
6400
λ log n

v log2 v − 1
200

λ log n < 0,

where the final inequality follows for n sufficiently large given our assumption that

v log2 v≪ λ2 log2 n. It follows that eq. (2.27) ≤ 3nv−1qe.

Thus, using eqs. (2.25) to (2.28) together with lemma 2.3 and lemma 2.6 we have

E[N2
u] − E[Nu]2 ≤ |H|2 · n2v−2q2e

(
v2 + nq2(1 + o(1))

)
+ |H| · 3nv−1qe − |H|2v2n2v−2q2e

(2.29)

≤ |H|2 · n2v−2q2e · nq2(1 + o(1)) + 3 · |H| · nv−1qe, (2.30)

where we have subtracted the third term from the first term and simplified the second

term. Because we have set the density so that nq2 ≪ nqd′/2 ≪ 1, and because E[Nu] =

|H| · v · (n − 1)v−1 · qe, the first term has magnitude o(E[Nu]2).

We compare the second term against E[Nu]2; we have that

4 · |H| · nv−1qe
E[Nu]2

≤
6 · |H|nv−1qe

v2|H|2n2(v−1)q2e
=

6n
v2
· 1
|H|nvqe ≤ o(1),

by assumption. Thus, if these conditions are satisfied,

var(Nu) = o(E[Nu]2),
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which completes the proof for sparse H.

Bounding the variance of Nu when H is dense. When H has density at least 3, using

eqs. (2.25) to (2.28) together with lemma 2.4 (to which we add the term for J = H,

which contributes n−vq−e and dominates the contribution of the other terms) and

lemma 2.7 (we meet the assumptions since we have assumed v2 < nqd′/2−1/50 < nq(1−β)d′/2)

we have

E[N2
u] − E[Nu]2 ≤ |H|2 · n2v−2q2e

(
v2 + nqd

′/2(1 + o(1))
)
+ |H| · n2v−1q2e · 4

(
1

nqd′/2

)v
− |H|2v2n2v−2q2e

≤ |H|2 · n2v−2q2e · (nqd′/2) · (1 + o(1)) + |H| · n2v−1q2e · 4
(

1
nqd′/2

)v
,

where to obtain the final line we have subtracted the third term from the first term.

Because we have set the density of H so that nqd′/2 = o(1), and since E[Nu] = |H| · v ·

(n − 1)v−1 · qe, the first term has magnitude o(E[Nu]2). To bound the second term, using

eq. (2.25), we have

|H| · n2v−1q2e · 4
(

1
nqd′/2

)v
E[Nu]2

=
4n

(
1

nqd′/2

)v
|H| · v2 =

4n
v2
· 1
|H|nvqe ≤ o(1),

by assumption.

It follows that if these conditions are satisfied,

var(Nu) = o(E[Nu]2),

which completes the proof for dense H. □

From lemma 2.5, we know that with good probability each vertex u will be covered
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by at least one graph from the test set H in the intersection graph.

2.3.5 Partial solution

The previous two lemmas allow us to argue that step 2 of algorithm 2.1 what we call

a partial solution. We start by defining the notion of a (θ, η) partial solution, which

corresponds to getting η-accurate information about a θ fraction of the vertices:

Definition 2.4 (Partial solutions). If (G0,G1, π∗) are sampled from Dstruct(n, p; γ), and

s ∈ {1, . . . , n} and 0 < η ≤ 1 are some constants then we say that a partial function

π : [n] → [n] is an (s, η) partial solution if π is a one-to-one function that is defined

on at least s inputs, and such that for at least η fraction of the inputs u on which π is

defined, π(u) = π∗(u).

Lemma 2.8. Suppose that G0,G1 ∼ Dstruct(n, p; γ). Then under the conditions of the-

orem 2.6 with probability 1 − o(1) over the choice of G0,G1 ∼ Dstruct(n, p; γ) and the

randomness of the algorithm, step 2 of algorithm 2.1 recovers a ( n
log v , 1 − 1

v1/8 )-partial

solution.

Proof. We begin by noting that the parameters chosen at the start of algorithm 2.1

satisfy the requirements of lemmas 2.2 and 2.5:

Sparse case requirements. If p = nδ−1 ∈ [n
ε

n ,
n1/153
n ], we have chosen d′ = 2 + λ for λ

in the range λ ∈
(
2δ
1−δ ,

2δ
1−δ +

log log n
log n

)
. It can be verified that λ ≤ 1

76 . We have chosen

v = Θ(log n) to be the smallest even integer so that λv is also an integer. We must

verify the following conditions:

• For sufficiently large n, there exists such a choice of λ and v so that v and λv are

integers:
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We have that so long as v = Θ(log n), the interval of choices of λ is such that

there is at least one value such that λv is an integer.

• v log2 v ≪ λ2 log2 n. We have required that δ ≥
√

(log log n)4

log n , from which this

follows. This condition is used by lemma 2.2.

• npd′/2 < 1.

Using that d′
2 = 1 + 1

2λ and p = nδ−1, taking logarithms we have that this is

equivalent to

log n − (1 − δ)(1 +
1
2
λ) log n = (δ − 1

2
λ +

1
2
δλ) log n < 0 ⇐⇒ 2δ

(1 − δ)
< λ.

For our choice of λ, this requirement is satisfied. This condition is used by lemma 2.2.

• v2 ≪ nq1+
1
3 λ.

Again taking a logarithm, we have that this condition is equivalent to

log n − (1 +
1
3
λ)(1 − δ) log n − 2 log v≫ 0, ⇐= λ <

3δ
1 − δ

−
6 log v
log n

−Ω
(

log v
log n

)
.

Since we have required δ ≥
√

(log log n)4

log n ≫ log v
log n and λ < 2δ

1−δ + O
( log v

log n

)
, we satisfy

this condition. This condition is used by lemma 2.5 and lemma 2.6.

• nqd′/2v8 ≥ 1.

Again taking logarithms, we have that this condition is equivalent to

(
δ − 1

2
λ +

1
2
λδ

)
log n − (2 + λ) log

1
γ
+ 8 log v > 0
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which is in turn implied by

log
1
γ
≪ log v, and

(
δ − 1

2
λ +

1
2
λδ

)
> −1.9

log v
log n

,

where the latter condition can be strengthened to

2δ

1 − δ − 1.9 log v
log n

≥ 2δ
1 − δ

+ 1.9
log v
log n

> λ.

This latter condition is met by our choice of λ. By assumption, γ−1 = o(logc n)

for any constant c, so the first condition is met as well. This condition is used

by lemma 2.2, lemma 2.3, and lemma 2.5.

• 1 ≤ |H| · vnv−1q d′
2 v.

We first address the lower bound. By proposition 2.3, we can take |H| to be of

size up to (λv)cλv for c = 69
100 . Taking logarithms, this is equivalent to

0 < cλv log(λv) + log v + (v − 1) log n − v(1 − δ)(1 +
1
2
λ) log n − v(2 + λ) log

1
γ

which is in turn implied by

0 < cλ
(
log v − log

1
λ

)
+

log v
v
+

(
δ − 1

2
λ +

1
2
λδ − 1

v

)
log n − (2 + λ) log

1
γ
,

And this holds when

log
1
γ
≪ log v,

log n
v
≪ log v, log

1
λ
≪ log v, and

(
δ − 1

2
λ +

1
2
λδ

)
> −0.9·cλ

log v
log n

.

And (since δ is sufficiently small) the latter condition can be strengthened as
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follows:
2δ

(1 − δ − 1.8c log v
log n )

>
2δ
1 − δ

+ 1.8 · c
log v
log n

>
2δ
1 − δ

+
log v
log n

≥ λ,

This is met by our choice of λ, and we also have λ−1 ≤ O(δ−1) = o
(√

log n
(log log n)4

)
.

Therefore, we satisfy the lower bound. In fact, under these conditions, we sat-

isfy the following, stronger condition:

Claim 2.2. In the sparse case when d′ = 2 + λ, |H|vnv−1qd′/2 ≥ vλv/100.

This condition is used by lemma 2.5.

• p = nδ−1 for δ < 1
3 . This holds by assumption. This condition is used by lemma 2.2.

Dense case requirements. If p = nδ−1 ∈ [n−1/3, n−ε], we have chosen an even integer

v = Θ(log n) and d′ ∈
(

2
1−δ ,

2
1−δ +

log log n
4 log n

)
so that d′v is an integer. It can be verified

that d′ ≥ 6. We must verify the following conditions:

• There exists a choice of d′ so that d′v is an integer.

We first notice that this implies that (d′ − ⌊d′⌋)v is an even integer; this is be-

cause we have chosen v even and because ⌊d′⌋v is also an integer.

Now, we see that so long as v = Ω(log n), for n sufficiently large there is at least

one integer in the allowed interval of d′v.

• npd′/2 < 1.

Taking the logarithm, we equivalently require that

log n − (1 − δ)
d′

2
log n < 0 ⇐⇒ d′ >

2
1 − δ

.
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Our choice of d′ satisfies this requirement. When v ≪ n and d′
2 (1 − δ) − 1 =

O( log v
log n ), as in our case, these inequalities are easily satisfied. This condition is

used by lemma 2.2.

• nq(1−β) 12d
′ ≫ v2.

Take logarithm, this is equivalent to requiring that

log n − (1 − δ)
d′

2
log n +

1
2

(1 − δ)(λ +
1
26

) log n≫ log v.

Which holds by our choice of λ and d′. This condition is used by lemma 2.5

and lemma 2.6.

• 2v2+2(d′+2)p
1
50 ≤ v2(d′+2)npd′/2 ≤ 1

2p
− 1

50 .

Taking the logarithm, this is equivalent to requiring that

1+(2 + 2(d′ + 2)) log v− 1
50

(1−δ) log n < (2d′ + 4) log v+log n−d
′

2
(1−δ) log n < −1+ 1

50
(1−δ) log n.

Which, using that d′
2 (1 − δ) − 1 = O

( log v
log n

)
, is equivalent to

1 + (3 + 2(d′ + 2)) log v − 1
50

(1 − δ) log n < ±O(log v) < −1 + 1
50

(1 − δ) log n.

Using that δ < 1− ε for ε fixed as a function of n, and that v = O(log n), gives the

desired conclusion.

• 2v2+2(d′+2)q
1
50 ≤ v2(d′+2)nqd′/2 ≤ 1

2q
− 1

50 .

Since we have assumed that γ = o(logc n) for any constant c, and because p =

nδ−1 for δ a constant, the previous condition implies this one as well. This con-
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dition is used by lemma 2.2, lemma 2.4, and lemma 2.5.

• 1 ≤ |H| · vnv−1q d′
2 v.

By proposition 2.2, we can take |H| = vCd·v, where Cd =
(
d′
4 (1 − β) − 1

2λ
)

and

β = (λ + 1
26 ) 1

d′ . When d′ ≥ 6,Cd >
1
2 . Taking the logarithm and dividing by v, we

have that the lower bound is equivalent to

0 < Cd log v +
log v
v
+ (1 − 1

v
) log n − d′

2
(1 − δ) log n − d′

2
log

1
γ
.

This condition is met so long as

log v
v
≪ log v,

log n
v
≪ log v, log

1
γ
≪ log v, and

(d′
2

(1 − δ) − 1
)
≤

log v
4 log n

<
1
2
Cd

log v
log n

;

The first three conditions we have by assumption and the latter condition can

be strengthened to

d′ <
2

1 − δ
+

log v
2 log n

,

which our condition on λ satisfies.

In fact, we can deduce the following stronger consequence:

Claim 2.3. In the sparse case when d′ ≥ 6, |H|vnv−1qd′/2 ≥ v 1
2Cdv ≥ v 1

4 v.

This condition is used by lemma 2.5.

The algorithm returns a partial solution. For each u ∈ V, let Nu be the number of

distinct H ∈ H which contain the vertex u and which appear in both G0,G1. In both

the sparse and dense regimes, we have that E[Nu] = |H| · vnv−1qe, which we have set to

be at least vΩ(v) (where the Ω hides a dependence on λ in the sparse case).
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Claim 2.4. For u ∈ V, let Nu be the number of H ∈ H that contain u, so that H

survives into both G1 and G2. Then Pr[Nu < 1
2E[Nu]] = o(1).

Proof. By lemma 2.5, var(Nu) = o(E[Nu]). The claim follows by Chebyshev’s inequal-

ity. □

Claim 2.5. With probability 1 − o(1), at least a 1
log v fraction of vertices u ∈ V appear in

at least 1
2E[Nu] distinct H ∈ H that survive the subsampling in both G0,G1.

Proof. Let Iu be the indicator that u is contained in at least 1
2E[Nu] such H. With claim 2.4

we have that
∑

u∈V E[Iu] ≥ (1 − o(1))n. We can then apply the following averaging ar-

gument to conclude that with probability 1 − θ − o(1), a θ-fraction of the vertices are

covered by at least one H ∈ H :

(1 − o(1))n ≤
∑
u∈V
EG0,G1[Iu] = E

∑
u∈V
Iu

 ≤ θ · nPr

∑
u∈V
Iu < θn

 + n · Pr

∑
u∈V
Iu ≥ θn

 .
Thus, Pr

[∑
u∈V Iu ≥ θn

] ≥ 1 − θ − o(1) as desired. Taking θ = 1
log v gives us the desired

conclusion. □

Claim 2.6. For u ∈ V, let Bu be the number of H ∈ H that contain u, so that H ap-

pears at least twice in the base graph B, and so that at least one copy of H survives

into both G0 and G1. Then with probability at least 1 − o(1), at most n
v1/4 of u ∈ V have

Bu ≥ 1
v1/4E[Nu].

Proof. Let Ju be the event that Bu ≥ v−1/4E[Nu]. From lemma 2.2 and Markov’s in-

equality, we have that

Pr[Ju] ≤ E[Bu]
v−1/4E[Nu]

≤ v−1/2E[Nu]
v−1/4E[Nu]

≤ O(v−1/4).
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Then by Markov’s inequality, we get

Pr

∑
u∈V
Iu ≥

n
log2 v

 ≤ O(v−1/4 log2 v),

as desired. □

In our algorithm, independently for every vertex which participates in at least
1
2E[Nu] distinct H ∈ H that appear in both G0,G1, we choose a uniformly random

H ∈ H that it participates in, and match it based on that copy of H.

Given these conditions, claim 2.5 (using lemma 2.5) proves that step 2 of algo-

rithm 2.1 will match at least an Ω( 1
log v ) fraction of the vertices of G0,G1; since the

H ∈ H have no non-trivial automorphisms, the matches are always correct (and one-

to-one) unless H is “bad”, i.e. there is more than one copy of the H that was chosen

in the base graph B.

By claim 2.6, with high probability, the proportion of such “bad” H incident on

each u ∈ V in the intersection graph is at most log2 v
v1/4 ; since we make the choice of

mapping for each vertex independently, a Chernoff bound implies that for all but a

v−1/8 fraction of the matched vertices, we will make the match based on an H that

appears only once in the base graph B. This completes the proof. □

2.3.6 Bounds on the order-2 moments of subgraph counts

Here we prove lemmas 2.3, 2.4, 2.6 and 2.7, each of which bounds correlations of the

counts of subgraphs in the test sets H , in the sparse and dense cases respectively.
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Sparse case

Lemma 2.3. When the average degree of H is d′ = 2 + λ with λ ∈ [0, 1
76 ], then if

1
v8 ≤ nqd′/2, for v sufficiently large,

∑
J⊂H

XJ(H)2 · aut(J) · n−|V(J)|q−|E(J)| ≤
(1−θ)v∑
s=1

v2q 1
100 λθ

nq1+ 1
2 λ

s + θv
 1
nq1+ 1

2 λ

v (v8nq1+ 1
2 λ

)θv
q

1
100 λ(1−θ).

Proof. We will make use of lemma 2.15, which states that if J has (1 − α)v vertices,

then it has density at most 1 + λ
2 − 1

100λα; taking |V(J)| = s then gives that |E(J)| ≤

(1+ λ
2 − 1

100λ(1− s
v ))s. First, we are going to remove the aut(J) with the following lemma.

Lemma 2.9. Suppose that H is a connected graph on v ≥ 1 vertices with maximum de-

gree Δ. Suppose also that pv2 < 1, and that the densest subgraph J∗ ⊂ H on s vertices

has αs edges. Then,

∑
J⊂H,|V(J)|=s

XJ(H)2aut(J) · n−|V(J)|p−|E(J)| ≤ v2Δ(v−s)
∑

J⊂H,|V(J)|=s
XJ(H)2 · p−α|V(J)|n−|V(J)|

We will prove lemma 2.9 in the end of this subsubsection. Now, note that there are

only
(v
s
) ≤ min(vs/s!, vv−s) vertex induced subgraphs of H of size s, aut(J) can be triv-

ially upper bounded by |V(J)|!, and the maximum degree of J is at most 3. Therefore,

splitting the sum by the size of the subgraph J,

∑
J⊂H
|V(J)|≥1

XJ(H)2 · aut(J) · n−|V(J)| · q−|E(J)| ≤
(1−θ)v∑
s=1

v2s · n−sq−(1+ λ
2− 1

100 λ(1− s
v ))s +

v−1∑
s=(1−θ)v+1

v8(v−s) · n−sq−(1+ λ
2− 1

100 λ(1− s
v ))s,
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And taking the maximal density in each of the sums,

≤
(1−θ)v∑
s=1

 v2

nq1+ 1
2 λ− 1

100 λθ

s + v8v
v−1∑

s=(1−θ)v+1

 1
v8nq1+ 1

2 λ− 1
100 λ

1
v

s

Since we have assumed that v8nq1+ 1
2 λ− 1

100 λ
1
v ≥ 1, the first term in the second sum domi-

nates:

≤
(1−θ)v∑
s=1

 v2

nq1+ 1
2 λ− 1

100 λθ

s + v8vθv
 1
v8nq1+ 1

2 λ− 1
100 λ

1
v

(1−θ)v

And finally simplifying both terms,

≤
(1−θ)v∑
s=1

v2q 1
100 λθ

nq1+ 1
2 λ

s + θv
 1
nq1+ 1

2 λ

v (v8nq1+ 1
2 λ

)θv
q

1
100 λ(1−θ).

This gives us our conclusion. □

Lemma 2.6. Let d′ = 2+λ for λ ∈ (0, 1
76 ]. Suppose that v2 = o(nq1+

1
3 λ). Then for distinct

H,H′ ∈ H v
d′ ,

∑
J⊆H,H′
|V(J)|≥1

XJ(H) · XJ(H′) · aut(J) · n−|V(J)|+1q−|E(J)| ≤ v2 + nq2(1 + o(1)).

Proof. We split up the sum into J corresponding to an isolated vertex, for which

XJ(H) = XJ(H′) = v, and into J with more vertices (and therefore possibly edges):

∑
J⊆H,H′
|V(J)|≥1

XJ(H) · XJ(H′) · aut(J) · n−|V(J)|+1q−|E(J)| ≤ v2 +
v∑

k=2

∑
J⊆H,H′
|V(J)|=k

XJ(H) · XJ(H′) · aut(J) · n−|V(J)|+1 · q2e−|E(J)|
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Since we have by proposition 2.3 that |E(J)| ≤ (1 + 1
3λ)|V(J)| − 2,

≤ v2 +
v∑

k=2

∑
J⊆H,H′
|V(J)|=k

XJ(H) · XJ(H′) · aut(J) · n−k+1 · q−(1+ 1
3 λ)k+2

and finally because there are at most vk vertex-induced subgraphs J on k vertices and

each of them has at most v|V(J)| non-trivial automorphisms, we obtain the crude upper

bound

≤ v2 + nq2
v∑

k=2

v2k · n−k · q−(1+ 1
3 λ)k = v2 + nq2

v∑
k=2

 v2

n · q(1+ 1
3 λ)

k .
So long as v2 = o(nq1+

1
3 λ), the conclusion holds. □

Proof of lemma 2.9. Let us start with an observation on the number of non-trivial

automorphisms for a vertex-induced subgraph of a graph that has no non-trivial auto-

morphism.

Claim 2.7. Suppose that H is a v-vertex graph with no non-trivial automorphisms,

and let J be a graph obtained from H by removing ℓ edges. Then J has at most v2ℓ

non-trivial automorphsims.

Proof. Let S ⊂ V(J) be the ordered set of endpoints of the ℓ edges removed. We have

|S| ≤ 2ℓ. Now suppose by way of contradiction that J has more than v2ℓ non-trivial

automorphisms. Then by a pigeonhole argument, there must be an ordered set of ver-

tices T ⊂ V(J) and two distinct automorphisms, π and σ, such that π(S) = σ(S) = T. But

then, π ◦ σ−1 is a non-trivial automorphism of J that maps S to S, and can therefore be

extended to a nontrivial automorphism of H. This is a contradiction. □
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Let §v−s be the set of vertex-induced subgraphs of H obtainable by removing (v − s)

vertices, and for each J ∈ §v−s, let §(J)ℓ be the set of edge-induced subgraphs obtainable

from J by removing ℓ edges. If there is a subgraph K ⊂ H which appears in more than

one set §(J)ℓ, we remove some of its appearances so that the §(J)ℓ form a partition.

Re-writing the sum on the left-hand side, we have

∑
J⊂H
|V(J)|=s

XJ(H)2aut(J) · n−|V(J)|p−|E(J)| =
∑
J∈Sv−s

Δv/2∑
ℓ=0

∑
K∈S(J)ℓ

XK(H)2aut(K) · n−|V(K)|p−|E(K)| (2.31)

=
∑
J∈Sv−s

Δv/2∑
ℓ=0

∑
K∈S(J)ℓ

XK(H)2aut(K) · n−|V(K)|p−|E(J)|+ℓ (2.32)

Now we bound aut(K): if we remove v − s vertices from H this removes at most Δ(v − s)

edges, and then we remove at most ℓ additional edges, which removes at most Δ(v −

s) + ℓ edges. Then applying claim 2.7:

≤
∑
J∈§v−s

Δv/2∑
ℓ=0

∑
K∈§(J)ℓ

XK(H)2v2(Δ(v−s)+ℓ) · n−|V(K)|p−|E(J)|+ℓ (2.33)

≤
∑
J∈§v−s

(
max
ℓ∈[Δv/2]

(v2p)ℓ
) Δv/2∑
ℓ=0

∑
K∈§(J)ℓ

XK(H)2v2Δsn−|V(K)|p−|E(J)|

(2.34)

and so long as pv2 < 1, this is maximized for ℓ = 0:

≤ v2Δ(v−s)
∑
J∈§v−s

Δv/2∑
ℓ=0

∑
K∈§(J)ℓ

XK(H)2n−|V(K)|p−|E(J)| (2.35)

≤ v2Δ(v−s)
∑

J⊂H,|J|=s
XJ(H)2 · p−α|V(J)|n−|V(J)|, (2.36)
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where in the final line we have used that the S(J)ℓ form a partition, and that α is the

maximum density of any subgraph J. □

Dense case

Lemma 2.4. When the average degree of H is d′ ≥ 6, so that 2v2+2(d′+2)q
1
50 ≤ v2(d′+2)nqd′/2 ≤

1
2q
− 1

50 and (nqd′/2)v−1 ≤ v2(d′+2)q
1
50 , then

∑
J⊂H

XJ(H)2 · aut(J) · n−|V(J)|q−|E(J)| ≤ 4(v2(d′+2)q
1
50 ) ·

(
1

nqd′/2

)v−1
.

Proof. When H ∈ H have average degree d′ = d + λ for d > 2, our construction is

as follows: we sample a d-regular graph on v vertices, then add a uniformly random

matching on λv vertices.

We will rely upon the following claim, which bounds the density of subgraphs of H.

Claim 2.8 (consequence of claim 2.13). For H ∈ H v
d′ with d′ = d + λ for d ≥ 6 and

λ ∈ [0, 1], For any J ⊆ H of with |V(J)| = (1 − θ)v for θ ∈ [0, 1],

|E(J)| ≤


(
d′
2 − 1

50

)
|V(J)| if θ < 1

2 ,

d′
2 |V(J)| − 1

50θv if θ ≥ 1
2 .
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Thus, we can split J according to size. We have that:

∑
J⊆H

XJ(H)2 · aut(J) · n−|V(J)|q−|E(J)|

≤
v/2−1∑
k=0

∑
J⊆H
|V(J)|=k

XJ(H)2 · aut(J) · n−|V(J)|q−|E(J)| +
v−1∑

k=v/2

∑
J⊆H
|V(J)|=k

XJ(H)2 · aut(J) · n−|V(J)|q−|E(J)|.

We first bound the first summation. We have that

v/2−1∑
k=0

∑
J⊆H
|V(J)|=k

XJ(H)2 · aut(J) · n−|V(J)|q−|E(J)| ≤
v/2−1∑
k=0

 v2

nq
d′
2 − 1

50


k

≤ 2,

where we have upper bounded XJ(H) by v!/|V(J)|! and upper bounded aut(J) by |V(J)|!

and obtained the final inequality used by our choice of d′, nq d′
2 − 1

50 ≥ 2v2.

The second summation we bound in the same manner, but now using that if k =

(1 − θ)v then θv = v − k, and there are at most vv−k subgraphs of size k:

v−1∑
k=v/2

∑
J⊆H
|V(J)|=k

XJ(H)2 · aut(J) · n−|V(J)|q−|E(J)| ≤
v−1∑

k=v/2

v2(d′+1)(v−k)
∑
J⊆H
|V(J)|=k

XJ(H)2n−|V(J)|q−
(
d′
2 k− 1

50 (v−k)
)

≤
v−1∑

k=v/2

v2(d′+2)(v−k)

nkq
d′
2 k− 1

50 (v−k)

≤ v2(d′+2)vq
1
50 v

v−1∑
k=v/2

 1

v2(d′+2) · n · q( d′2 +
1
50 )


k

≤ v2(d′+2)vq
1
50 v · 2

 1

v2(d′+2) · n · q( d′2 +
1
50 )


v−1

= v2(d′+2)q
1
50 · 2

(
1

nqd′/2

)v−1
.

Where to obtain the first inequality we have applied lemma 2.9 and to obtain the fi-

nal inequality we have bounded this geometric sum by its leading term where k = v− 1,
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and have used that v2(d′+2)nqd′/2+
1
50 ≤ 1

2 .

Combining these two terms, the term from the second summation has a larger mag-

nitude than the term from the first summation, as we have assumed (nqd′/2)v−1 ≤

v2(d′+2)q1/50. This completes the proof. □

Lemma 2.7. Let d′ = d + λ for d ≥ 6 and λ ∈ [0, 1]. Define β = (λ + 1
26 ) 1

d′ , and suppose

that nq(1−β) 12d
′ ≫ v2. Then for distinct H,H′ ∈ H v

d′ ,

∑
J⊆H,H′
|V(J)|≥1

XJ(H) · XJ(H′) · aut(J) · n−|V(J)|+1q−|E(J)| ≤ v2 + nqd
′/2 · (1 + o(1)).

Proof. We will use proposition 2.2, from which we have that for β = (λ + 1
26 ) 1

d′ , every

subgraph J ⊆ H,H′ has at most |E(J)| ≤ 1
2 (1 − β)d′ · |V(J)| − d′

2 . Since 1
2 (1 − β)d′ < 1

2d
′ − ξ,

by applying the trivial bound XJ(H) ≤ v|V(J)|/|V(J)|! and aut(J) ≤ |V(J)|! (and pulling out

the special case |V(J)| = 1),

∑
J⊆H,H′
|V(J)|≥1

XJ(H) · XJ(H′) · aut(J) · n−|V(J)|+1q−|E(J)|

≤ v2 + nqd
′/2 ·

v∑
k=2

∑
J⊆H,H′
|V(J)|=k

XJ(H) · XJ(H′) · aut(J) · n−|V(J)|q−(1−β) d
′
2 |V(J)|

≤ v2 + nqd
′/2 ·

 v∑
k=2

 v2

nq(1−β) d′2


k−1 ,

and using that v2 ≪ nq(1−β) d
′
2 , we have that the geometric sum is 1 + o(1), which gives

us our conclusion. □
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2.3.7 Boosting from a partial assignment

So far, we have shown that our algorithm partially recovers the ground truth permu-

tation (with some errors). In this section, we show how to “boost” this to full recov-

ery of the ground truth permutation.

There are many algorithms in the literature on the graph matching problem that

deal with recovering the ground truth permutation from such a partial matching on a

subset of the vertices, which is typically known as a seed setYG13,LFP14,LAV+14. These

works typically study a simple percolation, which can be shown to succeed in a ran-

dom graphJŁT+12. However, our setting is somewhat different:

• These algorithms typically assume that the seed set is chosen at random, while

in our setting the seed set (i.e., partial solution) is learned from the graph and

has arbitrary correlation with it.

• These algorithms typically (though not alwaysKHG15) assume that the permuta-

tion is known perfectly on the seed set (i.e., that they are given an (s, 1) partial

solution), while it will be more convenient for us to allow some probability of

error.

For this reason, we reprove here that a percolation-like algorithm succeeds in our

more general setting (albeit with worse bounds than those ofJŁT+12). Specifically, we

show that we can boost an (Ω̃(n), 1 − o(1)) partial solution to a the full ground truth:

Lemma 2.10 (Boosting from partial knowledge). Let p, γ, n, ε, c, θ be such that pγn ≥

logc n for c > 1, εθ = o(γ2) and θ = Ω(log1−c n). Then there is a polynomial-time

algorithm A such that with probability 1 − o(1) over the choice of (G0,G1, π∗) from
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Dstruct(n, p; γ), if A is given G0,G1 and any (θn, 1 − ε) partial solution π, then it outputs

the ground truth permutation π∗.

lemma 2.10 completes the proof of theorem 2.6. Note the order of quantifiers in

lemma 2.10: the partial solution π can be adversarially chosen, as long as it satisfies

the desired conditions. The proof of lemma 2.10 is obtained by analyzing the follow-

ing percolation algorithm. This is the same algorithm used in prior works except that

we set our parameters in a particular way, and the “seed set” can depend arbitrarily

on the graph. We will denote by I the “intersection graph” of G0 and G1 (see defini-

tion 2.3). Note that I is distributed according to G(n, q) where q = γ2p. We let c be

some sufficiently large constant.

Algorithm 2.2 (Boosting from a non-random seed). .

Input: (G0,G1, π∗) ∼ Dstruct(n, p; γ) with and a partial one-to-one map π : V(G0) →

V(G1), defined on at least θn vertices of V(G0), such that for all but an ε fraction of the

u’s on which π is defined, π(u) = π∗(u).

Goal: Recover π∗

1. Let u be a vertex of G0 and v be a vertex of G1. We define the number of “com-

mon neighbors” of u, v, denoted as N(u, v), to be the number of w’s such that (i)

w is a neighbor of u, (ii) π is defined on w, and (iii) π(w) is a neighbor of v.

2. Let Δ ∈ N be a parameter, which we set as ⌊θγ2np/100⌋ where θ is the fraction

of vertices on which π is defined.

3. Step 1: Completing the solution. Repeat the following until we cannot do so

anymore: If there is a pair (u, v) where π is not defined at u with N(u, v) ≥ Δ

then define π(u) = v.
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4. If the permutation is not yet complete at the end of step 1, complete it to a full

permutation arbitrarily.

5. Step 2: Fixing the solution. We let Δ′ = ⌊γ2np/100⌋. Repeat the following until

we cannot do it anymore: if there exists a pair u, v with N(u, v) ≥ Δ′ such that

N(u, π(u)),N(π−1(v), v) ≤ Δ′/10 then modify the permutation π to map u to v and

map π−1(v) to π(u).

6. Output π

This algorithm will indeed run in polynomial time: In Step 1 we keep increasing

the number of inputs on which π is defined, and in Step 2 we increase in every itera-

tion the potential
∑

uN(u, π(u)) and so we can only run in polynomial time. Lemma 2.10

will follow from the following two claims:

Claim 2.9 (Step 1 analysis). With probability 1 − o(1) over the choice of the graphs

(G0,G1), by the end of Step 1, the permutation π is defined on all inputs, and there

are at most 10εn vertices v on which π(v) , π∗(v).

Claim 2.10 (Step 2 analysis). With probability 1 − o(1) over the choice of the graphs

(G0,G1), by the end of Step 2, the permutation π will equal π∗.

The following lemmas will be useful for our proof.

Lemma 2.11 (Few common neighbors). Let (G0,G1, π∗) ∼ Dnull(n, p; γ). Then with prob-

ability at least 1 − o(1), for every pair u and v such that v , π∗(u), the number of joint

neighbors in I = G0 ∩ π∗−1(G1) of u and v is at most 10(γp)2n · log n.

Proof. If u , v, then their neighbors in I are chosen independently at random and the

expected number of them is (γp)2n. The probability that this variable is 10 log n times
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larger than the expectation will be exponentially small in 10 log n and so we can take

a union over all n2 pairs of vertices. □

In our setting of parameters, with p < n−Ω(1), it will always be the case that 10(pγ)2n log n≪

Δ = ⌊θqn/100⌋.

Lemma 2.12 (Expansion). Let I ∼ G(n, q). If q ≥ c log n/n then then with high proba-

bility over I, for every non-empty set S, |E(S, S)| = (1 ± 10√
c )q|S||S|.

Proof. Let S with |S| = θn. We assume θ ≥ 1/2 (otherwise move to the complement).

In a random graph, the random variable X = |E(S, S)| is just the sum of at least |S||S| =

θ(1 − θ)n2 independent Bernoulli random variables each with expectation q, and so

μ = E[X] = θ(1−θ)qn2. So, the probability that |X−μ| ≥
√
kθqn2 is exponentially small in

k. As long as k is larger than 10 log
( n
θn
) ≤ 10θn log n then we can take a union bound

over all such sets S. Hence the deviation will always be smaller than
√
10 log nθ2qn3 ≤

θ
√
qn log nn < 10θqn2/

√
c as long as q ≥ c log n/n. □

We now turn to complete the analysis of the algorithm by proving Claims 2.9 and 2.10.

Proof of claim 2.9. Let S be the current set on which π is defined, and let T = [n] \ S.

We write S = A ∪ B where A is the “good” set, on which π agrees with π∗, and B is

the “bad” set, on which π disagrees with π∗. Under our assumptions, |A| ≥ θn/2 and

|B| ≤ εθn.

Let (u1, v1), . . . , (uk, vk) be the pairs we add to the permutation π during Step 1 in

chronological order. We start by bounding the number of “bad pairs” where π(ui) , vi.

In such a bad pair ui and vi have o(Δ) shared neighbors under the ground truth π∗,

and a necessary condition for N(ui, vi) ≥ Δ is for ui to have at least Δ/2 neighbors

that were themselves previously mismatched. So, if there are b “bad pairs”, then it
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means that there is a sequence u1, . . . , ub such that each ui has at least Δ/2 neighbors

that are either in the original set B or are of the form uj for j < i. Suppose towards

a contradiction that b ≥ |B|. Then the set B′ = B ∪ {u1, . . . , u|B|} has size 2|B| ≤ 2εθn,

but half of the vertices in it have Δ/2 edges going into B′. Hence the average degree of

the induced subgraph on B′ is at least Δ/4. Since the expected average degree would

be εθqn = o(Δ) this corresponds to a deviation of about Δ|B′| = Ω(θqn|B′|) in the

number of edges between B′ and its complement. If qn ≫ log n/θ then this contradicts

lemma 2.12.

The above shows that the number of mistakes we make is at most O(εθn) but we

still need to rule out the possibility that we simply get “stuck” and can’t find a pair

(u, v) with N(u, v) ≥ Δ. Suppose towards a contradiction we get stuck after we have

defined π on a set S′ = A′ ∪ B′ where A′ is the “good” set on which we defined π

correctly. and B′ is the bad set on which we defined it incorrectly. Let α = |A′|/n.

We know that α ≥ θ. Also, the argument above showed that |B′| ≤ 10εθn. There are

about q|A′|(n − |A′|) edges between A′ and its complement, and so (since the degree of

the graph is qn), there will be at least α/10 fraction of the vertices in the compliment

of A′ that have at least αqn/10 edges into A′. This means that as long as n − |A′| ≥

20εθn/α (or equivalently, α(1 − α) ≥ 20εθ), there will be more than 2|B′| vertices u in

the compliment of A′ that have more than Δ edges into A′ in the intersection graph I.

Hence, even if we ignore all vertices u such that either u ∈ B′ or π∗(u) ∈ π(B′), we still

can find one vertex u such that N(u, π∗(u)) ≥ Δ and neither u nor π∗(u) were defined.

In particular, this means that at the end of step 1, at most 20εθn vertices are unde-

fined, and for them, we complete the permutation arbitrarily. □

Proof of claim 2.10. In this step, we assume we have an almost optimal permutation
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π such that π(v) = π∗(v) for all but δ fraction of v’s (for δ = O(εθ))††.

The main idea is that with high probability over the choice of random graphs, they

will satisfy expansion properties that guarantee that our boosting algorithm does

not get stuck. Note that this is with respect to an arbitrary initial error pattern.

That is, with high probability over the choice of random graphs, no matter which

almost optimal permutation we are starting with, the algorithm will not get stuck.

Concretely, the following lemma shows that with high probability over the choice of

random graphs, Step 2: Fixing the solution can keep making progress in fixing mis-

matched vertices:

Lemma 2.13. Let (G0,G1, π∗) ∼ Dnull(n, p; γ) and δ ∈ (0, 1/10). Then with probabil-

ity at least 1 − o(1) over the choice of (G0,G1, π∗), for any permutation π that agrees

with π∗ on at least 1 − δ fraction, after one round of the Step 2: Fixing the solution in

Algorithm 3.20, the fixed permutation will agree with π∗ on at least 1 − δ/2 fraction.

Further, if δ = o(pγ), then the fixed permutation will equal π∗.

Before we prove Lemma 2.13, note that it addresses the reviewer’s (valid!) concern

in our original proof of Claim 3.22. The reason is that Step 2: Fixing the solution is

able to keep making progress and fixes every mismatched vertex in the end.

Proof of Lemma 2.13. The main idea is based on the following expansion property of

random graphs.

Claim 2.11. Let G ∼ G(n, q) where q ≥ 20000 log n/n. Then with high probability, for

any subset S of size |S| ≤ n/20000, |E(S, S)| ≤ |S|Δ
′

100 where Δ′ = ⌊ qn100⌋.
††In the previous version, we did not take care of the possibility of some weird correlation

between the error pattern and the almost optimal permutation we are starting with.
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Proof of Claim 2.11. Let S with |S| = θn where θ ≤ 1/100. In random graph G ∼

G(n, q), we let random variable X = |E(S, S)| and μ = E[X] = q
(θn
2
)
. By Chernoff’s bound,

we know that the probability that X − μ >
√
kθ2n2q is exponentially small in k. Thus,

as long as k is larger than 10 log
( n
θn
) ≤ 10θn log n then we can simply take an union

bound over all possible S. As a result,

X ≤ μ +
√
10θn log nθ2n2q

≤
qn|S|
20000

+ qn|S| ·

√
10θ log n

qn
≤ |S|Δ

′

100

with high probability. □

Next, apply averaging argument on Claim 2.11 and G to be the intersection graph

and S to be the set of mismatched vertices, there are at least |S|/2 vertices in S having

less than Δ′/50 edges to vertices in S. Thus, Step 2: Fixing the solution would correct

|S|/2 many vertices.

As for the case where δ = o(pγ), the size of mismatched vertices is o(Δ′) and thus

Step 2: Fixing the solution would fix all the remaining vertices. □

□

2.3.8 Putting it all together

Here, we tie up loose ends and prove theorem 2.6.

Proof of theorem 2.6. The proof of correctness follows together from lemma 2.8 and

from lemma 2.10.
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The running time of algorithm 2.1 is nO(log n), since it simply requires constructing

H (which cannot take more than poly(
( v2
d′v

)
) = vO(v) time), then looking for the sub-

graphs in H in G1,G2 (which takes
(n
v
)|H| = vO(v) ·nO(v) = nO(v) time). The runtime of al-

gorithm 2.2 is polynomial time. Thus, we conclude that there is a quasi-polynomial

time algorithm that solves problem 2.2 with high probability in the specified parame-

ter region. □

2.4 Test Subgraphs

Both the distinguishing and recovery algorithms rely on a carefully chosen “test set”

of graphs with a set of delicate properties. In this section, we construct test sets with

these characteristics.

Theorem 2.8 (General overview of test graph properties). For any rational scalar d ∈

(2, 2 + 1
76 ) or d ∈ Z≥3 or d ≥ 6, and sufficiently large even integer v, there exists a set

H v
d of v-vertex graphs with the following properties.

1. Every H ∈ H v
d has average degree d, or density d/2, i.e., e = dv/2.

2. Every H ∈ H v
d is strictly balanced.

3. Every H ∈ H v
d has no non-trivial automorphisms.

4. For every pair of distinct graphs H,H′ ∈ H v
d have no shared subgraphs J ⊂

H,H′ of edge density larger than
(
d
2 − α(d)

)
|V(J)| (where α(d) > 0 depends on the

density d).

5. The size of the family is |H| = vΩd(v).
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In fact, theorem 2.8 is the union of propositions 2.1 to 2.3, each of which covers

a different set of densities d (and each of which contains a more precise quantitative

statement).

When d is an integer, random d-regular graph satisfies all but condition 4, and the

graphs have sufficiently different edge sets on average that we can argue that a suffi-

ciently large fraction of d-regular graphs can be chosen while still satisfying condition

5.

On the other hand, when d is a non-integer, the strict balancedness property is less

straightforward to satisfy. Further, for recovery, we require a strengthened, quanti-

tative notion of strict balance. In section 2.4.1, we will prove that random d-regular

graphs satisfy our requirements, and in section 2.4.2 we design constructions that

leverage d-regular regular random graphs to obtain graphs of dense and sparse non-

integer average degrees.

2.4.1 Test subgraphs with integer average degree

Suppose that we were only interested in constructing test sets of graphs with integer

average degree d ≥ 3. For those cases, random d-regular graphs will satisfy almost

all of our requirements for the individual graphs H, and we will prove that there is a

large subset of graphs on d vertices so that every pair of graphs have no dense com-

mon subgraphs.

Proposition 2.1. For each integer d ≥ 3 and α ∈ [ 1225 , 1], for v sufficiently large, there

exists a set of d-regular graphs on v vertices H v
d, with

|H v
d | = v

1
2 α·d·v
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such that every graph H ∈ H is connected, has no non-trivial automorphisms, and for

every distinct pair H,H′ ∈ H , H and H′ do not contain any common subgraphs J with

|E(J)| > αd · |V(J)| − d.

Random d-regular graphs are known to satisfy many of our requirements, either

absolutely or with high probability. For example, the following well-known fact:

Fact 2.1. For integer d ≥ 2, any connected d-regular graph is strictly balanced.

Proof. If H is a d-regular graph and J is a proper subgraph of H, then J must have at

least one vertex of degree less than d. □

Additionally, classical results assert that random d-regular graphs are with high

probability connected, and also contain no non-trivial automorphisms.

Theorem 2.9 (Bol81,Wor80,Luc89). If H is a random d-regular graph on v vertices and

3 ≤ d ≤ O(v0.02), then H is connected asymptotically almost surely.

Theorem 2.10 (Bol82,DMCW84,KSV02). If H is a random d-regular graph on v vertices

and 3 ≤ d ≤ v − 4, then almost surely H has no non-trivial automorphisms.

It is not too difficult to see that there are at least vΩ(v) d-regular graphs on v ver-

tices; however, a precise formula is also known. The following is a consequence of a

theorem of McKay and Wormwald.

Fact 2.2 (MW90). For 3 ≤ d ≤ o(
√
v), there are at least

(dv)!
(dv/2)!2dv/2(d!)ved2

d-regular graphs on v vertices.
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Now, we will prove that there is a set of at least vΩ(dv) d-regular graphs that have

all of the above properties, while not sharing any dense subgraphs.

Proof of Proposition 2.1. We construct a meta-graph G whose vertices correspond

to d-regular graphs. For two d-regular graphs H,H′, we add an edge between their

vertices in G if H and H′ intersect on a subgraph J of average degree at least α · d.

First, we argue that most H do not have small subgraphs of density α. This fol-

lows from a result of Bollobás, who proves that d-regular random graphs are good

expanders.

Theorem 2.11 (Bol88). If d ≥ 3 is a fixed integer and H is a d-regular random graph on

v vertices, then almost surely every subset S of k ≤ v/2 vertices of H has at least cd · dk

edges to S, where cd ≥ 3
50 . When d ≥ 6, cd ≥ 13

75 .‡‡

For constant-sized subsets, we also use the following known lemma.

Lemma 2.14 (e.g.W+99). For any fixed integer d ≥ 3, a d-regular random graph H on

v vertices does not contain any subgraphs J of fixed size with |E(J)| > |V(J)|, asymptoti-

cally almost surely.

So to rule out dense shared subgraphs on fewer than 100 vertices, we use Lemma 2.14,

to conclude that all but an o(1) fraction of d-regular graphs cannot contain a subgraph

on at most 100 with density > 1.

For larger subgraphs, we apply theorem 2.11, concluding that only a o(1) fraction of

all d-regular graphs contain subgraphs J of size less than v/2 with more than (d|V(J)| −
3
50d|V(J)|)/2 = d 47

100 · |V(J)| edges. Thus, for a “typical” pair of d-regular graphs H,H′ and

‡‡In general, cd → 1
2 as d→∞.

99



for any J ⊂ H,H′ with |V(J)| ∈ [100, v/2] the conclusion holds:

|E(J)| < d 47
100 |V(J)| ≤ d 48

100 |V(J)| − d,

where the final inequality holds by our lower bound |V(J)| ≥ 101.

For convenience, fix α so that α ≥ 48
100 . For a “typical” d-regular graph H, we bound

the number of d-regular graphs H′ which share a subgraph of more than v/2 vertices

with at least dα · |V(J)| edges. For each such subgraph J ⊆ H, H intersects with at

most M(1−α)dv graphs H′, where M2k denotes the number of matchings on 2k elements.

This is because once J is fixed, there remain at most d
2v − d|V(J)|α ≤ 1−α

2 dv edges in

the rest of the graph, and the number of ways to arrange them is at most M(1−α)dv, the

number of matchings on the (1 − α)dv “half edges” that leave the vertices of degree less

than d once J is removed. Again for convenience, let β := 1 − α. There are at most

2dv/2 choices for of J, as that is the number of subsets of edges. Thus, the degree of

a typical H (one which does not have dense subgraphs of size < v/2) in G is at most

DG := 2dv/2 ·Mβdv.

Now, we remove the o(1) fraction of vertices of the meta-graph G corresponding to

H with small dense subgraphs, nontrivial automorphisms, insufficiently expanding

small subgraphs, or which are disconnected, to obtain a new meta-graph G′. In the

remaining graph G′ we find the maximum independent set. Since the maximum de-

gree in G′ is at most DG, the largest independent set has size at least |G′|/(DG + 1).

This independent set is our set H .
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Applying Fact 2.2, we have that

|H| ≥ |G′|
(DG + 1)

≥ 1
4
· |G|
DG
≥ 1

4
· (dv)!

( 12dv)!2dv/2(d!)ved2
·

( 12β · dv)! · 2βdv/2

2dv/2 · (β · dv)!

≥ 1
8ed2
·

 1
e · ββ · 2 · d(1+β)

1/(1−β)

v


(1−β)dv/2

,

where in the final line we have applied Striling’s approximation. The conclusion fol-

lows. □

2.4.2 Test subgraphs with non-integer average degrees

Now, we will use our integer-average-degree sets to construct a test set for graphs of

non-integer average degrees.

Test subgraphs with density at least 3

Here, we will show that for graphs of average degree at least 6. In this regime, the

expansion properties of d-regular random graphs are so strong that they allow us to

tread less delicately, and simply add a random matching on top of a d-regular random

graph to obtain a graph with average degree between d and d+ 1, without jeopardizing

the strict balancedness property.

Our construction will be as follows:

Proposition 2.2. Let d ≥ 6 be an integer, and let λ ∈ (0, 1) be a rational number.

Define d′ = λ · (d + 1) + (1 − λ) · d. Then for any β ∈ [0, (λ + 1
26 ) 1

d′ ] and sufficiently large

integers v, there exists a set of graphs on v vertices with average degree d′, H v
d′ , with

|H v
d′ | ≥ v( 14 (1−β)·d′−λ/2)·v
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such that every H ∈ H v
d′ has no non-trivial automorphisms and is strictly balanced,

and so that every pair of distinct H′,H ∈ H v
d′ do not intersect on subgraphs J with

|E(J)| ≥ (1 − β) 12d
′ · |V(J)| − d′

2 .

Proof. Our construction will be as follows: we sample a d-regular random graph H,

we add a random matching M on λ · v random vertices to obtain the graph H∪M, and

we add it to the set G if H ∪M is simple and if H ∈ H v
d. Then, we will find the largest

subset of pairs (H,M) ∈ H such that no pair of graphs H ∪M and H′ ∪M′ overlap on

a subgraph with average degree larger than d − 1
5 .

First, we prove that H ∪M is simple with constant probability.

Claim 2.12. If d is a fixed integer, H is a d-regular random graph on v vertices, and M

is a random matching on λv vertices, then with probability at least exp(− 1
4 (d2 + 2d))

the matching M does not contain any edges that are included in H.

Proof. The probability that H ∪M is simple is at least the probability that a random

(d + 1)-regular graph drawn from the configuration model is simple; this is known to

occur with probability at least exp( 1−(d+1)2
4 )W+99. □

Each H ∪ M clearly has the desired average degree; we will prove that our other

desired properties hold as well.

Claim 2.13. With high probability, H ∪M is strictly balanced. Further, for any sub-

graph J ⊆ H ∪M of with |V(J)| = (1 − θ)v,

|E(J)| ≤


d′
2 |V(J)| − 1

50 |V(J)| if θ > 1
2 ,

d′
2 |V(J)| − 1

50θ · v if θ ≤ 1
2 .
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Proof. Applying theorem 2.11 with cd the expansion constant of d-regular random

graphs, we have that in H, for every subgraph S containing at most v/2 vertices, S

contains at most (1 − cd)d2 |S| edges.

Thus, if |V(J)| = (1 − θ)v with θ > 1
2 , because J must expand in H, even if J contains

the maximum possible number of vertices in M we have

|E(J)| ≤ (1 − cd)
d
2
· (1 − θ)v +min

( 1
2
λv,

1
2

(1 − θ)v
)
≤ d′

2
· (1 − θ)v − 1

2
(d · cd − 1 + λ)(1 − θ)v.

(2.37)

Since for d ≥ 6, dcd ≥ 1 + 1
25 , this quantity is strictly smaller than d′

2 |V(J)|.

If |V(J)| = (1 − θ)v with θ ≤ 1
2 , then again by the expansion of the complement of V(J)

in H, J has at most (1 − θ − cdθ)d2v edges in H. Thus, even if J contains the maximum

possible number of edges in M,

|E(J)| ≤ (1 − θ − cdθ)
d
2
v +min

( 1
2
λv,

1
2

(1 − θ)v
)
≤ d′

2
(1 − θ)v +

θ
2

(λ − d · cd) v.

When d ≥ 6, dcd ≥ 1 + 1
25 and this is strictly less than d′

2 v. □

Claim 2.14. With high probability over H∪M ∈ G, H∪M has no non-trivial automor-

phisms.

Proof. To establish our claim, we utilize the following result which is a corollary of a

theorem of McKay and Wormwald.

Theorem 2.12 (Corollary 3.8 inMW84). Let d ≥ 3 be a fixed integer. With high proba-

bility, a random simple graph on v vertices with λv vertices of degree d + 1 and (1 − λ)v

vertices of degree d has no non-trivial automorphsism.
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Standard arguments (see e.g.JLR11) establish that our distribution over graphs is

contiguous with the uniform distribution over simple graphs on v vertices with this

degree sequence, therefore this conclusion holds for the set G as well. □

Claim 2.15. For any d ≥ 6 and β ∈ [0, (λ+ 1
26 ) 1

d′ ], there is a set S of at least v( 14 (1−β)d′−λ/2)v

of pairs (H,M) such that no two pairs in S share a common subgraph J with |E(J)| ≥
1
2 (1 − β)d′ · |V(J)| − d′

2 .

Proof. We again construct a meta-graph G, with one vertex for every pair of H ∈ H v
d

and matching M on (1 − λ)v vertices. We place an edge between (H,M) and (H′,M′)

in the meta-graph if there is a shared subgraph J of H ∪M,H′ ∪M′ such that |E(J)| ≥
1
2 (1 − β)d′|V(J)| − d′

2 . We’ll take S to be the largest independent set in G; to obtain a

lower bound on its size, we will bound the degree of (H,M) in G.

First, for subgraphs J ⊆ H∪M,H′∪M′ of size at most |V(J)| ≤ 25·26· d′2 , we can apply

Lemma 2.14 to conclude that with high probability over (H,M) and (H′,M′), every J

contains at most |V(J)| edges from H, and we also have that it contains at most |V(J)|/2

edges from M. Thus, as long as |E(J)| ≤ 3
2 |V(J)| ≤ 1

2 (1 − β)d′|V(J)| − d′
2 when d ≥ 6 and

β ≤ 1
6 (this is using the fact that for |V(J)| ≤ 2, there cannot be more than one edge).

Now we consider larger subgraphs. By construction, H and H′ do not overlap on

subgraphs J with |E(J)| ≥ αd|V(J)| − d. Also, we can use theorem 2.11 to conclude that

with high probability for any subgraph J of H ∪M and H′ ∪M′ of size < v/2 has

|E(J)| ≤ 1
2

((1 − cd)d|V(J)| + |V(J)|) < 1
2

(d − 1
25 )|V(J)| < 1

2
(d − 1

26 )|V(J)| − d′

2
,

where the second inequality uses that d ≥ 6 and the third inequality uses that |V(J)| >

25 · 26 · d′2 .
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Suppose therefore that there exists some subgraph K ⊆ H∪M,H′ ∪M′ with |E(K)| ≥
1
2 (1 − β) · d′ · |V(K)| − d′

2 , for β < λ+ 1
26

d+λ ; it must follow that |V(K)| ≥ v/2. Furthermore,

since the restriction of K to H and H′ must have fewer than αd|V(K)| − d edges, we can

conclude that the matchings M and M′ must intersect on at least
(
1
2 (1 − β)d′ − αd

)
·

|V(K)| ≥ 1
4 (1 − β)d′v − 1

2αdv edges since |V(K)| ≥ v
2 .

We now bound DH,M, the degree of (H,M) in the meta-graph G, or the number

of pairs (H′,M′) for which (H,M) can share at least ℓ =
(
1
4 (1 − β)d′ − 1

2αd
)
· v edges

between M′ and M. If ℓ > λv/2, this is already a contradiction, and the graph G has

no edges.

Otherwise, DH,M is at most the number of choices of ℓ edges in M, times the num-

ber choices for the m = λv − 2ℓ vertices outside of these ℓ edges that could be in

the matching in M′, times the number of matchings remaining on m elements (corre-

sponding to the leftover vertices). This is at most

DH,M ≤
( 1
2λv
ℓ

)
·
(
v
m

)
·Mm.

On the other hand, with high probability over our choice of matchings M, G has at

least exp(− 1
4 (d2 + 2d))|H v

d |/2 vertices from claim 2.12. The size of the maximum inde-

pendent set in G is at least

|S| ≥ |G|
DH,M + 1

≥ 1
2
·

1
2 · exp(− 1

4 (d2 + 2d)) · |H v
d |( 1

2 λv
ℓ

)( v
m
) ·Mm

≥ 1
4
· exp(− 1

4
(d2 + 2d)) · |H v

d | · Θ(v) · 1

2 1
2 λv · 2v ·

(
m
e

)m/2
= |H v

d | ·Ω(v)−
λv
2 +

1
4 (1−β)d′v− 1

2 αdv− 4
log v v,
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where we have bounded the binomial coefficients by 2v and applied Stirling’s inequal-

ity to estimate the number of matchings. Finally, because |H v
d | ≥ v 1

2 α·dv by proposi-

tion 2.1, we have our conclusion. □

Finally, taking H v
d′ to be the largest independent set S given by the previous claim,

then removing the o(1) fraction of graphs with non-trivial automorphisms, concludes

the proof. □

Test subgraphs with density close to 1

In this subsection, we describe a graph family H of graphs of density close to 1 that

satisfies the desired properties. In this regime, our strategy is to sample a 3-regular

random graph and subdivide its edges into paths. If we want to achieve an arbitrary

average degree, the paths that we subdivide cannot all have the same length. How-

ever, when we subdivide into paths that are sufficiently long, the expansion of the 3-

regular graph will compensate for the asymmetry. ∗ Using this intuition, we are able

to prove that our construction satisfies the desired properties when our target density

is close to 1 (few degree-3 vertices relative to the number of degree-2 vertices).

In this subsection, we design test sets with density close to 1.

Algorithm 2.3 (Generating H v
d′ for d′ ∈ [2, 2 + ε)). .

Input: An integer v and a desired average degree d′ ∈ [2, 3), so that d′ = 2(1− λ)+ λ3

for a rational number λ ∈ (0, 1). Let
⌊

(1−λ)v
3λv/2

⌋
= k, so that (1−λ)v

3λv/2 = α · k + (1 − α) · (k + 1) for

α ∈ (0, 1); this is the average number of desired degree-2 vertices per edge of H.
∗Of course, one might hope that choosing the lengths of the edges randomly will also com-

pensate for the asymmetry, regardless of the path lengths; we conjecture that this is the case
but have not proven it as of yet.
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We require that λv is an integer, that 3λv is an even integer, and that α3λv/2 is an

integer.

For each graph H ∈ H v
3 :

1. Choose α · 3λv/2 edges of H uniformly at random, and replace them with paths

of length k (subdivide the edge with k vertices).

2. For the remaining (1 − α) · 3λv/2 edges, replace them with k + 1 length paths.

Add the resulting graph H′ to the set H v
d′ .

Proposition 2.3. Let d′ = (1−λ) ·2+λ ·3 = 2+λ for λ ∈ (0, 1
76 ], and let v be a sufficiently

large integer with λ3v an even integer. Then the set H v
d′ produced by algorithm 2.3 is

a set of graphs on v vertices with average degree d′, with

|H v
d′ | ≥ (λv)c·λv,

for a constant c > 69
100 , and furthermore every H ∈ H v

d′ has no non-trivial automor-

phisms, is strictly balanced, and every pair of distinct H,H′ ∈ H v
d′ do not intersect on

any subgraphs J with |E(J)| ≥ (1 + 1
3λ)|V(J)| − 2.

Proof. Let H ∈ H ′, and let H3 be the corresponding 3-regular graph (given by shrink-

ing every k– or (k+ 1)-path to a single edge). H′ has average degree d′ by construction.

Claim 2.16. H has no non-trivial automorphisms.

Proof. This follows from the fact that H3 has no non-trivial automorphisms; an auto-

morphism of H corresponds to an automorphism of H3, as in an automorphism of H,

every subdivided edge is mapped to a subdivided edge. □
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Lemma 2.15. (Quantitative strict balance). Let d′ = 2 + λ, with λ ∈ (0, 1
76 ]. Sup-

pose that H ∈ H v
d′ is a graph on v vertices with average degree d′, produced by al-

gorithm 2.3 by subdividing the edges of the 3-regular graph H3 into paths. Any sub-

graph J ⊂ H with (1− θ)v vertices has density at most 1+ 1
2λ − 1

100θλ. In particular, H is

strictly balanced.

The proof of lemma 2.15 is somewhat involved, and we prove it below after com-

pleting the proof of the proposition.

Finally, it remains to prove that many pairs H,H′ ∈ H do not overlap on dense

subgraphs.

Claim 2.17. If λ < 11
109 , then every distinct pair H,H′ ∈ H v

d′ overlap on no subgraphs J

with |E(J)| ≥ (1 + λ/4)|V(J)| − 2.

Proof. First, we use lemma 2.14 (and our construction of H3) to conclude that for

any shared subgraph J of H,H′ with at most 100 vertices in H3 or H′3, the density is

bounded by 1.

Since H3,H′3 come from Hλv
3 , we already have that H3,H′3 do not overlap on any

subgraph J3 with |E(J3)| ≥ 12
25 · 3|V(J3)| − 3. If H3,H′3 overlap on a subgraph J3 of size at

least 101 with average degree δ, then in H,H′ the corresponding subgraph J will have

density at most
|E(J)|
|V(J)| ≤

1
2δ|V(J3)| · (k + 1)
|V(J3)| + 1

2δ|V(J3)| · k
≤ 1 +

1
2δ − 1

1 + 1
2δ · k

,

and again if we use that k > 3(1−λ)
2λ − 1, and that δ < 3 − 1

50 we get that

|E(J)|
|V(J)| ≤ 1 +

1
2δ − 1

1 + 1
2δ · (

3(1−λ)
2λ − 1)

< 1 +
λ
4
,
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whenever λ < 11
109 . Since we have assumed that |V(J3)| ≥ 100 and that the density of J3

is larger than 1, |V(J)| ≥ 100 · k ≥ 100( 3(1−λ)
λ − 1) > 6

λ , and we have that

|E(J)| < (1 +
λ
3

)|V(J)| − 2,

as desired. □

Finally, we note that the size of H v
d′ is simply the size of Hλv

3 , from which we get

our bound. □

We now prove that our graphs are strictly balanced; in fact we will need a quanti-

tative version of this statement, which first requires the following supporting lemma.

Lemma 2.16. Let d′ = 2 + λ, with 0 < λ ≤ 1
9 . Suppose that H ∈ H v

d′ is a graph

on v vertices with average degree d′, produced by algorithm 2.3 by subdividing the

3-regular graph H3 on λv vertices into k- and (k + 1)-paths. Then any subgraph J ⊂ H

containing at most (1 − θ)λv vertices of H3 (vertices of degree 3 in H) has density at

most 1 + 1
2λ − 1

30θλ +
152
150θλ

2.

Proof. First, the following claim allows us to consider only J corresponding to full

edge-induced J3 ⊂ H.

Claim 2.18. Suppose that J is a subgraph of H with density at least 1 and that J con-

tains only a proper subset of the edges and vertices which correspond to the subdi-

vided path given by the edge e in H3. Then the subgraph J̃ ⊂ J given by removing all

vertices and edges from the path corresponding to e has a larger density than J.
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Proof. The edge e is subdivided into a path. If J contains a strict sub-path, then it

must contain a vertex of degree 1. In a graph of density at least 1, density can only

increase when vertices of degree-1 are removed. Therefore, if we remove the degree-1

vertices one-by-one until we obtain J̃, we obtain a graph that can only be denser. □

By claim 2.18, J is at its densest if every subdivided edge from H is either present

or completely missing, thus we may restrict our attention to subgraphs J which cor-

respond exactly to edge-induced subgraphs J3 of H3, with all subdivided edges fully

present.

Suppose that J3 has average degree δ. To obtain J, every edge of J3 is subdivided

into a k- or (k + 1)-path; let the average path length among subdivided edges present

in J be k. In H, by design the average path length is 2(1−λ)
3λ . From this, we can lower

bound k as follows:

Claim 2.19.

k ≥ 2(1 − λ)
3λ

− θ −
(
1 − δ

3

)
(1 − θ).

Proof. By assumption, |V(J3)| = (1 − θ)λv. Suppose that |E(J3)| = ( 32 (1 − θ)λv − ℓ), where

ℓ accounts for edges missing from J3 entirely and also for edges with only one endpoint

in V(J3). The total number of edges in subdivided paths in J is then ( 32 (1 − θ)λv − ℓ)k.

The average path length outside of J in H is at most k + 1. Therefore the total number

of edges along subdivided paths outside J is at most ( 32θλv+ ℓ)(k+ 1). The total number

of vertices participating in subdivided paths in H is (1 − λ)v, and from this we get

(3
2

(1 − θ)λv − ℓ
)
· k +

(3
2
θλv + ℓ

)
· (k + 1) ≥ (1 − λ)v,
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and solving for k we get

k ≥ 2(1 − λ)
3λ

− θ − 2ℓ
3λv
.

By definition of ℓ and δ, we have ℓ = 3−δ
2 (1− θ)λv. Plugging this in, we have our bound.

□

Then applying our lower bound on k from claim 2.19, we have that

|E(J)|
|V(J)| ≤

1
2δ|V(J3)|(k + 1)

|V(J3)| + 1
2δ|V(J3)|k

= 1 +
1
2δ − 1

1 + 1
2δk
≤ 1 +

1
2δ − 1

1 + 1
2δ

(2(1−λ)
3λ − θ − (1 − θ)(1 − δ

3 )
) , (2.38)

where in the final inequality we apply our lower bound on k. Taking the derivative

with respect to δ, one may verify that so long as λ < 1/7 and δ ≤ 3, this quantity

grows with δ.

We obtain an upper bound on δ using the expansion of H3, from theorem 2.11. If

θ < 1
2 , we have that J3 can contain at most 1

2 (3− θ · 3
25 )λv edges, since the set of size θλv

not included in J3 has expansion at least 3
50θλv. If θ > 1

2 , we have that J3 can contain

at most 1
2 (3 − 3

25 )(1 − θ)λv edges, for the same reason. Since 1
2 (3 − θ 3

25 ) ≥ 1
2 (3 − 3

25 )(1 − θ)

for non-negative θ, we use the former, looser bound.
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Returning to eq. (2.38) we have that

|E(J)|
|V(J)| ≤ 1 +

1
2 (3 − θ 3

25 ) − 1

1 + 1
2 (3 − θ 3

25 )
(2(1−λ)

3λ − θ − (1 − θ) 1
25θ

)
= 1 +

1
2
λ ·

 1 − 3
25θ

1 − 1
25θ − 38

25λθ +
153
1250λθ

2 − 3
1250λθ

3


≤ 1 +

1
2
λ ·

(
1 − 3

25
θ
)
·
(
1 +

4
3

( 1
25

θ +
38
25

λθ − 153
1250

λθ2 +
3

1250
λθ3

))
= 1 +

1
2
λ ·

(
1 − 1

15
θ +

152
75

λθ − 4
625

θ2 − 254
625

λθ2 +
356
15625

λθ3 − 6
15625

λθ4
)

≤ 1 +
1
2
λ ·

(
1 − 1

15
θ +

152
75

λθ
)
.

Where to obtain the third line we have used that for θ ∈ [0, 1] and λ ≤ 1
9 the de-

nominator within the parentheses is at least 3
4 , and in the last step we have used that

θ ∈ [0, 1] and λ ≤ 1
9 . The conclusion follows. □

Finally, we prove lemma 2.15.

Lemma 2.15. (Quantitative strict balance). Let d′ = 2 + λ, with λ ∈ (0, 1
76 ]. Sup-

pose that H ∈ H v
d′ is a graph on v vertices with average degree d′, produced by al-

gorithm 2.3 by subdividing the edges of the 3-regular graph H3 into paths. Any sub-

graph J ⊂ H with (1− θ)v vertices has density at most 1+ 1
2λ − 1

100θλ. In particular, H is

strictly balanced.

Proof. Here, we consider arbitrary edge-induced subgraphs J ⊆ H. We let J3 ⊆ H3 be

the edge-induced subgraph of H3 which contains any edge for which the corresponding

path in J is at least partially present. That is, we allow the subdivided path corre-

sponding to each edge ℓ ∈ E(J3) to be only partially present in J. For an edge ℓ ∈ E(J3),

we’ll let and VJ(ℓ),EJ(ℓ) be the vertex set and edge set of the corresponding path in J,
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and define VH(ℓ),EH(ℓ) correspondingly for H; also define k(ℓ) to be the path length of

the path corresponding to ℓ in H.

For a subgraph J ⊂ H where V(J) = (1 − θ)v, we consider two cases: |V(J3)| ≤ (1 − 1
2θ)λv

and |V(J3)| ≥ (1 − 1
2θ)λv. For the first case, by lemma 2.16 we know the density is at

most 1 + 1
2λ − 1

60θλ +
152
300θλ

2 ≤ 1 + 1
2λ − 1

100θλ when λ ≤ 1
76 .

For the second case, the number of “path vertices” (vertices that result from subdi-

viding edges of H3) in J is at most

(# path vtcs ∈ J) ≤ (1 − θ)v − (1 − 1
2
θ)λv = (1 − λ)v − θv +

1
2
θλv (2.39)

Note that for each edge ℓ in J3 we have |E(ℓ)| ≤ (1 + 1
k(ℓ) ) · |V(ℓ)|. We can bound the

average 1
k(ℓ) in J using the following claim:

Claim 2.20. Define k̂ to be the average length of a subdivided path in J, as weighted

by the number of vertices present in that path:

1
k̂

:=
1∑

ℓ∈E(J3) |VJ(ℓ)|
∑
ℓ∈E(J3)

1
k(ℓ)
|VJ(ℓ)|.

If J contains at least a (1 − α)-fraction of the path vertices of H, then

3λ
2(1 − λ)

(1 − 27
16

λα) ≤ 1
k̂
≤ 3λ

2(1 − λ)
(1 +

27
16

λα).

Proof. Recall that VH(ℓ) is the number of path vertices on path ℓ in H. Consider the

sum
∑
ℓ∈E(H3)(1 + 1

k(ℓ) )|VH(ℓ)|; we have that

∑
ℓ∈E(H3)

(
1 +

1
k(ℓ)

)
|VH(ℓ)| = |E(H)| =

(
1 +

λ
2

)
v, and

∑
ℓ∈E(H3)

|VH(ℓ)| = (1 − λ)v.
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Therefore ∑
ℓ∈E(H3)

1
k(ℓ) |VH(ℓ)|∑

ℓ∈E(H3) |VH(ℓ)| =
3λ

2(1 − λ)
.

We can split the sum over ℓ ∈ E(H3) into to the sum inside and outside of J. Because
1
k̂

is a convex combination of 1
k+1 and 1

k , the average of 1
k(ℓ) outside of J can be lower

bounded by 1
k+1 . Thus we have

α
1

k + 1
+ (1 − α)

1
k̂
≤

∑
ℓ∈E(H3)

1
k(ℓ) |VJ(ℓ)| +

∑
ℓ∈E(H3)

1
k(ℓ) |VH\J(ℓ)|∑

ℓ∈E(H3) |VH(ℓ)| =
3λ

2(1 − λ)
,

Which gives:
1
k̂
≤ 3λ

2(1 − λ)
(1 +

α
k + 1

).

Now, since by construction k = ⌊2(1−λ)
3λ ⌋ and λ < 1

9 , using the upper bound 1
k ≤ 27

16 λ

gives us the claim. □

Now in the extreme case when all of the vertices of H3 are included in J, J has at

least (1 − θ − λ)v path vertices. Thus, the proportion of path vertices of H included in J

is at least
# path vtcs ∈ V(J)
# path vtcs ∈ V(H)

≤ 1 − λ − θ
1 − λ

= 1 − θ
1 − λ

≥ 1 − 9
8
θ.

assuming λ < 1
9 . Thus we can apply claim 2.20, with α := 9

8θ, and our bound on the
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number of path vertices in J eq. (2.39), and we have

|E(J)| =
∑
ℓ∈E(J3)

|EJ(ℓ)| ≤
∑
ℓ∈E(J3)

(
1 +

1
k(ℓ)

)
|VJ(ℓ)| =

(
1 +

1
k̂

) ∑
ℓ∈E(J3)

|VJ(ℓ)|

≤
(
1 +

3λ
2(1 − λ)

(1 +
243
128

θλ)
)
·
(
1 − λ − θ +

1
2
θλ

)
v

≤
(
1 − λ − θ +

1
2
θλ +

3
2
λ(1 + 2λθ) − θ(1 − 1

2
λ)

3λ
(1 − λ)

)
v

≤
(
1 +

1
2
λ − θ +

1
2
λθ + 3λ2θ − 3θλ(1 − 1

2
λ)(1 + λ)

)
v

≤
(
1 +

1
2
λ − θ − 5

2
λθ + 3λ2θ

)
v,

Where to obtain the third line we have used that (1+ 243
128 θλ

(1−λ) < 2 for λ < 1
9 , and to obtain

the final line we have used that (1 + λ)(1 − 1
2λ) ≥ 1 for λ ≤ 1. Therefore the density is

upper bounded by

E(J)
V(J)

≤

(
1 + 1

2λ − θ − 5
2θλ + 3λ2θ

)
(1 − θ)v

=
(1 − θ) + 1

2λ(1 − θ) − 2λθ + 3λ2θ
1 − θ

= 1 +
1
2
λ − λθ

2 − 3λ
(1 − θ)

,

and this quantity is at most 1 + 1
2λ − λθ when λ ≤ 1

3 . Combine the above two cases we

get the lemma. □

Discussion and open problems

We have shown the first (nearly) efficient algorithms for the graph matching problem

on correlated Erdos-Renyigraphs in a wide range of parameters. However, our results

can still be improved in several ways. First of all, for the actual recovery task, we

obtain only quasipolynomial as opposed to polynomial-time algorithms. Second, even

for distinguishing, our algorithms still don’t work in all regimes of parameters, and
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there are still some annoying “gaps” in our coverage. Resolving both these problems

would be extremely interesting.

One approach to give a more general and robust method can be to embed our al-

gorithms in a convex program such as the sum-of-squares semidefinite program. One

advantage of this program is that while its analysis might need to use the existence of

a test set, the actual algorithm will be independent of it, and would be identical in all

ranges of parameters, and independent of the correlated Erdos-Renyimodel. This sug-

gests that it could generalize to more settings, and perhaps also help bridge the gap

between distinguishing and recovery.

Another question is whether our algorithms can inform in any way practical heuris-

tics for the graph matching problem. One of the most common heuristics is the prop-

agation graph matching (PGM) algorithm that gradually grows knowledge of the

permutation from a “seed set” by looking at vertices that have at least r neighbors

into this set. From our perspective, this can be thought of as an algorithm that looks

for a particular subgraph H which is the “star graph” with one internal vertex and r

leaves. Our results suggest that it might be possible to get some mileage from looking

at more complicated patterns and more than one pattern.
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3
Tracking ℓ2 Norm

This chapter is based on C. Chou, Z. Lei, P. Nakkira and J. Nelson 2019CLN+19. The

ℓ2 tracking problem is the task of obtaining a streaming algorithm that, given ac-

cess to a stream of items a1, a2, a3, . . . from a universe [n], outputs at each time t an

estimate to the ℓ2 norm of the frequency vector f(t) ∈ Rn (where f(t)i is the number

of occurrences of item i in the stream up to time t). The previous work [Braverman-

Chestnut-Ivkin-Nelson-Wang-Woodruff, PODS 2017] gave an streaming algorithm
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with (the optimal) space using O(ε−2 log(1/δ)) words and O(ε−2 log(1/δ)) update time to

obtain an ε-accurate estimate with probability at least 1 − δ.

We give the first algorithm that achieves an update time of O(log 1/δ) which is in-

dependent of the accuracy parameter ε, together with the space using O(ε−2 log(1/δ))

words. Our algorithm is obtained using the Count Sketch of [Charilkar-Chen-Farach-

Colton, ICALP 2002].

3.1 Introduction

In this chapter, we discuss the problem of tracking l2 norm in the streaming model.

The streaming model is a very famous data processing model in big data setting

where data is organized in a stream and we can only access one piece of the stream

in sequential order. More specifically, our data stream consists of a large number m

of slots, and each slot stores a symbol from 1 to n. In other words, the input is a list

a1, a2, . . . , am ∈ [n]. At each moment we can only look at one slot and we can only

move forward to see the next slot but no slots in the past. In this big data setting,

it’s impossible to memorize all the information in the past but we still want to do

reasonable computation about this stream of data. Typically we can only afford com-

putation of space polylog(n, m) throughout computation therefore we must tradeoff

between space and accuracy of the estimation. For each i ∈ [n] and time t ∈ [m], de-

fine f(t)i = |{1 ≤ j ≤ t : aj = i}| as the frequency of i at time t. Many classical streaming

problems are concerned with approximating statistics of f(m) such as the distinct el-

ement problem (i.e., ∥f(m)∥0). One of the most well-studied problems is the one-shot

ℓ2 estimation problem where the goal is to estimate ∥f(m)∥22 within multiplicative error

(1 ± ε) and had been achieved by the seminal AMS sketch by Alon et al.AMS96. We
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consider a streaming algorithm A that maintains some logarithmic space and outputs

an estimation σt at the tth step of the computation. A achieves ℓ2 (ε, δ) tracking if for

every input stream a1, a2, . . . , am ∈ [m]

Pr
[
∃t∈[m]

∣∣∣σt − ∥f(t)∥22∣∣∣ > εΔt
]
≤ δ

where the “normalization factor” Δt differs between strong tracking and weak track-

ing. For strong tracking, Δt = ∥f(t)∥2 is the norm squared of the frequency vector up

to the time t, while for weak tracking, Δt = ∥f(m)∥22 is the norm squared of the overall

frequency vector. Note that strong tracking implies weak tracking and weak track-

ing implies one-shot approximation. In this work, we focus on ℓ2 tracking via linear

sketching, where we specify a distribution D on matrices Π ∈ Rk×n, and maintain a

sketch vector at time t as f̃(t) ≜ Πf(t). Then the estimate σt is defined as ∥f̃(t)∥22. The

space complexity of A is the number of machine words∗ required by A. The update

time complexity of A is the time to update σt, in terms of the number of arithmetic

operations.

Both weak tracking and strong tracking have been studied in different contextHTY14,BCIW16,BCI+17

and the focus of this chapter is on the update time complexity. Specifically, we are

interested in the dependency of update time on the approximation factor ε. The state-

of-the-art result prior to our work is by Braverman et. al.BCI+17 showing that AMS

provides weak tracking with O(ε−2 log(1/δ)) update time and O(ε−2 log(1/δ)) words of

space.

Apart from tracking, there have been several sketching algorithms for one-shot

approximation that have faster update time. Dasgupta et. al.DKS10 and Kane and
∗Following convention, we assume the size of a machine word is at least

Ω(max(log n, logm)) bits.
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NelsonKN14 showed that sparse JL achieves O(ε−1) update time for ℓ2 one-shot ap-

proximation. Charikar, Chen, and Farach-ColtonCCFC02 designed the CountSketch

algorithm and showed that it achieve O(1) update time for ℓ2 one-shot approximation.

Update time Unlike the space complexity in the streaming model, there have been

fewer studies on the update time complexity though it is of great importance in ap-

plications. For example, the packet passing problemKSZC03 requires the ℓ2 estimation

in the streaming model with input arrival rate as high as 7.75 × 106 packets† per sec-

ond. Thorup and ZhangTZ12 improved the update time from 182 nanoseconds to 50

nanoseconds and made the algorithm more practical.

While some streaming problems have algorithms with constant update time (e.g.,

distinct elementsKNW10b and ℓ2 estimationTZ12), some other important problems do

not (ℓp estimation for p , 2KNPW11a, heavy hitters problemsCCFC02,CM05, and tracking

problemsBCI+17). Larsen et al.LNN15 systematically studies the update time complex-

ity and showed lower bounds against heavy hitters, point query, entropy estimation,

and moment estimation in the non-adaptive turnstile streaming model. In particular,

they show that O(ε−2)-space algorithms for ℓ2 estimation of vectors over Rn, with fail-

ure probability δ, must have update time roughly Ω(log(1/δ)/
√

log n). Note that their

lower bound does not depend on ε.

Space lower bounds For one-shot estimation of the ℓ2 norm, Kane et al.KNW10a

showed that Θ(ε−2 logm + log log n) bits of space are required, for any streaming al-

gorithm. This space lower bound is tight due to the AMS Sketch. However, this only

applies in the constant failure probability regime.
†Each packet has 40 bytes (320 bits).
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In the regime of sub-constant failure probability δ, known tight lower-bounds on

Distributional JLKMN11,JW13 imply that Ω(ε−2 log(1/δ)) rows are necessary for the

special case of linear sketching algorithms.‡ For linear sketches, this lower bound on

the number of rows is equivalent to a lower bound on the words of space.

For the regime of faster update time, Kane and NelsonKN14 shows that CountS-

ketch-type of constructions (with the optimal Ω(ε−2 log(1/δ)) rows) require sparsity

i.e. number of non-zero elements Ω̃(ε−1 log(1/δ)) per column to achieve distortion ε

and failure probability δ. But, this does not preclude a sketch with suboptimal depen-

dency on δ in the number of rows from having constant sparsity, for example a sketch

with Ωδ(ε−2) rows and constant sparsity – indeed, this is what CountSketch achieves.

Note that in our setting, we can potentially boost constant-failure probability to ar-

bitrarily small failure probability by taking medians of estimators.§ Thus, we may be

able to bypass the lower bounds for linear sketches.

To summarize the situation: for constant failure probability, it is only known that

linear sketches require dimension Ω(ε−2), and it is not known if super-constant spar-

sity is required for tracking with this optimal dimension. In particular, it was not

known how to achieve say (ε,O(1))-weak tracking for ℓ2, with O(ε−2) words of space

and constant update time.

Our results In this chapter, we show that there is a streaming algorithm with O(log(1/δ))

update time and space using O(ε−2 log(1/δ)) words that achieves ℓ2 weak tracking.

Theorem 3.1 (informal). For any ε > 0, δ ∈ (0, 1), and n ∈ N. For any insertion-only

stream over [n] with frequencies f(1), f(2), . . . , f(m), there exists a streaming algorithm
‡Note that an (ε, δ)-weak tracking via linear sketch defines a distribution over matrices that

satisfies the Distributional JL guarantee, with distortion (1 ± ε) and failure probability δ.
§This is not immediate for weak tracking.
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providing ℓ2 (ε, δ)-weak tracking with space using O(ε−2 log(1/δ)) words and O(log(1/δ))

update time.

Further, by applying a standard union bound argument in Lemma 3.6, the same

algorithm can achieve ℓ2 strong tracking as well.

Corollary 3.1. For any ε > 0, δ ∈ (0, 1), and n ∈ N. For any insertion-only stream

over [n] with frequencies f(1), f(2), . . . , f(m), there exists a streaming algorithm providing

ℓ2 (ε, δ)-strong tracking with O(ε−2 log(1/δ) log logm) words and O(log(1/δ) log logm)

update time.

The algorithm in the main theorem is obtained by running O(log(1/δ)) many copies

of CountSketch and taking the median.

The rest of the chapter is organized as follows. Some preliminaries are provided

in section 3.2. In section 3.3, we prove our main theorem showing that CountSketch

with O(ε−2) rows achieves ℓ2 ε-weak tracking with constant update time. As for the

ℓ2 strong tracking, we discuss some upper and lower bounds in section 3.4. In sec-

tion 3.7, we discuss some future directions and open problems.

3.2 Preliminaries

In the following, n ∈ N denotes the size of the universe, k denotes the number of

rows of the sketching matrix, t denotes the time, and m denote the final time. We let

[n] = {1, 2, . . . , n}.

The input of the streaming algorithm is a list a1, a2, . . . , am ∈ [n]. For each i ∈ [n]

and time t ∈ [m], define f(t)i = |{1 ≤ j ≤ t : aj = i}| as the frequency of i at time t. The

one-shot ℓ2 approximation problem is to produce an estimate for ∥f(m)∥22 with (1 ± ε)

multiplicative error and success probability at least 1 − δ for ε > 0 and δ ∈ (0, 1).
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3.2.1 ℓ2 tracking

Here, we give the formal definition of ℓ2 tracking for sketching algorithm.

Definition 3.1 (ℓ2 tracking). For any ε > 0, δ ∈ (0, 1), and n,m ∈ N. Let f(1), f(2), . . . , f(m)

be the frequency of an insertion-only stream over [n] and f̃(1), f̃(2), . . . , f̃(m) be its (ran-

domized) approximation produced by a sketching algorithm. We say the algorithm

provides ℓ2 (ε, δ)-strong tracking if

Pr
[
∃t∈[m],

∣∣∣∣∥f̃(t)∥22 − ∥f(t)∥22∣∣∣∣ > ε∥f(t)∥22
]
≤ δ.

We say the algorithm provides ℓ2 (ε, δ)-weak tracking if

Pr
[
∃t∈[m],

∣∣∣∣∥f̃(t)∥22 − ∥f(t)∥22∣∣∣∣ > ε∥f(m)∥22
]
≤ δ.

Note that the difference between the two tracking guarantee is that in strong track-

ing we bound the deviation of the estimate from the true norm squared by ε∥f(t)∥22
while in the weak tracking we bound this deviation by ε∥f(m)∥22.

3.2.2 AMS sketch and CountSketch

Alon et. al.AMS96 proposed the seminal AMS Sketch for ℓ2 approximation in stream-

ing model. In AMS Sketch, consider Π ∈ Rk×n where Πj,i = σj,i/
√
k and σj,i is i.i.d. Rad-

macher for each j ∈ [m], i ∈ [n]. When k = O(ε−2), AMS sketch approximates ℓ2 norm

within (1 ± ε) multiplicative error. Note that the update time of AMS sketch is k since

the matrix Π is dense.

Charikar, Chen, and Farach-ColtonCCFC02 proposed the following CountSketch

algorithm for ℓ2 approximation in streaming model. Here, consider Π ∈ Rk×n where
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we denote the ith column of Π as Πi for each i ∈ [n]. Πi is defined as follows. First,

pick j ∈ [k] uniformly and set Πj,i to be an independent Radmacher. Next, set the

other entries in Πi to be 0. Note that unlike AMS sketch, the normalization term in

CountSketch is 1 since there is exactly one non-zero entry in each row.CCFC02 showed

that CountSketch provides one-shot ℓ2 approximation with O(ε−2) rows.

Lemma 3.1 (CCFC02). Let ε > 0, δ ∈ (0, 1), and n ∈ N. Pick k = Ω(ε−2δ−1), we have for

any x ∈ Rn,

Pr
Π

[
|∥Πx∥22 − ∥x∥22| > ε∥x∥22

]
≤ δ.

Implement CountSketch in logarithmic space Previously, we defined CountSketch

using uniformly independent randomness, which requires space Ω(nk). However, one

could see that in the proof of Theorem 3.2 we actually only need 8-wise independence.

Thus, the space required can be reduced to O(log n) for each row. It is well known

that CountSketch with k rows can be implemented with an 8-wise independent hash

family using O(k) words. We describe the whole implementation in section 3.5 for

completeness.

3.2.3 ε-net for insertion-only stream

In our analysis, we will use the following existence of a small ε-net for insertion-only

streams.

Definition 3.2 (ε-net). Let S ⊆ Rn be a set of vectors. For any ε > 0, we say E ⊆ Rn

is an ε-net for S with respect to ℓ2 norm if for any x ∈ S, there exists y ∈ E such that

∥x − y∥2 ≤ ε.
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Lemma 3.2 (BCIW16). Let {x(t)}t∈[m] be an insertion-only stream. For any ε > 0, there

exists a size
(
1 + ε−2 · ∥x(m)∥2

)
ε-net for {x(t)}t∈[m] with respect to ℓ2 norm. Moreover, the

elements in the net are all from {x(t)}t∈[m].

Proof Sketch. The idea is to use a greedy algorithm, by scanning through the stream

from the beginning and adding an element x(t) into the net if there does not already

exist an element in the net that is ε-close to x(t). □

3.2.4 Concentration inequalities

Our analysis crucially relies on the following Hanson-Wright inequalityHW71.

Lemma 3.3 (Hanson-Wright inequalityHW71). For any symmetric B ∈ Rn×n, σ ∈ {±1}n

being independent Radmacher vector, and integer p ≥ 1, we have

∥σ⊤Bσ − Eσ[σ⊤Bσ]∥p ≤ O
(√

p∥B∥F + p∥B∥
)
= O(p∥B∥F),

where ∥X∥p is defined as E[|X|p]1/p.

Note that the only randomness in σ⊤Bσ − Eσ[σ⊤Bσ] is the Radmacher vector σ.

3.3 CountSketch with O(ε−2) rows provides ℓ2 weak tracking

In this section we will show that CountSketch with O(ε−2) rows provides (ε,O(1))-weak

tracking.

Theorem 3.2 (CountSketch with O(ε−2) rows provides ℓ2 weak tracking). For any ε > 0,

δ ∈ (0, 1), and n ∈ N. Pick k = Ω(ε−2δ−1). For any insertion-only stream over [n] with

frequency f(1), f(2), . . . , f(m), the CountSketch algorithm with k rows provides ℓ2 (ε, δ)-

weak tracking.
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Remark 3.1. Note that for linear sketches, the dependency of the number of rows on

ε is tight in Theorem 3.2. This is implied by known lower-bounds on Distributional

JLKMN11,JW13, which imply lower-bounds on one-shot ℓ2 approximation.

Remark 3.2. Recall that the number of rows in linear sketches is proportional to the

number of words needed in the algorithm.

Using the standard median trick, we can run O(log(1/δ)) copies of CountSketch

with k = O(ε−2) in parallel and output the median. With this, Theorem 3.2 imme-

diately gives the following corollary with better dependency on δ.

Corollary 3.2. For any ε > 0, δ ∈ (0, 1), and n ∈ N. For any insertion-only stream

over [n] with frequency f(1), f(2), . . . , f(m), there exists a streaming algorithm providing

ℓ2 (ε, δ)-weak tracking with k = O(ε−2 log(1/δ)) rows and update time O(log(1/δ)).

The proof of Theorem 3.2 uses the Dudley-like chaining technique similar to other

tracking proofsBCI+17. We will prove Theorem 3.2 in subsection 3.3.1.

3.3.1 Proof of Theorem 3.2

In this subsection, we give formal proof for our main theorem. Let us start with some

notations Π of CountSketch. Recall that for any i ∈ [n], the ith column of Π is defined

by (i) picking j ∈ [k] uniformly and set Πj,i to be a Radmacher random variable and

(ii) set the other entries in Πi to be 0. Denote Πj,i = σj,iηj,i, where σj,i is a Radmacher

random variable, and ηj,i is the indicator for choosing the jth row in the ith column.

Note that there is exactly one non-zero entry in each column and the probability dis-

tribution is uniform. The approximation error of Π for a vector x ∈ Rn is denoted as
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γ(x) :=
∣∣∣∥Πx∥22 − ∥x∥22

∣∣∣. To show weak tracking, it suffices to upper bound the supre-

mum of γ(f(t)).

EΠ sup
t∈[m]

γ(f(t)) = EΠ sup
t∈[m]

∣∣∣∣∥Πf(t)∥22 − ∥f(t)∥22
∣∣∣∣. (3.1)

The first observation¶ is that one can rewrite the error γ(x) as follows.

γ(x) =
∣∣∣x⊤Π⊤Πx − x⊤x

∣∣∣ = ∣∣∣σ⊤Bη,xσ − x⊤x
∣∣∣ = ∣∣∣σ⊤B̃η,xσ∣∣∣ ,

where σ ∈ {−1, 1}n is an independent Radmacher random vector and for any i, i′ ∈ [n],

(B̃η,x)i,i′ =


xixi′ , i , i′ and ∃j ∈ [k], ηj,i = ηj,i′ = 1

0, else.

Note that the diagonals of B̃η,x are all zero as follow.

B̃η,x =



0 x1x2⟨Π1,Π2⟩ · · · x1xn⟨Π1,Πn⟩

x2x1⟨Π2,Π1⟩ 0 · · · x2xn⟨Π2,Πn⟩
...

...
. . .

...

xnx1⟨Πn,Π1⟩ xnx2⟨Πn,Π2⟩ · · · 0


.

For convenience, for any matrix B ∈ Rn×n, we overload the notation γ by denoting

γ(B) = σ⊤Bσ. That is, γ(B̃η,x) = γ(x). One benefit of writing ℓ2 weak tracking error into

the above quadratic form is that Hanson-Wright inequality (see Lemma 3.3) is now

applicable.

The lemma below shows that the expectation of the weak tracking error is upper
¶Note that the matrix B̃x we are using is different from the matrix used in the previ-

ous analysis ofBCI+17. This difference is crucial since the matrix ofBCI+17 does not work for
CountSketch.
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bounded by the Frobenius norm of B̃η,f(m) .

Lemma 3.4. Let {f(t)}t∈[m] be the frequencies of an insertion-only stream. We have

E

sup
t∈[m]

γ(f(t)) | η
 = O(∥B̃η,f(m)∥F).

The proof of Lemma 3.4 uses the Dudley-like chaining argument. For the smooth-

ness of the presentation, we postpone the details to subsection 3.3.2. Next, the fol-

lowing lemma shows that for any vector x ∈ Rn, with high probability, ∥B̃η,x∥F =

O(∥x∥22/
√
k).

Lemma 3.5. For any δ ∈ (0, 1) and x ∈ Rn,

Pr

∥B̃η,x∥F >
√
2∥x∥22√
δ · k

 ≤ δ
2
.

Lemma 3.5 has similar flavor as Lemma 3.1. The proof can be found in subsec-

tion 3.3.2. Finally, Theorem 3.2 is an immediate corollary of Lemma 3.4 and Lemma 3.5.

Here we provide a proof for completeness.

Proof of Theorem 3.2. Recall that to prove Theorem 3.2, it suffices to show that with

probability at least 1 − δ over η, supt∈[m] γ(f(t)) ≤ ε. From Lemma 3.4, for a fixed

η, we have Pr
[
supt∈[m] γ(f(t)) > C1∥B̃η,f(m)∥F

]
≤ δ/2 for some constant C1 > 0. Next,

from Lemma 3.5, we have ∥B̃η,f(m)∥F ≤ ∥f(m)∥22 · k−1/2 · δ−1/2 with probability at least 1− δ/2

over the randomness in η for some constant C2 > 0. Pick m ≥ C1C2 · ε−2 · δ−1, we have

Pr
[
supt∈[m] γ(f(t)) > ε∥f(m)∥22

]
≤ δ and complete the proof. □
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3.3.2 Proof of the two key lemmas

In this subsection, we provide the proofs for Lemma 3.4 and Lemma 3.5. Let us start

with Lemma 3.4 which shows that the tracking error can be upper bounded by the

Frobenius norm of B̃η,f(m) .

Proof of Lemma 3.4. Recall that we define B̃η,x such that γ(x) = σ⊤B̃η,xσ where σ is

8-wise independent Radmacher random vector. An important trick here is that we

think of fixing‖ η in the following.

The starting point of chaining argument is constructing a sequence of ε-nets with

exponentially decreasing size for {B̃η,f(t)}t∈[m]. From Lemma 3.2, for any non-negative

integer ℓ, let Tη,ℓ be the (∥B̃η,f(m)∥F/2ℓ)-net for {B̃η,f(t)}t∈[m] under Frobenius norm where

|Tη,ℓ| ≤ 1 + 22ℓ. Note that here we fixed η first and then constructed the nets. Thus, for

each t ∈ [m], one can rewrite B̃η,f(t) into a chain as follows.

B̃η,f(t) = B(t)
η,0 +

∞∑
ℓ=1

B(t)
η,ℓ − B(t)

η,ℓ−1, (3.2)

where B(t)
η,ℓ ∈ Tη,ℓ and ∥B̃η,f(t) − B(t)

η,ℓ∥F ≤ 2−ℓ · ∥B̃η,f(m)∥F. Moreover, from Equation 3.2 we

have

E sup
t∈[m]

γ(f(t)) ≤ E sup
t∈[m]

γ(B(t)
η,0) +

∞∑
ℓ=1

E sup
t∈[m]

γ(B(t)
η,ℓ − B(t)

η,ℓ−1). (3.3)

To bound to first term of Equation 3.3, observe that Tη,0 = {B̃η,f(1)} where B̃η,f(1) is

the all zero matrix. Namely, the first term of Equation 3.3 is zero. As for the second

term of Equation 3.3, we apply the chaining argument as follows. For any positive

integer ℓ, denote Aℓ = {B(t)
η,ℓ − B(t)

η,ℓ−1}t∈[m]. Note that from the construction of ε-net

‖We do this by conditioning on η.
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in Lemma 3.2, we have |Aℓ| ≤ 2|Tη,ℓ| ≤ 22ℓ+2.

E

sup
t∈[m]

γ(B(t)
η,ℓ − B(t)

η,ℓ−1)

 = ∫ ∞

0
Pr

sup
A∈Aℓ

γ(A) > u
 du

≤ u∗ℓ +
∫ ∞

u∗
ℓ

Pr

sup
A∈Aℓ

γ(A) > u
 du, (3.4)

where u∗ℓ > 0 will be chosen later. For any A ∈ Aℓ and integer p ≥ 2, by Markov’s

inequality and Hanson-Wright inequality, we have

Pr[γ(A) > u] ≤
E[γ(A)p]

up
=
∥σ⊤Aσ∥pp

up
≤

(
C · √p∥A∥F + C · p∥A∥

)p
up

for some constant C > 0. Note that the randomness here is only in σ and thus we

can apply the Hanson-Wright inequality. Let R = supA∈Aℓ

(
C · √p∥A∥F + C · p∥A∥

)
≤

C′p · ∥B̃η,f(m)∥F for some C′ > 0 and choose u∗ℓ = 2Sℓ · R where Sℓ will be chosen

later, Equation 3.4 becomes

E

sup
t∈[m]

γ(B(t)
η,ℓ − B(t)

η,ℓ−1)

 ≤ u∗ℓ +
∫ ∞

u∗
ℓ

|Aℓ| ·
Rp

up
du (3.5)

≤ 2SℓR + |Aℓ| ·
Rp

(2SℓR)p−1

≤ 2SℓC′p · ∥B̃η,f(m)∥F · 2−ℓ + |Aℓ| ·
C′p · ∥B̃η,f(m)∥F

Sp−1
ℓ

where the second term of Equation 3.5 is due to union bound. Now, Equation 3.3

becomes
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E sup
t∈[m]

γ(f(t)) ≤
∞∑
ℓ=1

2SℓC′p · ∥B̃η,f(m)∥F + |Aℓ| ·
C′p · ∥B̃η,f(m)∥F

Sp−1
ℓ

≤ ∥B̃η,f(m)∥F ·
 ∞∑
ℓ=1

2C′pSℓ · 2−ℓ +
22ℓC′p

Sp−1
ℓ

 . (3.6)

Choose Sℓ = 23ℓ/4 and p ≥ 4, the summation term in Equation 3.6 can thus be upper

bounded by a constant. Note that this also means that 8-wise independence suffices.

We conclude that

E sup
t∈[m]

γ(f(t)) = O(∥B̃η,f(m)∥F).

□

Next, we prove Lemma 3.5 which upper bounds the expectation of ∥B̃η,x∥ for any

x ∈ Rn.

Proof of Lemma 3.5. We first show that Eη∥B̃η,x∥2F ≤
∥x∥42
k and the lemma immediately

holds due to Markov’s inequality.

Let 1ii′ be the indicator for whether there exists j ∈ [k] such that ηij = ηi′j = 1. Note

that for i , i′, E[1ii′] = 1/k and the only randomness here is in η.

E∥B̃η,x∥2F = E
∑

i,i′∈[n]

(B̃η,x)2i,i′ = E
∑

(i,i′)∈[n]2, i,i′
x2i x

2
i′1ii′

=
1
k

∑
(i,i′)∈[n]2, i,i′

x2i x
2
i′ ≤
∥x∥42
k
,

where the last inequality is by Cauchy-Schwarz. Note that 8-wise independence is

sufficient in the above argument. □
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3.4 Strong tracking of AMS sketch and CountSketch

In this section, we are going to discuss the strong tracking of AMS sketch and CountS-

ketch. We start with a standard reduction from weak tracking to strong tracking via

union bound. This gives us an O(logm) blow-up in the dependency on δ. Next, we

show that this is essentially tight for both AMS sketch and CountSketch up to a loga-

rithmic factor.

Lemma 3.6 (folklore). For any ε > 0, δ ∈ (0, 1), and n,m ∈ N. If a linear sketch

provides (ε, δ) weak tracking for length m inputs having value from [n], then it also

provides (2ε, δ′) strong tracking where δ′ = min{1, (logm) · δ}.

Proof. See subsection 3.6.1 for details. □

From Lemma 3.6, we immediately have the following corollaries.

Corollary 3.3. For any ε > 0 and δ ∈ (0, 1), AMS sketch with O
(
ε−2(log logm + log(1/δ))

)
rows provides ℓ2 (ε, δ)-strong tracking.

Corollary 3.4. For any ε > 0 and δ ∈ (0, 1), CountSketch with O
(
ε−2δ−1 logm

)
rows

provides ℓ2 (ε, δ)-strong tracking.

Remark 3.3. After applying median trick on CountSketch, the dependency of the

number of rows on δ becomes O(log(1/δ)) and thus O
(
ε−2(log logm + log(1/δ))

)
rows

suffices to achieve ℓ2 (ε, δ)-strong tracking.

In the following, we are going to show that the above two upper bounds are essen-

tially tight for these two algorithms.
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Theorem 3.3. There exists constants C > 0 such that for any ε ∈ (0, 0.1) and δ ∈ (0, 1),

there exists N0 ∈ N such that if k < C ·
(
log logm

log(1/ε) + log(1/δ)
)

and N0 ≤ n ≤ m, then

fully independent AMS sketch with k rows does not provide ℓ2 (ε, δ)-strong tracking.

That is, AMS sketch requires Ω̃
(
ε−2(log logm + log(1/δ))

)
rows to achieve ℓ (ε, δ)-

strong tracking. Interestingly, the hard instance for AMS sketch to achieve strong

tracking is simply the stream consisting all distinct elements. See subsection 3.6.2 for

details.

Theorem 3.4. There exists a constant C > 0 such that for any ε ∈ (0, 0.5), and δ ∈ (0, 1),

there exists N0 ∈ N such that if k ≤ C · ε−2δ−1 logm
log(1/ε) and N0 ≤ n ≤ O(logm), then

CountSketch with k rows does not provide ℓ2 (ε, δ)-strong tracking.

That is, CountSketch requires Ω̃(ε−2δ−1 logm) rows to achieve ℓ2 (ε, δ)-strong track-

ing. The hard instance for CountSketch is more complicated than that of AMS sketch.

See subsection 3.6.3 for details.

3.5 Implementation of CountSketch

Here, we present the implementation of CountSketch for the completeness. Note that

the construction is standard and not new.

Note that both h and g can be stored in space O(log n + log(1/ε)) and be evaluated

in O(1) many arithmetic operations. f̃ can be stored in space O(ε−2 logm). For the

convenience of analysis, we define the sketching matrix Π ∈ {0,±1}k×n of CountSketch

by Πh(i),i = g(i) for all i ∈ [n].
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1. k← ⌈ cε2 ⌉ for some constant c > 0.

2. f̃ ∈Nk vector with initial value 0.

3. Sample h : [n]→ [k] from a 8-wise independent hash family.

4. Sample g : [n]→ {±1} from a 8-wise independent hash family.

5. For t = 1, 2, . . . ,m:

(a) On input at = i, set f̃h(i) = f̃h(i) + 1.

Figure 3.1: Constructing CountSketch

3.6 Proofs for strong tracking

3.6.1 From weak tracking to strong tracking

After applying union bound on all points t = 1, 2, . . . ,m, a streaming algorithm pro-

vides ℓ2 (ε, δ)-approximation also provides ℓ2 (ε, δ′)-strong tracking where δ′ = min{1,mδ}.

However, the blow-up in δ is m, which is undesirable. The following lemma shows

that with a more delicate union bound argument, the reduction from weak tracking

to strong tracking only has O(logm) blow-up in δ. Note that the lemma is not new

and we provide a proof for completeness.

Proof. Let {f(t)}t∈[m] be the frequency of an insertion-only stream and let {f̃(t)}t∈[m] be

its (randomized) approximations produced by the linear sketch. Let w = ⌊logm⌋ + 1

and ti = 2i − 1 for each i ∈ [w]. Note that for each i ∈ [w] and ti−1 < t ≤ ti, 1
2∥f(ti)∥22 ≤

∥f(t)∥22 ≤ ∥f(ti)∥22. Define the event

Ei :=
{
∥f̃(ti)∥22 − ∥f(ti)∥22| > ε∥f(ti)∥22

}
.
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Observe that for each ti−1 < t ≤ ti, |∥f̃(t)∥22−∥f(ti)∥22| > 2ε · ∥f(t)∥22 would imply ¬Ei. Namely,

¬ ∪i∈[w] Ei implies strong tracking.

By the ℓ2 (ε, δ)-weak tracking property of the streaming algorithm, for each i ∈ [w],

we have Pr [Ei] ≤ δ and thus Pr[∪i∈[w]Ei] ≤ wδ. We conclude that the streaming algo-

rithm provides ℓ2 (2ε,wδ)-strong tracking. □

3.6.2 Strong tracking lower bound for AMS sketch

The hard instance is simply the stream of all distinct elements, i.e., it = t for all t ∈

[m].

Proof of Theorem 3.3. Consider the stream of all distinct elements as the hard in-

stance, i.e., it = t for all t ∈ [m]. Thus, ∥f(t)∥22 = t and ∥Πf(t)∥22 =
∑

i∈[k]

(∑
j∈[t] Πi,j

)2
for all

t ∈ [m].

Define a sequence of time {tj} as follows. t0 = 0 and tj =
∑

i∈[j] Δj where Δj = ⌈10/ε⌉j.

Pick ℓ and m properly such that tℓ ≤ m. Some quick facts about the choice of parame-

ters here: (i) |tj − Δj| ≤ ε
5 · tj. (ii) ℓ = Θ( logm

log(1/ε) ).

To show AMS sketch does not provide (ε, δ)-strong tracking for ε ∈ (0, 0.1) and δ ∈

(0, 1), it suffices to show that with probability at least δ there exists j ∈ [ℓ] such that

∥Πf(tj)∥22 − tj > (1 + ε) · tj.

For the convenience of the analysis, for any i ∈ [k] and j ∈ [ℓ], let X(tj)
i =

∑tj
s=tj−1+1Πi,s

which is the sum of Δj independent Radmacher random variables. Also let Zj =
∑

i∈[k](X
(tj)
i )2.
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Note that E[Zj] = Δj and

∥Πf(tj)∥22 =
∑
i∈[k]

∑
j′∈[j]

X
(tj′ )
i


2

= Zj +
∑
i∈[k]

 ∑
j′∈[j−1]

X
(tj′ )
i


2

+ 2
∑
i∈[k]

⟨X(tj)
i ,

∑
j′∈[j−1]

X
(tj′ )
i ⟩. (3.7)

Define an event Ej := {Zj ≥ (1 + 2ε) · E[Zj]} for each j ∈ [ℓ]. Observe that when con-

ditioning on ∩j′∈[j−1]¬Ej′ , the second term of Equation 3.7 is bounded by O(tj−1) and

the third term is bounded by O(
√
tj−1Zj) due to Cauchy-Schwarz. By the choice of pa-

rameters, both term can be bounded by 0.1tj. Furthermore, Ej implies ∥Πf(tj)∥22 − tj >

(1+ ε) · tj. Note that Ej is independent to E1, . . . ,Ej−1. The following lemma lower bound

the probability of Ej to happen.

Lemma 3.7. There exists a constant c > 0 such that Pr[Ej] ≥ e−cε2k for any j =

Ω(log log k).

Proof of Lemma 3.7. From the seminal Berry-Esseen theoremBer41,Ess42, we know that

when tj = eΩ(k) = Ω( logm
δ ) then X(tj) is point-wisely e−Ω(k)-close to a normal distribution

with zero mean and variance Δj. That is, kZj
Δj

is also point-wisely e−Ω(k)-close to a chi-

square distribution χ2Δj
with mean Δj and Δj degree of freedom∗∗.

Inglot and Ledwina IL06 showed that the tail of chi-square random distribution can

be lower bounded as Pr[χ2k ≥ (1 + 2ε) · k] ≥ 1
2 e
−ε2k/10 when k large enough. Combine with

the Berry-Esseen theorem, we have Pr[Ej] ≥ e−cε2k for some constant c > 0. □

Note that as {Zj}j∈[ℓ] are mutually independent, the events {Ej}j∈[ℓ] are also mutually

∗∗Recall that a chi-square random variable of d degree of freedom is equivalent to the sum
of d squares of the standard normal random variable.
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independent. That is,

Pr
[
∃t ∈ [m],

∣∣∣∥Πf(t)∥22 − ∥f(t)∥22
∣∣∣ > 2ε∥f(t)∥22

]
≥ Pr

[
∪j∈[ℓ]Ej

]
≥ 1 −

∏
j∈[ℓ]

Pr
[
¬Ej | ¬Ej′ , ∀j′ ∈ [j − 1]

]
≥ 1 −

(
1 − e−cε

2k)
)ℓ ≥ ℓe−cε2k.

□

Namely, there exists another constant C > 0 such that if k < Cε−2
(
log logm

log(1/ε) + log(1/δ)
)
≤

1
c log ℓδ . Thus, AMS sketch does not provide (ε, δ)-strong tracking for all ε ∈ (0, 0.1).

3.6.3 Strong tracking lower bound for CountSketch

To prove Theorem 3.4, we are going to construct a stream such that any CountSketch

does not provide strong tracking. Let’s start from some observation. For any i , i′ ∈

[n] and a > 0, let x = a(ei + ei′) such that ∥x∥22 = 2a2. Now, observe that If Πi = Πi′ ,

then we have ∥Πx∥22 = 4a2. If Πi = −Πi′ , then we have ∥Πx∥22 = 0. Note that in both

cases, the approximation ∥Πx∥22 and the correct answer ∥x∥22 has a huge gap 2a2, i.e.,∣∣∣∥Πx∥22 − ∥x∥22
∣∣∣ ≥ ∥x∥22.

With the above observation, one can see that a collision (either Πi = Πi′ or Πi =

−Πi′) is a sufficient condition for an estimation error. As a result, to show CountS-

ketch does not provide strong tracking, it suffices to show the following two things: (i)

there will be some collision with constant probability and (ii) construct a stream such

that once a collision happens, the estimation error is large.

Note that (ii) is very specific to tracking since unlike ℓ2 estimation which only cares

about the final estimation, we need to keep track of the estimation at any time. Thus,
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to show the impossibility of tracking, we have to show that the estimation fails at

least once at some point.

Proof of Theorem 3.4. Let n be the number of elements and k be the number of rows

of CountSketch. Let Δ = ⌈100/ε⌉ and w = ⌈1/ε⌉. For any j ∈ [ℓ], define tj =
∑

j′∈[j] Δj′+1 =

ℓ·Δj+1−ℓ·Δ1

Δ−1 and the stream at time tj as follows.

f(tj) =

Δ, . . . ,Δ︸   ︷︷   ︸
w

,Δ2, . . . ,Δ2︸      ︷︷      ︸
w

,Δj, . . . ,Δj︸     ︷︷     ︸
w

, 0, . . . , 0

 .
We have ∥f(tj)∥22 =

∑
j′∈[j] Δ2j′+1 = w·Δ2j+2−w·Δ2

Δ2−1 . Note that one can easily complete rest of

the stream {f(t)}t∈[m] for any m ≥ tℓ. Note that here we can pick ℓ = Θ( logm
log(1/ε) ).

Define the event Ej := {∥Πf(tj)∥22 − ∥f(tj)∥22 > ε · ∥f(tj)∥22}. To show that CountSketch does

not provide w2 (ε, δ)-strong tracking, it suffices to prove Pr[∪j∈[ℓ]Ej] > δ. The following

lemma lower bounds the probability of single Ej.

Lemma 3.8. For each j ∈ ℓ, we have Pr[Ej | ¬ ∪j′∈[j] Ej′] ≥ 1
10kε2 .

Proof. First, let f̄(tj) = f(tj) − f(tj−1) for each j ∈ ℓ where we define f(0) = 0. Observe that

∥Πf(tj)∥22 − ∥f(tj)∥22 = ∥Πf̄(tj) +Πf(tj−1)∥22 − ∥f̄(tj) + f(tj−1)∥22

= ∥Πf̄(tj)∥22 − ∥f̄(tj)∥22 + ∥Πf(tj−1)∥22 − ∥f(tj−1)∥22

+ 2⟨Πf̄(tj),Πf(tj−1)⟩ − 2⟨f̄(tj), f(tj−1)⟩.

Further, condition on ¬ ∪j′∈[j−1] Ej′ , we have ∥f(tj−1)∥22, ∥Πf(tj−1)∥22, |⟨Πf̄(tj),Πf(tj−1)⟩|, and

|⟨f̄(tj), f(tj−1)⟩| are all at most (ε/10) · ∥f(tj)∥22 by the choice of Δ. Namely,

∥Πf(tj)∥22 − ∥f(tj)∥22 ≥ ∥Πf̄(tj)∥22 − ∥f̄(tj)∥22 −
ε
2
· ∥f(tj)∥22. (3.8)
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Lemma 3.9. Pr
[
∥Πf̄(tj)∥22 − ∥f̄(tj)∥22 > 3ε · ∥f(tj)∥22

]
> 1

10kε2 .

Proof. Let us consider the columns of Π that correspond to the non-zero entries of

f̄(tj). That is, column Δ · (j− 1)+ 1 to Δ · j. Note that once there are exactly one collision

happens among these columns and the both the value are the same, then ∥Πf̄(tj)∥22 >

3ε · ∥f̄(tj)∥22. The probability of the above to happen is at least the following.

1
2
·
k · (w2) · (k − 1) · (k − 2) · · · (k − w + 2)

kw
≥ w2

5k
>

1
10kε2

.

□

Now, Lemma 3.8 immediately follows from Equation 3.8 and Lemma 3.9. □

Let us wrap up the proof of Theorem 3.4 as follows.

Pr
[
∃t ∈ [m],

∣∣∣∥Πf(t)∥22 − ∥f(t)∥22 > ε∥f(t)∥22
∣∣∣] ≥ Pr

[
∪j∈[ℓ]Ej

]
=

∏
j∈[ℓ]

Pr
[
Ej | ¬ ∪j′∈[j−1] Ej′

]
≥

(
1 − 1

10kε2
)ℓ
≥ 1 − ℓ

kε2
.

By the choice of parameters, the last quantity would be greater than δ and thus CountS-

ketch with k ≤ C · ε−2δ−1 log(m)
log(1/ε) rows does not provide ℓ2 (ε, δ)-strong tracking. □

3.7 Conclusion

In this work, we showed that CountSketch provides ℓ2 weak tracking with update

time having no dependence on the error parameter ε. We also give almost tight ℓ2
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strong tracking lower bounds for AMS sketch and CountSketch.

An immediate open problem after this work would be tracking ℓp with a faster up-

date time for 0 < p < 2. The ℓp estimation problem had been solved by Indyk Ind06 via

p-stable sketch and was proven to provide weak tracking by Błasiok et al.BDN17. How-

ever, same as AMS sketch, the p-stable sketch is dense and has update time Ω(ε−2).

Nevertheless, Kane et al.KNPW11b gave a space-optimal algorithm for ℓp estimation

problem with update time O(log2(1/ε) log log(1/ε)). It would be interesting to see if

their algorithm also provides ℓp weak tracking.
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4
Robust Mean And Covariance

Estimation

This chapter is based on Z. Lei, K. Luh, P. Venkat, and F. Zhan 2020LLVZ20 We

study the algorithmic problem of estimating the mean of a heavy-tailed random vec-

tor in Rd, given n i.i.d. samples. The goal is to design an efficient estimator that at-

tains the optimal sub-gaussian error bound, only assuming that the random vector
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has bounded mean and covariance. Polynomial-time solutions to this problem are

known but have high runtime due to their use of semi-definite programming (SDP).

Moreover, conceptually, it remains open whether convex relaxation is truly necessary

for this problem.

In this work, we show that it is possible to go beyond SDP and achieve better com-

putational efficiency. In particular, we provide a spectral algorithm that achieves the

optimal statistical performance and runs in time Õ
(
n2d

)
, improving upon the previous

fastest runtime Õ
(
n3.5 + n2d

)
by Cherapanamjeri et al. (COLT ’19). Our algorithm

is spectral in that it only requires (approximate) eigenvector computations, which

can be implemented very efficiently by, for example, power iteration or the Lanczos

method.

At the core of our algorithm is a novel connection between the furthest hyperplane

problem introduced by Karnin et al. (COLT ’12) and a structural lemma on heavy-

tailed distributions by Lugosi and Mendelson (Ann. Stat. ’19). This allows us to iter-

atively reduce the estimation error at a geometric rate using only the information de-

rived from the top singular vector of the data matrix, leading to a significantly faster

running time.

4.1 Introduction

Mean and covariance estimation for multivariate distribution is a central problem

for statistics and it has been studied for years. Basically, there are standard answers

for this question from a statistical point of view. For example, suppose we have a set

of sampled vectors x1, x2, . . . , xn sampled from unknown distribution and we want to

estimate the mean of this distribution. The textbook estimator for this question is
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(x1 + x2 + · · · + xn)/n. However, this is not the end of the story because there is no

unique way to evaluate such an estimator. Let μ and μ̂ denote the underlying mean of

the distribution and our estimator respectively. And we want to minimize ε(δ) where

Pr[|μ̂ − μ| < ε(δ)] < δ. In this case, the standard empirical mean estimator is no longer

optimal. It is well known that among all estimators, the empirical mean minimizes

mean squared error. However, if we instead use the size of the deviations to quan-

tify the quality of the estimator, the empirical mean is only optimal for sub-gaussian

random variablesCat12. Surprisingly, it was only recently that a line of works in the

statistics literature culminated in an estimator achieving the optimal statistical er-

ror under minimal assumptionsLM19c. However, from an algorithmic point of view,

the computation of this estimator appears to be intractable. On the other hand, fast

estimators, such as the empirical average, tend to achieve sub-optimal statistical per-

formance. The following question remains open:

Can we provide a simple, fast algorithm that computes a statistically optimal mean

estimator in high dimensions, under minimal assumptions?

In this chapter, we demonstrate our progress towards this goal, under the classic set-

ting where only finite mean and covariance are assumed. Our goal is to show that for

any failure probability δ ∈ (0, 1],

Pr
(∥̂μ − μ∥ > rδ

) ≤ δ,

for as small a radius rδ as possible. Moreover, we would like to compute μ̂ efficiently.

For sub-Gaussian distribution, the empirical mean μ = 1
n
∑n

i=1 xi. When x ∼ N(μ,Σ) we
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have with probability at least 1 − δ,

∥μ − μ∥ ≤
√

TrΣ
n
+

√
2∥Σ∥ log(1/δ)

n
(4.1)

An estimator that achieves the above is said to have sub-gaussian performance or sub-

gaussian rate.

In practical settings, assuming that the samples obey a Gaussian distribution may

be unrealistic. In an effort to design robust estimators, it is natural to study the

mean estimation problem under very weak assumptions on the data. A recent line

of worksCat12,Min15,DLLO16,JLO17,LM19b,LM19c study the mean estimation problem when

the samples obey a heavy-tailed distribution.

For heavy-tailed distributions the performance of the empirical mean is abysmal.

If we only assume that X has finite mean μ and covariance Σ, then by Chebyshev’s

inequality, the empirical mean only achieves error of order
√

TrΣ/δn, which is worse

than the sub-gaussian rate in two ways. First, its dependence on 1
δ is exponentially

worse. Second, the Tr(Σ) term, which may grow with the dimension d, is multiplied

by the dimension-independent term
√
1/δn, whereas in the Gaussian case, the two are

separate.

Median-of-means paradigm Surprisingly, recent work has shown that it is possi-

ble to improve on the performance of the empirical mean using the median-of-means

approach. For d = 1, the following construction, originally due toNY83,JVV86,AMS99,

achieves sub-gaussian performance:

1. First, bucket the data into k = ⌈10 log(1/δ)⌉ disjoint groups and compute their

means Z1,Z2, · · · ,Zk.
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2. Then, output the median μ̂ of Z1,Z2, · · · ,Zk.

A long line of work has followed this paradigm and generalized it to higher dimen-

sionsCat12,DLLO16,JLO17,LM19b,LM19c. The key challenge is to correctly define a notion

of median for a collection of points in Rd. MinkserMin15 considered μ̂GM defined to be

the geometric median of the bucket means Z1, . . . ,Zk. For some constant cGM, with

probability at least 1 − δ, it satisfies

∥̂μGM − μ∥ ≤ cGM

√
TrΣ · log(1/δ)

n
. (4.2)

This achieves the correct dependence on δ, but the dimension dependent and indepen-

dent terms are still not separated. Following this work, Lugosi and MendelsonLM19b

described another estimator μ̂LM which finally achieved the optimal sub-gaussian ra-

dius. The idea behind their construction is to consider all 1-dimensional projections of

the bucket means and try to find an estimate that is close to the median of the means

of all projections. Formally, the estimator is given by

μ̂LM = arg min
x∈Rd

max
u∈Sd−1

∣∣∣median {⟨Zi, u⟩}ki=1 − ⟨x, u⟩
∣∣∣ . (4.3)

Clearly, searching over all directions in Sd−1 requires exponential time. The key ques-

tion, therefore, is whether one can achieve both computational and statistical effi-

ciency simultaneously.

Computational considerations A priori, it is unclear that the Lugosi-Mendelson es-

timator can be computed in polynomial time as a direct approach involves solving an

intractable optimization problem. Moreover, the Lugosi-Mendelson analysis seems to

suggest that estimation in the heavy-tailed model is conceptually harder than under
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(adversarial) corruptions. In the latter, each sample can be classified as either an in-

lier or an outlier. In the heavy-tailed setting, Lugosi-Mendelson shows that there is a

majority of the bucket means that cluster around the true mean along any projection.

However, a given sample may be an inlier by being close to the mean when projected

onto one direction, but an outlier when projected onto another. In other words, the

set of inliers may change from one direction to another.

Surprisingly, a recent line of works has established the polynomial-time computabil-

ity of the Lugosi-Mendelson estimator. HopkinsHop18 formulated μ̂LM as the solu-

tion of a low-degree polynomial optimization problem and showed that using the

Sum-of-Squares SDP hierarchy to relax this problem yields a sub-gaussian estima-

tor. While the running time of this algorithm is polynomial, it involves solving a large

SDP. Soon after, Cherapanamjeri et al.CFB19 provided an iterative method in which

each iteration involves solving a smaller, explicit SDP, leading to a running time of

Õ
(
n3.5 + n2d

)∗. Even more recently, a concurrent and independent work by Depersin

and Lecué gave an estimator with sub-gaussian performance that can be computed

in time Õ(n2d)LD19. The construction is inspired by a near-linear time algorithm for

robust mean estimation under adversarial corruptions due to Ge et al.CDG19. The al-

gorithm requires solving (covering) SDPs.

We note, however, that a common technique in these algorithms is SDP, which

tends to be impractical for large sample sizes and in high dimensions. In contrast,

our algorithm only requires approximate eigenvector computations. For a problem as

fundamental as mean estimation, it is desirable to obtain simple and ideally practical

solutions. A key conceptual message of our work is that SDP is indeed unnecessary

and can be replaced by simple spectral techniques.
∗Throughout we use Õ(·) to hide polylogarithmic factors (in n, d and log(1/δ)).
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Our result In this work, we demonstrate for the first time that mean estimation

with sub-gaussian rates can be achieved efficiently without SDP. The runtime of the

algorithm matches the independent work of Depersin and LecuéLD19. In addition, our

algorithm enjoys robustness against (additive) corruptions, where the number of ad-

versarial points is a small fraction of k.

It is known that there exists an information-theoretic requirement for achieving

such rates—that is, δ ≥ 2−O(n) DLLO16. Under this assumption, we give an efficient

spectral algorithm.

Theorem 4.1. Let δ ≥ Ae−n for a constant A and k = ⌈3600 log(1/δ)⌉. Given n points

G ∪ B, where G are i.i.d. samples from a distribution over Rd with mean μ and covari-

ance Σ and B a set of arbitrary points with |B| ≤ k/200, there is an efficient algorithm

that outputs an estimate μ̂ ∈ Rd such that with probability at least 1 − δ,

∥μ − μ̂∥ ≤ C


√

Tr(Σ)
n
+

√
∥Σ∥ log(1/δ)

n

 ,
for a constant C. Furthermore, the algorithm runs in time O

(
nd + k2dpolylog(k, d)

)
.

The algorithm is iterative. Each iteration only requires an (approximate) eigenvec-

tor computation, which can be implemented in nearly linear time by power iteration

or the Lanczos algorithm. We believe that our algorithm can be fairly practical.

Other related works Recently, Prasad et al.PBR19 established a formal connection

between the Huber contamination model and the heavy-tailed model we study in this

chapter. They leverage this connection to use an existing Õ(nd2)-time mean estima-

tion algorithm of Diakonikolas et al.DKK+19 to design estimators for the heavy-tailed
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model. Under moment assumptions, their estimator achieves performance better than

geometric median (4.2), yet worse than sub-gaussian.

In addition, algorithmic robust statistics has gained much attention in the theoret-

ical computer science community in recent years. A large body of works have studied

the mean estimation problem with adversarially corrupted samples, with the focus on

providing efficient algorithmsDKK+19,LRV16,CDG19,DHL19. For a more complete survey,

seeDK19

Going beyond mean estimation, there has been a recent spate of works on other

statistical problems under heavy-tailed distributions. We refer the readers toLM19a for

a survey.

Technical overview We now give a high-level overview of our algorithm, which builds

on the iterative approach of Cherpanamjeri et al.CFB19. For simplicity, assume there

is no adversarial point. At a high level, for each iteration t, the algorithm will main-

tain a current guess xt of the true mean. Revisiting the definition of μ̂LM, observe that

it involves an “outer minimization” over x ∈ Rd and an “inner maximization” over

u ∈ Sd−1. Hopkins’Hop18 approach was to directly relax the composite optimization

problem. Cherapanamjeri et al. instead studied only the inner maximization with re-

spect to the fixed choice x = xt. They showed that if one could exactly solve

max
u∈Sd−1

∣∣∣median {⟨Zi, u⟩}ki=1 − ⟨xt, u⟩
∣∣∣ , (4.4)

then an optimal solution u ∈ Sd−1 will have large inner product with the unit vector in

the direction of μ − xt. Given this, one can perform the update xt+1 ← xt + γu, for some

appropriate scaling γ, to decrease the distance of xt to μ by a constant multiplicative
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factor. Repeating this a logarithmic number of times will produce an estimate which

is sufficiently close to the true mean.

Unfortunately, it is not clear at all that the above optimization problem can be

solved efficiently. To address this issue, we can first rewrite it in a simpler, but equiv-

alent form, which we call M(xt,Z):

max θ

subject to bi ⟨Zi − xt, u⟩ ≥ biθ for i = 1, . . . , k
k∑
i=1

bi ≥ 0.95k

b ∈ {0, 1}k, u ∈ Sd−1.

Here, u plays the same role as above, the variables b serve as the indicator vector of

which Zi are far from xt along the direction u, and θ represents the distance of the

median (actually, higher quantile) to xt along direction u. It can be shown that when

xt is far from μ, there will be many Zi which are far from xt in the direction of μ − xt.

The vector b identifies these “outliers”.

Cherapanamjeri et al. proceed to consider a natural SDP relaxation of this opti-

mization problem and show that solving it yields a unit vector that still has a rea-

sonably large inner product with the unit vector in the direction of μ − xt. The main

bottleneck in the running time of their algorithm is solving this SDP. Our approach

is to avoid the SDP altogether and directly design a subroutine which searches for a

direction along which there are many outliers.

We now draw a novel connection between this problem and the furthest hyperplane
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problem (FHP) of Karnin et al.KLL+12, which can be formulated as the following:

max θ (FHP)

subject to | ⟨Zi − xt, u⟩ | ≥ θ for i = 1, . . . , k (4.5)

u ∈ Sd−1.

In the original formulation due to Karnin et al., the goal is to find a maximum margin

linear classifier for a collection of points, where the margin is two-sided. Notice that

any feasible solution to M(xt,Z) satisfies at least 19k/20 constraints of FHP as well.

For an arbitrary dataset, the two-sided margin requirement indeed provides a relax-

ation. One technical observation of this work is that it is not a significant one, for the

random data we care about—if a major fraction of the constraint (4.5) are satisfied,

then most constraints of M(xt,Z) are satisfied as well.

However, a more challenging technical barrier is that the algorithm of Karnin et

al. only works under a strong promise that there exists a feasible solution that satis-

fies all of the constraints (4.5) (with a large θ). Under this promise, their algorithm

produces a unit vector that achieves approximately optimal margin for a constant

fraction of the constraints. Without this assumption, their algorithm has no guaran-

tees. In our setting, there may not be such a feasible solution; we can only guarantee

that there exists a unit vector (namely, the one in the direction of μ − xt) that satisfies

most of the constraints with a large margin.

Our main contribution is to provide an algorithm that works even under this weak

promise. We now briefly review the algorithm of Karnin et al., show why it fails for

our purpose, and explain how we address the issues that arise. Suppose that there

exists a unit vector u∗ and θ∗ which are feasible for the FHP problem. Then, averaging
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the constraints tells us that
1
k

k∑
i=1
⟨Zi, u∗⟩2 ≥ θ∗2.

Hence, if we define u to be the top right singular vector of the matrix A whose rows

are Zi, we have that

∥Au∥22 =
k∑
i=1
⟨Zi, u⟩2 ≥

k∑
i=1
⟨Zi, u∗⟩2 ≥ kθ∗2,

so that u satisfies the constraints in (FHP) on average. However, the distribution of

the quantities ⟨Zi, u⟩2 may be extremely skewed, so that u only satisfies a few of the

constraints with a large margin. If this happens, however, we can down-weight those

constraints which are satisfied by u with large slack to encourage it to satisfy more

constraints. This re-weighting procedure is repeated several times, and at the end,

we can use a simple “rounding” algorithm to extract a single output vector with the

desired properties from all the repetitions. In particular, this weighting scheme is es-

sentially the same as the classic multiplicative weights update (MWU) methodAHK12

for regret minimization, as we show in section 4.4.

If we are only guaranteed that u∗ satisfies most, but not all, of the constraints,

then the inequality
∑k

i=1 ⟨Zi, u∗⟩2 ≥ kθ∗2 may no longer hold when the points Zi get

re-weighted and the algorithm of Karnin et al. cannot be guaranteed to converge.

To illustrate this point, consider the following extreme case. Suppose that after the

first iteration, the algorithm finds the vector u∗ as the top right singular vector of

A. In the re-weighting procedure, the constraints i for which ⟨Zi, u∗⟩2 ≥ θ∗2 may be

down-weighted significantly, whereas the remaining constraints may be unaffected.

This may result in most of the weight being concentrated on the constraints i where

⟨Zi, u∗⟩2 ≪ θ∗2. In the second iteration, we have no guarantee of the behavior of the
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top singular vector of the re-weighted matrix because all the weight is concentrated

on a small set consisting of these “bad” constraints.

To address this scenario, our key technical idea is to project the weights onto the

set of smooth distributions after each update. Informally, the notion of smooth distri-

bution enforces that no point can take too much probability mass—say, more than

4/k. This prevents the weights from ever being concentrated on too small a sub-

set and allows us to guarantee that
∑k

i=1 ⟨Zi, u∗⟩2 ≥ kθ∗2 still holds approximately.

Moreover, the appropriate notion of projection here is that of a Bregman projection.

Leveraging our earlier MWU interpretation of the algorithm (section 4.4), we apply

a classic regret bound for MWU under Bregman projection (see, e.g., Theorem 2.4

ofAHK12), and this yields the same guarantee of the original algorithm. Finally, we

remark that the projection can be computed quickly. Combining all these ideas to-

gether, we manage to bypass the barrier of having bad points, under the much weaker

assumption on u∗.

Organization The remainder of this article is organized as follows. In section 4.2, we

set up the notations and specify certain preprocessing steps and assumptions on the

data. In section 4.5, we explain the high-level approach based on an iterative descent

procedure fromCFB19. The procedure requires us to approximately maximize a (non-

convex) objective, and we discuss its properties in section 4.6. section 4.7 contains the

main technical innovations of this work, where we design and analyze a faster algo-

rithm for the aforementioned optimization problem. We conclude the chapter with

future directions in ??.
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4.2 Preliminaries and Assumptions

In the following, we use rδ =
√

Tr(Σ)/n +
√
∥Σ∥ log(1/δ)/n to denote the optimal, sub-

gaussian error rate and k = ⌈3200 log(8/δ)⌉. The input data {Xi}ni=1 consist of G, a set

of i.i.d. points, and B, a set of adversarial points, with |B| ≤ k/200. Our algorithm pre-

processes the data Xi into the bucket means Z1,Z2, · · · ,Z2k ∈ Rd.† Let Bj be the set of

Xi in bucket j. We say that a bucket mean Zj is contaminated if Bj contains an adver-

sarial Xi ∈ B and uncontaminated otherwise. Note that the number of contaminated

bucket means is at most k/200.

Our argument is built on the Lugosi-Mendelson condition. It states that under any

one-dimensional projection, most of the (uncontaminated) bucket means are close to

the true mean, by an additive factor of O(rδ). Throughout we pessimistically assume

all contaminated bucket means do not satisfy this property (under any projection)

and condition on the following event.

Assumption 4.1 (Lugosi-Mendelson condition). Under the setting above, for all unit v,

we have ∣∣∣{i : ⟨v,Zi⟩ −
〈
v, μ

〉 ≥ 600rδ
}∣∣∣ ≤ 0.05k.

Lemma 4.1 (Lugosi-MendelsonLM19c). Assumption 4.1 holds with probability at least

1 − δ/8.
†We assume δ is such that k ≤ n/2; as we mentioned in the introduction, this is

information-theoretically necessary, up to a constantDLLO16.
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4.3 Technical facts

We formally state the statistical guarantee of empirical average and coordinate-wise

median-of-means. The former is an application of Chebyshev’s inequality. The latter

is folklore but can follow easily from the Lugosi-Mendelson condition by considering

the projections onto standard basis vectors.

Lemma 4.2 (empirical mean). Let δ ∈ (0, 1). Given n i.i.d. copies X1, . . . ,Xn of a ran-

dom vector X ∈ Rd with mean μ and covariance Σ, let μ = 1
n
∑n

i=1 Xi. Then with proba-

bility at least 1 − δ,

∥μ − μ∥ ≤
√

Tr(Σ)
δn
.

Lemma 4.3 (coordinate-wise median-of-means). Let {Zi}ki=1 be the bucket means (with

at most k/200 contaminated) and μ̂ be their coordinate-wise median-of-means. Then

with probability at least 1 − δ/8,

∥̂μ − μ∥ ≤ 600
√
drδ ≲

√
d∥Σ∥ log(1/δ)

n
.

Our algorithm requires computing an approximation of the top (right) singular

vector of a matrix A ∈ Rm×n. The classic power method is efficient for this task.

Fact 4.1 (power iteration; see Theorem 3.1 ofBHK19). Let λ(A) = maxx∈Sn−1 ∥Ax∥22. With

probability at least 9/10, the power method (with random initialization) outputs a

unit vector w such that ∥Aw∥22 ≥
λ(A)
2 in O(log n) iterations. Moreover, each iteration

can be performed in O(mn) time.

The following is a standard bound on binomial tail.
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Lemma 4.4 (Oka59). Let H(n, p) be a binomial random variable. Then

Pr
(
H(n, p) ≥ 2np

)
≤ exp

(
−pn/3

)
.

4.4 Interpretation of FHP algorithm as regret minimization

Here, we review the bicriteria approximation algorithm of Karnin et al.KLL+12 and

show how it can be interpreted in the multiplicative weights update (MWU) frame-

work for regret minimization. Given Z1, . . . ,Zk ∈ Rd such that ∥Zi∥ ≤ 1, we study the

following furthest hyperplane problem:

Find w ∈ Sd−1

subject to | ⟨Zi,w⟩ | ≥ r for i = 1, . . . , k,

where we are promised that there does indeed exist a feasible solution w∗. Since this

problem is (provably) hard (even to approximate) we will settle for bicriteria approx-

imate solutions. By this, we simply mean that we require the algorithm to output

some w such that | ⟨Zi,w⟩ | ≥ r
10 for most of the i ∈ [k]. For our applications, the partic-

ular constants will not matter much, as long as they are actually constants.

See Algorithm 4.1 for a formal description. First we give some intuition and then

we sketch the important steps in the analysis.

155



1. Input: Z1, . . . ,Zk ∈ Rd and iteration count T ∈N.

2. Initialize weights: τ1 = 1
k (1, . . . , 1) ∈ Rk.

3. For t = 1, . . . ,T, repeat:

(a) Let At be the k×d matrix whose ith row is
√
τt(i)Zi and wt be the

top right unit singular vector of At.
(b) Set σt(i) = | ⟨Zi,wt⟩ |.
(c) Reweight: τt+1(i) = τt(i)η−σ

2
t (i) for i ∈ [k] for an appropriately cho-

sen constant η. In MWU language, σ2t is the loss vector at time t.
(d) Normalize: Let Z =

∑
i∈[k] τt+1(i) and redefine τt+1 ← 1

Zτt+1.

4. Output: w1, . . . ,wT ∈ Sd−1.

Figure 4.1: Iterative MWU procedure

4.4.1 Intuition

Because we are promised that w∗ exists, averaging the constraints yields:

1
k

k∑
i=1
⟨Zi,w∗⟩2 ≥ r2.

Note that if we define A1 as in Algorithm 4.1, then the definition of singular vector

tells us that:

max
w∈Sd−1

∥A1w∥2 =
1
k

k∑
i=1
⟨Zi,w⟩2 ≥

1
k

k∑
i=1
⟨Zi,w∗⟩2 ≥ r2.

Thus, w1, the top singular vector as defined in Algorithm 4.1, satisfies the constraints

on average. It could be the case that ⟨Z4,w1⟩2 ≫ r2 but ⟨Zi,w⟩2 ≪ r2 for all i , 4. To

fix this issue, we would simply down-weight Z4 in the next iteration, so that w2 aligns

more with Zi for i , 4. We repeat this several times, with each wt improving upon
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wt−1.

In the end, the algorithm produces a collection of vectors w1, . . . ,wT which each sat-

isfy a certain property. While it seems natural to just output wT as the final answer,

it turns out that this will not work. Instead, we need to apply a randomized rounding

procedure to extract a single vector w from w1, . . . ,wT.

4.4.2 Analysis

Lemma 4.5. When Algorithm 4.1 terminates after T = O( log k
r2 ) iterations, for every

i ∈ [k] it holds that:
T∑
t=1
⟨Zi,wt⟩2 ≥

log k
log η

.

Proof. Algorithm 4.1 is simply the MWU algorithm with the experts correspond-

ing to the k constraints and the loss of expert i at time t being σ2t (i). Using the regret

guarantee from Theorem 2.1 inAHK12 with respect to the fixed expert ei and step size

η:
T∑
t=1

〈
τt, σ2t

〉
− (1 + η)

T∑
t=1

〈
ei, σ2t

〉
≤

log k
η
. (4.6)

Note that
T∑
t=1

〈
ei, σ2t

〉
=

T∑
t=1
⟨Zi,wt⟩2
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and

T∑
t=1

〈
τt, σ2t

〉
=

T∑
t=1

k∑
i=1

τt(i)σ2t (i)

=

T∑
t=1

k∑
i=1

τt(i) ⟨Zi,wt⟩2 (by definition of the algorithm)

≥
T∑
t=1

k∑
i=1

τt(i) ⟨Zi,w∗⟩2 (since w∗ is the top eigenvector)

≥
T∑
t=1

k∑
i=1

τt(i)r2

= Tr2.

Substituting into and simplifying the regret formula and taking η = 1/3 gives the claim.

□

Given the previous lemma, we can just apply the rounding algorithm as a black-

box to the output of Algorithm 4.1.

Lemma 4.6 (KLL+12). Let α ∈ (0, 1) and w1, . . . ,wT be unit vectors satisfying the conclu-

sion of the previous lemma. Then with probability at least 1/147, the output w of the

Rounding Algorithm 4.5 satisfies | ⟨Zi,w⟩ | ≥ αr for at least a 1 − 3α fraction of i ∈ [k].

4.5 Descent Procedure

At the a high level, our algorithm builds upon the iterative descent paradigm of Cher-

apanamjeri et al.CFB19. It maintains a sequence of estimates of the true mean μ. Ide-

ally, we would like to update the estimate as follows:

xt+1 ← xt + dtgt, (4.7)
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where dt = ∥μ − xt∥ and gt =
μ−xt
∥μ−xt∥ , and we call them distance and gradient, respec-

tively. Then the algorithm would succeed in one step. However, we will not be able to

compute ∥μ − xt∥ or μ−xt
∥μ−xt∥ exactly. Instead, we approximate them and then show that

this suffices for {xt} to converge to μ quickly (in fact, geometrically). Consider Algo-

rithm 4.2 where DistEst and GradEst are subroutines that approximate of distance

and gradient in the following sense.

Definition 4.1 (distance estimate). We say that dt is a distance estimate (with respect

to xt) if

1. when ∥μ − xt∥ ≤ 14000rδ, we have dt ≤ 28000rδ; and

2. when ∥μ − xt∥ > 14000rδ, we have

1
21
∥μ − xt∥ ≤ dt ≤ 2∥μ − xt∥ (4.8)

Definition 4.2 (gradient estimate). We say that gt is a gradient estimate (with respect

to xt) if 〈
gt,

μ − xt
∥μ − xt∥

〉
≥ 1

200
(4.9)

whenever ∥μ − xt∥ > 14000rδ.

Suppose we initialize the estimate with coordinate-wise median-of-means. The fol-

lowing lemma states that if DistEst and GradEst provides distance and gradient esti-

mates, then the algorithm Descent succeeds in logarithmic iterations. The lemma has

essentially appeared inCFB19, albeit with a general initialization and a different set of

constants.
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1. Input: Buckets means Z1, . . . ,Zk ∈ Rd, initial estimate x0, iteration
count Tdes, and step size η.

2. For t = 1, . . . ,Tdes:

(a) Compute dt = DistEst(Z′, xt).
(b) Compute gt = GradEst(Z′, xt).
(c) Update xt+1 = xt + ηdtgt.

3. Output: xt∗ , where t∗ = arg mint dt.

Figure 4.2: Main algorithm—Descent

Lemma 4.7 (convergence rate; seeCFB19). Assume that for all t ≤ Tdes, dt is a dis-

tance estimate and gt is a gradient estimate (with respect to xt). Suppose ∥μ − x0∥ ≤

O
(√
∥Σ∥kd/n

)
. Then the output of Algorithm 4.2 Descent instantiated with Tdes =

Θ
(
log d

)
and η = 1/8000 satisfies

∥xt∗ − μ∥ ≤ O (rδ) .

Proof of Lemma 4.7. First, suppose that in some iteration t it holds that ∥μ − xt∥ ≤

14000rδ. Then
1
21
∥μ − xt∗∥ ≤ dt∗ ≤ dt ≤ 2∥μ − xt∥ ≤ 28000rδ,

so that we may conclude ∥μ− xt∗∥ ≤ 588000rδ. Second, suppose that in all iterations t it
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holds that ∥μ − xt∥ > 14000rδ. Then by the update rule with η = 1/8000,

∥xt+1 − μ∥2 = ∥xt − μ∥2 + 2ηdt
〈
xt − μ, gt

〉
+ η2d2t ∥gt∥2

≤ ∥xt − μ∥2 − 1
800000

dt∥μ − xt∥ +
1

16000000
∥xt − μ∥2

≤ ∥xt − μ∥2 − 1
1680000

∥μ − xt∥2 +
1

16000000
∥xt − μ∥2

=
(
1 − 179

336000000

)
∥xt − μ∥2

Hence, the error bound drops at a geometric rate. The conclusion follows since ∥μ −

x0∥ ≤ O(
√
kd∥Σ∥/n) ≤ O(

√
drδ). □

4.6 Inner Maximization

Cherapanamjeri et al. achieves conditions (4.8) and (4.9) by solving the inner maxi-

mization problem of the Lugosi-Mendelson estimator, denoted by M(x,Z):

max θ

subject to bi ⟨Zi − x,w⟩ ≥ biθ for i = 1, . . . , k
k∑
i=1

bi ≥ 0.95k

b ∈ {0, 1}k,w ∈ Sd−1.

We also denote its feasibility version for a fixed θ by M(θ, x,Z). They showed that the

optimal solution to M(xt,Z) satisfies the property that θ is a valid distance estimate

(Definition 4.1) and w a gradient estimate (Definition 4.2).

Lemma 4.8 (Lemma 1 ofCFB19). For all t = 1, 2, · · · ,T, let dt = θ∗ be the optimal value
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of M(xt,Z). Then
∣∣∣dt − ∥μ − xt∥

∣∣∣ ≤ 600rδ, so dt is a distance estimate with respect to xt.

Lemma 4.9 (Lemma 2 ofCFB19). For all t = 1, 2, · · · ,T, let (θ∗, b∗,w∗) be the optimal

solution of M(xt,Z). Then gt is a distance estimate with respect to xt.

However, as the problem is highly non-convex, they make use of an SDP relaxation.

Here, we will not attempt to exactly solve M(xt,Z) either. Instead, we start by prov-

ing a generic claim that any reasonably good bicriteria approximation of M(xt,Z) suf-

fices to provide gradient and distance estimates.

Definition 4.3 (bicriteria solution). Let θ∗ be the optimal value of M(x,Z). We say

that (θ, b,w) is a (α, β)-bicriteria solution to M(x,Z) if
∑

i bi ≥ αk and bi ⟨Zi − x,w⟩ ≥ biθ

for all i, where θ = βθ∗.

Lemma 4.10 (distance estimate). Let (θ, b,w) be a (1/10, 1/20)-bicriteria solution to

M(xt,Z). Then dt = θ is a distance estimate with respect to xt.

Proof of Lemma 4.10. By Lemma 4.8, the optimal value θ∗ lies in the range

[∥μ − xt∥ − 600rδ, ∥μ − xt∥ + 600rδ
]

. Moreover, since θ∗/20 ≤ θ ≤ θ∗, we have that

∥μ − x∥
20

− 30rδ ≤ θ ≤
∥μ − x∥
20

+ 30rδ. (4.10)

• When ∥μ − x∥ ≥ 14000rδ, we get from the inequality (4.10) that

∥μ − x∥
21

≤ θ ≤
∥μ − x∥

19
.
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• When ∥μ − x∥ ≤ 14000rδ, θ ≤ 730rδ < 28000rδ, again by (4.10). □

Lemma 4.11 (gradient estimate). Let (θ, b,w) be a (1/10, 1/20)-bicriteria solution to

M(xt,Z). Then gt = w is a gradient estimate with respect to xt.

Proof of Lemma 4.11. Let g∗ = (μ − xt)/∥μ − xt∥ be the true gradient. We need to show

that
〈
g∗, gt

〉
≥ 1/20. On the one hand, by Lemma 4.8, we have

dt = θ ≥ 1
20

(∥u − xt∥ − 600rδ). (4.11)

On the other hand, for at least k/10 points, we have
〈
Zi − xt, gt

〉
≥ dt and for at least

0.95k points, we have
〈
Zi − μ, gt

〉
≤ 600rδ by Assumption 4.1. Hence, there must be a

point Zj that satisfies both inequalities, so it follows that

dt ≤
〈
Zj − xt, gt

〉
=

〈
Zj − μ, gt

〉
+

〈
μ − xt, gt

〉
≤ 600rδ + ∥μ − xt∥

〈
g∗, gt

〉
. (4.12)

Using (4.11) and (4.12) and rearranging,

〈
g∗, gt

〉
≥ 1

20
− 630rδ
∥μ − xt∥

≥ 1
200
,

where we use ∥μ − xt∥ ≥ 14000rδ. □

4.7 Approximating the Inner Maximization

We now give an algorithm that efficiently computes a bicriteria solution to the in-

ner maximization problem M(x,Z). By Lemma 4.10 and 4.11, this will provide gra-

dient and distance estimates for each iteration of the main Descent algorithm (Algo-

rithm 4.2).
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4.7.1 Relaxation

To begin with, notice that the constraint of M(x,Z) dictates that 0.95 fraction of the

data must lie on one side of the hyperplane w with a margin θ. Let’s now relax it by

allowing a two-sided margin. We call the following maximization problem M′(x,Z).

max θ

subject to bi| ⟨Zi − x,w⟩ | ≥ biθ for i = 1, . . . , k
k∑
i=1

bi ≥ 0.95k

b ∈ {0, 1}k,w ∈ SD−1.

Clearly, any feasible solution to M(x,Z) is feasible for M′(x,Z). Thus, a priori, it is

possible that the optimal value of M′(x,Z) is much larger than that of M(x,Z). How-

ever, we use the Lugosi-Mendelson condition (Assumption 4.1) to argue that this is

not the case.

Lemma 4.12. Let (θ′, b′,w′) be an optimal solution of M′(x,Z). We have that

1. the value θ′ lies in
[∥μ − x∥ − 600rδ, ∥μ − x∥ + 600rδ

]
; and

2. one of the following two statements must hold, if ∥μ − x∥ ≥ 14000rδ:

• there is a set C of at least 0.9k points such that ⟨Zi − x,w′⟩ ≥ θ′ for all

i ∈ C; or

• there is a set C of at least 0.9k points such that ⟨Zi − x,−w′⟩ ≥ θ′ for all

i ∈ C.
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Proof of Lemma 4.12. Let θ be the optimal value of M(x,Z). To prove (i), first recall

that Lemma 4.8 states that θ ≥ ∥μ − x∥ − 600rδ. Therefore, we get that θ′ ≥ ∥μ −

x∥ − 600rδ, as θ′ ≥ θ. For the upper bound, assume for the sake of a contradiction that

θ′ > ∥μ − x∥ + 600rδ. Then one side of the hyperplane defined by w′ must contain at

least 19/40 fraction of points, so let’s suppose without loss of generality that

〈
Zi − x,w′

〉 ≥ θ′ > ∥μ − x∥ + 600rδ (4.13)

for at least 19k/40 Zi’s. Also, note that

〈
Zi − x,w′

〉
=

〈
Zi − μ,w′

〉
+

〈
μ − x,w′

〉 ≤ ∥μ − x∥ + 〈
Zi − μ,w′

〉
. (4.14)

Combining (4.13) and (4.14), it follows that for at least 19k/40 Zi’s we have

〈
Zi − μ,w′

〉
> 600rδ. (4.15)

On the other hand, consider projections of all bucket means Zi onto w′. Assump-

tion 4.1 implies that

∣∣∣{i :
〈
w′,Zi

〉 − 〈
w′, μ

〉 ≥ 600rδ)
}∣∣∣ ≤ 0.05k.

This means that at most k/20 points satisfy
〈
Zi − μ,w′

〉 ≥ 600rδ, contradicting (4.15).

To prove (ii), let S+ = {i : ⟨Zi − x,w′⟩ ≥ θ′} and S− = {i : ⟨Zi − x,−w′⟩ ≥ θ′}. Notice

that since ∥μ − x∥ ≥ 14000rδ, S+ and S− are disjoint. Now let

B =
{
i : | 〈w′,Zi − μ

〉 | ≤ 600rδ
}
=

{
i : | 〈w′,Zi − x

〉 − 〈
w′, μ − x

〉 | ≤ 600rδ
}
.
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By Assumption 4.1, |B| ≥ 19k/20. Consider the two cases.

• If
〈
w′, μ − x

〉 ≥ 0, observe that B must intersect S+ but not S−. This implies that

|S−| ≤ k/20, so |S+| ≥ 9k/10, since |S+| + |S−| = 19k/20 and they are disjoint.

• If
〈
w′, μ − x

〉
< 0, by the same argument, we have |S−| ≥ 9k/10. □

The lemma shows that the optimal value of M′(x,Z) can also serve as a distance es-

timate. Further, a majority of the data will still lie on just one side of the hyperplane

defined by w.

Next, we show that approximating M′ in a bicriteria manner achieves a similar

guarantee.

Lemma 4.13. Let θ∗ be the optimal value of M(x,Z) and w′ be a unit vector such that

for at least k/8 of the Zi, we have | ⟨w′,Zi − x⟩ | ≥ θ′, where θ′ = 0.1θ∗. One of the

following two statements must hold if ∥mu − x∥ ≥ 14000rδ.

• there is a set C of at least 0.95k points such that ⟨Zi − x,w′⟩ ≥ θ′ − 600rδ for all

i ∈ C;

• there is a set C of at least 0.95k points such that ⟨Zi − x,−w′⟩ ≥ θ′ − 600rδ for all

i ∈ C.

Proof of Lemma 4.13. Let C = {i : | 〈w′,Zi − μ
〉 | ≤ 600rδ} be the set of “good”

points with respect to direction w′. By Assumption 4.1, |C| ≥ 19k/20. Further, let

S = {| ⟨w′,Zi − x⟩ | ≥ θ′}, which we assume has size at least k/8. Thus, by pigeonhole

principle, there must be a point, say Zj, that is in both sets. There are two cases.

• Suppose
〈
w′, μ − x

〉 ≥ 0. Since j ∈ S and θ∗ ≥ 13400rδ by Lemma 4.12, we have
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| ⟨w′,Zi − x⟩ | ≥ 1340rδ. On the other hand, since j ∈ C,

∣∣∣∣〈w′,Zj − μ
〉∣∣∣∣ = ∣∣∣∣〈w′,Zj − x

〉
− 〈

w′, μ − x
〉∣∣∣∣ ≤ 600rδ. (4.16)

Hence, we observe that
〈
w′,Zj − x

〉
≥ θ′ ≥ 1340rδ. By definition of C, all its

points cluster around Zj by an additive factor of 600rδ.

• Suppose
〈
w′, μ − x

〉 ≤ 0. We get the second case in the claim by the same argu-

ment. □

From here, it is not hard to see that θ′ and w′ are good distance and gradient esti-

mates, respectively.

Corollary 4.1. Assume the setting of Lemma 4.13. We have that (i) θ′ is a distance

estimate and (ii) either w′ or −w is a gradient estimate.

Proof. Let’s first check the distance estimate (Definition 4.1) guarantee.

• If ∥μ − x∥ ≥ 14000rδ, we have

θ′ ≥ 1
10
∥μ − x∥ − 60rδ ≥

2
35
∥μ − x∥,

since θ′ = 0.1θ∗ and θ∗ ≥ ∥μ − x∥ − 600rδ. The upper bound of (4.8) obviously

holds.

• If ∥μ − x∥ ≤ 14000rδ, we have θ′ ≤ 1460rδ by Lemma 4.12.

For gradient estimate, we appeal to Lemma 4.13 and get that if ∥μ− x∥ ≥ 14000rδ, then

either (θ′, b′,w′) or (θ′, b′,−w′) is a (19/20, 1/20)-bicriteria approximation of M(x,Z),

where b′ is the indicator vector of C. Thus, we can apply Lemma 4.11, and this com-

pletes the proof. □
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As mentioned earlier, a problem similar to M′(x,Z) has been studied in the litera-

ture, called the furthest hyperplane problem (FHP)KLL+12. In the FHP, we are given

n points y1, · · · , yn in Rd, and it is promised that there exists a hyperplane w that sep-

arates all the points (arbitrarily) with margin at least θ; that is, for all i, |
〈
w, yi

〉
| ≥ θ.

Under this assumption, Karnin et al. gave a bicriteria approximation that separates a

constant fraction of points with a margin sub-optimal by a constant factor. However,

in our setting, the main technical barrier is that only a 19/20 fraction of the points is

promised to be separable with a margin θ. Examining the analysis of their algorithm

reveals that it is not even guaranteed to converge under this weak promise.

To get around this issue, we design an algorithm for solving this problem under the

weak assumption. The run-time of the algorithm is proportional 1/θ2. For technical

reasons, we need to ensure that ∥Zi − x∥ ≤ 1 for all i. However, naively scaling all

the data would decrease θ, thereby blowing up the running time. Hence, as a prepro-

cessing step, we prune out a small fraction of points Zi − x with a large norm before

scaling.

4.7.2 Pruning and scaling

Before proceeding, we describe a pruning procedure as a preprocessing step that will

be executed only once in the algorithm. We remark that under Lugosi-Mendelson

condtion, the assumption ∥μ − x0∥ ≲
√
kd∥Σ∥/n can be easily achieved by initializing x0

to be the coordinate-wise median-of-means (Lemma 4.3) (with a failure probability at

most δ/8).

Lemma 4.14 (pruning). Let β = 600
√
kd∥Σ∥/n, and suppose ∥μ − x0∥ ≤ β. Given

the bucket means Z ∈ Rk×d such that at most k/200 points are contaminated, the
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1. Input: Dataset Z1,Z2, · · · ,Zk ∈ Rd, initial estimate x0

2. Compute the distances di = ∥Zi − x0∥.

3. Sort the points by di in decreasing order.

4. Remove the top 1/10 fraction of them. Let Z1, · · · ,Zk′ be the remain-
ing data.

5. Output: Z1, · · · ,Zk′

Figure 4.3: Prune

algorithm Prune removes k/10 of the points and guarantees that with probability at

least 1 − δ/8, among the remaining data,

max
i
∥Zi − μ∥ ≤ O(β).

Further, Prune(Z, x0) can be implemented in Õ(kd) time.

Proof of Lemma 4.14. For correctness, consider ∥Zi − μ∥, and by triangle inequality,

∥Zi − x0∥ − ∥μ − x0∥ ≤ ∥Zi − μ∥ ≤ ∥Zi − x0∥ + ∥μ − x0∥.

Since ∥μ − x0∥ ≤ β by our assumption,

∥Zi − x0∥ − β ≤ ∥Zi − μ∥ ≤ ∥Zi − x0∥ + β. (4.17)

Let Sgood = {i : ∥Zi − μ∥ ≤ β} and Sbad = {i : ∥Zi − μ∥ ≥ 20β}. It suffices to show

that with probability at least 1− δ/8 all the points in Sbad are removed. We first lower

bound the number of good points. Each uncontaminated Zi is an average of ⌊n/k⌋
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i.i.d. random vectors. Applying Lemma 4.2 on estimation error of empirical mean, we

obtain that for each uncontaminated i, with probability at least 1 − 1/1000,

∥Zi − μ∥ ≤
√
1000 · Tr(Σ)k/n ≤ β.

Therefore, each uncontaminated Zi is in Sgood with probability at least 1 − 1/1000. Let

H be the number of uncontaminated points not in Sgood and p = 1/1000. Since there

are at most k/200 contaminated points and each uncontaminated point is indepen-

dent, by a binomial tail bound (Lemma 4.4)

Pr
(
H ≤ 2p · (199/200)k

)
≥ 1 − exp

(
−p · (199/200)k/3

)
≥ 1 − exp

(− log (8/δ)
)

= 1 − δ/8,

where we used k = ⌈3600 log(8/δ)⌉. Hence, with probability at least 1 − δ/8, Sgood

contains at least (399/400)k (uncontaminated) points. We condition on this event for

the rest of the proof.

Now observe that

∥Zi − x0∥ < ∥Zj − x0∥ for each j ∈ Sbad and i ∈ Sgood (4.18)

by (4.17). Suppose for a contradiction that j ∈ Sbad is not removed by line 4. Then it

means that dj ≤ di for k/10 of the Z′i ’s. By pigeonhole principle, this implies dj ≤ di for

some i ∈ Sgood, since |Sgood| ≥ (399/400)k. This contradicts condition (4.18).

Computing the distances takes O(kd) time and sorting takes O(k log k) time. Thus,

the algorithm Prune runs in time O(kd + k log k) and succeeds with probability at least
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1 − δ/8. □

Pruning allows us to bound the norms of the points Zi − xt for each iteration t.

Corollary 4.2 (scaling and margin). Suppose ∥μ−x∥ ≤ O
(√
∥Σ∥kd/n

)
and ∥μ−x∥ ≥ Ω (rδ).

Let S be the pruned dataset of size k′ ≥ 9k/10 such that ∥Zi − μ∥ ≤ O
(√
∥Σ∥kd/n

)
for

each i ∈ S. There exists a scaling factor B, θ > 0 and unit vector w such that for at

least 4k/5 points in S, ∣∣∣∣〈 1
B (Zi − x),w

〉∣∣∣∣ ≥ θ.

Further, we have that 1/θ2 = O(d).

Proof. Let B = maxi∈S ∥Zi − x∥. Then B is bounded by

∥Zi − x∥ ≤ ∥Zi − μ∥ + ∥μ − x∥ ≤ O
(√
∥Σ∥kd/n

)
. (4.19)

By Lemma 4.12, there exists a unit vector w such that for at least 0.8k points in S,

⟨Zi − x,w⟩ ≥ θ′ and θ′ = Ω(rδ). Hence, we get that

θ = Ω
(rδ
B

)
= Ω

( √
k∥Σ∥/n +

√
TrΣ/n√

∥Σ∥ · kd/n

)
= Ω

(
1/
√
d
)
. □

In the remainder of the section, given a current estimate x, we work with the pruned

and scaled data, centered at x, which we call Z′ ∈ Rk′×d.

Assumption 4.2. Given a current estimate x, the pruned dataset Z ∈ Rk′×d of size k′,

let Z′i =
1
B (Zi − x), where B = maxi ∥Z′i − x∥. We assume

1. ∥Z′i∥ ≤ 1;

2. k′ ≥ 0.9k; and
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3. there exists θ = Ω
(
1/
√
d
)

and a unit vector w such that for at least 0.8k points

|
〈
Z′i ,w

〉
| ≥ θ.

The following follows easily from Lemma 4.14 and Corollary 4.2.

Corollary 4.3. With probability at least 1 − δ/8, Assumption 4.2 holds for any x such

that ∥x − μ∥ ≤ O
(√
∥Σ∥kd/n

)
and ∥x − μ∥ ≥ Ω(rδ).

Moving on, we will aim at proving the following lemma, under Assumption 4.2. We

provide algorithms running in time Õ(k2d).

Lemma 4.15 (key lemma). Assume Assumption 4.2. Let δ ∈ (0, 1) and Tdes = Θ(log d).

Suppose that there exists w∗ ∈ Sd−1 which satisfies |
〈
Z′i ,w

∗
〉
| ≥ θ∗ for 0.8k points in

{Z′i}. Then there is an algorithm ApproxBregman which, with probability at least 1 −

δ/4Tdes, outputs w ∈ Sd−1 such that for at least 0.45 fraction of the points Z′i , it holds

that |
〈
Z′i ,w

〉
| ≥ 0.1θ∗.

Further, ApproxBregman runs in time Õ
(
k2d

)
.

4.7.3 Approximation via Bregman Projection

In this section, we give a bicriteria approximation algorithm. Suppose (by binary

search) that we know the optimal margin θ in Lemma 4.15. The goal is to find a unit

vector w such that a constant fraction of Z′i has margin |
〈
Z′i ,w

〉
| ≥ θ. The intuition

is that we can start by computing the top singular vector of Z′. Then the margin

would be large on average: certain points may overly satisfy the margin demand while

others may under-satisfy it. Hence, we would down-weight those data that achieve a

large margin and compute the top singular vector of the weighted matrix again.

However, revisiting the analysis of the scheme by Karnin et al.KLL+12 reveals that it

may stop make progress if it puts too many weights on the points that do not satisfy
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the margin bound. In this section, we show to prevent this scenario from occurring.

The key idea is that at every iteration, we “smoothen” the weight vector τt so that we

can guarantee progress is being made. To make the analysis simpler, we will formu-

late our algorithm in the well-studied regret-minimization framework and appeal to

existing machineryAHK12 to derive the desired bicriteria approximation guarantees.

As a warm-up, we show how to cast the results of Karnin et al. in the regret mini-

mization framework in section 4.4.

First, we need a definition of what type of distribution we would like τt to be. This

definition is equivalent to the notion of a “high-density measure”, in the notation of

Barak et al.BHK09.

Definition 4.4 (Smooth distributions). The set of smooth distributions on [k′] is de-

fined to be

K =
{
p ∈ Δk′ : p(i) ≤ 4

k′
for every i ∈ [k′]

}
,

where Δk′ is the set of probability distributions on [k′],

Δk′ =

p : [k′]→ [0, 1] :
∑
i∈[k′]

p(i) = 1

 .
In the course of the algorithm, after updating τt as in the previous section, it may

no longer be smooth. Hence, we will replace it with the closest smooth weight vector.

The following fact confirms that finding this closest smooth weight vector can be done

quickly.

Fact 4.2 (Lemma 3.1 inBHK09). For any p ∈ Δk with support size at least k′/2, comput-

ing

ΠK (p) = arg min
q∈K

KL(p||q)

173



can be done in Õ(k′) time, where KL(·||·) denotes the Kullback-Leibler divergence.

Note that in our algorithm, we will only ever compute Bregman projections of dis-

tributions whose support size is at least k′/2. This is because neither our re-weighting

procedure nor the actual projection algorithm of Barak et al.BHK09 sets any coordi-

nates to zero and the initial weight vector is uniform.

1. Input: Buckets means Z′ ∈ Rk′×d, margin θ, iteration count T ∈N

2. Initialize weights: τ1 = 1
k′ (1, . . . , 1) ∈ Rk′ .

3. For t = 1, . . . ,T, repeat:

(a) Let At be the k′ × d matrix whose ith row is
√
τt(i)(Z′i) and wt be

its approximate top right singular vector .
(b) Set σt(i) = |

〈
Z′i ,wt

〉
|.

(c) Reweight: If ∥Atwt∥22 ≥ θ2
10 , then τt+1(i) = τt(i) (1 − σt(i)2/2) for i ∈

[k′]. Otherwise, do not change the weights.
(d) Normalize: Let Z =

∑
i∈[k′] τt+1(i) and redefine τt+1 ← 1

Zτt+1.
(e) Compute the Bregman projection: τt+1 ← ΠK (τt+1).

4. Output: w←Round
(
Z′, {wj}Tt=1, θ

)
(or report Fail if Round fails).

Figure 4.4: Approximate inner maximization via Bregman projection—ApproxBregman

Since Algorithm 4.4 is the MWU method with Bregman projections onto the set K ,

we will apply the following regret guarantee.‡

‡To be more precise, the iterations t in which ∥Atwt∥22 ≥ θ2
10 behave according to the MWU

method. Whenever ∥Atwt∥22 < θ2
10 , the algorithm does not update the weights, which has no ef-

fect on the other iterations.
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1. Input: Buckets means Z′, unit vectors w1, . . . ,wT ∈ Rd, margin θ,

2. Round to a single vector: w = w′
∥w′∥ , where w′ =

∑T
t=1 gtwt and gt ∼

N(0, 1), for t = 1, . . . ,T.

3. Repeat until |
〈
Z′i ,w

〉
| ≥ 1

10θ for at least 0.6k′ of Z′i :

(a) Sample gt ∼ N(0, 1), for t = 1, . . . ,T.
(b) Recompute w = w′/∥w′∥, where w′ =

∑T
t=1 gtwt.

(c) Report Fail if more than Ω
(
log (Tdes/δ)

)
trials have been per-

formed.

4. Output: w

Figure 4.5: Rounding algorithm—Round

Theorem 4.2 (Theorem 2.4 ofAHK12). Suppose that for σ2t (i) ∈ [0, 1] for all i ∈ [k′] and

t ∈ [T]. Then after T iterations of Algorithm 4.4, for any p ∈ K , it holds that:

T∑
t=1

〈
τt, σ2t

〉
≤ 3

2

T∑
t=1

〈
p, σ2t

〉
+ 2KL(p||τ1).

Finally, we comment that we cannot naively apply the power method for the sin-

gular vector computation. The power method has a failure probability of 1/10, whereas

our algorithm should fail with probability at most δ = O(exp(−k)) that is exponen-

tially low. However, we note that the algorithm computes the top singular vectors

of a sequence of matrices A1,A2, . . . ,AT. By Chernoff-Hoeffding bounds, as long as

T = Ω(log(1/δ)) = Ω(k), with probability at least 1 − δ/8, the power method will

succeed for 0.9T of the matrices. We will show that these many successes suffice to

guarantee the correctness of our algorithm.

We first prove the following lemma, a requirement for the rounding algorithm to
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succeed.

Lemma 4.16 (regret analysis). After T = O
(
max

( log k′

θ2 , log(Tdes/δ)
))

iterations of Algo-

rithm 4.4, for all but a 1/4 fraction of i ∈ [k′]:

T∑
t=1

〈
Z′i ,wt

〉2 ≥ 100 log k′.

Proof. Let S = {i ∈ [k′] : |
〈
Z′i ,w

∗
〉
| ≥ θ} be the set of constraints satisfied by the unit

vector w∗ whose existence is guaranteed in the hypothesis of Lemma 4.15. By assump-

tion, we have that |S| ≥ 0.8k′. We simply calculate each of the terms in Theorem 4.2.

First, let I = {t ∈ [T] : wt is a 1/2-approximate top singular vector of At}. Then we

have for any t ∈ I:

〈
τt, σ2t

〉
=

k′∑
i=1

τt(i)
〈
Z′i ,wt

〉2 (by definition)

≥ 1
2

k′∑
i=1

τt(i)
〈
Z′i ,w

∗〉2 (because wt is an approximate top eigenvector)

≥ 1
2

∑
i∈S

τt(i)
〈
Z′i ,w

∗〉2
≥ 1

2

∑
i∈S

τt(i)θ2 (by definition of S)

≥ 1
2
· 1
5
θ2 =

θ2

10
(because |S| ≥ 0.8k′ and τt ∈ K).

Summing this inequality over t ∈ [T], we have that

T∑
t=1

〈
τt, σ2t

〉
≥

∑
t∈I

〈
τt, σ2t

〉
≥ |I|

10
θ2.

By Chernoff-Hoeffding bound combined with the guarantee of power iteration (Fact 4.1),
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as long as T = Ω(log(Tdes/δ)), then with probability at least 1 − δ
8Tdes

, for at least 4
5T

iterations, it will be the case that wt is an approximate top singular vector. In other

words, |I| ≥ 4
5T, so that we have:

T∑
t=1

〈
τt, σ2t

〉
≥ 2T

25
θ2.

Next, note that if we choose p = ei, then

T∑
t=1

〈
p, σ2t

〉
=

T∑
t=1

〈
Z′i ,wt

〉2 .
Because τ1 is uniform, the relative entropy term in Theorem 4.2 is at most log k′.

Let’s pretend for a moment that ei ∈ K (it is not). Then after plugging in the above

calculations to Theorem 4.2 and rearranging, we have that for every i ∈ [k′]

T∑
t=1

〈
Z′i ,wt

〉2 ≥ 2T
25

θ2 − 2 log k′ ≥ 100 log k′,

by setting T ≥ 105 log k′

θ2 . This gives the bound claimed in the statement of the lemma,

but it remains to fix the invalid assumption that ei ∈ K . To do so, we will construct,

for most i ∈ [k′], another distribution p′ ∈ K such that

T∑
t=1

〈
ei, σ2t

〉
≥

T∑
t=1

〈
p′, σ2t

〉
.

Combining this with
∑T

t=1

〈
p′, σ2t

〉
≥ 100 log k′ gives the desired lower bound, for most i.

Write α =
∑T

t=1 σ2t , and without loss of generality assume that

α1 ≥ α2 ≥ . . . ≥ αk′ .
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For i = 1, . . . , 4k′/5, take p′ to be uniform on those j ∈ [k′] such that αi ≥ αj (there are

at least k′/5 such i). By construction, we have that ⟨α, ei⟩ ≥
〈
α, p′

〉
. Finally, observe

that p′ ∈ K because p′ is uniform on a set of size at least k′/5. □

We cite the following lemma for the guarantee of the rounding algorithm (Algo-

rithm 4.5).

Lemma 4.17 (Lemma 6 ofKLL+12). Suppose that for at least 3
4 fraction of i ∈ [k′], it

holds that
T∑
t=1

〈
Z′i ,wt

〉2 ≥ log k′. (4.20)

Let w1, . . . ,wT be the unit vectors satisfying the above condition. Then with constant

probability, the vector w in each repetition of the step 3 of the Round algorithm (Al-

gorithm 4.5) satisfies | ⟨Zi,w⟩ | ≥ θ/10 for at least a 0.45 fraction of i ∈ [k′].

Finally, we are now ready to prove the key lemma using ApproxBregman.

Proof of Lemma 4.15. By Lemma 4.17, it suffices to prove inequality (4.20) for at

least a 3/4 fraction of the points. By the regret analysis (Lemma 4.16), the vectors

w1, . . . ,wT produced by the iterative stage of Algorithm 4.4 satisfy the hypothesis of

Lemma 4.17. Hence, the guarantee of Lemma 4.17 holds with constant probability.

Moreover, we can test that this guarantee holds in time O(Tk′d). To boost the suc-

cess probability to 1 − δ′ (with δ′ = δ/4Tdes), Round algorithm performs O(log(1/δ′))

independent trials. Hence, it reports Fail with probably at most δ′. Otherwise, by

its definition, the output w satisfies desired bound |
〈
Z′i ,w

〉
| ≥ 0.1θ for a 0.45k of the

points.

We now analyze the runtime. By Assumption 4.2, we have that 1/θ2 = O(d). By

projecting onto the subspace spanned by the bucket means, we can assume d ≤ k.
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Hence, Lemma 4.16 implies that the iteration count is Õ(k′). The runtime of each it-

eration is bounded by the cost of computing an approximate top singular vector of a

k′ by d matrix via the power method, which is Õ(k′d) by Fact 4.1. Finally, each rep-

etition of the rounding algorithm Round takes time Õ(k′d), and the number of trials

is at most O(log(1/δ′)) by definition. Thus, the runtime of the rounding algorithm is

Õ(k2d). □

4.7.4 Putting it Together

We now prove our main result and start by giving the subroutines for distance and

gradient estimation. Note that we use ApproxBregman here, but replacing it by Ap-

proxRemove would give an alternative and essentially the same proof.

1. Input: Dataset Z′ and current estimate xt

2. Z′i ←
(
Z′i − xt

)
/B by scaling each point by B = maxi ∥Z′i − xt∥.

3. θ ← the largest margin θ such that ApproxBregman(Z′, θ,T) does not
Fail, where T = O(log k/θ2).

4. Output: d̂ = B
10θ.

Figure 4.6: Distance estimation—DistEst

Proof of Theorem 4.1. Our argument assumes the following global events.

1. The Lugosi-Mendelson condition (Assumption 4.1) holds.

2. The initial estimate x0 satisfies ∥μ − x0∥ ≤ 600
√
∥Σ∥kd/n.

3. The pruning step succeeds: ∥Z′i − μ∥ ≤ O
(√
∥Σ∥kd/n

)
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1. Input: Dataset Z′ and current estimate xt

2. Z′i ←
(
Z′i − xt

)
/B by scaling each point by B = maxi ∥Z′i − xt∥.

3. θ ← the largest margin θ such that ApproxBregman(Z′, θ,T) does not
Fail, where T = O

(
log k/θ2

)
.

4. ĝ← ApproxBregman (Z′, θ,T)

5. If ⟨̂g,Z′i⟩ ≥ 0.1θ for at least 0.5k of the Z′i , output ĝ; otherwise, output
−̂g.

Figure 4.7: Gradient estimation—GradEst

We consider our main algorithm (Algorithm 4.8) and first prove the correctness of

DistEst and GradEst. Let Z′ be defined as in line 2 of DistEst and GradEst. Lemma 4.12

states that there exists a margin θ∗ in
[∥μ − x∥ − 600rδ, ∥μ − x∥ + 600rδ

]
. When ∥μ− xt∥ ≥

14000rδ, we have that for at least 0.8k points Z′i it holds B · |
〈
Z′i ,w

∗
〉
| ≥ θ∗ for some unit

vector w∗, since the data are scaled by B. Furthermore, when the pruning step suc-

ceeds, Assumption 4.1 holds. This allows us to apply the key lemma (Lemma 4.15).

1. For GradEst, we use binary search in line 3 to find θ = θ∗/B. By the guar-

antee of Lemma 4.15, |
〈
w,Z′i

〉
| ≥ θ

10 for at least k/8 of the Zi. It follows that

| ⟨w,Zi − xt⟩ | ≥ Bθ
10 for at least k/8 of the Zi. Thus, Corollary 4.1 implies that the

output gt is a gradient estimate.

2. By the same argument, we apply Corollary 4.1 and conclude that d̂t of DistEst

is a distance estimate.

Finally, we apply Lemma 4.7 for the guarantee of Descent.

Next we bound several failure probabilities of the algorithm. The first three corre-

spond to the global conditions.
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1. Input: Dataset X1,X2, · · · ,Xn ∈ Rd

2. Let k = 3600 log(1/δ). Divide the data into 2k groups.

3. Compute the bucket mean of each group: Z1,Z2, · · · ,Z2k ∈ Rd.

4. Compute the coordinate-wise median-of-means of the second half of
bucket means:

x0 ← MedianOfMeans({Zk+1, · · · ,Z2k}).

5. Prune the first half of bucket means, where Z is the data matrix of
{Zi}ki=17:

Z′ ← Prune(Z, x0).

6. Tdes ← Θ(log d), η← 1/8000

7. Run the main descent procedure: μ̂ ← Descent(Z′, x0,Tdes, η), using
DistEst and GradEst as above.

8. Output: μ̂

Figure 4.8: Final algorithm

• By Lemma 4.1, the Lugosi-Mendelson condition Assumption 4.1 fails with prob-

ability at most δ/8.

• By Lemma 4.3, the coordinate-wise median-of-means error bound fails with

probability at most δ/8

• By Corollary 4.3, the guarantee of our pruning and scaling procedure (Assump-

tion 4.2) fails with probability at most δ/8.

• Conditioned on above, the ApproxBregman satisfies the guarantee of the key

lemma (Lemma 4.15). The failure probability is at most δ/4Tdes each iteration.
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We take union bound over all these iterations.

Overall, the failure probability of the entire algorithm (Algorithm 4.8) is bounded by

δ via union bound.

The runtime follows from Lemma 4.15 which claims each iteration takes time Õ(k2d)

and the fact that Tdes = Õ(1). □

4.8 Discussion for covariance estimation

In this section, we briefly go through the extension from mean estimation to covari-

ance estimation. Here we face a similar problem of minimizing r(δ) where

Pr
[
∥̂Σ − Σ∥ ≥ r(δ)

]
≤ δ

where Σ̂ is our estimator of true covariance matrix Σ.

For the simplicity of the formulation and discussion we fixed the error probability

δ = 2−d. In this case for sub-Gaussian distribution, the empirical covariance matrix

Σ =
∑

i xixTi /n can achieve r = Õ(∥Σ∥
√
d/n). And the best polynomial time algorithm

byCHK+20 gives r = Õ(∥Σ∥
√
d3/4/n based on degree-8 Sum-of-Square relaxation. Also

this result requires the underlying distribution satisfies L8-L2 hypercontractivity and

this relation should be certifiable through Sum-of-Square inequality. We aims to find

more efficient and clean algorithm to solve covariance estimation problem with weak

enough assumption on the underlying distribution. In summary we can achieve

• an Õ(d3) algorithm for covariance estimation with r = O(∥Σ∥d/√n) under L8-L2

hypercontractivity assumption.

• an Õ(dO(t)) algorithm for covariance estimation with r = O(∥Σ∥d/
√
tn)
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Both of these two algorithms are based on a key lemma similar to the mean estima-

tion case. That is, If we still use the median of mean paradigm, the bucket empirical

covariance matrix Z1,Z2, . . . ,Zk still satisfies that for any direction v, 0.99 fraction of

Zi is close to Σ when we project them on vvT. More rigorously, if we partition samples

x1, x2, . . . , xn into k buckets and let Zi to be the empirical average of xxT in i-th bucket.

Let Zi = Zi − Σ. We can show that under the L4-L2 assumption

EZi

 sup
u∈Sd−1

1
k

k∑
i=1

1
r
∣∣∣⟨Ziu, u⟩

∣∣∣ ≤ 1
100

where r = Õ(∥Σ∥
√
d/n), the same magnitude as the covariance estimation rate for sub-

Gaussian distribution. With the help of this lemma, the following estimator becomes

a valid estimator for covariance estimation achieving sub-Gaussian rate

Σ̂ = arg min
X∈Rd×d

max
u∈Sd−1

∣∣∣mediank
i=1 {⟨Ziu, u⟩} − ⟨Xu, u⟩

∣∣∣
The main difficulty here is how to find such Σ̂ efficiently since we won’t be able to

enumerate all directions u. A good guess from the mean estimation algorithm is still

we iteratively do gradient updates from some initial guess Σ0. Suppose our current

guess of the covariance matrix is Σt at step t, if we are able to find a good direction û

such that

û = arg max
u∈Sd−1

∣∣∣mediank
i=1 {⟨Ziu, u⟩} − ⟨Σtu, u⟩

∣∣∣
Then an update Σt+1 = Σt + εuuT should get closer to Σ. However it’s still not known

how to efficiently approximate this û. InCHK+20 a variant of this problem
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û′ = arg max
u∈Sd−1

∑
i

(⟨Ziu, u⟩ − ⟨Σtu, u⟩)2

is solved approximately with degree-8 sum-of-square algorithm instead. The difference

between û and û′ gives rise to the extra d1/4 factor in rate r. Our innovation for co-

variance estimation is actually not trying to solve such û. Instead we create a family

U of u and pick one with largest
∣∣∣mediank

i=1 {⟨Ziu, u⟩} − ⟨Σtu, u⟩
∣∣∣. But we need to de-

sige such family U such that there must be at least one of u is a desired direction. In

our work, U is desigend as:

1. For all subset S ⊂ [k] of size t, let ZS =
∑

i∈S Zi/t

2. Let uS be the top eigen-vector of ZS − Σt. U = {uS for all S}

What we can show is with probability 1 − δ, one of ZS satisfies

∥ZS − Σ∥ ≤ Õ
(
∥Σ∥ d√

tn

)
Then we can further show that for this ZS, the top eigenvector of uS of ZS −Σ will be a

good direction in a sense that

∣∣∣mediank
i=1 {⟨ZiuS, uS⟩} − ⟨ΣtuS, uS⟩

∣∣∣ ≥ max
u∈Sd−1

∣∣∣mediank
i=1 {⟨Ziu, u⟩} − ⟨Σtu, u⟩

∣∣∣ − Õ
(
∥Σ∥ d√

tn

)

Therefore uS is a good direction to take gradient step. And this is the way we achieve

rate r = Õ
(
∥Σ∥ d√

tn

)
for covariance estimation. Since we need to enumerate all subsets

of size t the running time is Õ(dO(t)) but it gets to exponential time only when t = d
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where the rate is optimal for covariance estimation. Other than that this algorithm

achieve sub-exponential algorithm for any rate from Õ
(
∥Σ∥ d√

n

)
to Õ

(
∥Σ∥d1/2+ε√

n

)
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