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Abstract

The first two chapters study the long-run implications of bank branch closures stemming

from the digitization of banking services and increased competition from fintech mortgage

lenders. In the last decade, nonbank lenders have doubled their market share and now

originate more than half of US mortgages. Meanwhile, banks have closed more than

13,000 (13%) branches. Reduced-form evidence shows this rise in nonbank mortgage

origination is responsible for a large proportion of the observed decline in bank branching.

Furthermore, this nonbank growth led to spillovers in banks’ deposit-taking and small

business loan origination, reducing both substantially. To evaluate the significance of the

branching response for policy analysis, I build a structural model of dynamic bank branching

decisions. Banks earn flow profits from taking deposits and providing lending services while

dynamically adjusting their branch networks in response to market conditions. As each

bank faces substantial heterogeneity in its competitive environment over time, the branching

equilibrium is characterized by a high-dimensional dynamic game. Banks must properly

account for the evolution of state variables, including demographics, fintech competition,

and their rivals’ branch networks. I develop a new dimensionality-reduction technique

for estimating and solving the model and evaluate the long-run impact of policies such

as capital requirements and conforming loan limits. My work suggests that endogenous

branching responses can have significant implications for policy analysis in banking markets.

The third chapter, coauthored with Andreas Schaab, discusses the aforementioned

dimensionality-reduction technique in detail. We show how adaptive sparse grids can be
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used to solve high-dimensional dynamic programming problems in economics such as the

one from my second chapter. We then apply our method to high-dimensional continuous-

time variants of the models from Krusell and Smith (1998) and Ericson and Pakes (1995)

and find that we achieve significant computational gains. Beyond these example cases, our

method is highly scalable and portable, potentially allowing for broad applicability.
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Chapter 1

Fintech Lenders and Bank Branch

Closures

1.1 Introduction

Nonbank lenders have doubled their market share in the last decade and now originate

more than half of US mortgages. Accordingly, nonbank activity in retail banking has become

increasingly crucial for policy analysis in banking markets. Rather than merely focusing on

the banks’ response under counterfactual policies, a growing number of papers incorporate

how nonbanks may alleviate or exacerbate the adverse effects of these policies. However,

there has been little attention on bank branching, a difficult to model long-run outcome

variable. During this period of nonbank growth, banks have closed more than 13,000

branches on net, or around 13% of total branches nationwide. Because banks are multi-

product firms and the fixed costs of branching are supported by returns from all products,

shocks in the mortgage market can spill over to deposit-taking and small business lending if

branches are forced to close. Furthermore, socially suboptimal changes in branching can be

difficult to revert, in part because such long-run outcomes often react with a significant lag.

These changes can also be irreversible if banks face adjustment costs that are sufficiently high.

All together, these issues imply there is potentially significant value in further understanding
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the branching channel of banking policy.

I begin by providing reduced-form evidence that nonbank growth has directly caused

decreases in bank branching and spillover effects in deposit-taking and small business

lending. To establish identification, I leverage the regulatory threshold for conforming loans.

While home prices have skyrocketed in the last decade, the conforming loan limit stayed

unchanged for most of the time period. As a result, many potential buyers positioned close

to the regulatory threshold, who would have otherwise taken out conforming loans, are no

longer able to do so. Since nonbanks focus primarily on the conforming market, a decrease

in the size of this market disproportionately affects nonbank lenders. Consistent with this

intuition, counties with more buyers close to the threshold saw significantly less nonbank

growth, smaller decreases in branching, and increased deposit-taking.

I then create an instrument for nonbank growth using the density of buyers close to

the threshold. Focusing on changes between 2012–2017, my IV results show that nonbank

growth led to decreases in branching. However, the effects are heterogeneous across banks.

Large banks were more elastic in their branching response. Relative to the 25th percentile

county in terms of nonbank growth, the 75th percentile county saw an additional -13%

change in branching for large banks. My estimates for small banks are statistically insignif-

icant, though the point estimates suggest that small banks actually increased branching

in regions that saw particularly high nonbank growth. The trends for spillover effects are

qualitatively similar. Relative to the 25th percentile county, the 75th percentile county in

nonbank growth saw an -15% change in deposit-taking by large banks and a -19% change in

small business lending overall.

The paper then specifies a structural model of competition for mortgages and deposits.

Banks compete via Bertrand Nash price setting for market share in mortgage origination

and deposit-taking. The model facilitates counterfactual policy analysis. I begin by using

my estimates combined with the branching responses implied by the reduced-form results

to evaluate an increase in the conforming loan limit by 25%. I compare two scenarios. In the

first, I only allow prices and quantities to adjust. Nonbank market share grew by 1.91%,
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while markups decreased across the board for both banks and nonbanks. I then allow

branching to adjust as well, resulting in a decrease of 2.45% in branching for large banks.

While the additional branching effect on the mortgage market was relatively muted, I find

large spillover effects in deposit markets: large bank markups decrease by 2.09%, and profits

decrease by 7.21%. These results highlight the importance of accounting for branching

responses in policy analysis.

This project joins a growing literature of papers analyzing the equilibrium outcome of

policy counterfactuals in the financial intermediation sector when broader sets of behaviors

are permitted to change endogenously. Perhaps most closely related is Buchak et al. (2020),

which focuses on the nonbank sector response after changes in capital requirements or the

conforming loan limit.1 In some cases, they find that nonbanks can alleviate much of a

policy change’s adverse impact. As banks reduce lending in response to increased capital

requirements, much of the gap is filled by migration of lending to nonbanks lenders.2 While

the immediate nonbank response is also crucial to my analysis, I show that the resulting

effects on branching and spillovers into deposit-taking and small business lending can have

significant long-run impacts.

My paper is also related to long-standing literature on market structure and competition

in banking. These papers range from the industrial organization of deposit competition

(Ishii (2007); Ho and Ishii (2011)) to effects of market power on the transmission of monetary

policy (Scharfstein and Sunderam (2016); Drechsler et al. (2017)) and financial fragility

(Egan et al. (2017)). While I incorporate many elements from these models in my setup

for mortgage and deposit competition, ultimately, my paper differs in that it is primarily

concerned with dynamic branching decisions.

1Another recent paper in this literature is Agarwal et al. (2020), which endogenizes search behavior and
loan application and rejection decisions.

2The opposite result - amplification - can occur as well. In Buchak et al. (2020)’s model, when policies
primarily affect the secondary loan market (e.g., quantitative easing increasing GSE financing costs), nonbanks
respond with a larger decrease in lending relative to banks due to their greater exposure to the secondary
market. A model that incorporates the nonbank equilibrium response will tend to predict larger changes in
lending under such counterfactuals.
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Section 1.2 describes the institutional background and data. Section 1.3 describes my

instrumental variables approach and presents reduced-form results. Section 1.4 contains

the model for static competition in mortgages and deposits, and presents counterfactual

analysis using estimates from this model. Section 1.5 concludes.

1.2 Institutional Background and Data

With annual originations well exceeding $1 trillion per year and sometimes exceeding $2

trillion per year, the market for residential mortgages is the largest consumer finance market

in the United States. This paper focuses on two mortgage products that comprise more

than 80% of the total market share (HMDA data): conforming loans and jumbo loans.

The distinction between the two is a matter of regulation. Conforming loans must satisfy

a number of requirements. In particular, the loan amount must be below a county-time

specific conforming loan limit (CLL). The CLL is set at the national limit for most counties,

which remained constant at $417,000 for most of the decade and only recently trended up

with rising house prices. Certain high-cost areas are given higher limits to accommodate

the greater loan amounts required, however. Mortgages that exceed the limit are classified

as jumbo loans.

While the qualifications can be restrictive, conforming loans tend to be a more desirable

product for those that qualify. This is because government-sponsored entities (GSEs), two of

the most prominent being Freddie Mac and Fannie Mae, insure the loans against default

risk. They also purchase such loans, securitize them, and sell the resulting mortgage-backed

securities to investors. As a result, conforming mortgages typically have lower interest rates

relative to jumbo mortgages, with a sharp discontinuity observed around the conforming

limit (Buchak et al. (2020)).

Mortgages are originated by banks and nonbanks. I classify nonbank lenders as institu-

tions that originate mortgages without deposit funding. As a sticky and cheap source of

capital, deposit funding is important. Nonbanks rely more heavily on equity funding and
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Figure 1.1: Bank Market Share and Loan Amount (2016)

obtain their debt funding from informed and concentrated lenders.3 This distinct difference

in funding costs leads to natural market segmentation along the conforming vs. jumbo

mortgage products. Because conforming loans can be sold to the GSEs and are therefore

relatively less capital intensive,4 nonbanks are more suited to originating such loans. On

the other hand, banks have a comparative advantage in originating jumbo loans, which are

often held on their balance sheets. This segmentation is stark in the data. Figure 1.1 plots

the market share of banks for loans above and below the conforming loan limit. The banks’

market share holds steadily around 40-45% below the conforming limit, but jumps sharply

to 70-80% past the conforming limit.

Despite the deposit funding advantage for banks, the volume of nonbank lending in the

United States has exploded in the last decade: Between 2009 and 2017, the nonbank share

of lending has more than doubled and now accounts for more than half of all originations.

This growth trend is consistent across many categories, including both home purchase

3Additionally, nonbank lenders exhibit much greater heterogeneity in leverage than bank lenders, with
leverage increasing in the size of the firm (Jiang et al. (2020)).

4Instead of holding the mortgages on their balance sheets, nonbanks only need sufficient financing to
“warehouse” the loans until they are sold to the GSEs.
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loans and refinance loans.5 It’s evident that nonbanks increasingly have a competitive edge,

potentially stemming from regulatory arbitrage or technological advantages (Buchak et al.

(2018)).

My main source of data for mortgage originations is from the Home Mortgage Disclosure

Act (HMDA). For the vast majority of mortgage applications in the US, the dataset contains

extensive information including loan type, loan purpose, loan amount, year of origination,

demographic variables, and application outcome. It also identifies the lender that originated

the loan, which will be crucial for my calculation of market shares. Finally, for years

2018–2019, the HMDA data also includes mortgage rates, which I use to determine pricing

for demand estimation.

I obtain banking data from the FDIC Summary of Deposits. Collected at the end of June

every year, the dataset contains the amount of deposits held in every branch in the US. It

also contains other crucial information on the branch, such as the identifier for the bank, its

location, and the age of the branch. I supplement this data with FDIC’s Reports of Structure

Changes, which detail branch opening and closing decisions down to the effective date.

Finally, I obtain data on deposit rates from RateWatch. RateWatch collects weekly

branch-level data on deposit rates for a variety of products, covering a significant share

of branches in the US. I merge this data from the FDIC data using a unique identifier

that RateWatch provides. My data covers dates between 1997 and 2015. I also obtain

demographic information from the US Census.

1.3 Empirical Evidence

The core argument of this paper is that the entry and rise of nonbank lenders not only affects

the equilibrium pricing and quantities in the mortgage market, but also creates spillover

effects in other banking sectors such as deposit-taking and small business lending through

5However, fintech lenders (who typically process mortgage applications entirely online) tend to originate
more refinance loans than their non-fintech, nonbank counterparts. Relative to other nonbank lenders, fintech
lenders serve more creditworthy borrowers, are more active in refi, and seem to use different information for
rate setting (Buchak et al. (2018)).
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the branching channel. As a production technology, the bank branch is crucial to all retail

banking products. But it is also precisely this dependency that creates the spillovers. Since

the fixed costs of branching are supported by revenues from all products, a reduction in the

profitability of one product can lead to the closure of some branches and consequently, a

reduction in the provision of the other products. This mechanism will serve as the primary

channel for the “nonbank shock,” in both the reduced form in this section and the structural

model that follows.

This section uses a reduced-form framework to show that this mechanism has already

had significant impact in the observed data. Higher nonbank growth (at the county level) led

to net closures of branches and decreases in deposit-taking and small business lending. The

effects are especially strong for larger banks, who may find it easier to redeploy their capital

in more profitable regions. I take advantage of movements in the home price distribution

relative to a sticky regulatory threshold to develop an instrument for changes in nonbank

competition.

To the extent that branching and spillover effects are dynamic equilibrium outcomes,

there is reason to believe that the actions that banks have already undertaken in the

data understates the true extent of the total long-run impact. Quantifying these long-run

outcomes is the content of the structural model to follow.

1.3.1 Aggregate Facts

I begin by documenting the relationships between nonbank growth, branching, and deposit-

taking during 2011–2017. Panel A of Figure 1.2 plots the change in nonbank market

share versus the change in the number of branches through these seven years. Each point

represents one county. The figure shows that the aggregate patterns are reproduced almost

perfectly at the county level: Nearly all counties saw an increase in the nonbank market

share of mortgage originations, and a vast majority of counties saw a decrease in branching.

But perhaps more strikingly, there is a clear correlation between the two trends. Counties

that saw a higher increase in nonbank share also saw more branches close.
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Figure 1.2: Change in Nonbank Market Share, Branching, and Deposits (2011–2017)
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Panel B of Figure 1.2 plots the nonbank share change against the percentage change in

total deposits. Once again, each point represents one county. While all but two counties saw

an increase in total deposits, the counties with higher nonbank growth experienced relatively

less deposit growth. The two panels of Figure 1.2 also highlight that the relationship between

nonbank growth and demographics may be counterintuitive. Despite their educated and

wealthy populace, New York County (Manhattan) and Suffolk County (Boston) experienced

some of the smallest nonbank growth.

1.3.2 Empirical Strategy

The primary goal of this section is to identify the impact of nonbank growth on branching

and any potential spillover effects into deposit-taking and small business lending. Through-

out the following analysis, I focus on a county c as the market unit. Thus my estimates

fully incorporate the branching response arising from mergers, bank exit, and bank entry

induced by nonbank growth. I define differences ∆ in my variables of interest as the total

change between 2012–2017 rather than one-year first differences. This allows me to remain

relatively agnostic about the time structure of my mechanisms, since branching decisions

may take time to react to nonbank shocks.

My baseline regression specification of interest for the branching response is thus

∆ log (# branches)c =β× ∆nonbank loan sharec + γ× Xc + εc, (1.1)

where Xct is a set of controls: the level of the Zillow home price index in 2012 and changes

in median income, population, and the home price index. Since changes in nonbank loan

shares are endogenous outcomes in the market for loan competition and likely directly

influenced by the number of branches nonbanks have to compete against, I require an

alternative form of identification for the coefficient of interest above. In particular, I exploit

the proportion of homes that could potentially cross above the conforming threshold at the

beginning of this time period.

Nonbanks disproportionately focus on conforming loans. Figure 1.1 shows that this
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difference is stark. For reasons mentioned earlier, banks have a comparative advantage

in originating jumbo loans. This suggests that any shock that only affects the size of the

conforming market can serve as an exogenous shifter of nonbank loan shares. All else equal,

smaller conforming loan markets decrease nonbank shares. Since the primary qualification

for a loan to be conforming is whether or not the loan amount is below the conforming

loan limit, there are two changes that can decrease the size of the conforming market: (1)

increase loan amounts (i.e., house prices); or (2) decrease the conforming loan limit.

Figure 1.3 shows the movement in house prices and conforming limits over the time

period.6 While house prices fluctuated widely and eventually skyrocketed, conforming

limits barely moved at all. These patterns arise due to regulatory reasons. Conforming

limits are normally subject to change with respect to aggregate median house prices in the

country. However, when the national limit was set during the financial crisis, part of the

regulation stipulated that the limit can only increase as a result of changes in house prices,

but not decrease. (In part, access to conforming loans is seen as a consumer-friendly policy.)

Figure 1.3 also sheds light on my choice of using 2012–2017 as the time period of analysis:

Home prices only started to consistently rise after 2012.

To illustrate how these changes translate to a change in the size of the conforming market,

consider a hypothetical distribution of desired loan amounts in Figure 1.4. Panel A plots the

histogram of desired loan amounts before a rise in house prices. The “marginal consumer”

desires a loan just below the conforming limit. Now suppose prices shift rightward as in

Panel B. The marginal consumer now sits to the right of the conforming limit, and has to

either obtain a jumbo mortgage or take out a conforming loan at the limit that is smaller in

size than desired. In either case, nonbanks are now at a disadvantage when competing for

this consumer. Hence I use the mass of such marginal consumers (as shown in Panel C) as

my instrument for nonbank share. In particular, I define the “CLL density” as each county’s

2012 share of loans originated with loan amounts between 90-100% of the conforming loan

6Certain areas with higher house prices (“high-cost areas”) may have higher limits. I exclude such areas
from my reduced-form empirical specifications.
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Figure 1.3: National Conforming Loan Limit and Home Prices

limit. While the actual mass of consumers pushed to the right side of the conforming limit

between 2012 to 2017 will vary across counties based on the increase in home prices in each

county, using a single range for all counties prevents the change in prices from influencing

my instrument.

By construction, my CLL density instrument is a function of the price distribution.

Turning back to the exclusion restriction for the IV specification for Equation 1.1, I require

the instrument to be orthogonal to county-specific trends in demographics, growth, or

banking competition that may drive both branching and nonbank shares. I alleviate these

endogeneity concerns in two ways. First, I use the marginal mass in 2012 (i.e., the level) as my

instrument rather purposefully so as to not contain any information about changes after 2012.

Furthermore, to purge my instrument of potential correlation with the previously-mentioned

county-specific trends, I obtain the residuals ζc from the following regression:

2012 CLL densityc = γ̃× log (2012 Zillow mean home price index)c + ζc

and use ζc as my instrument in all of the following analysis. Put another way, my instrument

captures the mass of consumers next to the conforming limit conditional on the mean home

11
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Figure 1.4: The Marginal Consumer
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price in 2012 and demographic shifts after 2012. I also examine the exclusion restriction

directly in the data. In Appendix Table A.1, I show that after controlling for the mean home

price in 2012, there is no significant correlation between my instrument and demographic

trends between 2012–2017. In Appendix Table A.2, I show the same is true for competition

(as measured by HHI) in 2012.

1.3.3 Results

Before diving into my estimates for Equation 1.1, I first present the reduced-form relationship

between my CLL density instrument ζc and the economic variables of interest. The two

analyses generate different insights. Equation 1.1 frames the nonbank effect in units that are

easily quantifiable, since market shares can be computed for every product category-county-

time period combination. But these market shares are themselves endogenous market

outcomes. In contrast, the reduced form shows the direct effect that my exogenous shock

has had on both sides of Equation 1.1.

I split counties into two equal groups—high CLL density and low CLL density. In

the Panel A of Figure 1.5, I plot separately for the two groups of counties the mean time

trends in nonbank loan share (left), log number of branches (middle), and log deposits

(right). Consistent with the marginal consumer argument, counties with lower CLL density

experienced relatively higher gains for nonbanks, greater decreases in bank branching, and

lower increases in deposit-taking.

One natural extension is the extent of heterogeneity in the bank response to nonbank

growth. There are many reasons to expect larger banks to be more elastic in their branching

response. For example, for the same number of branches closed, adjustment costs may be

lower for large banks if they can easily replace the lost deposits with wholesale funding or

if such deposits are small enough in proportion and readily absorbed by existing capital

buffers. Large banks also typically have a larger branch presence and potentially greater

branch density, allowing them to make finer adjustments on the intensive margin without

losing customers. Behavioral or agency reasons can play a role too, if managers of small

13
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Figure 1.5: Nonbank Market Share, Branching, and Deposits, High vs. Low CLL Density Counties

14



banks place more attachment to local branches.7

To explore this heterogeneity, I split banks into “top 100 banks” (by national deposits as

of 2012) and all other banks. This maintains a consistent categorization across the sample

period. Panels B and C of Figure 1.5 break down the trends from Panel A by this bank

size categorization. Panel B plots trends for the top 100 banks, which look qualitatively

similar to those from Panel A. (The gap in branching between the two sets of counties is

slightly larger.) Panel C plots these trends for all other banks. In contrast, the patterns

from Panels A and B have now disappeared. If anything, the branching response seems to

be reversed—counties with lower CLL density and higher nonbank growth experienced a

slightly smaller drop in branching by small banks. Note that since my results are plotted at

the county level (rather than the firm level), this is not affected by survivorship bias.

Table 1.1 presents my estimates for Equation 1.1. Column (1) shows the OLS estimates,

while column (2) shows estimates using the CLL density instrument. The baseline IV

estimate is statistically insignificant, potentially due to the mixed response between large

and small banks in the figure above. Columns (3) and (4), which present IV estimates

separately for top-100 and non top-100 banks, make this more concrete. As nonbanks grew

in market share, large banks responded with a significant net drop in branching, while

smaller banks filled in some of the gap. Note that though the two coefficients in columns

(3) and (4) are similar in magnitude, the net effect is still a decrease in branching since

branching is measured in logs and smaller banks tend to have a smaller branching presence

on average. Economically speaking, the 25th percentile county during this time period

experienced a 16% rise in nonbank share, while the 75th percentile county experienced a

27% rise in nonbank share. The model predicts an additional -13% change in branching for

top banks for the 75th percentile county.

Having characterized nonbank growth’s effects on branching, I shift my focus to spillover

7Khanna and Tice (2001) find similar heterogeneity in responses of discount firms to WalMart’s entry into
their markets.
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Table 1.1: The Effect of Nonbank Growth on Branching

(1) (2) (3) (4)

Dependent variable ∆ log (# branches), 2012–2017

∆Nonbank share, 2012–2017 -0.2701*** -0.1756 -1.2528*** 1.7311
(0.0494) (0.3341) (0.6088) (1.1958)

CLL density instrument Yes Yes Yes
Sample All banks Top-100 Non top-100

First stage F 13.14 13.14 13.14
N 443 443 443 443

Table 1.2: The Effect of Nonbank Growth on Deposits

(1) (2) (3)

Dependent variable ∆ log (deposits)

∆Nonbank share, 2012–2017 -0.7405 -1.5133*** 4.0627
(0.5806) (0.7306) (2.8682)

CLL density instrument Yes Yes Yes
Sample All banks Top-100 Non top-100

First stage F 13.14 13.14 13.14
N 443 443 443

effects. I estimate the following equation:

∆ log (spillovers)c =β× ∆nonbank loan sharec + γ× Xc + εc, (1.2)

where “spillovers” refers to a spillover outcome of interest, and ∆ refers to the difference

between 2012–2017. As before, I instrument for ∆nonbank loan share using the (purged)

CLL density in 2012, ζc. Table 1.2 shows estimates of Equation 1.2 for deposits as the

dependent variable. Consistent with my earlier results on branching, the model estimates

substantial heterogeneity in the responses of large vs. small banks. The IV coefficient in

column (3) suggests that relative to the 25th percentile county, the 75th percentile county in

nonbank growth saw an additional -15% change in deposit-taking by large banks.
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Table 1.3: The Effect of Nonbank Growth on Bank Mortgage Lending and Small Business Loans

(1) (2)

Dependent variable ∆ log (mortgages) ∆ log (small bus. loans)

∆Nonbank share, 2012–2017 -1.9635*** -1.9374**
(0.7321) (0.9465)

CLL density instrument Yes Yes
Sample All banks

First stage F 13.14 13.14
N 443 443

Table 1.3 presents estimates of Equation 1.2 for banks’ mortgage lending and small

business lending as the dependent variable. The IV coefficient in column (4) suggests that

the 75th percentile county in nonbank growth saw an additional -19% change in small

business lending. Column (2) suggests a similar drop in banks’ mortgage lending, though

much of this is likely direct effects of nonbank growth in the mortgage space rather than

spillovers from branch closures.

1.4 Model

This section specifies a structural model of Bertrand-Nash competition for mortgages and

deposits. Throughout this section I use θ (together with relevant accompanying subscripts

and superscripts) to denote parameters to be estimated.

1.4.1 Mortgage Demand

I start with the setup for the static equilibrium in mortgage competition. Where appropriate,

I will use a superscript L to denote loan-side objects. I define a market m as a MSA-loan

purpose (home purchase vs. refinance) at year t. Each market contains lenders indexed

by j, who set mortgage rates rL
jkmt separately for each product k ∈ {conforming, jumbo},

market m, and time t. From the perspective of the model, the choice of market separates
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firm-products into independent groups such that consumers can only substitute within but

not across markets, and lenders are only allowed to set one price per product in the market.

The choice of the MSA-loan purpose follows from this intuition. Consumers are unlike

to be in the market simultaneously for both a home purchase loan and a refi loan. MSAs

are sufficiently large such that consumers limit their search to branches within their own

MSA, and MSAs also represent the median rate-setting location for banks (Scharfstein and

Sunderam (2016)).

Each lender j in market m at time t also carries a set of observable attributes Xjmt that

influence the consumer’s decision. For the purposes of my empirics, Xjmt contains the

number of branches (normalized by population) and the average branch age. The former

captures the density or expected travel costs to the nearest branch, while the latter proxies

for branch stickiness (older branches have had more time to develop sticky clientele). Hence

for each lender-product-market-year combination, the set of observable characteristics are the

mortgage rate rL
jkmt, branch attributes Xjmt, an indicator for whether lender j is a nonbank

lender, an indicator for whether the product k is conforming, and a brand dummy for each

j (e.g., Bank of America). The brand dummy captures brand effects (especially for large

national banks) that may stretch across multiple markets.

Consumers are heterogeneous in terms of their observable traits Di, which includes

income and house price. A consumer i’s decision occurs in two stages. First, she chooses

her preferred loan amount `i, which is a flexible function of Di characterized by a set of

parameters θloan amt: `i (Di; θloan amt).8 This mirrors the setup in Ishii (2007) and Ho and Ishii

(2011), who utilize a similar method to model deposit demand. If i ultimately chooses a

conforming loan, the realized loan amount ˜̀ ik is capped by the conforming limit:

˜̀ ik (Di; θloan amt)
∣∣
k=conforming = min {CLLmt, `i (Di; θloan amt)} .

8By modeling the choice of loan amount and lender as two separate stages, I am effectively assuming that
the loan amount is independent of lender choice.

18



Otherwise, she obtains her preferred amount:

˜̀ ik (Di; θloan amt)
∣∣
k=jumbo = `i (Di; θloan amt) .

The difference between realized and preferred loan amounts is both important for the

subsequent computation of revenue-weighted market shares, and also characterizes the

tradeoff consumers face between conforming and jumbo mortgages.

In the next stage, consumer i makes a discrete choice between the products available

to her. The utility she derives from any particular loan is (with the L superscript denoting

loans)

uL
ijkmt = αL

i rL
jkmt + βL

i Xjmt + ϕinonbankj + γiconformingk + µL
j + ξL

jkmt + εL
ijkmt. (1.3)

This utility specification characterizes various tradeoffs the consumer makes while seeking

her preferred lender and product. First, her utility is decreasing in the rate of the mortgage

through the individual-specific coefficient αL
i < 0. Her utility also varies according to

branching characteristics (βL
i ), giving a potential edge to banks with high or long-standing

branch presence. The ϕi term captures utility provided by nonbank lenders, i.e., convenience

from conducting the transaction online with lenders such as Quicken Loans. γi captures the

conforming vs. jumbo tradeoff discussed earlier. Finally, µL
j accounts for residual lender

fixed effects (i.e., brand), ξL
jkmt is a lender-product-market-year unobservable, and εL

ijkmt is a

logit error capturing residual idiosyncratic differences in preferences for products.

All of the preference coefficients above with the i subscript are individual specific. In

addition to observable traits Di, consumers also differ via a 5× 1 vector of unobservable,

characteristic-specific taste shocks νi. The preferences are drawn from a distribution that

depends on both the observed traits Di and unobserved traits νi. Letting BL
i ≡

(
αL

i , βL
i , ϕi, γi

)
denote the preference random coefficients, then

BL
i = BL

+ ΠLD̃i + ΣLνL
i ,
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where

D̃i ≡ {demeaned incomei, max (0, `i (Di; θloan amt)−CLLmt)}

is a modified vector of consumer-specific observable traits.9 In particular, the second element

of D̃i captures the difference between consumer i’s preferred loan amount and the maximum

conforming loan she is able to obtain. This will become important later for my conforming

loan limit counterfactuals, since an increase in the CLL has the effect of shrinking this

difference. BL is the vector of mean preferences. The 5× 2 parameter matrix ΠL then maps

these observable traits to preferences for each of the firm-product specific characteristics. I

assume that only two elements of this matrix are nonzero: the interaction of the interest

rate with income, and the interaction of the conforming indicator with the loan amount

differential. νL
i is a standard normal consumer-specific unobservable term which captures

residual variation in consumer preferences for observed product characteristics. The 5× 5

parameter matrix ΣL, which I assume to be diagonal (i.e., 5 free parameters in total), captures

how much residual variation exists for each of the characteristics. All together, the demand

side parameters are gathered in θL ≡
(

BL, ΠL, ΣL
)

.

The consumer picks the mortgage product that provides her with the maximum utility

out of the available options. She can also choose the outside option of not taking out any

mortgage (e.g., choose not to refi this year) and obtain a fixed utility of ui0. Standard results

in this literature then imply that the (revenue-weighted) market share of a lender j and

product k in market m at time t is equal to

sL
jkmt

(
θloan amt, θL

)
=
∫

˜̀ ik (Di; θloan amt) sL
ijkmt

(
Di, νL

i ; θL
)

dF
(

Di, νL
i

)
, (1.4)

where

sL
ijkmt

(
Di, νL

i ; θL
)
≡

exp
(

αL
i rL

jkmt + βL
i Xjmt + ϕinonbankj + γiconformingk + µL

j + ξL
jkmt

)
∑j′ ,k′ exp

(
αL

i rL
j′k′mt + βL

i Xj′mt + ϕinonbankj′ + γiconformingk′ + µL
j′ + ξL

j′k′mt

)
(1.5)

9In my empirical implementation, I draw from the empirical distribution for Di for each market-year. I then
demean income within each market-year.
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is consumer i’s probability of purchasing the product.

Intuitively, consumer i’s choice of product is a function of observed product characteris-

tics and draws of the error term εL
ijkmt. Analytically integrating over the distribution for εL

ijkmt

produces the closed form expression in Equation 1.5. The ˜̀ ik (Di; θloan amt) term weights

purchases by loan amount, or revenue. Integrating over the distribution of consumers (i.e.,

observed and unobserved taste traits) then gives the market share.

1.4.2 Mortgage Supply

Lenders specify a product-market-time specific mortgage rate. I specify a relatively reduced-

form marginal cost function. This section focuses on lenders’ marginal costs of mortgage

origination and their pricing choices, which can be reset every period without incurring

menu costs.

I specify a relatively parsimonious model of mortgage marginal costs. A lender j has

lender-specific per-dollar financing cost of

cL
jkmt = φL

jt + ωL
jkmt,

where φL
jt are lender-time specific fixed effects, and ωL

jkmt is an error term. Note that costs

are assumed to be constant across markets for each lender, since lenders are free to shift

capital across regions as they see fit, resulting in the same price of funding across regions

(for example, Aguirregabiria et al. (2017) show significant geographic flow of funds from

deposit-heavy regions to loan-heavy regions). Heterogeneity in φL
jt captures differences in

funding sources (e.g., wholesale, deposits, equity, bank loans for fintech lenders) as well as

constraints such as capital requirements.10

Lenders choose market-product specific rates rL
jkmt to maximize profits given by:

πL
jmt = ∑

k∈{conforming,jumbo}

(
rL

jkmt − cL
jkmt

)
ML

mts
L
jkmt

(
rL

jkmt

)
,

10Residual variation in financing costs may reflect aggregate differences in default probabilities or prepayment
risk of mortgages originated by a particular firm in a particular market.
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where ML
mt is the market size and sL

jkmt is computed via Equation 1.4. Since the share sL
jkmt

depends on all prices by all other lenders, profit maximization by all lenders across all of

their products leads to a system of Bertrand-Nash first-order conditions in prices for each

market. Following previous literature, I recover marginal costs (and hence markups) from

these FOCs.

1.4.3 Deposit Supply and Demand

Supply and demand for deposits closely mirror that of mortgages. Where appropriate, I will

use a superscript D to denote deposit-side objects. In a slight abuse of notation, a market

m is defined as an MSA at year t. Each bank j sets a market-time specific deposit rate rD
jmt.

Banks also have the same observable attributes Xjmt that contains the number of branches

(normalized by population) and the average branch age. Note nonbank lenders from the

previous section by definition do not take deposits and do not participate in this market.

Since my data on deposits is significantly less detailed on the consumer-side relative to

my data on mortgages, I abstract away from the choice of deposit amount. This is consistent

with recent models of deposit markets, such as Egan et al. (2017). The consumer makes a

single choice of which bank to deposit with. Her utility from any particular bank takes the

same form as Equation 1.3, with a few mortgage-specific characteristics removed:

uD
ijmt = αD

i rD
jmt + βD

i Xjmt + µD
j + ξD

jmt + εD
ijmt.

Note here αD
i > 0, since higher rates generate more returns for the consumer. Without

demographic information on depositors, the random coefficients take on a simpler form.

Letting BD
i ≡

(
αD

i , βD
i
)
, then

BD
i = BD

+ ΣDνD
i .

BD is the 3× 1 vector of mean preferences, while the 3× 3 diagonal matrix ΣD captures

residual variation in idiosyncratic preferences for price and the two branching characteristics

Xjmt. There are a total of six deposit demand parameters, gathered in θD =
(

BD, ΣD
)

.
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Market shares follow as before:

sD
jmt

(
θD
)
=
∫ exp

(
αD

i rD
jmt + βD

i Xjmt + µD
j + ξD

jmt

)
∑j′ exp

(
αD

i rD
j′mt + βD

i Xj′mt + µD
j′ + ξD

j′mt

)dF
(

νD
i

)
.

On the supply side, a bank j derives a per-dollar value (the “cost” in this model) of cD
jmt:

cD
jmt = φD

jt + ωD
jmt,

where φD
jt are bank-time specific fixed effects and ωD

jmt is an error term. Similar to the

model of mortgage supply, this represents a parsimonious model of marginal “costs” that is

designed to capture the banks’ ability to redistribute capital across markets it operates in.

Banks choose market-specific rates rD
jmt to maximize profits given by11

πD
jmt =

(
cD

jmt − rD
jmt

)
MD

mts
D
jmt

(
rD

jmt

)
,

where MD
mt is the market size. Similar to the case of mortgages, the pricing first-order condi-

tions derived from banks’ profit maximization give rise to the Bertrand-Nash equilibrium

for static deposit competition.

1.4.4 Estimation

The above models leave me with three sets of parameters to estimate: θloan amt (loan amounts),

θL (loan demand-side), θD (deposit demand-side). I discuss each of these in turn.12

Mortgage Competition

As discussed in Section 1.4.1, consumers’ have a preferred mortgage amount `i that is a

function of observed traits Di: house price and income. I assume this relationship takes the

11Here I assume that banks make MSA-specific choices in rate setting. It would be straightforward to
restrict rates to be constant across larger regions if this results in a better match with observed bank rate-setting
decisions.

12For the Berry et al. (1995) estimates below, I use the PyBLP package from Conlon and Gortmaker (2020).
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following quadratic form:

`i (Di; θloan amt)

house pricei
= θloan amt,0 + θloan amt,1incomei + θloan amt,2income2

i + ε`i .

In other words, the loan-to-value ratio is a quadratic function of income.13 I estimate the

parameters θloan amt via least squares. This is done “offline”, separately from the rest of my

estimation.

Loan-demand parameters are estimated via standard procedures from Berry et al. (1995)

and Nevo (2000), with demographic moments as in Petrin (2002). I estimate the demand-

and supply-sides jointly, though the supply side only includes bank effects. To do so, I

need market-level (i.e., MSA-loan purpose-year) data on prices, quantities, characteristics,

and demographics. To obtain one mortgage rate rL
jkmt per firm-product-market-time unit, I

purge the observed interest rates of credit risk as in Hurst et al. (2016) and Scharfstein and

Sunderam (2016).14 I then merge these rates with demographics and quantities computed

from HMDA data and characteristics from the FDIC branching data. Since the HMDA data

only has reliable interest rate information for 2018–2019, I rely on only these two years for

loan-side parameters.

The standard endogeneity concern for these kinds of models is correlation between the

lender’s choice of mortgage rate and its unobserved product component (ξL
jkmt from Equation

1.3). For example, lenders that have higher unobserved (to the econometrician) quality can

use this quality to charge higher markups. Following Berry et al. (1995), I instrument for

price using a lender’s own and rival observed characteristics from the same market and

same time period. The intuition is simple: The characteristics of a lender’s rivals affects

13Of course, the chosen loan-to-value ratio depends on factors other than income such as creditworthiness.
Since I only require a prediction of this ratio for revenue weighting in the mortgage demand model, the goal of
this exercise isn’t to achieve the best overall fit possible. Rather, I merely require a reasonable prediction of the
loan amount when given the two observable traits of consumer heterogeneity in my model: house prices and
income.

14Since the HMDA data does not provide credit scores, I use instead age, income, and the loan-to-value
ratio. Specifically, I regress rL

ijkmt onto a flexible function of age, income, and LTV (nonparametric bins for each),
obtain the residuals, then rescale the rate by adding back the constant term. I do this separately for home
purchase loans and refinance loans. The firm-product-market-time rate rL

jkmt is then computed as the average
rescaled residualized rate.
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its ability to impose markups, but is uncorrelated with the lenders’s market-product-time

specific unobserved quality ξL
jkmt. These instruments give rise to a set of moments that

allows me to estimate the parameters θL via GMM. I refer the reader to Berry et al. (1995)

for specific details of the estimation procedure.

Since all parameters of the model are estimated jointly, all moments jointly identify

all parameters in the model. However, I provide some informal discussion on identifica-

tion. Variation in market shares across markets with different product offerings pin down

consumer preferences for each of the product characteristics. Consistent with discussion

in Berry et al. (1995) and Berry et al. (2004), identification of the pricing coefficient relies

on the model’s supply side moments (i.e., the firms’ implied markups). Finally, despite

the fact that nonbanks by definition have zero branches, the parameters βi and ϕi can be

separately identified. This is due to many banks originating mortgages in areas where they

have no branch presence. For example, Appendix Figure A.1 shows that Citibank originates

mortgages in much of the US but only operates branches in a few major cities.

Table 1.4 presents the parameter estimates. To interpret the branching density parameter,

consider the Boston MSA with a population of approximately five million. To increase the

branches per 10,000 people by 0.01 in Boston requires five additional branches. The model

predicts that the average consumer is indifferent between five additional branches and a

0.027% decrease in the interest rate.15 Put another way, the value of branch density for a

large national bank in Boston with 100 branches is equivalent to 0.53% in the interest rate.

Branch age has a similar effect: An older bank whose branches had been in the MSA for 20

years generates value for the average consumer equal to 0.154% in the interest rate. Note

that of course, banks in the dataset differ across a variety of dimensions and comparisons

between banks with large differences in characteristics should be interpreted with caution.

Figure 1.6 shows the estimated marginal costs and markups, separately for banks and

nonbanks. The model estimates imply that nonbanks have higher marginal costs and

15Because income draws are demeaned before they are used in the model, only the price coefficient is
necessary for making this comparison.
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Table 1.4: Estimated Parameters for Mortgage Demand

Mean coefficients SD coefficients

Interest rate (pp) -0.973 0.007
(1.838) (2.359)

# branches / 10,000 people 2.596 1.125
(1.6400) (44.080)

Branch age (10 years) 0.075 1.809
(4.913) (3.762)

Nonbank 0.002
(8.689)

Conforming -0.402 0.023
(0.091) (6.242)

Demographic interactions
Income × interest rate -0.235

(0.042)
max (0, `i (Di; θloan amt)−CLLmt)× conforming -0.639

(0.346)

(somewhat consequently) lower markups. In many ways these results serve as validation of

the estimates: higher marginal costs are consistent with nonbanks’ lack of access to cheap

deposit funding, and banks may command higher markups due to consumer familiarity

from other financial products. The magnitudes for marginal costs are also consistent with

MBS yields during the period of interest (2018–2019).

Deposit Competition

Since my model for deposit competition is essentially a simplified version of my model

for mortgage competition, I only focus on describing a few key differences in this section.

To obtain market-level rates on pricing, I take pricing survey data from RateWatch at the

branch level and compute the median APY per MSA-bank. I combine these with deposit

figures from FDIC to create an annual-level dataset for 1997–2015. Following Egan et al.

(2017), I use variation in input prices (Villas-Boas (2007)) to instrument for deposit rates by

computing bank-MSA specific pass-through of treasury yields. I combine this along with

a bank’s own and rival characteristics from before to form the set of instruments for the
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Panel A: Marginal Costs

Panel B: Markups

Figure 1.6: Model Implied Mortgage Marginal Costs and Markups
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Table 1.5: Estimated Parameters for Deposit Demand

Mean coefficients SD coefficients

Deposit rate (pp) 1.892 1.997
(0.236) (0.111)

# branches / 10,000 people 9.518 0.063
(0.342) (0.006)

Branch age (10 years) 0.504 0.046
(0.063) (0.019)

pricing coefficient.

Table 1.5 presents the parameter estimates. My estimates imply more inelastic consumers

relative to other work such as Egan et al. (2017), possibly due to my inclusion of smaller

banks whose deposits tend to be more sticky. Relative to the mortgage-side estimates,

consumers have a stronger preference for branching (both in terms of density and age) in

terms of the estimated branching tradeoffs they are willing to make relative to rates. For

example, the same national bank in Boston with 100 branches provides value for the average

consumer equal to 1.006% in the deposit rate. This magnitude is roughly consistent with

differences in deposit rates observed between national and community banks at the time of

writing.

1.4.5 Counterfactuals

While the next chapter seeks to endogenize the branching decision via a full dynamic model,

the static estimates combined with my earlier reduced-form estimates above already provide

sufficient information for computing a counterfactual. For this section, I consider a 25%

increase in the conforming loan limit across all counties, which has the effect of increasing

the types of loans eligible for the conforming market.16

To implement this counterfactual, I begin by modifying ˜̀ ik and D̃i for every simulated

16Buchak et al. (2020) estimate that this results in a net 4% increase in nonbank mortgage origination share,
and details resulting implications on lending volumes, interest rates, profits, and welfare. See Scharfstein and
Sunderam (2011) for a broader discussion on housing finance reform.
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mortgage household (recall D̃i contains the difference between the consumer’s preferred

loan amount and the CLL). I then allow firms to reoptimize their prices and compute a new

set of prices and market shares for each market. To account for the endogenous branching

response, I use separate estimates for Equation 1.1 for top banks and other banks from

Table 1.1. Note these estimates only capture contemporaneous changes in branching during

the 2012–2017 time period, which may be an underestimate of the true long-run branching

response.17

Table 1.6 presents counterfactual results for mortgage markets. Each row shows the

change (relative to the baseline) in a performance metric for a particular group of firms

averaged across markets. For example, the average market saw its overall nonbank share

grow by 1.91% after the CLL increase, which led to an estimated 2.44% drop in branching for

top banks and 3.48% increase in branching for other banks. The average bank markup (share-

weighted at the market level, then averaged across markets) decreased by approximately

three percent. A similar decrease occurred for nonbank markups. The market expansion

also led to large increases in profitability for all lenders. Notably however, the additional

contribution of endogenous branching was relatively muted across the metrics—price and

quantity responses were clearly first order for the mortgage market.

Table 1.7 shows the implications for deposit markets. Here the CLL change does not

play any role on its own,18 so I only present results after the branching response. Consistent

with my earlier estimates that suggest branching to be more important for deposits than

for mortgages, I find a larger counterfactual branching impact here in the deposit market.

Relative to the baseline case, the increase in the CLL leads to decreased market share for top

banks, a two percent decrease in their markups, and a more than seven percent decrease in

overall profits. It’s evident that the model predicts sharp changes in markups and profits

17To the extent that some of the branching response is due to merger activity, these are captured in the
reduced-form estimates used here.

18In a counterfactual where the CLL changes across the entire US by 25%, the effects on the mortgage market
may well affect the value of an additional dollar of deposits nationwide (i.e., the “cost” term in the deposit
model). The results presented here do not take such effects into account.
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Table 1.6: Counterfactual Results (Mortgage Market)

Equilibrium Scenario

Average (across markets) change from baseline Prices Prices & Branches

Bank market share (pp) +1.0339 +0.9057
Nonbank market share (pp) +1.9136 +1.9767

Bank markups (pp) -0.0373 -0.0384
Bank markups (% change) -3.1346 -3.2192

Nonbank markups (pp) -0.0347 -0.0345
Nonbank markups (% change) -2.9174 -2.8984

Bank profits (% change) +9.8876 +7.7920
Nonbank profits (% change) +13.5186 +14.0166

Top bank branching (% change) — -2.4460
Non-top bank branching (% change) — +3.4810

for even a relatively small change in branching. Policy analysis that does not account for

branching responses are likely to omit such spillover effects.

1.5 Conclusion

This paper studies the significance of the branching channel for policy evaluation in the

banking sector. I document that the rise of nonbank lenders in the past decade has directly

caused closures in bank branches and led to decreased deposit-taking and small business

lending. In order to quantify the branching channel under policy counterfactuals, I specify

and estimate a structural model of competition for mortgages and deposits. The model

implies that banks’ branching response can have significant impacts on these product

markets and suggests branching may be an important channel for policy implications.
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Table 1.7: Counterfactual Results (Deposit Market)

Equilibrium Scenario

Average (across markets) change from baseline Prices & Branches

Top bank market share (pp) -0.6849
Non-top bank market share (pp) +0.1971

Top bank markups (pp) -0.0112
Top bank markups (% change) -2.0901

Non-top bank markups (pp) -0.0006
Non-top bank markups (% change) +0.1996

Top bank profits (% change) -7.2137
Non-top bank profits (% change) +3.9493

Top bank branching (% change) -2.4460
Non-top bank branching (% change) +3.4810
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Chapter 2

Dynamic Model of Bank Branching

2.1 Introduction

This chapter extends the analysis from Chapter 1 by embedding the static model of bank

competition into a dynamic model of bank branching. Recall that in the static model,

banks take their branching choices as fixed and compete via Bertrand Nash price setting for

market share in mortgage origination and deposit-taking. Taking profits from these two

business segments as given, banks make dynamic branching decisions that are associated

with adjustment costs. When doing so, banks internalize the evolution process of all profit-

relevant state variables, including nonbank growth and the equilibrium branching strategies

of their rivals. The branching equilibrium is characterized by a high-dimensional dynamic

game in continuous time.

While two-step estimators (Hotz et al. (1994); Bajari et al. (2007); Arcidiacono et al. (2016))

facilitate parameter estimation at relatively low computational cost, counterfactual analysis

requires recomputing the dynamic equilibrium. The complexity of the state space makes

standard methods infeasible as I quickly run into the curse of dimensionality. I solve this

problem by leveraging the adaptive sparse grid (ASG) toolkit, a numerical technique for

solving high-dimensional dynamic models (Brumm and Scheidegger (2017)). We tailor the

technique for models cast in continuous time (see Chapter 3), and I further adapt the method
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to the setting of oligopolistic competition with discrete actions. Relative to prior methods in

industrial organization for dealing with the curse of dimensionality, ASGs do not require

any modifications (i.e., behavioral assumptions) to the setup of the game and serve as an

extension to work focused on casting such games in continuous time (Doraszelski and Judd

(2012); Arcidiacono et al. (2016)).

Since the model endogenizes branching decisions, I extend the counterfactual analysis

from Chapter 1 by computing the banks’ branching response to the same 25% increase in

the conforming loan limit. These estimates improve upon the previous counterfactuals by

characterizing the long-run equilibrium rather than the medium-run effects estimated from

the reduced-form results (recall the reduced form focuses on changes between 2012–2017).

They also capture how branching responses may differ across markets with varying demo-

graphics, competitive environments, and demand for conforming loans. My results suggest

that the full branching response is larger than is predicted by the reduced form estimates,

though the implications are directionally (and qualitatively) similar.

My model builds on the literature on spatial competition and dynamic models of entry,

exit, and investment. While much of this literature can be traced back to Ericson and Pakes

(1995), my analysis is more closely related to recent models of spatial competition such as

Davis (2006), Barwick (2008), Holmes (2011), Ellickson et al. (2013), Arcidiacono et al. (2016),

and Zheng (2016). I also make a methodological contribution to solving high-dimensional

dynamic games, extending the work of Doraszelski and Judd (2012) and Arcidiacono et al.

(2016).
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2.2 Endogenizing Branching: Dynamic Model

2.2.1 Model

Banks j ∈ {1, . . . , J} make independent decisions across markets m defined at the MSA

level (as such, I will omit the subscript m throughout this section).1 Nonbank lenders do

not make branching decisions, though the model will capture their endogenous pricing

responses.

The model has four main components:

• Heterogeneous banks j that optimize their branch networks

• States xt that characterize this heterogeneity as well as market conditions at a given

point in time

• Payoffs π (xt) that a bank j receives at state xt, and

• Actions ajt by banks j that determine the evolution of the state xt.

The model is similar to the dynamic oligopoly models of Ericson and Pakes (1995), Pakes

and McGuire (1994), and Arcidiacono et al. (2016).

States The states xt are chosen to best capture the market conditions that lead to variation

in the payoffs πj. In particular, xt includes payoff-relevant information that is observable

and fixed at the beginning of each time period. I focus on branch characteristics for each

bank (number of branches) and market size (population). I also include the nonbank market

share of mortgages as a reduced-form approximation to nonbank competitive pressure. The

state vector xt is then

xt ≡ (nonbank sharet, popt, b1t, . . . , bJt) ,

where (b1t, . . . , bJt) are the number of branches for each bank.

1I assume banks make optimal branching decisions on a market-by-market basis rather than optimizing
their network jointly across markets.
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Actions States evolve according to the actions ajt that are taken by banks as well as

exogenous factors (i.e., changes in demographics). Time is continuous. Similar to other

models in this space (e.g., Arcidiacono et al. (2016)), banks can only take actions during

exogenously occurring move arrival events, which occur at a fixed rate λ for all banks. Actions

include opening a new branch (ajt = 1), closing a branch (ajt = −1), or doing nothing at all

(ajt = 0). Stochastic move arrival events represent both random delays in decision making

or action taking and randomly arriving opportunities in real estate or local zoning. Such

randomness in moves are well-supported by patterns in the branch opening / closing data.

I defer further discussion of move arrival events to Section 2.2.1.

Actions are associated with instantaneous costs ψ
(
ajt; θdynamic

)
+ ε

(
ajt
)
, where ψ

(
ajt
)

is a fixed adjustment cost to be estimated and ε
(
ajt
)

is a random, choice-specific payoff

observed by the firm but not by the econometrician. The specification of ψ is simple. There

is an upward adjustment cost, a downward adjustment cost, and the continuation choice is

costless:

ψ
(
ajt; θdynamic

)
=


ψ+1, ajt = 1

0, ajt = 0

ψ−1, ajt = −1

,

where ψ+1, ψ−1 ∈ θdynamic are parameters to be estimated. In the spirit of Rust (1987), I

assume ε
(
ajt
)

are distributed Type-I Extreme Value, and are independent across states, time,

and actions.

State Transitions Once the action is taken, the state change is deterministic (i.e., the firm

will always successfully open or close a branch should it choose to do so). The firm’s

number of branches bjt will jump accordingly.

Not all states are directly determined by firm actions. Nonbank share is an endogenous

outcome that depends on factors that drive their competitive position (size of the conforming

market, convenience from fintech technology, etc.) and the quality of competition from

banks (e.g., their branch presence). In my empirical implementation, I express the transition
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process for nonbank share as a function of the variables above plus a time trend, then

estimate this function nonparametrically. In other words, the model allows banks’ branching

decisions to affect nonbank share in a reduced-form manner while incorporating natural

nonbank growth in the background.

Flow Profits Having specified the states and their transitions, I now characterize how

states translate to flow profits. Assume that flow profits for a bank j are equal to the sum of

profits from j’s mortgage business (πL
jt), deposit business (πD

jt ), and other retail businesses

(e.g., small business lending). Suppose for now I have, from the static estimates, a mapping

between the state variable xt to profits from the mortgage πL
jt (xt) and deposit businesses

πD
jt (xt). I describe these mappings in more detail in Section 2.2.1.

Total flow profits are:

π (xt; κ) = πL
jt (xt) + πD

jt (xt)− κbjt.

The first two terms aggregate mortgage and deposit profits. The final term captures the flow

cost of operating branches. Together with adjustment costs ψ+1 and ψ−1, these compose the

dynamic parameters to be estimated:

θdynamic = (ψ+1, ψ−1, κ) .

It would have been possible to identify the flow profit function from just the dynamic

model and associated branch opening / closing decisions alone. In fact, this is what most

papers in this space do (e.g., Arcidiacono et al. (2016)). This is often a practical choice, as

they lack data on prices and quantities at a sufficiently granular level to estimate static

profits. Fortunately I have access to such data in this case, and my first stage estimates of

static profits reduces the leverage I would otherwise require from the branching data.

Value Function Having specified the states, actions, and flow profits, I can now detail

the value function for a bank j in state x. Suppose firms discount the future at rate ρ.

Let x′ (x, a) denote the future state conditional on taking action a at state x, and let σja (x)
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denote the probability of firm j taking action a at state x. Then the value function for firm j

is characterized by:

ρ̃Vj (x) =π
(

x; θdynamic
)
+ ∑

a
σ0 (x, a)Vj

(
x′ (x, a)

)
+ ∑

j′ 6=j
λ ∑

a∈{−1,1}
σj′ (x, a)Vj

(
x′ (x, a)

)
+

+ λ max
a∈{−1,1}

{
Vj
(

x′ (x, a)
)
+ ψ

(
a; θdynamic

)
+ ε (a)

}
, (2.1)

where ρ̃ = ρ + ∑a σ0 (x, a) + ∑j′ 6=j λ ∑a∈{−1,1} σj′ (x, a) + λ. The first term captures flow

profits. The second and third terms capture actions by “nature” and competitors, respectively.

The final term accounts for firm j’s optimal action conditional on state x. I consider

symmetric equilibria under Markov perfection.

I conclude this section with some extended discussion about the model. Readers who

are purely interested in estimation and results can skip to Section 2.2.2.

Move Arrival Events

One main difference between my continuous time model and those set in discrete time

is the usage of exogenous move arrival events to facilitate firm actions. Heckman and

Singer (1986) advocated for the use of continuous-time models to model discrete choices

over time, arguing that the processes of decision making and action taking need not neatly

correspond to predefined time units. In the case of bank branching, move arrivals events

can also represent periodic opportunities in real estate, delays local zoning or permitting, or

competition from other retailers for the same physical locations. All of these shocks arrive

randomly and are outside the banks’ control.

These arguments have support in my data. As mentioned in Chapter 1, I observe branch

opening and closing decisions at the daily level. It’s readily apparent that these decisions

take time to occur, as they neither respond instantaneously to changes in the state variable

(i.e., other branches closing) nor do they cluster in intensity (banks tend to open or close

branches over a period of time rather than all at once). These patterns are consistent with a

model where firms take time to respond to changes in the state variables and must wait for

opportunities to arise before making changes to their branch networks.
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Finally, my fixing of the move arrival rate λ does not preclude firms from opening or

closing branches at a faster rate, should they so desire. As discussed in Arcidiacono et al.

(2016), setting a fixed rate λ while giving banks the option to do nothing (ajt = 0) is related

to uniformization in the stochastic process literature. The same set of observed actions can

be rationalized by a high λ where firms frequently choose to do nothing or a low λ where

firms are expected to move frequently. A similar intuition holds in the discrete time case.

For example, the probability that a firm chooses to make no changes to its branch network

is much higher in a model with quarterly time periods than one with annual time periods.2

In fact, my model is much better equipped to handle larger number of branch openings

/ closings within a year than a standard discrete time setup, where banks are typically

restricted (often numerically) from making such large changes within a single discrete time

period.

States and Flow Profits

Recall from Chapter 1’s static model, I have on hand estimated profits for each bank for

two of these three components: mortgage profits (πL
jmt) and deposit profits (πD

jmt). I also

observe in xt most of the payoff-relevant variables implied by the static model. Thus, the

static estimates alone produce a mapping between xt and each of πL
jmt and πD

jmt. Since xt

does not perfectly predict πL
jmt and πD

jmt (due to, for example, unobservables such as ξ), I

estimate this mapping nonparametrically.

Specifically, in my empirical implementation I specify cubic functions π̃L and π̃D such

that:

πL
jmt = π̃L

(
nonbank sharet, popt, bjt, b

{j′ 6=j}
t ; θL

π

)
πD

jmt = π̃D
(

popt, bjt, b
{j′ 6=j}
t ; θD

π

)
.

2The choice of λ does, however, have economic content. When λ is higher, firms are able to (on average)
respond faster to changes in the underlying state. In principle one should be able to identify λ by comparing
how quickly firms respond to these state changes. But in for the purposes of my empirical implementation, I
calibrate λ such that move arrival events occur slightly more frequently than the observed frequency of bank
branch changes. Again, this calibration is analogous to the choice of time period in a discrete time model, which
are often simply chosen to match the data sampling period.
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θL
π and θD

π are parameters to be estimated, and, for example, b
{j′ 6=j}
t denotes the mean

number of branches among j’s competitors. Note I don’t use the full state vector xt in my

specification above. This is because I only have access to estimated profits for each of the

observed bank-market-time combinations, which depend on realized unobservables such as

ξ. Because the static model does not specify a process for such unobservables, this is a data

fitting exercise rather than a model prediction exercise. Thus I face a standard bias-variance

tradeoff in fitting the profit functions.

My choice of nonparametric features has a behavioral interpretation as well. In the

real world, managers cannot possibly condition on the full state vector when forming

expectations on future profits. My reduced set of features is a closer approximation of key

metrics that managers may use in their decision making.

2.2.2 Estimation

Estimation proceeds in two stages. In the first stage, I obtain the state transition process

by estimating the hazards that govern the rate of change in each of the state variables. In

the second stage, I take the transition process as given and forward simulate to obtain,

for any candidate structural parameter vector θdynamic, the sum of discounted profits (i.e.,

the value function) associated with each action at each state. This produces probabilities

associated with opening / closing branches under firm optimality conditions. I then

estimate θdynamic by minimizing the distance between observed actions and model-implied

optimal actions. My procedure is conceptually similar to those in Hotz et al. (1994); Bajari

et al. (2007); Arcidiacono et al. (2016), with certain adaptations to make it feasible for my

high-dimensional, continuous state space.

Recall the state vector is defined as

xt = (nonbank sharet, popt, b1t, . . . , bJt) .

Let X denote the space that xt resides in. Note the dimensionality of X grows linearly with

the number of firms: In a market with J firms, X has a total of J + 2 dimensions. With
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sufficiently large markets in the data (such as the New York MSA), the dimensionality of X

is simply impossible to work with. Some dimensionality reduction techniques are required.

First, I only model dynamic actions for banks that have had, at any point in my sample, at

least one branch per 40,000 people in the MSA of interest. Empirically, this restriction limits

the total number of banks for any MSA to at most seven in my data: J = 7. When estimating

state transitions, I further simplify the problem via a functional approximation. The goal

of this step is producing a description of state transitions under the observed equilibrium.

Since the number of actions I observe is small relative to the dimensionality of X , I face a

standard bias-variance tradeoff in fitting these actions. The functional approximation allows

me to focus on state variables that likely drive managerial decisions (very much analogous

to the profit-fitting exercise earlier).

However, this approach is not adequate for computing counterfactuals since a new

equilibrium has to be computed, and I instead develop and implement a new numerical

approach using adaptive sparse grids (see Chapter 3). I defer further discussion to Section

2.2.3.

Step 1: Estimating State Transitions

The primary output of step 1 is a mapping between state variables xt and observed actions

ajt. I adopt the method from Arcidiacono et al. (2016) with only slight modifications for my

setting. I focus on years 2010–2017, and use as my data all branch openings and closings I

observe during this time period, which I observe at the daily level. Let σ̃j (x, a; ϑ) denote

the reduced-form probability of firm j choosing action a at state x, where ϑ is a vector of

parameters to be estimated. I assume that σ̃j has the following multinomial logit form

σ̃j (x, a; ϑ) =
exp (φ (x, a; ϑ))

∑a′∈{−1,0,1} exp (φ (x, a′; ϑ))
,
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where φ (x, a; ϑ) is a flexible function of the following variables:3

(
nonbank share, pop, bj, b

{j′ 6=j})
.

Note this has high parallels to Section 2.2.1, where I mapped states to estimated profits. The

main difference is whereas back in Section 2.2.1 estimated profits were distributed over a

continuous domain, here actions are discrete and a different fitting approach is required.

I estimate the parameters ϑ via maximum likelihood. At a state x, the probability of the

next action involving a state change occurring within τ units of time from now is given by

the CDF of the exponential distribution:

1− exp

(
−τ

(
∑

j
λ ∑

a∈{−1,1}
σ̃j (x, a; ϑ)

))
. (2.2)

Here, the rate parameter associated with the exponential distribution is the sum of all

potential actions across firms j. Differentiating this CDF with respect to τ then gives the

density that the action occurs at exactly τ units of time from now:(
∑

j
λ ∑

a∈{−1,1}
σ̃j (x, a; ϑ)

)
exp

(
−τ

(
∑

j
λ ∑

a∈{−1,1}
σ̃j (x, a; ϑ)

))
.

Now note that conditional on this state change occurring, the probability that it was by a

particular firm j taking action a is given by

λσ̃j (x, a; ϑ)

∑j′ λ ∑a′∈{−1,1} σ̃j (x, a′; ϑ)
.

Combining this with the earlier density, the likelihood that firm j takes action a at time τ is

then

λσ̃j (x, a; ϑ) exp

(
−τ

(
∑
j′

λ ∑
a′∈{−1,1}

σ̃j′
(
x, a′; ϑ

)))
. (2.3)

Equation 2.3 specifies an easily computed likelihood for every branch opening / closing

event I observe in the data (with τ computed as the number of days since the last event in

the same MSA). Let markets in my data be denoted by m ∈ {1, . . . , M} and events in such

3I include these variables and their squares in the multinomial logit model.

41



markets be denoted by n ∈ {1, . . . , N (m)}. Furthermore let Imn (j, a) be an indicator for

whether event n in market m was firm j taking action a, let xmn denote the state immediately

preceding event n, and let τmn denote the time that has passed between events n− 1 and n.4

The estimates for ϑ are then given by maximizing the joint log-likelihood of the observed

data:

ϑ̂ = arg max
ϑ

{
M

∑
m=1

N(M)

∑
n=1

(
−τmn

(
∑

j
λ ∑

a∈{−1,1}
σ̃j (xmn, a; ϑ)

)

+∑
j

∑
a∈{−1,1}

Imn (j, a) ln
(
λσ̃j (xmn, a; ϑ)

))

−τM,N(M)+1

(
∑

j
λ ∑

a∈{−1,1}
σ̃j

(
xM,N(M)+1, a; ϑ

))}
.

The first term captures the likelihood of events occurring at the observed time intervals,

while the second term incorporates the probability of the particular actor and action. The

last term accounts for no event occurring between the time of the last observed event and

the end of the sample period (it is the natural logarithm of one minus the exponential CDF

from Equation 2.2).

This concludes state transitions for bank-related time-varying states (b1t, . . . , bJt). I

estimate the evolution of demographic variables from the data. The evolution of nonbank

share depends on both demographics and bank-related actions. I estimate them using the

same approach I used for profits in Section 2.2.1.

My results also provide a convenient empirical test for my selection of state variables

and functional approximation. One key question is whether xt sufficiently captures firm

actions, or whether trends are systematically missing at the MSA level. To test this, I ask

how much additional variation in firm actions could be explained with the addition of MSA

fixed effects in φ.5 Table 2.1 shows the root-MSE of the predicted change in branches for

4For n = 1, this time is equal to the elapsed time since the beginning of the sample period.

5If it’s indeed the case that there remains substantial unexplained variation at the MSA level, it is straightfor-
ward to add an unobserved MSA-level state variable in the spirit of Arcidiacono and Miller (2011); Arcidiacono
et al. (2016).
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Table 2.1: Fit of State Transitions

RMSE %

Baseline model 0.9256 100.00%
Baseline + MSA fixed effects 0.8808 95.16%

each observed action, for the baseline model and model with the addition of the fixed effects.

Adding MSA fixed effects led to only modest gains in the fit.

Step 2: Estimating Structural Parameters

In this step I follow the method in Arcidiacono et al. (2016), which essentially conducts the

continuous time analog of forward simulation methods from Hotz et al. (1994); Bajari et al.

(2007). Following Hotz et al. (1994), the log differences between the hazards (i.e., CCPs) of

two actions a and a′ can be expressed as

λσj (x, a; ϑ)− λσj
(

x, a′; ϑ
)

= Vj
(
x, a; θdynamic

)
−Vj

(
x, a′; θdynamic

)
+ψ

(
a; θdynamic

)
− ψ

(
a′; θdynamic

)
.

I obtain the two Vj terms by forward simulating the reduced-form state transitions from

step 1 and collecting flow payoffs π, transition costs ψ, and the logit shocks ε over time.

I simulate sufficiently far into the future such that the time weight of additional payoffs

are negligible. Estimates for θdynamic are then obtained by matching the model implied

difference between the hazards (the RHS of Equation 2.4) to those estimated from the data

(step 1).6 For standard errors, I adopt the approach from Ackerberg et al. (2012).

Table 2.2 contains estimates for θdynamic. As expected, there is a negative flow cost of

maintaining each branch, a negative adjustment cost for closing a branch (i.e., a scrap value),

and a positive adjustment cost for opening a branch.

6Following Rust (1987), I do not estimate the discount rate ρ directly but instead calibrate it to imply an
annual interest rate of 10%.
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Table 2.2: Dynamic Parameter Estimates

Estimate Standard Error

Branching cost κ -0.5171 (0.0085)
Adjustment costs ψ−1 0.2529 (0.0255)

ψ+1 -0.2114 (0.0775)

2.2.3 Counterfactuals

Section 2.2.3 details how I recompute the equilibrium under potential counterfactual policy

scenarios. Section 2.2.3 describes policy analysis that I consider and how such counterfactu-

als are implemented in the context of the model.

Equilibrium Computation

I begin by providing some informal intuition on why the counterfactuals require a recompu-

tation of the dynamic equilibrium. Flow profits have now changed at all states of the world

under the counterfactual. Even if each firm acted in isolation (i.e., a single-agent problem),

it would need to reoptimize its choice of actions at each state. But because in a dynamic

game these optimal actions are chosen as best responses to other firms’ strategies, the entire

dynamic equilibrium must be recomputed.

This is a fundamentally harder problem than the two-step parameter estimation pro-

cedure from Section 2.2.2. I can no longer take advantage of the observed data, which

is specific to the original equilibrium, to map out the state transition process. The new

equilibrium must be computed via fixed point by iterating the value function from Equation

2.1 until convergence. The standard algorithm for doing this is as follows:

1. Begin with a guess for the value function V0
j (x)

2. Begin with a guess for the strategies σ0
j (x)

3. Compute implied optimal strategy σ1
j (x) given V0

j (x) and σ0
j (x)7

7Note that focusing on symmetric equilibria actually greatly simplifies step 3, because no iteration over the
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4. Compute value function V1
j (x) via the Bellman (Equation 2.1)

5. Iterate steps (3)-(4) until convergence.

The above algorithm suffers from a curse of dimensionality. Even with my earlier simpli-

fication of focusing only on banks with significant business operations in a market, I still

require J = 7 banks or 25 dimensions to represent the state space X . Furthermore, all state

variables are continuous (or in the case of branching, discrete but taking on many possible

values). The number of grid points required to represent X in the above algorithm makes

the simple task of storing Vj (x) and σj (x) in memory impossible.

This curse of dimensionality has been a critical concern for computation of dynamic

games for as long as the models have existed, and many papers have offered techniques

or alternative assumptions in response (e.g., Pakes and McGuire (2001); Weintraub et al.

(2008); Doraszelski and Judd (2012); Fershtman and Pakes (2012); Arcidiacono et al. (2016)).

My solution relies on adaptive sparse grids (ASG), a numerical technique for solving high-

dimensional dynamic models (Brumm and Scheidegger (2017)). We adapt the technique

for partial differential equations in continuous time, and extend the method to incorporate

boundary conditions and the discretization of differential operators (see Chapter 3). I

also modify the method for the dynamic game context in this paper. Relative to existing

dimensionality-reduction techniques in IO mentioned earlier, my ASG method does not

require modifying the setup of the game (e.g., behavioral assumptions in Weintraub et al.

(2008)) and extends the work of Doraszelski and Judd (2012) and Arcidiacono et al. (2016).

ASGs improve efficiency on algorithms that store and make use of functional represen-

tations on a discretized grid. By systematically removing grid nodes where the function

can be well-approximated by nearby nodes (both in terms of error and computational cost),

ASGs can offer orders of magnitude improvements in both memory and computational

efficiency. Figure 2.1 shows the impact on memory in the context of a one-dimensional

function. Suppose there are seven grid nodes placed equidistant within the domain of [0, 1].

specific firms are necessary.
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Panel A plots the basis functions associated with each of the seven grid nodes, which in this

case are simply “hat” functions centered at each node whose width varies depending on

the node’s location. Panel B shows how these basis functions can together approximate the

nonlinear function plotted in the solid black line. The approximation, plotted in the dotted

black line, is the sum of the individual (scaled) basis functions plotted in red. Note that

some of the basis functions result in large “triangles” and have relatively high contribution

to the overall approximation (i.e., they have large coefficients), while others stay relatively

glued to the x-axis. Hence it’s possible to remove some of the basis functions—and the

associated grid nodes—without a significant effect on the approximation error. Panel C

shows the functional approximation with the two least informative nodes removed. While

the efficiency savings are modest in the one-dimensional example, extending this simple

concept to higher dimensions results in extraordinary efficiency gains.8

Following Brumm and Scheidegger (2017), Figure 2.2 visualizes the adapted grid for

the two-dimensional function f (x, y) =
(∣∣0.5− x4 − y4

∣∣+ 0.1
)−1. The grid concentrates its

points around the highly nonlinear regions of the function while remaining relatively sparse

around the linear regions. Figure 2.3 shows the efficiency gains relative to a dense grid:

Even in just two-dimensions, the adapted grid is able to achieve the same error rate with an

order of magnitude fewer points.

I now turn to computational efficiency. Approximations via basis functions face a

fundamental tradeoff: Basis functions with larger regions of mathematical support allow

the overall approximation more degrees of freedom to achieve the best possible fit, but

at the expense of computational cost. Consider the operations to transform a vector of

basis coefficients α to the approximated function at a set of points x and vice-versa. Letting

H (x) be the basis matrix specific to x, and note that it becomes increasingly sparse as

the basis functions have limited support. The two operations are given by f̂ (x) = H (x) α

and (if α and x are the same size) α = H−1 (x) f̂ (x). While H (x) can always be directly

8Efficiency gains also depend on the relationship between the basis functions used and the shape of the
function to be approximated. For example, in the above example, the basis functions are piecewise linear.
Accordingly, efficiency gains are highest for functions with larger linear (or close to linear) regions.
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Figure 2.1: Functional Approximation via Adaptive Sparse Grids
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computed by evaluating the basis functions, H−1 (x) is all but impossible to compute when

the dimensionality of α becomes large (as is the case here).9 The “hierarchical” basis

functions from Figure 2.1 optimize for this tradeoff. The first basis function in Panel A has

full support over the domain, but this support becomes increasingly local as more and more

“children” basis functions are added.

Finally, in contrast to fixed functional approximations such as those I employ in estimat-

ing profits or state transitions, the adaptive process allows the algorithm to iteratively update

the form of the approximation (and where to spend its degrees of freedom) according to the

realized value function. Rather than forcing the researcher to choose a priori or manually

update the approximation throughout the algorithm, the adaptation process can be directly

incorporated into value function iteration. This has the benefit of both decreasing researcher

labor and increasing algorithm stability and replicability.

For further discussion and technical underpinnings, see the next chapter.

Results

I estimate outcomes under the counterfactual scenario as in the previous chapter: increasing

the conforming loan limit by 25%. This would directly increase access to conforming loans,

especially in regions where the conforming limit is binding for a larger proportion of

consumers. While previous work such as Buchak et al. (2020) find that consumer welfare

and loan origination both increase under this policy, a portion of these effects may be offset

by the decrease in branching predicted by the dynamic model.

The primary counterfactual output I require from the dynamic model is the banks’

branching response. I first use the static model from Chapter 1 to compute the new profit

function post-CLL increase. I then project profit onto the state space using the same method

as in Section 2.2.1, and solve for the new dynamic equilibrium and associated value function.

With these in hand, I simulate, for each market, the evolution of branching decisions for

9This inversion is useful for other parts of the algorithm as well. For example, under “implicit methods” of
iterating the Bellman equation, an inversion of the Bellman operator is required, which also requires inverting
the basis function matrix.
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five years past the last observed time period. I pick a period of five years to match the time

period used in the reduced form estimates of Chapter 1, so that the resulting counterfactuals

can be compared appropriately (i.e., all results should be interpreted as five years after the

proposed policy change). Finally, I compare these branching decisions against a benchmark

case where banks are simulated forward five years under the existing equilibrium and profit

function. The difference between the two forms the counterfactual response. Plugging these

branching responses back into the static model gives the implied market outcomes.10

Tables 2.3 and 2.4 report the counterfactual results. For ease of comparison, I also include

the results from the counterfactuals computed in Chapter 1 (in the column labeled “reduced

form”), where the reduced form estimates were used to predict the banks’ branching

response. As expected, the dynamic model predicts a larger response in branching, -3.1905%

on average, compared to -2.4460% from earlier. This larger response then implies a greater

impact in all of the “static” market outcomes (shares, markups, etc.), though the qualitative

patterns remain similar.

2.3 Conclusion

In order to quantify the effect of dynamic branching decisions under policy counterfactuals,

this chapter specifies and estimates a structural model of bank branching. In the model,

banks compete for mortgages and deposits while making dynamic decisions on their branch

networks. Due to the large number of state variables that affect profitability from the

mortgage and deposit businesses, their dynamic problem is incredibly complex. I propose

a solution using a new adaptive sparse grid toolbox and consider a counterfactual with

increased conforming loan limits. The results suggest that a careful consideration of the

dynamic branching response is important for fully capturing the long-run implications of

policies in financial intermediation.

10Since my dynamic model only produces endogenous branching response from large banks, I continue to
use the reduced form estimates to compute the small bank branching response.
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Table 2.3: Dynamic Counterfactual Results (Mortgage Market)

Equilibrium Scenario

Prices Prices & Branches Prices & Branches

Average (across markets) change from baseline (Reduced form) (Structural)

Bank market share (pp) +1.0339 +0.9057 +0.8546
Nonbank market share (pp) +1.9136 +1.9767 +2.0014

Bank markups (pp) -0.0373 -0.0384 -0.0387
Bank markups (% change) -3.1346 -3.2192 -3.2503

Nonbank markups (pp) -0.0347 -0.0345 -0.0344
Nonbank markups (% change) -2.9174 -2.8984 -2.8911

Bank profits (% change) +9.8876 +7.7920 +7.0185
Nonbank profits (% change) +13.5186 +14.0166 +14.2157

Top bank branching (% change) — -2.4460 -3.1905
Non-top bank branching (% change) — +3.4810 +3.4810
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Table 2.4: Dynamic Counterfactual Results (Deposit Market)

Equilibrium Scenario

Prices & Branches Prices & Branches

Average (across markets) change from baseline (Reduced form) (Structural)

Top bank market share (pp) -0.6849 -0.9252
Non-top bank market share (pp) +0.1971 +0.3312

Top bank markups (pp) -0.0112 -0.0130
Top bank markups (% change) -2.0901 -2.4661

Non-top bank markups (pp) -0.0006 -0.0016
Non-top bank markups (% change) +0.1996 +0.0921

Top bank profits (% change) -7.2137 -9.5944
Non-top bank profits (% change) +3.9493 +4.7094

Top bank branching (% change) -2.4460 -3.1905
Non-top bank branching (% change) +3.4810 +3.4810
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Chapter 3

Using Adaptive Sparse Grids to Solve

Heterogeneous-Agent Models in

Continuous Time1

3.1 Introduction

Heterogeneous-agent (HA) models continue to proliferate in many fields of economics.

Solving dynamic general equilibrium models with rich heterogeneity globally remains a

serious challenge, however, due to the curse of dimensionality. HA models oftentimes

feature a high-dimensional state space because, in general equilibrium, the cross-sectional

distribution of agents becomes part of the aggregate state of the economy. Nevertheless,

global solutions are necessary to study many economic applications such as uncertainty,

asset pricing, and occasionally binding constraints that give rise to crisis regions. More

broadly, many economic phenomena are not well captured by studying linear perturbations

around steady states.

The main contribution of this paper is to develop a scalable, robust, and surprisingly

portable numerical toolbox to solve high-dimensional partial differential equations (PDEs).

1Co-authored with Andreas Schaab.
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In continuous time, a large class of HA models can be represented by (systems of) PDEs. We

focus on differential equations that arise naturally as the recursive representation of value

functions in dynamic programming. Our method leverages adaptive sparse grids to combat

the curse of dimensionality, and we develop a consistent and fast solution method for PDEs

on irregular grids. Leveraging this method, we compute a global solution of the benchmark

Krusell and Smith (1998) model with a 17-dimensional state space in less than 5 minutes

on a personal computer. We also solve a continuous-time variant of the Ericson and Pakes

(1995) model of dynamic oligopoly and show that, for the same number of grid points, the

solution accuracy using our adaptive sparse grid method is an order of magnitude higher

than that using standard uniform grids.

Solving general equilibrium models with rich heterogeneity globally is challenging due

to the curse of dimensionality. Since the seminal contribution of Smolyak (1963), sparse grids

have become popular to combat the exponential growth of grid points in higher dimensions.

Regular sparse grids are known to reduce the complexity of a grid in d dimensions from

O(nd) to O(n · log(n)d−1), where n is the number of unique nodes per dimension (see for

example Bungartz and Griebel (2004)). However, further significant efficiency gains can be

realized by constructing and refining sparse grids adaptively, placing grid points efficiently

in regions of the state space where approximation errors remain large.2

This paper builds on the seminal contribution of Brumm and Scheidegger (2017). They

show that adaptive sparse grids are a powerful tool to solve high-dimensional dynamic

general equilibrium models in discrete time. Our focus in this paper is on continuous-time

applications. The use of continuous time in HA models has proliferated rapidly.3 There

are several natural and important computational advantages to the use of continuous time,

which are discussed, for example, in Achdou et al. (2015).

In this paper, we show that the method of Brumm and Scheidegger (2017) is not readily

2See for example Brumm and Scheidegger (2017).

3In macroeconomics, see for example Achdou et al. (2015), Ahn et al. (2017), Kaplan et al. (2018), Fernández-
Villaverde et al. (2019).
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portable to continuous-time applications. In continuous time, dynamic programming relies

on the solution of partial differential equations. The numerical implementation of PDEs on

a grid in turn requires the discretization of differential operators. Finite-difference schemes

are arguably the most popular such discretization method.4 Previous work in the applied

mathematics literature has emphasized that the standard finite-difference stencils that lead

to consistent discretization schemes on regular grids break down and lead to inconsistent

solutions on irregular grids (see for example Schiekofer (1998), Griebel (1998) and Bungartz

and Griebel (2004)). As a result, the direct application of adaptive sparse grid methods to

solve high-dimensional models in continuous time is not viable.

In this paper, we leverage insights from the applied mathematics literature and make

two original contributions that, together, allow us to develop a scalable, robust, and portable

continuous-time value function iteration algorithm (or PDE solver) on adaptive sparse

grids. The main contribution of this paper is therefore the numerical toolbox accompanying

this paper which automates most steps of this algorithm, hopefully allowing for broad

accessibility.

Leveraging results in Schiekofer (1998) and Griebel (1998), we develop a general-

ized sparse finite-difference method that leads to consistent solutions of continuous-time

heterogeneous-agent models in economics on irregular grids. Our toolbox fully automates

this method, providing a function that computes all desired sparse finite-difference opera-

tors associated with any given, arbitrarily irregular grid. The efficiency and accessibility

of our method are further improved by the two original contributions we make in this

paper. First, we show that the differential equations that arise in continuous-time dynamic

programming share a common mathematical structure, which we can exploit to streamline

the solution of such equations significantly.5 In particular, we develop an automated routine

with minimal input requirements from the user. Second, we develop a new systematic

4Most recent applications in economics employ finite-difference methods. See e.g. Achdou et al. (2015).

5In their seminal contribution, Achdou et al. (2015) also exploit this structure. Building on their work, we
develop a routine that computes discretized finite difference operators once ex ante, which improves efficiency
and further reduces user input requirements.
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approach to handle the boundary conditions associated with differential equations. Our

toolbox again automates much of this process, thus minimizing user input requirements.

We showcase the broad applicability and scalability of our method by solving high-

dimensional benchmark applications from different fields in economics. In Section 3.4,

we solve a continuous-time version of the Krusell and Smith (1998) model using a high-

dimensional distribution representation following Schaab (2020). This model has become

an important benchmark for evaluating global solutions of heterogeneous-agent models in

macroeconomics (see e.g. Den Haan (2010)). Our method computes the global solution of

the model and its simulation on a 17-dimensional state space in less than 5 minutes on a

personal computer.

In Section 3.5, we solve a modified Ericson and Pakes (1995) model of quality ladders un-

der dynamic oligopolistic competition. Numerous applications in the industrial organization

literature have employed variants of this model to study industry dynamics surrounding

entry, exit, and investment in settings with strategic firms. Similar to other recent work

(e.g. Doraszelski and Judd (2012), Arcidiacono et al. (2016), and Blevins (2018)), we cast our

model in continuous time. Directly comparing solutions of this model on a regular uniform

grid to our method using adaptive sparse grids, we show that adaptive sparse grids achieve

roughly one order of magnitude higher accuracy than regular grids for a given number of

nodes.

Related literature. Starting with the seminal contributions of Smolyak (1963) and Zenger

(1991), sparse grids have enjoyed much popularity in several scientific fields. Krueger and

Kubler (2004) and Judd et al. (2014) were among the first applications in economics. Our

work builds on and is closely related to the implementation in Brumm and Scheidegger

(2017) who were the first to employ truly adaptive sparse grid techniques in economics. In

this paper, we show that their method is not directly portable to continuous-time applications

because the use of standard discretization methods leads to inconsistent solutions of partial

differential equations on irregular grids.

We develop a solution method and accompanying numerical toolbox that addresses this
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shortcoming, allowing for the use of adaptive sparse grid methods to solve continuous-time

heterogeneous-agent models in economics. Our method applies and builds on previous

results in applied mathematics on the solution of PDEs on irregular grids. Key results on

the consistency and stability of finite-difference schemes on irregular sparse grids were

developed by Griebel (1998) and Schiekofer (1998).6

The papers most closely related to ours are Ruttscheidt (2018) and Garcke and Ruttscheidt

(2019). While they also use adaptive sparse grids to solve heterogeneous-agent models in

continuous time, our paper differs from theirs in three regards. First, their most complex

application is a six-dimensional model with two assets and four earnings factors. We demon-

strate the scalability of our method by solving applications with many more dimensions.

Second, they use interpolation techniques and ghost nodes to guarantee the consistency

of their PDE discretization scheme, whereas we use specific basis transformations (as for

example in Schiekofer (1998)). Third, we develop a flexible method for handling Dirichlet,

von Neumann and other boundary conditions which can be fully automated to minimize

user input requirements.7

Lastly, our paper contributes to a long literature on global solutions for heterogeneous-

agent models.8 We contribute to this literature by developing a robust and scalable method

for high-dimensional dynamic programming problems in continuous time using adaptive

sparse grids. In our applications, we demonstrate the power of our method by globally

solving benchmark heterogeneous-agent models from different fields in economics in high

6A partial list of subsequent contributions includes Schiekofer and Zumbusch (1998), Zumbusch (2000),
Gerstner and Griebel (2003), Bungartz and Griebel (2004), Ma and Zabaras (2009), Bokanowski et al. (2013),
Garcke and Kröner (2017), Ruttscheidt (2018), and Garcke and Ruttscheidt (2019).

7Another closely related paper is Ahn (2019). This paper uses a finite volume method to discretize the
partial differential equation that characterizes the evolution of cross-sectional distributions in HA models. He
shows that finite volume discretization leads to a consistent solution, and guarantees both mass conservation
and positivity of the cross-sectional distribution. Our focus, instead, is on finite-difference methods and
continuous-time dynamic programming problems that give rise to Hamilton-Jacobi-Bellman equations.

8For example, see Den Haan (1996), Den Haan and Others (1997), Krusell and Smith (1998), Reiter (2010),
Algan et al. (2008), Algan et al. (2014), Brunnermeier and Sannikov (2014), Brumm and Scheidegger (2017),
Duarte (2018), Pröhl (2019), and Fernández-Villaverde et al. (2019).
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dimensions.9

3.2 High-Dimensional Partial Differential Equations

In continuous time, a large class of heterogenous-agent (HA) models can be represented by

(systems of) partial differential equations (PDEs). For expositional clarity and illustration,

we frame our discussion in Sections 3.2 and 3.3 in terms of a particular PDE, but stress

that our methods extend to a large class of (systems of) differential equations. We choose

as our leading example a Hamilton-Jacobi-Bellman (HJB) equation which arises as the

natural recursive representation of the value function associated with a stochastic control

problem. After we present this equation as our leading example, the remainder of this

section proceeds in three steps: In Section 3.2.1, we develop the construction of sparse grids,

motivated by the curse of dimensionality afflicting dense grids in high dimensions. We

discuss two important bases which we use to represent functions on sparse grids in Section

3.2.2. Finally, in Section 3.2.3, we introduce operators that map between these bases and

will be crucial in the construction of a consistent finite-difference scheme on sparse grids in

Section 3.3. Our discussion of sparse grids in Sections 3.2.1 through 3.2.3 follows closely

much previous work on the subject.10 We again emphasize that our contribution relative to

previous work is not in the use of sparse grid methods per se, but rather the general-purpose

numerical toolbox we develop for solving high-dimensional heterogeneous-agent models.

We consider the dynamic optimization problem of an agent whose state is given by

X ∈ Ω ⊂ Rd, with X = (x1, . . . , xd) comprising both endogenous and exogenous state

variables. The agent’s state is assumed to follow the Ito process

dX = µ(c,X)dt + σ(c,X)dB,

9More recently, grid-free methods have been proposed that leverage deep learning techniques to solve
high-dimensional HA models. The relative performance of adaptive sparse grid and deep learning methods in
non-trivial applications remains an open question.

10We follow particularly closely recent work by Schiekofer (1998), Brumm and Scheidegger (2017), Ruttscheidt
(2018), and Garcke and Ruttscheidt (2019).
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where µ : C ×Rd → Rd and σ : C ×Rd → Rd×m, and B is m-dimensional Brownian motion.

We denote by c ∈ C the vector of choice variables under the agent’s control which may

lie in the admissible set C.11 The agent’s problem is to choose c to maximize the expected

discounted sum of future payoff flows which we denote by u(c). It is well known that

the value function V : Ω → R associated with the agent’s stochastic control problem is a

solution of the HJB equation

ρ(X)V(X) = max
c

{
u(c) +

d

∑
i=1

µi(c,X)∂xi V(X) +
1
2

d

∑
i,j=1

σij(c,X)∂xixj V(X)

}
, (3.1)

where ρ : Rd → R is the agent’s discount rate, µi is the ith element of the vector µ, and,

abusing notation slightly, σij is the ijth element of the matrix σσT. We use the shorthand

notation ∂xi to denote the partial derivative operator ∂
∂xi

, and similarly for ∂xixj .
12

Equation (3.1) describes a stationary or time-independent HJB equation. We focus on

economic applications that admit a stationary representation after an appropriate choice

of X . We furthermore assume that equation (3.1) admits a solution with bounded mixed

derivatives, and we consider the unit cube as state space, Ω = [0, 1]d.13

Boundary conditions. While equation (3.1) describes the value function V in the interior of

the domain, (0, 1)d, boundary conditions must be specified to characterize the behavior of V

on the boundary. These boundary conditions naturally vary across economic applications.14

Mathematically speaking, most boundary conditions encountered in economic applications

fall into one of three categories: Dirichlet, von-Neumann, and mixed. The method we

present in Section 3.3.3 provides a flexible way to handle these, and we postpone further

discussion of boundary conditions until then.

11We restrict our attention to stationary Markov controls, so that c = c(X).

12For the formal derivation of equation (3.1) see, for example, Oksendal (2013) pages 243-251.

13This convention is without loss of generality as long as Ω is a rectangular domain. We will provide the
appropriate formulas to map between the unit cube and any rectangular domain.

14In the context of viscosity solutions of HJB equations, we frequently encounter so-called state-constrained
boundadry conditions. See for example Achdou et al. (2015).
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Curse of dimensionality. In many HA applications d is large and equation (3.1) becomes a

high-dimensional PDE. In the presence of rich heterogeneity, solving for general equilibrium

in dynamic models generally requires tracking the evolution of the cross-sectional distribu-

tion of agents as part of the economy’s aggregate state. Even coarse approximations of this

time-varying distribution can result in a high-dimensional state space when the underlying

model does not admit approximate aggregation (Krusell and Smith (1998)). As a result, the

curse of dimensionality first discussed by Bellman (1961) remains a serious impediment in

practice to solving HA models globally: If n unique nodes are used in each dimension, then

the number of grid points required to construct a regular grid in d dimensions is nd.15

3.2.1 Sparse Grid Construction

Since the seminal contribution of Smolyak (1963), sparse grids have become popular to combat

the curse of dimensionality when representing functions on high-dimensional grids. Regular

sparse grids reduce the complexity of a grid in d dimensions from O(nd) to O(n · log(n)d−1)

(see for example Bungartz and Griebel (2004)). Regular sparse grids (or sometimes Smolyak

grids) have found regular use in economics (see for example Krueger and Kubler (2004)

and Judd et al. (2014)). However, further significant efficiency gains can be realized by

constructing sparse grids adaptively (Brumm and Scheidegger (2017)). In this subsection,

we briefly discuss the construction of regular sparse grids, following closely previous work

(e.g. Bungartz and Griebel (2004), Brumm and Scheidegger (2017) and Ruttscheidt (2018)).

Dyadic grids. It will be particularly convenient to work with dyadic grids (e.g. Brumm and

Scheidegger (2017)). A dyadic grid is one whose mesh size in dimension k is defined as

2−lk for some integer lk which we call the level of the grid in dimension k. A dense dyadic

grid, then, is one whose grid points in each dimension are distributed equidistantly, each

2−lk apart from its neighbors along dimension k, such that there are a total of 2lk − 1 unique

points in dimension k.

15See for example Bungartz and Griebel (2004) for a detailed discussion of the complexity of solutions
uniform grids.
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Let G be a possibly sparse dyadic grid on Ω. We define the level of grid G to be the

vector-valued index l ∈ Nd, with l = (l1, . . . , ld). The level index tells us what the finest

mesh size of grid G is in each of the d dimensions. For reference, we denote the finest mesh

size by hl = (hl1 , . . . , hld) = (2−l1 , . . . , 2−ld) ≡ 2−l.

When constructing grids numerically, we find it convenient to work with the following

data structure.16 Let the vector-valued index i be defined as i = (i1, . . . , id) for ik ∈

{0, 1, . . . , 2lk}. In d dimensions, any grid point is a tuple of d coordinates. The grid G

associated with level index l then comprises the set of grid points{
xl,i = (xl1,i1 , . . . , xld,id) ≡ (i1hl1 , . . . , idhld)

∣∣ 0 ≤ ik ≤ 2lk , ik ∈N for all k
}

.

This definition highlights that ik denotes the position of the associated grid point in dimen-

sion k. Given the set of grid points, we store our grid using the data structure

G =



(0, . . . , 0)
...

(xl1,i1 , . . . , xld,id)
...

(1, . . . , 1)


Letting J denote the number of grid points, our numerical grid object G is a J × d matrix.17

For a given grid G and its associated level index l, we denote by G̃ the dense dyadic grid

associated with l on the unit cube. A dense grid, given level index l, is a grid that contains

the grid points xl,i associated with all possible combinations of i ∈Nd such that 0 ≤ i ≤ 2l.

Regular sparse grids. We can call any grid G sparse if the set of its grid points is a proper

subset of the set of grid points in the dense grid G̃.18 Key to the efficient and systematic

16See e.g. Schiekofer and Zumbusch (1998) for a broader discussion of efficient data structures for solving
PDEs on adaptive sparse grids.

17We will sometimes abuse notation by referring to G interchangeably as a matrix and a set of grid points
(vectors).

18One way to think of sparse grid G is as a subset of all those index locations that are associated with the
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construction of sparse grids is the observation that any dense grid can be represented as a

union of elementary grids. Given indices l, any dense grid can be constructed as

G̃ =
⋃
e≤l
Ge

where elementary grid Ge is defined as

Ge =

{
(i1he1 , . . . , idhed)

∣∣ 0 ≤ ik ≤ 2ek with ik ∈N for all k, and ik is odd
}

.

We illustrate the elementary grids corresponding to levels 1 through 4 in Figure 3.1. Any

level index l is associated with a unique dense grid.19,20

We formally construct regular sparse grids by placing restrictions on the union ∪e≤lGe

which defines the dense grid associated with l. While any restriction would result in a

sparse grid, previous work has identified particularly efficient ones.21 One such condition

is a simple restriction on the sum of elementary grid indices that are used in the union,

i.e. ∑k≤d ek = κ for some constant κ. We illustrate such a restriction on the union of

elementary grids in Figure 3.2, where Panel (b) displays the resulting regular sparse grid in

two dimensions.

Boundary points. We add boundary points in the above construction by considering

elementary grids of level 0. In practice, we will denote boundary points to be level 1 and

the mid-point currently defined as level 1 to be level 0. This convention saves a lot of grid

dense grid. In particular, let IG ⊂ IG̃ denote the set of indices corresponding to grid points in G. That is

IG =
{
i | xl,i ∈ G

}
.

19For expositional clarity, we start our discussion by focusing on grids with no points on the boundary of the
domain. We discuss boundary points below.

20For an illustrative example, consider the case d = 2 and the elementary grid for e = (1, 1). We must
have G(1,1) = (0.5, 0.5). To see this, we start by constructing the location index i. For e = (1, 1), we have

0 ≤ i ≤ 2(1,1), with the additional requirement that i be odd. The only odd integer between 0 and 2 is 1.
Therefore, the elementary grid G(1,1) must be a set of only one point, and this point must be associated with the
location index (1, 1). The grid point itself is then given by the formula xe,i = i · he = (1, 1) · (2−1, 2−1) = ( 1

2 , 1
2 ).

21See Bungartz and Griebel (2004) for a discussion.
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Figure 3.1: Elementary Grids

points as our sparse grids scale to higher dimensions.22 Since the grid points associated

with the lowest level (0) must be contained in every grid that adds points associated with

higher levels, it is beneficial to associated level 0 with the lowest number of grid points. The

particular convention we adopt here is also known as the Clenshaw-Curtis grid (see e.g.

Klimke and Wohlmuth (2005)).

Adaptive sparse grids. Any grid G is sparse when it is a proper subset of its dense

complement, given a level index l. We distinguish between regular sparse grids, which

comprise all sparse grids constructed using a systematic cutoff rule, and adaptive sparse

grids, which refine a given grid according to a local approximation error metric. In practice,

adaptive sparse grids become highly irregular. We discuss adaptation criteria based on

equation (3.1) in Section 3.3.4.

22See e.g. Brumm and Scheidegger (2017) for a discussion of this.
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Figure 3.2: Union of Elementary Grids

3.2.2 Function Representations in the Hierarchical Basis

Consider any grid G that discretizes the domain Ω = [0, 1]d on which equation (3.1) is

defined. We denote by V = V(G) a discretized grid representation of the value function.

In particular, V is a J × 1 vector. It is useful to think of the grid representation V as

a combination of basis functions whose value coincides with that of V when evaluated

on G ⊂ Ω. The typical basis used for such representations is the nodal basis. In this

section, we demonstrate that the nodal basis becomes highly inefficient on adaptive sparse

grids, and we introduce the hierarchical basis as a more appropriate alternative. Our

subsequent discussion will highlight that the hierarchical basis is the crucial foundation for

constructing consistent solutions to differential equation on sparse grids. The advantages of
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the hierarchical basis have been discussed, for example, in Zenger (1991), Griebel (1998),

Brumm and Scheidegger (2017), and Ruttscheidt (2018). Our discussion and notational

conventions follow these papers closely.

Nodal basis for dense grids. We construct the nodal basis in terms of hat functions. Consider

first d = 1. Any one-dimensional symmetric hat function can be defined via translation and

dilation of the mother hat function φ as

φl,i(x) = φ

(
x− ihl

hl

)
, where φ(x) =


1− |x| for x ∈ [−1, 1]

0 otherwise
(3.2)

for any set of points x ∈ [0, 1], where hl denotes the mesh size of the underlying dense grid.

The index pair (l, i) indicates that the hat function is centered around the grid point xl,i.

For d > 1, we construct higher-dimensional nodal basis functions using the one-

dimensional hat functions defined in (3.2). Consider again the grid G ⊂ Ω = [0, 1]d associ-

ated with level index l, as well as its dense complement G̃. For all x = (x1, . . . , xd) ∈ [0, 1]d,

we define the d-dimensional nodal basis function centered around the grid point at position

i by

φl,i(x) =
d

∏
k=1

φlk ,ik(xk). (3.3)

By construction, any grid-valued function can be represented in this nodal basis. For

example,

V = V(G̃) = ∑
i∈IG̃

αiφl,i(G̃)

for some nodal coefficients αi. The set of all basis functions {φl,i(x) | i ∈ IG̃ and x ∈ [0, 1]d}

forms the nodal basis in d dimensions.23 We illustrate the approximation of a two-dimensional

function on [0, 1]2 using nodal basis functions in Figure 3.3. Panel (a) displays the nodal

basis functions, Panel (b) the function approximation, and Panel (c) the original function.

23As discussed, for example, in Griebel (1998), Schiekofer (1998) and Ruttscheidt (2018), these piecewise
linear nodal basis functions form a finite-dimensional function space, in which we can approximate functions
such as V.
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(a) (b) (c)

Figure 3.3: Nodal Basis Representation of Function

Notes. Nodal basis representation of function defined on [0, 1]2. Panel (a) displays the nodal basis functions in
2D. Panel (b) constructs the interpolation onto the grid [0, 1]2. Panel (c) compares the interpolated
approximation to the true function.

Nodal basis for sparse grids. On sparse and irregular grids, grid points are no longer

equidistantly distributed. As a result, symmetric hat functions can no longer provide a nodal

basis for functions represented on such grids. We now introduce generalized hat functions and

construct an appropriate nodal basis on irregular grids. We again begin with a discussion of

the case d = 1 and afterwards generalize to higher dimensions.

We define a generalized one-dimensional hat function φl,i : [0, 1]→ R to be centered at

xl,i with support [xl,i − hL, xl,i + hR] = [ihl − hL, ihl + hR], where the parameter pair (hL, hR)

denotes the support endpoints. The hat function is then given by

φl,i(x ; c, hL, hR) =


1− x−c

hR
for x ∈ [c, c + hR]

1− c−x
hL

for x ∈ [c− hL, c)

0 otherwise

(3.4)

for all x ∈ [0, 1], where c = xl,i. It is straightforward to show that this generalized hat
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function collapses to the simple symmetric hat function defined in (3.2). On a dense grid,

hL = hR = hl and the definition (3.4) coincides with (3.2).

When d > 1, we again define higher-dimensional generalized hat functions using

the tensor product construction in (3.3). As before, the set of generalized hat functions

{φl,i(x) | i ∈ IG and x ∈ [0, 1]d} forms a nodal basis for functions represented on the

irregular grid G. In particular on irregular grid G, we have V = V(G) = ∑i∈IG
αiφl,i(G).

The nodal coefficients are again given by the function evaluations on the grid, that is

α =


α1
...

αJ

 = V = V(G).

Drawbacks to the nodal basis. It is now obvious that the d-dimensional nodal basis

generally depends on the underlying grid in a quite complicated way. The generalized hat

functions used as basis functions are not invariant to the structure of the underlying grid.

In practice, therefore, every adaptation of the sparse grid would require constructing a new

set of basis functions. This process is not only tedious and potentially costly, but it also

fails to preserve valuable information from one iteration of grid adaptation to the next. In

Figure 3.4, we illustrate how one-dimensional generalized nodal basis functions change as

the underlying regular grid of Panel (a) is adapted in Panel (b).

While the ubiquitous nodal basis is attractive and robust for use on regular grids, it

performs poorly on irregular sparse grids. Its inherent drawbacks motivate the search for a

more appropriate basis for work with adaptive sparse grids. We present such a basis in the

next subsection.

Hierarchical basis. Representing functions in the hierarchical multi-level basis instead of

the common nodal basis is the key step to work efficiently on irregular grids.24

Our goal is to work in a basis that is suitable to sparse grids. In previous sections, we

24See for example Zenger (1991), Griebel (1998) and Bungartz and Griebel (2004), as well as more recently
Brumm and Scheidegger (2017) and Ruttscheidt (2018).
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have defined the standard nodal basis function as a symmetric hat function, centered around

a grid point at location i and with support everywhere in the interval [ihl − hl, ihl + hl].

These standard basis functions are not compatible with sparse grids because they do not

span the holes that are characteristic of sparse grids. As we discussed, a natural extension

of the standard nodal basis function on a sparse grid is to define the hat function centered

around grid point xi with support everywhere between the neighbor grid points of xi.

Under this construction, the basis functions span all holes. However, the basis functions

now depend on the underlying sparse grid and, in particular, the basis functions have to be

redefined every time an adjustment to the grid is made.

Working with generalized nodal basis functions can thus become very cumbersome.

Hierarchical basis functions, on the other hand, can be defined independently from the

underlying grid. Moreover, they span the same function space as the generalized nodal

basis functions do for given degrees of freedom.

A set of hierarchical basis functions can be defined as a restriction on a corresponding set

of standard nodal basis functions. This relationship is the reason for our detailed discussion

of the nodal basis. In particular, the set of hierarchical basis functions associated with the

levels l and the set of grid point indices IG is defined as the set of nodal basis functions

φl,i(x), so that i ∈ IG and i is odd. It is this latter requirement which presents the desired

restriction on the set of nodal basis functions.

To illustrate, consider the unit interval [0, 1] for d = 1. Let G̃ denote the associated dense

grid for some level index l. The associated sets of nodal and hierarchical basis functions are

then given by25

Nodal:
{

φl,i(x)
∣∣ 0 ≤ i ≤ 2l and x ∈ [0, 1]

}
Hierarchical:

⋃
k≤l

{
φk,i(x)

∣∣ 0 ≤ i ≤ 2k, i odd, and x ∈ [0, 1]
}

.

The key observation is that any function that is in the span of the nodal basis functions

25See e.g. Schiekofer (1998).
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Figure 3.4: Generalized Nodal Basis Functions

Notes. Generalized nodal basis functions are no longer invariant with respect to the underlying grid. Panel (a)
plots the symmetric hat functions that form a nodal basis on a regular dyadic grid with l = 5. Panel (b)
demonstrates that, after the grid is adapted and becomes irregular, the nodal basis functions required for
constructing a valid basis change.

can also be represented by hierarchical basis functions. To do so, however, we need to use

the sets of hierarchical basis functions associated with each level below and equal to l. In

Figure 3.5, we compare one-dimensional nodal (Panel a) and hierarchical (Panel b) basis

functions for levels 1 through 3.

To formalize the relationship between the nodal basis and the hierarchical basis, we

adopt the notation from and follow the discussion of Bungartz and Griebel (2004). Denote

the space of all functions that can be expressed as linear combinations of standard nodal

basis functions as

Vl = span
{

φl,i(x)
∣∣ 0 ≤ i ≤ 2l and x ∈ [0, 1]d

}
.
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(a) Nodal Basis Functions
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Figure 3.5: Nodal and Hierarchical Basis Functions for Different Grids
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Figure 3.6: Function Representation in Nodal and Hierarchical Basis

Notes. The black solid line is the function f (x) = 1000φ(3(x + 0.2)) sin(πx), where φ(x) is the Gaussian density
function, on [0, 1]. Panel (a) approximates f (x) on a regular grid with l = 3 in the nodal basis. Panel (b)
approximates f (x) on the same regular grid in the hierarchical basis.

And denote the space of all functions that can be expressed as linear combinations of the

hierarchical basis functions associated with levels l as

Wl = span
{

φl,i(x)
∣∣ 0 ≤ i ≤ 2l, ik odd for all 1 ≤ k ≤ d, and x ∈ [0, 1]d

}
.

Then we have

Vl =
⊕
k≤l
Wk.

In particular, denoting hierarchical basis functions by φH
l,i for distinction, if f ∈ Vl then

there exists a set of hierarchical coefficients {αH
k,i} such that

f (x) = ∑
k≤l

∑
0≤i≤2l

αH
k,i φH

l,i(x) ≡ ∑
k≤l

TH
k (x)αH

k ,

where αH
k is the column vector of hierarchical coefficients and TH

k (x) is the matrix of
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hierarchical basis functions of level k.

Representing functions in the hierarchical basis on adapted sparse grids. We claimed at

the outset of this subsection that the hierarchical basis is particularly suitable when working

with irregular grids. We now work through an illustrative example. Figures 3.6 and 3.7

display approximations of the function f (x) = 1000φ(3(x + 0.2)) sin(πx), where φ(x) is the

Gaussian density function, on [0, 1]. In Figure 3.6, we show this function approximation

on a uniform grid with l = 3 using nodal basis functions, panel (a), and hierarchical basis

functions, panel (b).

Figure 3.7 illustrates that the hierarchical basis is especially convenient when working

on irregular grids. Figure 3.7 shows a function approximation of f (x) on an adapted grid.

The figure highlights that the hierarchical coefficients corresponding to those basis functions

associated with the remaining grid points are unchanged after grid adaptation. See Brumm

and Scheidegger (2017) for a similar discussion.

3.2.3 Hierarchization Operators

A representation of the value function V(X) on a grid G is associated with the coefficient

vectors α and αH in the nodal and hierarchical bases, respectively. We now show that there

are convenient mappings between these representations.26 Our notation and discussion

follow especially closely previous work by Schiekofer (1998), Griebel (1998) and Ruttscheidt

(2018).

In one dimension, we denote these operators as

H : α 7→ αH and E : αH 7→ α,

where H is known as the hierarchization operator and E as the de-hierarchization operator. Our

construction ofH and E follows Schiekofer (1998).27 In particular, define the hierarchization

26These mappings have been previously discussed by Griebel (1998), Schiekofer (1998), Bungartz and Griebel
(2004) and Ruttscheidt (2018) among others.

27For a reference in English see, for example, Ruttscheidt (2018).
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Figure 3.7: Function Representation on Adapted Sparse Grid in the Hierarchical Basis

operator Hk
l,i, which maps the nodal coefficient associated with grid point xlk ,ik in dimension

k into its associated hierarchical coefficient, by the stencil [− 1
2 1 − 1

2 ], applied at point

xlk ,ik and with step size hk. That is,

Hk
l,i f (xlk ,ik) = f (xlk ,ik)−

f (xlk ,ik − hk) + f (xlk ,ik + hk)

2
.

The d-dimensional construction follows analogously (see Schiekofer (1998) for details). We

now define Hk as the operator that applies the one-dimensional hierarchization Hk
l,i in

dimension k on all grid points (again, see Schiekofer (1998) or Ruttscheidt (2018)). Then we

have

H =
d

∏
k=1
Hk.

The de-hierarchization operator is simply defined as the inverse mapping, that is E =H−1.
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Importantly, we also introduce the operators

Hk =
d

∏
j=1,j 6=k

H j

and Ek =H−1
k as performing the hierarchization and de-hierarchization operations in all

dimensions but dimension k. (See again Schiekofer (1998) or Ruttscheidt (2018)). These

operators will be crucial to define consistent finite-difference stencils on irregular grids.

3.3 Value Function Iteration on Adaptive Sparse Grids

We solve equation (3.1) on irregular grid G using a continuous-time value function iteration

(VFI) algorithm.

Formally, we employ a time-marching scheme, a common strategy to solve stationary PDEs

(e.g. LeVeque (2007)).28 A time-marching scheme constructs a sequence of approximate

solutions {V n}, given some initial guess V 0, as if the problem were iterated forward through

time. Convergence to a fixed point with V n+1 = V n then implies a solution to the stationary

problem.

For a grid-based numerical implementation, equation (3.1) must be discretized. While

Section 3.2 proposed an efficient representation of the function V on irregular grid G using

the hierarchical basis, in this section we discuss the discretization of the differential operators

that appear in equation (3.1). Our discussion of PDE solutions on sparse grids, in particular

in Section 3.3.1, again follows closely previous work by e.g. Griebel (1998), Schiekofer (1998),

Bungartz and Griebel (2004) and Ruttscheidt (2018).

The search for appropriate discretization schemes of partial differential equations is

guided by the objectives of stability and consistency (see e.g. LeVeque (2007) for a discussion).

Together, they imply that the discretized approximation V on G ⊂ Ω converges to the true

solution V(X), for X ∈ Ω, as the underlying grid becomes increasingly fine.

Our focus in this paper is on finite-difference (FD) methods, arguably the most prevalent

28In this paper, we exclusively focus on grid-based solution methods for differential equations.
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solution strategy in practice. Using this approach, we discretize the operators ∂xi and ∂xixj

in equation (3.1) using finite-difference stencils.

Consider the standard finite-difference stencils for first derivatives associated with dimen-

sions i and j

DF
i =

[
0 −1 1

]
DB

i =

[
−1 1 0

]
DC

i =

[
− 1

2 0 1
2

]
(3.5)

as well as the standard stencils for second-derivative operators

Dii =

[
1 −2 1

]
Dij = DC

i DC
j (3.6)

where DF
i , DB

i and DC
i denote the forward, backward and central stencils for the first-

derivative, Dii the second-derivative stencil, and Dij the mixed-derivative stencil in dimen-

sions i and j.

On the dense grid G̃, a discretization of the differential operators using the standard

FD stencils leads to a consistent scheme to solve equation (3.1). See for example Barles

and Souganidis (1991) or, more recently, Achdou et al. (2015). The value function iteration

or time-marching scheme on dense grid G̃, using the regular FD operators, can then be

represented as

V n+1 − V n

∆
+ ρV n+ι = un +

d

∑
i=1
µn

i Dupwind
i V n+ι +

1
2

d

∑
i,j=1

σn
ijDijV

n+ι (3.7)

where bold-faced notation is here used for objects discretized on grid G̃, and where ι ∈ {0, 1}

depending on whether an explicit (ι = 0) or implicit (ι = 1) scheme is employed. We use bold-

faced letters here to represent discretized vectors and matrices on a given grid. Equation

(3.7) is a linear system that can be solved for V n+1 in each iteration n of the time-marching

scheme.

Two additional observations about equation (3.7) are in order. First, the max operator

of equation (3.1) no longer appears here. Formally, the max operator implies a first-order

condition that can be solved numerically for the optimal controls or policy functions cn as a

function of the current guess V n. The values of cn are then implicitly subsumed in equation
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(3.7) in the terms un = u(cn), µi = µi(c
n, X̃), and σij = σij(c

n, X̃). Second, the first-order

differential operators ∂xi are discretized using Dupwind
i , an operator we use to denote an

implicit upwind scheme (see e.g. Achdou et al. (2015)).

It is well known that the discretization scheme (3.7) is consistent on dense grids (Barles

and Souganidis (1991), Achdou et al. (2015)). If this result generalized to irregular grids

such as G, implying that we could represent V on the irregular grid G and construct a VFI

algorithm to solve equation (3.1) using the regular stencils defined in (3.5) and (3.6), we

would be done. However, a discretization scheme based on the standard FD stencils leads

to an inconsistent solution of equation (3.1). For a proof, see for example Schiekofer (1998).

3.3.1 Consistent Finite-Difference Schemes on Adaptive Sparse Grids

The standard FD stencils (3.5) and (3.6) can be generalized to non-uniform (but regular)

grids in order to address the uneven spacing of grid points in a given dimension. Intuitively,

the standard stencils in dimensions i and j only draw information from nodes in dimensions

i and j. That is, these stencils look for direct neighbors in their own dimensions. On highly

irregular grids, however, directly neighboring nodes in a given dimension might be far away

while a much closer neighbor may be available in a different dimension. We now show that

for sufficiently smooth functions, drawing information from closer off-dimension neighbors

leads to more accurate and indeed consistent discretization schemes for equation (3.1) on

the irregular grid G.29

Consistent finite difference operators on sparse grids can be constructed by leveraging

the matrices H and E introduced in Section 3.2.3. Our notation and discussion again

follow closely that in Schiekofer (1998) and Ruttscheidt (2018). We define the first- and

second-derivative sparse finite-difference operators in dimension i as

DS,F
i = Ei DF

i Hi DS,B
i = Ei DB

i Hi DS
ii = Ei Dii Hi. (3.8)

29For this reason, sparse grid methods are especially powerful in higher dimensions, where sparse finite
difference operators can draw information from many off-dimension neighbors.
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Since the regular FD operators are pre-multiplied by the de-hierarchization operator Ei

and post-multiplied by the hierarchization operator Hi, the sparse FD operators must

consequently be applied to functions in their nodal representation. We furthermore define

the mixed-derivative sparse FD operator in dimensions i and j as

DS
ij = Ei Di Hi Ej Dj Hj = DS

i DS
j (3.9)

Consider now the following discretized time-marching scheme on irregular grid G,

V n+1 − V n

∆
+ ρV n+ι = un +

d

∑
i=1
µn

i DS,upwind
i V n+ι +

1
2

d

∑
i,j=1

σn
ijD

S
ijV

n+ι (3.10)

where, as in (3.7), ι ∈ {0, 1} depending on whether an explicit or implicit scheme is

employed. Similarly, the optimal policies cn are again subsumed. Unlike in (3.7), however,

scheme (3.10) now uses the sparse finite-difference operators defined in (3.8) and (3.9). We

again use the operator DS,upwind
i to denote an implicit upwinding scheme involving both

DS,F
i and DS,B

i .

Schiekofer (1998) first showed that the sparse FD operators defined in (3.8) and (3.9)

lead to a consistent discretization scheme of partial differential equations such as (3.1) on

regular sparse grids. In particular, he shows that, under some regularity conditions on V,

the sparse FD operators lead to consistent discretizations of the associated partial derivative

operators.30 As a result, the discretization scheme (3.10) leads to a consistent solution of (3.1)

on sparse grid G. When sparse grids are adaptively refined, the regular finite-difference

stencils associated with non-equidistant grids must be used (see e.g. Griebel (1998)).

3.3.2 Efficient Operator Construction

In practice, many papers that implement VFI schemes such as (3.7) construct the associated

discretized FD operators manually. That approach not only limits portability but also

implies that large matrices are reconstructed with every iteration n of the VFI.

We now propose an alternative approach, exploiting the mathematical structure of

30In particular, V must have bounded mixed derivatives.
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Hamilton-Jacobi-Bellman equations such as (3.1). Our method is based on two observations.

First, the terms µn
i DS,upwind

i and σn
ijD

S
ij do not have to be recomputed from scratch in each

iteration n. In particular, given any grid G, all sparse FD operators can be pre-computed

as matrices prior to the VFI step, with the sole exception of certain boundary conditions

which we address below in Section 3.3.3. Consequently, only µn
i and σn

ij are recomputed in

iteration n, allowing for a significantly more efficient construction of the terms of the linear

system (3.10).

Second, the construction of linear system (3.10) can be further streamlined by rewriting

it as

V n+1 − V n

∆
+ ρV n+ι = un +

(
d

∑
i=1
µn

i DS,upwind
i +

1
2

d

∑
i,j=1

σn
ijD

S
ij

)
V n+ι

= un +AnV n+ι.

In particular, since the construction of the FD matrices is frontloaded, we can implement a

function that constructs the matrix An automatically given inputs µn
i and σn

ij. Formally,

An = ϕ(µn
i ,σn

ij,G). (3.11)

Evaluating the function ϕ is not particularly costly. In practice, therefore, the only burden

on the user is to provide a function that computes µn
i and σn

ij given a grid G and a value

function guess V n in iteration n. Given this mapping, which evidently depends on the

underlying economic application, our toolbox provides automated routines to directly solve

for V n+1 without futher user input.

3.3.3 Boundary Conditions

To complete the definition of partial differential equation (3.1) and, by extension, the VFI

scheme (3.10) a set of boundary conditions must be specified.31 Although these boundary

conditions vary with the economic application under consideration, we can discuss their

31Since our focus in this paper is on stationary problems, we focus on boundary conditions rather than
initial-value problems.
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mathematical structure and develop a robust numerical implementation.

We discuss the two most prevalent types of boundary conditions in this setting, Dirichlet

and Von Neumann. Because of differences in information contained in each, the two require

different treatments. For each type of boundary condition, we demonstrate our treatment

via the following one-dimensional working example.

Consider a particular problem nested by equation (3.1) and defined on Ω = [0, 1]. We

denote the boundary of the state space by ∂Ω = {0, 1}. The HJB equation holds on the

interior the domain (0, 1). We discretize a one-dimensional grid associated with indices

{1, . . . , J}, where x1 = 0 and xJ = 1. We denote by Vi element of the discretized V associated

with grid point i. We discuss them in the context of linear system (3.10) which, assuming an

implicit method with ι = 1, can be rewritten in the spirit of Section 3.3.2 as

BnV n+1 = bn, (3.12)

where

Bn =

(
1
∆
+ ρ−An

)
, and bn = un +

1
∆
V n.

Dirichlet. A set of Dirichlet boundary conditions consists of V |∂Ω= κ, which says that

the level of V along the entire boundary is specified. In the one-dimensional problem

this specifies that V(0) = κL and V(1) = κR for given scalars κL and κR. Here the linear

system (3.12) still holds for the interior of the domain, i.e. the J − 2 points associated with

i ∈ {2, . . . , J− 1}. But now there are an additional set of constraints that set Vn
1 = Vn+1

1 = κL

and Vn
J = Vn+1

J = κR.

The linear system for the interior of the domain is captured in the equation

Bn
2:J−1,2:J−1V

n+1
2:J−1 = bn

2:J−1.

However, an adjustment is necessary to implement the additional constraints from the

boundary condition. The effects of Vn+1
1 and Vn+1

J on this system are captured by the
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vectors Bn
1,2:J−1Vn+1

1 and Bn
J,2:J−1Vn+1

J respectively. Hence, we instead solve

Bn
2:J−1,2:J−1V

n+1
2:J−1 +B

n
1,2:J−1κL +B

n
J,2:J−1κR = bn

2:J−1.

to obtain the desired solution.32

Von Neumann. Consider the same setting as above, but now with the set of boundary

conditions

Vx(0) = κL(V(0)) and Vx(1) = κR(V(1)),

where we also allow the exogenously given BC to depend on the function itself.

Our implementation here differs from the Dirichlet case. Depending on the desired

stencil at the boundary, the derivative at the boundary may not involve any interior points.

Hence a solution that only applies the PDE (and thus the linear system) in the interior of the

discretized state space may not have any information with which to pin down the boundary

values.

To alleviate these concerns, we instead solve the linear system (3.12) on an extended

grid by introducing ghost nodes x0 and xJ+1 and associated function values V0 and VJ+1.

We assume that equation (3.1) also applies to the actual boundary points of the grid, x1 and

xJ , and use the ghost nodes to support evaluation of derivatives at these points.

Values at the ghost nodes can be derived from the boundary conditions. Supposing the

condition uses central stencils on the boundary (extension to other stencils is straightfor-

ward), we have

Vn
2 −Vn

0
2dx

= κL(Vn
1 ) (3.13)

Vn
J+1 −Vn

J−1

2dx
= κR(Vn

J ). (3.14)

32Note this is equivalent to solving (3.12) after replacing the first and last rows of the matrix Bn with an
identity matrix (that is, the first row is entirely 0 except for a 1 in the first column, and the last row is entirely 0
except for a 1 in the last column), and the first and last elements of bn with κL and κR respectively.
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We can now solve for the ghost nodes as

Vn
0 = Vn

2 − 2κL(Vn
1 )dx (3.15)

Vn
J+1 = Vn

J−1 + 2κR(Vn
J )dx. (3.16)

With expressions for Vn
0 and Vn

J+1 in hand, we are now ready to modify equation (3.12)

for the solution. As we have shown in equations (3.13) and (3.14), finite difference stencils

on the extended grid can place weight on the ghost nodes. Let Ãn denote the matrix

that is constructed from collecting these weights, pulling them through the expressions in

equations (3.15) and (3.16), and applying the construction in equation (3.11). Then we can

solve the following modification of equation (3.12)

BnV n+1 − ÃnV n+1 = bn. (3.17)

Intuitively, whenever one of the equations in the linear system requires a value from a ghost

node, we reexpress this value in terms of nodes on the original grid and add its influence

into the system. This implementation ensures that the boundary conditions are satisfied at

every iteration.

3.3.4 Grid Adaptation

Sections 3.3.1 through 3.3.3 discuss how to solve V ≈ V(G) on a given sparse grid G. The

power and efficiency of adaptive sparse grid methods lies in the iterative adaptation of grid

G, placing new grid points efficiently in regions where the approximation V is poor while

taking away grid points that do not add much to overall accuracy.

We introduce grid adaptation as an iterative loop outside the VFI block. Iteration k of

this loop is associated with the grid Gk and solves an approximate solution to equation (3.1)

which we denote V k. The goal of constructing an adapted grid Gk+1 is to add grid points

where the approximation error ||V − V k|| remains relatively large. Formally, the grid Gk

of iteration k induces the function space Wk of piecewise linear functions. The discretized

value function approximation V k should be thought of as an element of this function space.
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This is the sense in which we can consider a norm ||V − V k||. Mechanically, the remaining

error is large in regions of the domain Ω where V features a lot of concavity or, in other

words, where the true V is particularly different from the piecewise linear basis functions

operative in that region.

We again leverage the hierarchical basis representation of V k to determine an efficient

adaptation Gk+1. Due to its multi-level structure, the size of the lowest-level hierarchical

coefficient is a good measure of the function’s concavity in the region. An adaptation

criterion can therefore be chosen simply in terms of the hierarchical coefficients obtained in

iteration k. Since nodal coefficients are simply given by αk = V k, we have αH,k = HkV k,

where αH,k is the Jk × 1 vector of hierarchical surpluses and Jk denotes the number of grid

points in grid Gk. Following Brumm and Scheidegger (2017) (and references therein), we

therefore employ the adaptation criterion

add the children of node 1 ≤ i ≤ Jk if: |αH,k
i | > εadd (3.18)

for some appropriate choice of 0 < εadd. Similarly, we employ an adaptation criterion for

the removal of nodes as

keep node 1 ≤ i ≤ Jk if: |αH,k
i | > εkeep, (3.19)

for an appropriate choice of 0 < εkeep < εadd.

Whenever a particular node i in the grid satisfies the adaptation criterion, we add all the

grid points one level lower than node i. We denote these grid points the children of the parent

node i. During the adaptation process, it is crucial that the grid contains all the parents of

all of its nodes. If this is not the case and the grid has holes, we are no longer able to map

nodal into hierarchical function representations (see e.g. Ruttscheidt (2018) for a discussion).

In practice, we check to add any parent nodes back in if our adaptation algorithm deletes

them.
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3.3.5 Algorithm Structure

Our proposed algorithm to solve equation (3.1) is summarized in Algorithm 1 below.

Algorithm 1 Value Function Iteration on Adaptive Sparse Grids

1: Choose an index l0 and construct associated regular sparse grid G0

2: Construct H0 and sparse FD operators on G0 . Equations (3.8) and (3.9)
3: Initialize guess for the value function V 0 on G0

4: for k ≥ 0 do
5: for n ≥ 0 do
6: Compute Ak,n using sparse FD operators . Equation (3.11)
7: Solve linear system for Vk,n+1 . Equation (3.12)
8: Continue if |Vk,n+1 −Vk,n| > εVFI

end
9: Compute hierarchical surplus αH,k =HkVk

10: If adaptation criterion met, adapt grid Gk+1 . Equations (3.18) and (3.19)
11: Reconstruct Hk+1 and sparse FD operators on Gk+1 . Equations (3.8) and (3.9)

end

3.4 Krusell-Smith

In this section, we leverage our adaptive sparse grid method to solve the first of our

applications, the Krusell and Smith (1998) model. This model has become the benchmark

application for testing global solution methods for heterogeneous-agent models. The

continuous-time rendition of the model, which we present in Section 3.4.1, follows Ahn et al.

(2017). In Section 3.4.2, we discuss a high-dimensional distribution approximation following

Schaab (2020). Lastly, in Section 3.4.3, we evaluate the performance of our algorithm. We

show that we can solve the baseline Krusell-Smith model with a distribution representation

that uses 14 dimensions on a personal computer in less than five minutes.

3.4.1 The Krusell and Smith (1998) Model

The model is populated by a continuum of heterogeneous households of mass 1. Households

solve a standard consumption-savings problem while facing both idiosyncratic risk in the
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form of unemployment spells and aggregate risk. While markets are incomplete, households

can trade capital which they rent to firms.

Households. Household preferences are given by

E0

∫ ∞

0
e−ρtu(ct)dt,

where ρ is the household discount rate and ct denotes consumption flow. Households’

budget constraint is given by

k̇t = rtkt + (1− τ)wtzt + τ
lump
t − ct,

where kt is the stock of capital owned and

rt = rk
t − δ

is the rate of return on capital net of depreciation δ, where rk
t is the rental rate. Household

earnings comprise a salary component, where τ is the income tax rate, wt the real wage rate

and zt the household’s idiosyncratic earnings potential, as well as a lump-sum rebate τ
lump
t

from the government. We assume that zt follows a Poisson process with discrete earnings

states, discussed below in Section 3.4.3.

Firms. A representative and perfectly competitive firm uses capital and labor to produce

the final consumption good according to the aggregate production function

Yt = eZt Kα
t N1−α

t ,

where Zt is aggregate TFP, and Kt and Nt denote the aggregate capital stock and labor,

respectively. α denotes the income share of capital.

Firm profits are given by Yt − rk
t Kt − wtNt. With Cobb-Douglas production and under
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perfect competition, factor prices are then simply given by

rk
t = α

Yt

Kt

wt = (1− α)
Yt

Lt
.

Government. The role of the fiscal authority in this setting is limited. We abstract from

outright government purchases. In fact, the only role of the government in this model is the

provision of unemployment insurance, which is funded by a tax on labor. In other words,

we assume that

τ
lump
t = τUI(zt),

where the dependence of τUI(zt) on state zt allows for the interpretation as conditional

unemployment insurance. The government budget constraint imposes a balanced budget,

which implies that labor tax revenue must be equal to total UI payments. We solve residually

for the income tax rate τ so that the government budget is balanced.

Aggregation and market clearing. We denote by gt(k, z) the cross-sectional distribution

of households in this economy over capital k and employment z. Given a realized cross-

sectional gt, aggregation at time t is then simply defined, for example for consumption,

as

Ct =
∫ ∫

ct(k, z)gt(k, z)dkdz

=
∫

ct(k, zE)gt(k, zE)dk +
∫

ct(k, zU)gt(k, zU)dk,

where Ct is aggregate consumption. The second equation makes use of our assumption that

zt ∈ {zE, zU} follows a two-state Markov chain. The aggregate capital stock is then similarly

given by Kt =
∫ ∫

kgt(k, z)dkdz, and aggregate labor by Nt =
∫ ∫

zgt(k, z)dkdz since we

assume that all households inelastically supply one unit of labor.

There are three markets in this economy, for goods, capital and labor. The markets for

capital and labor clear implicitly by imposing the above aggregation relationships. They
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imply, respectively, that capital rented by the representative firm, Kt, must be equal to the

capital owned by all households, and likewise for labor. The market for the consumption

good then clears automatically by Walras’ law.

Recursive problem and state space. Aggregate TFP Zt is the only aggregate risk factor of

the model. We assume it follows a mean-reverting process, with

dZt = −θZtdt + σdBt,

where Bt is standard Brownian motion.

The aggregate state of our economy is then given by (Zt, gt). Since households must

forecast future prices, which in turn depend on future realizations of the cross-sectional

distribution, households must also forecast the entire cross-sectional distribution gt, which

consequently enters the state space. The state space of the household’s dynamic problem is

then given by (kt, zt, Zt, gt).

In particular, the Hamilton-Jacobi-Bellman equation associated with a recursive formula-

tion of the household problem is given by

ρV(k, z, Z, g) =max
c

{
u(c) + Vk(k, z, Z, g)

[
r(Z, g)k + (1− τ)w(Z, g)z + τUI(z)− c

]}
(3.20)

+ λz,z′
[
V(k, z′, Z, g)−V(k, z, Z, g)

]
− θZVZ(k, z, Z, g) +

σ2

2
VZZ(k, z, Z, g)

+
∫

δV(k, z, Z, g)
δg(k, z)

(A∗g)(k, z)dkdz,

where λz,z′ denotes the continuous-time hazard rate of transitioning from employment state

z to z′. The third line in equation (3.20) captures the effect of expected changes in the

cross-sectional distribution on today’s value function (see for example Schaab (2020) and

Ahn et al. (2017)). A∗ is the operator associated with the Kolmogorov forward equation that

86



characterizes the evolution of the cross-sectional distribution. In particular,

dg(k, z) = (A∗g)(k, z)dt =− ∂k

[(
r(Z, g)k + (1− τ)w(Z, g)z + τUI(z)− c(k, z, Z, g)

)]
(3.21)

− λz,z′g(k, z) + λz′,zg(k, z′).

3.4.2 High-Dimensional Distribution Approximation

The HJB equation (3.20) does not yet fall into the framework presented in Sections 3.2 and 3.3

because it is defined on the infinite-dimensional state space (k, z, Z, g). To solve the Krusell-

Smith model, an approximation assumption is needed. To showcase our adaptive sparse

grid algorithm in the context of a high-dimensional application, we follow Schaab (2020)

and posit a high- but finite-dimensional approximation of the cross-sectional distribution,

given by

gt(k, z) ≈ ĝt(k, z) = F(αt)(k, z), (3.22)

where F is a set of basis functions that are parametrized by αt ∈ RN . As in Schaab (2020),

we solve an approximate economy that takes ĝt as its cross-sectional distribution rather than

gt. With an increasingly accurate representation gt(k, z) ≈ F(αt)(k, z), which we achieve

by increasing N for an appropriate class of basis functions F, the approximate economy

converges to the true model.

Under the approximation assumption (3.22), the recursive household problem associated

with the approximate economy is given by

ρV̂(k, z, Z,α) =max
c

{
u(c) + V̂k(k, z, Z,α)

[
r̂(Z,α)k + (1− τ)ŵ(Z,α)z + τUI(z)− c

]}
(3.23)

+ λz,z′
[
V̂(k, z′, Z,α)− V̂(k, z, Z,α)

]
− θZV̂Z(k, z, Z,α) +

σ2

2
V̂ZZ(k, z, Z,α)

+ V̂α(k, z, Z,α)µα(Z,α),

where the internally consistent law of motion for αt is given by dα = µαdt. For a proof and
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an analytical characterization of µα see Schaab (2020).

The HJB equation (3.23) of the approximate economy is now a special case of equation

(3.1), and therefore falls squarely into the framework we have presented. We next discuss

our numerical implementation of this approximate economy for particular choices of F(·)

using adaptive sparse grids.

3.4.3 Numerical Results

Before evaluating the performance and accuracy of our algorithm, we discuss the calibration

we use in Section 3.4.3 and specify what assumptions we make on F(·) in equation (3.22) in

Section 3.4.3.

Calibration

On the household side, we calibrate ρ = 0.05 and assume CRRA preferences with relative

risk aversion of γ = 2. Households face uninsurable earnings risk encoded in the two-state

Markov process zt ∈ {zE, zU}. We model zt using a Poisson process with arrival rates λ(z).

For simplicity, we set zE = 1.2 and zU = 0.8, as well as λ(zE) = λ(zU) = 1/3. While this

calibration does not correspond to the interpretation of zt as employment transitions, it has

no significant implications for our focus on comparing solutions of the model for different

assumptions on F(·). Similarly, we set τ = τUI(z) = 0.

For aggregate TFP risk, we set θ = 0.05 and σ = 0.007. On the production, we calibrate

α = 0.33. And we assume a rate of capital depreciation of δ = 0.05.

Basis Functions F(·)

For the main analysis, we use Chebyshev polynomials to approximate the cross-sectional

distribution. That is, we assume

gt(k, z) ≈ T (k, z)αt =
N

∑
n=1

αn
t Tn(k, z),
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where N is again the number of basis functions and Tn(k, z) is the nth Chebyshev polynomial

associated with time-varying coefficient αn
t , which we stack together in T (k, z) and αt,

respectively.

Since zt is a discrete two-state process, we split up the distribution representation as

follows. Let gE
t (k) = gt(k, zE) denote the marginal distribution of capital ownership among

households with earnings state zE, and likewise for zU. In practice, we then use

gE
t (k) ≈ T (k)αE

t =
NE

∑
n=1

αE,n
t Tn(k, z)

gU
t (k) ≈ T (k)αU

t =
NU

∑
n=1

αU,n
t Tn(k, z),

with N = NE + NU denoting the total number of basis functions used. For the main analysis,

we set NE = NU = 7. Consequently, we solve the household value function (3.23) of the

approximate economy over the 17-dimensional state space (k, z, Z,αE,αU).33

Performance and Accuracy

To assess the accuracy of our solution method, we compute the Den Haan (2010) metric of

our model solution, which has become the benchmark accuracy metric used in the literature

on global solution methods for heterogeneous-agent models. This error metric compares two

simulations of the model for the same draw of aggregate shocks {Zt}. The first simulation

directly uses the law of motion dαt = µαdt to simulate the approximate distribution. We

denote simulated objects, such as capital, under this simulation by Klom
t .

The second simulation instead updates the cross-sectional household distribution at

each time step by directly simulating the consumption and savings decisions of households

at the micro level. In discrete time, the Young (2010) algorithm is typically used to update

the distribution. In continuous time, we can directly use the Kolmogorov forward equation

to perform this update (see Schaab (2020) for details). We denote simulated objects under

33In practice, we can scale up the number of basis functions and, consequently, dimensions substantially
beyond this baseline. We choose these values for NE and NU so that we can solve the entire model in less than
5 minutes on a personal computer.
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Figure 3.8: Den Haan (2010) Metric for Solution of the Krusell-Smith Model

Notes. The solid blue line corresponds to Ksim
t and the dashed yellow line to Klom

t . The difference between these
two lines is therefore proportional to the error metric εDH

K .

this simulation by Ksim
t .

The Den Haan (2010) metric is then defined as

εDH
K = 100 × max

t
log
{

Klom
t − Ksim

t

}
.

We can interpret εDH
K as the largest percentage error in an unconditional forecast of capital

given the realized draw of shocks {Zt}. When εDH
K is small, household believes are, by

construction, consistent with the true law of motion of the economy, which is the required

condition for rational expectations equilibrium.

In Figure 3.8 we plot the simulated time series for Ksim
t (solid blue line) and Klom

t

(dashed yellow line). The difference between these two lines can therefore be interpreted as

(proportional to) the Den Haan (2010) error metric. The figure illustrates that our method
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achieves an accurate fit as the two lines lie nearly on top of each other. Formally, this

simulation of the model achieves an error metric of εDH
K = 0.152, which implies that the

largest unconditional household forecast error is 0.15%. The entire solution and simulation

of the model takes less than 5 minutes on a personal computer.34

It is important to emphasize at this point that the experiment presented here is not

set up to minimize εDH
K , but rather to highlight our ability to scale up the distribution

representation F(·) to high dimensions. For example, our distribution approximation

reconstructs the cross-sectional distribution from scratch using Chebyshev polynomials.

A particularly straightforward approach to substantially improve accuracy would be to

approximate gt − g0 using polynomials instead of gt, where g0 is the distribution associated

with the deterministic steady state. We currently do not leverage the information encoded

in g0 at all.

3.5 Quality Ladders Under Dynamic Oligopoly

For our next application, we study a modified Ericson and Pakes (1995) model of quality

ladders under dynamic oligopolistic competition. Similar models have been used extensively

in the industrial organization literature to study industry dynamics surrounding entry, exit,

and investment in settings with strategic firms. While estimation of such models have been

greatly simplified via conditional choice probability estimators (Hotz and Miller (1993),

Hotz et al. (1994), Bajari et al. (2007), and Pakes et al. (2007)), equilibrium computation for

counterfactuals remains an active area of research.

Recently, Doraszelski and Judd (2012), Arcidiacono et al. (2016), Blevins (2018), and

others have demonstrated that casting such models in continuous time alleviates some

of the computational burden of previous discrete time formulations of the model.35 We

also cast the model in continuous time, with similarities in setup and notation to Blevins

34We use a 2019 16-inch MacBook Pro, with a 2.4 GHz 8-Core Intel i9 processor and 32 GB memory.

35For example, see Pakes and McGuire (1994), Pakes and McGuire (2001), and Doraszelski and Satterthwaite
(2010) among others for advances in equilibrium computation for the discrete-time version of the model.
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(2018). However, we depart from Blevins (2018) by assuming a continous state variable and

reverting back to the continuous control found in Ericson and Pakes (1995). We also abstract

away from entry and exit decisions and focus purely on investment.

To demonstrate the effectiveness of our adaptive sparse grid methodology, we first solve

the model on a sufficiently large dense grid to use as a benchmark. We then solve the model

on smaller grids (both sparse and dense) of varying size, and compare the error rates of the

resulting solutions against the benchmark. While our method is designed for maximum

computational gains in high-dimensional cases of the model (i.e., many firms), we focus

on the case with only two firms in this application to facilitate a comparison against a

sufficiently dense benchmark solution.

3.5.1 Model

In the model, N firms each make a single product of quality ωi ∈ [0, ω]. Firms compete

in the product market, where market shares depend both on the quality of all products

available on the market and their accompanying prices. Quality is naturally decreasing

over time (representing competition from external markets as in Blevins (2018)), but can

also be increased via a continuous investment choice. The aggregate state vector is ω ≡

(ω1, . . . , ωN).

A unit mass of consumers derive utility each period from purchasing at most one good.

If a consumer purchases the good from firm i, she derives utility equal to g (ωi)− pi + εi,

where εi is a logit error and g (ωi) = δπ log (ωi + 1). The outside option (i.e., no purchase)

is normalized to ω0 = 0 and p0 = 0. Under this logit specification, firm i’s market share is

equal to (McFadden (1974))

si (ω, p) =
exp (g (ωi)− pi)

1 + ∑j exp
(

g
(
ωj
)
− pi

) .

Firms derive flow profits from static competition in prices for the market shares above.

There is a unique Bertrand-Nash equilibrium characterized by the FOCs (Caplin and
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Nalebuff (1991))

− (p−mc) (1− s) + 1 = 0,

where mc is a constant marginal cost. Solving these FOCs gives prices p as a function of the

states ω. Note the resulting profit function π (ω1, . . . , ωi, . . . , ωN ; θπ) is increasing in ωi and

decreasing in the other elements.

The firm’s only dynamic control is on investment κi > 0, which is subject to cost

c (κi; θc) = 1
2 θcκ

2
i . Investment counteracts the natural decay on quality (representing the

increasing appeal of an outside good), so the law of motion for quality is

dωi = µωi dt = (−δ + κi) dt,

where δ is the decay rate. The resulting HJB is then

ρVi(ω) = πi (ω; θπ) + max
κi

(µωi (κi)Vi,ωi(ω)− c (κi; θc)) + ∑
j 6=i

µωj Vi,ωj(ω).

The firm’s optimal choice of investment is characterized by the FOC

Vi,ωi(ω) = c′ (κi; θc) ,

which implies κ∗i (ω) = Vi,ωi(ω)/θc.

3.5.2 Numerical Results

As mentioned earlier, we focus on the case with N = 2 to facilitate computation of a

dense benchmark solution. We assume that ρ = 0.05, and set the other parameters to

δ = 0.25, δπ = 10, θc = 15, mc = 1. We start by solving the model on a large dense grid of

66,049 nodes and use this solution as a benchmark for evaluating the error rates of dense

and adaptive sparse grids (adapting iteratively on the solution for the value function) of

varying sizes. While our toolbox is designed for much higher N, we purposefully consider

the duopoly case because it is simple enough to obtain a benchmark solution via a dense

grid. Since sparsity is most impactful in higher dimensionality, the performance we show

here likely understates computational gains under general use cases.
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Figure 3.9: Error Rates for Quality Ladder Model

Figure 3.9 plots the error rates for the solution for the value function. For each grid, we

compute the implied value function over all 66,049 nodes of our benchmark grid and obtain

the MSE over these 66,049 nodes. Across grids of varying size, adaptive grids outperform

dense grids by roughly one order of magnitude.

3.6 Conclusion

In this paper, we develop a scalable and portable method to solve high-dimensional dynamic

programming problems in continuous time using adaptive sparse grids. Our main use

cases are heterogeneous-agent models from different fields in economics, which can be

represented in continuous time as systems of partial differential equations. We showcase

the power of our method by solving high-dimensional variants of the seminal Krusell

and Smith (1998) and Ericson and Pakes (1995) models in continuous time. Our paper is

accompanied by a numerical toolbox with automated general-purpose routines to solve

dynamic programming problems in continuous time, thus hopefully allowing for broad

accessibility.
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Appendix A

Appendix to Chapter 1
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Figure A.1: Mortgage Origination without Branching: Citibank

Notes. Figure (from S&P Global) shows mortgage origination by Citibank in 2019. Blue dots indicate branches,

red shading indicates mortgage activity per MSA. Deeper shades of red indicate higher origination volume.
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Table A.1: Examining the Exclusion Restriction: CLL Density and Demographic Trends

(1) (2) (3) (4)

Dep. variable ∆ income, 2012–2017 ∆ pop, 2012–2017

2012 CLL density 0.2829*** 0.1414 0.4738 -0.0494
(0.1099) (0.1033) (0.3489) (0.3684)

Zillow control Yes Yes

R2 0.0487 0.0747 0.0367 0.1324
N 443 443 443 443

Table A.2: Examining the Exclusion Restriction: CLL Density and Competition

(1) (2)

Dep. variable HHI (2012)

2012 CLL density -0.1785*** -0.0883
(0.0498) (0.0976)

Zillow control Yes

R2 0.0483 0.0521
N 443 443
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