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TRIM: Text Replacement for Interpreting Models
Abstract

Current local model-agnostic interpretation algorithms perturb text

data by deleting random words and measuring how much the deletion

changes the output of classifiers. We show that this random deletion

breaks the grammar and structure of the text and results in data that

is out of distribution for classifiers. Instead, we propose TRIM: Text

Replacement for Interpreting Models. Instead of deleting words, we

replace words with ”neutral” words that fit into the same text and use

that to measure the contribution of the original words to the output.

We train a classifier on two different classification tasks —Sentiment

Analysis and Question-Answering Classification— and interpret the

classifier using current algorithms and TRIM. We show that TRIM is

better at estimating word contribution in complex contexts and in the

existence of multiple important words. In addition, we use QUACKIE

to evaluate the two interpretation algorithms, finding that TRIM

outperforms the baseline in most settings and improves accuracy by

up to 4.5%.
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“Machine learning has become an increasingly
popular approach for solving complex problems
and making predictions or classifications. These
models can provide highly accurate results, but
they are often complex and difficult to interpret.”

ChatGPT

1
Introduction

1



Machine Learning applications are making their way into everyday
lives. Earlier applications included search engines and spam detection.
More recent advancements allow text models to write articles and
even assist with writing code. The quotes at the top of these chapters
are examples of text models being able to generate coherent and
useful text.

Most advancements in Machine Learning have been achieved by the
use of large internet data. But internet data often carries human
biases. Models trained on internet data have shown gender or racial
biases. On the other hand, models trained on small data can focus on
the wrong features in the data, resulting in incorrect models.

What makes catching these biases or errors hard is that most
advanced neural networks are hard to interpret. They are usually
used as black boxes; we can see their inputs and their final decisions,
but it’s hard to understand how they made those decisions.

Model interpretation tools give us glimpses into how models make
their decisions. These tools are already important for developers and
researchers when fixing models. We expect that they will also be
useful for users in sensitive fields. If you are a doctor making a
diagnosis, it would be nice to not only see a model’s guess on the
diagnosis but to also see what symptoms, reasons, or previous cases
the model focused on to make that decision. This would potentially
help with making better diagnoses and catching model bugs in
addition to increasing trust in models.

For this thesis, we focus on interpreting text classifiers. We propose a
new definition of feature contribution for text. Based on this
definition, we propose a new interpretation algorithm: Text
Replacement for Interpreting Models (TRIM). We compare our
algorithm to currently used interpretation tools.
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The thesis has the following structure: Chapter [2] contains all
background for our work. Section [2.1] reviews model interpretation in
general and section [2.2] is a literature review on local model agnostic
interpretation tools, which we will use as our baseline. Section [2.3]
gives a literature review on perturbing text data, which will be useful
for our proposed algorithm. Section [2.4] gives technical background
on BERT, which we will use as a classifier and a language model
throughout the thesis. Finally, section [2.5] gives background on the
classification tasks that we will use to test our interpretation
algorithm.

In Chapter [3], we present the data we will use for our thesis. We
show some examples from the data and review the data processing
steps taken to prepare the data.

In Chapter [4], we present our methods: We summarise previous work
and introduce our proposed definition of word contribution; we
present algorithms based on the baseline and proposed definitions;
and we design experiments for comparing the baseline and proposed
algorithms.

In Chapter [5], we review all raw results. We present single examples
interpreted by the baseline and proposed algorithms. We also present
the scores of the algorithms in multiple settings.

Finally, in Chapter [6], we summarise the thesis and present our final
conclusions.
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“Interpreting machine learning models is crucial
for understanding how they work and how they
make their predictions, and for ensuring that the
results are reliable and trustworthy.”

ChatGPT

2
Background

In this section, we review the background topics that are used in our
thesis. We cover background on model interpretation, frameworks for
local model agnostic interpretations, methods for perturbing text
data, background on transformers and BERT, and finally, background
on some classification tasks that we will use.

4



2.1 Background on Model Interpretation

In this section, we review the basics of model interpretation and its
importance. We also review some high-level trade-offs for model
interpretations.

2.1.1 What is Model Interpretation?

In Machine Learning, interoperability has been defined ”as the ability
to explain or to present in understandable terms to a human” [5].
More concretely, given a machine learning model, we want to present,
in simple terms, how it makes decisions. The most common way to
present this interpretation is to specify how the input features
contribute to the output. For a medical diagnosis, this could be the
specific part of the image or test that the patient took that resulted in
the diagnosis. For a court case, it could be part of the evidence
presented to the model or the lack of such evidence. Generally, when
we give a model a multi-variable input, we would like to understand
how each variable affected the output (increased or decreased the
likelihood of an outcome) and by how much.

For this paper, we will use the terms ”interpretation” or
”explanation” interchangeably; both describe how a model makes
decisions or why a model gives certain outcomes.

2.1.2 Why Interpret Models?

Machine learning models are getting more complex and are getting
more used in industry and everyday life. Because of that, model
interpretations are getting more important because they help increase
the safety and fairness of machine learning models. We will now
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briefly discuss the expected benefits of model interpretations.

2.1.2.1 Safety

Machine learning models can be unreliable or inaccurate even if they
perform well during the training process. This could happen for many
reasons. Training data might not cover all possible scenarios that the
model could face when implemented [5]. Data leakage or data shift
can also result in overestimating a model’s accuracy [16]. Another
common problem a model could face is being unaligned (known as the
AI Alignment problem). This happens because sometimes researchers
have to use proxies as loss (or score) functions to optimize, and those
proxies don’t always correspond well to the goal of the model [5].

A famous example of this happening because of limited training data
is animal classification models using snow in the background to
identify wolves [16]. An example of that happening because of using a
proxy function is models using bugs in simulators to achieve high
scores [9].

If domain-expert people can understand how a model makes decisions,
they can confirm the model’s accuracy. Or, they can figure out that
the model is using nonsensical features. These features won’t hold
when dealing with real test data, which would make the model unsafe
for implementation.

In addition to making models safe, interpretations can increase model
trust and adaptation. For example, if a doctor only sees that a model
recommended performing surgery, they might be skeptical of
performing it. But if the doctor can see why the model recommended
that, they could confirm that the reasons are reasonable and thus
adapt the model’s recommendation.

6



Note also that this explanation might sometimes be required. If a
bank rejects a loan application from an applicant, the bank is usually
required to provide reasons for that rejection. If the bank wants to
use a machine learning model to make those decisions, the bank must
also be able to interpret the model to provide the reasons behind its
decisions.

2.1.2.2 Fairness

Data coming from humans is biased, and this bias usually will leak to
models trained on this data. This could result in models that are
gender-biased [2] or even racist [1].

Interpreting text models can help detect such biases. Instead of
testing the model for every possible bias, we can simply interpret it.
Model interpretation can help us understand how a model is making
its decisions, which can help us figure out biases in these decisions
(although eliminating them might be a harder problem).

A side note here is that all of these benefits assume that the
interpretation method is itself accurate. If not, this can be very
dangerous, as it can give us false trust in an unsafe or unfair model.
This whole thesis is aimed at showing a problem with current text
interpreters and solving it, which would result in more reliable
interpretations.

7



Figure 2.1.1: Accuracy-Explainability Trade-off: More accurate models tend
to be harder to explain. [6]

2.1.3 Trade-offs in Model Interpretation

2.1.3.1 Accuracy vs Explainability Trade-off

To get more accurate models, we usually use larger models that have
more parameters and more complex structures. Because of that, these
models are usually harder to interpret. Sensitive fields like law or
healthcare might sometimes resort to simpler models because they are
easier to understand and trust.

Let’s for example consider a decision tree. A decision tree is a simple
model. You can directly look at the tree and understand how it
works. Compare that to a collection of decision trees grouped through
bagging or a gradient-boosting model. For these models, we could be
using hundreds or thousands of trees, and thus we can’t look at each
one of them, and thus it’s harder to figure out how the decision was

8



made. Figure [2.1.1] gives a summary of this trade-off.

This trade-off gives more importance to model interpretation
algorithms. These algorithms aim to increase the interpretability of
complex models, allowing us to achieve very accurate and (somewhat)
understandable models.

2.1.3.2 Model-Agnostic vs Model-Specific Interpretations

Model-Specific interpretation methods are methods designed to
understand a specific model. Usually, they work by directly looking
inside the model and how it calculates its output. For example, to
interpret a linear model, we can simply look at its coefficients; the
sign and value of a coefficient of a variable tell us how this variable
affects the output of the model. Similarly, for tree-based models, we
can calculate how many times a variable is used for splitting decisions,
which can give us an estimate of how much the variable affects the
output.

These interpretation methods are very useful. However, we don’t have
model-specific methods for looking inside all models. Almost all
neural networks don’t have methods for interpreting them directly. In
addition, pursuing model-specific interpretation methods means
having to develop new methods for every new model.

The other possible option is Model-Agnostic Interpretation methods.
These are methods designed to interpret any given model. They
usually work by treating a model like a black box and comparing the
model’s inputs and outputs to figure out how these inputs are
affecting the outputs. You can think of those as estimating the
gradient of the outputs with respect to the inputs.

Another way to do model-agnostic interpretation is by retraining the
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model using subsets of the possible input variables; by estimating how
much each variable affects the accuracy of the model, we can figure
out which variables are most important for the model, which gives us
an insight on how the model works.

Model-Agnostic interpretation methods don’t usually give the full
picture of what the model is doing and just give an estimate. But this
is reasonable for large models where we don’t have model-specific
methods for interpretation. Another advantage of these methods is
that they should work regardless of the given machine learning model,
thus, once such a method is developed, it can work for all current and
future machine learning models.

2.1.3.3 Local vs Global Interpretations

Global interpretation gives a general idea of how a model makes
decisions. For example, a global interpretation for a linear model
could say something like ”an increase of 1 in this variable results in a
decrease of 2 in the output”.

On the other hand, local interpretations give a reason why the model
made a specific decision on a specific input. For example, a local
interpretation for a linear model could say something like ”the
expected label is 0 because this variable was very high and this
variable was very low for this specific data point”.

Global interpretations can be useful to understand and trust the
model before, for example, implementing a model in production.
Local interpretations can justify specific decisions. For example, they
can convince a doctor of a diagnosis for a given patient. In addition,
we can perform multiple local interpretations for different data points
and aggregate them to get a general idea of the model.

10



Figure 2.1.2: Current Interpretation Methods: Interpretation methods could
be local or global, and could be model-specific or model agnostic.

Figure [2.1.2] gives a summary of some interpretation methods and
where they lay in the global/local and model-specific/agnostic
trade-offs. We’ve discussed most of these methods in some of the
previous examples and we will dive deeper into LIME and SHAP in
the next section.

2.1.3.4 Presentable vs Faithful Interpretations

Complex models are hard to interpret. Even if we know how they
work, it can be hard to explain all their details, especially to
non-technical users. Giving a general summary of the model can be
useful in these cases and it can help in presenting the interpretations.
However, summarizing also means ignoring the details. If we ignore
important details of a model, our interpretations can be unfaithful to
that model; they don’t represent how it makes decisions.

11



Figure 2.1.3: Presentable vs Faithful Interpretations: We could summarize
this model by saying that an increase in x results in an increase in y. But this
ignores the details of the model.

As an example, let’s look at the model in figure [2.1.3]. Assume this
model maps x to y. Assume the sinusoidal behavior of the model is
not because of noise. This is very common when dealing with seasonal
effects. One way to summarize this model is to say that an increase in
the input results in an increase in the output. This statement is easy
to understand by almost anyone. However, this statement ignores the
details of the model. In fact, at the red point in the figure, this
statement is false.

Unfaithfulness shows up a lot when interpreting complex models. As
we will discuss later, a common way to interpret complex models is to
estimate them with simpler models. Those simpler models have simple
and presentable interpretations. However, because they are simple,
they can’t accurately represent what the complex model is doing.

Presentability is also somewhat related to data visualizations.
Interpretation tools usually come with data visualizations that
communicate the interpretations. While we won’t go much into data

12



visualization in this thesis, we will work on presenting interpretations
in simple and accessible figures.

Note that these trade-offs are not independent. Simple models are
easy to interpret because we can directly look into them and figure
out exactly how they work. Complex models are harder to look inside,
thus we usually treat them as black boxes and use model-agnostic
methods to interpret them. It’s usually hard to summarize how these
complex models work in general, thus we usually look at specific data
points. In summary, simple models aren’t very accurate but we can
usually find presentable faithful global model-specific interpretations
for them. Complex models are more accurate but we often have to
resort to local model-agnostic methods to interpret them.

Almost all recent advances in text models have been made by deep
neural networks that have complex structures and billions of
parameters. Thus, for this thesis, we will focus on local
model-agnostic interpretations.

13



2.2 Related Work on Model Interpretation

In this section, we will review popular frameworks for generating local
model-agnostic interpretations and their application to text data. We
aim in this thesis to improve on these frameworks and we use one of
them as our baseline.

Local Model-Agnostic interpretations are built on the following
assumption: Complex non-linear models are locally simple and linear.
This assumption is well justified: Gradient Descent requires models to
be differentiable. Thus, most complex machine learning models, such
as neural networks, are differentiable. Differentiable functions can be
well approximated locally by a linear function.

This means that, given a specific instance, we can approximate the
complex model around that instance using a smaller linear model. To
do so, we generate a local dataset by perturbing the instance,
changing its variables slightly in different directions. Then, we train a
sparse linear model on the local dataset [16]. The coefficients of this
linear model give us the local interpretation of the original complex
model.

For the rest of this section, we will review two common frameworks
for generating local interpretations and the relationship between
them. These frameworks mainly differ in how they generate the local
dataset.

2.2.1 LIME

LIME stands for Locally-Interpretable Model-agnostic Explanations.
LIME mainly works by using simple linear models to approximate
complex models locally.

14



Assume we have a complex model f and a multi-dimensional input x.
In LIME, we mask a few of the variables in x to generate a neighbor
x′. We repeat this process multiple times. The collection of the
generated neighbors makes a dataset D. The one-hot encodings of
which variables were chosen for each row are collected in a sparse
dataset D′. Then, the local dataset we use is (D′, f(D)). We train a
linear model h on this dataset. The coefficients of h tell us how
important is each variable of X in making the prediction [16].

There are a few more implementation details to know for LIME.
When interpreting text or image models, the original paper suggested
first using LASSO to select the important variables (out of the
possible thousands of words or pixels) and then perform the
perturbing only on those pixels. This is done to simplify the
explanations and give only the most important features. Another
detail is that when training, LIME weights the data points in D

according to their proximity to x. This helps in case the perturbation
results in an x′ that’s too far from x, thus it preserves the locality of
the dataset D [16].

In summary, LIME finds the following explanations:

ϕ(f, x) = minh∈HL(f, h, dx) + Ω(h) (2.1)

ϕi is the contribution of the ith component of x to the outcome f(x).
Here, H is the class of simple models (such as linear models), Ω
summarizes the complexity of h such as the number of variables
presented, and L is some loss function, for example:

L(f, h, dx) =
∑

(z,z′)∈(D,D′)

πx(z)(f(z)− h(z′))2 (2.2)

15



Where πx is some similarity function, such as cosine similarity.
Finally, the coefficients of the chosen linear model h are the
contributions of the different components of x.

LIME is one of the most common tools for model-agnostic
interpretations and it has been used for model selection and for
identifying untrustworthy models [16]. For those reasons, we
implement LIME and use it as our baseline model in our various
experiments. Section [2.2.4] goes more into the specific perturbations
done on text data in LIME.

2.2.2 SHAP

SHAP stands for SHapley Additive Values. It’s a method that
connects the Shapley values from game theory with model
interpretation. It provides a mathematical theory behind model
agnostic interpretations. We will also see that it has a close
connection with LIME.

Assume we only allow a “coalition” (subset) of features to contribute
to the prediction of the model. Then, the Shapley value for each
feature is the average contribution of that feature to the prediction
under all possible coalitions. In game theory, these values represent
how to fairly distribute the gain (change in prediction) across the
different players (here predictors) [13].

Assume M is the total number of predictors i.e. the dimension of x.
And let |x′| be the number of non-masked predictors in x′. Also, let
x′
−i be x′ with masking the ith variable, i.e. setting x′

i = 0. Then, the
Shapley values are [20]:

ϕ(f, x) =
∑
x′

|x′|!(M − |x′| − 1)!

M !
(f(x′)− f(x′

−i)) (2.3)
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Where this sum is over all x′ that have a subset of the features from
x. Note here that f(x′) and f(x′

−i) are not simply found by running
the partially masked predictors through the model. Rather, it is the
prediction over the values that are present in x′ with marginalizing
over the features that are missing in x′. This means:

f(x′) =

∫
f(x1, ..., xM)dP{xi:x′

i=0} − E(f(X)) (2.4)

Here, E(f(X)) is the average output of f over all inputs. Calculating
the exact Shapley values can become very time-consuming. The sum
in (2.3) goes over every possible subset of predictors, and for each of
those subsets, we have to integrate over all the rest of the predictors.
This would grow exponentially with the number of predictors. The
solution is to approximate the Shapley values. To do so, we usually
assume that the predictors are independent. Then, we pick a sample
from our original data, call that z, and use the values from z to
replace the masked predictors. We can repeat this N times, which
allows us to sample the rest of the predictors that aren’t in an x′

instead of integrating over them. Thus, given those samples, we use
the approximation [25]:

ϕ̂j =
1

N

N∑
i=1

f(x′
zi,+j)− f(x′

zi,−j) (2.5)

Where x′
z is x′ with the missing values replaced by the values from the

random sample z.

It can be shown that the Shapley values are the only solution to the
following desired properties:

• Local Accuracy: The explanation model matches the original
model on x.
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• Missingness: If a value is already missing in x, then its
estimated contribution must be 0, i.e. if xi = 0 then ϕi = 0.

• Consistency: For any two models f and f ′, if
f ′(x′)− f ′(x′

−i) ≥ f(x′)− f(x′
−i) for all x′, then

ϕi(f
′, x) ≥ ϕi(f, x).

SHAP offers another way to find model interpretations. SHAP can
explain how the predictors moved a prediction from its average value.
This results in great presentability of interpretations. In addition,
Shapley values offer a mathematical game-theoretic background for
model interpretations.

2.2.3 LIME and SHAP Connection

As mentioned earlier, LIME and SHAP are somewhat connected.
SHAP provides a general framework for generating explanations. This
framework is actually general and includes LIME. We will explain this
connection further in this section.

It can be shown that starting with the LIME equations [2.1] and [2.2],
we can recover the Shapley values by a specific choice for the
complexity and similarity functions [11]:

Ω(h) = 0

πx(x
′) =

M − 1(
M
|x′|

)
|x′|(M − |x′|)

(2.6)

These choices preserve the weighted linear regression setting of LIME,
thus giving us another way of approximating the Shapley values by
minimizing the least squares error. However, there are two key
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practical differences between LIME and SHAP:

• Proximity Function: In LIME, πx, the weight on the different
samples, is chosen such that the more predictors are masked in
x′, the lower the weight is on x′. This is done to put less weight
on too many perturbations and thus preserve the locality of the
dataset D. However, the choice for πx in equation [2.3] which
recovers SHAP is chosen such that the high weights are on
masking a lot or very few of the predictors. Masking half the
predictors results in the least weight. The intuition behind this
is that, when estimating the contribution of xj, if only a few
other variables are present or few other variables are masked,
then we learn the most about the contribution of xj as it is
easier to distinguish the contribution of xj from the contribution
of the other variables [13].

• Masking: In LIME, we perturb predictor xi in x by masking it,
meaning setting it to 0. In SHAP, we perturb it by sampling a
different data point z, and replacing xi by zi. This ensures that
the resulting masked variable is still within the original
distribution of the data. Contrary to LIME, SHAP doesn’t
assume that setting a predictor to 0 results in no contribution of
that predictor. However, it is common in SHAP to assume that
the predictors are independent, which means that mixing
predictors from x and z results in a reasonable data point. We
will address this point in depth later in this thesis.

2.2.4 LIME and SHAP on Text Data

We have so far reviewed LIME and SHAP in detail. We will finish
this discussion by talking about implementing LIME and SHAP on
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text data. The main challenge in applying those methods to text data
is the question of how to perturb the data point x. Both frameworks
deal with this problem similarly and suggest two ways of perturbing
text data. These ways depend on the way f takes the text input:

• Bag of Words: If f takes a bag of words representation of the
text data, then we can simply treat this representation as a
numerical input and perturb it. Masking a variable in this case
means simply deleting all occurrences of a word from the text
data.

• Vector of Tokens: Most deep models take a vector of tokens
and run it through an embedding layer before further steps. For
these representations, we can treat every word in a position as a
separate predictor. To mask this word, we either delete the
token from the vector, which means deleting the word from the
text, or we replace it with a blank or another special token.

For this thesis, we will only deal with the vector of token
representation. This is because the purpose of our work is to interpret
complex models, which rarely take a bag of words representation. In
addition, we can easily turn a vector of tokens into a bag of words but
not the reverse, thus, any method working on a vector can easily be
tweaked to work on a bag of words. In the next section, we will go
into text perturbation methods from different fields.
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2.3 Perturbing Text Data

Given a text data point, a sentence or a passage, how can we find a
”neighbor” of this text? In other words, how can we change a little
about this text to create a somewhat similar data point?

In the last section, we discussed how LIME and SHAP create local
datasets for texts by masking words in the text. This is a form of
perturbing text data for model interpretation. Perturbing text data is
also useful for Data Augmentation and Adversarial Training. Thus,
for this section, we will explore perturbation methods from these two
fields.

2.3.1 Approaches from Data Augmentation

Sometimes our datasets don’t have enough data points or are very
imbalanced. This can have very negative effects on training models.
To mitigate that, we can use Data Augmentation: We create new
synthetic data points similar to our original data, and augment our
dataset with these new data points.

For text data, one way to perform data augmentation is Easy Data
Augmentation (EDA) [23]. In this method, we start with a text
sample from our dataset and then perform a number of the following
operations:

• Synonym Replacement: Pick a random word, and replace it
with its synonym.

• Synonym Addition: Pick a random word, pick one of its
synonyms, and add that synonym in a random position in the
text.
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• Shuffling: Pick two random words and swap their positions.

• Deletion: Pick a random word and delete it.

Operation Sentence
None A sad, superior human comedy played

out on the back roads of life.
Synonym Replacement A lamentable, superior human comedy played

out on the backward road of life.
Synonym Addition A sad, superior human comedy played

out on funniness the back roads of life.
Shuffling A sad, superior human comedy played

out on roads back the of life.
Deletion A sad, superior human ∅ ∅

out on the ∅ roads of life.

Table 2.3.1: Example sentences generated by EDA [23].

Table [2.3.1] shows some examples of sentences generated by EDA.
EDA is shown to preserve the labels of the data [23], meaning that
the resulting sentences usually belong to the same label as the original
sentence. However, as we can see in table [2.3.1], the resulting
sentences can be ungrammatical and possibly unreadable by humans.

Another way to perform Data Augmentation is to use neural networks
to generate samples. We discuss transformers in section [2.4.1] and
BERT in section [2.4.2]. These are powerful neural network
architectures for text data. BERT, along with similar models such as
GPT2 and BART have been used for Data Augmentation [10]. The
general idea is that we fine-tune those models to our data. Then,
starting from an original text sample, we mask some of its words (for
BERT and BART) or provide some of its initial words (for GPT2)
and then have the language model fill the rest of the sample [10]. This
gives us a new synthetic sample that we can add to our dataset. If
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done carefully, these methods can generate new and diverse datasets
that improve on classifiers and perform better than the
EDA-generated data [10].

2.3.2 Approaches from Adversarial Training

Adversarial Machine Learning refers to the study of attacks on
machine learning models and the defense against that. These attacks
are usually done by carefully coming up with samples that can trick
machine learning models. Adversarial Training is a process in which
we generate adversarial samples and re-train the model on these
samples. To generate such samples, we want to perturb the data in a
way that tricks the model and can’t be detected by other humans. We
will review some of these perturbation methods here.

One way to find neighbors for a text sample is to use numeric
methods to generate neighbors in the text’s embedding space. Instead
of moving randomly and generating numeric samples, we can restrict
the movement in the embedding space so that we only move towards
other close words in the space [19]. Then, once we have a numeric
sample, we can reconstruct the text sample by replacing the words in
the text with the new words that we moved towards in the embedding
space [19]. Effectively, what this method is doing is replacing some
words with other words that have similar embedding representations.

Another way to do Adversarial Training for text data is to directly
modify the text input. One possible way to do this is to start with a
text sample and then perform some operations to edit the text, such
as replacing, adding, and deleting words [18]. This is somewhat
similar to EDA [23] that we discussed in the previous section. But
what’s interesting in this work [18] is that when doing these
operations, we ensure that the resulting sentence is human readable
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and that the operations don’t break the sentence’s grammar too much
[18]. Thus, it suggests the following:

• Deleting: Only delete adverbs.

• Addition: Only add adverbs before adjectives.

• Replacement: Only replace a word with a new one if the two
words have the same parts of speech.

These restrictions are a good heuristic for generating readable
samples. As we can see in table [2.3.2], the given generated example is
human readable and indistinguishable from the original data.

Original Sentence A sprawling, overambitious, plotless comedy that
has no dramatic center. It was probably intended

to have an epic vision and a surrealistic flair
(at least in some episodes), but the separate

stories are never elevated into a meaningful whole,
and the laughs are few and far between. Amusing

ending, though.
Modified Sentence A sprawling, overambitious, plotless funny that

has no dramatic center. It was probably intended
to have an epic vision and a surrealistic flair
(at least in some episodes), but the separate

stories are never elevated into a greatly
meaningful whole, and the laughs are little
and far between. Amusing ending, though.

Table 2.3.2: Example text generated for adversarial training [18]

To summarise, Data perturbation methods from Data Augmentation
and Adversarial Training are done by replacing, adding, or deleting
words from the text. Those methods can be done either fully
randomly, or randomly with grammatical restrictions, or done
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through other statistical models (such as trained language models).
For Data Augmentation, such restrictions are done to ensure that the
trained classifier is trained on realistic data. For Adversarial Training,
these restrictions are done to make it hard for humans to detect
adversarial attacks.

For our thesis, we will explore data perturbation methods for
interpreting models. Baseline interpreters like LIME [16] and SHAP
[11] (discussed in section [2.2]) perturb data by randomly deleting (or
masking) words. For this thesis, we explore perturbing data using a
pre-trained transformer model, namely, BERT [4], which we will
discuss later in section [2.4.2].
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2.4 Background on BERT

BERT stands for Bidirectional Encoder Representations from
Transformers. It is a language model based on transformer
architecture. The model is pre-trained on a large text dataset and can
be fine-tuned for specific tasks. When released, BERT obtained new
state-of-the-art on multiple tasks [4]. For our thesis, we will fine-tune
a BERT classifier on some tasks and then try to interpret its
decisions. In addition, we will use the general BERT language model
in our proposed interpretation method. So, for this section, we will go
into the details of BERT.

2.4.1 Transformers and the Self-Attention Mechanism

Transformers [22] are a type of layer in a deep neural network. They
are designed to process text data, though they can also be used for
general sequential data. The layer “transforms” the sequence of text
features into a new sequence using the self-attention mechanism. A
transformer-based neural network could consist of multiple layers of
transformers that simplify the representation of data, followed by a
last layer that performs classification or regression. In this section, we
will review the self-attention mechanism, which is key in building
transformer layers. Then, we will look into a simple transformer layer.

The Self-Attention mechanism takes as an input a sequence of tokens
represented by vectors A = (a1, a2, ..., an) and outputs transformed
vectors A′ = (a′1, a

′
2, ..., a

′
n). For each token vector ai, it multiples the

vector with three different embedding matrices (Wq,Wk,Wv) to get
three resulting vectors: a query vector qi, a key vector ki, and a value
vector vi. (Wq,Wk,Wv) are learnable matrices, identical for each
position i but different for different layers. Let’s group all the vectors
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of the three types for all the tokens into the matrices (Q,K, V ),
meaning Q = [q1, q2, ..., qn] ... . Then, to transform the token i, the
mechanism computes qiK

T which will be the weights for all the other
tokens when transforming the token i. Then the mechanism uses
these scores to compute a weighted average of all the value vectors of
these tokens.

Overall, the attention mechanism for all the vectors is given by:

Attn = Attention(Q,K, V ) = softmax

(
QKT√
|QKT |

)
V (2.7)

Where the scaling factor 1√
|QKT |

is used to avoid making the
dot-product too large for long vectors. This is summarized in figure
[2.4.1].

Figure 2.4.1: Self-Attention Mechanism: Multiplying the Query matrix and
Key matrix gives scores, which are used to compute a weighted average of the
Value matrix. [22]

After the self-attention mechanism, a transformer layer usually
contains a feed-forward neural network consisting of two linear
transformations with a ReLU activation between them:
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FFN(x) = max(0, xW1 + b1)W2 + b2 (2.8)

Here again, W1 and W2 are learnable weights, identical for each
position in a layer and different for each transformer layer. Figure
[2.4.2] shows a summary of a transformer block.

Figure 2.4.2: Transformer Block: A transformer block consists of a self-
attention mechanism, layer normalization, FFN applied to each position, then
another layer normalization. [3]

One last thing to note about transformers is positional encoding. All
the previous mechanism doesn’t make use of the location of each
token. To add that information, we add to ai a positional encoding,
learned or fixed.

2.4.2 BERT

There are multiple released BERT models with different sizes [21].
The main BERT model (BERT-Base) consists of 12 “encoder” layers
of transformers and has a hidden size of H = 768. An encoder layer,
when transforming the token at position i, attends to positions both
before and after i, which makes BERT bidirectional [4]. This is in
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contrast to decoder models like GPT which only allow prediction
based on previous tokens [14]. The hidden size refers to the size of
each output vector for each position.

2.4.2.1 Input Tokenization

For tokenizing the input words, BERT uses WordPiece embedding
[24]. In addition, BERT [4] uses two special tokens. The first is [CLS],
a classification token added at the beginning of each input. The
output vector of this token is used for classification tasks. The second
special token is [SEP], a separator token added in-between pairs of
sentences for tasks that require pairs of inputs. We will discuss more
details about these two tokens in the rest of this section.

2.4.2.2 Pre-training

BERT is pre-trained on two tasks. The pre-training process is
summarised in figure [2.4.3]. Let’s review those tasks.

• Masked Language Modeling (MLM): To train BERT as a
language model, we randomly mask some of the input tokens.
Then, the output vectors for the masked positions are passed
through a softmax function to predict the masked token.
BERT’s original training procedure suggested predicting 15% of
the input tokens. 80% of those are masked, 10% are replaced
with random tokens, and 10% are kept unchanged [4].

• Next Sentence Prediction (NSP): In addition to language
modeling, BERT is pre-trained to find relationships between
sentences. To do so, during training, BERT is fed with two
sentences at a time, separated by a separator token [SEP].
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These are actual consecutive sentences half of the time and just
two random sentences the other half. The vector of the first
token [CLS] is fed into a classifier layer and is trained to predict
whether the second sentence is actually the next sentence or not.

Figure 2.4.3: BERT Pre-training and Fine-Tuning: BERT is pre-trained as a
masked language model and a next-sentence predictor. Then, it can be fine-
tuned for different tasks. Either the [CLS] or the token representations could
be used for fine-tuning, depending on the task. [4]

2.4.2.3 Fine-Tuning

Once pre-trained on a large dataset, BERT can be fine-tuned for
specific tasks cheaply. The pre-training setup is general enough that
BERT can be fine-tuned for almost any task without changing
anything in its structure.

For sequence classification tasks, such as sentiment analysis, the [CLS]
representation can be fed into an output classification layer. For token
classification tasks, such as sequence tagging, the token
representations can be used instead. This is similar to the two
pre-training settings.
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In addition, for tasks that require two input texts, we can feed those
two texts with the separator token [SEP] between them. For example,
for question answering, we can feed the model a pair of
(question-passage). For tasks that only require one input text, we can
feed the model the pair (text-∅).

For our project, we fine-tune BERT for sentiment analysis and
question-answering using these recommended settings. Chapter [2.5]
has more details about these tasks. In addition, we use the raw
pre-trained BERT Masked Language Model to fill gaps in sentences.
We will discuss more why we need that when we discuss our proposed
algorithm in [4.4].
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2.5 Classification Tasks

For our project, we will train a BERT classifier (discussed in [2.4.2])
on two classification tasks and then try to interpret it. We will use
those tasks to compare our baseline and proposed interpretation
methods. So, we want to pick tasks where we know what the correct
interpretation should look like. Let’s review those classification tasks.

2.5.1 Sentiment Analysis

The first task we use is sentiment analysis. This task is concerned
with identifying the emotional tone of a given text. Specifically, we
are interested in the sentiment classification task: given a text,
determine whether this text is giving a positive or negative opinion.

We use this task for its simplicity. We can easily construct a short
simple example with a clear expected label. In addition, it is usually
easy to pinpoint which words make a text positive or negative.

2.5.2 QUACKIE

QUACKIE [17] stands for QUestion Answering Classification TasK
for Interpretation Evaluation. It is a framework based on the
question-answering task that can be used to evaluate interpreters.
Let’s go over the details of this task and framework.

2.5.2.1 Question Answering Classification Task

The original question-answering task has the following setup: Given a
question and a passage, if the answer to the question is in the passage,
determine which words in the passage constitute the answer to the
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question. Otherwise, detect that the answer is not in the passage.
Question Answering datasets usually provide the question, passage,
answer, and the location of the answer in the text.

The question answering classification task is a simplified version:
Given a question and a passage, determine whether the answer is in
the passage or not.

This classification task offers a ground truth for local interpretation
methods [17]: For positive data points, the sentence that includes the
answer must be the most important in the passage. Thus, we train a
classifier on this task. Then, we run an interpretation method on the
classifier with some example input and see whether the interpretation
method can identify the answer’s sentence as having the highest
positive influence on the classifier.

2.5.2.2 Evaluation Metrics

Once we have the interpretation of a classifier, we want to compare it
to the ground truth. QUACKIE [17] suggests multiple metrics to
evaluate interpretation methods:

• IoU: Stands for Intersection over Union. Given the important
sentences selected by the interpretation method s and the golden
truth sentences g, the IoU score of the selection is given by:

IoU =
|s ∪ g|
|s ∩ g|

(2.9)

Note that if s and g are both of size 1, meaning that there is
only one answer and the interpretation only selects one answer,
then this reduces to the accuracy of the selection.

• HPD: Stand for Highest Precision for Detection. If the
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interpretation method ranks all sentences according to their
importance, then HPD is the inverse of the rank of the correct
sentence:

HPD =
1

k
s.t. answer ∈ sk (2.10)

This metric is useful in that even if an interpretation method
doesn’t rank the answer’s sentence as the most important, it is
still a good sign if it considers it as, say, the second or third
most important one. Thus, this score captures more than the
simple accuracy score.

• SNR: Stands for Signal to Noise Ratio. This score can be used
if the interpretation method gives a vector of scores s for each
sentence. Let sG be the score for the sentence containing the
answer and let s−G be the scores for the rest of the sentences.
Then, the SNR score is given by:

SNR =
sG −mean(s−G)

std(s−G)
(2.11)

This score captures how noisy is the interpretation method. The
SNR score is considered a secondary metric because it doesn’t
directly reflect the performance of the interpretation method
[17].

These three metrics are designed for three possible interpretation
outcomes (in order): selection (selecting a few important sentences),
ranking (a ranking of the importance of all the sentences), and scoring
(giving a score for each sentence). The interpretation methods we will
work with in this thesis will output scores. Note however that
selection or ranking can easily be computed from scores, and thus, we
will use all three metrics for our evaluation.
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“Sentiment analysis is often used to analyze cus-
tomer feedback, social media posts, reviews, and
other forms of text data to gain insights into cus-
tomer satisfaction, brand perception, and other
important metrics.”
“QA tasks have numerous real-world applica-
tions, including virtual assistants, customer sup-
port chatbots, search engines, and educational
tools.”

ChatGPT 3
Data

In this section, we review the datasets we chose for our sentiment
analysis and question-answering classification tasks.

35



3.1 IMDB: Movie Reviews Dataset

We use the IMDB movie reviews dataset [12] for the sentiment
analysis task. This dataset has reviews of movies and a label for
whether this review is positive or negative. IMDB reviewers use a
scale of 1-10 for each movie. For this dataset, negative reviews
represent an original score of 1-4 and positive reviews represent an
original score of 7-10. Neutral reviews 5-6 are not used as part of the
dataset. The dataset has 50k data points. Half of those are positive
and half are negative.

Table [3.1.1] shows two examples from this dataset.

Text Label
If you like original gut wrenching laughter you will

like this movie. If you are young or old then you will positive
love this movie, hell even my mom liked it.

Great Camp!!!
Besides being boring, the scenes were oppressive

and dark. The movie tried to portray some kind of moral,
but fell flat with its message. What were the redeeming negative
qualities?? On top of that, I don’t think it could make

librarians look any more unglamorous than it did.

Table 3.1.1: Examples from the IMDB Sentiment analysis dataset

We only use half of this dataset for the classifier. We keep the other
half for a later experiment. We leave out 20% of the data for testing
and then divide the rest into 80% for training and 20% for validation.
This leaves 16k examples for training.
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3.2 SQuAD: Question Answering Dataset

There are multiple datasets available for the regular
question-answering task. However, most of the examples in these
datasets do include an answer in the passage. Thus, when turning this
into a classification task, these datasets would be very imbalanced. To
get a balanced dataset for the classification task, we will have to edit
the data.

We start with the regular question-answering dataset SQuAD
(Stanford Question Answering Dataset) [15]. Then, for half of the
examples, we remove the sentence that includes the answer and we
label those examples as negative. For the rest, we label them as
positive. This gives us a balanced dataset to train our classifier. Table
[3.2.1] shows examples of labeled data points. To identify which
sentence includes the answer, we find the closest periods before and
after the answer’s position, and mark those as the beginning and end
of the answer’s sentence.

The SQuAD dataset has 88k examples for training and 10k examples
for testing. We leave out 20% of the training set for validation, and
the rest for direct training. This gives us a training size of about 70k
examples.
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Text Label
[CLS] Where did Iroquois Confederation control?

[SEP] In between the French and the British, large
areas were dominated by native tribes. To the

north, the Mi’kmaq and the Abenaki were engaged in
Father Le Loutre’s War and still held sway in parts

of Nova Scotia, Acadia, and the eastern portions positive
of the province of Canada, as well as much of

present-day Maine. The Iroquois Confederation
dominated much of present-day Upstate New York

and the Ohio Country, although the latter also
included Algonquian-speaking populations of

Delaware and Shawnee, as well as
Iroquoian-speaking Mingo. These tribes were
formally under Iroquois rule, and were limited by

them in authority to make agreements.
[CLS] Where did Iroquois Confederation control?

[SEP] In between the French and the British, large
areas were dominated by native tribes. To the

north, the Mi’kmaq and the Abenaki were engaged in
Father Le Loutre’s War and still held sway in parts negative

of Nova Scotia, Acadia, and the eastern portions
of the province of Canada, as well as much of
present-day Maine. These tribes were formally
under Iroquois rule, and were limited by them

in authority to make agreements.

Table 3.2.1: Examples from SQuAD modified Dataset
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“A single word can help us understand the mean-
ing of a sentence in several ways. Here are a
few examples: Part of speech, Meaning, Context,
Connotation. [Longer explanation omitted] Over-
all, understanding the meaning and function of
individual words in a sentence is crucial for com-
prehending the overall message and interpreting
the intended meaning of the sentence.”

ChatGPT

4
Methods

In this section, we present our methods. First, we present the theory
of the baseline and proposed algorithms for interpreting text models.
Then, we present the general steps for our experiments to compare
the two algorithms. Then, we present the implementation details for
our baseline and proposed algorithms. And finally, we present our
data distribution experiment.

39



4.1 Theory

Assume we have a complex model (some neural network) f that takes
a sentence or text s and gives us an output f(s). We want to
understand the effect of a word w ∈ s on the output of f .

Current interpretation frameworks, such as LIME or SHAP (discussed
in section [2.2.4]) assume that the effect of w is:

Contribution(w) = f(s)− f(s−w) (4.1)

Where s−w is the sentence s without the word w, which we get by
simply deleting or masking w. Section [4.3] presents two baseline
algorithms built on this definition.

The problem with this model is that simply removing w can result in
a broken-up sentence. If f cares about the structure of a sentence,
then s−w is out of distribution for f . This means that f(s−w) is an
unreliable value and shouldn’t be used to generate interpretations.

We propose a different effect of w: Assume w′ are words that can
occur in the same place as w in s. Then:

Contribution(w) = f(s)− Ew′ [f(s−w+w)] (4.2)

This means that the contribution of w is the difference between the
outcome of the model on w and the average outcome of the model on
all words that can occur in place of w. The advantage of this setting
is that s−w+w is still in distribution for f as long as the way we select
w′ is good enough.

Another way to look at this proposal is that we are suggesting smarter
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ways to perturb text data to create local datasets for interpretation.
Current interpretation frameworks perturb data by deleting random
words. We have seen that other ways to perturb data have been used
in the fields of Data Augmentation and Adversarial Training
(discusses in section [2.3]). In Data Augmentation, perturbing data
through pre-trained transformer models has shown better results than
EDA (which performs random deletion, insertion, and replacement).
In Adversarial Training, perturbing data is performed through the
careful replacement of words that maintain the structure of the text.

These methods invite us to experiment with better text perturbation
methods for model interpretation. Thus, instead of masking or
deleting words, we want to replace words with other ”average” words.
To obtain those ”average” words, or to obtain the expectation in
equation [4.2], we use a language model to find which words can
replace w in s. We will build an algorithm on this idea in section [4.4].
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4.2 Experiment Design

For this thesis, we want to compare interpretation methods based on
deletion (equation [4.1]) and interpretation methods based on
replacement (equation [4.2]). To do so, we implement the following
steps:

• Classification Task: We will pick a classification task and
dataset. For this thesis, we experiment with the two different
classification tasks discussed in section [2.5]: Sentiment Analysis
and Question Answering Classification.

• Train Classifier: We train a classifier on the classification
task. The classifier we choose for this project is a BERT
sequence classifier, which consists of a BERT encoder followed
by a dense classification layer (discussed in section [2.4.2]).

Baseline interpreters construct local examples that are broken
up because of deleting random words. These examples are then
fed into a classifier to generate the interpretations. We want to
highlight this problem and thus we want to pick a
context-dependent classifier, and that’s why we use BERT as
our classifier.

• Interpret the Classifier: Once we have a classifier, we
interpret it on the test data. For that, we use two algorithms
and compare them:

– Baseline: An implementation of LIME.

– Proposal: Our proposed interpretation algorithm.

• Interpretation Evaluation: Compare the two interpretations
and evaluate them. To evaluate, we look at single examples and

42



compare the generated interpretations. In addition, for
question-answering classification, we use the ground truths of
the answer positions to obtain scores for the two algorithms.

We score the interpretations using accuracy, HPD (Highest
Precision for Detection), and SNR (Signal-Noise Ratio). For our
question-answering classification task, we only ever have one
correct sentence and one top predicted sentence, and thus, the
Intersection over Union score reduces to simply the accuracy of
detecting the sentence. Our algorithms give scores for individual
words, whereas QUACKIE requires scores for each sentence. We
experimented with aggregating the scores by taking the average,
the max, and through the mean or median of the top few words.

As per the QUACKIE framework, we only score the algorithms
on true positive examples, which means we look at examples
where the passage does include the answer, and the classifier
correctly identifies that. This is because if there is no answer,
then there is no ground truth position for the top contributing
sentence. Also, if the classifier doesn’t correctly classify the
text, then we can’t expect the interpretation to give any
meaningful answers.

Because the interpretation algorithms are slow, we weren’t able
to score the algorithms on the full dataset. Instead, we just
scored the algorithms on a random sample of 200 data points.

For the next sections, we discuss the details of the baseline and
proposed algorithms and then compare the distributions of their
generated local datasets.
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4.3 Baseline: Interpretation Through Masking

For our baseline, we implement LIME for text data. We experimented
with single-masking and multi-masking. We present single masking in
algorithm [1].

Algorithm 1 Single Masking Interpretation Algorithm
Input: s ▷ sentence or text input
Input: f ▷ machine learning classifier

1: Contribution ← {}
2: for w ∈ s do
3: Contribution[w]← f(s)− f(s−w)
4: end for

Output: Contribution

This is considered single masking because we only mask one word at a
time. While this works for simple sentences, it usually doesn’t do well
on multiple sentences. Say there are two important words in s and
having one or both of them can make f output 1, but if both aren’t in
s then f outputs 0. Then this algorithm would estimate both of their
contribution to be 0 because deleting just one of them never changes
the output of f .

The solution to this is multi-masking presented as algorithm [2].

The idea of this algorithm is to randomly mask multiple words at a
time to create a local dataset. Then, we obtain the output of f on
this dataset. And finally, we train a linear model on the local dataset
and use its coefficients as our interpretations. Because this is a local
dataset, the linear model should be a good approximation of f .

There are a few implementation details to note:
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Algorithm 2 Multi-Masking Interpretation Algorithm
Input: s ▷ sentence or text input
Input: f ▷ machine learning classifier
Input: nw ▷ samples per word

1: X ← {}
2: Y ← {}
3: Contribution ← {}
4: n← nw × len(s) ▷ Sample Size
5: m← ⌊0.15× len(s) + 1⌋ ▷ Masking Size
6: for i ∈ 0 : n do
7: indices ← Random(0, len(s),m) ▷ Pick m random words
8: X[i]← One-Hot-Encoding (indices)
9: s′ ← {}

10: for j ∈ 0 : len(s) do
11: if j /∈ indices then
12: Append sj to s′ ▷ Remove the words from s
13: end if
14: end for
15: Y [i]← f(s′)
16: end for
17: lm← Linear Model(X,Y )
18: for j in len(s) do
19: Contribution[sj]← lmj ▷ The j-th Coefficient of lm
20: end for
Output: Contribution

• For the sample size per word, we don’t want this number to be
too small (≤ 1), as this risks ending up with fully co-linear
columns in X. We experimented with nw = 5 and nw = 25 and
both give similar outcomes.

• For the masking size, we mask 15% of our input. Our classifier
f is BERT, which is pre-trained on 15% masking, and thus, we
followed the same suggested masking size. We also
experimented with masking of

√
len(s) and got similar results.
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• Because f is a large model, line [15] is expensive. To make use
of parallelization, we instead group the sentences s′, create a
batched dataset of them, and then run f on that dataset.

• For our linear model, instead of using simple linear regression,
we use a LASSO model with α = 0.01. LASSO shrinks small
contributions to 0, which makes it easier to present the non-zero
interpretations.

• If a word in s is repeated multiple times, we have the choice of
either having a separate contribution for each occurrence or
taking the average of all the occurrences. In our
implementation, we give both options.

• We don’t return contributions of stop words. We use the stop
word list from the spaCy English small model
”en_core_web_sm” [8]. However, some of the stop words from
that list can have meaningful contributions, such as emphasize
words (”very”, ”really”, ...) or negation words (”not”, ”never”,
...) so we keep those words.
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4.4 Proposal: Interpretation Through Text Re-
placement

For our proposed algorithm, we implement algorithms similar to the
baseline, with the sole difference being that instead of masking a
word, we replace it with a word that fits in its same place.

To do this replacement, we use a gap filler model. This can
theoretically be any good language model. For this thesis, we use a
pre-trained BERT base. As discussed in section [2.4.2], to pre-train
BERT, we mask random words and expect BERT to retrieve them.
Because of that, BERT can figure which words can fit in a position in
a sentence. This makes BERT perfect for our task.

As with the baseline, we implement both single replacement and
multi-replacement. Single replacement is shown as algorithm [3].

Algorithm 3 Single Replacement Interpretation Algorithm
Input: s ▷ sentence or text input
Input: f ▷ machine learning classifier
Input: g ▷ gap filler

1: Contribution ← {}
2: for w ∈ s do
3: w′ ← g(s−w, 10) ▷ Top 10 words that can fit in place of w
4: Contribution[w]← f(s)− µi(f(s−w,+w′

i
))

5: end for
Output: Contribution

The idea is that, instead of masking a word and feeding that into the
classifier, we mask a word, feed it into a gap filler, get the top words
that could take the place of the mask, and then construct new
sentences with those words, and then feed those into the classifier and
take their average.
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For this project, we choose the top 10 words to fill the masked word.
We want to choose a lot of words so that we have a good estimation
of the average. However, if the gap filler is not very good, it could
start giving low quality words that result in meaningless sentences.
By looking at examples, we estimated that taking the top 10 words
gives a variety of words without having irrelevant words.

Similar to the baseline, we also implement a multi-replacement
version of this algorithm presented as algorithm [4].

In summary, we create a local dataset by masking multiple random
words and replacing them with the top 10 words for each masked
position. Then, we feed those samples to the classifier to get its
outputs. And finally, we train a small linear model on the local
dataset and use its coefficients as our interpretations.

Similar to the baseline model, we use a default replacement of 15% of
the input, we use LASSO as our linear model, we aggregate operation
[18], we offer aggregation of repeated words, and we ignore the
contributions of most stop words. A few other implementation details:

• For sample size per word, we use a smaller size of nw = 2 or
nw = 5. This is because, for each sample, we try the top 10
possible ways to fill the masked position, thus resulting in 10
perturbed samples per iteration.

• Assume for some input s, we masked m words and are
considering their replacement. For this algorithm, we choose the
top 10 words for each masked position independent of what we
chose for the other positions. Then, we construct ten sentences,
the first is the original sentence with the best replacement for
each masked word, the second sentence is the original sentence
with the second best replacement for each masked word, and so
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on. However, there is no guarantee that these choices made by
the gap filler are consistent. The alternative would be to mask
and replace one word, then move to another random word to
mask and replace it, and so on. But this could make the
algorithm very slow. For this thesis, we stick with the simple
procedure of replacing all words together.

• We experimented with using a pre-trained BERT gap filler vs
fine-tuning a BERT gap filler. To do this, for the sentiment
analysis task, we preserved half the data to fine-tune the gap
filler and half to train and test the classifier. The idea is that if
the gap filler is trained on the sentiment analysis data, it could
do a better job of filling the gaps. However, the two gap fillers
resulted in similar interpretations for almost all examples, thus,
we only used the pre-trained gap filler for the rest of the
experiments.

The single masking [1] and single replacement [3] algorithms are
simple and fast, and thus, they provide a good proof of concept.
However, the multi-masking [2] and multi-replacement [4] versions are
much better at finding contributions. Thus, we will use those as the
main algorithms that we want to compare.
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Algorithm 4 Multi-Replacement Interpretation Algorithm
Input: s ▷ sentence or text input
Input: f ▷ machine learning classifier
Input: g ▷ gap filler
Input: nw ▷ samples per word

1: X ← {}
2: Y ← {}
3: Contribution ← {}
4: n← nw × len(s) ▷ Sample Size
5: m← ⌊0.15× len(s) + 1⌋ ▷ Masking Size
6: for i ∈ 0 : n do
7: indices ← Random(0, len(s),m) ▷ Pick m random words
8: X ← X + 10× One-Hot-Encoding (indices)
9: s′ ← {}

10: for j ∈ 0 : len(s) do
11: if j ∈ indices then
12: Append [Mask] to s′ ▷ Mask the chosen words
13: else
14: Append sj to s′

15: end if
16: end for
17: w′ ← g(s′, 10) ▷ Top 10 words that can fit in each masked

position
18: Y ← Y + f(s′w′)
19: end for
20: lm← Linear Model(X,Y )
21: for j in len(s) do
22: Contribution[sj]← lmj ▷ The j-th Coefficient of lm
23: end for
Output: Contribution
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4.5 Data Distribution

A hypothesis of this thesis is that deleting random words results in
too much change in the input distribution, which could make the
inputs too different from the training samples. On the other hand,
replacing a word with another word that fits into the same position
results in less change.

To test this hypothesis, we compare between the distributions of the
original data, the data with randomly deleted words, and the data
with randomly replaced words. To do this, we implement the
following steps:

• Create the Distributions: Sample data from the three
distributions and turn it into a numerical representation. To do
this:

– Take a sample of the original data. For each data point,
randomly replace 15% of the words with a [MASK] token.

– For each data point, starting with the masked text, delete
all the masks to create the random deletion text.

– For each data point, run the masked text through a BERT
Masked Language Model and replace each [MASK] token
with the top word according to the language model. This
creates a random replacement text.

– Run the three samples of text (original, deletion,
replacement) through a BERT model and record the pooled
outputs of the last hidden layer. This gives us a vector of
size 768 for each data point in each of the three datasets.

• Compre the Distributions: Now we have three sets of
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samples from three multi-variant distributions and we want to
compare them. There are two ways to compare them:

– Distribution Distance: We can look into the distribution
distance between the original data and the deletion data,
and the distribution distance between the original data and
the replacement data. This would tell us which generated
distribution is further away from the original data.
To measure the distribution distance, we use the Fréchet
Inception Distance (FID) [7]. Given two sets of samples X

and Y from two distributions, the FID distance is given by:

FID = ||µX − µY ||22 + tr
(
CX + CY − 2(CX · CY )

1/2
)

(4.3)

Where µX and µY are the (multi-variant) means and CX

and CY are the covariant matrices. FID is usually used to
compare distributions from generative models (GANS) and
is consistent with increasing disturbances in the data [7].

– Distribution Plots: We can’t directly visualize
768-dimensional data. So, we reduce the data into two
dimensions using Principle Component Analysis (PCA)
and create plots of those two dimensions.

For our project, we did the comparison on true positives from the
question-answering data and used the hidden layer outputs from the
BERT classifier trained on this data. We specifically choose this data
because this is the data that the QUACKIE framework uses to
evaluate interpreters and thus we want the distribution comparison
outcomes to help explain the QUACKIE scores.
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4.6 Computation Details

Before moving on to the results, we provide a quick overview of the
code used for the computation and the training procedures.

All experiments for this thesis were done using Jupyter Notebooks on
Google Colab. The notebooks are available on
github.com/MasaoudHaidar/Senior-Thesis. In addition, a TRIM
package that contains algorithm [4] is under development on
github.com/MasaoudHaidar/TRIM.

We use the BERT Base uncased version of BERT for all our
experiments. We fine-tune the BERT classifier for five epochs for
sentiment analysis and two epochs for question-answering
classification. We use Binary Cross-entropy loss and an Adams
optimizer with a learning rate of 2e− 5. The training is done on a
NVIDIA A100 GPU. Fine-tuning the sentiment analysis classifier
takes about 1 hour and 20 minutes and fine-tuning the
question-answering classifier takes about 2 hours and 20 minutes.
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“The choice between using tables or figures to rep-
resent results depends on the type of data being
presented and the purpose of the representation.”

ChatGPT

5
Results

In this section, we present the results of our thesis. We present the
results on both the sentiment analysis and question answering
classification tasks. Then, we present the results of the data
distribution experiment.
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5.1 Sentiment Analysis Task

5.1.1 Classification Results

After fine-tuning, the sentiment analysis classifier has 98% accuracy
on training data and 91% accuracy on test data. In addition, the
classifier is very balanced, with high F1 scores and with recall and
precision being nearly identical. The full scores are shown in table
[5.1.1].

Training Data Validation Data Test Data
Accuracy 0.981 0.9805 0.914

F1 0.981 0.9805 0.914
Recall 0.979 0.9805 0.911

Precision 0.982 0.9805 0.917

Table 5.1.1: Sentiment Analysis Classifier Scores

Having a very accurate classifier is great for evaluating interpreters.
Since the classifier is very accurate, it should behave very close to
what we expect. So, if a generated interpretation doesn’t make sense,
this is likely a result of a bad interpretation algorithm rather than a
bad classifier.

5.1.2 Interpretation Results

We look at single examples from the sentiment analysis task to
compare the algorithms. In these examples, the score for each word
represents how much the word contributes to the log odds of the text
being positive.

First, we look at examples interpreted using single deletion [1] and
single replacement [3]. We do the replacement with the un-tuned
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pre-trained BERT Masked Language Model and the tuned one.
Examples with positive sentiments are shown in figures [5.1.2] and
[5.1.1], a negative sentiment example is shown in figure [5.1.3], and a
mixed example is shown in figure [5.1.4].

(a) Deletion (Baseline
Interpreter)

(b) Untuned Replace-
ment

(c) Tuned Replace-
ment

Text: “I really like this movie.”

Figure 5.1.1: Single Deletion and Single Replacement Interpretation Example
on Sentiment Analysis
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(a) Deletion (Baseline
Interpreter)

(b) Untuned Replace-
ment

(c) Tuned Replace-
ment

Text: “Best movie I have ever seen. I enjoyed every minute of it. The
ending was amazing and I love the actors.”

Figure 5.1.2: Single Deletion and Single Replacement Interpretation Example
on Sentiment Analysis
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(a) Deletion (Baseline
Interpreter)

(b) Untuned Replace-
ment

(c) Tuned Replace-
ment

Text: “I was excited for the movie and thought it might be great. I
loved the original but the sequel sucks. I hated every part of it.”

Figure 5.1.3: Single Deletion and Single Replacement Interpretation Example
on Sentiment Analysis

(a) Deletion (Baseline
Interpreter)

(b) Untuned Replace-
ment

(c) Tuned Replace-
ment

Text: “The movie was okay but not amazing. I was excited.”

Figure 5.1.4: Single Deletion and Single Replacement Interpretation Example
on Sentiment Analysis

58



Here are a few things we can observe:

• Deletion vs Replacement:

– Both methods are good at finding important words. This is
best demonstrated in the simple example in figure [5.1.2].

– When there are multiple important words in one sentence,
Deletion isn’t very good at finding the important words.
This is demonstrated in the example in figure [5.1.1]. This
is because in this case, even when deleting an important
word, the text still has the same label, and thus, simple
deletion doesn’t figure that the deleted word is important.
On the other hand, replacement might replace that word
with an opposite word, which helps in figuring that this is
in fact an important word.

– Let’s observe the slightly negative example in figure [5.1.4]
with the text “The movie was okay but not amazing. I was
excited”. The deletion method easily figures that the word
“not” is the most important, because without it, the
sentence “The movie was okay but amazing” is very
positive. However, when deleting “amazing”, the resulting
sentence is “The movie was okay but not.”. This sentence is
not complete, the classifier thinks its more negative than
the original, and as a result, it thinks that “amazing” has a
positive contribution.
On the other hand, the replacement interpretation tried to
replace “amazing” with multiple words. When replacing
with words like “bad” and “boring” we actually end up
with a more positive sentence (“not bad” vs “not
amazing”). Thus, the replacement algorithms figure out
that “amazing” has a negative contribution to the
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sentiment of this sentence.

• Un-tuned vs Tuned Replacement For most examples, the
two methods identify the exact same contributions. This could
mean that the un-tuned BERT language model is good enough
for out purpose, as tuning it more to our data doesn’t improve
its performance a lot for our algorithm. This is a good result
because it means we can use general language models for our
algorithms instead of using task-specific language models.

As a result of this, for the rest of our work, we will only work
with Un-tuned BERT for replacement.

Next, we look at examples interpreted using multi-deletion [2] and
multi-replacement [4]. Figure [5.1.5] shows an example with positive
sentiment, figure [5.1.6] shows an example with negative sentiment,
and figure [5.1.7] shows an example with a slightly positive sentiment.
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(a) Deletion (b) Replacement
Text: “Best movie I have ever seen. I enjoyed every minute of it. The
ending was amazing and I love the actors.”

Figure 5.1.5: Muti-Deletion and Multi-Replacement Interpretation Example
on Sentiment Analysis
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(a) Deletion (b) Replacement
Text: “I was excited for the movie and thought it might be great. I
loved the original but the sequel sucks. I hated every part of it.”

Figure 5.1.6: Muti-Deletion and Multi-Replacement Interpretation Example
on Sentiment Analysis

(a) Deletion (b) Replacement
Text: “The action scenes were great and the story is not bad.”

Figure 5.1.7: Muti-Deletion and Multi-Replacement Interpretation Example
on Sentiment Analysis
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Both algorithms get better at identifying words when there are
multiple important words in the text compared to single deletion or
replacement with the replacement algorithm still being slightly better
than the deletion algorithm. In addition, figure [5.1.7] shows that the
deletion algorithm still doesn’t identify negation well. In the sentence
“the story is not bad”, both algorithms identify that “not” has a very
positive contribution but only the replacement algorithm figures that
“bad” has a positive contribution. The explanation is similar to the
single-deletion and single-replacement cases.
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5.2 Question Answering Classification

5.2.1 Classification Results

After fine-tuning, the question-answering classifier has 95% accuracy
on training data and 84% accuracy on test data. The classifier is
balanced, with high F1 scores and very similar precision and recall
scores.

Training Data Validation Data Test Data
Accuracy 0.954 0.855 0.84

F1 0.955 0.861 0.847
Recall 0.975 0.897 0.889

Precision 0.936 0.828 0.812

Table 5.2.1: Question Answering Classifier Scores

5.2.2 Interpretation Results

For question-answering classification, we look at single examples and
then we look into evaluation using QUACKIE.

Tables [5.2.2] and [5.2.3] show two interpretation examples, with the
first one being positive (the answer is in the passage) and the second
being negative (there is no answer in the passage).

When there is an answer in the passage, both algorithms identify the
words around the answer as having a positive contribution to the
prediction. When there isn’t an answer, both algorithms identify the
words in the question as having a negative contribution and almost no
word from the passage having any contribution.
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Deletion In-
terpretation

[CLS] Where did Iroquois Confederation
control ? [SEP] In between the French and
the British, large areas were dominated by
native tribes. To the north, the Mi’kmaq and
the Abenaki were engaged in Father Le Loutre’s
War and still held sway in parts of Nova Sco-
tia, Acadia , and the eastern portions of the
province of Canada, as well as much of present-
day Maine . The Iroquois Confederation
dominated much of present-day Upstate New
York and the Ohio Country, although the latter
also included Algonquian-speaking populations of
Delaware and Shawnee, as well as Iroquoian-
speaking Mingo. These tribes were formally un-
der Iroquois rule , and were limited by them in
authority to make agreements.

Replacement
Interpretation

[CLS] Where did Iroquois Confederation
control ? [SEP] In between the French and
the British, large areas were dominated by
native tribes. To the north, the Mi’kmaq and
the Abenaki were engaged in Father Le Loutre’s
War and still held sway in parts of Nova Sco-
tia, Acadia , and the eastern portions of the
province of Canada, as well as much of present-
day Maine. The Iroquois Confederation
dominated much of present-day Upstate New
York and the Ohio Country, although the latter
also included Algonquian-speaking populations of
Delaware and Shawnee, as well as Iroquoian-
speaking Mingo . These tribes were formally un-
der Iroquois rule, and were limited by them in
authority to make agreements.

Large Negative Contribution Small Negative Contribution
Small Positive Contribution Large Positive Contribution

Table 5.2.2: Question Answering Interpretation Example
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Deletion In-
terpretation

[CLS] Who are the chief administrators of the
church? [SEP] Subordinate to the General Confer-
ence are the jurisdictional and central conferences
which also meet every four years. The United
States is divided into five jurisdictions: North-
eastern, Southeastern, North Central, South Cen-
tral and Western. Outside the United States the
church is divided into seven central conferences:
Africa, Congo, West Africa, Central and South-
ern Europe, Germany, Northern Europe and the
Philippines. Bishops thus elected serve Episcopal
Areas, which consist of one or more Annual Con-
ferences.

Replacement
Interpretation

[CLS] Who are the chief administrators of the
church? [SEP] Subordinate to the General Confer-
ence are the jurisdictional and central conferences
which also meet every four years. The United
States is divided into five jurisdictions: North-
eastern, Southeastern, North Central, South Cen-
tral and Western. Outside the United States the
church is divided into seven central conferences:
Africa, Congo, West Africa, Central and South-
ern Europe, Germany, Northern Europe and the
Philippines. Bishops thus elected serve Episcopal
Areas, which consist of one or more Annual Con-
ferences.

Large Negative Contribution Small Negative Contribution
Small Positive Contribution Large Positive Contribution

Table 5.2.3: Question Answering Interpretation Example

In most single examples, there aren’t enough differences to compare
the two algorithms. So, we use the QUAKIE framework to automate
scoring the two methods. Table [5.2.4] shows the most notable results
of the evaluation on multiple different ways of aggregating words.
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Aggregation Method Score Deletion Replacement

Max
Accuracy 0.755 0.8

HPD 0.8569 0.8765
SNR 83.9 98.9

Mean
Accuracy 0.825 0.83

HPD 0.8967 0.8958
SNR 8.887 6.816

Median
of top 5
words

Accuracy 0.85 0.78
HPD 0.9085 0.8630
SNR 24.547 13.251

Mean of
top 5
words

Accuracy 0.825 0.83
HPD 0.8952 0.8928
SNR 29.823 25.053

Table 5.2.4: Results of Evaluating Interpreters Through QUACKIE

In most settings, interpretation through replacement does better than
the baseline of interpretation through deletion. The results in table
[5.2.4] were computed by deleting or replacing 15% of the words.
Deleting or replacing

√
n words shows similar results. In addition,

aggregating through the top 4 words shows similar results to
aggregating through the top 5. See Appendix [A] for those additional
results.
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5.3 Data Distribution

We compare the distributions of the original text data, the text data
with random deletion, and the text data with random replacement.

Figure [5.3.1] shows the distribution of the three datasets. Most of the
random deletion and replacement data is within the distribution of
the original data. However, there are many data points from random
deletion and replacement that are out of distribution compared to the
original data. The right side of figure [5.3.1d] shows a lot of deletion
data points and some replacement data points but no original data.

(a) Replacement Data (b) Deletion Data (c) Original Data

(d) All three datasets

Figure 5.3.1: Distribution of the Original Data, the Data with Random Dele-
tion, and the Data with Random Replacement. The data is taken from the
pooled outputs from the last hidden layer in a BERT model. The scatter plots
show the first two PCA components.

In addition to plotting, we also look at distribution distances. The
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Frechet Inception Distance (FID) between the original data and the
deletion data is ≈ 78.44. The distance between the original data and
the replacement data is ≈ 19.01. These distances, combined with the
plots show that random deletion does change the distribution of the
data. This has the risk of creating data points that are out of
distribution for the classifier, which results in unreliable predictions.
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“Overall, the meaning of a sentence is heavily in-
fluenced by the individual words used, as well as
how those words are arranged and combined.”

ChatGPT

6
Summary and Conclusion
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6.1 Summary of Project

In this thesis, we propose a new method for interpreting text
classifiers. We propose computing a word’s contribution by comparing
the model’s behavior on this word to the model’s behavior on
”average” words that could have filled its position (Random
Replacement). We compare this to current interpretation methods
that compare the behavior of the word to the behavior when the word
doesn’t exist at all in the sentence (Random Deletion). We use a
BERT Classifier as our classifier to interpret and a BERT Masked
Language Model to perform the Random Replacement. We compare
the two methods of interpreting classifiers trained for Sentiment
Analysis and Question Answering Classification.

6.2 Summary of Results

We found that Random Replacement outperforms Random Deletion
in most examples that we manually checked. Random Replacement
does a better job of finding important words when there are multiple
important words in a sentence. Random Deletion can’t identify which
words are important in these settings because deleting words doesn’t
change the model’s outcome.

Random Replacement does a better job of identifying the contribution
of words in a complicated context. For a sentence such as ”The movie
was not bad” or ”The movie was not amazing”, Random Replacement
realizes that ”bad” and ”amazing” have a very high effect on the
output, because changing them could fully change the meaning of the
sentence. However, Random Deletion can’t find their correct
contribution, likely because the sentence without them becomes ”The
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movie was not”, which is ungrammatical and out of distribution for
the classifier.

Using the QUACKIE framework for evaluating interpreters, we found
that Random Replacement outperforms Random Deletion in most
settings. By investigating the distribution of the local datasets
generated by each algorithm, we found that Random Deletion
produces more data points that are out of the distribution of the
original data. The distance from the Original Data to the Deletion
Data is about four times the distance from the Original Data to the
Replacement Data (using FID). This supports our claim that random
deletion creates data that is out of distribution for the classifier.

6.3 Concluding Remarks

We found that Random Replacement outperforms Random Deletion.
Text models are becoming more dependent on the structure of the
text rather than simple word counts. Randomly deleting words from
the text and breaking up its structure to feed it into a model will
likely result in unreliable outcomes; those outcomes should not be
used to generate interpretations.

This project is a step towards thinking more about how to estimate a
feature’s contribution to a text, namely, to compare a feature’s
existence to the existence of an ”average” feature rather than the
in-existence of any feature.

In this project, we only interpret text classifiers. However, we think
the same results will easily apply to text regression. The classifiers we
use output single-label logits rather than raw probabilities or labels.
Thus, their output is one number on the scale (−∞,+∞). Regression
has the same scale of outputs, and thus, the algorithms should have
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similar performance on it.

For future work, we recommend designing and testing similar
interpretation methods for numerical data or image data. In both
settings, we could compare the output on a feature to the output on
the average feature conditioned on the rest of the data point. This
gives a more meaningful contribution and avoids breaking up a point
to feed it into a model. In general data, the equivalent of a
context-dependent text model (like a transformer) is any non-linear
model that computes and uses interactions between its inputs.
Almost any deep enough neural network will do that on numerical or
image data. Thus, interpreting these models could also benefit from
smart replacement instead of deletion.
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A
Appendix

In table [5.2.4], we highlight some of the settings we tried in the
QUACKIE framework. Here, we present the full results.

We initially experimented with multiple different aggregation methods
using a small sample size. Table [A.0.1] shows those results. Then, we
experimented with changing the deletion/replacement size from

√
n to

15% of n. The results of those experiments are in table [A.0.2]. From
those, we figured the best aggregation methods and figured that the
two settings for deletion/replacement sizes give similar results. Then,
we ran the top aggregation methods using 15% deletion/replacement
on a bigger sample to obtain the final results. Those final results are
presented in table [A.0.3] and a smaller version of that table is
included in the results chapter as table [5.2.4].
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Aggregation Method Score Deletion Replacement
Median
of top 4
words

Accuracy 0.83 0.81
HPD 0.8939 0.8832
SNR 101.886 63.712

Median
of top 5
words

Accuracy 0.81 0.83
HPD 0.8721 0.8855
SNR 105.729 18.842

Mean
Accuracy 0.78 0.81

HPD 0.8739 0.8885
SNR 47.325 107.916

Max
Accuracy 0.77 0.79

HPD 0.8693 0.8810
SNR 255.45 198.855

Max
Accuracy 0.77 0.79

HPD 0.8693 0.8810
SNR 255.45 198.855

Mean of
top 30%

Accuracy 0.72 0.73
HPD 0.8144 0.8244
SNR 35.727 87.570

Mean of
top 20%

Accuracy 0.75 0.8
HPD 0.8406 0.8744
SNR 125.356 51.916

Table A.0.1: Results of Evaluating Interpreters Through QUACKIE: Using a
Sample of n = 100 and Deleting/Replacing √n of the words in each example.
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Aggregation Method Score Deletion Replacement

Mean
Accuracy 0.8 0.83

HPD 0.8877 0.8965
SNR 13.229 7.639

Max
Accuracy 0.77 0.84

HPD 0.8733 0.9075
SNR 102.096 118.186

Median
of top
20%

Accuracy 0.78 0.8
HPD 0.8665 0.8765
SNR 76.259 31.393

Median
of top 5
words

Accuracy 0.83 0.8
HPD 0.8935 0.8801
SNR 34.721 17.644

Table A.0.2: Results of Evaluating Interpreters Through QUACKIE: Using a
Sample of n = 100 and Deleting/Replacing 15% of the words in each exam-
ple.
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Aggregation Method Score Deletion Replacement

Max
Accuracy 0.755 0.8

HPD 0.8569 0.8765
SNR 83.9 98.9

Mean
Accuracy 0.825 0.83

HPD 0.8967 0.8958
SNR 8.887 6.816

Median
of top 5
words

Accuracy 0.85 0.78
HPD 0.9085 0.8630
SNR 24.547 13.251

Median
of top 4
words

Accuracy 0.84 0.81
HPD 0.9040 0.8822
SNR 44.995 22.640

Mean of
top 5
words

Accuracy 0.825 0.83
HPD 0.8952 0.8928
SNR 29.823 25.053

Mean of
top 4
words

Accuracy 0.825 0.835
HPD 0.8949 0.8945
SNR 36.379 44.126

Table A.0.3: Results of Evaluating Interpreters Through QUACKIE: Using a
Sample of n = 200 (different from above) and Deleting/Replacing 15% of the
words in each example.
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