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ABSTRACT

This dissertation addresses problems in the theoretical, methodological, and compu-
tational aspects of statistical modeling in the presence of low-resolution information.
I consider a structural kind of model uncertainty that cannot be encapsulated by a
single probability distribution but by a collection of them, and in a special case, by
a belief function. I investigate issues that arise with the choice of conditioning rules
when employing belief functions and Choquet capacities for uncertain inference, a
challenge that does not exist within the realm of precise probability modeling. Under
Dempster-Shafer theory, a system of Extended Probability Calculus, I showcase a novel
belief functionmodel for multinomial data as a partially identified Poisson experiment,
and offer computationally efficient posterior inference in the form of stochastic three-
valued logic. Numerical and sequential Monte Carlo techniques are discussed within
the contexts of vaccine efficacy and HIV-1 infection timing studies.
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0

Overview

STATISTICAL MODELS HINGE ON INFORMATION drawn from the source of the scien-

tific question that they attempt to describe. This information includes data observed

directly or indirectly about the phenomenon in question, as well as any deterministic

and probabilistic knowledge that has been established or regarded as conventional in

the field. Often is the case, however, that the set of scientific information available for
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modeling is of low-resolution, insufficient for the construction of a fully specified statis-

tical model, one that’s capable of delivering inference about all aspects of the scientific

question at the highest resolution.

The lacking information of concern here is distinct from the probabilistic kind of un-

certainty that is inherent to, and intended by, any fully specified statistical model. We

discuss low-resolution information that creates model uncertainty of a structural kind.

That is to say, unless through making assumptions in addition to those supplied by the

science, this structural imprecision results in quantifications of uncertainty that can-

not be captured using any single probability distribution, but possibly by a class of

probability distributions, collectively known as imprecise probabilities (IP).

This dissertation addresses problems in the theoretical, methodological, and com-

putational aspects of statistical modeling in the presence of imprecise information.

The additional layer of model imprecision bears implication on the choice of updat-

ing rules, a novel challenge that did not exist within the realm of precise models. A

primary focus of this dissertation is belief function, the mathematical backbone of the

Dempster-Shafer (DS) theory as a generalization of the Bayesian theory. Belief func-

tion is a special class of imprecise probability that is open to versatile interpretations.

It puts forward a dexterous tool to express low-resolution probabilistic knowledge in a

way much more general than ordinary probability. This generalization is particularly

important for ensuring more replicable scientific investigations under uncertainty, be-

cause the investigators are no longer forced to make up unverifiable high-resolution

assumptions about their prior knowledge, as required by the Bayes theorem. We show-

case novel belief function models reflecting inference akin to existing models yet with

weakened assumptions, and offer posterior inference as a stochastic version of three-

valued logic. Numerical and SMC computation techniques are discussed within the
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application contexts of HIV-1 infection and vaccine efficacy studies.

BELIEF FUNCTION: A LOW-RESOLUTION PROBABILISTIC EXPRESSION

Chapter 1 begins with an introduction of the many forms imprecise information could

take in statistical models. To highlight the relevance to statistical inference, the sources

of imprecision are categorized according to the role the information serves in themodel,

including

1. low-resolution data, the modeling of missing and coarse data;

2. low-resolutionmodel structure, e.g. fiducial models with under-determined struc-

tural equations, non-identifiable models, and incomplete models in economet-

rics;

3. low-resolution priors, families of priors and partial priors in robust Bayesian

statistics.

Examples are given for each type of low-resolution statistical information, all of

which will become recurring examples throughout the rest of this chapter. We dis-

cuss solutions (or the lack thereof) for these cases of model imprecision offered by

the current literature, and offer their expression using belief function, a special class

of imprecise probability in possession of a versatile interpretation. We introduce the

axiomatic definition of belief function, and the multi-valued mapping definition first

introduced by Dempster (1967a).

Every belief function has two characterizations: as a convex, closed set of probabil-

ities, and as a probability over the space of subsets, namely a “random set”. Lever-

aging the dual nature of belief function, we supply the joint space interpretation of
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belief function, as a partially specified distribution over a joint space between a high-

resolution intended variable and its low-resolution, coarse representation induced by

an unknown behavioral mechanism. This interpretation casts belief function in the

familiar ordinary probability language, to parallel that of Heitjan & Rubin (1990) for

coarse data inference, and allows for a set of sufficient conditions for the independence

assumption underlying the Dempster’s rule of combination.

CONDITIONING RULES FOR BELIEF FUNCTION AND CHOQUET CAPACITIES

Statistical learning is the process through which models perform updates in light of

newly acquired information, according to a pre-specified set of operation rules. As new

observations arrive, a good statistical model revises and adapts its existing uncertainty

quantification by conditioning on what has just been learned. The ability to aggregate

multiple sources of information about the same inferential target, be they parallel or

sequential, is a trademark ability of any statistical inferential framework.

With precise probability models, the likelihood and Bayes rule both supply clear in-

structions to combine multiple sources of information. However, both rules are only

applicable to precise, fully-specified models. There is no single established learning

rule for imprecise models, and we are faced with a choice among competing ones

which not only typically lead to different inferential results, but can also exhibit un-

settling “anomalies” as documented by the literature, that cannot occur with within

the realm of precise models. This chapter is devoted to discussing the characteristics

of updating rules applicable to imprecise models.

Chapter 2 probes the properties of threemost used conditioning rules: theDempster’s

rule of conditioning, which is a special case of the rule of combination discussed above;
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the generalized Bayesian rule (Fagin & Halpern, 1991); and the Geometric rule (Suppes &

Zanotti, 1977). In comparison to one another, we evaluate their tendency to exhibit two

prominent kinds of anomalies:

• Dilation (Seidenfeld & Wasserman, 1993): the phenomenon that the posterior

upper and lower probability intervals for an event A, derived from an imprecise

model posterior to observing an event partition B = {B1, B2, ...}, uniformly con-

tain that of A in the prior, regardless of which Bi has been observed. Contraction

refers to the opposite phenomenon, that the posterior intervals are uniformly

contained within that of the prior;

• Sure loss (Walley, 1991): the phenomenon that the upper and lower probability

intervals for A posterior to observing any Bi 2 B are all strictly to the left, or

right, of that of A in the prior.

If dilation occurs, the probability interval is guaranteed to grow wider regardless

of what happens, thus it seems that one is bound to “lose information” by learning

anything new at all. On the other hand, taking on a game-theoretic interpretation of

probability, if sure loss occurs, it implies one that is willing to make a compound bet

and guaranteed to lose money. Dilation and sure loss are at the heart of a collection of

prominent statistical paradoxes, puzzling yet ubiquitous situations which as we show

can be easily expressed as imprecise models subject to ambiguous updating rules. This

includes examples of the “three prisoners” (Diaconis, 1978), the “boxer and wrestler”

(Gelman, 2006), and the Simpson’s paradox (Bickel et al., 1975). Notably, we show that

the Simpson’s paradox is equivalent to adopting in the analysis a pair of aggregation

rules which induce sure loss, a connection that highlights the necessity of a mindful
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choice of the rule to reflect judgment on how statistical evidence at hand should be

incorporated.

It is worth noting that belief functions are particularly suited for representing in-

sufficient “conditional information”, such that the model is known as a precise spec-

ification up to subsets of model margins, and fully unknown (vacuous) beyond that.

Lacking “marginal information” may result in sets of probabilities that are not belief

function-representable, many may not even be convex. Anomalies discussed here are

not limited to imprecise models representable by belief functions. The Simpson’s para-

dox is a prime example, as does a special case of the “boxer andwrestler” which asserts

event independence among its two margins.

We focus on the behavior of three conditioning rules when applied to Choquet ca-

pacities of order 2, to which belief function is a special case. Four findings are dis-

cussed:

1. The generalized Bayes rule cannot contract nor induce sure loss.

2. Dempster’s rule and the Geometric rule are less prone to dilation than the gener-

alized Bayesian rule, for the latter always produces a later set of posterior prob-

abilities.

3. The generalized Bayes rule and the Geometric rule cannot sharpen vacuous prior

intervals.

4. With respect to a binary partition B = {B, Bc}, if Dempster’s rule contracts, the

Geometric rule will dilate; if the Geometric rule contracts, Dempster’s rule will

dilate.
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These findings should serve as a reminder of the role of judicious judgments in sta-

tistical learning, particularly in the presence of imprecise information. Updating as

a mathematical operation is inherently exact, thus updating any imprecise model in-

evitably requires additional input from the modeler, which are supplied through the

chosen updating rule. Phenomena like dilation and sure loss are not upsetting anoma-

lies but rather powerful corner cases in which a collision between the rules’ judgment

and the model itself becomes obvious.

DEMPSTER-SHAFER (DS) THEORY: THE EXTENDED PROBABILITY CALCULUS

The first section of Chapter 3 describes the formal logic behind the construction and

inference of Dempster-Shafer models. DS models freely allows the expression of re-

laxed assumptions with regard to subsets of model margins. The resulting weakened

model, a term coined by Dempster (2008), embodies posterior inference in terms of a

random set and its associated belief function. The procedure to construct a DS model

is as follows:

1. Specify the model’s state variables, the state space and associated marginal evi-

dence. That is, all quantities of relevance to themodel, including data (observable

and latent) and parameters (of interest or nuisance), as well as all available forms

of evidence including deterministic (possibly those degenerate) and stochastic;

2. Aggregate all specifiedmarginal evidence via up-projection to the full state space,

combination using the Dempster’s rule of combination, and down-projection to

marginal quantities of interest, resulting in random sets as characterizations of

posterior inference;
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3. Summarize posterior inference via a stochastic three-valued logic. Specifically, to

every scientific inquiry A regarding the state of nature of the margin of interest,

calculate the quantities p (A), q (A) and r (A): probabilities “for”, “against”, and

“unsure” to A as prescribed by the posterior random set, such that the three

probabilities add up to one.

The above inferential procedure is elaborated in Section 3.1, with an abstract running

example to demonstrate its steps. In particular, we supply a formal statistical definition

of independent evidence through the introduction of source variables. A major skepti-

cism of DS inference points at the “evidence independence” assumption underlying

the Dempster’s rule of combination. In this work, we define independence of evidence

in the DS sense as the statistical independence among all source variables pertaining

to their respective marginal DS model. This notion of independence is distinct from

the typical kind of independence, namely the equivalence between the joint and prod-

uct marginal measures among state variables. This definition alleviates logical incon-

sistency which may arise in situations where apparently dependent statements about

state variables are treated as independent evidence subject to Dempster’s rule.

In Section 3.2, we showcase the DS inference procedure through a novel model for

Multinomial observations. Dempster (1966) was first to use belief function to model

Multinomial data, delivering posterior inference in a Bayesian sense without having to

start with a prior on the proportion parameter p. In this work, the model termed the

“structure of the second kind” was later further developed into what’s now called the

“simplex” model (Dempster, 1968a, 1972).

The proposed model utilizes the connection between Multinomial and Poisson ran-

dom variables. Consider an experiment with K independent competing Poisson pro-
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cesses, each with rate parameter lk. Different from conventional Poisson experiments

where the stopping time T is set to a fixed value, in a multinomial experiment, T is

a random quantity, namely the hitting time of a pre-determined number of Poisson

events occurring. In doing so, the scale information of all the lk’s becomes fully con-

founded with T, hence no longer discoverable. However, the ratios between different

lk’s and in particular the margin of interest q = l/ klk can still be inferred. We

call this model for q the “Poisson-projection” model, because the resulting posterior

random sets constitute a special class of (K � 1)-dimensional polytope, namely those

generated by projecting an K-dimensional Euclidean random hyper-rectangle (possi-

bly open-ended), which embodies inference for the Poisson intensity vector l, into

the K-Simplex. By way of construction, the box-projection model can be sampled i.i.d.,

thus computation is substantially more efficient than that for the simplex model, which

at best admits a Gibbs sampling scheme.

The Poisson-projectionmodel is applied to the context of sieve analysis, which refers

to the evaluation scheme for the equi-efficacy of vaccine against a number of mutually

exclusive categories of infections, e.g. from competing strains of viruses.

ESTIMATION OF ACUTE HIV-1 INFECTION TIME FROM VIRAL SEQUENCE DATA

Chapter 4 presents two Dempster-Shafer (DS) models for estimating days since an

HIV-1 infection from the degree of evolution apparent in the genetic diversity of HIV

nucleotide sequences obtained from one blood sample. The data input is a multiple

sequence alignment of individual viral genomic sequences sampled from one individ-

ual during acute infection. The model summarizes evidence from in data and provide

posterior uncertainty quantification about the days elapsed since infection.
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The new methods are demonstrations of DS Binomial and Poisson simple regres-

sion. They are posited as alternatives to the existing “Poisson Fitter” method, which

estimates the time of HIV-1 infection by fitting a Poisson distribution to the histogram

of Hamming distances between pairs of input sequences. Given a vector of position-

specific mutation rate scalar parameters in addition to the input alignment, the DS

methods conduct inferences on individual positions, and then employ Dempster’s rule

of combination to combine individual inferences efficiently according to the join tree

structure of model margins. They differ from the Poisson Fitter method in that they

directly model the distances between the observed sequences and their (estimated) an-

cestral sequence, instead of modeling pairwise distances. The new methods addition-

ally support mutation rate variation across the positions of the input sequence align-

ment, which we argue is useful for representing the variation in selective constraints

across the HIV-1 genome. Furthermore, as a generalization of Bayesian models, DS

models can operate without need for a prior specification, but when used in conjunc-

tion with a Bayesian prior when one is available, it yields a Bayesian point estimate

and credible interval for the unknown infection date. We demonstrate both computa-

tion methods with an application of the new methods to a well-studied acute HIV-1

infection dataset from the CAPRISA 002 study.

A main contribution of Chapter 4 is the two computational methods employed to

obtain posterior inference from a Dempster-Shafer model. One is based on numeri-

cal integration of the commonality function associated with the belief function, and the

other is based on sequential Monte Carlo techniques. Both approaches can be particu-

larly helpful when the analytical form of the belief function resulting from Dempster’s

combination is intractable, and that it is difficult to obtain direct samples from the mass

function of its associated random set. A brief overview of the two methods are as fol-
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lows.

NUMERICAL INTEGRATION VIA COMMONALITY FUNCTION FOR RANDOM CLOSED IN-

TERVALS. Dempster (1968b) discussed the class of belief function models generated

by random closed intervals. That is, subsets of Q that are U -measurable under G are

all of the form [L,H], where L,H 2 R. Included in this class are univariate inference

of Binomial and Poisson regression parameters, as well as Gaussian regression with

censored/interval data, such as studied by Cisewski & Hannig (2012). Dempster intro-

duced the commonality function for closed-interval type of assertions A = [a, b]. Denote

as H (a, b), the commonality of A is the probability that the random set associated with

the belief function contains A.

Notably, a property of the commonality function dictates that if Hi, i = 1, ...,N are

derived from independent sources of modeling, under Dempster’s rule of combina-

tion, the aggregate commonality function is proportional to the product of the individ-

ual ones:

H (a, b) µ
N

’
i=1

Hi (a, b)

hence in this case, commonality functions are particularly convenient to work with.

Assuming H (a, b) is continuous with respect to (a, b), we can calculate or approximate

the posterior quantities (p, q, r) in the same way as do a Riemann sum.

AN SMC SAMPLING SCHEME. In the most general situation, the distribution of the

posterior random set does not always possess an analytical form. However, as the

product of Dempster’s rule of combination, it can always be constructed from the

stochastic intersection of marginal random sets, derived from j = 1, ...,N independent

sources of information.
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It is indeed almost always the case that the marginal random sets possess distri-

butions tractable enough to be directly sampled from. The trouble is, the non-empty

intersection requirement can posit a reasonably complicated geometric constraint, in

the sense that the volume of the effective space from which to sample from can get

arbitrarily close to zero, rendering any rejection sampling endeavors hopeless. This

situation applies to, for example, the model for multinomial inference as discussed by

Dempster (1972), where G takes the form of a random polytope within a Simplex.

We propose a sequential Monte Carlo scheme to obtain draws of the posterior ran-

dom set. Alongside the numerical approximation method, this approach is also im-

plemented within the context of estimating the time T since an acute HIV-1 infection

using genetic sequencing data, where the model comes down to univariate Binomial

and Poisson regressions, both giving rise to random closed intervals in its posterior.

The algorithm is utilizes a particle filter-like sampling scheme, so that at each “up-

date”, i.e. the addition of a new data point, the propagated random set sample at that

moment will propose to become updated as its own intersection with the random set

associated with the new data point, conditional on the intersection being non-empty.

Each sample itself is then re-weighted inversely according to the probability of such

a non-empty intersection. In addition to the propagation scheme, we further apply a

conditional particle filter (CoupledCPF; Jacob (2017)), a Gibbs-type move in the space

of particle filter trees that is proven to be uniformly ergodic and vastly improves the

mixing of the resulting samples. In the end, MC samples of the posterior random set

are used to estimate the posterior probabilities (p, q, r) for assertions of interest.
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ber & Strassen, 1973) and interval measures (DeRoberts & Hartigan, 1981; Pericchi &

Walley, 1991), robust Bayesian methods (Berger & Berliner, 1986; Berger, 1990, 1994),

coarse data modeling (Heitjan & Rubin, 1990, 1991; Heitjan, 1994), incomplete models

in econometrics (Epstein et al., 2016), Bayesian graphic model computation and exten-

sion to belief function propagation (Pearl, 1982, 1986; Shenoy & Shafer, 1986).
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From the side it’s a mountain wall,

From the end a single peak.

I do not know Lu Mountain’s true face,

Because I find myself in the mountain’s midst.

Su Shi, Inscribed on the Wall of West Forest Monastery

1

Belief function: a low-resolution

probabilistic expression

IN A SERIES OF PAPERS PUBLISHED since 1966, Arthur Dempster proposed a novel ap-

proach to Bayesian inference, through which one is able to assess the posterior uncer-

tainty of parameters of interest without the need to specify a prior distribution (Demp-
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ster, 1966, 1967a,b, 1968a,b). Together with Glenn Shafer’s efforts (Shafer, 1976, 1979,

1981), the approach became formalizedwith its ownmathematical concepts and opera-

tionalizable inferential procedures. This body of work is now known as the Dempster-

Shafer (DS) theory of belief functions.

At the outset, the DS theory puts forward a groundbreaking invention. It fully dis-

pensed with the requirement of a prior distribution while staying Bayesian, hence re-

taining the desirable features of the Bayesian inferential paradigm. Of course, a price

is to be paid for what sounds too good to be true: instead of a precise posterior distri-

bution for the parameters of interest, DS inference obtains its posterior in the form of a

lower probability, a mathematical construct otherwise called a belief function. Just like

ordinary probability functions, belief functions have three axioms as well:

Axiom 1.0.1 (belief function). Let W be a set and P (W) the collection of subsets of W.

A set function Bel : P (W) ! [0, 1] is a belief function if

1. Bel (∆) = 0,

2. Bel (W) = 1, and

3. Bel
�

[k
i=1Ai

�

� ÂI 6=∆;I⇢{1,...,k} (�1)|I|+1 Bel (\i2I Ai) for every k and every {Ai, i =

1, ...} a denumerable collection of subsets of W.

In addition, the plausibility function is the counterpart function to Bel, defined as Pl (A) =

1� Bel (Ac) for all A ✓ W.

The axioms of belief function bear close resemblance to, and in fact subsume, those

of the probability function. Indeed, if the third axiom of “superadditivity” (�) is re-

stricted to “additivity” (=), the three axioms of probability will be recovered. For this

16



reason, belief function is regarded as a more general construct than regular probabili-

ties. While it may sound like a great thing, generality can sometimes be a burden. Over

the past fifty years, DS theory drew much attention from fields such as signal process-

ing and artificial intelligence, yet the statistics community never came to appreciate it,

not to mention incorporating in into modeling. Ever since Kolmogorov laid down the

foundation of modern mathematical statistics in 1933, statistical models have relied on

probability as the sole language to express and maneuver uncertainty. While belief

function axioms generalize the probability axioms, one might as well say that they vio-

late the probability axioms! Some, including the most ardent Bayesians, dismiss belief

functions as excessive (Lindley, 2000), while most others eschewed simply due to the

counter-intuitiveness.

It would be a loss, nevertheless, if a versatile tool is deserted simply because the user

manual was too cumbersome to read. In fact, belief function is incredibly useful, as it

vastly expands the vocabulary to model low-resolution statistical information, and is

precisely what’s needed for the modeling of set-valued information derived under an

unknown coarsening mechanism. As we demonstrate repeatedly in this chapter, be-

lief functions can be used to accurately express probabilistic knowledge in ways that

would otherwise be inconvenient, or even impossible using ordinary probability, in

various situations where information is only partially available to the modeler, includ-

ing that of data, prior, as well as the statistical model itself.

Much is to be gained by venturing into belief functions, the “uncharted territory”

beyond ordinary probability. The purpose of this chapter is to alleviate the perceived

fear in doing so, by showing that in fact, where we’re headed is not even uncharted

territory at all. As we show, belief functions are ordinary probabilities too, when em-

bedded into an appropriate expanded space. As a consequence, all theoretical results
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and computational tools developed to this day shall apply to belief functions just as

well.

The remainder of this chapter is organized as follows. Section 1.1 presents a tax-

onomy of low-resolution statistical information, in terms of lacking precision in data,

model and prior. Throughout this chapter, these examples will be revisited to showcase

the belief function expression of probabilistic low-resolution information. Section 1.2

presents two characterizations of belief function as a mathematical object, illustrating

its dual nature as both a “distribution of sets” and as a “set of distributions”. We

present both characterizations in relation to the relevant application contexts where

belief function is the necessary or the most succinct representation of low-resolution

knowledge. In Section 1.2.3, we show a third characterization of belief functions, one

that renders the image of an exotic creature into one we see every day. Inspired by

the coarse data literature, this characterization looks at the joint space between the

intended variable M and its coarsened, set-valued representation R, which lends an

intuitive understanding of its axioms (in particular superadditivity), as well as why

belief function can encode low-resolution information. In Section 1.3, we study the be-

havior ofDempster’s rule of combination and conditioning, the most widely used rule for

belief function updating. Utilizing the posited joint space view of belief function, we

explore a set of sufficient conditions for the assumption of independence. Section 1.3.3

makes a comparison between Dempster’s rule of conditioning and two other promi-

nent conditioning rules, the generalized Bayesian rule (Fagin & Halpern, 1991) and the

Geometric rule Suppes & Zanotti (1977), and explore their similarity and differences in

making use of low-resolution conditioning information. Section 1.4 concludes.
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1.1 A TAXONOMY OF LOW-RESOLUTION STATISTICAL INFORMATION

Data acquisition and computational techniques have advanced rapidly over the re-

cent years, that statistical inference once regarded beyond reach can be completed in

matters of milliseconds. Nevertheless, the demand steadily increased for statistical

methods to deliver inference with little additional assumptions other thanmaterialized

knowledge. Sometimes we have messy, coarse data of whose generating mechanism

we have little idea. Sometimes, the model itself is not specific enough. Sometimes it is

the lack of prior that prohibits the proper fitting of a model. All of these are instances

in need for low-resolution statistical information (Meng, 2014).

1.1.1 LOW-RESOLUTION DATA

Data collected from the real world rarely possess an arbitrary degree of precision. All

scientific phenomena are measured subject to the inherent limits of the measuring de-

vices, especially for those that occupy the extreme ends of the scale. Even the most

trustworthy devices cannot surpass the precision level they possess by design. On

the other hand, perceptual difficulties, memory failures, intentional blurs and habitual

rounding plague all human data, however slight or grave. It’s not an exaggeration to

say that all data observed have been subject to some kind of coarsening process.

The first attempts to deal with coarse data in statistical models is due to (Heitjan

& Rubin, 1990, 1991). They considered the situation where observation are set-valued,

that is, each record refers to not one, but many, possible values in the sample space. Set-

valued observations are ubiquitous in biomedical and survey data, due to censoring,

rounding and heaping. For example, let M denote the post-treatment survival time

in years of a cancer patient, the intended datum we wish to observe precisely. If the
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Figure 1.1: Tabulated frequency from a hypothetical sample of observed wild orchid colors.
Mixed colors that don’t belong to the parameter space can be represented as a mixture of its pri-
mary color components.

patient stopped following up with the clinic six months after treatment, then M 2

[0.5,•). Or in a survey when asked how many cigarettes one smokes every day, an

answer of “one or two packs” would imply M 2 {20, ..., 40}.

Example 1 (wild orchids). A botanist studies the population color distribution of a rare

species of orchid. It is known that the orchid can only take one of the three primary

colors, W = {red, yellow, blue}. However, observations in the wild are subject to ge-

ographic and climate turbulence, so that reported evidence can take all shades in the

color spectrum. These records don’t constitute standard evidence that readily corre-

spond to our sample space W. Many photos appear in shades of orange, green, purple,

or grey and brown in some cases when it’s dark. A hypothetical dataset is presented

in Figure 1.1.
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In the hypothetical sample, all non-primary colors encode the true color of the or-

chid, but “contaminated” with other colors. That is, shades of orange may tell us that

the orchid of question could either be red or yellow (but not blue), shades of purple

could be either red or blue, etc. These observations did not take a singleton value in

the sample space W, but rather a subset of it – that is, an element in the power set

P (W) of the sample space. A color of grey is composed of all three primary colors,

thus can barely constitute useful information; while that is the case, “in the dark” often

accurately describes the initial state of any scientific investigation: the state of lack of

information.

Heitjan and colleagues were concerned with whether the coarsening mechanism it-

self conveys information about the estimand, a feature termed “non-ignorability”. It

was natural for them to propose a joint specification between the intended data M 2 W

and the coarse data, R 2 P (W), through a random coarsening mechanism which

generates a likelihood:

L(x, f | R) =
Z

m2R
p(R | m, f)p(m | x)dm

where parameters x governs the data generation process p, and f governs the coars-

ening mechanism p, respectively.

It’s straightforward to apply this line of reasoning to the orchid case, where distribu-

tion of colors p is the inferential target. By posing a model p(R | m, f), one can “patch

up” the lacking information by injecting external assumptions regarding the coarsened

portion of data. A widely-adopted class of principled imputation methods follow the

“coarsening at random” (CAR) assumption for set-valued observation (Heitjan, 1994).

By assuming that the coarsening process itself contains no information about x, CAR
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essentially assumes a uniform distribution within each observed set (Nguyen, 2006).

While this assumption can be reasonable and approximately inconsequential in many

applications, any inferential outcome is inevitably an indissoluble mix of the scientific

knowledge and the assumption itself, which remains unverifiable by any data at hand.

We will come back to the orchid example in Section 1.2.

1.1.2 LOW-RESOLUTION MODELS

In econometrics, a large class of structural models are such that, even after exhausting

all economics knowledge of its structure, as well as conditioning on fixed parameter

values and any auxiliary variables, the model itself is still unable to pin down a specific

value in the outcome space. These models fall into the category of incomplete models.

A typical setup of such models is described in Epstein et al. (2016): given the values

of a structural parameter q 2 Q and an observed random quantity U 2 U , the model

G (q,U)maps to a non-singleton subset in the action space, without further specifying

how to choose among the subset.

This situation bears resemblance to a familiar and difficult situation encountered

in fiducial inference, in which the fiducial models are essentially incomplete as well.

Generally, fiducial inference hinges on a deterministic function G such that

X = G (q,U)

where q 2 Q is the parameter and U 2 U an ancillary random variable whose distri-

bution is fully known. Any G such that the resulting X inherits the correct sampling

distribution governed by q is a structural equation for the sampling model. Inference

is conducted by inverting G, assuming that can be done, and conditioning on observed
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data:

q = G�1 �Ũ,X
�

|X=x0

such that, by insisting on a same ancillary probability distribution forU, q in turn inher-

its a probability distribution as well. This distribution is called the fiducial distribution

of q; see Hannig (2009).

Problems arise whenever the cardinality of X , the space to which X belongs, is less

than that of Q. Such is the case whenever both X and q are continuous, and dim(X) <

dim(q): a situation commonly referred to as the “N > p” problem in high-dimensional

inference. Such is also the case if X is a discrete random variable with q a continuous

parameter, such as with Binomial and Poisson, the inversion of G conditioning on a

specific (Ũ, x0) pair will result in a non-singleton set in Q. Consequently, by “wiggling”

Ũ according to its distribution will not generate a distribution of singletons – which is

what usually gets attributed to q – but rather a distribution of sets.

Example 2 (fiducial model for Poisson). Let X ⇠ Pois (q). Using the count-time duality

property of Poisson and Gamma random variables, a structural representation of X is

X =
•

Â
j=1

1

(

j

Â
i=1

Ei  q

)

where the Ei’s are independent Exp (1) random variables. Setting E0 = 0 and condi-

tioning on a single observation X = x0, we invert the structural equation to obtain

q 2 [Ux0 (E) ,Ux0+1 (E)]

where Ux (E) = Âx
i=0 Ei follows a Gamma (x, 1) distribution when x 6= 0, assuming

U0 (E) = 0, thus the two end points of the resulting interval are adjacent Gamma order
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statistics. (We take closure of the resulting interval for measure-theoretic purposes.)

Every realization of the ancillary random variable E

(t) produces a realization of the

interval
h

U(t)
x0 ,U

(t)
x0+1

i

which, as a random object, encapsulates the posterior inference

for q given the observation of X = x0.

Another way to achieve low-resolution statistical modeling is through mixing. For

example, the sampling distribution of data is suspected to be a convex combination of

two known distributions:

f (x) = e · f0 (x) + (1� e) · f1 (x)

Zero-inflated models, spike-and-slab distributions as well as mixtures of other distri-

butions commonly employed in Bayesian clustering and hypothesis testing follow this

recipe. When the mixing coefficient e is seen to index the family of linear mixtures, it

implies a set of distributions to which f (x) belongs, hence creating a lower-resolution

specification.

1.1.3 LOW-RESOLUTION PRIORS

In classic Bayesian inference, all models require a precisely specified prior on every

unobservable quantity, in order to arrive at posterior inference. This characteristic at

times becomes the most undesirable and most criticized aspect of Bayesian inference.

Scientists, even when virtually ignorant about the parameter of question, are forced to

specify something to start with, without means to know to what extent the conclusions

are affected by it. The literature of robust Bayesian analysis addresses this concern.

The idea is to consider a neighborhood of prior distributions, including the one first

employed by the model, and examine the extent of change in the posterior conclusions
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had a different prior in the neighborhood been chosen. The example below discusses

two important types of prior neighborhoods often employed; see Berger & Berliner

(1986); Berger (1994); Wasserman (1992).

Example 3 (two types of prior neighborhoods). Let p0 be the initial prior on W. The

e-contamination class of priors is formed using perturbations from p0, by mixing it with

members from another class, forming a collection of probability measures

P = {p;p = (1� e)p0 + e · p1 : p1 2 L }

where e is a fixed number between 0 and 1, andL is the set of all probability measures

on B (W).

Another class of measures around p0 is called the quantile class. Let {Ck} be a parti-

tion of W, usually of some substantive meaning, e.g. quantiles. Let pk = p0 (Ck), such

that Âk pk = 1. Consider the class

P = {p;p (Ck) = pk for all k}

such that the weights within each partition remains the same as the initial specification,

but the distribution within each partition is free to vary. This class of priors is related

to the Pólya tree priors in Bayesian nonparametric modeling.

It is easy to show that both types of prior classes make up convex neighborhoods in

the space of probability measures, and can be characterized by a single belief function,

thus greatly simplify computation of posterior expectations using tractable formuli.
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1.2 THE DUAL NATURE OF BELIEF FUNCTION

In this section, we dissect belief function as a mathematical object and examine its

nature more closely. In the words of Su Shi, quoted at the beginning of this chapter,

the Lu mountain is both a “mountain wall” and a “single peak”, depending on the

angle you look at it. As the title of this section suggests, every belief function is dual

in nature, in the sense that it characterizes both a (closed, convex) set of probabilities,

and a probability on (sub)sets. Integrating the dual views, in Section 1.2.3 we present

belief function as an object derivable from pure ordinary probability. More specifically,

every belief function corresponds to a marginal probability from a suitable joint space,

and characterizes equivalent classes of joint distributions over that space.

Our discussion begins with the original multi-valued mapping definition of belief

function, due to Dempster (1967a).

Definition 1.2.1 (multi-valued mapping). Let (U ,B (U ) ,g) be a probability space, and

(W,B (W)) a measurable space. G is a set-valued function which maps elements in U

to nonempty subsets of W. For all A ⇢ W, denote

A⇤ = {u 2 U : G (u) ✓ A} (1.2.1)

A⇤ = {u 2 U : G (u) \ A 6= ∆} (1.2.2)

and define the belief and plausibility functions for all A ✓ W:

Bel (A) = g (A⇤) (1.2.3)

Pl (A) = g (A⇤)
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Note that A⇤ ✓ A⇤, and Bel (A) = 1� Pl
�

AC� for all A.

The multi-valued mapping definition says the following. If G were a single-valued

map, applying it to any random variable on the U space will also transfer the probabil-

ity measure onto the W space. The result is another random variable whose probability

distribution is uniquely determined by that of U, apart from the structure of the map

G itself. In fact, all random variables can be generated this way, with a suitably cho-

sen “index” random variable U that has a simple distribution, and an appropriately

designed map G. When G is multi-valued, the sense of transportation of measure still

applies, but the entities that now carry the probability “weights” are not singleton el-

ements of W but subsets of it. Since the multi-valued map is strictly less precise than

a single-valued one, no single probability distribution will come out from the other

end; instead, the belief function becomes the unique characterization of the resulting

allocation of probability measure on W.

Let us revisit the fiducial Poisson example to illustrate the multi-valued mapping

definition.

Example 2 (cont.) (fiducial Poisson). The fiducial posterior interval for q is the random,

closed interval [Uxo ,Uxo+1], where the pair of end points (Uxo ,Uxo+1) are the xo-th and

(xo + 1)-th arrival times of a standard Poisson process, or equivalently consecutive

Gamma order statistics. Marginally, Ux0 ⇠ Gamma (x0, 1), Ux0+1 ⇠ Gamma (x0 + 1, 1),

with Ux0 ? (Ux0+1 �Ux0). The two end points naturally serve as the “index” for the

interval they generate. That is, let U = R2
+, B (U ) its usual Borel s-algebra, and g the

probability measure elicited by a pair of “adjacent Gammas” with density function f .

The structural equation, once conditioned on observed value and inverted, G�1 (xo, ·) :

U ! P (Q) is the multi-valued map from the ancillary U to subsets of the parameter
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space.

Therefore, for any inquiry of the posterior probability of q 2 A, for any A ✓ Q, we

have

Bel (A) = g (u 2 U ; G (u) ✓ A) =
Z Z

G(u)✓A
f (u) ∂u

Pl (A) = g (u 2 U ; G (u) \ A 6= ∆) =
Z Z

G(u)\A 6=∆
f (u) ∂u

Most relevantly, if A is a closed interval of form [a0, a1], the areas of integration will

take the form of

G (u) ✓ A , uxo � a0 and uxo+1  a1

G (u) \ A 6= ∆ , uxo+1 � a0 and uxo  a1

Notice the connection with constructing exact confidence intervals for Poisson, as well

as other discrete random variables; see Casella & Berger (2002).

With themulti-valuedmapping definition of belief function, we are now ready to ex-

plore the dual nature of belief functions and to see its expressiveness as a mathematical

object.

1.2.1 A DISTRIBUTION OF SUBSETS

Definition 1.2.1 reveals to us that belief function is a set functional of an allocation

of probability measure onto a space of subsets via the multi-valued mapping. Such

allocation of probability onto sets induces the concept of a random set. More specifically,

every belief function on W is in correspondence with a probability distribution on the

set of subsets of W.
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Theorem 1.2.1 (random set; Shafer (1976)). A belief function Bel : P (W) ! [0, 1]

has a unique corresponding set function q : P (W) ! [0, 1] such that 1) q (∆) = 0; 2)

ÂB✓W q (B) = 1; and 3) Bel (A) = ÂB✓A q (B). q can be obtained through the Möbius

transform

q (A) = Â
B✓A

(�1)|A�B| Bel (B) (1.2.4)

The function q, termed the “mass function”, induces a probability distribution on

the subsets of W. That is to say, q is the distribution function of a random set, precisely

as induced by the multi-valued mapping:

q (A) = g

⇣

G�1 (A)
⌘

(1.2.5)

if G is B(U )-measurable.

Example 1 (cont.) (wild orchid). The observed of orchid color frequencies in fact con-

stitute an empirical distribution over the set of subsets in the observation space. This

can be done by decomposing any non-primary colored observations into its primary

color mixes, in other words, all the sub-primary colored observations are set-valued.

We use the empirical distribution to construct a set-valued distribution q. From here,

we have that belief and plausibility of any inquiry regarding q can be understood as

bounds on the its probability assignment. Inverting the Möbius transform (2.2.3), we

have for example,

Bel ({red} ) = Â
R✓{red}

q (R) = q ({red}) = 0.32

Pl ({red} ) = Â
R\{red} 6=∆

q (R) = q ({red}) + q ({red, yellow})

+q ({red, blue}) + q ({red, yellow, blue}) = 0.56
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This Bel-Pl pair forms an interval that bounds the fraction of true reds in the sample:

had all photos been observed precisely, there can be at most 56% of reds, but no less

than 32%. By the same logic, Bel ({red, yellow} ) = 0.62 and Pl ({red, yellow} ) = 0.8,

and so on.

1.2.2 A SET OF DISTRIBUTIONS

The second view takes a direction distinct from the previous, by considering the im-

plication of a belief function not on a subset space, but the original space itself. In fact,

each belief function sculpts a convex set of probability measures.

Theorem 1.2.2 (compatible measures; Wasserman (1990)). A Bel characterizes a closed,

convex set of probability measures P on (W,B (W)), of which Bel is a lower bound. That is,

Bel (A) = inf
p2P

p (A) (1.2.6)

for all A ✓ W. P is said to be the set of probability measures compatible with Bel.

It follows that Pl (A) = sup
p2P p (A) for all A ✓ W is the upper bound.

Note that the converse of the above theorem is not true, that is, not all closed, con-

vex sets of probability measures give rise to a belief function. The lower bound for

those who don’t are not Choquet capacities of order • – in other words, when passed

into the Möbius transform (2.2.3), do not yield nonnegative q (·)’s for all subsets of W

(Dempster, 1967a), thus do not properly make up the distribution function of a random

subset. Chapter 2 presents an in-depth discussion on this distinction. That being said,

quite a few convex prior neighborhoods often considered in the robust Bayesian litera-

ture can be elicited by a belief function, including both kinds introduced in Example 3.
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Wasserman (1990) has shown that both these prior neighborhoods are generated by

belief functions. We here show the same, but with the argument that they both corre-

spond to a random set, which in turn elicits belief functions that match with the lower

and upper probabilities of the prior neighborhoods respectively.

Example 3 (cont.) (two types of prior neighborhoods). As introduced previously, the e-

contamination class is a collection of probabilitymeasures P
e

= {p;p = (1� e)p0 + e · p1 : p1 2 L }

for a fixed e 2 [0, 1] and p0 a given initial prior. Construct a probability mass function

q such that

q (A) =

8

>

>

>

>

>

>

<

>

>

>

>

>

>

:

(1� e)p0 (a)

e

0

if A = {a} , a 2 W

if A = W

otherwise

The belief function associated with q is

Bel (A) = Â
B✓A

q (B) = (1� e) Â
a2A

p0 (a) = (1� e)p0 (A)

= min
p2P

e

p (A)

Pl (A) = 1� Â
B✓Ac

q (B) = 1� (1� e) Â
a2Ac

p0 (a) = (1� e)p0 (A) + e

= max
p2P

e

p (A)

for any nonempty A ( W; Bel (W) = Pl (W) = 1.

Similarly, the quantile class refers to the collection PQ = {p;p (Ck) = pk for all k}

where pk = p0 (Ck). Construct a probability mass function q such that

q (A) =

8

>

>

<

>

>

:

pk

0

if A = Ck

otherwise
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thus, the belief function associated with it is

Bel (A) = Â
Ck✓A

q (Ck) = Â
k:Ck✓A

pk = min
p2PQ

p (A)

Pl (A) = 1� Â
Ck✓Ac

q (Ck) = 1� Â
k:Ck✓Ac

pk = max
p2PQ

p (A)

1.2.3 THE JOINT SPACE VIEW OF BELIEF FUNCTIONS

A belief function Bel is simultaneously a probability distribution on subsets of W:

q : P (W) ! [0, 1] ,

and a class of probability measures on W:

P = {p : Bel (A)  p (A)  Pl (A) , 8A ✓ W} .

Two seemingly unrelated types of objects are in exact correspondence with the same

belief function, making up the two sides of the same coin. The relationship between q

and P inspires discussion of this section.

We have seen in the wild orchid example, the observed frequencies of color mixtures

constitute an empirical distribution over the subsets of the observation space. Inspired

by the coarse data modeling approach, we model the true colors and the observed

color mixture jointly. Let M be a random variable on (W,B (W)), materialized from the

true population distribution of orchid color. Because the observation of M is subject to

coarsening, a coarseningmechanism probabilistically turns a potentially realized value

of M into a coarse set that contains it. Denote its coarse set as R, a random set-valued

variable on (P (W) ,C (P (W))). Together, the pair (M,R) merits a joint probability
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Figure 1.2: The joint distribution of true observation M and its coarse set R. Darkened cells
reflect the structural constraint on the joint distribution P.

distribution P, as shown in Figure 1.2. The observed frequencies on the subset space,

q, make up the column margin.

Notice that we require that any coarsened set to contain the true observation itself.

That is, an orange photo would’ve never come from a blue orchid, and a yellow photo

would’ve never been anything other than a yellow, and so on. All darkened cells in the

contingency table will necessarily take the value of zero. We call this requirement the

truth constraint:

Definition 1.2.2 (truth constraint). Let (M,R) be a random variable and its coarse set.

A joint probability distribution P on W ⇥P (W) satisfies the truth constraint if

P(M = b,R = A) = 0

for all A 2 P (W), b 2 W and b /2 A.

Under the truth constraint and a given column margin, all kinds of statements can

be made about the rowmargin, even without fully knowing the value of the individual
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cells. For example, all the bounding statements made about the empirical orchid color

frequencies were deduced from this very structure. We are now ready to give the joint

space definition of a belief function.

Theorem 1.2.3 (joint space). For a probability function P: W ⇥P (W) ! [0, 1] satisfying

the truth constraint, let P denote the margin:

P(A) = P(M 2 A,R ✓ A) (1.2.7)

for all A 2 P (W). Then, P is a belief function.

Proof. Pick a suitable probability space (U ,B (U ) ,g) and a B (U )-measurable map G :

U ! P (W) such that R = G (U) with probability 1. Let K (·, ·) be the Markov kernel

such that (K⇥ g) is a probability measure on U ⇥ W, with

P(A) = Pr (M 2 A,U 2 A⇤) = (K⇥ g) (A, A⇤)

where A⇤ is defined in (1.2.1). Since P satisfies the truth constraint, K (·, ·) has proper-

ties

1. K (B, ·) is B (U )-measurable for all B 2 B (W), and

2. K (·, u) is a probability measure on B (W) with
R

G(u) K (∂w, u) = 1 for g-almost

all u.
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It follows that

P(A) =
Z

A⇤
K (A, u) g (∂u)

=
Z

A⇤

Z

A\G(u)
K (∂w, u) g (∂u)

=
Z

A⇤

Z

G(u)
K (∂w, u) g (∂u)

=
Z

A⇤
g (∂u)

= g (A⇤)

where the third equality follows since G (u) ✓ A for all u 2 A⇤. By Definition 1.2.1, P

is indeed a belief function.

The joint space definition is telling us, that a belief function is ultimately a partial

encoding of some joint distribution P on both the intended and coarsened data. This

partial encoding has previously been expressed in two different ways, one through a

precise specification of the column margin, q, and the other through a class of compat-

ible specifications of the row margin, P.

Remark 1.2.1 (the “single peak”). Marginalizing over the columns, we see Bel as a dis-

tribution of sets: the truth constraint implies that

R ✓ A ) M 2 A

thus we have for all A ✓ W,

Bel (A) = P(M 2 A,R ✓ A) = P (R ✓ A) = Â
B✓A

q (A)

in correspondence to the random set definition (2.2.3).
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Remark 1.2.2 (the “mountain wall”). Marginalizing over the rows, we see Bel as a set

of distributions: we have that the row margin p must satisfy

Bel(A) = P(M 2 A,R ✓ A)  P(M 2 A) = p (A)

and

Pl (A) = 1� P(M 2 Ac,R ✓ Ac) � 1� P(M 2 Ac) = p (A)

for all A ✓ W. This highlights Bel and Pl as a pair of bounds on the probabilitymeasure

p, in correspondence to the compatible measures definition (1.2.6).

Remark 1.2.3 (an explication of superadditivity). The joint space view of belief function

also reveals why belief functions are superadditive, from the perspective of informa-

tion resolution. (1.2.7) says, for an inferential target event A, e.g. A = {red} in case

of the orchids, or A = [3, 8] a posterior interval of the Poisson parameter q, Bel(A) is

the probability that both the event itself occurs, and that its coarsened realization is

recorded to be within A. This interpretation sheds light on the most counter-intuitive

piece of belief function axiom of superadditivity. Simply note that for any countable

collection of subsets {A1, ..., Ak}, we have

P (M 2 [Ai,R ✓ [Ai) � P (M 2 [Ai,[ (R ✓ Ai)) (1.2.8)

for all I 6= ∆. That is to say, a statement such as R ✓ (A1 [ A2) means the coarsened

observation ascribes to “either A1 or A2”, whereas (R ✓ A1) [ (R ✓ A2) means that

it ascribes to “either A1 or A2, but not both”. Hence probability of the latter, corre-

sponding to the right hand side of the superaditivity axiom, is less or equal to that of

the former. The above distinction is lost when R is a singleton, i.e. no coarsening took
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place. This reduces superadditivity to additivity in ordinary probability.

Furthermore, from the proof of Theorem 1.2.3 we see that P(A), as a margin of the

joint distribution P, is a function of only g and free of K. Through the relationship in

(1.2.5), for all A 2 P(W), g encodes the the distribution of the R margin, whereas K

encodes the coarsening mechanism, i.e. the conditional distribution of M | R. We thus

have the following corollary.

Corollary 1.2.4. For (M1,R1) ⇠ P1 and (M2,R2) ⇠ P2 where P1 and P2 satisfy the truth

constraint,

P1 = P2

if and only if there exists U1 ⇠ U2 and a B (U )-measurable map G : U ! P (W) such that

with probability 1, G (U1) = R1 and G (U2) = R2.

Proof. Following the “if” direction, for P1 and P2 the two truth-constrained probability

functions on W ⇥P (W), if there exists U1 ⇠ U2 as stated, we could find (K1,K2,g)

such that g is the common probability measure of U1 and U2, and the following de-

composition holds for all A ✓ W:

P1 (M 2 A,R ✓ A) = (K1 ⇥ g) (A, A⇤)

P2 (M 2 A,R ✓ A) = (K2 ⇥ g) (A, A⇤)

for some Markov kernels K1 and K2. Since P is free of K, we have that P1 (A) =

P2 (A) = g (A⇤).

Following the “only if” direction, by Theorem 1.2.3, both P1 and P2 are belief func-

tions and they are identical to each other. By Definition 1.2.1, there exists a probabil-

ity triple (U ,B (U ) ,g) and a multi-valued map G : U ! P (W) such that g (A⇤) =
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P1 (A) = P2 (A). Any two copies of random variables U1 and U2 encapsulating

(U ,B (U ) ,g) would suffice.

Corollary 1.2.4 tells us precisely how P is a low-resolution margin of P: it faithfully

encodes the distributional information about R, yet is fully agnostic of the coarsening

mechanism M | R. In doing so, P defines equivalent classes of joint distributions P

that has the same marginal distribution of R.

1.3 BELIEF FUNCTION COMBINATION RULES

The variety of characterizations of belief functions we have so far discussed concern

the static features of the mathematical object. To be useful for statistical inference,

however, belief function as the medium for expressed probabilistic knowledge must

be able to update itself in light of new information including in the form of other belief

functions. In this section, we discuss the rules of combination and conditioning for

belief functions.

1.3.1 DEMPSTER’S RULE

Dempster’s rule of combination is the dominant combination rule for belief functions.

The rule describes how two independently derived belief functions Bel1 and Bel2 can

be combined into a new belief function. The combining operation is defined as follows.

Definition 1.3.1 (Dempster’s rule of combination). Let Bel1, Bel2 : P (W) ! [0, 1] be

two independent belief functions, and q1, q2 their respective mass functions. The com-

bined belief function according to Dempster’s rule, Bel1 � Bel2, is characterized by the
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mass function

(q1 � q2) (A) =
1

1� c
· Â
B1\B2=A

q1 (B1) q2 (B2) (1.3.1)

for A, B1, B2 2 P (W), provided that c = ÂB1\B2=∆ q1 (B1) q2 (B2) is strictly less than 1.

That is, q1 � q2 assigns a new probability mass to each subset proportional to the

product of probability masses assigned by q1 and q2 respectively to pairs of subsets

with an intersection within that subset, and renormalized to 1 over P (W). It results

in a mass function over P (W) itself, and its corresponding belief function Bel1 � Bel2

is the resulting belief function of the combination. The constant c in (1.3.1) is called

the “degree of conflict” between belief functions Bel1 and Bel2. When c12 is 1, Bel1

and Bel2 are termed “fully conflicting”, and non-combinable according to Dempster’s

Rule. Dempster’s rule of conditioning is a special case of the rule of combination, as

it can be regarded as the combination of the belief function in question with another

one which puts 100% mass on a specific subset to be conditioned on, say W0 ✓ W. As

a consequence, conditioning is the act of reducing the whole space W to the smaller

subset due to external information (the given condition W0). Using the “�” notation in

(1.3.1), Dempster’s rule of conditioning is defined as follows.

Definition 1.3.2 (Dempster’s rule of conditioning). Let Bel : P (W) ! [0, 1] be a belief

function such that Pl (W0) > 0, where W0 ✓ W. The conditional belief function

Bel (· | W0) ⌘ Bel � BelW0 (1.3.2)

where BelW0 corresponds to a mass function that assigns probability 1 on set W0, that

is, BelW0 (A) = 1 {W0 ✓ A} for all A ✓ W.
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1.3.2 JOINT SPACE VIEW OF DEMPSTER’S RULE OF COMBINATION

In the joint space view of belief functions, whenever two belief functions are non-

compatible, it says there does not exist a probability measure p that serves as the row

margin to both joint distributions P1 and P2, which induce Bel1 and Bel2 respectively.

The fact that Dempster’s rule is capable of combining such partial knowledge means

that P1 and P2 must not be the bivariate marginal distributions from a same, trivari-

ate joint distribution with margins p, q1 and q2. What constitutes independent belief

function in this context must not mean conditional independence (given p margin)

but rather marginal independence of P1 and P2, possibly given some hyperprior-type

knowledge governing the realizations of their respective row margins p1 and p2.

We posit a set of sufficient assumptions on the (M,R) space. For i 6= j:

• (independent sources) Mi ? Mj;

• (unadulterated coarsening) Ri ? Rj | Mi,Mj;

• (stable units) Ri ? Mj | Mi.

By the independence assumptions above, the joint distribution of any two coarsened

sets can be factored into the product of margins

P (R1 = R1,R2 = R2) = Â
M1,M2

P (R1 = R1,R2 = R2 | M1,M2) P (M1,M2)

= Â
M1,M2

P (R1 = R1 | M1) P (M1) · P (R2 = R2 | M2) P (M2)

=

 

Â
M1

P (R1 = R1,M1)

!

·
 

Â
M2

P (R2 = R2,M2)

!

= q1 (R1) · q2 (R2)

40



We see that Dempster’s rule of combination amounts to a method of aggregating inde-

pendent evidence through intersecting the coarsened sets:

R\ = R1 \R2

Conditional on it being nonempty, the resulting new coarsened set R\ has a distribu-

tion

P (R\ = A | R\ 6= ∆) = P (R1 \R2 = A | R1 \R2 6= ∆)

=
ÂB1\B2=A P (R1 = B1,R2 = B2)

ÂB0
1\B0

2 6=∆ P
�

R1 = B0
1,R2 = B0

2
�

=
ÂB1\B2=A q1 (B1) q2 (B2)

ÂB0
1\B0

2 6=∆ q1
�

B0
1
�

q2 (B0
2)

= (q1 � q2) (A)

which induces a new probability mass function on P (W), echoing Dempster’s rule

(1.3.1).

As a special case, Dempster’s rule of conditioning also bears a joint space interpreta-

tion. Without loss of generality, take Bel2 to be a simple support function assigning all

weight on set W0, then apply the same logic from the rule of combination and consider
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the joint distribution between (R\,R2):

P (R\ = A,R2 = W0) = Â
B✓Wc

0

P (R1 = A [ W0,R2 = W0)

=

0

@ Â
B✓Wc

0

Â
M1

P (R1 = A [ B | M1) P (M1)

1

A ·

 

Â
M2

P (R2 = W0 | M2) P (M2)

!

= Â
B✓Wc

0

q1 (A [ B) · q2 (W0)

and conditional on the intersection being nonempty, the conditional coarsened set has

distribution

P (R\ = A | R\ 6= ∆,R2 = W0) =
P (R\ = A,R2 = W0) /P (R2 = W0)
P (R\ 6= ∆,R2 = W0) /P (R2 = W0)

= Â
B✓Wc

0

q1 (A [ B) /

0

@1� Â
B0✓Wc

0

q1
�

B0�
1

A

= (q1 � qW0) (A)

where the elicited new mass function satisfies Dempster’s rule of conditioning in the

sense that

ÂB✓A (q1 � qW0) (B) = Bel (A | W0)

1� ÂB✓Ac (q1 � qW0) (B) = Pl (A | W0)

as defined in (1.3.2).

1.3.3 FINDING THE LOW-RESOLUTION PROXY TO BAYES RULE.

When dealing with precise probability and prior distributions, the model has been

specified at the highest possible resolution. Whenever one wishes to update the model
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in light of observed data, the Bayes rule is the obvious choice of rule. The Bayes rule

dictates that if M is a random variable over the triple (W,C (W) ,p) and A, B are sub-

sets of the state space W, the conditional probability of A given B is

p (A | B) = p (A \ B)
p (B)

(1.3.3)

However, if the distribution of M cannot be known up to arbitrary precision, but rather

M will always be observed as a coarsened set R which is known up to a distribution,

the calculation above can only be carried out in approximate form. That is to say, while

(1.3.3) as a function of the high resolution M margin (of the joint probability table) is

what we ideally want, since only the low resolution R margin is known, we must use

what we know aboutR to create a proxy for the incalculable Bayes rule, in the form of

“evidence for A \ B”
“evidence for B”

(1.3.4)

But what constitutes “evidence” from a random set for a fixed set? There seems to be

no commonly agreed upon answer to this question. The ambiguity gives rise to a mul-

tiplicity of updating rules for belief functions in light of newly obtained information,

Dempster’s rule being just one of them. We present two more widely used rules as

follows.

Definition 1.3.3 (Fagin &Halpern (1991); Suppes & Zanotti (1977)). Let Bel : P (W) !

[0, 1] be a belief function and P the set of probabilities compatible with it. For all

A ✓ W, the generalized Bayesian conditional lower and upper probabilities are defined as

PB (A | B) = inf
P2P

P (A \ B)
P (B)

PB (A | B) = sup
P2P

P (A \ B)
P (B)

(1.3.5)
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If Bel (B) > 0, the geometric conditional lower and upper probabilities are defined as

PG (A | B) = infP2P P (A \ B)
infP2P P (B)

PG (A | B) = 1� PG (Ac | B) (1.3.6)

We now attempt to explicitly spell out how each of the three conditioning rules in-

troduced so far can be regarded as a proxy to the Bayes rule, by identifying the proba-

bilistic evidence “for A \ B” and “for B” chosen by them respectively. In doing so, we

first set up a convenient notation scheme to discern types of set-valued evidence.

Definition 1.3.4 (power set partition functions). Let (W,B (W)) be a measurable space,

andP (W) the power set of W. Let d·e and b·c be a pair of set functions mapping from

subsets of W to the subsets ofP (W), such that for all A ✓ W,

dAe = {R 2 P (W) : R ✓ A}

bAc = {R 2 P (W) : R \ A 6= ∆}

dAe is the collection of subsets of W that are strictly contained within A, hence exclu-

sively confirmatory to A, whereas those in bAc are subsets that are non-contradictory

to A. Introducing these notation allows us to conveniently write belief and plausibility

in terms of regular probabilities:

Bel (A) = P (R 2 dAe)

Pl (A) = P (R 2 bAc)

where P here means the same as the R margin of the joint probability distribution as

in Theorem 1.2.3.
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Figure 1.3: Left: the partition of the event space W induced by A = {A, Ac} and B = {B, Bc};
right, the partition of the power set space P (W) induced by A and B via the power set partition
functions in Definition 1.3.4.

45



Figure 1.3 provides a visualization of the partitions induced by A = {A, Ac} and

B = {B, Bc}, in the event space W as well as in the power set space P (W) using the

partition function. In the event space, a point either belongs to A or its complement

Ac, and there is no middle ground, thus A and B partition W into up to |A|⇥ |B| = 4

subsets. However, in the power set space a set can be strictly contained in A, Ac, or be

straddled by the two, thus the same sets end up partitioning the power set space into

at most 2|A|⇥|B| = 16 subsets, with one of them always containing just the empty set.

A detailed specification of is particular power set partition can be found in Figure A.1,

serving as the basis of the key visualization alongside Theorem 1.3.1.

Theorem 1.3.1 (updating rules as proxy Bayes rules). Let P be a probability measure on

(P (W) ,C (P (W))), d·e and b·c be power set partition functions according to Definition

1.3.4, such that Bel(A) = P (dAe) and Pl(A) = P (bAc). Assume P (dBe) > 0 for B ✓ W.

The conditional upper and lower probabilities according to each of the following rules can be

written as

Dempster’s rule:

Bel (A|B) = P (dA [ Bce|bBc) (1.3.7)

Pl (A|B) = P (bA \ Bc|bBc) (1.3.8)

Generalized Bayesian rule:

PB (A|B) = P (dAe|dA \ Be [ bAc \ Bc) (1.3.9)

PB (A|B) = P (bAc|bA \ Bc [ dAc \ Be) (1.3.10)
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Geometric rule:

PG (A|B) = P (dAe | dBe) (1.3.11)

PG (A|B) = P (bAc | dBe) (1.3.12)

To facilitate interpretation of Figure 1.4 provides a visualization of the areas within

P (W) whose probabilities contributed to the numerators and denominators of the

three pairs of conditional upper and lower probabilities. The proof of Theorem 1.3.1

and the detailed specification of the fine partitions in Figure 1.4 can both be found in

the appendix (Figure A.1).

A few things are directly observable from Figure 1.4 accompanying Theorem 1.3.1.

Among all three rules, when choosing the proxy probabilistic evidence for A \ B and

B:

1. The Geometric rule makes the “cleanest cut” in both its numerator and denomi-

nator. That is, what is deemed as evidence for B is solely a function of set B, and

what is deemed as evidence for the intersection of A and B is the intersection of

functions of solely A and B, respectively;

2. The Dempster’s rule makes a clean cut with the denominator, but let information

of B as a condition bleeds into the numerator, that is, what is deemed as evidence

for the intersection of A and B cannot be expressed as a function of solely A and

B;

3. The generalized Bayesian rule does not make a clean cut with either the numer-

ator or the denominator. The denominator, supposedly about the conditioning

event B only, leveraged information about A. And while it may seem that in
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Figure 1.4: Top: lower conditional probabilities of A given B according to the three conditioning
rules. Dark blue areas reflect subsets whose probabilities contributed to the numerator, “evidence
for A \ B”, and areas outlined in red contributed to the denominator, “evidence for B”. Similarly
so for the upper conditional probabilities on the bottom. The large square represents the power set
P (W), and its partitions induced by A = {A, Ac} and B = {B, Bc} via the power set partition
functions. See Figure A.1 for detailed specifications of each partition.
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(1.3.9) and (1.3.10), what’s before the bar in both equations only involves A, but

when intersection is taken with the denominator, the numerator will again not

be able to separate into an intersection of functions of solely A and B.

Information bleeding can be understood as a form of “overfitting” by the updating

rules. In reality, the generalized Bayesian rule is the most prone to dilation (Seiden-

feld & Wasserman, 1993), in which the posterior interval becomes wider and contains

the prior interval, regardless of which event in a partition of conditioning events is

realized. From understanding the judgment it made regarding what set-valued infor-

mation constitutes “relevant evidence”, that its calculation of the lower and upper con-

ditional probabilities are both greedy with a tendency of pushing these values to the

extreme. On the other hand, Dempster’s rule and Geometric rule suffer less from such

overfitting, they are at the same time susceptible to other anomalous updating phe-

nomena that would otherwise not occur with generalized Bayesian rule, one of which

being the infamous sure loss phenomenon. These issues will be discussed more exten-

sively in Chapter 2. In reality, these are the considerations that need to be accounted

for when the analyst wishes to choose among the updating rules for the problem at

hand.

1.4 DISCUSSION

Information with lacking resolution could arise in a variety of scientific situations, and

profess themselves as coarse data, incomplete models, indeterminate prior informa-

tion, and so on. Statistical inference is faced with the pressing need to accurately model

all types of low-resolution knowledge, without unfounded assumptions on its coars-

ening mechanism.
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We have showcased the versatility of belief function as the mathematical backbone

to the Dempster-Shafer (DS) theory, possessing the ability to express low-resolution

probabilistic knowledge in ways much more general than that of ordinary probabil-

ity. This degree of generality allowed by belief function to express low-resolution

knowledge is important in ensuring more replicable scientific investigations under un-

certainty. Analysts are not forced to make unverifiable, high-resolution assumptions

prior to observing the data, as has been required by all traditional statistical inferential

paradigms that rely on a precise modeling specification.

In making the analogy with the widely accepted Heitjan & Rubin (HR) theory for

data coarsening, we have posited a novel view of belief functions on the joint space

between the intended precise information and its blurring mechanism. Theorem 1.2.3

establishes belief functions as a marginal summary of a joint distribution, hence DS

theory follows naturally from the ordinary probability axioms, much in same way as

does a partially identified coarse data probability distribution, alleviating the shared

skepticism among the statistical community that belief functions do not adhere to well-

established probabilistic principles and rules. Moreover, every belief function faith-

fully encodes the distributional information about the coarsened, set-valued represen-

tation of the intended information, yet is fully agnostic of the coarsening mechanism

itself. It effectively constructs an equivalent class of joint distributions of the intended

data and its low-resolution representation, in the same vein as a family of postulated

models for model selection and sensitivity analysis, yet without having to first apply

any high-resolution procedure.

We have also investigated the behavior of the rules that govern belief function com-

bination and conditioning, most notably Dempster’s rules, as well as the generalized

Bayesian rule and the Geometric rule. Because the conditioning information is no
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longer measurable with respect to the low-resolution model characterized by the be-

lief function, we showed, through invoking the power set partition function, the ways

each rule differ from one another in their shared search for a proxy to the Bayes rule,

to which they all serve as counterparts in the world of belief function calculation.

51



2

Conditioning rules for belief function

and Choquet capacities

STATISTICAL LEARNING USING IMPRECISE PROBABILITIES is gaining more attention

because it presents an alternative strategy for reducing irreplicable findings by freeing

the user from the task of making up unwarranted high-resolution assumptions. How-
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ever, model updating as a mathematical operation is inherently exact, hence updating

imprecise models requires the user’s judgment in choosing among competing updat-

ing rules. These rules often lead to incompatible inferences, and can exhibit unsettling

phenomena like dilation, contraction and sure loss, which cannot occur with the Bayes

rule and precise probabilities. We revisit a number of famous “paradoxes”, including

the three prisoners/Monty Hall problem, revealing that a logical fallacy arises from

a set of marginally plausible yet jointly incommensurable assumptions when updat-

ing the underlying imprecise model. We establish an equivalence between Simpson’s

paradox and an implicit adoption of a pair of aggregation rules that induce sure loss.

We also explore behavioral discrepancies between the generalized Bayes rule, Dempster’s

rule and the Geometric rule as alternative posterior updating rules for Choquet capaci-

ties of order 2. We show that both the generalized Bayes rule and Geometric rule are

incapable of updating without prior information regardless of how strong the infor-

mation in our data is, and that Dempster’s rule and the Geometric rule can mathe-

matically contradict each other with respect to dilation and contraction. Our findings

show that unsettling updates reflect a collision between the rules’ assumptions and the

inexactness allowed by the model itself, highlighting the invaluable role of judicious

judgment in handling low-resolution information, and the care we must take when

applying learning rules to update imprecise probabilities.

2.1 INTRODUCTION

Statistical learning is a process through which models perform updates in light of new

information, according to a pre-specified set of operation rules. As new observations

arrive, a good statistical model revises and adapts its existing uncertainty quantifica-
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tion to what has just been learned. If a model a priori judges the probability of an event

A to be P(A), after learning event B happened, it may update the posterior probability

according to the Bayes rule:

P(A | B) = P(A) · P(B | A)
P(B)

.

Exactly one of three things will happen: P(A | B) > P(A), P(A | B) < P(A), or

P(A | B) = P(A). Moreover, P (A | B) > P (A) if and only if P (A | Bc) < P (A), that

is, if B expresses positive support for A, its complementmust express negative support.

The comparison of prior and posterior probabilities of A encapsulates its association

with the observed evidence B, a fundamental characterization of the contributionmade

by a piece of statistical information.

Nevertheless, there exists modeling situations in which associations do not comply

with our well-founded intuition. We sketch a series of such examples, well-known

from probability classrooms to real life statistical inference, which will serve as the

basis of our analysis throughout the chapter. Many of them, known as paradoxes,

bear multiple solutions that have long been the center of dispute and explication in

the literature. What makes all of them thought-provoking is the apparent change from

prior to posterior judgments of an event of interest that most will find counterintuitive.

That, as we will see, is a consequence of the ambiguity in the probabilistic specification

of the model itself, ambiguity that cannot be meaningfully resolved by any automated

rule.
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2.1.1 STATISTICAL PARADOX OR IMPRECISE PROBABILITY?

Example 1 (Treatment efficacy before and after randomization; Section 2.2.2). Patients Oreta

and Tang are participating in a clinical trial, in which one of themwill receive treatment

I, and the other treatment II, with equal probability. Let A denote the event that Oreta

will improve more from this trial than Tang (assuming no ties), and let B denote the

event that Tang is assigned to treatment I. Before the treatment is assigned, we clearly

have P (A) = 1/2 because the situation is fully symmetric (in the absence of any other

information). However, after the assignment is observed, we seem to have no good

idea of the value of either P (A | B) or P (A | Bc), other than they are both bounded

within [0, 1].

Example 1 showcases a severe form of “confusion” expressed by the model as the

prior probability updates to posterior probability in light of any new information. The

precise prior judgments P (A) = 1/2 and P (Ac) = 1/2 are both bound to suffer a

loss of precision by the sheer act of conditioning on any event in B = {B, Bc}. A

central topic of this chapter is the dilation phenomenon, revealed by Good (1974) and

investigated in depth by Seidenfeld & Wasserman (1993); Herron et al. (1994, 1997). A

formal definition is given in Section 2.3.1.

Example 2 (The boxer, the wrestler, and the coin flip (Gelman, 2006); Sections 2.3.1 & 2.6.1).

The greatest boxer and the greatest wrestler are scheduled to fight. Who will defeat

the other? Let Y = 1 if the boxer wins; Y = 0 if the wrestler wins. Also, let X = 1 if

a toss of a fair coin yields heads; X = 0 if tails. A witness at both the fighting match

and the coin flip tells us that X = Y. Given this, what is the boxer’s chance of winning,

P (Y = 1 | X = Y)?

Example 3 (Three prisoners (Diaconis, 1978; Diaconis & Zabell, 1983); Sections 2.3.2 & 2.6.2).
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Three death row inmates A, B, and C are told, on the night before their execution, that

one of them has been chosen at random to receive parole, but it won’t be announced

until the next morning. Desperately hoping to learn immediately, prisoner A says

to the guard: “Since at least one of B and C will be executed, you’ll give away no

information about my own chance by giving the name of just one of either B or C who

is going to be executed.” Convinced of this argument, the guard truthfully says, “B

will be executed.” Given this information, how should A judge his living prospect,

P (A lives | guard says B)?

Example 4 (Simpson’s paradox (Simpson, 1951; Blyth, 1972); Section 2.4). Wewould like to

evaluate the effectiveness of a novel treatment (experimental) compared to its standard

counterpart (control). Let Z = 1 denote assignment of the experimental treatment, 0

the control treatment, and letY = 1 denote the event of a recovery, 0 otherwise. LetU 2

{1, 2, ...,K} be a covariate of the patients, a K-level categorical indicator variable. One

could imagine K to be very large, to the extent that the univariateU creates sufficiently

individualized strata among the patient population.

Supposewe learn from reliable clinical studies that the experimental treatmentworks

better than the control for all K subtypes of patients. That is,

pk ⌘ P (Y = 1 | Z = 1,U = k) > qk ⌘ P (Y = 1 | Z = 0,U = k) , k = 1, ...,K. (2.1.1)

Nevertheless, field studies consisting of feedback reports from clinics and hospitals

seem to suggest otherwise; that on an overall basis, the control treatment cures more

patients than the experimental treatment. That is,

p̄obs ⌘ Pobs (Y = 1 | Z = 1) < q̄obs ⌘ Pobs (Y = 1 | Z = 0) . (2.1.2)
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How do we resolve the apparent conflict between the conditional inference in (2.1.1)

and the marginal inference in (2.1.2)?

The above examples will be examined in detail in Sections 2.3 through 2.5. All of

them, despite being disguised with cunning descriptions, share the characteristic of

being an imprecise model. Their narratives imply the existence of a joint distribution,

yet only a subset of marginal information is precisely specified.

For instance, in Example 1, while the treatment assignment (B) is known to be fair

prior to randomization, the improvement event A is not measurable with respect to

the B margin, effectively posing a Fréchet class of joint distributions on the {A, B}

space. The only statements we can make about P(A | Z) are the trivial bounds 0 

P (A | Z)  1, whether Z = B or Z = Bc, leading to the dilation phenomenon. For

Example 2, the coin margin X is fully known a priori, but the relationship between the

fighters Y and the coin X, crucial for quantifying the event {X = Y}, is unspecified.

In Example 3, the guard’s tendency to report B over C is unspecified in the case that

A was granted parole, yet A’s survival probability depends critically on this reporting

tendency. In all of these examples, the water gets muddied due to an unspecified but

necessary piece of relational knowledge, which in turn imposes on themodeler a choice

among a multiplicity of updating rules, each supplying a distinct set of assumptions to

complement this ambiguity.

2.1.2 GOAL OF THIS CHAPTER

Unsettling phenomena to be discussed in this chapter reflect unusual ways through

which more information can seemingly “harm” our existing knowledge of the state

of matters. These phenomena are not foreign to statisticians, but are seen as anoma-
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lies and paradoxes, far from everyday model building. In fact, whenever there is a

fully and precisely specified probability model, none of these phenomenawould occur.

Wouldn’t we all be safer then by staying away from any imprecise model? Quite the

contrary, we argue. Imprecise models are unavoidable even in basic statistical model-

ing, and sometimes they are disguised as precise models only to trick us into blindness.

Simpson’s paradox, re-examined in Section 2.4, is one of such cases. Without acknowl-

edging the imprecise nature of modeling, one is ill-suited to make judicious choices

among the updating rules and treatments of evidence.

We aim to investigate these perceived anomalies as they occur during the updating

of imprecise models, and their implications on the choice of updating rules. Imprecise

models in statistical modeling are ubiquitous and can be easily induced from precise

models through the introduction of external variables. When model imprecision is

present, a choice among updating rules is a necessity, and it reflects the modeler’s

judgment on how statistical evidence at hand should be used. With the recent surge

of interest in imprecise probability-based and related statistical frameworks including

generalized Fiducial inference (Hannig, 2009), confidence distribution (Hannig & Xie,

2012; Schweder & Hjort, 2016) and inferential models (Martin & Liu, 2015), we are

compelled to bring attention to the non-negligible choice of combining and condition-

ing rules for statistical evidence.

The remainder of this chapter starts with an introduction to some formal notations

of imprecise probabilities in Section 2.2.1, particularly of Choquet capacities of order

2 as well as belief functions, a versatile special case which can also be formulated as

a precise model for imprecise states, that is, set-valued random variables. Three main

updating rules are introduced in Section 2.2.2, all of which are applicable to Choquet

capacities of order 2. Section 2.3 defines dilation, contraction and sure loss as phe-
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nomena that happen during imprecise model updating, and Section 2.4 shows how

Simpson’s paradox is a consequence of an ill-chosen updating rule by establishing its

equivalence to a sure loss in aggregation. It also shows how imprecise models can

be easily induced from precise ones. Section 2.5 compares and contrasts the behavior

of the updating rules, especially as they exhibit dilation and sure loss, and illustrates

them with an additional example. When do the updating rules differ, and how? We

believe these questions will shed light on the means through which information could

contribute to imprecise statistical models, a topic we will discuss in Section 2.6, among

others.

2.2 IMPRECISE PROBABILITIES AND THEIR UPDATING RULES

This section introduces some formal concepts and notation governing imprecise prob-

ability needed within the scope of this chapter. Readers who are familiar with such

notion may skip to Section 2.3.

2.2.1 COHERENT LOWER AND UPPER PROBABILITIES

Definition 2.2.1 (Coherent lower and upper probabilities). Let W be a separable and com-

pletely metrizable space andB(W) be its Borel s-algebra. The lower and upper probabil-

ities of a set of probability measures P on W are set functions

P (A) = inf
P2P

P (A) and P (A) = sup
P2P

P (A) , for all A 2 B(W).

Respectively, P and P are said to be coherent lower and upper probabilities if P is closed

and convex (Walley, 2000).
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Note that P and P are conjugate in the sense that P (A) = 1� P (Ac); thus one is suf-

ficient for characterizing the other. We may refer to either P or P individually with the

understanding of their one-to-one relationship. Next we introduce Choquet capacities,

an important class of imprecise probabilities widely used in robust statistics (Huber &

Strassen, 1973; Wasserman, 1990).

Definition 2.2.2 (Choquet capacities of order k). Suppose a coherent lower probability P is

such that {P; P � P} is weakly compact. P is a Choquet capacity of order k, or k-monotone

capacity, if for every Borel-measurable collection of {A, A1, ..., Ak} such that Ai ⇢ A

for all i = 1, ..., k, we have

P (A) � Â
∆ 6=I⇢{1,...,k}

(�1)|I|�1 P (\i2I Ai) (2.2.1)

where |S| denotes the number of elements in the set S. Its conjugate capacity function

P is a called a k-alternating capacity, because it satisfies for every Borel-measurable

collection of {A, A1, ..., Ak} such that A ⇢ Ai for all i = 1, ..., k,

P (A)  Â
∆ 6=I⇢{1,...,k}

(�1)|I|�1 P ([i2I Ai) . (2.2.2)

If a Choquet capacity is (k+ 1)-monotone, it is k-monotone as well: the smaller the k,

the broader the class. Choquet capacities of order 2 are a special case of coherent lower

probability. They satisfy P (A [ B) � P (A) + P (B)� P (A \ B) for all A, B 2 B (W).

A most special case of Choquet capacities consists of belief functions (Shafer, 1979).

Definition 2.2.3 (Belief function). P is called a belief function if it is a Choquet capacity of

order •, i.e., if (2.2.1) holds for every k.

It can be easily verified that precise probabilities are a special case of belief functions,
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and in turn Choquet capacities of any order, thus all of the above are more general con-

structs than precise probability functions. That being said, they constitute a small class

of imprecise probabilities imaginable. Belief functions in particular have their own

specializations and limitations when it comes to characterizing imprecise knowledge

in probability specifications. Pearl (1990) noted that belief functions are often incapable

of characterizing imprecise probabilities expressed in conditional forms, a category in

which Examples 1 and 4 fall, thus neither models are belief function-representable.

However, unique to belief function is its intuitive interpretation as a random set object

that realizes itself as subsets of W.

Definition 2.2.4 (Mass function of a belief function). If P is a belief function, its associated

mass function is the non-negative set function m : P (W) ! [0, 1] such that

m (A) = Â
B✓A

(�1)|A�B| P (B) , for all A 2 B (W) (2.2.3)

where A� B = A\ Bc, and the notation ÂB✓A should be understood as taking the sum

under the additional constraint that B 2 B (W) (a convention for the rest of this article,

whenever appropriate). Here m satisfies (1) m (∆) = 0, (2) ÂB✓W m (B) = 1, and (3)

P (A) = ÂB✓A m (B) and is unique to P.

Formula (2.2.3) is called the Möbius transform of P (Yager & Liu, 2008). A mass func-

tionm induces a precise probability distribution on the subsets of W, as the distribution

of a random set R. In Section 2.3 we will invoke the mass function representation of

belief functions in Examples 2, 3, and 5 (to be discussed in Section 2.5.5).
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2.2.2 UPDATING RULES FOR COHERENT LOWER AND UPPER PROBABILITIES

To update a set of probabilities P given a set B 2 B (W) is to replace the set function P

with a version of the conditional set function P• (· | B). The definition of P• is precisely

the job of the updating rule. We emphasize that to say an event is “given” does not

necessarily mean it is “observed”. In hypothetical contemplations we often employ

conditional statements about all events in a partition, for example B = {B, Bc}, even

if logically we cannot observe B and Bc simultaneously. Therefore, the phrase “given”

should be understood as imposing a mathematical constraint generated by B. When

P contains a single, precise statistical model, the Bayes rule entirely dictates how we

use the information supplied by B. But when P is imprecise and does not possess

sharp knowledge about B, i.e., P (B) < P (B) (Dempster, 1967a), the updating rule

itself becomes an imprecise matter. As a consequence, there exists multiple reasonable

ways to use the information in B, e.g, “supported by B” and “not contradicted by B”

generate two different constraints. This raises both flexibility and confusion in defining

the updating rules. Here we supply the formal definitions of three viable updating

rules for coherent lower and upper probabilities: the generalized Bayes rule, Dempster’s

rule, and the Geometric rule. Important differences and relationships exist among these

rules, as we shall present in Section 2.5.

GENERALIZED BAYES RULE.

Recall Example 1. Using the notation in 2.2.1, we rewrite the imprecise model in terms

of its prior upper and lower probabilities of event A, which are precisely one half:

P(A) = P(A) = 0.5. The question is: what are the upper and lower probabilities of A

given the treatment assignments in B = {B, Bc}? For example, a version of the answer
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supplied here is

PB(A | B) = 0 , PB(A | B) = 1, and PB(A | Bc) = 0 , PB(A | Bc) = 1.

The expressions PB and PB, where the subscript B is for Bayes, signify the use of the

generalized Bayes rule, as defined below.

Definition 2.2.5 (Generalized Bayes rule). Let P be a closed, convex set of probability

measures on W. The conditional lower and upper probabilities according to the gener-

alized Bayes rule are set functions PB and PB such that, for A, B 2 B(W),

PB (A | B) = inf
P2P

P (A \ B)
P (B)

, (2.2.4)

PB (A | B) = sup
P2P

P (A \ B)
P (B)

. (2.2.5)

That is, the conditional lower and upper probabilities are respectively the minimal

and maximal Bayesian conditional probability among elements of P. In their defini-

tion of the generalized Bayes rule, Seidenfeld & Wasserman (1993) worked with the

requirement that P (B) > 0, which guarantees P (B) > 0 for all P 2 P; hence the ratios

in (2.2.4) and (2.2.5) are always well-defined.

The generalized Bayes rule is a most widely employed updating rule for coher-

ent lower and upper probabilities (Walley, 1991), and is notable for its dilation phe-

nomenon. In Example 1, as a consequence of employing the rule, the conclusion ap-

pears puzzling: Tang will surely receive one of the two treatments, and one would

expect that, in the worst case scenario, learning about the treatment assignment is com-

pletely useless, i.e., having no effect on our a priori assessment of P(A). But how could

it be that the knowledge of something can do more harm than being useless?
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To gain a better understanding of the behavior of the generalized Bayes rule, we

introduce two alternative updating rules for sets of probabilities as a means of com-

parison. Both Dempster’s rule of conditioning and the Geometric rule were originally

proposed for use with the special case of belief functions, however their expressions

compose intriguing counterparts to the generalized Bayes rule. Section 2.5 is dedicated

to a comparison among the trio of rules.

DEMPSTER’S RULE.

Dempster’s rule of conditioning is central to the Dempster-Shafer theory of belief func-

tions (Dempster, 1967a; Shafer, 1976). The conditioning operation is a special case of

Dempster’s rule of combination, equivalent to combining one belief function with an-

other that puts 100% mass on one particular subset, B 2 B(W), on which we wish

to condition. Specifically, let P be a belief function such that P (B) > 0, and m be its

associated mass function given by (2.2.3). Let P0 be a separate belief function such that

its associated mass function m0 (B) = 1. The conditional belief function PD (· | B) is

defined as

PD (A | B) = P (A)� P0 (B) , for all A 2 B (W) ,

where the combination operator “�” is defined in Shafer (1976) to imply that the mass

function associated with PD (· | B) is

mD (A | B) = ÂC\B=A m (C)
ÂC0\B 6=∆ m (C0)

, for all A 2 B (W) . (2.2.6)

Consequently, Dempster’s rule of conditioning yields the following form.
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Definition 2.2.6 (Dempster’s rule of conditioning). For P a belief function overB(W) and

P the set of probability measures compatible with P, the lower and upper probabilities

according to Dempster’s rule of conditioning are set functions PD and PD such that for

A, B 2 B(W) with P (B) > 0,

PD (A | B) = 1� PD (Ac | B) , (2.2.7)

PD (A | B) =
supP2P P (A \ B)
supP2P P (B)

. (2.2.8)

Hence PD (A | B) differs from PB (A | B) of (2.2.5) by taking the ratio of the suprema,

instead of the supremum of the ratio P (A \ B) /P (B).

An operational view of (2.2.8) is helpful for understanding exactly what informa-

tion is retained by Dempster’s rule (Gong & Meng, 2018). Denote by R the set-valued

random variable representing the distribution as dictated by the mass function corre-

sponding to P. Dempster’s rule of conditioning on set B is akin to taking a “B-shaped

cookie cutter” to all realizations ofR, i.e., retaining all intersection sets thatR has with

B given it is non-empty, discarding the rest while renormalizing the retained sets such

that their mass function mD(·|B) as in (2.2.6) normalizes to one.

THE GEOMETRIC RULE.

The Geometric rule was proposed by Suppes & Zanotti (1977) as an intended alterna-

tive to Dempster’s rule.

Definition 2.2.7 (The Geometric rule). Let P be a belief function as in Definition 2.2.6.

The conditional lower and upper probabilities according to the Geometric rule are set
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functions PG and PG such that for A, B 2 B(W) with P (B) > 0,

PG (A | B) =
infP2P P (A \ B)
infP2P P (B)

, (2.2.9)

PG (A | B) = 1� PG (Ac | B) . (2.2.10)

Mathematically, the Geometric rule appears to be a natural dual to Dempster’s rule,

by replacing the latter’s suprema for upper probability as in (2.2.8) with the infima for

lower probability, as in (2.2.9). Operationally, the Geometric rule differs from Demp-

ster’s rule by retaining all mass-bearing sets of R that are contained within B, dis-

carding the rest while renormalizing the resulting mass function. Section 2.5 further

describes some relationships between the two rules. In his review of Shafer (1976), Di-

aconis (1978) discussed a paradoxical conclusion for the three prisoners example (re-

produced here as Example 3) using Dempster’s rule, and inquired about the option of

the Geometric rule as an alternative rule of updating. As we will show in Section 2.3.2,

the Geometric rule does no better job than Dempster’s rule for this paradox, as in fact

both exhibit precisely a sure loss phenomenon.

More updating rules for belief functions exist beyond Dempster’s and the Geometric

rule, including the disjunctive rule by Smets (1993a) based on set union operations, the

open-world conjunctive rule which is the unnormalized version of Dempster’s rule as

employed in the transferable belief models, as well as others, e.g., Yager (1987); Kohlas

(1991); Kruse & Schwecke (1990). Smets (1991) provided a broad overview of an array

of updating rules.
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APPLICABILITY TO CHOQUET CAPACITIES.

The generalized Bayes rule was designed to work with coherent sets of probabilities,

thus by default applicable to special cases of coherent probabilities such as Choquet

capacities of order 2. Wasserman & Kadane (1990) showed that, when applied to prior

sets of probabilities that are Choquet capacities of order 2, the posterior sets of proba-

bilities by the generalized Bayes rule remain in the class. Specifically, Fagin & Halpern

(1991) showed that, when they are applied to belief functions, the conditional proba-

bilities will remain a belief function with the expression

PB (A | B) = P (A \ B) /
�

P (A \ B) + P (Ac \ B)
�

, (2.2.11)

PB (A | B) = P (A \ B) /
�

P (A \ B) + P (Ac \ B)
�

. (2.2.12)

The formula of the mass functions induced by the Möbius transform corresponding to

PB (· | B) was given in Jaffray (1992).

On the other hand, can Dempster’s rule and the Geometric rule be applied to sets

of probabilities more general than belief functions? Below we show that they can for

Choquet capacities of order k where k � 2, and the corresponding conditional lower

probability will remain Choquet capacities of order k.

Theorem 2.2.1. Let P be a k-monotone Choquet capacity onB(W), and event B such that the

set functions PD(· | B) in (2.2.7) and PG(· | B) in (2.2.9) are well-defined. Then, PD(· | B)

and PG(· | B) are both k-monotone.

Proof. To say P is k-monotone implies for all Borel-measurable collections {A1, ..., Ak},

P
⇣

[k
i=1Ai

⌘

�
k

Â
i=1

P (Ai)� Â
i<j

P
�

Ai \ Aj
�

+ · · ·+ (�1)k+1 P
⇣

\k
i=1Ai

⌘
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or, equivalently, P is k-alternating:

P
⇣

\k
i=1Ai

⌘


k

Â
i=1

P (Ai)� Â
i<j

P
�

Ai [ Aj
�

+ · · ·+ (�1)k+1 P
⇣

[k
i=1Ai

⌘

.

For Dempster’s rule, we have

PD

⇣

\k
i=1Ai | B

⌘

=
P
��

\k
i=1Ai

�

\ B
�

P (B)
=

P
�

\k
i=1 (Ai \ B)

�

P (B)


1

P (B)
·
"

k

Â
i=1

P (Ai \ B)� Â
i<j

P
�

(Ai \ B) [
�

Aj \ B
��

+ · · ·

+ (�1)k+1 P
⇣

[k
i=1 (Ai \ B)

⌘i

=
k

Â
i=1

PD (Ai | B)� Â
i<j

PD

�

Ai [ Aj | B
�

+ · · ·

+ (�1)k+1 PD

⇣

[k
i=1Ai | B

⌘

.

Similarly, for the Geometric rule,

PG

⇣

[k
i=1Ai | B

⌘

=
P
��

[k
i=1Ai

�

\ B
�

P (B)
=

P
�

[k
i=1 (Ai \ B)

�

P (B)

�
1

P (B)
·
"

k

Â
i=1

P (Ai \ B)� Â
i<j

P
�

Ai \ Aj \ B
�

+ · · ·

+ (�1)k+1 P
⇣

\k
i=1Ai \ B

⌘i

=
k

Â
i=1

PG (Ai | B)� Â
i<j

PG

�

Ai \ Aj | B
�

+ · · ·

+ (�1)k+1 PG

⇣

\k
i=1Ai | B

⌘

.

Hence k-monotonicity is preserved by both Dempster’s and the Geometric rules of

updating when applied to k-monotone Choquet capacities.
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2.3 THE UNSETTLING UPDATES IN IMPRECISE PROBABILITIES

Because an imprecise model permits, and indeed requires, a choice of updating rule,

it may exhibit updates that has troubling interpretations, notably dilation, contraction

and sure loss. This section supplies a detailed look at these phenomena. We empha-

size that the subscript “•” used in the definitions below is crucial because, given the

same imprecise model specification, a phenomenon can be induced by one rule but

not by another. The choice among updating rules is inseparable from the choice of as-

sumption of a missing information mechanism, and it would be wrong to think that an

observable event, as a mathematical constraint, is taken literatim in imprecise probabil-

ity conditioning. The operational interpretations of Dempster’s rule and the Geometric

rule presented in Section 2.3 highlight the different uses, by different rules, of the in-

formation in the same event being conditioned upon.

2.3.1 DILATION AND CONTRACTION

Definition 2.3.1 (Dilation). Let A 2 B (W) and B be a Borel measurable partition of

W. Let P be a closed, convex set of probability measures defined on W, P its lower

probability function, and P• the conditional lower probability function supplied by

the updating rule “•”. We say that B strictly dilates A under the •-rule if

sup
B2B

P• (A | B) < P (A)  P (A) < inf
B2B

P• (A | B) . (2.3.1)

If either (but not both) outer inequality is allowed to hold with equality, we simply say

B dilates A under the said updating rule.

Dilation means that the conditional upper and lower probability interval of an event
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A contains that of the unconditional interval, regardless of which B in the space of

possibilities B is observed. Inference for A, as expressed by the imprecise probabilities

under the chosen updating rule, will become strictly less precise regardless of what has

been learned. This is commonly perceived as unsettling, because onewould expect that

learning, at least in some situations, ought to help the model deliver sharper inference,

reflected in a tighter probability interval. But when dilation happens, it seems that as

we learn, knowledge does not accumulate and quite the contrary, diminishes surely.

If dilation is something one finds unsettling, the opposing notion, contraction, should

be nothing less. Contraction happens when the posterior upper and lower probabil-

ity interval becomes strictly contained within that of the prior, regardless of what is

being learned. If a tighter probability interval symbolizes more knowledge, when con-

traction happens, it is as if some knowledge is created out of thin air. How could it

be that whatever is learned, we could always eliminate a fixed set of values of prob-

ability that were a priori considered possible? If we could have eliminated them by a

pure thought experiment that can never fail, why wouldn’t we have eliminated them

a priori? Formally, contraction is defined as follows.

Definition 2.3.2 (Contraction). Let A, B and P• be the same as in Definition 2.3.1. We

say that B strictly contracts A under the •-rule if

P (A) < inf
B2B

P• (A | B)  sup
B2B

P• (A | B) < P (A) . (2.3.2)

If either (but not both) outer inequality is allowed to hold with equality, we simply say

B contracts A under the said updating rule.

We now illustrate these two unsettling updating phenomena using Example 2, al-

though we defer the discussion of their interpretations to Section 2.6.
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Example 2 cont. (The boxer, the wrestler, and the coin flip). By the setup of the model, we

know precisely that the coin is fair:

P(X = 0) = P(X = 1) = 1/2. (2.3.3)

However, no information is available about either fighter’s chance of winning. That

is, if we assume the probability of a boxer’s win P(Y = 1) = p, p is allowed to vary

between [0, 1]. Then according to the imprecise model,

P(Y = 1) = 0 , P(Y = 1) = 1 (2.3.4)

and similarly so for the wrestler’s win: P(Y = 0) = 0, P(Y = 0) = 1. The known

probabilistic margins specify a belief function, as displayed in Table 2.1.

Table 2.1: Example 2 (boxer and wrestler): mass function representation of the belief function
model

coin lands head, either fighter wins coin lands tails, either fighter wins

(X,Y) 2 {1}⇥ {0, 1} (X,Y) 2 {0}⇥ {0, 1}

m (·) 0.5 0.5

When told X = Y, how should the model at hand be revised? Two aspects are worth

noting:
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I) POSTERIOR INFERENCE FOR THE FIGHTERS. As Gelman (2006) noted, Demp-

ster’s rule contracts the boxer’s chance of winning, because

PD (Y = 1 | X = Y) = 1/2, PD (Y = 1 | X = Y) = 1/2,

PD (Y = 1 | X 6= Y) = 1/2, PD (Y = 1 | X 6= Y) = 1/2

which are strictly contained within the vacuous prior probability interval as in (2.3.4).

The calculations given the two alternative conditions X = Y and X 6= Y are identical

due to symmetry of the setup. In contrast, the generalized Bayes rule cannot contract

vacuous prior interval, in this example and in general (see Theorem 2.5.8).

II) POSTERIOR INFERENCE FOR THE COIN. Intriguingly, the generalized Bayes rule

dilates the precise a priori information (2.3.3) on the coin’s chance of coming up heads,

because

PB (X = 1 | X = Y) = 0, PB (X = 1 | X = Y) = 1,

PB (X = 1 | X 6= Y) = 0, PB (X = 1 | X 6= Y) = 1.

In contrast, Dempster’s intervals remain identical to that of the prior interval under

either X = Y or X 6= Y. Notice that in this example, P (X = Y) = P (X 6= Y) = 0

hence the Geometric rule is not applicable. The generalized Bayes rule in the sense of

Seidenfeld & Wasserman (see Definition 2.2.5) is not applicable either; however since

the the model is a belief function, we use Fagin & Halpern’s results as given in (2.2.11)

and (2.2.12) to obtain the above expressions. This is equivalent to minimizing and

maximizing over the restricted sets of probabilities {P : P � P & P (X = Y) > 0} and
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{P : P � P & P (X 6= Y) > 0} respectively, thus avoiding ill-defined probability ratios.

2.3.2 SURE LOSS

The next type of updating anomaly is even more unsettling, as it is usually regarded

as an infringement on the logical coherence of probabilistic reasoning.

Definition 2.3.3 (Sure loss). Let A, B, P, and P• be the same as in Definition 2.3.1. We

say that B incurs sure loss in A under the •-rule if either

inf
B2B

P• (A | B) > P (A) , (2.3.5)

or

sup
B2B

P• (A | B) < P (A) . (2.3.6)

Sure loss describes a universal and uni-directional displacement of probability judg-

ment before and after conditioning on any event from a subalgebra. That is, after

learning anything, the event in question becomes altogether more (or less) likely than

before. The terminology “sure loss” stems from the Bayesian decision-theoretic con-

text, where probabilities are seen to profess personal preferences contingent on which

one is willing to make bets. If B incurs sure loss in A, the beholder of P and P• as

her personal prior and posterior imprecise probabilities respectively, can be made to

commit a compound bet with a guaranteed negative payoff.

To see this, let s, t be two numbers such that infB2B P• (A | B) > s > t > P (A),

that is, we assume sure loss in the form of (2.3.5). Since t > P (A), I shall accept a

bet for which I pay 1� t, get 1 back if A did not occur, and nothing if it did, because

my expected payoff is P(Ac) � (1 � t) = t � P(A) � t � P(A) > 0. On the other
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hand, since P• (A | B) > s for all B, contingent on any B I shall also accept bets for

which I pay s, get 1 back if A did occur and nothing if it did not, because regardless

of which B occurs, my expected payoff P(A | B) � s � infB2B P• (A | B) � s > 0. It

therefore seems perfectly logical for me to take both bets, as both are expected to have

positive return. However, if I do take both bets, then the compound bet is the one with

guaranteed payoff of only 1, less than what I have paid for 1� t + s because s > t.

Therefore, endorsing P• as the updating rule means one is willing to accept a finite

collection of bets and be certain to lose money, a trademark incoherent behavior.

Note that if B incurs sure loss in A in the form of (2.3.5), it equivalently incurs sure

loss in Ac as well in the form of (2.3.6), though perhaps the term sure gain would be

more appropriate – in Émile Borel’s words, the former the “imbecile” and the latter the

“thief”. Whenever a distinction is necessary, we will use the term sure gain in addition

to sure loss to highlight the directionality of displacements of posterior probability in-

tervals compared to that of the prior, and will otherwise follow the pessimistic conven-

tion (which seems to be a hallmark of statistical or probabilistic terms, such as “risk”,

“regret”, “regression”) of the literature and use “sure loss” to refer to both situations if

non-ambiguous.

We emphasize again that both dilation and sure loss, as concepts describing the

change from prior to posterior sets of probabilities, are contingent upon the updating

rule. Even with the same imprecise probability model P, the same partition B and the

same event A, it can well be the case that B dilates A under one rule and induces sure

loss in A under the other. Example 3 below is a situation in which all three rules behave

very differently, and Section 2.5 is dedicated to a characterization of their differential

behavior.

We are now ready to take a careful look at the three prisoners paradox.

74



Example 3 cont. (Three prisoners). What do we have about the probabilistic model be-

hind the three prisoners’? Since exactly one of the three prisoners will receive parole

randomly, the prior probabilities of living for each of them are all exact:

P (A lives) = P (B lives) = P (C lives) = 1/3.

Furthermore, since the guard cannot lie, he has no choice on who to report if the in-

quirer A does not receive parole. That is,

P(guard says C | B lives) = P(guard says B | C lives) = 1.

The above probability specification can be expressed as a belief function model, with

mass distribution dictated by the known model margins as represented in Table 2.2:

Table 2.2: Example 3 (three prisoners): mass function representation of the belief function
model

A lives, guard says {B, C} B lives, guard says C C lives, guard says B

m (·) 1/3 1/3 1/3

We see from the specification that what remains unknown is, in case A indeed re-

ceives parole, the propensity of the guard reporting either B or C as dead had he the

freedom to choose:

dB = P(guard says B | A lives) 2 [0, 1]. (2.3.7)
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As a consequence, the posterior probability of A living is

P(A lives | guard says B) = dB/(1+ dB). (2.3.8)

This extra degree of freedom dB fully characterizes the set of probabilities implied by

the model.

There is a long literature documenting the variety of modes of reasoning to this

problem, e.g., Mosteller (1965) and Morgan et al. (1991) which invoked a similar con-

struction as the dB above, in explicating the reasons why many are seemingly intuitive

yet riddled with logical fallacies. Four types of “popular” answers are reproduced

below, reflecting different ways of treating the unknown value dB. What’s interesting

is that, as we will see, three of these answers correspond to those given by the three

conditioning rules respectively.

I) THE INDIFFERENTIST: ASSUMPTION OF IGNORABILITY One of the most com-

monly made assumptions is that the guard has no preference one way or the other

about who to report when given the freedom, that is, dB = 1/2, thus

P(A lives | guard says B, dB = 1/2) = 1/3.

That is to say, prisoner Awould not have benefitted from the knowledge that B is going

to be executed, precisely as he claimed to the guard to begin with. The assumption of

guard’s indifference is equivalent to the ignorability assumption commonly employed

in the treatment of missing and coarse data. Despite being intuitive, the assumption

is not backed by the model description per se. Neither the posited imprecise model

nor the data as reported by the guard can supply any logical evidence to support the
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ignorability assumption. Therefore, the assertion that ignorability is “intuitive” is a

judgment that can be as unreasonable as any other seemingly less intuitive ones, such

as the ones below.

II) THE OPTIMIST: DEMPSTER’S RULE Applying Dempster’s rule, we have

PD(A lives | guard says B) = 1/2 , PD(A lives | guard says B) = 1/2.

Thus prisoner A felt happier now that his chance of survival increased from 1/3 to

1/2. This happiness is gained from assuming the optimistic scenario of dB = 1, that is,

the guard chose a reporting mechanism that has the highest likelihood given A lives.

However, one realizes that the guard could have only reported either B or C, both fully

symmetrical in the prior. Had the guard said C would be executed, A would again

apply Dempster’s rule, thus grow happier following the same logic by effectively as-

suming dC = P(guard says C | A lives) = 1. Under the assumption that the guard

cannot lie and cannot refuse to answer, dB + dC = 1, thus dB and dC cannot be 1 si-

multaneously. Hence the reasoning that whatever the guard says, the probability of

A living will go up from 1/3 to 1/2, which is equivalent to assuming the impossible

dB = dC = 1, is a direct consequence of a logical fallacy.

III) THE PESSIMIST: THE GEOMETRIC RULE Applying the Geometric rule, we have

PG(A lives | guard says B) = PG(A lives | guard says B) = 0
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and, by symmetry,

PG(A lives | guard says C) = PG(A lives | guard says C) = 0.

This answer is perhaps themost striking among all, directly pointing at the absurdity of

the assumptions behind the updating rule within this context. Upon hearing anything,

prisoner A will deny himself of any hope of living, effectively assuming dB = 0 if

guard says B and dC = 0 if guard says C, two assumptions that are incommensurable

with each other because dB + dC = 1, much in the same way as the previous case with

Dempster’s rule.

IV) THE CONSERVATIVIST: GENERALIZED BAYES RULE The solution suggested by

Diaconis (1978), and indeed supplied by the generalized Bayes rule, is

PB(A lives | guard says B) = 0 , PB(A lives | guard says B) = 1/2. (2.3.9)

This answer is a direct consequence of (2.3.8). As dB varies within [0, 1] without any

further assumption, one is bound to concur with (2.3.9). The caveat to it, however, is

that again due to prior symmetry of B and C, the generalized Bayes rule will also yield

PB(A lives | guard says C) = 0 , PB(A lives | guard says C) = 1/2.

Hence, the generalized Bayes rule results in posterior probability intervals strictly con-

taining the prior probability in all situations.

Our use of the vocabulary “optimism”, “pessimism” and “conservatism” to refer to

the three updating rules is informed by the interpretation of their respective posterior
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Figure 2.1: Posterior probabilities of prisoner A receiving parole given the guard’s two possible
answers, as a function of the guard’s reporting bias dB (2.3.7).

inference under the effective assumptions they each impose, and is reminiscent of that

of Fygenson (2008) for modeling of extrapolated probabilities. These ideological dif-

ferences illuminate the dynamics among the updating rules for imprecise probability,

and highlight the pedagogical significance of the three prisoners’ paradox itself. In this

example, Dempster’s rule updates its conditional lower probability to be greater than

that of its prior upper probability thus incurs sure loss of the form (2.3.5), the Geo-

metric rule behaves the opposite way and incurs sure loss of the form (2.3.6), and the

generalized Bayesian rule exhibits dilation. As far as unsettling updating goes, there

seems to be no escape regardless of which rule to choose. How on earth then do we

draw a conclusion?
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Reading through the literature, the dilated answer supplied by the generalized Bayes

rule is the most accepted solution to the paradox. As counterintuitive as it may be,

dilation is a professed consequence of an overfitting nature of the generalized Bayes

rule, for the rule is inclusive of all possibilities allowed within the ambiguous model,

to the point of simultaneously admitting assumptions that are incommensurable with

one another. As we saw previously, the upper conditional probability PB(A lives |

guard says Z) = 1/2 is achieved under the assumption dZ = 1, where Z = C, B. Sim-

ilarly, the lower conditional probability PB(A lives | guard says Z) = 0 is achieved

when dZ = 0, with Z = C, B. Since dC + dB = 1, dC and dB cannot simultaneously be 0

or 1: indeed, when one is 1 the other must be 0. Hence the permissible value of the pair

{x = P(A lives | guard says B), y = P(A lives | guard says C)}

forms a one-dimensional curve y = (1 � 2x)/(2 � 3x) inside the square [0, 1/2] ⇥

[0, 1/2], as depicted in Figure 2.1. For a given conditioning event Z, the generalized

Bayes rule achieves its extremes by seeking a distribution that itself depends on Z,

namely, a conditioning-dependent conditional distribution P(Z)(·|Z), a clear case of over-

fitting. Understanding the hidden incommensurability is important for preventing logi-

cal fallacies such as reasoning under the (wrong) assumption that {x, y} can take any

value inside the square [0, 1/2]⇥ [0, 1/2]. We will return to the three prisoners again

in Section 2.6.2 to discuss its inferential implications. In particular, the three prison-

ers’ paradox is a direct variant of the Monty Hall problem, which possesses a clean,

indisputable decision recommendation.
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2.3.3 WHAT’S UNSETTLED IN UNSETTLING UPDATES?

In case some readers are not yet completely put off by the unsettling updates, we

would like to offer a few words about when, as well as when not, one should find

dilation or sure loss unsettling. It seems to us that the attitude one should take to-

wards these phenomena is contingent upon the way the underlying probability model

is interpreted.

Specifically, dilation is troubling when the set of probabilities is used as a descrip-

tion of uncertain inference. For example, if the probability interval is regarded as an

approximation to some underlying true probability state, akin to a confidence or pos-

terior interval to an estimand, knowing that the interval will surely grow wider in

the posterior is indeed counterproductive since the goal of inference in most cases is

to tighten the interval. But in this sense, the sure loss phenomenon may just be fine,

since it is common to derive disjoint yet equally valid confidence or posterior intervals

from the same sampling posterior distribution, without violating any classic rules of

probabilistic calculation.

On the other hand, as explained in Section 2.3.2, the lower and upper probabilities

can be taken as acceptable prices of a gamble. Under this interpretation, any strategy

that induces sure loss is absolutely unacceptable. However in this case, dilation is

much less to be worried about: a strictly wider interval in the posterior will simply

exclude the player from engaging in the conditional bet, and does not violate coherence

in a decision-theoretic sense.

With precise probabilities, by conditioning on an observable event we are simply

imposing a restriction to the sub-space that is defined by that event, which itself is as-

sumed to be measurable with respect to the original probability space. With imprecise
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probabilities, not all events are measurable with respect to the imprecise probability

model specified on the full joint space, and a crucial way the updating rules differ from

one another is how they make use of this supplied conditioning information. There-

fore, for any of the updating rules to function at all, they must build within themselves

a particular “mechanism” of imposing the mathematical restriction specified by the

observable event, when it is not currently measurable with respect to the set of prob-

abilities the rule aims to update, much in the same way as a sampling mechanism

(Kish, 1965) or missing-data mechanism (Rubin, 1976). The fact that dilation and sure

loss cannot happen under the precise probability does not necessarily render them un-

desirable: the quality of this inference hinges on the quality of the final action they

recommend. Bringing these anomalies to light allows us to study their implications,

especially those unfamiliar or unexpected, on the final action.

2.4 SIMPSON’S PARADOX: AN IMPRECISE MODEL WITH AGGREGATION SURE

LOSS

One may well think that the examples discussed in Section 2.1 lie on the boundary, if

not outside, of the realm of mainstream statistical modeling. Imprecise models do not

seem to be the kind of thing one just stumbles upon, they exist only when one makes

them exist. We argue that such is not the case, that all precise models are really just the

tip of an “imprecise model iceberg”. That is, every precise model is a fully specified

margin nested within a larger, ever-augmentable model, with extended features we

have not allowed entrance to the modeling scene, and possibly lacking the knowledge

to do so precisely.

Here is a concrete way to induce an imprecise model from a precise one. Take any
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precise model with dimensions
�

X1, ...,Xp
�

which jointly merit a known multivariate

distribution. If the model is expanded to include a previously unobservable margin

Xp+1, all of a sudden the state space becomes (p+ 1)-dimensional. The resulting aug-

mented model becomes imprecise, for as many as 2p new marginal relationships are

left to be specified or learned – that is, between Xp+1 and any subset of
�

X1, ...,Xp
�

. In

the regression setting where a multivariate Normal model is assumed for the previous

p variables, one seemingly straightforwardway is to go andmodel
�

X1, ...,Xp,Xp+1
�

as

jointly Normal, which is already a very strong assumption that takes care of a vast ma-

jority of the 2p relationships. Even under such drastic simplification, the mean and

p + 1 bivariate covariances are still left to specify, resulting in a family of (p+ 1)-

dimensional Normal models.

In reality, the relationship between the existing
�

X1, ...,Xp
�

and a new Xp+1 is often

something the analyst is neither knowledgeable nor comfortable assuming. This is the

case when Xp+1 is a lurking variable in observational studies which may have strong

collinearity with subsets of
�

X1, ...,Xp
�

. Using the language of imprecise probability,

we now turn to decipher Simpson’s paradox, a famous and familiar setting with its

far-reaching significance. The very occurrence of Simpson’s paradox is proof that we

have employed, likely due to lack of control, an aggregation rule that has incurred sure

loss in inference.

Example 4 cont. (Simpson’s paradox). Following the setup in Section 2.1, Simpson’s para-

dox refers to an apparent contradiction between an inference on treatment efficacy at

an aggregated level, p̄obs < q̄obs, and the inference at the disaggregated level when

the covariate type of the patient has been accounted for: pk > qk for all k = 1, ...,K.

Indeed, how can a treatment be superior than its alternative in every possible way, yet

be inferior overall?
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2.4.1 EXPLICATING THE AGGREGATION RULES UNDERLYING THE SIMPSON’S

PARADOX

Denote for k = 1, ...,K,

uk = P (U = k | Z = 1) , vk = P (U = k | Z = 0) .

Here, u and v reflect the demographic distribution of the populations receiving the

experimental and control treatments, respectively. By the law of total probability,

p̄ = p

>
u and q̄ = q

>
v, (2.4.1)

and thus given fixed p and q, p̄ and q̄ are functions of u and v respectively. The

marginal probabilities p̄ and q̄ are meant to describe an event under conditions of infer-

ential interest, in this case, patient recovery within the two treatment arms. We refer to

u and v as aggregation rules, functions that map conditional probabilities to a marginal

probability, which is in reverse direction compared to updating rules as discussed in the

previous sections, which are maps from a marginal probability to a set of conditional

probabilities.

Typically, measurements between different conditions are made for the purpose of

a comparison, such as the evaluation of an causal effect of treatment Z on outcome Y.

A comparison between p̄ and q̄ is fair if and only if the aggregation rules they employ

are identical, that is, u = v as in (2.4.1). This is what it means to say the comparison

has been made between apples and apples. Such is the case if no confounding exists

between the covariate U and the propensity of assignment, i.e., U ? Z.

Clearly, when u = v, p̄ > q̄ if pk > qk for all k. Hence Simpson’s paradox is math-
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ematically impossible within a fair comparison. However, for a given observed pair

p̄obs and q̄obs, have we been careful enough to enforce the de-facto aggregation rules to

equal the ideal one? That is, do we have that the observed comparison is fair enough,

i.e., there exists a v such that

uobs
.
= v and vobs

.
= v? (2.4.2)

For certain values of p and q, it is entirely possible that suitable realizations of

(uobs, vobs) within the K-simplex could result in p̄obs < q̄obs. To be exact, these are p

and q values satisfying maxk qk > mink pk. At least one, and possibly both realizations

of uobs and vobs play differentially to the relative weaknesses of p, i.e., coordinates of

smaller magnitude, and the strengths of q accordingly. When this preferential weight-

ing, also known as confounding, is strong enough to reverse the perceived stochastic

dominance of the outcome variable under either treatment, an apparent paradox is in-

duced. Randomization procedures effectively put quality guarantees on the fairness of

comparison; as the sample size n grows larger, (2.4.2) holds with high probability with

deviations quantifiable with respect to p and q that is immune against all U, observed

or unobserved.

2.4.2 THE PARADOX IS SURE LOSS

Simpson’s paradox is reminiscent of the “sure loss” phenomenon we saw in earlier

sections. Indeed, when not conditioned on U, if asked to pick a bet between the ex-

perimental and control treatments, we would prefer the control treatment over the

experimental one. But once conditioned on U, the experimental treatment suddenly

became the superior bet regardless of U’s value. One is thus set to surely lose money
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Figure 2.2: Ideal aggregating rules guarantee the comparison between treatment arms is made
on a fair ground. Observed Simpson’s paradox is strong evidence that the de-facto aggregating
rules are fair for comparison. Left: if pk > qk for all k, then p

>
v > q

>
v for all v; Right: dis-

parate u

obs

and v

obs

make possible p
obs

< q
obs

. Note that P in Theorem 2.4.1 is the convex hull
sandwiched between the blue (p) and red (q) hyperplanes in the first octant.

by engaging in a combination of these two bets. That is, We formalize this idea in

the following theorem, where SK is the standard K-simplex defined by {(v1, . . . , vK) :

ÂK
k=1 vk = 1; vk � 0, k = 1, . . . ,K}.

Theorem 2.4.1 (Equivalence of Simpson’s paradox and aggregation sure loss). Let L be a

convex hull in [0, 1]K characterized by the pair of element-wise upper and lower bounds (p,q).

That is,

L =
n

l 2 [0, 1]K : qk  lk  pk, k = 1, ...,K
o

.

Let V ✓ SK be a closed set (with respect to the Euclidean distance on RK) of desirable aggre-

gation rules, and let u 2 SK. Then, u incurs sure loss on L relative to V if and only if (u, v)

induces Simpson’s paradox in (p,q) for all v 2 V .

Proof. Denote the set of marginal probability derived from L under the desirable ag-

gregating rule V as PV =
n

l>
v : l 2 L, v 2 V

o

. By the closeness of both L and V
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(with respect to the Euclidean distance on RK), we have

infPV = inf
v2V

q

>
v and supPV = sup

v2V
p

>
v, (2.4.3)

and

p

>
u = sup

l2L
l>

u and q

>
u = inf

l2L
l>

u. (2.4.4)

Employing Definition 2.3.3, to say that u incurs sure loss on L relative to V means that

sup
l2L

l>
u < infPV or inf

l2L
l>

u > supPV . (2.4.5)

On the other hand, to say that for every v 2 V , (u, v) induces Simpson’s paradox in

(p,q) means that

p

>
u < inf

v2V
q

>
v or q

>
u > sup

v2V
p

>
v. (2.4.6)

By (2.4.3)-(2.4.4), conditions (2.4.5) and (2.4.6) are trivially the same, and hence the

theorem.

We remark that, in Definition 2.3.3, sure loss is defined with respect to a single con-

ditioning rule because the prior/marginal lower and upper probabilities P and P are

treated as given. Such is not the case with the sure loss concept in Theorem 2.4.1. This is

why we must first define a set of desirable rules v 2 V which implies a prior/marginal

probability interval, before discussing the behavior of the other aggregation rule u rel-

ative to it. One can check that the relationship between u and v is reciprocal, that is, if

u induces sure loss relative to v, then v induces sure loss relative to u. Thus, we can

talk about an aggregation scheme as an ordered pair of rules (u, v) 2 K-simplex2, and its

characteristics as whether it incurs sure loss with respect to itself, whether it induces
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the paradox in (p,q), and so on.

Indeed, this is the case with respect to the atomic lower and upper probability (ALUP)

model of Herron et al. (1997). A set of probabilities P(p,q) is an ALUP generated by

(p,q), where p,q 2 [0, 1]K, if

P(p,q) = {p 2 SK : suppk = pk, infpk = qk} (2.4.7)

A connection between ALUP model and Simpson’s paradox is made below.

Lemma 2.4.2 (ALUP models). If an aggregation scheme (u, v) induces Simpson’s paradox in

(p,q), it incurs sure loss with respect to itself on the ALUP model P(p,q), as defined in (2.4.7).

Proof. Without loss of generality, suppose an aggregation scheme (u, v) induces Simp-

son’s paradox in (p,q) in the form of p>
u = supl2L l>

u < infl2L l>
v = q>v. But

since P(p,q) is a closed and convex subset of L, we have supl2L l>
u � supp2P(p,q)

p>
u

and infl2L l>
v  infp2P(p,q) p>

v, hence the “only if” part of Theorem 2.4.1 still holds.

2.4.3 IMPLICATION ON INFERENCE

In Example 4, the description of the model is precise with the conditional values p

and q, as well as the marginal values p̄obs and q̄obs. The model is imprecise, and in

fact completely vacuous, on the aggregation rules (uobs, vobs) which gave rise to the

observed marginal values.

In order for the observed marginal probabilities p̄obs and q̄obs to yield a meaningful

comparison, wemust have clear answers to the following two questions regarding uobs

and vobs:
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1. Are they equal?

2. What is the mutual value v they both should be equal to?

An affirmative answer to the first question ensures that p̄obs and q̄obs are at least on

a comparable footing. For example, for the evaluation of an causal effect of Z on Y,

regardless of the population of interest, it must be ensured that no confounding be-

tween the covariate U and the propensity of assignment took place, i.e., U ? Z. That

is why Simpson’s paradox is a sanity check for any apparent causal relationship, as the

paradox constitutes sufficient (but not necessary) evidence there is non-negligible con-

founding between U and Z, a telltale sign that one is comparing apples with oranges.

Much classic and contemporary literature on causal inference sensitivity analysis, e.g.,

Cornfield et al. (1959); Ding & VanderWeele (2016), hinge on establishing determin-

istic bounds to exclude scenarios that are in essence Simpson’s paradoxes, as well as

quantifying the probability of population-level paradox given observed paradox in the

sample, e.g., Pavlides & Perlman (2009). If the assignment Z cannot be controlled in

one or both treatment arms, the aggregation rule is no longer chosen by the inves-

tigator/statistician but rather left self-selected, in all or in part by the observational

mechanism. In particular, if arbitrary confounding can be present in both treatment

arms, u and v can take up any value in the K-simplex. It is also entirely possible that

controlled randomization or weighting is available in only one of the treatment arms,

or on a subset of levels of U, reflecting an aggregation rule as a mixture of intentional

choice and self-selection.

It is also crucial that the ideal aggregation rule v, the mutual value for both uobs and

vobs, is a conscious choice made by the investigator to reflect the scientific question of

interest. Two typical situations that give rise to natural choices of v are:
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• to make inference about population average treatment effect, choose v to be the

oracle probability distribution of patients’ covariates in the population;

• to make inference about a particular patient’s treatment effect, choose

v =

✓

0 · · · 0 1(Ui=k) 0 · · · 0
◆0

the indicator vector matching the patient’s covariate value Ui with its level k.

One can devise a range of choices of v to reflect any amount of intermediate pooling

within what is deemed as the relevant subpopulation. As discussed in Liu & Meng

(2014, 2016), what defines the game of individualized inference is picking the v at the

appropriate resolution level while subject to the tradeoff between population relevance

and estimation robustness.

Choosing the right v and enforcing uobs = vobs = v is not merely a mathematical

decision to be made on paper, but rather entails action in a real-life observational en-

vironment, one that likely involves the physical activities of stratification and random-

ization such as controlled experiments and survey designs. Only through doing so can

we make sure the de-facto aggregation rules are equal to the ideal rule, or equivalently

that we know executable ways to adjust for the differences between these quantities

should there be any, e.g., through retrospective weighting. Failure to acknowledge the

distinction and potential differences among v, uobs, and vobs paves the way not only

for Simpson’s paradox, but also equivalently for endorsing mythical statistical aggre-

gation rules with the potential to exhibit incoherent behavior, and the worst of all, to

mislead ourselves in making the wrong (treatment) decisions, a sure loss in real sense.
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2.5 BEHAVIOR OF UPDATING RULES: SOME CHARACTERIZATIONS

This section presents some results on the behavior of the three updating rules discussed

in this chapter. We begin with the intuitive ones and progress towards those that are

perhaps surprising. Unless otherwise noted, this section assumes that P is a Choquet

capacity of order 2 onB (W), and P = {P : P � P}, the closed and convex set of prob-

abilities compatible with it. Recall PB, PD, and PG are the conditional lower probability

functions according to the generalized Bayes (Def. 2.2.5), Dempster’s (Def. 2.2.6) and

the Geometric rules (Def. 2.2.7) respectively.

2.5.1 GENERALIZED BAYES RULE CANNOT CONTRACT NOR INDUCE SURE

LOSS

Lemma 2.5.1. Let B = {B1, B2, ...} be a measurable and denumerable partition of W. For any

A 2 B (W), we have

inf
Z2B

PB (A | Bi)  P (A) , and sup
Bi2B

PB (A | Bi) � P (A) .

Proof. The proof is by contradiction. Assume that infBi2B PB (A | Bi) > P (A). For

the given A, because P is a closed set, there exists a P(A) 2 P such that P(A) (A) =

P (A). Note that the superscript in P(A) reminds us that this probability measure can

vary with the choice of A. But this does not affect the validity of applying the total
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probability law under this chosen P(A), which leads to

P (A) = P(A)(A) =
•

Â
i=1

P(A) (A | Bi) P(A) (Bi)

�
•

Â
i=1

PB (A | Bi) P(A) (Bi) �
•

Â
i=1

inf
Bi

PB (A | Bi) P(A) (Bi)

>
•

Â
i=1

P (A) P(A) (Bi) = P (A) ,

resulting in a contradiction. The same argument applies for the upper probability of

A, that if supBi2B PB (A | Bi) < P (A), then using P (A) = P̃(A) (A),

P (A) 
•

Â
i=1

PB (A | Bi) P̃(A) (Bi) <
•

Â
i=1

P (A) P̃(A) (Bi) = P (A) ,

and hence again a contradiction.

A direct consequence of Lemma 2.5.1 is the following thorem.

Theorem 2.5.2. Let B be a denumerable and measurable partition of W, and P be the set of

probability measures compatible with P. For any event A 2 B(W), under the generalized

Bayes rule,

• B cannot induce sure loss in A,

• B cannot contract A.

The first part of Theorem 2.5.2, that the generalized Bayes rule avoids sure loss, is

well-known in the literature and is the very reason that many authors such as Walley

(1991) and Jaffray (1992) consider it to be the sole choice as coherent updating rule, or

the “conditioning proper”. However, as we will show next, the generalized Bayes rule

is also the most prone to dilation.
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2.5.2 GENERALIZED BAYES RULE PRODUCES A SUPERSET OF PROBABILITY

MEASURES

Lemma 2.5.3 (Generalized Bayes rule produces the widest intervals). For all A, B 2 B (W)

such that the following quantities are defined, we have

PB (A | B)  PD (A | B)  PD (A | B)  PB (A | B) (2.5.1)

and

PB (A | B)  PG (A | B)  PG (A | B)  PB (A | B) . (2.5.2)

That is, the conditional probability intervals resulting from Dempster’s rule and the

Geometric rule are always contained within those of the generalized Bayes rule. The

fact that Dempster’s rule produces shorter posterior intervals than that of the gener-

alized Bayesian rule was discussed in Dempster (1967a) and Kyburg (1987). Here we

supply a straightforward proof that applies to both sharper rules.

Proof. For Dempster’s rule, the conditional plausibility function satisfies

PD (A | B) =
supP2P P (A \ B)
supP2P P (B)

 sup
P2P

P (A \ B)
P (B)

= PB (A | B)

and by conjugacy, also PD (A | B) � PB (A | B). Similarly for the Geometric rule, the

conditional lower probability function satisfies

PG (A | B) = infP2P P (A \ B)
infP2P P (B)

� inf
P2P

P (A \ B)
P (B)

= PB (A | B)

and by conjugacy, also PG (A | B)  PB (A | B).
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Theorem 2.5.4 (Generalized Bayes rule). Let B 2 B (W) be such that P(B) > 0. Denote sets

of posterior probability measures PB = {P : P � PB (· | B)}, PD = {P : P � PD (· | B)}

and PG = {P : P � PG (· | B)}. Then,

PG ✓ PB and PD ✓ PB. (2.5.3)

Theorem 2.5.4 is a direct consequence of Lemma 2.5.3, noting that PG, PB and PD

are all convex and closed. Two more consequences of Lemma 2.5.3 are stated below; in

particular, Examples 3 and 5 are respective embodiments of the two corollaries below.

Corollary 2.5.5. If B incurs sure loss in A under Dempster’s rule and sure gain under the

Geometric rule, or vice versa, then B strictly dilates A under generalized Bayesian rule.

Corollary 2.5.6. If B (strictly) dilates A under either Dempster’s rule or the Geometric rule,

then B (strictly) dilates A under generalized Bayesian rule.

Theorem 2.1 of Seidenfeld & Wasserman (1993) stated that, if dilation occurs with

the generalized Bayesian rule, the associated set of probabilities P has a non-empty

intersection with that of the independence plane between A and B. Thus following

Corollary 2.5.6 we have

Corollary 2.5.7. If B = {B, Bc} dilates A under either Dempster’s rule or the Geometric rule,

then there exists P⇤ � P such that

P⇤ (A \ B) = P⇤ (A) P⇤ (B) . (2.5.4)

That is, dilation of an event by a binary partition under either Dempster’s or the

Geometric rules is a necessary condition for the posited set of probabilities to con-
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template event independence, since posterior intervals under both rules are contained

within the generalized Bayes posterior interval.

2.5.3 GENERALIZED BAYES RULE AND GEOMETRIC RULE CANNOT SHARPEN

VACUOUS PRIOR INTERVALS

Theorem 2.5.8 (Sharpening of vacuous intervals). Let P be such that P (A) = 0, P (A) = 1.

For any B 2 B (W) such that P (B) > 0, we have

PG (A | B) = 0 , PG (A | B) = 1 (2.5.5)

and

PB (A | B) = 0 , PB (A | B) = 1. (2.5.6)

Proof. Notice that if P (A) = 0 and P (A) = 1, then P (A \ B) = P (Ac \ B) = 0 for any

B. Therefore, by (2.2.9) we have

PG (A | B) = P (A \ B) /P (B) = 0

and PG (A | B) = 1� PG (Ac | B) = 1 provided that the denominator is greater than

zero. Furthermore, by (2.5.1) we have PB (A | B)  PG (A | B) = 0 and PB (A | B) �

PG (A | B) = 1.

The liberty to express partially lacking, and vacuous, prior knowledge is a prized

advantage of imprecise probability over their precise, or full Bayesian, counterparts.

Theorem 2.5.8 shows that both the generalized Bayes rule and Geometric rule are in-

capable of revising a vacuous prior interval to something informative for any possible
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outcome in the event space, whereas Dempster’s rule is capable of such revision, Ex-

ample 1 being an instance. This again highlights the non-negligible influence imposed

by the rule itself, as well as the difficulty to deliver all desirable properties in one sin-

gle rule. Avoiding sure loss and being able to update from complete ignorance both

seem to be rather basic requirements, but together they are sufficient to eliminate all

three rules studied here. The following result perhaps is even more disturbing, be-

cause it says that in the world of imprecise probabilities, not only must we live with

imperfections, but also accept intrinsic contradictions.

2.5.4 THE COUNTERACTIONS OF DEMPSTER’S RULE AND GEOMETRIC RULE

Theorem 2.5.9. If B = {B, Bc} dilates A under the Geometric rule, then it must contract A

under Dempster’s rule. Similarly, if B dilates A under Dempster’s rule, then it must contract

A under the Geometric rule. In both cases, the contraction is strict if the corresponding dilation

is strict.

Proof. If B strictly dilates A under the Geometric rule, then for either Z 2 B

PG (A | Z) =
P (A \ Z)
P (Z)

< P (A) , (2.5.7)

PG (A | Z) =
P (A [ Zc)� P (Zc)

P (Z)
> P (A) . (2.5.8)
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It follows then

PD (A | B)
P (A)

=
P (A \ B)

P (A) · P (B)
=

P (A \ B)
P (A) · (1� P (Bc))

<
P (A \ B)

P (A) ·
⇥

1�
�

P (A [ B)� P (B)
�

/P (A)
⇤

=
P (A \ B)

P (A) + P (B)� P (A [ B)
 1,

where the first inequality follows from (2.5.8) with Z = Bc, and the second inequality

is based on the 2-alternating nature of P. (The 2-alternating nature was also implicitly

used in the first inequality to ensure P (A [ B)� P (B) < P (A), hence the positivity of

the denominator after replacing P(Bc) with an upper bound.) In a similar vein,

PD (A | B)
P (A)

=
P (B)� P (Ac \ B)

P (B) · P (A)
=

P (A [ Bc)� P (Bc)

P (B) · P (A)

� P (A)� P (A \ Bc)
(1� P (Bc)) · P (A)

=
P (A)� P (A \ Bc)

P (A)� P (Bc) · P (A)
> 1,

where the first inequality uses the 2-monotone nature of P and the second inequality is

based on (2.5.7) with Z = B. Thuswe have PD (A | B) < P (A) and PD (A | B) > P (A),

and clearly both inequalities still hold when we replace B by Bc because (2.5.7)-(2.5.8)

hold for both Z = B and Z = Bc, hence B strictly contracts A under Dempster’s rule.

If B dilates A under the Geometric rule but not strictly, the inequality in either (2.5.7)

or (2.5.8), but not both, may hold with equality, hence B contracts A under Dempster’s

rule but not strictly. This completes the proof for the first half of the statement.

For the second half, when B strictly dilates A under Dempster’s rule, we have for

97



any Z 2 B,

PD(A | Z) =
P (A \ Z)
P (Z)

> P (A) ,

PD(A | Z) =
P (A [ Zc)� P (Zc)

P (Z)
< P (A) .

Noting both inequalities hold for Z and Zc, we have

1 >
P (A [ Z)� P (Z)
P (A) · P (Zc)

� P (A)� P (A \ Z)
P (A)� P (A) · P (Z)

.

Hence P (A) < P (A \ Z) /P (Z) = PG(A | Z). On the other hand,

1 <
P (A \ Zc)

P (A) · P (Zc)


P (A)�
�

P (A [ Zc)� P (Zc)
�

P (A)� P (A) · P (Z)
.

Hence P (A) >
�

P (A [ Zc)� P (Zc)
�

/P (Z) = PG (A | Z). The same argument ap-

plies that if B dilates A under Dempster’s rule but not strictly, it contracts A under

the Geometric rule but not strictly. This completes the proof for the second half of the

statement.

2.5.5 VISUALIZING RELATIONSHIPS AND COMPLICATIONS

Example 5 (Pre-election poll). Suppose that we intend to study the voter intention prior

to the 2016 US election. For simplicity, assume there are only two parties, represented

respectively by Clinton and Trump, with one to be elected. The pre-election poll con-

sists of two questions:

1. Do you intend to vote for Trump or Clinton?

2. Do you identify more as a Republican or a Democrat?
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Among all surveyed individuals, some answered both questions, some only one,

and the rest did not respond. Let Q1 = {Trump,Clinton} denote votes for Trump and

Clinton, respectively, and Q2 = {Republican,Democrat} denote identification with

the Republican and Democratic parties, respectively. If all the percentages of response

patterns are fully known, this model can be represented as a belief function. Assume

the mass function m (·) reflecting the coarsened sampling distribution for these set-

valued observations appears as Table 2.3 (of course, the numbers are for illustrations

only):

Table 2.3: Hypothetical data from a voter poll consisting of two questions

Q1 C T C T C T (n/a) (n/a) (n/a)

Q2 Dem Dem Rep Rep (n/a) (n/a) Dem Rep (n/a)

m(·) 0.1� e 0.2+ 8e

A “tuning parameter” e 2 [�0.025, 0.1] is installed to create a family of mass func-

tion specifications in order to investigate the differential behavior among updating

rules as a function of the coarseness of the data. The smaller the e, the more the mass

function concentrates on the precise observations (more survey questions answered).

The larger the e, the closer the random set approaches the vacuous belief function. As

a function of e, the prior lower and upper probabilities for Clinton are

P (C) = 0.3� 3e , P (C) = 0.7+ 3e.

The prior lower and upper probabilities for Trump, as well as for identification of ei-
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ther parties are numerically identical to the above, since the setup is fully symmetric

with respect to both voting intention and partisanship. For example, when e = 0, the

table above shows that altogether 40% of the respondents diligently answered both

questions, 20% only identified prior partisanship, 20% only expressed current voting

intentions, and another 20% did not respond at all. Thus, m (·) determines a pair of be-

lief and plausibility functions which bounds the vote share for both Clinton and Trump

to be within 30% and 70%.

How will information on partisanship affect the knowledge on voting intention?

According to the three updating rules, the lower and upper probabilities for Clinton

conditional on either values of partisanship Q2, are as follows:

PB (C | Q2) =
0.1� e

0.6+ 4e

, PB (C | Q2) =
0.5+ 5e

0.6+ 4e

,

PD (C | Q2) =
0.2� 2e

0.7+ 3e

, PD (C | Q2) =
0.5+ 5e

0.7+ 3e

,

PG (C | Q2) =
1
3
, PG (C | Q2) =

2
3
.

See Figure 2.3 for the above quantities as functions of e. We observe that

• Under the generalized Bayes rule, knowledge about partisanship strictly dilates

voting intention for either candidate for all e < 0.1. That is to say, learning the

prior partisanship of an individual dilates our inference of her current voting

intention, and vice versa, and this is true no matter which party or candidate is

said to be favored;

• UnderDempster’s rule, partisanship strictly dilates voting intention for either can-

didate for�0.011 < e < 0.1, and strictly contracts both for�0.025 < e < �0.011;

• Under the Geometric rule, partisanship strictly dilates voting intention for either
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Figure 2.3: Prior probability interval for Clinton’s voter support (black) and posterior probabil-
ity intervals given reported partisanship according to the three updating rules (blue: generalized
Bayes, red: Dempster’s, green: Geometric). Due to full symmetry of the setup, contraction hap-
pens under an updating rule whenever the corresponding posterior interval depicted is contained
within the prior interval; vice versa for dilation.
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candidate for �0.025 < e < �0.011, and strictly contracts both for �0.011 < e <

0.1. Moreover, the absolute value of the lower and upper posterior probability

remained constant regardless of the value of e.

Furthermore, we observe some of the phenomena discussed previously in this sec-

tion. For example, the extent of dilation exhibited by the generalized Bayes rule is to

a strictly larger extent than that of both Dempster’s rule and the Geometric rule, if ei-

ther of them does dilate. The dilation-contraction status of Dempster’s rule and the

Geometric rule are in full opposition to each other, switching precisely at e = �0.011.

2.6 DISCUSSION

2.6.1 ASSUMPTION INCOMMENSURABILITY AND CONDITIONING PROTOCOL

As revealed in Section 2.3.3, each imprecise probability updating rule is constantly

faced with the problem that the conditioning information may not be measurable with

respect to the very imprecise probability it is trying to update. As a consequence, they

each effectively build within themselves a mechanism for imposing mathematical re-

strictions generated by a given event B. This is why, as far as we can see, the situation

in the world of imprecise probability is more confusing and clearer at the same time.

It is more confusing because the notations P• and P• carry meanings contingent upon

the •-rule we choose. Yet, different rules are built upon different mechanisms for im-

posing the mathematical restriction specified by an event partition B, in a much similar

vein to the sampling and missing data mechanisms mentioned previously, potentially

supplying a variety of options suitable for different situations that users may choose

from, as long as they are well-informed of the implied assumptions of each rule. In this

sense the situation is clearer, because the imprecise nature should compel the users to
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be explicit about the imposedmechanisms in order to proceed. Belowwe illustrate this

point.

Example 2 cont. (The boxer, the wrestler, and the God’s coin). Recall the boxer and wrestler

example in which there exists a priori, a fair coin and vacuous knowledge of the two

fighters. Our analysis in Section 2.3 showed that upon knowing X = Y, Dempster’s

rule will judge the posterior probability of boxer’s win to be precisely half, whereas

generalized Bayes rule will remain that the chance is anywhere within [0, 1]. We realize

that the witness who relayed the message X = Y could have meant it in (at least) two

different ways:

1. that he happened to see both the coin flip and the match between the two fight-

ers, and the results of the two events were identical;

2. that he, somehow miraculously, knew that the coin toss decides the outcome of

the match, as if the coin is God’s pseudorandom number generator.

If the first meaning is taken, as most of us naturally do, it seems that the generalized

Bayes answer makes sense. After all, since we do not know the relationship between

two co-observed phenomenon, the worst case scenario would be to admit all possibil-

ities, including the most extreme forms of dependence, when deriving the probability

interval.

However, if the head of the coin dictates the triumph of the boxer, and the former

event is known precisely as a toss-up, it makes sense to think of the match as a true

toss-up as well. In this case, it is rightful to call for a transferral of the a priori precise

probability of X onto the a priori vacuous Y. The same logic would apply had we been

told X 6= Y, in the sense that the head of the coin dictates the triumph of the wrestler.
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In both cases, the update is akin to adding another piece of structural knowledge to

the model itself.

This example reflects well a point made by Shafer (1985). In order for probabilistic

conditioning to be properly interpreted, it is crucial to have a “protocol” specifying

what information can be learned, in addition to learning the actual information itself.

Updating in absence of a protocol, or worse, under an unacknowledged, implicit pro-

tocol can produce dangerous complications to the interpretation of the output infer-

ence. Dilation and sure loss, phenomena exclusive to imprecise probability, are strik-

ing instances that demonstrate such danger. The difference among the three imprecise

model updating rules discussed in this chapter is precisely the way the same incom-

ing message might be interpreted. Each conditioning rule effectively creates a world

of alternative possible observations, hence a protocol is de-facto in place, only hidden

behind these explicit-looking rules.

When performing updates in the boxer and wrestler’s case, the distinction between

conditioning protocols underlying the solutions we have offered so far is one between

factual versus incidental knowledge spaces. Knowing X = Y is a possible outcome

and by chance observing it constitutes incidental knowledge. Knowing that X = Y

is the factual state of the nature is knowledge of a fundamentally different type, one

that is much more restrictive and powerful at the same time: in other words, X 6= Y

cannot, could not, and will not happen. Unlike their incidental counterparts, claiming

either X = Y or X 6= Y as factual necessarily makes them incommensurable with one

another, even over sampling repetitions. That is to say, if either X = Y or X 6= Y

are to be hard-coded into the model, they will each result in a model distinct from

the other in a way that their respective posterior judgments about the same event, say

Y = 1, are not meant to enter the same law of total probability calculation. If we are
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willing to admit either X = Y or X 6= Y as factual evidence to condition on, they can no

longer be regarded as a partition of the full space like they did back in Section 2.3.1; the

model must also anticipate to deal with a whole range of other possible relationships

between X and Y that are non-deterministic, as part of the conditioning protocol in

Shafer’s sense.

The distinction drawn here between the judgments of factual knowledge versus inci-

dental knowledge are referred to as revision versus focusing in the imprecise probability

literature; see Smets (1991) for a discussion on the matter and its reflected ideologies

of update rules. Whether a rule is applicable to a particular imprecise model would

consequently depend on the type of knowledge we have and what questions we want

to answer.

Within a precise modeling framework, the knowledge type for conditioning can typ-

ically be coded into the conditioning event itself, which might be on an enhanced prob-

abilistic space but without increasing the resolution of the original (marginal) model

because it is already at the highest possible resolution. Hence one universal updating

rule is sufficient. Under an imprecise model, such a resolution-preserving encoding

may not be possible because of the low resolution nature of the original model. Var-

ious rules then were/are invented to carry out the update as a qualitative rescue for

the model’s inability to quantify the knowledge types within its original resolution.

This makes the judgment of knowledge types particularly pronounced, which serves

well as a loud reminder of the central and precise nature of conditioning in statistical

learning. But this also increases vulnerability and confusion when we do not explicate

the applicability and subtitles of each updating rule, leading to seemingly paradoxical

phenomena studied in this chapter.
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2.6.2 IMPRECISE PROBABILITY, PRECISE DECISIONS

Seeing a myriad of sensible and non-sensible answers produced by the updating rules

of imprecise models, one may wonder if anything certain, or close to certain, can be

inferred from these models at all without stirring up a controversy. To this end, we

discuss a final twist to the three prisoners’ story.

Example 3 cont. (Three prisoners’ Monty Hall). Having heard from the guard that B will

not receive parole, prisoner A is presented with an option to switch his identity with

prisoner C: that is, the next morning A will be met with the fate of C (and C that of A),

both having been decided unbeknownst to them. Is this a good idea for A?

The answer is unequivocally yes. The above is a recast of the Monty Hall problem

in which you, the contestant standing in front of a randomly chosen door (prisoner

A), have just been shown a door with a goat behind it (“B will be executed”), and are

contemplating a switch to the other unopened door (the identity of prisoner C) for a

better chance of winning the new car (parole). By the calculations in (2.3.9), we know

that under the generalized Bayes rule

PB (A lives | guard says B) = PB (C lives | guard says B)

suggesting that a switch will under no circumstance hurt the chance of A’s survival,

because without switching, A’s best chance of surviving does not exceed C’s worst

chance of living. Moreover, as the most conservative rule of all, the (almost) separation

of the two posterior probability intervals from the generalized Bayes rule guarantees

the same for the other updating rules as well. As far as A is concerned, the action of

identity switching can be recommended without reservation, regardless of the choice
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of rule among the three discussed. This possibility is due to the (very) low resolution

nature of the action space, often binary (e.g., switching or not), allowing different high-

resolution probabilistic statements to admit the same low resolution classification in

the action space.

2.6.3 BEYOND ASSOCIATIONS: EXTENDED TYPES OF INFORMATION CONTRI-

BUTION IN IMPRECISE MODELS

As discussed at the beginning of Section 2.1, in precise probability models, associa-

tion is the fundamental means through which observed information contribute to the

model, as it characterizes how probabilistic information should change with one after

the other has been learned, and vice versa. The sign of the association gives the sense

of direction, such as seen from the coefficients in regression models. The magnitude of

the association implies an order of priority, such as in large scale genome-wide asso-

ciation studies and elsewhere where correlation coefficients are used as test statistics.

Plentiful association is the indication of signal strength, potential discovery, and the

prospect of a causal relationship. The absence of association, on the other hand, is

just as desirable when used to justify independence assumptions, creating a blanket of

simplicity on which small-world models can be built and trusted. The three types of

associations (positive, negative, and independence) are in one-to-one correspondence

with the three possible directions of change as the probability of an event updates

from the prior to the posterior according to the Bayes rule. In precise probabilities,

these three types of associations exhaust all possibilities of information contribution

from one event to another.

Imprecise probabilities complicate the landscape of information contribution fun-

damentally because the probabilistic description assigned to each event is no longer
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singular. For coherent upper and lower probabilities, this description is now a closed

interval [P(A), P(A)] of possibly non-negligible width. As a consequence, characteri-

zations of the direction of change from prior to posterior becomes a complicated topic.

Generalized versions of the classical notion of association and independence are yet

to be defined for sets of probabilities. Furthermore, novel phenomena like dilation,

contraction and sure loss as explored in this chapter are hinting at extended types of

information contribution waiting to be harnessed. As imprecise probability updating

is contingent upon the choice of rules, can we use some of these rules, capable of an

array of novel behavior such as Dempster’s rule, to characterize a generalized set of

definitions of information contribution in imprecise probabilities?
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3

Dempster-Shafer (DS) theory: the

extended probability calculus

THE FORMAL RULES THAT GOVERN the construction of, and inference from, belief func-

tion models are established within the Dempster-Shafer theory. The rules constitute an

extended form of probability calculus, as they make up a logical system of operations
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that rely on extended probabilities – belief functions, as its building blocks.

One major advantage of the Dempster-Shafer theory is, the model allows the par-

tial prescription of probabilistic descriptions to quantities in the model. Traditionally,

models must rely on a precise model structure in order for precise learning rules to

apply and precise inference to be drawn. To insist a model be precise, its structure

must often be built upon a mix of sound, scientific knowledge and some less verifiable

assumptions. As models grow larger to accommodate the ever-growing volume and

variety of data, the analyst has to make many untestable assumptions in order to main-

tain a precise model structure. It is desirable to conduct statistical inference in absence

of unscientific and unnecessary assumptions, and Dempster-Shafer theory offers one

such way forward as a statistical modeling approach.

3.1 FORMAL RULES OF DEMPSTER-SHAFER INFERENCE

Building a statistical model requires the analyst to systematically follow a series of

steps, including anything from identifying relevant aspects of a scientific problem, to

drawing inference from the eventual model based on observed data. Such is true for

any mode of statistical inference. The intent of Dempster-Shafer theory is to supply a

logical system for uncertain inference. In doing so, it puts forward a set of explicit, for-

mal rules for constructing belief function-powered probabilistic models for statistical

inference. The DS inferential procedure is summarized as the following three steps:

1. Specify the model’s state variables, the state space and associated marginal evi-

dence;

2. Aggregate all specifiedmarginal evidence via up-projection to the full state space,

combination using the Dempster’s rule of combination, and down-projection to
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marginal quantities of interest;

3. Summarize posterior inference via a stochastic three-valued logic.

3.1.1 STATE VARIABLES, STATE SPACE AND MARGINAL EVIDENCE.

A statistical model is a simplified description of an observable phenomenon, serving

the link between what we know or can observe, and what we wish to know and cannot

observe. Choosing a suitable set of state variables to work with is a crucial first step to

building any statistical model, both a qualitative and quantitative task. A statistical

model must be capable of adequately encoding the scientific narrative, and the state

variable collection is the scope within which the narrative can be established. It should

consist of all quantities which the scientist regard as potentially relevant to the problem

at hand.

To identify a state variable collection is to specify all scientific quantities potentially

relevant to the model. We will use the letter M to denote a state variable collection.

A sufficiently rich M should include quantities that are both observable and unob-

servable, of direct scientific interest as well as serving intermediate roles in conveying

model evidence. Data, both observed and missing, as well as parameters, of interest and

nuisance, should be included in M. The state space, denote by W, is the product space

in which variables on the axes are state variables in M.

Once M is chosen, available evidence can be expressed in terms of relationships

among subsets of M. These evidence can be of two types. Suppose we have M =

(P,V, n,R, T,G,X,Y, q):

• Deterministic evidence: equality or inequality expressions involving margins of

the state space, such as structural equations (e.g. “PV = nRT”, the ideal gas law)
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and constraints (e.g. “q � 0”). In particular, a deterministic evidence is called

degenerate if it is a set of fully-determined equality expressions, such as fully

observed data (e.g. “X = (47.9, 49.5, 50.1)”) and known constants (e.g. “G =

6.674⇥ 10�11m3 · kg�1 · s�2, the gravitational constant);

• Stochastic evidence: known distributional assumptions on state variables such as

prior probabilities (e.g. q ⇠ Beta (1, 1)), as well as stochastic model assumptions

expressed as equalities or inequalities involving state variables as well as auxil-

iary variables (e.g. “Y = q + E, E ⇠ N (0, 1)” where E is an auxiliary variable).

An auxiliary variable is a random variable that possesses a known probability dis-

tribution, but is not in M and assumed fully independent of M. Auxiliarity is closely

tied to the concept of ancillarity and pivotal quantity in likelihood and frequentist in-

ference. The DS framework utilizes auxiliary variables as the sole means to inject rela-

tional stochastic evidence into the model, that is, assumptions that one margin of the

state space possesses a relationship with another margin that can be captured by a

probabilistic law. The constructive definition of belief function via a multi-valued map-

ping (Dempster, 1967a) provides a straightforward justification to this approach. After

having combined all marginal evidence, the joint posterior DS model on the full state

space is a belief function induced by amulti-valuedmap onto subsets of the state space.

The DS inferential framework brings together the mathematical logic of Boolean

algebra and the classic Bayesian philosophy of quantifying subjective belief with prob-

ability. One consequence of it is that the distinction between data and parameters is

no longer necessary. This is in sharp contrast to existing modes of statistical inference

which demand a clear separation between data and parameters. For example, in tradi-

tional frequentist and likelihood inference, parameters are considered fixed and data
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random. Model uncertainty quantifications are powered solely by the randomness in-

duced by the subsumed sampling distribution, that is, the conditional law governing

the behavior of the random (yet known) data, given the fixed (yet unknown) parame-

ters. On the other hand, the Bayesian approach regards both the data and the parame-

ters as random quantities, a truthful reflection of its subjective ideology. Bayesian treat-

ment provides an easy way out for practitioners to circumvent considerations evolving

around random vs. non-random quantities, but comes with the caveat that it demands

a prior distribution for all unknown parameters in order for the model to work at all. A

prior distribution is always a precise statement of stochastic knowledge about margins

of the state space.

For convention’s sake, we will invoke the word “parameter” to refer to margins of

the state space that are neither known degenerately nor unobservable. The goal of

inference is to learn as much as possible about the parameters through means of ob-

serving data that are believed to be informative, as well as through making modeling

assumptions that knit them together. In the DS framework, there is no need to catego-

rize unknown or unobservable quantities as either fixed or random. The posterior DS

model will supply, as the inferential output for any quantity of interest, the most pre-

cise description that the conglomerate of marginal evidence could support. We use the

word precision as a reference to the coarse descending partial order among subclass

of belief functions that the posterior model might take form: constants being the most

precise, regular probability distributions less so, and general belief functions even less.

The vacuous belief function, one that puts 100% mass on the full space of the quantity

of concern, is the least precise.
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3.1.2 AGGREGATION OF EVIDENCE VIA PROJECTION AND COMBINATION.

Individual pieces of scientific evidence, be they observed data or prior expert knowl-

edge, are usually confined to certain aspects of the story. When a piece of evidence is

presented, it is almost always marginal in the sense of only concerning subsets of state

variables. The learning rule that dictates the aggregation and transferral of knowledge

– how to turn scattered pieces of information into a coherent whole and subsequently

apply it onto targets of a-priori ignorance – is the pillar of reason to any statistical

inferential framework. In likelihood inference, the likelihood principle dictates the ag-

gregation of information, while for Bayesian inference the purpose is served by the

Bayes rule.

Aggregation of evidence in the DS framework can be viewed as a three-step process.

Individual pieces of marginal evidence are 1) up-projected into the joint state space,

2) combined via the Dempster’s rule of combination, and 3) down-projected onto a

margin of interest. The process results in random sets on the margin of interest, as a

characterization for its posterior inference.

For the purpose of illustration, consider the following hypothetical example which,

despite small and void of realistic interpretations, calls for the same logical and com-

putational treatment as do real complex applications. Suppose M = (X,Y,Z), and

W ⌘ WX ⇥ WY ⇥ WZ = (R+)2 ⇥ R. We have the following pieces of marginal evi-

dence:

1) Z = 0.5,

2) X+Y  1,

3) Y = X+ Z+ E, where the auxiliary E ⇠ N(0, 1).
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The above statements serve as one example each for degenerate, deterministic and

stochastic types of evidence. Suppose Z is observed data, Y a nuisance parameter, and

we’re eventually interested in drawing inference aboutW = X2.

Before proceeding with the discussion, we need to introduce the concept of source

variables. Denote by U the collection of auxiliary variables as well as margins of the

state space that directly bear distributional evidence. Let (U ,F ,g) be its probabil-

ity space. In the above example, since the auxiliary E is the only variable that bear

stochastic evidence, we have that U ⌘ E, U = R, F = B(U ), and g the probability

measure that induce the N(0, 1) distribution. Had we specified a prior distribution

for, say Y, then U = (Y, E) and its probability space is the product space of that of Y

and E. Had we specified a joint prior distribution for (X,Y), then U = (X,Y, E) and

its probability space is, again, the product space of that of (X,Y) and E, so on and so

forth. The requirement that the probability space of U can be obtained as the product

space of that of its individual components is a crucial prerequisite for the applicability

of Dempster’s rule; we will return to the topic of source variables at the end of the

current section.

Up-projection of evidence into the joint space refers to the expression of each evi-

dence statement in terms of subsets of W, which we denote as Ri’s:

R1 = {(X,Y,Z) 2 W : Z = 0.5};

R2 = {(X,Y,Z) 2 W : X+Y  1};

R3 = {(X,Y,Z) 2 W : Y� X� Z = E},

with in mind for each of i = 1, 2, 3, Ri : U ! Ci(P(W)) can be regarded as a multi-

valued map onto a measurable space of subsets of W. In this example, R3 is the only

one that depends non-trivially onU (through E), thus a random set with its distribution
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inherited from that of its source variable U. TheRi’s are calledmarginal DS models: up-

projected deterministic and random subsets of the state space W reflecting marginal

evidence. In belief function terminology, the up-projection operation is equivalent to

the vacuous extension of a marginal belief function onto a refinement of its associated

frame of discernment (Shafer, 1976).

Dempster’s rule of combination creates a joint DS model, denoted asR�, via inter-

secting the marginal DS models Ri’s:

R�
def
== \iRi , (3.1.1)

subject to this intersection being non-empty. R� becomes a new subset of the state

space W that is more refined than each of theRi’s. In the likely situation that at least one

of the Ri’s are random, that is, if at least one of the corresponding marginal evidence

is stochastic, the resulting R� is again a random set. In our case,

R� = R1 \R2 \R3

= {(X,Y,Z) 2 W : Z = 0.5,X+Y  1,Y� X� Z = E},

subject to R� 6= ∆. If for all U 2 U there does not exist (X,Y,Z) 2 W such that

R� is nonempty, we say that R1, R2 and R3 reflect fully conflicting evidence that are

unsuitable for combination using Dempster’s rule. Under the situation that marginal

evidence isn’t fully conflicting, thus R� well-defined, we note that the resulting ran-

dom set inherits a multi-valued map from the combination process: R� : U� !

C�(P(W)), where

U� = {U 2 U : \•
j=1Rj(U) 6= ∆}. (3.1.2)
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That is, for each U 2 U�, there exists at least one (X,Y,Z) 2 W such that (X,Y,Z) 2

R�(U). One can check that in this example, U� = [�1.5, 0.5].

If U� is a proper subspace of U , the reduction of U to U� would incur changes to

the probability space that accompany U as well. In particular, if elements of U involve

margins of the state space, such reduction affects the effective probability space of the

state space. We will discuss computation, specifically corresponding adjustments to

the probability measure in the next section.

It is worth noting that the application of Dempster’s rule requires independence among

all pieces of marginal evidence. We emphasize that independence here reflects cognitive

independence (Shafer, 1981), a judgment of the analyst that pieces of evidence are not

only informative each on their own, but also act as simultaneous and non-redundant

inputs for the model without having to be merged or reconciled first. It is distinct from

the typical notion of statistical independence, which refers to the equivalence between

the joint and product marginal measures among state variables. Cognitive indepen-

dence among pieces of evidence is equivalent to statistical independence among their

respective marginal DS models. That is to say, DS inference mathematically defines

“independence of evidence” as statistical independence among Ri’s, or equivalently,

among each of Ri’s effective source variables. As discussed earlier in this section, we

require that the probability space of U, the collection of source variables, must be ob-

tainable as the product space of that of its individual components. This guarantees the

statistical independence between Ri’s.

In our example, statistical independence would imply full independence among X,

Y and Z. Clearly that is not the case, nor what we’d ever hope to be, since nothing

can be learned about X through Y and Z had all three variables been independent.

Cognitive independence, on the other hand, is the proposition that the three pieces of
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evidence, “Z = 0.5”, “X + Y  1”, and “Y = X + Z+ E with E ⇠ N(0, 1)”, make up

statistically independentmarginal DSmodels. In this case,R1 andR2 are deterministic

sets and can be regarded as generated by a constant. In fact, deterministic evidence is

always independent of other deterministic or stochastic evidence, in the same way

that a constant is always independent of any random variable. R3 is by assumption

generated by E, an auxiliary variable to the state space (X,Y,Z). By construction, R1,

R2 and R3 are all statistically independent.

What might happen if we make further model assumptions? For the purpose of

illustration, suppose we would like to add to the current example a fourth piece of

evidence, a joint prior distribution

4) (X,Y) ⇠ N (µ0,S0),

where µ0 and S0 are some known quantities. This would have made a fine, forth

piece of independent evidence. In other words, If we were to admit 4) into the model

to supply for a prior assumption about (X,Y), we would include in the combination

another marginal DS model R4, a random subset of W generated by (X,Y) and again

independent of all of R1, R2 and R3.

However, consider adding yet a fifth piece

5) X ⇠ N (µ0, s0),

or

5’) (X, E) ⇠ N (µ0,S0),

where E is the same as that in R3. Neither 5) nor 5’) constitutes independent evidence

to the first four admitted pieces, whether or not the values µ0, s0, µ0, S0 imply marginal

probability distributions of X and E that are congruent with the previous descriptions.
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Figure 3.1: Dempster-Shafer inference operations: combination and projection. Left: the joint DS
model after combining evidence via Dempster’s rule, R�, visualized in the (X,Y) space; Right:
posterior DS model RW|�, i.e. R� projected onto the margin of interest W = X2. Each line
segment depicts a subset of W as indexed by its source variable, the auxiliary E. Segment color
intensity is proportional to the density ascribed to E by g.

For if they do, 5) and 5’) supply redundant input, whereas if they aren’t, 5) and 5’)

make conflicting statements that call for reconciliation first. In other words, if we were

to further admit either 5) or 5’), neither resulting marginal DS models R5 and R50 are

fully independent ofR1 throughR4. The probability space of (X,Y, E) can be obtained

neither as the product space of {(X,Y), E,X}, nor of {(X,Y), E, (X, E)}, components

as dictated by the respective marginal stochastic assumptions of 5) and 5’).

Down-projection is the last operation before we can summarize inference about

margin of interestW. That means, we transfer and focus all evidence as encoded in the

joint DS modelR� onto theW margin. Down-projection produces a new subset on the

W space, again as a multi-valued function of U:

RW|�(U)
def
== {W 2 WW : W = W(M),M 2 R�(U)} (3.1.3)
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In this example,W = X2 and we have

RW|�(U) = {W 2 WW : W = X2, (X,Y,Z) 2 R�(U)}

= {(max (0,�1/2� E))2  W  (1/4� E/2)2}. (3.1.4)

Notice that all operations performed in this section, namely projections and combi-

nation, do not involve probability calculations at all. The distinction between deter-

ministic and stochastic evidence can be an important one conceptually, and is certainly

relevant when it comes to the next and final step, inferential summary. But as far as DS

operations are concerned, a distinction of evidence type can be unnecessary as all that

needs to be done are merely logical operations of set augmentation and intersections.

The fact that different types of marginal evidence requires the same logical treatment

from the analyst provides an enhanced conceptual simplicity to model-based reason-

ing.

3.1.3 INFERENCE SUMMARY.

A DS model produces posterior inference in a stochastic version of three-valued logic.

Specifically, to every inquiry regarding the state of nature about the margin of interest,

say for example, “W(M) 2 A” for some event A 2 WW , we compute quantities p (A),

q (A) and r (A), probabilities “for”, “against”, and “unsure” about “W 2 A” as pre-

scribed by the posterior random set RW|�. For all choices of interest margins and of

inquiry set A, we have that p (A) + q (A) + r (A) = 1.

For the margin of interest,W, and for A 2 B (WW),

p (A) def
== g�

�

{U 2 U� : RW|� (U) ✓ A}
�

. (3.1.5)
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Here, g� is the probability measure g restricted to the subspace U�, i.e., for all B 2

B (U�),

g� (B) = g (B | U�) ,

with the understanding that when g (U�) = 0, a proper limiting operation is defined

for U� to avoid the Borel paradox. The discretization approach that Hannig (2013)

adopted in obtaining unique generalized Fiducial distributions is motivated by the

same reasons.

The quantity p (A) as defined above reads “probability for A”. It can be interpreted

as the posterior weight of evidence in support of the assertion A aboutW. In addition,

we also define

q (A) = p (Ac) , (3.1.6)

r (A) = 1� p (A)� q (A) , (3.1.7)

which are probabilities “against A” and “unsure about A”, respectively. Alternative

expressions for these quantities are

q (A) = Pr
�

RW|� \ A = ∆
�

,

and

r (A) = Pr
�

RW|� \ A 6= ∆,RW|� \ Ac 6= ∆
�

.

That is, q (A) is the weight of evidence against assertion A, and r (A) ambivalent about

A.

In our example, W = X2, and suppose we would like to quantify uncertainty about
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the assertionW 2 [0.2, 0.8]. Recall the form of RW|� in (3.1.4), we have that

p ([0.2, 0.8]) = g�
�

{U 2 U� : RW|� (U) ✓ [0.2, 0.8]}
�

= g� ({E : �1.289  E  �0.947})

= g ({E : �1.289  E  �0.947}) /g ({E : �1.5  E  0.5})

=
F (�0.947)� F (�1.289)

F (0.5)� F (�1.5)
.
= 0.117.

Similarly,

q ([0.2, 0.8]) = g�
�

{U 2 U� : RW|� (U) ✓ [0, 0.2] [ [0.8, 1]}
�

= g� ({E : �1.5  E  �1.394 or � 0.394  E  0.5})

= 1� F (�0.394)� F (�1.394)
F (0.5)� F (�1.5)

.
= 0.576,

and

r ([0.2, 0.8]) = 1� p ([0.2, 0.8])� q ([0.2, 0.8]) .
= 0.307,

thus we say that the (p, q, r): posterior probabilities for, against, and unsure about

“W 2 [0.2, 0.8] are 11.7%, 57.6% and 30.7%. respectively. Notice that the function p :

B (WW) ! [0, 1] is indeed a belief function on WW , satisfying the axiomatic definition as

discussed in Chapter 1. Similarly, the function (p+ r) is the corresponding plausibility

function conjugate to p.

In reality, the quantities (p, q, r) may not be easily obtainable, especially through an-

alytical calculations. Monte Carlo methods can be very helpful for obtaining estimates

of (p, q, r). Doing so is again a conceptually simple operation:

1. For j = 1, ..., nsim, sample U(j) ⇠ g�, ideally i.i.d.;
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2. Assemble the collection of sampled random sets R(j)
W|�

def
== RW|�

⇣

U

(j)
⌘

;

3. For any assertion A 2 WX,
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. (3.1.8)

Section 3.2 to follow showcases the above method to obtain posterior DS inference

for the model discussed therein. Challenges remain that sometimes it is difficult to ob-

tain i.i.d. samples of U from g�; often due to the fact thatU� is of a complex structure,

e.g. a subset U of negligible (or possibly zero) measure with respect to g. Typically

this happens when the number of pieces of evidence becomes large, such as the num-

ber of observed data points. Through an application of DS binomial regression model

for inference of acute HIV-1 infection time, Chapter 4 showcases an computational

apparatus for obtaining non i.i.d. samples of U using sequential Monte Carlo (SMC)

techniques.

3.1.4 REMARKS.

We make a special note on the classic practice of decorating observed data variables

with sampling distributions, and possibly a family of sampling distributions indexed

by the parameter of interest. In the DS point of view, this practice amounts to making

two marginal model assumptions that are incommensurable with one another: how

can a data point be observed but at the same time following a probability law? That

is, logically speaking, how can a variable be deterministic (say, X = 5) and stochastic

(say, X ⇠ Pois(l)) at the same time? Of course, the sentiment behind such statements

123



is that the quantity X, which we do know, is a “fuzzy” representation of the quantity

l, which we don’t know; the “Poisson” assumption is a precise probabilistic law that

governs the replicable patterns of such “fuzziness”. Unfortunately, stating X = 5 and

X ⇠ Pois(l) side by side implies the quality of X as two mutually exclusive types,

thus need to be made more precise.

As discussed in (3.1.1), the DS framework utilizes auxiliary random variables to

inject stochastic evidence into the model assumptions. We demonstrate how this is

done with a single Poisson instance: with a state space (X,l):

1) X = x,

2) For i = 1, 2, ..., Ei
i.i.d.⇠ Exp(1) and E0 = 0,

X = argmaxk

 

k

Â
i=0

Ei  l

!

. (3.1.9)

For any given l, X < • with probability one. One could check that (3.1.9) indeed

implies the sampling distribution X ⇠ Pois(l), over repeated realizations of the auxil-

iary Ei’s. Because of the explicit introduction of Ei, the conflict between deterministic

and stochastic evidence is no longer present. In many alternative inferential contexts,

including structural inference (Fraser, 1968) and generalized Fiducial inference (Han-

nig, 2009), Equation (3.1.9) is called the structural equation of the model. The benefit of

employing a structural equation is that it rids altogether the need to invoke families of

distributions with parameters as its index, which itself could create a variety of com-

plications having to do with the choice of such index sets. The downside, one might

argue, is that the structural equation is “non-unique” in the sense that two distinct

structural equations, possibly hinging on completely different arrangements of auxil-
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iary variables, could induce the same sampling distribution in the data conditional on

the parameters. In other words, the use of structural equation may violate the like-

lihood principle. That being said, as the DS framework seeks to differentiate from

existing modes of inference that hinge on the likelihood, we will not strive to defend

such criticism.

Returning to the simple Poisson model, the resulting random set on the l margin is

Rl

� (E) =

(

x

Â
i=0

Ei  l 
x+1

Â
i=0

Ei

)

, (3.1.10)

a closed interval on R+, with its end points as two “adjacent Gamma” random vari-

ables, with distributions Gamma(x) and Gamma(x + 1) respectively and an indepen-

dent standard Exponential increment as their difference. We’ve taken closure of the

resulting random set to ensure measurability. The above Poisson model is a funda-

mental building block to the multinomial “box-projection” model in Section 3.2, as

well as the Poisson regression model in Chapter 4. We will make reference to equation

(3.1.10) whenever needed.

3.2 WEAKENED MULTINOMIAL INFERENCE: THE POISSON PROJECTION MODEL.

This section introduces a new Dempster-Shafer approach to modeling multinomial

data. Termed the “Poisson projection” model, it leverages the connection between

multinomial experiments and collections of independent Poisson experiments. The re-

sulting DS posterior takes the form of a special class of convex polytopes in the simplex.

By construction, these posterior polytopes can be conveniently i.i.d. sampled, thus of-

fering substantial computational improvement from the classic “simplex” model as

proposed in Dempster (1966, 1972).
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Section 3.2.1 describes the state space structure of the model, and considerations

that make up its set of marginal evidence. Section 3.2.2 introduces the class of random

polytope, denoted Q
x

, alongside descriptions of its geometric properties. Section 3.2.3

concerns posterior computation and inference for one- and two-sample data are dis-

cussed, with particular tailoring to the context of sieve analysis of vaccine efficacy.

Simulations and a set of analysis of real data is presented at the end.

3.2.1 MULTINOMIAL AS PARTIALLY IDENTIFIED POISSON.

An urn contains colored balls of red, white, and blue. One at a time, you draw from the

urn randomly, note the color of the ball, and put it back. The process is stopped when

four balls are obtained, and you have on record two red, one white, and one blue balls.

We would like to obtain a sense on the fraction of each of the three colored balls.

In general, let X = (X1, ...,XK) represent counts of observations in each of K mu-

tually exclusive categories. Denote N = ÂK
i=1 Xi, the total number of observations

made. Suppose all N observations were independently selected to represent an under-

lying population of K categories. How do we go about modeling the experiment of

obtaining, say, N = 4 draws from an urn with K = 3 colors? A most obvious choice

is to frame the random phenomenon within a classic multinomial setting, in which

each observation is defined as a vector-valued indicator of precisely one of the three

color categories to which the drawn ball correspond. To draw a multinomial random

variable of size N is to make independent observations until a total of N is reached.

Dempster (1966, 1972) discussed a DS model, called the “simplex” model for multino-

mial inference.

We introduce an alternative approach that relies on aspects of Poisson experiments.

In sampling theory, a multinomial experiment can be constructed from a collection of
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independent Poisson experiments. This can be achieved if the stopping time of the

experiment is not a pre-specified constant, but determined as a function of the total

observation number N. Three “competing” independent Poisson processes run in par-

allel with one another, and the experiment is called to stop as soon as N observations

are made. Indeed, if we regard the counts corresponding to the three colors as out-

comes of three independently running arrival events, each over some pre-determined

period of time T, one could analyze the three colors separately as independent Poisson

observations with respective intensity rates l = (l1, ...,lK). However, the concept of

intensity is inherently with respect to time. That is, if we would like to model

Xi ⇠ Pois (li · T) ,

then a two-fold increase in intensity li can be fully offset by a two-fold reduction in

time T. In the case of the urn, did the experiment stop after a certain amount of time

has elapsed? Alternatively, did the drawing process stop when the total number of ob-

servation reaches four, regardless of how long the process took? Equivalently stated,

compared to a collection of independent Poisson experiments, a multinomial experi-

ment is different in that the intensity l is unidentifiable in relation to its stopping time

T.

That being said, the intensity vector l need not be fully unidentifiable. In fact, some-

thing can still be said about the relative intensity:

q =
l

klk

where q = (q1, ..., qK) 2 SK, the K-dimensional simplex. In normalizing the intensity
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parameters against their sum, the non-identifiability introduced by the multiplicative

factor of T is cancelled out. The current work sets off to establish a Multinomial DS

model as a collection of independent Poisson whose intensity parameter is partially

identified.

MODEL STATE SPACE AND MARGINAL EVIDENCE.

Variables that constitute the model state space include X, vector of counts in each of

K mutually exclusive categories, and l the intensity rates of each category, which per-

tains to the experiment. The model state space is thus (X,l) 2 W = NK ⇥ (R+)K.

The quantity of inferential interest is q = l/klk, the normalized intensity rates that

represents the unknown fraction of entities belonging to each of the K categories.

We specify the following set of marginal evidence for the model.

• Observed data X = x: e.g. (2, 1, 1) for the urn example;

• Introduce auxiliary variables: for all i = 1, ...,K, Eij
i.i.d.⇠ Exp(1) for j = 1, 2, ... and

Ei0 = 0. Assume

Xi = argmaxk

 

k

Â
j=0

Eij  li

!

. (3.2.1)

Each Xi is thus the largest index of a Poisson arrival event before li amount of time

has elapsed. This setup follows the standard DS stochastic assumption for Poisson

variables, which we introduced as (3.1.9) in Section 3.1.

EVIDENCE PROJECTION AND COMBINATION.

To translate the above marginal evidence into their respective set representation, we

up-project each statement into the joint state space W:
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R1 = {(X,l) 2 W : X = x};

R2i = {(X,l) 2 W : Xi = argmaxk
⇣

Âk
j=0 Eij  li

⌘

}, for i = 1, ...,K.

Denote by shorthandG = (G1, ...,GK) and DE = (DE1, ...,DEK), where Gi = ÂXi
j=0 Eij

and DEi = Ei(Xi+1). G and DE are both data-dependent random variables. Through

inverting (3.2.1), we have that for each category i, li 2 [Gi,Gi + DEi], a random interval

encapsulating the posterior uncertainty in the intensity parameter li. This result can

be understood as a consequence of the count-time duality of Poisson processes. With

this, the joint DS model can be expressed as a set function of G and DE:

R� = R1 \ (\K
i=1R2i)

= {(X,l) 2 W : X = x,l 2 ⌦K
i=1[Gi,Gi + DEi]}.

Notice that when viewed from the l margin, R� makes up a K-dimensional hyper-

rectangle with its i-th dimension indexed by the closed interval [Gi,Gi + DEi].

To down-project the joint model R� onto the margin of interest q, we have that

R
q|� = {q 2 SK : X = x,l 2 ⌦K

i=1[Gi,Gi + DEi],q = l/ klk}
def
== Q(G,DE). (3.2.2)

Q : (R+)2K ! C (SK) is a multi-valued map from the 2K-dimensional source variable

space, into a measurable space of subsets of SK. Specifically, it maps any Cartesian K-

dimensional hyperrectangle, ⌦K
i=1[Gi,Gi + DEi], into its projection onto SK in barycen-

tric representation. The resulting projection is a convex hull spanned by 2K points, a

random subset of SK with its distribution dictated by that of g (G,DE), encapsulating

the DS posterior inference for the vector q.
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Write as shorthand Q
x

= Q (G,DE), to retain Q’s dependence on the data vector X

via G and DE. We offer two characterizations of Q
x

in the next section.

3.2.2 THE RANDOM POLYTOPE Q
x

.

To facilitate intuition about the geometric object, we characterize the random convex

polytope Q
x

in two different ways: by its vertices, and by a system of inequalities

relating its pairwise margins.

CHARACTERIZATION 1: VERTICES OF Q
x

.

Q
x

is the barycentric coordinate representation of a convex hull, formed by projecting

the hyperrectangle

⌦K
i=1[Gi,Gi + DEi]

into SK. Recall from the previous section, Gi’s and DEi’s are Gamma and Exponential

random variables. The hyperrectangle has 2K vertices. We spell out each of their SK

projection in Table 3.1.

The projections in Table 3.1 are arranged in K + 1 tiers. Tier 0 and Tier K consist

of projections of the nearest and farthest vertices, respectively, of the hyperrectangle

from the Euclidean origin. For k = 1, ...,K � 1, Tier k contains

0

B

@

K

k

1

C

A

projections, all

corresponding to hyperrectangle vertices exactly k edge distance away from the hy-

perrectable vertex nearest to origin. By edge distance, we mean the smallest number

of edges one has to “travel” on the hyperrectangle in order to reach a vertex from an-

other one, assuming that one only travels on edges. By construction,Q
x

is the smallest

convex hull encapsulating all 2K vertices above. In particular, the 2K � 2 projections in
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Table 3.1: Projections of vertices of hyperrectangle ⌦K
i=1[Gi,Gi + DEi] in SK, arranged in K + 1

tiers, according to the number of edge separation from the vertex nearest to the Euclidean origin.
Projections in tier 1 through tier K� 1 (in bold) make up vertices of Q

x

.

Tier 0: 1
Â Gi

(G1, ...,GK)

Tier 1: 1
Â Gi+DE1 (G1 + DE1,G2, ...,GK)

...
1

Â Gi+DEK (G1, ...,GK�1,GK + DEK)

Tier 2: 1
Â Gi+DE1+DE2 (G1 + DE1,G2 + DE2,G3, ...,GK)

1
Â Gi+DE1+DE3 (G1 + DE1,G2,G3 + DE3,G4, ...,GK)

...
1

Â Gi+DEK�1+DEK (G1, ...GK�2,GK�1 + DEK�1,GK + DEK)

...
...

Tier K-1: 1
Â Gi+ÂK�1

i=1 DEi
(G1 + DE1, ...,GK�1 + DEK�1,GK)

...
1

Â Gi+ÂK�1
i=1 DEi

(G1,G2 + DE2, ...,GK + DEK)

Tier K: 1
Â Gi+Â DEi

(G1 + DE1, ...,GK + DEK)
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Tier 1 through Tier K � 1 constitute vertices of Q
x

. We will elaborate on this point as

we introduce the second characterization of Q
x

, as a system of inequalities.

The marginal distributions of Q
x

’s vertices follow Dirichlet distributions. Consider

projections in Tier 1 through K � 1 in Table 3.1. Without loss of generality, the first

projection in Tier k has a stochastic representation

1
Â Gi + Âk

i=1 DEi
(G1 + DE1, ...,Gk + DEk,Gk+1, ...,GK) ,

and its marginal distribution follows

Dir (X1 + 1, ...,Xk + 1,Xk+1, ...,XK) ,

straightforward after applying results of normalized independent Exponential vectors.

(The two projections in Tier 0 and Tier K havemarginal distributionsDir (K, (X1, ...,XK))

andDir (K, (X1 + 1, ...,XK + 1)), respectively.) Notice that all one-dimensionalmarginal

distributions of Q
x

’s vertices are identical to those of the random polytope pertaining

to the simplex DS model for multinomial inference as described in Dempster (1972).

CHARACTERIZATION 2: Q
x

AS A SYSTEM OF INEQUALITIES.

An alternative characterization of Q
x

is a system of inequalities that bound the pair-

wise ratio between its margins. That is,

Q
x

=

⇢

q 2 SK :
qi
qj

� Gi
Gj + DEj

, 8 (i, j) 2 {1, ...,K}2 , i 6= j
�

. (3.2.3)

As discussed previously, all of the 2K projections in Table 3.1 are not vertices of Q
x

.

A projection is a vertex of Q
x

if it satisfies at least one of the K(K � 1) inequalities
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X1

X2 X3

X1

X2 X3

X1

X2 X3

Figure 3.2: When K = 3, realizations of Q
x

are polygons in S3. If Xi > 0 for all X, Q
x

is in
the interior of the 3-simplex with a near-hexagonal shape. If for certain dimensions Xi = 0, Q

x

will share boundaries and even vertices with S3, and some of its vertices become inactive vertices.
Top: X = (2, 1, 1); bottom left: X = (3, 1, 0); bottom right: X = (4, 0, 0). Dotted lines represent
inequalities in (3.2.3). Dashed lines are projections of the axes: Xi = 0, i = 1, ...,K.
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above with equality. Out of the 2K projections, 2K � 2 of them are vertices of Q
x

with

probability 1. The two exceptions are the two points in Tier 0 and Tier K, both of which

provably belong to the interior of Q
x

.

Figure 3.2 depicts possible realizations of Q
x

for K = 3,N = 4. From the picture we

see how the two characterizations of Q
x

come together. The dotted lines represent the

boundaries of inequalities in (3.2.3), and their pairwise intersections make up vertices

of Q
x

. The polytope is both the smallest convex hull spanned by its vertices, and that

formed by the system of bounds.

INTERSECTING Q
x

-ES.

The following lemmas describe necessary and sufficient conditions to discern if two

polytopes, Q
x

and Q0
x

, have a non-empty intersection. The conditions turn out to be

in relation to Q
x

’s projections into sub-K dimensional simplexes. These lemmas will

become useful for deriving one- and two-sample posterior inference withQ
x

in Section

3.2.3.

Let Q, Q0 be subsets of S2 constructed from (G,DE) and (G0,DE

0) respectively.

Lemma 3.2.1 (K = 2: segment intersection). When K = 2, Q \Q0 6= ∆ if and only if

G1 + DE1

G2
>

G0
1

G0
2 + DE0

2
and

G0
1 + DE0

1
G0
2

>
G1

G2 + DE2
.

Lemma 3.2.2 (K > 2: polytope intersection). When K > 2, the following two statements

are equivalent:

1. Q \Q0 6= ∆ if and only if for all (i, j) 2 {1, ...,K}2 , i 6= j,

Proj(i,j) (Q) \ Proj(i,j)
�

Q0� 6= ∆ (3.2.4)
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where Proj(i,j) (Q) is the projection ofQ onto S2 spanned by the i-th and the j-th dimen-

sions;

2. Q \Q0 6= ∆ if and only if for all i = 1, ...,K,

Proj�i (Q) \ Proj
�i

�

Q0� 6= ∆ (3.2.5)

where Proj�i (Q) is the projection ofQ onto SK�1 spanned by all but the i-th dimension.

Proof. First consider K = 2. The projected subsetQ = [AQ, BQ], a closed interval on S2

(the unit interval) where:

AQ =

✓

G1

G1 + G2 + DE2
,

G2 + DE2

G1 + G2 + DE2

◆

,

BQ =

✓

G1 + DE1

G1 + DE1 + G2
,

G2

G1 + DE1 + G2

◆

,

and similarly so forQ0 = [AQ0 , BQ0 ]. Q \Q0 6= ∆ if and only if [AQ, BQ] \ [AQ0 , BQ0 ] 6=

∆, giving Lemma 3.2.1 directly.

Now consider K > 2. We first prove the “only if” direction for both parts of Lemma

3.2.2. Denote G�i and DE�i 2 (R+)K the “reduced” vectors of G and DE respectively,

by dropping their i-th dimension. Notice that

Proj�i (Q (G,DE)) = Q (G�i,DE�i) .

SupposeQ\Q0 6= ∆. Pick q

⇤ 2 Q\Q0. For all i = 1, ...,K, we have that the projection

of q⇤ onto SK�1 is

Proj�i (q
⇤) = (q1, ..., qi�1, qi+1, ..., qK) /Â

j 6=i
q⇤j ,
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noticing that the pairwise ratios between elements of Proj�i (q
⇤) is left unchanged by

the projection operation. Due to convexity of Q and Q’, we have that

Proj�i (q
⇤) 2 Q (G�i,DE�i) \Q0 �

G

0
�i,DE

0
�i
�

6= ∆.

This argument can be recursively applied until the dimension K is reduced to 3, com-

pleting the “only if” side for both parts of Lemma 3.2.2.

On the other hand, suppose thatQ\Q0 6= ∆, but for dimensions i⇤ and j⇤, Proj(i⇤,j⇤) (Q)\

Proj(i⇤,j⇤) (Q0) = ∆. We have shown in the proof of Lemma 3.2.1 that Proj(i⇤,j⇤) (Q) takes

the form of a closed interval [AQ, BQ]. Without loss of generality, assume AQ > BQ0 .

That is, for all q 2 Q and q

0 2 Q0, we have

qi⇤/qj⇤ > Gi⇤/
�

Gj⇤ + DEj⇤
�

>
�

G0
i⇤ + DE0

i⇤
�

/G0
j⇤ > q0i⇤/q

0
j⇤ .

Pick some q⇤ 2 Q \Q0. It must satisfy

Gi⇤/
�

Gj⇤ + DEj⇤
�

 q⇤i⇤/q
⇤
j⇤  (Gi⇤ + DEi⇤) /Gj⇤ ,

contradicting the previous inequality. Therefore there does not exist such q

⇤ 2 Q\Q0,

thus we conclude Q \ Q0 = ∆, completing the “if” part of Lemma 3.2.2-1. Further

combining the above with the “only if” part of Lemma 3.2.2-2 obtains the “if” part of

it.

Figure 3.3 presents graphical depictions of the intersection operation betweenQ and

Q0 for the case of K = 3.
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X1

X2 X3

Q 

Q' 

X1

X2 X3

Q 

Q' 

Figure 3.3: Necessary and su�cient conditions for non-empty intersections of Q and Q0, case
of K = 3. Left: Q \ Q0 6= ∆ when Proj�i (Q) \ Proj�i (Q0) = ∆ for all i = 1, 2, 3; Right:
Q \Q0 6= ∆ when Proj�i (Q) \ Proj�i (Q0) = ∆ for at least one of i = 1, 2, 3.
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REMARKS.

DENSITY RATIO CLASS OF PROBABILITIES. Notice that when fixing its source vari-

ables G and DE, the form of Q
x

make up a density ratio class of probabilities; see

DeRoberts & Hartigan (1981); Seidenfeld & Wasserman (1993). In particular, Wasser-

man (1992) discussed invariance properties of the density ratio class with respect to

marginalization, which is in close connection to the projection results discussed in

Lemma 3.2.1 and 3.2.2.

SAMPLING Q
x

To generate i.i.d. samples ofQ
x

, one simply needs to repeatedly sam-

ple

Gi | Xi = xi
ind⇠ Gamma (xi) ,

DEi
iid⇠ Exp (1) ,

and apply function Q in either form of characterization. Figure 3.2 depicts typical

draws of Q
x

in K = 3. When Xi > 0 for all i, Q
x

is in the interior of the simplex, and if

for some subsets of dimensions Xi = 0,Q
x

will share boundaries and vertices with the

simplex.

3.2.3 POSTERIOR INFERENCE FOR q.

Posterior inference for the proportion vector q is comprised of probabilistic calcula-

tion of some form of function of Q
x

. We discuss calculations of one- and two-sample

quantities for q, as well as inference based on test statistics, with an leading example of

the Hellinger distance statistic between posterior polytopes based on two independent

samples.
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ONE- AND TWO-SAMPLE QUANTITIES.

As usual, let x be the vector of observed counts in K different categories. Denote Q
x

the random subset of the SK that encapsulates posterior uncertainty for the propor-

tion vector q pertaining to the DS model introduced in Section 3.2.1. Recall that the

plausibility of an event A is the sum of p(A) and r(A), as defined in (3.1.5) and (3.1.7).

Theorem 3.2.3 (one-sample comparison, fixed proportion). Let q⇤ = (q⇤1, ..., q
⇤
K) 2 SK

be a fixed vector of proportions. For the hypothesis H : q = q

⇤, the DS posterior plausibility is

P (q⇤ 2 Q
x

) = P

0

@

\

(i,j)2{1,...,K}2:i 6=j

 

q⇤i
q⇤j

� Gi
Gj + DEj

!

1

A . (3.2.6)

If x, x0 are two independently observed vectors of counts, q, q0 2 SK their respective

vectors of proportions, we write Q
x

, Q
x

0 the random subsets encapsulating the DS

posterior inference respectively. Q
x

? Q
x

0 in the sense that their source variables are

fully independent.

Theorem 3.2.4 (two-sample comparison). For the hypothesis H : q = q

0, the DS posterior

plausibility is

P
�

Q
x

\Q0
x

0 6= ∆
�

= P

0

@

\

(i,j)2{1,...,K}2:i 6=j

 

Gi + DEi
Gj

� G0
i

G0
j + DE0

j

!

1

A (3.2.7)

Theorem 3.2.3 is a direct application of Lemma 3.2.1 by settingG

0 = q

⇤ and DE

0 = 0.

Similarly, Theorem 3.2.4 is a direct application of Lemma 3.2.2. The posterior plausi-

bilities in (3.2.6) and (3.2.7) can be estimated via Monte Carlo sampling of G and DE;

Section 3.2.4 presents some numerical evaluations.

Notice that while Theorems 3.2.3 and 3.2.4 are summary quantities of the DS pos-
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terior, they alone are likely incapable of providing actionable recommendations about

the proportion vector q and/or q0. In the Bayesian counterpart, any posterior probabil-

ity of a point null hypothesis regarding a continuous parameters of interest is always

exactly zero. DS posterior plausibilities are not exactly zero, but they decrease as the

sample size N increases; the exact order of the decrease depends on the parameter

dimension. For univariate margins of Q
x

, r = O(N�1).

Test statistics, on the other hand, can be constructed to have distributions or approx-

imate distributions that are free of N. The next section introduces the method for test

statistic-based inference from DS posteriors.

INFERENCE BASED ON TEST STATISTICS.

Let t : S2K ! Rd be a function of multinomial proportion vectors. We aim to use t as a

one- or two-sample test statistic, such as a distance measure between q, the proportion

vector from one multinomial experiment and some given q

0, or another q

0 from an

independent experiment. Since t is a function of either q or (q,q0), the DS posterior

of t amounts to projecting the DS posterior of q or (q,q0) onto the space of t. Define a

one-sample DS posterior test statistic as

Rt|� =
n

t (q,q0) 2 Rd : q 2 Q
x

o

, (3.2.8)

bearing inmind thatQ
x

⌘ R
q|� is the DS posterior for q as defined in (3.2.2). Similarly,

a two-sample DS posterior test statistic is defined as

Rt|�,�0 =
n

t

�

q,q0� 2 Rd : q 2 Q
x

,q0 2 Q0
x

0

o

, (3.2.9)
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whereQ0
x

0 ⌘ R
q

0|�0 , the posterior random set for q0 drawn from a multinomial experi-

ment and corresponding DS model separate from R�. Again, the distribution of Rt|�

and Rt|�,�0 are dictated by the source variables of Q
x

and of
�

Q
x

,Q0
x

0
�

, respectively.

(For measure-theoretic purposes, always replace a non-compact set with its closure.)

HELLINGER DISTANCE. If the test statistic is chosen to be the Hellinger distance be-

tween two discrete probability distributions, defined as

h
�

q,q0� =
1p
2
·

K

Â
i=1

⇣

q1/2i � q1/2i

⌘2
, (3.2.10)

the two-sample DS posterior Hellinger distance, denote as Rh|�,�0 , takes the form of a

closed interval:

"

hmin
def
== min

q2Q
x

,q02Q0
x

0
h
�

q,q0� , hmax
def
== max

q2Q
x

,q02Q0
x

0
h
�

q,q0�
#

. (3.2.11)

When Q
x

\ Q0
x

0 6= ∆, hmin = 0. In general, hmin and hmax can be obtained via a con-

strained optimization

minimize/maximize h
�

q,q0� ,

subject to f

�

q,q0�  0,

g

�

q,q0� = 0,
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where the inequality and equality constraint functions

f

�

q,q0� =

8

>

>

<

>

>

:

fij (q) = qi
qj
� Gi

Gj+DEj
,

fij (q0) =
q0i
q0j
� G0

i
G0
j+DE0

j
,

8i 6= j

g

�

q,q0� =

8

>

>

<

>

>

:

g (q) = ÂK
i=1 qi � 1,

g (q0) = ÂK
i=1 q0i � 1,

are of 2K (K� 1) and 2 dimensions respectively. DS posterior (p, q, r) on assertions can

be deduced from here. For example, if we’re interested in the hypothesis H : h > h0

for some h0 � 0,

p (h > h0) = Pr
�

Rh|�,�0 2 [h0,+•)
�

= Pr (hmin > h0) ,

q (h > h0) = Pr
�

Rh|�,�0 2 [0, h0]
�

= Pr (hmax < h0) ,

and r = 1� p� q. The value of p carries a similar sense to a Bayesian posterior p-value,

and is expected to behave more conservatively than one. From Table 3.4 we learn

that when K = 3 and both observed x and x

0 have empirical frequencies of roughly

(1/3, 1/3, 1/3), when the sample sizes are as much as N = N0 = 30, still about 5%

of the time hmin = 0. That is to say, any hypothesis H asserting an e-small positive

Hellinger distance between the two posterior proportion vectors cannot be rejected at

a 5% level.

ASYMPTOTIC NULL DISTRIBUTION OF SQUARED HELLINGER DISTANCE. In order to

compare inference from the DS posterior to its standard frequentist and Bayesian in-

ference counterparts, we discuss the asymptotic behavior of the two-sample Hellinger
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statistic under a suitable sampling model. The statistic has a characterizable asymp-

totic distribution which, as large-sample approximate distributions, is free of sample

sizes.

Suppose the sampling model X = (X1,X2, ...,XK) ⇠ Mult(n,q), X0 ⇠ Mult(n0,q0),

and X ? X

0. Q and Q

0 are independent random vectors where Q | X ⇠ Dir (X) and

Q

0 | X

0 ⇠ Dir (X0). Notice that the implied marginal distribution of Q is both the

Bayesian posterior for q with a uniform prior, and also the sampling distribution of

the Tier 0 projection point in Table 3.1, which is an interior point of Q
x

. The same goes

for Q0.

Write a = 1
nX and a0 = 1

nX
0, the respective sample means as well as the MLE for q

and q

0, respectively. We discuss the two-sample Hellinger distance between a and a0,

as well as between Q and Q

0.

Theorem 3.2.5. Under the null hypothesis H0 : q = q

0 = q0, and suppose that as n ! •,

n0 ! •, and lim n (n+ n0)�1 = f (1+ f)�1 2 (0, 1) for some fixed f, we have

8nn0

(n+ n0)
· h2

�

a, a0� D�! c

2
K�1, (3.2.12)

and
4nn0

(n+ n0)
· h2

�

Q,Q0� D�! c

2
K�1. (3.2.13)

Proof. For a sample multinomial proportion vector a of size n, we have that

p
n (a � q0)

D�! N (0,S) (3.2.14)
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where the covariance matrix S = diag (q0)� q0q
T
0 . Using Delta’s method,

2
p
N
�p

a �p
q0
� D�! N

⇣

0, I�p
q0

p
q0

T
⌘

.

Same can be said about an independent proportion vector a0 of size n0. Using the fact

that lim n (n+ n0)�1 = f (1+ f)�1 2 (0, 1), we have

q

f (1+ f)�1 · 2
p
n0
⇣p

a �
p

a0
⌘

D�! N
⇣

0, I�p
q0

p
q0

T
⌘

,

hence the squared Hellinger distance

4nn0

(n+ n0)
· 2h2

�

a, a0� D�! c

2
K�1,

completing (3.2.12).

Now let a⇤ be a copy of a, and Z⇤ be a copy of the right hand side of (3.2.14), both

defined on the same probability space, such that by Skorohod’s representation,

p
n (a⇤ � q0)

a.s.�! Z⇤.

By Slutsky’s theorem, we could write

p
n (Q� q0)

D�! N
⇣

Z

⇤, I�p
q0

p
q0

T
⌘

(3.2.15)

Geyer &Meeden (2013) provided justification to interpret (3.2.15) both as a conditional

statement, with the left hand side treating a⇤ and the right hand side treating Z⇤ as

fixed, as well as as an unconditional statement where both quantities are regarded as

random variables. Proceeding with the unconditional interpretation, again by Delta
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method we have
2nn0

(n+ n0)
· 2h2

�

Q,Q0� D�! c

2
K�1,

completing (3.2.13).

Theorem 3.2.5 probabilistically characterizes the Hellinger distance between two

data-dependent Dirichlet random variables. Since Q and Q

0 are interior points to Q
x

andQ0
x

0 , the result can serve as a frame of reference for the Hellinger distance between

the two random polytopes. We present simulations in Section 3.2.4 to supplement the

analysis.

3.2.4 NUMERICAL STUDIES AND APPLICATION.

ONE- AND TWO-SAMPLE QUANTITY CALCULATIONS.

Posterior (p, q, r) concerning assertions of interest can be estimated using Monte Carlo

methods. One could construct i.i.d. samples of Q
x

by repeated drawing G and DE,

and proceed with Q
x

samples to compute the posterior plausibilities, for example as

defined in (3.2.6) and (3.2.7).

In a one-sample calculation, we’re interested in quantifying the posterior probability

of the proportion vector q being equal to a given value, say q

⇤. Since Q
x

has positive

volumewith probability one, the p of the assertion H : q = q

⇤ for any q

⇤ is always zero:

that is, Pr (Q
x

2 q

⇤) = 0. Table 3.2 displays the estimated plausibility, Pr (q⇤ 2 Q
x

) =

r(H), of the proportion vector equal to q

⇤ = (1/K, ..., 1/K), where the observed data

vector x = (N/K, ...,N/K) is uniform across its dimensions. A combination of various

values of sample size N and dimension K have been tried to create an array of observed

x-es. Notice that when x = (0, ..., 0), r is always 100%.
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Table 3.2: One-sample comparison to q

⇤ = (1/K, ..., 1/K)

x K = 3 K = 4 K = 5 K = 7 K = 10
(0, ..., 0) 1.000 1.000 1.000 1.000 1.000
(1, ..., 1) 0.221 0.091 0.038 0.007 0.000
(2, ..., 2) 0.124 0.037 0.012 0.001 0.000
(5, ..., 5) 0.051 0.010 0.002 0.000 0.000
(10, ..., 10) 0.026 0.004 0.000 0.000 0.000

Table 3.3 employs slightly modified x vectors from that of Table 3.2, with everything

equal except that one observation having shifted category from the last to the second

last: e.g., (1, ...1, 2, 0) or (2, ...2, 3, 1), and so on.

Table 3.3: One-sample comparison to q

⇤ = (1/K, ..., 1/K)

x K = 3 K = 4 K = 5 K = 7 K = 10
(1, ..., 1, 2, 0) 0.112 0.050 0.019 0.003 0.000
(2, ...2, 3, 1) 0.084 0.025 0.008 0.001 0.000
(5, ...5, 6, 4) 0.044 0.008 0.002 0.000 0.000
(10, ..10, 11, 9) 0.025 0.003 0.000 0.000 0.000

In a two-sample comparison of DS posterior to a given proportion, we evaluate the

(p, q, r) associated with assertions comparing the posterior random subsetsQ
x

andQ0
x

0 ,

independently derived from separately observed datasets. Both x and x

0 are presum-

ably derived from the same proportion vector. Table 3.4 displays, for a variety of di-

mensions K, the p + r for equal proportions when x = x

0, as well as with x and x

0

slightly unequal, with x

0 being x with either one or two observations having a shifted

category. That is, x0 = x+ (..., 1,�1), or x0 = x+ (..., 2,�1,�1), and so on.

SIMULATION STUDY.

We use the following numeric setting for the simulation study:
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Table 3.4: Two-sample comparison

x x

0 K = 3 K = 4 K = 5 K = 7 K = 10
(0, ..., 0) x 1.000 1.000 1.000 1.000 1.000
(1, ..., 1) x 0.393 0.230 0.125 0.038 0.006

x+ (..., 1,�1) 0.304 0.173 0.094 0.027 0.004
x+ (..., 2,�1,�1) 0.200 0.116 0.064 0.019 0.003

(2, ..., 2) x 0.236 0.102 0.045 0.006 0.000
x+ (..., 1,�1) 0.196 0.081 0.035 0.006 0.000
x+ (..., 2,�1,�1) 0.145 0.066 0.025 0.005 0.000

(5, ..., 5) x 0.106 0.028 0.008 0.001 0.000
x+ (..., 1,�1) 0.096 0.030 0.007 0.001 0.000
x+ (..., 2,�1,�1) 0.085 0.023 0.007 0.000 0.000

(10, ..., 10) x 0.055 0.011 0.002 0.000 0.000
x+ (..., 1,�1) 0.051 0.010 0.002 0.000 0.000
x+ (..., 2,�1,�1) 0.044 0.008 0.002 0.000 0.000

• K = 5 ;

• N = 100,N0 = 108;

• q = (0.12, 0.20, 0.24, 0.32, 0.12);

• Under the null, q0 = q;

• Under the alternative, q0 µ (0.06, 0.06, 0.12, 0.256, 0.048).

We compare the sampling distributions of the lower and upper Hellinger statistic to

the asymptotic distribution of the interior point Q under the null, as given in Theo-

rem 3.2.5. The comparison is performed both under the null and alternative hypothe-

ses. See Figure 3.4.
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Figure 3.4: Estimated DS posterior lower and upper (squared) Hellinger statistic, compared to
the asymptotic distribution of the interior point Q under the null, as given in Theorem3.2.5. Top
panel: simulation under the null; bottom panel: simulation under the alternative.
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APPLICATION: SIEVE ANALYSIS OF VACCINE EFFICACY.

We apply the Poisson-projection model to the context of sieve analysis, that is, the

evaluation for whether a vaccine exhibits the same strength of protection against a

number of mutually exclusive categories of infections, e.g. from competing strains of

viruses. A “sieve effect” means that the efficacy of the vaccine is not constant across

categories. The following dataset was obtained from the study:

DiseaseCountB <- c(3, 15, 6, 42);

DiseaseCountV <- c(1, 3, 12, 27);

Each vector is the number of infected cases in four categories. Patients in DiseaseCountV

were vaccinated and those in DiseaseCountB were not. Expressed in mathematical

terms, the null hypothesis of “no sieve effect” is H0 : q = q

0.

Figure 3.5 presents the density of the maximum and minimum Hellinger statistic

between two independent DS posterior polytopes. Each density is estimated from 1000

posterior draws based on the given dataset. Dashed line represent the 95% quantile of

the c

2
3 asymptotic reference distribution.

Notice that the computed maxima and minima between any two independent poly-

topes are only approximate. Neither are obtained from a precise optimization, but

rather by combinatorially trying out all pairs of vertices. The minimum Hellinger dis-

tance is set to zero, if the two polytopes are overlapping. Both minimization and max-

imization problems are not convex problems, in particular, the minimization has an

indeterminate Hessian matrix. As a consequence, the obtained maximum is an under-

estimate of the true maximum, and the obtained minimum is an overestimate of the

true minimum when it is nonzero.
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4

Estimation of acute HIV-1 infection

time from viral sequence data

WE PROVIDE NEW STATISTICAL METHODS for estimating the days since an HIV-1 infec-

tion from the degree of evolution apparent in the genetic diversity of HIV nucleotide

sequences obtained from one blood sample. The input is a multiple sequence align-

151



ment of individual viral genomic sequences sampled from one individual during acute

infection. The output is a Dempster-Shafer (DS) model summarizing the evidence

about the days elapsed since infection. A DS model is a generalization of a Bayesian

model that operates without need for a prior specification. When used in conjunction

with a Bayesian prior, it yields a Bayesian point estimate and credible interval for the

unknown infection date. The new methods are demonstrations of Binomial and Pois-

son simple regression employing Dempster-Shafer analysis. They are new alternatives

to the “Poisson Fitter” method, which estimates the time of HIV-1 infection by fitting

a Poisson distribution to the histogram of Hamming distances between pairs of input

sequences. The new methods differ in that they directly model the distances between

the observed sequences and their (estimated) ancestral sequence, instead of modeling

pairwise distances. The new methods additionally support mutation rate variation

across the positions of the input sequence alignment, which we argue is useful for rep-

resenting the variation in selective constraints across the HIV-1 genome. Given a vector

of position-specific mutation rate scalar parameters in addition to the input alignment,

the newmethods conduct inferences on individual positions, and then employ the join

tree procedure of Dempster-Shafer analysis to combine these inferences efficiently. We

demonstrate the statistical properties of the new methods through simulation studies,

andwe conclude with an application of the newmethods to a well-studied acute HIV-1

infection dataset from the CAPRISA 002 study.

4.1 INTRODUCTION

The global HIV/AIDS epidemic continues to be a major public health problem, hav-

ing caused more than 34 million HIV-related deaths to date and with almost 37 mil-
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lion people living with HIV infections as reported by the World Health Organization

(2016). While great strides have been made with respect to HIV treatment and pre-

vention modalities, e.g. World Health Organization (2014); Mayer & Ramjee (2015),

microepidemics are still occurring worldwide, as detailed by UNAIDS (2014). The de-

velopment and licensure of an efficacious vaccine preventing HIV-1 acquisition would

be an important complement to other interventions and is believed to offer the best

hope for achieving an AIDS-free world.

Statistical estimators of the time since HIV infection are important for several areas

of HIV research, including predicting the rate of disease progression (Love et al., 2016),

characterizing viral evasion of cytotoxic CD8+ T cells (Love et al., 2010), and under-

standing HIV-1 molecular evolution patterns (Park et al., 2016). It is also important for

vaccine development, since time to infection is typically the primary efficacy analysis

endpoint of vaccine trials. Furthermore, HIV vaccine design can be greatly advanced

by an analysis referred to as “sieve analysis”, in which the genome sequences of viruses

that infect placebo recipients are compared with those of that infect vaccine recipients

to reveal weaknesses in the vaccine’s effect against resistant strains, as described by

Edlefsen et al. (2013). Sieve analysis requires knowledge of the genomic sequences of

the founding viruses at the time of HIV infection, which in turn requires employing

statistical estimators to determine the time elapsed between infection and the date of

sample collection for sequencing.

Estimators of the time elapsed since HIV-1 infection will be especially important for

analyzing the ongoingAntibodyMediated Prevention (AMP) studies (HVTN 703/HPTN

081 and HVTN 704/HPTN 085), which are directly testing whether broadly neutraliz-

ing antibodies (bnAbs) can prevent HIV infection in humans and, if so, what concen-

tration is required for protection. These studies are designed to provide data towards
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modeling HIV-1 infection risk as a function of antibody concentration, but this goal

requires estimation of the infection time because the plan is to use pharmacodynamic

models of the antibody concentration as it decays from the time of infusion to the time

of infection.

In this chapter we present two methods to estimate the age of an acute HIV-1 in-

fection, in days from the date of initial exposure to the infecting virus to the date of

sample collection for sequencing. The data for estimating this age are given as aligned

nucleotide sequences of individual HIV-1 viral genomes sequenced from a single sam-

ple during the acute phase of the infection. During this phase, mutations in the virus

relative to the infecting strain remain sparse and are approximated well by a Poisson

process (Keele et al., 2008; Giorgi et al., 2010; Love et al., 2016). This model is called

the “star-like phylogeny” model because it describes a family tree of sequences that

are independent and identically distributed (because they all descend directly from

a single common ancestor in the same amount of time). Here we develop inference

methods specifically for the case when each nucleotide position of the given sequence

alignment has a different (known) mutation rate, a case for which existing methods are

unavailable.

4.1.1 EXISTING METHODS, AND WHY THESE NEW METHODS ARE VALUABLE.

For estimating time since acute HIV-1 infection using sequence data, the state of the

art is the Poisson Fitter tool developed by Giorgi et al. (2010), which analyzes sets of

sequence data obtained early in infection from a single infected individual. Love et al.

(2016) extended this approach and used a shifted Poisson mixture model (SPMM) to

account for multiple founding viral subpopulations with possibly-different infection

times. Both of these approaches fit Poisson distributions representing a constant rate
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of mutation over time to the number of mutations, and use this to calculate time since

infection.

There is a level of uncertainty in the mutation rate of HIV-1 in vivo, due to the inher-

ent challenges in accurately measuring this rate. Poisson Fitter does not address this

uncertainty, and we also consider direct modeling of this uncertainty to be outside the

scope of the present work. There is however clear variation across sequence positions

in the acceptance rate of mutations, as evidenced by widely varying entropy values

across amino acids, including a large fraction that are almost never varying. Zanini

et al. (2015) found that at about half of the amino acid positions in the genome, there

is very little observed change over years of infection, while at other positions there is

high variation, and they found that these positions are consistent across people and

well-predicted by between-host variation at the position.

The problem of how best to estimate per-position mutation rates is not addressed

here. Here we introduce two new approaches, which we collectively call StarPhy: the

Dempster-Shafer Poisson fitter and the Dempster-Shafer Binomial fitter. These meth-

ods address the need to account for position-specific mutation rates. Since most often

there are few genome sequences (10-40 in a typical HIV-1 acute infection study employ-

ing whole-genome sequencing), at a single alignment position i (with some number ki

of ni sequences mutated at the position) the Poisson approximation may not hold well

(but if the mutation rate is constant across positions, the Poisson approximation holds

well because there are about nine thousand nucleotide positions in the HIV genome).

In other scenarios (especially when employing deep sequencing technologies) there

are hundreds to thousands of rows (but typically fewer columns). We provide DS so-

lutions using both Binomial and Poisson models to relate the number of mutations to

the time since infection.
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4.1.2 OUTLINE OF THE CHAPTER.

As introduced in Dempster (2008), Dempster-Shafer analysis is a statistical inference

framework that incorporates the probability that the truthfulness of a formal asser-

tion as being indeterminable by the statistical model (“don’t know”), in addition to

the more familiar probabilities “for” and “against” the assertion. Specifically, each

formal assertion is associated with the three probabilities, p, q, r, which represent the

probabilities “for”, “against”, and “don’t know”, respectively. As a generalized form

of Bayesian inference, Dempster-Shafer analysis does not require a prior specification,

thus is capable of delivering posterior probabilistic quantifications under true prior ig-

norance, which in turn will be reflected in part as the “don’t know” probability in the

posterior of formal assertions. This feature alone makes Dempster-Shafer analysis a

desirable inferential framework as it guards against potential prior misspecifications.

That being said, when a prior is available and deemed appropriate scientifically, the

DS analysis can easily incorporate it and derive the regular form of Bayesian inference.

This approach of combining a precise Bayesian prior and a DS model derived without

prior assumption yields a usual Bayesian posterior, which again can be understood as a

Dempster-Shafer model restricted to mass distributions over singleton sets. Dempster-

Shafer analysis is likely to be an unfamiliar topic to most readers. Thus, in addition to

describing the new methods and their properties for estimating HIV-1 infection time,

a primary goal of this chapter is to demonstrate its logic as well as showcasing the an-

alytic and Monte Carlo-based computation techniques for Dempster-Shafer analysis.

The remainder of the chapter is organized as follows. In Section 4.2 we introduce

the notation and data structure. The DS model, its associated inference method at a

high level, as well as the analysis steps are introduced in Section 4.3. In Section 4.4 we
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show the analytical and numerical solutions, and in Section 4.5 apply the method to a

well-studied data set of aligned sequences from an acute infection from the CAPRISA

002 study (Gray et al., 2007; Abrahams et al., 2009).

4.2 DATA AND NOTATION

We assume that the process of introducingmutations is memoryless and homogeneous

in time, that is, the time elapsed between two consecutive mutation events has an Ex-

ponential distribution. Under this model, all aligned nucleotide residues in the mul-

tiple alignment are independently determined to either be the same as the founder

residue or a different, non-consensus residue. In acute infection, these are rare events,

so non-consensus residues are sparse. The founder residue will be estimated by the

consensus residue, whereas the non-consensus residue signifies a “mutation” event.

At nucleotide position i, after an elapsed time since infection t, the probability of a

mutation of any individual nucleotide is pi(t) = exp (�lit), where li is the position-

specific instantaneous probability of a mutation.

Given a single sequence alignment matrix, we first compute the consensus residues

as the most commonly-observed nucleotide at each position in that alignment. Each

cell of the input alignment matrix is then dichotomized to be 0 if the residue is the same

as the consensus residue, or 1 if different from it. We sum these values over rows to

represent the data as a pair of vectors, (k,m), each of length N, where ki is the sum of

the indicators and mi is the total number of non-missing values at position i. The goal

of this analysis is to conduct inferences regarding the time since infection, T, based on

the observed sequence alignment matrix.
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Figure 4.1: Join tree representations of the Binomial and Poisson DS fitters.

4.3 DS STATE SPACE MODELS FOR ESTIMATING HIV-1 INFECTION TIME

For each of the N positions i, we are given the values 0  ki  mi, where each ki

is counting the number of independent mutation events on mi lineages. Under the

“star-like phylogeny” model it is assumed that in acute HIV infection, the mutations ki

follow a Poisson process. Since each individual mutation is a rare event, if a position

of the genome is evolving at the rate li, the infinitesimal probability of a newmutation

occurring over a short time period Dt at that alignment is approximately liDt.

The per-positionmutation rates li can be expressed as a product of two components,

li = fil, with l a baseline mutation rate common to all positions, and known values

of position-dependent multiplicative rate scalars fi. In practice, l is often set to a fixed

value based on the work of Mansky & Temin (1995); Gao et al. (2004). We assume

that under this parameterization, the fi values have mean 1 so that in expectation the

mutation rate is l.

Because mutations are relatively rare and sparse events, there exists two feasible

stochastic representations of the estimand T, one based on a Binomial and the other

based on a Poisson formulation. We discuss the setup of the state space models for
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the two representations, called the DS Binomial fitter, and the DS Poisson fitter respec-

tively.

4.3.1 DS BINOMIAL FITTER

Conditioning on the total number of lineages mi, the number of mutation events can

be understood as Binomially distributed with probability pi approximately equal to

the cumulative probability of developing a new mutation over T, the period of time

since infection. Thus, we propose a DS model that implies the total number of mutated

sequences at each alignment position i follows a Binomial distribution:

ki ⇠ Bin (mi, pi)

pi = 1� exp(�liT)

On average, pi is a small probability because l is on the order of 10�5, and T, the time

since infection, is approximately in the range of 100 to 102 days. However, greatly vary-

ing values of fi may give rise to larger probabilities of a mutation at some positions.

See Figure 4.1 (left) for the join tree structural representation of quantities involved in

the DS Binomial fitter model.

To state the above in terms of a series of DS model assumptions, we adopt the fol-

lowing stochastic representation of a Binomial variable using a sequence of Uniform

auxiliary random variables:

ki =
mi

Â
k=1

1

⇣

U(k)  pi
⌘

where U(k) is the k-th Uniform order statistic out of mi. Upon observing each ki, i =
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1...N, following the join tree structure as seen in Figure 4.1 (left), we can propagate all

observed, algebraic as well as distributional modeling assumptions onto the margin of

interest T. The propagation steps for the Binomial fitter are as follows:

1. For each i, the state space model implies a stochastic set-valued description of pi:

pi 2
h

U(ki),U(ki+1)

i

where U(ki) and U(ki+1) is a pair of adjacent Uniform order statistics out of mi

total, takingU(0) = 0,U(mi+1) = 1. For measure-theoretic reasons (see e.g. Math-

eron (1975)), we work with the closure of any set resulting from such inversions.

2. Translating to the T margin, we will obtain another stochastic set characteriza-

tion T 2 RBin
i , where

RBin
i =

h

LBini ,HBin
i

i

0

B

@

LBini

HBin
i

1

C

A

⇠ � 1
li

0

B

@

log
⇣

1�U(ki)

⌘

log
⇣

1�U(ki+1)

⌘

1

C

A

3. Across ki, i = 1, ...,N, all independent of each other conditional on T, these N

marginal models of T can be combined using Dempster’s Rule. More specifi-

cally, the stochastic set-valued description of T resulting from a combination of

N independent marginal models take the form of the intersection of the N ran-

dom sets conditional on it being nonempty.

We will discuss the combination rule in more detail in Section 4.4.
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4.3.2 DS POISSON FITTER

Mutation events ki can also be modeled as Poisson variables with rate liT. This can be

understood both as a direct implication from the star-like phylogeny model, as well as

a limiting case of the binomial representation above. The Poisson approximation for ki

is adequate for pi small, and large enough values of mi.

Similarly, if each individual sequence at position i has an instantaneous mutation

rate of li, we can employ the Poisson DSM to represent the mutation process. We are

given the per-position mutation rate, li = fil. The count of mutations at position i

can be modeled as

ki ⇠ Pois (si)

si = niliT

See Figure 4.1 (right) for the join tree structural representation of the DS Poisson fitter

model.

Using a count-time duality representation of Poisson processes, we adopt the fol-

lowing stochastic representation of a Poisson variable using an infinite sequence of

Exponential arrival times:

ki =
•

Â
k=0

1

n

S(k) < si
o

where S(ki) is the sum of the first ki independent Exponential arrival time, meriting a

Gamma (ki, 1) distribution. (Assume S(ki) = 0 if ki = 0.) Similarly, the propagation

steps for the Poisson fitter are follows:
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1. For each i, the set-valued probabilistic description for si is

si 2
h

S(ki), S(ki+1)

i

where the pair S(ki) and S(Ki+1) are adjacent gamma-distributed order statistics

representing the Kth
i and (Ki + 1)th Exponential(1) arrival times.

2. Translating to the T space, the random enclosing interval RPois
i to which T be-

longs is:

RPois
i =

h

LPoisi ,HPois
i

i

0

B

@

LPoisi

HPois
i

1

C

A

⇠ 1
lini

0

B

@

S(ki)

S(ki+1)

1

C

A

3. The N marginal models of T, again one for each of ki, can be combined using

Dempster’s rule.

In the next section, we will discuss means of obtaining inference from the above

combination via both analytical and Monte-Carlo procedures.

4.4 INFERENCE AND COMPUTATION

In both the DS Binomial and Poisson fitters, as a result of their respective join tree

propagation the posterior inference on the infection time T is encapsulated by the dis-

tribution of a random closed interval created through taking the intersection of N in-

dependent random closed intervals corresponding to each of the observed values of ki.

Dempster’s rule can be applied to achieve one aggregate description. We denote the
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combined random set to be the intersection of them (independently sampled)marginal

random sets, conditional on it being non-empty:

Denote the non-empty random set resulting from the intersection as R�:

R� ⇠ \m
i=1Ri| \m

i=1 Ri 6= ∆ (4.4.1)

The probability mass function of R� is

Pr (R� = R) = c�1 · Pr (\m
i=1Ri = R)

= c�1 · Â
\Ri=R

m

’
i=1

Pr (Ri = Ri)

where the proportionality constant c�1 = Pr
�

\m
i=1Ri 6= ∆

�

= Â\Ri 6=∆ ’m
i=1 Pr (Ri = Ri),

that the probability the N independent random sets have a non-empty intersection at

all.

4.4.1 ANALYTICAL SOLUTION: NUMERIC INTEGRATION OF PLAUSIBILITY FUNC-

TION VIA COMMONALITY FUNCTION

Both models are supported on the space of univariate random intervals, with end

points having well-specified joint bivariate distributions. We can describe these bi-

variate distributions with a joint, “cumulative” distribution

Hi (a, b) ⌘ Pr ([a, b] ✓ Ri) = Pr (Li  a,Hi � b) (4.4.2)

for 0  a  b  +•. Here, Hi (a, b) is called the commonality function of the random

closed interval Ri.
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The reason to invoke the commonality functions of the individual random sets is

that they can be used to easily obtain the commonality function of their intersection

random interval. Specifically, the commonality function of R� can be expressed as a

product:

H� (a, b) = Pr ([a, b] ✓ R�) =
m

’
i=1

Pr ([a, b] ✓ Ri) =
m

’
i=1

Hi (a, b) (4.4.3)

DS BINOMIAL FITTER.

Under the DS Binomial fitter, for each i = 1, ...,N, the commonality function of the

random closed interval is

HBin
i (a, b) = Pr

✓

� 1
li

log
⇣

1�U(ki)

⌘

 a,� 1
li

log
⇣

1�U(ki+1)

⌘

� b
◆

= Pr
⇣

U(ki)  1� e�li a,U(ki+1) � 1� e�lib
⌘

=

0

B

@

ni

ki

1

C

A

⇣

1� e�li a
⌘ki

e�lib(ni�ki)

Notice when a = b, HBin
i (a, b) = PrBin(N,li a)(ki). HBin

i (a, b) < HBin
i (a, a) whenever

b > a. The commonality function of the combined random closed set is then

HBin
� (a, b) =

m

’
i=1

HBin
i (a, b) µ

m

’
i=1

⇣

1� e�li a
⌘Ki

e�lib(ni�Ki)
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DS POISSON FITTER.

Under the DS Poisson fitter, for each i = 1, ...,N, the commonality function of the

random closed interval is

HPois
i (a, b) = Pr

✓

1
lini

S(ki)  a,
1

lini
S(ki+1) � b

◆

=
Z

linia

0
Pr
⇣

S0 � linib� s|S(ki) = s
⌘

fS(ki) (s) ds

=
e�linib

ki!
(linia)

ki

Notice again when a = b, HPois
i (a, b) = PrPois(linia)(ki) which returns the count-

time duality characterization of homogeneous Poisson processes. Also, HPois
i (a, b) <

HPois
i (a, a) whenever b > a. The commonality function of the intersection set is then

HPois
� (a, b) =

m

’
i=1

HPois
i (a, b) µ aÂ ki e�Â(lini)b

4.4.2 MONTE-CARLO SOLUTION: SEQUENTIAL IMPORTANCE SAMPLING WITH

CONDITIONAL PARTICLE FILTER

We describe a particle filter-type Monte Carlo algorithm to sampleR�, the non-empty

intersection of independent random closed intervals Ri, i = 1, ...,N, whose end points

have well-defined bivariate distributions. Because intersection is an associative oper-

ation, we can think of R� as the end product of an N-step sequential “intersecting”

operation, each time with an independently sampled Ri, sequentially for i = 1, ...,N.

At each step because there is a non-zero probability that the intersection results in an

empty set which needs to be discarded, we use a sampling-importance-resampling
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setup so as to not waste samples.

At a high level of abstraction, the algorithm works like follows. Note that the setup

is suitable for all closed interval-valued set distributions.

initiate

⇣

L(j)0 ,H(j)
0

⌘

= (0,+•) for j = 1, ..., nparticles;

for i in 1:m,

for j in 1:nparticles,

sample

⇣

l(j)i , h(j)i

⌘

truncated to Area

(j)
i�1 ⌘

⇣

0,H(j)
i�1

i

⇥
h

L(j)i�1,+•
⌘

;

set

⇣

L̃(j)i , H̃(j)
i

⌘

 
⇣

max
⇣

l(j)i , L(j)i�1

⌘

,min
⇣

h(j)i ,H(j)
i�1

⌘⌘

;

set w(j)
i µ Pr

⇣⇣

l(j)i , h(j)i

⌘

2 Area

(j)
i�1

⌘

;

resample

⇣

L(j)i ,H(j)
i

⌘

from

⇣

L̃(j)i , H̃(j)
i

⌘

with weights w(j)
i .

The resulting
⇣

L(j)m ,H(j)
m

⌘

are the end points of nparticles number of posterior ran-

dom intervals encoding T. Below we spell out the details of the algorithm within the

context of Binomial and Poisson fitters.

DS BINOMIAL FITTER.

In the DS Binomial fitter,
⇣

l(j)i , h(j)i

⌘

are adjacent Uniform order statistics. They can be

sampled in the following way. At every ith iteration, denote ṽ(j)i = 1� exp
⇣

�liH
(j)
i�1

⌘

and ũ(j)i = 1� exp
⇣

�liL
(j)
i�1

⌘

. Let bracketed subscript notation indicate conditioning

on an interval, such that Beta[a,b](a, b) denotes a Beta(a, b) distribution, given that it
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falls in interval [a, b]. For all j = 1, ..., nparticles,

u(j)i ⇠ Betah
0,ṽ(j)i

i (ki,mi � ki + 1)

v(j)i |u(j)i = u ⇠ u+ Betah
max

⇣

u,ũ(j)i

⌘

,ṽ(j)i

i (1,mi � ki)
⇣

l(j)i , h(j)i

⌘

|v(j)i = v, u(j)i = u = � 1
li

(log (1� u) , log (1� v))

such that the samples
⇣

l(j)i , h(j)i

⌘

are truncated on their respective regions
⇣

0,H(j)
i�1

i

⇥
h

L(j)i�1,+•
⌘

. The unormalized weights are

w(j)
i µ FBeta(ki+1,ni�ki)

⇣

ṽ(j)i

⌘

� FBeta(ki ,mi�ki+1)

⇣

ũ(j)i

⌘

where FBeta(a,b) (x) is the Beta (a, b) CDF evaluated at x.

DS POISSON FITTER.

In the DS Poisson fitter,
⇣

l(j)i , h(j)i

⌘

are adjacent Gamma random variables and can be

sampled in the following way. At every ith iteration, for all j = 1, ..., nparticles, the

samples are truncated on their respective regions
⇣

0,H(j)
i�1

i

⇥
h

L(j)i�1,+•
⌘

:

l(j)i ⇠ 1
lini

· Gammah
0,liniH

(j)
i�1

i (ki�1)

h(j)i |l(j)i = l ⇠ max
⇣

l, L(j)i�1

⌘

+
1

lini
· Exp (1)

The unormalized weights are

w(j)
i µ FGamma(ki�1)

⇣

liniH
(j)
i�1

⌘

� FGamma(ki�1+1)

⇣

liniL
(j)
i�1

⌘
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where FGamma(a) (x) the Gamma (a) CDF evaluated at x.

As a wrapper to the sequential Monte Carlo step above, we apply in addition for

both fitters a conditional particle filter, a Gibbs-type move in the space of particle fil-

ter trees that is proven to be uniformly ergodic and vastly improves the mixing of

the resulting samples. The R implementation of the algorithm utilizes the CoupledCPF

package (Jacob, 2017).

4.5 RESULT: CAPRISA 002 ACUTE INFECTION SEQUENCES

We applied both the analytical numeric integration algorithm and the sequentialMonte-

Carlo algorithm to the well-studied CAPRISA 002 dataset, containing 54 sets of aligned

sequences from an acute HIV-1 infection (Gray et al., 2007; Abrahams et al., 2009). We

present results evaluating concordance of DS Poisson fitter’s inference with the clini-

cally diagnosed infection stage at time of sequencing, and with previously published

results from an alternative sequence-based infection time estimation method, in par-

ticular the 95% posterior intervals supplied by the Bayesian evolutionary analysis by

sampling trees (BEAST; Drummond & Rambaut (2007)) method as reported in Abra-

hams et al. (2009).

4.5.1 ESTIMATED INFECTION WINDOW WITH (p, q, r) EVALUATIONS.

DS StarPhy presents its posterior inference through evaluating the (p, q, r) posterior

probabilities for, against, and ambiguous with respect to a given query of interest (re-

spectively). For each CAPRISA 002 participant, we evaluate whether the elapsed time

since her HIV-1 infection falls (to the time of sample collection for sequencing) falls

within a particular time window of fixed length, for example to evaluate the assertion
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that her infection occurred in the 7-day window 9-15 days prior to sequencing.

We display in Figures 4.2 and 4.3 the posterior (p, q, r) for a sequence of time win-

dows of length 3 days (top) and a week (bottom), obtained from the DS Binomial and

Poisson fitters respectively. In particular, Figure 4.2 reflects numerical results obtained

from the approximated plausibility function, and Figure 4.3 contains estimates from

the sequential Monte Carlo algorithm of generating posterior random sets. In each fig-

ure, the line segment marks the starting and ending points of the time window tested,

with blue indicating p, the probability “for”, and red indicating p+ r, the sum of proba-

bilities “for” and “don’t know”. The example shown uses data from an acute infection

(CAPRISA 002 participant “CAP45”).

4.5.2 INFERENCE ON THE FIEBIG STAGE OF INFECTION

The Fiebig staging system approximately determines the time elapsed since an HIV

infection based on results from diagnostic tests. McMichael et al. (2010) used the

guideline to discern acute vs. chronic phases infection. Specifically, the acute phase

is divided into the “eclipse” phase (0-10 days) and stages I through V, with partition

boundaries at approximately days 15, 20, 25, 30, and 100. Stage VI infections are those

beyond 100 days and are no longer considered acute.

The Fiebig stages at time of sequencing of each CAPRISA 002 participant were given

in Abrahams et al. (2009). We present the results in Figure 4.4 of applying the DS

StarPhy Poisson fitter method to simultaneously testing the assertions that the partic-

ipant’s infection falls into each Fiebig stage, separately for each participant. Each plot

consists of seven vertical bar plots, corresponding to the aforementioned seven Fiebig

stages, from the eclipse stage through stage VI. Length of the blue, red and white bars

are the estimated (p, q, r) posterior probabilities for, against, and ambiguous respec-
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Figure 4.2: (p, q, r) evaluation of suspected infection window via numerical integration for
CAPRISA 002 participant “CAP45”. Approximated “p” (blue) and “p+ r” (red) for windows of
length 3 days (top panels) and 7 days (bottom panels). Left: DS Binomial fitter; right: DS Pois-
son fitter.
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Figure 4.3: (p, q, r) evaluation of suspected infection window via sequential Monte Carlo sam-
pling. Estimated “p” (blue) and “p + r” (red) for windows of length 3 days (top panels) and 7
days (bottom panels). Left: DS Binomial fitter; right: DS Poisson fitter. Example using data from
CAPRISA 002 participant “CAP45”.
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Figure 4.4: Estimated Fiebig stage at time of sequencing of CAPRISA 002 participants using
DS Poisson fitter. The seven panels within each plot corresponds to the seven Fiebig stages, six
of which are acute (eclipse and I through V; within 100 days) and one is chronic (VI; beyond 100
days). Blue represents probability “for”, red “against”, and white “don’t know” of the BEAST
95% posterior interval evaluated using the DS Poisson fitter posterior.

tively, that the CAPRISA 002 participant’s time since infection falls into the Fiebig stage

as defined by the partition boundaries.

4.5.3 CONCORDANCE WITH BEAST 95% CONFIDENCE INFERENCE.

It is also of interest to evaluate the degree of concordance of the DS Poisson fitter with

existingmethods that has been applied to the CAPRISA 002 dataset. The Bayesian Evo-

lutionary Analysis by Sampling Trees (BEAST; Drummond & Rambaut (2007)) method

was previously used to estimate a 95% posterior interval for the infection time of each
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Figure 4.5: Concordance of inference with the BEAST output. Blue represents probability “for”,
red “against”, and white “don’t know” of the BEAST 95% posterior interval evaluated against the
DS Poisson fitter posterior.

of the CAPRISA 002 participants, as reported in Abrahams et al. (2009). To see whether

the DS Poisson fitter inference agrees with that of BEAST, we evaluated the (p, q, r) of

these 95% posterior intervals against the set-valuedDS Poisson fitter posterior distribu-

tions obtained from the numeric integration. See Figure 4.5 in which the probabilities

“for”, “against”, and “don’t know” are color-coded with blue, red and white respec-

tively.

There is in general good agreement between the posterior inference of DS Poisson

fitter and that of BEAST, except in one case of #703010054, a non-acute infection sus-

pected to have a late Fiebig stage. Notably, for about one fifth of the cases, the DS

Poisson fitter method assigns a non-negligible probability of “don’t know” to the re-

ported Bayesian interval, which reflects additional model uncertainty that would be

resolved by prior information if it were available, as is required for ordinary Bayesian

analysis.
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A

Appendix to Chapter 1

Lemma A.0.1 presents properties of the set functions d·e and b·c, useful for the proof

of Theorem 1.3.1.

Lemma A.0.1 (properties of power set partition functions). For A, B ✓ W andP (W) its

power set,

1. dAe, dAce, and bAc\dAe partitionP (W);
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2. dAec = bAcc, and bAcc = dAce;

3. dA \ Be = dAe \ dBe;

4. bA [ Bc = bAc [ bBc;

5. dA [ Be � dAe [ dBe;

6. bA \ Bc ⇢ bAc \ bBc;

7. dAe\dA \ Be ✓ dA [ Be\dBe;

8. dAe \ bBc = dAe\dA \ Bce.

We omit the proof of Lemma A.0.1 as it follows straightforwardly from set logic.

PROOF OF THEOREM 1.3.1

Proof. The following expressions have been shown to hold for the three conditioning

rules:

Bel (A|B) = Bel (A [ Bc)� Bel (Bc)/Pl (B)

Pl (A|B) = Pl (A \ B)/Pl (B)

PB (A|B) = Bel (A \ B) / (Bel (A \ B) + Pl (Ac \ B))

PB (A|B) = Pl (A \ B) / (Pl (A \ B) + Bel (Ac \ B))

PG (A|B) = Bel (A \ B) /Bel (B)

PG (A|B) = (Bel (B)� Bel (Ac \ B)) /Bel (B)

It is straightforward to recover the equations using the relationships in Lemma A.0.1.
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Figure A.1: The full partition of the power set P (W) induced by A = {A, Ac} and B =
{B, Bc}. Together, 2|A|⇥|B| � 1 types of sets are induced, in this case 15 (excluding the empty
set). Table A.1 characterizes the type of of the subset within each numbered partition. The shape
of the partitions are in direct correspondence with that of Figure 1.4.

Table A.1: Characterizations of subset types within each partition of P (W) as induced by
A = {A, Ac} and B = {B, Bc} via the power set partition functions. Numbers in the first col-
umn corresponds to the numbered partitions in Figure A.1, for example, the cell numbered “5” is
precisely the set of subsets: {R 2 P (W) : R \ (A \ B) 6= ∆,R \ (A \ Bc) 6= ∆}.

No. \ type R \ (A \ B) 6= ∆ R \ (A \ Bc) 6= ∆ R \ (Ac \ B) 6= ∆ R \ (Ac \ Bc) 6= ∆
1 Y N N N
2 N Y N N
3 N N Y N
4 N N N Y
5 Y Y N N
6 N N Y Y
7 Y N Y N
8 N Y N Y
9 N Y Y N
10 Y Y Y N
11 N Y Y Y
12 Y N N Y
13 Y N Y Y
14 Y Y N Y
15 Y Y Y Y
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