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Chapter 1

Introduction

A variety of problems in machine learning require identifying hidden structure in a set of observa-
tions. For example, given a set of images, we may want to determine what objects are contained
in each image, with the understanding that one image can contain multiple objects and a single
object can be present in multiple images. Similarly, given a set of patients with a medical condition
that can take many forms (such as autism spectral disorder or influenza), we may want to analyze
symptom data to understand what strains of the condition exist and what symptoms tend to occur
together. One type of model that can apply to such situations is a mixture model like the Chinese
restaurant process [1], which assumes that each observation belongs to a single class or latent type.
Along the same lines, latent feature models posit the existence of several unobserved features in
the data, and assume that each observation can contain multiple features.

In these situations, the structural complexity of the dataset may be unknown beforehand; we
may not know the “correct” number K of clusters or features, or there may be multiple reasonable

choices for K. (For instance, we may not know the total number of distinct objects present in a large



set of images.) One common solution is to fit a parametric model with K features using several
different values of K, and retroactively use a model selection criterion to choose the “best” K.
Although this method is sensible for a variety of settings, it is computationally difficult if several
values of K must be tested. Moreover, it assumes the existence of one correct finite-dimensional
representation of the data instead of accounting for uncertainty about K [16, 15].

An alternate solution is to rely on Bayesian nonparametric (BNP) models, which assume that
the latent structural complexity is an unbounded random quantity that must be determined from
the data [14]. (These models are Bayesian due to their use of prior distributions on latent random
variables for inference, and nonparametric due to the potentially unbounded number of those
variables.) In inferring a number of features, these models rely on the Bayesian Occam’s razor:
to avoid unnecessary features, we make a prior assumption that excessively complex models are
less probable, even if they explain the data well. Bayesian models provide the additional benefit
of allowing us to formally characterize posterior uncertainty surrounding the latent features of the
data, and BNP models are particularly useful in cases where the model complexity is not only

unknown but has multiple reasonably plausible values.

1.1 The Indian Buffet Process

This thesis focuses on the Indian buffet process (IBP), which provides a nonparametric prior
distribution over the feature occurrences in a latent feature model. The IBP enables the total
number of features to be unbounded, while ensuring that the total number of features is finite with

probability 1 and any particular observation can contain any finite number of features.



Since a variety of problems can be modeled using unobserved features, the IBP has been used for
myriad applications. For instance, the IBP has been used to model feature presences in problems
as wide-ranging as identifying protein complexes and their component proteins [7], augmented
Markov decision process models for transfer learning [9], image interpolation and denoising [43],
and link prediction in networks [30].

Despite these wide-ranging applications, posterior inference for the IBP remains difficult. The
nonparametric and non-conjugate structure makes exact posterior inference impossible. In addition,
inference for the IBP is significantly more difficult than inference for other nonparametric models
like the Chinese restaurant process, due to the problem’s combinatorial structure [11]. Because each
observation can have any combination of the features, the number of possible feature allocations
increases as O(2N K ) even if the feature count is capped at K for a dataset of size N, compared to
O(K N ) possible clusterings for the Chinese restaurant process.

Previous research has established a number of inference algorithms for the IBP. However, many
of them tend to converge to tight local optima instead of appropriately characterizing uncertainty
about the features in the data. This thesis attempts to remedy that problem, by developing techniques

and evaluation metrics for better characterizing uncertainty in the posterior distribution for the IBP.

1.2 Structure of this Thesis

This paper proceeds as follows. Chapter 2 provides an overview of the generative model for the
IBP and reviewing the existing literature on IBP inference. Chapter 3 reviews variational inference

for the IBP, and introduces and analyzes a new variational family for the IBP. Chapter 4 discusses



the Stein discrepancy as an alternate evaluation metric for approximate posterior distributions,
particularly for cases where the true posterior is multimodal. Chapter 5 presents an algorithm for
splitting features, in order to use existing IBP solutions to generate new ones. Chapter 6 discusses
experimental results for each of those algorithms on synthetic data. Finally, chapter 7 concludes
and suggests avenues for future research. The appendices provide detailed derivations and proofs,

and are referenced in the main body as necessary.



Chapter 2

Background and Literature Review

We begin with an overview of the Indian buffet process prior and of some of the inference methods
commonly used for the IBP. Readers who are familiar with IBP inference may review the notation

in section 2.1.2 and the motivation presented in section 2.2.4, and continue to chapter 3.

2.1 Constructing the Indian Buffet Process

The Indian buffet process provides a prior distribution over the occurrences of features in a dataset,
for a nonparametric latent feature model. The IBP model is nonparametric because it posits that the
total number of latent features is unbounded (but finite with probability 1). Throughout this paper,
we represent a feature allocation as a binary matrix Z with N rows (where N is the total number
of observations) and infinitely many columns, where z,; equals 1 if observation » includes feature
k and O otherwise. In that sense, the IBP can be considered as a family of prior distributions over

binary matrices of this form, in which all but finitely many columns are zero with probability 1.



This chapter provides two explicit constructions of the IBP prior, along with an overview of

common inference techniques.

2.1.1 Restaurant Construction

Like the Chinese restaurant process, the Indian buffet process prior (with concentration parameter
a > 0) can be constructed using a restaurant analogy, which is detailed by Griffiths and Ghahramani
[16]. Suppose that a (presumably Indian) restaurant has a countably infinite number of dishes
indexed by k = 1,2,3,.... A total of N customers enter the restaurant sequentially. Customer 1
takes a serving from the first Poisson(a) dishes in the buffet. For each n = 2,3, ... in succession,
customer n takes a serving from each previously sampled dish k£ with probability %, where my is the
total number of customers that have already taken dish k. After reaching the end of all previously
sampled dishes, customer n samples a Poisson(%) number of new dishes. We can construct a binary
matrix Z with N rows and infinitely many columns, in which z,; equals 1 if and only if customer
n tried dish k. In this restaurant metaphor, customers correspond to observations in a dataset, and
dishes correspond to latent features.

The concentration parameter « controls the expected number of features per observation and
the expected total number of features. The marginal distribution of the number of dishes sampled
by any given customer is Poisson(a) with expectation E[Poisson(a)] = @, and the total number
of nonzero columns of Z follows the distribution ZnNzl Poisson(%) = Poisson(a ZnNzl %) with
expectation ZHNZI % = O(alogN).

Figure 2.1 depicts one draw from the restaurant construction of the IBP prior, using N = 20
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Figure 2.1: An example draw from the IBP prior with the restaurant construction, using
N =20and @ = 10. Each row corresponds to a customer and each column corresponds
to a dish, and the (n, k) entry is white if and only if customer n sampled dish k.

observations and @ = 10. Notably, there are some features (dishes) that are very popular and several
that are very rare. This is a result of the rich-get-richer property of the restaurant construction:
popular dishes are more likely to get sampled again, making them even more popular. Accordingly,
the IBP prior will tend to produce some features that are present in the majority of observations
and some features that are very rare.

The restaurant construction imposes an ordering on the features, because newly sampled dishes
always proceed reviously sampled dishes. To avoid this and make inference tractable, Griffiths
and Ghahramani [16, 15] use the distribution over equivalence classes of binary matrices based a
left-ordering transformation. This equivalence relation also enables an exchangeability assumption
that permuting the observation indices does not change the distribution over Z. The stick-breaking
construction below deals with this in a different way, by maintaining the underlying popularity of

each feature as a latent variable and ordering the features in descending order by popularity.



2.1.2 Stick-Breaking Generative Model and Notation

While the restaurant construction model provides useful intuition about the IBP prior, it is less
well-suited to variational approaches. This section details the more convenient stick-breaking
construction for the IBP prior, along with a linear-Gaussian model for generating data. This model
is used throughout the rest of the paper.

We can construct a generative model for an N X D data matrix X (with N rows corresponding to
observations X, . .., Xy € RP), using an IBP prior on a latent binary matrix Z and a linear-Gaussian

model for the data [16, 15]:

Z ~ IBP(a)
Ar ~ N(0,031) (k=1,2,...)

Xy | Zp A) ~ N(Z,A,031) (n=1,2,...,N)

where Ay, Z,, and X,, denote rows of A, Z, and X, respectively, and all variables are independent
unless stated otherwise. To specify the prior Z ~ IBP(«@), we use the stick-breaking construction

for the IBP [40]:

vi ~ Beta(a, 1) (k=1,2...)
k

nk:ﬂvj (k=1,2..)
j=1

(Zuk | ) ~ Bernoulli(nry) (n=1,...,Nandk =1,2,...)

As before, all variables are assumed independent unless specified otherwise. In this representation,

mi represents the underlying popularity of feature k, and the features are ordered such that their



popularities are monotonically decreasing; i.e., m; > m, > m3 > ---. (This is because Vk,
Th+l = MpVis1 < Tg.)
Let W = (v,Z, A) denote all of the latent variables. The full joint distribution of W and X can

be written as follows:

00 N N
pW.X) = [ [pilpAcl oD [ [l 1m0 |- [ [ PXn | Zi A o) @D)
k=1 n=1 n=1

2.2 Existing Inference Methods

The objective of IBP inference is to compute or approximate the full posterior distribution p(W | X)
of the latent variables given the data, or compute some function of the posterior (such as the MAP
estimate arg max,, p(W | X)).

Like most complex Bayesian inference problems, IBP inference is difficult because p(W | X)
cannot be computed exactly in closed form, and can only be known up to a proportionality constant.

By Bayes’ rule, we have:

rWPX|W) _  p(W)pX|W)
pX) [ p(W)p(X | W) dW’

p(W|X) = oc p(W)p(X|W)

which is the (known) joint distribution of the latent variables and the data. For simple models, the
posterior distribution p(W | X) can be computed exactly; for example, we can sometimes choose
a conjugate prior p(W) to ensure that p(W | X) is in the same class of distributions as the prior.
However, for complex models like the IBP, the marginal likelihood p(X) = / p(W)p(X| W) dW’
cannot be computed exactly, so we only know the posterior distribution up to this normalization

constant p(X).



Given the intractability of computing the exact posterior distribution for the IBP, we typically
have to settle for explicit approximations or posterior samples. This section provides an overview

of some of the existing inference approaches for the IBP.

2.2.1 Gibbs and Slice Samplers

One common approach to IBP inference is Gibbs sampling, a Markov chain Monte Carlo technique
that draws approximate posterior samples by iteratively sampling from the full conditional distri-
bution of each latent variable w; given the data and the other latent variables. Two Gibbs samplers
for the IBP include a collapsed sampler (which marginalizes out v and A and only draws samples
of Z) and an uncollapsed sampler (which marginalizes out v and samples Z and A) [16, 15]; full
derivations and algorithms for both samplers are provided in [12]. Doshi-Velez and Ghahramani
[10] present a semi-collapsed sampler that only samples Z and maintains the posterior p(A | Z, X)
instead of sampling A directly.

Along similar lines, Teh et al. [40] present a slice sampler, which introduces an auxiliary
variable to enable sampling v, Z, and A without marginalizing out any of the latent variables.

While the Gibbs samplers are guaranteed to converge to the true posterior distribution eventually
(given certain conditions on the irreducibility and aperiodicity of the associated Markov chain) [37],
their behavior on reasonable timescales often does not reflect this. The samplers tend to quickly
converge to a local optimum of the posterior distribution, and stay there indefinitely rather than
mixing well and exploring the rest of the posterior [11]. The use of hard assignments for Z makes it

particularly difficult to escape local optima. The collapsed sampler exhibits somewhat better mixing

10



by marginalizing out latent variables, but takes longer to run per iteration. For these reasons, the

Gibbs samplers are very imperfect at characterizing the full posterior distribution.

2.2.2 Variational Inference

Much of this thesis focuses on variational inference, a method for computing an approximate
posterior distribution in Bayesian models; a more complete overview is provided in section 3.1.
Variational inference is popular because it uses an objective function that can be evaluated and
optimized in a variety of different ways, and tends to run quickly. (Recent years have also seen an
increased popularity of scalable stochastic optimization algorithms for variational inference [20].)

Chapter 3 provides a more comprehensive appraisal of the advantages and shortfalls of existing

variational inference schemes for the IBP.

2.2.3 Other Inference Methods

Other than the MCMC and variational approaches, a number of other inference approaches have
been developed for the IBP; a handful are briefly described here. There are multiple algorithms
for computing an approximate MAP estimate arg maxz p(Z | X), in cases where a full posterior is
not needed. For example, we can apply approximate maximization techniques for a submodular
cost function [34] or beam search over rows of Z [35]. More broadly, we can apply rotational
transformations to the features in model-fitting to encourage sparser interpretable factorizations
and improve conformity to the IBP prior [38]. In addition, Wood and Griffiths [42] use a particle

filtering approach that propagates particles over the rows the Z while updating A, to draw samples

11



from the posterior distribution of Z. (While this approach could theoretically capture a wide range
of posterior shapes, it would be tend to be less successful for large or complex datasets, since the
expected dimensionality of Z grows as O(N log N).)

While these approaches are theoretically and experimentally well-grounded, they tend to be
significantly less popular than traditional Gibbs sampling or variational inference for the IBP,
especially due to the strong empirical performance and frequent use of the latter methods in

Bayesian inference in general.

2.2.4 Problems with Existing Approaches

This project was motivated by the fact that existing IBP inference approaches tend to do an imperfect
job of characterizing uncertainty in the true posterior, and often converge to tight distributions that
are de facto point estimates. This is a common problem in Bayesian statistics, since posterior
inference algorithms for difficult models will tend to find locally optimal solutions that are globally
suboptimal.

As explained earlier, both Gibbs samplers and variational inference tend to converge to peaked
local optima. While multiple modes can be recovered using multiple random restarts, this would
still fail to provide a unified characterization of the weight on each mode and the overall shape of
the posterior. This criticism tends to apply to the other algorithms described above as well.

Given this inadequacy, the rest of this thesis aims to provide a better understanding of multimodal
posteriors in IBP inference. Since this issue arises frequently in Bayesian inference, many of the

topics developed here could be applied to posterior inference in other probabilistic models.
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Chapter 3

Multimodal Variational Posterior

The traditional variational inference approach for the IBP uses a unimodal mean-field variational
family that assumes that all latent variables are independent in the posterior. While recent research
has generated more expressive variational families, these families do not account for the existence
of multiple distinct modes for the distribution over features. This chapter aims to address this
shortcoming by developing a new multimodal variational family for the IBP.

We begin with an overview of variational inference in general, followed by a review of current
research on IBP variational inference. We then present a new variational family, derive a variational
lower bound, and discuss its strengths and drawbacks. Readers who have a working knowledge of
variational inference may skip 3.1, and readers who understand the existing variational approaches

for the IBP may skip directly to section 3.4.
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3.1 Review of Variational Inference

There are many existing resources that provide an overview of variational inference [e.g., 5, 3, 33,
41, 6], and the core concepts are explicated here. Variational inference is a Bayesian inference
technique that attempts to use a simple tractable distribution ¢ to approximate an intractable
posterior distribution. We begin with a generative model (which includes a prior distribution
p(W) over latent variables W, and a likelihood function p(X | W)), observe data X, and want to
approximate the distribution p(W | X).

Let Q be any family of distributions ¢(- | 1) over the latent variables W, parametrized by a
vector of variational parameters A. To approximate the true posterior, we want to find the density
q*(W) € Q that is closest to the posterior distribution, where closeness is defined by Kullback-

Leibler (KL) divergence to the true posterior:
q" = arg min KL (g(W) [l p(W X))
Recall that the KL divergence is defined as follows:
KL (g(W) [| p(W X)) = Ey[log (W) - log p(W | X)]

where E, is an expectation with respect to the distribution g over the latent variables W. Because
the posterior p(W | X) is unknown, this expression cannot be computed exactly. However, we can

expand the conditional as follows:
KL(g(W) || p(W X)) = Ey[log (W) — log p(W, X)] + log p(X)

Note that we can take log p(X) out of the expectation because it does not depend on the latent

14



variables W. Since log p(X) does not depend on ¢, we can omit that term and write the minimization

above as:

*

q" = argmin KL(g(W) || p(W | X)) = arg min (Eq[log g(W) — log p(W | X)])
= argmin (Eq4[log g(W) — log p(W, X)] + log p(X))
= argmin E,[log g(W) —log p(W, X)]

g€

= arg max ELBO|¢]
q€Q

where ELBO[¢] is the evidence lower bound, defined as:
ELBO[q] = Ey[log p(W, X) — log g(W)]

This quantity can often be computed exactly and optimized directly, since we know the log joint dis-

tribution log p(W, X) = log p(W) +log p(X | W). The name “evidence lower bound” is appropriate

because the ELBO is a lower bound on the marginal likelihood:

ELBO[q] = Eq[log p(W, X) — log g(W)] = log p(X) + Eq[log p(W | X) — log g(W)]
= log p(X) — KL(g(W) [ p(W | X))
< log p(X)
because KL(q(W) || p(W | X)) > 0. This inequality ELBO[¢] < log p(X) holds for every density g.
The optimal density g* € Q is the one whose ELBO is closest to log p(X), and ELBO[¢] = log p(X)

if and only if g(-) = p(- | X). Analogously, the optimal variational approximation ¢* equals the true

posterior distribution over W if and only if the variational family Q contains the true posterior.
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3.2 Mean-Field Approximation

A mean-field variational family assumes that all latent variables are independent of each other
in the variational density [5]. In particular, for the IBP, if we assume that the marginal posterior
distribution of every latent variable comes from the same family as the prior, that yields a variational
posterior that is explicitly unimodal, as discussed below. Mean-field variational inference for the
IBP was first developed in [11] and [12], and their approach is reviewed here. Let W = (v,Z, A)
represent all of the latent variables for the IBP. The mean-field assumption imposes the following

factorized form on the variational posterior:

K N
9(W) = q(v, Z, A) = q)q(Z)q(A) = | | (q(vk>q(Ak) [ q(znk))
k=1 n=1
where K is a finite truncation parameter controlling the number of allowed nonzero features. This
truncation is not a feature of the generative model, and is merely used to make the variational

inference scheme work; we assume that Vk > K, m; = 0.

In particular, we can make the following distributional assumptions:

q(vi) = Beta(vy; 7x1, Th2) (fork=1,...,K)
(I(Ak)=N(Ak;¢_k,(I>k) (fork=1,...,K)

q(zuk) = Bernoulli(zx; vpx) (forn=1,...,Nandk =1,...,K)

LetA = (T, (3 D, v) denote the set of variational parameters. Because this family makes a mean-
field assumption and relies on simple exponential-family distributions, the variational parameters

can be updated iteratively using the following formula (for a generic parameter A; from A, for a

16



corresponding latent variable w; from W) [5]:

q(wj | 4;) « exp {E_;[log p(W, X)]}

where the expectation E_;[-] is with respect to the current variational distribution over all latent
variables except w; itself. The ELBO and the specific variational parameter updates for this family
are presented in [11] and derived in detail in [12].

The mean-field variational approach for the IBP has the advantage that it only requires very
simple parameter updates; in practice, this IBP variational inference algorithm often converges
faster than a collapsed Gibbs sampler and reaches a better final optimum than an uncollapsed Gibbs
sampler [11]. However, this variational family explicitly only includes unimodal distributions over
the latent variables; for example, it assumes that the posterior over A is a single matrix Gaussian.
As a result, while this inference can sometimes characterize uncertainty in a constrained region of
the posterior, the mean-field family cannot encode multiple reasonable factorizations which all have
high posterior density. (While mean-field variational inference might find multiple factorizations
with different random restarts, this is distinct from including multiple modes in the posterior

simultaneously, which could improve the variational entropy and fit the posterior better.)

3.3 Other Variational Approximations

In addition to the mean-field family, several other variational approximations have been suggested
for the IBP and other similar models. The following are some examples of variational families and

inference approaches for the IBP; most of these are discussed and empirically evaluated in [39].
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* Following earlier work [31] on stochastic variational inference for the latent Dirichlet alloca-
tion (LDA) topic model, Shah et al. [39] propose a variational distribution (which they call
Mimno-SVI) that makes a mean-field assumption about the global latent variables v and A

and has the following factored form for local variables Zj, . .., Zy:

gmimno(Zn) = exp {Eywa)llog p(Z, | Xp, A)]} (forn=1,...,N)

where p(Z, | X,, A) is the true conditional posterior. While this variational approximation
is not tractable in closed form, a Gibbs sampler can be used to sample from the variational

distribution and compute relevant expectations [39, 31].

» Structured stochastic variational inference (SSVI) [39, 19] enables efficient scalable infer-
ence while relaxing some of the independence assumptions made by the mean-field family.
Stochastic variational inference (SVI) is a technique for performing efficient mean-field varia-
tional inference using stochastic natural gradient ascent on the variational objective, for cases
in which every complete conditional is in the exponential family [20]. SSVI generalizes
the SVI setup to enable arbitrary dependences of local latent variables on the global latent
variables, while maintaining conditional independence of the local variables [19]. For the

IBP, the SSVI variational distribution factors as follows:
K N
gssvilW) = qq(A)g(Z| v, A) = | [|a00aA0) | [ atzm v A)
k=1 n=1
This closely resembles the mean-field assumption, with the caveat that the distribution over
the local variables Zj, ..., Zy is allowed to depend on the global variables v and A. Note

that while this added structure significantly improves posterior quality for LDA and for a

18



Dirichlet process (DP) mixture of Bernoullis [19], SSVI only provides a minor improvement

over traditional mean-field inference for the IBP specifically [39].

* Ding et al. [8] propose a Power-EP approach, which uses a similar variational approximation
as [11] with a different equivalence relation on the set of infinite binary matrices, and applies
Power-EP (which is based on expectation propagation and traditional variational inference) to
minimize the reversed KL divergence KL(p || ¢). (As an important side note, this divergence
KL(p || ¢) would be much more conducive to accurately modeling posterior multimodality
because it penalizes approximations that fail to cover high-density regions of the true posterior.

However, [8] still uses a unimodal variational approximation.)

While these alternate variational approaches do increase the expressive power of the variational
family, they still rely implicitly on an assumption of a unimodal posterior. In this sense, while
these approximations do help account for richer structure in the posterior distribution, they do not
account for the existence of multiple reasonable factorizations or a multimodal posterior over the

global latent variables.

3.4 Multimodal Approximation and Lower Bound

Rather than using the mean-field assumption that A, is a single Gaussian for all k£, we assume
that the posterior distribution has M modes (for some M > 1), and use an indicator variable

Je{l,2,..., M} to choose a particular mode. J has a categorical distribution on {1, ..., M }:

19



1 with probability wy
; 2 with probability wy

M with probability wy,

where fozl wp, = 1 and Vm, w,, > 0. We can then make a conditional mean-field assumption

that the latent variables are mutually independent given the choice of mode J. The conditional

variational distributions over the latent variables are as follows:

q(vk | J) = Beta(vi; Tk1, Tik2)
a(Ac19) = N (A Apw @)

Q(an | J) = Bernouui(znk; VJnk)

Following [11, 4], we use a finite truncation K on the number of features. Denote the variational
parametersas A = (T, W, K, ®, v). (The dimensions of these parameters are M XK X2, M, M XK XD,
M x K xDxD,and M X N X K, respectively.) Given the conditional independence assumptions

above, the full variational approximation g(W | 1) factors as follows:

M
gqW1A) = > q(J =m)g(W|A,J =m)

m=1

M K N
= D owa | | |a0 1T =m)-g(Ac1 T =m)- | | aCza |7 = m) 3.1
m=1 k=1 n=1

Note that J is just an auxiliary variable used to enforce structured dependencies between the latent
variables; if we marginalize out J, this variational distribution is exactly a finite mixture of M
unimodal distributions of the form introduced in [11].

We want to compute the evidence lower bound ELBO[g] := E,[log p(W, X) —log ¢(W | 2)].
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Because we are working with a family Q of distributions parametrized by A, we can denote
ELBO[A] = ELBOJ[g]. Based on the model laid out in equation (2.1) in section 2.1.2, the lower

bound decomposes as follows:

ELBO[1] = E4[log p(W. X) —log (W | 2)] = Ey[log p(W.X)] + H[q]

M=

K K N
E,[log p(vk |@)] + > Egllog p(Ai | o3)] + > > Byllog plza | me)]
k=1 k=1 n=1

=~
Il

1

N
+ > Byllog p(X, | Zy, A, 03)] + Hg] (3.2)

n=1
where H[gq] = —E,[log q(W|4)] is the entropy of g. In appendix A, we derive a closed-form

expression for most of the terms in the ELBO:

pady

M
loga + (@ — 1) Z Win (W (Tnk1) = ¥ (Tmk1 + kaz)))

m=1

+i D oe(270?) - L 3 AiAr

) og(2noy —FZWW, mik A, + trace(®,x)
=1

LxX 4L (S Y vt
o ni\y 0_2 m mnkAm

2
X X \m=1 k

M _
1 — T — T
- F (Z Wm [Z Vmnk (AmkAmk + trace(q)mk)) + Z Z ankvmnk’AmkAmk' ))
k i

X

X \m=1 k k'#k
K N M k k
+ Z Z Z Wi | Vimnk Z (lp(kal) - l/’(kal + kaZ)) + (1 - ank)Eq log 1- Vj J=m
k=1 n=1 m=1 j=1 j=1
+ H|q] (3.3)

Although we do not have a closed-form expression for the two unsimplified terms, we can state

lower bounds, which are derived in appendix A. First, using equation (A.1) [derived in 12]:
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k-1

k k
Eq log 1—“\/]' J=m| > quk]‘//(Tmﬂ)"'Z Z qmit (ijl)

j=1 j=1 j=1 \t=j+1
kK [ k k
- Z Gmie | (Tmj1 + Tmj2) — Z Gmkj 108 Gk j (3.4)
=1\ = =
where
Jj=1 J
Gmkj < €xp (¥ (Timj2) + Z Y (Tmer) — Z Y(Tmer + Tme2)| (G =1L2,...,k)
=1 =1
where the i1, Gmk2, - - -» Gmkk’S are normalized such that g, is a valid distribution, and ¢ is the
digamma function defined as ¥(x) := 1;((;6)) .

Finally, we derive the following lower bound of the entropy using Jensen’s inequality, based on
equation (A.2). (This bound requires assuming that Vm,m’ € {1,2,...,M}, Vk € {1,2,...,K},
Tmkl + Tkl > 1 and T2 + T2 > 1; if this assumption does not hold, then the Jensen lower
bound on the entropy goes to —co.)

N
—10g (Z Z WmWm! 1—[ ({mm’kﬂmm’k 1—[ wmm’nk)) (35)
m=1m'= k=1 n=1
where:

C(tmk1 + k)L (Tkt + Tek2) D (Tkt + Tkt — DE (T + Tz — 1)
C (T )T (T 2) D (T k O (T i) T (Tinket + Tkl + Tk + T2 — 2)

é/mm’k =

Wmm'nk ‘= VmnkVm’'nk + (1 - ank)(l - Vm’nk)

_ 1/2
Nmm’k —(27T) D/zlq)mkl 1/2|(I)m kl 12 |(I) k+(I) ’k|

{ 1
Xexp —5

-1 _ T
— (AL + Ay} ) (@7 + @) (A + Ay ) )}

Au® A+ A @ A
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Together, equations (3.3), (3.4), and (3.5) give us a lower bound on ELBO[ 1], given the conditions
on 7 stated above.

Unlike the original variational inference scheme presented in [11], this multimodal variational
family does not make a complete mean-field assumption and is outside the exponential family,
so we do not have closed-form updates for the variational parameters A. However, if we do find
multiple distinct factorizations (e.g., by using traditional mean-field inference with multiple random
restarts or split proposals) and convert them into a multimodal posterior approximation, this new
multimodal lower bound gives us a tractable metric for evaluating the quality of that distribution

and comparing different approximations.

3.5 Problems with the Multimodal ELBO

While multimodality enables us to construct a more flexible variational family, this section provides
a formal analysis of KL divergences for finite mixture distributions to demonstrate that multimodal-
ity is unlikely to significantly improve the variational lower bound. These ideas are corroborated
by the empirical tests presented in section 6.3. The statements below are proved in appendix B.
Throughout this section, we denote the entropy of a distribution g as H[g] = —E,[log g(W)].
The first two propositions below provide upper bounds on the entropy of a finite mixture of M
distributions (such as the M-mode variational approximation from section 3.4). Note that Proposi-
tion 3.2 is specific to mixtures of distributions with disjoint supports; although that assumption does
not exactly hold in this setting, the optimal unimodal variational distributions tend to be extremely

peaked, so they have no overlapping high-density regions. Therefore, the result of Proposition 3.2
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would very nearly hold in this situation, even though the strict bound is not technically justified.

(In contrast, Proposition 3.1 would hold exactly but provides a much looser bound.)

Proposition3.1. Let q1, . . ., gy be distributions over W. Foranywy, ..., wy = 0Owith Z%:l W = 1,

the mixture distribution Zm | Wmdm Satisfies:

M M
1
H Z wmqm] < max{H[q1], .. +7 Z Z KL(gm || gm’)
m=1 m’£m
Proposition 3.2. Let q1, . . ., gu be distributions over W with disjoint supports. Foranywy,...,wy > 0

with Z%: | Wm = 1, the mixture distribution Z%: | WmQm satisfies:

M M M
H[Z wmqm} = > WnHlgn] = > wnlogw, < max{H[q\],. .., H[qu]} +log M
m=1 m=1

m=1
Corollary 3.3 extends Propositions 3.1 and 3.2 to upper bounds on the full ELBO. As before, we
state a loose bound that holds in general, followed by a stronger bound that requires assuming disjoint

supports but would still tend to nearly hold in practice for the multimodal family in section 3.4.

Corollary 3.3. Let p be a distribution over W, and let ELBO[q] = E,[log p(W) — log g(W)] for
any q. Let qy, . .., qu be distributions over W, and let wy, ..., wy > 0 with Znﬂf:] w,, = 1. Then,

the mixture Z _| WmQm satisfies:

ELBO

-l>|>—‘

> wmqm] < max{ELBO[qi),..., ELBO[qu]}

m=1

M
Z D KL(gn |l g)
m’'+£m

Furthermore, if qi, . . ., qu have disjoint supports, then:

ELBO

Z wmqm] <max{ELBO|qi],...,ELBO[qy]} +logM

m=1
Corollary 3.3 implies that mixing M distributions with disjoint supports cannot improve the
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ELBO by more than log M compared to the best unimodal ELBO. In the bimodal experiments
presented in section 6.3, the difference between the bimodal entropy bound and the maximum of
the entropy bounds for the two unimodal distributions was at most O for the correlated bars data and
0.693 for the 2-bars data across all weight values, and log2 = 0.693; so, the strong upper bounds
of Proposition 3.2 and Corollary 3.3 hold despite the slight violation of assumptions.

While a difference of a few log points is not negligible in absolute terms, it is significantly
smaller than the amount by which the ELBO tends to vary between different modes or during
training. This means that in practice, multimodality is unlikely to significantly improve the ELBO
in most cases.

The following result formalizes the fact that if the true posterior is a mixture of multiple
modes, then a unimodal variational distribution that only covers one posterior component can still

successfully achieve a low KL divergence (and a high ELBO).

Proposition3.4. Let py, . . ., py be distributions over W, and let wy, . . ., wy = Owith Znﬁf:l wy = 1.

Let p(-) = XM wyupm(:). Then, KL(p1 || p) < —log w.

We can apply this in cases where the mixture p is the true posterior and the variational
approximation is the single component p;. For example, if w; = 0.001 (i.e. the unimodal
variational distribution only captures a measly 0.1% of the true posterior), we might believe p;
to be a mediocre approximation; but the ELBO would only be at most —1og(0.001) ~ 6.9 worse
than optimal. As before, while 6.9 is not small in absolute terms, it is much smaller than typical
changes that occur in the log likelihood term of the ELBO during training, for any reasonably

interesting dataset. This implies that a unimodal variational distribution that explains a tiny piece
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of the posterior well would have a higher ELBO than a multimodal distribution that captures a
large part of the posterior with slightly lower precision. (Intuitively: since the ELBO only depends
on the KL divergence from the approximation to the true posterior and not vice versa, it does not
penalize variational distributions that ignore some high-density parts of the posterior.)

In conclusion, Corollary 3.3 and Proposition 3.4 formalize the ideas that (1) multimodality
can only improve the ELBO slightly (relative to the typical changes caused by other terms of the
ELBO), and (2) a unimodal distribution that captures a tiny part of the posterior can achieve a very
competitive ELBO. Therefore, if we want to characterize multimodality in the posterior, the ELBO
alone may not be a sufficient metric to compare different variational approximations. This could
lend credence to the use of alternate evaluation metrics like the Stein discrepancy, discussed in the

following chapter.
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Chapter 4

Stein Discrepancy

While traditional variational inference relies on the directed KL divergence KL(q || p) and the
ELBO to measure the distance from the approximate distribution ¢ to the true posterior p, these are
imperfect metrics in a variety of circumstances. As demonstrated theoretically in section 3.5 and
empirically in section 6.3, the ELBO is a poor metric for highly multimodal posteriors because it
does not significantly penalize tightly concentrated approximate distributions that fail to cover much
of the posterior. As a result, we explore the kernelized Stein discrepancy (KSD) as a potentially
useful alternative metric to evaluate approximate posteriors.

Like KL divergence, the Stein discrepancy provides a measure of directed distance between
two distributions ¢ and p. In recent years, the Stein discrepancy has been used for a variety
of applications, such as wild variational inference using intractable variational posterior densities
[25], general goodness-of-fit testing for models [26], and optimization for particle-based variational
inference [27]. In this case, we present the KSD merely as an evaluation metric for approximate

posteriors.
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4.1 Theoretical Background and Application to IBP

We begin by providing some background on Stein’s identity and the kernelized Stein discrepancy;
this background mostly follows the explanations in [25, 26]. Readers who are familiar with the
Stein discrepancy may skip to section 4.2.

Let p : RY — R be a positive differentiable density. We define the Stein operator 7, as follows,

for a differentiable function ¢ : R — R<:
To$(W) := (Vw log p(W)" $(W) + V- $(W)

where Vyw log p(W) is the gradient vector, and Vy - ¢(W) := Zflzl g—ﬂ(W). So, 7,¢ is a scalar-

valued function R — R. Stein’s identity states that the following must hold:
Ep|T,6(W)] =0

where E,, denotes that the expectation is with respect to the distribution W ~ p.

So, for any smooth ¢ : R — R¢, applying the Stein operator 7, gives us a function that has zero
expectation under the distribution p. Furthermore, for any different density ¢ # p, 3¢ : R? — R?
such that E, [7;¢(W)] # 0, so ¢ distinguishes the distributions p and q.

Based on this, for a fixed set ¥ of smooth functions ¢ : R? — R4, we can define the Stein

discrepancy as:!
2
D = |max E, | 7,¢(W
(qllp) (¢€a§ q[p¢( )])

Note that if ¢ = p, then V¢ € ¥, E, [7;,¢(W)] =0,s0D(q || p) = 0. If g # p, then it is possible to

I'The right-hand side of this definition is not usually squared in the literature; the square is included here to make the
kernelized Stein discrepancy below match the typical definition.
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choose a function class ¥ large enough that D(q || p) > 0.

One convenient choice is to take H to be a reproducing-kernel Hilbert space [see, e.g., 2] on
R¢ with a positive-definite kernel k(-, -), and define 7 := {¢ e H: ||g] < 1}. Using that choice
of F, the Stein discrepancy has the following particular form, which we call the kernelized Stein
discrepancy (KSD) [25]:

D(q | p) = By ,(W, W)]
where E,[-] is the expectation with respect to W, W’ i g, and k), is defined as [26]:
1k, (W, W) := 5,(W)T (W, W)s,(W') + 5,(W) Vg k(W, W) + Vg k(W, W)l s,(W’)
+ trace (Vw,w k(W, W)

$5(W) := Vay log p(W)

The following two conditions hold, given a strictly positive-definite kernel k(-, -) and some regularity

conditions on p and ¢ [26, proposition 3.3]:

D(gllp) =0

D(q||p) =0ifandonlyif ¢ = p

We can apply the KSD to IBP inference by computing the discrepancy D(g(:) || p(- | X)), where
p(- | X) is the true posterior over the latent variables W, and ¢(-) is an approximate posterior. The

KSD is feasible to compute in practice, for two reasons:

1. The expectation E,[-] can be approximated empirically by drawing a large number of samples

from the approximate posterior g; this sampling is very easy for the IBP variational posterior
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W ~ ¢(- | A) (for known Q).

2. The computation does not require the ability to compute the true posterior p(- | X). The
only dependence of k,(W,W’) on the true posterior is through the derivative s,(W) =

Vw log p(W | X), which only requires knowing the posterior up to a normalization constant.

We can use Bayes’ rule to write log p(W | X) = log(pg&))()) = log p(W, X) — log p(X), so
sp(W) = Vwlog p(W|X) = Vwlog p(W,X), which can easily be computed analytically

since the joint distribution p(W, X) is known for the IBP and can be easily differentiated.?

So, the KSD D(q || p) is generally tractable to compute in cases where ¢ can be easily sampled
from and the density of p is known (up to normalization). In practice, we approximate the KSD
by drawing 2S5 samples Wy, ..., Wyg id q(- | A) from the variational approximation (for large S)
and computing Eq [KP(W, W’)] = % f:l kp(Was_1, Wa,), which is a consistent unbiased estimate
of D(q || p). Like the KL divergence and the EL.BO, the kernelized Stein discrepancy gives us

a tractable measure of the distance from ¢ to the true posterior. We can use this to evaluate

approximate posterior distributions of the form discussed in chapter 3.

4.1.1 Choice of Kernel Function

The definition of kernelized Stein discrepancy depends on the choice of a kernel k(-, -); each kernel
corresponds to a particular basis for a Hilbert space  of functions on R?. In this way, the choice
of the kernel dictates the class of functions # that we use to compute the discrepancy, so different

kernels can make the KSD more or less effective at distinguishing distributions.

2Note that this requires us to adjust the distribution over Z to be continuous, as discussed in section 4.2.
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In the experiments in section 6.4, we use the radial basis function (RBF) kernel k(W, W’) :=

_Iw-wj?
2
20'k

exp ( ) (for a free parameter o). We also tested a linear kernel k(W, W) := W/'W’, and
the following example demonstrates why we ultimately settled on the RBF kernel.

Assume that the true density of a one-dimensional random variable X is p(x) = N(x;0,1) =

2 1 . .
\/% exp (—%), 50 5,(x) = % = —x. If we use a linear kernel k(x, x") = xx’, the corresponding
T
o Ok(ex) _ s Ok(xx) _ k(xx") _ .
derivatives are G =X, g =X, and g = 1. So:

(%, x') = (=) (xx")(=x") + (=2)(x) + (=x) (&) + 1 = x*x? = x* = x* + 1

Define an alternate density as g(x) = N(x;u, 1 — p?) for any u € [-1,1]. (So, g equals the true

density if and only if 4 = 0.) Note that Eq[xz] = 1> + (1 = *) = 1. So, the KSD from ¢ to p is:
D(qllp) = By[kp(X, X)] = Bg[X*X? - X*-X?+1]=1-1-1-1+1=0

So, for instance, D(N'(0,1) || N(0,1)) =D (N(%, g) Il N(O, 1)) = D(6; | N(0, 1)) = 0 (where 6
is the degenerate distribution centered at 1), so there are several incorrect densities g that achieve
the perfect Stein discrepancy 0 if k(x, x") = xx’.

To solve this problem, we need a more expressive kernel class, corresponding intuitively to a
larger Hilbert space of functions. Let k(x, x’) = exp (—(x — x’)2), a special case of the RBF kernel
using oy = 1. If we let p(x) = N(x;0, 1) as before and g(x) = N(x; y, 0%), then the KSD is:

(2 +1) (1220 + 1) + (02 - 1)?)
(20*+302+ 1) V202 + 1

D(g|p) = Eq [Kp(Xa X,)] =

(The derivation of this expression is omitted.) We can see from the numerator that D(q || p) > 0,

with D(¢q || p) = 0 if and only if 4 = 0 and > = 1, so the only normal distribution that achieves
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zero Stein discrepancy is the correct distribution (0, 1).

Therefore, even in this toy example, the expanded function space corresponding to the RBF
kernel enables the KSD to distinguish distributions significantly more finely than a linear kernel.
The RBF kernel is also more intuitively reasonable because it does not reward large latent variable
values, and because it distinguishes latent variable vectors that are very far from each other in terms
of Euclidean distance but happen to point in similar directions. For these reasons, we conduct Stein

discrepancy experiments using the RBF kernel instead of a simple linear kernel.

4.2 Continuous Relaxation with the Concrete Distribution

Based on the formulation above, the Stein discrepancy requires the true density p to be continuous
and differentiable. This does not hold for the classical IBP model, since the elements of Z are discrete
Bernoulli variables. To deal with this, we use a continuous relaxation of the Bernoulli variables,
called the Concrete distribution [28] or Gumbel-Softmax distribution [22]. Given zu |7 ~
Bernoulli(rrg ) in the original discrete distribution, we can relax z,; to a continuous random variable
Znk with support (0, 1), whose density is [28, 22]:

pri(l = m)Z, 0 (1 = Z) !

_ 2
(mz, + (1 = m) (1 = 2

pp(znk | 7Tk) =

where p € (0, ) is a temperature parameter. As p — 0, this continuous distribution approaches
a Bernoulli distribution; and for 0 < p < 1, the density is log-convex, so it does not have any
local maxima on the interior of [0, 1]. (In practice, we used p = 0.9, as smaller values caused

the elements of Z to be very close to 0 or 1, causing numerical errors when computing the KSD.)
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Following [28], we refer to this distribution as BinConcrete( 1’_”; = )

To ensure consistency between the new continuous model and the variational approximation, we

also modify the variational distributions z,; | / ~ Bernoulli(v,z) into Z,z | J ~ BinCOncrete( lszr;kk , p)

(where p is the same as in the prior). We can sample from this distribution efficiently by sampling

U ~ Unif(0, 1) and defining [28]:

1
1 +exp (p~'(log(1 = vyuk) — log vyux + log(1 = U) — log U))

Znk =

If we incorporate this continuous relaxation Z into the multimodal variational approach from
chapter 3, we now have a family of continuous variational distributions g(W | 1), and a continuous
joint distribution p(W, X) that is known and differentiable, so we can compute the empirical
kernelized Stein discrepancy D(q || p) as described above. Results of these computations on

synthetic data are detailed in section 6.4.
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Chapter 5

Split Proposals

While the multimodal lower bound and Stein discrepancy provide us with evaluation metrics for
multimodal posterior distributions, they do not constitute inference procedures. We would like to
have a way to generate multiple factorizations for a dataset, in addition to being able to evaluate
factorizations. To do so, we present an algorithm for split proposals, which take an existing
factorization and attempt to generate a new solution by splitting one feature into two new features.

While there is a healthy literature base on split and merge proposals for some other nonparametric
models, the research on split-merge for the IBP is scant. Split-merge moves for Dirichlet process
(DP) models are particularly well-studied, because the idea of splitting or combining clusters is
reasonably intuitive. DP split-merge moves tend to rely on proposing random splits or merges and
using Metropolis-Hastings procedures to accept or reject them [e.g., 21]. A similar algorithm has
been roughly laid out for the IBP [29, 32]; this algorithm chooses a random split or merge, and uses
Gibbs sampler scans on the new columns of Z to sequentially assign observations to new features

and increase the Metropolis acceptance probability.
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In general, splitting and merging for the IBP requires extra care compared to DP mixture models,
because each observation need not be assigned to exactly one feature. Given the minimal existing

research on this topic, we present a new heuristic algorithm for splitting features for the IBP.

5.1 Basic Algorithm

Algorithm 1 presents a heuristic method of performing split moves for the IBP. While the full
description may seem opaque, the crux is that the algorithm splits a feature k by initializing 2 new
features (using two randomly chosen data points that include feature k), and iteratively improving
those features using mini-batches of the data. In particular, after factoring out all other features and
initializing a matrix A’ containing 2 new features, the algorithm randomly selects mini-batches of

data and does the following two steps for each mini-batch:

1. Find least-squares-optimal (not necessarily sparse) Z’ coeflicients for the current mini-batch,

given the current features A’.

’

2. Compute anew A 0 using the Bayesian linear regression formula (using independent N (0, oﬁ)

’

priors for each element), and update A" « (1 — p,)A’ + ptA( 0"

In this way, the algorithm iteratively learns two new features to best explain the residual matrix
(consisting of the reconstruction error and everything that was previous explained by feature k).
The use of mini-batches is helpful; splitting a feature requires deducing two new features that tend
to be present in subsets of the data points that contain feature k, so it is useful to consider random

subsets of observations separately.
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Algorithm 1 Single split proposal for the IBP

Input: data X € RV*P, binary matrix Z € {0, 1}V*X feature matrix A € R¥*P | and feature index

ke{l,2,...,K} to split

Parameters: batch size M < N, iteration count 7, learning rate schedule {p; : t = 1,2,...,T},

1:

10:

R

and variance parameters 0)2( and O'i (see section 2.1.2)

Factor out all features other than k; i.e. let X’ «— X —Z_;A_;, where Z_j, is Z without column
k, and A_j is A without row k.

Let Sy «— {n € {l,...,N}|zu = 1}, and choose 2 observations nj,n, € S uniformly at
random (while ensuring n; # ny). Initialize a 2 X D matrix A’, whose first row is X/, , and
whose second row is X (where X|, and Xj, are rows ny and n; of the residual matrix X').

fort =1to7T do
Select a mini-batch of M observations from the residual matrix X’; this gives us a M x D
matrix XE 0"
’ ’ /T A Mx2
Let Z{, — X[ A (A’A"T) 1€R 2,
, -
’ T g’ g /T 2xD
Let () — (02, + Zh) Z]X() € B>,
Update A’ «— (1 — p,))A" + p,AEI).
end for
Stack A_; and A’ vertically into a (K + 1) X D matrix A*.
return A*

5.2 Multiple Random Restarts

In practice, algorithm 1 is highly sensitive to the initial choice of the seed observations n; and n;.

Furthermore, the algorithm only outputs a new feature matrix A* and not a corresponding Z*, and

it does not requires that A* be conducive to a binary factorization. (For example, the rows of A’

might be suboptimally scaled or rotated, for the objective of constructing a sparse binary Z'.) To

fix these problems, algorithm 2 uses multiple runs of algorithm 1 to find an optimal split while also

producing a new binary Z matrix.

The inner for-loop in algorithm 2 simply runs algorithm 1 N, times and chooses the new feature

matrix A®) that results in the lowest non-sparse reconstruction error. In the outer for-loop, the

algorithm scales AY) to make it conducive to a sparse factorization, and produces the optimal
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Algorithm 2 Split proposal for IBP, with multiple restarts

Input: same inputs as algorithm 1
Parameters: same parameters as algorithm 1, plus a number of sparse tries N; and a number of
non-sparse tries N

1: fori =1to N; do

22 forj=1toN;do

3 Let AE’J.)) «— output of algorithm 1.

i DT (@) AT\ i A0 |

Let Z))  XA() (AEJ))AEJ)) ) and let e(}) HX - ZEJ)>AEJ))H2'
Let j* « arg min; eg)) and let AY) AE;)*).
Use a local search algorithm to optimally scale each new feature in A?) by a scalar constant,
in order to best enable a sparse binary factorization.
forn=1to N do
; Let Z, « argmin,e (g jyx ||X,, - zA(i)||2.
10:  end for
11:  Define Z® € {0, 1}V*K by stacking Z, . . ., Zy vertically. Let e « ||X - Z(i)A(i)||§.
12: end for
13: Let i* « argmin; e®, and let (Z*, A*) «— (Z), A),
14: return (Z*, A*)

4
5. end for
6
7

° *®

binary Z®) matrix. (This step might benefit from a strategy of rotating the feature basis to enable a
sparser representation, as discussed in [38].) Finally, the algorithm returns the pair (Z®, A?¥)) (out
of i = 1,..., N;) that minimizes the norm of the error X — ZA®. The necessity of using multiple
restarts N1 > 1 in the outer loop is discussed and demonstrated empirically in section 6.5, which
uses N; = 5 and N, = 10 for empirical tests.

The implementation of step 7 of algorithm 2 is intentionally left unspecified, as it could be done
in multiple ways. In practice, this step was implemented as follows: For any matrix A € REK+1DxD
let z(A) := argmingg g yvxxen [|X — ZA||§; this can be computed by brute force by checking all
2K+1 possible values for each row of Z. Let e(A) = minge o v+ [ X — ZA||§ =|IX- z(A)A)||§.

For each of the two new features in the matrix A®), we can perform a local search by iteratively
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scaling the feature by exp(+f;) for several steps s = 1,2,...,S while letting 85 — 0. (The
experiments in section 6.5 simply used S =5, 81 = 1, and B4 = %,BS for each s.) At each step, if
scaling the feature by exp(+f;) produces a lower error e(A), then we replace the feature with the
rescaled version and continue iterating. Finally, we also try scaling each of the two new features
by +1 and apply this local search for each combination of signs of the two features.

While algorithms 1 and 2 do not have a theoretical justification, they are heuristics that seem
to work reasonably well in practice. Future work on these algorithms could focus on justifying
these or similar approaches more rigorously in a Bayesian framework, or on combining algorithm 2
with explicit Metropolis-style acceptance criteria to convert the heuristic into a more MCMC-based

move in the posterior distribution.
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Chapter 6

Experiments

This chapter presents the results of experiments testing the multimodal lower bound, the kernelized
Stein discrepancy, and split proposals, using two simple synthetic datasets. (We tested on synthetic

data in order to focus on regimes in which there are multiple known factorizations.)

6.1 Synthetic Datasets

To test the methods and evaluation metrics presented in this paper, we set up simple synthetic
datasets that admit multiple distinct factorizations. We constructed the following two datasets,

which were inspired by the bars datasets of [13, 17]:

1. “Correlated bars” data: This data incldues N = 1000 observations with dimension D = 9,
generated using K = 6 features. Figure 6.1 is a visualization of the features A, which include
3 horizontal bars and 3 vertical bars. (Each feature is a vector in R® consisting of three 1’s

for the bar and six 0’s everywhere else.) In the Z matrix, each feature was present in around
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Figure 6.1: Illustration of the 6 features used to generate the correlated bars dataset.

5% of the dataset, and the feature occurrences were independent with the caveat that features
1 and 4 co-occurred in 4% of the observations and each occurred alone in around 1% of
the dataset. The final data was generated as X := ZA + €, where € € RNXD consists of
isotropic Gaussian noise with standard deviation oy = 0.5; this parameter choice was based

on [16, 15].

Figure 6.2 provides an alternate feature set that also explains the data reasonably well. This
factorization combines the two features that tend to co-occur very often. In the corresponding
Z matrix, any observation contains the combined feature if and only if it was constructed
using feature 1 or feature 4 (or both). While this feature set provides a lower-dimensional
representation, it explains the data somewhat less well, because it does not correctly account

for the 2% of observations that contain only feature 1 or only feature 4.
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Figure 6.2: Illustration of an alternate feature set that also explains the correlated bars
data well.

. “2-bars” data: This simpler dataset was generated with 2 features, N = 1000 observations,
and dimension D = 9. Figure 6.3 depicts the true features A, consisting of 1 vertical bar and 1
horizontal bar. (As before, each feature is a vector in R” consisting of 1’s at the bar locations
and 0’s in the empty spaces.) In the Z matrix, the first feature occurs exactly 100 times (10%
of the dataset), and the second feature occurs 50 times, and every observation containing
feature 2 also contains feature 1. (So, there are 50 observations containing only feature 1, 50
observations containing both features, and 900 observations with neither feature.) As before,
the final data was generated by taking the product ZA and adding independent noise with

standard deviation oy = 0.5 to each entry.

Figure 6.4 illustrates an alternate feature set A’ that explains the data equally well. Feature 1

in the new factorization is the sum of both features from the old factorization, and the new
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Figure 6.3: Illustration of the 2 features used to generate the 2-bars dataset.

feature 2 is the negative of the old feature 2. This explains the data equally well because
any observation containing both of the old features can be thought of as just containing
feature 1 in the new representation; and any observation containing only feature 1 in the old

factorization can be thought of as containing both features in the new factorization.

6.2 Testing Correctness of Variational Bound

To verify computationally that the lower bound presented in 3.4 is correct, we compared that closed-
form lower bound against a Monte Carlo estimate of E,[log p(W, X)—log g(W)] = ELBO(A), which
can be obtained by drawing a large number of samples W), W®, . W) i g and computing
% Zle (log p(W(s), X) — q(W(S))). To get a finer test of correctness, we also compared expectations
of specific terms of the ELBO.

As an example, table 6.1 includes the results of a few of these tests for the correlated bars
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Figure 6.4: Illustration of an alternate feature set that explains the 2-bars data just as
well as the “true” features.

dataset, for hyperparameter values that matched the values used in section 6.3 below. These results
are for 3 variational approximations: (1) a highly peaked unimodal approximation centered at the
first factorization from section 6.1, (2) a highly peaked unimodal approximation centered at the
second factorization, and (3) a 50-50 multimodal mixture of those two distributions.

As we would hope, the closed-form expressions seem to be correct estimates for most of the
individual terms, and are lower bounds for ELBO[A], E,[log p(Z | v)], and H[q]. The lower bound
is notably less tight for the mixture distribution; for example, the entropy lower bound is off by
around 9.9 for mode 1, 12.6 for mode 2, and 30.4 for the mixture. Unfortunately, this could imply
that the closed-form lower bound might not sufficiently reward multimodal distributions for being

highly entropic. This phenomenon is discussed in detail below.
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Mode 1 Mode 2 50-50 Mixture

Lower Bound Monte Carlo Lower Bound Monte Carlo Lower Bound Monte Carlo
ELBO[A] -98763.4 —98749.0 + 6.1 -90635.2 —-90616.2 +4.7 | -94716.675 —94639.9 +40.7
E[log p(v)] 4.8 4.8+0.0 8.7 8.7+0.0 6.8 6.8+0.0
E[log p(A)] -89.3 -89.3+0.0 -91.8 -91.8+0.0 -90.6 -90.6 £ 0.0
El[log p(Z | v)] —32874.0 —32869.5 +6.2 —23657.6 —23650.6 +4.7 —28265.8 -28213.1 +46.1
E[log p(X|Z, A) —-65595.5 65595.4 £ 0.1 —-66722.7 —-66723.4+0.4 —-66159.1 —-66165.4+5.6
Hlq] -209.4 —-199.5+0.2 -171.8 -159.2+0.2 -208.0 -177.6 £0.2

Table 6.1: Results of tests of correctness of the lower bound from 3.4, for the correlated
bars data. The table includes closed-form lower bounds and Monte Carlo estimates of
the ELBO and its component terms (along with standard errors), for peaked variational
distributions around each of the two variational distributions from section 6.1, and a
50-50 mixture of those two modes. Each result is presented up to 1 decimal place, for
brevity.

6.3 Multimodal Variational Lower Bound

We used the synthetic datasets from above to test how multimodal posterior approximations (of the
form presented in chapter 3) perform in terms of the ELBO and entropy bounds from section 3.4.

Figure 6.5 illustrates the ELBO and entropy bounds for the correlated bars dataset, for each of
the two factorizations from section 6.1 and bimodal mixtures with varying weights. The model
hyperparameters were chosen to be oy = 0.5 (the true value used to generate the data), o4 = 2
(which was large enough to provide a very weak prior on A), and @ = 0.5 (following [16, 15]), and
the truncation was set to K = 6. For each factorization, the variational distribution was chosen to
be very peaked around that factorization, as this produced the best lower bound. (We also ensured
Tukj > 0.5foreverym € {1,2,..., M}, k € {1,2,...,K},and j € {1, 2}, to satisfy the assumptions
of the lower bound in section 3.4.)

We can see from the second subplot that the second factorization is notably more entropic
because it uses a smaller number of features. Based on the Monte Carlo simulations, a multimodal

mixture with both factorizations does have a slightly higher entropy than either unimodal distribution
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in isolation. Unfortunately, this is not captured by the closed-form lower bound (the blue line),
which is worse for the mixture distributions. This could imply that the bound derived in section 3.4
might not be effective at rewarding highly entropic multimodal distributions, even though the ELBO
does so. Furthermore, because the entropy term is dwarfed by the prior and likelihood terms, the
ELBO is still maximized by using the second distribution alone.

Figure 6.6 shows result of a similar test with @ = 2 (instead of @ = 0.5), to illustrate how the
concentration parameters affects the results. The closed-form entropy bounds are almost identical
to the entropy bounds (differing by < 0.002) when @ = 0.5. The new variational lower bounds are
also reasonably similar to the @ = 0.5 case, differing by 13.63 for mode 1 and 27.162 for mode 2.

Figure 6.7 depicts the equivalent results for the 2-bars dataset, using the same hyperparameters
as above and a truncation of K = 2. As before, the entropy is improved slightly by using a
multimodal variational posterior rather than either mode in isolation. Fortunately, in this case, the
closed-form lower bound captures this change in the entropy, as the shape of the entropy bound
mimics the shape of the Monte Carlo estimate (up to a constant shift). Moreover, since the two
factorizations are carefully built to have identical likelihoods and nearly identical prior terms, the
entropy change is large enough that a multimodal posterior produces a slightly better lower bound
than either mode alone. (Note that the improvement is fairly small, despite looking large in the
figure; the lower bound is —7251.730 for the first factorization alone, —7252.365 for the second
factorization alone, and —7251.330 using the optimal 60-40 mixture of the two factorizations, an
improvement of just 0.4 log points.)

In conclusion, in both toy examples, multimodality only slightly improves the entropy term of

45



—50000 . .

— Lower bound on ELBO
—— Straight line
@ Optimum
—92000 |-
—94000 |-
—96000 |-
—98000
—100000 L ‘ L L
0.0 0.2 04 0.6 0.8 1.0
Weight on mode 1
—150 T T T T
— Closed-form lower bound on entropy
— Monte Carlo estimate of entropy
~160 — Straight line |
~ ——  Straight line
—170
—180
—190
—200 !
_2 ] 0 1 1 1 L
0.0 0.2 0.4 0.6 0.8 1.0

Weight on mode 1

Figure 6.5: Lower bound on the ELBO and on the entropy for the correlated bars
dataset, using the two factorizations described above and multimodal mixtures of the
two. Each plot includes a straight line connecting the two endpoints for comparison
(though the two curves in the ELBO plot are nearly identical). The second plot includes
both the closed-form lower bound on the entropy and Monte Carlo approximations
(with 1-standard-deviation error bars in black).
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Figure 6.7: Lower bound on the ELBO and on the entropy for the 2-bars dataset,
using the two factorizations described above and multimodal mixtures of the two.
Each plot includes a straight line connecting the two endpoints for comparison. The
second plot includes both the closed-form lower bound on the entropy and Monte Carlo
approximations (with 1-standard-deviation error bars in black).
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the lower bound, and this term is dwarfed by the rest of the ELBO. Multimodality fails to improve
the ELBO (relative to just using the single better mode alone) for the correlated bars data. For
the 2-bars data, although multimodality produces a small ELBO improvement, this is an artifact
of the existence of two factorizations of almost identical quality for this dataset; this condition is
unrealistic and would tend not to hold for actual data. In addition, in cases where the different
factorizations have significantly different entropies, the lower bound presented in section 3.4 is very
loose for mixture distributions; this may make the bound less effective at evaluating the quality of
mixture distributions in those circumstances.

The empirical failure of the multimodal variational family to significantly improve the lower
bound is supported by the theoretical results in section 3.5, which demonstrate that a mixture of

distributions typically cannot produce a much higher ELBO than the best mode alone.

6.4 Stein Discrepancy

We tried computing kernelized Stein discrepancies between variational approximations and the

true posterior for both synthetic datasets above, using a radial basis function kernel k(W, W’) =

_IW-w'?

352 ) (for various constants o > 0); this kernel function choice is justified in sec-
k

exp (
tion 4.1.1. These computations ran into a few issues.

First of all, the distribution of «,(W, W’) tended to be very right-skewed, and the empirical
mean was dominated by very rare large samples. This led to very erratic tests and extremely

large error bars. To solve this problem, for each test, we set a maximum value 7" and rounded

all values of «, above T down to T. (So, the empirical mean was an unbiased estimate of
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E, [min{Kp(W, W), T}] < E, [KP(W, W’)] , and provided a much more tractable lower bound on
the quantity of interest.)

Moreover, the Stein discrepancy computations often produced very counter-intuitive results. As
we would hope and expect, multimodal mixture distributions often had lower Stein discrepancies
than simple unimodal approximations. However, puzzlingly, there were many cases where using a
totally incorrect factorization led to a very good KSD value; for examples, the Z and A matrices
from the correlated bars dataset often exhibited very low Stein discrepancies on the 2-bars dataset,
even though that factorization did not explain the data well at all.

Table 6.2 provides a more complete set of results for several tests on the two synthetic datasets.
We can see that the 50-50 bimodal posterior discrepancy is generally lower than the average of the
two unimodal discrepancies, and is sometimes lower than both unimodal discrepancies. However,
as we see in the rightmost column, a totally incorrect factorization sometimes performs better than
any of the other posteriors. While the KSD estimates are imperfect empirical averages, the numbers
sometimes differ by multiple orders of magnitude, making it unlikely that this difference is merely
a result of small sample sizes.

These empirical results may indicate that the kernelized Stein discrepancy over-emphasizes
high entropy and under-emphasizes fitting the data well. (This is an opposite of the problem with
the ELBO, which tends to prefer very peaked distributions that explain the data well.) Although
further theoretical and empirical work would be required to test this hypothesis, this could imply
that the KSD might not be an effective measure of posterior approximation quality on its own.

Given the generally opposite tendencies of the ELBO and the KSD, it could be reasonable to use
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Kernelized Stein Discrepancies
Factorization
Dataset ‘ Ok ‘ T Mode 1 ‘ Mode 2 ‘ 50-50 mixture ‘ Wrong Factorization
2 bars 10 | 102 | 1.58 x 10?1 | 2.21 x 102! | 1.65 x 102! 6.26 x 1016
2 bars 1 | 102 | 1.98x 10%! | 2.28 x 10! | 9.85 x 102° 6.26 x 1016
2 bars 0.1 102 | 7.71 x10Y | 2.76 x 10¥° | 2.13 x 10" 1.52 x 10"
correlated bars | 10 | 102! | 5.60 x 10'7 | 1.03x 10?2 | 1.27 x 10"° 4.76 x 1020
correlated bars | 1 | 102! | 3.46 x 10'7 | 4.16 x 101 | 3.12x 10" 3.85 x 102

Table 6.2: Empirical kernelized Stein discrepancies (with the RBF kernel) for varia-
tional approximations on the two datasets, each tested using two different factorizations
(mode 1 and mode 2), a 50-50 weighted bimodal posterior, and a factorization from the
opposite dataset. Tests were run across a range of values of the RBF kernel parameter
o and the threshold T for cutting off large values.

some combination of the two metrics to balance the goals of fitting the data well and rewarding

highly entropic approximations.

6.5 Split Proposals

The split proposal algorithm 2 is fairly slow, but it often generates “correct” feature splits that help
explain the data. Figure 6.8 demonstrates that for the correlated bars data, algorithm 2 was able
to recover two separate bars when given a feature set with the first horizontal and first vertical
bars combined. (The algorithm was run on the first feature, with batch size M = 100, iteration
count 7 = 2000, constant learning rate p; = 0.01, ox = 04 = 0.5, N| = 5 sparse iterations, and
N, = 10 non-sparse iterations.) The log likelihood log p(X | Z, A) was —66717.19 before the split
and —63920.20 after the split; in contrast, the log likelihood using the true Z and A matrices was

only —65589.68, implying that the features generated by algorithm 2 (over-)fit the data even better
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Figure 6.8: Illustration of the feature set outputted by algorithm 2, when given the
feature matrix from figure 6.2 and asked to split the first feature, with Ny = 5 and
N, = 10.

than the true generating features do.

Figure 6.9 displays the output of the same algorithm on the same dataset, with Ny = 1 and
N> = 50. (So, the algorithm just uses 50 tries to find the best non-sparse factorization and attempts
to convert it into a sparse factorization, instead of searching over multiple sparse factorizations.)
This demonstrates why using multiple sparse tries Ny > 1 is helpful; if N; = 1, the algorithm
finds two new features that span the correct subspace of R, but are not conducive to a binary
factorization of the data. (For example, there would not be any convenient way to represent the top
horizontal bar as a binary linear combination of the new features.)

So, despite the lack of a theoretical guarantee or a proper Bayesian framework, algorithm 2
does seem capable of providing meaningful feature split proposals. Further experiments on more

complex real data would be necessary to validate the performance of this algorithm.
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Figure 6.9: Illustration of the feature set outputted by algorithm 2, when given the
feature matrix from figure 6.2 and asked to split the first feature, with Ny = 1 and
N, = 50.

53



Chapter 7

Discussion and Conclusions

This work presented several approaches for dealing with posterior uncertainty and multimodality
in Indian buffet process inference. While we have not presented a complete end-to-end inference
algorithm, the ideas here could lay a promising foundation for multimodal approximate inference
for the IBP.

Chapter 3 presented a new variational family for the Indian buffet process (IBP) that enables
posterior multimodality, and derived a lower bound on the ELBO for this family. The experiments
in section 6.3 demonstrate that while multimodality does have the capacity to improve posterior
entropy, it typically does not improve the complete ELBO relative to just using the single better
mode in isolation. Because the ELBO does not significantly reward more entropic distributions that
cover more of the posterior, it may not be an adequate measure of approximate posterior quality on
its own.

In chapter 4, we discussed the kernelized Stein discrepancy (KSD) as a potential alternative

evaluation metric for approximate posterior distributions, and laid out details on how the KSD can
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be applied to the approximation presented in chapter 3. While the Stein discrepancy also seemed
promising, it empirically seems to place foo much of a weight on entropy (see section 6.4), in
contrast with the ELBO. This suggests that some combined approach using both the ELBO and the
KSD might be a helpful heuristic for evaluating variational approximations.

Finally, chapter 5 presented heuristics for splitting features for the IBP, in order to discontinu-
ously “jump” to better factorizations. Empirical tests on synthetic data in section 6.5 demonstrate
that these split heuristics are often practically useful for finding alternate factorizations. Existing
work on this topic is notably scant, and further research on split-merge heuristics could help improve

IBP inference in practice, even in the absence of theoretical guarantees.

7.1 Future Research Directions

There remains a significant amount of work to be done to improve posterior inference for the IBP.
The research presented here offers fertile ground for future research related to characterizing IBP

posterior uncertainty:

* Inference for the variational family in chapter 3: This paper presents a new variational
family for the IBP but does not provide an algorithm for inferring the parameters of that
family. Additional work on optimizing the ELBO for this model could be very useful. For
example, we could try to apply automatic differentiation variational inference (ADVI) [23],
a recent approach for automatically optimizing the variational objective. In addition, black-
box variational inference (BBVI) [36] is another relatively new approach that uses noisy

gradients computed from samples from the approximate posterior to optimize the variational
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objective; this could provide another possible method for optimizing the variational lower
bound. It would be worthwhile to explore these or other approaches for optimizing the

existing variational objective.

Variational inference using a-divergences: Given the problems with the evaluation metric
KL(q || p) (discussed in sections 3.5 and 6.3), it would be useful to examine alternate diver-
gences to evaluate approximate posteriors. A recent paper [24] extends variational inference
methods to Rényi’s a-divergences, a larger class of divergences that can smoothly interpolate
between forcing the variational posterior ¢ to find one good mode (like KL.(q || p)) and forcing
q to be capture all uncertainty in p. This would help address many of our concerns with
traditional variational inference schemes. In addition, recent research [18] has demonstrated
that BBVI can be used for stochastic minimization of a-divergences. Applying these a-
divergence minimization algorithms to the multimodal variational approximation presented

in chapter 3 offers a promising avenue for future research.

Wild variational inference: Chapter 4 and section 6.4 discuss some of the costs and benefits
of the Stein discrepancy metric. If we do conclude that it is a reasonable measure of
approximation quality, we can apply the wild variational inference algorithm [25] to tune
variational parameters to stochastically optimize the KSD. This offers a path for future work

on producing KSD-optimal multimodal variational posteriors in IBP inference.

Further work on split-merge proposals: Chapter 5 details an algorithm for split proposals, but
does not delve into merge proposals, which could be important for removing redundancies
or finding multiple solutions. To fill this gap, it would be helpful to develop heuristic
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algorithms for merge proposals. Along similar lines, future work on rigorously justifying
these split-merge heuristics in a Bayesian framework or incorporating them into an explicit
Metropolis-Hastings algorithm would be very useful in achieving theoretical guarantees of

correctness.
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Appendix A

Multimodal ELBO Derivation

To derive the result in equation (3.3), we simply need to compute or bound each of the expectations
in equation (3.2). We assume that Vm,m’ € {1,2,...,M}, Vk € {1,2,...,K}, Tok1 + Towr1 > 1

and T2 + Tk > 1.
1. We can compute E,[log p(vi | @)] by substituting the Beta(a, 1) density for vy:
E,[log p(vi | @)] = E, [log(avg_l)] =loga + (a — 1)E4[log v]

M
= loga + (a - 1) Z W (W(kal) - lp(kal + kaZ))
m=1

I'(x)
I'(x)’

where ¢ is the digamma function defined as y/(x) = and the last step uses the following

result:

Eqllogvi] = E¢[Eq[log v | 1] = Byl (Tsk1) — ¥ (Tix1 + Tyk2)]

M
= Z Win (W (Tmk1) — ¥ (Tmk1 + Tmk2))

m=1
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2. For the features Ay, we simply substitute in the normal density p(Ay | 0'1%) = N(Ag; 0, a'il):

2 _ 2\ P2 1 T
Ey[log p(Ax | 0y)] = E,4 |log (ZnO'A) exp —PAkAk

A

[ D 2 1 T
=E ) log(27r0'A) - PAkAk

A

LS

D 1
=21 (2 2)——15 A AT
5 08| 2Tt0 4 20% q[ k k]
1

200

M
Wi (Kka;k + trace(d)mk))

m=1

D
=5 10g(27r0'/§) -

NI}

where the last step relies on the following (applying iterated expectations while conditioning

on the mode choice J):

By [AKAT] = By [E,[AAL 17]] = By | KAy + trace(@y) |

M
= Z Wi (Kka;k + trace(tl)mk))

3. For the term with the Bernoulli random variables z,,;:

Ey[log p(zuk | mi)] = Eglzak log i + (1 = zui) log(1 — 7 )]

k k

k
Znk log 1—[ vi+ (1 —zu)log| 1~ H vj (because m; = H vj)
j=1 Jj=1 Jj=1
k k

E, anzlogvj + (1 = z)log| 1 - rlvj J
Jj=1 j=1

k

Eylznk | 7] Z B, [logv; | J] + (1 = Bylzax | J1) By | log| 1 -
Jj=1 j=1

V/ J

—

where the last step relies on the conditional mean-field assumption that the latent variables

are conditionally independent given the mode choice J. We can compute most of those
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conditional expectations explicitly using the conditional variational distributions:

k k

Eq[log p(zuk | k)] = Bq | Vink Z (W (tsj1) =¥ (y1 + 7752)) + (1 = Vi) Eq | log [ 1 = l_[vj

= j=1
k

M k
= Z Win | Vinnk Z W (k1) = ¥ (Tmic1 + Tmk2)) + (1 = vinnic JEq | log | 1 - nvj J=m
m=1 j=1 J=1

The term E, [ log (1 -I1 j?:l v j) ‘ J = m] cannot be computed exactly; we can use the following

lower bound [derived in 11, 12]:

k k -1 &
E,|log l_nvj J=m ZZq;nkjlﬁ(ij2)+Z Z dmie | (Tmj1)
J=1 Jj=1 j=1 \t=j+1
k[ k k
—Z Zkaf ¢(ij1+ij2)—26]mkj10gquj (A.1)
=1\ =) j=1

where

j-1 j
Gmkj © €XP (¢(ij2) + Z Y (Tmer) — Z U (Tmer + Wz)) G=12...k)
=1 =1

where the k1, gmi2s - - -» @mkk’ s are normalized by a constant such that g,,,; is a valid distri-
bution, and ¢ is the digamma function. (In practice, we normalize manually by computing
each g,x; and summing over j.)

k

Substituting that lower bound on E, [log (1 =115

v j) )J = m] into the expectation above

gives us a complete lower bound on E,[log p(zux | mx)].
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4. The expected value (with respect to g) of the log likelihood is:

E,[log p(X, | Z, A, 03)] =

1
-— (X, - Z,A)X, - Z,A)"
20'X

Eq 10g((27r0')2()_0/2 exp

D 1
= Eq _3 10g(27ro-}2() - 20_2 (Xn - ZnA)(Xn - ZnA)T

X
——91 2o —LXXT iE ZAXT—LE Z,AATZT
—Zog(ﬂo'x)zznn"'zq[n]n 2‘1[" n]

Ox Ox Ox

M
1 —_
== 2 log(2n02) - X X7 + — (Z Wor O Vinnk A
m=1 k

M
_ % (Z Wi lz Vinnk (kaK;k + trace((I)mk)) Z Z ankank'AmkAmk'
X

m=1 k k'+k

XT

where the last step in the derivation uses the following two expectations:

M

Al = ZEq[anAk Z Ey[BylznkAx | J]1] = Z By[vinkAse] = Z WinVink Ak
k % k. m=1
M
= Z Wm Z ankak
x

m=1

E,|Z,AATZ]] = (Z ZuAx

Z Z"kAk = Z Z B, [anznk’AkAi;]
k k'
- ZEq [Z”kAkA Z Z Eq| anan'AkA /]
k

k'#k

= ZE oz AKAL 1 T]] Z Z Eg|Bqznkzni AxAL | ] ]

k'#k

— =T — —T
= Z Eq [ank (A]kAJk + trace((l)]k))] Z Z E [V]nkVJnk/A]kA]k/]
k

k'+k

M
— T — =T
= Z Wm [Z Vmnk (AmkAmk + trace(q)mk)) +2 Z Z ankvmnk’AmkAmk/

k k k'#k

5. Finally, the entropy term does not have an exact closed-form expression, though we can

61



produce a lower bound using Jensen’s inequality:

H[q] := —E4[log (W[ 2)]

log(ZWmH(qmu m)- (A | J =m)- ﬂq(znku m>m

m=1
> ~log|E, Zwml—[ (g(vku =m>-q(Ak|J=m>-]‘[q(znku:m))])
— —tog| > waB,|[ | (q(vk T =m)- a(Ax|J = m)- ﬂ e | = m))])
m[;l »k;l
= —log Z Wil H (Beta(Vk§ka1, Tmk2) - N(Aks Ak, Prnic) - l—[ vk (1 - ank)l—znk)])

n=1

3
I}
~

| k=1
We can use iterated expectations by conditioning on J to evaluate the inner expectation, since

all variables are conditionally independent given J.

F(kal + kaz) kal 1(1 )kaz—l J:|
F(kal)r(kaZ) k
(it + Tik2) [ T(@en + i) o] 1 Tl -
= (1 —wp)WR™0 ey 7] = )20 dyy,
C(tu )T (tik2) Jo T(rpe)T(trx2) Uk k
_ L@kt + Tk2)  T@nn + 7ik2) D@kt + Tkt = DU(@k2 + Tnkz = 1)
F(nuc )T (tni2) D)l (tyk2) T + Tkt + Tie2 + Tk — 2)

Ey[Beta(vi; Timk1, Tmk2) | J] = E [

i
X/ Beta(t k1 + Tkt — 1, Trk2 + Tz — 1) dvg
0

_ D@kt + 7k2) D@1 + 7)) T(@ks + Tkt = DT @k + Tk = 1)
C(Tk )T (T 2) D (T )T (Tre2) L (Trkt + Tkt + Trk2 + Tk — 2)

= {ymk
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[ ank(l - ank)1 “nk |J] =q(zuk = 11I) - Vink + q(znk = 0 J) - (1 = Vipk)
= VYinkVmnk + (1 - VJnk)(l - ank)

= Wimnk

The calculation of j,,x requires the assumption that 7,1 + e > 1 and 750 + Tp2 > 1,
because it relies on integrating the density of a Beta(tx1 + Tyuk1 — 1, Tyk2 + Tmk2 — 1) variable.
(If this assumption does not hold, then E,[Beta(vi; Tpk1, Tmk2) | J] is unbounded, so the lower
bound on the entropy goes to —co.) Finally, computing the expectation of the normal density

term requires some extra care:
-1 e T
O, (A= Au) ¢

_ _ 1 — B — T —
- ) PP [ exp {—5 (A = Ak) @3 (Ax = Aot }-N(Ak;AJk, ) dA

B[ A (A Bt @) [ 7] = @10 221002,

1 _
w3 (A=A

= oy P10 P07 [ expl- (A =R 031 (A - Koi)
)

- % (Ak —Kjk) (I)}]i (Ak —Kjk T} dAy

Focusing in on the inner integral and collecting terms from the exponentials:
e -1 - T 1 — _1 — T
exp{—= (Ak - Amk) D . (Ak - Amk) ~5 (Ak - AJk) D), (Ak - Afk) dAy
1 — =T

X/exp{—— Ay (I)_k+(I)Jk)AT Z(Kmkd),;}(+zjk<1);,1)Ag)}dAk
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Let ¥ = (A, + Ayt | (@) + 7)) Then:
(A=) (@} + ©71) (A =) = A (@7} + @) AT -2 (A7) + A @) AT
-1 -1 T
+‘I’(<I)mk +(I)]k) ¥
So:

I _ _

/exp {—5 (A (@74 + @7} AT -2 (A +A]kq>;,1)A{)}dAk
= [ew -5 (- (@ 4 05l au 0 - (] + @32) #7) s,

1 _ _ _1-1/2
= exp {E‘I’ (@74 + @7 ) ‘I’T} .emP2 @] + @]

_ _ _11/2 1 _ _

X /(27r) D12 |-l 4 ;)| exp {—5 ((Ak ) (@) + @5 ) (A - ‘I’)T)} dA;
D/2 |y—1 —11~1/2 1 - T
-1
x /N(Ak;‘l’, (@7 +@7) )dAk

12

_ 1 _
= 2P @]} + @7l {2‘1’((1) k+<bjk)\1'T}
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Putting the above steps together, we get the following:

EQ[N(Ak;Kmka ‘Dmk) ‘ J] = 27) P | @y || g |/
1 — —T
xexp{—i (Amk(l) A k+AJk(I) AJk)}
1
x 2m)Pl2 |l + o) xp{z‘P((I)_k+(I)Jk)‘I’T}

) B _ _ 112
= ) PP1®,u 202 @) + @

{ 1
Xexp —E

— — -1 _ T
- (B + Rpwy) (@) + @30) (R, +Anej) )}

A @] Amk + AjkckaA,k

= Nimk

Then, we can lower bound the entropy as follows:

N
Hlg] = —log (Z Z WinWm 1_[ ({mm’k’]mm’k 1_[ (Umm’nk)) (A.2)

m=1m'= k=1 n=1

where Cum ks Nmm’k> and Wymrnk are given by the expressions above, and the last step uses the

assumption that the latent variables are independent conditional on J.
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Appendix B

Proofs of Propositions in Section 3.5

As before, we denote the entropy of any distribution g(x) as H[g] = —E,[log q] / q(x)log g(x) dx.

Proposition3.1. Let q1, . . ., gy be distributions over W. Foranywy, . ..,wy > Owith ZM Wi =1,

the mixture distribution Z —1| WmQm satisfies:

M
le Windm
m=1

Proof. By Jensen’s inequality, log(zm ] wmqm(W)) > Z _1 Wm log ¢,,(W) for any W. So:

M M M
H[Z wmqm] =- / (Z wmqmwv)) 1og(Z wmqm<W>) dW

m=1 m=1 m=1
=— Z Win / qm(W) log( Z W' @y (W)) dW

m’=1

— Z Wi / gm(W) (Z Wy log qu(W)) dW
m=1 m’'=1

M
1
<max{H[q1],..., +7 E E KL(gm || gm’)
m'+m
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M M M
H[Z Wi ] <=0 D W / Gn(W) 1og gy (W)dW

m=1 m=1m’'=1

M M

= > W2Hlgnl = Y > wuwiEq, [10g gu (W)]
m=1 m=1m'#¥m
M M

= > W2 Hlgl + > > W (KL(qm || gur) + Hlg])
m=1 m=1m'#¥m
M M M

= Z Wran[CIm] + Z Z WinWi KL(Gm || gmr) + Z Win(1 = wi)H|[gpn]
m=1 m=1m'#¥m m=1
M M

= Z Wi H[qn] + Z Wi Wi KL(Gm || gm)
m=1 m=1m'#m

As before, 2%21 WH|[qn] < max{H|[q1],...,H[gmu]}. Also, since w,, + w,» < 1, we have

Wpr < 1T =Wy, SOWwp < wy(1 —wy,) < }‘. So:

Proposition 3.2. Let q, . . ., gy be distributions over W with disjoint supports. Foranywy,...,wy > 0

with YM_w,, = 1, the mixture distribution Y™_ w,,qm satisfies:
m=1 m=1 q

M
H[Z Wm%n} Z W H Qm Z Wm log Wy < maX{H[Ql] [QM]} + lOgM
m=1
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Proof. We can compute the entropy directly:

M M M
H[Z wmqm] -/ (Z wmqm<W>) log( wmqm<W>) aw

m=1 m=1 =1

M M
== > wn / gmn(W) log(Z wqumf(W)) dW
m=1 m’=1
M
== ) [ an(W) ozl (W) aW
m=1
(because g, = 0 everywhere where ¢,, > 0, for m # m’")

=S [ 4nW) G0z (W) + 10g ) aW

m=1

-- Z i [ (W) 1og (W) W - S oz [ antwyaw

m=1
M
Z ]—Zwmlogwm
m=1

m=1
Let f(wy,...,wy) = — Zn"le wy, logw,,. This is a linear combination of concave functions (as
%(—wm logw,,) = ( logw,, — 1) = _W < 0), so f is concave. If we maximize f
with the constraint Z _1Wm = 1, we get the equation —logw; —1 = —logw, -1 = --- =
—logwy —1,so0w; = wp = --- = wy = % So, max{f(wy,...,wy)} = — nﬂf : MlogM =

M >M logM = log M. This implies that f(wi,...,wy) < logM. Finally, M  w, H[gn] <
max{H[q1],..., H[gm]}, since the left side is a convex combination of H|q],. .., H[gm]. There-

fore:

[Z wmqm} = Z Wit (gl + fOr1,. .. wa) < max{H[gi]...., Hlgu]} +log M
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Corollary 3.3. Let p be a distribution over W, and let ELBO[q] = E,[log p(W) — log g(W)] for
any q. Let qy, . .., qu be distributions over W, and let wy, ..., wy > 0 with Znﬂle wy, = 1. Then,

the mixture Zfrfz | Windm Satisfies:

ELBO

-bl>—‘

M
Z D KL(Gn |l gn)
m’'+m

> wmqm] < max{ELBO[qi),..., ELBO[qu]}

m=1

Furthermore, if q1, . . ., qu have disjoint supports, then:
M
ELBO Z wmqm] <max{ELBO|qi],...,ELBO[qy]} +logM
m=1

Proof. For convenience, let g = Z _1 Wmqm. Using the definition of the ELBO:

ELBO[q] = Eq[log p(W) — log ¢(W)] = E4[log p(W)] + H|q]

= [ atWytogp(W)aw + gl = [ (Z wmqm(W>) log p(W) dW + H[q]

m=1

M M
= > [ an(W)logp(W)aW + Hig] = Y w5y, llog pOW)] + HId]

m=1 m=1
From the proof of Proposition 3.1 above, H[g] < 2%21 WinH[gm] + 7 Z _1 2mrm KL(Gm || @)

So:

M M
1
ELBO[q] < Y wnE,, [log p(W)] + Gm] + = KL(Gm || g
[4] snllog (W) mZI 4;2 (g Il )

M
Z D KL(Gn || gn)
m=1m'#+m

1 M
LBO CIm n Z Z KL(qm ” CIm
m'£m

4>|~

Wwin (Eq,, [log p(W)] +

S ib”ﬂa e

m=1 4
1 M
< max{ELBO[q], ..., ELBO[qu]} ‘_‘mzz Z;J KL(gm || gm)



Similarly, if we instead apply Proposition 3.2 in the special case where qj, . . ., gy have disjoint

supports, we get the following inequality:

ELBO

M
Z wmqm] < max{ELBO[qi), ..., ELBO[qu]} + log M

m=1

[
Proposition3.4. Let py, . . ., py be distributions over W, and let wy, . . ., wy > Owith va‘z/[:l Wy, = 1.
Let p(-) = an/lzl WiPm (). Then, KL(py || p) < —logwy.
Proof. We can compute the KL divergence from the definition:
M
KL(p1|p) = Ep,[log p1(W) —log p(W)| = —H[p1] - E), IOg( mem(w))]
m=1
< —H[p1] - Ep,[log(wip1(W))] = —H[p1] — logwi — Ep, [log p1(W)]
= —H[p1] - logwi + H[p1] = —logw;
where the inequality simply arises from the fact that Z%:l WimnPm(W) = wipi(W). [
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