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Abstract

Microfinance is an increasingly important tool for poverty alleviation, but it is difficult for

lenders to discern the creditworthiness of potential borrowers with limited credit history. To

address this challenge, York et al. constructed elicitation mechanisms that incentivize com-

munity members to give truthful reports on potential borrowers when reporting indepen-

dently [1].

We extend the York et al. model by allowing recommenders to collude with one another

and have intrinsic preferences over borrowers. Our model of recommender utility combines

profit in the scoring rule literature and intrinsic preferences in the social choice literature,

thus connecting the problems of knowledge elicitation for lending and social choice.

We use deep learning to find collusive strategies for recommenders, which we believe to be

a novel approach to studying collusion in the context of decision scoring rules. We develop

methods of statistical machine learning for detecting collusion, and we test their efficacy on

the learned collusive strategies.

Lastly, we study the coevolutionary dynamic between colluders and collusion detectors

using generative adversarial networks (GANs).
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1
Introduction

1.1 Overview

Access to capital is an important tool forpoverty alleviation. As such,microfinance—financial

services provided to thosewho lack access to traditional banking—has grown significantly on

the global stage [2]. A persistent problem, however, is that candidate borrowers for micro-

finance typically have minimal formal credit history, thus making it difficult for lenders to

discern the creditworthiness of potential borrowers.

One approach to address this challenge leverages the collection of personal information—

even including calls, emails, and other usage data on smartphones—to select borrowers [3].

However, this approach may disadvantage people from certain demographic groups, while
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also potentially advantaging people who learn to game the tracking system.

Another approach elicits information from community members on how likely they be-

lieve borrowers are to repay a loan. For example, in a field study of Witkowski and Parkes’

Robust Bayesian Truth Serum—which rewards recommenders by considering how their re-

ports compare to others’ reports [4]—Hussam et al. found that RBTS reduced incentives for

recommenders to lie on behalf of family members, but not entirely [5].

Recently, York et al. created new community knowledge elicitation mechanisms that in-

centivize truth-telling by compensating recommenders based on the borrowers’ actual repay-

ment outcomes [1]. We study their approach of creditworthiness elicitationwith verification

of outcomes.

1.2 York et al. model overview

In the York et al. model, a lender has a set of candidate borrowers and wishes to decide which

borrowers should receive a loan. To do so, the lender recruits a set of recommenders to give

reports on the borrowers, where each recommender reports her belief on the likelihood with

which eachborrowerwill repay a loan. The lender then aggregates the recommenders’ reports

to form beliefs on each borrower’s likelihood of loan repayment. The lender allocates loans

to those with likelihoods above a profit threshold, subject to a possible liquidity constraint

on themaximumnumber of loans the lender is able tomake. The lender then observeswhich

borrowers endup repaying their loan and, taking into account this information, compensates

the recommenders for their reports. An elicitation mechanism defines a lender’s methods of

belief aggregation, loan allocation, and recommender compensation.

York et al. construct elicitation mechanisms for lending, which respect the lender’s con-
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straints and incentivize recommenders tomake truthful reports, assuming that recommenders

act independently and have no intrinsic preferences on borrowers. We present the York et al.

model and results in more detail in Chapter 3.

1.3 Our contributions

We contribute to the literature by considering collusive behavior and collusion detection in a

social knowledge elicitationmechanism presented York et al. [1] when some of their assump-

tions on recommender behavior are removed. Namely, we allow recommenders to collude

with one another and have intrinsic preferences on borrowers.

Inspired by the social choice literature, we present a model of recommender utility that

takes into account both the payment of the elicitation mechanism and recommenders’ own

preferences over borrowers. We note that our model of utility interpolates between profit in

the scoring rule literature and intrinsic preferences in social choice, thus linking the problems

of creditworthiness discernment and social choice. Conceptually, the York et al. mechanisms

may be considered multi-winner voting rules equipped with scoring rules.

We use neural networks to learn collusive behavior, whichwe believe to be novel in the spe-

cific context of scoring rules. Our neural network architecture takes as input the colluders’

preferences over borrowers and outputs what the colluders should report to the elicitation

mechanism to maximize their utility. We find that our model yields predictions of collusive

behavior that are reasonable. For example, we find that the neural network learns behavior

that matches the theoretical results of York et al. when recommenders have no intrinsic pref-

erences. We also find that recommenders learn to over-report the likelihood that a borrower

repays a loan when they prefer that borrower and the borrower would not otherwise be eligi-
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ble for a loan. However, we find that when many reporting strategies are optimal, the neural

network does not always pick the most intuitive approach.

We then develop techniques using machine learning and statistics to detect which recom-

menders are collusive. We successfully train a neural network that takes as input recom-

mender reports and outputs classifications of whether each recommender is collusive. We

also apply statistical techniques to identify outliers in recommender reports, and we find

that these techniques are also effective in detecting collusion when the number of colluders

is small.

Lastly, we apply generative adversarial neural networks (GANs) to understand the coevo-

lutionary dynamic between colluders and collusion detectors, which is also a novel contribu-

tion. We find that the collusion detector learns to punish the colluders formisreporting, thus

incentivizing colluders to give truthful reports despite their intrinsic preferences.

1.4 Thesis structure

In Chapter 2, we provide background and a brief review of related work. In Chapter 3, we

present and comment on York et al.’s model for the creditworthiness elicitation problem. We

extend themodel by allowing recommenders to hold intrinsic preferences over the borrowers,

as well build coalitions to collude. InChapter 4, we then use deep learning to learn coalitions’

collusive strategies under the assumptions of our model. In Chapter 5, we present statistical

and deep learning methods to detect collusion. We study the efficacy of the detection tech-

niques on the learned collusive strategies from the previous chapter. In Chapter 6, we study

the coevolution of coalition and collusion detector strategies using generative adversarial net-

works. Finally, Chapter 7 concludes and suggests directions for future research.
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2
Background

In the creditworthiness discernment problem, the lender is interested in learning the

likelihood of the event that the borrower repays a loan for each of the borrowers. We provide

relevant background on information elicitation for probabilistic events, as well as collusion.

Collusion will be relevant because we study collusive behavior in information elicitation for

lending.
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2.1 Information elicitation

2.1.1 Without verification: Polls and peer prediction

Perhaps the most straightforward method of information elicitation is to conduct a poll,

wherein participants provide reports on their beliefs, and a principal subsequently forms an

aggregate belief, often by averaging the reports. If the participants report their beliefs truth-

fully, then in many situations we can expect the average belief to be close to accurate by “wis-

dom of the crowds” [6]. Mathematically, if participants’ beliefs arise from a Gaussian noise

model centered around a ground truth, then by maximum likelihood estimation, we expect

the ground truth to be the mean belief. However, polls do not attempt to incentivize par-

ticipants to report truthfully, which is an issue in problems like creditworthiness elicitation

wherein participants may not have incentives to report useful information.

In contrast, peer prediction incentivizes truth-telling by compensating participants based

on how their reports compare to others’ reports. We may consider a peer prediction mech-

anism to be a poll equipped with such a method of participant compensation. For exam-

ple, Prelec’s Bayesian Truth Serum for subjective data rewards participants for providing an-

swers that are more common than collectively predicted [7]. Witkowski and Parkes’ Robust

Bayesian Truth Serum extends BTS to make it robust in allowing a small number of partici-

pants [4].

However, even if there is an objective truth which is later observable—such as in the case

of political election forecasting—peer prediction does not compensate participants based on

the accuracy of their reports. Hence, polls and peer prediction may be considered methods

of information elicitation without verification.
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2.1.2 With verification: Scoring rules and decision markets

While polls and peer prediction elicit informationwithout verification, othermechanisms do

so with verification. When participants are asked to predict the likelihood of a future event,

the verifiable truth is the binary outcome of that event. A scoring rulemeasures howwell the

predictions align with the observed outcomes. With respect to observing outcomes, scoring

rules may be used ex post as metrics to evaluate reporting quality [8], or ex ante as payment

rules to incentivize truthful reports [9]. We are most interested in the latter use case.

More formally, for binary outcomes, a scoring rule s(p̂, o) is a function

s : [0, 1]× {0, 1} → R

that takes in a report p̂ on the likelihood of the event and the outcome o of the event and out-

puts a score. A scoring rule is proper if an individual weakly maximizes her expected output

of the rule by reporting truthfully, where the expectation is taken over her own true belief p

of the event’s likelihood [10]. That is, for all p̂,

Eo∼Bernoulli(p)[s(p, o)] ≥ Eo∼Bernoulli(p)[s(p̂, o)].

A scoring rule is strictly proper if the inequality is strict for all p̂ 6= p. Thus, when a strictly

proper scoring is used to compensate a single individual for reporting their beliefs on the

likelihood of an event, that single individual is uniquely incentivized to report truthfully.

A prediction market sequentially elicits beliefs from participants and is equipped with a

market scoring rule to compensate participants. A prediction market is structured such that

the market price reflects the participants’ aggregate belief of the likelihood of an event. The

market scoring rule pays out participants according to a scoring rule applied to their own
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prediction, less the scoring rule applied to the previous prediction, effectively paying each

sequential participant by howmuch their report improves the market prediction [11].

In prediction markets, the agents’ reports have no influence on the outcome of the event

being predicted. However, in some settings, the reports can affect the event by influencing de-

cisions that are based on themarket price (aggregate belief). For example, in creditworthiness

elicitation, the reports on a candidate borrower’s likelihood to repay a loan affect the lender’s

aggregate belief and thus the lender’s decision on whether to give that candidate the loan. A

decision market combines a prediction market with a principal who makes a decision based

on the market price. Chen et al. show that strict properness in decision markets requires

randomization over decisions and full support over the set of possible decisions [12].

York et al.’s elicitation mechanisms, which we present in Chapter 3, use scoring rules to

incentivize participants to give truthful reports, and then the principal (lender) uses the ag-

gregate belief to decide which borrowers get loans. These mechanisms differ from decision

markets because beliefs are elicited simultaneously, rather than sequentially, thus creating

interim uncertainty. York et al. show that their mechanisms are strictly proper and determin-

istic, circumventing the Chen et al. requirement for decision markets [1].

2.2 Collusion

2.2.1 Coalitions

While a strictly proper scoring rule can incentivize an individual to report truthfully, French

[13] observed a problem when such a scoring rule is individually applied to multiple par-

ticipants. Participants with different beliefs may cooperate with one another to guarantee

the sum of their payments is greater than when reporting truthfully, regardless of the actual
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outcome of the event. A group of participants making coordinated reports to a scoring rule

mechanism is a coalition.

For example, the quadratic scoring rule (an affine transformation of Brier’s originally pro-

posed scoring rule),

s(p̂, o) =


1− 2(1− p̂)2 o = 1

1− 2p̂2 o = 0

is strictly proper [8]. However, suppose that one participant has belief 0.4 and another has

belief 0.8. Then, if the participants report separately, they will receive payments of 0.28 and

0.92, respectively, for a sum of 1.2 if the outcome occurs; 0.68 and –0.28 for a sum of 0.4

if not. However, if they form a coalition and report the same aggregate belief 0.6, then the

coalition will receive 1.36 if the outcome occurs, and 0.56 if not. Since the coalition achieves

a greater collective payment regardless of the outcome, this incentivizes players who can co-

operate and divide up payments to do so and report non-truthfully.

Chun and Shachter termed this type of collusion “arbitrage” and showed that when ap-

plied to individuals separately, all strictly proper scoring rules admit arbitrage when partici-

pants disagree [14]. Participants with different beliefs have a riskless deviation from truthful-

ness: they all should report an aggregate belief among themselves (which happens to be the

mean belief for the quadratic scoring rule).

However, when participants are also rewarded based on others’ reports, elicitation mech-

anisms can be strictly proper and arbitrage-free. Freeman et al. constructed an elicitation

mechanism that does not permit arbitrage when reports are bounded by a constant away

from the extremes of 0 and 1 [15]. Recently, Neyman and Roughgarden proposed a class of

such mechanisms without requiring the constant bound [16].
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In ourmodel, we allow recommenders to form a coalition. However, rather than assuming

that coalition members have fixed beliefs on the likelihoods that borrowers repay loans, we

allow them toobservemultiple rounds of themechanism so they can learn the true repayment

probabilities.

2.2.2 Outside incentives and intrinsic preferences

A substantial line of research seeks to understand strategic manipulation in decisionmarkets,

since there may be several incentives to manipulate the market price.

For example, since participants can interact within the decision market multiple times,

they can strategically influence the price to profit more [17] or mislead other participants

[18]. Several studies characterize properties of decision rules that incentivize participants to

honestly report their beliefs [17, 19, 20]. Other research seeks to study incentives outside the

decision market, such as participants profiting in a subsequent market [21].

Closer to our research are studies that consider intrinsic preferences over the principal’s

decisions. For example, a pharmaceutical company affiliate may profit if the principal is a

regulator who decides a drug is safe. Boutilier develops a compensation rule that induces a

proper scoring rule for a single participantwhen combinedwith the participant’s preferences,

assuming that the preferences are at least approximately known [22]. Chen et al. study equi-

libria in a two-player decisionmarketwhere participants can derive profit from the principal’s

final decision and showthat equilibria require these incentives tobe commonknowledge [23].

Since these studies consider one or two players, they do not also consider the possibilities of

coalition building.

In the creditworthiness elicitationproblem, though, wedonot generally expect the lenders
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to know the recommenders’ intrinsic preferences over borrowers. Indeed, the lack of infor-

mation regarding community members is what makes a community knowledge elicitation

mechanism compelling in the first place. Given the difficulty or impossibility of characteriz-

ing participant behavior when intrinsic preferences are not known, we see an opportunity in

the scoring literature to computationally study collusive behavior, which we do by using one

of York et al.’s elicitation mechanisms as a case study. With a machine learning approach, we

are also able to consider participants who have intrinsic interests and can form coalitions.

2.3 Social choice

Our model of coalition preferences is inspired by the social choice literature, which studies

how individual preferences are aggregated by voting rules. Specifically, we look to models of

preferences where voters derive utility when their preferred candidate gets elected, and these

utilities are additive [24].

More broadly, we note the similarities between the problem of creditworthiness elicitation

and the problem ofmulti-winner elections (also called committee elections) in social choice.

Inmulti-winner elections, there is a set of voters and set of alternatives (also called candidates).

The voters vote on the alternatives, and a subset of the alternatives is elected. There are several

types of votes, as well as rules for how votes determine the elected alternatives.

Some types of voting schemes include rating-based, ranked-choice, and approval. In rating-

based voting, each voter assigns a numerical value to each alternative on a finite scale (without

loss of generality, [0, 1]). In ranked-choice voting, each voter provides an ordered ranking of

the alternatives, and in approval voting, each voter selects a subset of candidates to approve

[25].
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Thus, in both creditworthiness elicitation andmulti-winner voting, a mechanism receives

reports (votes) from participants, and themechanismmust select which subset of candidates

will get a loan (be elected). Conceptually, we propose that the York et al. elicitation mecha-

nismsmay be considered rating-basedmulti-winner voting rules equippedwith scoring rules.

Wemake this connection between the twoproblemsmore explicit after presenting the York et

al. mechanisms inmore detail inChapter 3, andwe reviewmore of the social choice literature

there as it relates to the York et al. model.

2.4 Deep learning

Strictly proper scoring rules have been used to assess the qualities of deep learning [26] and

improve deep learning classification accuracy [27]. However, we are not aware of instances of

the reverse application: using deep learning to understand strictly proper scoring rules. We

believe that using deep learning to learn collusive strategies is a novel approach in the context

of scoring rules.

Machine learning has been used to understand strategic manipulation in other areas, sug-

gesting that the approach may also be successful in the scoring rule context. For example,

neural networks have been employed to understand human behavior in simple game theo-

retic scenarios [28]. In the social choice literature, neural networks have recently been em-

ployed to learn new voting rules [29]. Neural networks have also been employed to learn

existing voting behaviors from a dataset containing poll information, looking to learn how

voters behave in practice [30].

A generative adversarial network (GAN) is a deep learning framework in which an arti-

ficial data generator iteratively trains with an artificial data discriminator, and each tries to

12



“best” the other [31]. GANs have been used for a variety of purposes, including modeling

scientific phenomena and generating deepfakes. We study the interplay between coalitions

and collusion detectors using the GAN framework, which we believe to be a novel approach

to studying collusion.
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3
Model

Wemodel the problem of creditworthiness elicitation by extending the model of York et al.

[1]. We first present the core details of their model.

3.1 York et al. model

3.1.1 Preliminaries

A lender has a set of candidate borrowersM = {1, . . . ,m} and will decide which subset of

borrowers L ⊆ Mwill receive a loan.

To do so, the lender recruits a set of recommendersN = {1, . . . , n}, each of whomknows

14



the borrowers. Each recommender i ∈ N has a belief piq ∈ [0, 1] of the likelihood with

which each candidate borrower q ∈ Mwill repay a loan. Denote pi = (pi1, . . . , pim), p•q =

(p1q, . . . , pnq), and P = (p1, . . . , pn). Equivalently, Pmay be considered to be a matrix

P =



p11 p12 · · · p1m

p21 p22 · · · p2m
...

... . . . ...

pn1 pn2 · · · pnm


.

Wemarginalize out recommender i’s reports by denotingp−i = (p1, . . . , pi−1, pi+1, . . . , pn).

When pi and p−i are in the same equation, then we use the convention that P is equivalent

to p−i with pi inserted back into the ith position. Priors on beliefs B and B−i are common

knowledge, where P ∼ B and p−i ∼ B−i.

Then, each recommender imakes a report p̂iq ∈ [0, 1] regarding her belief of the likelihood

withwhich borrower qwill repay a loan for each borrower q. Each recommendermakes inde-

pendent reports with no knowledge of the other recommenders’ reports. Each recommender

imay choose to misreport her beliefs, i.e., it is possible that piq 6= p̂iq. Using similar notation

to that for beliefs, denote p̂i = (p̂i1, . . . , p̂im), p̂•q = (p̂1q, . . . , p̂nq), P̂ = (p̂1, . . . , p̂n), and

p̂−i = (p̂1, . . . , p̂i−1, p̂i+1, . . . , p̂n).

Having elicited P̂, the lender decides which subset of borrowersL ⊆ Mwill receive a loan.

The lender has two constraints:

1. A liquidity constraint k ∈ {1, . . . ,m}, the maximum number of borrowers to which
it can make loans. That is, we must have that |L| ≤ k.

2. A profit threshold c ∈ [0, 1] such that, in expectation, the lender makes a profit when
making loans to borrowers with independent repayment probabilities above c.
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The lender uses the recommender reports to form a belief p̄q regarding the repayment

probability for a borrower q ∈ M via a belief aggregation function Aq(p̂•q), where

Aq : [0, 1]n → [0, 1].

Linking the belief aggregation function to the profit threshold, a lender believes that it is

profitable to loan to borrowers qwhen p̄q > c.

We often work with linear belief aggregation functions, i.e., weighted averages, where

Aq(p̂•q) =
∑

i∈N wip̂iq and weights are normalized such that wi ∈ [0, 1] and
∑

i∈N wi = 1.

For each borrower q ∈ L that receives a loan, let oq ∈ {0, 1} be her binary repayment

outcome, such that 1 indicates repayment of the loan and 0 indicates default.

3.1.2 Definitions

Given the recommenders’ reports, an elicitation mechanism decides which borrowers will

receive a loan and defines two-part payments to compensate recommenders for their reports.

Definition 3.1 (Elicitation mechanism). An elicitation mechanism (x, t, S) = M(P̂) is a

function

M : [0, 1]n×m → {0, 1}m × Rn × R2×n×m.

Taking as input the recommender reports P̂, an elicitation mechanism outputs:

1. An allocation vector x(P̂) ∈ {0, 1}m of which candidate borrowers will receive loans,
such that xq = 1 if and only if candidate borrower q ∈ M receives a loan. The vector
must also satisfy the liquidity constraint

∑
q∈M xq ≤ K.

(Note that defining x ∈ {0, 1}m is equivalent to definining L ⊆ M by taking x 7→{
q : xq = 1

}
.)

2. Two-part payments to compensate recommenders, which consist of:

16



(a) Immediate payments ti(P̂) ∈ Rmade by each recommender i ∈ N to the mech-
anism

(b) Outcome-contingent payments siq(p̂iq; oq) ∈ Rmade to each recommender i for
each borrower q allocated a loan, i.e., xq = 1.
(Since the outcome oq is binary, we can represent the definitions of outcome-
contingent payments as tuples (siq(p̂iq; 0), siq(p̂iq; 1)) ∈ R2.)

Thus, an elicitationmechanism captures of all a lender’s decision-making in the creditwor-

thiness elicitation problem after deciding whom to recruit as recommenders.

Definition 3.2 (Utilities). Given an outcome profile o = (o1, . . . , om), the utility u ind
i for

recommender i from the mechanism is

u ind
i (p̂i; p̂−i, o) =

∑
q:xq=1

siq(p̂iq; oq)− ti(P̂).

The expected utility U ind
i for a recommender iwith belief pi from the mechanism is

U ind
i (p̂i; pi, p̂−i) =

∑
q:xq=1

[
piq · siq(p̂iq; 1) + (1− piq) · siq(p̂iq; 0)

]
− ti(P̂)

=
∑
q:xq=1

Eoq∼Bernoulli(piq)[siq(p̂iq; oq)]− ti(P̂).

Aswith other scoring rules, a recommender’s expected utility is defined in expectation over

her personal beliefs regarding repayment probabilities.

There are many possible desiderata for elicitation mechanisms; York et al. define the fol-

lowing.

Definition 3.3 (Efficiency). An elicitation mechanism is efficient if it allocates to the bor-

rowers that the lender believes to have the maximum likelihood of repayment, among those

above the required threshold c.
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Definition 3.4 (Properness). An elicitation mechanism is proper if each recommender’s in-

terim expected utility, taking into account the beliefs of others, is weakly maximized by re-

porting truthfully. That is, for all i, for all pi, p̂i, p−i,

Ep−i∼B−i [U ind
i (pi; pi, p−i)] ≥ Ep−i∼B−i [U ind

i (p̂i; pi, p−i)]

An elicitation mechanism is strictly proper if the above inequality is strict for all p̂i 6= pi.

An elicitationmechanism is strictly proper up to equal-shift misreports if it is strictly proper

except for possible tie-breaking among equal-shift misreports, where an equal shift misreport

p̂i 6= pi is such that piq − piq′ = p̂iq − p̂iq′ for every q, q′.

Note that properness is defined interimwith respect to the reports of other recommenders.

York et al. use uncertainty around other recommenders’ reports to show strict interim in-

centive compatibility, or strict properness given uncertainty around other recommender’s

reports.

Definition 3.5 (Ex post properness). An elicitation mechanism is ex post proper if each rec-

ommender’s expected utility, regardless of others’ reports, is weakly maximized by reporting

truthfully. That is, for all i, for all pi, p̂i, p̂−i,

U ind
i (pi; pi, p̂−i) ≥ U ind

i (p̂i; pi, p̂−i)

An elicitation mechanism is ex post strictly proper if the above inequality is strict for all

p̂i 6= pi.

Note that ex post properness is defined ex post with respect to the reports of other rec-

ommenders, and interim with respect to the recommender’s own beliefs on repayment out-

comes.
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Definition 3.6 (Ex post individual rationality). An elicitationmechanism is ex post individ-

ually rational (IR) if all recommenders that report truthfully have a non-negative expected

utility after loans are allocated, but before repayment outcomes are observed. That is, for all

i, for all pi, p̂−i,

U ind
i (pi; pi, p̂−i) ≥ 0

3.1.3 Elicitation mechanism constructions

York et al. construct two elicitation mechanisms that are strictly proper under reasonable

assumptions: the truncatedWinkler mechanism, and theVCG scoring mechanism. We com-

pare the properties of the two elicitation mechanisms in Table 3.1.

We choose to study the truncatedWinklermechanism as a case study of howdeep learning

may be applied to learn collusion and collusion detection in elicitation mechanisms, and we

present the details of the Winkler mechanism in Appendix A.

Property TruncatedWinkler VCG scoring

Allowed liquidities k Unconstrained k = m Possibly constrained k ≤ m
Allowed profit thresholds c ∈ [0, 1) c ∈ [0, 1)
Allowed belief aggregation
functions

Monotone increasing Weighted linear

Borrower q allocated loan
if and only if

p̄q ≡ Aq(p̂•q) > c p̄q ≡ Aq(p̂•q) > c and
p̄q among top k values of p̄q′
over all borrowers q′

Payment structure Outcome-contingent only Immediate and
outcome-contingent

Table 3.1: Comparison between the truncatedWinkler and VCG scoring elicitationmechanisms.
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By “allowed” liquidities in Table 3.1, wemean those liquidity settings for which York et al.

have shown the respective mechanism to be strictly proper (while potentially requiring some

additional assumptions), and similarly for profit thresholds and belief aggregation functions.

We now summarize the relevant results of York et al.

Theorem 3.1 (York et al.). In an unconstrained liquidity setting k = m, the Truncated

Winkler mechanism is strictly proper and ex post IR under a reasonable assumption of the

belief distribution B.

Theorem 3.2 (York et al.). The VCG scoring mechanism is efficient, ex post proper, and ex

post IR.

Theorem 3.3 (York et al.). In a setting with constrained liquidity k < m with no profit

threshold (i.e., c = 0), the VCG scoring mechanism is strictly proper up to equal-shift mis-

reports when no recommender holds the majority of the weight (i.e., maxi∈N {wi} < 1
2 ), the

belief distribution has full support,m ≥ 2, and n ≥ 3.

Theorem 3.4 (York et al.). In a setting with possibly constrained liquidity k ≤ m and profit

threshold c ∈ (0, 1), the VCG scoring mechanism is strictly proper when maxi∈N {wi} <

min(1− c, c), the belief distribution has full support,m ≥ 1, and n > max(3, 1
min(1−c,c)).

3.2 Remarks on York et al. model

Building towards our extension and as suggested in Chapter 2, we remark on similarities be-

tween the problem of creditworthiness elicitation and the problem ofmulti-winner elections

in the social choice literature.
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In multi-winner elections, there is a set of votersN and set of alternativesM. The voters

vote on the alternatives, and a subset L ⊆ M of the alternatives is elected. In rating-based

voting, each voter assigns a numerical value to each alternative on a finite scale (without loss

of generality, [0, 1]).

Faliszewski et al. classifiedmulti-winner election rules into several categories, two ofwhich

are excellence-based and shortlisting [32]. In excellence-based elections, candidates whose ag-

gregated votes exceed a certain threshold c is elected, whereas in shortlisting, the top k candi-

dates are elected.

Byway of comparison, the truncatedWinklermechanism selects all borrowers inM above

threshold c, whereas the VCG scoring mechanism selects candidates up to the liquidity con-

straint k (while potentially also enforcing a threshold c if desired). Thus, just as how a scoring

rule mechanism may be considered a poll equipped with a scoring rule, we remark that the

York et al. elicitation mechanisms may be considered rating-based multi-winner voting rules

equipped with a scoring rule, as illustrated in Figure 3.1.

This remark is useful in the context of epistemic social choice, in which votes are interpreted

as noisy observations of a ground truth [33]. Allouche et al. consider approval-based com-

mittee elections under the epistemic framework [34]. For example, “candidates” may be can-

didate prescription drugs to approve, where the ground truth is the subset of drugs that are

safe, but experts may have perverse incentives when voting if they have financial ties to the

pharmaceutical industry. This is precisely a situation in which York et al.’s elicitation mech-

anism may be useful; insights from creditworthiness elicitation may be helpful in a type of

problem considered in social choice.

We also suggest that concepts from social choice may be helpful to such problems in the
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(a) TruncatedWinkler mechanism

(b)VCG scoringmechanism

(c)Multi-winner voting rule

Figure 3.1: (a) The truncatedWinkler mechanism takes in reports P̂, uses belief aggregatorsAq to form a vector of aggre-

gated beliefs p̄, thresholds them against the profit threshold c to decide the allocation, and then scores recommenders. (b)

The VCG scoringmechanism achieves a similar result as the truncatedWinkler mechanism, but also accommodates poten-

tially k-constrained liquidity. (c) Two common types of multi-winner voting rules may threshold by c or choose the top k
candidates—thus, (a) and (b)may be consideredmulti-winner voting rules equippedwith a scoring rule.
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scoring rule literature. Indeed, our model of recommenders’ intrinsic preferences that we

present in the next section is inspired by utility models from the social choice literature.

3.3 Our model

We extend the York et al. model by allowing recommenders to collude with one another, and

by allowing recommenders to have intrinsic preferences over the borrowers, thus breaking

assumptions that are necessary for truth-telling to be an optimal strategy.

We remove the assumption that recommenders make reports independently of one an-

other by allowing recommenders to collude with one another as a part of a coalition C ⊆ N.

We also allow recommenders to hold intrinsic preferences over the candidate borrowers.

For example, a recommender may wish to misreport to help a family member or friend get a

loan, even at expected personal cost. Inspired by Boutilier et al.’s model in the social choice

literature in which voters receive utility when a certain candidate is elected and the social util-

ity is a weighted sum of individual utilities [24], recommenders in our model receive utility

when certain borrowers receive loans.

Let the bias biq denote the utility that recommender i receives if and only if candidate bor-

rower q gets allocated a loan. Denote bi = (bi1, . . . , bim), B = (b1, . . . , bn), and also de-

note b−i = (b1, . . . , bi−1, bi+1, . . . , bn). The utilities that a recommender derives from her

preferred borrowers receiving loans are additive, such that the utility that a recommender i

receives due to her intrinsic preferences over the borrowers is
∑

q:xq=1 biq.

We then combine the utility a coalition member i ∈ C receives from the mechanism and

the utility that recommender receives frompreferred borrowers receiving loans via an interpo-

lation parameter αi ∈ [0, 1], which captures the extent towhich intrinsic preferences over the
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candidate borrowers are important for that recommender. We often choose the same α = αi

for all i for simplicity. We extend our notation such that p̂C denotes the vector consisting

of coalition member reports p̂i such that i ∈ C, and p̂−C represents the vector consisting of

non-coalition member reports. Thus, the utility u coa
i for a coalition member i ∈ C is

u coa
i (p̂C; p̂−C, o) = αi

 ∑
q:xq(P̂)=1

biq

+ (1− αi)
(
siq(p̂iq; oiq)− ti(P̂)

)
where u coa

i depends on B, (α1, . . . , αn), but we leave this implicit. The utilities of coalition

members are additive, such that the social utility of the coalition is
∑

i∈C u coa
i (p̂C; p̂−C, o).

The utility of a non-coalition recommender i ∈ N \ C remains u ind
i (p̂i; pi, p̂−i), as before.

In the case that α = 0, then the recommenders only care about maximizing profit from

themechanism output, and thus ourmodel reduces to the case when recommenders have no

intrinsic preferences over the borrowers, as in the York et al. model. In the case that α = 1,

then recommenders only care about their preferences over borrowers and not over mecha-

nism profit; this reduces to the preference model in the social choice literature. Thus, we

find that our model conceptually interpolates between the two extremes of profit and prefer-

ences. We allow coalition building for all values of α.

In the experiments for this thesis, the coalition attempts to learn the optimal reports for

a set of candidate borrowers by observing its realized utilities from multiple rounds of the

mechanism. Thus, the coalition optimizes over reports based on observed outcomes, taking

into account its members’ intrinsic preferences over borrowers, but disregarding beliefs on

repayment likelihoods. We choose to experiment in this way to show that coalitions can learn

candidate borrowers’ true likelihoods of repayment, even if they have no beliefs on them a

priori.
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We model a ground truth probability ρq ∈ [0, 1] that a candidate borrower q ∈ M will

repay a loan and a distributionD from which true repayment probabilities are drawn. That

is, each ρq
i.i.d.∼ D. Denote ρ = (ρ1, . . . , ρq).

We also present noise models to generate beliefs in later chapters, such that for each bor-

rower q, each recommender’s belief piq is drawn from some distribution that depends on ρq.

For example, we often choose a Truncated Normal distribution T N as a noise model, such

that for each borrower q, each piq
i.i.d.∼ T N (ρq, σ

2, ε, 1 − ε). That is, a sample x can be con-

sidered to be drawn from the Normal distributionN (ρq, σ
2), except that it is postprocessed

by taking x 7→ max(ε,min(1− ε, x)) for some small ε > 0, thus bounding beliefs away from

the extremes of 0 and 1.

3.4 Relation to other models

We are not aware of a previousmodel that considers the possibility of experts having intrinsic

preferences and also forming a coalition, as our model does. We believe that this is because

allowing both possibilities is more difficult to study analytically, hence our computational

approach.

Indeed, in the creditworthiness elicitation problem, people may desire to help their family

members get loans. Furthermore, since all recommenders know the candidate borrowerswell

enough to rate their creditworthiness, each recommender is only two degrees of separation

from any other, making coalition building a real possibility.

Note also that since we model intrinsic preferences over borrowers as utilities contingent

on the desired borrower being allocated a loan, this is equivalent to a successful candidate bor-

rower paying the collusive recommender outside of themechanism. Hence, wemay consider
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intrinsic preferences on borrowers to be equivalent to collusion between recommenders and

borrowers.

Finally, we note that Boutilier’s model of intrinsic preferences over decisions in the scoring

literature also assigns utilities to participants depending on the final decision [22]. However,

whereas Boutilier constructs a compensation rule around these utilities, we consider the scor-

ing rule as fixed, i.e., we study the York et al. mechanism. We additionally present a parameter

α to interpolate betweenhow the coalitionweighs its preferences against the fixed scoring rule.
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4
Learning optimal collusion

Weapply deep learning to learn optimal coalition strategies for the truncatedWinklermech-

anism.

While we will study the effects of varying model parameters, we also find it illustrative

to present the results of single settings as case studies. For our base case, we choose a profit

threshold c = 0.5,n = 6 recommenders, andm = 4borrowers. We also choose coalition size

|C| = 2, and true repayment probabilities ρ = (0.34, 0.41, 0.67, 0.81). That is, borrowers 1

and 2 are below the profit threshold, while borrowers 3 and 4 are above.
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4.1 Methods

We use a neural network architecture to learn the strategy of a coalition C. The input to the

neural network is a matrix B of coalition member biases, and the output of the neural net-

work is a matrix p̂C of coalition reports. We set the loss function of the neural network to be

the negated coalition utility,−
∑

i∈C u coa
i (p̂C; p̂−C, o), as defined in our model in Chapter 3,

which depends on both the input preferencesB and the output coalition reports p̂C. That is,

the neural network’s loss function computes the truncatedWinklermechanism and coalition

utility taking into account the coalition’s intrinsic preferences, so the neural network seeks to

learn what coalition strategy will maximize the coalition utility (equivalently, minimize the

negated utility).

These utilities are realized utilities (awarded ex post repayment outcomes), rather than

taken in expectation over the coalition beliefs, to show that the coalition can learn the bor-

rowers’ true repayment probabilities by observing several rounds of the mechanism output

even without a prior on beliefs. The non-coalition members report their true beliefs, where

their true beliefs come from the Truncated Normal distribution T N (ρq, σ, ε, 1 − ε), where

σ = 0.05, ε = 10−3.

A difficulty of learning using a neural network is that the loss function must be deter-

ministic to have a (sub)gradient at most places. For this, we feed the loss function vectors o′

containing the repayment outcomes for each borrower q in the event that borrower q is allo-

cated a loan (i.e., o′q ∼ Bernoulli(ρq) for all borrowers q ∈ M), as well as noisy beliefs p̂−C of

non-coalition members, so the neural network can learn expected outcomes. In calculating

outcome-contingent payments, the coalition will construct observed repayment outcomes o

by setting oq = o′q if borrower q is allocated a loan, and oq = 0 otherwise.

28



To train the neural network, we feed intrinsic preferences B to the network paired with

repayment outcomes o′ and noisy beliefs p̂−C to the loss function. Importantly, o′ and p̂−C

are used for training only: they are not observed by the neural network during prediction, so

the coalition does not know the exact beliefs of any particular set of non-coalition members

or the repayment outcomes of the borrowers, though it will be able to learn the distribution

from sampling.

The training strategy is illustrated in Figure 4.1.

Figure 4.1: Illustration of architecture to learn coalition strategy. The neural network takes in intrinsic preferencesB and

outputs coalition reports p̂C that maximize the coalition utility.

4.2 Results

4.2.1 Coalitions without intrinsic preferences

First, we train the neural network when coalitions have no intrinsic preferences over borrow-

ers, i.e., the interpolation parameter α = 0, so coalitions derive utility only from the elici-

tation mechanism payment. We present the predictions of the network on the base case in

Table 4.1 and the model loss plot in Appendix C.

29



Borrower

1 2 3 4

True probability 0.34 0.41 0.67 0.81
Average coalition report needed for a loan 0.82 0.68 0.16 0

Coalition member report
μ 0.52† 0.48† 0.67 0.81
σ 0.13† 0.11† 0.00 0.00

Table 4.1: Coalition strategywhenmembers do not have intrinsic preferences over borrowers (α = 0). A dagger indicates

that the report was not sufficiently high for the lender to allocate the borrower a loan.

The coalition learns to give true reports on borrowers 3 and 4, and gives low reports on borrowers 1 and 2.

According to the theoretical results of York et al. (Theorem 3.1), the truncated Winkler

mechanism is strictly properwhen the truebelief piq is above theprofit threshold c, andweakly

proper otherwise. That is, optimizing according to one’s true beliefsmeans one should report

one’s true belief; equivalently, optimizing according actual repayment outcomes means one

should report the actual probability. Indeed, observe that for borrowers 3 and 4—who are

both above the loan threshold of 0.5—the coalition learns that each member should report

the respective true repayment probability.

Note that for borrowers 1 and 2—whose true probabilities are below the loan threshold—

the coalition member reports vary more, and are not necessarily close to the true probability

of repayment. Nevertheless, observe that this is still an optimal strategy because elicitation

mechanisms by definition do not compensate recommenders for reports on borrowers who

are not allocated loans. Thus, profit will be the same so long as the average coalition reports

for borrowers 1 and 2 are low enough such that those borrowers do not receive loans.

Indeed, the learned coalition reports are low enough; in the second row of the table, we

compute the minimal average report that the coalition must make for each borrower to re-
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ceive a loan, assuming that non-coalition members report true probabilities of repayment.

(However, note that there is uncertainty in non-coalition members’ reports, since their be-

liefs are noisy.) We compute the minimum average coalition report p̂Cq needed for borrower

q to get a loan by solving for when the lender’s aggregate belief equals the profit threshold:

c =
|C|p̂Cq + (|N| − |C|)ρq

|N|

p̂Cq = max

(
0,

|N|c− (|N| − |C|)ρq
|C|

)
.

Note that when p̂Cq > 1, it is impossible for borrower q to get a loan no matter what the

coalition reports.

This learned strategy highlights an important caveat regarding our use of neural networks

to learn coalition strategies: though the neural network learns optimal strategies, there is no

guarantee on what kind of optimal strategy the network will learn if there are multiple. This

is the case here, as York et al. show the truncatedWinkler mechanism is weakly proper when

the repayment probability is below the profit threshold. Thus, for borrowers 1 and 2, the net-

work reports any value that is low enough to remain optimal, rather than the true probability,

which we may think of as more intuitive.

4.2.2 Coalitions with intrinsic preferences

Nowwe considerwhat happens to the coalition strategywhen coalitionmembers have intrin-

sic preferences over borrowers in addition to the mechanism profit. We consider the learned

strategy for an intermediate value of the interpolation parameter, α = 0.7. With a value

of α between the extremes of 0 and 1, coalition members care about profit from the scoring

mechanism, but they also care about their preferred borrowers getting a loan.
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We consider the learned coalition strategy in the base case when the entire coalition agrees

to prefer one candidate borrower over the rest. In particular, when the preferred candidate

borrower is q, all coalition members i ∈ C have biq′ = 1 if and only if q′ = q, and biq′ = 0

otherwise.

We present the learned strategy in Table 4.2 and the model loss plot in Appendix C.

Borrower

1 2 3 4

True probability 0.34 0.41 0.67 0.81
Average coalition report needed for a loan 0.82 0.68 0.16 0

Coalition reports
when coalition’s
preferred
borrower is

1
μ 0.85 0.39† 0.67 0.80
σ 0.00 0.07† 0.00 0.00

2
μ 0.37† 0.75 0.68 0.81
σ 0.08† 0.00 0.00 0.00

3
μ 0.56† 0.42† 0.69 0.82
σ 0.03† 0.11† 0.00 0.00

4
μ 0.58† 0.47† 0.68 0.80
σ 0.00† 0.09† 0.00 0.00

Table4.2: Coalitionstrategywhenmembershave intrinsicpreferencesoverborrowersandalsocareaboutprofit (α = 0.7).
A dagger indicates that the report was not sufficiently high for the lender to allocate the borrower a loan.

The coalition learns to give true reports on borrowers 3 and 4. The coalition learns to report high enough on borrower 1 or

2 for her to receive a loan if and only if she is preferred by the coalition.

First, we direct our attention to the off-diagonal entries of the table, which represent coali-

tion reports on borrowers who are not preferred by the coalition. Since coalition members

derive no additional utility outside of the mechanism when reporting on non-preferred bor-

rowers, we observe the same reporting strategy for the off-diagonal entries as when α = 0.
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Namely, the optimal report is to report below the threshold needed to allocate borrowers 1

and 2 a loan, while providing accurate reports on borrowers 3 and 4.

On the other hand, observe that in the main diagonal entries for borrowers 1 and 2, coali-

tion members learn to report slightly above the reports needed to allocate the respective bor-

rowers a loan. Thismakes sense because the elicitationmechanismpenalizes reportsmore the

further they are from the truth. Therefore, to balance between the mechanism output and

the preferences over borrowers, coalitions who find it beneficial to deviate for a borrower to

get a loan should report just high enough for them to be confident that the borrower will get

the loan. The reports are not exactly at theminimum required reports because non-coalition

members’ reports are noisy, so coalition members find it optimal to report slightly higher

than what they would have to in expectation to be more confident that the borrower will get

a loan.

Furthermore, observe that in themain diagonal entries for borrowers 3 and 4, the coalition

reports the true probabilities. This is also intuitive, because in the case that borrowers are

already above the threshold, then the borrowers will receive a loan when reporting truthfully,

without having to deviate. Hence, coalition members derive utility from their preferences in

addition to the optimal mechanism output by reporting the true probability.

4.2.3 Coalitions that have intrinsic preferences and disregard profit

Now, we observe the other extreme of our utility model, when coalition members care only

about their preferences and entirely disregard profit from the elicitation mechanism (i.e.,

α = 1). We present the learned coalition strategy when coalition members entirely disregard

profits in Table 4.3 and the model loss plot in Appendix C.
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Borrower

1 2 3 4

True probability 0.34 0.41 0.67 0.81
Average coalition report needed for a loan 0.82 0.68 0.16 0

Coalition reports
when coalition’s
preferred
borrower is

1
μ 1.00 0.98 0.78 0.18
σ 0.00 0.00 0.01 0.01

2
μ 0.99 1.00 0.87 0.33
σ 0.00 0.00 0.01 0.09

3
μ 0.42† 0.88 0.69 0.48
σ 0.02† 0.01 0.02 0.07

4
μ 0.96 0.83 0.47 0.41
σ 0.01 0.07 0.08 0.09

Table4.3: Coalitionstrategywhenmembershave intrinsicpreferencesoverborrowersandentirelydisregardprofit (α = 1).
A dagger indicates that the report was not sufficiently high for the lender to allocate the borrower a loan.

On the main diagonal, the coalition learns to report sufficiently high that its preferred borrower gets a loan. The coalition

does not derive any utility from non-preferred borrowers (off-diagonal reports).
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Observe that whenmechanism profit does notmatter, the coalitionmembers only need to

care about themain diagonal entries—their reports on borrowers they donot care about have

no influence on utility. Indeed, for borrowers 1 and 2, the coalition learns to report values

of 1 to maximize the chance that their preferred borrower gets a loan (since non-coalition

members’ reports are noisy). For borrowers 3 and 4, the neural network does not learn to

report such a high value, but it does not need to either, since reports as low as 0.16 and 0,

respectively, would suffice for those borrowers to receive a loan.

Again, we see that while the neural network does learn an optimal strategy, it learns one of

many, and perhaps not the one that we would expect. While we might expect the coalition

simply to rate all borrowers it cares about a perfect report of 1 when profit does not matter,

the neural network is content with providing a lower rating to candidate borrowers who are

above the profit threshold—and in the case of borrower 4, a report that is even lower than

her true repayment probability—since it is confident that they will receive loans anyway.

4.2.4 Aggregate results against α

Having taken an in-depth look into the predictions of our model under different values of

the interpolation parameter α in the base case, we now present aggregated results of coalition

members’ deviations from reporting true probabilities against varying α.

First, we present how reports on desired borrowers (i.e., the main diagonal entries in the

tables) vary with α in Figure 4.2.

Observe that consistent with our previous discussion, reports on borrowers 3 and 4 are

close to the true probabilities, for nearly all levels of α except for α = 1. This makes sense

because for candidate borrowers 3 and 4 who are above the profit threshold, no matter the

35



(a)Borrower 1 reports when desired (b)Borrower 2 reports when desired

(c)Borrower 3 reports when desired (d)Borrower 4 reports when desired

Figure 4.2: Average coalition reports on desired borrowers againstα, whereα is discretized by 0.05. For each borrower, we
also plot the true repayment probability and the minimum average coalition report required for the borrower to receive a

loan (assuming no noise in non-coalitionmembers’ beliefs).

Thecoalition learns togive true reportsonborrowers3and4 forall valuesofα except1. Forborrowers1and2, thecoalition
gives reports below the threshold until a certain value of α, and then reports slowly rise as α.
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relative importance betweenmechanismprofit and borrower preferences, there is no tradeoff

between the two: reporting the true probability simultaneously maximizes both quantities.

The only case where this argument breaks down is α = 1, because as we remarked before,

when participants disregard the mechanism output, then the truth-telling incentives of the

mechanism vanish and any coalition report above themin-report threshold becomes optimal.

On the other hand, observe that the level of α is important when coalitions are deciding

whether to misreport to help candidate borrowers 1 and 2, who otherwise would not be able

to get a loan. Since truth-telling is optimal at α = 0, while misreporting is optimal at α = 1,

there is an intermediate level of α at which the utility gained from helping the candidate bor-

rower get a loan outweighs the penalty from the elicitation mechanism. Indeed, this appears

to be at around 0.5 for borrower 1, and 0.3 for borrower 2. It makes sense that borrower 1

requires a higher level of α, since borrower 1 has a lower true probability of repayment, and

hence the coalition needs to care more about the borrower to justify incurring the greater

misreporting penalty from the mechanism.

To the right of these levels of α, the reports slightly increase as α, which makes sense due

to noise in the non-coalition members’ beliefs. That is, since non-coalition members’ beliefs

are noisy, it is optimal for coalitionswhoweigh borrower preferencesmore heavily to increase

their reports slightly, so theywill bemore confident that their reports will bring the borrower

above the threshold. However, to the left of these levels of α, we again run into the issuewhere

the neural networkmay not choose themost intuitive option out of the optimal choices. The

average reports oscillate, since choosing any report below themin-report threshold yields the

same (zero) utility in terms of both mechanism profit and intrinsic preferences.

Now we present reports on non-desired borrowers (i.e., the off-diagonal entries in the ta-
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(a)Borrower 1 reports when not desired (b)Borrower 2 reports when not desired

(c)Borrower 3 reports when not desired (d)Borrower 4 reports when not desired

Figure 4.3: Average coalition reports on non-desired borrowers against α, where α is discretized by 0.05. While Figure 4.2

plots reports on the main diagonal entries of the tables presented in this chapter, this figure plots the off-diagonal entries.

For each borrower, we also plot the true repayment probability and theminimum average coalition report required for the

borrower to receive a loan (assuming no noise in non-coalitionmembers’ beliefs).

Thecoalition learns to report trueprobabilities forborrowers3and4onall valuesofα except1. Thecoalition reportsbelow
what is required to give borrowers 1 and 2 a loan for all values of α except 1.
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bles) in Figure 4.3.

As we remarked before, observe that it is optimal for coalition members to report truth-

fully for borrowers 3 and 4. While truthful reports would also yield an optimal utility for

borrowers 1 and 2, so would any other report below the min-report threshold. Thus, the

neural network again produces random reports below the min-report threshold, which yield

optimal utility, but perhaps are not the most intuitive choices.

Note that in the edge case of α = 1, since the coalition does not care about the borrower

at all nor its profit from the mechanism, then any report is equally optimal. Thus, we see

the reports go up in Figure 4.3(a) and Figure 4.3(b), while they go down in Figure 4.3(c) and

Figure 4.3(d), and both deviations are acceptable in terms of utility.

4.2.5 Aggregate results against coalition size

Now we fix the interpolation parameter at α = 0.7 and vary coalition size to see how the

learned the strategy changes.

First, we consider how learned coalition reports on desired borrowers change against the

coalition size (see Figure 4.4). As expected, for borrowers 3 and 4, truth-telling is an optimal

strategy for the coalition for the same reason as before: regardless of the coalition size, coali-

tionmemberswillmaximize bothmechanismprofit and their preferences utility by reporting

truthfully for participants who are already over the profit threshold. In contrast, coalitions

of multiple people find it beneficial to misreport to benefit borrowers 1 and 2.

Furthermore, as the coalition size increases, then the level of misreport generally decreases,

since less misreporting is required to bring the aggregate belief above the profit threshold.

We also consider howcoalition reports onnon-desired borrowers vary against coalition size
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(a)Borrower 1 reports when desired (b)Borrower 2 reports when desired

(c)Borrower 3 reports when desired (d)Borrower 4 reports when desired

Figure 4.4: Average coalition reports on desired borrowers against coalition size. For each borrower, we also plot the true

repayment probability and theminimum average coalition report required for the borrower to receive a loan (assuming no

noise in non-coalitionmembers’ beliefs).

The coalition learns to give true reports on borrowers 3 and 4. The coalition gives reports above the required threshold to

grant borrowers 1 and 2 a loan, and reports lower values as the coalition size increases.
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(see Figure 4.5). Similar to before, coalitions learn to report true probabilities for candidate

borrowers 3 and 4. Furthermore, for borrowers 1 and 2, the coalition learns to report below

the min-report threshold, since the coalition does not care about those borrowers.

4.3 Discussion

Ourmodel of utility generates predictions of collusive behavior thatmake sense. For example,

coalitions should report true probabilities when their preferred candidate is above the profit

threshold, since their preferred candidate will get a loan anyway. If not, then our study of

varying coalition size and α shows that coalitions should calculate whether the utility derived

from helping a candidate get a loan outweighs the loss from the mechanism, and then act

accordingly. Since there is uncertainty over the non-coalition members’ noisy beliefs, if a

coalition really desires a candidate borrower to get a loan, then the coalition can misreport

even higher to improve its confidence that the candidate will receive a loan.

Our approach of using neural networks is successful in uncovering these strategies. How-

ever, whenmultiple strategies are optimal, the neural network often outputs randomoptimal

strategies, rather than one that is intuitively optimal. For example, even in the case where bor-

rowers has no intrinsic preferences, the neural network chooses to output an arbitrary report

below the min-report threshold, rather than the true probability report. This is not a bug of

the network itself per se, since we do not demand that the network pick a specific reporting

strategy out of those that are optimal. Future work may attempt to mathematically model

intuitive solutions to humans in the loss function to encourage the neural network to find

more intuitive optimal solutions.

More broadly, we note that by studying collusion using computation, we are able to gener-
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(a)Borrower 1 reports when not desired (b)Borrower 2 reports when not desired

(c)Borrower 3 reports when not desired (d)Borrower 4 reports when not desired

Figure 4.5: Average coalition reports on non-desired borrowers against coalition size. While Figure 4.4 plots reports on the

main diagonal entries of the tables presented in this chapter, this figure plots the off-diagonal entries. For each borrower,

we also plot the true repayment probability and theminimumaverage coalition report required for the borrower to receive

a loan (assuming no noise in non-coalitionmembers’ beliefs).

The coalition learns to give true reports on borrowers 3 and 4. The coalition gives reports below the required threshold to

grant borrowers 1 and 2 a loan.
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ate insights regarding collusive behavior of coalitions with rather complicated utilities. How-

ever, we lose some generality in a computational approach, since we only study a finite num-

ber of settings at a time. Nonetheless, we believe that our computational approach has value,

since as we reviewed in Chapter 2, previous analytic studies of intrinsic preferences in the

scoring rule literature consider one or two agents [22, 23], fewer agents than the n = 6 rec-

ommenders in our system that we are able to consider here.
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5
Detecting collusion

We now develop deep learning and statistical techniques to detect the coalition strategies

learned in the previous chapter.

5.1 Deep learning to detect collusion

5.1.1 Methods

To learn how to detect collusion, we use a neural network architecture similar to that which

we used to learn coalition strategies, but we adapt the construction in the following ways to

suit the collusion detection problem.
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In this section, we model the collusion detection problem as a multiclass binary classifica-

tion problem. That is, the input to the neural network is all recommender reports P̂, and the

output of the neural network is its prediction ŷ of a classification vector y ∈ {0, 1}n such

for all i ∈ N, that yi = 1 if and only if recommender i is a coalition member (and 0 other-

wise). Since the binary determination of whether an individual recommender is a colluder is

independent of every other determination, this is a multiclass classification problem.

We choose binary cross-entropy as the loss function, and Area Under the Curve (AUC)

for the Receiver Operating Characteristic (ROC) curve [35] as an evaluation metric. AUC

is a common north star metric for binary classification problems in machine learning, since

AUC captures both the false negative and false positive rates, and thus is not as dependent on

the proportion of positive and negative samples as accuracy is. AUC values range from 0 to

1, where a model with 100% incorrect predictions has an AUC of 0, one with 100% correct

predictions has an AUC of 1, and one with random predictions has an AUC of 0.5.

Figure 5.1: Illustration of architecture to detect collusion. Positive training examples (green) for collusion classification

come from the trained coalition network in Chapter 4, and negative training examples (red) come from our Truncated Nor-

mal generativebeliefmodel. Positiveandnegative reports are combined,with recommenders shuffleduniformlyat random.

To train the neural network, we feed in recommender reports P̂ paired with a vector y that
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(a)AUC (b)Binary cross-entropy loss

Figure 5.2: Theneural network that detects colluders has anAUC that tends towards 1 and a binary cross-entropy loss that

tends towards 0 as training progresses.

showswhich recommenders are collusive. Weobtain the positive training examples p̂C for col-

lusive recommender reports from our neural network that learned coalition strategies on the

base case in the previous chapter, and we obtain negative training examples p̂−C from a Trun-

catedNormal noisemodel, where each piq
i.i.d.∼ T N (ρq, σ

2, ε, 1−ε) for σ = 0.1, ε = 10−3. We

combine p̂C and p̂−C to form P̂ as input to the network by shuffling recommenders uniformly

at random, so the neural network learns to detect colluders based on their reports, rather than

their feature index. We illustrate the neural network training architecture in Figure 5.1.

5.1.2 Results

We find that given a matrix of recommender reports P̂, we are able to detect which recom-

menders are collusive to a very high degree when recommenders use the coalition strategies

learned in the previous chapter. TheAUC tends towards 1, and the binary cross-entropy loss

tends towards 0 as training continues as shown in Figure 5.2. That said, this is perhaps not

very surprising, as the optimal collusive strategies learned in the previous chapter—for the
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coalition to give inflated reports on borrowers it likes—consist of large deviations from the

noise model. We also assume knowledge of examples of true reports, though this may not be

unreasonable if we have recommenders who are already trusted.

5.2 Statistical methods to detect collusion

While our neural network is very successful in detecting the learned coalition strategies, one

limitation is that a standard neural network architecture requires a fixed number of input

nodes to be specified, meaning that a new detection model must be trained for every dimen-

sion n × m. We also assume access to examples of true reports on the borrowers. In this

section, we propose statistical techniques to detect collusion that generalize to new dimen-

sions of reports without requiring retraining or knowledge of particular borrowers; the idea

is to find statistical outliers from our generative model for beliefs.

We again assume that true reports follow a TruncatedNormal noise model, such that each

piq
i.i.d.∼ T N (ρq, σ

2, ε, 1 − ε), where σ = 0.1, ε = 10−3, but we do not assume access to

examples of true reports. Inspired by our learned coalition strategy in the previous chapter,

we assume coalitionsmisreport beliefs on a candidate borrower that they prefer by a constant

positive deviation 0.2, and we assume that coalition size is small: at most 2. We increase the

number of borrowers to 10 to acquire some more data on recommenders, and we will show

that we are able to detect collusion using statistical techniques.

5.2.1 Outliers in reports on a candidate borrower

One strategy we propose for collusion detection is to observe outliers in reports on each can-

didate borrower q. That is, for each borrower q, we observe p̂•q and independently classify
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each recommender’s report p̂iq as an outlier or not. Given our generative model of true be-

liefs, the collection of reports regarding a candidate q should be centered at the true repay-

ment probability ρq with Gaussian noise. Given the vector p̂•q, for each recommender i, we

marginalize out that recommender’s report and then use MLEs to estimate the Normal dis-

tribution fromwhich the remaining reports are drawn. Then we compute the z-score for p̂iq

against this distribution—the number of standard deviations away that the report is from the

estimated mean of borrower q’s true report distribution—as a proxy for the level of collusive

deviation. Finally, we feed this single figure into a neural network to find a classification for

collusive reports.

Note that with this method, because we wish to accommodate different dimension set-

tings, we detect collusion one report at a time; thus, the classification problem becomes a

one-class classification problem, rather than multiclass as before. Unlike the neural network,

which detects collusion at the granularity of recommenders, this technique detect collusion

at the granularity of single reports.

Indeed, we can see that collusion is reliably detected using this method, tending towards

an AUC of 1 (Figure 5.3).

5.2.2 Outliers in a recommender’s reports

Another strategy we propose for detecting collusion is to observe outliers in the reports of a

single recommender p̂i for each recommender i.

More concretely, we extend our generative model for true beliefs by also creating a gen-

erative model for true repayment probabilities over the borrowers. Given that we model re-

payment as a Bernoulli outcome, we choose the Beta distribution to model the distribution

48



(a)AUC (b)Binary cross-entropy loss

Figure5.3: The technique todetect colluders via outliers in reports ona candidateborrowerhas anAUCthat tends towards

1 and a binary cross-entropy loss that tends towards 0 as training continues.

fromwhich Bernoulli parameters are drawn, as it is a conjugate prior of the Bernoulli. In this

section, we assume that each ρq
i.i.d.∼ Beta(6, 4), and each piq

i.i.d.∼ T N (ρq, σ
2, ε, 1− ε).

For each recommender i, we marginalize out the effects of her reports to obtain p̂−i and

use MLEs to estimate the true repayment probabilities for each candidate borrower, assum-

ing Gaussian noise on the beliefs. Then we use MLEs on these repayment probabilities to

estimate the Beta distribution fromwhich repayment probabilities are drawn. We then com-

pute theKL divergence—a statistical distance [36]—of a recommender’s reports p̂i from this

distribution as a proxy for how far away that recommender’s reports are from true reports.

Finally, we feed the output of the KL divergence into a neural network as a feature to find a

classifier for collusive reports. Whereas the previous statistical technique detected collusion

at the granularity of single reports, this technique detect collusion at the granularity of a rec-

ommender.
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(a)AUC (b)Binary cross-entropy loss

Figure 5.4: The technique to detect colluders via outliers in a recommender’s reports has an AUC that exceeds 0.9 and

binary cross-entropy loss that is below 0.2.

Results

Collusion is successfully detected using this method, but less so than when detecting outliers

in reports on a candidate borrower, as thismethod achieves anAUCof about 0.9 (Figure 5.4).

This lower AUC makes sense, as we expect there to be more variation over borrowers’ true

repayment probabilities given the shape of the Beta(6, 4) distribution, as opposed to our

choice of a narrowGaussian noisemodel with σ = 0.1. Indeed, the variance of the Beta(α, β)

distribution is
αβ

(α + β)2(α + β+ 1)
,

which is 0.022 in our setting, whereas the variance of the Gaussian noise is 0.01.

Note also that this method could be evenmore reliable if we have a prior on the Beta distri-

bution fromwhich repayment probabilities are drawn, for example, due to knowledge of the

community or experiments from similar communities. Then, instead of computing anMLE

(which is effectively a Bayesian with a uniform prior), we may perform a Bayesian update to
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calculate a new Beta posterior against which to find outliers.

5.2.3 Robustness to coalition size

Since the previous results assumed that the number of recommenders in the coalition was

small (2 out of 6 recommenders), we now consider the robustness of our statistical collu-

sion detection techniques to changes in coalition size. To generate more informative plots

as to how collusion detection changes with coalition size, we increase the number of total

recommenders to n = 10. We use our techniques to detect collusion borrower-wise (Subsec-

tion 5.2.1) and recommender-wise (Subsection 5.2.2), and we fix the resulting classification

neural networks. Then, we generate reports using the model as before, but we vary the coali-

tion size and observe the effectiveness of the statistical techniques depending on the coalition

size.

Results

We plot the AUCs of the two statistical techniques’ predictions against coalition size in Fig-

ure 5.5.

Observe that for both techniques, theAUCof the predictions deteriorates as coalition size

increases. This makes sense because as the coalition size increases, even when we marginalize

out the reports of the recommender being considered, the resulting distribution of reports

is pulled towards the collusive strategy due to the other coalition members’ reports. Indeed,

observe that the AUC of both strategies is about 0.5—equivalent to random predictions—

whenhalf the recommenders join the coalition. This is intuitive becausewhenhalf the recom-

menders join the coalition, then the reports are about evenly split between truthful and col-

51



(a)Outliers in reports on a borrower (Subsection 5.2.1) (b)Outliers in a recommender’s reports (Subsection 5.2.2)

Figure 5.5: AUCs of our two statistical collusion detection techniques plotted against coalition size when the total number

of recommenders is 10. Collusiondetectiondeteriorates inquality as coalition size increases, becomingworse than random

whenmore than half of the recommenders join the coalition.

lusive, so the collusion detection techniques effectively guess at random. As the coalition size

increases further, then the AUC continues to decrease towards 0, i.e., performance is worse

than random, because the coalition reports become the majority, and the truthful reports

look like outliers in comparison. Observe that the AUC for the borrower-wise technique re-

mains high for a greater number of coalitionmembers than the per-recommender technique

(i.e., the per-borrower plot shape looks reverse sigmoidal, whereas the per-recommender plot

shape looks linear). This is also intuitive, since we showed that given our model parameters,

the distribution of reports on a borrower has a lower variance than the distribution of repay-

ment probabilities, meaning outliers are easier to detect.

These results highlight a limitation of using our statistical collusion detection strategies

without a prior on borrowers: the assumption of a small number of collusive recommenders

is important. On the other hand, since our neural network strategy for collusion detection

has access to examples of true reports, it is accurate evenwhen coalition size varies (Figure 5.2).
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5.3 Discussion

We found that training a multiclass binary classification neural network is effective in detect-

ing the collusive strategies discovered by the coalitionneural networks in the previous chapter.

This result is perhaps not surprising, since we are assuming that a particular set of recom-

menders and borrowers are observable in a repeated game.

When we apply statistical techniques to detect outliers, we can detect colluders without

assuming knowledge of a particular set of borrowers or even the particular distributions for

true repayment probabilities and beliefs; assuming the general form of the distributions (i.e.,

Beta and Truncated Normal) and then estimating parameters using MLEs is sufficient. By

marginalizing out a recommender’s reports and observing how far away her reports lie from

the marginal distribution, we can effectively detect individual colluders who misreport, as

long as the number of colluders is small. We develop techniques to detect collusion on both

a borrower-wise and recommender-wise basis; we could also potentially incorporate both in

a mixed effects model. However, unlike the neural network technique, these statistical tech-

niques become less effective as coalition size increases since they assume no access to examples

of truthful reports.
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6
Coevolutionary dynamics of colluders and

detectors

In this chapter, we consider the coevolutionary dynamics between coalitions and collu-

sion detectors in the creditworthiness elicitation model.

6.1 Generative adversarial networks

Our work in previous chapters naturally extends to the idea of a generative adversarial net-

work (GAN), first proposed by Goodfellow et al. [31]. In a generative adversarial network,
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two neural networks are trained in tandem: a data generator network and a discriminator net-

work. The data generator network attempts to generate “fake” data to fool the discriminator,

while the discriminator attempts to classify data as real or fake. More formally, the generator

seeks to minimize binary cross-entropy between the discriminator’s classification of real and

generated data, whereas the discriminator seeks to maximize it. In iterative rounds of train-

ing, the generator takes the feedback of the discriminator to improve the data it generates,

and the discriminator network uses the improved generated data as examples of fake training

data.

Wemake one important change to the standardGAN architecture to apply it to our prob-

lem: rather than the loss function of the data generator being defined entirely by the discrimi-

nator output, we linearly combine the result of the discriminator output with the utility that

the coalition derives from the output that it generated. Since the magnitude of the coalition

loss is typically on the scale of 102 (see Figure C.1), while the detector loss is typically on the

scale of 10−1 (see Figure 5.2), we scale down the coalition loss by 102 before adding, so the

detector loss is still small compared to the coalition loss, but more comparably so.

Thus, the data generator (coalition) learns how to trade off betweenmaximizing coalition

utility and avoiding the discriminator (collusion detector). Meanwhile, the discriminator

learns to improve itself by using the evolving output of the data generator as new negative

training examples. Thus, with the GAN framework, we can understand how coalitions and

collusion detectors iteratively coevolve in an effort to outsmart one another.
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Figure 6.1: Illustration of GAN where a coalition (generator) is combined with a detector (discriminator). In a round of

training, thecoalitionproduces reports to theelicitationmechanism, andthedetectoruses these reportsaspositive training

examples (green) for collusion. Negative training examples (red) come from our TruncatedNormal generative belief model.

The detector computes its binary cross-entropy classification loss. The coalition computes its loss as the sumof its negated

utility and the detector loss on its produced reports (blue), so the coalition seeks to maximize its utility but is penalized for

producing reports that the detector classifies as collusive.
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6.2 Methods

We again use our Example Setting from Chapter 4. We combine a neural network trained

to learn optimal coalition strategies as in Chapter 4 with an untrained neural network to

detect collusive recommenders as in Chapter 5. We begin with a trained coalition network to

simulate how an informed coalition responds when a collusion detection mechanism is put

in place and begins to learn. In the training of these networks, we choose that non-coalition

members report true beliefs piq
i.i.d.∼ T N (ρq, σ

2, ε, 1− ε), where σ = 0.05, ε = 10−3.

We use the standard loss functions for GANs (classification binary cross-entropies) [31],

except we additionally add the negated coalition utility when α = 0.7 to the coalition neural

network loss function, so the coalitionwill attempt to balance betweenmaximizing its utility

and evading detection.

6.3 Results

We present results from this experiment in Figure 6.2.

Observe in Figure 6.2(a) thatwhereas average reportswhenborrowers 1 and 2 are preferred

began inflated at thebeginningof training, the generatorquickly learns todecrease the reports

on those borrowers in order to evade the loss incurred by the discriminator’s detection. All

of the reports oscillate as the generator attempts to move the reports in a new direction to

fool the discriminator, but then soon finds that the generator is learning to punish those new

deviations as well.

Finally, we observe that the average reports onborrowers eventually stabilize near their true

reports. However, the stabilization is not static—there continue to be small oscillations in the
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(a)Average reports on preferred borrowers

(b)Detector (discriminator) loss (c)Coalition (generator) loss

Figure6.2: AGAN is trained tomodel the coalition-detectordynamic. (a)Averagecoalition reports onapreferredborrower

(i.e.,maindiagonal entries in the tables inChapter4)whenα = 0.7areplottedas training continues. Each line represents a
predictionof theGAN’s generatorwhen thatborrower is preferredby thecoalition. Thecoalition learns togive true reports

as training continues, regardless of which borrower it prefers.

The losses of the GAN’s discriminator (detector) and generator (coalition) are plotted in (b) and (c), respectively.
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average report as the generator and discriminator still try to move to beat the other. Despite

empirical successes of GANs and recent work that studies GAN dynamics, the conditions

for GAN convergence are not entirely understood [37, 38]. As theoretical results on GAN

convergence improve, we may leverage them to improve the convergence of our model.

Furthermore, there are differences between the coalitionmembers’ reports—which are not

optimal for the coalition members in the absence of the discriminator—but adding noise to

members’ reports makes sense in that noise may make it more difficult for the discriminator

to detect collusion.

6.4 Discussion

Another way of interpreting this coalition-detector coevolutionary dynamic is that the dis-

criminator attempts to learn a payment rule that will induce a “proper” scoring rule for the

coalition when considering the coalition’s intrinsic preferences. In each round, the genera-

tor’s loss function takes into account both the coalition utility as well as the loss fromdiscrim-

inator detection. Thus, rather than considering the collusion detector as an agent external to

the elicitation mechanism, we may equivalently consider the discriminator to be part of the

elicitation mechanism’s scoring rule, where the discriminator “punishes” the utility of those

it believes to be colluders. While we can consider this punishment as a monetary, we can also

consider other methods to induce a similar reduction in recommender utility. For example,

if recommenders are banned from the recommender system, they would lose the net present

value of utility from future recommendations.

In comparison, Boutilier constructs a payment rule that induces a proper scoring rule, as-

suming knowledge of a participant’s intrinsic preferences [22]. However, thismaybe a strong

59



assumption in microfinance scenarios, in which lenders may have limited data and not fully

understand community relations.

Rather than assuming knowledge of the coalition’s preferences, which may be difficult

to elicit, our technique assumes access to examples of true reports, which may come from

recommenders who are already trusted by the system. Our study suggests that learning to

detect collusion may be another viable way of encouraging average coalition reports to be

truthful in the presence of intrinsic preferences, even when these preferences are not known.
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7
Conclusion

7.1 Summary of findings

We built on the work of York et al. [1] by considering the effects of various types of collusion

on their social knowledge elicitation mechanism for lending decisions. We found that our

model of recommender utility—taking into account recommenders’ intrinsic preferences

over borrowers in addition to the elicitation mechanism’s scoring rule, while also allowing

for coalition building—yielded predictions of coalition behavior that were reasonable. We

conceptually linked the problem of creditworthiness elicitation with social choice through

our model of utility and by remarking that the York et al. elicitation mechanisms may be

considered multi-winner voting rules equipped with a scoring rule.
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We also found that using deep learning was an effective technique to learn collusive strate-

gies as well as collusion detection strategies, even when the utility function is rather com-

plicated. However, we found that when many reporting strategies are optimal, the neural

network did not always pick the most intuitive approach. We finally combined our neural

networks modeling coalitions and collusion detectors into a generative adversarial network

(GAN) towards understanding the coevolutionary dynamic between coalitions and collusion

detectors.

7.2 Future directions

There are many directions for further research. For example, we may use the same approach

as presented in this thesis to study collusion and collusion detection in other elicitationmech-

anisms. We may modify neural network loss functions to prefer strategies that are intuitive

to humans. We may modify our GAN to account for lender utility and constraints, e.g., a

maximum punishment the lender is able to make, and study how the GAN performs under

different levels of recommender knowledge and collusion.

Wemay also attempt to study collusion and collusion detection with other machine learn-

ing frameworks, such asmulti-agent reinforcement learning. Rather than detecting colluders

via a binary classification, wemay study how to update recommenders’ relative weights in the

mechanism to hedge against detecting a colluder incorrectly. We may also leverage the con-

nection between the creditworthiness elicitation problem and the social choice literature by

studying the efficacy of voting rules from social choice, such as approval voting, in predicting

creditworthiness and their robustness to collusion. As it was possible to use deep learning to

discover new voting rules [29], we propose to use it to learn new scoring rules as well.
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A
TruncatedWinkler mechanism

York et al. [1] construct the TruncatedWinkler elicitation mechanism as follows:

1. Allocation: xq(P) = 1 if and only if Aq(p̂•q) > c.

2. Two-part payments

(a) Immediate payments: none

68



(b) Outcome-contingent payments: siq(p̂iq; oq) = sWiq (p̂iq; oq), where

swiq(p̂; o) =


ln(p̂)−ln(ciq)
− ln(ciq)

p̂ > ciq, o = 1
ln(1−p̂)−ln(1−ciq)

− ln(ciq)
p̂ > ciq, o = 0

0 p̂ ≤ ciq

and where the minimum report ciqmade by recommender i on borrower q such
that a loan is made to q is

ciq = inf
{
p′ ∈ [0, 1] : Aq(p̂iq = p′, p̂−iq) > c

}
.

For a linear aggregator Aq(p̂•q) =
∑

i∈N wip̂iq, then

ciq = min

1,max
0, 1

wi

c−
∑
j̸=i

wjp̂jq

.

Pseudocode for our vectorized implementation of the Truncated Winkler mechanism in
TensorFlow/NumPy is as follows (where all uppercase variables denote matrices and lower-
case variables other than c denote vectors):

def truncated_winkler(P; o, w):
pbar = matvec(P, w)
x = pbar > c
o = where(x, o, 0)
C = clip_by_value(c - (tile(pbar, [n, 1]) - (P * tile(w, [1, m])))

* tile(1/w, [1, m]),
0,
1)

S = where(P > C,
o * (log(P) - log(C)) / (-log(C))

+ (1 - o) * (log(1 - P) - log(1 - C)) / (-log(C)),
0)
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B
Neural network hyperparameters

For our neural networks in Chapter 4 and Chapter 5, we use two fully connected hidden

layers, each with |C| ·m neurons. The first two layers use linear activation functions, and the

final layer uses sigmoidal activation functions to ensure outputs between 0 and 1. We use the

Adam optimizer with AMSGrad enabled and parameters β1 = 0.95, β2 = 0.999, ε = 10−7.

We use a learning rate of 1.5× 10−3 and train for 50 epochs using batch sizes of 32.
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C
Model losses

In Figure C.1, we present loss plots for the neural networks whose predictions are displayed

in Chapter 4 tables.
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(a) α = 0 (Table 4.1) (b) α = 0.7 (Table 4.2)

(c) α = 1 (Table 4.3)

Figure C.1: Model losses (negated coalition utility) for various settings of α for tables in Chapter 4.
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