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Abstract

This dissertation consists of three papers that consider the construction, role, and use of

educational measures in educational policies and evaluation methods. Educational measures,

such as student test scores, are widely used to evaluate the effectiveness of educational programs

or policies.

The first paper investigates the properties of school quality scores in state educational account-

ability systems under the Every Student Succeeds Act (2015). I use multilevel modeling and factor

analysis to simulate an accountability system based on a state’s existing student- and school-level

data. I find that this system exhibits high classification accuracy of the state’s lowest performing

schools, particularly for elementary schools. I also test how classification accuracy varies due to

common policy decisions and show that these design choices have differential effects by school

level. This challenges uniform accountability approaches across school levels and suggest the

need for level-specific policy decisions in designing these complex systems.

The second paper explores the use of a nonparametric surface response estimation method,

Gaussian process regression (GPR), in educational two-dimensional regression discontinuity

designs. Regression discontinuity designs are used to estimate the effectiveness of policies or

programs, which in education are commonly provided to students based on their scores on

multiple tests, such as math and reading. GPR allows one to target an estimand of a boundary

average treatment effect as well as understand treatment effect heterogeneity in student outcomes.

In simulation, GPR exhibits stronger statistical properties compared to existing methods, and it

improves the analysis of an empirical example of a state’s English Language Learner reclassification

policy based on two test scores.

The third paper analyzes how state policy documents discuss the use of student sociode-
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mographic variables in constructing teacher value-added model (VAM) scores. VAMs are used

to evaluate educators through comparisons between expected and observed student test scores,

conditioning on students’ prior achievement and other information. Despite states’ agreement

that the role of student background in academic performance should be statistically accounted for

when evaluating teachers to increase fairness to educators, I find that states work against their

stated goals by tending to exclude race from these calculations, which I examine using tenets of

quantitative critical theory.
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Introduction

Education policy research often aims to understand whether, why, and how certain policies

or programs improve student learning. The use and relevancy of educational measures in such

analyses helps determine whether the evidence is convincing. In this dissertation, I present three

papers that investigate examples of real-world educational policies with underlying measurement

questions and concerns. Drawing on psychometrics, causal inference, and quantitative critical

theory, the papers illustrate the breadth of policy analyses that are influenced by the properties of

educational measures in both causal as well as descriptive research.

In the first chapter, I present a methodological framework for evaluating state school ac-

countability systems under the Every Student Succeeds Act (ESSA). These systems identify

low-performing schools for Comprehensive Support and Improvement (CSI) through generating

scores that combine multiple dimensions of school quality. Understanding the technical properties

of these complex systems, such as the accuracy and precision of their CSI identifications, is an

important task for researchers and practitioners to design systems that appropriately distribute

resources. Using Monte Carlo simulations that consider sources of error in aggregate group

scores, I assess how reliably one state’s accountability system identifies CSI schools across 1,000

simulated datasets. I find that though the system protects against false CSI identifications with

low Type I error rates of 0-3%, truly low performing schools are missed at higher rates of 15-30%.

Performance also varies by school level, with low performing elementary schools more often

correctly classified as CSI than middle or high schools.

I further test how common policy design choices - such as averaging scores over multiple years

and different scoring methods - affects classification accuracy. Results show that these design

choices have differential effects: averaging showed limited benefit across schools, while models
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using scale scores instead of proficiency levels weakened classification accuracy the most for

elementary schools. These results suggest the need for level-specific policy decisions in designing

accountability systems. As states continue to refine these systems and incorporate new measures

of school quality, evaluating their technical properties remains critical for ensuring accurate and

equitable school identification.

The second chapter, co-authored with Zach Branson and Luke Miratrix, explores a causal

inference method for estimating treatment effects with two-dimensional regression discontinuity

designs (RDDs) using Gaussian process regression. Many education policies assign students

to treatments based on multiple measures (e.g., math and reading scores), yet common RDD

methods often simplify the analysis by collapsing variables or modeling each separately - losing

valuable information. Alternatively, parametrically modeling the entire response surface can be

very sensitive to model misspecification.

We examine a nonparametric alternative from the machine learning literature that flexibly

models the treatment and control surfaces with Gaussian processes. This method allows for

estimation of treatment effects along the full treatment boundary and supports exploration of

treatment effect heterogeneity. We demonstrate theoretically, in simulation, and in an applied

example of English Language Learner reclassification, that this approach has several advantages

over current approaches. Namely, Gaussian process regression shows low bias, high precision,

and strong coverage in estimating two-dimensional RDDs. The approach also provides richer

insights into how treatment effects vary for students with different patterns of running variables,

helping policymakers better target interventions.

Finally, in the third paper I use document analysis to investigate how state policies discuss

the construction of teacher value-added models (VAMs), focusing on whether and how they

incorporate student sociodemographic variables. These models produce teacher effectiveness

scores for teacher evaluation. I use quantitative critical theory to frame my finding that while

most states agree on adjusting for student background to make the models fair to educators, they

typically exclude student race from the vector of background information in these models. I

discuss how these policy decisions obscure how racism and differential expectations continue to

shape student learning. This analysis highlights the importance of examining the construction of

educational measures in addition to understanding their use.
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Chapter 1

Evaluating Technical Properties of State

Accountability System Identifications

Abstract

School accountability systems face the critical challenge of accurately identifying low perform-

ing schools for intervention and support. Under the Every Student Succeeds Act (ESSA), states

must combine multiple measures of school quality into performance classifications, yet the techni-

cal properties of these complex systems, such as the accuracy and precision of their school quality

ratings, remain largely unexamined. This chapter provides the first comprehensive evaluation of

classification accuracy in an ESSA accountability system, using Monte Carlo simulation to assess

how reliably the system identifies schools for Comprehensive Support and Improvement (CSI).

Using student- and school-level data from one state (N=1,250 schools), I examine classification

accuracy and precision through 1,000 simulation runs, comparing the schools whose estimated

true scores classify them as low-performing to schools whose observed scores do so in system

replications. I find variation in system performance across school levels: while low perform-

ing elementary schools show high rates of being correctly classified as CSI (85%), middle and

high schools demonstrate lower probabilities (77%). The system generally protects against false

identifications (Type I error rates of 0-2%) but more often misses truly low performing schools

(Type II error rates of 15-23%). I also test how classification accuracy varies due to common
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policy decisions, including the use of multiple years of data and different score aggregation

methods. Results indicate that these design choices have differential effects: two-year averaging

shows limited benefit except for high schools, while the use of scale scores versus proficiency

levels weakens school identification accuracy to varying degrees except for high schools. These

findings challenge uniform accountability approaches across school levels and suggest the need

for level-specific policy decisions in designing systems, depending on the implementation of the

policy. As states continue to refine their accountability systems and incorporate new measures of

school quality, understanding these technical properties becomes crucial for ensuring accurate

and equitable school identification. This study provides both a methodological framework for

evaluating accountability systems and empirical evidence to guide their improvement.

1.1 Introduction

Federal law mandates that state education agencies use student data to identify the lowest

performing 5% of schools and provide them with additional support. This identification process,

done through accountability systems, is crucial for directing resources to help these schools

improve. However, a key concern is whether state accountability systems accurately identify

the schools most in need of help. I use data from a U.S. state to explore how measurement and

sampling error influence the accuracy of these designations and how different system design

choices can affect them.

Under the Every Student Succeeds Act (ESSA), states must develop systems that publicly

identify their lowest performing Title I schools for intervention to improve student outcomes

(2015). Being identified as one of the lowest performing schools in a state affects not only school

operations, but also increases state oversight and often negatively affects public perception (Saw

et al., 2017). ESSA is the most recent reauthorization of the 1965 Elementary and Secondary

Education Act (ESEA) and follows the No Child Left Behind Act of 2001 (NCLB). NCLB first

enshrined school accountability in federal law and threatened increasingly severe sanctions

for schools whose students did not make “adequate yearly progress” (AYP) toward academic

proficiency on standardized tests (2002).

ESSA maintains regulations requiring states to evaluate school quality but differs from NCLB
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in how states identify the lowest performing schools. State ESSA accountability systems must

calculate multiple school quality measures, called accountability indicators, that are combined

into school accountability scores to rank schools. Title I schools with the lowest 5% of account-

ability scores in every state are identified, or labeled, as needing Comprehensive Support and

Improvement (CSI). High schools that fail to graduate one third of their students are also identified

for CSI1. This contrasts with NCLB’s focus on academic proficiency. Regardless of how states

define and calculate them, accountability indicators must all be “valid, reliable, and comparable”

measures of school performance (U.S. Department of Education, 2017) that allow states to make

accurate identifications.

Though ESSA similarly mandates states to use student test scores in accountability indicators,

the law further modifies NCLB by requiring states to choose their own additional indicator of

school quality or student success (SQSS). SQSS indicators are quite varied across states: they

include considerations such as student attendance as well as access to arts programming (Batel,

2017). However, despite this increased flexibility in states’ definition of school quality and their

resulting variations across state accountability systems, there has been a lack of research on how

these different policy decisions influence the ability of states to accurately and consistently identify

their truly lowest performing schools.

Estimating the accuracy and precision of ESSA-based school identification systems is difficult

when school accountability scores are complex combinations of inputs that are measured with

error. However, users need this information to evaluate the psychometric technical properties

of these systems (Lee et al., 2002; Linn & Haug, 2002; Portz & Beauchamp, 2022), to ensure that

accountability systems achieve their goal of correct identifications and distribution of resources.

Under NCLB, for example, education researchers examined imprecision in school identifications

by looking at the probability of misclassifying schools as not making AYP (Hill & DePascale, 2002,

2003). They highlighted how measurement and sampling error could mask the observed growth

necessary for schools to meet AYP.

This study expands on this body of work to investigate accountability systems under ESSA.

1Though not a focus of this chapter, schools with a student subgroup that scores below the 5th percentile cutoff
score for CSI identification in the state are further identified as needing Additional Targeted Support and Improvement
(ATSI).
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How likely is it that, under replications of a state’s accountability system, the same schools

and at the same 5% cutoff accountability score are identified as low performing? I develop

and demonstrate an approach to investigate this question in current systems. Using parameters

based on the state’s existing data, I estimate schools’ true accountability scores and identify the

lowest performing schools. I then generate a synthetic set of student- and school-level data which

vary due to measurement and sampling error. I compare the estimated truly lowest performing

schools to the lowest performing schools in new data across 1,000 replications, and I examine the

distribution of accountability score cutoffs that separate the low performing schools from the non-

low performing schools. I further test how various policy decisions—such as data aggregation and

scoring methods—influence the system’s technical properties, which can support evidence-based

system improvements. I find evidence of differential effectiveness across school levels, namely that

the accountability system generally protects against false identifications but the rate of missing

truly low performing schools (Type II error rates) ranges from 15% for elementary schools to

22-23% for middle and high schools. This work can guide states in designing accountability

systems that more accurately identify schools most in need of support by better reflecting their

complex nature.

1.2 Background

1.2.1 The impact and complexity of accountability scores

School accountability systems play an important role in educational policymaking, with

both positive and negative effects on students and schools. Research has shown that increased

accountability pressure improves student achievement on high-stakes exams (Chiang, 2009;

Deming et al., 2016), while also influencing parental perceptions of schools’ educational quality

(Rockoff & Turner, 2010). Accountability under NCLB led to positive effects on student academic

achievement and some long-term outcomes (Deming et al., 2016; Figlio & Loeb, 2011), but also

triggered adverse consequences such as narrowed curriculum (narrowed curriculum (Darling-

Hammond, 2007; Koretz, 2005), teacher burnout (Dworkin & Tobe, 2014), and unnecessary student

special education referrals (Booher-Jennings, 2005).

ESSA increases the technical complexity of state accountability systems by requiring states
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to integrate multiple measures beyond solely mathematics and reading test scores (Darling-

Hammond et al., 2017). States must include indicators of: 1) reading and mathematics performance,

2) English language proficiency improvements among English language learner (ELL) students, 3)

an alternative academic indicator, 4) high school graduation rate, and 5) a state-selected School

Quality or Student Success (SQSS) indicator. This expansion introduces new technical challenges

in measurement and aggregation, necessitating careful policy decisions about indicator definitions

and score calculations while adhering to federal guidelines. The SQSS indicator, though designed

to allow states flexibility for innovation, must still ensure meaningful differentiation in school

performance while meeting technical standards of validity, reliability, comparability, and statewide

application as outlined in ESSA (2015, §1111(c)(4)(B)(v)). Variability in SQSS definitions across

states - ranging from chronic absenteeism to advanced coursework completion - as well as

calculation processes illustrates this complexity (Batel, 2017).

ESSA further prescribes that academic indicators weigh “much greater” compared to SQSS,

though states can still amplify SQSS’s role through system design choices (LeFloch, 2023; Portz

& Beauchamp, 2022). This is particularly relevant in states with separate state and federal

accountability systems (see Lee (2010) ; Erwin and Bloomquist (2024)).

1.2.2 The importance of accountability systems with strong technical properties

The landscape of accountability measures continues to evolve, with increased interest in using

new indicators of school quality. Several states have adopted frameworks like the "Portrait of a

Graduate," which encompass broader competencies beyond traditional academic outcomes (Stan-

ford, 2023). States can measure student progress in these areas and attribute their development to

schools. Opportunity-to-learn (OTL) data, which focuses on students’ access to resources, gained

attention during the COVID-19 pandemic when state assessment scores became less trustworthy

and available (Marion, 2020). As states amend their ESSA plans in the future, policymakers face

the challenge of incorporating new, less standardized measures of student performance and school

quality that may affect the technical quality of school accountability systems (D’Brot et al., 2017).

Given the high stakes, accountability systems must exhibit robust technical properties, such as

accuracy and precision, in both individual indicators and the overall classification determinations.
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Although ESSA only mandates that accountability indicators be “valid and reliable” (ESSA, 2015),

this requirement must be understood in terms of the system’s specific purpose: to accurately

identify schools needing the most additional state support (Baker & Linn, 2002). This perspective

highlights two technical challenges. First, these decisions are based on accountability scores

that combine multiple measures, each containing measurement error. Hence, state policymakers

should be attentive to imprecision in school scores and the reliability of resulting classifications

of schools as low performing or not, similarly to the scrutiny on schools’ ability to meet AYP

improvement goals during NCLB (Linn & Haug, 2002; Portz & Beauchamp, 2022). Second, given

the presence of error in observed scores, the accuracy of school classifications must be evaluated

by comparing observed classifications to those that would result from schools’ unobserved true

performance. Classification calculations are particularly well-suited to understanding procedures

with complex decision rules, like school accountability, and have been extended to incorporate

paradigms that use multiple measures (Douglas & Mislevy, 2010).

The technical challenges stem from two primary sources of error in accountability systems.

Measurement error arises from imperfect assessment of student performance, while sampling

error results from using one year of student data to make inferences about the general quality of a

school (Cronbach et al., 1997; Hill & DePascale, 2003; Linn & Haug, 2002). Averaging over student

scores within a school, as typically done by state accountability systems, reduces the influence

of individual-level measurement error. However, the object of measurement in these systems is

not individual students but rather school-level scores. This is evident in that the consequences of

identifying CSI schools affect future cohorts of students. The students evaluated each year are

essentially a sample representing the broader population a school might serve, suggesting that

students within schools should be considered random effects rather than fixed ones (Seastrom,

2017; Wei & Haertel, 2011). Though sampling error tends to be more important than measurement

error given greater variance in student scores within schools compared to among school means

(Hedges & Hedberg, 2007), both types of error can affect the system’s ability to accurately identify

the lowest-performing schools (Kane & Staiger, 2002; Kiplinger, 2008; Lee et al., 2002).

States engage in practices to buffer against sources of error in student and school performance.

Common approaches include using a larger minimum sample size requirement to reduce the

influence of outliers and using multiple-year averages of indicator scores to smooth out unstable
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scores or to attach less weight to them (Chester, 2005; Domaleski, 2022; Gordon, 2017; Polikoff

& Korn, 2020). Such design decisions for accountability systems are believed to result in greater

precision in school scores. However, the effectiveness of these technical adaptations in improving

accuracy and precision under ESSA’s complex framework remains empirically untested. This gap

is particularly concerning given the system’s high-stakes consequences and increasing interest in

using innovative measures.

1.2.3 Approaches for estimating the technical properties of school accountability

scores

Methods to estimate classification accuracy and precision of complex systems have evolved

since NCLB’s implementation. Under NCLB, researchers developed several methodological ap-

proaches to evaluate classification accuracy in AYP determinations. Hill and DePascale (2002, 2003)

made formative contributions by outlining four methodological approaches: direct computation

using standard errors, split-half reliability estimates, nonparametric bootstrap methods using

random draws with replacement, and parametric methods based on assumed score distribu-

tions. These methods aimed to estimate the probability of misclassifying schools’ AYP status

while accounting for measurement and sampling error, though they differed in their statistical

assumptions and computational complexity.

The approaches aim to generate replications of schools in the accountability system and

estimate the probability of schools being correctly classified as making AYP (Hill & DePascale,

2003). They require assumptions about true school indicator scores in order to parse out sources

of error and ultimately determine whether classifications are accurate or not (Hoffman & Wise,

2003). Of particular importance is reading and mathematics test score variation within and across

schools, which is decomposed using Generalizability theory (G-theory) formulas (Brennan, 1992;

Cronbach et al., 1997; Shavelson & Webb, 1981). G-theory provides a framework for identifying

distinct variance components associated with different error sources, treating these sources as

random effects sampled from larger populations. This allows researchers to evaluate how well

measurements generalize beyond specific samples to broader universes of school performance. Wei

and Haertel (2011) extended this approach by examining nested error structures, demonstrating
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that ignoring classroom-level variation within schools could substantially bias reliability estimates.

Their work highlighted the importance of properly modeling hierarchical data structures in

accountability systems when these data are available.

Research on teacher evaluation contexts provide more recent promising examples of approaches

to estimate a system’s technical properties. These evaluation systems score teachers based on

multiple measures, not all of which are student test scores, and combine the measures in complex

ways into final ratings. Martínez et al. (2016) estimated classification accuracy and consistency

through replicating teacher evaluation scores from the Measures of Effective Teaching study (Bill

& Melinda Gates Foundation, 2010; Kane & Staiger, 2012). The authors estimated true score means

and covariances for six teacher quality measures, which were value-added scores, observation

measures, and student survey results, using a joint multivariate normal distributional assumption.

They generated teachers’ “true” scores from normal distributions that matched those means and

covariances and then drew replicate, synthetic scores that allowed for adjustments due to error

based on the observed data. The authors reported rates of classification accuracy between true and

replicated teacher ratings as well as classification consistency, which was the agreement between

replications in the eventual teacher ratings. Doan et al. (2019) also used this method to generate

plausible replicate New Mexico teacher rating scores but compared two replicate scores to each

other as opposed to one replicate score to a “true” score. They calculated classification consistency

as the percentage of teachers who fell in the same overall rating category in both replications. Both

studies’ approaches relied heavily on the component measures’ reliabilities and the assumption

that component measures are jointly normally distributed.

Similar simulation processes can be used to study the design of accountability systems under

ESSA and their relationship to the misclassification of schools for CSI. However, ESSA’s more

complex accountability systems present new technical challenges that existing approaches only

partially address. While NCLB-era methods provided valuable tools for evaluating academic

proficiency and growth-based measures, applying them to the present context is challenging when

incorporating non-assessment indicators. Additionally, the combination of multiple indicators

into school scores may not conform to the statistical assumptions used by prior simulation

studies. While making this assumption facilitates the generation of replicate scores, new indicators

can be chosen or designed to provide complementary information to existing data which may

10



lessen its applicability (LeFloch, 2023). Other approaches, such as factor analysis and structural

equation modeling can offer insights into indicator relationships and variances (D’Brot et al.,

2017). Understanding ESSA systems requires methods that can handle multiple indicators with

different statistical properties, account for varying weights and combination rules, and evaluate

classification accuracy for CSI determinations that integrate diverse measures of school quality.

States and districts have historically struggled to quantify the precision of school accountability

scores and the accuracy of school classifications (D’Brot et al., 2017). These challenges are exacer-

bated by ESSA’s flexibility in system design and corresponding measurement. Moving forward,

new analytical approaches must extend existing methods to handle multiple measures while

accounting for complex decision rules and incorporating both assessment and non-assessment

indicators. This study addresses these needs by developing and applying new methods for

evaluating classification accuracy and precision in ESSA accountability systems.

1.3 Study Focus

This article addresses a gap in the literature of estimating classification accuracy and pre-

cision in accountability systems under ESSA using student- and school-level data from a state

accountability system. In my analysis, a school’s “true” accountability score is its estimated

score after accounting for measurement and sampling error – an enduring characteristic of the

school akin to a long-run average of its performance. These true scores are estimated using the

approach described in Section 1.5 that builds on NCLB-era AYP reliability and more recent teacher

evaluation rating methods. I define classification accuracy as the extent to which the truly low

performing schools, i.e. school whose true accountability scores are in the bottom 5% of all true

school scores, are correctly identified as low performing by the state’s accountability system based

on their observed accountability scores.

School identifications are binary in the accountability system – a school is either low performing

(CSI) or non-low performing. As indicated in Figure 1.1, classification accuracy of these truly

low performing schools is known as the sensitivity, or true positive rate, of the accountability

system. I additionally explore the Type I and Type II error rates. The Type I error rate is related

to the false positive rate: it is the probability a school is identified as CSI when it is truly not
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Figure 1.1: Predicted versus actual outcomes in classification

in the bottom 5% of schools. The Type II error rate is related to the false negative rate: it is the

probability of missing a truly low performing school by misestimating it as not in the bottom

5%. False positives lead to unnecessary interventions by states for schools that, while they may

still be quite low performing, are not defined as the neediest based on this accountability policy.

False negatives lead to states being unable to identify the truly neediest schools. I use these three

metrics (sensitivity, Type I error rate, and Type II error rate) to characterize the accountability

system’s classification accuracy.

In addition to classification accuracy, I also examine precision in the CSI-cutoff score. This

is the standard error of the school accountability scores that delineate the bottom 5th percentile

schools across the replications. A larger standard error, or a less precise system, means that the

CSI classification cutoff score is less stable under the state’s accountability system, leading to more

incorrect school identifications.

I use a parametric simulation approach to answer the following research questions:

1. To what extent are school accountability identifications accurate across simulated replications

of the identification process? That is, how often are “true” CSI schools not identified as such

by the scoring system, and how often are schools incorrectly classified as low performing?

Furthermore, what is the precision (standard error) of the CSI classification cutoff scores?

2. To what extent can accountability identification be improved by changes in policy? Specifi-

cally, to what extent do identification precision and accuracy vary as a function of:

(a) the reliabilities of the component measures, at levels 0.5, 0.7, and 0.9;

(b) the addition of multiple years of data2, using 2 years in addition to 1;

2I use data from 2018 and 2019. 2020 data are not available due to the academic interruptions from COVID-19.
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(c) using student scale scores versus proficiency level points based on scale scores.

For the first research question, I estimate classification accuracy of school identifications

and the precision of school accountability CSI score cutoffs in replications of the state’s system

of schools and students. Calculating classification accuracy and precision also allows me to

make apples-to-apples comparisons when comparing this existing state system to hypothetical

changes. For the second research question, I investigate how policy choices affect the classification

accuracy of identifications and the precision of CSI cutoff scores. First, I vary the reliability of the

accountability indicators’ components. Instead of using the tests’ actual reliabilities (ranging from

0.6 to 0.9 depending on the subject), I conduct the simulation using reliabilities set uniformly at

0.5, 0.7, and 0.9. While high reliabilities are preferred, policymakers may opt for shorter tests,

which typically have lower reliabilities (Wells & Wollack, 2003), or other measures that are less

reliable. Second, I use two-year averages of test data in my analysis. States sometimes use

multi-year averages of indicator scores to smooth out unstable scores (Chester, 2005; Kane &

Staiger, 2002), however, it is unknown whether doing so meaningfully affects school identifications

under ESSA. Third, in generating school indicator scores from student achievement tests, I explore

whether using average scale scores directly as opposed to proficiency level-based points changes

classification accuracy and precision. State policymakers make these types of decisions when

trying to communicate different priorities or values to schools, but the added uncertainty to

school scores from translating student scores to proficiency levels is rarely discussed (Conaway &

Goldhaber, 2020).

1.4 Data

1.4.1 Student and school sample

This analysis uses school and student data from the 2017-2018 and 2018-2019 school years.

Each school provides student-level standardized test scores from grades 3-11 in reading, math,

science, social studies, and writing, as well as up to three additional school-level accountability

scores. The 2018 sample includes approximately 170,000 elementary school students across 700

elementary schools (average enrollment of 235 students), about 150,000 middle school students
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across 320 schools (average enrollment of 450 students), and nearly 100,000 high school students

across 330 schools (average enrollment of 420 students). The 2018-2019 data mirror these counts.

Additional data from other years are unavailable due to the transition to ESSA reporting in 2017

and the impact of COVID-19 in 2020.

1.4.2 Measures: Accountability indicator constructions

For all schools in the sample, I calculate three measures of school performance (i.e. account-

ability indicators) that ESSA requires for state school accountability systems:

1. Academic Achievement indicator: This is calculated from reading and math test scores

aggregated at the school level and converted into four proficiency levels based on state-

defined cutoffs (e.g., Proficient, Needs Improvement). Schools receive either 0, 50, 100, or

125 points per student based on proficiency level. Total points are divided by the number of

test-takers. Reading and math points are averaged to form the final indicator score.

2. Other Academic indicator: While many states use growth measures, this state uses student

test results on science, social studies, and writing assessments similarly to the Academic

Achievement calculations, translating student scores to proficiency level-based points before

averaging.

3. English Language Proficiency indicator: This is calculated based on student scores on

WIDA ACCESS assessments in schools with English Language Learner (ELL) students. The

indicator reflects changes in the number of students who score at different proficiency levels

year-over-year. In my analysis, I use school-level ELP indicator scores as I only observe

students’ individual proficiency levels and not actual ACCESS scores.

This state uses two additional indicators for high schools, including a postsecondary readiness

measure that is an SQSS indicator3.These scores represent whether the school’s students have

either earned a high school diploma or have otherwise demonstrated academic or career readiness

according to pathways determined by the state. While students receive individual-level assess-

ments of their postsecondary readiness, I only observe school-level values on this indicator. I also

3The state has a second SQSS indicator, a climate survey, that had not yet been deployed to schools by 2019.
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only observe school-level indicator scores on high school’s Graduation Rate indicator. All high

schools report complete Graduation Rate and SQSS scores.

1.4.3 Measures: School accountability score constructions

School accountability scores are calculated by combining the school indicator values according

to state-determined weights. Although ESSA mandates no specific weights, academic indicators

based on test scores must be given "substantial” and “much greater weight" than non-academic

measures. Furthermore, the Academic Achievement, Other Academic, Graduation Rate, and

English Language Proficiency indicators must collectively provide outweigh the SQSS indicator.

After the school accountability scores are calculated, the bottom 5% of each level of school (i.e.

elementary, middle, or high schools) are identified for CSI.

1.5 Analytic Approach

My approach rests on recognizing that the data I use contain observed student test and school

indicator scores. From classical test theory, observed scores Xi are the sum of true scores Ti

measured with error ϵi (Lord & Novick, 1968):

Xi = Ti + ϵi

ϵi ∼ N (0, σ2)
(1.1)

First, I estimate accountability indicator scores for all schools that I consider to be their true

scores. These are the scores that schools would have received if they were free from error. I

aggregate these into “true” school accountability scores and identify the bottom 5% of schools.

These schools are considered to be the true CSI schools in my simulation. Second, I generate new

“observed” student and school data by adding noise to this ground truth. Using this new data, I

again calculate school accountability scores and identify the schools that are now considered low

performing. Finally, I compare the bottom 5% of schools in this replication to the original, true,

low performing schools. I simulate this process 1,000 times, keeping the set of schools constant.
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1.5.1 Data generation: True school scores

My simulation begins with a data generating process for the “true” school scores on all three

(or five, for high school) indicators. True school indicator scores in my analysis can be thought

of as a long-run average of the school’s performance on each indicator, and these steps aim to

account for measurement and sampling error to the greatest extent possible. My process is based

on parameters estimated from within-year state data and varies based on whether the state data I

use are at the school or student level. My primary analysis uses state data from the 2017-2018

school year.

For student level data, such as student math test scores used in the Academic Achievement

indicator or science test scores in the Other Academic indicator, I fit random effects models by

subject using the observed data. These models allow for random intercepts for schools j and

student level error ij as follows:

TestScoreij = β0 + β jSchoolij + ϵij

β j ∼ N (0, σ2
J )

ϵij ∼ N (0, σ2
ϵ )

(1.2)

Initial estimated coefficients β̂ j are empirical Bayes estimates which are overly shrunken. I

adjust them using model parameters to generate estimates of true mean school scores, β∗
j :

β∗
j = β̄ +

σ̂J

σβ̂ j

(β̂ j − β̄) (1.3)

where β̄ is the average of the student test scores in the subject and σβ̂ j
is the standard deviation of

the school-level estimates from the random effects model. I average these true mean school-level

math and reading test scores to calculate the Academic Achievement indicator and average these

true mean school-level science, social studies, and writing test scores to calculate the Other

Academic indicator. This produces my estimates of true Academic Achievement and Other

Academic school-level indicator scores.

Next, I turn to school level data and generate what I consider to be true English Learner

Proficiency scores as well as true School Quality or Student Success and Graduation Rate scores

for high schools. Due to the lack of individual student level data for these indicators, I use
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Figure 1.2: Equation and path diagram for School Quality. Error variances are represented by the double-ended
arrows.

confirmatory factor analysis to model all the indicators as loading onto a latent continuous factor,

which I call “School Quality” to match the intended purpose of using indicators to estimate school

performance in an accountability system. The measurement model is defined as shown in Figure

1.2, with five indicators for high schools and three for elementary and middle schools. Though I

estimate School Quality, θ̂j, in this model, my purpose is to estimate values of the school-level

indicators for every school. The school accountability scores ultimately determine which are the

lowest performing schools, not the School Quality variable defined in Figure 1.2.

Λ is a 5 x 1 vector containing the factor loadings and θ is the vector of the latent variable for

school quality. ϵ is a 5 x 1 vector of error associated with the latent variable. This one-factor model

is just identified for elementary and middle schools with three indicators and a fixed loading

of the first factor loading to 1 (UCLA: Statistical Consulting Group, n.d.). For high schools, the

model is overidentified.

In Figure 1.2 the school-level indicators are all continuous and are hypothesized to be caused

by the latent variable and measurement error. I account for missing values using iterative

robust model-based imputation4 in the VIM package in R, which implements an expectation

maximization algorithm (Kowarik & Templ, 2016; Templ et al., 2011, 2022). Robust imputation

4Results for analyses without imputation are in Appendix A.3
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methods that downweight outliers have been shown to demonstrate less bias and greater statistical

efficiency than maximum likelihood estimators in structural equation modeling (Zhong & Yuan,

2011), but in general estimates are similar between using EM algorithms, multiple imputation,

and full information maximum likelihood approaches (Dong & Peng, 2013).

I use this measurement model to predict values for the school-level indicators using the lavaan

R package (Rosseel, 2012). I do this by first computing factor scores, which are linear combinations

of the observed variables that represent estimates of θ for each school. Factor scores are derived

from the part of the observed variance in the data that is attributable to θ. The weights in the linear

combination are determined by the factor loadings, which indicate the strength and direction of

the relationship between each observed variable and θ (Brown, 2015; Skrondal & Laake, 2001).

Specifically, I compute Bartlett factor scores for each school, which are maximum likelihood

estimates of the population factor scores that provide unbiased estimates of the true factor scores

(DiStefano et al., 2009; Hershberger, 2014). With these factor scores, I can compute predicted

values for the observed indicators Ŝ1j, Ŝ2j, and Ŝ3j. I use these indicator values as the true school

scores for the English Learner Proficiency, School Quality or Student Success, and Graduation

Rate accountability indicators.

Once I have estimates of true school scores across all indicators from both the student-level data

and school-level data processes, I combine them as a weighted average into school accountability

scores using state-defined weights. The schools’ accountability scores are ranked to identify the

bottom 5% of schools. This set of schools are considered to be the true lowest performing 5% of

schools.

1.5.2 Data generation: School accountability scores

The next step of my simulation involves generating new, synthetic school-level indicator scores.

With these new indicator scores, I can again identify the lowest performing 5% of schools in this

new “observed” data set.

To calculate new synthetic school-level Academic Achievement and Other Academic indicators,

I generate student test scores within schools from a Normal distribution around the true mean

school scores β∗
j and standard deviation σtestij where σtestij is the standard deviation of student true
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scores within schools on a given subject test. I use the fabricatr package in R (Blair et al., 2024) and

reliability estimates of each test to create synthetic test scores within schools. By using the random

intercept model for each subject separately on the same data, I keep the adjusted Empirical Bayes

estimates correlated across subjects and allow schools to be anchored to the original data. After

generating student test scores, I map them to the state’s proficiency levels and assign points for

each school before calculating the new Academic Achievement and Other Academic indicator

scores.

To calculate the new synthetic school-level indicator scores, I bootstrap the residuals of the

English Learner Proficiency, School Quality or Student Success, and Graduation Rate indicators

across schools and add this adjustment to their predicted true scores. Then, I combine these

adjusted school-level indicator values of English Learner Proficiency, School Quality and Student

Success, and Graduation Rate with the Academic Achievement and Other Academic indicator

scores into school accountability scores and rank them to identify the bottom 5% of schools.

1.5.3 Analysis: Comparisons of schools

Conducting the replications after determining true school scores across all indicators allows

me to understand how well the accountability system as modeled recovered the truth. I simulate

the data generation process 1,000 times, each time identifying the true lowest 5% of schools and

comparing them to the identified schools in the new synthetic data sets. I report three measures

of classification accuracy, averaged across the simulations: the sensitivity, which is the proportion

of agreement where the true CSI schools were correctly classified as bottom 5% schools in a

simulation run, Type I error rates, which count false positive cases, and Type II error rates which

count false negative cases. To understand precision, I also examine distributions of the cutoff

scores that demarcate the 5th percentile school across simulation runs. Finally, to provide clearer

policy-relevant information, I estimate the difference in classification accuracy of a school being

identified as a CSI school if it truly is in the bottom 5% of schools versus its percentage chance

of identification if it truly is in the 5th to 10th percentile, i.e. the next 5%, of lowest performing

schools in the state.
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1.5.4 Policy design decision changes

In addition to examining the classification accuracy and precision of the accountability system

of this state, I also examine the effect of varying three system design decisions on the simulation

results. The first design decision varies the reliability of school accountability indicators. Higher

reliability means that less of the observed test variance is due to measurement error. I approach

this by generating student test scores within schools using different reliabilities (Cronbach’s alpha

of 0.5, 0.7, or 0.9) for all test subjects. Generally, standardized academic tests have high reliabilities,

and are recommended to have internal consistencies of at least 0.9 (Wells & Wollack, 2003). Climate

surveys tend to exhibit lower reliability where values closer to 0.7 are not uncommon, such as

for elementary students on the Safety scale in the Community and Youth Collaborative Institute

School Experiences Survey (Anderson-Butcher et al., 2013). Measures with lower reliabilities of

around 0.5 are less common in standardized tests but include assessments such as human-scored

essays (Attali & Burstein, 2006). While it is somewhat unrealistic that all student data would come

from assessments of exactly the same reliability, these estimates provide bounds on the variation

of true student scores, where if some tests were to increase in reliability those tests’ true scores

would experience less variance.

Second, I use 2017-2018 and 2018-2019 data together to investigate the practice of combining

multiple years of student data before identifying the lowest performing schools. In a review of

state ESSA plans, Meyers et al. noted that 21 states used more than one year of data to determine

CSI school identifications (2 states use 2 years and 19 states use 3 years) (2023). I calculate

student- and school-level estimated scores as described above for each year. After calculating the

school accountability indicators, I average them across years and use these averaged scores as the

school accountability scores. Though states that incorporate multiple years of student and school

performance data may choose to make different decisions in terms of how they combine scores,

averaging represents a reasonable approach.

Third, for indicators with student level data, I test the policy design decision of eschewing

proficiency levels and using student test scores directly in calculating school indicator scores.

I take the average of student test scores within schools and use those school-level averages to

calculate the Academic Achievement and Other Academic indicators. While only these two
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indicators use student level test scores, they comprise the most weight in the school accountability

score calculation.

1.6 Results

1. To what extent are school accountability identifications accurate across simulated replications

of the identification process? That is, how often is a “true” CSI school identified by the

scoring system? Furthermore, what is the standard error of the 5th percentile school scores?

For each simulation, 36 elementary schools, 16 middle schools, and 12 high schools are

identified as CSI schools. However, which specific schools are identified across the replications

varies. Each point in Figure 1.3 represents a school’s true rank based on their true accountability

score on the x-axis, contrasted with its probability of being classified as a CSI school on the y-axis.

I have zoomed in to the lowest 10% of schools in Figure 1.3 to match the policy focus on the

bottom 5% of schools, but results across the full distribution of school scores are in Appendix A.1.

Together, all points to the left of and at the 5th percentile cutoff in Figure 1.3, delineated by the

dashed vertical line in the middle of the figure, provide one view of the system’s sensitivity to

identifying the truly lowest performing schools. In a perfectly accurate system, all points to the

left of and at the cutoff would sit at a probability of 1, and all points to the right of the cutoff line

would show a probability of 0. This is not the case in Figure 1.3, though in general high schools

are less likely to misclassify a 5-10% school as CSI than elementary or middle schools.

To provide more specific details about system quality, I present in Table 1.1 the remaining

main analysis findings related to the technical performance of the identification of low performing

schools by this state’s school accountability system. These are the sensitivity (true positive rate),

Type I error rate (the number of false positives divided by the number of truly non-CSI schools),

and Type II error rate (the number of false negatives divided by the number of true CSI schools)

of this system. I also include the precision of the CSI cutoff score, discussed below. Of schools that

are truly in the bottom 5% of accountability scores, elementary schools have the highest chance,

85.3%, of being correctly identified across the simulations, while middle schools have a 77.4%

chance, and high schools have a 77.5% chance.

Type I error rates shown in Table 1.1 are low, between 0-1.5% for all CSI schools.The average
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Figure 1.3: Scatter plot of school true percentile ranks against probability of identification as a CSI school across
simulation runs, focused on lowest 10th percentile of scores. Local averaging curves superimposed.

Existing State Sensitivity Type I Error Rate Type II Error Rate Cutoff score mean and SE
Elementary 85.3% 0.1% 14.7% 27.0 (0.4)
Middle 77.4% 1.2% 22.6% 30.8 (0.5)
High 77.5% 1.3% 22.3% 53.2 (0.8)

Table 1.1: Classification metrics and cutoff precision for the lowest scoring 5% of schools. Note: SE = standard error.
Sensitivity is calculated as the percent of true CSI schools identified as such, across simulation runs. The Type I Error
Rate is calculated as the percent of truly non-CSI schools identified as CSI across simulation runs. The Type II Error
Rate is calculated as the percent of truly CSI schools identified as non-CSI across simulation runs.
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Figure 1.4: Distribution of 5th percentile cutoff scores in main analysis.

Type II error rate is 22-23% for middle and high CSI schools and is around 15% for elementary

schools identified as CSI. False negative rates are much higher than the false positive rates because

of the fewer total number of true positives – by definition, this can only be 5% of schools – and

relatively higher number of true negatives. However, it is much more likely that a truly low

performing school is identified by this accountability system design, and much less likely that a

school is incorrectly classified as CSI.

Separately, I examine the variation of the 5th percentile cutoff scores among the set of true

school scores in each run of the simulation. As illustrated in Figure 1.4 with values in Table 1.1,

they are small: elementary schools and middle schools have similarly precise score cutoffs, with

standard errors of around 0.4-0.5 points. High schools have a slightly wider spread of 0.8 points.

However, all these standard errors are small around the mean cutoff scores meaning the cutoffs

are fairly precise across simulations and school levels. The distributions of average true scores for

schools and cutoff locations are provided in Appendix A.2 for reference.

Another policy-relevant comparison is the probability that schools in the actual 5th to 10th

percentile of accountability scores in the state are misclassified as CSI. While these schools should

not be identified as CSI by the state, they are still quite low performing relative to other schools.

Figure 1.3 shows this phenomenon as the dots, or schools, to the right of the 5th percentile dashed

vertical line that have a probability greater than 0 of being classified as CSI. Schools that are truly
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Type I Error Rate Average number of schools that are false positives
Elementary 13.6% 5
Middle 14.9% 2
High 14.5% 2

Table 1.2: Classification metrics for the lowest 5-10% ranked schools. Note: The Type I Error Rate is calculated as
the percent of truly non-CSI schools, which are all the schools in the lowest 5-10% ranked schools, identified as CSI
across simulation runs.

between the bottom 5% and 10% are misclassified as CSI schools around 15% of the time, as

shown in Table 1.2. This represents around 5 elementary schools and 2 middle and high schools

that are not truly low performing but end up in the bottom 5% due to error.

2. To what extent can accountability identification be improved by changes in policy? Specifi-

cally, to what extent do identification precision and accuracy vary as a function of:

(a) the reliabilities of the component measures, at levels 0.5, 0.7, and 0.9;

(b) the addition of multiple years of data, using 2 years in addition to 1;

(c) using student scale scores versus proficiency level points based on scale scores.

I show results corresponding to all the policy decisions described in question 2 by school level

in Figures 1.5 - 1.7.

Figure 1.5 presents the probability of classification as a CSI school under the existing state

system and under changes to the reliability of the system’s components. From left to right along

the school true percentile ranks, lower reliabilities of 0.5 show the largest decrease in correct

classification for the truly lowest performing 5% schools whereas high reliabilities of 0.9 track the

existing state system. Between the 5th and 10th percentile of school scores, schools react differently

to reliabilities of 0.5: elementary schools are more often incorrectly classified, while middle schools

are more often correctly classified as non-CSI. High schools exhibit no difference across the three

reliabilities.

Figure 1.6 also reports different responses to a potential policy change based on school level.

Under an accountability system that uses scale scores instead of assigning points to schools

based on state-determined proficiency levels, elementary and middle schools misclassify truly

CSI schools as non-low performing more often than the existing system. Elementary and middle
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Figure 1.5: Scatter plot of school true percentile ranks against probability of identification as a CSI school across
simulation runs, focused on lowest 10th percentile of scores, under different reliabilities of component measures. Local
averaging curves superimposed. Note: "Existing" refers to present state system results.
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Figure 1.6: Scatter plot of school true percentile ranks against probability of identification as a CSI school across
simulation runs, focused on lowest 10th percentile of scores, under different scoring decisions. Local averaging curves
superimposed. Note: "Existing" refers to present state system results.

schools generally do a better job of correctly classifying non-CSI schools, though elementary

schools only see improvement in this for schools closer to the 5% cutoff. At the high school level

this different scoring system has little effect on correct classification of truly CSI schools but shows

a slight benefit in reducing misclassification of 5th to 10th percentile schools as CSI.

Meanwhile, the policy decision to use multiple years of data to calculate school scores shows

little difference in correct classifications compared to one year, with slight improvement in

classification for high schools around the cutoff (see Figure 1.7).

I also consider the precision of CSI cutoff scores to answer question 2. As shown in Table

1.3, the standard error of cutoff scores is very similar to the primary analysis across the three
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Figure 1.7: Scatter plot of school true percentile ranks against probability of identification as a CSI school across
simulation runs, focused on lowest 10th percentile of scores, under systems using different numbers of years of data.
Local averaging curves superimposed. Note: "Existing" refers to present state system results.
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Primary Reliability Reliability Reliability Two Years Scale
Analysis of 0.5 of 0.7 of 0.9 of Data Scores

Elementary 27.0 30.7 29.1 26.4 26.1 195.0
(0.4) (0.3) (0.3) (0.4) (0.3) (0.4)

Middle 30.8 33.0 32.0 30.5 32.0 198.0
(0.5) (0.5) (0.4) (0.5) (0.3) (0.5)

High 53.2 53.7 53.4 53.2 54.8 53.0
(0.8) (0.8) (0.8) (0.8) (0.7) (0.5)

Table 1.3: Average CSI cutoff score and standard error in system simulations under different policy decisions by
school level. Standard errors in parentheses.

degrees of component reliabilities and when using two years of data. This means that these policy

decisions have little influence on the identification score’s precision. The mean CSI cutoff scores

in the rightmost column show that the accountability score scale has changed for elementary and

middle schools under the scale score policy decision in question 2c relative to the system that uses

proficiency levels, but there are still no real differences in precision. Note that high school tests

are scored on a different scale than elementary and middle school tests, and their cutoff scores

under this policy decision are slightly more precise.

Finally, I assess the classification accuracy of the policy design decisions, beginning with

sensitivity. Among the reliability options as shown in Table 1.4, sensitivity is the highest (78-85%

across school levels) when component measures have very high reliabilities of 0.9, as might be

expected. These sensitivities most closely match the main analysis results shown in the first

column of Table 1.1, as a majority of tests used by the state to generate school accountability

indicators had similarly high reliabilities. However, even with tests of very low reliability of 0.5,

70-76% of true CSI schools are still correctly classified.

I find a larger drop in sensitivity between the rightmost column in Table 1.4 representing the

policy decision to use scale scores instead of proficiency-level based points and the current state

system on the left for elementary and middle schools. The sensitivity for true low performing

schools decreases around 17 percentage points for elementary schools and 15 percentage points

for middle schools. In contrast, I do not find for elementary and middle schools that using two

years of data results in meaningfully different system sensitivity from the main results that use an

accountability system with only one year of data. However, high schools behave differently and

28



Primary Reliability Reliability Reliability Two Years Scale
Sensitivity Analysis of 0.5 of 0.7 of 0.9 of Data Scores
Elementary 85.3% 76.3% 81.5% 84.6% 85.3% 67.9%
Middle 77.4% 70.1% 72.6% 78.2% 77.2% 62.2%
High 77.5% 73.9% 76.4% 77.9% 83.4% 77. 5%
Type I Error Rate
Elementary 0.1% 1.3% 1.0% 0.8% 0.8% 1.7%
Middle 1.2% 1.6% 1.4% 1.2% 0.9% 1.9%
High 1.3% 1.5% 1.3% 1.2% 0.9% 1.3%
Type II Error Rate
Elementary 14.7% 23.7% 18.5% 15.4% 14.7% 32.1%
Middle 22.6% 29.9% 27.4% 21.8% 22.8% 37.8%
High 22.3% 25.9% 23.4% 22.0% 16.5% 22.3%

Table 1.4: Classification accuracy measures across policy decisions. Note: Sensitivity is calculated as the percent of
true CSI schools identified as such, across simulation runs. The Type I Error Rate is calculated as the percent of truly
non-CSI schools identified as CSI across simulation runs. The Type II Error Rate is calculated as the percent of truly
CSI schools identified as non-CSI across simulation runs.

appear unaffected by the use of scale scores while experiencing an increase in sensitivity from

using two years of data.

Next, I examine misclassification error rates across policy decisions. Type I error rates remain

similarly low across the school levels and decisions. Compared to the present state system, all

modifications do slightly increase the false positive Error rate for elementary schools, but these

changes are small – at most a 1.6 percentage point increase when using scale scores. The policy-

related findings trend slightly differently for Type II error rates. When the accountability system

uses scale scores or its components have a reliability of 0.5, the resulting school identifications

experience the highest Type II error rate (except for the scale score policy in high schools, which

are again unchanged by using scale scores). Type II error decreases back to the main analysis’s

levels as the component reliabilities increase, and rates are unchanged for elementary and middle

schools between using one or two years of state data. High schools experience a decrease in Type

II error from using two years of data.
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1.7 Discussion

This analysis, which builds on prior work examining multiple measure evaluation systems, is

the first comprehensive evaluation of classification accuracy in an ESSA accountability system.

Compared to evaluations of the technical properties of accountability systems under NCLB, ESSA

requires the use of more measures of school quality and allows states more flexibility in defining

them. The methodological framework I present here can be used by policy researchers to evaluate

existing state accountability systems as well as potential changes.

In this study, I present results from a simulation-based approach to estimate the classification

accuracy of a state’s accountability Comprehensive Support and Improvement (CSI) identification

process. I also examine the precision of the CSI cutoff score across simulation runs. The

classification accuracy metrics I use (sensitivity, Type I error rate, and Type II error rate) come

from calculating the proportion of schools miscategorized as low performing and the proportion

of schools miscategorized as not low performing. Overall, this state’s accountability system shows

high sensitivity for elementary schools and moderate sensitivity for middle and high schools. This

means that low-performing elementary schools are most likely to be correctly identified as CSI

schools in this state’s system. This is in part related to the relative number of schools: there are

over twice as many CSI elementary schools in this state as there are CSI middle or high schools.

I make three primary contributions to the field in this paper. First, I develop and demonstrate

a comprehensive approach to evaluating classification accuracy in complex state accountability

systems. My approach uses modeling techniques to estimate student and school true scores

on components in the accountability system through accounting for error. For indicators that

provide student-level data, I use random effects models to calculate Empirical Bayes estimates for

schools that account for error variance. These estimates, which are overly shrunken, are reinflated

using model-based adjustments. For some components of the accountability system, as opposed

to other prior research on classification in complex systems, I only observe school-level scores

as opposed to students. These school-level indicators are critical to the calculation of school

accountability scores and so I use factor analysis to parse out error in predicted indicator scores.

These analytic decisions in my approach, though they were followed due to data constraints,

make this process more flexible than prior classification analysis research which assumes a joint
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multivariate normal distribution of observed component scores. However, there are tradeoffs in

parsimony from estimating indicator scores separately with and without student data, and in

other types of complex systems that combine scores in ways that require or use more connected

components this approach may be inappropriate.

Though this chapter demonstrates a parametric simulation approach, future research should

examine the feasibility of a nonparametric approach, such as that described in Doan et al.

(2019). In general, nonparametric approaches require fewer assumptions and, in that study,

the nonparametric approach even preserved the distribution of the authors’ data. However,

nonparametric approaches may lose the ability to make comparisons to “true” student and school

scores. Important future work also includes modeling Targeted Support and Improvement (TSI)

and ATSI identifications which involve the performance of student subgroups.

Second, I empirically provide the first systematic evidence of differential effectiveness across

school levels and measurement approaches. I find that the accountability system generally

protects against false identifications (Type I error rates of 0-2%), but the rate of missing truly low

performing schools (Type II error rates) ranges from 15% for elementary schools to 22-23% for

middle and high schools. Though the Type I error rates are low, they represent schools statewide

being incorrectly identified as requiring comprehensive support and improvement. This means

these schools receive additional state intervention and resources that might be better directed to

more needy struggling schools. Conversely, the higher Type II error rates mean that many truly

low performing schools are missed by the system, and this issue is of greater concern for middle

and high schools.

I also find evidence of differential effectiveness in my policy design tests. Policies yield

different results for different types of schools: for example, using two years of data as opposed to

one results in little difference for elementary and middle schools, but it improves the sensitivity

rate for high schools. Additionally, using scale scores to calculate indicator values as opposed to

proficiency level points increases the Type II error rate for elementary and middle schools but

decreases the Type II error rate for high schools. The negative influence of this policy decision is

also reflected in a 17 percentage point decrease in sensitivity for elementary schools using scale

scores versus no change in sensitivity for high schools. The state’s current approach of assigning

points per number of students who score within each proficiency level provides the best system
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performance but is differentially effective by school level.

Third, I establish clear connections between technical properties of the system and policy

decisions, enabling evidence-based system improvements. I importantly include these policy tests

to provide tangible examples of ways that policy researchers can examine their own potential

changes as states look to make updates to their accountability systems. A common practice, using

multiple years of data (typically three) to identify schools (Meyers et al., 2023), should be weighed

against the increased calculation complexity and data requirements. In this system, the use of two

years of data as opposed to one does not meaningfully affect classification accuracy for elementary

and middle schools. Schools that score highly in one year are generally likely to score highly in

a subsequent year, even after accounting for sources of error. As part of this, the majority of a

school’s tested students are also likely to be the same in two consecutive years. However, this may

vary based on school size and other features - state systems with smaller schools, or schools that

experience more churn, may see more gain from using multiple years of data. In contrast, the

policy decision of using measures with higher reliabilities offers consistently and increasingly

positive effects on classification accuracy. These policy tests demonstrate that how a component is

measured, and how components are incorporated, can play important roles in influencing the

technical properties of accountability systems.

Broadly, these findings both challenge fundamental system design decisions that apply ac-

countability approaches uniformly across school levels and provide theoretical and practical

guidance for improving school identification systems under ESSA. This accountability system

shows a clear pattern of being more conservative in identifying schools for intervention, with a

sizable risk of missing truly struggling schools, particularly at the high school level. This suggests

a need to reconsider the balance between false positives and false negatives in system design.

The pattern of differential performance across school levels also suggests that accountability

policy approaches that do not differentiate by school level may not be sufficiently sensitive to

achieve goals of promoting stronger technical properties. System designs should consider further

level-specific approaches to identification and support above and beyond differential weights for

indicators by level. This work establishes a new framework for understanding and evaluating

educational accountability systems that better reflects their complex, multiple-measure nature.
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Chapter 2

Improving Estimation for

Two-Dimensional Regression

Discontinuity Designs in Education with

Gaussian Process Regression1

Abstract

Sometimes a treatment, such as receiving a high school diploma, is assigned to students if their

scores on two inputs (e.g., math and English test scores) are above established cutoffs. This forms

a multidimensional regression discontinuity design (RDD) to analyze the effect of the educational

treatment where there are two running variables instead of one. Present methods for estimating

such designs either collapse the two running variables into a single running variable, estimate

two separate one-dimensional RDDs, or jointly model the entire response surface. The first two

approaches may lose valuable information, while the third approach can be very sensitive to model

misspecification. We examine an alternative approach, developed in the context of geographic

1Co-authored with Zach Branson and Luke Miratrix. The research reported here was supported, in whole or in
part, by the Institute of Education Sciences, U.S. Department of Education, through grant R305B150012 to Harvard
University. The opinions expressed are those of the authors and do not represent the views of the Institute or the U.S.
Department of Education.
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RDDs, which uses Gaussian processes to flexibly model the response surfaces and estimate

the impact of treatment along the full range of students that were on the margin of receiving

treatment. We demonstrate theoretically, in simulation, and in an applied example, that this

approach has several advantages over current approaches, including over another nonparametric

surface response method. In particular, using Gaussian process regression in two-dimensional

RDDs shows strong coverage and standard error estimation, and allows for easy examination of

treatment effect variation for students with different patterns of running variables and outcomes.

As these nonparametric approaches are new in education-specific RDDs, we also provide an R

package for users to estimate treatment effects using Gaussian process regression.

2.1 Introduction

Regression discontinuity designs (RDDs) were first introduced by Thistlethwaite and Campbell

(1960) and are widely used in economics, education, political science, and statistics for estimating

causal effects. In a classical RDD, treatment assignment is determined by a single covariate, called

a “running variable,” being above or below a cutoff. For example, education grants may only be

provided to families with incomes below a certain amount (Li et al., 2015; Ludwig & Miller, 2007),

or students may attend subject-specific summer school if their test score on that subject was below

a certain value (Matsudaira, 2008). The goal of an RDD is to estimate the causal effect of treatment

on outcomes, while accounting for the discontinuous nature of treatment assignment.

RDDs are valuable because, even though treatment assignment is completely confounded

by the running variable, the causal effect at the cutoff is identifiable under the mild assumption

that the treatment and control outcomes are continuous around the cutoff (Hahn et al., 2001).

The causal effect can then be estimated by estimating the mean outcome under treatment and

under control near the cutoff. Many have utilized nonparametric methods—in particular, local

linear regression methods that upweight subjects near the cutoff—to do so (Cattaneo & Titiunik,

2022; Imbens & Lemieux, 2008; Pei et al., 2022). Local linear regression methods fit regressions

of the outcome on the running variable (one below the cutoff, one above), extrapolate these

regressions to the cutoff, and estimate the causal treatment effect as the difference between these

two extrapolations.
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Some RDDs have more than one running variable. For example, in education applications, it is

often the case that a treatment—such as access to a tutoring program or high school diploma—is

assigned to students if both of their two test scores (e.g., in math and English) fall either below

or above some cutoff (Ou, 2010; Papay et al., 2014; Reardon et al., 2010). In geographic RDDs,

treatment is assigned to units based on their geographic location which is defined by the running

variables of latitude and longitude (Keele et al., 2015; Keele & Titiunik, 2015; Rischard et al.,

2021). We focus throughout on RDDs that use two running variables to estimate the effect of one

treatment. The cutoffs on the two running variables in a two-dimensional RDD form a boundary

within a two-dimensional space, where units are treated on one side of the boundary but not the

other. While the causal estimand in a one-dimensional RDD is the average treatment effect at the

cutoff, the causal estimand in a two-dimensional RDD is the boundary average treatment effect,

or BATE. The BATE represents an overall estimate of the weighted average of treatment effects

that have been aggregated along the boundary using researcher-specified weights.

Estimating this causal estimand is not as straightforward as estimating an average treatment

effect at the cutoff point in the one-dimensional case using local linear regression. Several common

methods attempt to estimate causal effects in a two-dimensional RDD by extending methods

for the one-dimensional case, but these fail to target the BATE. For example, one method

collapses the two running variables into a single running variable, and then follows standard local

linear regression methods (Cohodes & Goodman, 2012; Martorell, 2005; Robinson, 2011), while

another estimates two separate one-dimensional RDDs for each running variable (Kane, 2003;

Papay et al., 2010; Reardon et al., 2010). These approaches, though straightforward extensions of

existing methods, reduce the problem to one dimension which loses valuable information (see

Rischard et al. (2021) for further discussion). Response surface modeling methods have also been

used to estimate two-dimensional RDD causal effects, but they can be very sensitive to model

misspecification when conducted parametrically (Dee, 2012; Papay et al., 2011, 2014).

Given these challenges using existing methods for estimating the BATE in two-dimensional

RDDs, we propose using a nonparametric surface response modeling approach in education

research. This has several advantages over current approaches, namely that it allows us to properly

target the BATE and that it flexibly estimates the mean outcome on both sides of the boundary.

This makes model misspecification less of a concern. Uniquely, this approach also allows for
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easy examination of treatment effect variation along the boundary, which is not possible with

existing methods. We compare current two-dimensional RDD approaches to nonparametric

surface response methods that use Gaussian process regression and locally weighted regression

(loess).

Our contributions are twofold: first, we examine how nonparametric surface response methods

work for a specific type of two-dimensional RDD. Second, we make these tools more accessible by

providing an R package.

In Section 2.2, we define the notation, setup, and causal estimands for two-dimensional RDDs.

In Section 2.3, we review current methods for analyzing two-dimensional RDDs, and in Section

2.4.1, we present the Gaussian process regression and loess approaches. We compare these various

methods via a simulation study in Section 2.5. We find that using Gaussian process regression

shows slightly better performance in terms of bias, standard errors, and RMSE, in addition

to much stronger coverage of treatment effects and estimation of standard errors. We further

demonstrate these methods in Section 2.6 by analyzing an educational policy test-score cutoff in

Wisconsin. Here, we show how using Gaussian process regression can help illuminate patterns of

treatment effect heterogeneity for differently-scoring students, as well as provide more precise

inference over prior analyses that use one-dimensional approaches. Finally, we conclude in Section

2.7.

2.2 Notation, Setup, and Causal Estimands

Consider N units, indexed by i, each with treatment assignment Wi, outcome Yi, and running

variables Xi1 and Xi2. We focus on sharp two-dimensional RDDs, where

Wi =


1 if Xi1 ≥ c1 and Xi2 ≥ c2

0 otherwise.
(2.1)

for fixed, scalar cutoffs c1 and c2. This design requires that the individual receive one treatment on

the basis of passing two score cutoff thresholds, and receive no treatment otherwise. For example,

X1 and X2 might be math and reading scores, and the cutoffs represent eligibility to receive a

high school diploma, such as with high school exit examinations. The outcome might be eventual
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Figure 2.1: An example of the two-dimensional RDD we consider in this paper. The cutoffs are c1 = 0 along Running
Variable 1 and c2 = 0 along Running Variable 2. The treated region is in the top right quadrant and the control
region is the region to the left and below the boundary defined by the black lines. The causal estimand is the BATE,
which is estimated along the boundary.

college enrollment. Other policy designs may allow for different treatments if only one of the

score cutoffs were met, but we do not focus on those here.

Let Yi(1) and Yi(0) denote the potential outcomes of unit i under treatment Wi = 1 and control

Wi = 0, respectively. The observed outcomes can then be written as a function of the potential

outcomes: Yi = WiYi(1) + (1 − Wi)Yi(0). The outcome Yi(1) is observed only if unit i is exposed

to treatment (Wi = 1), and Yi(0) is only observed if unit i is not exposed to treatment (Wi = 0).

In sharp RDDs, the probability of receiving treatment for every unit is 0 or 1. There are also

fuzzy RDDs, where the probability of assignment to treatment at the threshold still changes, but

can change by a smaller jump (see Imbens and Lemieux (2008) for a conceptual review of sharp

and fuzzy RDDs). We focus on sharp RDDs because they are particularly common in education

applications, where students gain access to a program or treatment if and only if two test scores

fall to one side of their given cutoffs.
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Figure 2.1 plots an example of this type of RDD. The data for this figure come from our applied

example using Wisconsin student test scores (the two running variables) from students who are

English Language Learners (ELLs) and their treatment of reclassification into non-ELL status. This

reclassification treatment involves a change in students’ educational experience in schools, where

formerly ELL students join "mainstream" non-ELL classrooms and lose access to ELL-specific

supports. The cutoffs in this RDD are the c1 = 0 and c2 = 0 black lines, the treated units in the

top right quadrant are colored in dark blue, and the control units are colored in light blue.

Other common applications in education assign one treatment if the student performs poorly

on either test, such as access to summer school, which would change the inequalities in (2.1) to an

or statement between running variable values that were less than the cutoffs. This setup was the

focus of a simulation study in Porter et al. (2017) that compared various methods for analyzing

two-dimensional RDDs, where their control units were in the top right quadrant and treated units

were in the remaining three quadrants. That study simulated 5,000 data points from a standard

two-dimensional normal distribution with varying correlations between the two running variables,

and we will revisit this study design in Section 2.5.

Unlike a one-dimensional RDD where the causal estimand is the average treatment effect at a

single cutoff value, the causal estimand in this two-dimensional RDD forms from the boundary

created by the two cutoffs (colored in black in Figure 2.1 ). While geographic RDDs use irregular

boundaries, two-dimensional RDD applications in education typically use test score cutoffs or

other running variable cutoffs that are single values. Our focus in this chapter is therefore on a

rectangular boundary. The causal estimand is the weighted average of treatment effects along this

boundary, known as the boundary average treatment effect (BATE), which depends on the choice

of weights along the boundary. To formalize this causal estimand, define the boundary as

B = {x : x1 = c1 and x2 ≥ c2 , or x2 = c2 and x1 ≥ c1} (2.2)

where x = (x1, x2) is some realization of the two running variables.

The treatment effect τ(x) is a conditional average treatment effect, or CATE, function along

the boundary, and is defined as

τ(x) = E[Yi(1)− Yi(0)|X1i = x1, X2i = x2] (2.3)
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Throughout, we assume that these conditional expectations are continuous at x ∈ B, which is one

assumption needed to identify τ(x) (Hahn et al., 2001; Keele et al., 2015). Then, weights w(x) can

be specified for each x along B to estimate a the single quantity BATE τw, which is the weighted

average of the treatment effects across all x ∈ B:

τw =

∫
x∈B w(x)τ(x) dx∫

x∈B w(x) dx
(2.4)

Researchers can choose the weights w(x) for the treatment effects along B. The simplest form

of weights are uniform weights, defined as w(x) = 1, which place equal weight on every point

along the boundary. However, this may not be the most sensible choice if there is little data along

some parts of the boundary, such as at the center-top or far-right portions of the boundary in

Figure 2.1. We may not want to place much weight on these areas during inference.

Following this logic, researchers often place more weight on sections of the boundary with

denser populations of units, i.e., setting w(x) = ρ(x), where ρ(x) is the density of units at x. This

defines the following causal estimand:

τpop =

∫
x∈B ρ(x)τ(x) dx∫

x∈B ρ(x) dx
(2.5)

Such weights have previously been considered by Wong et al. (2013) and Porter et al. (2017).

A benefit of this estimand is that it corresponds to the average treatment effect of the super-

population of units residing on the boundary (Imbens & Zajonc, 2011; Keele & Titiunik, 2015;

Rischard et al., 2021). In practice, ρ(x) must be estimated, such as by using a kernel density

estimator.

There may be situations in which we are also interested in the average treatment effect across

particular portions of the boundary. For example, the boundary in Figure 2.1 consists of a vertical

boundary (where the running variable X1 is fixed) and a horizontal boundary (where X2 is

fixed), and researchers could estimate the average treatment effect for each of these two different

boundaries. Define B1 = {x : x1 = c1, x2 ≥ c2} and B2 = {x : x1 ≥ c1, x2 = c2} as these sections

of the boundary. Then, we have the following causal estimands:

τw
1 =

∫
x∈B1

w(x)τ(x) dx∫
x∈B1

w(x) dx
, τw

2 =

∫
x∈B2

w(x)τ(x) dx∫
x∈B2

w(x) dx
(2.6)

Note that τw
1 and τw

2 in (2.6) are special cases of τw in (2.4), where for τw
1 we have set w(x) = 0 for
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x ∈ B2, and likewise for τw
2 we have set w(x) = 0 for x ∈ B1. However, the causal estimands in

the two-dimensional RDD literature are usually not written in the form of (2.6). More typically,

they are written in the following form:

τ1 = E[Yi(1)− Yi(0)|X1i = c1, X2i ≥ c2], τ2 = E[Yi(1)− Yi(0)|X2i = c2, X1i ≥ c1] (2.7)

For examples of this form for the causal estimands, see Porter et al. (2017), Equations (1) and (2), as

well as the 13 papers they discuss in their literature review of two-dimensional RDDs. We prefer

the form of (2.6) over (2.7) for defining these causal estimands because it is more flexible and more

explicit. It is more flexible because it defines the large class of weighted average treatment effects

that may be of interest depending on the application, and it is more explicit because it makes clear

what kind of “averaging” is being done across the boundary. Meanwhile, the expectation in (2.7)

is usually with respect to some hypothetical infinite population, meaning that it is (implicitly)

using population-density weights to define a BATE.

We note that identification of these causal estimands for multidimensional RDDs must meet

RDD assumptions. These include the continuity of potential outcomes at the boundary, a

discontinuity in the probability of treatment at the boundary, and inability of individuals to

sort above or below the cutoff (e.g., by manipulating the value of their running variables). For

discussion of these assumptions see Reardon and Robinson (2012) and Wong et al. (2013).

In Section 2.3, we review state-of-the-art methods for analyzing two-dimensional RDDs. These

methods typically use local linear regression to conduct inference for the estimands τw
1 and τw

2

instead of the overall treatment effect τw due to substantive interest in the different boundary’s

treatment effects as well as difficulties in targeting the whole boundary’s treatment effect. However,

τw is often the main causal estimand of interest in a two-dimensional RDD, because it reflects the

aggregated treatment effects across the entire boundary, rather than sections of it. Furthermore,

researchers may also be interested in τ(x) for each x ∈ B, as opposed to aggregating these effects

across the boundary. A benefit of our approach is that—in addition to providing estimates for

average effects such as τw
1 , τw

2 , or τw—it provides estimates for τ(x) for every x ∈ B. This allows

researchers to assess if there is treatment effect heterogeneity along the boundary, instead of only

focusing on average treatment effects (Rischard et al., 2021).
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2.3 Review of Approaches for Two-Dimensional RDDs

Most current RDD methods leverage local linear regression approaches. First we will re-

view local linear regression for one-dimensional RDDs, and then turn to two-dimensional RDD

estimation.

2.3.1 Using local linear regression for one-dimensional RDDs

Consider the case where there is only one running variable X with cutoff c, and define

treatment as Wi = 1 if Xi ≥ c and 0 otherwise. Because treatment assignment depends on this

single variable, it is important to model E[Yi(1)|Xi] and E[Yi(0)|Xi] to estimate causal effects

(Rubin, 1977). As there is no overlap in terms of X between treatment and control units, causal

effect estimates will be particularly sensitive to model misspecification, especially the further we

extrapolate. Thus, most RDD researchers focus on estimating the average treatment effect at the

cutoff, defined as

τ(c) = E[Yi(1)|Xi = c]− E[Yi(0)|Xi = c] (2.8)

because it requires the least amount of extrapolation. As noted in Hahn et al. (2001), “any

nonparametric estimator [can be used] to estimate” E[Yi(1)|Xi = c] and E[Yi(0)|Xi = c]. Local

linear regression is a popular method for analyzing one-dimensional RDDs because of its desirable

boundary properties (Cattaneo & Titiunik, 2022; Hahn et al., 2001; Imbens & Lemieux, 2008).

Local linear regression solves two least-squares problems (one in the treatment group and one

in the control group):

min
αT ,βT

∑
i:Wi=1

(
Yi − αT − βT · (Xi − c))2)K

(
Xi − c

h

)
(2.9)

min
αC ,βC

∑
i:Wi=0

(
Yi − αC − βC · (Xi − c))2)K

(
Xi − c

h

)
(2.10)

Here, K(·) is the kernel and h is the bandwidth, which dictate how much weight is placed on

each unit during estimation. For example, one common choice for K(·) is the rectangular kernel,

defined as 1(c − h ≤ Xi ≤ c + h), which places an equal amount of weight on each unit within

distance h of the cutoff and a weight of zero otherwise. Throughout, we focus on rectangular
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kernels when conducting local linear regression. A common choice for h is the MSE-optimal

bandwidth of Imbens and Kalyanaraman (2012), but others—such as Ludwig and Miller (2007)

and Porter et al. (2017)—have used cross-validation to select h, and work such as Calonico et al.

(2020) has developed bandwidth choices tailored for inference in RDDs. After these least-squares

problems are solved, the average treatment effect at the cutoff is estimated as the difference

between the two estimated intercepts: α̂T − α̂C. Research such as Calonico et al. (2014, 2018) have

used bias corrections to improve local linear regression methods, and this approach has become

popular in econometrics (Athey & Imbens, 2017).

There are also alternatives to local linear regression. The local randomization literature

(Branson & Mealli, 2018; Cattaneo et al., 2015; Li et al., 2015; Sekhon & Titiunik, 2017) envisions

the RDD as an as-if randomized experiment around the cutoff, due to randomness in the running

variable. In this setup, they estimate the average treatment effect in a neighborhood of the

cutoffs where assignment is assumed unconfounded given observed covariates. Cattaneo et al.

(2017) compare local randomization methods to local linear regression methods, and Díaz and

Zubizarreta (2023) consider local randomization for complex RDDs with multiple treatment

assignment rules.

Finally, there are Bayesian approaches to RDDs (Alcantara et al., 2024; Chib & Jacobi, 2016;

Chib et al., 2023; Geneletti et al., 2015; Li et al., 2015). Branson et al. (2019) proposed using

Gaussian process regression to analyze one-dimensional RDDs, and found that this approach

exhibited promising coverage, interval length, and mean squared error over local linear regression

methods. We propose the use of Gaussian process regression for two-dimensional education RDDs

in Section 2.4.1, but first we will review current other approaches for analyzing two-dimensional

RDDs.

2.3.2 Current approaches for analyzing two-dimensional RDDs

There are four leading methods in the literature for analyzing sharp two-dimensional RDDs

like those presented in Figure 2.1. Wong et al. (2013) and Porter et al. (2017) reviewed them

and conducted simulation studies comparing methods. The first three methods described below

attempt to simplify the two-dimensional RDD into a one-dimensional RDD so that local linear
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regression methods can be used, while the fourth method attempts to model the RDD’s two-

dimensional nature. We discuss their implementation in Appendix Section B.1.

1. The binding score method: This method for analyzing a two-dimensional RDD instead

analyzes a single one-dimensional RDD. It uses both running variables to define a “binding

score” under the rationale that one score (either the minimum or maximum of the running

variables for each unit) will be responsible for a unit’s assignment to treatment by falling

either above or below the cutoff. The binding score then acts as the running variable in a

one-dimensional RDD that uses local linear regression. In the case of Figure 2.1, where units

receive treatment only if both running variables meet the threshold, the binding score BSi is

defined as min(X1i, X2i) after X1i and X2i are centered around their cutoffs. This method

implicitly makes the assumption that τ1 = τ2 (2.7) and will target some weighted average of

τ1 and τ2 if they differ. This method has been discussed in works such as Martorell (2005),

Robinson (2011), and Cohodes and Goodman (2012).

2. The frontier method and pooled frontier: The frontier method divides a two-dimensional

RDD into two one-dimensional RDDs using standard approaches (e.g. local linear regression

described in Section 2.3.1). First, units who are not assigned to treatment because of the

values of both running variables are discarded, which may decrease precision due to smaller

sample size. For example, the units in the lower-left quadrant of Figure 2.1 would be

discarded because X1i < c1 and X2i < c2. Then, once the running variables are centered

around their cut point values, the upper quadrants of Figure 2.1 can be viewed as a one-

dimensional RDD across the boundary defined by c1 = 0, where treatment is determined

only by X1 with X2 being a nuisance variable. Similarly, only X2 determines treatment

across the c2 = 0 boundary in the right-hand quadrants and X1 is a nuisance variable.

This method’s two one-dimensional RDD analyses provide estimates for τ1 and τ2 in (2.7),

respectively. This method has been discussed in works such as Kane (2003), Papay et al.

(2010), and Reardon et al. (2010).

The pooled frontier method, by contrast, produces a single overall BATE per (2.4). This

method estimates the BATE as a weighted average of the treatment effects on both segments

of the boundary, using the proportion of data close to each side of the boundary as the
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weights (see Wong et al. (2013), Equations (3) - (5)).

Porter et al. (2017), who focused on τw
1 and τw

2 and did not aggregate them, recommend using

the frontier method in most situations due to its strong performance and straightforward

implementation in their simulation study. However, they did recommend comparing it to

the binding score method if there is reason to believe that average treatment effects are

similar along both segments of the boundary.

3. The fuzzy IV method: Like the frontier method, this method generates two separate one-

dimensional RDD estimates, but it does so while using more sample data. By viewing

Figure 2.1 as a one-dimensional RDD in terms of X1 (and thus ignoring X2), there is non-

compliance to the right of c1 because only some units receive the control condition while

some are treated. This can therefore be viewed as a fuzzy one-dimensional RDD. Fuzzy

RDDs can be estimated by defining an instrumental variable (IV) for treatment assignment

and targeting an average treatment effect among compliers at the boundary for X1 and,

separately, X2 (Imbens & Lemieux, 2008). This method has been discussed in works such as

Robinson (2011), Dee (2012), and Wong et al. (2013). Porter et al. (2017) found this method

to more frequently exhibit bias and have higher variance than others, and we therefore do

not investigate it.

4. The parametric surface method: This is the only method that views the two-dimensional

RDD as, indeed, a two-dimensional RDD, instead of simplifying the problem into one-

dimensional RDDs. Using a parametric approach, the method estimates separate response

surfaces in the treatment and control groups by modeling the relationship between the two

running variables and the outcome. This method is described in Reardon and Robinson

(2012) and Wong et al. (2013). The treatment effect is then estimated as the average difference

in outcomes for units on the treatment assignment boundary. A nonparametric approach

would adaptively select a functional form as opposed to it being researcher-specified.

Although the surface method may seem to be the most appropriate method for analyzing a two-

dimensional RDD, current implementations are not without their complications. The drawback

most noted in the literature is that the surface method is very sensitive to model specification
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if conducted parametrically (Porter et al., 2017; Reardon & Robinson, 2012). Furthermore, it is

unclear how to use a bandwidth to focus estimation on units near the cutoffs, as local linear

regression does in one-dimensional RDDs. For example, one could select two bandwidths (h1, h2)—

such as by cross-validation, as done in Papay et al. (2011, 2014)—and restrict analyses to the subset

of data that falls within both of these bandwidths. However, this restricts analyses to data within

a rectangular subset centered around the origin of Figure 2.1, which may discard many units that

are very close to one of the borders (B1 or B2) but not both. More concerningly, (Wong et al., 2013)

showed that the bandwidth is sensitive to arbitrary scaling decisions of the running variables. For

these reasons, Porter et al. (2017) did not include the surface method in their simulation study.

Nonparametric surface response methods can avoid these concerns. We next explain the

implementation of two such approaches: Gaussian process regression and loess regression.

2.4 Nonparametric Surface Response Approaches

Surface response methods, both parametric and nonparametric, support estimation of the two

unknown functions in a two-dimensional RDD (the treatment response function and the control

response function), yet nonparametric approaches are rare in applied educational RDD contexts.

Nonparametric approaches offer advantages over parametric methods, such as flexibly modeling

the treatment and control response surfaces, making model misspecification less of a concern as

the researcher does not need to impose a structural form. In addition to this flexible fit, units near

the boundary can be automatically upweighted, akin to using a bandwidth, and these weights

can vary continuously across the two-dimensional domain recognizing the correlation between

the running variables. Another unique benefit of nonparametric approaches is that they can be

used to assess if there is treatment effect heterogeneity along the boundary.

2.4.1 Gaussian process regression for two-dimensional RDDs

To estimate the two unknown functions, we recommend the use of Gaussian process regression,

because of its success in the machine learning and Bayesian modeling literature for estimating

unknown functions (Rasmussen & Williams, 2006) as well as its success in one-dimensional RDDs

(Branson et al., 2019) and geographic RDDs (Rischard et al., 2021).
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Define µT(X1, X2) ≡ E[Yi(1)|X1, X2] and µC(X1, X2) ≡ E[Yi(0)|X1, X2] as the mean response

functions for treatment and control, respectively. We will assume that the treatment and control

response for each unit i are generated as

Yi(1) = µT(Xi1, Xi2) + ϵiT, and Yi(0) = µC(Xi1, Xi2) + ϵiC, where

ϵiT
iid∼ N(0, σ2

yT), and ϵiC
iid∼ N(0, σ2

yC)
(2.11)

Local linear regression methods make the same above assumption, but also specify a model for

µT(X1, X2) and µT(X1, X2). Instead of specifying a functional form for µT(X1, X2) and µC(X1, X2),

we will place a Gaussian process prior on both of these functions:

µT(X1, X2) ∼ GP(mT(X), KT(X, X′))

µC(X1, X2) ∼ GP(mC(X), KC(X, X′))
(2.12)

where we treat the two Gaussian process priors in (2.12) as independent.2 The notation

GP(m(X), K(X, X′)) denotes a Gaussian process prior with mean function m(X) and covariance

function K(X, X′), where X is the N × 2 matrix of running variables for all units. This states that

the joint distribution of the unknown response function for the N units is a multivariate normal

distribution with mean (m(x1), . . . , m(xN)) and an N × N covariance matrix K(X, X′) whose (i, j)

entries are K(xi, x′j), where xi ≡ (Xi1, Xi2)
T.

Following Branson et al. (2019) and Rischard et al. (2021), we will choose the linear mean

functions mT(X) = αT + XβT and mC(X) = αC + XβC with standard multivariate Normal priors

on (αT, βT) and (αC, βC). This does not force the estimated treatment and control responses to

be linear in the running variables, but rather represents our prior information that test scores

often have some association with the outcome of interest. Furthermore, we specify the covariance

functions in treatment and control as the squared-exponential covariance function:

KZ(X, X′) = σ2
GP,Z exp

(
− (X − X′)T(X − X′)

2ℓ2
Z

)
for Z = T, C (2.13)

2Letting the treatment and control mean response functions be a priori independent is analogous to fitting two
separate local linear regressions—one in the treatment group, one in the control group—which is by far the common
practice in RDDs (Imbens & Lemieux, 2008). As an alternative to placing independent priors on the treatment and
control mean response functions, work by Hahn et al. (2020) suggested placing priors on the control mean response
function and the average treatment effect. This was recommended with the assumption that there is some covariate
overlap between treatment and control, which is explicitly not the case in RDDs. Applying approaches such as Hahn
et al. (2020) is outside the scope of this work, but is discussed in other recent work (Alcantara et al., 2024).
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This kernel is the most common covariance function in the Gaussian process literature, and it is

often found to have good performance. See Rasmussen and Williams (2006, Chapter 4) for details

about other covariance functions.

The squared exponential covariance function contains two parameters: the variance σ2
GP,

which affects the amplitude, and the lengthscale ℓ, which affects the smoothness. We use an

anisotropic kernel, where we estimate two lengthscales for each of the treated and the control

surfaces. This allows ℓ to vary for each dimension of the data. Following Rischard et al. (2021),

we use maximum-likelihood to estimate these parameters. However, as shown in Branson et al.

(2019), priors can also be placed on these parameters, thereby propagating their uncertainty. As

discussed in Branson et al. (2019), these covariance parameters play a role that is analogous to the

bandwidth in local linear regression, in that they determine the weight of each unit in estimating

the treatment effect. For example, if the lengthscale ℓ is large, then the prior says the response

does not vary rapidly across values of the running variable; as a result, many units will play a

role in estimating the response along the boundary. Likewise, if the lengthscale is small, then

only units very close to the boundary will play a role in estimation. Meanwhile, the variance σ2
GP

determines how far departures from the mean function can be. Small values force the response

surface to be relatively linear, and large values allow for departures from linearity.

After the covariance parameters are estimated, the posterior distribution of µT(x) and µC(x)

for any point x = (x1, x2) along the border B can be found via standard multivariate Normal

theory. Thus, the posterior of the treatment effect τ(x) = µT(x)− µC(x) (defined in (2.3)) for

any x ∈ B can be readily obtained. In fact, a large benefit of this approach is that the joint

distribution of any number of treatment effects along the boundary can be obtained as follows:

consider R points x1, . . . , xR on the boundary where we would like to estimate the treatment effect,

which we refer to as sentinel points. Then, under our Gaussian process model, the posterior joint

distribution of τ(x1:R), the vector of treatment effects to be estimated for x1, . . . , xR, is

τ(x1:R)|X, y ∼ NR

(
µx1:R|T − µx1:R|C, Σx1:R|T + Σx1:R|C

)
(2.14)

≡ NR
(
τ1:R|Y, Σø1:R|Y

)
,
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where τ1:R|Y := µx1:R|T − µx1:R|C, Σø1:R|Y := Σx1:R|T + Σx1:R|C, and, for Z = T, C,

µx1:R|Z ≡ KZ(x1:R, XZ)[KZ(XZ, XZ) + σ2
yZI]−1yZ

Σx1:R|Z ≡ KZ(x1:R, x1:R)− KZ(x1:R, XZ)[KZ(XZ, XZ) + σ2
yZI]−1KZ(XZ, x1:R).

(2.15)

To clarify notation of the above equations: x1:R is an R× 2 matrix (denoting the two dimensions

for each of the R points), while XT and XC are NT × 2 and NC × 2 matrices, respectively, of the

running variables of the treatment and control units. The vector τ1:R|Y of estimates at the sentinel

points is an R-vector. The Σ·|· covariance matrices are all R × R.

There are three key properties of the posterior distribution shown in (2.14). First, the mean

of this posterior distribution shows us that the average treatment effect at each x is estimated as

simply the difference between the estimated treatment mean response and control mean response

at that x. Second, the covariance matrix in (2.14) shows us that the covariance of the treatment

effects is the sum of the treatment and control covariances, because the two response surfaces are

treated as a priori independent.. Third, the definitions of the treatment and control covariance

matrices Σx1:R|T and Σx1:R|C (2.15) tell us that the covariance between any two τ(x) and τ(x′)

depends on the proximity of x and x′, where proximity is measured by KT(X, X′) and KC(X, X′)

in (2.13).

The above formulation models the treatment effect as varying smoothly along the boundary.

Estimates for the individual τ(x) can then be combined together with weights to conduct inference

on the treatment effect for sections of the boundary, such as B1, B2, or even the entire boundary

B. As we show later in Section 2.6, it is useful to plot the point estimates of the average

treatment effects for (τ(x1), . . . , τ(xR)) and their corresponding confidence bands across the

R sentinel points. Because we have modeled the joint distribution of (τ(x1), . . . , τ(xR)), these

confidence bands account for the covariance among these effects. This allows researchers to

graphically diagnose the degree of treatment effect heterogeneity along the boundary, which—to

our knowledge—cannot be done with other estimation approaches. One can also test if there

is treatment effect heterogeneity across the boundary to a statistically significant degree; see

Rischard et al. (2021), Appendix B.
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Inference for treatment effects along the boundary

Equation (2.14) provides a posterior for the joint distribution of τ(x1:R) for any x1, . . . , xR ∈ B.

To estimate τw for any set of weights w, we first take a weighted average of these τ(x1:R).

Technically, τw integrates the treatment effect across every infinitesimal point along the boundary,

and we are approximating this integral with our sentinels. We can approximate more closely with

more sentinels, if we choose. In particular, we estimate the treatment effect only for the finite

number of sentinel points x1, . . . , xR by predicting outcomes from both the treatment and control

surfaces at the sentinels. Assuming that these points are evenly spaced along B, it is reasonable to

approximate the causal estimand τw as

τw =

∫
x∈B w(x)τ(x) dx∫

x∈B w(x) dx
≈ ∑R

r=1 w(x)τ(x)

∑R
r=1 w(x)

(2.16)

The above is a linear combination of the vector τ(x1:R), whose posterior (2.14) is Normally

distributed. Under our Gaussian process model, the posterior of τw is also Normally distributed:

τw|X, y ∼ N

(
w(x1:R)

T(µx1:R|T − µx1:R|C)

w(x1:R)T1R
,

w(x1:R)
T(Σx1:R|T + Σx1:R|C)w(x1:R)

[w(x1:R)T1R]2

)
(2.17)

where w(x1:R) ∈ RR is a vector of weights, and the other parameters in (2.17) are already defined

in (2.15). The posterior distribution of τw (2.17) can then be used to obtain a point estimate and

credible interval for the overall BATE defined by weighting w; we discuss this, along with weight

selection, in Section 2.4.1. We compute τ̂w with a plug in estimator, plugging the posterior means

µ̂x1:R|T and µ̂x1:R|C and estimated density weights w(x1:R) into (2.16).

Implementation

We use the laGP package to conduct Gaussian process regression for two-dimensional RDDs

(Gramacy, 2016). Specifically, we use the functions newGPsep, mleGPsep, and predGPsep. newGPsep

generates empirical Bayes priors and creates an initial Gaussian process, whose hyperparameters

are updated using mleGPsep. Then, predGPsep uses the Gaussian process model to make a

prediction at each x1, . . . , xR sentinel.

We use 20 sentinels along each section of the treatment boundary depicted in Figure 2.1. The

sentinels were evenly spaced between the cutoff along each running variable to the maximum
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running variable value. Using fixed sentinel points is an alternative choice for researchers.

We generate predictions in two ways: first, we use all the data and predict at the sentinels.

Second, and this is the process we follow for results in Section 2.5, we set the mean of the priors

in (2.12) as a linear model and fit a single Gaussian process before predicting at the sentinels.

We implement this second approach by regressing the outcome Y on the two running variables

and then treating the residuals of that regression as the outcome to predict at the sentinels. This

two-step process of residualizing simplifies the analytic computation compared to estimating a

full Bayes model with a built-in linear model; this is the method used by Rischard et al. (2021).

Once the predictions are generated at each sentinel along the boundary on both the treated and

control surfaces, the difference between a predicted treatment-side sentinel outcome, µT(x), and

the predicted control-side sentinel outcome, µC(x), is the estimate of the treatment impact at that

sentinel τ(x).

Choice of weights Gaussian process estimates of the BATE also rely on how the sentinels are

weighted, as our outcome of interest is a weighted average of these sentinel-level estimates. We

offer two ways of weighting the sentinels.

Our first approach is to weight the sentinels by the density of observations at that sentinel. This

involves estimating the density from the distribution of the running variables. For our context,

we fit a multivariate normal distribution to the running variables in our data and then calculate

density weights given this distribution. Other means of estimating the density are possible; we

take this approach because test score data often has a normal shape and fitting a parametric

density model stabilizes the density estimation considerably.

As an alternative, we can generate a precision-weighted BATE, τ INV , using the same sentinel-

level effect estimates but weighted by the inverse of the sentinels’ posterior variances, taking into

account their covariance. These (normalized) precision weights are

w⃗ = (1T
RΣ−1

ø1:R|Y1R)
−1 · 1T

RΣ−1
ø1:R|Y, (2.18)

where Σ−1
ø1:R|Y is the covariance matrix of the posterior of the sentinels estimates (see (2.14)).

This precision weighting approach accounts for the correlation structure of sentinel estimates,

such that the information gained from the sentinel estimates is maximized. In other words, this
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weighting approach targets an estimand, τ INV , that can be most precisely estimated among all τw.

However, τ INV is arguably less interpretable than τpop, because it is a data-dependent estimand.

Because a greater density of samples often leads to more precision, precision weighting also

tends to upweight areas of the boundary with high density, but while also accounting for the

correlation structure of sentinel estimates. As a result, areas of the boundary with a higher density

of sentinel points tend to not be “over counted," compared to the density weighting approach.

Using either approach, in our computation we chose to drop low-weight sentinels because

using those sentinels would have extrapolated too far outside of the support of the distribution.

Dropping these sentinels computationally adds a slight but negligible amount of bias to our BATE

estimate because of the small weight of data around these points.

Standard errors We calculate the standard error of the ̂BATE using (2.17): we take the square

root of the posterior variance as the standard error. In shorthand, we have, for weights w(x1:R),

SE(τw) =

(
1

W2 w(x1:R)
TΣø1:R|Yw(x1:R)

)−1/2

, (2.19)

with normalizing constant W = w(x1:R)
T1R.

For precision weights, our formula simplifies as the precision weights cancel with the co-

variance of our estimates. After some algebra, we produce standard errors for τ INV of the

form

SE(τ INV) =
(

1T
RΣ−1

ø1:R|Y1R

)−1/2
. (2.20)

See Rischard et al. (2021), Section 2.3.3, for more details on the precision weighting approach.

2.4.2 Locally weighted regression

Gaussian process regression, at its root, is giving a flexible model to a two-dimensional function.

Other choices are possible such as using local averaging, or loess (Cleveland & Devlin, 1986;

Jacoby, 2000). This is a nonparametric technique that uses local weighted regression to fit a smooth

curve through points. Here we present a straightforward way to use loess for two-dimensional

RDDs, that, to our knowledge, is a novel application of this procedure.

The traditional one-dimensional loess can be extended to two dimensions: For each point
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X = (x1, x2), we weight the data within a user-specified radius using (1 − 3
√
(d))3 where d

represents the distance between the data point and (x1, x2). Using these weights, we fit a linear

model with an interaction term to the treated and control units separately:

Yi = β0 + β1X1i + β2X2i + β3X1iX2i + ϵi (2.21)

to generate predictions at each (x1, x2) point. We then apply this smoothing function to each

point on the boundary. We calculate the difference in predictions at the sentinels as the estimated

treatment effect at each point and combine them as a weighted average to form the estimated

BATE.

In our implementation, we use a radius of 0.5 around each sentinel, which is half the standard

deviation of our simulated data, and require a minimum sample size of 8 data points within each

radius to fit a model. This approach readily gives us point estimates, but generating standard

errors and thus confidence intervals is more challenging and would require a bootstrap procedure.

2.5 Simulations

This chapter uses simulations to compare the performance of the binding score, pooled

frontier, and loess modeling methods discussed in Sections 2.3 and 2.4.2 to that of Gaussian

process regression, particularly in cases of heterogeneous treatment effects along the boundary.

We use the simulation data generating process of Porter et al. (2017), who compared binding

score, non-pooled frontier, and fuzzy IV approaches. We were interested in seeing performance in

a context we did not choose, to limit researcher degrees of freedom. As mentioned in Section 2.3,

both Gaussian process regression and loess can be thought of as a “surface method” approach—an

approach that Porter et al. (2017) discussed but did not include in their simulation study.

While we build upon the valuable insights from Porter et al. (2017)’s simulation study, our study

differs in several ways. First, we do not use the fuzzy IV method due to its underperformance

in Porter et al. (2017) and in Wong et al. (2013). Second, Porter et al. (2017) did not compare

binding score’s performance in scenarios where the treatment effect was unequal between the two

segments of the boundary. We include binding score for comparison even in those cases because,

in practice analyzing some treatment, we would not know that the treatment effect is unequal
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in different segments of the boundary. Third, we use pooled frontier estimates (Wong et al.,

2013), as opposed to the individual frontier estimates described in Porter et al. (2017). Fourth, we

include the loess curve modeling approach, which, as a flexible surface response model, serves

as a more similar competitor to Gaussian process regression. Finally, though we use the same

data generating models as found in Porter et al. (2017), the way we implemented each method

is different. Porter et al. (2017) assumes the true model is known a priori and pass it to the

regression discontinuity estimator. By contrast, we always fit the data using the same model for

these methods which, except for the nonparametric surface response approaches, is a local linear

regression on data within a given bandwidth. Thus, estimators’ bias in our simulation study are

higher than that in Porter et al. (2017), reflecting the deteriorated performance we would expect

from estimators when we do not know the true data-generating process.

2.5.1 Setup and data generating processes

Using the data setup of Porter et al. (2017), we generate running variables from a bivariate

normal distribution with a mean of 0 and marginal standard deviations of 1, and outcomes from

four different data generating processes.

Consider N simulated data points with running variables X1 and X2, treatment W, and

outcome Y. Each running variable is generated asX1i

X2i

 iid∼ N2


0

0

 ,

1 ρ

ρ 1


 , (2.22)

and we vary the correlation parameter ρ ∈ {0.2, 0.5, 0.9, 0.95, 0.99}. Treatment is defined as

Wi =


1 if X1i ≥ c1 and X2i ≥ c2

0 otherwise.
(2.23)

for cutoffs c1 and c2. We use three combinations of locations for the cutoff parameters: the 50th

percentile of the N (0, 1) distribution for both running variables, the 30th percentile for both, and

the 30th percentile for one running variable and the 70th percentile for the other.

In addition to matching some of Porter et al. (2017)’s simulation parameters, we also explore
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Model Control Side Outcome µC(X1, X2) Treatment Effect τ(X1, X2)

1) Y = 0.4 + 0.5X1 + X2 τ = 0.4
2) Y = 0.4 + 0.5X1 + X2 + 2X2

1 + X2
2 τ = 0.4

3) Y = 0.4 + 0.5X1 + X2 + 2X2
1 + X2

2 τ = 0.4 − 0.1X1 − 0.2X2

4) Y = 0.4 + 0.5X1 + X2 + 2X2
1 + X2

2 τ = 0.4 − 0.1X1 − 0.2X2

−0.08X2
1 − 0.08X2

2

Table 2.1: Simulation Outcome Generating Models. For all models, Yi(1) = Yi(0) + τi.

parameter setups that are a closer match to empirical applications in education research. This

involves using high running variable correlation parameters ρ ∈ {0.95, 0.99} and a smaller sample

size of n = 1, 000 in addition to Porter et al. (2017)’s sample size of n = 5, 000.

We show results using n = 1, 000 here and include results using n = 5, 000, which were similar,

in Section B.4 and Section B.5 of the Appendix.

Finally, the outcomes are generated as Yi = Wi + µ(Xi1, Xi2) + τ(Xi1, Xi2) + ϵi, with µ(·, ·)

and τ(·, ·) under four different settings as shown in Table 2.1, following Porter et al. (2017) with

residuals ϵi
iid∼ N (0, 1). In Models 1 and 2, the treatment effect is 0.4 everywhere along the

boundary. In Models 3 and 4, the treatment effect is heterogeneous along the boundary, such

that the choice of weights to estimate τw in Section 2.4.1 is consequential. Porter et al. (2017)

focused on population-density weights for these models (see Appendix A of their supplementary

material). For each data generating model and parameter setup, we generate 500 simulated data

sets. We apply each method to estimate the BATE and standard error for each simulated data set.

A full list of parameters and BATE values for each data generating model is listed in Table B.1 of

the Appendix. Our predictions, and correspondingly our treatment effect estimates, are scaled by

the standard deviation of the control unit outcomes such that our results are in effect size units.

2.5.2 Implementation

We use the R package rddapp (Jin et al., 2021) to implement the binding score and pooled

frontier methods (see Appendix Section B.1). We specify sharp two-dimensional RDDs and include

the running variables as covariates, which showed better precision in Porter et al. (2017). Gaussian

process regression and loess are implemented as described in Sections 2.4.1 and 2.4.2.
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2.5.3 Results

We compare the performance of each method on its average absolute bias, precision, RMSE,

coverage, and standard error estimation across data generating models. We show results averaged

over the three sets of running variable cutoff percentiles for the n = 1, 000 case as results are similar

across the three choices. We do not see substantial gains in using precision-weighted Gaussian

process regression and therefore show results here relative to density-weighted Gaussian process

regression. Results showing precision-weighted Gaussian process regression, precision-weighted

residualized Gaussian process regression, and precision-weighted loess are in Appendix Section

B.3.

In Figure 2.2, the columns correspond to the numbered models in Table 2.1. The models in the

first two columns have a constant treatment effect, while those in the third and fourth columns

introduce heterogeneous treatment effects along the boundary. Additionally, models in columns

two and four are more complex (they have curvature and interactions in the running variables)

than the models in columns one and three. The rows of Figure 2.2 show our outcomes. In the first

row, we compare the methods in terms of their absolute bias across simulations and simulation

parameters. The second row shows their precision, and the third shows the RMSE.

From Figure 2.2, we see that Gaussian process regression does slightly better than other the

methods in terms of absolute bias, particularly as the data generating models become more com-

plex across the first row. Additionally, the difference between residualized and non-residualized

Gaussian process regression’s estimated bias in the first column shrinks in these three later

columns. Looking across the middle row of the figures, density-weighted Gaussian process

regression results are similarly precise between residualized and non-residualized regression.

Density-weighted loess is always less precise than the other methods, but beyond this distinction,

differences between methods are small, with Gaussian process regression results almost always

matching or exhibiting smaller standard errors than the remaining methods. There is one excep-

tion in Model 1, where binding score slightly outperforms Gaussian process regression under

high running variable correlations. Finally, as shown in the third row of Figure 2.2, Gaussian

process regression does well in terms of RMSE, with residualized and non-residualized Gaussian

process regression performing similarly throughout. RMSE gives overall performance, taking any
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Figure 2.2: Simulation results averaged over running variable cutoff percentiles of 30/30, 50/50, and 30/70.

bias-variance trade-offs into account. Gaussian process regression ends up outperforming the

other methods in the three more complex models in terms of RMSE as it balances these trade-offs

most strongly. Like with the simulation’s standard errors, Gaussian process regression’s RMSE

always matches or outperforms the other methods, except for the high correlation case in the least

complex model, Model 1, where binding score slightly outperforms.

Figure 2.3 shows coverage results of the BATE in the top panel using a 95% confidence interval

averaged over the three running variable cutoff percentiles as results looked similar across them.

The bottom panel of this figure shows how well the methods estimated standard errors. Note

that we did not estimate standard errors for loess, which would require a bootstrap procedure.

All methods except pooled frontier perform well for the simplest data setup, the first column.

Gaussian process regression continues to do well, and outperforms the other methods, across the

other three data generating models in terms of both coverage and estimation of standard errors.

Results are fairly similar between residualized and non-residualized density-weighted Gaussian

process regression.

In summary, residualized density-weighted Gaussian process regression performs slightly
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Figure 2.3: Simulation coverage and SE estimation across parameters.

better than the non-surface response methods across our data generating models and simulated

parameters in terms of estimated absolute bias, precision, and RMSE. Among nonparametric

surface response approaches, Gaussian process regression is much more precise than density-

weighted loess, particularly for data from the least complex model. Compared to binding score

and pooled frontier, Gaussian process regression shows stronger coverage of the BATE and more

consistent recovery of the true standard errors. Taken together, Gaussian process regression

exhibits the overall best performance of these methods in this simulation.

2.6 Application: Wisconsin English Language Learner Reclassification

To understand the methods’ comparative performance with real world data, we use Gaus-

sian process regression, binding score, pooled frontier, and loess to analyze an empirical two-

dimensional RDD. We describe the data and policy context, define the estimand of interest, and

show the result of analyzing the two-dimensional RDD using the different methods. Since we

do not know the true BATE, we compare the methods in terms of their precision. We end with
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a demonstration of the capacity of Gaussian process regression to investigate heterogeneous

treatment effects.

2.6.1 Policy context

The two-dimensional RDD we use centers on the assignment of English Language Learner

(ELL) students to non-ELL status based on their test scores in public high schools in Wisconsin.

This change is known as reclassification, which indicates that these students are now considered to

be fully English proficient. After reclassification, they typically join mainstream classes with native

English speakers and no longer receive English language instruction or linguistic accommodations.

In Wisconsin, ELL students in grades K-12 are tested annually in the winter on the ACCESS

examinations, which measure English proficiency. ELL students receive ACCESS scores in multiple

English language domains: Speaking, Listening, Reading, and Writing. Literacy is calculated as

Literacy = 50%Reading + 50%Writing. Students also receive an Overall ACCESS score, which is a

weighted average of the four domains: Overall = 35%Reading + 35%Writing + 15%Listening +

15%Speaking (Wisconsin Department of Public Instruction, 2023). ACCESS scores are provided in

terms of scale scores as well as proficiency levels, which range from 1.0 (lowest) to 6.0 (highest).

Each proficiency level score corresponds to the bottom of a range of scale scores. For example, a

Literacy proficiency level of 5.0 requires a minimum scale score of 406 in the data we use.

From 2011-2016, Wisconsin state policy was to reclassify ELL students as non-ELL if they:

a) received a score of 6.0 on their Overall proficiency level score, or

b) received a score of 5.0 on their Overall proficiency level score AND a score of at least 5.0 on

their Literacy proficiency level score.

We examine the two-dimensional case of b), where students were required to pass two

thresholds to be eligible to receive the treatment of reclassification as a non-ELL. Even though

there are technically two policy pathways to be labeled as a non-ELL, the rule of reclassification

given at least a 5.0 on Literacy and a 5.0 on Overall fully determines who is reclassified and who

is not, since anyone who scores a 6.0 on Overall also scores at least a 5.0 on Literacy. This means

that we can conduct a two-dimensional RDD along the boundary defined by Literacy ≥ 5.0 and

Overall ≥ 5.0 and employ the methods of this paper. Our research question is whether being

58



eligible for mainstreaming into non-ELL classrooms helped students in terms of their academic

outcomes, which in this case are their ACT test score results in the year after reclassification.

Similar data were used by Carlson and Knowles (2016) to examine the impacts of reclassification

for ELL students in Wisconsin on their ACT achievement, likelihood of high school graduation,

and post secondary enrollment following high school graduation, using the first rule (a) as the

discontinuity in a fuzzy one-dimensional RDD. In Wisconsin, students typically take the ACT in

the spring of 11th grade, meaning that the ELL reclassification we and Carlson and Knowles study

occurred one year prior to this outcome measure. Using both linear and quadratic functional

form specifications above and below the singular 6.0 cutoff on the Overall proficiency level score,

Carlson and Knowles found that reclassification in 10th grade had a positive effect on students’

Composite ACT scores, mainly driven by increases in English and Reading ACT scores.

Although reclassification under these policies in Wisconsin was intended to be automatic, there

were students who passed these ACCESS test score thresholds but who were not classified as non-

ELL students. This is partly due to the state’s manual reclassification policies, where automatically

reclassified students could be manually classified back as ELL students if their districts deemed

them not to be fully proficient in English. Manual reclassification was also possible in the other

direction for students who scored a 5.0 on their Overall ACCESS score but less than a 5.0 on

their Literacy ACCESS score, if the district determined that the students were in fact proficient in

English. These counts of students were “relatively few" in either direction (Carlson & Knowles,

2016, p. 562). A more likely explanation for discrepancies between passing ACCESS scores and

reclassification status is that the automatic reclassification policy was a Wisconsin Department

of Public Instruction recommendation without a strong forcing mechanism at the time. As such,

there may have been delays between state-level automatic reclassification and district-level enacted

reclassification of these students into non-ELL classrooms.

These discrepancies motivate our examination of intent-to-treat (ITT) effects of becoming eligi-

ble for reclassification after passing both score thresholds, as opposed to effects of reclassification

itself, for this analysis. We believe that analyzing this sharp RDD is, in fact, preferable to a fuzzy

RDD, as it involves more precise inference. Furthermore, analyzing the two-dimensional nature of

the policy allows us to assess potential treatment effect heterogeneity along the boundary. This

gives us a more detailed perspective about which particular students are affected by ELL reclassi-
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Average scores All observations Below threshold Above threshold
ACT Composite 15.0 13.9 16.5

ACT Math 16.2 15.4 17.4
ACT Reading 14.6 13.5 16.2
ACT English 12.7 11.5 14.5
ACT Science 15.9 14.9 17.4

N 3,489 2,038 1,451

Table 2.2: ACT score descriptives for ELL students

fication. Utilizing sharp two-dimensional RDD methods therefore provides a more appropriate

analysis of this data.

2.6.2 Data

Our analytic sample consists of all 10th grade Wisconsin ELL students who were administered

the ACCESS test between academic years 2010-11 through 2015-16 and who also took the ACT

over that time, similarly to Carlson and Knowles (2016). This corresponds to 3,489 students.

In our data, 44% of students scored a 5.0 or above on Literacy, 52% scored a 5.0 or above

on Overall, and 39% scored a 5.0 or above on both, meaning they passed the reclassification

threshold. There were 2,038 students who did not meet the reclassification threshold in total. Of

those students who did not pass, 3.9% scored a 5.0 or above on Literacy but not Overall (these

were Overall scores in the 4.0-4.9 range), and 17.1% scored a 5.0 or above on Overall, but not on

Literacy.

Table 2.2 presents statistics about these students’ ACT scores, which can range from 0-36. On

average, ACT scores were higher for students whose ACCESS scores fell above the reclassification

threshold than for students whose scores fell below.

The test score data are displayed in Figure 2.1 in Section 2.2, with student ACCESS Literacy

scores along the x-axis and ACCESS Overall scores along the y-axis. The estimated correlation

between the two running variables is high, 0.96. Although the reclassification policy’s two passing

rules are defined using ACCESS proficiency levels from 1.0 to 6.0, we use the proficiency levels’

corresponding scale scores to run our analysis following Carlson and Knowles (2016) and centered

the running variables around their cutoffs. There is one scale score point that divides students
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who were eligible for treatment (the darker blue points in the top right of Figure 2.1) from those

who were not eligible for treatment (the lighter blue points).

2.6.3 Estimand and methods

We conduct inference on the τw defined in Section 2.4.1 to estimate the BATE. This corresponds

to estimating the intent to treat effect of just barely passing the reclassification threshold boundary

in 10th grade on ACT achievement. Our estimand is still the population estimand, and we examine

results using both population density weights as well as precision weights. We consider all ACT

skill area scores (English, Reading, Math, and Science) as well as students’ Composite ACT scores.

We compare the results of using Gaussian process regression, loess, binding score, and pooled

frontier methods. We implemented these methods the same way we had in the simulation study.

2.6.4 Results and comparison

The results from all four methods are presented in Table 2.3. Each column represents one type

of ACT test outcome estimate with standard errors in parentheses.3

The only statistically significant results are for ACT English scores using residualized density-

weighted Gaussian process regression, as well as for ACT Math scores using binding score. These

results are not consistently significant within outcome, across methods, though they are both

negative. Directionally, Gaussian process regression, binding score, and precision-weighted loess

results are almost all negative across ACT test results. Pooled frontier and density-weighted loess

results are generally positive, though these are never significant.

When comparing the standard errors of the estimates across methods, precision-weighted

Gaussian process regression estimates slightly outperform density-weighted Gaussian process

regression, though they are similar. Meanwhile, pooled frontier and loess’s standard errors are

larger than Gaussian process regression results, while binding score results are slightly more

precise. We conjecture that this performance is related to the 0.96 correlation between the running

variables. They are so highly correlated because a student’s Literacy score makes up part of their

Overall score. These results in terms of precision are in line with the lower standard errors for

3For loess, standard errors were estimated via bootstrap.
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ACT Score Composite English Reading Math Science
Residualized GPR - density weights -0.276 -0.471* 0.039 -0.228 -0.281

(standard error) (0.213) (0.265) (0.264) (0.249) (0.272)
Residualized GPR - precision weights -0.292 -0.393 0.096 -0.371 -0.277

(standard error) (0.201) (0.246) (0.249) (0.232) (0.259)
Binding Score -0.304 -0.319 0.102 -0.398* -0.373

(standard error) (0.187) (0.231) (0.245) (0.213) (0.250)
Pooled Frontier 0.094 0.140 0.205 -0.175 0.193
(standard error) (0.238) (0.315) (0.311) (0.259) (0.386)

Loess - density weights 0.272 -0.138 0.179 0.061 0.785
(standard error) (0.406) (0.734) (0.739) (0.448) (0.654)

Loess - precision weights -0.102 -0.315 -0.024 -0.142 0.098
(standard error) (0.475) (0.644) (0.420) (0.342) (0.578)

Table 2.3: ITT estimates using two-dimensional RDD methods. *p < 0.1

binding score results and higher standard errors for pooled frontier and loess that we saw in the

simulation study under high running variable correlations, see Figure 2.2.

In Carlson and Knowles (2016)’s analysis of the fuzzy one-dimensional ELL reclassification

RDD, they found estimated positive effects of reclassification that were 1 ACT Composite score

point and 1.2-1.7 ACT English and Reading score points in magnitude. We, in contrast, found

a significant but negative intent-to-treat effect of assignment to reclassification for ACT English

scores when analyzing the two-dimensional case using Gaussian process regression, though note

that this effect is one third the magnitude of Carlson and Knowles (2016). The difference in these

two papers’ results, as well as the differences among methods in this application, likely relate to

differences in the methods’ approaches to estimating treatment effects and hints at the existence

of treatment effect heterogeneity. Namely, the binding score method assumes that the treatment

effects of each segment of the boundary are equal, while the pooled frontier method combines

the weighted average of each segment’s treatment effects additively. Gaussian process regression,

by contrast, would not double count units close to the intersection of the segments, nor would

it require both segments to exhibit the same treatment effect. Across the two reclassification

analyses, we may be seeing more non-statistically significant effects than Carlson and Knowles

(2016) because of the existence of treatment effect heterogeneity, which we elaborate on further

below.
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Importantly, using Gaussian process regression, we are able to visually investigate evidence

of any heterogeneous treatment effects. Conducting this analysis allows us to understand if

treatment functions differently for students with different values of running variables.

We show the ACT English test score outcome as an example here as it was found to be

significant using Gaussian process regression. Figures for other ACT test outcomes are in Section

B.6 of the Appendix. In some cases, ̂BATEs that are null overall can exhibit statistically significant

effects at specific sentinels along the boundary, such as when sentinel-level results are both

negative and positive and cancel out. This is more likely to happen when we estimate the BATE

along a whole boundary in two dimensions as opposed to a local average treatment effect at one

point.

In Figure 2.4, the left panel shows the boundary defined by the sentinels that are numbered

black dots from 1 to 39. Sentinel 20 is at the intersection of the two running variable cutoffs. The

right panel shows the Gaussian process regression estimates (the light blue bars) using the ACT

English score outcome. The accompanying orange whiskers represent +/- 1.65 standard errors on

each estimate. As expected given the distribution of data in the left panel, the standard error bars

widen for sentinels further away from sentinel 20. Note that the figure’s right hand panel only

shows estimates for sentinels 12-25, meaning that sentinels 1-11 and 26-39 had too little data to

estimate treatment effects and were therefore dropped as explained in Section 2.4.1 .

We provide the following interpretation of Figure 2.4 as an example of how one could use

a figure like this, with sentinel-level estimates from Gaussian process regression, to investigate

heterogeneous treatment effects along the boundary. Looking at the right hand panel, we see that

the magnitude and direction of the estimates vary over the sentinels, beginning with positive

estimates for sentinels 12-15 and then showing negative estimates for the remaining sentinels. The

standard error bars show that the estimated treatment effects were significantly negative only

for sentinels 18 through 21, and not significant otherwise. This provides evidence that the ELL

reclassification policy functioned differently in terms of students’ English ACT scores for students

who scored close to the ACCESS Literacy cutoff (those who just barely passed the Literacy cutoff,

with an Overall score well above the cutoff along sentinels 12-15) or to the Overall cutoff with

relatively high Literacy scores (along sentinels 22-25), compared to students who scored close

to both cutoffs (along sentinels 18-21). Those students who scored closer to the intersection of
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Figure 2.4: Treatment effect heterogeneity along the boundary.

the two running variable cutoffs experienced negative, statistically significant treatment effects of

assignment to reclassification on their ACT English scores. This implies that the reclassification

policy may be less helpful for students with this pattern of running variable scores that are

both close to their cutoffs. In contrast, students who scored away from this intersection did not

experience significant effects of assignment to reclassification.

2.7 Discussion

Two-dimensional RDDs, such as requiring students to pass both an English and a math test

score to receive a high school diploma, are fairly common in education research. Most existing

methods to analyze these contexts collapse the two-dimensional RDD into a one-dimensional

RDD, which may be inappropriate if there is treatment effect heterogeneity across the two-

dimensional boundary. This article compares the performance of state-of-the-art two-dimensional

RDD methods with that of previously unused nonparametric surface response approaches in

education contexts, and provides code to implement them to estimate the boundary average

treatment effect or BATE. These nonparametric approaches are Gaussian process regression, a

Bayesian surface response method, and locally weighted regression (loess). The BATE estimates a
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weighted average of the treatment effect estimates at points along the boundary.

A key difference between surface response methods and the other methods is that the binding

score and pooled frontier methods project the discontinuity to a one-dimensional space, which

we argue is unduly limiting. By reducing the scope of the problem to one dimension, they lose

information in order to use local linear regression. Meanwhile, our implementation of Gaus-

sian process regression and loess analyzes treatment effects along the original two-dimensional

boundary. Not only does this more accurately incorporate the two-dimensional nature of the

data, but also it allows one to assess treatment effect heterogeneity along the two-dimensional

boundary. This is particularly important when researchers suspect that the same treatment may

impact subjects differently, depending on how they qualify for treatment.

Another state-of-the-art method that was not used by Porter et al. (2017), parametric surface

response, may be a better comparison to Gaussian process regression, as it allows the researcher to

jointly model the treatment and control response surfaces and estimate the BATE as the difference.

However, this method is difficult to use in practice given its sensitivity to the researcher’s choice

of functional form (Porter et al., 2017). Using nonparametric surface response methods reduces

such concerns for model misspecification.

We target the BATE in comparing the statistical properties of Gaussian process regression and

loess to existing methods in simulated as well as empirical data. Our simulation approach extends

the work of Wong et al. (2013) and Porter et al. (2017), with some key differences: We include

additional high correlation contexts that mimic our empirical example, and we explore how these

methods perform when the data generating models are unknown and potentially misspecified.

We believe that this generates fairer comparisons between methods as well as to non-simulated

data contexts where the researcher cannot predict the existence of heterogeneous treatment effects

or nonlinear data in advance.

In simulations using similar parameter and data generating setups as Porter et al. (2017), we

find that density-weighted Gaussian process regression performed slightly better in terms of

absolute bias, RMSE, and precision compared to binding score, pooled frontier, and loess methods.

Though binding score exhibited slightly more precision in the least complex data scenario for high

running variable correlations, Gaussian process regression showed the best consistent performance

across all other running variable correlations, data generating processes, and running variable
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cutoffs. Gaussian process regression also demonstrated much better coverage and estimation of

standard errors than the other methods.

Our simulation results partly agree with Porter et al. (2017) who found that results using

binding score tended to be more precise than those using frontier as the correlation between

running variables increased, though we used pooled frontier instead. Pooled frontier produces

one singular estimate that combines the weighted average of the treatment effects along each

individual frontier (Wong et al., 2013), as opposed to analyzing them separately as done Porter

et al. (2017). However, Porter et al. (2017) recommended using the frontier method even if binding

score’s assumption that treatment effects are homogeneous across frontiers holds theoretical

justification, whereas we saw either larger bias or less precision from pooled frontier compared to

binding score across our simulation’s parameters. In both our simulation as well as in Wong et al.

(2013)’s simulation study, pooled frontier showed poor performance without using the true model

when the authors applied a constant treatment effects model using pooled frontier to data with

heterogeneous treatment effects. Therefore, we believe that frontier and pooled frontier methods

are unsatisfactory approaches to estimating two-dimensional RDDs. Except for the least complex

data setups, we recommend using Gaussian process regression which showed consistently strong

properties. Future research could provide an expanded set of recommendations for when to

use Gaussian process regression over other methods, as well as extending the analytic design to

applications that involve more than two dimensions to assign students to treatment.

We next applied these methods to an educational data set for an English Language Learner

reclassification policy. Gaussian process regression showed similarly precise results to binding

score, which showed the smallest standard errors, across all ACT outcomes.

Importantly, we are able to use Gaussian process regression to visually investigate evidence of

treatment effect heterogeneity for students with different patterns of running variables. In our

empirical example, our overall BATE estimate for the ACT English test score outcome showed a

statistically significant negative effect of assignment to reclassification. When we examined the

effects at the sentinel level, we saw underlying heterogeneity: for example, students with a high

Overall score but a Literacy score close to the cutoff boundary showed positive and insignificant

treatment effect estimates for this outcome, while students with relatively lower Overall scores

and Literacy scores that were both close to the boundary experienced negative and significant
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treatment effects. Their reclassification assignment lowered their ACT English test scores.

We recommend that researchers and policymakers use tools such as Gaussian process regres-

sion to understand these patterns of treatment effect heterogeneity when conducting program

evaluations. In our application, the negative treatment effects on English test scores were only

experienced by some students, while for other ACT outcomes and in other contexts, overall

null BATE estimates may mask a mix of positive and negative effects for students at different

points along the treatment boundary. By recognizing the differences in both running variables

and outcomes of students at different points along the boundary, future policymakers can direct

programs differentially to students and therefore target students who may benefit the most.
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Chapter 3

Which Identities Matter? State Policy

Documents’ Use of Sociodemographic

Variables in Value-Added Models

Abstract

This study examines whether states incorporate sociodemographic variables in their value-

added models (VAMs) for teacher evaluation and the reasoning behind their decisions. Through a

thematic analysis of state policy documents, I find that some states include these variables because

they believe that accounting for student background is necessary to create evaluation systems that

are accurate and fair to teachers. This is consistent with arguments that states pursued educational

policy reform under Race to the Top by attempting to separate societal context from student

learning. I also find that among states that do include sociodemographic variables in VAMs, they

tend to exclude race in their accounting of student background. Framed through quantitative

critical theory, my findings highlight the contradiction between states’ stated goals of fairness and

accuracy and their exclusion of race from teacher evaluation models, as it suggests a devaluation

of the role of race in educational experiences.
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3.1 Introduction

The federal Race to the Top grant program incentivized state education policymakers to

develop new ways to evaluate teacher effectiveness using quantitative measurements of student

learning growth (2009). This reform effort responded to widespread concerns that teacher

evaluation was perfunctory and disconnected from improving student educational outcomes.

Supporters believed that tying responsibility for student learning to individual teachers – and

then retaining the best teachers and removing low performers – would support closing racial and

socioeconomic educational achievement gaps (Weisberg et al., 2009). To do this, states measured

students’ year-to-year growth on standardized assessments and attributed that change to teachers

through statistical modeling approaches such as value-added models (VAMs). Teacher VAM

scores represent a teacher’s effect on student achievement as the difference between their students’

predicted test scores and their actual scores (Hanushek & Rivkin, 2010). At one point, VAMs and

other types of student growth models were being used or developed by 40 states and the District

of Columbia1 for teacher evaluation (Collins & Amrein-Beardsley, 2014).

Since their implementation in teacher evaluation systems, VAMs sparked academic debates

about their appropriateness and accuracy. Researchers examined VAM scores’ ability to capture

an individual teacher’s effect on student learning (Amrein-Beardsley, 2014; Harris, 2011; Hill,

2009), involving extensive discussion of their potential for bias (Amrein-Beardsley & Holloway,

2019; Ehlert et al., 2014; Koedel et al., 2015; McEachin & Atteberry, 2017; Raudenbush, 2013) and

their instability (Goldhaber & Theobald, 2013; Reardon & Raudenbush, 2009). They also raised

validity concerns, as not all teachers instruct in tested subjects and grades, and student mobility

complicates the accurate attribution of student scores to teachers (Amrein-Beardsley et al., 2023;

Croft & Buddin, 2015).

Researchers have less often considered how states construct VAMs, as opposed to understand-

ing their statistical properties for teacher evaluation. For VAMs to be appropriately used in teacher

evaluations, the scores must accurately identify causal impacts of teachers on student learning

growth. Since students are not randomly assigned to teachers, this requires the assumption

that, after accounting for observed student characteristics like prior achievement and possibly

1Except where noted, I will count D.C. as a state for conciseness going forward.
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sociodemographic variables, the assignment is effectively random. Although economic research

generally agrees that including student background variables beyond prior achievement has

“limited practical consequence” (Koedel et al., 2015, p. 25) in assessing teacher performance

through VAMs, studies have found variation in teacher rankings depending on whether student

background variables are included (Goldhaber & Theobald, 2013). When implementing their

educator evaluation systems with VAMs, states made important decisions about which, if any,

sociodemographic variables to include—decisions that are not yet well understood.

I add to this discussion by exploring how states incorporate or discuss student background

variables when constructing VAM scores. I concentrate on their use of student race, but I also

examine student socioeconomic status (SES) to contrast how states discuss these two sociode-

mographic characteristics. Although extensive research exists on VAM bias and validity, insight

into specific differences in VAM construction is limited. To shed light on this disconnect between

policy goals and the outcomes of teacher evaluation reforms, I conduct a thematic analysis of

policy documents from states that use VAMs. Guided by quantitative critical theory, this analysis

examines the assumptions regarding student race and other background characteristics reflected

in these documents with a critical lens. Specifically, I ask the following research questions:

RQ1. Do states include, or have they included, student background information in teacher

VAM scores in evaluation policies? Specifically, have they included student race, student SES, or

both sociodemographic characteristics?

RQ2. How have states explained their inclusion or exclusion of student race and student SES

in teacher evaluation measures?

I find that although states describe the role of student background as essential to appropriately

estimate a teacher’s role in supporting students’ academic growth, states infrequently use student

race as a covariate in their estimation of teacher effectiveness. My analysis suggests that states

value other, non-racialized markers of student identity and experiences, and have structurally

limited the role of race in modeling student learning growth. The modeling decisions in these

policy documents appear to run counter to the states’ expressed goals of controlling for student

background to provide the most fair and accurate VAM scores for teachers.

The rest of the chapter proceeds as follows: Section 3.2 reviews VAMs and relevant literature,

Section 3.3 discusses the relevancy of QuantCrit to this topic, Section 3.4 describes my methodology,
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Section 3.5 presents my findings with discussion in Section 3.6, and Section 3.7 concludes.

3.2 Literature Review

Educator evaluation reforms in the 2000s aimed to quantitatively estimate teacher quality, based

on a growing body of research which found that teachers are the most important school-based

factor in student learning. These studies isolated teachers’ individual contributions to student

learning based on standardized test scores by statistically controlling for student and school

characteristics (Hanushek, 1971; Murnane & Phillips, 1981; Nye et al., 2004). Researchers also

found that teachers varied in how effective they were based on VAMs (Hanushek & Rivkin, 2010),

further motivating policymakers to use student growth measures to differentiate and evaluate

teachers in overhauled state systems. These measures often carried high stakes, influencing

decisions on merit pay, teaching contracts, and even employment termination.

At a high level, VAMs identify teacher effects on student score growth through comparing

actual scores to predicted scores in time t based on prior achievement in time t − 1. A VAM

equation to attribute student i’s learning growth to teacher j can also control for various student

characteristics as follows:

Scoreit = α + βScorei(t−1) + γXi + θj + ϵit (3.1)

where θj is the teacher effect (the value-added score) and Xi is a vector of student background

variables. The model can further include classroom or school characteristics, though interpretation

of θj then changes to be how much the teacher contributes to achievement above and beyond what

would be expected based on student characteristics, classroom composition, and school-wide

conditions. States use VAMs to measure a teacher’s impact on student learning by aggregating

student estimated score differences to the teacher level.

While I leave detailed econometric analyses of VAMs to existing reviews (Bacher-Hicks &

Koedel, 2023; Harris, 2011; Koedel et al., 2015), I highlight key relevant features. To draw a causal

link between a teacher’s effectiveness and estimated changes in student performance, certain

statistical and conceptual assumptions must be met, such as that the students can be thought

of as effectively randomly assigned to teachers after accounting for observable characteristics
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(American Statistical Association, 2014). This selection-on-observables assumption implies that all

factors influencing both student-teacher assignments and student achievement are observable and

measurable. A major limitation of this assumption is its reliance on the availability and accuracy

of data; if any unobserved, or unused, variables exist that affect both the assignment and outcome,

the results may be biased (Koedel et al., 2015). Including additional observed variables in VAMs

helps reduce potential bias when student-teacher sorting occurs in non-random ways that are not

fully captured by the model’s existing terms. This issue is particularly problematic in schools

with systematic policies like tracking or in models with less information about students’ prior

achievement (Koedel et al., 2015).

In general, the role of student background has long been recognized as a factor in shaping the

accuracy of student growth measures for evaluative purposes (Ballou et al., 2004; McCaffrey et al.,

2003; Meyer, 1997). However, some economists have presented evidence that including background

variables in VAMs yields negligible differences for teachers after accounting for students’ prior

achievement. For instance, Gershenson and Hayes found that correlations between teacher

rankings based on VAM scores remain robust regardless of whether student background variables

are included (2018). Other researchers, though, observed that even if overall correlations appear

consistent, the inclusion or exclusion of demographic variables in VAMs can shift individual

teacher performance classifications (Goldhaber & Theobald, 2013). This suggests that relying on

correlation metrics can misrepresent the influence of student background variables on the stability

or accuracy of teacher VAM scores.

Other research shows that including student covariates, after accounting for prior achievement,

only slightly reduces bias in VAM scores (Chetty et al., 2014; Ehlert et al., 2014; Gershenson,

2016). These studies typically consider the inclusion of a set of student background variables

instead of the influence of individual covariates. Nevertheless, researchers contend that using

student background variables as covariates in VAMs is beneficial for policy purposes, as providing

additional information can mitigate systematic bias (Koedel et al., 2015). Specifically, models with

additional covariates can control for more factors that may relate to non-random student sorting.

Prior literature on teacher VAM scores in state policies has focused more on their use than on

their construction. For example, a survey by the National Council on Teacher Quality (NCTQ)

found that rules in 28 states allowed teachers to be rated as effective despite having low student
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growth scores (Walsh et al., 2017). Researchers similarly observed that states that adopted

evaluation reforms continued to identify few teachers as unsatisfactory (Kraft & Gilmour, 2017).

Another survey explored changes in teacher evaluation systems following the Every Student

Succeeds Act by interviewing policymakers about their use of various evaluation measures. The

authors asked about VAM scores (broadly defined as any student growth measure such as student

growth percentiles in addition to VAM scores), teacher observations, student surveys, and student

learning objectives, finding that states increasingly moved away from VAMs or endorsed other

approaches over time (Close et al., 2020). Most recently, a 2021 NCTQ survey on state evaluation

systems corroborated a trend of states shifting away from heavily relying on student growth

measures, including VAMs (2022).

Researchers studying educator evaluation reform more broadly also investigate the use of

VAMs in state policies. Reckhow et al. (2021) and Gitomer and Marshall (2023) both identify the

rapid adoption of VAMs during Race to the Top as problematic, noting that political pressures

limited meaningful evidence-based research input in policy discussions. Meanwhile, states

implementing VAMs faced complex technical decisions in best measuring and evaluating teacher

performance. The two studies differ in their identification of root causes of VAMs’ swift uptake:

while Reckhow et al. highlight the influence of funders and advocacy groups in driving reform,

Gitomer and Marshall argue that teacher evaluation reforms were based on a flawed theory of

action that is represented in the use of VAMs. Specifically, they claim that the quantitative focus

of these reforms rested on color-evasive and meritocratic ideals, which inadequately addressed

systemic racism in education. (Color evasion is a preferred term for color blindness, which

describes efforts to ignore or avoid recognizing race and racism in society (Annamma et al.,

2017; Nasir et al., 2016)). According to Gitomer and Marshall, teacher evaluation reform efforts

minimized the importance of racism by trying to overcome its influence through statistical

modeling to identify more objective estimates of teacher effectiveness. VAMs, they note, also

support the idea of meritocracy by attributing achievement solely to individuals (2023). Thus,

the decisions states made regarding VAM construction reflect state stances on the role of student

background, namely race and racism, in driving student learning.

While these bodies of literature seek to understand the statistical properties, policies, and

policy effects of VAMs, little is known about the details of how VAMs have been constructed across
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state education policies. Gitomer and Marshall acknowledge the importance of demographic

control variables in describing bias and instability in VAM scores, but their view is at the national

level as opposed to within individual states (2023). States’ choices to include student race as a

variable in VAMs, while seemingly technical, are influenced by ongoing societal debates on race

and racism. The way that states construct their VAMs can therefore express positions on how race

and student background interact with educational systems to affect student achievement. In this

work, I add context to this discussion by analyzing state policy language over the past 15 years

regarding the inclusion of student race and socioeconomic status (SES) in teacher VAMs.

3.3 Theoretical Framework

This study draws on Quantitative Critical Race Theory, or QuantCrit, to ground its analysis of

state VAMs. QuantCrit is a framework that applies critical race theory to improve quantitative

data use in research, policy, and practice (Castillo & Gilborn, 2023). Often, QuantCrit researchers

question traditional quantitative analytic methods or data sources to understand what biases

against people of different racial identities may be present, and work to interrupt these assumptions

(Castillo & Strunk, 2024). Specific to student growth measures, QuantCrit scholars have expressed

concern that including statistical controls for race legitimizes educational inequities or unfairly

reifies policies where students of different races can receive differential educational opportunities

(Gillborn et al., 2017). By encouraging these types of questions, QuantCrit promotes recognition

that quantitative information contains meaning within socially constructed systems and is therefore

not objective or context-free (Castillo & Strunk, 2024).

The tenets of QuantCrit are: the centrality of racism; numbers are not neutral; categories are

neither ‘natural’ nor given: for ‘race’ read ‘racism’; voice and insight (data cannot speak for itself);

and a social justice/equity orientation (Gillborn et al., 2017). For descriptions, examples, and

researcher recommendations for all five tenets, see Castillo and Gillborn (2023) and Castillo and

Strunk (2024). I focus on the second tenet, numbers are not neutral, to frame my findings. The

second tenet speaks to how quantitative measures are viewed as objective truths, when they are in

fact generated through processes determined by human actors in social structures (Gillborn et al.,

2017). In this chapter, I examine how state education policymakers make decisions about how to
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construct teacher VAM scores, which are meant to represent one objective quantification of teacher

effectiveness. This QuantCrit tenet therefore both highlights VAMs’ non-objectivity and helps

me examine the language states use about their modeling decisions and possible assumptions of

neutrality.

This analysis applies QuantCrit in a new way compared to existing measurement-related

research. A recent systematic literature review of QuantCrit research shows that most QuantCrit-

oriented measurement research develops new surveys or tools that better capture intended

audiences and inferences (Castillo & Babb, 2023). These include, for example, a novel survey on

Black students’ experiences in STEM (Priddie, 2021) and an updated occupational prestige index

that was normed on a diverse set of respondents (Pérez Huber et al., 2017). Researchers also

advance existing psychometric methods such as differential item functioning to better account

for intersectional identities (Albano et al., 2024; Russell et al., 2022). Instead, I use QuantCrit

to support a critical examination of the methodological decisions that are made in creating

educational measures. I shift from merely critiquing the inclusion or exclusion of student race as

a covariate in VAMs to identifying relevant patterns in the language of state policy documents

which relate to the QuantCrit tenets. By examining the technical details of how VAM scores are

constructed and identifying the role of student race in this way, I can better shed light on how

well these decisions ultimately serve teachers and students.

3.4 Methods

3.4.1 Document analysis

I conducted a thematic analysis of state documents related to teacher evaluation. Document

analysis is a longstanding qualitative research method that investigates the “trail of paper and

artifacts” (Patton, 2002, p. 293) that organizations produce. This analytic approach allows for

exploration of new, socially embedded meanings in textual records through interpreting texts

(Hodder, 2000). Importantly for my context, texts from institutions, such as state education

agencies and governing legal bodies of state education agencies, are “inextricably linked to the

social contexts in which they are produced” (Miller, 1997, p. 78). Guided by tenets of QuantCrit,

which highlight this connection between the social world and quantitative measures, I analyzed
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policy documents about VAMs to generate codes and develop my findings.

3.4.2 Document collection: State and document search and selection

The core motivation of this study is to understand how states make decisions to incorporate

sociodemographic student characteristics such as race and SES in their models to generate

teacher quality measures. Before I investigated how state documents describe the use of these

characteristics, I first identified which states have used VAMs and when they used them, then

collected documentation about their model creation process and calculation of VAM scores.

Notably, there is a lack of publicly available comprehensive information about the models used in

state teacher evaluation policies over time. As a result, my document identification and selection

process occurred over multiple stages.

First, I conducted an initial search using the National Council on Teacher Quality (NCTQ)’s

database on teacher policies from all 50 states and D.C. to find online policy documentation. The

database provides information on multiple areas of teacher policy, including the use of student

growth measures in evaluation, based on data from public sources in 2021. NCTQ also included

opportunities for state education agencies to review their findings (2022). This search identified,

at a high level, which states use student growth measures (which include but are not limited to

VAMs) in their teacher evaluations. Specifically, I used the database’s information regarding the

following questions: “Are measures of student growth required as part of a teacher’s evaluation

score?” and “Are measures of student growth required as part of a teacher’s evaluation score?” to

make this determination. 30 states used such student growth measures in 2021. I then investigated

more deeply the policies for each of these states, examining whether they provided a definition

of their student growth measure. This led me to 40 policy documents found from the NCTQ

database – teacher evaluation handbooks, state legal codes, and educator performance frameworks

– across 38 states that discuss student growth measures.

Importantly, not all states had information in the database for those questions, and the state

policies in the database were not guaranteed to be VAM-specific. In order to ensure the accuracy

of information from the NCTQ database and ensure a more comprehensive analysis, I then

conducted a second stage of document search and collection.
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In the second stage of my search, I supplemented the information available in the NCTQ

database with publicly available information from state and local governmental websites in all 50

states and D.C. Using Google, and when necessary to access archived information, the Wayback

Machine, I located several types of documents for each state: state guidance and descriptions

of evaluation systems, teacher evaluation process overviews and frequently asked questions,

technical documentation, state education department web pages or presentations on teacher

evaluation, and legal codes. This search resulted in 91 additional policy documents, 131 total,

which I used to further refine my classification of states that use and define student growth

measures in their teacher evaluation systems.

Finally, I narrowed my collection of documents to states that use (or have used) VAMs for

teacher evaluation. I excluded states that spoke about VAMs only in broad terms or offered

significant flexibility to districts. For example, Illinois mandates that student growth comprises 25-

30% of a teacher’s performance evaluation, but the specific measurement models and underlying

assessments that are used to estimate growth are determined by the district, meaning that teacher

evaluation scores do not necessarily include VAM estimates. This contrasts with states that

required VAMs at any point or were more explicit about VAMs as their predominant option for

teacher evaluation. This criterion sampling approach for identifying qualitative cases (Patton, 2002)

narrowed the scope of the search down to 14 states: Delaware, Florida, Louisiana, Michigan, New

Mexico, New York, North Carolina, Ohio, Oklahoma, Pennsylvania, Tennessee, Texas, Wisconsin,

and D.C.

After identifying these 14 states that use or have used VAMs for teacher evaluation, I systemati-

cally re-examined these states’ websites to confirm that I had collected the relevant materials. This

involved surveying all webpages linked from “educator evaluation” sections of state department

of education websites, including footnotes and reference materials. Again, if I could not find a

linked webpage about a state policy that was mentioned, I searched for it separately through

Google and the Wayback Machine. I saved documents if they provided information about state

VAM use in teacher evaluation or if the document explained how VAM scores were constructed.

Ultimately, this refined my dataset to 57 VAM-related documents spanning from 2009 to 2025.

I used these to illustrate how states described the role of student background in the construction

of these measures, as well as to see how state policies and language around the policies changed
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State State Webpage Legislation Technical State
Guidance or FAQ or Regulation Documentation Total

Delaware 1 1 1 0 3
Florida 1 1 6 2 10

Louisiana 1 1 2 0 4
Michigan 0 1 1 2 4
Missouri 3 0 0 0 3

New Mexico 0 0 0 1 1
New York 0 1 0 1 2

North Carolina 1 0 1 1 3
Ohio 1 2 1 1 5

Oklahoma 0 3 3 0 6
Pennsylvania 4 0 2 1 7

Tennessee 0 2 1 0 3
Texas 1 1 1 1 4
D.C. 2 0 0 0 2

Total 57

Table 3.1: Collected document types related to value-added measures for teacher evaluation by states.

over time. Table 3.1 lists the number and types of documents that were ultimately analyzed per

state.

3.4.3 Data analysis

I uploaded and coded the documents using NVivo, a qualitative analysis software program.

After collecting all final documents, I used a two-step coding strategy. I first approached coding

inductively to allow for relevant themes related to state VAMs to emerge from these materials

(Miles & Huberman, 1994; Patton, 2002). The first inductive round generated 32 unique codes,

such as “fairness to educators,” “student background,” “improving accuracy,” “poverty”, and

“socioeconomic status”, that I then thematically organized into the 11 codes in the second column

of Appendix C.1. Upon exploration of these 11 codes, I realized in a second round that my codes

fell under two broad categories: evaluation model goals (e.g., “fairness to educators”, “objectivity”,

“accuracy”, “transparency”) and student characteristics included in the models (e.g., “student

race”, “socioeconomic status”, “differences between students”). The number of states that have
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documents involving each code are in Table C.1. After these two rounds of coding, I re-visited all

57 documents to compare the timeline of states’ uses of value-added models and identify changes

that states made over time. Throughout each stage of this analytic process, I was particularly

attuned to text that provided information on what student information states deemed valuable to

estimate teacher effectiveness, and how states described what made that information valuable.

3.5 Findings

Overall, I find that the sampled states acknowledge that student background plays a role

in student academic performance. Furthermore, most states agree that this role ought to be

statistically accounted for in teacher evaluation measures. However, despite stating that accounting

for student background improves value-added measures’ accuracy and fairness, states infrequently

discuss why certain demographic variables are included in the model and why others, namely

student race, are not.

3.5.1 Frequency of student background variable use in teacher VAM scores

Out of my 14-state sample (Delaware, Florida, Louisiana, Michigan, New Mexico, New York,

North Carolina, Ohio, Oklahoma, Pennsylvania, Tennessee, Texas, Wisconsin, and D.C.), seven

states (Louisiana, Missouri, New York, Oklahoma, Pennsylvania, Texas, and D.C.) have used

student SES and other background variables such as English Language Learner (ELL) status and

disability (SWD) status in their VAMs. Only three states (Missouri, New York, and Oklahoma) used

student race, and no state used student race without including student SES. Furthermore, I found

that only seven states still use VAMs (Louisiana, Michigan, North Carolina, Ohio, Pennsylvania,

Tennessee, and D.C.), which does not include the three that used race in their calculations. Table

3.2 shows these state VAM features.

3.5.2 Making measures fair: Accounting for student background

Regardless of their inclusion or exclusion of student SES and student race in VAMs, the

sampled states stress the importance of fairly evaluating educators. “Fairness to educators” was

the most often coded phrase, appearing in 10 out of 14 states. Through their language, states
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Model has used Model currently uses

SES Race Current VAM usage SES Race
Delaware No – –
Florida Optional
Louisiana X Yes X
Michigan Yes
Missouri X X No – –
New Mexico Not confirmed
New York X X No – –
North Carolina Yes
Ohio Yes
Oklahoma X X No – –
Pennsylvania X* Yes X
Tennessee Yes
Texas X Optional X
D.C. X Yes X

Table 3.2: State VAM features if ever used and if currently used. New Mexico’s current VAM usage was unable to be
confirmed through online documentation. *Note: Pennsylvania does not include SES in their VAMs, but added a
school poverty adjustment to VAM scores in 2020.

demonstrate a belief that student learning is a construct that can and should be distinguished

from students’ background and initial achievement level which are not the teachers’ responsibility.

Oklahoma, which included SES and race in its VAMs, explained that “this approach is designed

to enable any teacher to be identified as a high performer, regardless of the baseline achievement

levels or background characteristics of the teacher’s students. . . the value-added model. . . does not

set an expectation that individual educators single-handedly eliminate long-standing achievement

gaps” (Oklahoma State Department of Education, 2015, p. 1). Delaware, which did not include

SES or race, agreed: “In order to create equitable measures of educators’ contribution to student

growth, the growth model used should be designed to adjust for the context in which educators

teach and lead” (Delaware Department of Education, 2019, p. 3). Fairness to educators is a key

goal in these states’ teacher evaluation systems.

States present validity and accuracy arguments to claim that VAMs are fair and appropriate

measures to evaluate teachers. After “fairness to educators,” the most common model description

codes were “technical strength” and “improving accuracy,” which were classified under the
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broader code “accuracy,” as well as codes that noted “validity” evidence explaining how the

models targeted the construct. For VAMs to be fair to teachers, states must develop valid

measurement procedures to infer that VAM scores measure real influences of an individual

teacher on student learning (Koedel et al., 2015). Across these documents, states use a variety

of approaches to explain how VAMs are created and connect to teachers’ work, such as writing

out the statistical formulas and walking through examples in presentations (Missouri Office of

Educator Quality, 2014). These efforts aim to make the evaluation system more transparent. Eight

states also cited research to explain the validity of VAMs for teacher evaluation, such as how the

Measure of Effective Teaching project found a relationship between teachers’ value-added scores

and observation scores (Bill and Melinda Gates Foundation, 2012; Oklahoma State Department

of Education, 2015). These demonstrations aim to persuade educators that VAMs have been

thoughtfully designed and accurately estimate the specific kind of student growth they target. The

popularity of these codes reinforce the focus states take on validity and accuracy. Furthermore,

states affirm that growth, measured using their methods, can be attributed to individual teachers

who are responsible for student learning: “While educators cannot control the characteristics of

students who enter their schools and classrooms, they can, and they do, influence the learning

that happens over the course of the year” (New York State Education Department, 2014, p. 13).

States also respond to the perception that VAMs may be unfair to educators in certain

classrooms. Tennessee named the problem explicitly: “Educators serving either high- or low-

achieving students are often concerned that their students’ entering achievement level makes it

more difficult for them to show growth. However, with TVAAS [Tennessee’s VAM], educators

are neither advantaged nor disadvantaged by the type of students that they serve” (SAS Institute

Inc., 2024c, p. 3). States uplift VAMs as having the ability to protect educators from these “unfair”

influences on student growth through “mitigat[ing] the influence of differences among students

in teachers’ entering classes” (Florida Student Growth Implementation Committee, 2011, p. 15),

presenting them as a valid and fair teacher evaluation measure option across the documents.
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3.5.3 States’ inclusion or exclusion of student race or SES in VAMs

Despite broad agreement on the role of student background in learning growth and the

necessity of accounting for it in teacher evaluation models, half of the states in my sample

did not use student SES or student race in their models. States had three primary reasons:

provider practices, concerns about student expectations, and legal constraints. Most states that

excluded both of these two student background variables did so because they contract with SAS

Institute Inc. (SAS) to generate their teacher VAM scores. SAS’s standard modeling approach,

applicable to Michigan, North Carolina, Ohio, Pennsylvania, and Tennessee, “[does not] make

direct adjustments for student socioeconomic status or demographic flags because each student

serves as their own control” (2024b, p. 2) after accounting for students’ prior achievement.

Therefore, these states only use students’ prior test scores in their VAMs. The singular exception

to SAS’s position on accounting for student background is in Texas, whose SAS-generated VAM

scores adjust for student SES and school rurality (Texas Education Agency, 2024).

All states that excluded both student race and student SES noted concern for setting different

"expectations for students." Delaware described its stance as: “Delaware has considered questions

of fairness and accuracy in making these decisions, while continuing to set high expectations for

all students, regardless of race or zip code” (2019, p. 3). SAS’s technical documentation offered

that states using SAS VAMs did not need to set “differential expectations for groups of students

based on their backgrounds” (2024b, p. 3). However, states expressed this concern inconsistently:

Delaware and Florida included two other student background variables in their VAMs, ELL

status and SWD status, and did not explain why including those two variables failed to yield

differential expectations. The final reason for the exclusion of student race and student SES was

legal: Florida was prohibited from using gender, race, and SES in its VAM by the state legislature

in 2011. The state asserted that “durable student characteristics associated with race, income, and

other characteristics are already reflected in prior test scores” and that prior scores are the most

important “covariates intend to ‘level the playing field’” (2011, p. 15) for teachers’ VAM scores.

Three states (Louisiana, Texas, and D.C.) excluded student race but used student SES and other

sociodemographic variables in their VAMs. Louisiana and D.C. both recognized that “value-added

data is sensitive to an individual student’s prior achievement levels and demographics” (Louisiana
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Department of Education, 2024, p. 1) and that using VAMs “helps us estimate the teacher’s

impact on student learning as opposed to the impact of other factors” (District of Columbia Public

Schools, 2024, p. 26). Yet, neither included race, nor explained the rationale for that exclusion.

Louisiana and D.C. continue to use VAMs in teacher evaluation, while Texas districts can choose

between VAMs or other student growth models.

States that included student SES and race expressed beliefs that sociodemographic variables

still matter above and beyond the influence of prior test scores. Therefore, accounting for them

in the statistical model further supports “fairness to educators” and “improves accuracy.” These

states did not single out race for explanation specifically: Oklahoma included race and SES in

a larger list of student background variables used in its VAM and explained that “[all] these

factors are important because the average student with a certain background characteristic might

make less progress during the year than other students will, even among students who have the

same scores on previous assessments” (2015, p. 1). New York and Missouri also used multiple

sociodemographic variables in addition to race and SES in their VAMs, saying that their inclusion

helped more precisely estimate teacher impacts (Missouri Office of Educator Quality, 2014; Value-

Added Research Center, 2010). Missouri added that, although students’ prior test performance is

usually the most significant predictor of student learning growth, controlling for all these variables

put teachers on a “level playing field” (2014, p. 69).

Finally, no state included student race as a background variable by itself in constructing VAMs.

However, Pennsylvania, which has contracted with SAS since 2014, began adjusting teachers’

VAM scores by student SES in 2020 (SAS Institute Inc., 2024a). Despite SAS’s assertion that

student background is already fully captured by prior achievement data, Pennsylvania increases

teacher evaluation scores (which were partly based on VAM scores) based on the percentage of

economically disadvantaged students in each school. The state says the adjustment is designed

to “reduce the negative impact of poverty on the summative ratings of educators working in

buildings serving students from economically disadvantaged families” (PSEA Education Services,

2021, p. 2). Here, the state expresses that SAS’s model does not do enough to address differences

in teacher VAM scores by student SES, acknowledging that, for this state, student background still

matters.
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3.6 Discussion

These findings highlight choices by states to describe their teacher evaluation systems as fair

to educators and to use student sociodemographic information selectively in value-added models

to achieve that goal. Though states agree that controlling for student background information

allows their evaluation systems to be the fairest possible to teachers, not all background variables

are used by all states: only half of the 14 sampled states used student SES and only three used

student race in addition to prior achievement. This signals that some student characteristics, like

ELL or SWD status, are viewed as valuable by states for their teacher evaluation models, without

concern that they may set differential expectations for students through these models, and some

(namely student race) are not. States that use some student background variables without race or

SES do not provide explanations for the discrepancy.

When contextualized through QuantCrit tenets, the patterns of exclusion of student race and

SES in VAM construction contribute to a broader understanding of race in educational measures

and policies. The second tenet, numbers are not neutral, invites questioning of the presentation

of VAMs as a context-free or objective quantitative way of measuring teacher quality. States

espoused the belief that statistical modeling through VAMs could distinguish teachers’ effects on

student learning from effects of the outside world and be objective measures in evaluation systems.

However, there is a central disconnect between this goal and states’ descriptions of VAMs. As

explained by states and by SAS, VAMs that do not include student demographic variables rest on

the assumption that students’ prior achievement encompasses all relevant relationships between

student learning growth and student background. Yet, prior achievement is not a context-free

variable: as Ehlert notes, “even sparse [value-added] models, which only condition on students’

prior scores, also ‘lower the bar’ for disadvantaged students because lagged achievement is

correlated with student demographics” (2012, p. 4). As a result, even when not including a

variable for student race in their models, states produced scores that nonetheless involved student

race through its connection with prior achievement.

In fact, states’ choices to not explicitly discuss race expresses beliefs about the importance of

race in student learning growth, and beliefs in the limited value of naming race as a factor. This

analysis finds that state teacher evaluation policies adhered to and valued color evasion. By not
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including student race in teacher evaluation VAMs, states limited themselves from discussing race-

based differences even in these systems which were intended to help close race-based achievement

gaps. Some states were required to exclude student race and SES, but the examples of Texas and

Pennsylvania show that states could incorporate them into their model or adjust evaluation scores

by student background variables later. Instead, most states reified in state policies, processes, and

sometimes legal code, that student race does not play a distinctive role in student learning growth

above and beyond its relationship with prior test scores.

The theory of action that sparked teacher evaluation involving quantitative measures rested

on the idea that – through the right statistical controls and analytic tools – states could generate

objective performance measures of teachers. Though more recent policy research has highlighted

econometric and psychometric concerns since the introduction of these evaluation system reforms,

states that continue to use VAMs or include other measures of student learning should contend

with the role of race and racism. Instead, an insistence on not recognizing student race in these

measures removes race from the discussion of teacher effects and neglects the persistent and

unique impact that racism has in everyday lives.

3.7 Conclusion

States that incorporate VAMs into their teacher evaluation systems acknowledge that the

role of student background in academic performance should be statistically accounted for to

ensure fairness to educators. Despite this general agreement, I find that states tend to exclude

student race from these calculations, a decision which I frame using quantitative critical theory.

Though states believe that teacher VAM scores can serve as neutral, objective measures of teacher

effectiveness, their modeling decisions mask a devaluation of the role of race and racism in

student learning opportunities. Notably, this analysis is based only on states that used VAMs

to quantitatively measure teacher effectiveness. VAMs allow for the consideration of student

background variables, while others, such as student growth percentiles, do not. States that used

VAMs may have differential willingness to consider student background compared to other states,

which future work could investigate.

These findings about the use of student background variables in VAMs must also be contex-
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tualized within current state uses of VAM scores. The number of states using VAMs and the

relative weight of a teacher’s VAM score in their full evaluation score or rating has decreased

over time (Close et al., 2020). Within the time frame of my sampled documents (2009 to 2025),

Delaware, Missouri, New York, and Oklahoma removed VAMs from their teacher evaluation sys-

tems. Florida, Texas, and North Carolina lessened their influence: Florida and Texas made VAMs

optional for districts and North Carolina removed the VAM-specific standard in its evaluation

system. D.C. and Pennsylvania reduced the weight of VAM scores in teachers’ total evaluation

scores.

Though VAMs have become less politically prominent in teacher evaluation, with only 18% of

states still employing VAMs, they continue to serve state policy purposes in school accountability

models that require reporting of student growth. They are also commonly used in research

settings, serving as an analytic workhorse in studies that typically incorporate all available

sociodemographic data in their VAMs, including race (e.g., Lawson and Sass (2024); Lavy and

Megalokonomou (2024); Backes et al. (2023)). The shift away from VAMs in teacher evaluation

is partly due to federal flexibility introduced by the Every Student Succeeds Act that allows

states to use alternative student growth measures (Close et al., 2020). Consequently, states

have transitioned to different measures of effectiveness, such as increasing the weight of teacher

observation scores or adopting student learning objectives, which track what students are expected

to know and do. However, these alternative forms of evaluation also raise questions about the use

of sociodemographic variables, with concerns about race-based bias persisting (Steinberg & Sartain,

2021; White & Maher, 2024). It is crucial for researchers and policymakers to acknowledge and

actively counter framings of supposed neutrality in quantitative measures of teacher effectiveness

to address these ongoing challenges.

While this analysis provides insight into how states used and describe their use of student

race and SES in VAMs, limitations related to the data collection process prevent it from providing

a complete picture. First, all documents were collected online, and therefore lacked contextual

nuances from when they were first created or used. For example, I reviewed several presentations

by state departments of education which contained relevant text but were not accompanied by

transcripts. It is possible that their presenters explained state policy decisions in greater detail

than what was shown. Additionally, I was unable to obtain VAM-related documentation that
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states no longer provide online. I did use the Wayback Machine to view older webpages when I

encountered inactive links, but document availability was not guaranteed. I further did not find

any studies by states comparing teacher evaluation outcomes using models with and without

student background variables, but empirical research like this could have shed important light on

their decision-making process.

Importantly, this document analysis does not fully capture how political, legal, or societal

context influenced states at the time of their decisions beyond what was reported in the policy

documents. Therefore, this study would also be improved from including interviews with state

policymakers as well as educators who experienced these evaluation systems. Triangulating themes

between state policy documents and peoples’ understandings of the processes and rationales

for implementing them could support deeper insights. Future research should explore how

policymakers conceptualized their role in selecting sociodemographic variables for models and

how they understood which decisions were most salient to their audience.
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Appendix A

Appendix to Chapter 1

A.1 CSI classification probability across school score ranks.

The area in these panels represents the percentage of schools classified as CSI schools, by their

ranking based on their true school scores.

A.2 Distributions of average true scores

These figures demonstrate the spread of true scores, averaged across simulations for each

school. The 5th percentile score is delineated by the solid red line and the 10th percentile score is

delineated by the dashed red line.

A.3 Results without using imputation

Without using the robust model-based imputation method to handle missing school-level

indicators, the CFA models were less straightforward to analyze. Heywood cases, or negative error

variances, appeared for the Other Academic indicator for elementary and middle schools when

fitting the same model described in Section 1.5. I constrained the factor loadings for Academic

Achievement and Other Academic to be equal to account for this. Because the lavaan package

constrains the first factor loading to one by default, this meant that the factor loading on the

Other Academic indicator therefore also was set to one. For consistency, I constrained the factor
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Figure A.1: Area plot of school true percentile ranks against probability of identification as a CSI school across
simulation runs.

Figure A.2: Distribution of the average true score within elementary schools.
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Figure A.3: Distribution of the average true score within middle schools.

Figure A.4: Distribution of the average true score within high schools.
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Sensitivity Type I Error Rate Type II Error Rate
Lowest 5% Elementary 63.4% 2.0% 36.6%
Ranked Middle 65.3% 1.8% 34.7%
Schools (CSI) High 84.6% 0.9% 15.4%

Table A.1: Classification metrics by rank without robust imputation of missing values. Note: Sensitivity is calculated
as the percent of true CSI schools identified as such, over simulation runs. Type I Error Rate is calculated as the
percent of truly non-CSI schools identified as CSI in simulation runs. Type II Error Rate is calculated as the percent
of truly CSI schools identified as non-CSI in simulation runs.

loadings of those same two indicators for high school CFA models, even though they did not

exhibit Heywood cases when unconstrained. Results shown in Table A.1 show higher Type I

and Type II errors than in Table 1.1. Classification accuracy is lower for elementary and middle

schools, as shown in the lower sensitivities and higher error rates, but higher for high schools.
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Appendix B

Appendix to Chapter 2

B.1 Implementation of comparison methods

Binding Score

This method uses both running variables to define a new score, the “binding score,’ which is

the minimum or maximum of the running variables. The binding score then acts as the running

variable in a one-dimensional RDD that uses local linear regression.

In addition to using the binding score BSi as a running variable, one can also use the original

running variables X1i and X2i as additional covariates to improve precision. We include them as

covariates per Porter et al. (2017). Within a specified bandwidth, the following model is fit:

Yi = β0 + β1Wi + β2BSi + β3WiBSi + β4X1i + β5X2i + ϵi (B.1)

where BS = min(X1 − c1, X2 − c2). The estimated coefficient β̂1 is used as the causal effect

estimator.

We use the R package rddapp (Jin et al., 2021) to estimate β̂1. rddapp calculates an optimal

bandwidth using the Imbens and Kalyanaraman (2012) method. In contrast to the definition of

treatment in (2.1), the package combines both running variables using an or statement. This means

that instead of using the package to define the treated area as the top right quadrant in Figure

2.1, we use the package to define the treated area as the remaining three quadrants and then

multiply the resulting β̂1 by −1. This allows us to identify the BATE that applies to our design,
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where treated units are in fact in the top right quadrant. In particular, when using packages, it is

important to establish that the treatment region defined by the package’s functions aligns with

the policy setup.

Pooled Frontier

The frontier method described in Section 2.3.2 reduces a two-dimensional RDD into two

one-dimensional RDDs, one across each frontier, and uses local linear regression to estimate each

frontier’s ATE.

To produce a single overall BATE, we use the pooled frontier method described in Wong et al.

(2013). To calculate the X1 frontier’s average treatment effect, we limit the data to units that fall

above the cutoff, c2, for the X2 running variable. Similarly to binding score, we include the X2

running variable as a covariate to increase precision. Then given the sample, we use units that are

centered around their cut point values within a package-specified optimal bandwidth to fit the

following model:

Yi = β0 + β1Wi + β2X1i + β3WiX1i + β4X2i + ϵi (B.2)

We do this first for X1, then again for X2 (where we include X1 as a covariate). These two resulting

β̂1 are then combined, with weights proportional to the average density along each running

variable, to calculate the BATE. Standard errors of pooled frontier estimates are obtained via

bootstrapped samples. We note that Wong et al. (2013) cautions that calculating τw from the

two boundary estimands τw
1 and τw

2 uses weights that are sensitive to the metric, or unit of

measurement, and scale, or spread in standard deviation units, of the running variables. This

calculation is complicated whenever τw
1 ̸= τw

2 .

We also implement this method by using the R package rddapp (Jin et al., 2021). Therefore, it

requires the same adjustment of the identified treated area and multiplication of the ̂BATE by −1

described above for the binding score method.

B.2 Simulation parameters

Table B.1 lists all parameter combinations used in the simulation as described in Section B.2,

along with BATE values.
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Model Correlation Cutoff 1 Cutoff 2 BATE
Location Percentile Location Percentile

1 0.20, 0.50, 0.90, 0.95, 0.99 30 30 0.400
1 0.20, 0.50, 0.90, 0.95, 0.99 50 50 0.400
1 0.20, 0.50, 0.90, 0.95, 0.99 30 70 0.400
2 0.20, 0.50, 0.90, 0.95, 0.99 30 30 0.400
2 0.20, 0.50, 0.90, 0.95, 0.99 50 50 0.400
2 0.20, 0.50, 0.90, 0.95, 0.99 30 70 0.400
3 0.20 30 30 0.257
3 0.20 50 50 0.283
3 0.20 30 70 0.291
3 0.50 30 30 0.281
3 0.50 50 50 0.296
3 0.50 30 70 0.296
3 0.90 30 30 0.345
3 0.90 50 50 0.348
3 0.90 30 70 0.300
3 0.95 30 30 0.361
3 0.95 50 50 0.363
3 0.95 30 70 0.298
3 0.99 30 30 0.383
3 0.99 50 50 0.383
3 0.99 30 70 0.296
4 0.20 30 30 -0.832
4 0.20 50 50 -0.485
4 0.20 30 70 -0.794
4 0.50 30 30 -0.486
4 0.50 50 50 -0.304
4 0.50 30 70 -0.799
4 0.90 30 30 0.177
4 0.90 50 50 0.196
4 0.90 30 70 -0.646
4 0.95 30 30 0.278
4 0.95 50 50 0.285
4 0.95 30 70 -0.617
4 0.99 30 30 0.366
4 0.99 50 50 0.367
4 0.99 30 70 -0.591

Table B.1: Simulation parameters.
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B.3 Precision-weighted results

In Figure B.1, we show the results of comparing Gaussian process regression approaches, both

density-weighted and precision-weighted, as well as both residualized and non-residualized, in

the simulation described in Section 2.5. These values are averaged over running variable cutoff

percentile combinations as results were similar.

Residualized Gaussian process regression tends to outperform non-residualized in the first

column, which represents the least complex data generating model, and shows comparable

properties non-residualized Gaussian process regression otherwise. Then, looking within resid-

ualized Gaussian process regression, its absolute bias, standard errors, and RMSE are fairly

similar between precision weights and density-based weighting. The only notable difference is

in the top right corner, where density-weighted residualized Gaussian process regression shows

lower absolute bias than non-residualized density weighted regression for low running variable

correlations. As we do not see strong gains from using precision-weighted residualized Gaussian

process regression, we only used density-weighted residualized Gaussian process regression

results in our main results.

Next, we compare the properties of residualized Gaussian process regression and loess, varying

their weighting method, for simulations using n = 1, 000 in B.2 and using n = 5, 000 in B.3. Results

were similar over running variable cutoff percentile combinations and are therefore averaged in

this figure.

Across both sample sizes, results are quite similar between the weighting approaches within

methods. There is some evidence of underperformance of precision-weighted loess compared to

density-weighted loess in model one in terms of standard errors, though this difference dissipates

for the n = 5, 000 case. Given these results and to make consistent comparisons with density-

weighted Gaussian process regression, we used density-weighted loess in the main text of the

simulation results.
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Figure B.1: Comparison of residualized and non-residualized Gaussian process regression, both using density or
precision weights for n = 1, 000.

Figure B.2: Loess and residualized Gaussian process regression results using both density and precision weights for
n = 1, 000.
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Figure B.3: Loess and Gaussian process regression results using both density and precision weights for n = 5, 000.

B.4 Simulation results n = 5, 000 across cutoff percentiles

Porter et al. (2017) use a sample size of n = 5, 000 in their simulation study. We chose to

use n = 1, 000 in our main text simulation results because this sample size may more closely

approximate the size of typical empirical data sets. However, for completeness we include

n = 5, 000 results here in terms of bias, precision, RMSE, coverage, and estimation of standard

errors. The results here are similar to those in the n = 1, 000 case.

B.5 Simulation results n = 1, 000 across cutoff percentiles

We, following Porter et al. (2017), averaged our main results over three different running

variable percentile cutoffs: the 30th percentile on both running variables, the 50th percentile on

both running variables, and the 30th percentile on one running variable with the 70th percentile

on the other running variable. We include these results broken out by cutoffs here. Note that we

are unable to estimate pooled frontier results under high correlations for running variable cutoff
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Figure B.4: Simulation results across running variable cutoff percentiles for n = 5, 000.

Figure B.5: Simulation coverage across parameters.
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Figure B.6: Simulation results for running variable cutoff percentiles of 30/30 for n = 1, 000.

percentiles of 30/70 due to a lack of data around the 70th percentile cutoff for one of the running

variables.

B.6 Treatment effect heterogeneity in ACT test outcomes
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Figure B.7: Simulation results for running variable cutoff percentiles of 50/50 for n = 1, 000.

Figure B.8: Simulation results for running variable cutoff percentiles of 30/70 for n = 1, 000.
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Figure B.9: Gaussian process regression sentinel estimates for ACT Composite scores.

Figure B.10: Gaussian process regression sentinel estimates for ACT Reading scores.
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Figure B.11: Gaussian process regression sentinel estimates for ACT Math scores.

Figure B.12: Gaussian process regression sentinel estimates for Science scores.
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Appendix C

Appendix to Chapter 3

C.1 Codebook
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Code Category Sub-Code (Number of
States)

Description

Student sociode-
mographics

Race (5) State describes using or explicitly not using stu-
dent race in the teacher evaluation model

SES (9) State describes using or explicitly not using so-
cioeconomic status (“low income”, “free and re-
duced price lunch”, "poverty") in the teacher eval-
uation model

Other background vari-
ables (8)

State describes using non-race and non-SES stu-
dent covariates in the teacher evaluation model

Differences (9) State discusses differences in student back-
grounds

Similarities (4) State discusses similarities among students
Evaluation model
descriptions and
goals

Accuracy (12) Approach described as being correct, technically
strong, research is cited

Validity (11) Approach described as being valid for the infer-
ence, including through statistical rigor, policy
appropriate

Transparency (4) Approach described as clear, or state lists avail-
able resources online to better understand the
model and evaluation measure

Objectivity (9) Approach described as neutral, as providing or
not providing different state expectations of stu-
dent growth for students

Holding educators ac-
countable (6)

Approach described as aligning teacher responsi-
bility with measured student outcomes

Fairness to educators
(10)

Approach described as morally/ethnically right,
fair to the teachers being evaluated

Table C.1: Codebook for state documents

104



References

Albano, T., French, B. F., & Vo, T. T. (2024). Traditional vs Intersectional DIF Analysis: Con-
siderations and a Comparison Using State Testing Data [Publisher: Routledge _eprint:
https://doi.org/10.1080/08957347.2024.2311935]. Applied Measurement in Education, 37(1),
57–70. https://doi.org/10.1080/08957347.2024.2311935

Alcantara, R., Wang, M., Hahn, P. R., & Lopes, H. (2024). Modified BART for Learning Heteroge-
neous Effects in Regression Discontinuity Designs. arXiv preprint arXiv:2407.14365.

American Statistical Association. (2014). ASA Statement on Using Value-Added Models for Educational
Assessment (tech. rep.). American Statistical Association. Alexandria, VA. Retrieved June
24, 2024, from https://www.amstat.org/asa/files/pdfs/POL-ASAVAM-Statement.pdf

Amrein-Beardsley, A. (2014). Rethinking Value-Added Models in Education: Critical Perspectives on Tests
and Assessment-Based Accountability. Routledge. https://doi.org/10.4324/9780203409909

Amrein-Beardsley, A., & Holloway, J. (2019). Value-Added Models for Teacher Evaluation and
Accountability: Commonsense Assumptions. Educational Policy, 33(3), 516–542. https :
//doi.org/10.1177/0895904817719519

Amrein-Beardsley, A., Lavery, M. R., Holloway, J., Pivovarova, M., & Hahs-Vaughn, D. L. (2023).
Evaluating the validity evidence surrounding use of value-added models to evaluate
teachers: A systematic review. Education Policy Analysis Archives, 31. https://doi.org/10.
14507/epaa.31.8201

Anderson-Butcher, D., Amorose, A., Iachini, A., & Ball, A. (2013). Community and Youth Collaborative
Institute School Experience Surveys (tech. rep.). College of Social Work, The Ohio State
University. Columbus, OH.

Annamma, S. A., Jackson, D. D., & Morrison, D. (2017). Conceptualizing color-evasiveness: Using
dis/ability critical race theory to expand a color-blind racial ideology in education and
society. Race Ethnicity and Education, 20(2), 147–162. https://doi.org/10.1080/13613324.
2016.1248837

Athey, S., & Imbens, G. W. (2017). The state of applied econometrics: Causality and policy
evaluation. Journal of Economic Perspectives, 31(2), 3–32.

Attali, Y., & Burstein, J. (2006). Automated Essay Scoring With e-rater® V.2. The Journal of Technology,
Learning and Assessment, 4(3). Retrieved January 24, 2025, from https://ejournals.bc.edu/
index.php/jtla/article/view/1650

105



Bacher-Hicks, A., & Koedel, C. (2023). Chapter 2 - Estimation and interpretation of teacher value
added in research applications. In E. A. Hanushek, S. Machin, & L. Woessmann (Eds.),
Handbook of the Economics of Education (pp. 93–134, Vol. 6). https://doi.org/10.1016/bs.
hesedu.2022.11.002

Backes, B., Cowan, J., Goldhaber, D., & Theobald, R. (2023). How to Measure a Teacher: The Influence
of Test and Nontest Value-Added on Long-Run Student Outcomes. Working Paper No. 270-0423-2
(tech. rep.). National Center for Analysis of Longitudinal Data in Education Research.
Retrieved January 26, 2025, from https://eric.ed.gov/?id=ED628004

Baker, E. L., & Linn, R. L. (2002). Validity Issues for Accountability Systems (tech. rep. No. 585).
National Center for Research on Evaluation, Standards, and Student Testing.

Ballou, D., Sanders, W., & Wright, P. (2004). Controlling for Student Background in Value-Added
Assessment of Teachers. Journal of Educational and Behavioral Statistics, 29(1), 37–65. https:
//doi.org/10.3102/10769986029001037

Batel, S. (2017). Measuring Success: An Overview of New School Classification Indicators under ESSA.
Part of a Series on Implementation of the Every Student Succeeds Act (tech. rep.). Center for
American Progress. Retrieved December 23, 2024, from https://eric.ed.gov/?id=ED586225

Bill and Melinda Gates Foundation. (2012). Measures of Effective Teaching: 2 - Core Files, 2009-2011:
Version 3. https://doi.org/10.3886/ICPSR34414.V3

Bill & Melinda Gates Foundation. (2010). Teachers’ perceptions and the MET project (tech. rep.).
Retrieved January 2, 2025, from https ://usprogram.gatesfoundation .org/- /media/
dataimport/resources/pdf/2016/12/teacher-perceptions-092110.pdf

Blair, G., Cooper, J., Coppock, A., Humphreys, M., Rudkin, A., Fultz, N., & Hall, D. C. (2024).
Fabricatr: Imagine Your Data Before You Collect It. Retrieved December 31, 2024, from
https://cran.r-project.org/web/packages/fabricatr/index.html

Booher-Jennings, J. (2005). Below the Bubble: “Educational Triage” and the Texas Accountability
System. American Educational Research Journal, 42(2), 231–268. https://doi.org/10.3102/
00028312042002231

Branson, Z., & Mealli, F. (2018). Local Randomization and Beyond for Regression Discontinuity
Designs. arXiv preprint arXiv:1810.02761.

Branson, Z., Rischard, M., Bornn, L., & Miratrix, L. W. (2019). A nonparametric Bayesian method-
ology for regression discontinuity designs. Journal of Statistical Planning and Inference.

Brennan, R. L. (1992). Generalizability Theory. Educational Measurement: Issues and Practice, 11(4),
27–34. https://doi.org/10.1111/j.1745-3992.1992.tb00260.x

Brown, T. A. (2015). Confirmatory Factor Analysis for Applied Research, Second Edition. Guilford
Publications.

106



Calonico, S., Cattaneo, M. D., & Farrell, M. H. (2018). On the effect of bias estimation on coverage
accuracy in nonparametric inferenc. Journal of the American Statistical Association, 113(522),
767–779.

Calonico, S., Cattaneo, M. D., & Farrell, M. H. (2020). Optimal bandwidth choice for robust bias
corrected inference in regression discontinuity designs. The Econometrics Journal, 23(2),
192–210.

Calonico, S., Cattaneo, M. D., & Titiunik, R. (2014). Robust nonparametric confidence intervals for
regression-discontinuity designs. Econometrica, 82(6), 2295–2326.

Carlson, D., & Knowles, J. (2016). The Effect of English Language Learner Reclassification on
Student ACT Scores, High School Graduation, and Postsecondary Enrollment: Regression
Discontinuity Evidence from Wisconsin. Journal of Policy Analysis and Management, 35(3),
559–586.

Castillo, W., & Babb, N. (2023). Transforming the future of quantitative educational research: A
systematic review of enacting quantCrit. Race Ethnicity and Education, 0(0), 1–21. https:
//doi.org/10.1080/13613324.2023.2248911

Castillo, W., & Gilborn, D. (2023). How to “QuantCrit:” Practices and Questions for Education
Data Researchers and Users [Publisher: EdWorkingPapers.com]. (EdWorkingPaper: 22-546).
Retrieved from Annenberg Institute at Brown University. https://doi.org/10.26300/V5KH-
DD65

Castillo, W., & Strunk, K. K. (2024). How to QuantCrit: Applying Critical Race Theory to Quantitative
Data in Education. Routledge. https://doi.org/10.4324/9781003429968

Cattaneo, M. D., Frandsen, B. R., & Titiunik, R. (2015). Randomization inference in the regression
discontinuity design: An application to party advantages in the US Senate. Journal of Causal
Inference, 3(1), 1–24.

Cattaneo, M. D., & Titiunik, R. (2022). Regression Discontinuity Designs. Annual Review of Eco-
nomics, 14, 821–851.

Cattaneo, M. D., Titiunik, R., & Vazquez-Bare, G. (2017). Comparing inference approaches for RD
designs: A reexamination of the effect of Head Start on child mortality. Journal of Policy
Analysis and Management, 36(3), 643–681.

Chester, M. D. (2005). Making Valid and Consistent Inferences About School Effectiveness From
Multiple Measures. Educational Measurement: Issues and Practice, 24(4), 40–52. https://doi.
org/10.1111/j.1745-3992.2005.00022.x

Chetty, R., Friedman, J. N., & Rockoff, J. E. (2014). Measuring the Impacts of Teachers I: Evaluating
Bias in Teacher Value-Added Estimates. American Economic Review, 104(9), 2593–2632.
https://doi.org/10.1257/aer.104.9.2593

Chiang, H. (2009). How accountability pressure on failing schools affects student achievement.
Journal of Public Economics, 93(9), 1045–1057. https://doi.org/10.1016/j.jpubeco.2009.06.002

107



Chib, S., Greenberg, E., & Simoni, A. (2023). Nonparametric bayes analysis of the sharp and fuzzy
regression discontinuity designs. Econometric Theory, 39(3), 481–533.

Chib, S., & Jacobi, L. (2016). Bayesian fuzzy regression discontinuity analysis and returns to
compulsory schooling. Journal of Applied Econometrics, 31(6), 1026–1047.

Cleveland, W. S., & Devlin, S. J. (1986). Locally Weighted Regression: An Approach to Regression
Analysis by Local Fitting. Journal of the American Statistical Association, 83, 596–610.

Close, K., Amrein-Beardsley, A., & Collins, C. (2020). Putting teacher evaluation systems on the
map: An overview of states’ teacher evaluation systems post–Every Student Succeeds Act.
Education Policy Analysis Archives, 28, 58. https://doi.org/10.14507/epaa.28.5252

Cohodes, S. R., & Goodman, J. S. (2012). First degree earns: The impact of college quality on
college completion rates. HKS Faculty Research Working Paper Series.

Collins, C., & Amrein-Beardsley, A. (2014). Putting Growth and Value-Added Models on the
Map: A National Overview. Teachers College Record, 116(1), 1–32. https://doi.org/10.1177/
016146811411600106

Conaway, C., & Goldhaber, D. (2020). Appropriate Standards of Evidence for Education Policy
Decision Making. Education Finance and Policy, 15(2), 383–396. https://doi.org/10.1162/
edfp_a_00301

Croft, M., & Buddin, R. (2015). Applying Value-Added Methods to Teachers in Untested Grades
and Subjects. Journal of Law & Education, 44(1), 1–22. Retrieved December 7, 2024, from
https://heinonline.org/HOL/P?h=hein.journals/jle44&i=5

Cronbach, L. J., Linn, R. L., Brennan, R. L., & Haertel, E. H. (1997). Generalizability Analysis for
Performance Assessments of Student Achievement or School Effectiveness. Educational and
Psychological Measurement, 57(3), 373–399. https://doi.org/10.1177/0013164497057003001

Darling-Hammond, L. (2007). Race, inequality and educational accountability: The irony of ‘No
Child Left Behind’. Race Ethnicity and Education, 10(3), 245–260. https://doi.org/10.1080/
13613320701503207

Darling-Hammond, L., Cardichon, J., & Melnick, H. (2017). Identifying Schools for Support and
Intervention: Using Decision Rules to Support Accountability and Improvement Under ESSA
(tech. rep.). Learning Policy Institute.

D’Brot, J., Lyons, S., & Landl, E. (2017). State Systems of Identification and Support under ESSA:
Evaluating Identification Methods and Results in an Accountability System (tech. rep.). Council
of Chief State School Officers. Washington, D.C.

Dee, T. (2012). School turnarounds: Evidence from the 2009 stimulus (tech. rep.). National Bureau of
Economic Research.

Delaware Department of Education. (2019). Value-Added measures: Frequently Asked Questions (tech.
rep.). Delaware Department of Education.

108



Deming, D. J., Cohodes, S., Jennings, J., & Jencks, C. (2016). School Accountability, Postsecondary
Attainment, and Earnings. The Review of Economics and Statistics, 98(5), 848–862. https:
//doi.org/10.1162/REST_a_00598

Díaz, J. D., & Zubizarreta, J. R. (2023). Complex discontinuity designs using covariates: Impact of
school grade retention on later life outcomes in Chile. The Annals of Applied Statistics, 17(1),
67–88.

DiStefano, C., Zhu, M., & Mîndrilã, D. (2009). Understanding and Using Factor Scores: Consid-
erations for the Applied Researcher. Practical Assessment, Research, and Evaluation, 14(1).
https://doi.org/10.7275/da8t-4g52

District of Columbia Public Schools. (2024). The District of Columbia Public Schools Effectiveness
Assessment System for School-Based Personnel 2024-2025 (tech. rep.). District of Columbia
Public Schools.

Doan, S., Schweig, J. D., & Mihaly, K. (2019). The Consistency of Composite Ratings of Teacher
Effectiveness: Evidence From New Mexico. American Educational Research Journal, 56(6),
2116–2146. https://doi.org/10.3102/0002831219841369

Domaleski, C. (2022). A Principled Approach to Accountability in 2022. Retrieved August 17, 2023,
from https://www.nciea.org/blog/principled-approach-accountability-2022/

Dong, Y., & Peng, C.-Y. J. (2013). Principled missing data methods for researchers. SpringerPlus, 2,
222. https://doi.org/10.1186/2193-1801-2-222

Douglas, K. M., & Mislevy, R. J. (2010). Estimating Classification Accuracy for Complex Decision
Rules Based on Multiple Scores. Journal of Educational and Behavioral Statistics, 35(3), 280–306.
https://doi.org/10.3102/1076998609346969

Dworkin, A. G., & Tobe, P. F. (2014). The Effects of Standards Based School Accountability on
Teacher Burnout and Trust Relationships: A Longitudinal Analysis. In D. Van Maele, P. B.
Forsyth, & M. Van Houtte (Eds.), Trust and School Life: The Role of Trust for Learning, Teaching,
Leading, and Bridging (pp. 121–143). Springer Netherlands. https://doi.org/10.1007/978-
94-017-8014-8_6

Ehlert, M., Koedel, C., Parsons, E., & Podgursky, M. (2012). Selecting Growth Measures for School
and Teacher Evaluations. National Center for Analysis of Longitudinal Data in Education
Research (CALDER).

Ehlert, M., Koedel, C., Parsons, E., & Podgursky, M. J. (2014). The Sensitivity of Value-Added
Estimates to Specification Adjustments: Evidence From School- and Teacher-Level Models
in Missouri. Statistics and Public Policy, 1(1), 19–27. https://doi.org/10.1080/2330443X.2013.
856152

Erwin, B., & Bloomquist, L. (2024). 50-State Comparison: School Accountability Systems. Retrieved
January 1, 2025, from https://www.ecs.org/50-state-comparison-school-accountability-
systems-2024/

109



ESSA. (2015). Every Student Succeeds Act, 20 U.S.C. § 6301. https://www.congress.gov/114/
plaws/publ95/PLAW-114publ95.pdf

Figlio, D., & Loeb, S. (2011). Chapter 8 - School Accountability. In E. A. Hanushek, S. Machin, &
L. Woessmann (Eds.), Handbook of the Economics of Education (pp. 383–421, Vol. 3). Elsevier.
https://doi.org/10.1016/B978-0-444-53429-3.00008-9

Florida Student Growth Implementation Committee. (2011). Recommendations of the Florida Student
Growth Implementation Committee (tech. rep.). Florida Department of Education.

Geneletti, S., O’Keeffe, A. G., Sharples, L. D., Richardson, S., & Baio, G. (2015). Bayesian regression
discontinuity designs: incorporating clinical knowledge in the causal analysis of primary
care data. Statistics in Medicine, 34(15), 2334–2352.

Gershenson, S. (2016). Linking Teacher Quality, Student Attendance, and Student Achievement.
Education Finance and Policy, 11(2), 125–149. https://doi.org/10.1162/EDFP_a_00180

Gershenson, S., & Hayes, M. S. (2018). The Implications of Summer Learning Loss for Value-Added
Estimates of Teacher Effectiveness. Educational Policy, 32(1), 55–85. https://doi.org/10.
1177/0895904815625288

Gillborn, D., Warmington, P., & Demack, S. (2017). QuantCrit: Education, policy, ‘Big Data’
and principles for a critical race theory of statistics. Race Ethnicity and Education, 1–22.
https://doi.org/10.1080/13613324.2017.1377417

Gitomer, D. H., & Marshall, B. L. (2023). The sizzle and fizzle of teacher evaluation in the
United States and the selective use of research evidence. Frontiers in Education, 8. https:
//doi.org/10.3389/feduc.2023.1221569

Goldhaber, D., & Theobald, R. (2013). Do Different Value-Added Models Tell Us the Same Things?
(Tech. rep.). Carnegie Knowledge Network. Stanford, CA.

Gordon, N. (2017). How state ESSA accountability plans can shine a statistically sound light on
more students. Evidence Speaks Reports, 2(17).

Gramacy, R. B. (2016). laGP: Large-Scale Spatial Modeling via Local Approximate Gaussian
Processes in R. Journal of Statistical Software, 72(1), 1–46. https://doi.org/https://doi.org/
10.18637/jss.v072.i01

Hahn, J., Todd, P., & Van der Klaauw, W. (2001). Identification and estimation of treatment effects
with a regression-discontinuity design. Econometrica, 69(1), 201–209.

Hahn, P. R., Murray, J. S., & Carvalho, C. (2020). Bayesian regression tree models for causal
inference: regularization, confounding, and heterogeneous effects. Bayesian Analysis, 15(3).

Hanushek, E. (1971). Teacher Characteristics and Gains in Student Achievement: Estimation Using
Micro Data [Publisher: American Economic Association]. The American Economic Review,
61(2), 280–288. Retrieved April 8, 2025, from https://www.jstor.org/stable/1817003

110



Hanushek, E. A., & Rivkin, S. G. (2010). Generalizations about Using Value-Added Measures of
Teacher Quality. American Economic Review, 100(2), 267–271. https://doi.org/10.1257/aer.
100.2.267

Harris, D. N. (2011). Value-added measures in education : What every educator needs to know. Cambridge,
Mass. : Harvard Education Press. Retrieved January 7, 2025, from http://archive.org/
details/valueaddedmeasur0000harr

Hedges, L. V., & Hedberg, E. C. (2007). Intraclass correlation values for planning group-randomized
trials in education. Educational Evaluation and Policy Analysis, 29(1), 60–87. https://doi.org/
10.3102/0162373707299706

Hershberger, S. L. (2014). Factor Score Estimation. In Wiley StatsRef: Statistics Reference Online. John
Wiley & Sons, Ltd. https://doi.org/10.1002/9781118445112.stat06532

Hill, H. C. (2009). Evaluating value-added models: A validity argument approach. Journal of Policy
Analysis and Management, 28(4), 700–709. https://doi.org/10.1002/pam.20463

Hill, R. K., & DePascale, C. A. (2002). Determining the Reliability of School Scores (tech. rep.). The
Center for Assessment. Retrieved December 22, 2024, from https://www.nciea.org/wp-
content/uploads/2021/11/CCSSO02_Reliability_RHCD03.pdf

Hill, R. K., & DePascale, C. A. (2003). Reliability of No Child Left Behind Accountability Designs.
Educational Measurement: Issues and Practice, 22(3), 12–20. https://doi.org/10.1111/j.1745-
3992.2003.tb00133.x

Hodder, I. (2000). The Interpretation of Documents and Material Culture. In N. K. Denzin &
Y. S. Lincoln (Eds.), Handbook of Qualitative Research (2nd ed., pp. 703–15). Sage. Retrieved
January 27, 2025, from https://www.researchgate.net/publication/247918658_The_
Interpretation_of_Documents_and_Material_Culture

Hoffman, R. G., & Wise, L. L. (2003). The Accuracy of School Classifications for the 2002 Accountability
Cycle of the Kentucky Commonwealth Accountability Testing System (tech. rep. No. FR-03-06).
HumRRO for Kentucky Department of Education.

Imbens, G., & Kalyanaraman, K. (2012). Optimal bandwidth choice for the regression discontinuity
estimator. The Review of Economic Studies, 79(3), 933–959.

Imbens, G., & Lemieux, T. (2008). Regression discontinuity designs: A guide to practice. Journal of
Econometrics, 142(2), 615–635.

Imbens, G., & Zajonc, T. (2011). Regression discontinuity design with multiple forcing variables.
Report, Harvard University. [972].

Jacoby, W. G. (2000). Loess: a nonparametric, graphical tool for depicting relationships between
variables. Electoral Studies, 19(4), 577–613.

Jin, Z., Liao, W., Papst, I., Zhang, W., Hochstedler, K., & Thoemmers, F. (2021). rddapp: Regression
Discontinuity Design Application [R package version 1.3].

111



Kane, T. J. (2003). A quasi-experimental estimate of the impact of financial aid on college-going (tech. rep.).
National Bureau of Economic Research.

Kane, T. J., & Staiger, D. O. (2002). The Promise and Pitfalls of Using Imprecise School Account-
ability Measures. Journal of Economic Perspectives, 16(4), 91–114. https://doi.org/10.1257/
089533002320950993

Kane, T. J., & Staiger, D. O. (2012). Gathering Feedback for Teaching: Combining High-Quality Observa-
tions with Student Surveys and Achievement Gains. Research Paper. MET Project (tech. rep.).
Bill & Melinda Gates Foundation. Retrieved January 2, 2025, from https://eric.ed.gov/
?id=ED540960

Keele, L., Titiunik, R., & Zubizarreta, J. R. (2015). Enhancing a geographic regression discontinuity
design through matching to estimate the effect of ballot initiatives on voter turnout. Journal
of the Royal Statistical Society: Series A (Statistics in Society), 178(1), 223–239.

Keele, L. J., & Titiunik, R. (2015). Geographic boundaries as regression discontinuities. Political
Analysis, 23(1), 127–155.

Kiplinger, V. L. (2008). Reliability of Large-Scale Assessment and Accountability Systems. In The
Future of Test-Based Educational Accountability. Routledge.

Koedel, C., Mihaly, K., & Rockoff, J. E. (2015). Value-added modeling: A review. Economics of
Education Review, 47, 180–195. https://doi.org/10.1016/j.econedurev.2015.01.006

Koretz, D. (2005). Alignment, High Stakes, and the Inflation of Test Scores. Teachers College Record,
107(14), 99–118. https://doi.org/10.1177/016146810510701405

Kowarik, A., & Templ, M. (2016). Imputation with the R Package VIM. Journal of Statistical Software,
74, 1–16. https://doi.org/10.18637/jss.v074.i07

Kraft, M. A., & Gilmour, A. F. (2017). Revisiting The Widget Effect: Teacher Evaluation Reforms
and the Distribution of Teacher Effectiveness. Educational Researcher, 46(5), 234–249. https:
//doi.org/10.3102/0013189X17718797

Lavy, V., & Megalokonomou, R. (2024). Alternative Measures of Teachers’ Value Added and
Impact on Short and Long-Term Outcomes: Evidence From Random Assignment. https:
//doi.org/10.3386/w32671

Lawson, M. C., & Sass, T. R. (2024). Teacher Effectiveness in Remote Instruction [Publisher:
edworkingpapers.com]. (EdWorkingPaper: 24 -1070). Retrieved from Annenberg Institute at
Brown University. https://doi.org/10.26300/55QJ-SG87

Lee, J. (2010). Trick or treat: New ecology of education accountability system in the USA. Journal of
Education Policy, 25(1), 73–93. https://doi.org/10.1080/02680930903377423

Lee, W.-C., Hanson, B. A., & Brennan, R. L. (2002). Estimating Consistency and Accuracy Indices
for Multiple Classifications. Applied Psychological Measurement, 26(4), 412–432. https://doi.
org/10.1177/014662102237797

112



LeFloch, K. (2023). Multiple Measure Accountability Under ESSA: Early Findings From Three
States.

Li, F., Mattei, A., & Mealli, F. (2015). Evaluating the causal effect of university grants on student
dropout: evidence from a regression discontinuity design using principal stratification. The
Annals of Applied Statistics, 1906–1931.

Linn, R. L., & Haug, C. (2002). Stability of School-Building Accountability Scores and Gains.
Educational Evaluation and Policy Analysis, 24(1), 29–36. https : / / doi . org / 10 . 3102 /
01623737024001029

Lord, F. M., & Novick, M. R. (1968). Statistical Theories of Mental Test Scores. IAP.

Louisiana Department of Education. (2024). Value-Added Frequently Asked Questions (tech. rep.).
Louisiana Department of Education.

Ludwig, J., & Miller, D. L. (2007). Does Head Start improve children’s life chances? Evidence from
a regression discontinuity design. The Quarterly Journal of Economics, 122(1), 159–208.

Marion, S. (2020). Using Opportunity-to-Learn Data to Support Educational Equity (tech. rep.). National
Center for the Improvement of Educational Assessment. Retrieved January 1, 2025, from
https://eric.ed.gov/?id=ED611325

Martínez, J. F., Schweig, J., & Goldschmidt, P. (2016). Approaches for Combining Multiple Measures
of Teacher Performance: Reliability, Validity, and Implications for Evaluation Policy.
Educational Evaluation and Policy Analysis, 38(4), 738–756. https : / / doi . org / 10 . 3102 /
0162373716666166

Martorell, F. (2005). Do high school graduation exams matter? A regression discontinuity approach.
Unpublished manuscript. University of California Berkeley., 28.

Matsudaira, J. D. (2008). Mandatory summer school and student achievement. Journal of Economet-
rics, 142(2), 829–850.

McCaffrey, D. F., Lockwood, J. R., Koretz, D. M., & Hamilton, L. S. (2003). Evaluating Value-Added
Models for Teacher Accountability (tech. rep.). RAND Corporation. Retrieved June 17, 2024,
from https://doi.apa.org/doi/10.1037/e658712010-001

McEachin, A., & Atteberry, A. (2017). The Impact of Summer Learning Loss on Measures of School
Performance. Education Finance and Policy, 12(4), 468–491. https://doi.org/10.1162/edfp_
a_00213

Meyer, R. H. (1997). Value-added indicators of school performance: A primer. Economics of
Education Review, 16(3), 283–301. https://doi.org/10.1016/S0272-7757(96)00081-7

Meyers, C. V., Brandt, W. C., & VanGronigen, B. A. (2023). State ESSA Plans and Comprehensive
Support and Improvement (CSI) Status. Educational Policy, 37(5), 1277–1314. https://doi.
org/10.1177/08959048221087209

113



Miles, M. B., & Huberman, A. M. (1994). Qualitative data analysis: An expanded sourcebook, 2nd ed.
Sage Publications, Inc.

Miller, G. (1997). Contextualizing Texts: Studying Organizational Texts. In R. Dingwall & G.
Miller (Eds.), Context and Method in Qualitative Research (pp. 77–91). SAGE Publications Ltd.
https://doi.org/10.4135/9781849208758

Missouri Office of Educator Quality. (2014). Student Growth Measures: 2013-2014 (tech. rep.).
Missouri Department of Elementary and Secondary Education.

Murnane, R. J., & Phillips, B. R. (1981). What do effective teachers of inner-city children have
in common? Social Science Research, 10(1), 83–100. https : / / doi . org / 10 . 1016 / 0049 -
089X(81)90007-7

Nasir, N. S., Scott, J., Trujillo, T., & Hernández, L. (2016). The Sociopolitical Context of Teaching.
In D. H. Gitomer & C. A. Bell (Eds.), Handbook of research on teaching (5th ed., pp. 349–390).
American Educational Research Association.

NCLB. (2002). No Child Left Behind Act of 2001, Pub. L. No. 107–110, §115 Stat. 1425.

New York State Education Department. (2014). Frequently Asked Questions (tech. rep.). New York
State Education Department.

Nye, B., Konstantopoulos, S., & Hedges, L. V. (2004). How Large Are Teacher Effects? Educational
Evaluation and Policy Analysis, 26(3), 237–257. https://doi.org/10.3102/01623737026003237

Oklahoma State Department of Education. (2015). Delaware Student Growth Model for Teacher &
School Leader Evaluation: Frequently Asked Questions (FAQ) (tech. rep.). Oklahoma State
Department of Education.

on Teacher Quality, N. C. (2022). State of the States 2022: Teacher and Principal Evaluation Policies
(tech. rep.). National Council on Teacher Quality. Retrieved December 7, 2024, from
https://www.nctq.org/publications/State-of-the-States-2022:-Teacher-and-Principal-
Evaluation-Policies

Ou, D. (2010). To leave or not to leave? A regression discontinuity analysis of the impact of failing
the high school exit exam. Economics of Education Review, 29(2), 171–186.

Papay, J. P., Murnane, R. J., & Willett, J. B. (2010). The consequences of high school exit exam-
inations for low-performing urban students: Evidence from Massachusetts. Educational
Evaluation and Policy Analysis, 32(1), 5–23.

Papay, J. P., Murnane, R. J., & Willett, J. B. (2014). High-school exit examinations and the schooling
decisions of teenagers: Evidence from regression-discontinuity approaches. Journal of
Research on Educational Effectiveness, 7(1), 1–27.

Papay, J. P., Willett, J. B., & Murnane, R. J. (2011). Extending the regression-discontinuity approach
to multiple assignment variables. Journal of Econometrics, 161(2), 203–207.

Patton, M. Q. (2002). Qualitative Research & Evaluation Methods (3rd ed.). SAGE.

114



Pei, Z., Lee, D. S., Card, D., & Weber, A. (2022). Local Polynomial Order in Regression Discontinuity
Designs. Journal of Business & Economic Statistics, 40(3), 1259–1267.

Pérez Huber, L., Vélez, V. N., & Solórzano, D. (2017). More than ‘papelitos:’ a QuantCrit coun-
terstory to critique Latina/o degree value and occupational prestige. Race Ethnicity and
Education, 0(0), 1–23. https://doi.org/10.1080/13613324.2017.1377416

Polikoff, M., & Korn, S. (2020). School Accountability. In J. G. Dwyer (Ed.), The Oxford Handbook
of Children and the Law (pp. 521–550). Oxford University Press. https://doi.org/10.1093/
oxfordhb/9780190694395.013.25

Porter, K. E., Reardon, S. F., Unlu, F., Bloom, H. S., & Cimpian, J. R. (2017). Estimating causal effects
of education interventions using a two-rating regression discontinuity design: Lessons
from a simulation study and an application. Journal of Research on Educational Effectiveness,
10(1), 138–167.

Portz, J., & Beauchamp, N. (2022). Educational Accountability and State ESSA Plans. Educational
Policy, 36(3), 717–747. https://doi.org/10.1177/0895904820917364

Priddie, C. A. (2021). A Pathway toward Cultural Relevance: A QuantCrit Analysis of Collaborative
Learning Experiences for Black STEM Students through an Anti-Blackness Lens [Ph.D.]. Indiana
University [ISBN: 9798535549699]. Retrieved February 5, 2025, from https://www.proquest.
com/docview/2572635703/abstract/F664B9E0BAF94B50PQ/1

PSEA Education Services. (2021). Pennsylvania’s Educator Effectiveness System (Professional Learning
Exchange Advisory). PSEA Education Services.

Rasmussen, C. E., & Williams, C. K. I. (2006). Gaussian Processes for Machine Learning. MIT Press.

Raudenbush, S. (2013). What Do We Know about Using Value-Added to Compare Teachers Who Work
in Different Schools? What We Know Series: Value-Added Methods and Applications. Knowledge
Brief 10 (tech. rep.) (ERIC Number: ED560129). Carnegie Foundation for the Advancement
of Teaching. Retrieved April 14, 2025, from https://eric.ed.gov/?id=ED560129

Reardon, S. F., Arshan, N., Atteberry, A., & Kurlaender, M. (2010). Effects of failing a high
school exit exam on course taking, achievement, persistence, and graduation. Educational
Evaluation and Policy Analysis, 32(4), 498–520.

Reardon, S. F., & Raudenbush, S. W. (2009). Assumptions of Value-Added Models for Estimating
School Effects. Education Finance and Policy, 4(4), 492–519. https://doi.org/10.1162/edfp.
2009.4.4.492

Reardon, S. F., & Robinson, J. P. (2012). Regression discontinuity designs with multiple rating-score
variables. Journal of Research on Educational Effectiveness, 5(1), 83–104.

Reckhow, S., Tompkins-Stange, M., & Galey-Horn, S. (2021). How the Political Economy of
Knowledge Production Shapes Education Policy: The Case of Teacher Evaluation in Federal
Policy Discourse [Publisher: American Educational Research Association]. Educational
Evaluation and Policy Analysis, 43(3), 472–494. https://doi.org/10.3102/01623737211003906

115



Rischard, M., Branson, Z., Miratrix, L., & Bornn, L. (2021). A Bayesian Nonparametric Approach
to Geographic Regression Discontinuity Designs: Do School Districts Affect NYC House
Prices? Journal of the American Statistical Association, 116(534), 619–631.

Robinson, J. P. (2011). Evaluating criteria for English learner reclassification: A causal-effects
approach using a binding-score regression discontinuity design with instrumental variables.
Educational Evaluation and Policy Analysis, 33(3), 267–292.

Rockoff, J., & Turner, L. J. (2010). Short-Run Impacts of Accountability on School Quality. American
Economic Journal: Economic Policy, 2(4), 119–147. https://doi.org/10.1257/pol.2.4.119

Rosseel, Y. (2012). Lavaan: An R Package for Structural Equation Modeling. Journal of Statistical
Software, 48(2). https://doi.org/10.18637/jss.v048.i02

Rubin, D. B. (1977). Assignment to treatment group on the basis of a covariate. Journal of Educational
Statistics, 2(1), 1–26.

Russell, M., Szendey, O., & Li, Z. (2022). An Intersectional Approach to DIF: Comparing Outcomes
across Methods [Publisher: Routledge _eprint: https://doi.org/10.1080/10627197.2022.2094757].
Educational Assessment, 27(2), 115–135. https://doi.org/10.1080/10627197.2022.2094757

SAS Institute Inc. (2024a). PVAAS Statistical Models and Business Rules (tech. rep. No. 011224008-
6531) (Prepared for Pennsylvania Department of Education). SAS Institute Inc. Retrieved
February 5, 2025, from https://pvaas.sas.com/support/PVAAS-Technical-Documentation.
pdf

SAS Institute Inc. (2024b). Statistical Models and Business Rules (tech. rep. No. 061824307-838) (Pre-
pared for Michigan Department of Education). SAS Institute Inc. Cary, NC. Retrieved Febru-
ary 5, 2025, from https://mi.sas.com/support/EVAAS-MI-StatisticalModelsandBusinessRules.
pdf

SAS Institute Inc. (2024c). Topics in Value-Added Modeling in Tennessee (tech. rep.). SAS Institute Inc.
Cary, NC.

Saw, G., Schneider, B., Frank, K., Chen, I.-C., Keesler, V., & Martineau, J. (2017). The Impact
of Being Labeled as a Persistently Lowest Achieving School: Regression Discontinuity
Evidence on Consequential School Labeling. American Journal of Education, 123(4), 585–613.
https://doi.org/10.1086/692665

Seastrom, M. (2017). Best Practices for Determining Subgroup Size in Accountability Systems While
Protecting Personally Identifiable Student Information. Institute of Education Sciences Congression-
ally Mandated Report. IES 2017-147 (tech. rep.). Institute of Education Sciences. Retrieved
August 11, 2023, from https://eric.ed.gov/?id=ED572044

Sekhon, J. S., & Titiunik, R. (2017). On interpreting the regression discontinuity design as a local
experiment. In Regression discontinuity designs: Theory and applications (pp. 1–28). Emerald
Publishing Limited.

116



Shavelson, R. J., & Webb, N. M. (1981). Generalizability theory: 1973–1980. British Journal of
Mathematical and Statistical Psychology, 34(2), 133–166. https://doi.org/10.1111/j.2044-
8317.1981.tb00625.x

Skrondal, A., & Laake, P. (2001). Regression among factor scores. Psychometrika, 66(4), 563–575.
https://doi.org/10.1007/BF02296196

Stanford, L. (2023). More States Are Creating a “Portrait of a Graduate.” Here’s Why. Education
Week.

Steinberg, M. P., & Sartain, L. (2021). What Explains the Race Gap in Teacher Performance Ratings?
Evidence From Chicago Public Schools. Educational Evaluation and Policy Analysis, 43(1),
60–82. https://doi.org/10.3102/0162373720970204

Templ, M., Kowarik, A., Alfons, A., Cillia, G. d., Prantner, B., & Rannetbauer, W. (2022). VIM:
Visualization and Imputation of Missing Values. Retrieved December 31, 2024, from
https://cran.r-project.org/web/packages/VIM/index.html

Templ, M., Kowarik, A., & Filzmoser, P. (2011). Iterative stepwise regression imputation using
standard and robust methods. Computational Statistics & Data Analysis, 55(10), 2793–2806.
https://doi.org/10.1016/j.csda.2011.04.012

Texas Education Agency. (2024). Value Added Model (VAM) Guidance (tech. rep.). Texas Education
Agency.

Thistlethwaite, D. L., & Campbell, D. T. (1960). Regression-discontinuity analysis: An alternative
to the ex post facto experiment. Journal of Educational Psychology, 51(6), 309.

UCLA: Statistical Consulting Group. (n.d.). Confirmatory Factor Analysis (CFA) in R with lavaan.
Retrieved December 24, 2024, from https://stats.oarc.ucla.edu/r/seminars/rcfa/

U.S. Department of Education. (2009). Race to the Top Program Executive Summary. Retrieved
February 5, 2025, from https://files.eric.ed.gov/fulltext/ED557422.pdf

U.S. Department of Education. (2017). Every Student Succeeds Act High School Graduation Rate
Non-Regulatory Guidance. Retrieved January 2, 2025, from https://www.ed.gov/sites/
ed/files/policy/elsec/leg/essa/essagradrateguidance.pdf

Value-Added Research Center. (2010). NYC Teacher Data Initiative: Technical Report on the NYC
Value-Added Model (tech. rep.). Wisconsin Center for Education Research.

Walsh, K., Lakis, K., Joseph, N., & Lubell, S. (2017). Running in Place: How New Teacher Evaluations
Fail to Live Up to Promises (tech. rep.). National Center on Teacher Quality. Retrieved
February 5, 2025, from https://www.nctq.org/publications/Running-in-Place:-How-New-
Teacher-Evaluations-Fail-to-Live-Up-to-Promises

Wei, X., & Haertel, E. (2011). The Effect of Ignoring Classroom-Level Variance in Estimating the
Generalizability of School Mean Scores. Educational Measurement: Issues and Practice, 30(1),
13–22. https://doi.org/10.1111/j.1745-3992.2010.00196.x

117



Weisberg, D., Sexton, S., Mulhern, J., Keeling, D., Schunck, J., Palcisco, A., & Morgan, K. (2009).
The Widget Effect: Our National Failure to Acknowledge and Act on Differences in Teacher
Effectiveness. Second Edition (tech. rep.). New Teacher Project. Retrieved May 31, 2024, from
https://eric.ed.gov/?id=ED515656

Wells, C. S., & Wollack, J. A. (2003). An Instructor’s Guide to Understanding Test Reliability (tech.
rep.). Testing & Evaluation Services University of Wisconsin. Madison, Wisconsin. https:
//testing.wisc.edu/Reliability.pdf

White, M., & Maher, B. (2024). What value do standardized observation systems add to summative
teacher evaluation systems? Studies in Educational Evaluation, 83, 101414. https://doi.org/
10.1016/j.stueduc.2024.101414

Wisconsin Department of Public Instruction. (2023). WISEdash for Districts ACCESS Dashboards.
Retrieved December 1, 2023, from https : / / dpi . wi . gov / wisedash / districts / about -
data/access

Wong, V. C., Steiner, P. M., & Cook, T. D. (2013). Analyzing regression-discontinuity designs with
multiple assignment variables: A comparative study of four estimation methods. Journal of
Educational and Behavioral Statistics, 38(2), 107–141.

Zhong, X., & Yuan, K.-H. (2011). Bias and Efficiency in Structural Equation Modeling: Maximum
Likelihood Versus Robust Methods. Multivariate Behavioral Research. Retrieved December
27, 2024, from https://www.tandfonline.com/doi/abs/10.1080/00273171.2011.558736

118


