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Abstract
Teacher evaluation systems have gone through widespread changes in recent years. These
new systems have the potential to influence early-career teachers’ career trajectories
because of their increase in rigor and ties to formal and informal consequences. In this
paper, I investigate the impact of receiving a higher evaluation rating on early-career
attrition and movement among districts and schools in a medium-sized state in the United
States. Using a regression discontinuity design that takes advantage of the cut scores
between each pair of evaluation ratings, I find that receiving a higher rating slightly
increases the probability that early-career teachers will move to different districts. I do
not find any effect of receiving a higher rating on the probability of a teacher leaving
teaching in the state or moving among schools within a district. I find similar effects of
ratings on teacher attrition and movement among schools for early-career and
experienced teachers. When I apply the regression discontinuity to three cut scores
simultaneously, I find that early-career teachers who received a higher evaluation rating
were more likely to move among districts than experienced teachers who received a
higher rating. Additionally, I do not detect any differences in the impact of teacher
evaluation ratings on early-career teacher turnover based on school context. Finally,
while on average early-career teachers moved to schools that were similar to those they
left, I find that teachers who received higher ratings were more likely to move to schools

with slightly higher percentages of low-income and non-white students.



Estimating the Impact of Receiving a Higher Evaluation Rating on Early-Career
Teacher Turnover and Its Relationship to School Context
Introduction

Teacher evaluation systems have gone through widespread changes in recent
years. Between 2009 and 2013 the number of states requiring annual evaluations of all
teachers almost doubled, to 27 and the District of Columbia (Rotherham & Mitchel,
2014). While teacher evaluation systems existed in the past, the new systems are more
demanding and potentially threatening to teachers. The reason for these changes includes
federal initiatives, such as Race to the Top, which require states to implement new
teacher evaluation systems that include multiple measures of teacher effectiveness,
including student growth in test scores (U.S. Department of Education, 2009). The
ultimate goal of the new systems is to improve teaching and lead to better student

learning.

The new teacher evaluation systems are more rigorous than previous ones.
Previous evaluation systems often failed to provide differentiated information about
teachers’ performance, with the majority of teachers being rated as effective (Weisberg,
et al., 2009). As compared to previous teacher evaluation systems, the new systems are
often more focused on outcomes, with significant use of teacher-level student growth
data, contain more detailed and frequent teacher observations, allow for more rating
options (rather than satisfactory/unsatisfactory), and are often linked to important
consequences for teachers, such as tenure and compensation (Doherty & Jacobs, 2013;

The New Teacher Project, 2010).



New teacher evaluation systems may influence teachers’ career trajectories,
including teacher attrition and movement among districts or schools, because of their
increase in rigor and ties to formal and informal consequences. The effect of these new
evaluation systems may differ across early-career and experienced teachers. Specifically,
these new evaluation systems may especially affect the career trajectory of early-career
teachers, whose tenure decisions are based on their evaluations and who may have
weaker ties to the profession or their schools because they have only been teaching for a
brief time. Early-career teachers may also have fewer non-school based factors that make
it more challenging to leave their teaching placements, including families, mortgages and
pensions. Because early-career teachers increase their knowledge and skills of teaching
substantially over the first few years, evaluation ratings can drive out teachers before they

have the opportunity to become better teachers (Rivkin, Hanushek & Kain, 2000).

The teaching profession has high rates of turnover overall, especially for early-
career teachers. This can lead to schools losing teachers with low productivity before they
reach their full potential in terms of effectiveness (Milanowski & Odden, 2007; Scherff,
2008; Worthy, 2005). Of those individuals who begin teaching, approximately 30% leave
the profession within their first five years (Hanna & Pennington, 2015).

This attrition can be desirable or undesirable, depending on which teachers leave
and its ultimate impact on student learning (Borman & Dowling, 2008; Guarino,
Santibanez & Daley, 2006; Ingersoll, 2001). There are a number of mechanisms through
which turnover could affect student learning. Frequent turnover can be disruptive to
school culture and result in lack of continuity in instruction in the classroom and within

the school as a whole, both of which can negatively affect student learning (Brill &



McCartney, 2008; Loeb, Darling-Hammond & Luczak, 2005; Ronfeldt, Loeb &
Wyckoff, 2013). Researchers have found that schools with larger populations of low-
income and non-white students lose teachers at higher rates than schools with smaller
populations of low-income and white students. These schools then often have difficulty
attracting new high-quality teachers and end up hiring inexperienced teachers; this leads
to the “teacher gap”, namely the lack of high-quality teachers for students who need them
the most (Darling-Hammond & Sykes, 2003; Guin, 2004). On the positive side, turnover
can result in better person-job matches and infusion of new ideas into organizations,
leading to better student learning (Abelson & Baysinger, 1984). Additionally, turnover
may have a positive compositional effect if the teachers who replace those who left are of
higher quality (Guarino, Santibanez & Daley, 2006).

A large body of literature has linked teacher turnover to accountability policies
and various student, teacher and school characteristics, including the existence of
induction programs, teacher quality and the percentage of low-income students (e.g.,
Darling-Hammond, 2003; Roehrig, Bohn, Turner & Pressley, 2008; McCann &
Johannessen, 2004; Ingersoll, 2001; Scherff, 2008; Clotfelter, Ladd & Vigdor, 2005).
However, most of these studies are either small scale, qualitative, or only correlational.
Few studies have looked at the causal impact of teacher evaluation systems on teacher
turnover. Finally, none of these studies have examined the relationship between teacher

evaluation systems and early-career teacher turnover.

Given this gap in the literature, the changes in teacher evaluation systems, and
their potential effects on turnover, I focus my study on the first year of a new teacher

evaluation system implemented by a medium-sized state in the United States. | examine



the effect of receiving a higher teacher evaluation rating on the turnover of early-career

teachers (i.e. teachers with five or fewer years of experience) and its relationship to the

school context of the schools that these teachers moved from (i.e. sending schools) and

the schools that they moved to (i.e. receiving schools)." I study three different forms of

turnover: leaving teaching in the state (or attrition), movement among districts, and

movement among schools within districts. Specifically, I address the following research

questions:

What is the effect of receiving a higher evaluation rating on early-career

teacher attrition?

What is the effect of receiving a higher evaluation rating on early-career

teacher movement among districts or schools?

Does the effect of receiving a higher teacher evaluation rating on early-
career teacher turnover differ from the effect on experienced-teacher

turnover?

Does the impact of evaluation ratings on early-career teacher turnover

vary with the characteristics of their sending school?

For early-career teachers who moved between schools or districts, what is
the relationship between their evaluation ratings and the change in school

context?

"Tused five years because the literature has shown that almost 30% of new teachers leave within the first
five years of teaching (Hanna & Pennington, 2015).



I have organized this thesis into eight sections. In the next section, I describe the
context of teacher evaluation systems, review literature relevant to early-career teacher
turnover and its relationship to accountability policies and school context, and discuss
differences across early-career and experienced teachers. In section III, I describe the
evaluation system used in this paper. In section IV, I present hypothesized answers to my
research questions. In section V, I describe the data, sample, measures, and empirical
framework for evaluating the effect of receiving a higher evaluation rating on early-
career teacher turnover and its relationship to school context. In section VI, I discuss
preliminary and post-hoc analyses to test the validity of the regression discontinuity
design. In section VII, I provide the findings to each research question. In section VIII, I
conclude with a discussion of the findings, limitations, and suggestions for further

analyses.

Background and Context

Teacher Evaluation Systems: Purposes and Current Models

While research suggests that having highly-qualified and skilled teachers in the
classroom has a large impact on student achievement, past attempts to ensure that quality
teachers are educating our nation’s students have been inadequate (Darling-Hammond,
2003; Gordon, Kane & Staiger, 2006). In the past, policymakers have tried to raise the
quality of teachers by instituting more stringent teacher certification requirements
(Gordon, Kane & Staiger, 2006). However, once teachers were in the classroom, little

was done to ensure that they were high quality. For example, most teachers received



tenure after a few years of teaching regardless of their effectiveness (Gordon, Kane &

Staiger, 2006).

To remedy this situation and to figure out a way to capture teacher quality, some
states created value-added systems that measured the impact their teachers were having
on the test scores of their students. While the exact models used to create these new

systems differed across states, they were all designed to measure teacher effectiveness.

However, the value-added models, which were based on standardized test scores,
captured only one component of teacher quality and as such, did not provide a complete
view of teacher effectiveness (Koretz, 2008). To address the lack of comprehensiveness,
many states began to implement teacher evaluation systems based on multiple measures,
including teacher observations or status scores as well as value-added scores (Doherty &
Jacobs, 2013). In 2013, twenty-seven states and the District of Columbia required that
teacher evaluation ratings were based on measures of growth in scores and status scores
(Doherty & Jacobs, 2013). The purposes of these new systems that include more than a
single test score measure are to advise various stakeholders, including administrators,
about whether teachers are high quality, to hold teachers accountable for being high
quality and ultimately to lead to improvement in teachers and schools. While the exact
measures and weights used vary by state, in many systems, if teachers receive an
unsatisfactory rating, they can be fired, denied tenure or decide to leave the profession
due to informal pressure from school administrators. With the feedback from these new
evaluation systems, teachers may also decide to leave due to decreased morale or

frustration with their rating (McGuinn, 2012).



Predictors of Teacher Turnover
Previous research has examined factors that are related to teacher turnover.
Factors that are most relevant to this study are accountability policies, school climate, and

student characteristics.

Accountability policies. Many studies have found an increase in teacher
turnover in response to accountability policies at the school level, especially for teachers
in low-performing schools. Using administrative data from North Carolina, Clotfelter et
al. (2004) found an increase in overall teacher turnover after the introduction of test-
based accountability. The study showed that schools labeled as “low-performing” had
higher rates of turnover before the accountability policy and then had greater increases in
turnover after the introduction of the policy than other schools. Feng, Figlio and Sass
(2010) examined the effect of a dramatic change in Florida’s accountability system on
teacher turnover. They compared school ratings prior to the accountability shock with
ratings that schools were predicted to receive in the year after the shock based on the
prior system. Feng, Figlio and Sass (2010) found that teachers in schools that faced
downward accountability shocks were more likely to leave after the change in policy than
teachers in schools that had no shock. A reason for this finding may be that schools that
have been labeled as low performing may have decreased morale across all of their

teachers, which can lead to greater movement from the school.

Many studies have shown that without accountability policies, teacher quality is
positively related to teacher attrition and movement. In a meta-analysis of thirty-four

studies on teacher attrition, Borman and Dowling (2008) found that teachers with
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graduate degrees and high CTBS and ACT scores were more likely to leave teaching than
those without. In addition, in a study of over 11,000 college graduates in Baccalaureate
and Beyond, Henke et al. (2000) found that individuals with college entrance scores in
the top quartile were twice as likely to leave teaching within their first four years as those
with scores in the bottom quartile. One factor that may lead to high-quality teachers
leaving education is alternative career opportunities. Assuming high-quality teachers
possess the same skills that are attractive to other employers outside of education, high-
quality teachers may have more career opportunities outside of education and thus, may
be more likely to leave the field altogether (Hanushek, Kain & Rivkin, 2004; Hanushek

& Rivkin, 2010; Krieg, 2006).

However, once accountability policies are introduced, studies have shown that
teacher quality becomes inversely related to attrition and movement. In a study about
teacher responses to state-mandated testing in New York State, Boyd et al. (2008) found
that teachers from competitive colleges showed greater retention than teachers from less
competitive colleges after the new policy. Chingos and West (2011) found that during the
2001-02 school year, Florida teachers with lower value-added scores were more likely to
leave teaching or move to untested grades and subjects than were their peers with higher

value-added scores.

Factors that may lead to an inverse relationship between teacher quality and
turnover in the face of accountability policies are formal and informal incentives and
consequences (or the anticipation of them) and administrative pressure. Accountability

policies may include incentives for effective teachers, such as being granted tenure or



receiving higher compensation, which would encourage high-quality teachers to stay. In
addition to formal incentives, effective teachers may also receive informal benefits based
on their performance (Krieg, 2006). “A teacher who performs well in the classroom
receives the respect of their colleagues, recognition from administrators, and possibly
better future choices of students, buildings, districts, and teaching-related opportunities”
and thus may be less likely to leave teaching (Krieg, 2006 p. 14). Finally, administrators
may encourage low-performing teachers to leave and try to retain high-performing
teachers (Goldhaber, Gross & Player, 2010). Boyd et al. (2008) found that administrators
used accountability policies to drive out ineffective teachers and focus more “on trying to

create a school that benefits students” either formally or informally (p. 90).

School climate. The literature has shown that a negative school climate has been
linked to increased teacher turnover (Borman & Dowling, 2008). This is true for both
beginning and experienced teachers. Various factors can create a negative school climate,
including difficulties with students and parents, dissatisfaction with administration and
limited resources. Using data from the 1999-2000 Schools and Staffing Survey and the
2000-2001 Teacher Follow-Up Survey, Ingersoll and Smith (2003) found that the four
most common reasons for teacher turnover were lack of administrative support, lack of
teacher influence over decisions, student discipline issues and lack of student motivation.
School facilities and resources are also related to teacher turnover, with teachers more
likely to leave when school facilities and resources are inadequate (Brill & McCartney,

2008).
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Student characteristics. Teachers in urban schools and in schools that serve high
concentrations of low-income, non-white and low-achieving students tend to leave
teaching or transfer at higher rates than teachers placed in non-urban schools and in
schools that serve high concentrations of high-income, white and high-achieving students
(e.g., Borman & Dowling, 2008; Boyd et al., 2010; Brill & McCartney, 2008; Darling-
Hammond, 2003; Hanushek, Kain & Rivkin, 2004; Imazeki, 2005; Loeb, Darling-
Hammond & Luczak, 2005). The reason for this finding is that schools that serve high
concentrations of low-income, African-American, and Hispanic students tend to have
difficult working conditions, including access to fewer resources and limited preparation
and support (Darling-Hammond, 2003; Johnson, Kraft & Papay, 2012). Ingersoll (2001)
reported that teacher turnover rates in high-poverty schools were 50% greater than rates
in low-poverty schools. Boyd et al. (2005) used simulations that simultaneously altered
school characteristics “to reflect typical values for schools at various points in the student
academic achievement distribution” (p. 170). They found that when teachers moved from
schools in the 20" percentile in academic achievement to those in the 80" percentile in

academic achievement, annual attrition dropped by over 10 percentage points.

Teachers who transfer tend to move to schools with smaller percentages of
economically disadvantaged and non-white students (Lankford, Loeb & Wyckoff, 2002).
The difference in student characteristics between receiving and sending schools is larger
for teachers who moved across districts than for teachers who moved within districts.
Lankford, Loeb and Wyckoff (2002) found that in the case of teachers who transferred
out of New York City to a different district, their sending schools had three times as

many low-income students and twice as many non-white students than their receiving
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schools. Note that New York City has a large proportion of the schools with high
percentages of low-income and non-white students in the state. Therefore, while this
study may reflect the fact that teachers chose different districts because of student
demographics, alternatively it may reflect the fact that teachers chose different districts

for other reasons, and those districts happened to have been demographically different.

Placements and Effectiveness of Early- Career and Experienced Teachers

The literature has shown that there are differences in the placements and
effectiveness of early-career and experienced teachers that may influence their retention
patterns. Early-career teachers tend to be placed in more challenging teaching
assignments with high rates of turnover due to their lack of seniority (e.g., Brill &
McCartney, 2008; Clotfelter, Ladd and Vigdor, 2005; Darling-Hammond, 2000). Using
data from the North Carolina Department of Public Instruction, Clotfelter, Ladd and
Vigdor (2005) found that early-career teachers were more likely to teach African-
American and low-income students. Specifically, the study found that a typical African-
American seventh grader had a 54% higher probability of having an early-career teacher
than a typical White seventh grader. Using results from the Schools and Staffing Survey,
Jerald & Ingersoll (2002) found that low-income and non-white students were twice as
likely to have inexperienced teachers. Kalogrides, Loeb and Beteille (2011) found that
less experienced teachers tended to teach students with lower levels of initial
achievement, lower attendance rates and more behavioral problems than their more
experienced colleagues. These environments may push early-career teachers to leave
their placements or teaching altogether, which perpetuates the cycle of turnover within

schools that are considered more challenging.
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Early-career teachers also tend to have smaller effects on achievement than their
more experienced colleagues because teacher effectiveness increases over the first few
years of teaching (e.g., Boyd et al., 2005; Rivkin, Hanushek & Kain, 2005; Rockoff,
2004). Rockoff (2004) found that, on average, there was a 0.17 standard deviation
difference in impacts on reading scores between early-career teachers and teachers with
ten or more years of experience. Because teacher effectiveness takes a few years to grow,
some early-career teachers who would have become great teachers may initially feel
ineffective and leave the profession before they have a chance to develop to their full

potential (Scherff, 2008; Worthy, 2005).

Teacher Evaluation Model
The state in this study implemented a new evaluation system that uses three
components to measure teacher effectiveness: observational data, growth in test scores
and status scores (State’s website). Scores on each component are multiplied by their
respective weights and then summed to create a total evaluation score. Based on the total
score, teachers are assigned a discrete overall rating from level 1 (lowest) to level 5

(highest) (State’s website).

In some cases there are formal incentives and consequences tied to the overall
rating. Teachers who did not receive tenure prior to Year 1 of implementation could gain
or lose tenure based on rating. Furthermore, while this is not consistent across the state,
some districts tied compensation and employment decisions to ratings. Finally, while not
formally in place during the time of this study, there was discussion about linking

evaluation ratings to licensure status in the near future.
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These changes provide a valuable setting for evaluating the effects of ratings on
teacher movement. (See Appendix A for a timeline of the evaluation system
implementation.) During the first year of the evaluation system, teachers were able to
access evaluation ratings starting in the late spring. Principals also received individual
teacher’s scores during the same time. While not every teacher had access to their final
ratings by the beginning of Year 2, most did and would have been able to adjust their
movement based on those scores. Given the timing, I will look at short-term movement
from after Year 1 to the end of Year 2. The way in which the evaluation system is
constructed, with the categorization of the total evaluation score, allows for the use of a
regression discontinuity design to evaluate the causal effect of receiving a higher
evaluation rating on teacher attrition and movement. In addition, because I have data
from the entire state, I can track teacher movement throughout different districts and
schools within the state. Note that because of the pressure to stay once the school year
has started and the short time between teachers finding out their scores and the beginning
of the next school year, the results from my study may not accurately capture all rating

effects or reflect longer-term effects.

Hypothesized Impacts of Teacher Evaluation Ratings

Hypothesized Impact of Receiving Higher Evaluation Rating on Early-Career
Teacher Attrition and Movement

I hypothesize that early-career teachers who receive a higher teacher evaluation
rating will be less likely than those with lower ratings to leave teaching in the state or

move among districts or schools. Administrators may place both formal pressure through
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their observational ratings and informal pressure on lower-performing teachers to leave
their schools (Goldhaber, Gross & Player, 2010). In the new evaluation system, principals
may want to maximize growth in students’ scores because they are evaluated on school-
wide student growth in scores as part of their own evaluation (State’s website). Teachers
may anticipate future formal pressure as well. Due to changes in tenure policies in the
state, tenure can be granted or revoked based on evaluation ratings. In addition, the state
was considering basing licensure decisions on evaluation ratings. While no tenure or
licensure decisions were made based on Year 1 evaluation data, teachers may change

their turnover behavior in anticipation of future ratings.

Hypothesized Differential Impact of Receiving Higher Evaluation Rating on Early-
Career and Experienced-Teacher Turnover

While both early-career and experienced teachers who receive higher ratings may
be less likely than those with lower ratings to leave teaching in the state or move to a
different school or district, the magnitude of that impact will be greater for early-career
than experienced teachers. Because early-career teachers have only been teaching in their
current schools for a brief time, they may not have strong ties to their schools. As a result,
they may either decide to leave on their own or face greater informal pressure from
administrators to leave (Feng, Figlio & Sass, 2010). Additionally, there are non-school
factors, including families, mortgages, and pension penalties, that may make it more

difficult for experienced teachers to move.
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Hypothesized Impact of How Receiving Higher Evaluation Rating on Early-Career
Teacher Turnover Differs Based on School Context

I hypothesize that there will be differences in teacher movement depending on the
context of the sending school, specifically, that the effect of ratings on movement will be
greater in more challenging school contexts. The literature shows that teachers in urban
schools and in schools with higher concentrations of low-income, non-white and low-
achieving students tend to leave teaching at a high rate, mainly due to school climate
(e.g., Borman & Dowling, 2008). Because they are more effective and may have skills
that transfer to other fields, teachers with higher ratings may have opportunities for jobs
in less challenging teaching placements or other career opportunities available outside of
education. As a result, if they are placed in more difficult teaching contexts, they will
want to capitalize on these opportunities and leave or move at higher rates than those
with lower ratings who do not have the same opportunities (Hanushek, Kain & Rivkin,

2004; Hanushek & Rivkin, 2010; Krieg, 2006).

Hypothesized Relationship between Evaluation Rating and Change in School
Context

I also hypothesize that teachers with higher ratings will be more likely to move to
less challenging school contexts than teachers with lower evaluation ratings. Because
administrators often use student achievement data to make hiring decisions, teachers who
receive higher evaluation ratings will be more desirable to administrators and as a result,
they will have more options in where they are able to transfer (Cohen-Vogel, 2011).

Teachers with lower evaluation ratings will have fewer options because they are less
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effective and as a result, they will likely move to schools that are considered more

challenging.

General Analytic Approach

I implemented a regression discontinuity (RD) design in order to estimate the
causal impact of receiving a higher teacher evaluation rating on teacher attrition from the
state and movement among districts and schools. The RD design separates teachers just
above and below an exogenous cutoff in ratings into treatment and control groups.
Absent the exogenous shock of ratings, teachers just above and below the cutoff should
be equal in expectation in terms of their probability of leaving teaching or moving among
districts or schools (Murnane & Willett, 2008). Because the two groups of teachers
should be identical, any differences in attrition or movement between those two groups
can causally be attributed to the exogenous shock of ratings rather than any preexisting
differences between teachers on different sides of the cut score. I used a simple
parametric linear probability model, specifically, a regression model that is estimated
using only observations within a bandwidth and that allows the slope and intercept of the
regression to differ on the two sides of the cutoff. This model allowed me to estimate the
difference between the average outcome for teachers at or just above the cutoff and the
average outcome for teachers just below the cutoff (the average treatment effect local to
the cutoff) (Murnane & Willett, 2008). I estimated separate models for three different

cutoffs for teacher evaluation ratings: level 3 versus level 2, level 4 versus level 3, and
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level 5 versus level 4, and a pooled model that included all teachers who were in the final

samples around the three cut scores.’

I calculated an optimal bandwidth to determine which teachers on either side of
the cut scores are included in the regression models. The optimal bandwidth should
balance precision and bias; larger bandwidths produce more precise estimates because
they include more information in the regression but can be biased because the model
specification may not hold over observations that are farther from the cut score (Jacob et
al., 2012). The mean square error (MSE) is a measure of the balance between bias and
precision and as a result, the optimal bandwidth for each model is the bandwidth that

minimizes the MSE (Jacob et al., 2012).3

One main assumption when using an RD design is that individuals observed
cannot precisely manipulate the assignment variable (Lee & Lemieux, 2009). If the
individuals observed can precisely manipulate the assignment variable, comparing those
just above and just below the cutoff will not provide an unbiased causal estimate of the
treatment. While Lee and Lemieux (2009) referred to precise manipulation by individuals
observed, precise manipulation by others would also problematic. In the case of this
study, while teachers themselves cannot influence the assignment variable, principals and
observers can directly influence the observational component of the evaluation rating.
However, it is unlikely that principals and observers have exact knowledge of where a

teacher would land because the final evaluation rating is based on two additional

21 did not use a fourth cutoff (level 2 versus level 1) in any of these analyses because fewer than 1% of
early-career teachers fell into level 1, so the sample would be too small for an RD at that cut score.

? T use the —rd- command in Stata developed by Austin Nichols to determine the optimal bandwidth for
each model (Nichols, 2011).
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subcomponents that are gathered at different points in the year. As a result, they should
be unable to precisely manipulate the assignment variable. I conducted diagnostic
analyses to test whether there is a heaping of observations near the cut score that might

indicate precise manipulation. (See the validity tests section for more details.)

I also looked at other diagnostic analyses to test the underlying assumptions of the
RD analyses. Specifically, I tested whether teachers above and below the cut scores are
the same in terms of demographics and whether there are any discontinuities in the
teacher characteristics at the cut scores. I discuss the results of these analyses in the

validity tests section.

Dataset

The data used for this study was from a statewide administrative dataset on all
public school teachers with evaluation ratings from Year 1. The dataset contains
evaluation ratings (including subcomponent scores), placement and demographic
information on all public school teachers within the state. The dataset also contains
placement information on teachers for Year 2 in order to be able to track attrition and
movement after Year 1 until the end of Year 2. I merged this dataset with publically
available school-level files on school demographics, including the percentage of students

eligible for free and reduced price lunch.

Sample
The initial sample included all public school teachers who received a teacher
evaluation score in Year 1. I excluded all individuals who were evaluated as

administrators (i.e. labeled as “Admin”) as well as all teachers within one large school
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district because the data in the administrative file was inaccurate. Finally, I excluded
teachers who were missing data on at least one of the teacher control variables used in the
RD models or on evaluation rating. The final sample of early-career teachers consists of
more than 10,000 early-career teachers in approximately 84% of all schools and in 96%
of all districts in the state. Approximately 18% of early-career teachers were excluded
because of missing data. The final sample of all teachers consists of more than 55,000
teachers in approximately 91% of all schools and in 99% of all districts in the state.
Approximately 12% of teachers were excluded because of missing data. Table 1
summarizes demographic information for early-career teachers and all teachers included

in the final samples.

The RD design restricts the final analytic sample to those teachers within the
optimal bandwidth. Therefore, the number of teachers who are included in the local linear
probability regressions is greatly reduced. Those teachers in the optimal bandwidth below
the cutoff are in the control group and those teachers in the optimal bandwidth at or
above the cutoff are in the treatment group. The sample sizes for control and treatment
groups are larger at higher evaluation cut scores. The number of teachers included in the
regression models ranges from 108 to 742 teachers, depending on the cutoff and outcome
being examined. Table 2 summarizes the final counts of early-career teachers by each
cutoff and outcome for early-career teachers that were used in the first and second
research questions. The table also breaks this data down further by treatment and control
and summarizes the number of leavers and movers in each model. While I analyzed all of
the models and samples presented in Table 2, I restrict my findings section to the

discussion of models that have 20 or more teachers who left teaching in the state or
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moved to different districts or schools (i.e. leavers or movers). Those models with fewer

than 20 leavers or movers do not have large enough samples to provide credible results.

Measures

I used three mutually exclusive outcomes: LEFT, MOVEDDIST, and
MOVEDSCHOOL. LEFT measures whether a teacher left teaching in the state after Year
1. It is coded as 1 if the teacher appears in the dataset for Year 1 but does not appear in
the dataset for Year 2 and O otherwise. The data do not distinguish whether a teacher
moved to a non-teaching position or left teaching entirely. MOVEDDIST measures
whether a teacher moved to a different district within the state after Year 1. It is coded as
1 if the district ID associated with a teacher in Year 1 differed from the district ID
associated with a teacher in Year 2 and O otherwise. Finally, MOVEDSCHOOL measures
whether a teacher moved to a different school within the same district after Year 1. It is
coded as 1 if the school name associated with a teacher in Year 1 differed from the school
name associated with a teacher in Year 2 and 0 otherwise.” After Year 1, 10% of early-
career teachers left teaching in the state, 7% moved to a different school within district
and 4% moved to a different district. All other early-career teachers stayed in their same

teaching placements.

My models use three main question predictors: TREATMENT,
TOTALSCORECEN and EARLYCAREER. TREATMENT indicates whether the

teacher is in the treatment group. It is coded 1 if the teacher falls at or just above a

* I used school name to link the two school years. In some cases, there were minor changes in the
presentation of the school name between Year 1 and Year 2. (For example, in one case a school was written
as “High School” in Year 1 and “HIGH” in Year 2.) In those cases, I modified the way the name was
written before linking the two years. In total, there were ten school names that I modified.
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particular evaluation rating and is coded O if the teacher falls just below a particular
evaluation rating. (For example, for the models that look at the cutoff between level 2 and
level 3, TREATMENT is 1 if the teacher received an evaluation rating of level 3 and O if
the teacher received an evaluation rating of level 2.) TOTALSCORECEN is total
evaluation score that is centered on the cutoffs for each evaluation rating. (For example,
for the models that look at the cutoff between level 2 and level 3, TOTALSCORECEN is
centered at the cut score between level 2 and level 3.) TOTALSCORECEN is a
composite of the observational score, growth in test score, and status score. It is a many-
valued ordinal variable that takes on values ending in .0 and .5. Finally,
EARLYCAREER indicates whether a teacher is an early-career teacher. It is coded as 1

if a teacher is in his or her first five years of teaching and 0 otherwise.

I use additional question predictors to evaluate the relationship between
evaluation rating and teacher attrition and movement: EVALRAT, AVGOBSSCORE,
ACHIEVESCORE and GROWTHSCORE. EVALRAT is the overall evaluation rating on
an ordinal scale from 1 (lowest) to 5 (highest) for each teacher based on a categorization
of total evaluation score. Figure 1 and Figure 2 show the distribution of EVALRAT
across early-career and all teachers. In both cases the overwhelming majority of teachers
receive a level 4 or level 5 rating. Because teachers are more aware of their observational
scores throughout the school year, observational scores may be more strongly related to
turnover than the overall evaluation rating or status scores and growth in scores.
Furthermore, observation scores are the same as the final evaluation rating for only 30%
of early-career teachers. (See Table 3 for the percentage of early-career teachers had each

combination of observation score and evaluation rating; the percentages on the diagonal
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represent teachers who received the same observation score and evaluation rating.)
AVGOBSSCORE is the average observation score for each teacher that is used in the
calculation of the total evaluation score.” AVGOBSSCORE is a continuous variable
rounded to two decimal places that ranges from 1 to 5. ACHIEVESCORE, which I also
refer to as achievement score, is the status score component and is an ordinal variable that
ranges from 1 to 5. A teacher’s mean achievement score is assigned a category based on
categorizations of the achievement scores that were agreed upon by the teacher and
evaluator prior to testing. GROWTHSCORE, which I also refer to as growth score, is the
growth score component and is an ordinal variable that ranges from 1 to 5. A teacher’s
growth index score, which is based on students’ test score results and is calculated by
dividing the NCE gain by the standard error, is assigned a category based on

categorizations of the growth scores that were set by the state.

I'included a vector of teacher-level covariates that have been linked to retention in
the literature to increase the precision of the causal estimates, denoted as the vector Z
(Borman & Dowling, 2006). These covariates include age (AGE), gender (FEMALE),
total salary (TOTALSALARY), race/ethnicity (ASIAN, AFRICAN AMERICAN,
HISPANIC, WHITE and OTHER), grade taught (PK_K, ELEM, MIDDLE and HIGH),
type of class (MUSIC, ART, PE, ESL, SPED and CTE), and teacher education

(EXP_BACHELORS, EXP_MASTERS, and EXP_EDD_OR_PHD).

> There were two types of data on observations in the dataset from the state: average observation score and
average observation score scaled into 1-5 categories based on equivalent scores in the overall level of
effectiveness calculation. Because the former was used in the effectiveness calculations I used that one in
my regression models. However, to do additional analyses that required putting observation scores into
categories, I used the latter (e.g., when I looked at the percentage of teachers with different combinations of
evaluation ratings and observational scores).
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For an examination into how school characteristics are related to teacher attrition
and movement, whether that differs by evaluation rating, and to increase precision, I
included the following control variables: the percentage of students eligible for free and
reduced priced lunch (PCT_FRPL), the percentage of non-white students
(PCT_NONWHITE), and the average overall school-wide evaluation rating, excluding
the ith teacher (AVG_EVALRAT).6 PCT_NONWHITE is defined as any student who is
not labeled as White based on self-reported data from parents and guardians. For a

detailed description of all measures used see Table 4.

Data Analytic Plan
Research Question 1: What is the effect of receiving a higher evaluation rating on early-

career teacher attrition?

Prior to implementing the RD design, I used the following three-level logit model
with random intercepts and fixed slopes to investigate the relationship between
evaluation rating and teacher attrition across all ratings for early-career teacher (i) in

school (j) in district (k):

lOgltLEFTUk + BljkEVALRATUk + szkZijk + Eijk + uojk + Vook

= }/000
(1)

where Z;j, is a vector of teacher-level covariates, y,,1s the grand mean, &;;; is the
random effect of the teacher, u j; is the random effect of the school, and vy is the

random effect of the district. I used a three-level model to account for teachers clustered

® Schools that had greater than 95% of students eligible for free and reduced priced lunch in Year 1 were
labeled as having 95%. Therefore, in order to accurately compare the two years of data, I recalculated the
data for Year 2 in the same way.
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within schools and schools clustered within districts. I then replaced EVALRAT with
AVGOBSSCORE in the same model to examine the relationship between average
evaluation score and teacher attrition. Finally, I replaced AVGOBSSCORE with
ACHIEVESCORE and GROWTHSCORE in the same model to examine the relationship
between the other two evaluation rating components (achievement and growth scores)

and teacher attrition.

To determine the impact of receiving a higher teacher evaluation on the attrition
of early-career teachers, I then implemented an RD design using a three-level linear
probability model. I used the following multilevel model with random intercepts and
fixed slopes to evaluate the causal impact of being categorized as above the cut score on
leaving teaching in the state, for early-career teacher (i) in school (j) in district (k):

LEFTijy = 7,90 + B1jx TREATMENT;}, + By j.6(totalscorecenj) + BsjiZiji + €iji
+ Ugjr + Vook

2)

where 7, ,1s the grand mean, &;jy, is the random effect of the teacher, ugj is the random

effect of the school, and v,y is the random effect of the district.

Although the outcome is binary, I decided to use a linear probability model rather
than a logit model for the RD in order to simplify the presentation and interpretation of
results. I also decided to use a linear probability model rather than a generalized least
squares model even though the linear model does not use the information that the error
term is heteroskedastic. Both decisions are based on results of sensitivity analyses that

compared linear specifications to logit and generalized least squares specifications. I
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followed the same approach in the other RD analyses described below. (See the validity

tests section for more details.)

B; is the causal effect of receiving a higher rating on attrition of early-career
teachers from teaching in the state. I used the same basic model at each cut score (level 3
versus level 2, level 4 versus level 3 and level 5 versus level 4). When looking at the cut
score between level 2 and level 3, for example, B;can be interpreted as the causal effect
of receiving a level 3 versus level 2 teacher evaluation rating on attrition of early-career
teachers from teaching in the state. However, because the preferred specification for each
outcome and cut score was based on AIC values and tests of joint significance, the exact
specifications of some models differed. For example, in some cases I used an interaction
with treatment in the preferred model, while in other cases, I included the quadratic
specification of the assignment variable. (See the findings section for the exact

specifications of my final models.)

Because of the small sample size of early-career teachers at each cut score, I fitted
an additional model that included all teachers who were in the final RD samples around
the three cut scores analyzed to increase the sample of teachers analyzed. Pooling
teachers from the three cut scores analyzed provides more power for my analyses with

the assumption that the effects are the same across the three cut scores.

Research Question 2: What is the effect of receiving a higher evaluation rating on early-

career teacher movement?

Prior to implementing the RD design, I used the following three-level logit model

with random intercepts and fixed slopes to investigate descriptively the relationship
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between evaluation rating and the probability of moving among districts across all ratings

for early-career teacher (i) in school (j) in district (k):

lOgltMOVEDDISTUk = ]/000 + BljkEVALRATUk + BijZijk + ei]'k + uojk + Vook

3)

where 7,1 the grand mean, &;jy, is the random effect of the teacher, ugj; is the random

effect of the school, and v, is the random effect of the district. I used the same model
for MOVEDSCHOOL. For both outcomes, I replaced EVALRAT with
AVGOBSSCORE in the same model to examine the relationship between average
evaluation score and teacher movement. Finally, I replaced AVGOBSSCORE with
ACHIEVESCORE and GROWTHSCORE in the same model to examine the relationship
between the other two evaluation rating components (achievement and growth scores)

and teacher movement.

I then used the following RD model with random intercepts and fixed slopes to
evaluate the causal impact on moving among districts of being categorized as above the
cut score for early-career teacher (i) in school (j) in district (k):

MOVEDDIST; j

= Y400 + B1jx TREATMENTj; + B, ;,6(totalscorecen;,)
+ BsjiZiji + &ijk + Ugji + Vook

“4)

where 7, ,1s the grand mean, &y, is the random effect of the teacher, ugj is the random

effect of the school, and v,y is the random effect of the district.
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Bjis the causal effect of receiving a higher teacher evaluation on the movement of
early-career teachers between districts within the state. I estimated similar models for

movement among schools within districts.

While I used the same overall model at each cut score (level 3 versus level 2,
level 4 versus level 3 and level 5 versus level 4), the exact model specifications differed
slightly based on AIC values and joint tests of significance. I also examined pooled
models that included all teachers who were in the final RD samples around the three cut
scores analyzed to increase the sample of teachers analyzed. Finally, I used the same
overall models to evaluate the impact of being categorized as above the cut score on

early-career teacher movement among schools within district (MOVEDSCHOOL).

Research Question 3: Does the effect of receiving a higher teacher evaluation rating on

early-career teacher turnover differ from the effect on experienced-teacher turnover?

I used the following three-level RD model with random intercepts and fixed
slopes to evaluate whether there is a differential impact on leaving teaching in the state
for early-career and experienced teachers for those teachers who are categorized as above
the cut score for teacher (i) in school (j) in district (k):

LEFTiji = 7,90 + B1jk TREATMENT}; + B, j.6(totalscorecen; )

+ B3;xEARLYCAREER;;;+ By EARLY CAREERXTREATMENT
+ BSijijk + B6lkEARLYCAREERXZUk + gijk + quk + Vook

&)
where 7, ,1s the grand mean, &y, is the random effect of the teacher, uj is the random
effect of the school, and v,y is the random effect of the district. B, can be interpreted as

the differential effect of receiving a higher teacher evaluation rating for early-career and
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experienced teachers. While I used the same overall model at each cut score (level 3
versus level 2, level 4 versus level 3 and level 5 versus level 4) and for the remaining two
outcomes (MOVEDDIST and MOVEDSCHOOQL), the exact model specifications may
differ slightly based on AIC values and joint tests of significance. (See the findings
section for the final specifications.) Finally, I examined pooled models that included all
teachers who were in the final RD samples around the three cut scores analyzed to

increase the sample of teachers analyzed.

I conducted exploratory analyses that showed that in a number of cases, the
coefficients on the control variables differ for early-career and experienced teachers.
Therefore, I utilized a fully interacted model with EARLYCAREER (i.e. each control
variable interacted with EARLYCAREER) to account for these differences. Because 1
used different optimal bandwidths and different preferred models for this research
question as compared to research questions 1 and 2, the treatment effect on early-career
teachers in this question will not be identical to the treatment effect for research questions

1 and 2.

Research Question 4: Does the impact of evaluation ratings on early-career teacher

turnover vary with the characteristics of their sending school?

I used the following three-level logit model with random intercepts and fixed
slopes to examine whether there is a differential impact on teacher attrition depending on
the interaction between school context and teacher evaluation rating for teacher (i) in

school (j) in district (k):
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logitLEFT 5 = 7,00 + B1jx EVALRAT jy + Byjy Zyji + Go1xPCT_FRPLgj, +
02k PCT_NONWHITE ;; + 83, AVG_EVALRAT, ;. +

S04k PCT_FRPLq; XEVALRAT jj. + 6451, PCT_NONWHITEy,, +

o6k AVG_EVALRAT, j, xEVALRAT j;, + €3 + Uojic + Vook

(6)

where y,,1s the grand mean, &;jy, is the random effect of the teacher, ugj; is the random

effect of the school, and v is the random effect of the district. dy,- Iy Show whether
the impact of evaluation rating differs based on school characteristics. I used the same

model for the two remaining outcomes, MOVEDSCHOOL and MOVEDDIST.

I included PCT_NONWHITE, PCT_FRPL, and AVG_EVALRAT in one model
because the Pearson correlations among them are not large. ’ Additionally, while the final
model used is a logit regression, I computed the variance inflation factor among the items
using a linear regression and found that it was less than 2 (when the interactions with
evaluation rating were not included), meaning that these predictors are not sufficiently
collinear to be problematic. Finally, post-hoc sensitivity analyses showed that including
all covariates in one model, compared to using separate models, made little difference in

the coefficients.

Research Question 5: For early-career teachers who moved between schools or districts,
what is the relationship between their evaluation ratings and the change in school

context?

" The Pearson correlations are as follows: PCT_NONWHITE and PCT_FRPL, r= 0.46, PCT_NONWHITE
and AVG_EVALRAT, r=-0.19, and PCT_FRPL and AVG_EVALRAT, r=-0.25.
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I used a three-level linear regression model with random intercepts and fixed
slopes to examine the relationship between teacher evaluation rating and change in school
context. Specifically, I used the following model to estimate the relationship between
teacher evaluation rating and the difference in school context between the receiving and
sending schools for teachers who moved to different schools (both within and across

districts) between Year 1 and Year 2 (At) for teacher (i) in school (j) in district (k):

PCT_FRPLijkAt = + BljkEVALRATUk + B3l-ijl-jk + gijk + uojk + Vook

7/000

(7

where 7,1 the grand mean, &;j, is the random effect of the teacher, ugj is the random

effect of the school, and v, is the random effect of the district.

B; estimates the relationship between a teacher’s evaluation rating and the
difference in school context between his or her receiving and sending school. The same
model is used to examine the relationship between rating and the change in the

percentage of non-white students

Validity Tests
Results from the preliminary analyses that I conducted to test the validity of my
RD design show that there does not appear to be any systematic patterns that would bias

my results.

First, I examined histograms of total evaluation score (a many-valued categorical

variable that ends in .0 and .5) to see whether there was non-random heaping in the data
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that would bias my findings. Figure 3 shows the results of these analyses for early-career
teachers and Figure 4 shows the results of these analyses for all teachers. The black
dashed lines indicate where each cut score appears on the graph. While there are heaps at
the cut scores for the first two cut scores shown in Figure 3, there are substantially larger
heaps at other scores where there are no incentives to manipulate the assignment variable.
As a result, the heaps are likely due to noise rather than precise manipulation of the

assignment variable.

Next, I examined differences in teacher characteristics above and below the cut
scores to test whether the sample of teachers above and below are similar in terms of
teacher demographics. Because of the large number of RD models, I only show results
for one model. However, my overall conclusions apply to the other models. T-tests
showed that there are significant differences in the percentage of ESL and middle school
teachers above and below the level 5 versus level 4 cut score for early-career teachers in
the model that examined the probability of leaving teaching in the state (Table 5).
However, the differences do not follow any sort of systematic pattern across all cut
scores. To ensure that [ account for any differences, I control for teacher characteristics in

my models.

Additionally, I examined discontinuities in teacher demographics at the cut scores
by regressing each characteristic on the treatment indicator using the same specification
as my preferred model. Because of the large number of RD models, I only show results
for one model. However, my overall conclusions apply to the other models. Out of the 19

characteristics I looked at for the model that examined the probability of leaving teaching
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in the state for level 5 versus level 4 early-career teachers, I found a significant
discontinuity for ESL (Table 6). However, the discontinuity does not follow any sort of
systematic pattern across all cut scores. Additionally, to ensure that I account for any
differences, I control for teacher characteristics in my models. Finally, my results are not

sensitive to whether or not ESL is included.

In addition to the preliminary analyses, I conducted post-hoc sensitivity analyses
to ensure that the results from my linear models were not biased. Post-hoc sensitivity
analyses showed that the treatment estimates from the linear RD models were not biased
or inefficient when compared to treatment estimates from the logit and generalized least
squares models. Compared to logit models, about one-half of the linear models had
results that differed by slightly more than a factor of two. However, this is likely noise in
the data rather than bias in the outcome because the results are not consistently in one
direction. Additionally, the significance and magnitude of the estimates from the linear
models did not change much compared to the generalized least squares models. Finally,
because linear specifications may be more sensitive to outliers, I examined and excluded
high-leverage points. Because I found that excluding them only slightly affected the

treatment estimates, I did not remove those observations from my final models.

I also tested whether excluding 18% of early-career teachers who were missing
data on either the teacher covariates or evaluation rating biased the results. I used t-tests
to compare the differences in outcome between those individuals included in the final
sample and those excluded. Because the t-tests showed significant differences between

the two groups for LEFT and MOVEDSCHOOL, I analyzed the preferred model
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specifications with and without covariates, to see whether excluding teachers affected the
treatment effect. In all cases except one, the differences between the models were small
so I concluded that excluding 18% of early-career teachers did not greatly affect any
results. The treatment effect was largely different for level 4 versus level 3 for the
outcome LEFT. However, because the outcome is not significant, excluding 18% of

early-career teachers does not affect the interpretation of any results.

Findings

Evaluation Ratings and Early-Career Teacher Attrition

Descriptive analysis. Across all evaluation categories, teacher ratings are
inversely related to the probability of leaving teaching in the state. Figure 5 graphically
shows the relationship between rating and the percentage of early-career teachers who
leave teaching in the state. At evaluation rating 1, 41% of teachers left teaching in the
state, while at evaluation rating 5, 7% of teachers left teaching in the state. The results of
the logit model show that controlling for teacher characteristics, on average, a 1 point
increase in a teacher evaluation rating is associated with a 33% decrease (p<0.0001) (i.e.,
one minus the coefficient on EVALRAT) in the odds of a teacher leaving teaching in the

state (Table 7, Model 1).

There is also an inverse relationship between observation scores and teacher
attrition; this relationship is greater in magnitude than that of overall evaluation rating
and attrition. Figure 6 graphically shows the relationship between the observation score
that has been scaled into 1-5 categories based on equivalent scores in the overall level of

effectiveness calculation and the percentage of early-career teachers who leave teaching
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in the state. At observation score 1, 53% of teachers left teaching in the state, while at
observation score 5, 7% of teachers left teaching in the state. The results of the logit
model show that controlling for teacher characteristics, on average, a 1 point increase in
the average observation score is associated with an approximately 70% decrease
(p<0.0001) (i.e., one minus the coefficient on AVGOBSSCORE) in the odds of a teacher

leaving teaching in the state (Table 8, Model 1).

Finally, there is also an inverse relationship between achievement scores and
growth scores and teacher attrition; this relationship is substantially weaker than that of
observation scores and teacher attrition. Specifically, controlling for growth score and
teacher characteristics, on average, a 1 point increase in the achievement score is
associated with a 8% decrease (p<0.05) (i.e., one minus the coefficient on
ACHIEVESCORE) in the odds of a teacher leaving teaching in the state (Table 9, Model
1). Controlling for achievement score and teacher characteristics, on average, a 1 point
increase in the growth score is associated with a 10% decrease (p<0.0001) (i.e., one
minus the coefficient on GROWTHSCORE) in the odds of a teacher leaving teaching in

the state (Table 9, Model 1).

Regression discontinuity results. While there is a relationship between
evaluation rating and early-career teacher attrition, the results presented above are not
evidence that this relationship between evaluation rating and attrition is causal. In
contrast to the descriptive findings above, the RD models show no effect of receiving a
higher evaluation score on the probability of an early-career teacher leaving teaching in

the state. Table 10 presents the results from the linear probability RD models that
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examine the impact of receiving a higher teacher evaluation rating on the attrition of
teachers. As discussed above, I only present results for models that have 20 or more
leavers (level 3 versus 4, level 4 versus 5, and pooled). Models 1 and 2 show the impact
at different cut scores and Model 3 shows the impact for the pooled model. Across all cut
scores and the pooled model, I found no significant effect of receiving a higher teacher

evaluation rating on early-career teacher attrition (Table 10).

While the effects are not significant, the 95% confidence intervals on treatment
can be used to understand the magnitude of effects that can be ruled out with 95%
confidence (Table 11). For Table 11, Model 1, the 95% confidence interval ranges from -
0.27 to 0.12. This range implies that I can rule out with 95% confidence that receiving a
level 3 versus level 2 evaluation rating increased the probability that a teacher left a state
by more than 27 percentage points or reduced it by more than 12 percentage points. The
95% confidence interval for Table 11, Model 2 ranges from -0.25 to 0.06 and for Table
11, Model 3 ranges from -0.10 to 0.08. For Models 1 and 2, these findings show that both
moderate to large positive effects and large negative effects of receiving a higher teacher
evaluation rating can be ruled out with 95% confidence. The 95% confidence interval for
Table 11, Model 3 shows that all either positive or negative moderate to large effects of

receiving a higher teacher evaluation rating can be ruled out with 95% confidence.

Evaluation Ratings and Early-Career Teacher Movement
Descriptive analysis. While evaluation rating is not significantly related to early-
career teacher movement to different schools within district, it is related to early-career

teacher movement to different districts. Figure 7 graphically shows the relationship
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between evaluation rating and the percentage of early-career teachers who move to a
different district. At evaluation rating 1, 5% of teachers moved to a different district,
while at evaluation rating 5, 3% of teachers moved to a different district. Results from the
logit model show that the odds of a teacher moving to a different district decreases as the
evaluation rating for a teacher increases. Specifically, controlling for teacher
characteristics, on average, a 1 point increase in a teacher evaluation rating is associated
with a 17% decrease (p<0.001) in the odds of a teacher moving to a different district

(Table 7, Model 2).

Similar to the results above for evaluation rating, while there is not a relationship
between observation score and movement to different schools within district, there is a
relationship between observation score and movement to different districts. This
relationship is larger than that of overall evaluation rating and movement. Figure 8
graphically shows the relationship between observation score scaled into 1-5 categories
based on equivalent scores in the overall level of effectiveness calculation and the
percentage of early-career teachers who move to a different district. At observation score
1, 6% of teachers moved to a different district, while at observation score 5, 3% of
teachers moved among districts. Controlling for teacher characteristics, on average, a 1
point increase in the average observation score is associated with an approximately 50%
decrease (p<0.0001) in the odds of a teacher moving to a different district (Table 8,

Model 2).

Finally, achievement score is negatively related to movement among schools;

growth score is negatively related to movement among districts and positively related to
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movement among schools. Specifically, controlling for achievement score and teacher
characteristics, on average, a 1 point increase in the growth score is associated with a 6%
decrease (p<0.10) (i.e., one minus the coefficient on GROWTHSCORE) in the odds of a
teacher moving to a different district (Table 9, Model 2). Controlling for growth score
and teacher characteristics, on average, a 1 point increase in the growth score is
associated with a 9% decrease (p<0.10) (i.e., one minus the coefficient on
ACHIEVEMENT) in the odds of a teacher moving to a different school within district
(Table 9, Model 3). Finally, controlling for achievement score and teacher characteristics,
on average, a 1 point increase in the growth score is associated with a 9% increase
(p<0.05) (i.e., the coefficient on ACHIEVEMENT minus one) in the odds of a teacher

moving to a different school within district (Table 9, Model 3).

Regression discontinuity results. In contrast to the descriptive findings above,
there is a significant positive effect of receiving a higher evaluation score on the
probability of an early-career teacher moving to a different district for the pooled model.
Table 12 presents the results from the pooled RD model that examines the impact of
receiving a higher teacher evaluation rating on the movement of teachers to different
districts. I only present results for the pooled model because it is the only model that has
20 or more movers. When the three cut scores are pooled together, teachers who receive a
higher teacher evaluation rating are 9 percentage points more likely (p<0.05), on average,
to move to a different district (Table 12). Figure 9 provides a scatterplot of the
relationship between total evaluation score and the probability of moving to a different

district for teachers in the pooled models. When comparing the results for the optimal
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bandwidth with those for twice and half the optimal bandwidth, the treatment effects are

not sensitive to the bandwidth used (Table 13).

As opposed to the outcome of moving to a different district, there is no significant
effect of receiving a higher teacher evaluation rating on early-career teacher movement
among schools within district (Table 14). I only present results for models that have 20 or
more movers (level 4 versus 5 and pooled). While the effects are not significant, the 95%
confidence intervals on treatment can be used to understand the magnitude of effects that
can be ruled out with 95% confidence (Table 15). For Table 15, Model 1, the 95%
confidence interval ranges from -0.02 to 0.19. This range implies that I can rule out with
95% confidence that receiving a level 3 versus level 2 evaluation rating increased the
probability that a teacher left a state by more than 19 percentage points or reduced it by
more than 2 percentage points. The 95% confidence interval for Table 15, Model 2

ranges from -0.04 to 0.11.

Evaluation Ratings and Differential Attrition and Movement of Early-Career and
Experienced Teachers

Before evaluating the differential impact of ratings on the attrition and movement
of early-career and experienced teachers, I examined the overall impact of ratings on
attrition and movement across all teachers. Across all teachers, there is a negative effect
of evaluation rating on movement among schools within district at two cut scores and a
positive effect of evaluation rating on movement among districts for the pooled model.
Those teachers who receive a level 3 versus level 2 evaluation rating are 13 percentage

points less likely (p<0.05), on average, to move to a different school within district
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(Table 18, Model 1); teachers who receive a level 4 versus level 3 evaluation rating are 7
percentage points less likely (p<0.10), on average, to move to a different school within
district (Table 18, Model 3). Teachers who receive a higher rating in the pooled model
are 3 percentage points more likely (p<0.05), on average, to move to a different district
(Table 17, Model 1). There is no effect of ratings on the probability of leaving teaching in

the state (Table 16).

There are differential effects of ratings on teacher attrition and movement for
early-career and experienced teachers in only one case: for teachers in the pooled model
who received a higher rating. This is seen by the fact that the coefficient on the
interaction of early career and treatment is significant in the pooled model. There is no
differential effect of evaluation ratings on early-career and experienced teacher attrition
(Table 16) or movement to a different school within district (Table 18). Specifically, in
the pooled model, early-career teachers who received a higher rating are 4 percentage
points more likely (p<0.05), on average, to move to a different district than experienced
teachers who received a higher rating (Table 17, Model 2). When comparing the results
for the optimal bandwidth with those for twice and half the optimal bandwidth, the

treatment effects are not sensitive to the bandwidth used (Table 19).

While the differential effects are not significant for the remaining cases, the 95%
confidence intervals on treatment can be used to understand the magnitude of effects that
can be ruled out with 95% confidence. Table 20 presents the 95% confidence intervals
for each model for LEFT and MOVEDSCHOOL, broken down by outcome. For the

outcome LEFT, the 95% confidence interval for Table 20, Model 1 ranges from -0.18 to
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0.11. This range implies that differential effects of receiving a level 3 versus level 2
evaluation rating for early-career and experienced teachers are unlikely to be less than -
0.18 or greater than 0.11. The 95% confidence interval for LEFT in Table 20, Model 2
ranges from -0.23 to 0.03, Table 20, Model 3 ranges from -0.02 to 0.10 and Table 20,
Model 4 ranges from -0.04 to 0.06. For the outcome MOVEDSCHOOL, while the exact
values differ across models, the 95% confidence intervals also show that negative and
positive treatment effects that are moderate to large can be ruled out with 95%

confidence.

Evaluation Ratings and Early-Career Teacher Turnover Varying with Sending
School Characteristics

The impact of teacher evaluation ratings on early-career teacher turnover does not
vary depending on the characteristics of the sending school. None of the interactions
between school characteristics and evaluation rating are significantly different from an
odds ratio of one (Table 21). I conducted post-hoc sensitivity analyses to test whether the
coefficients on the question predictors changed if [ analyzed them in separate models. I
found that the coefficients on the question predictors in the model that included all three
predictors with covariates were similar to the coefficients on the question predictors in

the models that included each question predictor separately with covariates.

Evaluation Ratings and Change in School Context
On average, teachers moved to schools that were similar to those they left.
Specifically, the average percentage of students eligible for free and reduced priced lunch

was 61% in both receiving and sending schools; the average percentage of non-white
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students was 29% in both receiving and sending schools. However, those teachers with
higher ratings moved to schools with slightly higher percentages of low-income and non-
white students. Specifically, on average for teachers who transferred, a 1 point increase in
evaluation rating is associated with moving to a new school that has 2% more students
eligible for free and reduced priced lunch than the teacher’s sending school (Table 22,
Model 1). Additionally, on average for teachers who transferred, a 1 point increase in
evaluation rating is associated with a moving to a new school that has 2% more non-
white students than the teacher’s sending school (Table 22, Model 2). Given the fact that
the evaluation ratings range from 1 to 5, these differences between the receiving and
sending schools are extremely small. An additional finding to note based on the teacher
covariates is that, controlling for evaluation rating, identifying as African American, on
average for teachers who transferred, is associated with moving to schools with 10%
more students eligible for free and reduced priced lunch and 10% more non-white

students.

Because teachers may switch schools based on the previous year’s school context
rather than the context of the current school year, I conducted sensitivity analyses that
calculated the outcome as the difference between the percentages in the receiving school
and in the sending school, where the percentages in the receiving school were based on
data from the Year 1, rather than Year 2. The findings were similar to those presented in
Table 22. Finally, because of the large number of models presented in this section, I have

summarized my key findings in Table 23.
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Discussion
The findings from this study show that for early-career teachers, across all

evaluation ratings, receiving a higher rating is associated with a lower probability of
leaving teaching in the state and a lower probability of moving among districts. These
findings expand upon the previous work of Chingos and West (2011) about value-added
scores and teacher turnover to look at teacher turnover in a multiple-measure system.
While all three components of the evaluation ratings are also related to leaving teaching
and two components (observation scores and growth scores) are related to moving among
districts, the findings show substantially larger associations with the observational score
than with the achievement and growth scores. Finally, whereas evaluation ratings and
observation scores are not related to movement among schools, achievement and growth

scores show contradictory relationships with movement among schools.

In contrast to the findings from the correlational analyses, the results from the
causal analyses find that early-career teachers who receive a higher rating are more likely
to move to a different distri