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This paper discusses activity graphs, the mathematical formalism underlying the Activ-
ity Coordination System, a process-centered system for collaborative work. The activity
graph model was developed for the purpose of describing, tracking, and guiding distributed,
communication-intensive activities. Its graph-based semantics encompasses the more famil-
iar Petri nets, but has several novel properties. For example, it is possible to impose multiple
hierarchies on the same graph, so that the hierarchy with which an activity is described does
not have to be the one with which it is viewed. The paper also discusses very briefly some
aspects of the system implementation.
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1 Introduction

This paper describes the formalism underlying the Activity Coordination System, a process-
centered system for collaborative work. It discusses how this formalism supports various com-
mon idioms, user’s and extender’s views of the system, and implementation considerations.

The overriding requirement for an activity coordination system is that it be integrated
into the everyday activities of the people whose activities are being coordinated. It scarcely
needs mentioning that this requires a linguistic component capable of describing a wide
range of activities. A further consequence of this requirement is that the system must, at a
fundamental level, be distributed. Because many organizations are national or international,
“distributed” means not only on local area networks (where communication is continuously
available), but also on networks where communication is more sporadic (e.g., by occasional
dialup). In particular, the system cannot rely on any centralized execution component.

A third consequence is that the system must be extensible. We assume that the normal
activities of its users involve contact with computers, but we cannot assume much more than
that—different user communities will use different machines and different software. If a single
activity coordination system is to be of widespread use, it must be possible to connect it to
a variety of existing software: without such a connection, the use of that software remains
unaffected and thus uncoordinated. It is also clearly not desirable for a system to duplicate
functionality of existing software. Rather, the system might control access to such software,
might supply some of its input, and might look at its output to assist users in subsequent
parts of an activity. It is for making such connections that extensibility is a prerequisite—a
closed system simply will not be able to supply the necessary degree of integration.

It an activity coordination system is to be successfully integrated into day-to-day ac-
tivities, it must be intuitive, i.e., easily understood by non-technical users. Thus, we are
proposing that an activity coordination system must have a linguistic component with which
one can express distributed communication and yet is easy to understand and use! We are
aware that this is a difficult goal, and it is only by restricting the linguistic component to
the very highest level that there is a chance of fulfilling it. While there are many factors
involved in making a system intuitive, we feel that a graphical approach is one of the most
important. We use the word “graphical” here in two ways: in the computer system sense, as
a bit-mapped user interface, and in the mathematical sense, as a structure with nodes and
arcs. The use of graphs to describe coordination is quite common: pert charts, organizational
charts, and communication networks are examples familiar to people who are not computer
experts. Extending the system with fundamentally new coordination paradigms may require
programming by experts, but it should be possible for non-experts to connect existing pieces
together to provide graphical high-level descriptions of an activity for its participants, who
could in turn understand “what is happening” in terms of these graphs, and moreover, could
interact with the system via such graphs.

In this work, the role of graphs goes beyond its general familiarity to play a fundamental
role in the semantics of the formalism. Our claim is that the semantics of activity graphs
are not ad hoc, but are a natural consequence of three constraints: that state is localized to
nodes, that communication occurs along arcs, and that the semantics is closed under certain
graph transformations that we discuss below.
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2 Fundamental Semantics

In a way that we later make completely precise, an activity graph! prescribes a distributed
computation, formalized as a sequence of changes to the states on its nodes. Such a com-
putation guides the users, records their actions, and presents information about the state
of the world. The “closedness” of the rules governing state changes under simple graph
operations, such as reducing a subgraph to a node or collapsing two arcs that connect the
same pair of nodes, has the practical consequence: a summary view of an activity looks like,
i.e., has the same semantics as, a detailed view. Thus, activity graphs allow one to trade
off the complexity of graph structure against the complexity of the state and activity at a
node in the graph structure. This is a prerequisite for scaling activity coordination to large
organizations.

Several important features distinguish activity graphs from message-based schemes like
CSP (communicating sequential processes) [Hoa84]. First, the state of each of the compu-
tations is visible in a controlled way—the visibility of state provides the basis for presenting
information to the users of the system. Second, limiting the interactions to those that
take place in a specified graph guarantees a simple, intuitive means of depicting patterns of
communication.

Activity graphs also differ in important ways from Petri nets [Pet], which have also
been used as the basis of coordination systems. In fact, the activity graph formalism was
motivated by deficiencies that Petri nets have for this purpose. The problem is the amount
of communication required by the firing rule. For example, consider the following fragment
of a Petri net, in which the round (state-bearing) nodes are scattered across the world:

QLAAL

It is clear that with concurrently arriving tokens and in the absence of a central interpreter,
the decision to fire a node requires several rounds of communication between it and its inputs.
The fundamental interaction in activity graphs requires much less communication.

More generally, many real-world activities require joint action involving more than two
participants, but communication in a distributed system is point-to-point, almost by defini-
tion of “distributed”. There are many types of multiparty joint action—the Petri net firing
rule, contention for a resource, bidding, voting, Byzantine generals, to name a few—and
some have interesting, non-trivial implementations. OQur approach is to design and build a
system in which such actions can be implemented and installed by technically sophisticated
“extenders” and exploited by technically unsophisticated “users”. Extenders program in an
ordinary procedural language such as C, and in fact can implement nodes that provide any
of the above joint actions, including Petri nets. Users “program” in a high-level graphical
language with node types tailor-made for their application.

Tn the original technical report [Kar90], the nomenclature was “transaction graphs”, but this term has
an entirely different meaning in database theory, and its continued use would invite confusion.
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2.1 Structure

To describe the structure of an activity graph, we start with the definition of a signature,
which is written a bit like a procedure header:

* (nl ‘P, - N pk)
— The n; are distinct symbols.

— The p; are protocols, drawn from a set P.

As we will see, such a signature describes a node, and each n; : p; is associated with one of its
k adjacent arcs. The symbol n; is the name of the arc relative to the node, and p; describes
behavior on the arc from that node’s point of view. We will assume a “transposition”
operation which takes a protocol and produces a protocol for the other end of the arc:

o 7P — P, where p'T =p, for all p € P.

Perhaps the simplest example of a protocol set is one that directs an arc: P = {0,1}, where 0
means an incoming directed arc and 1 means an outgoing directed arc. In this case, 07 = 1.
As we will see in section 2.2, the basic role of protocols is to specify aspects of the behavior
along the arc (as the name “protocol” suggests).

An activity graph is an ordinary undirected graph, except that it is allowed to have
“dangling arcs” (ones that do not attach to another node). Such a graph is labeled in the
following way:

e Each node is labeled with an activity description, consisting of several components,
one of which is its signature.

e Each non-dangling arc is labeled with two names, one
each from the signatures associated with the nodes at its @ i "2i @
ends. Pictorially, the name appears near the node whose
activity description has the signature in which it appears. Intuitively, the name
indicates how communication on the arc affects the activity described by d;.

e Each dangling arc is also labeled with two names, one from the signature of the activity
description on the node to which the arc is attached (this name appears near the node),
and another “graph-relative” name, appearing at the dangling end of the arc.

o At every node, each name in the signature of the activity description appears exactly
once as the “near” label of an incident arc.

e A graph-relative name appears on only one (dangling) arc.

o Let ny; and ny be the labels on a non-dangling arc, and let n; : p; appear in the
respective signatures. Then p; = pl (equivalently, pI' = py).

The last rule here is called the protocol conformance rule; it is analogous to the rule found
in many ordinary programming languages for type conformance between actual and formal
parameters of a function.
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2.2 Execution

The first step in defining an “execution” is to describe another component of an activity
description d (in addition to its signature):

o S, a set of states associated with d.

We shall use the convention that &, denotes Sy where d is the label of a node u. The set
of states for an activity graph is X, &, , where u ranges over all nodes. An execution of an
activity graph, defined only when it has no dangling arcs, consists of a sequence of states for
the graph, constrained by rules given below. (See section 2.3 for situations in which dangling
arcs are allowed.) The rules involve not only states, but elements of the following:

o V. a set of values that are seen along arcs.

There are two remaining components in an activity description, the first of which assigns
each element of the signature (intuitively, each arc of a node with this activity description)
two functions. The first, denoted o;, maps an element of S; to an element of V; this is the
value that the node shows to its neighbor on that arc.

L] O'dﬂ':Sd — V.

The second function, denoted 7;, formalizes what happens during an interaction. In essence,
a node can change the value it makes visible along one arc at a time, based on its own state
and 1its neighbors value on the arc. In conjunction with this operation, it can change its own
state. For reasons we discuss below, the state change is non-deterministic, i.e., 7, maps a
state and a value (that exposed by the neighbor) to a set of possible subsequent states.

o 7, Sy xV — 25¢ where for all s,v,s" € Ta:(s,v) and j # i 04(s) = 04,(5).

Intuitively, 74; looks at the node’s own state (in ;) and the value (in V') exposed by the
neighbor along the :*" arc, and comes up with a new state (an element of 25¢). The condition
says that the state change can affect only the value along the arc where the interaction occurs.

The final component of an activity description corresponds to an out-of-graph state
change, i.e., one not involving an interaction. Such state changes do not change exposed
values.

e 05:8; — 2°¢ where for all s € Sy, s’ € 04(s) and iz 04;(s) = 74.:(5")

Before we can proceed to the definition of execution, there is one last bit of groundwork,
concerning how protocols play a role. The idea is that a protocol is a validation predicate
on the sequence of values seen along an arc. Since values seen along the arc can appear at
either end, we formalize the sequence as pairs ((fi, v;));, where f; € {0,1}; fi intuitively says
which end the value v; is exposed on. By convention, f; = 0 means that v; is exposed by o,
and thus f; = 1 means that v; is seen by 7;. Using 5™ to denote the set of all sequences of
elements of a set S, we require that:

e An element of P is a predicate on ({0,1} x V)*.
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The spirit of activity graphs is that values are seen along arcs, not necessarily transmitted,
and in this spirit, an element of P is allowed to pass judgment only on the sequence of
changes to exposed values, and as a predicate must have a proper relationship with the
transposition operator on P. This can be technically stated as follows:

o Let ((fi,vi)); € ({0,1} x V)*, and suppose there are some i; and iy with f; # fi, for
11 <t < 19, 1.e., there is no change in the value seen at the f;; end of the arc. Then
repeating f;,,v;, after changes at the f;, end of the arc does not affect the value of the
protocol, or technically, every p € P must satisfy:

p(<<f27v2>>2) < p(<<fi7vi>>iA <<fi17vi1>>)

In practice, we define the action of a protocol as a predicate only for reduced sequences,
by which we mean sequences with the property that if 1 and 73 are successive indices
with the same f;, then v;, # v,,.

e Forall p € P and ((fi,v))i: p({({[fi,vi)):) <:>pT(<<1 — fi,vi))4)

The point of saying that an element of P is a predicate on a sequence of seen values is that
it can thus be used to specify the communication pattern that must be obeyed along the
arc, not merely the static properties of individual values.

We shall use the convention that 7, , denotes 74;, where d is the label of node u, and a
is the :'" arc incident upon u. Similarly for o, ,.

o Given a state of an activity graph, a subsequent state is one which differs at exactly
one node u, where the new state at u is an element of:

Ou(Su) U U Tu,a(suv O-u/a,a(su/a))

Here, s, and s,/, are states of nodes from the given graph state, and a ranges over
arcs incident upon u.

Finally, we can state the precise definition of execution: it is a sequence of states in which:
e Each state but the first is subsequent to the previous element in the sequence.
e On any arc, the values exposed along that arc satisfy the protocol on the arc.

Note that this definition implies that changes at nodes occur serializably—execution does
not allow the two nodes on an arc to change simultaneously, i.e., two new exposed values
cannot be based on two old exposed values. It also provides a natural termination condition:
execution stops when no node has a subsequent state.

We note here that an implementation of 7 does not actually produce a set of states;
rather, it eventually picks one state that is a member of the set produced by the theoretical
7. Thus, the definition of 7 serves as a specification for the implementation rather than a
prescription. Similarly, we do not propose literally implementing the predicate corresponding
to an element of P. This too serves as a specification.
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We close this section by emphasizing the distributedness of the computational model, i.e.,
its suitability to a truly distributed implementation. Rather than presuming an external
scheduler, two adjacent nodes racing to perform an interaction on their common arc can
decide between themselves who goes first. It may seem odd that when concurrency is the goal,
interactions around a node must occur one at a time, but this is only the way that one says
formally that interactions are serializable, not that the implementation is required to perform
them serially. Moreover, this approach to the formalism has the advantage of minimizing the
machinery built into the system, and maximizing the flexibility one has in making extensions,
i.e., implementing functions specified by o, 7, and o. This extends even to concepts that are
often built into the semantics of a distributed system, like fairness in scheduling.

2.3 Graphical Condensation

In this section, we will show that there is a natural way to define an activity description that
mimics the behavior of an activity graph. This technique of shifting complexity between
the graph structure and the activity descriptions has several important consequences. Most
obviously, it means that activity graphs can be specified hierarchically—one can place a node
in a graph that refers to an entire subgraph, much in the same manner that one writes a
subroutine and refers to it by name. The dangling arcs of the graph attach to the arcs that
previously were attached to the node. Less obviously, graphical condensation is related to
obtaining different views of an activity, in the following way. Given a subgraph of a graph,
that subgraph may be collapsed to a node as a way of summarization: a particular view of an
activity may involve a particular condensation of certain aspects of the graph structure. A
second view may condense a different subgraph, perhaps partially overlapping the first view.
Thus the same activity may be viewed as occurring on quite different, not even hierarchically
related, graphs. Both of these aspects make it possible to manage large activity descriptions;
the entire graph never has to be seen fully expanded.

To be precise, given an activity graph G, we will define the induced activity description dg
from the components of the activity descriptions on the nodes of (G and, of course, from the
connectivity of G. The dangling arcs of G will be in 1-1 correspondence with the elements
of the signature of d;. Suppose we form a graph GG' with no arcs and a single node labeled
with the activity description dg. The result we desire is that G and G are semantically
equivalent, by which we mean their executions are in 1-1 correspondence. The proof involves
showing that in each of two simple graph reductions—pinching two nodes together and
shrinking a loop (an arc with both ends touching the same node)—it is possible to produce
an activity description for the new node in terms of the activity description of the one or two
(respectively) old nodes of the original graph. It is these technical results, both the result
and its proof, that back up the claim that it is possible to shift complexity between graph
structure and activity descriptions. They will also motivate some of the technical details of
the semantics of activity graphs.
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2.3.1 Pinching Two Nodes

In this subsection we consider

the induced activity description

for the graphical operation of @ @ = e
“pinching” two nodes, i.e., re-

placing them with a single node

and attaching arcs that were in-

cident upon either node to the new node. On the left of this figure is an activity graph
consisting of two unconnected nodes; on the right is an activity graph consisting of a single
node, having arcs corresponding to the arcs on the left, i.e., labeled in the same way (with
graph-relative and node-relative names).

We first consider the signature for the new activity description do. Let (nj;; : pji,)i;, be
the signature for d;. We will assume that the sets of names are distinct, i.e., ny;, # nqi,, for
any ¢1 and z9; if not, they may be renamed. Since we are trying to arrange that both graphs
appear the same on the outside, they at least have to have the same signature, which forces
the signature of dy to be defined as: (n11 : pr1, ... N1k @ Prky, N2t & P21y« .-y Nak, © Pak, ). Next,
consider the set of states. If the two graphs behave the same, then in general we would have
to have to define Sy, to be &y, x S4,. Similarly, identical behavior requires:

def {wa'(sl) if 1 < ky

o 04, ((s1,52)) = Odyi—k, (S2) otherwise

def {le,i(sl,v) x {s3} if i < ky

o TdO,i(<81782>7v) - {81} X TdQ,i—k1 (827’0) OtheI’WiSG

o 04, ((s1,52)) = 04, (51) x {52} U {s1} X 04, (s2).

This effectively defines the desired activity description dgy, which we will call d; x d,.

Result 1 Suppose we have two nodes uy and wuy of an activity graph, with activity descrip-
tions d;, and that we obtain a new activity graph by pinching them into a single node wg
which we label with d; x dy. Then the two graphs are semantically equivalent.? Define two
activity descriptions to be equivalent, denoted =, if they have the same signature, if there
is a 1-1 correspondence between states, and if under this correspondence, 7,0 and o are all
equivalent. Then dy x dy 2 dy x dy and (dy X dy) X d3 = dy x (dy x d3).

O

In summary, we have shown that, given any activity graph G, we can construct a single node
graph semantically equivalent to G. The activity description for this node is given by:

X d,, where d, denotes the activity description that ¢ assigns to u
ueG

By the preceding result, the order in this product doesn’t matter.

2Space constraints prohibit the presentation of proofs; see the reference paper [Kar90].
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2.3.2 Shrinking Loops

While the techniques of the previous section con-

dense an arbitrary activity graph to one having

only a single node, the activity description for that — e
node is not what we want to call “the” activity de-

scription for the graph. Because pinching nodes

does not affect the set of arcs, there will be one loop on the single node for every non-dangling
arc in the original graph. In this section, we consider the graph transformation of removing
a loop. The reason for the terminology “shrinking” is that while from the standpoint of only
the graph structure, it looks as if the loop is simply being removed, from the point of view
of the activity descriptions, the semantics for the loop is being pulled inside the node, i.e.,
turned into an out-of-graph change of state.

Let d have signature (n; : p;);. For convenience, we will assume that the loop has node-
relative names ny and ng, so that the signature for d’ is (n; : p;)i>2. We naturally define Sy
to be &y, and carry over the definitions of o4, and 74, for ¢« > 2. The only non-trivial part
of the construction is that what were previously interactions along the loop must become
out-of-graph changes, as seen in:

o 04(s) def 04(8) UTg1(s,042(8)) UTaa(s,os1(s))

This completes the definition of d', which we denote by d —[1,2]; more generally we give the
pair of indices removed. We will also use the notation d — a when it is understood that the
indices arise from an arc a that is a loop at a node labeled by d.

Result 2 Suppose a node u of an activity graph is labeled by d and has a loop @, and that
we obtain a new activity graph by removing arc a at v and replacing the label with d — a.
Then the two graphs are semantically equivalent.

O

Not only does the order of shrinking arcs not matter, but the operation “commutes” with
pinching:

Result 3 Let iy, 19, 13 and ¢4 be distinct indices of the signature of an activity description
d. Then (d — [t1,22]) — [i3,14) = (d — [i3,14]) — [i1,22]. Let 21,25 be distinct indices of dq, and
let dy be an activity description. Then (dy — [i1,12]) X d2 = (dy X d3) — [¢1,%2]. (The notation
here assumes that signature indices of d; correspond to indices for the “d; part” of dy x ds.)
O

From the first of these results, we can use the notation d — {[z;,7%]}; to mean d — [iy,4]] —
[t9,25] — ..., because the order doesn’t matter. Similarly, if {a;}; is a set of arcs, we can use
the notation d — {a;}; without ambiguity.

With these results, it is possible to condense an arbitrary activity graph G to a graph
with a single node and only dangling arcs, and having essentially the same execution as G.
The activity description on the single node, which we call the activity description induced
by GG, is given by:

de & XG d, —{a € G | a is non-dangling }
ue



Activity Graphs

In many respects, the ability to obtain an activity description that corresponds to a graph
dictates the technical details of the definition of an activity description. For example, suppose
that we had defined an activity description to allow simultaneous change of exposed values.
Then there would be a class of activity descriptions which could not be realized as activity
graphs. Or suppose that we had not allowed out-of-graph changes to the state. Then activity
graphs would not be closed under the shrinking of loops.

3 Some Common Idioms

The activity graph formalism was deliberately designed to favor formal simplicity and com-
posability over the inclusion of many built-in “features”. The rationale is that if the basic
design is clean and powerful, the desired features can be programmed and encapsulated.
In the first section below, we show how the formalism supports information filtering, and
in subsequent sections, we consider common patterns of graph manipulation that can be
done using the fundamental operations described in section 2.3. The aim here is not to be
complete, but to demonstrate that a high-level system can indeed be built on this foundation.

3.1 Projected Execution

One often wants to view only part of the information that is necessary for the execution
of the activity graph as a whole. The goal of this section is to structure the selection of
information in such a way that a view makes sense on its own. The technical approach is to
require that the state changes seen in the view are actually an execution in an activity graph
that is related in some well-understood way to the activity graph being viewed. Thus, where
in the previous section we studied transformations with 1-1 correspondence in executions,
here we are interested in transformations which have the property that for every execution in
the original activity graph (the one being viewed), there is an execution in the transformed
activity graph (the view), but not necessarily vice-versa.

The techniques of the previous section changed the structure of nodes and arcs, but
maintained semantic equivalence. Here, they keep the nodes and arcs the same, and change
only the activity descriptions on nodes. Imagine two copies of the same graph structure (not
activity graphs, yet), one drawn in a plane directly above the other.
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Turn each of these graphs into an activity graph by assigning an activity description to
each node. Further, assign a state to each node, where the states on a plane make up the
state of an execution going on in that plane. The bottom plane we will view as the detailed
execution, and the top plane as a view on the detailed execution—a “filter” through which
we look at the “real” execution. This view is formalized as a projection mapping the bottom
to the top plane, where this projection behaves “properly” (one might say homomorphically)
with respect to the functions o, 7, and o.

The essence of the subject here is a map from one activity description to another. We will
denote such a map with II, and by abuse of notation, also use II for the map of constituent
parts of an activity description. A map Il must have the following constituents:

e A map that takes signatures to signatures: (n; : p;); — (n; : Ii(p:));
e A map that takes a state to a state: II: Sy — Snq)

e Maps for values seen along an arc: v — Il;(v)

o Maps (functionals) taking oq; — o), Ta,i — Tri(a),i» and og — o)

We are interested only in the subset of such maps, for which we use the term projections,
that have the properties given below. In stating these properties, we further abuse II by
applying it to subsets of Sy, by which we mean the subset of Spq) obtained by applying II
to elements of the given subset.

o Ior all s € Sy, i(04:(s)) = omay,i(1(s))
o Iorall s € Sg,v € Vi I(74:(s,v)) € mrgay,(1L(s), i(v))
o For all s € Sy: II(04(v)) C oriay(H(s))

The “C” in each of the last two conditions makes precise the ways in which II(d) may lose
information present in d.

Finally, we need to define what it means to project an execution of a graph. A naive
definition would be that a projected execution is obtained by applying II to each state in the
execution sequence. This is almost the appropriate definition, but overlooks the situation in
which consecutive states of the detailed execution project to the same state—a possibility we
certainly want to allow, so that projections can reduce the number of steps in an execution
as well as summarize state. With this convention, we can state the following result.

Result 4 Let (G be an activity graph, and II(G) a projection. Then II projects any execution

in (¢ into an execution in II(().
O

Whatever can be ascertained about executions in the view can be understood as a result
about the detailed execution. Even when using the view as an inspection device, the condi-
tion that it is a projection means that the viewer can understand what is and what might
happen next in a self-contained way—specifically, in terms of o, 7, and o in the projections.

10



Activity Graphs

3.2 Deleting Arcs and Nodes

Unlike the basic graph operations previously discussed, equivalence-preserving transforma-
tions that delete graph structure require semantic conditions. For arcs, a sufficient condition
is that activity descriptions on the nodes at each end of the arc behave independently of
the value seen along the arc. To be more precise, we say that d ignores arc 19 g:>ef7'd7¢0 is
independent of its second argument, i.e., there is a function 8, : S; — 25¢ such that:

o Tui(s,v)=04(s), for all s € S,.

Let the activity description d have signature (n; : p;); and assume d ignores ig; we define d’
with signature (n; : p;)izi, and functions:

e oy ; and 7y ; are the same as o4, and 74, respectively, for ¢ # 1.

o 0(s) Eoy(s) Uby(s)

Suppose that a graph has nodes u; and us joined by an arc ag, and that each of vy and wuy has
an activity description that ignores ag. The operations to delete the arc may be expressed
as follows:

e Pinch the nodes at each end of the arc, and shrink ay (now a loop), obtaining the
following functions for a new node ug:

— 00,4((81,82)) for a # ag carries over from o; ,(s;), where a was incident upon ;.
— Similarly for 79((s1, s2),v).

= o((s1,82)) = 01(s1) U02(52) U T140(51,02,00(52)) U T2,00(52, 71,00 (51))
= 01(81) U b1(51) U 02(82) U ba(52)

The first equality comes from shrinking ag; and the second, from the assumption that
u; ignores ag, for ¢ = 1 and 2.

e Unpinch ug to obtain u} and uj with activity descriptions d’,j = 1 and 2, where:
~ Oda and T4 a for a # ag are the same as 04,0 and 74, 4, respectively.
- OdQ(S) = 04,(s) Ub4,(s)
Thus v} has the above-described transformation of d;.

The results for pinching and shrinking guarantee that the graph with the deleted arc has
executions in 1-1 correspondence with the original graph.

Why would anyone write an activity graph with a deletable arc? One probably would
not, at least not directly. The real utility of this transformation is in its combination with
projection—even though an activity description does not ignore zg, a projection might. Thus
projection not only simplifies states and shortens execution sequences, it can also be viewed
as simplifying the pattern of coordination. This is a formal property that corresponds to
real-world experience: at a gross level, certain activities may be described as independent,
while if one takes a closer look, it becomes clear that dependencies do exist.

For deleting a node, the condition is that its activity description has the property:

11
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d is boring & its signature is empty and o4(s) = @ for all s.

A technique similar to the above shows that a boring node may be deleted from a graph
with no essential change in semantics. As with ignoring an arc, one is not going to write
boring activity descriptions on purpose; their utility arises in connection with projection and
other transformations. In the next section we give an example that combines projection and
deletion of both arcs and nodes.

3.3 Subgraph Extraction

The goal of this section is to “understand” a subgraph Gy of a given graph G' on its own
terms, where by “on its own terms” we mean that we wish to leave GGy itself untouched, and
to view interactions along boundary arcs of Gy as contributing to the non-determinism of
execution in Gy. More formally, our strategy is to define a projection on GG which is the
identity on nodes in Gy. The question then is, what happens to nodes outside Gy7 We
first consider the special case in which such a node has only one arc, the other end of which
touches a node in G, and has (n : p) as the signature for its activity description. In order
to make the projection independent of the graph outside GGy, what we need is the universal
activity description for protocol p with name n, denoted d, ,,. The definition is a bit technical,
but the idea is simple: d,,, always responds to a sequence of interactions in a legal way, but
is unpredictable up to the constraints imposed by p. The easy part is this:

e The signature for d,,, is (n : p).

e The other constituents depend only upon p, and will be denoted S,, o, 7,, and o,.
def
e 0,(s) = Qforall s €S,

The technicalities for the definitions of S,, 0, and 7, are in [Kar90], where it is shown that
there is a projection from d to d, ,,.

Generalizing the situation, suppose that a node v not in GG has activity description d with
signature (n; : p;);. By “i touches (G¢”, we mean that the other end of the arc whose u-relative
name is n; touches a node in GGy. The projection for u takes d to an activity description
that behaves on arc ¢ like the universal activity description for p; if ¢ touches GGg, and which
otherwise ignores arc :. Space prohibits presenting all the details; the purpose of pursuing
this is example is to offer evidence of the power of the pinching, shrinking and projection
operations. Starting with an informal notion of wanting to “understand” a subgraph of a
graph, the exercise of formalizing this in terms of the operations of sections 2.3 and 3.1 leads
inevitably to the necessity of constructing an activity description that behaves as the most
general participant in a protocol, which we called the universal activity description for a
protocol. If we want merely to look at a subgraph of a graph, it would be overkill to invoke
all this machinery. However, if we want to simulate or analyze a subgraph, or if we want to
test and debug an activity protocol with a non-empty signature, an implemented version of
d,, 1s exactly what we need. So the seemingly technical device that we used to formalize
extracting a subgraph from a graph turns out to have important connections to reality.

12
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3.4 Collapsing Parallel Arcs

Section 2.3 showed how to condense any sub-
graph of a graph to a single node uy without
loops. Consider a node uy outside the subgraph,

which in the original graph had arcs to distinct e
nodes in the subgraph. In the transformed graph

the nodes ug and uy will be connected by several

arcs. Arcs that are incident on the same pair of nodes are called parallel; the purpose of
this section is to describe how parallel arcs can be collapsed to a single arc, and the activity

descriptions on the nodes adjusted so that there is still a 1-1 correspondence in executions.
In the figure, the heavy arc on the right is obtained by collapsing the two arcs near each
other on the left. Let the activity description on the left be d with signature (n; : p;);. For
convenience, let ng be the name for the heavy arc. (Choose ng # n;, ¢ > 2.) The signature
for the new activity description d’ will be (ng : po, 13 : ps,...,nk : pr), where we have not yet
defined po. Before doing so, we note that d inherits the set of states from d, the definitions
of 04; and 74; for 2 > 2, and the definition of o4.

The idea is that a value seen along the collapsed arc consists of the pair of values seen
along the two uncollapsed arcs. There are two technical assumptions that we must make:
the first is that V x V. C V., i.e., if vy,v3 € V, then (vy,v5) € V. The second has to do
with a corresponding operation on protocols. Given py,p; € P, we assume that there is a
p1 X p2 € P with the following action as a predicate:

o (p1 x p2)({({fi,vi))i) & every v; can be written in the form (v;1,v:2), and p; ({{fi,vi;))i)
holds for 7 =1 and 2.

We note that (p; x py)? = p! x pl. i.e., they have the same action as predicates.
We leave to the reader the job of defining 4 o(s), Tar0($, (v1,v2)), and o4 (s) so that the
following result may be proved.

Result 5 Let u; and wy be nodes in a graph with activity descriptions d; and ds, and
suppose that ay and as are parallel arcs adjoining them; for convenience, assume that a; is
the :*" arc on each node. Obtain a new graph by collapsing a; and a; to a single arc ag,
and by replacing the activity description on u; by d’, as outlined above. Then there is a 1-1
correspondence between the execution of the two graphs.

O

Thus, parallel arcs can always be collapsed, assuming that V' x V' C V and that P is closed
under the product operations discussed above. Further, order doesn’t matter.

Result 6 Let 21,15, and 25 be distinct indices of the signature of activity description d, form
di,2),3 by collapsing #; and 5, and the resulting dangling arc with 73, and form dy 2 3y by
collapsing 75 and 23, and then collapsing ¢; with the resulting dangling arc. Then:

digys = dy 23

13
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3.5 Products of Isomorphic Graphs

A common pattern of activity is the assignment of essentially the same task to several persons,
for example, all members of a committee are to receive a report and submit a review by a
certain date. It is quite natural to describe what a committee member does from the point
of view of one member; from the point of view of the person who assigns the task to the
committee and who collects the reviews, it is natural to look at one graph that summarizes
the behavior of all the members of the committee.

As the title of this section suggests, we will formalize the notion of “essentially the same
task” to mean that the activity descriptions are based on isomorphic graphs. We do not
require that the activity descriptions on corresponding nodes be in any way related, but we
will assume that arcs which are paired by the isomorphism have the same names—this is
not a real restriction, since renaming is always possible. The details:

o Let (G and G5 be isomorphic activity graphs. This product, denoted Gy x G, is
constructed as follows:

— Pinch each pair of nodes that is paired by the isomorphism.

— For each pair of dangling arcs paired by the isomorphism, transform the activity
description on the node as described in section 3.4.

— For each pair of non-dangling arcs paired by the isomorphism, collapse the arcs
as described later in the same section.

— Let the signature of Gi; be (n; : p;j);; the signature of GGy x (G5 is evidently given
by (nj 1 prj X p2j);-

The following result says that we can write G; x (G5 X G5 without ambiguity, and similarly
Xier Gy, where [ is an index set. Further, there is an identity element, so the latter makes
sense even if [ = ().

Result 7 Let Gy, Gy, G5 all have isomorphic graph structure. Define 14 to have the same
graph structure, where the protocol on a vertex is the boring protocol with the appropriate
signature. Then Gl X G2 = G2 X Gl, Gl X (G2 X Gg) = (Gl X GQ) X Gg, and Gz X 1G = Gz
O

Product and projection work in the way one expects:

Result 8 Let (1, G5 be activity graphs such that GGy x G5 is defined. Let:
o TLi(nj:pyy X paj)i % (2 pi)is aldy x dy) % dis Ta((s1, 52)) w5 Ti({v1, v2)) © 0y

Then IL;(Gh x Gy) = Gy, for 1 = 1 and 2.

O

Finally, there is a natural connection between graphical collapse and products of protocols
and graphs.

Result 9 Let GGy, G5 be as above, and for any &, let dg be the interaction protocol obtained
by collapsing G to a single vertex. Then dg, xq, = dg, X dg,.
O
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4 The Activity Coordination System

We have built a prototype system based on the activity graph formalism described in the
preceding sections. The system provides a set of primitive activity descriptions, each of which
supplies, via parameterization, a family of activity descriptions with related semantics. In
discussing the formalism, activity descriptions were represented by labels inside round nodes;
in the implementation, a user sees a distinctive node shape representing a primitive activity
description and node contents indicating the parameter; similarly, the name on the end of
an arc in the formalism is, in what the user sees, implicit in where the arc is connected to
the node.

The system currently provides only two essentially different kinds of protocols. One kind
describes arcs that may be viewed as carrying a value from one node to another. These
protocols come in the complementary pairs send(?) and receive(t), where ¢ is the type of
values (not to be confused with node type) that move on the arc. The intuitive image is that
the node at the send(?) end of the arc places a value on the arc, thereby enabling it. Once
an arc is enabled, the node “sending” the value cannot retract it and cannot place another
value on the arc until receipt of the value is acknowledged by the node at the receive(t)
end. After seeing the acknowledgment, the sending node disables its arc and, upon seeing
this, the receiving node indicates that it is ready, and the cycle can begin again.

The other kind of protocol, called contend, is self-complementary. Arcs with this protocol
are drawn undirected. They denote a contention between two nodes and are used in cases
where communication may be initiated at either end. The communication patterns along
these arcs are more complicated than on send/receive arcs.

The system now has eight primitive node types. One of these is a procedure-based. A node
of this type takes a wave of values from receive arcs, computes values, and posts these values
on send arcs. Other node types permit user interactions, serve as alarm clocks, or aid in flow
of values and contention. The user may define (non-primitive) activity descriptions with a
graphical editor. These may be parameterized (e.g., with user names or times) and, just as
in section 2.1, may have dangling arcs. The condensation node type names a graphically
defined activity description and supplies it with parameters, thus providing a parameterized,
hierarchical means of constructing activity descriptions.

The system has a distributed implementation and uses either email or socket connections
on a LAN or on the Internet for communication.
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