DIGITAL ACCESS o0 HARVARD
SCHOLARSHIP sr HARVARD LIBRARY

DASH.HARVARD.EDU

A Revisitation of Kernel
Synchronization Schemes

Citation
Small, Christopher and Stephen Manley. 1997. A Revisitation of Kernel Synchronization
Schemes. Harvard Computer Science Group Technical Report TR-06-97.

Link
http://nrs.harvard.edu/urn-3:HUL.InstRepos:23996082

Terms of use

This article was downloaded from Harvard University’s DASH repository, and is made

available under the terms and conditions applicable to Other Posted Material (LAA), as set

forth at
https://harvardwiki.atlassian.net/wiki/external/NGY5NDE4ZjgzNTc5NDQzMGIzZWZhMGFIOWI2M2EwYTg

Accessibility
https://accessibility.huit.harvard.edu/digital-accessibility-policy

Share Your Story
The Harvard community has made this article openly available.
Please share how this access benefits you.l Submit a story |



https://dash.harvard.edu/submit-story?publicationId=73120379-0c75-6bd4-e053-0100007fdf3b

A version of this paper was published in the 1997 USENIX Annual Technical Conference Proceedings.

A Revigitation of Kernel Synchronization Schemes

Christopher Small and Stephen Manley
Harvard University
{chris,manley}@eecs.harvard.edu

Abstract device. This is traditionally accomplished by communi-
. N ] cating with an off-chip interrupt controller and masking
In an operating system kernel, critical sections of codinterrupts. Historically, the routines that perform this

accomplished by masking the set of interrupts whoSinterrupt to disable. A special routirsglhigh is used to
handlers interfere with the correct operation of the criti-gisaple all interrupts.

cal section. Because it can be expensive to communica  \ost, if not all, conventional hardware platforms

with an off-chip interrupt controller, more complex opti- 5j0w device interrupts to be prioritized and assigned

mistic techniques for masking interrupts have been prcjeyels; a pending interrupt from a lower-level device can

posed. not interrupt the processing of an interrupt from a
In this paper we present measurements of thphigher-level device. This method protects critical

behavior of the NetBSD 1.2 kernel, and use thesections (by disabling interrupts from all devices) and

measurements to explore the space of kernegeyvice drivers (by disabling interrupts from the same

synchronization schemes. We show that (a) most criticede\,ice)_ Interrupts can then be prioritized by their

sections are very short, (b) very few are ever interrupte(frequency and the time required to handle them.

(c) using the traditional synchronization technique, the At Harvard we are in the process of developing a

synchronization cost is often higher than the time sperpey operating system, the VINO kernel [Selt96]. In

in the body of the critical section, and (d) under heavyorger to explore the space of kernel synchronization

load NetBSD 1.2 can spend 9% to 12% of its time irmethods, we constructed analytic models of four basic

synchronization primitives. interrupt handling schemes. We then used the NetBSD
The simplest scheme we examined, disabling al1 2 kernel to analyze the performance of each scheme,

interrupts while in a critical section or interrupt handler, by measuring:

can lead to loss of data under heavy load. A mor. how often NetBSD enters critical sections,

complex optimistic scheme functions correctly undet, pow long critical sections last,

the heavy workloads we tested and has very lov. pow often they are interrupted,

overhead (at most 0.3%). Based on our measuremen. the frequency of different types of interrupts, and

we present a new model that offers the simplicity of the, the frequency with which these interrupts are
traditional scheme with the performance of the Jgjivered.

optimistic schemes. We found that critical sections are generally very

Given the relative CPU, memory, and deviceghort (usually less than four microseconds), that little
performance of today’s hardware, the newer techniqueétotal time is spent in critical sections, and that the
we examined have a much lower synchronization cosgynchronization overhead of three of the four basic
than the traditional technique. Under heavy load, such éschemes we examined is nominal. We also found that

that incurred by a web server, a system using thesthe overhead of the traditional scheme can be as large as
newer techniques will have noticeably betterqo04 of CPU time.

performance. On many system architectures interrupt processing

is handled by an off-chip programmable interrupt
controller. On a Pentium PC the time required to access

Although the BSD kernel is traditionally single- the Off-chip interrupt controller is quite high,
threaded, it needs to perform synchronization in the fac@PProximately three hundred cycles (B5on a
of asynchronous interrupts from devices. In addition 120MHz Pentium). o

while processing an interrupt from a device, the kerne !N addition to the off-chip interrupt controller, some

needs to block delivery of new interrupts from that©PUS include an on-chip instruction to mask all
interrupts. On the Pentium this operation can be

s performed in five to ten cycles, two orders of magnitude

1 Introduction

This research was supported by Sun Microsystem
Laboratories.



more quickly than communicating with the interrupt our results and propose our new scheme, and conclude
controller. in Section 8.

If a critical section is short, the cost of going off-
chip to disable and re-enable interrupts can be mucB Related Work

greater than the time spent in the body of the critica,ll_h it ¢ handl ¢ i ‘ ft
section. For example, if the critical section adds an € intérrupt handlers of real-ime Systems ofen run

element to a linked list, it may only run for twenty or with interrupts_ disabled [Stan8g], as if‘ the v I_<erne|
thirty cycles; if the kernel needs to go off-chip to [Berg86]. In this paper we explore similar techniques,

synchronize, the time spent in the synchronization cogySing atomicity for synchronization, although we make

is an order of magnitude more than the time spent in thig® assumptions about real-time behavior of the system

body of the critical section. If we use the on-chipas aSWhOIﬁ' ation d i ire lockina: oth
instructions to disable and re-enable interrupts, the ynchronization does not requiré focking, other

synchronization cost is lowered to the point where it i elchE_lques hz;ve _bef_n prgpolzgd.MFor gelxaénple, gr;on-
less than that of the critical section code. ocking synchronization [Herl90, Mass91, Green96],

Optimistic ~ synchronization  techniques areIock-f_ree data structures [Wing92], and restar';able
particularly well-suited to short-duration critical afomic sequences [Bers32] are novel techniques

sections that are infrequently interrupted. On entry to groposed for synchronization. Some of these schemes

critical section, instead of disabling interrupts, a globalreqUIre special hardware support, such ampare-

flag is set. If an interrupt is delivered while the flag isand-swapmstructlon, which is not available on all

. . . rocessors (e.g., the MIPS R3000 and the Intel i386
set, interrupts are only then disabled, and the interrupt i%hese techn(i L?es are designed to work in environmen)ts
postponed until the flag is cleared. If no interrupt is e q . 9 . . .

where it is expensive (or impossible) to disable

delivered while the flag is set, the cost of. ¢ ; q K best | X A h
synchronization is just the cost of setting and clearing%n errupts,  and  wor est in environments wnere
the flag. ontentlor_1 is _mlnlmal. The cost and complexity of these

In this paper we model four schemes, based on tw8ChemeS IS h|gher than the on-chip sche_mes We Propose,
variables: where to mask interrupts (on-chip or off-chip)ggg]Sz;ignizlﬁiﬁesczzvsvzr;hat under typical loads, such
and how to mask them essimistically or . '
optimistically) (P y Similarly, Stodolsky et al. [Stod93] proposed

' Fgecreasing the cost of synchronization by taking an

We note that the techniques that use on-chi Gimisti h. When the k | mak ‘'t
interrupt masking for synchronization may not be usabl@Ptmisticapproach. en the kemne! makes a request to

on multiprocessor systems. In symmetric muItiprocesso'Palse the global priority level, instead of communicating

systems, any processor may enter a critical sectioH‘."th the interrupt controller, the kernel saves the desired

Hence, any processor must be able to disable interrupP§i0rity level in a variz_ible. The critical s_ect_ion s the_n
delivered to all processors. On this type of hardware the!": and on completion, the former priority level is

synchronization scheme must communicate either witheStored- If no interrupts occurred during the critical

the other processors (directly or through memory), c)Isection, the kernel was able to save the (high) cost of

with an off-processor interrupt controller; in either Casefommunlcatlng with the interrupt controller, paying

it needs to go off-chip. An asymmetric muItiprocessormS'Fead t_he_ (lower) cost of saving and restoring the
(where only one processor runs operating system kernlaqg'cal priority level.

code, and hence only one processor receives interrupts _ll\t/los]E);ergEr_et al. [QAOS%%] propOﬁe a m&redgenhgril
and enters critical sections) would be able to tak amifty of techniques, based on a simiar metnod, whic

advantage of the on-chip techniques we propose. tr;ey termlr(()jl_lftrorwa:d. Thetlr \_/vorll< mclu?ets a d Iscussion
In the remainder of the paper we examine our fouf! SEVEra' dilterentways to impiement atomic sequences

schemes in detail and compare their costs. We use oP'"Y roliforward .

results to derive a fifth scheme which synthesizes the i If Ian m?errup'ihls d_eltlvereq[ V\r']h'lzlthe kernel is mtk:i
benefits of the others. critical section, the interrupt handler compares the

In Section 2, we discuss related work on logical priority level with the interrupt priority level. If

synchronization. In Section 3, we propose our fou_he :;tetrrlupt_f 'Its' rlugher P”?{m%’h It 'f handled
schemes for handling interrupts. In Section 4 we discusgimediately, 1T 1t 1s ‘ower priority, the system queues
e interrupt and falls back to the pessimistic scheme,

our experimental setup, and then in Section 5 measuf tting. th tual oriority level t tch the logical
the overhead of the four schemes. Section 6 examine§ g _the actual priorty ‘evel 10 matc € logica

the behavioral correctness of the on-chip schemes vel. The cost of setting the global flag is quite low

propose, measuring the frequency of, and amount Qq(;mparted t(t) :lhe COSftthOf kcomrln_umcatllng_ tW'th :hg
time spent in, interrupt handlers. In Section 7 we discugterrupt controfler, so it the kernel 1S rarely interrupte



while in a critical section the performance of theof off-chip and on-chip interrupt management. This
optimistic technique is superior to that of the standarives us four strategies to explore, as seen in Table 1.
pessimistic technique. In the case of a null RPC In the following sections we describe each scheme
microbenchmark, they saw a 14% performancein detail, sketch its synchronization functions, and
improvement. discuss its costs and benefits.

Our work begins with the ideas developed by
Stodolsky and adds a second dimension of compariso3.1 ~ Spl-Pessim

the performance difference seen when maskinThe spl-pessimscheme is named after the kernel “set

interrupts on-chip and off-chip. priority level” function(spl), which was named after the
Mogul and Ramakrishnan [Mogul96] have exploredppp-11 instruction of the same name. When a critical

a related issue. Interrupt processing can be split acrosection is entered, a subset of interrupts are disabled by

multiple priority levels, a high-priority level that communicating with the off-chip programmable inter-
responds to the device interrupt and a low-priority leverypt controller (PIC).

that processes the interrupt. When this is the case, it
possible for a flood of high priority device interrupts to crit_sec_enter()

cause the starvation of the low-priority processing. saved_mask = cur_mask
Mogul and Ramakrishnan refer to this stateeagiver PIC_mask(all)

livelock When the system reaches this state, thei )

strategy is to disable interrupts and poll for new request ~ Crit_sec_leave()

as the old ones are handled. PIC_mask(saved_mask)
Their techniques are most appropriate in the face ¢

unsolicited I_/Ofrom network and serial de_vices. Tht_a saved_mask = cur_mask

kernel has little or no control over how quickly data is PIC_mask(intr <= intr_level)

sent to this type of device. Unlike a network device, & handle interrupt

disk device only generates interrupts in response to PIC_mask(saved_mask)

request from the kernel. If the kernel is receiving disk

interrupts more quickly than it can process them, th¢  The benefit of this scheme is fine-grained control of

kernel can reduce the load by queueing fewer disiwhich interrupts are disabled. The cost is high per-

requests. A natural feedback loop is present; if thecritical section overhead.

kernel is bogged down handling old work, little new

work will be started. 3.2  Spl-Optim

Mogul and Ramakrishnan’s strategy is related tcwhen a critical section is entered a variable is set to the
ours. They find that, at times, it is more efficient tojogical priority level; the variable is restored on exit
ignore new interrupts in order to process the ones thirom the critical section. When an interrupt is delivered,
have already arrived. However, they proposethe logical priority level is checked; if the interrupt has
dynamically switching between two schemes based opeen masked, the interrupt is queued. The hardware

the current system load; we propose choosing a singinterrupt mask is then set to the logical mask value.
scheme for handling all interrupts. Their work is

compatible with ours; none of the synchronization crit_sec_enter()

interrupt_handler(int intr_level)

schemes we analyze preclude use of their techniques. in_crit_sec = true
3 Synchronization Strategies crit_sec_leave()
if (any queued interrupts)
The first axis of our strategy space is a comparison ¢ handle queued interrupts
optimisticand pessimisticschemes, as studied by Stod- in_crit_sec = false

olsky et al. The second axis of our space is a comparisc
interrupt_handler(int intr_level)
if (in_crit_sec || intr_level < cur_level)
Pessimistic Optimistic queue interrupt

_ - . else
Off-chip spl-pessim spl-optim saved_mask = cur_mask
On-chip cli-pessim cli-optim PIC_mask(intr <= intr_level)

Table 1. Synchronization Strategies Explored. On the P;?gdle 'nf"umd K
x86, NetBSD 1.2 usespl-optim the Linux 1.3.0 kernel use h almas (Sa\ée. ?mas t)
cli-pessim and BSD/OS 2.1 usepl-pessim. andie queued interrupts




The benefit of this scheme is low per-critical section ~ This scheme is very similar to thspl-optim
overhead, and fine-grained control over which interruptscheme, but, as with thei-pessim scheménstead of
are disabled. communicating with the PIC, interrupts are disabled and

The cost of this scheme is communication with theenabled through the use of on-chip instructions.
off-chip interrupt controller if an interrupt is delivered The benefit of this scheme is low per-critical section
when the kernel is in a critical section, and a higher codeverhead. Its cost is increased risk of lost interrupts if
complexity than the pessimistic schemes. multiple interrupts are delivered during critical sections,

and possible delay of high-priority interrupts while
processing a lower priority interrupt or critical section.
3.3 Cli-Pessim It also has a slightly higher code complexity thande
The cli-pessimscheme is named after the x86 instruc-pessimscheme.
tion that clears the interrupt flagli. When a critical )
section is entered, all interrupts are disabled. Thi$-2  Comparison of Schemes
scheme is structurally similar to tepl-pessinscheme, While a scheme’s performance is important, we
but instead of communicating with the PIC, on-chipmust also verify its correctness. Devices are designed to
instructions are used to disable and enable interrupts. queue a small number of pending interrupts for a short
period of time; if interrupts are disabled for a long
crit_sec_enter() period of time, it is possible that multiple interrupts will
disable_all_interrupts() be merged together or lost, and data buffers can
overflow with an accompanying loss of data. In some
cases the loss of an interrupt is a performance issue, not
a correctness issue (e.g., TCP/IP packets are
retransmitted if dropped). However, we need to be sure

crit_sec_leave()
enable_all_interrupts()

interrupt_handler(int intr_level)

crit_sec_enter() that the system as a whole behaves correctly in the face
handle interrupt of heavy load. .
crit_sec_leave() Fortunately, it is not necessary to test all four

schemes for correctness. Tdépessimscheme is the
The benefit of this scheme is a low per-criticalleast responsive to external interrupts; if it behaves
section overhead. The cost is increased risk of droppezbrrectly in the face of heavy load, the other systems can
interrupts (if multiple interrupts are delivered during do no worse.
critical sections) and possible delay of high-priority Note that use of &li scheme does not preclude
interrupts while processing a lower priority interrupt orassigning priorities to interrupts. Although all interrupts

while the kernel is in a critical section. are disabled while the system is in a critical section,
) ) pending interrupts can still be assigned priority levels,
3.4 Cli-Optim and higher-priority interrupts will take precedence over

When a critical section is entered, a global flag is set; #ower-priority interrupts when interrupts are once again
is cleared on exit from the critical section. When anenabled. (In our implementation of tblepessimkernel
interrupt is delivered, interrupts are disabled while theve assign the same priorities to interrupts as are used by

interrupt is processed. standard NetBSD1.2, thepl-optimkernel to which we
compare it.)
crit_sec_enter() The costs and benefits of the four strategies depend
in_crit_sec = true on a number of components. First, the cost of going off-
chip to set the priority level needs to be measured, as
crit_sec_leave(int level) does the cost of disabling interrupts on-chip. Second,

if (any queued interrupts)
handle queued interrupts
in_crit_sec = false

the frequency with which interrupts are received, and
the frequency with which an interrupt arrives while the
kernel is in a critical section, must be measured. We

interrupt_handler(int intr_level) must also determine the time spent in critical sections in

if (in_crit_sec) order to learn whether di-pessimkernel will ignore
- _queue interrupt interrupts for too long a period of time, with too high a
else risk of losing interrupts.
disable_all_interrupts() The overhead of synchronization for each strategy
handle interrupt can be described by a simple analytic model. The model

enable_all_interrupts() must take into account:



Scheme Synchronization Overhead
spl-pessim (number of critical sections entered)  (off-chip cost)

(number of critical sections entered) ¢ (flag-setting cost) +
(number of critical sections interrupted) « (off-chip cost)

cli-pessim (number of critical sections entered) ¢ (on-chip cost)

(number of critical sections enteredflag-setting cost) +
(number of critical sections interrupted) * (on-chip cost)

spl-optim

cli-optim

Table 2: Synchronization Scheme Overheads. The model describing the overhead associated
with the four schemes discussed. The costs are functions of five variables: critical sections
entered, critical sections interrupted, off-chip cost, on-chip cost, and flag-setting cost.

» number of critical sections enteredumber of times critical sections, the number of critical sections, and the
a critical section was entered, per second. This factdime required to handle each type of interrupt.
is important when computing the overhead for any of
the schemes. 4.2 Hardware

 number of interrupted critical sectionsumber of  \We ran our tests on an x86 PC with a 1220MHz Pentium
times a critical section was interrupted, per secondprocessor and PCI bus. The memory system consisted of
This is only a factor for theptimisticschemes. the on-chip cache (8KB i + 8KB d), a 512KB pipeline

« off-chip costthe time required to communicate with puyrst off-chip cache and 64MB of 60ns EDO RAM.
the interrupt controller, first raising the priority level, There was one IDE hard drive attached, a 1080 MB,
then lowering it. This is only relevant for trel 5400 RPM Western Digital WDC31000, with a 64KB
schemes. buffer and an average seek time of 10ms. The system

« on-chip costthe time required to disable interrupts included a BusLogic BT946C PCI SCSI controller;
and re-enable them. This cost only applies tocthe attached to it was a 1033 MB, 5400 RPM Fujitsu
schemes. M2694ES disk, with a 10ms average seek time and a

« flag setting costthe time required to set the variable transfer rate of 5MB/second, and a Sony 4x SCSI CD-
holding the mask. This cost is only a factor whenROM drive (model CDU-76S). The Ethernet adapter
using aroptimisticscheme. was a 10Mbps Western Digital Elite 16 with 16KB of

The equations that describe the overhead for eachopons RAM. The serial ports were buffered (16550
scheme are found in Table 2. In the following section weJART).

discuss our experimental setup, and then in Section 5 we Pentium processors include an on-chip Cyc|e
measure the component costs and derive a total cost fegunter, which enable very precise timing

each scheme. measurements. We read the counter at the start and at
. the end of each experiment; the difference was
4 Experimental Setup multiplied by the processor cycle time (8 1/3

In this section we discuss the kemels that we conl'2N0S€CONds) to obtain the elapsed time. The cost of

structed and measured, and the hardware platform use&?ad_'ng the cyc_le_counter is roughly 10 cycles; where
significant, the timing cost has been subtracted from our

4.1 Kernels measurements. We include code to read the cycle

The x86 version of NetBSD 1.2, a derivative of counter in the Appendix.

4.4BSDLite, uses thespl-optim gtrategy for priority 5 Synchronization Over head

level management. We started with an off-the-shelf copy

of NetBSD 1.2 for ourspl-optim measurements. With As shown in Table 2, the synchronization overhead of

this kernel we were able to measure the frequency witkach scheme is a function of five variables: the off-chip

which critical sections are interrupted. priority setting cost, the on-chip priority setting cost, the
Starting with NetBSD 1.2 as a base, we developed #lag-setting cost, the number of times a critical section is

cli-pessimkernel. This kernel disables all interrupts anyentered, and the number of times an interrupt arrives

time a critical section or interrupt handler is entered, anavhile the system is in a critical section. In this section

enables all interrupts when the critical section orwe measure each component to derive the synchroniza-

interrupt handler finishes. Tiéi-pessimkernel allowed tion overhead for the four schemes.

us to accurately measure the length of time spent in



51 Critical Sections Per Second

We ran four tests to estimate the number of critical
sections entered per second under heavy load. Thest
tests supply the value used for thember of critical
sections enteredariable in the equations above. They
measure the system under a mixed programming load:
heavy web traffic, and high-speed serial traffic.

The first two tests are the result of running the
Modified Andrew Benchmark [Ouster90] on a local file
system (Andrew local) and an NFS-mounted file system
(Andrew NFS). The Modified Andrew Benchmark . . z . .
consists of creating, copying, and compiling a hierarchy 1 3 5 7 9 11 13 =215

Duration (S)
of files, and was designed to measure the scalability of
the Andrew filesystem [How88]. Figure 1: Critical Section Duration Distribution.

Dlstrlbutlon of critical section durations for Andrev

Number of Critical Sefﬁlons
(in thousands)

PPN

NFS; the other distributions had the same shape.
Mean M M
Critical | can : N
Sections Critical Critical We plotted the frequency of duration of critical
oer sec Sections Section sections for each test, and found that the distribution
(std dev) per sec | Duration roughly follows the shape of an exponential distribution
36048 (see Figure 1 as an example; the other distributions had
Alnd;IeW (60%) 72521 3.1s the same shape). The standard deviation of an
oc 0 exponential distribution is equal to the mean of the
Andrew 25867 72940 4.6is distribution, which in all measured cases is less than
%) ' i
NFS (68% 5us. If we use the mean as an estimate of the standard
34468 deviation, we find that most critical sections take less
WebStone (31%) 82653 3.3us than 1@us; in the case of the Serial 115.2, we expect
] 47762 most to be less than L&
Serial 115.2 (0.05%) 47807 0.6is

Table 3: Critical Sections Per Second. The mean and 5.2 Interrupted Critical Sections

maximum number of critical sections entered, per second, In order to compute the overhead of the optimistic
measured with theli-pessimkernel. We also measured the techniques we need to determine the percentage of
mean critical section duration, which is seen to be very shorgritical sections that are interrupted. We reran the tests
especially relative to the cost of off-chip synchronization. ~ from Table 4 with the standard NetBSD 1.2 kernel
(which uses thespl-optim scheme) and measured the
The third test was running the WebStone 2.0number of critical sections interrupted per second.
benchmark from Silicon Graphics [SGI96]. WebStoneThese results are shown in Table 4, on page 7.
was designed to test the performance of web servers For comparison with the results of Table 4, we
under varying load. We installed the Apache 1.1.1 servenclude the Mean Critical Sections Per Second
on our test machine, and ran the WebStone clientgeasured using this kernel; these results are very similar
(which generate http requests of the server) from #o the values seen in Table 4. As we expected (based on
SparcStation 20. The maximum number of criticalthe short duration of critical sections), we saw that a
sections per second occurred with 50 client processeggery small number of critical sections are interrupted.
we report the results from this test.
The fourth test measured the kernel's behavioP.3 ~ Synchronization Primitive Cost
while receiving a 64KB file via tip(1) at 115,200 bps. The synchronization overhead parameters were
This test measures the behavior of the kernel when it imeasured by performing each operation pair (set and
presented with a high rate of short-duration interrupts. unset) in a tight loop 100,000 times and computing the
We instrumented the kernel to measure the duratiomean and standard deviation. In all cases the standard
of each critical section, using the Pentium cycle counteieviation was less than 1% of the mean. The results of
A user-level process polled the kernel once per secontiese measurements are given in Table 5.
to retrieve the number of critical sections and the time  Because these tests were run in a tight loop, a
spent in critical sections since the last poll. We use thes@inimal number of cache misses and other side-effects
results to derive the numbers in Table 4. are seen in these results, hence the synchronization




. Interrupted Synchronization
M e;&ﬁgg ;cal Crit_i cal Overhead
per second Sectlonsd Scheme Andrew Andrew Web  Seria
(std dev) pgslegf;; local  NFS  Stone 1152
1504 (690 15: = spi-pessim | 9.0%  65%  8.6% 11.9%
Andrew local (69%) (0.05%) sploptim | 02%  01%  03% 0.3%
Andrew NFS | 25172 (67%) 50 (0.2%) Clipessim | 0.7%  05%  06%  0.9%
WebStone 33890 (33%) 300 (0.9%) cli-optim 02%  01% 02% 0.2%
Serial 115.2 45269 (8%) 140 (0.3%) Table 6: Synchronization Scheme Overhead. Percentage of

time spent synchronizing critical sections using the described
techniques. Computed using equations in Table 2 and
measurements from Table 4, Table 4, and Table 5.

Table 4: Interrupted Critical Sections. We measured tr
number of critical sections entered per second osgheptim
kernel, and the number of times per second critical sec
were interrupted (which causes the optimistic kernel to r
to pessimistic synchronization behavior). We include
percentage of critical sections interrupted.

We see that with the large number of critical
sections per second seen under the Serial 115.2 test, the
spl-pessimkernel can spend nearly 12% of its time in
times we use are somewhat optimistic. Cache misseSynchronization primitives. Even under the lightest
could have a large percentage impact on the on-chip armeasured load, the system spends more than 6% of its
flag-setting measurements, because these instructidtime in synchronization primitives.
sequences are very short. Howetatausehey are so Another thing to note is that the other three
short, even if all of the instructions and data referencetechniques all have an overhead that is an order of
by the code cause cache misses, the total absolumagnitude less than that of tispl-pessimtechnique.

additional cost (in cycles) would be very small. Even though thepl-optimtechnique goes off-chip for
synchronization, because so few critical sections are

interrupted (from 0.05% to 0.9%) the difference is
negligible (between 0.2%-0.7%).

Time
2.5us (304 cycles)

Synchronization Primitive
off-chip (spl-pessim)
on-chip(cli-pessim) 0.18us (21 cycles)

set flag §pl-optim, cli-optim) | 0.05us (6 cycles)

Table 5: Synchronization Primitive Cost: Time required to  With the knowledge that the absolute overhead of the
set priority level Off'Chip, On'Chip, and to set a global ﬂagthree proposed schemes is very IOW, we must be sure
saving the logical priority level. The Pentium has a write{nat none of the schemes allow interrupts to be lost or
buf_fer, so the flag-setting cost does not include time to write t(overly delayed.

main memory. The optimistic schemes do not delay high-priority
interrupts, nor does thepl-pessimscheme; thecli-
pessimscheme is the only one that masks all interrupts
while in a critical section or interrupt handler. If ttie
pessimscheme can operate correctly, the other schemes

6 Correctness

The synchronization cost of each of the four
schemes is directly driven by the costs shown in Table £
The off-chip cost is the synchronization cost of t#d-
pessimkernel (304 cycles, 2fs), on-chip gives the i also operate correctly.
synchronization cost theli-pessimkernel (21 cycles, In Table 4 we saw that the mean critical section
0.18s), and the flag setting cost is the synchronizatioly ration is between 0.6 and 45 We are concerned

cost of the optimistic kernels (6 cycles, Q85 AS We ot handling a device interrupt could take much longer,
immediately see by comparing the costs in Table 5 W'tlespecially with programmed 1/0 devices, such as the

the critical section durations seen in Table 4, the meape gisk which copy data from the device to the kernel
critical section duration seen is less than twice the offOne word at a time.

chip synchronization cost, and more than three times th  \ys are concerned that high-frequency interrupts are

mean Serial 115.2 critical section cost.

54  Synchronization Overhead

the synchronization cost and overhead for each of th

not overly delayed while in long-duration interrupt
handlers. We gathered data on both long-duration

handlers (IDE disk interrupts) and high-frequency
Given the results in Table 4, Table 4, and Table Sinterrupts (serial lines at 115.2Kbps).

We measured the time required to process interrupts

four schemes can be computed. These costs are givenfrom a variety of devices attached to our test system.
Our tests involve reading from or writing to each device

Table 6.



Duration Total Interrupts ht/loeﬁnar::jTee Min time Mt?g}':n Max time

Test of Test Interrupts per interrupt tohandle to handle tohandle
(seconds) second (std dev) interrupt interrupt interrupt
ide disk 3.2s 1027 321 1518 (7%) 1%s 1545us 2003us
scsi disk 8.8s 553 61 6ps (15%) 1fis 64ps 8qus
scsi cd-rom 13.4s 3931 293 456 (7%) 2Qus 26us 4Qus
floppy 64.2s 506 8 169 (57%) s 200us 271s
serial-300 (8K) 274s 8221 3( [@s (5%) Qs 9us 12us
serial-38.4 (64K) 17.4s 8195 471 6 (2%) 1%s 27us 42us
serial-115 (64K) 5.8s 8176 1410 45 (4%) 1ls 27us 541s
ethernet-small 2.4s 1003 418 785 (25%) 44s 78us 37Qus
ethernet-large 3.4s 1703 501 48% (8%) 4%s 491ps 1194us

Table 7: Behavior of spl-optim kernel during device tests. Frequency of device interrupts and time to handle an interrupt from

each device was measured. Although the spread between minimum and maximum is large, the median is in all cases other than

floppyis within 2% of the mean. Each test measured the reception of several thousand interrupts.

and measuring the amount of time required to perform  Surprisingly, although the specifications of the IDE
the test and the number of interrupts delivered whileand SCSI disks is very similar, it took nearly three times
performing the test. We ran the following tests: as long to transfer 8MB to the SCSI disk as it did to
* ide disk:write 8MB to IDE disk. transfer it to the IDE disk. We believe that this is an
* scsi diskwrite 8MB to SCSI disk. artifact of the NetBSD 1.2 disk drivers; we saw similar
*» scsi cd-romread 8MB from SCSI CD-ROM. performance with the generic NetBSD 1.2 kernel and
» serial-300:read 8KB (via tip) at 300bps. our cli-pessimkernel. We do not believe that this reflects
» serial-38.4:read 64KB (via tip) at 38.4Kbps. the underlying performance of the disk or the controller;
» serial-115.2:read 64KB (via tip) at 115.2Kbps. under BSD/OS 2.1 the performance of the two disks was
 floppy:read 1MB from raw floppy disk. much closer (in fact, the SCSI disk was about 10%
 ether-small:flood ping of 1000 64 byte packets. faster than the IDE disk).
 ether-large:flood ping of 1000 1024 byte packets. The mean time required to process an IDE interrupt
The results of these tests are shown in Table 7. Th@.5ms) is substantially greater than any other interrupt
mean time to handle an interrupt from a particularprocessing time we measured. We discuss the possibility
device is useful, although we found that there can bef timing conflicts between IDE interrupts and other
considerable variation. For each test we also include thiaterrupts in Section 6.4.

minimum, maximum, and median interrupt handling The standard deviation offloppy interrupt

time. processing time is quite large (57%). It is caused by the
several different types of interrupts generated by the
6.1 IDE, SCSI, and Floppy Interrupts floppy device, from seek completion notificationug}

As mentioned above, thigle disk test performs to transfer completion notification (@§), to data
programmed 1/O (PIO), i.e., data is copied by the CPUransfer (25ls). The maximum time seen, 2i&l is
one byte or word at a time between the disk controllephort enough that we are not concerned about floppy
and main memory. This is very CPU intensive, and cafnterrupts.
be quite slow. By comparison, the SCSI disk controller
uses direct memory access (DMA) to copy data directl;ﬁ-2
from the controller to main memory without the
intervention of the CPU. Eacide diskinterrupt took
substantially longer than scsi diskinterrupt (1519s
VS, 65us).

Serial Interrupts

We see that aerial-300interrupt takes one third as
long as aserial-38.4interrupt; we attribute this to the
fact that multiple characters are transferred on each
serial-38.4interrupt, as evidenced by the fact that 1/8 as
many interrupts were generated per kilobyte by the



latter. (Please note that tlserial-300 test transferred examine the consequences of delaying the processing of
8KB, where the other two tests transferred 64KB.) these interrupts.

When we tested higher-rate serial connection (at As was discussed in Section 2, we can partition
115.2 bps) we saw roughly the same number ointerrupts into two classesolicited and unsolicited
interrupts as we saw in theerial-38.4test (8195 vs. Solicited interruptscome in response to requests from
8176) and the same mean interrupt handling timéhe CPU (e.g., in response to a disk requekt}olicited
(27us), implying the same number of charactersinterruptsare generated externally, and are not under the
processed per interrupt, but the total test took one thirdontrol of the system (e.g., serial and network traffic).
as long. The high rate of interrupts during gexial-  The rate of solicited interrupts are under the control of
115.2test may conflict with the large amount of time the system; when a solicited interrupt is received, the
required to process age-diskinterrupt; we discuss this system spends its time processing the interrupt rather

possibility in Section 6.4. than generating more requests. The system can thus
control the rate at which solicited interrupts are
6.3 Network Interrupts generated.

As stated above, our network tests were taken using The system does not control the rate at which
a 10Mbps Ethernet board. We ran three tests: floognsolicited interrupts are generated. However, the
(continuous) ping, UDP, and TCP. We saw no significangystem can indirectly impact the rate at which they are
variation in interrupt processing time as a function ofgenerated, either in software (by not sending
protocol (ping/IP, UDP, and TCP), and hence includeacknowledgments to network packets that are dropped
only the ping/IP results. or processed in time), or in hardware (by use of serial-

Interrupt processing time is independent of protocoline flow control).
because the higher-level protocol processing (where we To block serial interrupts it is necessary for the
would see differences between TCP, UDP, and ping$ystem to communicate with the device, and to be aware
does not take place when the packet arrives; instead, theat it is necessary to slow the interrupt rate. If serial
packet is queued for processing by a higher-level “softinterrupts are overly delayed, the system will not be
interrupt handler which runs once the hardware interrupgware of the possibility of overflow, and hence will not
has completed. be able to stem the tide in time.

We ran additional tests with varying packet sizes. =~ From our measurements, the longest that an
We saw the expected relationship between packet siZgterrupt will be delayed is 2ms (the longest time spent
and processing time (which more or less scaled linearlfjandling ande-diskinterrupt). Theserial-115.2device
with packet size). receives characters every g (115.2 bits per sec =

Faster network technologies (e.g., 100Mbps14,400 bytes per sec = one byte evenysjOThis means
Ethernet and ATM) would generate interrupts muchthat up to 28 characters (2ms A80= 28) could arrive
more frequently than our 10Mbps Ethernet interfaceWhile an Ethernet interrupt is being processed. Although
However, as we see below, the rate at which the serihe serial port is buffered, the buffer only holds 16
device generates interrupts is sufficient to preclude useharacters. At this rate, characters could easily be lost
of the cli schemes. Based on this, the interrupton the serial line while processing an IDE interrupt.

generation rate of ATM is a moot point. If we could eliminate programmed I/O devices, the
cli schemes would work. However, newer devices with a
6.4 Summary high interrupt rate (e.g., ATM network controllers),

When examining the data gathered for eactFombined with the possibility of slow interrupt handlers

interrupt, we found that although there was often a@nift the balance against thi techniques. Although, in
significant difference between the minimum andSOMe hardware combinations, thi schemes would

maximum, in most cases the standard deviation wa¥°rk, many common configurations could easily lead to
loss of data.

relatively small, and the median was close to the mean. ! o
Our results show that in our environment it takes  1Ne failure of the strictli schemes leads us to
little time to handle an interrupt from any of our devicesPrOPOSe a new, hybrid schened;spl-pessimwhich is
No interrupt seen took more than 2ms to service, and ifi€SCribed in Section 7. Theli-spl-pessim scheme
most cases the interrupt processing time was sever§PMbines the low cost of theli schemes for critical
orders of magnitude less than that. section synchronization with the interrupt prioritization
However, we see from Table 7 that interrupts carPf thesplschemes.
occur very frequently. For example, tiserial-115.2
interrupts arrived at 1400Hz (every 7). We must



7 Analysisand Proposal void crit_sec_enter(int level)
disable all interrupts

Our results show that under the benchmark workloads
the absolute cost of synchronization using the optimistic  void crit_sec_leave(int level)

techniques is low, less than 0.4%. The traditicsyzt enable all interrupts
pessimscheme has a much higher cost, over 6% in all o
tested cases. void interrupt_handler

prev_level = cur_interrupt_level
PIC_mask(interrupt_level)
handle_interrupt
PIC_mask(prev_level)

The performance improvement we see is less than
that seen by Stodolsky et al. with thg-optim scheme
(14%). We attribute this in part to the differences
between our benchmarks and theirs; their test consisted

of a highly optimized null RPC, which has a single  Tnhe penefit of this scheme is the low cost of
critical section. Because the null RPC took very littlegynchronization in critical sections. In addition, because
time (2140 cycles), an improvement in critical sectionye yse aspl scheme for synchronizing handlers, a low-
synchronization had a large performance impact. Undegriority handler will be interrupted by the arrival of a
the more varied loads that we measured, the kem‘ﬁ'igh-priorityinterrupt.
spends a much lower percentage of its time in = Because our model includes only the cost of
synchronization code. synchronization of critical sections, and disregards the
For thecli schemes to work, critical sections and gst of the synchronization overhead in interrupt
interrupt handlers must complete their work quickly. handlers, using our model the costctifspl-pessimis
These schemes completely disable interrupts during @entical to that of thecli-pessim scheme, with (as
critical section, so a long-running interrupt handler canshown in Table 6) sub-1% synchronization overhead for
delay the delivery of interrupts for a long period of time, e system loads that we studied.
increasing the likelihood of data loss. The combination  \wjith the performance characteristics and simplicity
of devices whose interrupt handlers require a long timgf the cli-pessimscheme, without its incorrect behavior
to service (e.g., IDE disks with programmed I/O) with nger heavy load, we plan to use ttiespl-pessim

low latency requirements (e.g., very fast serial ports) is @cheme in the implementation of our new operating
worst-case scenario for tieé scheme. system kernel.

7.1  Proposal 7.2  Related Schemes

We find the simplicity of thepessimschemes and  Ajthough we have described NetBSD as usingsiile
the low cost of thcg:ll schemes appeallng. Thls Iegds USoptim technique, it also supportsch-optim-style tech-
to propose a fifth schemegli-spl-pessim which  pigue for short duration interrupt handlers.
combines theli technique for critical sections with the The Linux operating system uses a scheme similar
priori.tization of thesp} techniql_Je for iqterrupt handlers. g cli-spl-pessim Thecli andsti instructions are used to
In this scheme, theli andsti instructions are used to synchronize critical sections (with the concomitant high
mask interrupts while the kernel is in a critical SeCtIOH;performanceL and, like NetBSD 1.2, short-duration
because Cflth{ﬂl' sections are quite short, th'S_W'" NOfnterrupt handlers are run with all interrupts disabled.
pverly delay interrupt dellvery. Whe"_‘ handling an) ong-duration handlers are either run with no protection
interrupt, the kernel communicates with the off-chipfrom interrupts (which increases their complexity) or
interrupt controller, disabling the delivery of equal andyake a kernel task to handle the processing of the

lower-priority interrupts. Because interrupt, and then return. Although this scheme
* interrupts are delivered much less frequently thanficiently synchronizes critical sections, we believe that
critical sections are entered, the increased latency and complexity of waking a

sections, and

* on our hardware platform, when an interrupt is§ Conclusions

delivered it is necessary to communicate with the off-

chip controller, In this paper we have shown that it is worthwhile to
the additional performance impact of going off-chip will rethink how interrupts and synchronization are handled
be minimal and more than made up for by the increas@n modern hardwafe
in system robustness. In the format of Section 3, we
include the following pseudo-code fdlf-spl-pessim 1. We examined the source code of version 1.3.0.

2. At least, modern by comparison with the PDP-11.
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Comparing our scheme to those used in earlier ~ OS Kemel” Technical Report CUCS-005-91,
systems, we are reminded of how quickly hardware Department of Computer Science, Columbia University
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