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Abstract

Efficient data motion has been key in high per-
formance computing almost since the first electronic
computers were built. Providing sufficient memory
bandwidth to balance the capacity of processors led
to memory hierarchies, banked and interleaved mem-
ories. With the rapid evolution of MOS technologies,
microprocessor and memory designs, it is realistic to
butld systems with thousands of processors and a sus-
tained performance of a trillion operations per second
or more. Such systems require tens of thousands of
memory banks, even when locality of reference is ex-
plotted. Using conventional technologies, interconnect-
g several thousand processors with tens of thousands
of memory banks can feasibly only be made by some
form of sparse interconnection network. Efficient use
of locality of reference and network bandwidth is criti-
cal. We review these issues in this paper.

1 Introduction

Preserving locality of reference has been critical in
achieving high performance almost as long as elec-
tronic computers have been in existence. Even in the
early days of electronic computers, memory was rela-
tively slow compared to the ALU. Over time the rea-
sons for the difference in speed has varied. For the first
thirty or so years, much of the difference was due to the
fact that different technologies were used for processors
and memory. For the last 10 - 15 years, memories and
processors are largely produced in the same technology.
However, architectural innovations for both processors
and memory systems, together with the characteris-
tics of the MOS technology that is dominating in the
computer industry, cause processor speeds to exceed
the speed of the primary memory. In fact, the speed
of microprocessors in MOS technology improves over
time at a much higher rate than MOS memories in
the form of DRAMs. Currently, the speed of micro-
processors 1s doubling about every 18 months, while
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Figure 1: The memory system for distributed memory
architectures.

the DRAM speed has been improving at a steady rate
of about 7%/yr. Thus, even for high performance mi-
croprocessor based systems, much more sophisticated
memory systems are required in the future for a bal-
anced design. In the near future, the memory system
must account for a speed difference by a factor of about
10.

High performance computers have had multiple pro-
cessors, an interconnection network, and a relatively
large number of memory banks amounting to several
banks per processor for a balance between processor
speed and memory speed. In massively parallel pro-
cessors, memory is distributed among the processors
as shown in Figure 1, thereby reducing the demands
on the communication network when there is locality
of reference in the computations.

In most existing massively parallel processors the
local memory bandwidth in each node is significantly
higher than the bandwidth by which a node can send
and receive data. This difference may be aggravated
by contention in the communication system. Thus,
for massively parallel processors, achieving a high uti-
lization of the computational resources requires a data
mapping that exploits locality of reference with respect
to a distributed memory hierarchy, and a data routing
such that the impact of remote references are mini-
mized.

For coarse grained computations routing for mini-



mum contention tends to be more critical than routing
for minimum latency. Coarse grained computations of-
ten have sufficient excess parallelism that latency can
be hidden with the proper software techniques and
hardware support. Both latency and contention are
dependent upon the relative placement of data sets,
the interconnection network, and the reference pat-
tern. Much work has been expended in devising effi-
cient routing algorithms for different routing patterns
and networks, as well as for oblivious algorithms.

In this paper we will discuss some of the benefits
of exploiting locality of reference and some techniques
for exploiting locality of reference on distributed mem-
ory systems. We will also briefly discuss some routing
techniques.

2 Locality of reference

In this section we give a few examples of the memory
references required by a few frequent computations. In
the next section we comment on how these benefits can
be attained, and in particular how the benefits relates
to the mapping of data to memory.

It is well known that matrix—vector multiplication
can be organized such that it is sufficient to load one
operand from memory for each multiply—add oper-
ation. Thus, in 64-bit precision, 8 bytes of mem-
ory bandwidth per floating—point operation suffice.
Matrix—matrix multiplication, C' +— A x B+ (', allows
for a further reduction in memory bandwidth require-
ment. It may be performed as a sequence of operations
on b by b sub—blocks. If the blocks fit into the registers,
then 2b3 floating—point operations may be computed
using 3b% input elements (b elements per operand),
producing b7 results. If all contributions to a block of
C are accumulated in registers, then it suffices to load
2b? inputs for each set of 263 floating—point operations.
All stores are delayed until all computations for a b x b
block of C are completed. Therefore, 166%/2b% bytes
of memory bandwidth are required per floating—point
operation in 64-bit precision, or 8/b bytes/flop. Table
1 gives the memory bandwidth requirements for a few
common operations in linear algebra.

The idea of blocking can be used recursively for
memory hierarchies with several levels. Blocking at
several levels is indeed used in some scientific subrou-
tine libraries, such as the CMSSL [48]. The innermost
blocking is based on the size of the register file, the
second level is based on DRAM pages, and the third
level on minimizing thrashing in Translation Looka-
head Buffers, TLB.

Another important class of computations are ex-
plicit finite difference methods. The dominating part

Operation Mem. bandw.
Bytes/flop

Yy — ar 16
y—ar+y 12

dot — xTy 8
A—oaxyT + A 8

Yy — aAx + By 4

C — aAB+ GC 8/b

Table 1: Memory bandwidth requirement in 64-bit—
precision for full utilization of a floating—point unit
with one adder and one multiplier.

Figure 2: The common five-point stencil in two di-
mensions.

in such computations is often the evaluation of differ-
ence stencils at each of the grid points. Grid point
values are used as many times as there are points in a
stencil. For instance, in case of the common five—point
stencil in two dimensions, Figure 2, a grid point value
is used in five stencil evaluations.

For two—dimensional stencils, the reduction in mem-
ory bandwidth requirements can be accomplished by
combining stencils along one axis, often referred to as
the pipeline axis, into multistencils, and by combining
multistencils along the other axis, the sweep axis, into
swaths [1, 2]. Figure 3 shows the subgrid that corre-
sponds to a swath of 10 multistencils of width eight
each.

For the five—point stencil, the benefit of a multisten-
cil is that, for example, the rightmost point of the left-
most stencil require loading exactly the same source
array element as the center point of the next stencil
to the right. Computing multistencils along the sweep
axis successively can be made by loading only the lead-
ing edge of the multistencil as it sweeps through the
source array along the sweep axis. The set of grid
points on the leading edge is denoted by empty circles
in Figure 3. The reuse of data increases with the width
of the stencil along the sweep axis. In the extreme, al-
most all source array values are reused as many times
as there are points in the stencil. The technique can be
extended to stencils in more than two dimensions. In
such cases multistencils are constructed along all but



Swath
axis

Pipeline axis

Figure 3: The subgrid corresponding to a swath of 10
multistencils of width eight each for the common five—
point stencil in two dimensions.

one axis, which 1s the sweep axis.

For the FFT using a radix proportional to the size
of the local memory allows M log, M floating—point
operations to be performed for the loading of 16 M
bytes of data in 64-bit precision. After the compu-
tation this many bytes must be stored as well. A
radix—M algorithm yields a byte/flop requirement of
32/(5log, M). Precomputed twiddle factors increase
the memory bandwidth requirements by less than a
factor of two [23]. The idea of using a radix equal to
the size of the available memory was first proposed by
Gentleman [9]. Sorting exhibits a behavior similar to
the FFT.

The potential benefits of exploiting locality of ref-
erence for three typical computations are quantified in
Table 2 for relatively large size memories. Table 2 [16]
shows the number of operations (and references within
a memory of a size given by the column header) per
load/store operation to the next level in the memory
hierarchy holding larger amounts of data. For ma-
trix multiplication and a block of size 100 x 100 (local
storage about 32k words), the reduction in the need
for memory or communications bandwidth is a factor
of 100 compared to no locality of reference. For the
FFT, the reduction in required interprocessor commu-
nication bandwidth is a factor of 14 for a radix—16k al-
gorithm. The higher demands on memory bandwidth
of the FFT 1s very clear. Data for the finite difference

Operation Local storage (words)

Reg. 1k | 32k 1M 32M 1G
Matrix Mult. 1 16 90 | 512 2896 | 16384
3D-Relaxation 2|19 32 77 307 1024
FEFT 1 20 32 45 57 70

Table 2: Number of local operations per remote refer-
ence. 3D-Relaxation: 7-point stencil, vector-length 8

(o =8, 8= 96).

operator in Table 2 assumes that the ratio of opera-
tions to remote references follow the rule %(%)% for
suitable values of «, 3, and 7. With current memory
sizes per node in distributed memory systems, exploit-
ing locality reduces the required communication band-
width by a factor of 8-100 at the node level, and a
factor of 80-5000 at the board level.

Given the importance of conserving memory band-
width it is of interest to determine whether the ap-
proaches discussed above indeed are the best possible,
or if there may exist some other method that may offer
even greater reductions. The block algorithms for ma-
trix multiplication and the high radix FFT are indeed
optimal for with respect to memory bandwidth use, as
shown by Hong and Kung [12].

In distributed memory systems, memory accesses
require a different amount of time depending upon lo-
cation and the mapping of the index space to memory
addresses have significant performance implications.
In fact, the mapping of the index space to memory
addresses is also important in high performance single
processor systems, since memory is not truly random
access. In order to discuss locality of reference, the
data reference pattern must be considered. Thus, be-
fore discussing data mapping issues, we will review a
few common data reference patterns.

2.1 Data reference patterns

The data reference pattern clearly depends upon
the algorithm that determines how data are combined,
and the order in which the data is combined. Explicit
methods for solving partial differential equations us-
ing finite difference methods on regular grids result in
stencil operations, or convolution of grid point values,
at all of the grid points. Many stencils (convolution
kernels) are naturally expressed through shift opera-
tions along the coordinate axes of the grid. FEfficient
nearest neighbor references along the three coordinate
axes is important for performance. For higher order
stencils, data references beyond nearest neighbors are
required. But, the references are still in some local
neighbor in Cartesian space.



Figure 4: Index dependence for odd—even cyclic reduc-
tion.
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Figure 5: Index dependence for parallel cyclic reduc-
tion.

One—dimensional discretizations encountered in, for
instance, Alternating Direction Methods, often results
in the need for tridiagonal matrix—vector multiplica-
tion, or the solution of tridiagonal systems of equa-
tions. Parallel methods for the solution of such sys-
tems, such as odd—even cyclic reduction or parallel
cyclic reduction, rely on a combination of short and
long range communications. The data reference pat-
terns are illustrated in Figures 4 and 5, respectively.

In addition to these methods for solving the tridiag-
onal systems of equations, advantage can also be taken
of the fact that, in general, many independent systems
shall be solved. Thus, even though the data for each
system originally may be distributed, one approach is
to move all the data for a system to the same node,
with different nodes handling different systems in order
to achieve load—balance. The communication pattern
in this case may be similar to that of matrix trans-
position and have the form of all-to—all personalized
communication [20]. Other algorithms may indeed use
all-to—all broadcast for the solution of tridiagonal sys-
tems.

The finite element computations on unstructured
grids require gather/scatter operations. Quadrature
coefficients may be stored on one node and broad-
cast to all other nodes, i.e., one—to—all broadcast. In
unassembled form, computations on elemental stiff-
ness matrices consists of matrix—vector multiplication,
which for high order elements may require both dis-
tributed broadcast and reduction. Reduction takes

place along rows of the matrix, while broadcast takes
place along the columns. As we will see later, for
many data distributions, matrix—vector multiplication
implies all-to—all broadcast and all-to—all reduction
among subsets of nodes. Solving the system of equa-
tions by a conjugate gradient method involves a global
reduction, or all-to—one reduction.

It is well known that the FFT requires communica-
tion in the form of a butterfly network. However, in the
case of performing FFT on distributed memory proces-
sors, the communication may actually be better per-
formed as all-to-all personalized communication [23].
Other data reference patterns associated with the FFT
are bit—reversal, for ordered FFT, and vector-reversal,
for real-to—complex FFT.

Many divide-and—conquer methods in higher di-
mensions require communication in the form of pyra-
mid networks in one or several dimensions. Finally, we
mention that naive N — —body algorithms also rely on
all-to—all broadcast.

In summary, common algorithms for scientific prob-
lems involve data references in the form of

e One—to—all reduction/copy

o All-to—all reduction/copy

o Gather/scatter

e One—to—all personalized communication
e All-to—all personalized communication
e Dimension(index) permutation

e Generalized shuffle permutations

e Scan/parallel prefix

e Lattice emulation

e Butterfly emulation

e Data manipulator network emulation (PM2I net-
work emulation)

e Pyramid network emulation
e Bit—inversion
e Vector reversal (i — N — ).

Knowledge of the aggregate (global) data reference
pattern allows not only for optimal data allocation, but
also for optimal scheduling of the data motion between
processors in a distributed memory environment. Of
the data reference patterns above, we have mentioned
all but bit—inversion. This communication is required
in certain matrix multiplication algorithms [19] and
implies that elements are permuted by complementing
all of their address bits.



2.2 Data mapping

Key issues in determining the mapping of data, in
particular arrays, are the communication and load—
balance it implies for the computations that takes place
using it. Preserving locality of reference may yield a
substantial reduction in the demands for data refer-
ences outside of the memory closest to the processor.
In the matrix multiplication case, spatial locality is de-
fined by the elements within blocks of shape b x b. In a
memory hierarchy, it is clearly desirable that the col-
lection of elements within a block are close also in the
address space. In terms of the array index space, spa-
tial locality for most matrix computations are based
on distance in a Cartesian space. Many measures of
distance are cast in the form (Zfzo |2 — vi |p)%, where
d 18 the dimensionality of the problem space, and p de-
fines the type of the norm. The most common norm
in physical space is the 2—norm, which is equal to the
Euclidean distance between the two points x and y.
Other common norms are the 1-norm, measuring the
so—called Manhattan distance, and the co—norm, mea-
suring the maximum distance along any of the coordi-
nate axis. The Manhattan distance is the sum of the
absolute values of the coordinate differences.

For matrix computations proximity of indices in a
two or three dimensional index space is desirable for
many algorithms. For the FFT on the other, it is also
true that adjacent memory references suffice, if the in-
dex space is viewed as having n = log, N dimensions,
where N is the number of data points in the transform.
Indeed, all data references are nearest neighbor in such
an n—dimensional space.

The examples of matrix multiplication and FFT
stress the relevant metric must be defined in discussing
locality of reference.

Note that though maximizing locality of reference
is highly desirable to reduce the bandwidth demands
to the next further removed level of the memory hier-
archy, it is exactly opposite to what is required in a
banked or interleaved memory. In such a memory, in
order to maximize the use of the (local) memory sys-
tem, successive references should go to different banks.
In order to limit the data transfer needs between mem-
ory systems in different nodes of a distributed mem-
ory system, blocks of data shall be mapped to different
nodes.

Most programming languages linearize a multidi-
mensional address space through either row or column
major ordering. The data mapping used for the lin-
earized address space to a banked or interleaved mem-
ory system is optimized for accesses with a stride of
one in the linearized address space. The mapping is
cyclic in that successive indices are mapped to differ-

ent memory banks. Thus, a cyclic mapping applied to
a parallel memory system indeed maximizes the need
for communication for data accesses with unit stride.
On the other hand, a block or consecutive mapping,
maps successive indices to the same bank, thus con-
serving communication, but resulting in bank conflicts
in a banked or interleaved memory system. Formally,
the cyclic mapping of N elements to B memory units
is

Memory unit no. : jmod B, 0<j < N

Local address : Léj, 0<j<N

If B is a power—of-two, i.e., B = 2* for some k& > 0,
then the memory unit address is simply the k least
significant bits. For the consecutive mapping, typically
the maximum size of the local data set is computed
first, then this many elements are assigned to as many
memory units as possible, followed by one memory unit
that receives less data and a few units that receive no
data, unless N mod B = 0. Thus, for the consecutive
allocation of one—dimensional arrays we have:

N
Memory unit no. : L]/[EH, 0<j<N

Local address : j mod f%], 0<j<N

We have already remarked that cyclic assignment is
a very poor choice with respect to locality of reference
when nearest neighbor communication i1s desired. In
fact, for an operation that requires communication be-
tween adjacent nodes of a one—dimensional array, such
as tridiagonal matrix—vector multiplication, cyclic al-
location maximizes the number of nonlocal references.
This 1s apparent from Figure 6. For m elements per
memory unit 2m remote references are required. On
the other hand, in a consecutive allocation only two
nonlocal references are required, see Figure 7. The
two allocation schemes are shown in Figure 8, where
the numbers indicate memory unit number.

Though the cyclic mapping is undesirable for near-
est neighbor references on one-dimensional arrays, a
cyclic mapping of a two—dimensional array linearized
either in row or column major order allow the refer-
ences along one axis to be entirely local. Evaluating
five—point stencils for all elements of an 80 x 80 array
mapped to eight memory banks through a linearized
address space mapped cyclicly to memory addresses,
results in a total of 2 x 80 x % = 1600 nonlocal refer-
ences for data associated with each memory unit (as-
suming periodic boundary conditions). For a consecu-
tive partition of both axes of the data array, the set of



Memory unit
0 1 2 3 4 5 6 7
0 1 2 3 4 5 6 7
8 9 10 | 11 12 13 | 14 | 15
16 | 17 | 18 | 19 | 20 | 21 22 23
24 | 25 26

Figure 6: Cyclic allocation of a one—dimensional array
of 27 elements to eight memory units.

Memory unit
0o]1 2 3 4 5 6|7
01| 4 8 12 16 | 20 | 24
1 5 9 13 | 17 | 21 25
216 10 | 14 | 18 | 22 26
31711 15 19 | 23

Figure 7: Consecutive allocation of a one-dimensional
array of 27 elements to eight memory units.

memory units can be viewed as configured as a 2x4 ar-
ray, resulting in subarrays of shape 40 x 20 assigned to
each memory unit. With such a partitioning the num-
ber of nonlocal references for the data in each memory
units is 2 x (20 + 40) = 120, a reduction by a factor of
40/3. In general, for an equal number of nearest neigh-
bor references in both directions of all coordinate axes,
the number of remote references are minimized when
the surface area for a given subset of the index space is
minimized. This is known as the “surface—to—volume”
effect.

Some computations, such as LU or QR factoriza-
tion of dense matrices, and triangular system solution
does not involve nearest neighbor communication in a
Cartesian space. The only required communication is
one—to—all broadcast and all-to—one reduction. These
communications are not effected by a cyclic or consecu-
tive mapping of array data to memory units. However,
the load—balance is affected, since the set of indices
of elements subject to updates decreases during the
course of the computations. A cyclic allocation guar-
antees good load—balance. But, a good load-balance
can be achieved also for consecutive mapping by ad-

000011112222333344445555666

Consecutive

012345670123456701234567012
Cyclic

Figure 8: Consecutive and cyclic assignment of a one—
dimensional array to memory units.

justing the elimination order accordingly [28].

A multi-dimensional address space is highly desir-
able for parallel processing, in order to reduce the de-
mands on the communication system for many com-
mon algorithms and data structures. High Perfor-
mance Fortran [7] addresses this issue by allowing the
programmer to specify consecutive, cyclic, or any com-
bination of these allocation schemes independently for
each of the axis. Thus, HPF supports a multidimen-
sional address space, as well as a means for trading
load-balance and locality of reference against each
other.

Partitioning a large unstructured grid into subgrids
such that locality is maximized and remote references
minimized is a very difficult problem. Two general par-
titioning techniques of significant recent interest are
the recursive spectral bisection technique proposed by
Pothen et. al. [36] and the geometric approach pro-
posed by Miller et. al. [33, 32, 46]. The recursive
spectral bisection technique has been used successfully
by Simon [41] for partitioning of finite volume and fi-
nite element meshes. A parallel implementation of this
technique has been made by Johan [13].

The spectral partitioning technique 1s based on
the eigenvector corresponding to the smallest nonzero
eigenvalue of the Laplacian matrix associated with the
graph to be partitioned. The Laplacian matrix is con-
structed such that the smallest eigenvalue is zero and
its corresponding eigenvector consists of all ones. The
eigenvector associated with the smallest nonzero eigen-
value is called the Fiedler vector [4, 5, 6]. Grid parti-
tioning for finite volume and finite element methods is
often based on a dual mesh representing finite volumes
or elements and their adjacencies (or some approxima-
tion thereof) rather than the graph of nodal points.
The reason for using a volume or element based graph
is that the computations are naturally organized as
volume or elementwise computations. These compu-
tations exhibit locality of reference within the volumes
or elements and can often be performed as a (large)
collection of dense matrix operations. Communication
is required when passing data between the global rep-
resentation, and the representation of the collection of
local elements [25, 31]. The purpose of the partitioning
is to minimize this communication.

For finite element computations, the adjacency in
applying the spectral bisection method has been ap-
proximated by elements that share faces. This ad-
jacency accurately represents the communication re-
quirements for finite volume methods. However, in fi-
nite element methods, communication is also required
between elements sharing edges and corners.

Thus, for finite element and finite volume compu-
tations the graph to be partitioned have nodes rep-



No. of | No. of | % of | No. of | % of

partitions | shared | total | shared | total
edges nodes

8 188 0.8 195 2.4

16 381 1.6 396 4.8

32 752 3.1 773 9.3

64 1483 6.0 1479 17.8

128 2154 8.8 2101 25.3

Table 3: Partitioning of a planar mesh with inner
boundary in the form of a double ellipse.

resenting individual elements or volumes, and edges
representing shared faces. Based on this partition-
ing, a partitioning of the set of nodal values is carried
out. Nodal points internal to a partition are mapped
to the processing node to which the partition is as-
signed. Boundary nodes must be assigned to one of the
partitions among which they are shared, or replicated
among the partitions among which they are shared.
Only boundary nodes require communication.

One advantage of the spectral bisection technique is
that it is based on the topology of the graph underlying
the sparse matrix. It requires no geometric informa-
tion. However, it is computationally quite demanding.
The geometric partitioning technique by Miller et. al.
holds promise to be computationally less demanding
than the spectral decomposition technique, but relies
on geometric information and geometric properties of
the graph [34, 35]. Geometric information is typically
available for meshes generated for the solution of par-
tial differential equations, but may not be present in
other applications. Since we do not yet have much
experience with the geometric partitioning technique
we only report the results from the spectral bisection
technique.

The results of applying the spectral bisection tech-
nique to two model problems are reported in [13, 14]
and shown in Tables 3 and 4. One of the model prob-
lems consists of a planar triangular mesh between an
outer ellipse and an inner double ellipse. The other
problem is a grid of tetrahedra between concentric
cylinders. The planar grid has 8,307 nodes, 16,231
triangles, and 24,537 edges. The numbers of shared
nodes and edges as a function of the number of parti-
tions are given in Table 3. The grid for the concentric
spheres consists of 20,374 nodes, 107,416 tetrahedra,
and 218,807 faces.

The results of applying the spectral bisection tech-
nique in a more realistic finite element application [15]
are summarized in Table 5. The spectral bisection
technique in this example offered a reduction in the
number of remote references by a factor of 13.2. The

No. of | No. of | % of | No. of | % of
partitions | shared | total | shared | total
edges nodes

8 5186 2.4 2735 13.4
16 8005 3.7 4095 20.1
32 11553 5.3 5747 28.2
64 16055 7.3 7721 37.9

128 21502 9.8 9827 48.2

Table 4: Partitioning of a tetrahedral mesh between
concentric spheres.

Operation Standard | Spectral
allocation | bisection
Partitioning — 66
Gather 298 23
Scatter 445 46
Computation 180 181
Total time 923 316

Table 5: Gather and scatter times in seconds on a 32—
node CM-b5 for 50 time steps with a 1-point integration
rule for finite element computations on 19,417 nodes
and 109,914 elements.

speedup for the gather operation was a factor of 13
and of the scatter operation the speedup was a factor
of 9.6 (the scatter operation includes the time required
for addition which is unaffected by the partitioning).

Another important aspect of computations with ar-
bitrary sparse matrices is that unlike for dense and grid
sparse matrices, address computations cannot be per-
formed by incrementing addresses using fixed strides.
For arbitrary sparse matrices, indirect addressing is re-
quired. The address computation may be fairly com-
plex. It frequently is the most time consuming part on
uniprocessors. On a distributed memory machine, the
address computations do not only involve the compu-
tation of local addresses, but routing information as
well. In an iterative (explicit) method, the underly-
ing grid may be fixed for several or all iterations. For
such computations it is important with respect to per-
formance to amortize the cost of computing the ad-
dresses over as many iterations as possible. Cacheing
this information and reusing it later 1s important for
performance [48].

In an arbitrary sparse matrix, there is no simple
way of encoding the global structure. Yet, arbitrary
sparse matrices may still have some local structure re-
sulting in a block sparse matrix. Taking advantage of
such a block structure for both economy in data rep-
resentation, data storage and efficiency of operations,



is significantly simplified by explicitly representing the
blocks [48].

2.3 Allocation of aggregates

The consecutive and cyclic distribution schemes and
the dimensionality of the address space for regular and
grid sparse arrays, and spectral or geometric partition-
ing for arbitrary sparse matrices and irregular grids,
determines which elements are grouped together for a
node. The data reference pattern determines the com-
munication needs of each node.

The total demand on the communication system is
not only affected by how the data is grouped together,
but also how the groups are assigned to nodes. Ide-
ally, the groups of data are allocated to the nodes such
that the contention is minimized. To accomplish this
task, both the data reference pattern and the network
topology must be taken into account, as well as the
routing scheme. Optimal allocation of data i1s a hard
problem. Moreover, the allocation may need to be dy-
namic to efficiently accommodate different phases of a
computation.

2.3.1 Allocation of regular arrays

For nearest neighbor references along data array axes,
such as for typical difference stencils on regular grids,
proximity preserving data array embeddings of array
partitions to nodes are ideal, if such embeddings exist.
Such embeddings do exist in nodal arrays of a dimen-
sionality that is at least as high as that of the data ar-
ray [39]. Thus, two—dimensional mesh configured ma-
chines can embed meshes of at most two dimensions
preserving adjacency, while three-dimensional meshes
of processing nodes allows adjacency preserving em-
beddings for grids of up to three dimensions. Binary
cube networks of nodes allow for adjacency preserving
embeddings of meshes with a dimensionality up to the
number of cube dimensions. On the Connection Ma-
chine system CM—200 [47] which have processing nodes
interconnected by a binary cube network, the default
embedding of data arrays preserve adjacency.

Though data arrays can be embedded preserving
adjacency in meshes with sufficient dimensionality,
such embeddings are not possible in some other com-
mon networks, such as butterfly networks, and binary
tree networks [40].

2.3.2 Allocation of irregular arrays

For irregular grids, mapping of groups of data to pro-
cessing nodes such that proximity is preserved, is a
much more difficult problem than the mapping of reg-
ular arrays. Instead of attempting to find the best

Problem Gather Scatter
standard | random | standard | random
alloc. alloc. alloc. alloc.
3200 20-node 75 50 124 55
brick elements
864 8-—node 5.6 3.7 7.2 3.4
brick elements

Table 6: The effect of randomization on gather and
scatter performance. Times in msec on an 8K CM-

200.

possible map, it may be more profitable to search for
a map that is guaranteed to have an acceptable worst
case behavior. A randomized data placement [38, 37]
reduces the risk for bottlenecks in the routing system.
The randomized placement of data achieves the same
communication load characteristics in a single (deter-
ministic) routing phase as randomized routing achieves
in two phases [49, 50]. Randomized placement is an
option for some functions on the Connection Machine
systems [48].

The Connection Machine system CM-200 does not
support randomized routing. The routing on the CM—
5 randomizes the path selection on the message path
towards the root in its fat—tree interconnection net-
work [26, 27], followed by a deterministic path from
the point of turnaround to the destination.

Figures 9 and 10 give examples of the performance
improvements achieved on the CM—2 through the use
of randomized data allocation in a finite element com-
putation on an unstructured grid. The horizontal axis
shows the number of degrees of freedom and elements,
while the vertical axis denotes the execution time.
Each element has 24 degrees of freedom. The per-
formance improvement for the gather instruction due
to randomization is in the range 2.1 - 2.4. The im-
provement is increasing with the problem size. Figure
10 shows the execution times for two methods of accu-
mulating the product vector: using the combining fea-
tures of the router, and accumulation after the routing
operation. Randomization of the addresses improved
the router combining time by about a factor of two,
but performing the routing without combining is even
more effective. Table 6 gives the gather scatter times
with and without randomization for a solid mechanics
application [31] on the CM-200. The performance en-
hancement is a factor of 1.5 — 2.2, which in our experi-
ence is typical. It is rarely the case that randomization
has caused a performance degradation.
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2.4 A summary of data allocation issues

The assignment of data to memory units affects
load—balance, communication requirements, network
contention, and the performance of the computations
in each node (by affecting the ability to carry out local
blocking and pipelining of operations).

e Consecutive distribution preserves locality of ref-
erence along data array axes, and is suitable for
stencil-like reference patterns. It also offers the
possibility to improve the efficiency of the opera-
tions in each node by increasing the chance for
good cache behavior through optimal blocking,
and through long vectors for pipelined processors.

e Cyclic distribution significantly increases the com-
munication requirements for relaxation methods
and explicit methods for the solution of partial dif-
ferential equations, and shall be avoided. Cyclic
distribution may offer a reduction in the commu-
nication requirements for the FFT by a factor of
two [23]. Cyclic distribution is not required for
load-balance in LU and QR factorization, or for
the solution of triangular systems of equations.

e Grid sparse problems can be represented as dense
matrix problems. The partitioning techniques for
such problems yield good locality of reference for
typical operations on regular grids and grid sparse
matrices

e Arbitrary sparse matrices and irregular grids can
be successfully partitioned into subdomains using
recursive spectral bisection and geometric parti-
tioning.

e An optimum distribution of partitions requires a
data dependence analysis and an understanding
of optimum embeddings and routing algorithms
for the network at hand. For irregular computa-
tions, and when proximity preserving embeddings
may not be possible, minimizing the contention
through randomized distribution has shown to be
effective.

Finally, we remark that data distributions cannot
be determined until run—time, not only because the
index sets may not be known until run—time, but it is
highly desirable not to constrain the number of pro-
cessors used for execution at compile time. Library
routines must always yield a correct result. Library
routines must also offer as good a performance as pos-
sible, given the specified data distributions of the input
and output objects. The decisions of what algorithm
to choose for a given function, and whether or not a



redistribution shall be performed before and after ex-
ecuting the function, must be made at run—time.

Though mapping of data to memory units such that
proximity is preserved often is a good 1dea, it does not
necessarily guarantee that the communication time is
minimized. The reason is that in some interconnec-
tion networks the available bandwidth between a pair
of nodes may increase faster than the required band-
width due to increased distance. A greater distance
may also reduce the likelihood of network contention.
Thus, though minimizing distance is often the best
with respect to communication time, in particular un-
der light load, it may not be the best under heavy load
when bandwidth rather than distance governs the per-
formance of the interconnection network. Randomiza-
tion of the routing, or the address map, may be used
to reduce the likelihood for severe congestion in the
communication system.

3 Data Motion

Below we will discuss some of the techniques used to
achieve high utilization of the communications band-
width in binary cube networks. Full bandwidth uti-
lization 1s achieved by using multiple embeddings.

3.1 Broadcast

Broadcast and reduction from a single source to sub-
sets of nodes, holding an entire row or column, are crit-
ical for the efficiency of computations such as LU and
QR-factorization. In fact, many concurrent broadcast
(and reduction) operations are desired in these com-
putations as illustrated in Figure 11. Whether or not
these broadcast operations imply communication that
interfere, depends upon the network topology and how
the index space is mapped to the nodes.

On a binary cube network, entire subcubes are of-
ten assigned to a data array axis. In such a case, the
broadcasts within the different columns in the index
space do not interfere with each other, and the con-
current broadcast operation degenerates to a number
of broadcasts within disjoint subsets of nodes. How-
ever, in other networks, such as the fat—tree, such a
data mapping may not be feasible, and the simulta-
neous broadcast from several sources to distinct sub-
sets of nodes may require a more complex routing for
optimal bandwidth utilization. For instance, with a
two—dimensional address space linearized with respect
to processor addresses, implies that broadcast within
rows can take place without interference between rows
(for row major ordering), on the CM-5 fat—tree, since
they are mapped to separate subtrees. However, for

Figure 11: Broadcasting of a pivot row in LU-
decomposition.

broadcast within columns contention occurs since the
CM-5 fat—tree exhibits a reduction in bi—section width
for the first two levels.

Global broadcast and reduction is used, for in-
stance, in the conjugate gradient method. Even for
the conjugate gradient method, several simultaneous
broadcast operations may be required due to multiple—
instance computation.

In implementing a broadcast algorithm it 1s impor-
tant to exploit the bandwidth. A simple spanning tree
may not accomplish this task. Consider a binary cube
network (used in the CM-2 and CM-200). On an n—
cube, using a binomial tree to broadcast M elements
from a node to all other nodes requires a time of nM
with the communication restricted to one channel at a
time. The time is proportional to M with concurrent
communication on all channels of every node, all-port
communication. However, the lower bounds for the
two cases are M and %, respectively [20]. Thus, the
binomial tree algorithm is nonoptimal by a factor of n
in both cases.

Multiple spanning trees rooted at the same node can
be used to create lower bound algorithms [20]. The
basic idea 1s that the source node splits its data set
into % disjoint subsets and sends each subset to a dis-
tinct neighbor. Then, each of these neighbor nodes
broadcasts the data set it received to all other nodes
(except the original source node) using spanning bino-
mial trees. By a suitable construction of the trees, the
n binomial trees are edge disjoint, and the full band-
width of the binary n—cube is used effectively.

The multiple spanning binomial tree algorithm is
used for broadcasting on the Connection Machine sys-
tems CM-2 and CM-200. This broadcast function is
part of the Connection Machine Run-Time System.
The performance is illustrated in Figure 12 [17]. As
expected, the time to broadcast a given size data set
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Figure 12: Time in msec for broadcast of 16K 32-bit
data elements on Connection Machine system CM-200
as a function of the number of cube dimensions.

decreases with the number of nodes to which the set
is broadcast. Thus, broadcast exhibits a logarithmic
speedup with respect to the number of nodes.

The CM-5 communication system is of the node
limited variety and the optimizations are different.

3.2 All-to—all broadcast/reduce

Another important communication primitive is the
simultaneous broadcast from each node in a set to ev-
ery other node in the same set, all-to—all broadcast
[20]. This communication is typical for so called direct
N-body algorithms, but it 1s also required in many
dense matrix algorithms. In all-to-all reduction, re-
duction operations are performed concurrently on dif-
ferent data sets, each distributed over all nodes such
that the results of the different reductions are evenly
distributed over all nodes. Here we will illustrate their
use In matrix—vector multiplication.

With the processing nodes configured as a two—
dimensional nodal array for the matrix, and as a one—
dimensional nodal array for the vectors, both all-to—all
broadcast and all-to—all reduction are required in eval-
uating the matrix vector product. Figure 13 illustrates
the data allocation for both row major and column ma-
jor ordering of the matrix. The data allocation shown
in Figure 13 is typical on Connection Machine systems.

For a matrix of shape P x ), allocated to a two—
dimensional nodal array in column major order, an
all-to—all broadcast [8, 20, 42, 43] is required within
the columns of the nodes for any shape of the nodal
array and for any length of the matrix @—axis.

After the all-to—all broadcast, each node performs
a local matrix—vector multiplication. After this opera-
tion, each node contains a segment of the result vector
y. The nodes in a row contain partial contributions to
the same segment of y, while different rows of nodes
contain contributions to different segments of y. No
communication between rows of nodes is required for
the computation of y. Communication within the rows
of the nodes suffices.

The different segments of y can be computed by all—-
to—all reduction within processor rows, resulting in a
row major ordering of y. But, the node labeling is in
column major order, and a reordering from row to col-
umn major ordering is required in order to establish
the final allocation of y. Thus, for a column major
order of the matrix elements, matrix—vector multipli-
cation can be expressed as:

All-to—all broadcast of the input vector within columns of nodes
Local matrix—vector multiplication

All-to—-all reduction within rows of nodes to accumulate

partial contributions to the result vector

Reordering of the result vector from row major to column major
order.

All-to—all broadcast or reduction is required also
when a one—dimensional nodal array configuration is
used for the matrix [29].

As in the case of broadcast from a single source, all—-
to—all broadcast on an n—cube can be performed in a
time proportional to the lower bound. With each node
initially holding M elements, a time of M(N — 1) is
required for communication restricted to a single port
at a time, and a time of M%l is required for all-
port communication [20]. A simple, yet optimal, all-
port algorithm for all-to—all broadcast uses n Hamilto-
nian paths for each node. For all-to—all broadcast, the
Hamiltonian paths need not be edge—disjoint [20, 3].

3.3 Gather/Scatter

Gather and scatter operations on regular grid data
represented as one or multidimensional arrays, as well
as irregular grid data, is critical for the performance
of many scientific and engineering applications. On
the Connection Machine Systems, gather and scat-
ter operations on regular grids are supported through
PSHIFT (for polyshift) [10, 48], which allows the pro-
grammer to specify concurrent shift operations in one
or both directions of one or multiple axes. On the
CM-2 and CM-200 with Gray—coded axes, PSHIFT
concurrently performs all the data exchanges requiring
communication between nodes. In effect, PSHIFT pro-
vides an effective means of emulating lattices on binary
cubes. (A further level of optimization is provided by
the so called stencil compiler [2], which in addition to
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Problem Gather Scatter
standard | random | standard | random
alloc. alloc. alloc. alloc.
3200 20-node 75 50 124 55
brick elements
864 8-—node 5.6 3.7 7.2 3.4
brick elements

Table 7: The effect of randomization on gather and
scatter performance. Times in msec on an 8K CM-

200.

maximizing the concurrency in internode communica-
tion (using PSHIFT), avoids unnecessary local memory
moves and uses a highly optimized register allocation
in order to minimize the number of load and store op-
erations between local memory and the register file in
the floating—point unit.)

For gather and scatter operations on unstructured
grid computations, the general router on the Connec-
tion Machine systems is used. However, two means of
improving the performance are provided; randomiza-
tion of the data allocation, and savings of the routing
information for repetitive gather/scatter operations.
Table 7 [30] summarizes the effect of randomization
of the data allocation for a few meshes.

The performance enhancement of 1.5 — 2.25 is typ-
ical.

3.4 Personalized communication

In one—to—all personalized communication, a node
sends a unique piece of data to every other node. An
example 1s matrix computations where a node holds
an entire column, which may need to be redistributed

evenly over all the nodes as in some algorithms for
matrix—vector multiplication [29]. In all-to-all per-
sonalized communication, each node sends unique in-
formation to all other nodes. Personalized communica-
tion is not limited to matrix transposition, but encom-
passes operations such as bit—reversal, transposition or
bit-reversal combined with a code change (such as the
conversion between binary code and binary-reflected
Gray code), and bit-inversion. We now illustrate the
significance of personalized communication in comput-
ing the FFT on a multiprocessor.

In computing the FFT on distributed data, one pos-
sibility is to exchange data between nodes and have one
of the nodes in a pair compute the “top” and the other
compute the “bottom” of the butterfly requiring data
from the two nodes. This type of algorithm is used on
the Connection Machine systems CM-2 and CM-200
[24]. When there are two or more elements per node,
then an alternative is to perform an exchange of data
between nodes, such that each node in a pair computes
one complete butterfly. The sequence of exchanges re-
quired for the FFT amounts to a shuffle, as illustrated
below, where the | separates node address bits to the
left and local memory address bits to the right:

Example 1.

Address
54321]0
0432115
05321]4
054213
054312
05432|1

Index
54321|0) = (54321|x0)
x0a4a3a2a1|a5)

a4x0a3a2a1|a5
a4a3x0a2a1|a5

a4a3a2x0a1|a5

( )
( )
( ) )
( ) )
( ) )
( ) )

a4a3a2a1x0|a5



(15432]0)

(a4a3a2a1a5|x0)

Thus, the end result of the sequence of exchanges
is a shuffle on the node address field. Each step is
equivalent to the transposition of a collection of 2 x 2
matrices.

In practice, for a one—dimensional transform, there
are typically several local memory bits. For perfor-
mance, under many models for the communication sys-
tem, minimizing the number of exchange steps is de-
sirable, i.e., instead of performing bisections it is desir-
able to perform multisections including all local mem-
ory bits. Thus, for instance, with two local memory
bits, four-sectioning should be carried out, as shown
in Example 2. Multisectioning is used for the FFT on
the CM-5.

Example 2.
Address Index
65432(10 65432(10) = (65432
( |10) 110) = ( | \xg_)
j1 40
(10432|65) (l‘ll‘o a4a3a2|a6a5
(10652]43) (a4a3x1x0 a |a6a5i
m m n-— km
k-m
10654|23
(1065428)  (gaasay 29, 21 leogs)
n—m (k+1l)m—-nn—km m
jo J1
23654(10
(236410 (gasay 25, g5 lgomy)
n—m (k+1)m-nn—k-m m
23654(10
(236410)  (gasey 25, g5 loam)

n—m (k+1)m-nn—k-m m

Example 2 was deliberately chosen such that the
exchanges cannot simply be treated as digit exchanges
with increased radix for the digit, but must indeed be
treated as exchanges with digits of different radices.
Moreover, the last few exchange steps were made such
that the final order represents an m-—step shuffle on
the nodal address bits, where m is the number of bits
used to encode the first exchange. This node address
ordering requires a local memory shuffle to restore the
original local memory ordering. (In practice, it may, in
fact, be preferable to avoid the local memory reorder-
ing by performing the last exchange such that local
memory is normally ordered, which would leave the
node addresses in an order corresponding to two shuf-
fles: one m—step shuffle on all n node address bits, one
n mod m shuffle on the last m bits.)

In multidimensional FFT, all of local memory
should be considered in performing the multisection-
ing, see [18].

The FFT produces the results in bit-reversed or-
der with respect to the indices. Thus, establishing a
normal index map in the output domain requires an
unshuffle with bit-reversal. Figure 14 [18] shows an
example.

The lower bounds for all-to—all personalized com-
munication depends upon the network and communi-
cation system. For a binary n—cube with M data ele-

ments per node, the lower bound is ”J‘;[N for commu-
MN
d =

nication restricted to a single port per node an
for all-port communication [20]. Balanced spanning
trees [11] provide for optimal all-to—all personalized
communication with all-port communication. A bal-
anced spanning tree has N/n nodes in each of the n
subtrees of the root. The use of n rotated spanning bi-
nomial trees rooted in each node also yields the desired
complexity [20]. The CM-5 network is node limited,
and the communication time is simply limited by the
bandwidth at the node. However, the order in which
the data is sent and retrieved from the network has a
measurable impact on the performance.

In our FFT example above, several all-to—all per-
sonalized communications were performed in succes-
sion. In such a case, 1t may be of interest to minimize
the time elements spend in transition from source to
destination in order to minimize pipeline delays. Al-
gorithms with a minimal transition time are presented
n [22].

Bit—reversal with an equal number of dimensions as-
signed to the node address field and the local memory
address field constitutes one form of all-to—all person-
alized communication. The performance on various
sizes of the CM-2 is shown in Figure 15 [17]. As ex-
pected, the execution time is almost independent of
the machine size for a fixed size data set M N. The in-
crease in the execution time is largely due to the fact
that local memory operations cannot be performed in
parallel. Thus, there 1s a term proportional to n in
addition to the constant term.

3.5 Index reversal — bit—inversion

Index reversal is another important permutation
used for instance in the computation of real-to—
complex FFT. For this computation, the standard al-
gorithm requires that data with indices ¢ and N — ¢,
0 < i < N be operated upon in a preprocessing or
postprocessing step for the FFT [44, 45]. In binary—
coded data, the index reversal required for the FFT
corresponds to a two’s—complement subtraction (bit
complement plus one).
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Figure 15: All-to-all personalized communication on
the Connection Machine.

However, in the case of the real-to—complex FFT
on a one—dimensional array with binary—coded data,
the first step in one of the most common algorithms is
to perform a complex—to—complex FFT on the array
viewed as a half-size, one—dimensional array of com-
plex data points. The result is shown in Figure 16.
The Figure also shows that the postprocessing match-
ing indices ¢ and N — ¢ correspond to bit—inversion in
subcubes of the form 00...0lzxz ...z, with the inver-
sion being performed on the bits denoted by .

If there are more than one complex data point per
node, then the communication requirements depend
upon how the indices are aggregated to the nodes. In
consecutive data allocation, the communication pat-
tern between nodes is the same as if there was only
one element per node. In a cyclic data allocation, the
communication for the first complex local memory lo-
cation across all nodes is the same as if there was a
single element per node. The communication for the
second and all subsequent complex local memory loca-
tions is bit—complement on the entire node address.

Bit-inversion also occurs in the alignment of the
operands in matrix—matrix multiplication on three—
dimensional nodal array configurations [19].

Concurrent communication for bit-inversion on bi-
nary cubes is straightforward. For instance, multi-
ple exchange sequences starting in different dimensions
and progressing through the dimensions in increasing
(or decreasing) order cyclicly can be used.
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Figure 16: Postprocessing for real-to—complex FFT.
Bit—inversion in subcubes.

3.6 Shuflle operations on binary cube net-
works

Computing the FFT through multisectioning re-
sults in an m—step shuffle on the index space, where m
is the number of bits encoding the first digit exchange.
Restoring the original index order corresponds to an
unshuffle (except for the FFT which in itself imple-
ments a bit-reversal). Reshaping the nodal array for
a given data array also represents a general shuffle op-
eration. For instance, changing the allocation

a3 aAaMo al GgMiMo
(yzyl Yo X3T2x1 l‘o)

to the allocation

MoM1Mo 3 A a1 Qg
(yz Y1 Yo 1‘39621‘11‘0),

where z; and y; denote bits encoding an z—axis and
y—axis, respectively, and a; denotes nodal address bits
and m; local memory address bits, constitutes a gener-
alized shuffle, or dimension permutation. The dimen-
sion permutation is: ag < a; < My < dg «— dg —
mgy «— mso < as. In this example, the reshaping re-
sulted in a single cycle on the dimensions. In general,
the reshaping may result in several cycles, just as the
m-step shuffle in general can be decomposed into sev-
eral cycles.

A shuffle can be implemented as a sequence of suc-
cessive pairwise dimension exchanges starting in any
position. In a binary cube, such exchanges imply com-
munication in two cube dimensions for each step, when

both dimensions in an exchange are nodal address di-
mensions. However, it is also possible to use a fixed
memory dimension for each exchange. If the first ex-
change is repeated as a last exchange, then the result
is a shuffle on all bits but the fixed exchange dimen-
sion. For a shuffle on n bits, the first alternative re-
quires n — 1 exchanges while the last requires n + 1
exchanges. Thus, at the expense of two additional ex-
changes, each exchange only involves one nodal ad-
dress dimension. In [21] we present algorithms that
are nonoptimal by two exchanges at most, regardless
of the number of cube dimensions in the shuffle and
the data elements per node. The algorithms use mul-
tiple exchange sequences (embeddings), exploiting the
fact that a shuffle can be performed as a sequence of
exchanges starting at any bit and proceeding in order
of decreasing dimensions cyclicly.

4 Summary

We have shown that for current memory sizes in
a node in distributed memory architectures preserv-
ing locality of reference may reduce the demand for
network bandwidth by one to two orders of magni-
tude for common computations. Mapping data arrays
for matrix computations, relaxation methods, explicit
finite difference methods, and convolution by decom-
position into blocks with sides of approximately equal
length is indeed optimal or close to optimal for many
of the common operations in matrix algebra and ex-
plicit methods for partial differential equations. Such
allocations are easy to determine, but require a mul-
tidimensional address space. Conventional languages
linearize the address space, but the recently proposed
High Performance Fortran provides multidimensional
addresses. Partitioning of irregular grids to preserve
locality of reference i1s much more difficult. We have
used recursive spectral bisection with excellent results.

For relatively coarse grained computations, which
is the typical case for current massively parallel com-
puters, using routing techniques that maximize band-
width utilization is often more critical than minimizing
latency. In some networks, such as binary cubes, there
exists multiple paths between any source/destination
pair. We have discussed some algorithms that ex-
ploit this fact by routing messages along multiple paths
without congestion through proper scheduling. In fact,
the bandwidth is used optimally for several of the al-
gorithms.
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