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Contributions to Scalable Bayesian Computation

Abstract

Thismanuscript presents fourprojects related toBayesian computation in large-scale settings. Each
chapter is self-contained, and their respective abstracts are given below.

Chapter 1. Markov chain Monte Carlo (MCMC) methods generate samples that are asymptot-
ically distributed from a target distribution of interest as the number of iterations goes to infinity.
Various theoretical results provide upper bounds on the distance between the target and marginal
distribution after a fixed number of iterations. These upper bounds are on a case by case basis and
typically involve intractable quantities, which limits their use for practitioners. We introduce L-lag
couplings to generate computable, non-asymptotic upper bound estimates for the total variation or
the Wasserstein distance of general Markov chains. We apply L-lag couplings to the tasks of (i) deter-
mining MCMC burn-in, (ii) comparing different MCMC algorithms with the same target, and (iii)
comparing exact and approximate MCMC. Lastly, we (iv) assess the bias of sequential Monte Carlo
and self-normalized importance samplers.

Chapter 2. We consider MCMC algorithms for Bayesian high-dimensional regression with con-
tinuous shrinkage priors. A common challenge with these algorithms is the choice of the number
of iterations to perform. This is critical when each iteration is expensive, as is the case when dealing
with modern data sets, such as genome-wide association studies with thousands of rows and up to
hundreds of thousands of columns. We develop coupling techniques tailored to the setting of high-
dimensional regression with shrinkage priors, which enable practical, non-asymptotic diagnostics of
convergence without relying on traceplots or long-run asymptotics. By establishing geometric drift
and minorization conditions for the algorithm under consideration, we prove that the proposed cou-
plings have finite expected meeting time. Focusing on a class of shrinkage priors which includes the
“Horseshoe”, we empirically demonstrate the scalability of the proposed couplings. A highlight of
our findings is that less than 1000 iterations can be enough for a Gibbs sampler to reach stationarity
in a regression on 100000 covariates. The numerical results also illustrate the impact of the prior on
the computational efficiency of the coupling, and suggest the use of priors where the local precisions
are Half-t distributed with degree of freedom larger than one.

Chapter 3. MCMCprovides asymptotically consistent estimates of intractable posterior expecta-
tions as the number of iterations tends to infinity. However, in large data applications, MCMC can
be computationally expensive per iteration. This has catalyzed interest in sampling methods such as
approximateMCMC, which trade off asymptotic consistency for improved computational speed. In
this chapter, we propose estimators based on couplings ofMarkov chains to assess the quality of such
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asymptotically biased sampling methods. The estimators give empirical upper bounds of the Wasser-
stein distance between the limiting distribution of the asymptotically biased sampling method and
the original target distribution of interest. We establish theoretical guarantees for our upper bounds
and show that our estimators can remain effective in high dimensions. We apply our quality measures
to stochastic gradient MCMC, variational Bayes, and Laplace approximations for tall data and to ap-
proximateMCMC for Bayesian logistic regression in 4500 dimensions and Bayesian linear regression
in 50000 dimensions.

Chapter 4. Spike-and-slab priors are commonly used for Bayesian variable selection, due to their
interpretability and favorable statistical properties. However, existing samplers for spike-and-slab pos-
teriors incur prohibitive computational costswhen the number of variables is large. In this chapter, we
proposeScalable Spike-and-Slab (S3), a scalableGibbs sampling implementation for high-dimensional
Bayesian regression with the continuous spike-and-slab prior of George and McCulloch (1993). For
a dataset with n observations and p covariates, S3 has order max{n2pt, np} computational cost at iter-
ation twhere pt never exceeds the number of covariates switching spike-and-slab states between itera-
tions t and t− 1 of theMarkov chain. This improves upon the order n2p per-iteration cost of state-of-
the-art implementations as, typically, pt is substantially smaller than p. We apply S3 on synthetic and
real-world datasets, demonstrating orders of magnitude speed-ups over existing exact samplers and
significant gains in inferential quality over approximate samplers with comparable cost.

iv



Contents

Title Page 1

Copyright page 2

Abstract iii

Publications and Statement on JointWork vii

Acknowledgments viii

0 Preface 1

1 Estimating Convergence ofMarkov chains with L-Lag Couplings 5
1.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 5
1.2 L-lag couplings . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 7
1.3 Experiments and applications . . . . . . . . . . . . . . . . . . . . . . . . . . . 15
1.4 Assessing the bias of sequential Monte Carlo samplers . . . . . . . . . . . . . . . 18
1.5 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 20

2 Coupling-basedconvergenceassessmentofsomeGibbssamplersfor
high-dimensional Bayesian regressionwith shrinkage priors 22
2.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 23
2.2 CoupledMCMC for regression with Half-t(ν) priors . . . . . . . . . . . . . . . 29
2.3 Coupling strategies for high-dimensional settings . . . . . . . . . . . . . . . . . 37
2.4 Results on GWAS datasets . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 48
2.5 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 50

3 BoundingWasserstein distance with couplings 53
3.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 54
3.2 BoundingWasserstein distance with couplings . . . . . . . . . . . . . . . . . . . 58
3.3 Properties and Implementation . . . . . . . . . . . . . . . . . . . . . . . . . . 62

v



3.4 Applications . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 75
3.5 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 80

4 Scalable Spike-and-Slab 83
4.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 83
4.2 Scalable Spike-and-Slab . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 87
4.3 Comparison with Alternatives . . . . . . . . . . . . . . . . . . . . . . . . . . . 97
4.4 Applications . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 100
4.5 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 102

Appendices 105

A Appendices to Chapter 1 106
A.1 Proofs . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 107
A.2 Couplings of MCMC algorithms . . . . . . . . . . . . . . . . . . . . . . . . . 111

B Appendices to Chapter 2 123
B.1 Features of the target complicate use of generic MCMC . . . . . . . . . . . . . . 124
B.2 Details on the choice and calculation of metric . . . . . . . . . . . . . . . . . . . 126
B.3 Additional experiments . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 134
B.4 Proofs . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 137
B.5 Additional Algorithms . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 172
B.6 AlgorithmDerivations . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 172

C Appendices to Chapter 3 178
C.1 Additional figures and discussion . . . . . . . . . . . . . . . . . . . . . . . . . 179
C.2 Proofs . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 184
C.3 Example applications of theoretical results . . . . . . . . . . . . . . . . . . . . . 196
C.4 Multi-step couplings . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 198
C.5 Details for the practical applications in Section 4.4 . . . . . . . . . . . . . . . . . 206
C.6 Additional Algorithms . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 212

D Appendices to Chapter 4 216
D.1 Proofs . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 216
D.2 AlgorithmDerivations . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 218
D.3 Experiment Details . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 224
D.4 Dataset Details . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 224

References 243

vi



Publications and Statement on Joint Work

Chapter 1 corresponds to the paper Biswas et al. [2019], published in Advances in Neural Infor-
mation Processing Systems (NeurIPS). It is joint work with Pierre Jacob and Paul Vanetti. I initiated
the project, contributed the theory and algorithms, performed initial simulations, andwrote an initial
draft independently. Pierre helpedmewrite the full paper and performed the simulations for the Ising
model example. Paul helped prepare the response to reviewers and refactored the code.

Chapter 2 corresponds to the paper Biswas et al. [2022a], published in Journal of the Royal Sta-
tistical Society: Series B (Statistical Methodology). It is joint work with Anirban Bhattacharya, Pierre
Jacob and James Johndrow. Pierre initiated the project, and connected me to Anirban and James. I
contributed most of the theory and algorithms, based on feedback fromAnirban, Pierre and James. I
wrote most of the paper, based on editing and feedback from Anirban, Pierre and James.

Chapter 3 corresponds to the arXiv preprint Biswas andMackey [2021], which has been submitted
for publication and a revision has been requested from Journal of the American Statistical Association
(Theory andMethods). It is joint work with LesterMackey. The project was initiated jointly by Lester
and I. I contributed most of the theory and algorithms, based on feedback from Lester. I wrote most
of the paper, based on editing and feedback from Lester.

Chapter 4 corresponds to the arXiv preprint Biswas et al. [2022b], which has been submitted for
publication and a revision has been requested from International Conference on Machine Learning
(ICML). It is joint work with Lester Mackey and Xiao-Li Meng. The project was initiated jointly by
Lester, Xiao-Li and I. I contributedmost of the theory and algorithms, based on feedback fromLester
and Xiao-Li. I wrote most of the paper, based on editing and feedback from Lester and Xiao-Li.

vii



Acknowledgments

Thework in this dissertationwas supported in part by aMerit fellowship from theGraduate School
of Arts and Sciences at Harvard, a Two Sigma Fellowship award, a summer research grant from the
KennedyMemorial Trust, theNational Science Foundation grantDMS-1844695, a Student/Postdoc
Contributed PaperAward from the International Society for BayesianAnalysis and the Laplace award
from the American Statistical Association.

I thank my committee members: Lester Mackey, Xiao-Li Meng (Chair) and Neil Shephard. At
Harvard, I have been fortunate to have Xiao-Li and Neil Shephard as mentors. Xiao-Li Meng has
been my primary advisor during the later stages of graduate school. Parallel to his many obligations,
Xiao-Li has made time tomentor me. He has given detailed comments, given career advice, improved
my writing and highlighted subtleties that I may have overlooked. Seeing Xiao-Li’s work ethic, sharp
intuition, enthusiasm and dedication towards statistics firsthand has been inspiring.

Neil Shephard has closely followedmy development as a scholar. Neil has given feedback onmy pa-
pers, given career advice, supported departmental nominations for fellowships, and has connectedme
to collaboration opportunities in economics. My peers and I have also benefited from his leadership
as the Chair of the department.

I cannot overstate my gratitude towards Lester Mackey at Microsoft Research. At the end of my
second year, I approached Lester with some initial ideas. Since then, we havemet regularly for the past
three years. As a collaborator, Lester is technically brilliant and pleasant to work with. As a mentor,
Lester has supported me for applications, recommended potential research groups for future work,
given feedback on my CV, shared fellowship applications and presentation opportunities, and shared
advice from his own experiences. Lester has also been a perceptive mentor, recognizing my tastes in
research and guiding me accordingly. I have been fortunate to work with him, and I hope to pay this
good fortune forward.

I am grateful to Pierre Jacob from the earlier stages of graduate school. Pierre’s detailed comments
on typography and code improved our joint projects, and has influenced my presentation style. He
also connected me to Anirban Bhattacharya and James Johndrow, who had significant impact on my
research interests and taught me much.

I thankmypeers, inparticular: EspenBernton,AmbarishChattopadhyay, Phyllis Ju, JohnO’Leary,
Emilia Pompe, Azeem Zaman and Lu Zhang. I thank the faculty and departmental staff at Harvard.
I am grateful to Alison Etheridge at Oxford. I have come to realize how fortunate I was to have such

viii



a mentor as an undergraduate.
I thankmembers of the wider Bayesian computation community fromwhom I have received feed-

back: YvesAtchadé, ValentinDeBortoli,NicolasChopin,RaduCraiu, ArnaudDoucet, AndrewGel-
man,TamásPapp,QianQin,ChristianRobert, JeffreyRosenthal,DanielRudolf,Nikolaus Schweizer,
Chris Sherlock, Dootika Vats and Aki Vehtari. Special thanks to Arnaud and Valentin for remotely
hosting me.

I am indebted to CabotHouse andmy friends at graduate school. I will miss the runs, the lifts, the
unforced errors and the cross-court nicks. Finally, I thank my family for their sacrifices and support.

ix



0
Preface

Tales fromthecryptwas a horror comic book series published by ECComics from 1950 to 1955.

Figure 1 presents the front cover of its 24th issue. In the less fearsome context of Bayesian computation

and machine learning, tales from the crypt refers to popular folklore about Monte Carlo methods in
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Figure 1: Tales from the Crypt Vol 1 #24, EC Comics 1951. Script by Bill Gaines, Al Feldstein and Edgar Allan Poe.

large scale settings1,2. These include

“Markov chain Monte Carlo (MCMC) algorithms have prohibitively high computa-

tional cost”,

“MCMC algorithms converge slowly for high-dimensional target distributions”, and

“Bayesian inference is computationally too expensive”.

This thesis revisits some of these tales from the crypt. We develop tools to perform and assess Bayesian

computation, and participate in a wider quest to scale Bayesian inference for large data applications

[e.g.Welling andTeh, 2011, Bardenet et al., 2017, Blei et al., 2017,Narisetty et al., 2019, Bierkens et al.,

2019, Papaspiliopoulos et al., 2019, Pollock et al., 2020, Jacob et al., 2020b, Johndrow et al., 2020,

Nemeth and Fearnhead, 2021, Ray and Szabó, 2021]. The content from each chapter is summarized

below and one highlight from each chapter is showcased in Figure 2.

1Nicolas Chopin, The Surprisingly Overlooked Efficiency of Sequential Monte Carlo (and how to make it
even more efficient), Laplace’s Demon seminar on BayesianMachine Learning at Scale, Criteo AI Lab, 2020.

2Omiros Papaspiliopoulos, Scalable computation for Bayesian hierarchical models, Laplace’s Demon sem-
inar on BayesianMachine Learning at Scale, Criteo AI Lab, 2021.
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Chapter 1 develops convergence diagnostics for general MCMC algorithms. We provide com-

putable, non-asymptotic upper bound estimates for the total variation and the Wasserstein distance.

Figure 2a shows an application of our method on a single-site Gibbs sampler and a parallel tempering

algorithm for the Ising model.

Chapter 2 investigates the value of the diagnostics introduced in Chapter 1 for practical, large-

scale Bayesian computation. We focus on Gibbs samplers for high-dimensional Bayesian regression

with continuous shrinkage priors, and develop theory and methodology to assess their convergence.

Figure 2b shows a highlight of our findings, that less than 1000 iterations can be enough for a Gibbs

sampler to reach stationarity for regression on a genome-wide association study (GWAS) dataset with

approximately 100000 covariates.

Chapter 3 extends the efforts of Chapters 1 and 2, and develops convergence diagnostics to assess

the quality of approximateMCMC and some variational inference algorithms. We introduce estima-

tors which give empirical upper bounds of theWasserstein distance between the limiting distribution

of the asymptotically biased sampling method and the original target distribution of interest. Figure

2c shows an application of our bounds to assess the performance of stochastic gradientMCMC, vari-

ational Bayes, and Laplace approximation for Bayesian logistic regression on two datasets with a large

number of observations.

Chapter 4 proposes Scalable Spike-and-Slab (S3), a scalable Gibbs sampling implementation for

high-dimensional Bayesian regression with continuous spike-and-slab priors. S3 improves upon the

per-iteration cost of state-of-the-art implementations of Bayesian linear, logistic and probit regression.

Figure 2d shows an application of S3 on multiple synthetic and real-world datasets, where S3 offers

orders of magnitude speed-ups in runtime over existing state-of-the-art samplers.
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1
Estimating Convergence of Markov chains

with L-Lag Couplings

1.1 Introduction

Markov chain Monte Carlo (MCMC) algorithms generate Markov chains that are invariant with re-

spect to probability distributions that we wish to approximate. Numerous works help understanding
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the convergence of these chains to their invariant distributions, hereafter denoted by π. Denote by

πt the marginal distribution of the chain (Xt)t≥0 at time t. The discrepancy between πt and π can be

measured in different ways, typically the total variation (TV) distance or the Wasserstein distance in

theMCMC literature. Various results provide upper bounds on this distance, of the formC(π0)f(t),

where C(π0) < ∞ depends on π0 but not on t, and where f(t) decreases to zero as t goes to infinity,

typically geometrically; see Section 3 in Roberts and Rosenthal [2004] for a gentle survey, and Dur-

mus et al. [2016], Dalalyan [2017], Dwivedi et al. [2019] for recent examples. These results typically

relate convergence rates to the dimension of the state space or to various features of the target. Often

these results do not provide computable bounds on the distance between πt and π, as C(π0) and f(t)

typically feature unknown constants; although see Rosenthal [1996] where these constants can be

bounded analytically, and Cowles and Rosenthal [1998] for examples where they can be numerically

approximated.

Various tools have been developed to assess the quality ofMCMCestimates. Some focus on the be-

haviour of the chains assuming stationarity, comparing averages computed within and across chains,

or defining various notions of effective sample sizes based on asymptotic variance estimates (e.g. Gel-

man and Rubin [1992], Geweke [1998], Brooks and Gelman [1998], Vats et al. [2019], Robert and

Casella [2013, Chapter 8]). Few tools provide computable bounds on the distance between πt and

π for a fixed t; some are mentioned in Brooks and Roberts [1998] for Gibbs samplers with tractable

transition kernels. Notable exceptions, beyond Cowles and Rosenthal [1998] mentioned above, in-

clude the method of Johnson [1996, 1998] which relies on coupled Markov chains. A comparison

with our proposed method will be given in Section 1.2.4.

We propose to useL-lag couplings ofMarkov chains to estimate the distance between πt and π for a

fixed time t, building on 1-lag couplings used to obtain unbiased estimators inGlynn andRhee [2014],

Jacob et al. [2020b]. Thediscussionof Jacob et al. [2020b]mentions that upper bounds on theTVbe-

tween πt and π canbe estimatedwith such couplings. We generalize this idea toL-lag couplings, which

6



provide sharper bounds, particularly for small values of t. The proposed technique extends to a class

of probabilitymetrics [Sriperumbudur et al., 2012] beyondTV.We demonstrate numerically that the

bounds provide a practical assessment of convergence for various popular MCMC algorithms, on ei-

ther discrete or continuous and possibly high-dimensional spaces. The proposed bounds can be used

to (i) determine burn-in period for MCMC estimates, to (ii) compare different MCMC algorithms

targeting the same distribution, or to (iii) compare exact and approximate MCMC algorithms, such

as Unadjusted andMetropolis-adjusted Langevin algorithms, providing a computational companion

to studies such as Dwivedi et al. [2019]. We also (iv) assess the bias of sequential Monte Carlo and

self-normalized importance samplers.

In Section 1.2 we introduce L-lag couplings to estimate metrics between marginal and invariant

distributions of a Markov chain. We illustrate the method on simple examples, discuss the choice

of L, and compare with the approach of Johnson [1996]. In Section 1.3 we consider applications

including Gibbs samplers on the Ising model and gradient-based MCMC algorithms on log-concave

targets. In Section 1.4 we assess the bias of sequential Monte Carlo and self-normalized importance

samplers. All scripts in R are available at https://github.com/niloyb/LlagCouplings.

1.2 L-lag couplings

Consider twoMarkov chains (Xt)t≥0, (Yt)t≥0, each with the same initial distribution π0 andMarkov

kernelK on (Rd,B(Rd)) which is π-invariant. Choose some integer L ≥ 1 as the lag parameter. We

generate the two chains using Algorithm 1. The joint Markov kernel K̄ on (Rd × Rd,B(Rd × Rd))

is such that, for all x, y, K̄((x, y), (·,Rd)) = K(x, ·), and K̄((x, y), (Rd, ·)) = K(y, ·). This ensures

that Xt and Yt have the same marginal distribution at all times t. Furthermore, K̄ is constructed such

that the pair of chains can meet exactly after a random number of steps, i.e. the meeting time τ(L) :=

inf{t > L : Xt = Yt−L} is almost surely finite. Finally we assume that the chains remain faithful after

7
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meeting, i.e. Xt = Yt−L for all t ≥ τ(L).

Various constructions for K̄ have been derived in the literature: for instance coupled Metropolis-

Hastings and Gibbs kernels in Johnson [1996], Jacob et al. [2020b], coupled Hamiltonian Monte

Carlo kernels in Mangoubi and Smith [2019], Bou-Rabee et al. [2020], Heng and Jacob [2019],

and coupled particle Gibbs samplers in Chopin and Singh [2015], Andrieu et al. [2018], Jacob et al.

[2020a].
Algorithm 1: Sampling L-lag meeting times

Input: lag L ≥ 1, initial distribution π0, single kernelK and joint kernel K̄

Output: meeting time τ(L), and chains (Xt)0≤t≤τ(L) , (Yt)0≤t≤τ(L)−L

Initialize: generate X0 ∼ π0, Xt|Xt−1 ∼ K(Xt−1, ·) for t = 1, . . . ,L, and Y0 ∼ π0

for t > L do

Sample (Xt,Yt−L)|(Xt−1,Yt−L−1) ∼ K̄((Xt−1,Yt−L−1), ·)

if Xt = Yt−L then return τ(L) := t, and chains (Xt)0≤t≤τ(L) , (Yt)0≤t≤τ(L)−L

end

We next introduce integral probability metrics (IPMs, e.g. Sriperumbudur et al. [2012]).

Definition 1.2.1. (Integral ProbabilityMetric). LetH be a class of real-valued functions on ameasur-

able spaceX . For all probability measures P,Q onX , the corresponding IPM is defined as:

dH(P,Q) := sup
h∈H

∣∣∣EX∼P[h(X)]− EX∼Q[h(X)]
∣∣∣. (1.1)

Common IPMs include total variation distance dTV with H := {h : supx∈X |h(x)| ≤ 1/2},

and 1-Wasserstein distance dW with H = {h : |h(x) − h(y)| ≤ dX (x, y), ∀x, y ∈ X}, where

dX is a metric on X [Peyré and Cuturi, 2019]. Our proposed method applies to IPMs such that

suph∈H |h(x)− h(y)| ≤ MH(x, y) for all x, y ∈ X , for some computable functionMH onX × X .

For dTV we haveMH(x, y) = 1, and for dW we haveMH(x, y) = dX (x, y).

8



With a similar motivation for the assessment of sample approximations, and not restricted to the

MCMC setting, Gorham and Mackey [2015] considers a restricted class of functionsH to develop

a specific measure of sample quality based on Stein’s identity. Liu et al. [2016a], Chwialkowski et al.

[2016] combine Stein’s identity with reproducing kernel Hilbert space theory to develop goodness-

of-fit tests. Gorham et al. [2019] obtains further results and draws connections to the literature on

couplings of Markov processes. Here we directly aim at upper bounds on the total variation and

Wasserstein distance. The total variation controls themaximal difference between themasses assigned

by πt and π on any measurable set, and thus directly helps assessing the error of histograms of the

target marginals. The 1-Wasserstein distance controls the error made on expectations of 1-Lipschitz

functions, which with X = Rd and dX (x, y) = ‖x − y‖1 (the L1 norm on Rd) include all first

moments.

1.2.1 Main results

Wemake the three following assumptions similar to those of Jacob et al. [2020b].

Assumption 1.2.2. (Marginal convergence and moments.) For all h ∈ H, as t → ∞, E[h(Xt)] →

EX∼π[h(X)]. Also, ∃η > 0,D < ∞ such thatE[MH(Xt,Yt−L)
2+η] ≤ D for all t ≥ L.

The above assumption is on the marginal convergence of the MCMC algorithm and on the mo-

ments of the associated chains. The next assumptions are on the coupling operated by the joint kernel

K̄.

Assumption 1.2.3. (Sub-exponential tails of meeting times.) The chains are such that themeeting time

τ(L) := inf{t > L : Xt = Yt−L} satisfies P( τ(L)−L
L > t) ≤ Cδt for all t ≥ 0, for some constants

C < ∞ and δ ∈ (0, 1).

The above assumption can be relaxed to allow for polynomial tails as in Middleton et al. [2019].

The final assumption on faithfulness is typically satisfied by design.
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Assumption 1.2.4. (Faithfulness.) The chains stay together after meeting: Xt = Yt−L for all t ≥ τ(L).

We assume that the three assumptions above hold in the rest of the article. The following theorem

is our main result.

Theorem 1.2.5. (Upper bounds.) For an IPM with function set H and upper bound MH, with the

Markov chains (Xt)t≥0, (Yt)t≥0 satisfying the above assumptions, for any L ≥ 1, and any t ≥ 0,

dH(πt, π) ≤ E
[ ⌈ τ(L)−L−t

L

⌉∑
j=1

MH(Xt+jL,Yt+(j−1)L)
]
. (1.2)

Here dxe denotes the smallest integer above x, for x ∈ R. When d(τ(L) − L − t)/Le ≤ 0, the

sum in inequality (1.2) is set to zero by convention. We next give a short sketch of the proof. Seeing

the invariant distribution π as the limit of πt as t → ∞, applying triangle inequalities, recalling that

dH(πs, πt) ≤ E[MH(Xs,Xt)] for all s, t, we obtain

dH(πt, π) ≤
∞∑
j=1

dH(πt+jL, πt+(j−1)L) ≤
∞∑
j=1

E[MH(Xt+jL,Xt+(j−1)L)]. (1.3)

The right-hand side of (1.2) is retrieved by swapping expectation and limit, and noting that terms

indexed by j > d(τ(L) − L − t)/Le are equal to zero by Assumption 1.2.4. The above reasoning

highlights that increasing L leads to sharper bounds through the use of fewer triangle inequalities. A

formal proof is given in the appendices.

Theorem 1.2.5 gives the following bounds for dTV and dW,

dTV(πt, π) ≤ E
[
max(0,

⌈τ(L) − L− t
L

⌉
)
]
, (1.4)

dW(πt, π) ≤ E
[ ⌈ τ(L)−L−t

L

⌉∑
j=1

dX (Xt+jL,Yt+(j−1)L)
]
. (1.5)
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For the total variation distance, the boundedness part of Assumption 1.2.2 is directly satisfied. For

the 1-Wasserstein distance on Rd with dX (x, y) = ‖x − y‖1 (the L1 norm on Rd), the boundedness

part is equivalent to a uniform bound of (2+ η)-th moments of the marginal distributions for some

η > 0.

We emphasize that the proposed bounds can be estimated directly by runningAlgorithm1N times

independently, and using empirical averages. All details of theMCMCalgorithms and their couplings

mentioned below are provided in the appendices.

1.2.2 Stylized examples

A univariate Normal

We consider a Normal example where we can compute total variation and 1-Wasserstein distances

(using the L1 norm on R throughout) exactly. The target π is N (0, 1) and the kernel K is that of

a Normal random walk Metropolis-Hastings (MH) with step size σMH = 0.5. We set the initial

distribution π0 to be a pointmass at 10. The joint kernel K̄ operates as follows. Given (Xt−1,Yt−L−1),

sample (X⋆,Y⋆) from a maximal coupling of p := N (Xt−1, σ2MH) and q := N (Yt−L−1, σ2MH). This

is done using Algorithm 2, which ensures X⋆ ∼ p, Y⋆ ∼ q and P(X⋆ 6= Y⋆) = dTV(p, q).

Algorithm 2:Amaximal coupling of p and q
Sample X∗ ∼ p, andW ∼ U(0, 1)
if p(X∗)W ≤ q(X∗) then set Y∗ = X∗ and return (X∗,Y∗)

else sample Ỹ ∼ q and W̃ ∼ U(0, 1) until q(Ỹ)W̃ > p(Ỹ). Set Y∗ = Ỹ and return
(X∗,Y∗)

Havingobtained (X⋆,Y⋆), sampleU ∼ U(0, 1); setXt = X⋆ ifU < π(X⋆)/π(Xt−1); otherwise set

Xt = Xt−1. With the sameU, setYt−L = Y⋆ ifU < π(Y⋆)/π(Yt−L−1); otherwise setYt−L = Yt−L−1.

Such a kernel K̄ is a coupling ofKwith itself, and Assumption 1.2.4 holds by design. The verification
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of Assumption 1.2.3 is harder but can be done via drift conditions in various cases; we refer to Jacob

et al. [2020b] for more discussion.

Figure 1.1 shows the evolutionof themarginal distributionof the chain, and theTVand 1-Wasserstein

distance upper bounds. We use L = 1 and L = 150. For each L, N = 10000 independent runs of

Algorithm 1 were performed to estimate the bounds in Theorem 1.2.5 by empirical averages. Exact

distances are shown for comparison. Tighter bounds are obtainedwith larger values ofL, as discussed

further in Section 1.2.3.
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Figure 1.1: Marginal distributions of the chain (left), and upper bounds on the total variation (middle) and the 1‐
Wasserstein distance (right) between πt and π, for a Metropolis‐Hastings algorithm targetingN (0, 1) and starting
from a Dirac mass at 10. With L = 150 the estimated upper bounds for both are close to the exact distances.

A bimodal target

We consider a bimodal target to illustrate the limitations of the proposed technique. The target is

π = 1
2N (−4, 1) + 1

2N (4, 1), as in Section 5.1 of Jacob et al. [2020b]. The MCMC algorithm is

again random walk MH, with σMH = 1, π0 = N (10, 1). Now, the chains struggle to jump between

the modes, as seen in Figure 1.2 (left), which shows a histogram of the 500th marginal distribution

from1000 independent chains. Figure 1.2 (right) shows theTVupper bound estimates for lagsL = 1
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and L = 18000 (considered very large), obtained withN ∈ {1000, 5000, 10000} independent runs

of Algorithm 1.

With L = 18000, we do not see a difference between the obtained upper bounds, which suggests

that the variance of the estimators is small for the different values of N. In contrast, the dashed line

bounds corresponding to lagL = 1 are very different. This is because, over 1000 experiments, the 1-lag

meetings always occurred quickly in the mode nearest to the initial distribution. However, over 5000

and 10000 experiments, there were instances where one of the two chains jumped to the other mode

before meeting, resulting in a much longer meeting time. Thus the results obtained withN = 1000

repeats can be misleading. This is a manifestation of the estimation error associated with empirical

averages, which are not guaranteed to be accurate after any fixed numberN of repeats. The shape of

the bounds obtained with L = 18000, with a plateau, reflects how the chains first visit one of the

modes, and then both.
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Figure 1.2: Metropolis‐Hastings algorithm with π0 ∼ N (10, 1), σMH = 1 on a bimodal target. Left: Histogram of the
500th marginal distribution from 1000 independent chains, and target density in full line. Right: Total variation bounds
obtained with lags L ∈ {1, 18000} andN ∈ {1000, 5000, 10000} independent runs of Algorithm 1.
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1.2.3 Choice of lag L

Section 1.2.2 illustrates the importance of the choice of lag L. Obtaining τ(L) requires sampling L

times fromK and τ(L) − L from K̄. When L gets large, we can considerXL to be at stationarity, while

Y0 still follows π0. Then the distribution of τ(L) − L depends entirely on K̄ and not on L. In that

regime the cost of obtaining τ(L) increases linearly inL. On the other hand, ifL is small, the costmight

be dominated by the τ(L) − L draws from K̄. Thus increasing L might not significantly impact the

cost until the distribution of τ(L) − L becomes stable in L.

The point of increasing L is to obtain sharper bounds. For example, from (1.4) we see that, for

fixed t, the variable in the expectation takes values in [0, 1] with increasing probability as L → ∞,

resulting in upper bounds more likely to be in [0, 1] and thus non-vacuous. The upper bound is also

decreasing in t. This motivates the strategy of starting with L = 1, plotting the bounds as in Figure

1.1, and increasing L until the estimated upper bound for dTV(π0, π) is close to 1.

Irrespective of the cost, the benefits of increasingL eventually diminish: the upper bounds are loose

to some extent since the coupling operated by K̄ is not optimal [Thorisson, 1986]. The couplings

considered in this work are chosen to be widely applicable but are not optimal in any way.

1.2.4 Comparisonwith Johnson’s diagnostics

The proposed approach is similar to that proposed byValen Johnson in Johnson [1996], whichworks

as follows. A number c ≥ 2 of chains start from π0 and evolve jointly (without time lags), such

that they all coincide exactly after a random number of steps Tc, while each chain marginally evolves

according to K. If we assume that any draw from π0 would be accepted as a draw from π in a re-

jection sampler with probability 1 − r, then the main result of Johnson [1996] provides the bound:

dTV(πt, π) ≤ P(Tc > t)× (1− rc)−1. As c increases, for any r ∈ (0, 1) the upper bound approaches

P(Tc > t), which itself is small if t is a large quantile of the meeting time Tc. A limitation of this
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result is its reliance on the quantity r, which might be unknown or very close to one in challenging

settings. Another difference is that we rely on pairs of lagged chains and tune the lag L, while the

tuning parameter in Johnson [1996] is the number of coupled chains c.

1.3 Experiments and applications

1.3.1 Ising model

Weconsider an Isingmodel, where the target is defined on a large discrete space, namely a square lattice

with 32×32 sites (each site has 4 neighbors) and periodic boundaries. For a state x ∈ {−1,+1}32×32,

we define the target probability πβ(x) ∝ exp(β
∑

i∼j xixj), where the sum is over all pairs i, j of neigh-

boring sites. As β increases, the correlation between nearby sites increases and single-site Gibbs sam-

plers are known to perform poorly [Mossel and Sly, 2013]. Difficulties in the assessment of the con-

vergence of these samplers are in part due to the discrete nature of the state space, which limits the

possibilities of visual diagnostics. Users might observe trace plots of one-dimensional statistics of the

chains, such as x 7→
∑

i∼j xixj, and declare convergencewhen the statistic seems to stabilize; seeTitsias

and Yau [2017], Zanella [2020] where trace plots of summary statistics are used to monitor Markov

chains.

Here we compute the proposed upper bounds for the TV distance for two algorithms: a single site

Gibbs sampler (SSG) and a parallel tempering (PT) algorithm, where different chains target differ-

ent πβ with SSG updates, and regularly attempt to swap their states [Geyer, 1991, Syed et al., 2019].

The initial distribution assigns −1 and +1 with equal probability on each site independently. For

β = 0.46, we obtain TV bounds for SSG using a lag L = 106, and N = 500 independent repeats.

For PT we use 12 chains, each targeting πβ with β in an equispaced grid ranging from 0.3 to 0.46, a

frequency of swap moves of 0.02, and a lag L = 2× 104. The results are in Figure 1.3, where we see

a plateau for the TV bounds on SSG and faster convergence for the TV bounds on PT. Our results

15



are consistent with theoretical work on faster mixing times of PT targeting multimodal distributions

including Isingmodels [Woodard et al., 2009]. Note that the targets are different for both algorithms,

as PT operates on an extended space. The behavior of meeting times of coupled chains motivated by

the “coupling from the past” algorithm [Propp and Wilson, 1996] for Ising models has been studied

e.g. in Collevecchio et al. [2018].
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Figure 1.3: Single‐site Gibbs (SSG) versus Parallel Tempering (PT) for an Ising model; bounds on the total variation dis‐
tance between πt and π, for t up to 106 and inverse temperature β = 0.46.

1.3.2 Logistic regression

We next consider a target on a continuous state space defined as the posterior in a Bayesian logistic

regression. Consider theGermanCredit data fromDua andGraff [2017]. There aren = 1000 binary

responses (Yi)ni=1 ∈ {−1, 1}n indicating whether individuals are creditworthy or not creditworthy,

and d = 49 covariates xi ∈ Rd for each individual i. The logistic regression model states P(Yi =

yi|xi) = (1+e−yixTi β)−1with a normal prior β ∼ N (0, 10Id). We can sample from the posterior using

Hamiltonian Monte Carlo (HMC, Neal [1993]) or the Pólya-Gamma Gibbs sampler (PG, Polson

et al. [2013]). The former involves tuning parameters εHMC and SHMC corresponding to a step size

and a number of steps in a leapfrog integration scheme performed at every iteration. We can use the

proposed bounds to compare convergence associated withHMC for different εHMC, SHMC, and with
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the PG sampler. Figure 1.4 shows the total variation bounds for HMC with εHMC = 0.025 and

SHMC = 4, 5, 6, 7 and the corresponding bound for the parameter-free PG sampler, both starting

from π0 ∼ N (0, 10Id). In this example, the bounds are smaller for the PG sampler than for all HMC

samplers under consideration.

We emphasize that theHMC tuning parameters associated with the fastest convergence to station-

aritymight not necessarily be optimal in terms of asymptotic variance of ergodic averages of functions

of interest; see related discussions in Heng and Jacob [2019]. Also, since the proposed upper bounds

are not tight, the true convergence rates of the Markov chains under consideration may be ordered

differently. The proposed upper bounds still allow a comparison of how confident we can be about

the bias of different MCMC algorithms after a fixed number of iterations.
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Figure 1.4: Proposed upper bounds on dTV(πt, π) for a Pólya‐Gamma Gibbs sampler and for Hamiltonian Monte Carlo
on a 49‐dimensional posterior distribution in a logistic regression model. For HMC the step size is εHMC = 0.025 and
the number of steps is SHMC = 4, 5, 6, 7.

1.3.3 Comparison of exact and approximateMCMC algorithms

In various settings approximateMCMCmethods trade off asymptotic unbiasedness for gains in com-

putational speed, e.g. Johndrow et al. [2020], Rudolf and Schweizer [2018], Dalalyan andKaragulyan

[2019]. We compare an approximateMCMCmethod (Unadjusted Langevin Algorithm, ULA) with
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its exact counterpart (Metropolis-AdjustedLangevinAlgorithm,MALA) in various dimensions. Our

target is a multivariate normal:

π = N (0,Σ)where [Σ]i,j = 0.5|i−j| for 1 ≤ i, j ≤ d.

Both MALA and ULA chains start from π0 ∼ N (0, Id), and have step sizes of d−1/6. Step sizes

are linked to an optimal result of Roberts and Rosenthal [2001]. We can use couplings to study the

mixing times tmix(ε) of the two algorithms. Here tmix(ε) := inf{k ≥ 0 : dTV(πk, π) < ε} for

MALA and tmix(ε) := inf{k ≥ 0 : dTV(πk, π̃) < ε} for ULA, where π̃ is the stationary distribution

of ULA. Figure 1.5 highlights how the dimension impacts the estimated upper bounds on themixing

time tmix(0.25), calculated as inf{k ≥ 0 : Ê[max(0, d(τ(L) − L − k)/Le)] < 0.25} where Ê

denotes empirical averages. In comparison to theoretical studies in Dalalyan [2017], Dwivedi et al.

[2019], Durmus and Moulines [2019], our bounds can be directly estimated by simulation. On the

other hand, the bounds in Dalalyan [2017], Dwivedi et al. [2019], Durmus andMoulines [2019] are

more explicit about the impact of different aspects of the problem including dimension, step size, and

features of the target.

1.4 Assessing the bias of sequentialMonte Carlo samplers

Lastly, we consider the bias associatedwith samples generated by sequentialMonteCarlo (SMC) sam-

plers [DelMoral et al., 2006]; the bias of self-normalized importance samplers can be treated similarly.

Let (wn, ξn)Nn=1 be the weighted sample from an SMC sampler with N particles targeting π, and let

q(N) be the marginal distribution of a particle ξ sampled among (ξn)Nn=1 with probabilities (wn)Nn=1.

Our aim is to upper bound a distance between q(N) and π for a fixedN. We denote by Ẑ the normal-

izing constant estimator generated by the SMC sampler.

The particle independent MH algorithm (PIMH, Andrieu et al. [2010]) operates as an indepen-

18



100

200

300

250 500 750 1000
dimension

t m
ix
(0

.2
5)

ULA
MALA

Figure 1.5: Mixing time bounds for ULA and MALA targeting a multivariate Normal distribution, as a function of the
dimension. Mixing time tmix(0.25) denotes the first iteration t for which the estimated TV between πt and π is less
than 0.25.

dent MH algorithm using SMC samplers as proposals. Let (Ẑt)t≥0 be the normalizing constant esti-

mates fromaPIMHchain. Consider anL-lag coupling of a pair of suchPIMHchains as introduced in

Middleton et al. [2019], initializing the chains by running an SMC sampler. Here τ(L) is constructed

so that it can be equal to Lwith positive probability; more precisely,

τ(L) − (L− 1)
∣∣ẐL−1 ∼ Geometric(α(ẐL−1)), (1.6)

where α(Ẑ) := E
[
min(1, Ẑ∗/Ẑ)

∣∣Ẑ] is the average acceptance probability of PIMH, froma statewith

normalizing constant estimate Ẑ; seeMiddleton et al. [2019, Proposition 8] for a formal statement in

the case of 1-lag couplings. With this insight, we can bound the TV distance between the target and

particles generated by SMC samplers, using Theorem 1.2.5 applied with t = 0. Details are in the
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appendices. We obtain

dTV(q(N), π) ≤ E
[
max(0,

⌈τ(L) − L
L

⌉
)
]
= E

[ 1− α(ẐL−1)

1− (1− α(ẐL−1))L

]
. (1.7)

The bound in (1.7) depends only on the distribution of the normalizing constant estimator Ẑ, and

can be estimated using independent runs of the SMC sampler. We can also estimate the distribution

of Ẑ from a single SMC sampler by appealing to large asymptotic results such as in Bérard et al. [2014],

combined with asymptotically valid variance estimators such as Lee andWhiteley [2018]. AsN goes

to infinity we expect α(ẐL−1) to approach one and the proposed upper bound to go to zero. The

proposed bound aligns with the common practice of considering the variance of Ẑ as a measure of

global performance of SMC samplers.

Existing TV bounds for particle approximations, such as those in Del Moral [2004, Chapter 8]

and Huggins and Roy [2019], are more informative qualitatively but harder to approximate numer-

ically. The result also applies to self-normalized importance samplers (see Robert and Casella [2013,

Chapter 3] and Owen [2019, Chapter 8]). In that case Agapiou et al. [2017, Theorem 2.1] shows

dTV(q(N), π) ≤ 6N−1ρ for ρ = Eξ∼q[w(ξ)2]/Eξ∼q[w(ξ)]2, with w the importance sampling weight

function, which is a simpler andmore informative bound; see alsoChatterjee andDiaconis [2018] for

related results and concentration inequalities.

1.5 Discussion

The proposed method can be used to obtain guidance on the choice of burn-in, to compare different

MCMC algorithms targeting the same distribution, and to compare mixing times of approximate

and exactMCMCmethods. Themain requirement for the application of themethod is the ability to

generate coupledMarkov chains that canmeet exactly after a random but finite number of iterations.

The couplings employed here, and described in the appendices, are not optimal in any way. As the
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couplings are algorithm-specific and not target-specific, they can potentially be added to statistical

software such as PyMC3 [Salvatier et al., 2016] or Stan [Carpenter et al., 2017].

The bounds are not tight, in part due to the couplings not being maximal [Thorisson, 1986], but

experiments suggest that they can be practical. The proposed bounds go to zero as t increases, mak-

ing them informative at least for large enough t. The combination of time lags and coupling of more

than two chains as in Johnson [1996] could lead to new diagnostics. Further researchmight also com-

plement the proposed upper bounds with lower bounds, obtained by considering specific functions

among the classes of functions used to define the integral probability metrics.

Acknowledgments. The contents of this chapter has been published in Biswas et al. [2019]. I

thank Espen Bernton, Nicolas Chopin, Andrew Gelman, Lester Mackey, John O’Leary, Christian

Robert, Jeffrey Rosenthal, James Scott and Aki Vehtari for helpful comments.

21



2
Coupling-based convergence assessment of

some Gibbs samplers for high-dimensional

Bayesian regression with shrinkage priors
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2.1 Introduction

2.1.1 Bayesian computation in high dimensions

We consider the setting of high-dimensional regression where the number of observations n is smaller

than the number of covariates p and the true signal is sparse. This problem formulation is ubiquitous

in modern applications ranging from genomics to the social sciences. Optimization-based methods,

such as the LASSO [Tibshirani, 1994] or Elastic Net [Zou andHastie, 2005], allow sparse point esti-

mates to be obtained even when the number of covariates is on the order of hundreds of thousands.

More specifically, iterative optimization procedures to obtain these estimates are practical because the

following conditions aremet: 1) the cost per iteration scales favorably with the size of the input (n and

p), 2) the number of iterations to convergence also scales favorably, and 3) there are reliable stopping

criteria to detect convergence.

In the Bayesian paradigm, Markov chain Monte Carlo (MCMC) methods are commonly used to

sample from the posterior distribution. DefaultMCMC implementations, for example using general-

purpose software such as BUGS [Lunn et al., 2000], JAGS [Plummer, 2003] and Stan [Carpen-

ter et al., 2017], can lead to high computational costs in high-dimensional settings, both per itera-

tion and in terms of the number of iterations required to reach convergence. In the setting of high-

dimensional regressions, tailored algorithms can provide substantial improvements on both fronts

[e.g. Bhattacharya et al., 2016, Nishimura and Suchard, 2018, Johndrow et al., 2020, Bhattacharya

and Johndrow, 2021]. Comparatively less attention has been put on the design of reliable stopping

criteria. Stopping criteria for MCMC, such as effective sample size [ESS, e.g Vats et al., 2019], or

the R̂ convergence diagnostic [e.g. Vats and Knudson, 2021], rely on the asymptotic behavior of the

chains as time goes to infinity, and thus effectively ignore the non-asymptotic “burn-in” bias, which

vanishes as time progresses. This is acceptable in situations where we have solid a priori estimates of

the burn-in period; otherwise the lack of non-asymptotic stopping criteria poses an important prac-
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tical problem. With Bayesian analysis of high-dimensional data sets, MCMC algorithms can require

seconds or minutes per iteration, and thus any non-asymptotic insight on the number of iterations to

perform is highly valuable.

Diagnostics of convergence are particularly useful when considering the number of factors that

affect the performance of MCMC algorithms for Bayesian regressions. Beyond the size of the data

set, the specification of the prior and the (much less explicit) signal-to-noise ratio in the data all have

an impact on the convergence of MCMC algorithms. Across applications, the number of iterations

required for the chain to converge varies by multiple orders of magnitude. This could lead users to

either waste computational resources by running overly long chains, or, worrisomely, to base their

analysis on chains that have not converged. This manuscript proposes a concrete method to avoid

these pitfalls in the case of a Gibbs sampler for Bayesian regression with heavy-tailed shrinkage priors.

Specifically, we follow the approach of Glynn and Rhee [2014], Jacob et al. [2020b], Biswas et al.

[2019] and use coupled lagged chains to monitor convergence.

Diagnostics based on Stein’s method [Gorham andMackey, 2015, 2017] have also been employed

to assess MCMC convergence. In particular, the diffusion Stein discrepancies proposed in Gorham

et al. [2019] can accommodate heavy-tailed distributions. However, these diagnostics require the den-

sity of the target distribution to be continuously differentiable. This condition is not satisfied by the

posterior distributions under consideration in this manuscript, which have infinite density about the

origin (see Section B.1 of the appendices). Section B.3.3 of the appendices contains some initial sim-

ulations which illustrate the challenges of applying Stein’s method in the present setting. Extending

current Stein’s method based diagnostics to such target distributions is an exciting avenue for future

research.
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2.1.2 Bayesian shrinkage regressionwithHalf-t(ν) priors

Consider Gaussian linear regression with n observations and p covariates, with a focus on the high-

dimensional setting where n � p. The likelihood is given by

L(β, σ2;X, y) =
1

(2πσ2)n/2
exp

(
− 1

2σ2
‖y− Xβ‖2

)
, (2.1)

where ‖ · ‖ denotes the L2 norm, X ∈ Rn×p is the observed design matrix, y ∈ Rn is the observed

response vector, σ2 > 0 is the unknown Gaussian noise variance, and β ∈ Rp is the unknown signal

vector that is assumed to be sparse. We study hierarchical Gaussian scale-mixture priors on (β, σ2)

given by

βj | σ
2, ξ, η ind∼

j=1,...,p
N
(
0,

σ2

ξηj

)
, ξ ∼ πξ(·), ηj

i.i.d.∼
j=1,...,p

πη(·), σ2 ∼ InvGamma
(
a0
2
,
b0
2

)
, (2.2)

where a0, b0 > 0, and πξ(·), πη(·) are continuous densities onR>0. Such global-local mixture priors

induce approximate sparsity, where the components of β can be arbitrarily close to zero, but never

exactly zero. This is in contrast to point-mass mixture priors [e.g Johnson and Rossell, 2012], where

some components of β can be exactly zero a posteriori. The global precision parameter ξ relates to the

number of signals, and we use ξ−1/2 ∼ Cauchy+(0, 1) throughout. The local precision parameters

ηj determine which components of β are null.

We focus on the Half-t(ν) prior family for the local scale parameter, η−1/2
j ∼ t+(ν) for ν ≥ 1,

where a t+(ν) distribution has density proportional to (1 + x2/ν)−(ν+1)/2 1(0,∞)(x). The induced

prior on the local precision ηj has density

πη(ηj) ∝
1

η
2−ν
2

j (1+ νηj)
ν+1
2

1(0,∞)(ηj). (2.3)
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The case ν = 1 corresponds to the Horseshoe prior [Carvalho et al., 2009, 2010] and has received

overwhelming attention in the literature among this prior class; see Bhadra et al. [2019] for a recent

overview. The use of Half-t(ν) priors on scale parameters in hierarchical Gaussian models was popu-

larized by Gelman [2006]. However, the subsequent literature has largely gravitated towards the de-

fault choice [Polson and Scott, 2012] of ν = 1, in part because a convincing argument for preferring a

different value of ν has been absent to date. Here we give empirical evidence thatHalf-t(ν) priors yield

statistical estimation properties similar to the Horseshoe prior, whilst leading to significant computa-

tional gains when ν > 1. We note that Ghosh and Chakrabarti [2017] established optimal posterior

concentration in theNormal means problem for a broad class of priors on the local scale that includes

the Half-t(ν) priors, extending earlier work by van der Pas et al. [2014] for the Horseshoe, providing

theoretical support for the comparable performance we observe with ν = 1 and ν > 1 in simulations.

Our stopping criterion relies on couplings. Couplings have long been used to analyze the conver-

gence of MCMC algorithms, while methodological implementations have been rare. The work of

Johnson [1996] pioneered the use of couplings for practical diagnostics of convergence, but relied on

the assumption of some similarity between the initial distribution and the target, which can be hard

to check. Here we instead follow the approach of Glynn and Rhee [2014], Jacob et al. [2020b] based

on couplings of lagged chains, applied to the question of convergence in Biswas et al. [2019]. That

approach makes no assumptions on the closeness of the initial distribution to the target, and in our

experiments we initialize all chains independently from the prior distribution.

The approach requires the ability to samplepairs ofMarkov chains such that 1) each chainmarginally

follows a prescribed MCMC algorithm and 2) the two chains “meet” after a random –but almost

surely finite– number of iterations, called the meeting time. When the chains meet, i.e. when all of

their components become identical, the user can stop the procedure. From the output the user can

obtain unbiased estimates of expectations with respect to the target distribution, which can be gen-

erated in parallel and averaged, as well as estimates of the finite-time bias of the underlying MCMC
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algorithm. Crucially, this information is retrieved from the distribution of the meeting time, which

is an integer-valued random variable irrespective of the dimension of the problem, and thus provides

a convenient summary of the performance of the algorithm. A difficulty inherent to the approach is

the design of an effective coupling strategy for the algorithm under consideration. High-dimensional

parameter spaces add a substantial layer of complication as some of the simpler coupling strategies,

that are solely based on maximal couplings, lead to prohibitively long meeting times.

2.1.3 Our contribution

In this paper we argue that couplings offer a practical way of assessing the number of iterations re-

quired byMCMC algorithms in high-dimensional regression settings. Our specific contributions are

summarized below.

We introduce blockedGibbs samplers (Section 2.2) for Bayesian linear regression focusing onHalf-

t(ν) local shrinkage priors, extending the algorithm of Johndrow et al. [2020] for theHorseshoe. Our

algorithmhas an overall computation cost ofO(n2p)per iteration, which is state-of-the-art forn � p.

We then design a one-scale coupling strategy for these Gibbs samplers (Section 2.2.3) and show that it

results in meeting times that have exponential tails, which in turn validates their use in convergence

diagnostics [Biswas et al., 2019]. Our proof of exponentially-tailed meeting times is based on identi-

fying a geometric drift condition, as a corollary to which we also establish geometric ergodicity of the

marginal Gibbs sampler. Despite a decade of widespread use, MCMC algorithms for the Horseshoe

and Half-t(ν) priors generally have not previously been shown to be geometrically ergodic, in con-

trast toMCMC algorithms for global-local models with exponentially-tailed local scale priors [Khare

and Hobert, 2013, Pal and Khare, 2014]. Our proofs utilize a uniform bound on generalized ridge

regression estimates, which enables us to avoid a technical assumption of Johndrow et al. [2020], and

auxiliary results onmoments of distributions related to the confluent hypergeometric function of the

second kind. Shortly after an earlier version of this manuscript was posted, Bhattacharya et al. [2022]
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have also established geometric ergodicity of related Gibbs samplers for the Horseshoe prior.

The meeting times resulting from the one-scale coupling increase exponentially as dimension in-

creases. To address that issue we design improved coupling strategies (Section 2.3). We develop a

two-scale strategy, based on a carefully chosenmetric, which informs the choice between synchronous

and maximal couplings. In numerical experiments in high dimensions this strategy leads to orders

of magnitude shorter meeting times compared to the naïve approach. We establish some preliminary

results in a stylized setting, providing a partial understanding of why the two-scale strategy leads to

the observed drastic reduction in meeting times. We also describe other couplings that do not re-

quire explicit calculation of ametric between the chains, have exponentially-tailedmeeting times, and

empirically result in similar meeting times as the two-scale coupling. For our two-scale coupling, we

further note that priors with stronger shrinkage towards zero can give significantly shorter meeting

times in high dimensions. This motivates usage of Half-t(ν) priors with greater degrees of freedom

ν > 1, which can give similar statistical performance to the Horseshoe (ν = 1) whilst enjoying orders

of magnitude computational improvements.

Finally, we demonstrate (Section 2.4) that the proposed coupled MCMC algorithm is applicable

to big data settings. Figure 2.1 displays an application of our coupling strategy to monitor the con-

vergence of the Gibbs sampler for Bayesian regression on a genome-wide association study (GWAS)

dataset with (n, p) ≈ (2000, 100000). Our method suggests that a burn-in of just 700 iterations can

suffice even for such a large problem, and confirms the applicability of coupled MCMC algorithms

for practical high-dimensional inference.

Scripts in R [RCore Team, 2013] are available from https://github.com/niloyb/CoupledHalfT

to reproduce the figures of the article.
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Figure 2.1: Upper bounds on the total variation between the marginal distributions of the chain and the target distribu‐
tion for Bayesian regression on a GWAS dataset with (n, p) ≈ (2000, 100000).

2.2 CoupledMCMC for regressionwithHalf-t(ν) priors

We develop MCMC techniques for Bayesian shrinkage regression with Half-t(ν) priors. The model

is given by (2.1)–(2.2) and η−1/2 ∼ t(ν) for some ν ≥ 1 as in (2.3). Posterior distributions resulting

from such heavy-tailed shrinkage priors have desirable statistical properties, but their features pose

challenges to generic-purpose MCMC algorithms. Characterization of the marginal prior and pos-

terior densities of β on Rp given ξ and σ2, and further comments on these challenges are presented

in Section B.1 of the appendices. Specifically, the resulting posterior distributions present 1) mul-

timodality, 2) heavy tails and 3) infinite density at zero. This hints at a trade-off between statistical

accuracy and computational feasibility, since the very features that present computational difficulties

are crucial for optimal statistical performance across sparsity levels and signal strengths.

2.2.1 A blocked Gibbs sampler forHalf-t(ν) priors

Blocked Gibbs samplers are popularly used for Bayesian regression with global-local shrinkage priors,

due to the analytical tractability of full conditional distributions [Park and Casella, 2008, Carvalho

et al., 2010, Polson et al., 2014, Bhattacharya et al., 2015, Makalic and Schmidt, 2016]. Several con-
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venient blocking and marginalization strategies are possible, leading to conditionals that are easy to

sample from. For the case of the Horseshoe prior (ν = 1), Johndrow et al. [2020] have developed

exact and approximateMCMC algorithms for high-dimensional settings, building on the algorithms

of Polson et al. [2014] and Bhattacharya et al. [2016]. We extend that sampler to general Half-t(ν)

priors, and summarize it in (2.4). Given some initial state (η0, β0, σ
2
0, ξ0) ∈ Rp

>0×Rp×R>0×R>0,

it generates a Markov chain (ηt, βt, σ
2
t , ξt)t≥0 which targets the posterior corresponding to Half-t(ν)

priors.

π(ηt+1|βt, σ
2
t , ξt) ∝

p∏
j=1

e−mt,jηt+1,j

η
1−ν
2

t+1,j(1+ νηt+1,j)
ν+1
2

formt,j =
ξtβ

2
t,j

2σ2t
,

π(ξt+1|ηt+1) ∝ L(y|ξt+1, ηt+1)πξ(ξt+1) ,

σ2t+1|ηt+1, ξt+1 ∼ InvGamma
(
a0 + n

2
,
yTM−1y+ b0

2

)
,

βt+1|ηt+1, ξt+1, σ
2
t+1 ∼ N (Σ−1XTy, σ2t+1Σ

−1).

(2.4)

Above L(y|ξt+1, ηt+1) represents the marginal likelihood of y given ξt+1 and ηt+1, and we use the

notationM = In + ξ−1
t+1XDiag(η−1

t+1)XT, and Σ = XTX+ ξt+1Diag(ηt+1). We sample ηt+1|βt, σ
2
t , ξt

component-wise independentlyusing slice sampling and sample ξt+1|ηt+1 usingMetropolis–Hastings,

with aNormal proposal on the logarithmof ξwith standard deviation σMH. Full details of our sampler

are in Algorithms 21 and 22 of the appendices, and derivations are in Section D.2 of the appendices.

Samplingηt+1|βt, σ
2
t , ξt component-wise independently is anO(p) cost operation. Sampling ξt+1|ηt+1

requires evaluatingL(y|ξt+1, ηt+1), which involves anO(n2p) cost operation (calculating theweighted

matrix cross-product XDiag(ηt+1)
−1XT) and anO(n3) cost operation (calculating yTM−1y and |M|

using Cholesky decomposition). Sampling σ2t+1|ηt+1, ξt+1 is only anO(1) cost operation, as yTM−1y

is pre-calculated. Similarly, as M−1 is pre-calculated, sampling βt+1|ηt+1, ξt+1, σ2t+1 using the algo-
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rithm of Bhattacharya et al. [2016] for structured multivariate Gaussians only involves anO(np) and

anO(n2) cost operation. In high-dimensional settings with p � n, which is our focus, the weighted

matrix cross-product calculation is the most expensive and overall the sampler described in (2.4) has

O(n2p) computation cost.

2.2.2 Coupling the proposed Gibbs sampler

We develop couplings for the blocked Gibbs sampler presented in Section 2.2.1. We will use these

couplings to generate coupled chains with a time lag L ≥ 1, in order to implement the diagnostics of

convergence proposed in Biswas et al. [2019]. Consider an L-lag coupled chain (Ct, C̃t−L)t≥L with

random meeting time τ such that Ct = C̃t−L for all t ≥ τ. Here Ct and C̃t denote the full states

(ηt, βt, σ
2
t , ξt) and (η̃t, β̃t, σ̃

2
t , ξ̃t) respectively. For the coupling-basedmethods proposed inBiswas et al.

[2019], Jacob et al. [2020b] to be most practical, the meeting times should occur as early as possible,

under the constraint that both chains (Ct)t≥0 and (C̃t)t≥0 start from the same initial distribution and

marginally evolve according to the blocked Gibbs sampler in (2.4).

The total variation (TV) distance between two probability distributions P and Q is defined as

TV(P,Q) := infP(X 6= Y), where the infimum is taken over all pairs (X,Y) such that marginally

X ∼ P and Y ∼ Q. Briefly, we recall howL-lag coupled chains enable the estimation of upper bounds

on TV(πt, π), which denotes the total variation distance between the distribution of the blocked

Gibbs sampler in (2.4) after t iterations (πt) and its stationary distribution (π). Since Ct = C̃t−L for

all t ≥ τ, we obtain 1(Ct 6= C̃t−L) = 1(τ > t). If the meeting times are exponentially-tailed, Biswas

et al. [2019] establishes

TV(πt, π) ≤
∞∑
j=1

TV(πt+jL−L, πt+jL) ≤
∞∑
j=1

E[1(C̃t+jL−L 6= Ct+jl)] = E
[
max

(
0,
⌈τ− L− t

L

⌉)]
,

(2.5)

wherewe first used the triangle inequality, the second inequality follows from the coupling representa-
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tion of the TV distance, and the equality follows from interchanging the summation and expectation

using the dominated convergence theorem, which can be applied when the meeting times are sub-

exponential. Exponentially-tailed meeting times also ensure that the expected computation time of

unbiased estimators as in Jacob et al. [2020b], generated independently in parallel, scales at a logarith-

mic rate in the number of processors. Thus we will be particularly interested in couplings that result

in exponentially-tailed meeting times; see Middleton et al. [2020] for the use of coupled chains with

polynomially-tailed meeting times.

In Section 2.2.3, we consider an algorithm based onmaximal couplings. We show that the ensuing

meeting times have exponential tails, and discuss how our analysis directly implies that the marginal

chain introduced in Section 2.2.1 is geometrically ergodic. We then illustrate difficulties encountered

by such scheme in high dimensions, whichwillmotivate alternative strategies described in Section 2.3.

For simplicity, we mostly omit the lag L from the notation.

2.2.3 One-scale coupling

For the blocked Gibbs sampler in Section 2.2.1, we first consider a coupled MCMC algorithm that

attempts exact meetings at every step. We will apply a maximal coupling algorithm with indepen-

dent residuals (see Thorisson [2000, Chapter 1 Section 4.4] and Johnson [1998]). It is included in

Algorithm 23 of the appendices, and has an expected computation cost of two units [Johnson, 1998].

Our initial coupledMCMCkernel is given inAlgorithm3,whichwe refer to as a one-scale coupling.

That is, before the chains have met (when Ct 6= C̃t), the coupled kernel on Steps (1) and (2)(a −

c) does not explicitly depend on the distance between states Ct and C̃t. After meeting, the coupled

chains remain together by construction, such that Ct = C̃t implies Ct+1 = C̃t+1. When Ct 6= C̃t,

Step (1) uses the coupled slice sampler of Algorithm 4 component-wise for (ηt+1, η̃t+1), which allows

each pair of components (ηt+1,j, η̃t+1,j) to meet exactly with positive probability. In Algorithm 4,

we use a common random numbers or a “synchronous” coupling of the auxiliary random variables
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(Uj,∗, Ũj,∗), and alternative couplings could be considered. Steps (2)(a−b) aremaximal couplings of

the conditional sampling steps for (ξ, ξ̃) and (σ2, σ̃2), such that
(
ηt+1, σt+1, ξt+1

)
=

(
η̃t+1, σ̃t+1, ξ̃t+1

)
occurs with positive probability for all t ≥ 0. Step (2)(c) uses common random numbers, such that(
ηt+1, σt+1, ξt+1

)
=

(
η̃t+1, σ̃t+1, ξ̃t+1

)
implies βt+1 = β̃t+1. This allows the full chains tomeet exactly

with positive probability at every step.

Algorithm 3:A one-scale coupledMCMC kernel for Half-t(ν) priors.

Input: Ct := (ηt, βt, σ
2
t , ξt) and C̃t := (η̃t, β̃t, σ̃

2
t , ξ̃t).

if Ct = C̃t then Sample Ct+1|Ct as in (2.4) and set C̃t+1 = Ct+1.
else

1. Sample (ηt+1, η̃t+1)
∣∣Ct, C̃t component-wise independently using Algorithm 4.

2. Sample ((ξt+1, σ2t+1, βt+1), (ξ̃t+1, σ̃t+1, β̃t+1)) given ηt+1, η̃t+1 as follows:

(a) Sample (ξt+1, ξ̃t+1)
∣∣ηt+1, ξt, η̃t+1, ξ̃t using coupledMetropolis–Hastings

(Algorithm 27 of the supplementary materials).

(b) Sample (σ2t+1, σ̃2t+1)|ξt+1, ηt+1, ξ̃t+1, η̃t+1 from a maximal coupling of two Inverse
Gamma distributions (Algorithm 23 of the supplementary materials).

(c) Sample (βt+1, β̃t+1)|σ
2
t+1, ξt+1, ηt+1, σ̃

2
t+1, ξ̃t+1, η̃t+1 using common random

numbers for Gaussian scale mixture priors (Algorithm 26 of the supplementary
materials).

return (Ct+1, C̃t+1).

Under the one-scale coupling, we prove that the meeting times have exponential tails and hence

finite expectation. Our analysis is based on identifying a suitable drift function for a variant of the

marginal chain in Section 2.2.1 and an application of Jacob et al. [2020b, Proposition 4]. We as-

sume that the global shrinkage prior πξ(·) has a compact support on (0,∞). Such compactly sup-

ported priors for ξ have been recommended by van der Pas et al. [2017] to achieve optimal posterior

concentration for the Horseshoe in the Normal means model. While the default half-Cauchy prior

ξ−1/2 ∼ Cauchy+(0, 1) empirically used throughout themanuscript is not covered by our theoretical
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Algorithm 4:Coupled Slice Sampler for Half-t(ν) priors using maximal couplings.
Result: A coupling of slice samplers marginally targeting p(·|mj) and p(·|m̃j), where

p(ηj|m) ∝ (η
1−ν
2

j (1+ νηj)
ν+1
2 )−1e−mηj on (0,∞).

Input: ηt,j, η̃t,j,mt,j := ξtβ
2
t,j/(2σ

2
t ), m̃t,j := ξ̃tβ̃

2
t,j/(2σ̃

2
t ) > 0.

1. SampleUcrn
j,∗ ∼ Uniform(0, 1), and setUj,∗ := Ucrn

j,∗ (1+ νηt,j)
− ν+1

2 and
Ũj,∗ := Ucrn

j,∗ (1+ νη̃t,j)
− ν+1

2 .

2. Sample (ηt+1,j, η̃t+1,j)|Uj,∗, Ũj,∗ from a maximal coupling of distributions Pj and P̃j

using Algorithm 23 of the supplementary materials, where Pj and P̃j have
unnormalized densities η 7→ ηs−1e−mjη and η 7→ ηs−1e−m̃jη on (0,Tj) and (0, T̃j)

respectively, where Tj = (U−2/(1+ν)
j,∗ − 1)/ν, T̃j = (Ũ−2/(1+ν)

j,∗ − 1)/ν and
s = (1+ ν)/2.

return (ηt+1,j, η̃t+1,j).

analysis, Section B.3 of the appendices reports essentially identical numerical results obtained with a

compactly supported prior for ξ. We also assume that each component ηt+1,j|βt,j, ξt, σ
2
t and ξt+1|ηt+1

in (2.4) are sampled perfectly, instead of slice sampling and Metropolis–Hastings steps respectively.

Perfect sampling algorithms for each component ηt+1,j|βt,j, ξt, σ
2
t and ξt+1|ηt+1 are provided in Algo-

rithms 28 and 29 of the appendices for completeness; see also Bhattacharya and Johndrow [2021]

for perfect sampling of the components of ηt+1,j|βt,j, ξt, σ
2
t for the Horseshoe. Perfectly sampling

ξt+1|ηt+1 and ηt+1,j|βt,j, ξt, σ
2
t retains theO(n2p) computational cost for the full blocked Gibbs sam-

pler, though in practice this implementation is more expensive per iteration due to the computation

of eigenvalue decompositions in lieu of Cholesky decompositions, and the computation of inverse of

the confluent hypergeometric function of the second kind.

Proposition 2.2.1 gives a geometric drift condition for this variant of the blocked Gibbs sampler.

Proposition 2.2.1. (Geometric drift). Consider the Markov chain (βt, ξt, σ
2
t )t≥0 generated from the

blocked Gibbs sampler in (2.4), where each component ηt+1,j|βt,j, ξt, σ
2
t and ξt+1|ηt+1 are sampled per-
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fectly such that (βt, ξt, σ
2
t ) 7→ ηt+1 7→ (βt+1, ξt+1, σ2t+1) with ηt+1 intermediary for each t ≥ 0. As-

sume the global shrinkage prior πξ(·) has a compact support. For mj = ξβ2j /(2σ
2), c ∈ (0, 1/2) and

d ∈ (0, 1), define

V(β, ξ, σ2) =
p∑

j=1
m−c

j +md
j . (2.6)

Then for each ν ≥ 1, there exist some c ∈ (0, 1/2), d ∈ (0, 1) such that V is a drift function, i.e., there

exists γ ∈ (0, 1) and K ∈ (0,∞) such that for all βt ∈ Rp, ξt > 0 and σ2t > 0,

E[V(βt+1, ξt+1, σ
2
t+1)|βt, ξt, σ

2
t ] ≤ γV(βt, ξt, σ

2
t ) + K. (2.7)

The drift (or “Lyapunov”) function in (2.6), approaches infinitywhen any βj approaches the origin

or infinity. This ensures that the corresponding sub-level sets, defined by S(R) = {(β, ξ, σ2) ∈ Rp ×

R>0 × R>0 : V(β, ξ, σ) < R} for R > 0, exclude the pole at the origin and are bounded. Such

geometric drift condition, in conjunction with Jacob et al. [2020b, Proposition 4], helps verify that

the meeting times under the one-scale coupling have exponential tails and hence finite expectation.

Proposition 2.2.2. Consider the blocked Gibbs sampler in (2.4). In the setup of Proposition 2.2.1, as-

sume that the global shrinkage prior πξ(·) has a compact support. Write Zt = (βt, ξt, σ
2
t ) and Z̃t =

(β̃t, ξ̃t, σ̃
2
t ). Consider the one-scale coupling given by (Zt, Z̃t) 7→ (ηt+1, η̃t+1) 7→ (Zt+1, Z̃t+1) where

(ηt+1, η̃t+1) are maximally coupled component-wise, and (Zt+1, Z̃t+1) are coupled using common ran-

dom numbers. Denote the meeting time by τZ := inf{t ≥ 0 : Zt = Z̃t}. Then P(τZ > t) ≤ A0κt0 for

some constants A0 ∈ (0,∞) and κ0 ∈ (0, 1), and for all t ≥ 0.

Exponentially-tailedmeeting times immediately imply that themarginal (Zt)t≥0 chainof theblocked

Gibbs sampler in Section 2.2.1 is geometrically ergodic. This follows from noting that Jacob et al.

[2020b, Proposition 4] is closely linked to a minorization condition [Rosenthal, 1995], and details

are included in Proposition B.4.10 of the appendices. We emphasize that studying themarginal chain
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(Zt)t≥0 = (βt, ξt, σ
2
t )t≥0, where ηt is viewed as an intermediate quantity, suffices to analyze the full

chain of interest, (Ct)t≥0 = (ηt,Zt)t≥0. To see this, we briefly recall some facts about two-component

Gibbs samplers [Diaconis et al., 2008, 2010]. Let πZt and πt denote the distributions of Zt and Ct

respectively, and let πZ and π denote the stationary distribution of the chains (Zt)t≥0 and (Ct)t≥0 re-

spectively. Then byDiaconis et al. [2008, Lemma 2.4], TV(πZt , πZ) ≤ TV(πt, π) ≤ TV(πZt−1 , πZ)

for all t ≥ 1, and therefore the exponential rate of convergence of (Zt) is inherited by the full chain.

Furthermore, we note that themeeting time τZ in Proposition 2.2.2 for themarginal chain is equal

to the meeting time τ := inf{t ≥ 0 : Ct = C̃t} of the full chain. To see this, recall that under

common random numbers, Zt = Z̃t if and only if ηt = η̃t. This implies Zt = Z̃t if and only if

Ct = C̃t. Thus Proposition 2.2.2 applies to the meeting time τ of the full chain.

For a class ofGibbs samplers targeting shrinkagepriors including theBayesianLASSO, theNormal-

Gamma prior [Griffin and Brown, 2010], and Dirichlet-Laplace prior [Bhattacharya et al., 2015],

Khare and Hobert [2013] and Pal and Khare [2014] have proven geometric ergodicity based on drift

andminorization arguments [MeynandTweedie, 1993,Roberts andRosenthal, 2004]. For theHorse-

shoeprior, Johndrowet al. [2020]has recently establishedgeometric ergodicity. In thehigh-dimensional

setting with p > n for the Horseshoe, the proof of Johndrow et al. [2020] required truncating the

prior on each ηj below by a small ℓ > 0 to guarantee the uniform bound ηj ≥ ℓ. Our proof of geo-

metric ergodicity for Half-t(ν) priors including the Horseshoe (ν = 1) works in both low and high-

dimensional settings, without anymodification of the priors on the ηj. In parallel work, Bhattacharya

et al. [2022] have also established geometric ergodicity for theHorseshoe priorwithout requiring such

truncation.

Remark 2.2.3. Our proofs of exponentially-tailed meeting times and geometric ergodicity generalize

to a larger class of priors satisfying some moment conditions on the full conditionals of ηj. Consider a

compactly supported prior πξ on ξ, and a prior πη on each ηj. Then the unnormalized density of the full

conditionals of each ηj is given by π
(
ηj | mj = ξβ2j /(2σ

2)
)
∝ η1/2j e−mjηjπη(ηj). Consider the following
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assumptions on πη.

1. For some 0 < c < 1/2, there exist 0 < ε < Γ( 12 − c)−1√π andK(1)
c,ε < ∞ such thatE[ηcj |mj] ≤

εm−c
j + K(1)

c,ε for all mj > 0.

2. For some 0 < d < 1, there exist 0 < ε < 2d andK(2)
d,ε < ∞ such thatE[η−d

j |mj] ≤ εmd
j +K(2)

d,ε

for all mj > 0.

Then the blocked Gibbs sampler in (2.4) is geometrically ergodic.

We now consider the performance of Algorithm 3 on synthetic datasets. In particular, we empir-

ically illustrate that the rate κ0 in Proposition 2.2.2 can tend to 1 exponentially fast as dimension p

increases. The design matrix X ∈ Rn×p is generated with [X]i,j
i.i.d.∼ N (0, 1), and a response vector as

y ∼ N (Xβ∗, σ
2
∗In), where β∗ ∈ Rp is the true signal and σ∗ ≥ 0 is the true error standard deviation.

We choose β∗ to be sparse such that given sparsity parameter s, β∗,j = 2(9−j)/4 for 1 ≤ j ≤ s and

β∗,j = 0 for all s > j. Figure 2.2 shows the meeting times τ of coupled Markov chains (with a lag

L = 1) targeting the Horseshoe posterior (ν = 1) with a0 = b0 = 1 under Algorithm 3. We consider

n = 100, s = 10, σ∗ = 0.5 and vary the dimension p. For each dimension p, we simulate 100 meet-

ing times under the one-scale coupling for independently generated synthetic datasets. We initialize

chains independently from the prior distribution. For the ξ updates, we use a proposal step-size of

σMH = 0.8 as in Johndrow et al. [2020]. Figure 2.2, with a vertical axis on a logarithmic scale, shows

that the meeting times increase exponentially and have heavier tails with increasing dimension.

2.3 Coupling strategies for high-dimensional settings

To address the scaling issues observed with the one-scale coupling in Section 2.2.3, we develop a two-

scale coupling in Section 2.3.1 that delivers better empirical performance. We also offer some formal

results supporting the empirical improvements. In Section 2.3.2 we develop other related coupling
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Figure 2.2: Meeting times τ = inf{t ≥ 0 : (ηt, βt, ξt, σ

2
t ) = (η̃t, β̃t, ξ̃t, σ̃

2
t )} against dimension for posteriors

associated with a Horseshoe prior under the one‐scale coupling of Algorithm 3, with n = 100, s = 10, σ∗ = 0.5.

strategieswhich have exponentially-tailedmeeting times andhave similar empirical performance as the

two-scale coupling. In Section 2.3.3, we investigate the impact of the degree of freedom ν forHalf-t(ν)

priors on our two-scale coupling. We find that Half-t(ν) priors with higher degrees of freedom ν > 1

can give similar statistical performance to theHorseshoe (ν = 1), whilst enjoying orders ofmagnitude

computational improvements through shorter meeting times.

2.3.1 A two-scale coupling

Wedevelop a two-scale coupling algorithm,which slightly differs from the terminologyused in stochas-

tic dynamics and in analysis of pre-conditionedHMC[Bou-Rabee and Eberle, 2021]. It is also closely

linked to the delayed one-shot coupling of Roberts andRosenthal [2002], used for example in Beskos

and Roberts [2005] in an implementation of perfect sampling for truncated Gaussian distributions,

which refers to coupled kernels that attempt exact meetings when the chains are close, and aim for

a contraction when the chains are far. The motivation for this construction is that in Algorithm 3,

the components of (ηt, η̃t) that fail to meet instead evolve independently. As dimension grows, the

number of components of (ηt, η̃t) that fail to meet also tends to grow, making it increasingly diffi-

cult for all components to exactly meet on subsequent iterations. In the two-scale coupling, we only
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attempt to obtain exact meetings when the associated probability is large enough. This is done by

constructing a metric d and a corresponding threshold parameter d0 ≥ 0 such that when the current

states are d-close with d(Ct, C̃t) ≤ d0, we apply Algorithm 4 and try to obtain exact meetings. When

d(Ct, C̃t) > d0, we instead employ common random numbers to sample (ηt, η̃t).

Our chosen metric d onRp
>0 × Rp × R>0 × R>0 is

d(Ct, C̃t) = P
(
ηt+1 6= η̃t+1|Ct, C̃t

)
, (2.8)

where recall thatCt = (ηt, βt, σ
2
t , ξt), C̃t = (η̃t, β̃t, σ̃

2
t , ξ̃t), and (ηt+1, η̃t+1)|Ct, C̃t is sampled using the

coupled slice sampler in Algorithm 4. As the coupling in Algorithm 4 is independent component-

wise, we can obtain a simplified expression involving only univariate probabilities as

d(Ct, C̃t) = 1−
p∏

j=1
P
(
ηt+1,j = η̃t+1,j|ηt,j, η̃t,j,mt,j, m̃t,j

)
, (2.9)

wheremt,j = ξtβ
2
t,j/(2σ

2
t ) andmt,j = ξ̃tβ̃

2
t,j/(2σ̃

2
t ). Under this metric d and a threshold d0 ∈ [0, 1],

an exact meeting is attempted when P(ηt+1 = η̃t+1|Ct, C̃t) ≥ 1 − d0. Once ηt+1 and η̃t+1 coincide,

and if the scalars ξt+1 and ξ̃t+1 also subsequently coincide, then the entire chains meet. When d0 = 1,

the two-scale coupling reduces to the one-scale coupling of Algorithm 3 since the maximal coupling

slice sampler (Algorithm 4) is invoked at each step. On the other hand, when threshold d0 = 0, we

always apply the common random numbers. Then the chains Ct, C̃t may come arbitrarily close but

will never exactly meet. Empirically we find that different values of the threshold d0 away from 0 and

1 give similar meeting times. Simulations concerning these choices can be found in Section B.2.2 of

the appendices.

Wenowdiscuss computation of themetricd(Ct, C̃t). Since the probability in (2.8) is unavailable in

closed form, we can resort to various approximations. One option is to evaluate the one-dimensional
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integrals in (2.9) using numerical integration. Alternatively, one can form the Monte Carlo based

estimate

d̂R
(1)
(Ct, C̃t) =

1
R

R∑
r=1

1{η(r)t+1 6= η̃(r)t+1}, (2.10)

where (η(r)t+1, η̃
(r)
t+1) are sampled independently for r = 1, . . . ,R using Algorithm 4. We recommend a

Rao–Blackwellized estimate by combiningMonte Carlo with analytical calculations of integrals as

d̂R
(2)

(Ct, C̃t) = 1−
p∏

j=1

( 1
R

R∑
r=1

P
(
ηt+1,j = η̃t+1,j

∣∣∣U(r)
j , Ũ(r)

j ,mt,j, m̃t,j

))
, (2.11)

where
(
U(r)
j , Ũ(r)

j
)
are sampled independently for r = 1, . . . ,RusingAlgorithm4andeachP(ηt+1,j =

η̃t+1,j

∣∣∣U(r)
j , Ũ(r)

j ,mt,j, m̃t,j) is calculated analytically based on meeting probabilities from Algorithm

4. Further metric calculation details are in Section B.2.3 of the appendices. For a number of samples

R, estimates (2.10) and (2.11) both have computation cost of order pR. Compared to the estimate in

(2.10), the estimate in (2.11) has lower variance and faster run-time as it only involves sampling uni-

formly distributed random numbers. It suffices to choose a small number of samplesR, and often we

takeR = 1. Indeed it appears unnecessary to estimate d(Ct, C̃t) accurately, as we are only interested in

comparing that distance to a fixed threshold d0 ∈ [0, 1]. Often the trajectories (d(Ct, C̃t))t≥0 initially

take values close to 1, and then sharply drop to values close to 0. This leads to the estimates in (2.10)

and (2.11) having low variance. Henceforth, wewill use the estimate in (2.11) in our experimentswith

two-scale couplings, unless specified otherwise.

Overall the two-scale coupling kernel has twice theO(n2p) cost of the single chain kernel in (2.4).

When Ct 6= C̃t, we calculate a distance estimate and sample from a coupled slice sampling kernel.

Calculating the distance estimate involves sampling 2pR uniforms and hasO(p) cost. Coupled slice

sampling withmaximal couplings (Algorithm 4) or common randomnumbers both have expected or

deterministic costO(p). The remaining steps of the two-scale coupling match the one-step coupling
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in Algorithm 3.

We now consider the performance of the two-scale coupling on synthetic datasets. The setup is

identical to that introduced in Section 2.2.3, where for each dimension p we simulate 100 meeting

times based on independently generated synthetic datasets. We target theHorseshoe posterior (ν = 1)

with a0 = b0 = 1. Figure 2.3 shows themeeting times τ of coupledMarkov chains (with a lagL = 1),

for both the one-scale coupling and the two-scale coupling with R = 1 and threshold d0 = 0.5.

Figure 2.3 shows that the two-scale coupling can lead to orders of magnitude reductions in meeting

times compared to the one-scale coupling.
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Figure 2.3: Meeting times τ = inf{t ≥ 0 : (ηt, βt, ξt, σ
2
t ) = (η̃t, β̃t, ξ̃t, σ̃

2
t )} against dimension for posteriors

associated with a Horseshoe prior under one‐scale and two‐scale couplings, with n = 100, s = 10, σ∗ = 0.5.

We next present some preliminary results which hint as to why the two-scale coupling leads to the

drastic reduction inmeeting times. We focus on the coupling of the (η, η̃) full conditionals, as the one-

scale and two-scale algorithms differ only at this step. First, we show that for any monotone function

h : (0,∞) → R and all components j = 1, . . . , p, the expected distance E[|h(ηt+1,j)− h(η̃t+1,j)|] is

the same under both common random numbers and maximal coupling.

Proposition 2.3.1. Consider the setup of Proposition 2.2.2, such that the η full conditionals are sampled
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perfectly. Then for any monotone function h : (0,∞) → R and all components j = 1, . . . , p,

Emax
[
|h(ηt+1,j)− h(η̃t+1,j)|

∣∣mt, m̃t
]
= Ecrn

[
|h(ηt+1,j)− h(η̃t+1,j)|

∣∣mt, m̃t
]
, (2.12)

whereEmax andEcrn correspond to expectations under the maximal coupling and CRN coupling respec-

tively of (ηt+1, η̃t+1) given mt and m̃t.

Proposition 2.3.1 implies that such single-step expectations alone do not distinguish the behav-

ior of CRN from maximal couplings. This compels us to investigate other distributional features of

|h(ηt+1,j) − h(η̃t+1,j)| under either coupling to possibly tease apart differences in their behavior on

high probability events. Focusing on the Horseshoe prior and making the choice h(x) = log(1+ x),

we uncover a distinction between the tail behavior of the two couplings which can substantially accu-

mulate over p independent coordinates. We offer an illustration in a stylized setting below.

Proposition 2.3.2. For the Horseshoe prior (ν = 1), consider when mt = μ1p ∈ (0,∞)p and m̃t =

μ̃1p ∈ (0,∞)p for some positive scalars μ and μ̃ with μ̃ 6= μ. Then under a CRN coupling,

P
( p
max
j=1

| log(1+ ηt+1,j)− log(1+ η̃t+1,j)| > | log μ− log μ̃|
∣∣mt, m̃t

)
= 0 (2.13)

for all p ≥ 1. Define a positive constant L = log(1+ 1/max{μ, μ̃})/2. Under maximal coupling, for

any α ∈ (0, 1) and any α′ ∈ (α, 1), there exists a constant D > 0 which does not depend on p such that

for all p > 1,

P
( p
max
j=1

| log(1+ ηt+1,j)− log(1+ η̃t+1,j)| > log(αL) + log log p
∣∣mt, m̃t

)
> 1− e−Dp1−α′

.

(2.14)

Extensions of Proposition 2.3.2 which allow different components ofmt and m̃t to take different

values under some limiting assumptions are omitted here for simplicity. This stylized setting already
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captures why the one-scale algorithm may result in much larger meeting times in high dimensions

compared to theCRN-based two-scale algorithm. Wenote thatProposition2.3.2 remains informative

whenever | log μ − log μ̃| � log log p, even when log log p is not large. For example, consider μ =

μ̃eδ for some small δ > 0 with δ � log log p. Under CRN, log(1 + ηt+1,j) and log(1 + η̃t+1,j)

remain δ-close almost surely for all components j. In contrast, under the maximal coupling, at least

one component will have larger than log(αL)+ log log p deviations with high probability. Since α and

L = log(1 + 1/μ)/2 do not depend on p or δ, log(αL) + log log p � δ for fixed μ, μ̃ > 0. These

larger deviations between some components of ηt+1 and η̃t+1 under maximal couplings push the two

chains much further apart when sampling (mt+1, m̃t+1)
∣∣ηt+1, η̃t+1, resulting in meeting probabilities

that are much lower over multiple steps of the algorithm. Overall, Propositions 2.3.1 and 2.3.2 show

that multi-step kernel calculations taking into account such high-probability events may be necessary

to further distinguish the relative performances of one-scale and two-scale couplings. A full analytic

understanding of this difference in performance remains an open problem.

Another way of understanding the benefits of two-scale coupling would be to find a distance un-

der which the coupled chains under common random numbers exhibit a contraction. The CRN

coupling part of Proposition 2.3.2 hints that d̄(mt, m̃t) :=
∑p

j=1 | logmt,j − log m̃t,j|may be a nat-

ural metric. Section B.2.1 of the appendices contains discussions and related simulations comparing

this metric with alternatives. Proposition 2.3.3 verifies that such metric bounds the total variation

distance between one-step transition kernels.

Proposition2.3.3. LetP denote theMarkov transitionkernel associatedwith theupdate from (βt, ξt, σ
2
t )

to (βt+1, ξt+1, σ2t+1) for the Gibbs sampler in (2.4). Let Z = (β, ξ, σ2), Z̃ = (β̃, ξ̃, σ̃2), mj = ξβ2j /(2σ
2),

and m̃j = ξ̃β̃2j /(2σ̃
2) for j = 1, . . . , p. Then,

TV
(
P(Z, ·),P(Z̃, ·)

)2 ≤ (1+ ν)(e− 1)
4

d̄(Z, Z̃). (2.15)
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By Proposition 2.3.3, it suffices to show that
(
d̄(Zt, Z̃t)

)
t≥0 contracts under CRN to a sufficiently

small value such that the upper bound in (2.15) is strictly less that 1. This would ensure that CRN

coupling will bring the marginal chains close enough that the probability of one-step max coupling

resulting in a meeting is high. Note that (2.15) corresponds to the total variation distance of the full

chain, so under this setupwewould attempt tomaximally couple the full vectors ηt+1 and η̃t+1 (rather

than maximally coupling component-wise) when close. Analytical calculations to establish such a

contraction, and to understand how the contraction rate scales with dimension and other features of

the problem such as the choice of prior, sparsity, and signal to noise ratio requires further work.

2.3.2 Alternative coupling strategies

The rapid meeting of the two-scale coupling in simulations recommends its use. However, we were

unable to establish finite expected meeting times with this coupling. We now describe several small

modifications of the two-scale coupling that have similar empirical performance but for which we can

prove that the meeting time distribution has exponential tails.

Our basic approach is tomaximally couple each component (ηt,j, η̃t,j) until a failedmeeting {ηt,j 6=

η̃t,j} occurs, after which we switch to CRN for the remaining components. The ordering of the com-

ponents j = 1, . . . , p can be deterministic or randomized at each iteration. Under this construction,

only one component of (ηt, η̃t), corresponding to the failed meeting, will evolve independently; the

other components will either meet or evolve under CRN. Therefore, we expect to obtain benefits

similar to the two-scale coupling in high dimensions. An apparent advantage is that we can bypass the

choice of metric and associated threshold. While the switch-to-CRN coupling has the sameO(n2p)

cost per iteration as the two-scale coupling, it can give faster run-times in practice when the dimension

p is large compared to the number of observations n as it avoids repeated calculation of a metric.

We report the performance of the switch-to-CRN coupling with the ordering of the components

randomized at each iteration. The setup is identical to that in Section 2.3.1, where for each dimension
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p we simulate 100 meeting times based on independently generated synthetic datasets. Figure 2.4

shows that the switch-to-CRN coupling leads to similar meeting times as the two-scale coupling.
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Figure 2.4: Meeting times τ = inf{t ≥ 0 : (ηt, βt, ξt, σ
2
t ) = (η̃t, β̃t, ξ̃t, σ̃

2
t )} for posteriors from the Horseshoe prior

under the two‐scale and the switch‐to‐CRN coupling algorithms. n = 100, s = 10, σ∗ = 0.5.

We can establish that the meeting times under this switch-to-CRN coupling have exponential tails

and hence finite expectation.

Proposition 2.3.4. Consider the blocked Gibbs sampler in (2.4). We follow the setup in Proposition

2.2.1, and assume that the global shrinkage prior πξ(·) has compact support. Write Zt = (βt, ξt, σ
2
t ),

Z̃t = (β̃t, ξ̃t, σ̃
2
t ), Ct = (ηt, βt, ξt, σ

2
t ) and C̃t = (η̃t, β̃t, ξ̃t, σ̃

2
t ). Consider the switch-to-CRN cou-

pling given by (Zt, Z̃t) 7→ (ηt+1, η̃t+1) 7→ (Zt+1, Z̃t+1) where (ηt+1, η̃t+1) are maximally coupled

component-wise (under any fixed or random ordering of the components) until the first failed meeting,

after which common random numbers are employed, and (Zt+1, Z̃t+1) are coupled using common ran-

dom numbers. Denote the meeting time by τ := inf{t ≥ 0 : Ct = C̃t} = inf{t ≥ 0 : Zt = Z̃t}. Then

P(τ > t) ≤ A1κt1 for some constants A1 ∈ (0,∞) and κ1 ∈ (0, 1), and for all t ≥ 0.

The equality of themeeting times for the (Zt) and the (Ct) chains follows from a similar argument

as after Proposition 2.2.2. As in Proposition 2.2.2, our proof of Proposition 2.3.4 implies a rate κ1

which tends to 1 exponentially as dimension p increases. To obtain more favorable rates with respect
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to the dimension as hinted by Figure 2.4 would require a better understanding of the CRN coupling,

for example establishing a contraction in some parts of the state space as discussed above.

Overall, Figures 2.3 and 2.4 show significant empirical improvements in using the two-scale cou-

pling and related strategies, compared to the one-scale coupling of Section 2.2.3. Therefore, we rec-

ommend the use of two-scale couplings and variants such as the switch-to-CRNcoupling for practical

high-dimensional applications. Furthermore, in settings where estimating the metric d is computa-

tionally expensive or analytically intractable, variants such as the switch-to-CRN coupling may offer

faster run-time per iteration. Henceforth, we will use the two-scale coupling of Section 2.3.1 in our

experiments and GWAS dataset applications, unless specified otherwise.

2.3.3 Computational and statistical impact of degree of freedom ν

We empirically investigate the impact of the degrees of freedom ν ≥ 1 for Half-t(ν) priors. Higher

degrees of freedom ν corresponds to priors on β which have stronger shrinkage towards zero (Propo-

sition B.1.1). We consider meeting times resulting from the two-scale coupling of Section 2.3.1, as

well as the statistical performance of the posteriors. On the computation side, recent work on conver-

gence analysis [Qin and Hobert, 2019a,b] has highlighted the impact of shrinkage on convergence of

simplerMCMC algorithms. Under a common random numbers coupling, Qin andHobert [2019b]

have studied the convergence of the Gibbs sampler of Albert and Chib [1993] for Bayesian probit

regression, proving dimension-free convergence rates for priors with sufficiently strong shrinkage to-

wards zero. On the statistical estimation side, Half-t(ν) priors have been long proposed [Gelman,

2006, Carvalho et al., 2009, 2010] for Bayesian hierarchical models. van der Pas et al. [2014, 2017]

have established (near) minimax optimal estimation for the Horseshoe (ν = 1) in the Normal means

model. Ghosh and Chakrabarti [2017] have extended the results of van der Pas et al. [2014] to show

minimax optimality of a wider class of priors including Half-t(ν) priors. Recently, Song [2020] has

established that the degree of freedom ν can impact the multiplicative constant in the posterior con-
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Figure 2.5: Meeting times under the two‐scale coupling algorithm and mean squared error with Half‐t(ν) priors and
LASSO estimates. In Figure 2.5a n = 100, s = 20 and σ∗ = 2; in Figure 2.5b n = 100, p = 500, s = 20, σ∗ = 2.

traction rate for theNormal meansmodel. Posterior contraction rates of continuous shrinkage priors

in the regression setting beyond the Normal means model would deserve further investigation.

We consider the meeting times obtained with Half-t(ν) priors under the two-scale coupling (with

R = 1 and threshold d0 = 0.5) on synthetic datasets. The synthetic datasets are generated as per

Figure 2.2 of Section 2.2.3. Figure 2.5a is then based on 20 synthetic datasets generated indepen-

dently for different degrees of freedom ν ∈ [1, 2]. Figure 2.5a plots meeting times τ of 1-lag coupled

Markov chains against dimension. It indicates that even a small increase in the degree of freedom ν > 1

compared to the Horseshoe (ν = 1) can lead to orders of magnitude computational improvements

through shorter meeting times.

We also consider the statistical performance of Bayesian shrinkage regression with Half-t(ν) priors

on synthetic datasets in Figure 2.5b. The synthetic datasets are generated as per Figure 2.2 of Sec-

tion 2.2.3. We use the blocked Gibbs sampler of Algorithm 21 to draw samples from the posteriors

corresponding to different degrees of freedom ν, by simulating chains of length 1000, with a burn-in

period chosen using the coupling-based total variation distance upper bounds of Biswas et al. [2019].

Specifically we employ a burn-in of 300 steps for ν ≥ 1.2 and of 600 steps for ν = 1. Figure 2.5b

shows mean squared error (MSE) for different values of ν ≥ 1. For a fixed synthetic dataset, the MSE
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in Figure 2.5b is calculated as ‖β∗ − β̂‖22/p where β̂ :=
∑1000

t=1 βt/1000, is the MCMC estimator ob-

tained from theMarkov chain after burn-in. The error bars in Figure 2.5b are generated by simulating

synthetic datasets independently 100 times and each time calculating the correspondingMSE from a

Markov chain for different values of ν ∈ [1, 8]. TheMSE of the LASSO is also included, with regular-

ization parameter chosen with cross-validation using the glmnet package [Friedman et al., 2010]. For

ν ∈ [1, 2], we observe a lower MSE using Half-t(ν) priors compared to the LASSO. The grey plots

in Figures 2.5b show that much larger ν ∈ {4, 6, 8} can lead to higher MSE, as the corresponding

posteriors are strongly concentrated about zero and less able to identify non-null signals. Overall, Fig-

ure 2.5b suggests that Half-t(ν) priors with degrees of freedom ν ∈ [1, 2] can result in comparable

statistical performance while much larger values of ν should be discouraged.

2.4 Results on GWAS datasets

Section 2.3.3 suggests that Half-t(ν) priors with higher degrees of freedom ν > 1 can give similar

statistical performance to theHorseshoe (ν = 1), whilst allowing orders of magnitude computational

improvements.

Motivated by this observation, we apply our algorithms to genome-wide association study (GWAS)

datasets using ν = 2. We consider a bacteria dataset [Bühlmann et al., 2014]withn = 71 observations

corresponding to production of the vitamin riboflavin, and p = 4, 088 covariates corresponding to

single nucleotide polymorphisms (SNPs) in the genome. We also consider a maize dataset [Romay

et al., 2013, Liu et al., 2016b, Zeng and Zhou, 2017, Johndrow et al., 2020] with n = 2, 266 ob-

servations corresponding to average number of days taken for silk emergence in different maize lines,

and p = 98, 385 covariates corresponding to SNPs. Bayesian methods are well-suited to such GWAS

datasets, as they provide interpretable notions of uncertainty through marginal posterior probabili-

ties which allow for multimodality and enable the use of prior information [e.g. Guan and Stephens,

48



2011, Zhou et al., 2013]. Furthermore, heavy-tailed continuous shrinkage priors can be particularly

effective in the GWAS setting, as the associations between SNPs and the phenotype are expected to be

sparse, and such priors have shown competitive empirical performance in polygenic prediction [Ge

et al., 2019].

For both datasets, we target the posterior induced by a Half-t(2) prior with a0 = b0 = 1. We use

the two-scale coupling withR = 1 and threshold d0 = 0.5, and initialize chains independently from

the prior. For the ξ updates, we use a Metropolis–Hastings proposal step-size of σMH = 0.8. Based

on 100 independent coupled chains, Figure 2.6 shows upper bounds on the total variation distance

to stationarity, TV(πt, π) as a function of t, usingL-lag couplings withL = 750 andL = 200 for the

maize and riboflavin datasets respectively. The results indicate that these Markov chains converge to

the corresponding posterior distributions in less than 1000 and 500 iterations respectively. The lags

L = 750 and L = 200 were selected based on some preliminary runs of the coupled chains to obtain

informative total variation bounds, which incurs an additional preliminary cost. Any choice of lag

results in valid upper bounds, but only large enough lags lead to upper bounds that are in the interval

[0, 1] even for small iterations t.

In these GWAS examples, the run-time per iteration may be significant. For the maize dataset, on

a 2015 MacBook Pro with a 2.7GHz dual-core Intel Core i5 processor, each iteration of the coupled

chain takes approximately 60 seconds, and running one coupled chain until meeting can take more

than one day. This run-time is dominated by the calculation of the weighted matrix cross-product

XDiag(η)−1XT, with an O(n2p) cost. In this setting, a scientist wanting to run chains for 104 or

105 iterations may have to wait for weeks or months. Using the proposed couplings, a scientist with

access to parallel computing can be confident that samples obtained after 103 iterations would be in-

distinguishable from perfect samples from the target. For the riboflavin dataset, each iteration of the

coupled chain takes approximately 0.1 seconds, and running one coupled chain until meeting takes

only 10 to 20 seconds. The run-time there is dominated by the component-wise η updates which have
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(a) Riboflavin dataset with n = 71 and p =
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Figure 2.6: L‐Lag coupling‐based upper bounds on TV(πt, π), the distance between the chain at time t and its limiting
distribution, in Bayesian shrinkage regression with Half‐t(2) prior on GWAS datasets. Maize dataset: n = 2, 266 and
p = 98, 385; Riboflavin dataset: n = 71 and p = 4, 088.

O(p) cost. In the riboflavin example, the coupling-based diagnostics enable the scientist to perform

reliable Bayesian computation directly from personal computers. Here we have demonstrated the use

of the proposed couplings for convergence diagnostics, but they can also deliver unbiased estimators

of posterior expectations [Jacob et al., 2020b]; Section B.3 of the appendices presents some results on

unbiased estimation for the riboflavin dataset. Overall, the GWAS examples illustrate that couplings

of MCMC algorithms can aid practitioners in high-dimensional settings.

2.5 Discussion

We have introduced couplings of Gibbs samplers for Bayesian shrinkage regression with Half-t(ν)

priors. The proposed two-scale coupling is operational in realistic settings, including a GWAS setting

with n ≈ 2000, p ≈ 100000.

Firstly, ourworkparticipates in awider effort to applyMCMCalgorithms and coupling techniques

to ever more challenging settings [Middleton et al., 2020, Ruiz et al., 2021, Trippe et al., 2021, Lee

et al., 2020b, Xu et al., 2021]. In particular, the shortmeeting times obtained here vindicate the use of

coupling techniques in multimodal, high-dimensional sampling problems. This relates to questions
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raised in some comments of Lee et al. [2020a] and Paulin [2020] in the discussion of Jacob et al.

[2020b], and shows that the dimension of the state space may not necessarily be the most important

driver of the performance of MCMC algorithms and couplings thereof.

Secondly, we have applied L-lag couplings [Biswas et al., 2019] to obtain upper bounds on the

total variation distance between theMarkov chain at a finite time and its stationary distribution. This

allows empirical investigations of the mixing time and how it varies with the inputs of the problem,

including number of observations, number of covariates, signal to noise ratio and sparsity. We find

that coupling techniques constitute a convenient non-asymptotic tool tomonitor the performance of

MCMC algorithms.

Thirdly, we observe that Half-t(ν) priors with degrees of freedom ν higher than one give similar

statistical estimation performance to the Horseshoe whilst providing significant computational ad-

vantages. This contributes towards the discussion on the impact of the prior on the trade-off between

statistical estimation and computational feasibility, in the setting of high-dimensional Bayesian regres-

sion.

The following questions arise from our work.

1. Convergence of the blocked Gibbs sampler. Short meeting times suggest that the blocked Gibbs

sampler converges quickly, even in high dimensions. Thismotivates amore formal study of the

convergence of thatMarkov chain, to understandhow the convergence rate varieswith features

of the data generating process and of the prior. The Lyapunov function in Proposition 2.2.1

and the two-scale coupling may prove useful for such analysis. Our initial work in this area

suggests that finding a convenient metric that gives sharp bounds on the metric d used here,

while simultaneously being amenable to theoretical analysis, will be a key step.

2. Alternative coupling algorithms. Section 2.3.2 indicates thatmany coupling strategies are avail-

able in the present setting, and more generally for various Gibbs samplers. For example, we
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could combine the switch-to-CRN coupling with the two-scale coupling to form other cou-

pling strategies. Under the two-scale coupling setup, we could apply the switch-to-CRN cou-

pling only when the chains are close with respect to a chosen metric, and employ CRN cou-

plings when far away. Alternatively, we could always apply the switch-to-CRN coupling, and

estimate component-wise meeting probabilities to select the order of the updates, for exam-

ple such that components more likely to meet are updated first. Some couplings may result

in shorter meeting times for the Horseshoe prior. This may allow the Horseshoe prior to re-

main competitivewithHalf-t(ν) priors with higher degrees of freedom. In our experimentswe

did not find ways to obtain shorter meetings for the Horseshoe, but we certainly cannot rule

out that possibility. If one could obtain short meetings for the Horseshoe in high dimensions,

the apparent trade-off between statistical performance and computing cost identified in the

present work would disappear.

3. Interplay between posterior concentration and MCMC convergence. For Bayesian regression

with spike-and-slab priors, Yang et al. [2016] and Atchadé [2019] have shown that posterior

contraction can aid the convergence of MCMC in high dimensions. The performance of the

proposed couplings motivates similar investigations for continuous shrinkage priors.
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BoundingWasserstein distance with

couplings

3.1 Introduction

3.1.1 Quality of asymptotically biasedMonte Carlo methods

Markov chain Monte Carlo (MCMC) methods are commonly used for the approximation of in-

tractable integrals arising in Bayesian statistics, probabilistic inference, machine learning, and other

fields [Brooks et al., 2011, Liu, 2008, Robert and Casella, 2013]. MCMCmethods generate Markov

chains with marginal distributions that asymptotically converge to a target distribution of interest as

the number of iterations tend to infinity. In modern applications with a large number of data points

or high dimensions, MCMC methods can have high computation cost per iteration. This has cat-

alyzed the use of approximate MCMC methods [e.g., Welling and Teh, 2011, Bardenet et al., 2017,

Narisetty et al., 2019, Johndrow et al., 2020], which have lower computation cost per iteration but

may not converge to the target distribution of interest, andmethods such as variational inference [e.g.

Blei et al., 2017], which inexactly approximate the target distribution through optimization.

Assessing the quality of such asymptotically biased samplers is of great interest for researchers who

develop new approximate inferencemethods. StandardMCMCdiagnostic tests [e.g., Johnson, 1998,

Biswas et al., 2019, Vats and Knudson, 2021, Vehtari et al., 2021] are not directly suitable for such

settings as they do not account for asymptotic bias. Researchers often resort to comparing sum-
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mary statistics or marginal univariate traceplots of samples from such methods with samples from an

asymptotically unbiased Markov chain. Such marginal traceplots and summary statistics may fail to

capture higher order moments and dependencies between different components. Moreover, in high-

dimensional settings, visualizing all marginal traceplots may not even be feasible. These limitations of

existing diagnostics and heuristics have stimulated interest inmeasuring the quality of sample approx-

imations. A number of works have developedmeasures of sample quality based on Stein discrepancies

which do not require sampling from the target distribution of interest [Gorham and Mackey, 2015,

Chwialkowski et al., 2016, Liu et al., 2016a, Gorham andMackey, 2017, Huggins andMackey, 2018,

Gorham et al., 2020]. Gorham et al. [2019] have further established a near-linear relationship between

Stein discrepancies and standard Wasserstein distances for distributions with fast-mixing diffusions,

but the constants in these results rely on specific knowledge of the gradient of the log target density

that must be derived for each new target distribution. In this manuscript, we develop generic upper

bound estimates of the Wasserstein distance that apply to any distributions that can be targeted with

fast-mixingMarkov chains and do not require any additional distributional knowledge.

3.1.2 Couplings andWasserstein distances

Consider a complete, separable metric space (X , c) where c is a metric. A probability measure μ on

(X , c) has finite moments of order p if there exists some x0 ∈ X such that
´
X c(x0, x)pdμ(x) <

∞. For any p ≥ 1, let Pp(X ) denote the set of all probability measures on (X , c) which have finite

moments of order p. Then the p-Wasserstein distance is ametric onPp(X ), defined for any probability

measures μ and ν inPp(X ) as

Wp(μ, ν) =
(

inf
γ∈Γ(μ,ν)

ˆ
X×X

c(x, y)pdγ(x, y)
)1/p

(3.1)
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where Γ(μ, ν) is the set of probabilitymeasures onX×X withmarginalmeasures μ and ν respectively.

Any probability measure in Γ(μ, ν) is called a coupling of μ and ν.

TheWasserstein distance has many advantageous properties. Here we note those most relevant for

this work and refer to [Villani, 2008] for more details. Firstly, it allows comparison between mutu-

ally singular distributions that may have disjoint supports, unlike common alternatives like the total

variation distance, Kullback–Leibler divergence andRényi’s α-divergences [van Erven andHarremos,

2014]. In addition, it captures geometric properties induced by the metric c and differences between

moments of distributions. For examplewhenX = Rd and c(x, y) = ‖x−y‖p = (
∑d

j=1 |xi−yi|p)1/p,

Jensen’s inequality and the triangle inequality imply

max
{
‖E[X− Y]‖p ,

∣∣E[‖X‖pp]1/p − E[‖Y‖pp]1/p
∣∣} ≤ E[‖X− Y‖pp]1/p = Wp(μ, ν) (3.2)

for any μ, ν ∈ Pp(X ) and random variables X ∼ μ and Y ∼ ν jointly distributed according to

a p-Wasserstein optimal coupling. Equation (3.2) shows that p-Wasserstein distances can control the

difference between moments of order p. Meanwhile, Huggins et al. [2020] present examples of pairs

of distributions with large moment differences but arbitrarily small Kullback–Leibler divergence or

Rényi’s α-divergence.

This manuscript develops consistent estimates of upper bounds to Wasserstein distances. The de-

veloped algorithms and estimators are then used to asses the quality of approximateMCMC and cer-

tain variational inference methods. Specifically, we use couplings ofMarkov chains to estimate upper

bounds on the Wasserstein distance between the limiting distribution of the asymptotically biased

sampling method and the original target distribution of interest. As we discuss in Section 3.3.4, our

work provides an appealing alternative to popular biased estimates based on empirical Wasserstein

distances and Sinkhorn distances, [e.g., Orlin, 1988, Cuturi, 2013] which can suffer from curse of di-

mensionality, and to the upper bounds estimates of Huggins et al. [2020], which are based on worst-

56



case divergence bounds and rely on efficient importance sampling. In addition, our upper bound esti-

mates provably improve upon those ofDobson et al. [2021]which rely upon challenging contraction-

constant estimation.

3.1.3 Our contributions

We introduce new tools for method developers to assess quality of their approximate inference proce-

dures. Our primary contributions are summarized below.

In Section 3.2, we first introduce algorithms for coupling two Markov chains with distinct sta-

tionary distributions. Our approach generalizes recent efforts to coupleMarkov chains with identical

transition kernels [see, e.g., Glynn and Rhee, 2014, Heng and Jacob, 2019, Middleton et al., 2019,

Jacob et al., 2020b, Biswas et al., 2019, 2022a]. We then introduce estimators based on our coupled

chains that consistently upper bound theWasserstein distance between their stationary distributions.

This enables us to assess the asymptotic bias of approximateMCMCmethods and certain variational

inference procedures.

Section 3.3 provides a theoretical analysis of our upper bound estimates. We first establish the

consistency and unbiasedness of our upper bound estimates and then derive interpretable analytic

upper bounds on our estimates in terms of the mixing rate of one chain and the closeness of the two

transition kernels. These analytic bounds provide sufficient conditions for our upper estimates to be

informative in high dimensions.

In Section 4.4, we demonstrate the favorable empirical performance of our upper bound estimates

on modern applications. We first consider datasets with a large number of data points to assess the

quality of stochastic gradient MCMC, variational Bayes, and Laplace approximations for Bayesian

logistic regression. We then consider high-dimensional datasets to assess the quality of approximate

MCMC for high-dimensional linear regression with continuous shrinkage priors (d ≈ 50000) and

high-dimensional logistic regression with spike-and-slab priors (d ≈ 4500). Finally, we discuss our
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results and directions for future work in Section 3.5. Open-source R code recreating all experiments

in this paper can be found at www.github.com/niloyb/BoundWasserstein.

3.2 BoundingWasserstein distance with couplings

GivendistributionsP andQ inPp(X ) for some p ≥ 1,wewish to estimateupperboundsonWp(P,Q).

Our estimates are based on Markov chains (Xt)t≥0 and (Yt)t≥0 with marginal transition kernels K1

andK2 invariant for P andQ respectively. Specifically, we constructMarkovian kernels K̄ on the joint

spaceX × X such that for all x, y ∈ X ,

K̄
(
(x, y), (·,X )

)
= K1(x, ·) and K̄

(
(x, y), (X , ·)

)
= K2(y, ·). (3.3)

Given the kernel K̄, we generate a coupled Markov chain (Xt,Yt)t≥0 using Algorithm 5. Algorithm

5 can be viewed as a generalization of existing coupling constructions [Johnson, 1998, Glynn and

Rhee, 2014, Heng and Jacob, 2019, Middleton et al., 2019, Jacob et al., 2020b, Biswas et al., 2019,

2022a]. While prior work focused on K1 = K2 and Xt
d
= Yt to establish convergence to a single

stationary distribution P, our work uses distinct kernels K1 and K2 to bound the distance between

distinct stationary distributionsP andQ. Algorithms to sample from the coupled kernel K̄ are covered

in Section 3.3.2.

Algorithm 5:CoupledMarkov chainMonte Carlo for boundingWasserstein distances
Input: Initial distribution Ī0 onX × X , joint kernel K̄, number of iterations T
Initialize: Sample (X0,Y0) ∼ Ī0
for t = 1, . . . ,T− 1 do Sample (Xt+1,Yt+1)|(Xt,Yt) ∼ K̄

(
(Xt,Yt), ·

)
returnMarkov chain (Xt,Yt)

T
t=0

For a Markov chain (Xt,Yt)t≥0 from Algorithm 5, suppose the marginal distributions of Xt and

Yt converge in p-Wasserstein distance to P andQ respectively as t tends to infinity. Informally, the cou-

58

www.github.com/niloyb/BoundWasserstein


pling representationof theWassersteindistance impliesWp(P,Q)p ≤ lim inf
S→∞,T−S→∞

∑T
t=S+1

E[c(Xt,Yt)p]
T−S .

This motivates our coupling upper bound (CUB) estimate

CUBp ≜
( 1
I(T− S)

I∑
i=1

T∑
t=S+1

c(X(i)
t ,Y(i)t )p

)1/p
, (3.4)

where (X(i)
t ,Y(i)t )Tt=0 are sampled using Algorithm 5 independently for each i, with burn-in S ≥ 0

and trajectory length T > S. We prove the consistency of this and related upper bound estimators in

Section 3.3. We now consider the empirical performance of this estimator on two stylized examples,

working with the Euclidean metric c(x, y) = ‖x− y‖2 onRd.

3.2.1 Upper bound onWasserstein distance

We consider the performance of CUB2 (3.4) for two Gaussian distributions onRd, given by

P = N (0,Σ)where Σi,j = 0.5|i−j| for 1 ≤ i, j ≤ d andQ = N (0, Id). (3.5)

Hereweuse themarginal kernelsK1 andK2 of theMetropolis–adjustedLangevin algorithm(MALA).

with step sizes σP = σQ = 0.5d−1/6 targeting P and Q respectively, following existing guidance for

step size choice [Roberts and Rosenthal, 1998]. The joint kernel K̄ is based on a common random

numbers (CRN, also called “synchronous”) coupling of both the proposal step and the accept-reject

step of the MALA algorithm, as detailed in Algorithm 4 of Appendix C.6. We initialize each chain

with independent draws of X(i)
0 ∼ P and Y(i)0 ∼ Q.

Figure 3.1a compares several upper bound estimates for W2(P,Q) with dimension d = 100.

The solid line plots CUB2 based on I = 5 independent chains with burn-in S = 0 and varying

trajectory length 1 ≤ T ≤ 1000. The dotted line corresponds to the independent coupling up-

per bound E[‖X − Y‖22]1/2 where X ∼ P and Y ∼ Q are independent and equals (2d)1/2. The
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dot-dashed line represents an estimate based on empirical Wasserstein distances. Specifically, it plots∑I
i=1W2(P̂

(i)
T , Q̂(i)

T )/I where each P̂(i)T and Q̂(i)
T are the empirical distributions of T = 1000 points

sampled independently from P and Q respectively and W2(P̂
(i)
T , Q̂(i)

T ) is calculated exactly by solv-

ing a linear program [Orlin, 1988]. In Section 3.3.4 we establish the consistency of this common

Wasserstein distance estimate but also note that its convergence can be slow in high dimensions due

to substantial bias. The dashed line corresponds to the trueWasserstein distanceW2(P,Q) and equals

‖Σ1/2−Id‖F, where Σ1/2 is the positivematrix square root of Σ and‖·‖F is the Frobenius normonma-

trices [see, e.g., Peyré and Cuturi, 2019, Remark 2.23]. The grey error bands represent one standard

error arising fromMonte Carlo error. At initialization (T = 0) CUB2 matches the equivalent inde-

pendent coupling bound. For greater trajectory lengths T, CUB2 offers a significant improvement

over both the independent bound and the popular empirical Wasserstein estimate.

Figure 3.1b considers the 2-Wasserstein distanceW2(P,Q) for higher dimensions. The solid line

now plots CUB2 based on I = 5, S = 0, and T = 1000. Figure 3.1b highlights that, unlike the

independent and empirical Wasserstein estimates, CUB2 offers bounds that remain informative even

in higher dimensions. Such dimension-free properties of our upper bounds are investigated in Section

3.3. Section 3.3.4 provides a further comparison of our CUB bounds with empirical Wasserstein and

Sinkhorn distances, which can have prohibitive computational cost for larger sample sizes and suffer

from the curse of dimensionality.

3.2.2 Bias of approximateMCMCmethods

Unadjusted Langevin algorithm (ULA) is a popular approximate MCMC counterpart to MALA. It

has the same proposal step asMALAbut now all proposed states accepted. The lack of aMetropolis–

Hastings accept-reject step leads toULAhaving a lower computation costs per iteration thanMALA,

which is beneficial for applications with large datasets [e.g. Nemeth and Fearnhead, 2021]. On the

other hand, ULA is asymptotically biased [Durmus andMoulines, 2019]. In this section, we consider
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Figure 3.1: Upper bound estimates forW2(P,Q) with P = N (0,Σ) where Σi,j = 0.5|i−j| for 1 ≤ i, j ≤ d,
Q = N (0, Id), and metric c(x, y) = ‖x− y‖2. See Section 3.2.1.

upper bounds of the Wasserstein distance between the limiting distribution of ULA and the original

target distribution of interest on a stylized example.

Figure 3.2 shows the performance of CUB2 (3.4) when the marginal kernels K1 andK2 are based,

respectively, on theMALAandULAMarkov chains targeting thedistributionN (0,Σ)onRd defined

in (3.5). The MALA kernel K1 produces an exact Markov chain which is N (0,Σ) invariant, and

the ULA kernel K2 produces an approximate Markov chain which is not N (0,Σ) invariant. The

joint kernel K̄ is based on a CRN coupling of the proposal steps of MALA and ULA, and is given in

Algorithm 5 of Appendix C.6. We use a step size of σP = σQ = 0.5d−1/6 for both marginal chains

and initialize X(i)
0 ∼ N (0, Id) and Y

(i)
0 ∼ N (0, Id) independently for each coupled chain i. Let Pt

and Qt denote the marginal distribution of X(i)
t and Y(i)t respectively. We show in Appendix C.1.2

that Pt = P ≜ N (0,Σ),Qt = N
(
0, σ2Q

∑t−1
j=0 B2j

)
, andQt

t→∞⇒ Q ≜ N (0, σ2Q(Id − B2)−1), where

B ≜ (Id − (σ2Q/2)Σ
−1) and the weak convergence ofQt toQ holds for σQ sufficiently small.

Figure 3.2 compares several approaches to bounding the asymptoticW2(P,Q) bias of ULA. The

solid line displays our coupling upper bound estimate. For each dimension d, it is calculated using
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3.2.2.

CUB2 (3.4) with I = 10, S = 1000, and T = 3000. The dashed line shows the true asymptotic

biasW2(P,Q) and the dotted line shows the independent coupling upper bound, both of which can

be computed exactly in this example. The dot-dashed line plots the analytic ULA bias upper bounds

of Durmus and Moulines [2019, Corollary 9] (see Appendix C.1.2 for more details). The tailored

Durmus-Moulines bounds are significantly tighter than the convenient independent coupling bound,

but CUB is tighter still, offering significantly improved estimates for all dimensions.

3.3 Properties and Implementation

In this section we establish the consistency of the estimators in Section 3.2, describe how to sample

from the joint kernel K̄ in Algorithm 5, investigate the theoretical properties of our upper bounds,

and compare to alternative approaches. All proofs are in Appendix C.2.

3.3.1 Consistency of coupling upper bounds

Webegin by establishing the consistency of coupling upper bound estimators. Our first result bounds

theWasserstein distance between coupled chains in terms of an instantaneous CUB estimator related

to the time-averaged estimator in (3.4).
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Proposition 3.3.1 (Consistency of instantaneous CUB). Let (X(i)
t ,Y(i)t )t≥0 for i = 1, . . . , I denote

coupled chains generated independently from Algorithm 5 with marginal distributions X(i)
t ∼ Pt and

Y(i)t ∼ Qt at time t. For each t ≥ 0, define the instantaneous CUB estimator

CUBp,t ≜
(1
I

I∑
i=1

c(X(i)
t ,Y(i)t )p

)1/p
. (3.6)

If Ps and Qs have finite moments of order p for all s ≤ t, then CUBp,t has finite moments of order p,

and, as I → ∞,

CUBp
p,t

a.s., L1→ E[CUBp
p,t] ≥ Wp(Pt,Qt)

p. (3.7)

Our next result shows that the estimator CUBp (3.4) consistently bounds theWasserstein distance

between time-averaged marginal distributions.

Corollary 3.3.2 (Consistency of CUB for time-averaged marginals). Under the assumptions and no-

tation of Proposition 3.3.1, consider the estimator CUBp (3.4) with any number of independent chains

I ≥ 0, and trajectories with burn-in S ≥ 1 and length T ≥ S. ThenCUBp has finite moments of order

p, and as I → ∞,

CUBp
p
a.s., L1→ E[CUBp

p] ≥ Wp

( 1
T− S

T∑
t=S+1

Pt,
1

T− S

T∑
t=S+1

Qt

)p
.

An important implication of Corollary 3.3.2 is that CUBp (3.4) consistently bounds the Wasser-

stein distance between stationary distributions whenever its chains are marginally initialized at sta-

tionarity.

Corollary 3.3.3 (Consistency of CUBwith stationary initialization). Under the assumptions and no-

tation of Proposition 3.3.1, suppose kernels K1 andK2 have stationary distributions P andQ respectively,

where P and Q have finite moments of order p. Suppose we initialize (X0,Y0) ∼ Ī0 such that X0 ∼ P
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and Y0 ∼ Qmarginally. Then for any number of independent chains I ≥ 0, trajectories with burn-in

S ≥ 1 and length T ≥ S, the estimatorCUBp (3.4) has finite moments of order p, and as I → ∞,

CUBp
p

a.s., L1→ E[CUBp
p] ≥ Wp(P,Q)p. (3.8)

We may not always be able to initialize using the marginal stationary distributions P and Q. To

obtain upper bounds onWp(P,Q)without starting at the marginal stationary distributions P andQ,

we make an assumption related to convergence of the Markov chain marginals (Pt)t≥0 and (Qt)t≥0.

Assumption 3.3.4 (Convergence ofmarginal chains). As t → ∞, Pt andQt converge in p-Wasserstein

distance respectively to P and Q with finite moments of order p.

Proposition 3.3.5 (Consistency when chain marginals converge). Under Assumption 3.3.4 and the

assumptions and notation of Proposition 3.3.1, for all ε > 0 there exists some S ≥ 1 such that for all

T ≥ S, the estimatorCUBp (3.4) has finite moments of order p, and as I → ∞,

CUBp
p

a.s., L1→ E
[
CUBp

p
]
≥ Wp(P,Q)p − ε. (3.9)

Proposition 3.3.5 establishes that CUBp with any initialization (X0,Y0) ∼ Ī0 consistently bounds

Wp(P,Q) as I and S grow. In practice, we can use standard MCMC burn-in diagnostics to select an

appropriate burn-in level for our marginal chains of interest [e.g., Johnson, 1998, Biswas et al., 2019,

Vats and Knudson, 2021, Vehtari et al., 2021]. Alternatively, for p = 1, we can avoid burn-in removal

and instead directly correct our bound for non-stationarity using the recent L-lag coupling approach

of Biswas et al. [2019] (see Appendix C.1.3 for details).

We emphasize that the results of this section hold for any coupled chain sampled using Algorithm

5 with joint kernel K̄ satisfying (3.3). For example, this includes both the CRN coupled chains and

the independently coupled chains from Section 3.2, where the CRN coupled chains produced more
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informative upper bounds empirically as shown in Figures 3.1 and 3.2. We now consider how to

sample from the joint kernel K̄ and investigate when our upper bounds are informative.

3.3.2 Algorithms to sample from the coupled kernel K̄

In this section, we develop algorithms to sample from the joint kernel K̄ such that the estimators from

Section 3.3.1 can produce informative upper bounds. Our construction makes use of the kernels Γ1

onX × X and ΓΔ onX such that:

1. Γ1 is a Markovian coupling of the kernel of K1: for all x, y ∈ X , Γ1(x, y) is a coupling of the

distributionsK1(x, ·) andK1(y, ·).

2. ΓΔ is coupling of kernelsK1 andK2 from the same point: for all z ∈ X , ΓΔ(z) is a coupling of

the distributionsK1(z, ·) andK2(z, ·).

Thekernel Γ1 is basedon themarginal chain corresponding toK1. For example,whenK1 is aMetropolis–

Hastings kernel, Γ1 can be aCRNcoupling of both the proposal step and the accept-reject step. When

the Metropolis–Hastings proposal is based on a spherically symmetric distribution such as a Gaus-

sian (as in randomwalkMetropolis–Hastings or the momentum component in HamiltonianMonte

Carlo), Γ1 can be a reflection coupling of the proposal step and a CRN coupling of the accept-reject

step [e.g. Bou-Rabee et al., 2020, Wang et al., 2021]. The kernel ΓΔ characterizes the perturbation

between the marginal kernelsK1 andK2. For example, whenK1 andK2 areMALA andULA kernels

respectively, ΓΔ can be a CRN coupling of the proposal step. This leads to identical proposals when

MALA and ULA have the same step size, but the MALA chain will have a further accept-reject step

while the ULA chain will always accept the proposal. We discuss the choice of Γ1 and ΓΔ further in

Section 3.3.3.

Given Γ1 and ΓΔ, we sample from the joint kernel K̄ using Algorithm 6.
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Algorithm 6: Joint kernel K̄which couples the marginal kernelsK1 andK2

Input: Chain states Xt−1 and Yt−1, kernelsK1 andK2, coupled kernels Γ1 and ΓΔ
Sample (Xt,Zt,Yt)|Xt−1,Yt−1 such that (Xt,Zt) ∼ Γ1(Xt−1,Yt−1), (Zt,Yt) ∼ ΓΔ(Yt−1)
return (Xt,Yt)

Algorithm6gives the conditionalmarginal distributionsXt|Xt−1,Yt−1 ∼ K1(Xt−1, ·),Zt|Xt−1,Yt−1 ∼

K1(Yt−1, ·), Yt|Xt−1,Yt−1 ∼ K2(Yt−1) so that K̄ satisfies (3.3). Often Algorithm 6 can be imple-

mented without explicitly sampling Zt. As an example, consider when K1 and K2 are MALA and

ULA kernels with step sizes σP and σQ, target distributions P and Q, and Γ1 and ΓΔ are CRN cou-

pled kernels. Given (Xt−1,Yt−1), we sample εCRN ∼ N (0, Id) and calculate the proposals X∗ =

Xt−1 + (σ2P/2)∇ logP(Xt−1) + σPεCRN, Z∗ = Yt−1 + (σ2P/2)∇ logP(Yt−1) + σPεCRN, and Y∗ =

Yt−1 + (σ2Q/2)∇ logQ(Yt−1) + σQεCRN. Then we accept or reject proposals X∗ and Z∗ based on a

Metropolis–Hastings correction with a common random numberUCRN ∼ Uniform(0, 1) to obtain

Xt equal to X∗ or Xt−1, Zt equal to Z∗ or Yt−1, and always accept Y∗ to obtain Yt = Y∗. Notably,

Zt need not be explicitly sampled to perform this update of (Xt,Yt). This CRN coupling of MALA

and ULA is included in Algorithm 5 of Appendix C.6. Appendix C.6 also details general CRN and

reflection couplings between twoMetropolis–Hastings kernels.

We now cover implementation practicalities and potential limitations.

Number of coupled chains and chain length to simulate. We first highlight the value

of averaging over time and over independent coupled chains when producing upper bound estimates.

Figures 3.3a and 3.3b examine the performance of the CUBp (3.4) and instantaneous CUBp,t (3.6)

estimators when bounding the 1-Wasserstein distance with c(x, y) = ‖x− y‖2 between

P =
1
2
N (1d, Id) +

1
2
N (−1d, Id) and Q = N (1d, Id) with d = 4 (3.10)
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Figure 3.3: Impact of multiple trajectories, ergodic averaging, and coupling choice on coupling bound quality for the
1‐Wasserstein distance with c(x, y) = ‖x− y‖2. See Section 3.3.2.

so that one of themarginal target distributions is bimodal withwell-separatedmodes. We simulate the

coupled chains (X(i)
t ,Y(i)t )t≥0 independently for each i using Algorithm 5, where the joint kernel K̄ is

based on a CRN coupling of MALA kernels K1 and K2 targeting distributions P and Q respectively.

The MALA kernels have a common step size d−1/6, and we initialize X(i)
0 = 1d and Y

(i)
0 = 1d such

that bothmarginal chains start at the commonmode. Figure 3.3a isolates the impact of averaging over

multiple chains when computing theCUBp,t estimate (3.6). The grey dotted line shows the single tra-

jectory (c(X(1)
t ,Y(1)t ))1000t=1 and the black solid line shows the averaged trajectory (̄c(Xt,Yt))1000t=1 where

c̄(Xt,Yt) ≜
∑I

i=1 c(X
(i)
t ,Y(i)t )/I for I = 100 independent chains. The grey dotted line alternates

between values close to 0 or 4, corresponding to when themarginal chains from a single trajectory are

both near the common mode (1d) or near different modes (−1d and 1d) respectively. This illustrates

that instantaneousupper bound estimatorCUBp,t (3.6) basedononly a single trajectory of short chain

length can have high variance. For multiple independent coupled chains, the averaged trajectory has

lower variance and higher precision as shown by the grey confidence bands and the black solid line

which remains close to the trueW1(P,Q) distance (shown by black dotted line). Conveniently, these

multiple chains can be simulated in parallel. Also even for upper bound estimates based on a single

67



chain, the CUBp estimator with I = 1 and a sufficiently large chain length T can produce estimates

with low variance, as shown by the grey confidence bands and the black solid line in Figure 3.3b. A

formal study of the optimal choice between number of independent coupled chains and chain length,

given a certain coupled kernel K̄ and a fixed number of parallel processors is an open area for further

investigation. Jacob et al. [2020b] contain related motivating discussions in the context of unbiased

estimation with couplings.

Choiceofcoupledkernel. Secondly, we highlight the importance of the choice of the coupled

kernel K̄. Figure 3.3c examines the performance of the CUBp (3.4) estimator when bounding the 1-

Wasserstein distance with c(x, y) = ‖x− y‖2 between

P =
1
2
N (2, 1) +

1
2
N (−2, 1) and Q =

1
2
N (1, 1) +

1
2
N (−1, 1), (3.11)

so that now both the marginal target distributions are bimodal. Under this setup, we simulated cou-

pled chains based on both a CRN coupling and a reflection coupling of MALA kernels K1 and K2

targeting distributions P and Q respectively. The MALA kernels have a common step size 2, and we

initialize such that each X(i)
0 ∼ P and Y(i)0 ∼ Q are independent. In Figure 3.3c, the grey and black

solid lines show averaged trajectories from I = 1000 independent coupled chains based on CRN and

reflection coupling respectively. It highlights that reflection coupling gives tighter upper bounds com-

pared toCRN for this example. In general, the choice of coupling can have an impact on the tightness

of our upper bounds. We emphasize that any choice of such couplings still produces consistent up-

per bounds (as shown in Section 3.3.1). In practice, one can simulate different coupling algorithms

to empirically assess which choice produces the tightest upper bounds and even select the smallest of

multiple coupling bounds. Finally, Figure 3.3c highlights that our upper bounds may not always be

very close to the true Wasserstein distance. Alternative coupling algorithms and tailored Wasserstein
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distance upper bounds between mixtures of distributions could give further improvements for this

example.

3.3.3 Interpretable upper bounds for CUB

So far we have established that CUB (3.4) consistently upper bounds Wasserstein distances (Section

3.3.1) and developed algorithms to compute CUB in practice (Sections 3.3.2). We next derive in-

terpretable upper bounds on the size of CUB. Our analysis is based on Markov chain perturbation

theory for the 1-Wasserstein distance [Pillai and Smith, 2015, Johndrow andMattingly, 2018, Rudolf

and Schweizer, 2018], which we generalize to p-Wasserstein distances for all p ≥ 1. This is a useful

extension, as the 2-Wasserstein distance in particular is believed to better reflect geometric features

and adapt to geometric structure than the 1-Wasserstein distance [Villani, 2008, Remark 6.6]. We also

discuss examples where the upper bounds on theWasserstein distance do not explicitly depend on the

dimension of the state space and are stable up to a coupling of the one-step marginal kernels.

To establish our CUBp upper bounds, we assume theMarkovian coupling Γ1 in Algorithm 6 gives

uniform contraction inWasserstein distance.

Assumption 3.3.6 (Uniform contraction). There exists a constant ρ ∈ (0, 1) such that for all Xt,Yt ∈

X and (Xt+1,Yt+1)|(Xt,Yt) ∼ Γ1(Xt,Yt), E[c(Xt+1,Yt+1)
p|Xt,Yt]1/p ≤ ρc(Xt,Yt).

Assumption 3.3.6 is stronger than the convergence assumption of the marginal chain correspond-

ing to kernelK1 (Assumption 3.3.4 for (Pt)t≥0). Formany popularMCMC algorithms, Assumption

3.3.6 has been established under certainmetrics c and coupled kernel Γ1 to give contraction rates ρ that

do not explicitly depend on the dimension on the state spaceX . This includesMALA [Eberle, 2014],

and Hamiltonian Monte Carlo (HMC) [Bou-Rabee et al., 2020]. When the target distributions are

log-concave, these algorithms satisfyAssumption 3.3.6with c(x, y) = ‖x−y‖2 and the coupled kernel

Γ1 based on a CRN coupling. For target distributions (including, for example, multimodal distribu-
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tions with Gaussian tails) satisfying a weaker distant dissipativity condition [Eberle, 2016, Gorham

et al., 2019], these algorithms satisfy Assumption 3.3.6 with Γ1 based on a combination of CRN and

reflection coupling and the modified metric c̃ satisfying r̃c(x, y) ≤ ‖x − y‖2 ≤ R c̃(x, y) for some

0 < r ≤ R < ∞.

Furthermore, we can weaken Assumption 3.3.6 to a geometric ergodicity condition as in Rudolf

andSchweizer [2018],where for someconstantsC ≥ 1, ρ ∈ (0, 1), and for allL ≥ 1,E[c(Xt+L,Yt+L)
p|Xt,Yt]1/p ≤

CρLc(Xt,Yt) for (Xt+L,Yt+L)|(Xt,Yt) ∼ ΓLP(Xt,Yt). Our analysis then is based on the construction

of amulti-step coupling kernel. Thismay be of independent interest and is included inAppendix C.4

for completeness.

Under Assumption 3.3.6, we can upper bound the distance from our coupled chains explicitly in

terms of the initial distribution Ī0, contraction constant ρ, and coupled kernel ΓΔ corresponding to

perturbations between the marginal kernelsK1 andK2.

Theorem 3.3.7 (CUB upper bound). Let (Xt,Yt)t≥0 denote a coupledMarkov chain generated using

Algorithm5with initial distribution Ī0 and joint kernel K̄ fromAlgorithm6. Suppose the coupled kernel

Γ1 satisfies Assumption 3.3.6 for some ρ ∈ (0, 1). Then

E[CUBp
p,t]

1/p = E[c(Xt,Yt)p]1/p ≤ ρtE[c(X0,Y0)p]1/p +
t∑

i=1
ρt−iE[Δp(Yi−1)]

1/p (3.12)

for all t ≥ 0, where (X0,Y0) ∼ Ī0 and Δp(z) := E[c(X,Y)p|z] for (X,Y)|z ∼ ΓΔ(z).

ForCUBp,t based on ametric c, one obtains an analogous bound if Assumption 3.3.6 instead holds

for a dominatingmetric c̃, i.e., for c̃ satisfying c(x, y) ≤ R c̃(x, y) for some constantR ∈ (0,∞). Then

E[c(Xt,Yt)p]1/p ≤ RE[̃c(Xt,Yt)p]1/p. Also, when the marginal distributions (Qt)t≥0 converge, we

can obtain a simpler expression for the upper bound.
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Corollary 3.3.8 (CUB upper bound under marginal convergence). Under the notation and assump-

tions of Theorem 3.3.7, suppose that the marginal distributions Qt converge in p-Wasserstein distance to

some distribution Q as t → ∞. Then for all ε > 0, there exists some S ≥ 1 such that for all t ≥ S,

E[CUBp
p,t]

1/p = E[c(Xt,Yt)p]1/p ≤ ρtE[c(X0,Y0)p]1/p + (1− ρt)
E[Δp(Y∗)]1/p

1− ρ
+ ε. (3.13)

where (X0,Y0) ∼ Ī0, Δp(z) ≜ E[c(X,Y)p|z] for (X,Y) ∼ ΓΔ(z), and Y∗ ∼ Q.

Corollary 3.3.8 gives Wp(P,Q) ≤ lim inft→∞ E[CUBp
p,t]

1/p ≤ E[Δp(Y∗)]1/p/(1 − ρ). It im-

plies that estimators from our coupled chains may give informative empirical upper bounds when the

expected perturbation E[Δp(Y∗)] for Y∗ ∼ Q is small. Further if the contraction rate ρ does not ex-

plicitly depend on the dimension, then our upper bounds remain informative in high dimensional

settings, as observed in Figures 3.1b and 3.2.

Our next result covers the case in which the marginals (Qt)t≥0 do not converge to any limiting

distribution in p-Wasserstein distance. In this case, our upper bound is in terms of perturbations

between the marginal kernels weighted by a Lyapunov function ofK2.

Proposition 3.3.9 (CUB upper bound weighted by a Lyapunov function). Under the notation and

assumptions of Theorem 3.3.7, let V : X → [0,∞) satisfy E[V(Yt+1)
p|Yt = z] ≤ γV(z)p + L for

some fixed constants γ ∈ [0, 1) and L ∈ [0,∞) and all z ∈ X . Define δ ≜ supz∈X
( Δp(z)
1+V(z)p

)1/p and
κ ≜

(
1+max

{
E[V(Y0)p], L

1−γ
})1/p, whereΔp(z) ≜ E[c(X,Y)p|z] for (X,Y) ∼ ΓΔ(z). Then for all

t ≥ 0,

E[CUBp
p,t]

1/p = E[c(Xt,Yt)p]1/p ≤ ρtE[c(X0,Y0)p]1/p + (1− ρt)
δκ

1− ρ
. (3.14)

In the case p = 1, Proposition 3.3.9 recovers Theorem 3.1 of Rudolf and Schweizer [2018]. For

such result to be informative, we require functions V such that δκ is small. An application of these
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results to three simple examples based on MALA, ULA, and stochastic gradient Langevin dynamics

(SGLD) [Welling and Teh, 2011] chains is given in Appendix C.3.

3.3.4 Comparisonwith alternativeWasserstein bounds

In this section, we compare our coupling-basedWasserstein bounds with alternatives.

EmpiricalWassersteinandSinkhorndistances. Acommonapproach to estimatingWp(P,Q)

is to draw independent samples from P andQ and then exactly compute the Wasserstein distance be-

tween the corresponding empirical distributions. This is precisely the empirical Wasserstein estimate

that appeared in Figure 3.1. As our next proposition demonstrates, this empirical Wasserstein ap-

proach consistently upper boundsWp(P,Q).

Proposition 3.3.10 (Empirical Wasserstein distance bounds). For P and Q in Pp(X ), let P̂N, P̃N,

Q̂N and Q̃N denote empirical distributions of the samples (X1, . . . ,XN), (X̃1, . . . , X̃N), (Y1, . . . ,YN) and

(Ỹ1, . . . , ỸN) respectively, where Xi ∼ X̃i ∼ P and Yi ∼ Ỹi ∼ Q for all i = 1, . . . ,N. Suppose

(X1, . . . ,XN) and (Y1, . . . ,YN) are independent, (X1, . . . ,XN) and (X̃1, . . . , X̃N) are independent, and

(Y1, . . . ,YN) and (Ỹ1, . . . , ỸN) are independent. Then

0 ≤ E[Wp(P̂N, Q̂N)
p]1/p −Wp(P,Q) ≤ E[Wp(P̂N, P̃N)p]1/p + E[Wp(Q̂N, Q̃N)

p]1/p, (3.15)

whereWp(P̂N, Q̂N)
a.s.→ Wp(P,Q) as N → ∞.

However, there are two downsides to the empirical Wasserstein approach. The first is statistical.

ThedifferencebetweenE
[
Wp(P̂N, Q̂N)

p]1/p andWp(P,Q) canbequite large anddecay very slowly in

N. For example, for somed-dimensional target distributions,E[Wp(P̂N, Q̂N)] converges toWp(P,Q)

at rate Ω(N−1/d) when d > 2p [e.g. Weed and Bach, 2019]. This can lead to the empirical Wasser-

stein distance giving loose upper bounds ofWp(P,Q)when the number of samples does not increase
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exponentially with dimension. The example in Figure 3.1b illustrates this curse of dimensionality,

where the estimator CUBp (3.4) with CRN coupling gives tighter upper bounds ofWp(P,Q) than

the empirical Wasserstein estimates.

The second downside is computational. Calculating Wp(P̂N, Q̂N) amounts to solving an unca-

pacitated minimum cost flow problem with O(N3 logN) computational cost [Orlin, 1988], a cost

which is prohibitive for large sample sizes. A popular alternative is to compute an entropy-regularized

Wasserstein distance instead using the Sinkhorn algorithm [Cuturi, 2013]. A larger value of the regu-

larization parameter λ > 0 leads to faster computation but also introduces an additional bias that can

compromise the accuracy of the bound. A smaller value of λ leads to more expensive O(N2/(λε))

computation time for ε-accurate solutions [e.g. Altschuler et al., 2017] and potential instability of the

Sinkhorn algorithm in practice. Simulations illustrating such computational issues are included in

Appendix C.1.4.

In comparison, our coupling estimators run in time linear in the sample sizeN and do not require

the solution of any expensive optimization problems. On the other hand, empirical Wasserstein esti-

mates will eventually converge to the true Wasserstein distance given sufficiently (perhaps exponen-

tially) large sample sizes, so the empirical Wasserstein approach can lead to tighter bounds if one has a

substantial computational budget.

The approach of Huggins et al. Huggins et al. [2020] derive upper bounds for the Wasser-

stein distance with c(x, y) = ‖x− y‖2 norm on Rd in terms of the Kullback–Leibler divergence or

Rényi’s α-divergences. To estimate their upper bounds ofWp(P,Q) for P andQ inPp(Rd) and P ab-

solutely continuous with respect to Q, Huggins et al. propose importance sampling based estimates

which require samples fromQ, evaluations of the normalized density ofQ, and evaluations of the un-

normalized density of P. Figure 3.4 (Left) plots the performance of the 2-Wasserstein upper bounds

of Huggins et al. for the example in Section 3.2.1. The dot-dashed line represents the mean of 20
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Figure 3.4: (Left) Upper bound estimates for 2‐Wasserstein distances with c(x, y) = ‖x− y‖2 between P =
N (0,Σ) andQ = N (0, Id) onRd, where [Σ]i,j = 0.5|i−j| for 1 ≤ i, j ≤ d. The Huggins et al. [2020] bound
is looser than CUB2 and has larger variance as the dimension grows. See Section 3.3.4 for more details. (Right) Upper
bound estimates for the 1‐Wasserstein distance with the capped metric c(x, y) = min{1, ‖x − y‖2} between ULA
and MALA chains targeting P = N (0,Σ) onRd. In line with Proposition 3.3.11, the CUB1 (3.4) estimate is tighter
than the Dobson et al. [2021] bound employing the same common random numbers coupling. See Section 3.3.4 for
more details.

independent Huggins et al. importance-sampling estimators, each with 2T = 3000 samples fromQ.

The CUB2 estimator plotted for comparison uses I = 20 independent CRN coupled chains with

trajectory length T = 1500 and burnin S = 500. In this example, the Huggins et al. bounds are

significantly looser than both our common random numbers coupling bound and the independent

coupling upper bound. Furthermore, the importance sampling estimates of Huggins et al. exhibit an

increasing variance in higher dimensions, as shown by the large grey error bands. One advantage of

the Huggins et al. estimates over CUB2 is that samples from P are not required. On the other hand,

unlike the Huggins et al. estimates, CUBp remains applicable even when the density of Q cannot be

evaluated. This case arises for many approximate MCMC algorithms such as ULA in Section 3.2.2,

the stochastic gradient-based samplers in Section 3.4.1, and the matrix approximation-based sampler

in Section 3.4.2.

The approach of Dobson et al. Dobson et al. [2021] apply couplings to assess the quality

of numerical approximation of stochastic differential equations. Specifically, they focus on the 1-

Wasserstein distance with the capped metric c(x, y) = min{1, ‖x − y‖2} on Rd and derive upper
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bounds in terms of the contraction constant of one of the marginal chains which are then estimated

using couplings. The following proposition shows that E[CUB1] with the same coupling provides a

tighter upper bound than the proposal of Dobson et al. [2021].

Proposition 3.3.11 (CUB lower boundsDobson et al.). Consider the 1-Wasserstein distancewithmet-

ric c(x, y) = min{1, ‖x− y‖2} onRd. Then, for any coupling and sufficiently large burn-in,E[CUB1]

(3.4) lower bounds the estimated upper bound of Dobson et al. [2021].

Figure 3.4 (Right) plots the 1-Wasserstein upper bounds of Dobson et al. and CUB1 for the ex-

ample in Section 3.2.2 with the capped metric c(x, y) = min{1, ‖x − y‖2} on Rd. We use I = 100

independent coupled chains with trajectory length T = 3000 and burnin S = 1000 to estimate both

the upper bounds ofDobson et al. andCUB1. The figure shows that, in line with Proposition 3.3.11,

the upper bounds of Dobson et al. are looser than CUB1.

3.4 Applications

Wenow illustrate the valueof ourmethods for threepractical applications. We focuson the2-Wasserstein

distance with c(x, y) = ‖x− y‖2 onRd, which by (3.2) controls first and second order moments and

captures geometric features induced by the Euclidean norm ‖·‖2. In this case a tractably estimated

lower bound on the Wasserstein distance is also available. For any μ, ν ∈ P2(Rd), let μi and νi de-

note the distributions of the ith component of μ and ν respectively. LetNμ andNν denote Gaussian

distributions onRd with the same means and covariance matrices as μ and ν respectively. Then,

max
{ d∑

i=1
W2(μi, νi)

2 , W2(Nμ,Nν)
2
}
≤ W2(μ, ν)2. (3.16)

Here,
∑d

i=1W2(μi, νi)
2 ≤ W2(μ, ν)2 follows from the coupling representation of W2(μ, ν), and

W2(Nμ,Nν) ≤ W2(μ, ν) is the lowerboundofGelbrich [1990,Theorem2.1]. Eachone-dimensional
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WassersteindistanceW2(μi, νi) admits a convenient representation for estimation, givenby
´ 1
0 |F

−1
μi
(u)−

F−1
νi (u)| du where Fμi and F

−1
νi are the inverse cumulative distribution functions of μi and νi respec-

tively, whileW2(Nμ,Nν)has the closed form
(
‖mμ−mν‖22+Trace

(
Σμ+Σν−2(Σ1/2

μ ΣνΣ
1/2
μ )1/2

))1/2
in terms of the means mμ,mν and covariances Σμ,Σν of μ and ν [Peyré and Cuturi, 2019, Remark

2.23]. Since the true Wasserstein distances are unknown in our applications to follow, we will assess

the tightness of our coupling-based upper bounds by estimating the lower bound (3.16). Details of

all the datasets, algorithms and specific estimator parameters used in this section can be found in Ap-

pendix C.5.

3.4.1 ApproximateMCMC and variational inference for tall data

Our first application concerns Bayesian inference for tall datasets [Bardenet et al., 2017], where the

number of observations n is large compared to the dimension d. In such settings, exact MCMC can

be computationally expensive with Ω(n) cost per iteration. This computational bottleneck and the

prevalence of tall datasets has catalyzed much interest in approximate MCMC and variational ap-

proximation based algorithms. Approximate MCMC algorithms include ULA and stochastic gradi-

ent MCMC (see Nemeth and Fearnhead [2021] for a review) such as Stochastic Gradient Langevin

Dynamics (SGLD) [Welling and Teh, 2011]. Popular variational approximation methods include

Laplace approximation [e.g., Tierney and Kadane, 1986] and variational Bayes (VB, see Blei et al.

[2017] for a review).

In this section, we assess the quality of these sampling algorithms. We consider ULA, SGLD,

Laplace approximation, and mean field VB applied to Bayesian logistic regression with a Gaussian

prior for the Pima diabetes dataset [Smith et al., 1988] and the DS1 life sciences dataset [Komarek

and Moore, 2003]. Figure 3.5 plots Wasserstein distance upper and lower bounds for different sam-

pling algorithms. The upper bounds are given by CUB2 (3.4) and the lower bounds are estimated

using (3.16). We simulate the coupled chains (X(i)
t ,Y(i)t )t≥0 independently for each i, where each
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Figure 3.5: Upper and lower bounds on the EuclideanW2 bias of approximate MCMC and variational inference proce‐
dures for Bayesian logistic regression. The DS1 dataset consists of n = 26732 observations and d = 10 covariates,
and the Pima dataset consists of n = 768 observations and d = 8 covariates. See Section 3.4.1 for more details.

(X(i)
t )t≥0 is a MALA chain targeting the posterior P and each (Y(i)t )t≥0 is linked to an approximate

MCMC or a variational procedure. In particular, we consider (Y(i)t )t≥0 to be an ULA chain, SGLD

chains based on sub-sampling 10% and 50% of the observations, aMALA chain targetingN (μL,ΣL)

where μL ∈ Rd and ΣL ∈ Rd×d are from a Laplace approximation of P, and aMALA chain targeting

N (μVB,ΣVB) where μVB ∈ Rd and ΣVB ∈ Diag(Rd×d) are from a Gaussian mean field VB approx-

imation of P. In each case, we use a CRN coupling between the marginal kernels of (X(i)
t )t≥0 and

(Y(i)t )t≥0. Appendix C.5.1 contains details about the datasets, algorithms and estimator parameters

used.

Figure 3.5 shows that all the sampling algorithms considered have smaller asymptotic bias for the

taller DS1 dataset (with a larger number of observations) compared to the Pima dataset. Also, Laplace

approximationhas the small asymptotic bias forbothdatasets. This promisingperformanceofLaplace’s

approximations canbe linked toposterior concentration andaccuracyof the correspondingBernstein-

von Mises approximation [Bardenet et al., 2017, Chopin and Ridgway, 2017]. Our bounds also

show how the Metropolis–Hastings correction and stochastic gradients affect the quality of ULA

and SGLD. Overall, this application illustrates the effectiveness of our proposed quality measures for

comparing approximate inference algorithms in the tall data setting.
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3.4.2 ApproximateMCMC for high-dimensional linear regression

We now consider high-dimensional Bayesian linear regression, where the dimension d is larger than

the number of observations n. The likelihood is given by L(β; y,X, σ2) = N (y;Xβ; σ2In), where

N (·;Xβ, σ2In) denotes the probability density function of a Gaussian distribution onRn with mean

Xβ and covariance matrix σ2In, y ∈ Rn is the response vector, X ∈ Rn×d is the design matrix, β ∈ Rd

is an unknown signal vector, and σ2 > 0 is the unknown noise variance. We consider a class of global-

local mixture priors, given by

ξ−1/2 ∼ C+(0, 1), η−1/2
j

i.i.d.∼ t+(ν), σ−2 ∼ Gamma
(a0
2
,
b0
2

)
, βj|η, ξ, σ

2 ind.∼ N
(
0,

σ2

ξηj

)
(3.17)

whereC+(0, 1) is thehalf-Cauchydistributionon [0,∞) and t+(ν) is thehalf-t distributionon [0,∞)

with ν degrees of freedom. When ν = 1, this corresponds to the popular Horseshoe prior [Carvalho

et al., 2010]. This setting differs considerably from the log-concave tall data example of Section 3.4.1,

as now the posterior distribution is multi-modal, has polynomial tails, and has infinite density about

the origin [Biswas et al., 2022a]. Johndrow et al. [2020] have developed exact and approximate Gibbs

samplers for the Horseshoe prior in this setting, which involves an approximation parameter ε ≥ 0.

Biswas et al. [2022a] extended the sampler of Johndrow et al. to all ν ≥ 1 and showed that using larger

values of ν could improve mixing times in high dimensions.

In this section, we use couplings to assess the quality of such approximate MCMC algorithms.

FollowingBiswas et al., we consider ν = 2 applied to a genome-wide association study (GWAS)dataset

[Bühlmann et al., 2014] and a synthetic dataset. We use a CRN coupling with the marginal chains

corresponding to the exact and the approximate MCMC kernel. Appendix C.5.2 contains details

about the datasets, algorithms and estimator parameters used.

Figure 3.6 plots upper and lower bounds of the 2-Wasserstein distance, illustrating how asymptotic

bias of the approximate Gibbs sampler varies with the approximation parameter ε ≥ 0. The upper
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(a) GWAS dataset (n = 71, p = 4088)
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(b) Synthetic dataset (n = 500, p = 50000)

Figure 3.6: Upper and lower bounds on the EuclideanW2 bias of an approximate MCMC Gibbs sampler for high‐
dimensional Bayesian regression with half‐t(2) prior. We consider a bacteria GWAS dataset with n = 71 observations
and d = 4088 covariates and a synthetic dataset with n = 500 and d = 50000. See Section 3.4.2 for more details.

bounds are given by our estimator CUB2 (3.4) and the lower bounds are estimated using (3.16). For

developers of such high-dimensional approximateMCMC samplers, these bounds provide an empir-

ical assessment of the trade-off between improved quality and higher computational cost for different

datasets and posteriors.

3.4.3 ApproximateMCMC for high-dimensional logistic regression

We now consider high-dimensional Bayesian logistic regression with spike and slab priors. Spike and

slab priors have been commonly used for Bayesian variable selection [George and McCulloch, 1993,

Narisetty and He, 2014]. Narisetty et al. [2019] have recently developed an approximate MCMC

algorithm which does not have any tuning parameters, called Skinny Gibbs, to sample from the pos-

teriors in this setting. In this section, we assess the quality of the Skinny Gibbs algorithm applied to

a malware dataset [Dua and Graff, 2017] and a lymph node GWAS [Narisetty et al., 2019] dataset.

We use a CRN coupling between one marginal chain corresponding to the exact MCMC kernel and

another corresponding to the Skinny Gibbs kernel. Appendix C.5.3 contains further details about

spike and slab priors, and the datasets, algorithms and estimator parameters used.

Figure 3.7 plots upper and lower bounds for the Euclidean 2-Wasserstein distance between the
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Figure 3.7: Upper and lower bounds on the EuclideanW2 bias of the Skinny Gibbs sampler [Narisetty et al., 2019] for
Bayesian logistic regression with the spike and slab prior. We consider a malware dataset with n = 373 observations
and d = 503 covariates and a lymph node GWAS dataset with n = 148 and d = 4514. See Section 3.4.3 for more
details.

limiting distributions of the exact and Skinny Gibbs chains for β. The upper bounds are given by

our estimator CUB2 (3.4) and the lower bounds are estimated using (3.16). These bounds suggest

that the asymptotic bias of the Skinny Gibbs algorithm is greater for the malware dataset compared

to the lymph node GWAS dataset. For researchers developing approximate MCMC samplers, these

bounds provide an empirical assessment of asymptotic bias for different datasets and posteriors under

the spike and slab prior.

3.5 Discussion

Wehave introduced new estimators to assess the quality of approximate inference procedures. The es-

timators consistently bound theWasserstein distance between the limiting distribution of the approx-

imation and the original target distribution of interest. The proposed estimators can be applied to ap-

proximateMCMC and certain variational inferencemethods in practical settings, including Bayesian

regression in 50000 dimensions.

The following questions arise from our work.

Alternative coupling algorithms. We have chosen common random numbers (CRN) coupling as a

practical default for our experiments due to its broad applicability, but a growing inventory of alter-

native coupling strategies is available [Heng and Jacob, 2019, Lee et al., 2020b, Xu et al., 2021, Wang
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et al., 2021, Biswas et al., 2022a], and, as evidenced in Section 3.3.2, alternative couplings tailored to

the problem can yield tighter upper bounds. An important open question is how to best identify or

construct a coupling better than the CRN default for a given problem at hand.

Wasserstein distance upper bounds which avoid sampling from the asymptotically unbiasedMarkov

chain. All our upper bounds require sampling from theMarkov chain (Xt,Yt)t≥0 where (Xt)t≥0 and

(Yt)t≥0 correspond to an asymptotically unbiased and biased chainmarginally. Sampling (Xt)t≥0 can

be computationally expensive and thus limits the application of our quality measures to researchers

developing approximate sampling methods rather than practitioners. This raises the question: can

one construct a Markov chain (Y′t,Yt)t≥0 such that (i) (Y′t)t≥0 and (Yt)t≥0 are identically distributed

according to the same asymptotically biased chainmarginally and (ii)E[c(Xt,Y′t)p] = E[c(Xt,Yt)p] ≤

E[c(Y′t,Yt)p] for all t ≥ 0, where (Xt)t≥0 is an asymptotically unbiased chain? Then we could sample

fromthe computationally less expensive chain (Y′t,Yt)t≥0 toobtain anupperboundofE[c(Xt,Yt)p]1/p

which is only looseby a constant factor of 2, asE[c(Y′t,Yt)p]1/p ≤ E[c(Xt,Yt)p]1/p+E[c(Xt,Y′t)p]1/p =

2E[c(Xt,Yt)p]1/p.We hope to investigate such coupling constructions in follow-up work.

Upper bounds for total variation distance. The 1-Wasserstein distance with metric c(x, y) = I{x 6=

y} gives the popular total variation distance (TV), which always takes values in [0, 1] and is invariant

to reparameterization. To obtain upper bounds of TV strictly less than 1 using our estimators, we

require couplings which allow exact meetings between the two marginal chains. Our initial attempts

at using maximal couplings [Johnson, 1998, Jacob et al., 2020b, Wang et al., 2021] have not been

effective in high dimensions and suggest a need for further methodological work.
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4
Scalable Spike-and-Slab

4.1 Introduction

4.1.1 Bayesian computation in high dimensions

We consider linear, logistic, and probit regression in high dimensions, where the number of observa-

tions n is smaller than the number of covariates p. This setting is common in modern applications

such as genome-wide association studies [Guan and Stephens, 2011, Zhou et al., 2013] and astron-
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omy [Kelly, 2007, Sereno, 2015]. In the non-Bayesian paradigm, sparse point estimates such as the

LASSO [Tibshirani, 1994] and Elastic Net [Zou andHastie, 2005] offer a route to variable selection.

These estimates are based on optimization based approaches, which are computationally efficient and

scale to datasets with hundreds of thousands of covariates.

In the Bayesian paradigm, which will be our focus, one places a prior on the unknown parame-

ters of interest and considers the corresponding posterior distribution. Sampling algorithms such as

Markov chain Monte Carlo (MCMC) are then used to simulate from the posterior distribution. In

modern high dimensional settings, general-purposeMCMCalgorithms can have high computational

cost per iteration. This has kindled a line of work on tailored algorithms for Bayesian regression [e.g.,

Polson et al., 2013, Yang et al., 2016,Narisetty et al., 2019, Johndrow et al., 2020, Biswas et al., 2022a].

Our manuscript participates in this wider effort to scale Bayesian inference to large data applications.

Specifically, we propose computationally efficientMCMC algorithms for high-dimensional Bayesian

linear, logistic and probit regression with spike-and-slab priors.

4.1.2 Variable selectionwith spike-and-slab priors

ConsiderGaussian linear regression, logistic regression, and probit regressionwithn observations and

p covariates. The respective likelihoods are givenbyLlin(, σ2;X,y) = 1
(2πσ2)n/2 exp

(
−

∑n
i=1(yi−xi

⊤)2

2σ2
)
,

Llog(;X,y) =
∏n

i=1
exp(yixi

⊤)

1+exp(xi
⊤)
, and Lprob(;X,y) =

∏n
i=1 Φ(xi

⊤)yi(1 − Φ(xi
⊤))1−yi . Here

X ∈ Rn×p is the design matrix with rows xi
⊤, y ∈ Rn (for linear regression) or y ∈ {0, 1}n (for

logistic and probit regression) is the response vector, ∈ Rp is the unknown signal, σ2 ∈ (0,∞) is the

unknown Gaussian noise variance, and Φ is the cumulative density function ofN (0, 1).

We focus on the high-dimensional setting with n � p, where ∈ Rp is assumed to be sparse. We
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use a continuous spike-and-slab prior on to capture sparsity:

σ2 ∼ InvGamma
(a0
2
,
b0
2

)
, (for linear regression)

σ2 = 1, (for logistic and probit regression)

zj
i.i.d.∼

j=1, . . . ,p Bern(q),

βj|zj, σ
2 ind∼
j=1, . . . ,p (1− zj)N (0, σ2τ20) + zjN (0, σ2τ21 ), (4.1)

where q ∈ (0, 1), τ21 � τ20 > 0, and a0, b0 > 0 are hyperparameters. Here, N (0, σ2τ20) and

N (0, σ2τ21 ) correspond to the spike and slab parts of the prior respectively. In the high-dimensional

setting, a small constant q � 1 is often chosen, but the algorithms in this manuscript also readily

extend to hierarchical variants of (4.1) with a hyperprior placed on q [Scott and Berger, 2010, Castillo

and van der Vaart, 2012].

Catalyzed by the works of George andMcCulloch [1993, 1997], continuous spike-and-slab priors

are now a mainstay of Bayesian variable selection (see the recent reviews of Tadesse and Vannucci

[2021, Section I] and ?). The posterior probabilities P(zj = 1|y) provide a natural interpretable

approach to variable selection. Themedian probability model selects all covariates j such that P(zj =

1|y) > 1/2, and it is easily fitted using Monte Carlo samples and provides the optimal predictive

model in the case with orthogonal designmatrix, as well as extensions with certain correlatedmatrices

[Barbieri and Berger, 2004, Barbieri et al., 2021]. Narisetty andHe [2014] have further fine-tuned the

optimal scaling of q, τ20, and τ21 with respect to the number of covariates and sample size to establish

model selection consistency for linear regression with general design matrices in high dimensions.

One could alternatively consider point-mass spike-and-slab priors [e.g., Mitchell and Beauchamp,

1988, Johnson andRossell, 2012], where βj|zj ∼ (1− zj)δ0(·)+ zjN (0, σ2τ21 ) such that a degenerate

Dirac distribution about zero is chosen for the spike part. Point-mass priors have favorable statistical
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properties [e.g., Johnstone and Silverman, 2004, Castillo and van der Vaart, 2012] but can be com-

putationally prohibitive [Bai et al., 2021]. We hope to extend our algorithms to point-mass priors in

follow-up work.

4.1.3 Our contributions

Our contributions are summarized below. Throughout this manuscript, we useO and Ω to denote

asymptotic upper and lower bounds of computational complexity respectively.

Section 4.2 introduces Scalable Spike-and-Slab (S3), a computationally efficient implementation of

Gibbs samplers for linear and logistic regressionwith the prior given in (4.1). Section 4.2.1 investigates

the computational bottlenecks of state-of-the-art (SOTA) implementations, which require Ω(n2p)

computational cost per iteration for datasets with n observations and p covariates. Section 4.2.2 devel-

ops S3, which overcomes existing computational bottlenecks by employing a pre-computation based

strategy and requiresO(max{n2pt, np}) computational cost at iteration t, where pt is no greater than

the number of covariates switching spike-and-slab states between iterations t and t− 1 of theMarkov

chain. Section 4.2.3 analyzes the favourable computational complexity of S3, showing that pt is typ-

ically much smaller than p and that it can remain constant and even approach zero under various

limiting regimes as p increases.

Section 4.3 compares S3 with the SOTA exact MCMC sampler and a recently proposed approxi-

mateMCMC sampler, which does not converge to the posterior distribution of interest. We demon-

strate that S3 offers substantially faster numerical runtimes compared to the SOTA exact MCMC

sampler, reporting 50× speedups on synthetic datasets. In the same experiment, S3 and the approx-

imate sampler have comparable runtimes, but the asymptotically exact S3 procedure provides more

accurate variable selection.

Section 4.4 demonstrates the benefits of S3 on a diverse suite of datasets, including two synthetic

datasets and eight real-world experiments. For example, on a genome-wide association study (GWAS)
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datasetwithwithn ≈ 2000 and p ≈ 100000,we again observe 50× computational speedups over the

SOTA exact MCMC sampler. Finally, Section 4.5 discusses directions for future work. See https:

//www.github.com/niloyb/ScaleSpikeSlab for the open-source packages ScaleSpikeSlab in R and

Python which implement our methods and recreate the experiments in this paper.

4.2 Scalable Spike-and-Slab

4.2.1 Status quo and computational bottlenecks

Gibbs samplers have long been employed to sample from the posterior distributions corresponding to

the prior in (4.1) [e.g., George andMcCulloch, 1993, O’Brien andDunson, 2004, Held andHolmes,

2006, Polson et al., 2013]. The computational bottleneck of existing Gibbs samplers is linked to sam-

pling from the full conditional of ∈ Rp. This is given by

t+1|zt, σ2t ∼ N
(−1
t X⊤y, σ2t −1

t
)

for t = X⊤X + Dt, (4.2)

where t indexes the iteration of the Markov chain, and Dt is the diagonal matrix with the vector

ztτ−2
1 + (1p − zt)τ−2

0 populating its diagonal elements.

Sampling from (4.2) using a generic Cholesky decomposition that ignores the specific structure

of t requires Ω(p3) computational cost under standard matrix multiplication and inversion, which

quickly becomes prohibitive for large p. Hereafter we will refer to this generic method as the Naïve

Sampler. Ishwaran andRao [2005] recommend separating the components of intoBblocks of size p/B

each, and then updating each block using Gibbs sampling, which gives a reduced Ω(p3B−2) compu-

tational cost. However, this cost remains prohibitive for large p, and using a larger number of blocks

B induces higher auto-correlation between successive iterations of the Gibbs sampler. Recently, Bhat-

tacharya et al. [2016] developed an algorithm based on the Woodbury matrix identity [?] to sam-
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Algorithm 7:AnΩ(n2p) sampler of (4.2) [Bhattacharya et al., 2016]
Sample r ∼ N (0, Ip), ∼ N (0, In).
Set u = D

− 1
2

t r and calculate v = Xu + .
Set v∗ = M−1

t ( 1
σt y − v) for Mt = In + XD−1

t X⊤.
Return = σt(u + D−1

t X⊤v∗).

ple from multivariate Gaussian distributions of the form in (4.2), which requires a more favourable

Ω(n2p) computational cost and is given in Algorithm 7.

For large-scale datasets with n in the thousands and p in the hundreds of thousands, as found in

modern scientific applications, the Ω(n2p) cost per iteration is still too high. This has spurred recent

work on approximate MCMC [Narisetty et al., 2019] for the continuous spike-and-slab prior on lo-

gistic regression and on variational inference methods for the point-mass spike-and-slab prior [Ray

et al., 2020, Ray and Szabó, 2021]. Such approximate samplers can provide improved computational

speeds but do not converge to the posterior distribution of interest.

4.2.2 A scalable Gibbs sampler

Wenowdevelop S3. Our key insight is that successive pre-computation can be used to reduce the com-

putational cost of Algorithm 7. In Algorithm 7, the Ω(n2p) computational cost per iteration arises

from the calculation of the matrix inverse M−1
t via Cholesky decomposition. Current algorithms

calculateMt = In +XD−1
t X⊤ from scratch every iteration at Ω(n2p) cost under standard matrix

multiplication and then invert Mt at Ω(n3) cost. We propose instead to use the previous state zt−1

and the pre-computed matrices Mt−1 and M−1
t−1 at each step to aid the calculation of M−1

t . Our

strategy is given below.

Specifically, denote X = [X1, . . .,Xp] ∈ Rn×p and its sub-matrices XAt ≜ [Xj : j ∈ At] ∈

Rn×∥zt∥ andXAc
t ≜ [Xj : j ∈ Ac

t] ∈ Rn×(p−∥zt∥), whereAt ≜ {j : zj,t = 1} andAc
t = {j : zj,t = 0},

are the ordered index sets of covariates corresponding to slab states and to spike states respectively at
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iteration t, and ‖·‖1 is theL1 normon {0, 1}p. Also denote Δt ≜ {j : zj,t 6= zj,t−1}, the ordered index

set of covariates which switch spike-and-slab states between iterations t and t−1; δt ≜ ‖zt−zt−1‖1 =

|Δt|, the number of switches; DΔt ≜ Diag((Dt)j,j : j ∈ Δt) ∈ Diag(Rδt×δt), the diagonal sub-

matrix ofDt composed of the diagonal entries with ordered indices in Δt; andCΔt ≜ D−1
Δt

−D−1
Δt−1

.

Finally, let M̃τ0 ≜ In + τ20XXT ∈ Rn×n and M̃τ1 ≜ In + τ21XXT ∈ Rn×n, which are fixed for

all iterations. Under this notation, there are three expressions for Mt:

Mt = M̃τ0 + (τ21 − τ20)XAtX
⊤
At (4.3a)

= M̃τ1 + (τ20 − τ21 )XAc
tX

⊤
Ac
t

(4.3b)

= Mt−1 + XΔtCΔtX
⊤
Δt . (4.3c)

In (4.3a) – (4.3c), calculating the matrix products XAtX
⊤
At
, XAc

tX
⊤
Ac
t
, and XΔtCΔtX

⊤
Δt

requires

O(n2‖zt‖1),O(n2(p − ‖zt‖1)), andO(n2δt) cost respectively. Given M̃τ0 , M̃τ1 , Mt−1, and zt−1,

we evaluate whichever matrix product in (4.3a) – (4.3c) has minimal computational cost and thereby

calculate Mt at the reduced cost ofO(n2pt)where pt ≜ min{‖zt‖1, p− ‖zt‖1, δt}.

To calculate M−1
t , we consider the cases n ≤ pt and pt < n separately. When n ≤ pt, we calculate

M−1
t by directly inverting the calculated matrix Mt from (4.3), which requires O(n3) cost. When

pt < n, we apply the Woodbury matrix identity on (4.3). This gives

M−1
t = M̃−1

τ0 − M̃−1
τ0 XAt

(
(τ21 − τ20)−1I∥zt∥1 + X⊤

AtM̃
−1
τ0 XAt

)−1
X⊤

AtM̃
−1
τ0 (4.4a)

= M̃−1
τ1 − M̃−1

τ1 XAc
t

(
(τ20 − τ21 )−1Ip−∥zt∥1 + X⊤

Ac
t
M̃−1

τ1 XAc
t

)−1
X⊤

Ac
t
M̃−1

τ1 (4.4b)

= M−1
t−1 − M−1

t−1XΔt

(
C−1

Δt
+ X⊤

ΔtM
−1
t−1XΔt

)−1
X⊤

ΔtM
−1
t−1. (4.4c)

Given M̃−1
τ0 , M̃−1

τ1 , M−1
t−1 and zt−1, we evaluate whichever expression in (4.4a) – (4.4c) has minimal

computational cost to calculate M−1
t . Similar to (4.3), this requires O(n2pt) computational cost,
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which arises frommatrix inversion and multiplication.

Overall, this strategy of using the previous state zt−1 and the pre-computed matrices M̃τ0 , M̃−1
τ0 ,

M̃τ1 , M̃−1
τ1 , Mt−1 and M−1

t−1, reduces the computational cost of calculating the matrices Mt and

M−1
t from Ω(n2p) (as in all current implementations of Algorithm 7) to O(n2pt). As we show in

Sections 4.2.3 and 4.3, in many large-scale applications pt is orders of magnitude smaller than both

n and p, yielding substantial improvements in computational efficiency. Furthermore, we emphasize

that the matrices M̃τ0 , M̃−1
τ0 , M̃τ1 , M̃−1

τ1 are fixed for all iterations, and the state zt−1 and matrices

Mt−1 and M−1
t−1 only need to be stored temporarily to generate samples for iteration t and can be

deleted after. Therefore S3 requires minimal additional memory compared to current implementa-

tions.

The full Gibbs samplers for Bayesian linear, logistic, and probit regression which make use of this

pre-computation are given in Algorithms 8 and 9. The Gibbs samplers for logistic and probit regres-

sion are based on data augmentation strategies (see, e.g., O’Brien and Dunson [2004], Narisetty et al.

[2019]), and the Gibbs sampler for logistic regression requires an adjusted pre-computation strategy

with O
(
max{n2pt, n3, np}

)
cost. Appendix D.2 contains derivations and details of Algorithms 8

and 9 (the implementation of logistic regression is based on a scaled t-distribution approximation to

the logistic distribution, as commonly done in the literature; see Narisetty et al. [2019]).
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Algorithm 8: Bayesian linear regression with S3

Input: State Ct ≜ (t, zt, σ2t ) ∈ Rp × {0, 1}p × (0,∞), state zt−1, and matrices
Mt−1,M

−1
t−1.

1: Calculate pt and use (4.3) to calculate Mt.
if pt ≥ n then invert Mt to calculate M−1

t else use (4.4) to calculate M−1
t .

2: Sample t+1|zt, σ2t using Algorithm 7 from
N
(−1
t X⊤y, σ2t −1

t
)
for t = X⊤X + Dt.

3: Sample each zj,t+1|t+1, σ2t independently from

Bern
( qN (βj,t+1;0,σ

2
t τ21 )

qN (βj,t+1;0,σ
2
t τ21 )+(1−q)N (βj,t+1;0,σ

2
t τ20)

)
.

for j = 1, . . ., p.
4: Sample σ2t+1|t+1, zt+1 from

InvGamma
(

a0+n+p
2 ,

b0+∥y−X t+1∥22+⊤
t+1Dt+1 t+1

2

)
.

Output: Ct+1 = (t+1, zt+1, σ2t+1), zt, Mt,M
−1
t .

4.2.3 Analysis of computational complexity

Wenow investigate the favorable computational complexity ofAlgorithms 8 and 9. Proposition 4.2.1,

proved in Appendix D.1, gives the computational cost of these Gibbs samplers for linear and logistic

regression, showing an improvement over existing implementations which have Ω(n2p) cost.

Proposition 4.2.1 (Computational cost). Algorithm8andAlgorithm9 for probit regression both have

a computational cost ofO
(
max{n2pt, np}

)
at iteration t, and Algorithm 9 for logistic regression has a

computational cost ofO
(
max{n2pt, n3, np}

)
at iteration t, where pt = min{‖zt‖1, p− ‖zt‖1, δt} for

δt = ‖zt − zt−1‖1.

In Proposition 4.2.1, ‖zt‖1 and p − ‖zt‖1 are the number of slab covariates and the number

of spike covariates respectively at iteration t of the Markov chain, and δt is the number of covari-

ates switching spike-and-slab states between iterations t and t − 1 of the Markov chain. Note that
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Algorithm 9: Bayesian logistic and probit regression with S3

Input: State Ct ≜ (t, zt, ỹt ,̃
2
t ) ∈ Rp × {0, 1}p × Rn × (0,∞)n, states zt−1, 2̃t−1, and

matrices Mt−1,M
−1
t−1.

1: Logistic regression: Use pre-computation (see Appendix D.2.3) to calculate
Mt ≜ In + W

−1/2
t XD−1

t X⊤W
−1/2
t for Wt = Diag(̃2t ). Invert Mt to calculate

M−1
t .

Probit regression: Calculate pt and use (4.3) to calculate Mt ≜ In + XD−1
t X⊤. if

pt ≥ n then invert Mt to calculate M−1
t else use (4.4) to calculate M−1

t .
2: Sample t+1|zt, ỹt ,̃

2
t using Algorithm 7 from
N
(−1
t X⊤W −1

t ỹt,
−1
t
)
for t = X⊤W −1

t X + Dt.

3: Sample each zj,t+1|t+1, ỹt ,̃
2
t independently from

Bern
( qN (βj,t+1;0,τ

2
1 )

qN (βj,t+1;0,τ
2
1 )+(1−q)N (βj,t+1;0,τ

2
0)

)
for j = 1, . . ., p.

4: Sample each ỹi,t+1|t+1, zt+1 ,̃
2
t independently from

N (xi
⊤
t+1, σ̃2i,t)I[0,+∞) if yi = 1, N (xi

⊤
t+1, σ̃2i,t)I(−∞,0) if yi = 0

for i = 1, . . ., n.
5: Logistic regression: Sample 2̃

i,t+1|t+1, zt+1, ỹt+1 independently from

InvGamma
(

v+1
2 ,

w2ν+(̃yi,t+1−xi
⊤ t+1)2

2

)
for i = 1, . . ., n, where ν ≜ 7.3 and w2 ≜ π2(ν− 2)/(3ν) are constants.
Probit regression: Set 2̃i,t+1 = 1 for i = 1, . . ., n.

Output: Ct+1 = (t+1, zt+1, ỹt+1 ,̃
2
t+1), zt, Mt and M−1

t−1.
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pt ≤ min{‖zt‖1, p− ‖zt‖1} ≤ p/2 directly. In practice, there are a variety of scenarios under which

pt is significantly smaller than p/2.

Sparse zt. Whenever zt is sparse relative to the full dimensionality p, we have pt ≤ ‖zt‖1 � p.

Sparsity in zt is a common occurrence in high-dimensional regression with a sparse signal vector ∗ ∈

Rp, as ‖zt‖1 often closely approximates the true sparsity s ≜ ‖∗‖0 with high probability. This occurs,

for instance, in the settings ofNarisetty andHe [2014] andNarisetty et al. [2019], where strongmodel

selection consistency of the continuous spike-and-slab posterior is established for linear and logistic

regression respectively.

Posterior concentration. Even when min{‖zt‖1, p− ‖zt‖1} is comparable to p/2, concen-

tration of the spike-and-slab posterior targeted by the Gibbs sampler can lead to δt and hence pt re-

maining much smaller than p/2. Proposition 4.2.2, proved in Appendix D.1, calculates the expecta-

tion of δt explicitly in terms of the posterior distribution that is targeted by our algorithms and the

auto-correlation of the states (zt)t≥0.

Proposition 4.2.2 (Expected spike-and-slab swap count). For δt as given in Proposition 4.2.1,

E[δt] =
p∑

j=1
P(zj,t = 1)P(zj,t−1 = 0) + P(zj,t = 0)P(zj,t−1 = 1)− 2cov(zj,t, zj,t−1). (4.5)

Suppose theMarkov chain generated byAlgorithm8 or 9 is at its stationary distribution π at iteration

t− 1. Then,

E[δt] = 2
p∑

j=1
varπ(zj,t)(1− corrπ(zj,t, zj,t−1)). (4.6)

In (4.6), note varπ(zj,t) = Pπ(zj,t = 0)Pπ(zj,t = 1) ≤ 1/4 for each component j, with equality only

when zj,t ∼ Bern(1/2). Therefore all components jwithPπ(zj,t = 1) close to 0 or 1 do not contribute

significantly towards δt in expectation. Such posterior concentration is guaranteed whenever zt is
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convergent, be it to the true model sparsity as in Narisetty and He [2014] and Narisetty et al. [2019]

or to any other value. In such circumstances we can have δt = ‖zt − zt−1‖1 = o(p) and even δt =

o(‖zt‖1), regardless of the magnitude of ‖zt‖1.

High auto-correlation. High auto-correlation of the Gibbs sampler can also lead to smaller

values of δt and hence pt. We already see from Proposition 4.2.2 that, even for components j with

bimodalmarginal posterior distributions, high auto-correlationbetween successive states zj,t−1 and zj,t

can yield lower δt in expectation. Proposition 4.2.3, proved in Appendix D.1, provides an additional

exact expression for δt in terms of the empirical correlation between zt and zt−1.

Proposition 4.2.3 (Swap count decomposition). Let τt =
√

‖zt‖1(p− ‖zt‖1) and ρt be the empir-

ical correlation between zt and zt−1 (that is, the correlation between zJ,t and zJ,t−1 when J is uniform on

{1, . . . , p}). Then, for δt as given in Proposition 4.2.1,

δt = ‖zt‖1 + ‖zt−1‖1 −
2‖zt‖1‖zt−1‖1 + 2ρtτtτt−1

p
. (4.7)

Since |ρt| ≤ 1, Proposition 4.2.3 implies

(
‖zt‖1 − ‖zt−1‖1

)2
p

+
(τt − τt−1)

2

p
≤ δt ≤

(
‖zt‖1 − ‖zt−1‖1

)2
p

+
(τt + τt−1)

2

p
. (4.8)

In particular, the lower bound in (4.8) is a good approximation to δt when ρt is close to one, which

is the case either when the Gibbs sampler is converging (such that zt becomes stable) or when it gets

stuck (such that zt changes slowly with t). In either case, τt exhibits similar “stable/stuck” behavior,

implying that the lower bound itself will be close to zero. This suggests δt and hence pt is close to zero

when ρt is close to 1, even if min{‖zt‖1, p− ‖zt‖1} is not negligible.

Motivated by such discussions and theoretical analysis, we now empirically examine how pt grows

as the number of observations n, the number of covariates p, and the sparsity s of the true signal varies.
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Figure 4.1 is based on synthetic linear regression datasets. For each dataset, one Markov chain is gen-

erated using Algorithm 8 to target the corresponding spike-and-slab posterior, from which the mean

and one standard error bars of (pt)10000t=5000 are plotted. For Figure 4.1 (Left), we consider datasets with

n = 100, varying p with p ≥ n, and a sparse true signal ∗ ∈ Rp with components ∗j = 2I{j ≤ s} for

sparsity s = 10, and noise standard deviation σ∗ = 2. For Figure 4.1 (Center), we consider datasets

with p = 1000, varying n with n ≤ p, s = 10, and σ∗ = 2. For Figure 4.1 (Right), we consider

datasets with n = 10s, p = 1000, and σ∗ = 2 for varying s ≥ 1. Details of the synthetically generated

datasets are in Appendix D.4.

Figure 4.1 (Left) shows that both pt is substantially smaller than both p and n and that it does

not increase with the number of covariates p. Figure 4.1 (Center) shows that pt tends to zero as n

increases. Figure 4.1 (Right) shows that pt decreases as the sparsity s increases. All figures suggest that

pt is controlled by δt in these settings, because ‖zt‖1 takes values close to s, and p− ‖zt‖1 tends to be

much larger than ‖zt‖1. Overall, Figure 4.1 highlights that not only does pt tend to be substantially

smaller than p, but it also tends to be smaller than both n and s. By Proposition 4.2.1, this showcases

the substantially lower computational cost of S3 compared to current implementations which cost

Ω(n2p) per iteration.

4.2.4 Extensions to Scalable Spike-and-Slab

With additional memory capacity and pre-computation, we can further improve the per-iteration

costs of S3.

For the matrices M̃−1
τ0 and M̃−1

τ1 in Section 4.2.2, suppose the matrices X⊤X , X⊤M̃−1
τ0 X and

X⊤M̃−1
τ1 X are pre-computed. This initial step requires O(np2) computational cost and O(p2)

memory. Then the matrices X⊤
At

XAt and X⊤
Ac
t
XAc

t in (4.3a) – (4.3b) correspond to pre-computed

sub-matrices of X⊤X , and calculating Mt using (4.3a) – (4.3b) at iteration t involves matrix addi-

tionwhich only requiresO(n2) cost. Similarly, matricesX⊤
At

M̃−1
τ0 XAt andX⊤

Ac
t
M̃−1

τ1 XAc
t in (4.4a) –
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Figure 4.1: The S3 cost parameter pt for averaged over iterations 5000 < t ≤ 10000 with one standard error bars,
for synthetic linear regression datasets with varying number of covariates p (Left), varying number of observations n
(Center), and varying sparsity s (Right). The ground truth sparsity s is also plotted for comparison. See Section 4.2.3 for
details.

(4.4b) correspond to pre-computed sub-matrices of X⊤M̃−1
τ0 X and X⊤M̃−1

τ1 X respectively, and

donotneed tobe recalculated at iteration t. Therefore calculating
(
(τ21−τ20)−1I∥zt∥1+X⊤

At
M̃−1

τ0 XAt

)−1

and
(
(τ20 − τ21 )−1Ip−∥zt∥1 + X⊤

Ac
t
M̃−1

τ1 XAc
t

)−1 in (4.4a) – (4.4b) at each iteration t only requires

O(‖zt‖31 ) andO((p− ‖zt‖1)3) cost respectively.

To sample from (4.2), consider the casesn ≤ min{‖zt‖1, p−‖zt‖1} andmin{‖zt‖1, p−‖zt‖1} < n

separately. When n ≤ min{‖zt‖1, p− ‖zt‖1}, we calculate M−1
t by directly inverting the calculated

matrix Mt from (4.3), which requires O(n3) cost. When min{‖zt‖1, p − ‖zt‖1} < n, we avoid

calculatingM−1
t explicitly and instead calculate the matrix vector productM−1

t ( 1
σt y − v) in Algo-

rithm 7 right-to-left, using whichever expression in (4.4a) – (4.4b) has minimal computational cost.

Overall, now theGibbs samplers for linear and probit regression require onlyO(max{min{‖zt‖1, p−

‖zt‖1, n}3, np}) computational cost at iteration t. This provides lower computational cost for S3 lin-

ear and probit regression whenevermin{‖zt‖1, p−‖zt‖1, n}3 < n2pt. A similar extension for logistic
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Table 4.1: Comparison of S3 with alternatives (pt = min{‖zt‖1, p− ‖zt‖1, δt}).

MCMC Sampler Cost Converges to posterior

Naïve Ω(p3)
√

State-of-the-art Ω(n2p)
√

Skinny Gibbs Ω(max{n‖zt‖21 , np}) ×
S3 (linear and probit) O(max{n2pt, np})

√

S3 (logistic) O(max{n2pt, n3, np})
√

regression requires only O(max{n3, np}) computational cost at iteration t and is described in Ap-

pendix D.2.3.

4.3 Comparisonwith Alternatives

In this section we compare S3 with the naïve sampler, the SOTA exact MCMC sampler based on the

sampling algorithmofBhattacharya et al. [2016], and the SkinnyGibbs approximateMCMCsampler

of Narisetty et al. [2019] for logistic regression. Table 4.1 highlights the favorable computational cost

of S3 compared to the naïve and SOTA samplers. The Skinny Gibbs sampler typically has lower com-

putational cost compared to S3 for logistic regression, and can have lower or higher computational

cost than S3 for probit regression depending on whether ‖zt‖21 ≤ npt or not. However, unlike S3,

the Skinny Gibbs sampler does not converge to the correct posterior distribution.

To assess the practical impact of computational cost and asymptotic bias, Figures 4.2 and 4.3 com-

pares the numerical runtimes and statistical performance of S3with the SOTA sampler and the Skinny

Gibbs sampler. For the Skinny Gibbs sampler, we use the skinnybasad R package of Narisetty et al.

[2019], which implements only logistic regression. We consider synthetically generated datasets with

a true signal ∗ ∈ Rp where β∗j = 2I{j ≤ s} for sparsity s. We consider datasets with n = 10s observa-

tions and p = 100s covariates for varying sparsity s ≥ 1. Details of the synthetically generated dataset
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Figure 4.2: Comparison of time per iteration between S3, state‐of‐the‐art (SOTA) exact MCMC sampler and the Skinny
Gibbs approximate sampler of Narisetty et al. [2019] on synthetic binary classification datasets. See Section 4.3 for
details.

are in Appendix D.4. For each synthetic dataset, we run S3 for logistic and probit regression and the

Skinny Gibbs sampler for 1000 iterations, run the SOTA sampler for 100 iterations, and record the

average time taken per iteration. All timings were obtained using a single core of an Apple M1 chip

on aMacbook Air 2020 Laptop with 16 GB RAM.

Figure 4.2 highlights that the numerical runtimes of S3 are orders of magnitude faster than the

SOTA sampler and comparable to the Skinny Gibbs sampler. For example, for n = 4000 observa-

tions, p = 40000 covariates, and sparsity s = 400, S3 for logistic regression requires 21500ms per iter-

ation on average, which is approximately 15 times faster than the SOTA sampler for probit regression

(which requires 335000ms per iteration on average) and 2.5 times faster than the Skinny Gibbs sam-

pler (which requires 55600ms per iteration on average), and S3 for probit regression requires 1100ms

per iteration on average, which is approximately 50 times faster than the SOTA sampler for probit

regression (which requires 55800ms per iteration on average). For larger real-life datasets with hun-

dreds of thousands of covariates, the numerical runtimes of S3 are similarly favorable compared to the
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Figure 4.3: Average true positive rate (TPR) and false discovery rate (FDR) of S3 and the Skinny Gibbs approximate
sampler [Narisetty et al., 2019] across 20 independently generated datasets with one standard error bars. See Section
4.3 for details.

SOTA sampler. This is showcased in Section 4.4, where for a genetics dataset, S3 is 50 times faster

than the SOTA sampler.

Figure 4.3 plots the true positive rate (TPR) and the false discovery rate (FDR) of variable selection

based on samples from S3 for logistic and probit regression and Skinny Gibbs on synthetic binary

classification datasets. To assess variable selection for signals of varying magnitude, we consider an

exponentially decaying sparse true signal ∗ ∈ Rp such that β∗j = 2
9−j
4 for j ≤ s and β∗j = 0 for j > s

for sparsity s. The corresponding synthetically generated datasets have n = 100 observations, varying

number of covariates pwith p ≥ n, and sparsity s = 5. For each synthetic dataset, we implement S3 for

logistic and probit regression and the SkinnyGibbs sampler for 5000 iterationswith a burn-in of 1000

iterations and calculate the TPR and FDR from the samples. We use the same prior hyperparameters

for all the algorithms, which are chosen according to Narisetty et al. [2019]. Additional experimental

details are included in Appendices D.3. The SOTA sampler is not shown in Figure 4.3, as SOTA

and S3 are alternative implementations of the same Gibbs sampler and by definition have the same
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Table 4.2: Synthetic and real‐life datasets considered in Section 4.4.

Dataset n p Response Type

Borovecki 31 22283 Binary
Malware 373 503 Binary
PCR 60 22575 Continuous
Lymph 148 4514 Binary
Chowdary 104 22283 Binary
Chin 118 22215 Binary
Gordon 181 12533 Binary
Synthetic Binary 1000 50000 Continuous
Synthetic Continuous 1000 50000 Binary
Maize 2266 98385 Continuous

statistical performance. Figure 4.3 shows that inhigher dimensions, samples fromS3 yield significantly

higher TPR and lower FDR than the Skinny Gibbs sampler. We observe similar results for other

choices of prior hyperparameters, which give S3 to either have comparable ormore favorable statistical

performance to the Skinny Gibbs sampler.

Overall, Figures 4.2 and 4.3 highlight that S3 can have comparable or even favorable computational

cost to the Skinny Gibbs sampler, whilst having correct stationary distribution with more favorable

statistical properties in higher dimensions.

4.4 Applications

We now examine the benefits of S3 on a diverse suite of regression and binary classification datasets.

Table 4.2 summarizes the two synthetic and eight real-world datasets considered, with further details

in Appendix D.4.

Wefirst consider aMalware dataset [Dua andGraff, 2017]withn = 373observations (correspond-

ing to a binary response vector indicating whether a file is malicious or non-malicious) and p = 503
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covariates (corresponding to features of the files). Figure 4.4 shows the marginal posterior proba-

bilities estimated using samples from S3 for spike-and-slab logistic and probit regression (Algorithm

9), and the average runtime per iteration for both S3 and the corresponding SOTA sampler. The

marginal posterior probabilities πj ≜ Pπ(zj = 1) are estimated by π̂j = 1
I(T−S)

∑I
i=1

∑T
t=S+1 z

(i)
j,t ,

where (z(i)
t )t≥0 are samples from i = 1, . . ., I independent Markov chains generated using S3. We

sample I = 20 independent chains of length T = 10000 iterations with a burn-in of 1000 iterations

for both S3 and the SOTA sampler. The average runtime per iteration with one standard error bars

are calculated based on these independent chains.

Figure 4.4 (Left) plots π̂j against j in the decreasing order of π̂js. Here π̂js are based on samples

from S3, which are the same as from the SOTA sampler because they implement the same Gibbs

sampler (other than possible numerical discrepancies). Despite producing Markov chains with the

same marginal distributions and hence statistical properties, Figure 4.4 (Right) shows that even for

this small-scale dataset, S3 has approximately 2 and 8 times faster runtime per iteration than the SOTA

sampler for logistic and probit regression respectively. Overall, Figure 4.4 highlights the practical value

of S3 over the SOTA sampler.

Figure 4.5, plotted with the y-axis on the log-scale, compares the run-times of S3 and the SOTA

sampler for linear and probit regression on ten regression and binary classification datasets respec-

tively. It plots the average run-times with one standard error bars based on 10 independent chains

each of length 1000 and 100 for S3 and the SOTA sampler respectively. Figure 4.5 shows that S3 has

lower runtimes per iteration compared to the SOTA sampler for all the datasets considered, with the

most substantial speedups for larger datasets. For example, for theMaizeGWASdataset [Romay et al.,

2013, Liu et al., 2016b, Zeng andZhou, 2017]withn = 2266 observations (corresponding to average

number of days taken for silk emergence in different maize lines) and p = 98385 covariates (corre-

sponding to single nucleotide polymorphisms (SNPs) in the genome), S3 requires 650ms per iteration

on average, which is approximately 50 times faster than the SOTA sampler requiring 31300ms per it-
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Figure 4.4: Marginal posterior probabilities Pπ(zj = 1) estimated using samples from S3, and the average runtime per
iteration with one standard error bars of both S3 and the SOTA exact MCMC sampler for logistic and probit regression
applied to the Malware dataset with n = 373 observations and p = 531 covariates. See Section 4.4 for details.

eration. For researchers, such speedups can reduce algorithm runtime from multiple days to hours,

giving substantial time and computational cost savings at no compromise to inferential quality.

4.5 Discussion

The following questions arise from our work.

Extensions of S3 to point-mass spike-and-slab priors, as well as to non-Gaussian tails. Whilst

priors given in (4.1) are one of the most common formulations employed in practice, a number of al-

ternatives are available. This includes point-mass spike-and-slab priors [e.g.,Mitchell and Beauchamp,

1988, Johnson and Rossell, 2012], where a degenerate Dirac distribution about zero is chosen for the

spike part, and extensions which consider the heavier-tailed Laplace distribution for the slab part in-

stead of aGaussian distribution [Castillo et al., 2015, Ročková, 2018, Ray et al., 2020, Ray and Szabó,

2021]. An extension of S3 would to be employ similar pre-computation based strategy of Section 4.2

to MCMC samplers for these alternative formulations.
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regression applied to the ten continuous and binary classification datasets. See Section 4.4 for details.

Convergence complexity analysis of S3. An important question that is not addressed in this arti-

cle is the number of iterations required for S3 or other similar samplers to converge to the their target

posterior distributions. For Gibbs samplers targeting posteriors corresponding to continuous shrink-

age priors [e.g., Carvalho et al., 2010, Bhattacharya et al., 2015, Bhadra et al., 2019], much theoreti-

cal progress has been made [Pal and Khare, 2014, Qin and Hobert, 2019a, Bhattacharya et al., 2022,

Biswas et al., 2022a]. Convergence of Gibbs samplers targeting spike-and-slab posteriors has been less

extensively studied and requires more attention.

Diagnostics to assess the convergence of and asymptotic variance of S3. Given some time and

computational budget constraints, an immediate benefit of S3 is the ability to run longer Markov

chains targeting spike-and-slab posteriors. This can alleviate some concerns linked to burn-in and

asymptotic variance, but convergence and effective sample size diagnostics [Johnson, 1998, Biswas

et al., 2019, Vats and Knudson, 2021, Vehtari et al., 2021] remain an important consideration partic-

ularly in high-dimensional settings. We hope to investigate convergence diagnostics for S3 in future
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A
Appendices to Chapter 1

In Section A.1 we provide the proofs for all the theoretical results in this document. In Section A.2

we provide all the algorithms used in this main document.
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A.1 Proofs

A.1.1 L-lag unbiased estimators

Our motivation for Theorem 1.2.5 comes from recent works on unbiased MCMC estimators using

couplings [Jacob et al., 2020b, Glynn and Rhee, 2014]. In particular, extending the unbiased estima-

tor from Jacob et al. [2020b] that corresponds to a lag L = 1, we first construct the L-lag estimator

with an arbitrary L ≥ 1 as

H(L)
t (X,Y) := h(Xt) +

⌈
τ(L)−L−t

L

⌉∑
j=1

h(Xt+jL)− h(Yt+(j−1)L). (A.1)

where h ∈ H, chains (Xt)t≥0, (Yt)t≥0 marginally have the same initial distribution π0 and Markov

transition kernel K on (Rd,B(Rd)) with invariant distribution π, and they are jointly following the

L-lag coupling algorithm (Algorithm 1 in the main paper). As an aside, following Jacob et al. [2020b]

we also include the corresponding time-averaged L-lag estimator:

H(L)
k:m(X,Y) :=

1
m− k+ 1

m∑
t=k

H(L)
t (X,Y) (A.2)

=
1

m− k+ 1

m∑
t=k

h(Xt) +
1

m− k+ 1

m∑
t=k

⌈
τ(L)−L−t

L

⌉∑
j=1

h(Xt+jL)− h(Yt+(j−1)L). (A.3)

Following the proof technique for the 1-lag estimator in Jacob et al. [2020b], we first prove an

unbiasedness result forH(L)
t (X,Y). By linearity the unbiasedness ofH(L)

k:m(X,Y) follows.

Proposition A.1.1. Under the Assumptions 1.2.2, 1.2.3 and 1.2.4 of the main article, H(L)
t (X,Y) has

expectationEX∼π[h(X)], finite variance, and finite expected computing time.

Proof. The proof is nearly identical to those in Vihola [2017], Glynn and Rhee [2014], Jacob et al.
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[2020b] and related articles, and is only reproduced here for completeness. Let t = 0 without loss of

generality. Otherwise start the chains at πt rather than π0. Secondly, we can focus on the component-

wise behaviour ofH(L)
0 (X,Y) and assume h takes values inRwithout loss of generality. For simplicity

of notation we drop the (L) superscript and writeH0(X,Y) to denoteH
(L)
0 (X,Y).

Define Δ0 = h(X0), Δj = h(XjL) − h(Y(j−1)L) for j ≥ 1, and Hn
0(X,Y) :=

∑n
j=0 Δj. By

Assumption 1.2.3, E[τ(L)] < ∞, so the computation time has finite expectation. When (1 + j)L ≥

τ(L), Δj = 0 by faithfulness (Assumption 1.2.4). As τ(L)
a.s.
< ∞, this impliesHn

0(X,Y)
a.s.→ H0(X,Y)

as n → ∞.

We now show that (Hn
0(X,Y))n≥0 is a Cauchy sequence in L2, the space of random variable with

finite first two moments, by showing

sup
n′≥n

E[
(
Hn′

0 (X,Y)−Hn
0(X,Y)

)2
] →
n→∞

0.

This follows by direct calculation. Firstly by Cauchy–Schwarz,

E[
(
Hn′

0 (X,Y)−Hn
0(X,Y)

)2
] =

n′∑
s=n+1

n′∑
t=n+1

E[ΔsΔt] ≤
n′∑

s=n+1

n′∑
t=n+1

E[Δ2
s ]
1/2E[Δ2

t ]
1/2.

By Hölder’s inequality with p = 1 + η/2, q = (2 + η)/η and Assumptions 1.2.2 - 1.2.3, for any

η > 0,

E[Δ2
t ] = E[Δ2

t 1(τ(L) > (1+ t)L)] ≤ E[Δ2+η
t ]

1
1+η/2E[1(τ(L) > (1+ t)L)]

η
2+η

< D
1

1+η/2 (Cδt)
η

2+η .

where E[Δ2+η
t ] ≤ E[MH(XtL,Y(t−1)L)

2+η] ≤ D follows from Assumptions 1.2.2. Overall this

implies E[
(
Hn′

0 (X,Y) − Hn
0(X,Y)

)2
] ≤ C̃δ̃n for some C̃ > 0, δ̃ ∈ (0, 1) for all n ≥ 0. Hence

(Hn
0(X,Y))n≥0 is a Cauchy sequence in L2, and has finite first and second moments. Recall that
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Cauchy sequences are bounded, so we can apply the dominated convergence theorem to get,

E[H0(X,Y)] = E[ lim
n→∞

Hn
0(X,Y)] = lim

n→∞
E[Hn

0(X,Y)].

Finally, note that by a telescoping sum argument and Assumption 1.2.2,

lim
n→∞

E[Hn
0(X,Y)] = lim

n→∞
E[h(Xn)] = EX∼P[h(X)].

as required. Therefore, in generalH(L)
t (X,Y) has expectationEX∼π[h(X)], finite variance, and a finite

expected computing time.

A.1.2 Proof of Theorem 1.2.5

Proof. We consider the L-lag estimate in (A.1). Under Assumptions 1.2.2, 1.2.3 and 1.2.4, by Propo-

sition A.1.1H(L)
t (X,Y) is an unbiased estimator of EX∼π[h(X)], for any h ∈ H. Then,

dH(πt, π) = sup
h∈H

|EX∼π[h(X)]− E[h(Xt)]|

= sup
h∈H

∣∣∣E[
⌈

τ(L)−L−t
L

⌉∑
j=1

h(Xt+jL)− h(Yt+(j−1)L)
]∣∣∣

≤ E

[ ⌈
τ(L)−L−t

L

⌉∑
j=1

MH(Xt+jL,Yt+(j−1)L)

]
.

The inequality above stems from 1) the triangle inequality applied d(τ(L) − L − t)/Le times, and

2) the bound |h(x) − h(y)| ≤ MH(x, y) assumed in the main article. We see that increasing the lag

L reduces the number of applications of the triangle inequality performed above, which explains the

benefits of increasing L.
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A.1.3 Bias of SequentialMonte Carlo samplers

For an SMC sampler [Del Moral et al., 2006] withN particles targeting π, let (wn, ξn)Nn=1 be the par-

ticle approximation of π, so that weighted averages
∑N

n=1 wnh(ξn) are consistent approximations of
´
h(x)π(dx) as N → ∞ under some assumptions, e.g. Whiteley [2012]. We consider a particle ξ

drawn among (ξn)Nn=1 with probabilities (wn)Nn=1, and we denote by q(N) the marginal distribution

of ξ. Our goal is to formulate an upper bound on the total variation distance between q(N) and π for

fixedN, which is a way of studying the non-asymptotic bias of SMC samplers.

To use the proposed machinery, we embed the SMC sampler in an MCMC algorithm, following

Andrieu et al. [2010]. The particle independentMH (PIMH) algorithm operates as follows. Initially

an SMC sampler is run, fromwhich a particle ξ0 is drawn (marginally from q(N)), as well as a normal-

izing constant estimator Ẑ0 [Del Moral et al., 2006]. We can think of the state of the chain as the pair

(ξ0, Ẑ0). At each iteration t ≥ 1, a new SMC sampler is run and generates (ξ⋆, Ẑ⋆). With probability

min(1, Ẑ⋆/Ẑt−1), the new state of the chain is set to (ξ⋆, Ẑ⋆), otherwise it remains at (ξt−1, Ẑt−1). It

is shown in Andrieu et al. [2010] that this algorithm corresponds to a standardMetropolis–Hastings

algorithm with independent proposals upon introducing some auxiliary variables. Therefore under

some conditions, the generated chain is such that ξt goes to π as t → ∞. We assume throughout

that our three assumptions hold, which corresponds to assumptions on the performance of the SMC

sampler in the present setting.

Next consider an L-lag coupling of such a PIMH algorithm as proposed inMiddleton et al. [2019]

and described in Algorithm 20. In this setting, we can characterize the distribution of the coupling

time. In particular,

τ(L) − (L− 1)
∣∣ẐL−1 ∼ Geometric(α(ẐL−1)), (A.4)

where the Geometric distribution is parameterized to take integers values greater than or equal to 1,

and α(Ẑ) := E
[
min(1, Ẑ⋆/Ẑ)

∣∣Ẑ] is the acceptance probability of the PIMH chain from a state with
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normalizing constant estimate Ẑ. Using a monotonicity property of IMH [Corcoran and Tweedie,

2002], Middleton et al. [2019, Proposition 8] presents this result for 1-Lag couplings of PIMH, and

(A.4) is a simple generalization to L-lag couplings; we refer to Middleton et al. [2019] for the explicit

assumptions being made. Assuming that Theorem 1.2.5 applies, we consider the initial time t = 0

and obtain

dTV(q(N), π) ≤ E
[⌈τ(L) − L

L

⌉]
= E

[
E
[⌈τ(L) − (L− 1)− 1

L

⌉∣∣∣ẐL−1

]]
= E

[ 1− α(ẐL−1)

1− (1− α(ẐL−1))L

]
,

as required. Note that in the first inequality we used the fact that the total variation distance between

some marginals of two multivariate distributions is less than the total variation distance between the

joint distributions. The final equality follows from noting that for G ∼ Geometric(p) and integers

m ≥ 0, n > 0,

E
[⌈G−m

n

⌉]
=

∞∑
k=0

P
(⌈G−m

n

⌉
> k

)
=

∞∑
k=0

P
(G−m

n
> k

)
=

(1− p)m

1− (1− p)n
.

A.2 Couplings ofMCMC algorithms

In this section, all the algorithms used in our examples are presented. These are constructions used

in recent work on unbiased MCMC estimation with couplings, e.g. Jacob et al. [2020b], Heng and

Jacob [2019], Middleton et al. [2019]. All scripts in R are available at https://github.com/niloyb/

LlagCouplings.

We first describe algorithms to sample from maximal couplings. We then describe algorithms to

sample meeting times corresponding to various couplings of MCMC algorithms.
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Maximal Couplings. To construct L-lag couplings, the pair of chains needs to meet exactly

whilst preserving their respective marginal distributions. This can be achieved using maximal cou-

pling [Johnson, 1998, Thorisson, 2000], which we present below in Algorithm 10. Given variables

X ∼ P, Y ∼ Q, Algorithm 10 samples jointly from (X,Y) such that the marginal distributions of X

and Y are preserved and X equals Ywith maximal probability. It requires sampling from the distribu-

tions ofX andY and evaluating the ratio of their probability density functions. BelowP andQ denote

distributions of X and Y; p and q denote the respective probability density functions.

Algorithm 10:Amaximal coupling of P andQ
Sample X ∼ P, andW ∼ U(0, 1)
if p(X)W ≤ q(X) then set Y = X and return (X,Y)
else sample Y∗ ∼ q andW∗ ∼ U(0, 1) until q(Y∗)W∗ > p(Y∗). Set Y = Y∗ and
return (X,Y)

For the particular case when P = N (μ1,Σ),Q = N (μ2,Σ), we can use a reflection-maximal

coupling [Jacob et al., 2020b, Bou-Rabee et al., 2020] which has deterministic computational cost.

This also samples jointly from (X,Y) such that the marginal distributions ofX,Y are preserved andX

equals Y with maximal probability. This is given in Algorithm 11 below, where s denotes the proba-

bility density function of a d-dimensional standard Normal. Note that in the case Ẏ = Ẋ+ z below,

we get an event {X = Y} as required.

Algorithm 11:A reflection-maximal coupling ofN (μ1,Σ) andN (μ2,Σ)
Let z = Σ−1/2(μ1 − μ2) and e = z/‖z‖. Sample Ẋ ∼ N (0d, Id), andW ∼ U(0, 1)
if s(Ẋ)W ≤ s(Ẋ+ z) then Set Ẏ = Ẋ+ z
else Set Ẏ = Ẋ− 2(eTẊ)e
Set X = Σ1/2Ẋ+ μ1,Y = Σ1/2Ẏ+ μ2, and return (X,Y)

When random variables X,Y have discrete distributions P = (p1, . . . , pN),Q = (q1, . . . , qN) on

a finite state space, we can perform a maximal coupling with deterministic computation cost. This is
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given inAlgorithm12. First, we defineC = (c1, . . . , cN) as cn = (pn∧qn)/S forn ∈ {1, . . . ,N}with

S =
∑N

n=1(pn ∧ qn). The notation a ∧ b stands for the minimum of a and b. We then define P′ and

Q′ as p′n = (pn− pn∧qn)/(1−S), and q′n = (qn− pn∧qn)/(1−S). These P′ andQ′ are probability

vectors and computing them takesO(N) operations. Note that the total variation distance between

P andQ is equal to 1− S, and that P′ andQ′ have disjoint supports.

Algorithm 12:Amaximal coupling of P = (p1, . . . , pN),Q = (q1, . . . , qN)
SampleU ∼ U(0, 1)
if U < S then Sample X from C, define Y = X and return (X,Y)
else Sample X from P′, Y fromQ′ independently, and return (X,Y)

A.2.1 RandomwalkMetropolis–Hastings

We couple a pair of randomwalkMetropolis–Hastings chains in Sections 1.2.2 and 1.2.2 using Algo-

rithm 13 with step sizes σMH = 0.5 and σMH = 1 respectively. We could also modify the algorithm

to use more general proposal kernels q(·, ·), provided that we can sample from amaximal coupling of

q(x, ·) and q(y, ·) for any pair x, y.

A.2.2 MCMC algorithms for the Ising model

Single site Gibbs (SSG). Our implementation of single site Gibbs (SSG) scans all the sites of the

lattice systematically. We recall that the full conditionals of the Gibbs sampling updates are Bernoulli

distributed; we denote by p(β,X−i) the conditional probability of site Xi being equal to +1 given

the other sites. The algorithm to sample meeting times is given in Algorithm 14. The SSG results in

Section 1.3.1 are generated using Algorithm 14 with β = 0.46.

Parallel tempering (PT). For parallel tempering, we introduce C chains denoted by x(1), …,

x(C). Each chain X(c) targets the distribution πβ(c) where (β
(c))Cc=1 are positive values interpreted as
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Algorithm 13: Gaussian random walkMetropolis–Hastings
Input: lag L ≥ 1, random walk step size σMH

Output: meeting time τ(L); chains (Xt)0≤t≤τ(L) , (Yt)0≤t≤τ(L)−L
Initialize: generate X0 ∼ π0 and Y0 ∼ π0
for t = 1, . . . ,L do

Sample proposal X∗ ∼ N (Xt−1, σ2MH)
SampleU ∼ U(0, 1)
if U ≤ π(X∗)

π(Xt−1)
, then set Xt = X∗ ; else set Xt = Xt−1

end
for t > L do

Sample proposals X∗ ∼ N (Xt−1, σ2MH), Y∗ ∼ N (Yt−1−L, σ2MH) jointly using
maximal (or reflection-maximal) coupling

SampleU ∼ U(0, 1)
if U ≤ π(X∗)

π(Xt−1)
, then set Xt = X∗ ; else set Xt = Xt−1

if U ≤ π(Y∗)
π(Yt−1−L)

, then set Yt−L = Y∗ ; else set Yt−L = Yt−1−L

if Xt = Yt−L then return τ(L) := t, and the chains (Xt)0≤t≤τ(L) , (Yt)0≤t≤τ(L)−L
end

inverse temperatures. In the example in Section 1.3.1, we have C = 12, β(1) = 0.3, β(C) = 0.46,

and the intermediate β(c) are equispaced. The frequency of proposed swap moves is denoted by ω

and set to 0.02. This is in no way optimal, see Syed et al. [2019] for practical tuning strategies. Our

implementation of a coupled PT algorithm is given below in Algorithm 15.

Note that in the case of parallel tempering, meetings occur when all the C pairs of chains have

met. This incurs a trade-off: increasing the number of chains might improve the performance of the

marginal algorithm but could also complicate the occurrence of meetings; see Syed et al. [2019] for

other trade-offs associated with the number of chains in parallel tempering.
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Algorithm 14: Single Site Gibbs sampler for the Ising model
Input: lag L ≥ 1, and inverse temperature β
Output: meeting time τ(L); chains (Xt)0≤t≤τ(L) , (Yt)0≤t≤τ(L)−L
Initialize: generate X0 ∼ π0 and Y0 ∼ π0
for t = 1, . . . ,L do

for site i = 1, . . . , 32× 32 do
Sample Xi,t|X−i,t ∼ Bern(p(β,X−i,t))

end
end
for t > L do

for site i = 1, . . . , 32× 32 do
Sample Xi,t|X−i,t ∼ Bern(p(β,X−i,t)) and Yi,t−L|Y−i,t−L ∼ Bern(p(β,Y−i,t−L))
jointly using e.g. Algorithm 12

end
if Xt = Yt−L then return τ(L) := t, and the chains (Xt)0≤t≤τ(L) , (Yt)0≤t≤τ(L)−L

end

A.2.3 Pólya-GammaGibbs sampler

Algorithm 16 couples the Pólya-Gamma sampler for Bayesian logistic regression [Polson et al., 2013],

as in Section 1.3.2 with priorN (b,B) on β for b = 0,B = 10Id. Parameters β, β̃ ∈ Rd,W, W̃ ∈ Rn
+

correspond to the vectors of regression coefficients and auxiliary variables respectively for the pair of

chains. The vector ỹ is defined as ỹ = y− 1/2, where y is the vector of responses y ∈ {0, 1}n.

In the algorithm, PG(1, c) refers to the Pólya-Gamma variable in the notation of Polson et al.

[2013]. The notation X|rest refers to the conditional distribution of X given all the other variables.

The tilde notation refers to components of the second chain. The coupling herewas also used in Jacob

et al. [2020b].
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A.2.4 HamiltonianMonte Carlo

Algorithm 17 couples Hamiltonian Monte Carlo (HMC), as used in Section 1.3.2. We follow the

coupling construction from Heng and Jacob [2019]; see also references therein. For simplified nota-

tion, we will use Kp(β, · ; εHMC, SHMC) to denote the leapfrog integration and the accept-reject part

of HMC from position β ∈ Rd with momentum p ∈ Rd. Here εHMC and SHMC correspond to the

step size and the number of steps respectively in the leapfrog integration scheme.

We write K̄RWMH((β, β̃), · ; σMH) to denote the kernel of the coupled random walk Metropolis–

Hastings algorithm (Algorithm13)with step size σMH. Mixture parameter γ corresponds to the prob-

ability of selectingkernel K̄RWMH((β, β̃), · ; σMH) fromamixture of the kernelsKp(β, · ; εHMC, SHMC)

and K̄RWMH((β, β̃), · ; σMH). The HMC results in Section 1.3.2 are generated using Algorithm 17

with εHMC = 0.025, SHMC = 4, 5, 6, 7, γ = 0.05 and σMH = 0.001.

Note that reflection-maximal coupling can also be used to draw the momenta in coupled Hamil-

tonianMonte Carlo, as discussed in Bou-Rabee et al. [2020], Heng and Jacob [2019].

A.2.5 Metropolis–adjusted Langevin Algorithm

TheMetropolis–adjustedLangevinAlgorithm(MALA)canbe coupled as in randomwalkMetropolis–

Hastings, as it corresponds to a particular choice of proposal distribution. For simplicity of notation

we use qσ(X, ·) ∼ N (X + 1
2σ

2∇ log π(X), σ2Id) to denote the Langevin proposal. The MALA re-

sults in Section 1.3.3 are generated using Algorithm 18 with σ = d−1/6 for

d = 50, 100, 200, 300, 400, 500, 600, 800, 1000.

A.2.6 Unadjusted Langevin Algorithm

Unadjusted Langevin proceeds as MALA but without the MH acceptance step. Thus an algorithm

to sample meeting times for coupled ULA chains follows from the algorithm described for coupled
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MALA algorithm, simply by removing the acceptance steps. As before, we use qσ(X, ·) ∼ N (X +

1
2σ

2∇ log π(X), σ2Id) to denote the Langevin proposal. The ULA results in Section 1.3.3 are gener-

ated using Algorithm 19 with σ = 0.1d−1/6 for d = 50, 100, 200, 300, 400, 500, 600, 800, 1000.

A.2.7 Particle independentMetropolis–Hastings

By construction, τ(L) > L almost surely for all the above couplings. Here we describe a version of

coupled particle independent Metropolis–Hastings (PIMH) which allows coupling at the first step,

such that τ(L) = L can occur with positive probability. This coupling was introduced in Middleton

et al. [2019].
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Algorithm 15: Parallel tempering for the Ising model
Input: lag L ≥ 1, and inverse temperatures (β(c))Cc=1

Output: meeting time τ(L), chains (X(c)
t )0≤t≤τ(L) , (Y

(c)
t )0≤t≤τ(L)−L for c = 1, . . . ,C

Initialize: generate X(c)
0 ∼ π0 and Y(c)

0 ∼ π0 for each chain c = 1, . . . ,C
for t = 1, . . . ,L do

SampleU ∼ U(0, 1)
if U < ω then

Define X(c)
t = X(c)

t−1 for all c = 1, . . . ,C
for c = 1, . . . ,C− 1 do

Swap chain states X(c)
t ,X(c+1)

t with probability

min
(
1,

πβ(c) (X
(c+1)
t )πβ(c+1) (X

(c)
t )

πβ(c) (X
(c)
t )πβ(c+1) (X

(c+1)
t )

)
end

else
for c = 1, . . . ,C do

Update X(c)
t ∼ SSG(X(c)

t−1; β
(c))

end
end

end
for t > L do

SampleU ∼ U(0, 1)
if U < ω then

Define X(c)
t = X(c)

t−1 and Y
(c)
t−L = Y(c)

t−L−1 for all c
for c = 1, . . . ,C− 1 do

SampleU(c) ∼ U(0, 1)

if U(c) ≤
πβ(c) (X

(c+1)
t )πβ(c+1) (X

(c)
t )

πβ(c) (X
(c)
t )πβ(c+1) (X

(c+1)
t )

, swap chain states X(c)
t ,X(c+1)

t

if U(c) ≤
πβ(c) (Y

(c+1)
t−L )πβ(c+1) (Y

(c)
t−L)

πβ(c) (Y
(c)
t−L)πβ(c+1) (X

(c+1)
t−L )

, swap chain states Y(c)
t−L,Y

(c+1)
t−L

end
else

for c = 1, . . . ,C do
Update X(c)

t ∼ SSG(X(c)
t−1; β

(c)) and Y(c)
t−L ∼ SSG(Y(c)

t−L−1; β
(c))

jointly using coupled SSG (see Algorithm 14)
end

end
if X(c)

t = Y(c)
t−L for c = 1, . . . ,C then

return τ(L) := t, and the chains (X(c)
t )0≤t≤τ(L) , (Y

(c)
t )0≤t≤τ(L)−L for all c.

end
end
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Algorithm 16: Pólya-Gamma Gibbs Coupling
Input: lag L ≥ 1, response y ∈ {0, 1}n and design matrix X ∈ Rn×d

Output: meeting time τ(L); chains (βt)0≤t≤τ(L) , (β̃t)0≤t≤τ(L)−L

Initialize: generate β0 ∼ π0 and β̃0 ∼ π0
for t = 1, . . . ,L do

SampleWt,i|rest ∼ PG(1, |xTi βt−1|) for i = 1, . . . , n
Sample βt|rest ∼ N (Σ(Wt)(XTỹ+ B−1b),Σ(Wt)) for
Σ(Wt) = (XTdiag(Wt)X+ B−1)−1

end
for t > L do

SampleWt,i|rest and W̃t−L,i| ˜rest, jointly using maximal couplings of
PG(1, |xTi βt−1|) and PG(1, |x

T
i β̃t−L−1|), for i = 1, . . . , n, by noting that the ratio of

density functions of two Pólya-Gamma random variables is tractable:

∀x > 0,
PG(x; 1, c1)
PG(x; 1, c2)

=
cosh(c2/2)
cosh(c1/2)

exp
(
−
( c22
2
− c21

2

)
x
)

Sample βt|rest and β̃t−L| ˜rest from a maximal coupling of

N (Σ(Wt)(XTỹ+ B−1b),Σ(Wt)) andN (Σ(W̃t−L)(XTỹ+ B−1b),Σ(W̃t−L))

if βt = β̃t−L then return τ(L) := t, and the chains (βt)0≤t≤τ(L) , (β̃t)0≤t≤τ(L)−L.
end
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Algorithm 17: HamiltonianMonte Carlo
Input: lag L ≥ 1, mixture parameter γ ∈ (0, 1), and random walk step size σMH

Output: meeting time τ(L); chains (βt)0≤t≤τ(L) , (β̃t)0≤t≤τ(L)−L

Initialize: generate β0 ∼ π0 and β̃0 ∼ π0
for t = 1, . . . ,L do

Sample momentum p∗ ∼ N (0d, Id) and sample βt ∼ Kp∗(βt−1, · ; εHMC, SHMC)

end
for t > L do

SampleU ∼ U(0, 1)
if U ≤ γ then

Sample βt, β̃t−L ∼ K̄RWMH((βt−1, β̃t−L−1), · ; σMH) using Algorithm 13
else

Sample commonmomentum p∗ ∼ N (0d, Id)
Sample βt ∼ Kp∗(βt−1, · ; εHMC, SHMC) and
β̃t−L ∼ Kp∗(β̃t−1−L, · ; εHMC, SHMC)

end
if βt = β̃t−L then return τ(L) := t, and the chains
(βt,Wt)0≤t≤τ(L) , (β̃t, W̃t)0≤t≤τ(L)−L

end
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Algorithm 18: MALA
Input: lag L ≥ 1, random walk step size σ
Output: meeting time τ(L); chains (Xt)0≤t≤τ(L) , (Yt)0≤t≤τ(L)−L
Initialize: generate X0 ∼ π0 and Y0 ∼ π0
for t = 1, . . . ,L do

Sample proposal X∗ ∼ qσ(Xt−1, ·)
SampleU ∼ U(0, 1)
if U ≤ π(X∗)qσ(X∗,Xt−1)

π(Xt−1)qσ(Xt−1,X∗)
, then set Xt = X∗ ; else set Xt = Xt−1

end
for t > L do

Sample proposals X∗ ∼ qσ(Xt−1, ·), Y∗ ∼ qσ(Yt−1−L, ·) jointly via
reflection-maximal coupling of Algorithm 11

SampleU ∼ U(0, 1)
if U ≤ π(X∗)qσ(X∗,Xt−1)

π(Xt−1)qσ(Xt−1,X∗)
, then set Xt = X∗ ; else set Xt = Xt−1

if U ≤ π(Y∗)qσ(Y∗,Yt−1−L)

π(Yt−1−L)qσ(Yt−1−L,Y∗)
, then set Yt−L = Y∗ ; else set Yt−L = Yt−1−L

if Xt = Yt−L then return τ(L) := t, and the chains (Xt)0≤t≤τ(L) , (Yt)0≤t≤τ(L)−L
end

Algorithm 19: ULA
Input: lag L ≥ 1, random walk step size σ
Output: meeting time τ(L); chains (Xt)0≤t≤τ(L) , (Yt)0≤t≤τ(L)−L
Initialize: generate X0 ∼ π0 and Y0 ∼ π0
for t = 1, . . . ,L do

Sample Xt ∼ qσ(Xt−1, ·)
end
for t > L do

Sample Xt ∼ qσ(Xt−1, ·), Yt−L ∼ qσ(Yt−1−L, ·) jointly via reflection-maximal
coupling of Algorithm 11
if Xt = Yt−L then return τ(L) := t, and the chains (Xt)0≤t≤τ(L) , (Yt)0≤t≤τ(L)−L

end
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Algorithm 20: Particle independent Metropolis–Hastings
Input: lag L ≥ 1, and SMC sampler targeting π
Output: meeting time τ(L); chains (ξt,Zt)0≤t≤τ(L) , (ξ̃t, Z̃t)0≤t≤τ(L)−L where Zt, Z̃t are
unbiased estimates of the normalizing constant of π

Initialize: Sample ξ0,Z0 from the SMC sampler
for t = 1, . . . , (L− 1) do

Sample proposal ξ∗,Z∗ from the SMC sampler
SampleU ∼ U(0, 1)
if U ≤ Z∗

Zt−1
, then set ξt = ξ∗,Zt = Z∗ ; else set ξt = ξt−1,Zt = Zt−1

end
for t = L do

Sample proposal ξ∗,Z∗ from the SMC sampler
SampleU ∼ U(0, 1)
if U ≤ Z∗

ZL−1
, then set ξL = ξ∗,ZL = Z∗ ; else set ξL = ξL−1,ZL = ZL−1

Set ξ̃0 = ξ∗, Z̃0 = Z∗

end
for t > L do

Sample proposal ξ∗,Z∗ from the SMC sampler
SampleU ∼ U(0, 1)
if U ≤ Z∗

Zt−1
, then set ξt = ξ∗,Zt = Z∗ ; else set ξt = ξt−1,Zt = Zt−1

if U ≤ Z∗

Z̃t−L−1
, then set ξ̃t−L = ξ∗, Z̃t−L = Z∗ ; else set

ξ̃t−L = ξ̃t−L−1, Z̃t−L = Z̃t−L−1

if ξt = ξ̃t−L,Zt = Z̃t−L then
return τ(L) := t, and the chains (ξt,Zt)0≤t≤τ(L) , (ξ̃t, Z̃t)0≤t≤τ(L)−L.

end
end

122



B
Appendices to Chapter 2

In Section B.1, we describe some features of the posterior distributions arising in high-dimensional

regression with shrinkage priors. In Section B.2 we describe metrics to monitor the distance between

pairs of chains and provide details on the calculation ofmetrics to use in two-scale coupling strategies.

Section B.3 provides additional numerical results relating to the choice of prior, unbiased estimation

and Stein discrepancies. In Section D.1 we provide the proofs for all the theoretical results in this

document. Section B.5 provides pseudo-codes for various algorithms mentioned in this document.
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Section D.2 provides some derivations of certain steps in the Gibbs sampler.

B.1 Features of the target complicate use of genericMCMC

While posterior distributions resulting from heavy-tailed shrinkage priors have desirable statistical

properties, their features pose challenges to generic MCMC algorithms. For Half-t(ν) priors, we

show that the resulting posterior distributions present 1) multimodality, 2) heavy tails and 3) poles at

zero. This hints at a trade-off between statistical accuracy and computational difficulty, since the very

features that present computational challenges are crucial for optimal statistical performance across

sparsity levels and signal strengths.

Proposition B.1.1 gives the marginal prior and posterior densities of (β, σ2, ξ) up to normalizing

constants, i.e. integrating over η. For any real-valued functions f and g, we write f(x) � g(x) for

x → x0 when m < lim infx→x0
∣∣f(x)/g(x)∣∣ ≤ lim supx→x0

∣∣f(x)/g(x)∣∣ < M for some 0 < m ≤

M < ∞.

Proposition B.1.1. The marginal prior of component βj onR given ξ and σ2 has density

π(βj|ξ, σ
2) ∝ U

(1+ ν
2

, 1,
ξβ2j
2σ2ν

)
�


− log |βj| for |βj| → 0

|βj|
−(1+ν) for |βj| → +∞

, (B.1)

where Γ(·) is the Gamma function, and U(a, b, z) := Γ(a)−1 ´∞
0 xa−1(1+ x)b−a−1e−zxdx is the con-

fluent hypergeometric function of the second kind [Abramowitz and Stegun, 1964, Section 13] for any

a, b, z > 0. The marginal posterior density of β onRp given ξ and σ2 is

π(β|σ2, ξ, y) ∝ N (y;Xβ, σ2In)
p∏

j=1
U
(1+ ν

2
, 1,

ξβ2j
2σ2ν

)
, (B.2)
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Figure B.1: Posterior densities π(β1, β2|σ
2, ξ, y), π(β1, β3|σ

2, ξ, y) and π(β2, β3|σ
2, ξ, y).

thus π(β|σ2, ξ, y)
∥β∥→0
� −

∏p
j=1 log(|βj|) and−

∂
∂βj

log π(β|σ2, ξ, y)
βj→0
� −(βj log |βj|)

−1.

Figure B.1 gives an example of such marginal posterior in a stylized setting. Here

n = 2, p = 3, X =

1 1 0

1 0 1

 , y = X(1 0 0)T = (1 1)T,

with ν = 2 and ξ = σ2 = 0.25. Component β1 in Figure B.1 illustrates the potential multimodality

in the posterior. The posterior distribution also has polynomial tails in high dimensions, as stated in

Corollary B.1.2.

Corollary B.1.2. Let e⊥ ∈ Rp be a unit vector such that Xe⊥ = 0 and let λ > 0. Assume entries

e⊥j ∈ R are non-zero for all j = 1, . . . , p, which is necessary to ensure that π(λe⊥|σ2, ξ, y) is finite for

all λ > 0. Then

π(λe⊥|σ2, ξ, y) � λ−p(1+ν) (B.3)

as λ → +∞. That is, the marginal posterior of β onRp has polynomial tails along all directions in the

null space ker(X) of X.

In our stylized example, e⊥ = 3−1/2(1 − 1 − 1)T satisfies Xe⊥ = 0. It follows from Corol-

lary B.1.2 that π(λe⊥|σ2, ξ, y) � λ−3(1+ν) � λ−9) for large λ. More generally, whenever p > n
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and the marginal prior on β has polynomial tails, the subspace ker(X) of Rp has vector space dimen-

sion at least (p − n), and therefore the posterior has polynomial tails over a non-trivial subspace.

For such heavy-tailed targets, the most popular “generic” MCMC algorithms encounter significant

theoretical and practical challenges. Here, we use the term generic for algorithms that are not ex-

plicitly designed to target this class of distributions, but instead rely on a general strategy to explore

state spaces. Specifically, for heavy-tailed targets, lack of geometric ergodicity has been established

for RandomWalkMetropolis–Hastings (RWMH) [Jarner and Tweedie, 2003],Metropolis-Adjusted

Langevin (MALA) [Roberts and Tweedie, 1996] and Hamiltonian Monte Carlo (HMC) [Living-

stone et al., 2019a]1. Better performance can sometimes be obtained using heavy-tailed proposals

[Jarner and Roberts, 2007, Sherlock et al., 2010, Livingstone et al., 2019b] or variable transforma-

tions when available [Johnson and Geyer, 2012].

The posterior density in (B.2) also approaches infinity when any component βj approaches zero, as

limβj→0 U((1+ ν)/2, 1, (ξβ2j )/(2σ
2ν)) = ∞ for any ν, ξ, σ2 > 0. This is highlighted by themodes at

the origin in Figure B.1. The pole at zero corresponds to a discontinuity in the gradients of the negative

log-density, as given in Proposition B.1.1. Such diverging gradients can lead to numerically unstable

leapfrog integration for HMC samplers [Bou-Rabee and Sanz-Serna, 2018].

B.2 Details on the choice and calculation of metric

B.2.1 Comparisonwith other metrics

Figure B.2 plots d(Ct, C̃t) alongside the L1 metric and the log-transformed L1 metric on parameters

mt,j and m̃t,j as in (2.9). It is based on one trajectory of our two-scale coupled chain under com-

1Jarner and Tweedie [2003], Roberts and Tweedie [1996] and Livingstone et al. [2019a] show lack of geo-
metric ergodicity for targets which have heavy-tails in every direction. Their arguments can bemodified to hold
for targets which are heavy-tailed along any one direction as in Corollary B.1.2, by considering a projection of
the full chain along that direction.

126



1e−07

1e−03

1e+01

1e+05

0 250 500 750 1000

iteration
D

is
ta

nc
e

Metric

d(C,C
~

)

∑
j

|mj − m~ j|

∑
j

|log(mj m~ j)|

Figure B.2: Metric trajectories for the posterior associated with a Horseshoe prior under common random numbers
coupling with n = 100, p = 1000, s = 10 and σ∗ = 0.5.

mon random numbers (threshold d0 = 0), for a synthetic dataset generated as per Section 2.2.3

targeting the Horseshoe posterior (ν = 1) with a0 = b0 = 1. Figure B.2 shows that d(Ct, C̃t) is

bounded above by both theL1 metric and theL1 metric between the logarithms ofmj, m̃j. Therefore,

we could consider the capped L1 metric (min{
∑

j |mt,j − m̃t,j|, 1}) or the capped L1 metric on the

logs (min{
∑

j | log(|mt,j/m̃t,j|)|, 1}) to obtain upper bounds on d. Finding metrics which are easily

calculable and accurate could be investigated further andmay prove valuable in the theoretical analysis

of the proposed algorithms.

B.2.2 Choice of metric threshold for the two-scale coupling

For different values of d0, Figure B.3a shows averaged trajectories (d(Ct, C̃t))t≥0. When d0 = 1

(one-scale coupling), metric d(Ct, C̃t) remains near 1, and when d0 = 0 (common random numbers

coupling) metric d(Ct, C̃t) gets very close to but does not exactly equal 0. For all values of the thresh-

old shown, the chains exactly meet and d(Ct, C̃t) reaches zero at similar times. Figure B.3b considers

higher dimensional settings. It plots the histograms of (d(Ct, C̃t))
2000
t=1 when d0 = 0. The histograms

show that d(Ct, C̃t) takes values close to either 1 or 0 for different dimensions p. This may explain

why different threshold values sufficiently away from 0 and 1 give similar meeting times. Figure B.3c

shows that different thresholds give similar meeting times for the Horseshoe.
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Figure B.3: Two‐scale coupling algorithm performance for the Horseshoe prior under different values of d0. Unless
specified otherwise, n = 100, p = 500, s = 20 and σ∗ = 2.

B.2.3 Calculating metric d

We present details of estimating the metric d defined in (2.8). As the coupling in Algorithm 4 is inde-

pendent component-wise, we have

d(Ct, C̃t) = 1− P
(
ηt+1 = η̃t+1|Ct, C̃t

)
= 1−

p∏
j=1

P
(
ηt+1,j = η̃t+1,j|ηt,j, η̃t,j,mt,j, m̃t,j

)
(B.4)

formj = ξβ2j /(2σ
2) and m̃j = ξ̃β̃2j /(2σ̃

2).

An integration based approximation

We consider the approximation

P
(
ηt+1,j 6= η̃t+1,j|ηt,j, η̃t,j,mt,j, m̃t,j

)
≈ TV(Mt,j, M̃t,j), (B.5)

whereMt,j and M̃t,j correspond to target distributions of the marginal slice samplers in Algorithm 4.

This corresponds to approximating the probability of not meeting under Algorithm 4 with the total

variation distance (i.e. probability of not meeting under a maximal coupling) between the marginal

target distributionsMt,j and M̃t,j of the slice samplers. We can evaluate TV(Mt,j, M̃t,j) analytically
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using Proposition B.2.1. This motivates the approximation

d̃(Ct, C̃t) := 1−
p∏

j=1

(
1− TV(Mt,j, M̃t,j)

)
(B.6)

for d(Ct, C̃t).

Proposition B.2.1. Consider distributionsM and M̃ on [0,∞) with densities

p(ηj|m) ∝ 1

η
1−ν
2

j (1+ νηj)
ν+1
2

e−mηj and p(ηj|m̃) ∝ 1

η
1−ν
2

j (1+ νηj)
ν+1
2

e−m̃ηj , (B.7)

respectively on [0,∞), such thatM and M̃ are parameterized by the fixed constant m > 0 and m̃ > 0.

Then, TV(M, M̃) = 0 when m = m̃. When m 6= m̃,

TV(M, M̃) =

∣∣∣∣U 1+ν
2 ,1,mν

(νK)

U( 1+ν
2 , 1, mν )

−
U 1+ν

2 ,1, m̃ν
(νK)

U( 1+ν
2 , 1, m̃ν )

∣∣∣∣, (B.8)

whereUa,b,z(t) := 1
Γ(a)
´ t
0 x

a−1(1+x)b−a−1e−zxdx is defined as the lower incomplete confluent hyperge-

ometric function of the second kind, such that Ua,b,z(∞) = U(a, b, z) gives the confluent hypergeometric

function of the second kind, and

K :=
logU( 1+ν

2 , 1, mν )− logU( 1+ν
2 , 1, m̃ν )

m̃−m
. (B.9)

Proof. We have

p(ηj|m) =
1

η
1−ν
2

j (1+ νηj)
ν+1
2

e−mηj 1
Z

and p(ηj|m̃) =
1

η
1−ν
2

j (1+ νηj)
ν+1
2

e−m̃ηj 1
Z̃
, (B.10)
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where

Z =

ˆ ∞

0

1

η
1−ν
2

j (1+ νηj)
ν+1
2

e−mηjdηj = ν−
ν+1
2 Γ

( ν+ 1
2

)
U
( ν+ 1

2
, 1,

m
ν

)
, (B.11)

Z̃ =

ˆ ∞

0

1

η
1−ν
2

j (1+ νηj)
ν+1
2

e−m̃ηjdηj = ν−
ν+1
2 Γ

( ν+ 1
2

)
U
( ν+ 1

2
, 1,

m̃
ν

)
. (B.12)

Casem = m̃. TV(M, M̃) = 0 is immediate.

Casem < m̃. Note that

p(ηj|m) ≤ p(ηj|m̃) ⇔ exp
(
(m̃−m)η

)
≤ Z

Z̃
(B.13)

⇔ η ≤
log(U( 1+ν

2 , 1, mν ))− log(U( 1+ν
2 , 1, m̃ν ))

m̃−m
=: K. (B.14)

Therefore,

1− TV(M, M̃) =

ˆ ∞

0
min(p(ηj|m), p(ηj|m̃))dηj (B.15)

=

ˆ K

0
p(ηj|m)dηj +

ˆ ∞

K
p(ηj|m̃)dηj (B.16)

=
1
Z

ˆ K

0

1

η
1−ν
2

j (1+ νηj)
ν+1
2

e−mηjdηj (B.17)

+
1
Z̃

ˆ ∞

K

1

η
1−ν
2

j (1+ νηj)
ν+1
2

e−m̃ηjdηj (B.18)

=
U 1+ν

2 ,1,mν
(νK)

U( 1+ν
2 , 1, mν )

+ 1−
U 1+ν

2 ,1, m̃ν
(νK)

U( 1+ν
2 , 1, m̃ν )

(B.19)

= 1−

∣∣∣∣∣U 1+ν
2 ,1, m̃ν

(νK)

U( 1+ν
2 , 1, m̃ν )

−
U 1+ν

2 ,1,mν
(νK)

U( 1+ν
2 , 1, mν )

∣∣∣∣∣. (B.20)

Equation (B.8) directly follows.
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Casem > m̃. Follows from them < m̃ case by symmetry.

ARao–Blackwellized estimator

We have

P
(
ηt+1,j = η̃t+1,j|ηt,j, η̃t,j,mt,j, m̃t,j

)
(B.21)

= E
[
P
(
ηt+1,j = η̃t+1,j

∣∣∣Uj,∗, Ũj,∗,mt,j, m̃t,j
)∣∣ηt,j, η̃t,j,mt,j, m̃t,j

]
, (B.22)

where mt,j = ξtβ
2
t,j/(2σ

2
t ) and m̃t,j = ξ̃tβ̃

2
t,j/(2σ̃

2
t ), (Uj,∗, Ũj,∗)|mt,j, m̃t,j are sampled using com-

mon random numbers as in Algorithm 4, and (ηt+1,j, η̃t+1,j)|Uj,∗, Ũj,∗,mt,j, m̃t,j are sampled as in

Algorithm 4. We can analytically evaluate probability P
(
ηt+1,j = η̃t+1,j

∣∣∣Uj,∗, Ũj,∗,mt,j, m̃t,j
)
, which

motivates the Rao-Blackwellized estimator from (2.11),

d̂R
(2)

(Ct, C̃t) := 1−
p∏

j=1

( 1
R

R∑
r=1

P
(
ηt+1,j = η̃t+1,j

∣∣∣Uj,r, Ũj,r,mt,j, m̃t,j

))
, (B.23)

where R is the number of samples. For each r = 1, . . . ,R, (Uj,r, Ũj,r) is sampled independently as

in Algorithm 4 andmaximal coupling probability P
(
ηt+1,j = η̃t+1,j

∣∣Uj,r, Ũj,r,mt,j, m̃t,j
)
is calculated

analytically using Proposition B.2.2.

Proposition B.2.2. Suppose ηj
∣∣Uj,∗,mj ∼ Pj and η̃j

∣∣Ũj,∗, m̃j ∼ P̃j where marginal distributions Pj

and P̃j correspond to the distribution in the second step of the slice sampler in Algorithm 22. Then,

P
(
ηj = η̃j

∣∣∣Uj,∗, Ũj,∗,mj, m̃j
)
=



γs(mjK̃j)

γs(mjTj,∗)
+

γs(m̃j(Tj,∗∧T̃j,∗))−γs(m̃jK̃j)

γs(m̃jT̃j,∗)
for mj < m̃j

γs(mj(Tj,∗∧T̃j,∗))

γs(mj(Tj,∗∨T̃j,∗))
for mj = m̃j

γs(m̃jK̃j)

γs(m̃jT̃j,∗)
+

γs(mj(Tj,∗∧T̃j,∗))−γs(mjK̃j)

γs(mjTj,∗)
for mj > m̃j

(B.24)
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for mt,j = ξtβ
2
t,j/(2σ

2
t ) and m̃t,j = ξ̃tβ̃

2
t,j/(2σ̃

2
t ), Tj,∗ := (U

− 2
1+ν

j,∗ − 1)/ν and T̃j,∗ := (Ũ
− 2

1+ν
j,∗ − 1)/ν,

s = 1+ν
2 , γs(x) =

1
Γ(s)
´ x
0 ts−1e−tdt ∈ [0, 1] the regularized incomplete lowerGamma function, a∧b :=

min{a, b}, a ∨ b := max{a, b}, and

K̃j :=

(
0 ∨

( log(( m̃j
mj

)s γs(mjTj,∗)

γs(m̃jT̃j,∗)

))
m̃j −mj

))
∧
(
Tj,∗ ∧ T̃j,∗

)
. (B.25)

Proof. We work component-wise and drop the subscripts for ease of notation. Then distributions P

and P̃ have densities

p(η;m,T) = ηs−1e−mη ms

Γ(s)γs(mT)
on (0,T] (B.26)

p(η; m̃, T̃) = ηs−1e−m̃η m̃s

Γ(s)γs(m̃T̃)
on (0, T̃] (B.27)

respectivelywhereT := (U
− 2

1+ν
∗ −1)/ν and T̃ := (Ũ

− 2
1+ν

∗ −1)/ν, s = 1+ν
2 and γs(x) =

1
Γ(s)
´ x
0 ts−1e−tdt ∈

[0, 1] is the regularized incomplete lower Gamma function. Note that

Pmax

(
η = η̃

∣∣∣T, T̃,m, m̃
)
=

ˆ T∧T̃

0
p(η;m,T) ∧ p(η; m̃, T̃)dη.

Casem = m̃.

ˆ T∧T̃

0
p(η;m,T) ∧ p(η; m̃, T̃)dη =

ˆ T∧T̃

0
ηs−1 (m)s

Γ(s)

( 1
γs(mT)

∧ 1
γs(mT̃)

)
dη

=

ˆ T∧T̃

0
ηs−1 (m)s

Γ(s)
1

γs(m(T ∨ T̃))

=
γs(m(T ∧ T̃))
γs(m(T ∨ T̃))

as required.
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Casem < m̃. For 0 < η ≤ T ∧ T̃,

p(η;m,T) ≤ p(η; m̃, T̃) ⇔ exp((m̃−m)η) ≤
(m̃
m

)s γs(mT)
γs(m̃T̃)

⇔ η ≤
log

((
m̃
m

)s γs(mT)
γs(m̃T̃)

))
m̃−m

=: K.

Denote K̃ :=
(
0 ∨ K

)
∧
(
T ∧ T̃

)
, such that

K̃ :=


0 when K ≤ 0

K when 0 < K ≤ T ∧ T̃

T ∧ T̃ when T ∧ T̃ < K.

This gives

ˆ T∧T̃

0
p(η;m,T) ∧ p(η; m̃, T̃)dη =

ˆ K̃

0
p(η;m,T)dη+

ˆ T∧T̃

K̃
p(η; m̃, T̃)dη

=
(Γ(s)γs(mK̃)

(m)s

)( (m)s

Γ(s)γs(mT)

)
+
(Γ(s)(γs(m̃(T ∧ T̃))− γs(m̃K)

)
(m̃)s

)( (m̃)s

Γ(s)γs(m̃T̃))

)
=

γs(mK̃)
γs(mT)

+
γs(m̃(T ∧ T̃))− γs(m̃K̃)

γs(m̃T̃)
.

as required.

Casem > m̃. Follows from them < m̃ case by symmetry.
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B.3 Additional experiments

B.3.1 Simulation results with a compactly supported prior on ξ

Wereproduce some of the figures of themain text using a compactly supported prior for ξ, and present

this in Figure B.4. We use the prior ξ−1/2 ∼ Cauchy+(0, 1)I[1/p,1] such that ξ has support [1, p2],

instead of [0,∞) as in the main text. This support is based on the analysis of van der Pas et al. [2017]

for theNormal meansmodel. We note the similarity between these figures and those in themain text.

B.3.2 Simulation results of unbiased estimates for the riboflavin dataset

Here we employ the proposed couplings to generate unbiased estimators of posterior expectations.

We recall theunbiased estimator of Jacob et al. [2020b]. Consider anL-lag coupled chain (Ct,Ct−L)t≥L

with meeting time τ := inf{t ≥ L : Ct = C̃t−L}, where Ct = (ηt, βt, ξt, σ
2
t ) and C̃t = (η̃t, β̃t, ξ̃t, σ̃

2
t )

on Rp
>0 × Rp × R>0 × R>0. Let π denote the Half-t(2) posterior on Rp

>0 × Rp × R>0 × R>0.

Take any real-valuedmeasurable test function h onRp
>0×Rp×R>0×R>0 such thatE[h(Ct)]

t→∞→

EC∼π[h(C)], and there exist some ε > 0 andD < ∞ such that E[|h(Ct)|2+ε] ≤ D for all t ≥ 0. If

the meeting times τ are exponentially-tailed, Jacob et al. [2020b] establish that for all 0 ≤ k ≤ m,

H(C, C̃) :=
1

m− k+ 1

m∑
t=k

h(Ct) +
1

m− k+ 1

m∑
t=k

⌈(τ−L−t)/L⌉∑
j=1

h(Ct+jL)− h(C̃t+(j−1)L) (B.28)

is an unbiased estimator of EC∼π[h(C)]with finite variance and finite expected computation time.

Figure B.5 plots histograms of three components of β which have the largest absolute posterior

mean estimate for the riboflavindataset fromSection2.4. The solidblack vertical lines showhistogram

estimates calculated from the unbiased estimator in (B.28). The grey boxes indicate 95% confidence

intervals on the histogramestimates. The overlaid solid red lines indicate themarginal probability den-

sity functions, obtained by running 100MCMC chains for 2000 steps and averaging after discarding
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Figure B.4: Simulation results with ξ−1/2 ∼ Cauchy+(0, 1)I[1/p,1] such that ξ has the compact support [1, p2].
Figures B.4a, B.4b and B.4c correspond respectively to Figures 2.3, 2.5b and 2.5a of the main text, where the prior is
ξ−1/2 ∼ Cauchy+(0, 1).

the first 200 iterations as burn-in, as informed by Figure 6a in the article.

B.3.3 Initial simulations related to Stein discrepancy

We investigate the empirical performance of a default choice of Stein discrepancies [Gorham and

Mackey, 2015, 2017] in the present setting. We emphasize that the posterior distributions considered

here do not satisfy the continuously differentiable density assumption required in existing theoreti-
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Figure B.5: Histograms of three components of β which have the largest absolute posterior mean estimate for the ri‐
boflavin dataset from Section 2.4. The solid black vertical lines show histogram estimates calculated from 100 unbiased
estimators from (B.28) with k = 1000,m = 2000 and lag L = 750. The grey boxes indicate 95% confidence inter‐
vals on the histogram estimates. The overlaid solid red lines indicate the marginal probability density functions, obtained
by running 100MCMC chains for 2000 steps and discarding the first 200 steps as burn‐in.

cal work on Stein discrepancies. With simulations we can assess whether these conditions are in fact

necessary and whether current implementation of Stein discrepancies can easily provide informative

diagnostics.

As a simple example, we focus on the joint prior distribution for (ηj, βj, σ
2, ξ) onR>0×R×R>0×

R>0 for any fixed component j as given in (2.2) and consider samples generated perfectly from this

prior. Note that the density of this prior distribution is infinite about zero and not continuously dif-

ferentiable. We calculate kernel Stein discrepancies using the SteinDiscrepancy.jl Julia package, where

we use the Langevin Stein operator and the inverse multiquadric kernel with intercept 1 and poly-

nomial coefficient −0.5, which are the default parameters set in the package. Figure B.6 shows the

calculated Stein discrepancies with an increasing number of samples from the prior. In this case, the

kernel Stein discrepancy does not converge to zero as the number of samples increase, and thus does

not successfully detect convergence. Other choices of Stein operators, such as some of the diffusion

Stein discrepancy operators of Gorham et al. [2019], can accommodate heavy-tailed distributions and

may givemore favorable performance. Wewere unable to find a suitable Stein operator for the present
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Figure B.6: Kernel Stein discrepancy of half‐t prior distribution for (ηj, βj, σ
2, ξ) onR>0 × R × R>0 × R>0 for any

fixed component j, based on samples generated perfectly from this prior. The kernel Stein discrepancies are calculated
using the SteinDiscrepancy.jl Julia package. We consider a Langevin Stein operator and the inverse multiquadric kernel
with intercept 1 and polynomial coefficient−0.5.

setting, and the design of such operators stands as an interesting avenue of research.

B.4 Proofs

B.4.1 Marginal β prior and posterior densities

Proof of Proposition B.1.1.

Marginal Prior on β. Let πη denote the component-wise prior density of each ηj based on the

Half-t(ν) distribution, andN (·; μ,Σ) the density of a multivariate Normal distribution with mean μ

and Σ. It suffices to calculate the marginal prior for each βj given ξ, σ
2, by marginalizing over each ηj.
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We obtain,

π(βj|ξ, σ
2) =

ˆ ∞

0
N
(
βj; 0,

σ2

ξηj

)
πη(ηj)dηj (B.29)

∝
ˆ ∞

0

√
ξηj

√
2πσ2

exp
(
−

ξβ2j
2σ2

ηj
) 1

η
2−ν
2

j (1+ νηj)
ν+1
2

dηj (B.30)

∝
ˆ ∞

0

1

η
1−ν
2

j (1+ νηj)
ν+1
2

exp
(
−

ξβ2j
2σ2

ηj
)
dηj (B.31)

=

ˆ ∞

0

1( t
ν
) 1−ν

2 (1+ t)
ν+1
2

exp
(
−

ξβ2j
2σ2ν

t
)
dt
1
ν

(B.32)

=
Γ( ν+1

2 )

ν
ν+1
2

U
( ν+ 1

2
, 1,

ξβ2j
2σ2ν

)
(B.33)

∝ U
( ν+ 1

2
, 1,

ξβ2j
2σ2ν

)
, (B.34)

where (B.34) follows fromthedefinitionof the confluenthypergeometric functionof the secondkind:

U(a, b, z) := 1
Γ(a)
´∞
0 xa−1(1 + x)b−a−1e−zxdx for any a, b, z > 0. By the asymptotic expansion of

the confluent hypergeometric function of the second kind [Abramowitz and Stegun, 1964, Section

13.1], we obtain

π(βj|ξ, σ
2) ∝ U

( ν+ 1
2

, 1,
ξβ2j
2σ2ν

)
�


− 1

Γ( 1+ν
2 )

log
( ξβ2j
2σ2ν

)
� − log(|βj|) for |βj| → 0( ξβ2j

2σ2ν

)− 1+ν
2 � |βj|

−(1+ν) for |βj| → +∞
(B.35)

as required for (B.1).

138



Marginal Posterior of β. Let πξ denote the prior density on ξ and πσ2 the InvGamma( a02 ,
b0
2 )

prior density on σ2. Then,

π(β|ξ, σ2, y) ∝ N (y;Xβ, σ2In)
( p∏

j=1
π(βj|ξ, σ

2)
)
∝ N (y;Xβ, σ2In)

p∏
j=1

U
(1+ ν

2
, 1,

ξβ2j
2σ2ν

)
(B.36)

as required for (B.2). Equations (B.35) and (B.36) directly give

π(β|ξ, σ2, y) �
p∏

j=1
U
( ν+ 1

2
, 1,

ξβ2j
2σ2ν

)
� −

p∏
j=1

log |βj| for ‖β‖ → 0. (B.37)

Gradient of negative log-density of posterior of β. From (B.36), we obtain

− ∂

∂βj

(
log π(β|ξ, σ2, y)

)
= − ∂

∂βj

(
− 1

2σ2
‖y− Xβ‖22 +

p∑
j=1

logU
(1+ ν

2
, 1,

ξβ2j
2σ2ν

))
(B.38)

= −
[ 1
σ2
XT(y− Xβ)

]
j
−

d
dβj

U
(
1+ν
2 , 1,

ξβ2j
2σ2ν

)
U
(
1+ν
2 , 1,

ξβ2j
2σ2ν

) . (B.39)

Recall [Abramowitz and Stegun, 1964, Section 13.4] for a, b > 0,

d
dz

U(a, b, z) ∀z>0
= −aU(a+ 1, b+ 1, z), U(a, 2, z)

z→0+� 1
Γ(a)

1
z
, U(a, 1, z)

z→0+� − 1
Γ(a)

log(z).

(B.40)
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This gives

d
dβj

U
(
1+ν
2 , 1,

ξβ2j
2σ2ν

)
U
(
1+ν
2 , 1,

ξβ2j
2σ2ν

) = −1+ ν
2

U
(
1+ν
2 + 1, 1+ 1,

ξβ2j
2σ2ν

)
U
(
1+ν
2 , 1,

ξβ2j
2σ2ν

) ξβj
σ2ν

βj→0
� 1

βj log |βj|
. (B.41)

Therefore by (B.39),− ∂
∂βj

(
log π(β|ξ, σ2, y)

) βj→0
� − 1

βj log |βj|
as required.

Proof of Corollary B.1.2. By Proposition B.1.1,

π(β|ξ, σ2, y) = 1
Zξ,σ2,ν

N (y;Xβ, σ2In)
p∏

j=1
U
(1+ ν

2
, 1,

ξβ2j
2σ2ν

)
, (B.42)

where Zξ,σ2,ν :=
´
Rp N (y;Xβ, σ2In)

∏p
j=1 U

(
1+ν
2 , 1,

ξβ2j
2σ2ν

)
dβ is the normalizing constant. As p > n,

there exists some e⊥ ∈ Rp such that Xe⊥ = 0. When e⊥j = 0 for some j = 1, . . . , p, the posterior

density is infinite by Proposition B.1.1. Consider e⊥ ∈ Rp such that each e⊥j ∈ R is non-zero for

j = 1, . . . , p. For any such fixed such e⊥ and large λ > 0, we obtain

π(λe⊥|ξ, σ2, y) = 1
Zξ,σ2,ν

N (y; 0, σ2In)
p∏

j=1
U
(1+ ν

2
, 1,

ξλ2(e⊥j )2

2σ2ν

)
(B.43)

∝
p∏

j=1
U
(1+ ν

2
, 1,

ξλ2(e⊥j )2

2σ2ν

)
(B.44)

�
p∏

j=1

(ξλ2(e⊥j )2
2σ2ν

)− 1+ν
2 (B.45)

� λ−p(1+ν), (B.46)

where (B.45) follows from the asymptotic expansion of the confluent hypergeometric function of the

second kind [Abramowitz and Stegun, 1964, Section 13.1].

140



B.4.2 Geometric Ergodicity

Initial technical results. We first record some technical results.

Lemma B.4.1. Consider any matrix A such that A =

B
C

 for submatrices B and C. Then ‖A‖2 ≤

‖B‖2 + ‖C‖2, where ‖ · ‖2 is the spectral norm of a matrix.

Proof. Take any vector v of length equal to the number of columns of Awith ‖v‖2 = 1. Then

‖Av‖22 =
∥∥∥
B
C

 v
∥∥∥2
2
= ‖Bv‖22 + ‖Cv‖22 ≤ ‖B‖22 + ‖C‖22. (B.47)

Taking the supremum over all such v with ‖v‖2 = 1 gives ‖A‖22 ≤ ‖B‖22 + ‖C‖22 ≤ (‖B‖2 +

‖C‖2)2.

Lemma B.4.2. (Sherman–Morrison–Woodbury formula [Hager, 1989]) For any p×p invertiblema-

trix A, p× n matrix U and n× p matrix V,

(A+ UV)−1 = A−1 − A−1U(In + VA−1U)−1VA−1. (B.48)

When U = VT = x ∈ Rp, we obtain (A+ xxT)−1 = A−1 − A−1xxTA−1/(1+ xTA−1x).

Lemma B.4.3. (A uniform bound on the full conditional mean of β). Let X be an n × p matrix with

columns xi ∈ Rn for i = 1, . . . , p, and let R = Diag(r1, . . . , rp) be a p × p diagonal matrix with

positive entries. Then

sup
r1,...,rp>0

‖(XTX+ R)−1XT‖2 ≤ Cp, (B.49)

for some Cp < ∞, where ‖ · ‖2 is the spectral norm of a matrix. That is, the spectral norm of (XTX +

R)−1XT is uniformly bounded over all positive diagonal matrices R.
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In an earlier version of the present manuscript, we had explicitly characterized the uniform upper

bound as‖X†y‖2 forX† theMoore-Penrose pseudoinverse ofX, which is not true in general. Existence

of an uniform upper bound has been also established by Bhattacharya et al. [2022] using blockmatrix

inversions and induction.

Proof. Fix any n ≥ 1. We first consider the case p = 1, such that X = x1 ∈ Rn, R = r1 for some

scalar r1 > 0. We obtain

‖(XTX+ R)−1XT‖2 =
1

r1 + xT1 x1
‖xT1 ‖2 =

‖x1‖2
r1 + ‖x1‖22

≤
Ix1 ̸=0

‖x‖2
, (B.50)

which is an uniform bound for all r1 > 0.

We now consider p > 1. We have X = [x1 . . . xp] with xi ∈ Rn for i = 1, . . . , p and R =

Diag(r1, . . . , rp)with ri > 0 for i = 1, . . . , p. For any p× p permutation matrix P, the matricesXPT

and PRPT correspond to a reordering of the columns of X and the diagonal entries ofR. We have

‖
(
(XPT)T(XPT) + PRPT

)−1
(XPT)T‖2 = ‖P(XTX+ R)−1XT‖2 = ‖(XTX+ R)−1XT‖2. (B.51)

This implies that ‖(XTX + R)−1XT‖2 is invariant under any reordering of the p columns of X and

the p diagonal entries of R. By considering such reordering, we can assume the diagonal entries of R

are non-decreasing without loss of generality; that is R = Diag(r1, . . . , rp) with 0 < r1 ≤ . . . ≤ rp.

Denote Ap := (XTX+ R)−1XT. Then,

Ap =
(
R−1 − R−1XT(In + XR−1XT)−1XR−1)XT by Lemma B.4.2 (B.52)

= R−1XT − R−1XT(In −
(
In + XR−1XT)−1) (B.53)

= R−1XT(In + XR−1XT)−1. (B.54)
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It therefore suffices to show that

Cp := sup
0<r1≤...≤rp

‖Ap‖2 = sup
0<r1≤...≤rp

‖R−1XT(In + XR−1XT)−1‖2 (B.55)

is finite for any p > 1. For k = 1, . . . , p− 1, define

Ck := sup
0<r1≤...≤rk

‖Ak‖2 = sup
0<r1≤...≤rk

‖R−1
k XT

k (In + XkR−1
k XT

k )
−1‖2, (B.56)

where Xk = [x1 . . . xk] is the n × k matrix corresponding to the first k columns of X and Rk =

Diag(r1, . . . , rk) with 0 < r1 ≤ . . . ≤ rk is the k × k diagonal matrix corresponding to the top k

diagonal entries ofR, andAk := R−1
k XT

k (In +XkR−1
k XT

k )
−1. ThenXp−1R−1

p−1XT
p−1 =

∑p−1
i=1 xixTi /ri.

By Lemma B.4.2 withU = VT = xp/r
1/2
p ,

(In + XR−1XT)−1 =
(
(In + Xp−1R−1

p−1X
T
p−1) +

xpxTp
rp

)−1
(B.57)

= (In + Xp−1R−1
p−1X

T
p−1)

−1 (B.58)

−
(In + Xp−1R−1

p−1XT
p−1)

−1xpxTp (In + Xp−1R−1
p−1XT

p−1)
−1

rp + xTp (In + Xp−1R−1
p−1XT

p−1)
−1xp

. (B.59)

Substituting this decomposition into (B.54), we obtain

Ap =

R−1
p−1XT

p−1

r−1
p xTp

 (In + XR−1XT)−1 =

Vp−1

vTp

 (B.60)
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where, after some simplifications, vp ∈ Rn andVp−1 is a p− 1 by nmatrix such that

vTp := r−1
p xTp (In + XR−1XT)−1 =

xTp (In + Xp−1R−1
p−1XT

p−1)
−1

rp + xTp (In + Xp−1R−1
p−1XT

p−1)
−1xp

, (B.61)

Vp−1 := R−1
p−1X

T
p−1(In + XR−1XT)−1 = Ap−1

(
In − xpvTp

)
. (B.62)

Wehave‖Vp−1‖2 ≤ Cp−1(1+‖xp‖2‖vTp ‖2)by (B.56), subadditivity and submultiplicativity. Then

by Lemma B.4.1,

‖Ap‖2 ≤ ‖Vp−1‖2 + ‖vTp ‖2 ≤ Cp−1(1+ ‖xp‖2‖vTp ‖2) + ‖vTp ‖2. (B.63)

Therefore to showCp in (B.55) is finite, it suffices tobound‖vTp ‖2 uniformlyover allR = Diag(r1, . . . , rp)

with 0 < r1 ≤ . . . ≤ rp. Note that xp = Xp−1ap + bp for some ap ∈ Rp−1 and some bp ∈ Rn such

that XT
p−1bp = 0. Here Xp−1ap corresponds to the projection of xp to the column space of Xp−1, and

bp corresponds to the component of xp that is perpendicular to the column space of Xp−1. Note that

bp = (In + Xp−1R−1
p−1XT

p−1)bp. This implies

(In + Xp−1R−1
p−1X

T
p−1)

−1bp = bp, (B.64)

bTp (In + Xp−1R−1
p−1X

T
p−1)

−1Xp−1ap = bTpXp−1ap = 0. (B.65)
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Therefore by (B.61),

‖vTp ‖2 = ‖
aTpXT

p−1(In + Xp−1R−1
p−1XT

p−1)
−1 + bTp

rp + aTpXT
p−1(In + Xp−1R−1

p−1XT
p−1)

−1Xp−1ap + bTp bp
‖2 (B.66)

≤
∥∥ aTpXT

p−1(In + Xp−1R−1
p−1XT

p−1)
−1

rp + aTpXT
p−1(In + Xp−1R−1

p−1XT
p−1)

−1Xp−1ap

∥∥
2 +

∥∥ bTp
rp + bTp bp

∥∥
2 by subadditivity

(B.67)

≤ ‖
aTpXT

p−1(In + Xp−1R−1
p−1XT

p−1)
−1

rp
‖2 +

Ibp ̸=0

‖bp‖2
as (In + Xp−1R−1

p−1X
T
p−1)

−1 is p.s.d.

(B.68)

= ‖
(Rp−1ap)TR−1

p−1XT
p−1(In + Xp−1R−1

p−1XT
p−1)

−1

rp
‖2 +

Ibp ̸=0

‖bp‖2
(B.69)

≤
∥∥Rp−1

rp

∥∥
2‖ap‖2Cp−1 +

Ibp ̸=0

‖bp‖2
by submultiplicativity and (B.56) (B.70)

≤
∥∥ap∥∥2Cp−1 +

Ibp ̸=0

‖bp‖2
as rp ≥ rj for all j = 1, . . . , p− 1. (B.71)

Note that xp, ap and bp do not depend on entries of the diagonal matrixR. Taking the supremum

over all R = Diag(r1, . . . , rp) with 0 < r1 ≤ . . . ≤ rp in (B.63), by (B.71) we obtain the recurrence

relation

Cp ≤ Cp−1

(
1+ ‖xp‖2

(∥∥ap∥∥2Cp−1 +
Ibp ̸=0

‖bp‖2
))

+
(∥∥ap∥∥2Cp−1 +

Ibp ̸=0

‖bp‖2

)
(B.72)

for all p ≥ 1. As C1 is finite by (B.50), (B.72) implies that Cp is finite for all p.

Lemma B.4.4. (Moments of the full conditionals of each ηj). For fixed constants m > 0 and ν > 0,

define a distribution on (0,∞) with probability density function

p(η|m) ∝ 1
η

1−ν
2 (1+ νη)

ν+1
2
e−mη. (B.73)
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Then for any c > max{− ν+1
2 ,−1} and η ∼ p(·|m), we have

E[ηc|m] =
1
νc
Γ( 1+ν

2 + c)
Γ( 1+ν

2 )

U( 1+ν
2 + c, 1+ c, mν )
U( 1+ν

2 , 1, mν )
. (B.74)

Proof. Recall thedefinitionof the confluenthypergeometric functionof the secondkindU(a, b, z) :=

1
Γ(a)
´∞
0 xa−1(1+ x)b−a−1e−zxdx. We obtain

ˆ ∞

0

ηc

η
1−ν
2 (1+ νη)

ν+1
2
e−mηdη = ν−

ν+1
2 −c
ˆ ∞

0
x

ν+1
2 +c−1(1+ x)−

ν+1
2 e−

m
ν xdx (B.75)

= ν−
ν+1
2 −cΓ

( ν+ 1
2

+ c
)
U
( ν+ 1

2
+ c, 1+ c,

m
ν

)
. (B.76)

Therefore,

E[ηc|m] =
ν−

ν+1
2 −cΓ

( ν+1
2 + c

)
U
( ν+1

2 + c, 1+ c, mν
)

ν−
ν+1
2 Γ

( ν+1
2
)
U
( ν+1

2 , 1, mν
) (B.77)

=
1
νc
Γ
( ν+1

2 + c
)
U
( ν+1

2 + c, 1+ c, mν
)

Γ
( ν+1

2
)
U
( ν+1

2 , 1, mν
) . (B.78)

Ratios of confluent hypergeometric function evaluations, such as the ones arising in LemmaB.4.4,

can be upper-bounded using the following result.

Lemma B.4.5. Let U denote the confluent hypergeometric function of the second kind, and fix r > 0.

1. Let c > 0. Then
U
(
r+ c, 1+ c, x

)
U
(
r, 1, x

) < x−c for all x > 0. (B.79)

146



Furthermore, for every ε > 0, there exists a K(1)
ε,c,r < ∞ such that

U
(
r+ c, 1+ c, x

)
U
(
r, 1, x

) < εx−c + K(1)
ε,c,r for all x > 0. (B.80)

2. Letmax{−1,−r} < c < 0. Then there exists some K(2)
c,r < ∞ such that

U
(
r+ c, 1+ c, x

)
U
(
r, 1, x

) < x−c + K(2)
c,r for all x > 0. (B.81)

Proof.

Case: c > 0. By definition, we have

xc
Γ(r+ c)U

(
r+ c, 1+ c, x

)
Γ(r)U

(
r, 1, x

) =
xc
´∞
0 tr+c−1(1+ t)−re−xtdt´∞
0 tr−1(1+ t)−re−xtdt

=

´∞
0 sr+c−1(x+ s)−re−sds´∞
0 sr−1(x+ s)−re−sds

for s = xt

=
Γ(r+ c)
Γ(r)

E[(x+ S)−r]

E[(x+ S̃)−r]
for S ∼ Gamma(r+ c, 1) and S̃ ∼ Gamma(r, 1)

<
Γ(r+ c)
Γ(r)

where the final equality follows as the distribution Γ(r+c, 1) stochastically dominates the distribution

Γ(r, 1), and hence E[(x + S)−r] < E[(x + S̃)−r] for all x > 0 as r > 0 and c > 0. This gives

U
(
r+ c, 1+ c, x

)
/U

(
r, 1, x

)
< xc as required for (B.79).

We now prove (B.80). By definition, we have

Γ(r+ c)U
(
r+ c, 1+ c, x

)
Γ(r)U

(
r, 1, x

) =

´∞
0 tr+c−1(1+ t)−re−xtdt´∞
0 tr−1(1+ t)−re−xtdt

= E[Tc
x] = x−cE[Ycx]

where Tx is a random variable with density pTx(t) ∝ tr−1(1+ t)−re−xt on [0,∞), and Yx := xTx is a
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random variable with density pYx(t) ∝ yr−1(x+ y)−re−y on [0,∞).

1. Consider E[Ycx] as x → 0+. We obtain

lim
x→0+

E[Ycx] = lim
x→0+

´∞
0 yc+r−1(x+ y)−re−ydy´∞
0 yr−1(x+ y)−re−ydy

=
Γ(c)

limx→0+
´∞
0

( y
x+y

)ry−1e−ydy
= 0.

2. Consider E[Tc
x] as a function of x for x > 0. From the density of Tx, we note that for all

0 < x1 < x2, Tx1 stochastically dominates Tx2 , and as c > 0, Tc
x1 also stochastically dominates

Tc
x2 . Therefore,E[T

c
x] is a decreasing function of x for x > 0.

As limx→0+ E[Ycx] = 0, for any ε > 0, there exists δ > 0 such that E[Ycx] <
Γ(r+c)
Γ(r) ε for all x ≤ δ.

This gives x−cE[Ycx] <
Γ(r+c)
Γ(r) εx−c for all x ≤ δ. Also for all x > δ, we have x−cE[Ycx] = E[Tc

x] ≤

E[Tc
δ] < ∞ as E[Tc

x] is a decreasing function of x for x > 0. Overall, we obtain

Γ(r+ c)U
(
r+ c, 1+ c, x

)
Γ(r)U

(
r, 1, x

) = x−cE[Ycx] <
Γ(r+ c)
Γ(r)

εx−c + E[Tc
δ]

⇒
U
(
r+ c, 1+ c, x

)
U
(
r, 1, x

) < εx−c + K(1)
ε,c,r

forK(1)
ε,c,r =

Γ(r)
Γ(r+c)E[T

c
δ] =

U
(
r+c,1+c,δ

)
U
(
r,1,δ

) < ∞ as required.

Case: max{−1,−r} < c < 0. Note that U
(
r + c, 1 + c, x

)
and U

(
r, 1, x

)
are well-defined as

r, r+ c, c+ 1 > 0.

1. Consider
U
(
r+c,1+c,x

)
U
(
r,1,x

) − x−c as x → ∞. We first recall the asymptotic expansion of the con-

fluent hypergeometric function of the second kind [Abramowitz and Stegun, 1964, Section

13.5] at infinity,

U(a, b, z) = z−a − a(a− b+ 1)z−(a+1) +O(z−(a+2)) (B.82)
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as z → ∞ for any a, b > 0. For large x > 0, this gives

xc+1
(U(r+ c, 1+ c, x

)
U
(
r, 1, x

) − x−c
)
= xc+1

(xrU(r+ c, 1+ c, x
)
− xr−cU

(
r, 1, x

)
xrU

(
r, 1, x

) )
(B.83)

= x
(xr+cU

(
r+ c, 1+ c, x

)
− xrU

(
r, 1, x

)
xrU

(
r, 1, x

) )
(B.84)

= x
((1− (r+c)r

x )− (1− r2
x )

1
+O(x−2)

)
(B.85)

= −rc+O(x−1) (B.86)

where (B.85) follows from the asymptotic expansion in (B.82). As c+ 1 > 0, we obtain

lim
x→∞

(U(r+ c, 1+ c, x
)

U
(
r, 1, x

) − x−c
)
= 0. (B.87)

2. Consider
U
(
r+c,1+c,x

)
U
(
r,1,x

) − x−c as x → 0+. By definition of confluent hypergeometric function

of the second kind, we have

lim
x→0+

Γ(r+ c)U
(
r+ c, 1+ c, x

)
Γ(r)U

(
r, 1, x

) = lim
x→0+

´∞
0 tr+c−1(1+ t)−re−xtdt´∞
0 tr−1(1+ t)−re−xtdt

. (B.88)

Note that as r+ c > 0 and c− 1 < −1,

ˆ ∞

0
tr+c−1(1+t)−rdt =

ˆ ∞

0

( t
1+ t

)rtc−1dt ≤
ˆ 1

0
tr+c−1dt+

ˆ ∞

1
tc−1dt =

1
r+ c

−1
c
< ∞.

(B.89)

Therefore, limx→0+
´∞
0 tr+c−1(1+ t)−re−xtdt = 1

r+c −
1
c < ∞. However, we have

lim
x→0+

ˆ ∞

0
tr−1(1+ t)−re−xtdt = lim

x→0+

ˆ ∞

0

( t
1+ t

)rt−1e−xtdt = ∞. (B.90)
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Therefore limx→0+
Γ(r+c)U

(
r+c,1+c,x

)
Γ(r)U

(
r,1,x

) = 0. As c < 0, we obtain

lim
x→0+

U
(
r+ c, 1+ c, x

)
U
(
r, 1, x

) − x−c = 0. (B.91)

From (B.87) and (B.91), we have limx→∞
U
(
r+c,1+c,x

)
U
(
r,1,x

) − x−c = 0 and limx→0+
U
(
r+c,1+c,x

)
U
(
r,1,x

) −

x−c = 0. As x 7→ U
(
r+c,1+c,x

)
U
(
r,1,x

) −x−c is a continuous functionon (0,∞), this implies that
U
(
r+c,1+c,x

)
U
(
r,1,x

) −

x−c is bounded above for x ∈ (0,∞). In particular, there exists someK(2)
c,r < ∞ such that

U
(
r+ c, 1+ c, x

)
U
(
r, 1, x

) − x−c < K(2)
c,r (B.92)

for all x > 0 as required for (B.81).

Corollary B.4.6. (Bound on moments of the full conditionals of each ηj). Consider a random variable

η on (0,∞) with density as in (B.73) in Lemma B.4.4 for some ν > 0.

Consider when c > 0. There for every ε > 0, there exists some K(1)
ε,c,ν < ∞ such that

E[ηc|m] ≤ εm−c + K(1)
ε,c,ν for all m > 0. (B.93)

Consider whenmax{−1,− 1+ν
2 } < c < 0. Then, there exists some K(2)

c,ν < ∞ such that

E[ηc|m] ≤
Γ( 1+ν

2 + c)
Γ( 1+ν

2 )
m−c + K(2)

c,ν for all m > 0. (B.94)

Proof. By Lemma B.4.4, for all max{−1,− 1+ν
2 } < c,

E[ηc|m] =
1
νc
Γ( 1+ν

2 + c)
Γ( 1+ν

2 )

U( 1+ν
2 + c, 1+ c, mν )
U( 1+ν

2 , 1, mν )
. (B.95)
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Consider when c > 0. We apply Lemma B.4.5 with r = 1+ν
2 , x = m

ν , and ε̃ = ε
(
Γ( 1+ν

2 +c)
Γ( 1+ν

2 )

)−1
.

Then there exists some K̃(1)
ε,c,ν < ∞ such that

E[ηc|m] ≤ 1
νc
Γ( 1+ν

2 + c)
Γ( 1+ν

2 )

(
ε̃
(m
ν

)−c
+ K̃(1)

ε,c,ν

)
= εm−c + K(1)

ε,c,ν (B.96)

forK(1)
ε,c,ν =

1
νc

Γ( 1+ν
2 +c)

Γ( 1+ν
2 )

K̃(1)
ε,c,ν < ∞.

Consider whenmax{−1,− 1+ν
2 } < c < 0. By Lemma B.4.5 with r = 1+ν

2 and x = m
ν , there exists

some K̃(2)
c,ν < ∞ such that

E[ηc|m] ≤ 1
νc
Γ( 1+ν

2 + c)
Γ( 1+ν

2 )

((m
ν

)−c
+ K̃(2)

c,ν

)
=

Γ( 1+ν
2 + c)

Γ( 1+ν
2 )

m−c + K(2)
c,ν (B.97)

forK(2)
c,ν = 1

νc
Γ( 1+ν

2 +c)
Γ( 1+ν

2 )
K̃(2)
c,ν < ∞.

Lemma B.4.7. Let X ∼ N (μ, σ2) onR. Then, for c ∈ (0, 1),

E[|X|−c] ≤ 1
σc2c/2

Γ( 1−c
2 )

√
π

(B.98)

Proof. We follow the proof in Johndrow et al. [2020], which is included here for completeness. Recall

the inverse moments of the univariate Normal distribution,

E[|X|−c] =
1

σc2c/2
Γ( 1−c

2 )
√
π

exp(− μ2

2σ2
)M

(1− c
2

,
1
2
,
μ2

2σ2
)

(B.99)

whereM(a, b, z) := 1F1(a; b; z) is the confluent hypergeometric functionof thefirst kind. Fora < b,

we knowM(a, b, z) = Γ(b)
Γ(a)Γ(b−a)

´ 1
0 e

ztta−1(1− t)b−a−1dt. For a = 1−c
2 < b = 1

2 and z =
μ2
2σ2 , this
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gives

exp(−z)M(a, b, z) =
Γ(b)

Γ(a)Γ(b− a)

ˆ 1

0
e−z(1−t)ta−1(1− t)b−a−1dt (B.100)

=
Γ(b)

Γ(a)Γ(b− a)

ˆ 1

0
e−zt(1− t)a−1tb−a−1dt. (B.101)

Therefore, exp(−z)M(a, b, z) is decreasing for z ≥ 0and exp(−z)M(a, b, z) ≤ exp(−0)M(a, b, 0) =

1 for all z ≥ 0. This gives

E[|X|−c] =
1

σc2c/2
Γ( 1−c

2 )
√
π

exp(− μ2

2σ2
)M

(1− c
2

,
1
2
,
μ2

2σ2
)
≤ 1

σc2c/2
Γ( 1−c

2 )
√
π

. (B.102)

Lemma B.4.8. (A uniform bound on the full conditional mean of 1/σ2). Consider the full conditional

distribution of σ2 given η, ξ in Algorithm 21. Given η ∈ Rp
>0, ξ > 0, we have

σ2|ξ, η ∼ InvGamma
(
a0 + n

2
,
yTM−1

ξ,ηy+ b0
2

)
, (B.103)

whereMξ,η = In + ξ−1XDiag(η−1)XT. Then

E
[ 1
σ2
∣∣∣ξ, η] = a0 + n

yTM−1
ξ,ηy+ b0

<
a0 + n
b0

< ∞. (B.104)

Proof. Recall that the mean of a Gamma(a, b) distribution (under shape and rate parameterization)

is a/b. Equation (B.104) now directly follows asM−1
ξ,η is positive semi-definite.

Lemma B.4.9. (Maximal coupling probability of each component ηj). For fixed constants m > 0 and
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ν > 0, define a distribution on (0,∞) with probability density function

p(η|m) ∝ 1
η

1−ν
2 (1+ νη)

ν+1
2
e−mη. (B.105)

Consider random variables η ∼ p(·|m), and η̃ ∼ p(·|m̃) for some fixed ν > 0. Fix some 0 < a < b <

∞, and take m, m̃ ∈ (a, b). Then under a maximal coupling,

P(η = η̃|m, m̃) =

ˆ ∞

0
min{p(η∗|m), p(η∗|m̃)}dη∗ ≥ U

(1+ ν
2

, 1,
b
ν

)/
U
(1+ ν

2
, 1,

a
ν

)
.

(B.106)

Proof of Lemma B.4.9. Fix some 0 < a < b < ∞, and takem, m̃ ∈ (a, b). Then

P(η = η̃|m, m̃) =

ˆ ∞

0
min{p(η∗|m), p(η∗|m̃)}dη∗, as (η, η̃)|m, m̃ are maximally coupled

(B.107)

=

ˆ
1

(η∗)
1−ν
2 (1+ νη∗)

ν+1
2

min
{ e−mη∗

U
( 1+ν

2 , 1, mν
) , e−m̃η∗

U
( 1+ν

2 , 1, m̃ν
)}dη∗. (B.108)

Recallm, m̃ ∈ (a, b). Note also that x 7→ U
( 1+ν

2 , 1, x
)
is a decreasing function for x > 0. This gives

min
{ e−mη∗

U
( 1+ν

2 , 1, mν
) , e−m̃η∗

U
( 1+ν

2 , 1, m̃ν
)} >

e−bη∗

U
( 1+ν

2 , 1, aν
) . (B.109)

Therefore for allm, m̃ ∈ (a, b),

P(η = η̃|m, m̃) >

ˆ
1

(η∗)
1−ν
2 (1+ νη∗)

ν+1
2

e−bη∗

U
( 1+ν

2 , 1, aν
)dη∗ = U

( 1+ν
2 , 1, bν

)
U
( 1+ν

2 , 1, aν
) . (B.110)

Equation (B.106) follows from taking an infimum over allm, m̃ ∈ (a, b).

Drift andMinorization conditions.
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Proof of Proposition 2.2.1. For ease of notation, denote Σt+1 := XTX + ξt+1Diag(ηt+1) and let ej be

the jth unit vector of the standard basis onRp. We first consider
∑p

j=1md
j . Note that

E
[ p∑

j=1
md

t+1,j|ηt+1, ξt+1, σ
2
t+1

]
=

( ξt+1
2σ2t+1

)d
p∑

j=1
E
[∣∣βt+1,j

∣∣2d∣∣ηt+1, ξt+1, σ
2
t+1

]
(B.111)

≤
( ξt+1
2σ2t+1

)d
p∑

j=1
E
[
β2t+1,j|ηt+1, ξt+1, σ

2
t+1

]d
(B.112)

=
( ξt+1
2σ2t+1

)d
p∑

j=1

((
eTj Σ

−1
t+1X

Ty
)2

+ σ2t+1
(
eTj Σ

−1
t+1ej

))d
(B.113)

≤
( ξt+1
2σ2t+1

)d
p∑

j=1

(
|eTj Σ−1

t+1X
Ty|2d + σ2dt+1

(
eTj Σ

−1
t+1ej

)d) (B.114)

≤
( ξt+1
2σ2t+1

)d( p∑
j=1

(
|eTj Σ−1

t+1X
Ty|2d

)1/d)d
p1−d

+ σ2dt+1

( ξt+1
2σ2t+1

)d
p∑

j=1

(
eTj
(
ξt+1Diag(ηt+1)

)−1ej
)d (B.115)

=
( ξt+1
2σ2t+1

)d(
‖Σ−1

t+1X
Ty‖22

)d
p1−d +

1
2d

p∑
j=1

1
ηdt+1,j

(B.116)

≤
( ξt+1
2σ2t+1

)d(
C2
p‖y‖22

)d
p1−d +

1
2d

p∑
j=1

1
ηdt+1,j

, (B.117)

where (B.112) follows from Jensen’s inequality, (B.114) follows as (x+y)d ≤ xd+yd for x, x ≥ 0 and

d ∈ (0, 1), (B.115) follows from Hölder’s inequality and from eTj Σ
−1
t+1ej ≤ eTj

(
ξt+1Diag(ηt+1)

)−1ej

asXTX is positive-definite matrix, and (B.117) follows from Lemma B.4.3 for some finite constantCp

which does not depend on ηt+1 or ξt+1.

As the prior πξ(·) on ξ has compact support, we have b ≤ ξt+1 ≤ B for all t ≥ 0 for some
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0 < b ≤ B < ∞. This upper bound on ξt+1, Lemma B.4.8 and Jensen’s inequality gives

E
[( ξt+1

2σ2t+1

)d
|ηt+1

]
≤ Bd

2d
E
[( 1

σ2t+1

)
|ηt+1

]d
≤ Bd

2d
(a0 + n

b0
)d

=
(B(a0 + n)

2b0

)d
. (B.118)

Therefore, by (B.117) and (B.118), we obtain

E
[ p∑

j=1
md

t+1,j|ηt+1

]
= E

[
E
[ p∑

j=1
md

t+1,j|ηt+1, ξt+1, σ
2
t+1

]
|ηt+1

]
≤ 1

2d

p∑
j=1

1
ηdt+1,j

+ K1 (B.119)

forK1 :=
(
B(a0+n)

2b0

)d(
C2
p‖y‖22

)d
p1−d < ∞. By (B.119) and Corollary B.4.6, we obtain

E
[ p∑

j=1
md

t+1,j|βt, ξt, σ
2
t

]
= E

[
E
[ p∑

j=1
md

t+1,j|ηt+1

]
|βt, ξt, σ

2
t

]
(B.120)

≤ 1
2d

p∑
j=1

E
[
η−d
t+1,j|βt, ξt, σ

2
t

]
+ K1 (B.121)

≤ 1
2d

( p∑
j=1

Γ( 1+ν
2 − d)

Γ( 1+ν
2 )

md
t,j + K(2)

d,ν

)
+ K1 (B.122)

≤ 1
2d

Γ( 1+ν
2 − d)

Γ( 1+ν
2 )

p∑
j=1

md
t,j + K2 (B.123)

for K2 :=
p
2dK

(2)
d,ν + K1 < ∞. Note that for every ν ≥ 1, there exists d ∈ (0, 1) such that

1
2d

Γ( ν+1
2 −d)

Γ( ν+1
2 )

< 1. We can verify this by considering the function f(d) := 1
2d

Γ( ν+1
2 −d)

Γ( ν+1
2 )

. It suffices

to note that f(0) = 1 and f′(0) = −ψ( ν+1
2 ) − log(2) < 0 for ν ≥ 1, where ψ(x) := Γ′(x)

Γ(x) is the

Digamma function.
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We now consider
∑p

j=1m
−c
j for c ∈ (0, 1/2). We obtain

E
[ p∑

j=1
m−c

t+1,j|σ
2
t+1, ξt+1, ηt+1

]
=

( ξt+1
2σ2t+1

)−c
p∑

j=1
E
[∣∣βt+1,j

∣∣−2c∣∣σ2t+1, ξt+1, ηt+1

]
(B.124)

≤
( ξt+1
2σ2t+1

)−c 1
2c
Γ( 1−2c

2 )
√
π

p∑
j=1

(
σ2t+1eTj Σ

−1
t+1ej

)−c (B.125)

≤
( ξt+1
2σ2t+1

)−c 1
2c
Γ( 1−2c

2 )
√
π

p∑
j=1

(
σ2t+1eTj (‖X‖22Ip + ξt+1Diag(ηt+1))

−1ej
)−c (B.126)

=
( ξt+1
2σ2t+1

)−c 1
2c
Γ( 1−2c

2 )
√
π

p∑
j=1

(‖X‖22 + ξt+1ηt+1,j)
c

σ2ct+1
(B.127)

≤
Γ( 12 − c)

√
π

p∑
j=1

((‖X‖22
ξt+1

)c
+ ηct+1,j

)
(B.128)

≤
Γ( 12 − c)

√
π

p∑
j=1

ηct+1,j + p
Γ( 12 − c)

√
π

(‖X‖22
b

)c
(B.129)

for someb > 0. Here (B.125) follows fromLemmaB.4.7, (B.126) follows as eTj (‖X‖22Ip+ξtDiag(ηt))
−1ej ≤

eTj Σ
−1
t+1ej for‖·‖2 theL2 operator normof amatrix, (B.128) follows as (x+y)c ≤ xc+yc for all x, y > 0

and 0 < c < 1/2, and (B.129) follows as the prior on ξ has compact support, so ξt+1 ≥ b for some

b > 0. Therefore, by (B.129),

E
[ p∑

j=1
m−c

t+1,j|ηt+1

]
= E

[
E
[ p∑

j=1
m−c

t+1,j|σ
2
t+1, ξt+1, ηt+1

]
|ηt+1

]
≤

Γ( 12 − c)
√
π

p∑
j=1

ηct+1,j + K3.

(B.130)

forK3 := pΓ(
1
2−c)√
π

(
∥X∥22
b

)c
< ∞. By (B.130) and Corollary B.4.6 with r = 1+ν

2 and any ε <
√
π

Γ( 1
2−c) ,

156



there existsK(1)
ε,c,ν < ∞ such that

E
[ p∑

j=1
m−c

t+1,j|σ
2
t , ξt, βt

]
= E

[
E
[ p∑

j=1
m−c

t+1,j|ηt+1

]
|σ2t , ξt, βt

]
(B.131)

≤
Γ( 12 − c)

√
π

p∑
j=1

E
[
ηct+1,j|σ

2
t , ξt, βt

]
+ K3 (B.132)

≤
Γ( 12 − c)

√
π

p∑
j=1

(
εm−c

t,j + K(1)
ε,c,ν

)
+ K3 (B.133)

=
(Γ( 12 − c)

√
π

ε
) p∑

j=1
m−c

t,j + K4, (B.134)

where Γ( 1
2−c)√
π ε < 1 andK4 = pΓ(

1
2−c)√
π K(1)

ε,c,ν + K3.

We can now combine (B.123) and (B.134) together. Then, for some fixed d ∈ (0, 1) such that

1
2d

Γ( ν+1
2 −d)

Γ( ν+1
2 )

< 1 and any c ∈ (0, 1/2), we obtain

E
[ p∑

j=1
m−c

t+1,j +md
t+1,j|mt

]
≤ γdrift

( p∑
j=1

m−c
t,j +md

t,j

)
+ Kdrift (B.135)

for some

0 < γdrift := max
{Γ( 12 − c)

√
π

ε,
1
2d

Γ( ν+1
2 − d)

Γ( ν+1
2 )

}
< 1 (B.136)

0 < Kdrift := K2 + K4 < ∞. (B.137)

Therefore, for any such d ∈ (0, 1) and c ∈ (0, 1/2),

V(β) =
p∑

j=1
m−c

j +md
j (B.138)
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formj =
ξβ2j
2σ2 is a Lyapunov function.

Proposition B.4.10. (Minorization condition). For R > 0, let S(R) = {(β, ξ, σ2) ∈ Rp × R>0 ×

R>0 : V(β, ξ, σ) < R} denote the sub-level sets of the Lyapunov function in Proposition 2.2.1. Let

P denote the Markov transition kernel associated with the update from (βt, ξt, σ
2
t ) to (βt+1, ξt+1, σ2t+1)

implied by the update rule in (2.4). Let Z = (β, ξ, σ2) and Z̃ = (β̃, ξ̃, σ̃2). Then for all R > 0, there

exists ε ∈ (0, 1) such that

TV
(
P(Z, ·),P(Z̃, ·)

)
< 1− ε for all Z, Z̃ ∈ S(R), (B.139)

where TV stands for the total variation distance between two probability distributions. In particular for

R > 1, ε = (U
( 1+ν

2 , 1, R1/d

ν
)
/U

( 1+ν
2 , 1, R−1/c

ν
)
)p suffices.

Proof of Proposition B.4.10. Denote Z = (β, ξ, σ2) and Z̃ = (β̃, ξ̃, σ̃2), and let Z, Z̃ ∈ S(R) for some

R > 1. We obtain

TV
(
P(Z, ·),P(Z̃, ·)

)
≤ P

(
Z1 6= Z̃1

∣∣Z, Z̃) < 1− ε, (B.140)

where (Z1, Z̃1) corresponds to one-scale coupling ofP(Z, ·) andP(Z̃, ·) as in Proposition 2.2.2, the

first inequality follows from the coupling inequality, and the second inequality follows from the proof

of Proposition 2.2.2 for ε =
(
U
( 1+ν

2 , 1, R1/d

ν
)/

U
( 1+ν

2 , 1, R−1/c

ν
))p

∈ (0, 1) as R > 1. Note that ε

does not depend on Z and Z̃ as required.

Geometric ergodicity follows fromProposition2.2.1 andPropositionB.4.10with anyR > max{1, 2K/(1−

γ)} [Rosenthal, 1995].
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B.4.3 Coupled Kernel Proofs

Proof of Proposition 2.2.2. ForR > 0, let S(R) := {(β, ξ, σ2) ∈ Rp×R>0×R>0 : V(β, ξ, σ) < R}

denote the sub-level sets of the Lyapunov function in Proposition 2.2.1, with corresponding contrac-

tion constant γ ∈ (0, 1) and additive constant K > 0. Let Zt := (βt, ξt, σ
2
t ), Z̃t = (β̃t, ξ̃t, σ̃

2
t ),

Ct := (ηt,Zt) and C̃t = (η̃t, Z̃t) for all t ≥ 0. As (Zt+1, Z̃t+1)|(ηt+1, η̃t+1) follows a common ran-

dom numbers coupling, Zt+1 = Z̃t+1 if and only if ηt+1 = η̃t+1. This gives τ := inf{t ≥ 0 : Ct =

C̃t} = inf{t ≥ 0 : Zt = Z̃t}. For exponentially-tailed meeting times, by Jacob et al. [2020b, Propo-

sition 4] it suffices to prove that for anyR > 0 sufficiently large such that γ + K/(1+ R) < 1, there

exists ε ∈ (0, 1) such that

inf
Zt,Z̃t∈S(R)

P
(
Zt+1 = Z̃t+1

∣∣Zt, Z̃t
)
> ε, (B.141)
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under the one-scale coupling. Wenowprove (B.141) directly for the one-scale coupling in Proposition

2.2.2. Fix someR > 1 such that γ+ K/(1+ R) < 1, and take any Zt, Z̃t ∈ S(R). Then

P(Zt+1 = Z̃t+1
∣∣Zt, Z̃t) (B.142)

= E
[
P
(
Zt+1 = Z̃t+1

∣∣ηt+1, η̃t+1,Zt, Z̃t

)∣∣∣Zt, Z̃t

]
(B.143)

= E
[
P
(
Zt+1 = Z̃t+1

∣∣ηt+1, η̃t+1

)∣∣∣Zt, Z̃t

]
(B.144)

= E
[
1{ηt+1=η̃t+1}

∣∣∣Zt, Z̃t

]
, as (Zt+1, Z̃t+1)|(ηt+1, η̃t+1) follows CRN coupling (B.145)

= P
(
ηt+1 = η̃t+1

∣∣∣Zt, Z̃t
)

(B.146)

=

p∏
j=1

P
(
ηt+1,j = η̃t+1,j

∣∣∣Zt, Z̃t
)
, as (ηt+1, η̃t+1)|Zt, Z̃t is maximally coupled componentwise

(B.147)

=

p∏
j=1

P
(
ηt+1,j = η̃t+1,j

∣∣∣mj, m̃j
)
, formj =

ξtβ
2
t,j

2σ2t
and m̃j =

ξ̃tβ̃
2
t,j

2σ̃2t
. (B.148)

As Z, Z̃ ∈ S(R) for someR > 1,mj, m̃j ∈ (R−1/c,R1/d) for all j = 1, . . . , p. By Lemma B.4.9,

P
(
ηt+1,j = η̃t+1,j

∣∣∣mj, m̃j
)
≥ U

(1+ ν
2

, 1,
R1/d

ν
)/

U
(1+ ν

2
, 1,

R−1/c

ν
)

(B.149)

for all j = 1, . . . , p. Therefore,

P(Zt+1 = Z̃t+1
∣∣Zt, Z̃t) ≥

p∏
j=1

U
( 1+ν

2 , 1, R1/d

ν
)

U
( 1+ν

2 , 1, R−1/c

ν
) = ε (B.150)

for ε := (U( 1+ν
2 , 1, R1/d

ν )/U( 1+ν
2 , 1, R−1/c

ν ))p ∈ (0, 1) asR > 1.

Proof of Proposition 2.3.1. Asηt+1 givenmt and η̃t+1 given m̃t are conditionally independent component-

wise, it suffices to consider the univariate case where p = 1. Henceforth we assume p = 1 and we
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drop the component subscripts for ease of notation. Without loss of generality, take m̃t ≤ mt and

h : (0,∞) to bemonotone increasing. Then the densities of ηt+1|mt and η̃t+1|m̃t on (0,∞) are given

by

p(η|mt) ∝
e−mtη

η
1−ν
2 (1+ νη)

ν+1
2

and p(η̃|m̃t) ∝
e−m̃tη

η
1−ν
2 (1+ νη)

ν+1
2

(B.151)

respectively. As m̃t ≤ mt, the distribution of η̃t+1 stochastically dominates the distribution of ηt+1.

Therefore under a CRN coupling of ηt+1 and η̃t+1 (specifically a CRN coupling of Algorithm 29),

η̃t+1 ≥ ηt+1 almost surely, and h(η̃t+1) ≥ h(ηt+1) almost surely. We obtain

Ecrn
[
|h(ηt+1)− h(η̃t+1)|

∣∣mt, m̃t
]
= E

[
h(η̃t+1)− h(ηt+1)

∣∣mt, m̃t
]
. (B.152)

Now consider a maximal coupling of ηt+1 and η̃t+1 with independent residuals [Johnson, 1998].

Let q = TV(p(·|mt), p(·|m̃t)). Then ηt+1 = η̃t+1 with probability 1−q. Otherwise with probability

q, (ηt+1, η̃t+1) = (η∗t+1, η̃
∗
t+1)where η

∗
t+1 and η̃

∗
t+1 are independent random variables with densities

p(η∗t+1|mt+1, m̃t+1) = max{p(η∗t+1|mt)− p(η∗t+1|m̃t), 0}/q and (B.153)

p(η̃∗t+1|mt+1, m̃t+1) = max{p(η̃∗t+1|m̃t)− p(η̃∗t+1|mt), 0}/q (B.154)

respectively on (0,∞). This implies that the supports of η∗t+1 and η̃
∗
t+1 are disjoint. By (B.151), we

further have η∗t+1 ≤ η̃∗t+1 almost surely. Overall, we obtain η̃t+1 ≥ ηt+1 almost surely under amaximal

coupling, and hence

Emax
[
|h(ηt+1)−h(η̃t+1)|

∣∣mt, m̃t
]
= E

[
h(η̃t+1)−h(ηt+1)

∣∣mt, m̃t
]
= Ecrn

[
|h(ηt+1)−h(η̃t+1)|

∣∣mt, m̃t
]

(B.155)

as required.
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Proof of Proposition 2.3.2.

CRN coupling result. To prove (2.13), it suffices to show that under CRN,

| log(1+ ηt+1,j)− log(1+ η̃t+1,j)| ≤ | logmt,j − log m̃t,j|, (B.156)

almost surely for all j = 1, . . . , p. Henceforth, to prove (B.156) we work component-wise and drop

the subscripts for ease of notation. For theHorseshoe prior, we then have p(η|m) ∝ exp(−mη)/(1+

η) on (0,∞). The cumulative density function is then given by Fm(t) = 1 − E1(m(t + 1))/E1(m)

where E1 is the exponential integral function. Therefore, under CRN coupling, we obtain

1+ η =
1
m
E−1
1 (U∗E1(m)) and 1+ η̃ =

1
m̃
E−1
1 (U∗E1(m̃)), (B.157)

forU∗ ∼ Uniform(0, 1). Then

d
d logm

(
log(1+ η)

)
= −1+

d
d logm

(
log

(
E−1
1 (U∗E1(m))

))
(B.158)

= −1+
m

E−1
1 (U∗E1(m))

( d
dm

(
E−1
1 (U∗E1(m))

))
(B.159)

= −1+
m

E−1
1 (U∗E1(m))

U∗E′1(m)

E′1
(
E−1
1 (U∗E1(m))

) , where E′1(z) = −e−z/z

(B.160)

= −1+
m

m(1+ η)
U∗E′1(m)

E′1
(
m(1+ η)

) , asm(1+ η) = E−1
1 (U∗E1(m)) (B.161)

= −1+ U∗emη, as E′1(z) = −e−z/z (B.162)

= −1+
E1(m(1+ η))em(1+η)

E1(m)em
, asU∗ = E1(m(1+ η))/E1(m) (B.163)

∈ (−1, 0) as x 7→ exE1(x) is positive and decreasing on (0,∞). (B.164)
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Therefore, as |d log(1+η)
d logm | ≤ 1 and by the mean value theorem we obtain

| log(1+ η)− log(1+ η̃)| ≤ | logm− log m̃|, (B.165)

almost surely as required for (B.156). Finally, (B.156) implies (2.13) withmt,j = μ and m̃t,j = μ̃ for

all j = 1, . . . , p.

Maximal coupling result. To prove (2.14), take μ̃ < μ without loss of generality. For c > 0,

denote the event

Ec :=
{ p
max
j=1

| log(1+ ηt+1,j)− log(1+ η̃t+1,j)| > c
}
,

where (ηt+1,j, η̃t+1,j) are i.i.d. random variables jointly distributed according to a maximal coupling.

By component-wise independence,

P(Ec|μ, μ̃) = 1−
p∏

j=1
P
(
| log(1+ ηt+1,j)− log(1+ η̃t+1,j)| ≤ c

∣∣μ, μ̃) = 1− xpc (B.166)

for xc = P
(
| log(1 + ηt+1,1) − log(1 + η̃t+1,1)| ≤ c

∣∣μ, μ̃). Henceforth, we focus on this quantity xc

and drop the subscripts for ease of notation. For theHorseshoe prior, the marginal densities densities

of η|μ and η̃|μ̃ are given by

p(η|μ) = e−μη

1+ η
1

eμE1(μ)
and p(η|μ̃) = e−μ̃η

1+ η
1

eμ̃E1(μ̃)
on (0,∞). (B.167)

Consider amaximal coupling of η give μ and η̃ given μ̃with independent residuals [Johnson, 1998].

Let q = TV(p(·|μ), p(·|μ̃)). Then η = η̃ with probability 1 − q. Otherwise with probability q,
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(η, η̃) = (η∗, η̃∗)where η∗ and η̃∗ are independent random variables on (0,∞)with densities

p(η∗|μ, μ̃) = max{p(η∗|μ)− p(η∗|μ̃), 0}/q and (B.168)

p(η̃∗|μ, μ̃) = max{p(η̃∗|μ̃)− p(η̃∗|μ), 0}/q, (B.169)

respectively. Note that p(η∗|μ) ≥ p(η∗|μ̃) if and only if 1+ η∗ ≤ K for constantK := (logE1(μ)−

logE1(μ̃))/(μ̃− μ). Therefore, 1+ η∗ has support [1,K) and 1+ η̃∗ has support [K,∞). We obtain,

xc = (1− q) + qP
(
| log(1+ η∗)− log(1+ η̃∗)| ≤ c

)
(B.170)

= 1− qP
(
| log(1+ η∗)− log(1+ η̃∗)| > c

)
(B.171)

= 1− qP
(
log(1+ η̃∗)− log(1+ η∗) > c

)
, as η∗ ≤ η̃∗ (B.172)

= 1− qP
(
1+ η̃∗ > (1+ η∗)ec

)
(B.173)

≤ 1− qP
(
1+ η̃∗ > t

)
for t = Kec, as 1+ η̃∗ ≤ K almost surely (B.174)

= 1−
ˆ ∞

t

1
1+ η̃∗

( e−μ̃η̃∗

eμ̃E1(μ̃)
− e−μη̃∗

eμE1(μ)

)
dy, by (B.169) (B.175)

= 1−
ˆ ∞

t

1
y

( e−μ̃y

E1(μ̃)
− e−μy

E1(μ)

)
dywith y = 1+ η̃∗ (B.176)

= 1−
(E1(μ̃t)
E1(μ̃)

− E1(μt)
E1(μ)

)
. (B.177)

We now consider this upper bound on xp as t → ∞. Note that for μ, μ̃ fixed with μ̃ < μ,

lim
t→∞

(
E1(μ̃)μ̃teμ̃t

(E1(μ̃t)
E1(μ̃)

− E1(μt)
E1(μ)

))
= lim

t→∞

(
μ̃teμ̃tE1(μ̃t)

)
lim
t→∞

(
1− E1(μt)E1(μ̃)

E1(μ̃t)E1(μ)

)
(B.178)

= lim
t→∞

(
μ̃teμ̃tE1(μ̃t)

)
as lim

t→∞

E1(μt)
E1(μ̃t)

= 0 (B.179)

= 1 as lim
x→∞

(
xexE1(x)

)
= 1. (B.180)
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Therefore, there exists some constantD1 > 0 such that

(E1(μ̃t)
E1(μ̃)

− E1(μt)
E1(μ)

)
>

D1

μ̃teμ̃t
(B.181)

for all t > 0. By (B.177) and (B.181), we obtain

xpc <
(
1− D1

teμ̃t
)p

(B.182)

=
((

1− 1
D−1

1 μ̃teμ̃t
)D−1

1 μ̃teμ̃t)p/(D−1
1 μ̃teμ̃t)

(B.183)

< exp
(
− p/(D−1

1 μ̃teμ̃t)
)
as (1− 1/x)x < 1/e for x ≥ 1. (B.184)

For p > 1, now take c = log
( α log p

μ̃K
)
for any fixed constant α ∈ (0, 1). Recall t = Kec, such that

μ̃t = α log p. Then

xpc < exp
(
− p/(D−1

1 μ̃teμ̃t)
)
= exp

(
−D1p1−α/(α log p)

)
< exp

(
−Dp1−α′) (B.185)

for any α′ ∈ (α, 1) and some constantDwhich does not depend on p. Therefore,

P
(
Ec
∣∣mt, m̃t

)
> 1− exp

(
−Dp1−α′) (B.186)
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for c = log(α/(μ̃K)) + log log p. Recall thatK := (logE1(μ)− logE1(μ̃))/(μ̃− μ). We obtain

1
μ̃K

=
μ− μ̃

μ̃(logE1(μ̃)− logE1(μ))
(B.187)

=
μ/μ̃− 1

logE1(μ̃)− logE1(μ)
(B.188)

≥ log μ− log μ̃
logE1(μ̃)− logE1(μ)

as x− 1 ≥ log(x) for x > 0 (B.189)

= eμ̂E1(μ̂) for some μ̂ ∈ [μ̃, μ] as
d

d(log μ)
(− logE1(μ)) =

1
eμE1(μ)

(B.190)

≥ eμE1(μ) as x 7→ exE1(x) is decreasing for all x > 0 (B.191)

≥ 1
2
log(1+ 1/μ) as exE1(x) ≥

1
2
log(1+ 1/x) for all x > 0 (B.192)

=
1
2
log(1+ 1/max{μ, μ̃}) (B.193)

=: L. (B.194)

Therefore, c ≥ log(αL) + log log p. By (B.186),

P
( p
max
j=1

| log(1+ ηt+1,j)− log(1+ η̃t+1,j)| > log(αL) + log log p
∣∣mt, m̃t

)
> 1− exp(−Dp1−α′).

(B.195)

The case μ̃ > μ follows by symmetry to give (2.14).

Proof of Proposition 2.3.3. Fix some ν ≥ 1. For any m > 0, let p(·|m) denote the component-wise

full conditional density of η givenm. This is given by

p(η|m) =
exp(−mη)

η
1−ν
2 (1+ νη)

ν+1
2

1
Zm

(B.196)
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on (0,∞), where Zm is the normalization constant. We will first show

TV
(
p(·|m), p(·|m̃)

)2 ≤ (1+ ν)(e− 1)
4

| log(m)− log(m̃)|. (B.197)

By a generalization of Pinkser’s inequality [e.g. van Erven and Harremos, 2014], we obtain

TV
(
p(·|m), p(·|m̃)

)2 ≤ 1
2α

Dα(p(·|m)‖p(·|m̃)) (B.198)

for all α ∈ (0, 1], where

Dα(p(·|m)‖p(·|m̃)) :=
1

α − 1
log

( ˆ
p(η|m)αp(η|m̃)1−αdη

)

is the Rényi divergence between probability densities p and q with respect to the Lebesgue measure.

For α = 1/2, we obtain

Dα(p(·|m)‖p(·|m̃)) = −2 log
(ˆ ∞

0

exp(−m+m̃
2 η)

η
1−ν
2 (1+ νη)

ν+1
2

1√
ZmZm̃

dη
)
= log

( ZmZm̃

Z2
(m+m̃)/2

)
(B.199)

Let L(m) = logZm. Then for η|m ∼ p(·|m), note that

dL(m)

dm
=

dZm
dm
Zm

= −E[η|m] ≤ 0, and
d2L(m)

dm2 =
d2Zm
dm2 Zm − (dZm

dm )2

Z2
m

= E[η2|m]− E[η|m]2 ≥ 0,

(B.200)

such that L(m) is a decreasing convex function. For m̃ ≥ m, this gives

L(m) + L(m̃)− 2L
(m+ m̃

2

)
≤

(
L′(m̃)− L′(m)

)(m̃−m
2

)
(B.201)

=
(
E[η|m]− E[η|m̃]

)(m̃−m
2

)
. (B.202)
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Furthermore, note that by Lemmas B.4.4 and B.4.5,

E[η|m] =
1
ν
Γ( 1+ν

2 + 1)
Γ( 1+ν

2 )

U( 1+ν
2 + 1, 1+ 1, mν )
U( 1+ν

2 , 1, mν )
≤ 1

ν
Γ( 1+ν

2 + 1)
Γ( 1+ν

2 )

(m
ν
)−1

=
1+ ν
2

m−1 (B.203)

whereU(a, b, z) corresponds to the confluenthypergeometric functionof the secondkind. By (B.201),

we therefore obtain

Dα(p(·|m)‖p(·|m̃)) ≤
(
E[η|m]− E[η|m̃]

)(m̃−m
2

)
(B.204)

≤ 1+ ν
2

(m̃−m
2m

)
(B.205)

=
1+ ν
4

(
exp(log m̃− logm)− 1)

)
, (B.206)

where exp(| log m̃− logm|)− 1 ≤ (e− 1)| logm− log m̃| for | logm− log m̃| ≤ 1. This gives

TV
(
p(·|m), p(·|m̃)

)2 ≤ (1+ ν)(e− 1)
4

(
log(m̃)− log(m)

)
, (B.207)

for m̃ ≥ m. The case m̃ ≤ m follows by symmetry, giving (B.197).

We now extend (B.197) to the multivariate setting. Let π(η|m) :=
∏p

j=1 p(ηj|mj) now denote the

full conditional density of η ∈ (0,∞)p givenm ∈ (0,∞)p. Then we obtain

TV
(
π(·|m), π(·|m̃)

)2 ≤ D1/2(π(·|m)‖π(·|m̃)) (B.208)

=

p∑
j=1

D1/2(p(·|mj)‖p(·|m̃j)) by conditional independence (B.209)

=
(1+ ν)(e− 1)

4

p∑
j=1

| log(mj)− log(m̃j)| by (B.207). (B.210)

Finally, let Z = (β, ξ, σ2) and Z̃ = (β̃, ξ̃, σ̃2), and mj = ξβ2j /(2σ
2) and m̃j = ξ̃β̃2j /(2σ̃

2) for j =
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1, . . . , p. For any such Z, Z̃, we obtain

TV
(
P(Z, ·),P(Z̃|·)

)
=

1
2

ˆ ∣∣p(η∗|Z)− p(η∗|Z̃)
∣∣p(Z∗|η∗)dη∗dZ∗ (B.211)

=
1
2

ˆ
|p(η∗|Z)− p(η∗|Z̃)|dη∗ (B.212)

=
1
2

ˆ
|π(η∗|m)− π(η∗|m̃)|dη∗ (B.213)

= TV
(
π(·|m), π(·|m̃)

)
. (B.214)

Therefore, by (B.208), we obtain

TV
(
P(Z, ·),P(Z̃|·)

)2 ≤ (1+ ν)(e− 1)
4

p∑
j=1

| log(mj)− log(m̃j)|. (B.215)

Proof of Proposition 2.3.4. This proposition follows from a modification of the proof of Proposition

2.2.2. As (Zt+1, Z̃t+1)|(ηt+1, η̃t+1) follows a common random numbers coupling, Zt+1 = Z̃t+1 if

and only if ηt+1 = η̃t+1. This gives τ := inf{t ≥ 0 : Ct = C̃t} = inf{t ≥ 0 : Zt = Z̃t}.

For exponentially-tailed meeting times, following the setup and notation in the proof of Proposition
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2.2.2, we have

P(Zt+1 = Z̃t+1
∣∣Zt, Z̃t) (B.216)

= E
[
P
(
Zt+1 = Z̃t+1

∣∣ηt+1, η̃t+1,Zt, Z̃t

)∣∣∣Zt, Z̃t

]
(B.217)

= E
[
P
(
Zt+1 = Z̃t+1

∣∣ηt+1, η̃t+1

)∣∣∣Zt, Z̃t

]
(B.218)

= E
[
1{ηt+1=η̃t+1}

∣∣∣Zt, Z̃t

]
, as (Zt+1, Z̃t+1)|(ηt+1, η̃t+1) follows common random numbers coupling

(B.219)

= P
(
ηt+1 = η̃t+1

∣∣∣Zt, Z̃t
)

(B.220)

= P
(
η1,t+1 = η̃1,t+1

∣∣∣Zt, Z̃t
) p∏
j=2

P
(
ηt+1,j = η̃t+1,j

∣∣∣ ⋂
1≤i≤j−1

{ηi,t+1 = η̃i,t+1},Zt, Z̃t
)

(B.221)

under the switch-to-CRN coupling

(B.222)

≥
p∏

j=1

U
( 1+ν

2 , 1, R1/d

ν
)

U
( 1+ν

2 , 1, R−1/c

ν
) by Lemma B.4.9, as in the proof of Proposition 2.2.2 for Zt, Z̃t ∈ S(R),

(B.223)

=
( U

( 1+ν
2 , 1, R1/d

ν
)

U
( 1+ν

2 , 1, R−1/c

ν
))p

=: ε, (B.224)

where ε ∈ (0, 1) sinceR > 1.
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Algorithm 21:MCMC for Bayesian shrinkage regression with Half-t(ν) priors.
Input: Ct := (ηt, βt, σ

2
t , ξt) ∈ Rp

>0 × Rp × R>0 × R>0.
1. Sample ηt+1|βt, σ

2
t , ξt component-wise independently using Algorithm 22, targeting

π(ηt+1|βt, σ
2
t , ξt) ∝

p∏
j=1

π
(
ηt+1,j|mt,j :=

ξtβ
2
t,j

2σ2t

)
∝

p∏
j=1

e−mt,jηt+1,j

η
1−ν
2

t+1,j(1+ νηt+1,j)
ν+1
2

.

(B.225)

2. Sample ξt+1, σ2t+1, βt+1 given ηt+1 as follows:

(a) Sample ξt+1 usingMetropolis–Rosenbluth–Teller–Hastings with step-size
σMRTH:
Given ξt, propose log(ξ

∗) ∼ N (log(ξt), σ2MRTH).
Calculate acceptance probability

q =
L(y|ξ∗, ηt+1)πξ(ξ∗)
L(y|ξt, ηt+1)πξ(ξt)

ξ∗

ξt
,

where πξ(·) is the prior for ξ,Mξ,η := In + ξ−1XDiag(η−1)XT and

log(L(y|ξ, η)) = − 1
2
log(|Mξ,η|)−

a0 + n
2

log(b0 + yTM−1
ξ,ηy). (B.226)

Set ξt+1 := ξ∗ with probability min(1, q), otherwise set ξt+1 := ξt.
(b) Sample σ2t+1 given ξt+1, ηt+1:

σ2t+1|ξt+1, ηt+1 ∼ InvGamma
(
a0 + n

2
,
yTM−1

ξt+1,ηt+1
y+ b0

2

)
. (B.227)

(c) Sample βt+1 given σ
2
t+1, ξt+1, ηt+1 using Algorithm 25, targeting

βt+1|σ
2
t+1, ξt+1, ηt+1 ∼ N

(
Σ−1XTy, σ2t+1Σ

−1) for Σ = XTX+ ξt+1Diag(ηt+1).
(B.228)

return Ct+1 := (βt+1, ηt+1, σ
2
t+1, ξt+1).
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Algorithm 22: Slice Sampling for Half-t(ν) prior.

Result: Slice sampler targeting p(ηj|mj) ∝ (η
1−ν
2

j (1+ νηj)
ν+1
2 )−1e−mjηj on (0,∞).

Input: mj > 0, state ηt,j > 0.

1. SampleUt,j|ηt,j ∼ Uniform(0, (1+ νηt,j)
− ν+1

2 ).

2. Sample ηt+1,j|Ut,j ∼ Pj, where Pj has unnormalized density η 7→ ηs−1e−mjη on
(0,Tt,j), with Tt,j = (U−2/(1+ν)

t,j − 1)/ν and s = (1+ ν)/2. We can sample ηt+1,j
perfectly by setting

ηt+1,j =
1
mj

γ−1
s

(
γs(mjTt,j)U∗

)
where U∗ ∼ Uniform(0, 1), (B.229)

and where γs(x) := Γ(s)−1
´ x
0 t

s−1e−tdt ∈ [0, 1] is the cumulative distribution
function of a Gamma(s, 1) distribution.

return ηt+1,j.

B.5 Additional Algorithms

Algorithm 23:Maximal coupling with independent residuals.
Input: Distributions P andQwith respective densities p and q

Sample X ∼ P, andW ∼ Uniform(0, 1).

if p(X)W ≤ q(X) then set Y = X and return (X,Y).

else sample Ỹ ∼ Q and W̃ ∼ Uniform(0, 1) until q(Ỹ)W̃ > p(Ỹ). Set Y = Ỹ and return

(X,Y).

B.6 AlgorithmDerivations

Gibbs sampler forHalf-t(ν) priors (Algorithm 21). Derivation of the blocked Gibbs sam-

pling algorithm (Algorithm 21) is given in Johndrow et al. [2020] for the Horseshoe prior. For Half-
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Algorithm 25: Fast Sampling of Normals for Gaussian scale mixture priors [Bhat-
tacharya et al., 2016].
Result: Sample fromN ((XTX+ ξDiag(η))−1XTy, σ2(XTX+ ξDiag(η))−1)

1. Sample r ∼ N (0, Ip), δ ∼ N (0, In)

2. Let u = 1√
ξη
r, v = Xu+ δ. Calculate v∗ = M−1(

y
σ − v) for

M = In + (ξ)−1XDiag(η−1)XT. LetU = (ξη)−1XT. Set β = σ(u+ Uv∗).

Algorithm 26: Coupled Normals for Gaussian scale mixture priors with common ran-
dom numbers.
Input: ηt+1, ξt+1, σ2t+1, η̃t+1, ξ̃t+1, σ̃2t+1.

1. Sample r ∼ N (0, Ip), δ ∼ N (0, In).

2. Let u = r
/√

ξt+1ηt+1 and ũ = r
/√

ξ̃t+1η̃t+1, and v = Xu+ δ and ṽ = Xũ+ δ.

3. Calculate v∗ = M−1
( y
σt+1

− v
)
and ṽ∗ = M̃−1

( y
σ̃t+1

− ṽ
)
where

M = In + ξ−1
t+1XDiag(ηt+1))

−1XT and M̃ = In + ξ̃
−1
t+1XDiag(η̃t+1))

−1XT.

4. LetU = (ξt+1ηt+1)
−1XT and Ũ = (ξ̃t+1η̃t+1)

−1XT, and set βt+1 = σt+1(u+ Uv∗) and
β̃t+1 = σ̃t+1(ũ+ Ũṽ∗).

return (βt+1, β̃t+1)

173



Algorithm 27:CoupledMetropolis–Rosenbluth–Teller–Hastings for ξ|η updates with
exact meetings.

Input: ξt, ξ̃t > 0 and ηt+1, η̃t+1 ∈ Rp
>0.

Sample joint proposal(
log(ξ∗), log(ξ̃

∗
)
)∣∣∣ξt, ξ̃t ∼ γmax

(
N (log(ξt), σ

2
MRTH),N (log(ξ̃t), σ

2
MRTH)

)
. (B.230)

where σMRTH is the Metropolis–Rosenbluth–Teller–Hastings step-size, and γmax is a
maximal coupling with independent residuals (Algorithm 23).

Calculate log-acceptance probabilities

log(q) = log
(L(y|ξ∗, ηt+1)πξ(ξ∗)
L(y|ξt, ηt+1)πξ(ξt)

ξ∗

ξt

)
and log(q̃) = log

(L(y|̃ξ∗, η̃t+1)πξ(ξ̃
∗
)

L(y|̃ξt, η̃t+1)πξ(ξ̃t)
ξ̃
∗

ξ̃t

)
.

(B.231)
with log-likelihoods log(L(y|ξ, ηt+1)) and log(L(y|̃ξ, η̃t+1)) as defined in Algorithm 21,
Equation (B.226).

SampleU∗ ∼ Uniform(0, 1).
if U∗ ≤ q then set ξt+1 := ξ∗ else set ξt+1 := ξt.
if U∗ ≤ q̃ then set ξ̃t+1 := ξ̃

∗
else set ξ̃t+1 := ξ̃t.

return (ξt+1, ξ̃t+1).
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Algorithm 28: Perfect sampling of ξ|η.
Input: ν ∈ Rp

>0, discretized gridG on the compact support of πξ(·)
Perform eigenvalue decomposition XDiag(η)−1XT = QΛQT for orthogonal matrixQ
and diagonal matrix Λ.

Calculate unnormalized probability mass function

p̃mf(ξ|η) :=
( n∏

i=1

(1+ ξ−1Λi,i)
)−1/2(

b0 +
n∑
i=1

[Qy]2i
1

1+ ξ−1Λi,i

)− a0+n
2 πξ(ξ)

(B.232)

for each ξ ∈ G, where [Qy]i is the ith entry ofQy ∈ Rn.
Normalize to obtain probability mass function: pmf(ξ|η) = p̃mf(ξ|η)∑

ξ∈G
˜pmf(ξ|η) .

Sample ξ ∼ pmf(·|η) onG using probability inverse transform.
return ξ.

Algorithm 29: Perfect sampling of ηj|βj, σ
2, ξ.

Input: ν,mj := ξβ2j /(2σ
2) > 0.

SampleW∗ ∼ Uniform(0, 1)
Set

ηj =
1
ν
U−1

ν+1
2 ,1,

mj
ν

(
W∗U ν+1

2 ,1,
mj
ν
(∞)

)
(B.233)

whereUa,b,z(t) := 1
Γ(a)

´ t
0 x

a−1(1+ x)b−a−1e−zxdx is defined as the lower incomplete
confluent hypergeometric function of the second kind, such that
Ua,b,z(∞) = U(a, b, z) gives the confluent hypergeometric function of the second
kind.
return ηj.
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t(ν) priors, it remains to check the validity of the slice sampler in Algorithm 22. Working component-

wise, let p(η|m) denote the conditional density of η givenm > 0. Then,

p(η|m) ∝ η
ν−1
2 (1+ νη)−

1+ν
2 e−mη1(0,∞)(η) =

ˆ ∞

u=0
η

ν−1
2 e−mη1(0,∞)(η)1(0,(1+νη)−

1+ν
2
)(u)du.

(B.234)

Let p̄(η, u|m) ∝ η
ν−1
2 e−mη1(0,∞)(η)1(0,(1+νη)−

1+ν
2
)(u) be the conditional density of the augmented

random variable (η, u) given m, such that p(η|m) =
´∞
u=0 p̄(η, u|m)du. Then, the slice sampler in

Algorithm 22 corresponds to a Gibbs sampler targeting p̄(η, u|m):

p̄(u|η,m) ∼ Uniform
(
0, (1+ νη)−

1+ν
2
)
, (B.235)

p̄(η|u,m) ∝ η
ν−1
2 e−mη1(

0, u
−2/(1+ν)−1

ν

)(η). (B.236)

Note that
´ x
0 ηs−1e−mηdη = m−sΓ(s)γs(mx), where γs(x) :=

1
Γ(s)
´ x
0 ts−1e−tdt ∈ [0, 1] is the regular-

ized incomplete lowerGamma function. ForT = (u−2/(1+ν)−1)/ν, s = 1+ν
2 , we can nowobtain the

cumulative density function of p̄(·|u,m), given by
´ x
0 p̄(η|u,m) = γs(mx)/γs(mT) for 0 ≤ x ≤ T.

By probability inverse transform, we can now sample perfectly from η|u,m, such that

η :=
1
m
γ−1
s
(
γs(mT)U∗) forU∗ ∼ Uniform(0, 1) (B.237)

as in Step (2) of Algorithm 22.

Perfect sampling of ξ|η (Algorithm 28). In Algorithm 21, we have

p(ξ|η) ∝ |Mξ,η|−1/2(b0 + yTM−1
ξ,ηy

)− a0+n
2 πξ(η) (B.238)

176



forMξ,η = In+ ξ−1XDiag(η)−1XT and πξ(·) the prior density on ξ. Consider the eigenvalue decom-

position of XDiag(η)−1XT, such that XDiag(η)−1XT = QΛQT for Q orthogonal and Λ diagonal.

Then,

|Mξ,η| = |Q(In + ξ−1Λ)QT| = |In + ξ−1Λ| =
n∏
i=1

(
1+ ξ−1Λi,i

)
(B.239)

yTM−1
ξ,ηy = yTQ(In + ξ−1Λ)−1QTy =

n∑
i=1

[QTy]2i
(
1+ ξ−1Λi,i

)−1 (B.240)

This allows the discretized perfect sampling of ξ given ηusing probability inverse transform as inAlgo-

rithm 28, withO(n3) computational cost arising from eigenvalue decomposition of XDiag(η)−1XT.

Perfect sampling of ηj|βj, σ
2, ξ (Algorithm 29). Working component-wise, let

p(η|m) ∝ η
ν−1
2 (1+ νη)−

1+ν
2 e−mη (B.241)

denote the conditional density of η ∈ (0,∞) given m > 0. We can calculate the corresponding

cumulative density function (see proof of Proposition B.2.1), given by

ˆ K

0
p(η|m)dη =

U ν+1
2 ,1,mν

(νK)

U( ν+1
2 , 1, mν )

. (B.242)

whereUa,b,z(t) := 1
Γ(a)
´ t
0 x

a−1(1+x)b−a−1e−zxdx is defined as the lower incomplete confluent hyper-

geometric function of the second kind. Algorithm 29 and (B.233) directly follow from probability

inverse transform.
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C
Appendices to Chapter 3

In Section C.1 we provide additional figures and discussion on calculation of empirical Wasserstein

bounds, ULA calculations, and non-asymptotic upper bounds using L-Lag coupling. In Section C.2

we provide the proofs for all the theoretical results in this document. In SectionC.3we provide exam-

ple applications of our theoretical results. In Section C.4 we analyze multi-step couplings. In Section

C.5 we provide details for the practical applications in Section 4.4. In Section C.6 we provide addi-

tional algorithms.
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C.1 Additional figures and discussion

C.1.1 Calculation of empiricalWasserstein bounds in Figure 3.1.

In this section we note how the empiricalWasserstein upper bounds and error bands in Figure 3.1 are

generated. Our upper bounds are based on Proposition 3.3.10, which gives

Wp(P,Q)p ≤ E
[
Wp(P̂T, Q̂T)

p] (C.1)

where P and Q are distributions on the metric space (X , c) with finite moments of order p, and P̂T

and Q̂T denote empirical distributions of the samples (X1, . . .,XT) and (Y1, . . .,YT) where Xi ∼ P

and Yi ∼ Q for all i = 1, . . .,T. For p = 2 and P 6= Q, the dot-dashed lines in Figure 3.1 plots the

estimate (1
I

I∑
i=1

W2(P̂
(i)
T , Q̂(i)

T )2
)1/2

of this upper bound, where P̂(i)T and Q̂(i)
T are empirical distribution ofP andQ respectively based onT

samples. For each i = 1, . . ., I, such empirical distributions P̂(i)T and Q̂(i)
T are generated independently

and then W2(P̂
(i)
T , Q̂(i)

T ) is calculated by solving a linear program. The error bands plot (σ̂/
√
I)1/2

where σ̂2 is the empirical variance of
(
W2(P̂

(i)
T , Q̂(i)

T )2
)I
i=1.

C.1.2 Section 3.2.2 calculations.

AsX0 ∼ N (0,Σ) = P and kernelK1 is P invariant,Xt ∼ P for all t ≥ 0. For the ULA chain (Yt)t≥0,

we have

Yt = (Id − (σ2Q/2)Σ−1)Yt−1 + σQZt = BYt−1 + σQZt (C.2)
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for all t ≥ 0, where Y0 = 0, and Zt
i.i.d.∼ N (0, Id) and B = (Id − (σ2Q/2)Σ

−1). By induction,

Yt = BtY0 + σQ
(
Bt−1Z1 + Bt−2Z2 + . . . + Zt

)
= σQ

t−1∑
j=0

BjZt−j ∼ N
(
0, σ2Q

t−1∑
j=0

B2j
)
=: Qt

(C.3)

as required. Finally, note that for σQ = 0.5d−1/6 sufficiently small such that ‖B‖op < 1 (where ‖·‖op

is the matrix operator norm), lim
t→∞

∑t−1
j=0 B2j = (Id − B2)−1. This gives Qt

t→∞⇒ N (0, σ2Q(Id −

B2)−1) =: Q.

ULAasymptotic biasupper boundcalculation forFigure 3.2. We recall a result ofDur-

mus andMoulines [2019] on the asymptotic bias of ULA.

Proposition C.1.1. [Durmus and Moulines, 2019, Corollary 9] Consider an ULA Markov chain

targeting the distribution π on Rd with un-normalized density exp(−U(x)). For ‖ · ‖2 the Euclidean

norm onRd, assume:

1. U is continuously differentiable and lipschitz: there exists some L ≥ 0 such that for all x, y ∈ Rd,

‖∇U(x)−∇U(y)‖ ≤ L‖x− y‖2.

2. U is m-strongly convex for some m > 0: there exists some m > 0 such that for all x, y ∈ Rd,

U(x) ≤ U(y) + 〈∇U(x), y− x〉+ (m/2)‖x− y‖22

3. U is three times continuously differentiable and there exists some L̃ > 0 such that for all x, y ∈

Rd,

‖∇2U(x)−∇2U(y)‖2 ≤ L̃‖x− y‖2.
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Let the step size σ of theMarkov chain be sufficiently small such that γ ≜ σ2/2 < 1/(m+ L). Then the

ULAMarkov chain converges to some distribution πγ, and

W2(π, πγ)2 ≤ 2κ−1γ2d
(
2L2 + γL4( γ

6
+

1
m
)
+ κ−1(4dL̃2

3
+ γL4 +

4L4

3m
))

(C.4)

where κ = 2mL/(m+ L).

The dotted line in Figure 3.2 is plotted by applying (C.4) for π = N (0,Σ), whereL = λmin(Σ)−1,

m = λmax(Σ)−1 and L̃ = 0. Here λmax(Σ) and λmin(Σ) are the largest and smallest eigenvalue of Σ

respectively.

C.1.3 Non-asymptotic upper bounds using L-Lag coupling

In this section, we discuss how to avoid burn-in removal and instead directly correct our bound for

non-stationarity using the recent L-lag coupling approach of Biswas et al. [2019] in the case of the

1-Wasserstein distance.

Wefirst informally outline the approach of Biswas et al. [2019]. Consider aMarkov chain on (X , c)

with transition kernelK1, marginal distributions (Pt)t≥0 and aunique stationary distributionP. Con-

sider a joint kernel K̄1 on X × X such that K̄1((x, y), (·,X )) = K1(x, ·) and K̄1((x, y), (X , ·)) =

K1(y, ·) for all x, y ∈ X . Then the L-lag coupling chain (X̃t−L,Xt)t≥L is generated by sampling X0

and X̃0 independently from a common initial distribution P0, sampling Xt|Xt−1 ∼ K1(Xt−1, ·) for

t = 1, . . .,L, and generating (X̃t−L,Xt)|X̃t−L−1,Xt−1 ∼ K̄1((X̃t−L−1,Xt−1), ·) for t > L. Crucially,

the joint kernel K̄1 is designed such that: (i) the marginal chains (X̃t−L)t≥L and (Xt)t≥0 exactly meet

such that the random meeting time τ ≜ inf{t > L : X̃t−L = Xt} is almost surely finite and (ii) the

chains remain faithful after meeting such that X̃t−L = Xt for all t ≥ τ. Suppose the coupled chain

(X̃t−L,Xt)t≥L satisfies Assumptions C.1.2, C.1.3 and C.1.4 [Biswas et al., 2019, Jacob et al., 2020b]

(see Middleton et al. [2020] for the use of polynomially-tailed meeting times).
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Assumption C.1.2 (Marginal convergence and uniformly bounded moments). Marginal distribu-

tions (Pt)t≥0 converge to P in 1-Wasserstein distance, and for all t ≥ L, E[c(X̃t−L,Xt)
2+η] ≤ D for

some constants η > 0 and D < ∞.

Assumption C.1.3 (Sub-exponentially tailed meeting times). The meeting times τ ≜ inf{t > L :

Xt = X̃t−L} satisfies P( τ−L
L > t) ≤ Cδt for some constants C < ∞ and δ ∈ (0, 1) and all t ≥ 0.

Assumption C.1.4 (Faithfulness after meeting). Xt = X̃t−L for all t ≥ τ.

Under Assumptions C.1.2, C.1.3 and C.1.4, Biswas et al. [2019] obtain

W1(Pt,P) ≤
∞∑
j=1

W1(Pt+jL−L,Pt+jL) (C.5)

≤
∞∑
j=1

E[c(X̃t+jL−L,Xt+jL)] (C.6)

= E
[ ∞∑

j=1
c(X̃t+jL−L,Xt+jL)

]
(C.7)

= E
[ ⌈(τ−L−t)/L⌉∑

j=1
c(X̃t+jL−L,Xt+jL)

]
, (C.8)

where (C.5) follows from the triangle inequality usingAssumptionC.1.2, (C.6) follows from the cou-

pling representationof theWasserstein distance, and (C.7) follows from interchanging the summation

and expectation using the dominated convergence theorem under Assumptions C.1.2 andC.1.3, and

(C.8) follows as c(X̃t+jL−L,Xt+jL) = 0 for all j > d(τ− L− t)/Le under Assumption C.1.4. Note

that τ has finite expectation under Assumption C.1.3, which means the upper bound in (C.8) can

be estimated in finite time. We can estimate this upper bound by simulating multiple L-lag coupled

chains (X̃t−L,Xt)τ≥t≥L independently and using the empirical average

1
I

I∑
i=1

⌈(τ(i)−L−t)/L⌉∑
j=1

c(X̃(i)
t+jL−L,X

(i)
t+jL)
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where I ≥ 1 is the number of independent coupled chains.

The followingProposition employs this upperboundalongsideCUB1 (3.4) toobtain anon-asymptotic

upper bound onW1(P,Q).

Proposition C.1.5 (Non-asymptotic upper bound). For any lag L ≥ 1, consider the coupled chain

(X̃t−L,Xt,Yt, Ỹt−L)t≥L such that (X̃t−L,Xt)t≥L is anL-lag coupling chain for the kernelK1, (Ỹt−L,Yt)t≥L

is an L-lag coupling chain for the kernel K2, and (Xt,Yt)t≥L is a coupled chain sampled usingAlgorithm

5. Under Assumption 3.3.4 with p = 1 and Assumptions C.1.2, C.1.3 and C.1.4 for the coupled chains

(X̃t−L,Xt)t≥L and (Ỹt−L,Yt)t≥L,

W1(P,Q) ≤ E[CUB1,t] +E[
⌈(τP−L−t)/L⌉∑

j=1
c(X̃t+(j−1)L,Xt+jL)] +E[

⌈(τQ−L−t)/L⌉∑
j=1

c(Ỹt+(j−1)L,Yt+jL)]

(C.9)

for all t ≥ 0, where τP ≜ inf{t > L : X̃t−L = Xt} and τQ ≜ inf{t > L : Ỹt−L = Yt}.

C.1.4 Sinkhorn algorithm simulations for Section 3.3.4

In this section we consider the impact of the regularization parameter of the Sinkhorn algorithm.

Figure C.1a of this section plots the Wasserstein distance upper bounds for the stylized example in

Section 3.2.1. In particular, we consider the 2-Wasserstein distance with Euclidean norm onRd, and

the distributions P = N (0,Σ) where Σi,j = 0.5|i−j| for 1 ≤ i, j ≤ d and Q = N (0, Id) in the case

of dimension d = 10.

The CUB2 (3.4) estimate (black line) in Figure C.1a is based a CRN coupling of marginal MALA

kernels, with I = 10 independent coupling chains and trajectories of lengthT = 500with aburn-inof

S = 100 for each chain. The true Wasserstein (black dot-dashed line) distance and the upper bound

from indepdendent coupling (black dotted line) are analytically tractable, as given in Section 3.2.1.

For different values of the entropic regularization parameter λ, the grey solid line plots the induced
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Figure C.1: Figure C.1a plots upper bound estimates forW2(P,Q) with P = N (0,Σ) where Σi,j = 0.5|i−j| for 1 ≤
i, j ≤ d,Q = N (0, Id), metric c(x, y) = ‖x− y‖2 and dimension d = 10. Figure C.1b plots the runtime of the
Sinkhorn algorithm.

distance of the optimal matching obtained from the Sinkhorn algorithm. For each λ, we implement

the Sinkhorn algorithm on empirical distributions with IT = 5000 sample points from P and Q.

Figure C.1a shows that we require a small entropic regularization parameter λ to obtain informative

upper bounds using the Sinkhorn algorithm. On the other hand, Figure C.1b shows that the runtime

for the Sinkhorn algorithm increases dramatically for smaller values of λ. This example illustrates that

the Sinkhorn algorithm has expensive runtime precisely for the smaller values of λ that give tighter

upper bounds to the Wasserstein distance. In comparison, the CUB2 (3.4) estimate does not require

solving any expensive optimization problem.

C.2 Proofs

C.2.1 Consistency proofs

Technical Results. We first collect some technical results for reference.
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LemmaC.2.1. Let (aj)j≥0 be a real sequencewith aj
j→∞
→ 0, and let ρ ∈ (0, 1). Then

∑t
j=1 ρt−jaj

t→∞→

0.

Proof of C.2.1. As aj
j→∞
→ 0, the sequence (aj)j≥0 is bounded by some M ∈ (0,∞). Also for all

ε > 0, there exists some j0 ≥ 1 such that |aj| < ε for all j ≥ j0. For all t > j0, this gives

∣∣∣ t∑
j=1

ρt−jaj
∣∣∣ ≤ j0∑

j=1
ρt−j|aj|+

t∑
j=j0+1

ρt−j|aj| ≤ Mρt−j0 1− ρj0
1− ρ

+ ε
1− ρt−j0

1− ρ
. (C.10)

Taking t → ∞, we obtain limt→∞

∣∣∣∑t
j=1 ρt−jaj

∣∣∣ ≤ ε/(1−ρ), where ε/(1−ρ) canbemade arbitrarily

small.

Lemma C.2.2. (Gluing lemma) [e.g. Villani, 2008, Chapter 1] Let μi be probability measures on the

Polish measurable spaces (Xi,B(Xi)) for i = 1, . . . , 3. Let X1,X2,Y2,Y3 be random variables such

that (X1,X2) is a coupling of (μ1, μ2) and (Y2,Y3) is a coupling of (μ2, μ3). Then, there exists random

variables Z1,Z2,Z3 such that (Z1,Z2) has the same law as (X1,X2) and (Z2,Z3) has the same law as

(Y2,Y3).

Proof of C.2.2. See Villani [2008, Chapter 1].

Lemma C.2.3. Let (ξi)i≥0 be independent and identically distributed non-negative random variables

with E[ξ1] < ∞, and let Sn =
∑n

i=1 ξi. Then as n → ∞, Sn/n
a.s., L1→ E[ξ1] and for any p ≥ 1,

(Sn/n)1/p
a.s., L1→ E[ξ1]1/p.

Proof of C.2.3. As n tends to infinity, Sn/n
a.s., L1→ E[ξ1] follows from the proof of the Strong law of

large numbers using backwards martingales (see, e.g., Durrett [2019, Theorem 4.7.1 and Example

4.7.4]). (Sn/n)1/p
a.s.→ (E[ξ1])1/p follows from Sn/n

a.s.→ E[ξ1] by continuous mapping theorem on

[0,∞). Finally, for p ≥ 1,

E[|(Sn/n)1/p − (E[ξ1])1/p|] ≤ E[|(Sn/n)− E[ξ1]|1/p] ≤ E[|(Sn/n)− E[ξ1]|]1/p
n→∞→ 0 (C.11)
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where the first inequality follows as |a1/p − b1/p| ≤ |a − b|1/p for all a, b ≥ 0 and p ≥ 1, the

second inequality follows from Jensen’s inequality and the limit follows as Sn/n
L1→ E[ξ1]. Therefore,

(Sn/n)1/p
L1→ E[ξ1]1/p.

Proof of Proposition 3.3.1: Consistency of instantaneous CUB . Note thatWp(Pt,Qt) iswell-defined and

E[c(Xt,Yt)p] is finite as distributions P andQ have finite moments of order p. We obtain

Wp(Pt,Qt)
p ≤ E[c(Xt,Yt)p] = E[CUBp

p,t], (C.12)

where the inequality follows from the coupling representation ofWasserstein distance, and the equal-

ity follows from the definition of CUBp,t. As E[CUBp
p,t] < ∞, by Lemma C.2.3, CUBp

p,t
a.s., L1→

E[CUBp
p,t] as I → ∞.

Proof of Corollary 3.3.2: Consistency of CUB for time-averaged marginals. We first show that

Wp(
1

T− S

T∑
t=S+1

Pt,
1

T− S

T∑
t=S+1

Qt)
p ≤ 1

T− S

T∑
t=S+1

Wp(Pt,Qt)
p.

Let γt denote the p-Wasserstein optimal coupling between distributionsPt andQt for t = S+1, . . .,T.

Sample the coupling (X∗,Y∗) such that (X∗,Y∗)|I = t ∼ γt for I ∼ Uniform({S+ 1, . . .,T}). Then

X∗ ∼ 1
T−S

∑T
t=S+1 Pt and Y∗ ∼

1
T−S

∑T
t=S+1 Qt marginally, and

Wp

( 1
T− S

T∑
t=S+1

Pt,
1

T− S

T∑
t=S+1

Qt

)p
≤ E[c(X∗,Y∗)p] by the coupling representation ofWp

(C.13)

=
1

T− S

T∑
t=S+1

E[c(X∗,Y∗)p|I = t] (C.14)

=
1

T− S

T∑
t=S+1

Wp(Pt,Qt)
p. (C.15)
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Now by Proposition 3.3.1 and definition (3.4),

1
T− S

T∑
t=S+1

Wp(Pt,Qt)
p ≤ E

[ 1
T− S

T∑
t=S+1

CUBp
p,t

]
= E[CUBp

p]. (C.16)

As E[CUBp
p] < ∞, by Lemma C.2.3 CUBp

p
a.s., L1→ E[CUBp

p] as I → ∞.

Proof of Corollary 3.3.3: Consistency of CUB with stationary initialization. Note thatWp(P,Q) iswell-

defined and
∑T

t=S+1 E[c(Xt,Yt)p]/(T− S) is finite as distributions Pt andQt have finite moments of

order p. We obtain,

Wp(P,Q)p =
1

T− S

T∑
t=S+1

Wp(Pt,Qt)
p ≤ 1

T− S

T∑
t=S+1

E[c(Xt,Yt)p] = E[CUBp
p]. (C.17)

where the first equality follows as Pt = P andQt = Q for all t ≥ 0, the inequality follows Proposition

3.3.1, and the last equality follows from the definition ofCUBp. AsE[CUB
p
p] < ∞, by LemmaC.2.3

CUBp
p
a.s., L1→ E[CUBp

p] as I → ∞.

Proof of Proposition 3.3.5: Consistency when chain marginals converge. Let (Pt)t≥0 and (Qt)t≥0 denote

the marginal distributions of Markov chains (Xt)t≥0 and (Yt)t≥0 respectively. By Assumption 3.3.4,

distributions (Pt)t≥0, (Qt)t≥0, P andQ all have finite moments of order p. Then for all t ≥ 1,

Wp(P,Q) ≤ Wp(P,Pt) +Wp(Pt,Qt) +Wp(Qt,Q) (C.18)

≤ Wp(P,Pt) + E[c(Xt,Yt)p]1/p +Wp(Qt,Q), (C.19)

where (C.18) follows by the triangle inequality asWp is a metric on the space of measure on X with

finite moments of order p , and (C.19) follows from the coupling representation ofWp. By Assump-

tion 3.3.4, limt→∞Wp(P,Pt) = 0 and limt→∞Wp(Qt,Q) = 0. Taking the limit infimum in (C.19)
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and raising to the pth exponent givesWp(P,Q)p ≤ lim inft→∞ E[c(Xt,Yt)p]. Therefore for all ε > 0,

there exists S ≥ 1 such that for all t ≥ S,Wp(P,Q)p ≤ ε+ E[c(Xt,Yt)p], and

Wp(P,Q)p ≤ ε+
1

T− S

T∑
t=S+1

E[c(Xt,Yt)p] = ε+ E[CUBp
p] (C.20)

for all T ≥ S. As E[CUBp
p]
p < ∞, by Lemma C.2.3 CUBp

p
a.s., L1→ E[CUBp

p] as I → ∞.

Proof of Proposition C.1.5: Non-asymptotic upper bound. By the triangle inequality,

W1(P,Q) ≤ W1(Pt,Qt) +W1(Pt,P) +W1(Pt,P). (C.21)

By Proposition 3.3.1, W1(Pt,Qt) ≤ E[CUB1,t]. Under assumptions C.1.2, C.1.3 and C.1.4, by

Biswas et al. [2019, Theorem 2.5]

W1(Pt,P) ≤ E
[ ⌈(τP−L−t)/L⌉∑

j=1
c(X̃t+(j−1)L,Xt+jL)

]
and (C.22)

W1(Qt,Q) ≤ E
[ ⌈(τQ−L−t)/L⌉∑

j=1
c(Ỹt+(j−1)L,Yt+jL)

]
. (C.23)

Equation (C.9) now directly follows. As the meeting times τP and τQ have sub-exponential tails by

Assumption C.1.3, the L-lag upper bounds can be estimated in finite time.

C.2.2 Wasserstein upper bound proofs

Proof of Theorem 3.3.7: CUB upper bound. Under the coupled kernel K̄ from Algorithm 6, for each

t ≥ 1wehave the coupling (Xt,Zt,Yt)where (Xt,Zt)|Xt−1,Yt−1 ∼ Γ1(Xt−1,Yt−1) and (Zt,Yt)|Xt−1,Yt−1 ∼
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ΓΔ(Yt−1). This gives

E[c(Xt,Yt)p]1/p = E[E[c(Xt,Yt)p|Xt−1,Yt−1]]
1/p (C.24)

≤ E[E[
(
c(Xt,Zt) + c(Zt,Yt)

)p|Xt−1,Yt−1]]
1/p (C.25)

≤ E[E[c(Xt,Zt)
p|Xt−1,Yt−1]]

1/p + E[E[c(Zt,Yt)p|Xt−1,Yt−1]]
1/p (C.26)

≤ ρE[c(Xt−1,Yt−1)
p]1/p + E[Δp(Yt−1)]

1/p (C.27)

where (C.25) follows as c is a metric, (C.26) follows byMinkowski’s inequality, and (C.27) follows by

Assumption 3.3.6 with Δp(z) ≜ E[c(X,Y)p|z] for (X,Y) ∼ ΓΔ(z). By induction, (C.27) implies

E[c(Xt,Yt)p]1/p ≤ ρtE[c(X0,Y0)p]1/p +
t∑

i=1
ρt−iE[Δp(Yi−1)]

1/p. (C.28)

Proof of Corollary 3.3.8: CUB upper bound under marginal convergence. Denote a ≜ E[Δp(Y∗)]1/p

forY∗ ∼ Q and ak ≜ E[Δp(Yk)]1/p for k ≥ 0. Then ak
k→∞→ a, becauseQt converges in p-Wasserstein

distance toQ as t → ∞. By Lemma C.2.1, this implies

t∑
i=1

ρt−iai−1
t→∞→

t∑
i=1

ρt−ia =
1− ρt

1− ρ
a. (C.29)

Therefore, for all ε > 0 there exists S ≥ 1 such that for all t ≥ S,
∑t

i=1 ρt−i|ai − a| < ε. By Theorem
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3.3.7,

E[c(Xt,Yt)p]1/p ≤ ρtE[c(X0,Y0)p]1/p +
t∑

i=1
ρt−iai−1 (C.30)

≤ ρtE[c(X0,Y0)p]1/p +
t∑

i=1
ρt−ia+

t∑
i=1

ρt−i|ai−1 − a| (C.31)

= ρtE[c(X0,Y0)p]1/p +
1− ρt

1− ρ
a+ ε. (C.32)

Proof of Proposition 3.3.9: CUB upper bound weighted by a Lyapunov function. As V is a a pth-order

Lyapunov function ofK2, by induction

E[V(Yi)p] ≤ γiE[V(Y0)p] + (1− γi)
L

1− γ
for all i ≥ 0. (C.33)

for all i ≥ 0. Therefore,

E[Δp(Yi)] ≤ δE[1+ V(Yi−1)
p] ≤ δp

(
1+ γi−1E[V(Y0)p] + (1− γi−1)

L
1− γ

)
≤ δpκp

for all i ≥ 1, where the first inequality follows from the definition of δ, second inequality from (C.33),

and the second inequality from the definition of κ. By Theorem 3.3.7, we obtain

E[c(Xt,Yt)p]1/p ≤ ρtE[c(X0,Y0)p]1/p +
t∑

i=1
ρt−iE

[
Δp(Yi−1)

]1/p
(C.34)

≤ ρtE[c(X0,Y0)p]1/p + δκ
t∑

i=1
ρt−i (C.35)

= ρtE[c(X0,Y0)p]1/p + (1− ρt)
δκ

1− ρ
. (C.36)
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C.2.3 Wasserstein distances of empirical distributions proofs

To prove Proposition 3.3.10, we first record a technical result.

Lemma C.2.4. Suppose S and T are distributions on the metric space (X , c) with finite moments of

order p. Given Ui ∼ S for i = 1, . . . , n, let ŜN denote the empirical distribution of (U1, . . . ,UN). Then,

Wp(S,T)p ≤ E[Wp(ŜN,T)p]. (C.37)

Proof. Our proof follows a coupling construction. Define random variables V ∼ T and Ui ∼ S

for i = 1, . . ., n such that V and (U1, . . .,UN) are independent. Then V|U1, . . .UN ∼ V ∼ T by

independence. Let ŜN denote the empirical distribution of (U1, . . .,UN). Define a random variable

U such thatU|U1, . . .UN ∼ ŜN and (U,V)|U1, . . .UN is a Wasserstein optimal coupling of ŜN and T.

Note that unconditionally V ∼ T and U ∼ S as Ui ∼ S for all i = 1, . . ., n. Therefore (U,V) is a

coupling of S and T. We obtain,

Wp(S,T)p ≤ E[c(U,V)p] by the coupling representation of Wasserstein distance (C.38)

= E[E[c(U,V)p|U1, . . .UN]] (C.39)

= E[Wp(ŜN,T)p]. (C.40)

Proof of Proposition 3.3.10: EmpiricalWasserstein distance bounds.

Upper bound. Let P̂N and Q̂N denote the empirical distributions of the samples (X1, . . .,XN)

and (Y1, . . .,YN) respectively, where Xi ∼ P, Yi ∼ Q for all i = 1, . . ., n, and (X1, . . .,XN) and
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(Y1, . . .,YN) are independent. By Lemma C.2.4 with S = P,Ui = Xi and T = Q,

Wp(P,Q)p ≤ E[Wp(P̂N,Q)p].

As (X1, . . .,XN) and (Y1, . . .,YN) are independent, Yi|(X1, . . .,XN) ∼ Yi ∼ Q for all i = 1, . . .,N.

We can therefore apply Lemma C.2.4 conditional on (X1, . . .,XN) now with S = Q, Ui = Yi and

T = P̂N to obtain

Wp(P̂N,Q)p ≤ E[Wp(P̂N, Q̂N)
p|X1, . . .,XN]

almost surely for all X1, . . .,XN. Overall, this gives

Wp(P,Q)p ≤ E[Wp(P̂N,Q)p] ≤ E[E[Wp(P̂N, Q̂N)
p|X1, . . .,XN]] = E[Wp(P̂N, Q̂N)

p]

as required.

Lower bound. Let P̂N and Q̂N denote empirical distributions of the samples (X1, . . .,XN) and

(Y1, . . .,YN) respectively, where Xi ∼ P, Yi ∼ Q for all i = 1, . . ., n. Given (X1, . . .,XN) and

(Y1, . . .,YN), by the triangle inequality we obtain

Wp(P̂N, Q̂N) ≤ Wp(P̂N,P) +Wp(P,Q) +Wp(Q, Q̂N). (C.41)

ByMinkowski’s inequality, this gives

E[Wp(P̂N, Q̂N)
p]1/p ≤ E

[(
Wp(P̂N,P) +Wp(P,Q) +Wp(Q, Q̂N)

)p]1/p
(C.42)

≤ E[Wp(P̂N,P)p]1/p + E[Wp(P,Q)p]1/p + E[Wp(Q, Q̂N)
p]1/p (C.43)

= E[Wp(P̂N,P)p]1/p +Wp(P,Q) + E[Wp(Q, Q̂N)
p]1/p (C.44)
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Let P̃N denote empirical distributions of the samples (X̃1, . . ., X̃N), where X̃i ∼ P for all i =

1, . . ., n and (X̃1, . . ., X̃N) and (X1, . . .,XN) are independent. Independence implies X̃i|(X1, . . .,XN) ∼

X̃i ∼ P for all i = 1, . . ., n. We can therefore apply Lemma C.2.4 conditional on (X1, . . .,XN), with

S = P, T = P̂N and X̃i = Ui to obtain

Wp(P̂N,P)p ≤ E[Wp(P̂N, P̃N)p|X1, . . .,XN]. (C.45)

Similarly,

Wp(Q, Q̂N)
p ≤ E[Wp(Q̃N, Q̂N)

p|Y1, . . .,YN] (C.46)

where Q̃N denotes empirical distributions of the samples (Ỹ1, . . ., ỸN), where Ỹi ∼ Q for all i =

1, . . ., n and (Ỹ1, . . ., ỸN) and (Y1, . . .,YN) are independent. By (C.44), we obtain

E[Wp(P̂N, Q̂N)
p]1/p ≤E[Wp(P̂N,P)p]1/p +Wp(P,Q) + E[Wp(Q, Q̂N)

p]1/p (C.47)

=E[E[Wp(P̂N,P)p|X1, . . .,XN]]
1/p +Wp(P,Q)+ (C.48)

E[E[Wp(Q, Q̂N)
p|Y1, . . .,YN]]1/p (C.49)

≤E[E[Wp(P̂N, P̃N)p|X1, . . .,XN]]
1/p +Wp(P,Q)+ (C.50)

E[E[Wp(Q̃N, Q̂N)
p|Y1, . . .,YN]]1/p (C.51)

=E[Wp(P̂N,PN)p]1/p +Wp(P,Q) + E[Wp(Q̃N, Q̂N)
p]1/p (C.52)

as required.

Consistency. By triangle inequality,

|Wp(P̂N, Q̂N)−Wp(P,Q)| ≤ Wp(P̂N,P) +Wp(Q, Q̂N). (C.53)
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Note that P, Q, (P̂N)N≥0 and (Q̂N)N≥0 all have finite moments of order p, and that P̂N ⇒ P and

Q̂N ⇒ Q almost surely by the Glivenko–Cantelli theorem, where the empirical distribution mo-

ments of order p also converge weakly. By completeness of the p-Wasserstein distance on the space of

probability measures with finite moments of order p [Villani, 2008, Theorem 6.9],Wp(P̂N,P)
a.s.→ 0

andWp(Q, Q̂N)
a.s.→ 0 asN → ∞.

C.2.4 Proofs for comparisonwith the approach of Dobson et al.

ToproveProposition 3.3.11, wefirst outline the setupofDobson et al. [2021]. Consider a continuous

time diffusion with a unique stationary distribution P on Rd. Let K1 and K2 denote the Markov

chain transition kernels corresponding to a discretization of this diffusionwith andwithout an accept-

reject bias correction step respectively. For example, K1 and K2 can be the (single or multiple step)

transition kernels of anMALAand anULAMarkov chain respectively. Suppose themarginalMarkov

chains with kernelsK1 andK2 converge in distribution to the unique invariant distributions P andQ

respectively.

For some small ε > 0, suppose there is a compact subset Ω of Rd such that P(Ωc) < ε and

Q(Ωc) < ε. For the capped metric c(x, y) = min{1, ‖x − y‖2} on Rd, suppose there exists a

Markovian coupling Γ1 of the kernelK1 such that for some constant αΩ ∈ (0, 1) and all Xt,X′
t ∈ Ω,

E[c(Xt+1,X′
t+1)|Xt,X′

t] ≤ αΩc(Xt,X′
t) for (Xt+1,X′

t+1)|(Xt,X′
t) ∼ Γ2(Xt,X′

t). Under such assump-

tions, Dobson et al. [2021] show

W1(P,Q) ≤
E[E[c(X1,Y1)|Y∗]] + 2ε

1− αΩ
(C.54)

where Y∗ ∼ Q and (X1,Y1)|Y∗ ∼ ΓΔ(Y∗) for some fixed coupling ΓΔ(Y∗) such that X1|Y∗ ∼

K1(Y∗, ·) and Y1|Y∗ ∼ K2(Y∗, ·) marginally. Dobson et al. [2021] then estimate the quantities

E[E[c(X1,Y1)|X∗]] and αΩ separately using couplings to obtain a final upper bound estimate.
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Given this setup, we can show that our upper bound estimator CUB1 (3.4) constructed using such

couplings Γ1 and ΓΔ has a smaller expected value than the upper bound of (C.54).

Proof of Proposition 3.3.11: CUB lower bounds Dobson et al. We proceed as in the proofs of Theorem

3.3.7 and Corollary 3.3.8. Consider the coupling based estimator in (3.4) for the 1-Wasserstein dis-

tance with metric c(x, y) = min{1, ‖x − y‖2} on Rd. Under the coupled kernel K̄ from Algorithm

6, for each t ≥ 1 we have the coupling (Xt,Zt,Yt) where (Xt,Zt)|Xt−1,Yt−1 ∼ Γ1(Xt−1,Yt−1) and

(Zt,Yt)|Xt−1,Yt−1 ∼ ΓΔ(Yt−1). This gives

E[c(Xt,Yt)] ≤E[c(Xt,Zt)] + E[c(Zt,Yt)] (C.55)

=E[c(Xt,Zt)I{Xt−1∈Ω,Yt−1∈Ω}c ] + E[c(Xt,Zt)I{Xt−1∈Ω,Yt−1∈Ω}] + E[c(Zt,Yt)]

(C.56)

≤P({Xt−1 ∈ Ωc} ∪ {Yt−1 ∈ Ωc}) + E[c(Xt,Zt)I{Xt−1∈Ω,Yt−1∈Ω}]+ (C.57)

E[c(Zt,Yt)] (C.58)

≤P(Xt−1 ∈ Ωc) + P(Yt−1 ∈ Ωc) + αΩE[c(Xt−1,Yt−1)] + E[c(Zt,Yt)] (C.59)

where (C.55) follows by the triangle inequality, (C.58) follows as c is bounded by 1, and (C.59) follows

by the unionbound and the definition of αΩ. Denote Δ(z) ≜ E[c(X,Y)p|z] for (X,Y) ∼ ΓΔ(z), such

that E[c(Zt,Yt)] = E[E[c(Zt,Yt)|Yt−1]] = E[Δ(Yt−1)]. Then by induction, (C.59) implies

E[c(Xt,Yt)] ≤ αtΩE[c(X0,Y0)] +
t∑

i=1
αt−i
Ω

(
P(Xt−1 ∈ Ωc) + P(Yt−1 ∈ Ωc) + E[Δ(Yi−1)]

)
.

(C.60)

As Xt−1 and Yt−1 converges to P andQ respectively in distribution, P(Xt−1 ∈ Ωc)
t→∞→ P(Ωc) < ε,

P(Yt−1 ∈ Ωc)
t→∞→ Q(Ωc) < ε and E[Δ(Yt)]

t→∞→ E[Δ(Y∗)] for Y∗ ∼ Q. Following the argument
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in Corollary 3.3.8 we obtain that for all ε′ > 0, there exists some S ≥ 1 such that for all t ≥ S,

E[c(Xt,Yt)] ≤ αtΩE[c(X0,Y0)] +
t∑

i=1
αt−i
Ω

(
E[Δ(Y∗)] + 2ε

)
+ ε′. (C.61)

Therefore as αΩ ∈ (0, 1), lim inft→∞ E[c(Xt,Yt)] ≤ E[Δ(Y∗)]+2ε
1−αΩ where Δ(Y∗) = E[c(X1,Y1)|Y∗]

and Y∗ ∼ Q from (C.54) as required.

C.3 Example applications of theoretical results

In this section we consider the theoretical results of Section 3.3.3 applied to three simple examples,

working with the metric c(x, y) = ‖x− y‖2.

MALA and ULA. Consider a MALA chain and an ULA chain with a common step size σ both

targeting a distribution P. Assume the negative log density of P is gradient Lipschitz and strongly

convex. In this setting, let (Xt,Yt)t≥0 be a CRN coupling of ULA andMALA simulated using Algo-

rithm 5, such that theMarkov chains (Xt)t≥0 and (Yt)t≥0marginally correspond toULA andMALA

respectively. For σ sufficiently small, the marginal ULA chain (Xt)t≥0 converges to some distribution

Pσ and satisfies Assumption 3.3.6 for p = 2 under a CRN coupling [Durmus and Moulines, 2019,

Proposition 3], giving a contraction rate ρ such that 1 − ρ = Cσ2/2 for some constant C which de-

pends on the gradient Lipschitz constant and convexity of the negative log density of P rather than

depending explicitly on the dimension of the state space. By Corollary 3.3.8,

W2(Pσ,P) ≤ lim inf
t→∞

E[CUB2
2,t]

1/2 ≤
E
[
‖Y− Y′‖2

(
1− ασ

(
Y,Y′

))]1/2
Cσ2/2

, (C.62)

where Y ∼ P is the limiting distribution of the MALA chain, Y′|Y ∼ N (Y + σ2
2 ∇ logP(Y), σ2Id)

corresponds to the Euler–Maruyama discretization based proposal, and ασ
(
Y,Y′

)
∈ [0, 1] is the
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Metropolis–Hastings acceptance probability. As the step size σ tends to zero, the upper bound in

(C.62) require further analysis of the MALA acceptance probabilities [Bou-Rabee and Hairer, 2012,

Eberle, 2014] and could degenerate. Recently, discrete sticky couplings [Durmus et al., 2021] have

beendeveloped forperturbed functional autoregressiveprocesses,whichproduce stableupperbounds

on total variation and theWasserstein distance in such limiting regimes.

ULA and ULA. We can similarly consider two ULA chains with a common step size σ targeting

different distributions P and Q. As above, assume both logP and logQ are gradient Lipschitz and

strongly convex. In this setting, let (Xt,Yt)t≥0 be a CRN coupling of two ULA chains simulated us-

ing Algorithm 5, such that the Markov chains (Xt)t≥0 and (Yt)t≥0 marginally correspond to ULA

targeting distributions P and Q respectively. For σ sufficiently small, the marginal chains (Xt)t≥0

and (Yt)t≥0 converge to some distributions Pσ and Qσ respectively. Both marginal chains also sat-

isfy Assumption 3.3.6 for p = 2 under a CRN coupling, with contraction rates ρP and ρQ such that

1 − ρP = CPσ2/2 and 1 − ρQ = CQσ2/2 respectively for some constants CP and CQ that do not

explicitly depend on the dimension. By Corollary 3.3.8, this gives

W2(Pσ,Qσ) ≤ lim inf
t→∞

E[CUB2(Pt,Qt)
2]1/2 ≤

E
[
‖∇ logP(Yσ)−∇ logQ(Yσ)‖2

]1/2
CP

(C.63)

whereY ∼ Qσ. By symmetry, we can obtain a similar bound in terms of some randomvariableX ∼ Pσ

and CQ. As σ approaches zero, the numerator in (C.63) approaches the square root of the Fisher di-

vergence between distributions Q and P, given by F(Q,P) ≜ E[‖∇ logP(Y) − ∇ logQ(Y)‖2] for

Y ∼ Q. Such link between the Fisher divergence and the Wasserstein distance has been noted previ-

ously by considering continuous-time Langevin diffusions (e.g., Huggins et al. [2019]). Finally, note

that the upper bound in (C.63) does not explicitly depend on dimension, highlighting that estimators

based on our coupled chains may give upper bounds that remain informative in high dimensions.
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ULA and SGLD. Consider an ULA chain and a Stochastic gradient Langevin dynamics (SGLD)

[Welling and Teh, 2011] chain with a common step size σ and both targeting a distribution P. The

SGLDchain is basedonunbiased estimates of the gradient of the logdensity ofP, such that ∇̂ logPSGLD(z) =

∇ logP(z) + eSGLD(z) for all z ∈ X , where eSGLD(z) is mean zero error. We assume this error is

bounded such that δ2 ≜ supz∈X eSGLD(z)/(1 + V(z)2) < ∞, for some 2nd-order Lyapunov func-

tionV as in Proposition 3.3.9 and that the negative log density of P is gradient Lipschitz and strongly

convex. In this setting, let (Xt,Yt)t≥0 be a CRN coupling of ULA and SGLD simulated using Algo-

rithm 5, such that theMarkov chains (Xt)t≥0 and (Yt)t≥0 marginally correspond to ULA and SGLD

with marginal distributions (P(ULA)t )t≥0 and (P(SGLD)
t )t≥0 respectively. For σ sufficiently small, the

marginal ULA chain (Xt)t≥0 satisfies Assumption 3.3.6 for p = 2 under a CRN coupling, giving a

contraction rate ρ such that 1 − ρ = Cσ2/2 for constants C that does not explicitly depend on the

dimension. Then by Proposition 3.3.9,

lim sup
t→∞

W2
(
P(ULA)t ,P(SGLD)

t
)
≤ lim inf

t→∞
E
[
CUB2

(
P(ULA)t ,Q(ULA)

t
)2]1/2 ≤ δκ

C
. (C.64)

Note that the upper bound in (C.64) does not explicitly depend ondimension, and approaches zero as

δ approaches zero. This shows that estimators based on our coupled chains give upper bounds which

may remain informative in high dimensions and are tight with respect to the error from the stochastic

gradients. This example also highlights the stability of our upper bounds even when one of marginal

chains (SGLD) may not converge to a limiting distribution.

C.4 Multi-step couplings

In this section, we consider coupling algorithms formulti-step kernels and investigate their theoretical

properties.
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C.4.1 Coupling algorithms for multi-step kernels

Consider the L-step Markov chains (XLt)t≥0 and (YLt)t≥0 for L ≥ 1, corresponding to marginal

multi-step Markov kernels KL
P and KL

Q respectively. Following (3.3) and Section 3.3.2, we now con-

struct a kernel K̄L−step on the joint spaceX × X such that for all x, y ∈ X and all A ∈ B(X ),

K̄L−step
(
(x, y), (A,X )

)
= KL

P(x,A) and K̄L−step
(
(x, y), (X ,A)

)
= KL

Q(y,A). (C.65)

Given coupled kernels Γ1 andΓΔ, FigureC.2 illustrates how to sample from the joint kernel K̄L−step.

By construction, this gives themarginal distributionsXs|X0,Y0 ∼ Ks
P(X0, ·) andYs|X0,Y0 ∼ Ks

Q(Y0, ·)

for all s = 1, . . .,L, such that Equation (C.65) is satisfied. Algorithm 30 samples from this coupled

kernel K̄L−step. It characterizes the dependency between XLt and YLt such that

XLt|XL(t−1),YL(t−1) ∼ KL
P(XL(t−1), ·) (C.66)

Z(j)
L |YL(t−1)+(j−1) ∼ KL−(j−1)

P (YL(t−1)+(j−1), ·) (C.67)

YLt|XL(t−1),YL(t−1) ∼ KL
Q(YL(t−1), ·) (C.68)

for s = 1, . . .,L− 1. When L = 1, we obtain K̄L−step = K̄ fromAlgorithm 6. Note that K̄1−step is the

single-step kernel K̄ from Algorithm 6, but K̄L−step and K̄L are not equivalent in general.

Havingdeveloped algorithms to sample from the coupled kernels K̄ and K̄L−step, wenow investigate

theoretical properties our upper bounds.

C.4.2 Theoretical properties of couplings of multi-step kernels

To establish theoretical guarantees of coupledMarkov chains based on the coupled kernel K̄L−step, we

assume the Markovian coupling Γ1 in Algorithm 30 satisfies a geometric ergodicity condition.
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Γ1 Γ1 ΓΔ

Γ1 Γ1 Γ1 Γ1 Γ1 ΓΔ

Figure C.2: Joint kernel K̄L−step onX × X , which couples the marginal kernelsKL
P andKL

Q

Algorithm 30: Joint kernel K̄L−step on X × X , which couples the marginal kernels KL
P

andKL
Q

Input: chain states X0 and Y0, kernelsK1 andK2, coupled kernels Γ1 and ΓΔ
for s=1, . . . ,L do

Sample
(Xs,Z(1)

s , . . .,Z(s)
s ,Ys)|(Xs−1,Z(1)

s−1, . . .,Z
(s−1)
s−1 ,Ys−1) (C.69)

jointly such that

(Xs,Z(1)
s ) ∼ Γ1(Xs−1,Z(1)

s−1) (C.70)

(Z(j)
s ,Z(j+1)

s ) ∼ Γ1(Z
(j)
s−1,Z

(j+1)
s−1 ) for j = 1, . . ., s− 1 (C.71)

(Z(s)
s ,Ys) ∼ ΓΔ(Ys−1) (C.72)

end
return (XL(t−1)+s,YL(t−1)+s) for s = 1, . . .,L.
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Assumption C.4.1. There exists constants C ∈ [1,∞) and ρ ∈ (0, 1) such that for all L ≥ 1,

E[c(Xt+L,Yt+L)
p|Xt,Yt]1/p ≤ CρLc(Xt,Yt) for (Xt+L,Yt+L)|(Xt,Yt) ∼ ΓLP(Xt,Yt). (C.73)

Assumption C.4.1 is weaker than uniform contraction inWasserstein’s distance as in Assumption

3.3.6. Under Assumption C.4.1, we now characterize the distance from our coupled chains based on

the coupled kernel K̄L−step explicitly in terms of the initial distribution Ī0 and the coupled kernel ΓΔ

corresponding to perturbations between the marginal kernelsK1 andK2. At the heart of our analysis

is the constructionof the coupled kernel K̄L−step given inFigureC.2 andAlgorithm30. When the cou-

pled kernel ΓΔ characterizing the perturbation between themarginal kernelsK1 andK2 isWasserstein

optimal, our analysis is linked toRudolf and Schweizer [2018], which only considers the 1-Wasserstein

distance and establishes similar results using analytic rather than probabilistic arguments.

Theorem C.4.2. Let (Xt,Yt)t≥0 denote a coupled Markov chain generated using Algorithm 5 with

initial distribution Ī0 and joint kernel K̄ on X × X from Algorithm 6. Suppose the coupled kernel Γ1

satisfies Assumption C.4.1 for some C ≥ 1 and ρ < 1. Fix some L ≥ 1 such that ρ̃ = CρL < 1,

and consider the coupled chain (Xt,Yt)t≥0 generated using Algorithm 30 with the L-step coupled kernel

K̄L−step. Then for all t ≥ 0,

E[c(XLt,YLt)p]1/p ≤ ρ̃tE[c(X0,Y0)p]1/p +
t∑

i=1
ρ̃t−i

( L∑
j=1

CρL−jE
[
Δp(YL(i−1)+j)

]1/p)
(C.74)

where (X0,Y0) ∼ Ī0 and Δp(z) := E[c(X,Y)p] for (X,Y)|z ∼ ΓΔ(z).

Corollary C.4.3. Under the setup and assumptions of Theorem C.4.2, consider when the marginal

distributions Qt converge in p-Wasserstein distance to some distribution Q with finite moments of order
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p as t → ∞. Then for all ε > 0, there exists some S ≥ 1 such that for all t ≥ S,

E[c(XLt,YLt)p]1/p ≤ (CρL)tE[c(X0,Y0)p]1/p+C
(1− (CρL)t

1− CρL
)(1− ρL

1− ρ

)
E[Δp(Y∗)]1/p+ε. (C.75)

where (X0,Y0) ∼ Ī0, Δp(z) ≜ E[c(X,Y)p|z] for (X,Y) ∼ ΓΔ(z) and Y∗ ∼ Q.

As in Section 3.3.3, we can also upper bound the limiting distance from our coupled chains in

terms of the perturbations between the marginal kernels weighted by a Lyapunov function ofK2.

Proposition C.4.4. Under the setup and assumptions of Theorem C.4.2, let V : X → [0,∞) be a

pth-order Lyapunov function of K2 such that

E[V(Yt+1)
p|Yt = z] ≤ γV(z)p + L (C.76)

for all z ∈ X , where γ ∈ [0, 1) and L ∈ [0,∞) are constants. Define

δ ≜ sup
z∈X

(
Δp(z)

1+ V(z)p

)1/p
κ ≜ 1+max

{
E[V(Y0)p]1/p,

( L
1− γ

)1/p})
. (C.77)

where Δp(z) ≜ E[c(X,Y)p|z] for (X,Y) ∼ ΓΔ(z). Then for all t ≥ 0,

E[CUBp
p,t]

1/p = E[c(Xt,Yt)p]1/p ≤ (CρL)tE[c(X0,Y0)p]1/p + C
(1− (CρL)t

1− CρL
)(1− ρL

1− ρ

)
δκ.

(C.78)

C.4.3 Proofs

Proof of Theorem C.4.2. Under the coupled kernel K̄L−step from Algorithm 6, for each t ≥ 1 we ob-

tain

(XLt,Z
(1)
L , . . .,Z(L)

L ,YLt) (C.79)
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where

(XLt,Z
(1)
L )|XL(t−1),YL(t−1) ∼ ΓLP(XL(t−1),YL(t−1)) (C.80)

(Z(j)
L ,Z(j+1)

L )|YL(t−1)+j−1 ∼ ΓΔ(YL(t−1)+j−1)Γ
L−j
1 for j = 1, . . .,L− 1 (C.81)

(Z(L)
L ,YLt)|YL(t−1)+L−1 ∼ ΓΔ(YL(t−1)+L−1). (C.82)

As (XLt,Z
(0)
t )|XL(t−1),YL(t−1) ∼ ΓL1 (XL(t−1),YL(t−1)), we obtain

E[c(XLt,YLt)p]1/p =E[E[c(XLt,YLt)p|XL(t−1),YL(t−1)]]
1/p (C.83)

≤E[E[
(
c(XLt,Z

(1)
L ) + c(Z(1)

L ,YLt)
)p|XL(t−1),YL(t−1)]]

1/p (C.84)

≤E[E[c(XLt,Z
(1)
L )p|XL(t−1),YL(t−1)]]

1/p+ (C.85)

E[E[c(Z(1)
L ,YLt)p|XL(t−1),YL(t−1)]]

1/p (C.86)

≤ρ̃E[c(XL(t−1),YL(t−1))
p]1/p + E[c(Z(1)

L ,YLt)p]1/p (C.87)

203



where (C.84) follows as c is a metric, (C.86) follows byMinkowski’s inequality, and (C.87) follows by

Assumption C.4.1. Denote Δp(z) ≜ E[c(X,Y)p|z] for (X,Y) ∼ ΓΔ(z). Then,

E[c(Z(1)
L ,YLt)p]1/p ≤ E

[(
c(Z(L)

L ,YLt) +
L−1∑
j=1

c(Z(j)
L ,Z(j+1)

L )
)p]1/p

as c is a metric (C.88)

≤ E
[
c(Z(L)

L ,YLt)p
]1/p

+
L−1∑
j=1

E
[
c(Z(j)

L ,Z(j+1)
L )p

]1/p
byMinkowski’s inequality

(C.89)

= E
[
E
[
c(Z(L)

L ,YLt)p|YL(t−1)+L−1

]]1/p
+

L−1∑
j=1

E
[
E
[
c(Z(j)

L ,Z(j+1)
L )p|YL(t−1)+j−1

]]1/p
(C.90)

= E[Δp(YL(t−1)+(L−1))]
1/p +

L−1∑
j=1

E
[
E
[
c(Z(j)

L ,Z(j+1)
L )p|YL(t−1)+j−1

]]1/p
(C.91)

≤ E[Δp(YL(t−1)+(L−1))]
1/p +

L−1∑
j=1

CρL−jE
[
Δp(YL(t−1)+j−1)

]1/p
by Assumption C.4.1

(C.92)

≤
L∑
j=1

CρL−jE
[
Δp(YL(t−1)+j)

]1/p
as C ≥ 1. (C.93)

Equation (C.87) now gives

E[c(XLt,YLt)p]1/p ≤ ρ̃E[c(XL(t−1),YL(t−1))
p]1/p +

L∑
j=1

CρL−jE
[
Δp(YL(t−1)+j)

]1/p
(C.94)
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By induction, (C.94) implies

E[c(XLt,YLt)p]1/p ≤ ρ̃tE[c(X0,Y0)p]1/p +
t∑

i=1
ρ̃t−i

( L∑
j=1

CρL−jE
[
Δp(YL(i−1)+j)

]1/p)
(C.95)

as required.

Proof of Corollary C.4.3. Denote a ≜ E[Δp(Y∗)]1/p for Y∗ ∼ Q and ak ≜ E[Δp(Yk)]1/p for k ≥ 0.

Then ak
k→∞→ a, becauseQt converges in p-Wasserstein distance toQ as t → ∞. This implies

t∑
i=1

ρ̃t−i
( L∑

j=1
CρL−jaL(i−1)+j

)
t→∞→

t∑
i=1

ρ̃t−i
( L∑

j=1
CρL−ja

)
. (C.96)

Therefore, for all ε > 0 there exists S ≥ 1 such that for all t ≥ S,
∑t

i=1 ρ̃
t−i∑L

j=1 CρL−j|aL(i−1)+j −

a| < ε. By Theorem C.4.2,

E[c(XLt,YLt)p]1/p ≤ ρ̃tE[c(X0,Y0)p]1/p +
t∑

i=1
ρ̃t−i

( L∑
j=1

CρL−jaL(i−1)+j

)
(C.97)

≤ ρ̃tE[c(X0,Y0)p]1/p +
t∑

i=1
ρ̃t−i

L∑
j=1

CρL−ja+
t∑

i=1
ρ̃t−i

( L∑
j=1

CρL−j|aL(i−1)+j − a|
)

(C.98)

≤ ρ̃tE[c(X0,Y0)p]1/p +
t∑

i=1
ρ̃t−i

L∑
j=1

CρL−ja+ ε (C.99)

= (CρL)tE[c(X0,Y0)p]1/p + C
(1− (CρL)t

1− CρL
)(1− ρL

1− ρ

)
a+ ε (C.100)

as required.
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Proof of Proposition C.4.4. AsV is a a pth-order Lyapunov function ofK2, by induction

E[V(Yj)p] ≤ γjE[V(Y0)p] + (1− γt)
L

1− γ
(C.101)

for all j ≥ 0. This gives

E
[
Δp(Yj)

]1/p
≤ δE[1+ V(Yj−1)

p]1/p (C.102)

≤ δ(1+ E[V(Yj−1)
p]1/p) (C.103)

≤ δ
(
1+

(
γt−1E[V(Y0)p] + (1− γt−1)

L
1− γ

)1/p
)

(C.104)

≤ δ
(
1+max

{
E[V(Y0)p]1/p,

( L
1− γ

)1/p})
(C.105)

= δκ (C.106)

for all j ≥ 0. By Theorem C.4.2, we obtain

E[c(XLt,YLt)p]1/p ≤ ρ̃tE[c(X0,Y0)p]1/p +
t∑

i=1
ρ̃t−i

( L∑
j=1

CρL−jE
[
Δp(YL(i−1)+j)

]1/p)
(C.107)

≤ ρ̃tE[c(X0,Y0)p]1/p +
t∑

i=1
ρ̃t−i

( L∑
j=1

CρL−jδκ
)

(C.108)

≤ ρ̃tE[c(X0,Y0)p]1/p + C
(1− (CρL)t

1− CρL
)(1− ρL

1− ρ

)
δκ (C.109)

C.5 Details for the practical applications in Section 4.4

In this section,weprovidedetails of the datasets, algorithms andparameters used for the three practical

applications in Section 4.4. Open-source R code [R Core Team, 2013] recreating all experiments in
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this paper can be found at www.github.com/niloyb/BoundWasserstein.

C.5.1 ApproximateMCMC and variational inference for tall data

Section 3.4.1 considers Bayesian logistic regressionwith aGaussian prior applied to the PimaDiabetes

dataset [Smith et al., 1988] and the DS1 life sciences dataset [Komarek andMoore, 2003]. The Pima

Diabetes dataset has n = 768 binary observations (corresponding to the presence of diabetes), and

d = 8 covariates (containing information such as body mass index, insulin level and age), and is pub-

licly available on www.kaggle.com/uciml/pima-indians-diabetes-database. The DS1 life sciences

dataset has n = 26732 binary observations (corresponding to reactivity of the compound observed

in a life sciences experiment), and d = 10 covariates (containing information about the inputs to the

life sciences experiment), and is publicly available on www.komarix.org/ac/ds/ (ds1.10 file).

In Figure 3.5, the upper bounds are given by our estimatorCUB2 (3.4) with S = 1000,T = 2000,

and I = 100 for the Pima dataset and S = 500,T = 100, and I = 40 for the DS1 dataset, where

these values were chosen based on initial runs. The lower bounds are estimated using (3.16) based

on the same samples from the coupled chains used to calculate the upper bound estimate. For all

the cases considered in Figure 3.5, we use a CRN coupling of the marginal kernels with a common

step-size of 0.05 for the Pima dataset and a common step-size of 0.05 for the DS1 dataset. We also

considered switching between CRN and reflection couplings based on the Euclidean norm between

the two chains. This did not produce tighter upper bounds thanCRN in our experiments, but it may

be effective in other examples, so we have included this option in our released code.

C.5.2 ApproximateMCMC for high-dimensional linear regression

Section 3.4.2 considers Bayesian linear regressionwith the half-t global-local shrinkage prior applied to

a bacteria genome-wide association study (GWAS) dataset [Bühlmann et al., 2014] and a synthetically
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generated dataset. The GWAS dataset has n = 71 observations (corresponding to production of

the vitamin riboflavin) and d = 4088 covariates (corresponding to single nucleotide polymorphisms

(SNPs) in the genome) and is publicly available. The synthetically generated dataset has n = 500

observations and d = 50000 covariates. For the synthetic dataset, we generate [X]i,j
i.i.d.∼ N (0, 1) and

y ∼ N (Xβ∗, σ
2
∗In), where σ∗ = 2 and β∗ ∈ Rd is chosen to be sparse such that β∗,j = 2(9−j)/4 for

1 ≤ j ≤ 20 and β∗,j = 0 for all j > 20.

The state-of-the-art exactMCMCalgorithms to sample fromposteriors corresponding to the half-

t prior are Gibbs samplers which cost O(n2d) per iteration. This computation cost arises from a

weighted matrix product calculation of the form XDiag(ηt)
−1X⊤ where ηt ∈ [0,∞)p corresponds

to the local scale parameters which take different values at each iteration t. For the Horseshoe prior

(degrees of freedom ν=1), approximate MCMC methods have been developed by Johndrow et al.

[2020] based on approximations of the form

XDiag(ξηt)
−1X⊤ ≈ XDiag((ξ−1η−1

j I{ξ−1η−1
j >ε})

p
j=1) X

⊤ (C.110)

for some small threshold ε > 0. Biswas et al. [2022a] extended the exact marginal chain of [Johndrow

et al., 2020] to all degrees of freedom ν ≥ 1.

In Section 3.4.2, we use couplings to assess the quality of the approximateMCMCalgorithm char-

acterized by the approximation in (C.110) for ν = 2. The upper bounds in Figure 3.6 are given by

our estimator CUB2 (3.4). We take S = 1000,T = 3000, and I = 100 for both datasets, where

these values were chosen based on initial runs and the coupling-based convergence assessment of the

exact chain from Biswas et al. [2022a]. The lower bounds in Figure 3.6 are estimated using (3.16)

based on same samples from the coupled chains used to calculate the upper bound estimate. We con-

sider a CRN coupling with one marginal chain corresponding to the exact MCMC kernel and the

other chain corresponding to the approximate MCMC kernel. The CRN coupled kernel is given in
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Algorithm 31.

C.5.3 ApproximateMCMC for high-dimensional logistic regression

Section 3.4.3 considers Bayesian logistic regression with spike and slab priors applied to a a malware

detection dataset and a lymph node GWAS dataset. The Malware detection dataset from the UCI

machine learning repository [Dua and Graff, 2017] has n = 373 observations (corresponding to a

binary response vector indicatingwhether a file ismalicious or non-malicious) and d = 503 covariates

(corresponding to features of the files), and is publicly available on www.kaggle.com/piyushrumao/

malware-executable-detection. The lymph node GWAS dataset [Hans et al., 2007, Liang et al.,

2013, Narisetty et al., 2019] has n = 148 observations (corresponding to a binary response vector

indicating high or low risk status of the lymph node that is related to breast cancer) and d = 4514

covariates (corresponding to SNPs in the genome) is not publicly available.

The logistic regression likelihood is given by L(β; y,X) =
∏n

i=1(1 + exp(−yix⊤i β))−1 where y ∈

{−1, 1}n is the response vector, X ∈ Rn×d is the scaled design matrix with rows x⊤i , and β ∈ Rd is an

unknown signal vector. The spike and slab prior is given by

Zj
i.i.d.∼ Bern(q), βj|Zj = 0 ∼ N (0, τ20), βj|Zj = 1 ∼ N (0, τ21 ) (C.119)

for j = 1, . . ., d where q ∈ (0, 1), τ0 > 0, and τ1 > 0 are hyper-parameters with τ0 � τ1 such that

Zi = 0 and Zi = 1 correspond to null and non-null components of βj respectively. By considering

the posterior distribution of each variable Zj on {0, 1}, spike and slab priors provide an interpretable

method for Bayesian variable selection [e.g. George and McCulloch, 1993, Ishwaran and Rao, 2005,

Narisetty and He, 2014].

The state-of-the-art exactMCMCalgorithms to sample fromposteriors corresponding to the prior

in (C.119) are Gibbs samplers which costO(n2d) per iteration [Bhattacharya et al., 2016]. Narisetty
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Algorithm 31: Common random numbers coupling of an exact and an approximate
Markov chain for Bayesian regression with half-t priors.
Input: exact chain current state Ct ≜ (βt, ηt, σ

2
t , ξt) ∈ Rd × Rd

>0 × R>0 × R>0,
approximate chain current state C̃t ≜ (β̃t, η̃t, σ̃

2
t , ξ̃t) ∈ Rd ×Rd

>0 ×R>0 ×R>0
and approximation threshold ε > 0.

1. Sample (ηt+1, η̃t+1)
∣∣ξt, ξ̃t, σ2t , σ̃2t , βt, β̃t component-wise, for each component j

targeting

π(ηt+1,j| . . .) ∝
e−mt,jηt+1,j

η
1−ν
2

t+1,j(1+ νηt+1,j)
ν+1
2

and π(η̃t+1,j| . . .) ∝
e−m̃t,jηt+1,j

η
1−ν
2

t+1,j(1+ νηt+1,j)
ν+1
2

(C.111)

formt,j ≜
(
ξtβ

2
t,j

)
/
(
2σ2t

)
and m̃t,j ≜

(
ξ̃tβ̃

2
t,j

)
/
(
2σ̃2t

)
respectively using common

random numbers. This can be done using the slice sampler of Biswas et al. [2022a].

2. Sample (ξt+1, ξ̃t+1, σ2t+1, σ̃2t+1, βt+1, β̃t+1) given ηt+1 and η̃t+1 as follows:

(a) Sample (ξt+1, ξ̃t+1) via Metropolis-Hastings with step size σMH = 0.8:

Propose log(ξ∗) = log(ξt) + σMHZ∗ and log(ξ̃
∗
) = log(ξ̃t) + σMHZ∗ for

Z∗ ∼ N (0, 1).
Calculate acceptance probabilities

q =
L(y|ξ∗, ηt+1)πξ(ξ∗)
L(y|ξt, ηt+1)πξ(ξt)

ξ∗

ξt
and q̃ =

L(y|̃ξ∗, η̃t+1)πξ(ξ̃∗)
L(y|̃ξt, η̃t+1)πξ(ξ̃t)

ξ̃
∗

ξ̃t
(C.112)

where πξ(·) is the prior density of ξ,M ≜ In + ξ−1
t XDiag(η−1

j,t )X
⊤,

M̃ ≜ In + XDiag((ξ̃
−1
t η̃−1

j,t I{ξ̃−1
maxη̃

−1
j,t >ε})

p
j=1)X⊤ for ξ̃max = max{ξ̃t, ξ̃

∗
},

log(L(y|ξ, η)) = − 1
2
log(|M|)− a0 + n

2
log(b0 + y⊤M−1y) and (C.113)

log(L(y|ξ, η)) = − 1
2
log(|M̃|)− a0 + n

2
log(b0 + y⊤M̃−1y). (C.114)

SampleU∗ ∼ Uniform([0, 1]). Set ξt+1 ≜ ξ∗ ifU∗ ≤ min(1, q), else set
ξt+1 ≜ ξt. Set ξ̃t+1 ≜ ξ̃

∗
ifU∗ ≤ min(1, q̃), else set ξ̃t+1 ≜ ξ̃t.
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Algorithm 2: continued

2. (b) Sample (σ2t+1, σ̃2t+1)
∣∣ξt+1, ξ̃t+1, ηt+1, η̃t+1 using common random numbers,

marginally targeting

σ2t+1|ξt+1, ηt+1 ∼ InvGamma
(a0 + n

2
,
y⊤M−1

ξt+1,ηt+1
y+ b0

2

)
and (C.115)

σ̃2t+1 |̃ξt+1, η̃t+1 ∼ InvGamma
(a0 + n

2
,
y⊤M−1

ξ̃t+1,η̃t+1
y+ b0

2

)
. (C.116)

(c) Sample (βt+1, β̃t+1)|σ
2
t+1, σ̃2t+1, ξt+1, ξ̃t+1, ηt+1, η̃t+1 with common random

numbers and the fast sampling algorithms of Bhattacharya et al. [2016],
marginally targeting

βt+1|σ
2
t+1, ξt+1, ηt+1 ∼ N

(
Σ−1X⊤y, σ2t+1Σ

−1) for Σ = X⊤X+ ξt+1Diag(ηt+1)

(C.117)

β̃t+1|σ̃
2
t+1, ξ̃t+1, η̃t+1 ∼ N

(
Σ̃−1X⊤y, σ̃2t+1Σ̃

−1) for Σ̃ = X⊤X+ ξ̃t+1Diag(η̃t+1)

(C.118)

return Ct+1 ≜ (βt+1, ηt+1, σ
2
t+1, ξt+1) and C̃t+1 ≜ (β̃t+1, η̃t+1, σ̃

2
t+1, ξ̃t+1).
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et al. [2019] have recently developed approximate MCMC methods for this setting. Their approxi-

mate MCMC algorithm, called Skinny Gibbs, is based on matrix approximations of the form

X⊤
AXA + τ−2

1 I X⊤
AXAc

X⊤
AcXA X⊤

AcXAc + τ−2
0 I

 ≈

X⊤
AXA + τ−2

1 I 0

0 ((n− 1) + τ−2
0 )I

 (C.120)

where A = {j : Zj = 1}, XA is an n × |A|matrix corresponding to the active columns j ∈ A of the

design matrix, and XAc is an n× (d− |A|)matrix corresponding to the inactive columns j /∈ A. This

gives an overall computation cost ofO(nmin{d, |A|2}) per iteration.

In Section 3.4.3, we use couplings to assess the quality of the Skinny Gibbs algorithm. The upper

bounds in Figure 3.6 are given by our estimator CUB2 (3.4) with S = 1000,T = 3000, and I = 100

for both themalware and lymphnodeGWASdatasets, where these valueswere chosen based on initial

runs. The lower bounds in Figure 3.6 are estimated using (3.16) based on the same samples from the

coupled chains used to calculate theupper bound estimate. We consider aCRNcouplingbetweenone

marginal chain corresponding to the exact MCMC kernel and another corresponding to the Skinny

Gibbs kernel. The CRN coupled kernel is given in Algorithm 3.

C.6 Additional Algorithms
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Algorithm 3: Common random numbers coupling of an exact and an approximate
Markov chain for Bayesian logistic regression with spike and slab priors.
Input: exact chain current state Ct ≜ (βt, zt, et,wt) ∈ Rd × {0, 1}d × Rn × Rn and
approximate chain current state C̃t ≜ (β̃t, z̃t, ẽt, w̃t) ∈ Rd × {0, 1}d × Rn × Rn.

1. Sample (βt+1, β̃t+1)|zt, et,wt, z̃t, ẽt, w̃t with common random numbers and the fast
sampling algorithms of Bhattacharya et al. [2016], marginally targeting

(βA,t+1, βAc,t+1)|zt, et,wt ∼ N
(
Σ−1(XA XAc)⊤Wy,Σ−1) for Σ =

(
X⊤
A WXA + τ−2

1 I X⊤
A WXAc

X⊤
AcWXA X⊤

AcWXAc + τ−2
0 I

)
,

(C.121)

(β̃Ã,t+1, β̃Ĩ,t+1)|z̃t, ẽt, w̃t ∼ N
(
Σ̃−1

(XA 0)⊤W̃y, Σ̃−1) for Σ̃ =
(
X⊤
Ã
W̃XÃ + τ−2

1 I 0
0 ((n− 1) + τ−2

0 )I

)
(C.122)

whereW = Diag(wt) and W̃ = Diag(w̃t), A = {j : zj,t = 1} and Ã = {j : z̃j,t = 1}
are the index sets of active components, XA and XÃ are matrices corresponding to the
active (or inactive) columns of Xwith columns j ∈ A and j ∈ Ã respectively, βA,t+1

and β̃Ã,t+1 are vectors of active components of βt+1 and β̃t+1 respectively.

2. Sample (zt+1, z̃t+1) given βt+1, β̃t+1, et, ẽt,wt, w̃t with common random numbers
sequentially in order for j = 1, . . ., p such that each zj,t+1 and z̃j,t+1 are Bernoulli
random variables with odds

qN (βj,t+1, 0, τ
2
1 )

(1− q)N (βj,t+1, 0, τ
2
0)

and (C.123)

qN (β̃j,t+1, 0, τ
2
1 )

(1− q)N (β̃j,t+1, 0, τ
2
0)

exp
(
β̃j,t+1X

⊤
j W̃(Y− XCjβCj,t+1) +

1
2
X⊤
j (I− W̃)Xjβ2j,t+1

)
(C.124)

respectively whereN (·; μ,Σ) is the probability density of the normal distribution
with mean μ and variance Σ, Cj ≜ {k : z̃k,t+1 = 1 for k < j or z̃k,t = 1 for k > j} is
the index set of active components in {1, . . ., p}\{j}, XCj is a matrix of the columns
of Xwhich correspond to indices in Cj, and β̃Cj,t+1 is a vector of the components of
β̃t+1 which correspond to indices in Cj.
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Algorithm 3: continued

3. Sample (et+1, ẽt+1)|βt+1, β̃t+1, zt+1, z̃t+1,wt, w̃t with common random numbers
component-wise independently such that for each i = 1, . . ., n

ei,t+1 ∼
{

N (x⊤i βt+1,w
−1
i,t )I[0,∞) if yi = 1

N (x⊤i βt+1,w
−1
i,t )I(−∞,0) if yi = 0 and (C.125)

ẽi,t+1 ∼

{
N (x⊤Ã,iβ̃Ã,t+1, w̃

−1
i,t )I[0,∞) if yi = 1

N (x⊤Ã,iβ̃Ã,t+1, w̃
−1
i,t )I(−∞,0) if yi = 0

(C.126)

where x⊤i and x⊤Ã,i are the i
th row of the X and XÃ respectively.

4. Sample (wt+1, w̃t+1)|βt+1, β̃t+1, zt+1, z̃t+1, et+1, ẽt+1. This can be sampled
component-wise using common random numbers such that for each i = 1, . . ., n,

wi,t+1 ∼ Gamma
(
ν+ 1
2

,
K+ (yi − x⊤i βt+1)

2

2

)
and (C.127)

w̃i,t+1 ∼ Gamma
(
ν+ 1
2

,
K+ (yi − x⊤Ã,iβ̃Ã,t+1)

2

2

)
(C.128)

where ν = 7.3,K ≜ π2(ν− 2)/3 are fixed constants as given in Narisetty et al.
[2019].

return Ct ≜ (βt, zt, et,wt) and Ct ≜ (β̃t, z̃t, ẽt, w̃t).
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Algorithm 4: Common random numbers coupling of two MALA kernels marginally
targetting distributions P andQ respectively
Input: (Xt,Yt), unnormalized densities p and q of P andQ respectively, step sizes σP

and σQ
Sample εCRN ∼ N (0, Id). Calculate proposals

X∗ ≜ Xt +
1
2
σ2P∇ log p(Xt) + σPεCRN and Y∗ ≜ Yt +

1
2
σ2Q∇ log q(Yt) + σQεCRN

SampleUCRN ∼ Uniform([0, 1])
if UCRN ≤ p(X∗)N (X∗;Xt+

1
2 σ

2
P∇ log p(Xt),σ2PId)

p(Xt)N (Xt;X∗+ 1
2 σ

2
P∇ log p(X∗),σ2PId)

, then set Xt+1 = X∗ ; else set Xt+1 = Xt

if UCRN ≤ q(Y∗)N (Y∗;Yt+ 1
2 σ

2
Q∇ log q(Yt),σ2QId)

q(Yt)N (Yt;Y∗+ 1
2 σ

2
Q∇ log q(Y∗),σ2QId)

, then set Yt+1 = Y∗ ; else set Yt+1 = Yt

return (Xt+1,Yt+1)

Algorithm 5: Common random numbers coupling of a MALA kernel and an ULA
kernel marginally targeting distributions P andQ respectively
Input: (Xt,Yt), unnormalized densities p and q of P andQ respectively, step sizes σP

and σQ
Sample εCRN ∼ N (0, Id). Calculate proposals

X∗ ≜ Xt +
1
2
σ2P∇ log p(Xt) + σPεCRN and Y∗ ≜ Yt +

1
2
σ2Q∇ log q(Yt) + σQεCRN.

SampleU ∼ Uniform([0, 1])
if U ≤ p(X∗)N (X∗;Xt+

1
2 σ

2
P∇ log p(Xt),σ2PId)

p(Xt)N (Xt;X∗+ 1
2 σ

2
P∇ log p(X∗),σ2PId)

, then set Xt+1 = X∗ ; else set Xt+1 = Xt

Set Yt+1 = Y∗

return (Xt+1,Yt+1)
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D
Appendices to Chapter 4

D.1 Proofs

Proof of Proposition 4.2.1. Consider Step 1 of Algorithm 8 and Algorithm 9 for probit regression.

Given pre-computedmatricesM̃τ0 ,M̃τ0 ,Mt−1,M−1
t−1 and statezt−1, calculatingMt,M−1

t requires

O(n2pt) cost by (4.3) and (4.4), where pt = min{‖zt‖1, p− ‖zt‖1, δt} for δt = ‖zt − zt−1‖1.

Consider Step 1 ofAlgorithm9 for logistic regression. This requiresO(max{n2pt, n3}) cost, where
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the O(n2pt) cost arises from the calculation of Mt using (D.12) and the O(n3) cost arises from in-

verting Mt to calculate M−1
t .

GivenM−1
t , Step 2 of Algorithms 8 and 9 then requiresO(np) cost, which arises from the matrix

vector product XD
− 1

2
t r for r ∼ N (0, Ip) in Algorithm 7. By component-wise independence, Step

3 of Algorithms 8 and 9 costs O(p) and Step 4 of Algorithm 9 cost O(n). Step 4 of Algorithm 9

and Step 5 of Algorithm 9 for probit regression both cost O(1). Step 5 of Algorithm 9 for logistic

regression both costsO(n).

This gives an overall computational cost ofO(max{n2pt, np}) for Algorithm 8 and Algorithm 9

forprobit regression at iteration t, and a cost ofO(max{n2pt, n3, np}) for 9 for logistic regression.

Proof of Proposition 4.2.2. By linearity, E[δt] =
∑p

j=1 P(zj,t 6= zj,t−1) where for each component j

the random variables zj,t and zj,t−1 are on {0, 1}. For each j, we obtain

P(zj,t 6= zj,t−1) = P(zj,t = 1, zj,t−1 = 0) + P(zj,t = 0, zj,t−1 = 1)

=
(
P(zj,t = 1)− P(zj,t = 1, zj,t−1 = 1)

)
+
(
P(zj,t−1 = 1)− P(zj,t = 1, zj,t−1 = 1)

)
=

(
P(zj,t = 1)− cov(zj,t, zj,t−1)− P(zj,t = 1)P(zj,t−1 = 1)

)
+(

P(zj,t−1 = 1)− cov(zj,t, zj,t−1)− P(zj,t = 1)P(zj,t−1 = 1)
)

= P(zj,t = 1)P(zj,t−1 = 0) + P(zj,t = 0)P(zj,t−1 = 1)− 2cov(zj,t, zj,t−1).

When zj,t−1 follows the stationary π, zj,t ∼ zj,t−1 and var(zj,t) = P(zj,t = 1)P(zj,t−1 = 0). Conse-

quently,

P(zj,t 6= zj,t−1) = 2varπ(zj,t)− 2cov(zj,t, zj,t−1) = 2varπ(zj,t)(1− corrπ(zj,t, zj,t−1)).
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Proof of Proposition 4.2.3. Note that a2 = a if a only takes the value 0 and 1. This gives

I{zj,t 6= zj,t−1} = (zj,t − zj,t−1)
2 = zj,t + zj,t−1 − 2zj,tzj,t−1. (D.1)

Let J be the uniform random variable on the integers {1, . . . , p}. Then,

δt = p
(
EJ(zJ,t) + EJ(zJ,t−1)− 2EJ(zJ,tzJ,t−1)

)
, (D.2)

where the expectation is taken with respect to the random index J. Note that EJ(zJ,t) = ‖zt‖1/p and

VarJ(zJ,t) = (‖zt‖1/p)(1− ‖zt‖1/p) = τ2t /p2. We obtain

EJ(zJ,tzJ,t−1) = CovJ(zJ,t, zJ,t−1) + EJ(zJ,t)EJ(zJ,t−1) =
ρtτtτt−1 + ‖zt‖1‖zt−1‖1

p2
, (D.3)

where ρt = corrJ(zJ,t, zJ,t−1). Combining (D.2)-(D.3) yields (4.7).

D.2 AlgorithmDerivations

D.2.1 Linear regressionwith spike-and-slab priors

For linear regressionwith the continuous spike-and-slabpriors in (4.1), theposterior density of (, z, σ2) ∈

Rp × {0, 1}p × (0,∞) is given by

π(, z, σ2|y) ∝N (y;X, σ2)InvGamma
(
σ2;

a0
2
,
b0
2

)
(D.4)

p∏
j=1

(
qN (βj; 0, σ

2τ21 )
)zj((1− q)N (βj; 0, σ

2τ20)
)1−zj . (D.5)
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From (D.4), we can calculate the conditional distributions. We have

π(|z, σ2,y) ∝ N (y;X, σ2In)
p∏

j=1
N (βj; 0, σ

2τ21 )zjN (βj; 0, σ
2τ20)1−zj

∝ N (y;X, σ2In)N (; 0, σ2D−1) for D ≜ Diag(zτ−2
1 + (1p − z)τ−2

0 )

∝ exp
{
− 1
2σ2In

(⊤X⊤X − 2⊤X⊤y + ⊤D
)}

∝ N (;−1X⊤y, σ2−1) for = X⊤X + D,

π(z|, σ2,y) ∝
p∏

j=1

(
qN (βj; 0, σ

2τ21 )
)zj((1− q)N (βj; 0, σ

2τ20)
)1−zj

∝
p∏

j=1
Bern

(
zi;

qN (βj; 0, σ
2τ21 )

qN (βj; 0, σ2τ
2
1 ) + (1− q)N (βj; 0, σ2τ

2
0)

)
, and

π(σ2|, z,y) ∝ N (y;X, σ2)InvGamma
(
σ2;

a0
2
,
b0
2

)
N (; 0, σ2D−1)

∝
( 1
σ2
) n

2 exp
{
− 1
2σ2

‖y − X‖22
}( 1

σ2
) a0

2 exp
{
− 1
2σ2

b0
}( 1

σ2
) p

2 exp
{
− 1
2σ2

⊤D

}
∝ InvGamma

(
σ2;

a0 + n+ p
2

,
b0 + ‖y − X‖22 + ⊤D

2

)

as given in Algorithm 8.

D.2.2 Probit regressionwith spike-and-slab priors

Consider the probit regression likelihood, where for each observation i = 1, . . ., n, P(yi = 1|xi, ) =

1 − P(yi = 0|xi, ) = Φ(xi
⊤) for xi

⊤ the i-th row of the design matrix X . and Φ that cu-

mulative density function of a univariate Normal distribution. We obtain yi = I{ỹi > 0} for
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ỹi| ∼ N (xi
⊤, 1). The Bayesian probit regression model is then given by

zj
i.i.d.∼ Bern(q) for all j = 1, . . ., p

βj|zj
ind∼ (1− zj)N (0, τ20) + zjN (0, τ21 ) for all j = 1, . . ., p (D.6)

ỹi|
ind∼ N (xi

⊤, 1) for all i = 1, . . ., n

yi = I{ỹi > 0} for all i = 1, . . ., n.

For the prior and likelihood in (D.6), the posterior density of (, z, ỹ) ∈ Rp × {0, 1}p × Rp is given

by

π(, z, ỹ|y) ∝
( n∏

i=1
I
{
I{ỹi > 0} = yi

}
N (ỹi;xi

⊤, 1)
)

p∏
j=1

(
qN (βj; 0, τ

2
1 )
)zj((1− q)N (βj; 0, τ

2
0)
)1−zj . (D.7)

From (D.7), we can calculate the conditional distributions. We obtain

π(|z, ỹ,y) ∝ N (ỹ;X, In)N (; 0,D−1) for D ≜ Diag(zτ−2
1 + (1p − z)τ−2

0 )

∝ N (;−1X⊤ỹ,−1) for = X⊤X + D,

π(z|, ỹ,y) ∝
p∏

j=1
Bern

(
zi;

qN (βj; 0, τ
2
1 )

qN (βj; 0, τ
2
1 ) + (1− q)N (βj; 0, τ

2
0)

)
, and

π(ỹ|, z,y) ∝
n∏
i=1

N (ỹi;xi
⊤, 1)I

{
I{ỹi > 0} = yi

}
.

as required for probit regression in Algorithm 9.
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D.2.3 Logistic regressionwith spike-and-slab priors

We first describe the Bayesian logistic regression model considered. Consider the logistic regression

likelihood, where for each observation i = 1, . . ., n, P(yi = 1|xi, ) = 1 − P(yi = 0|xi, ) =

exp(xi
⊤)

1+exp(xi
⊤)

for xi
⊤ the i-th row of the design matrix X . We obtain yi = I{ỹi > 0} where ỹi

ind∼

Logistic(xi
⊤, 1), corresponding to the logistic distribution centered about xi

⊤ and scale parameter

1.

Student’s t-distributionbasedapproximationofthelogisticregressionlike-

lihood.

FollowingO’Brien andDunson [2004] andNarisetty et al. [2019],we can approximateLogistic(xi
⊤, 1)

with xi
⊤ + wtν, where tν denotes a t-distribution with ν degrees of freedom and w is a multiplicative

factor. The constants ν ≜ 7.3 and w2 ≜ π2(ν−2)
3ν are chosen following O’Brien and Dunson [2004],

in order to match the variance of the logistic distribution and to minimize the integrated squared

distance between the respective densities. The Gaussian scale representation of this t-distribution is

ỹi|xi, , σ̃i ∼ N (xi
⊤, σ̃2i ), σ̃2i ∼ InvGamma

( v
2
,
w2v
2

)
, (D.8)

where each σ̃2i is an augmented variable. The Bayesian logistic regression model is then given by

zj
i.i.d.∼ Bern(q) for all j = 1, . . ., p

βj|zj
ind∼ (1− zj)N (0, τ20) + zjN (0, τ21 ) for all j = 1, . . ., p (D.9)

σ̃2i
i.i.d.∼ InvGamma(

ν
2
,
w2ν
2

)

ỹi|, σ̃2i
ind∼ N (xi

⊤, σ̃2i ) for all i = 1, . . ., n

yi = I{ỹi > 0} for all i = 1, . . ., n.
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Let 2̃ denote the vector with entries σ̃2i for i = 1, . . ., n. For the prior and likelihood in (D.9), the

posterior density of (, z, ỹ,̃ 2) onRp × {0, 1}p × Rp × (0,∞)n is given by

π(, z, ỹ,̃ 2|y) ∝
p∏

j=1

(
qN (βj; 0, τ

2
1 )
)zj((1− q)N (βj; 0, τ

2
0)
)1−zj

n∏
i=1

I
{
I{ỹi > 0} = yi

}
N (ỹi;xi

⊤, σ̃2i )InvGamma
(
σ̃2i ;

ν
2
,
w2ν
2

)
. (D.10)

From (D.10), we can calculate the conditional distributions. Let W = Diag(̃2). We obtain

π(|z, ỹ,̃ 2,y) ∝ N (ỹ;X,W )N (; 0,D−1) for D ≜ Diag(zτ−2
1 + (1p − z)τ−2

0 )

∝ N (;−1X⊤W−1ỹ,−1) for = X⊤W−1X + D,

π(z|, ỹ,̃ 2,y) ∝
p∏

j=1
Bern

(
zi;

qN (βj; 0, τ
2
1 )

qN (βj; 0, τ
2
1 ) + (1− q)N (βj; 0, τ

2
0)

)
,

π(ỹ|, z ,̃ 2,y) ∝
n∏
i=1

N (ỹi;xi
⊤, σ̃2i )I

{
I{ỹi > 0} = yi

}
, and

π(̃2|, z, ỹ,y) ∝
n∏
i=1

N (ỹi;xi
⊤, σ̃2i )InvGamma

(
σ̃2i ;

ν
2
,
w2ν
2

)
∝

n∏
i=1

InvGamma
(
σ̃2i ;

ν+ 1
2

,
w2ν+ (ỹi − xi

⊤)2

2

)
.

as required for logistic regression in Algorithm 9.

A scalable Gibbs sampler for logistic regression. The computational bottleneck of ex-

isting Gibbs samplers for logistic regression is linked to sampling from the full conditional of ∈ Rp.

This is given by

t+1|zt ,̃
2
t ∼ N

(−1
t X⊤W−1

t ỹ,−1
t
)

for t = X⊤W−1
t X + Dt, (D.11)
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Algorithm 6:AnΩ(n2p) sampler of (D.11) [Bhattacharya et al., 2016]
Sample r ∼ N (0, Ip), ∼ N (0, In).
Set u = D

− 1
2

t r and calculate v = W
−1/2
t Xu + .

Set v∗ = M−1
t (W

−1/2
t ỹ − v) for Mt = In + W

−1/2
t XD−1

t X⊤W
−1/2
t .

Return = u + D−1
t X⊤W

−1/2
t v∗.

where t indexes the iteration of the Markov chain, Wt is the diagonal matrix with the vector 2̃
t pop-

ulating its diagonal elements, and Dt is the diagonal matrix with the vector ztτ−2
1 + (1p − zt)τ−2

0

populating its diagonal elements. To sample from (D.11), we can use the Ω(n2p) sampler of Bhat-

tacharya et al. [2016], which is given in Algorithm 6.

Following the strategy in Section 4.2.2, S3 for logistic regression uses pre-computation to reduce

the computational cost of Algorithm 6. Using the notation from Section 4.2.2 with Mt ≜ In +

W
−1/2
t XD−1

t X⊤W
−1/2
t , we note

Mt = In + W
−1/2
t

(
M̃τ0 − In + (τ21 − τ20)XAc

tX
T
Ac
t

)
W

−1/2
t (D.12a)

= In + W
−1/2
t

(
M̃τ1 − In + (τ20 − τ21 )XAc

tX
T
Ac
t

)
W

−1/2
t (D.12b)

= In + W
−1/2
t

(
W

1/2
t−1 (Mt−1 − In)W

1/2
t−1 + XΔtCΔtX

T
Δt

)
W

−1/2
t . (D.12c)

In (D.12a) – (D.12c), calculating the matrix products XAtX
⊤
At
, XAc

tX
⊤
Ac
t
, and XΔtCΔtX

⊤
Δt
requires

O(n2‖zt‖1),O(n2(p−‖zt‖1)), andO(n2δt) cost respectively. GivenM̃τ0 ,M̃τ1 ,Mt−1, andzt−1, we

evaluate whichevermatrix product in (D.12a) – (D.12c) hasminimal computational cost and thereby

calculate Mt at the reduced cost of O(n2pt) where pt ≜ min{‖zt‖1, p − ‖zt‖1, δt}. To calculate

M−1
t , we calculate M−1

t by directly inverting the calculated matrix Mt, which requiresO(n3) cost.

Overall, this strategy reduces the computational cost of calculating the matrices Mt and M−1
t from

Ω(n2p) toO(max{n2pt, n3}).
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Extensions to Scalable Spike-and-Slab for logistic regression. Suppose the matrices

X⊤X is pre-computed. This initial step requires O(np2) computational cost and O(p2) memory.

Then the matrices X⊤
At

XAt and X⊤
Ac
t
XAc

t in (D.12a) – (D.12b) correspond to pre-computed sub-

matrices ofX⊤X , and calculatingMt using (D.12a) – (D.12b) each iteration t involves matrix addi-

tion and diagonal matrix multiplication which only requiresO(n2) cost. To sample from (D.11), we

calculateM−1
t by directly inverting the calculated matrixMt from (4.3), which requiresO(n3) cost.

Overall, now the Gibbs samplers for logistic regression requiresO(max{n3, np}) computational cost

at iteration t, which is an improvement compared to S3.

D.3 Experiment Details

Figure 4.3 of Section 4.3. In Figure 4.3, we use the same prior hyperparameters for all the algo-

rithms. Following Narisetty et al. [2019], we choose τ20 = 1
n , τ

2
1 = max{ p2.1

100n , 1} and q = P(zj = 1)

such that P(
∑p

j=1 I{zj = 1} > K) = 0.1 for K = max{10, log n}. The true positive rate (TPR)

and the false discovery rate (FDR) correspond to the proportion of non-zero and zero components

of β∗j that are correctly selected respectively. They are calculated as 1
s
∑s

j=1 I{Pπ(zj = 1) > 0.5}

and 1
p−s

∑p
j=s+1 I{Pπ(zj = 1) > 0.5} respectively, where the marginal posterior probabilities πj ≜

Pπ(zj = 1) are estimated by π̂j ≜ 1
4000

∑5000
t=1001 zj,t for sample points (zt)t≥0 generated using S3 or

Skinny Gibbs. The lines in Figure 4.3 correspond to the average TPR and FDR across 20 indepen-

dently generated datasets, and the grey bands correspond to one standard error of the averages.

D.4 Dataset Details

Synthetic continuous response dataset in Section 4.2.3. In Figure 4.1, synthetic linear

regression datasets are considered. For number of observations n and number of covariates p, we gen-

erate a design matrix X ∈ Rn×p such that each [X]i,j
i.i.d.∼ N (0, 1) for all 1 ≤ i ≤ n and 1 ≤ j ≤ p,
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which is then scaled to ensure each column has a mean of 0 and a standard error of 1. We choose the

true signal ∗ ∈ Rp such that ∗j = 2I{j ≤ s}, where s is the sparsity parameter corresponding to the

number of non-zero components. Given X and ∗, we generate y = X∗ + σ∗ for ∼ N (0, In),

where σ∗ = 2 is the Gaussian noise standard deviation.

Synthetic binary responsedataset in Section 4.3. In Figures 4.2 and 4.3, synthetic binary

classification datasets are considered. For number of observations n and number of covariates p, we

generate a design matrix X ∈ Rn×p such that each [X]i,j
i.i.d.∼ N (0, 1) for all 1 ≤ i ≤ n and

1 ≤ j ≤ p, which is then scaled to ensure each column has a mean of 0 and a standard error of 1.

We choose the true signal ∗ ∈ Rp such that ∗
j = 2

9−j
4 I{j ≤ s}, where s is the sparsity parameter

corresponding to the number of non-zero components. GivenX and ∗, we generate yi = I{ỹi > 0}

for ỹi ∼ Logistic(xi
⊤∗, 1) for i = 1.. ., n, where xi

⊤ is the i-th row of X and Logistic(xi
⊤∗, 1) is

the Logistic distribution with mean xi
⊤∗ and scale parameter 1.

Datasets in Section 4.4. TheMalware detection dataset from theUCImachine learning repos-

itory [Dua and Graff, 2017] has n = 373 observations with binary responses and p = 503 covariates,

and is publicly available on www.kaggle.com/piyushrumao/malware-executable-detection.

TheBorovecki, Chowdary,Chin andGordondatasets are all high-dimensionalmicroarray datasets.

They are publicly available on the datamicroarray package in R. The Borovecki dataset has n = 31

observations with binary responses and p = 22283 covariates. The Chowdary dataset has n = 104

observationswith binary responses and p = 22283 covariates. TheChin dataset has n = 118 observa-

tions with binary responses and p = 22215 covariates. The Gordon dataset has n = 181 observations

with binary responses and p = 12533 covariates.

The PCRGWAS dataset has n = 60 observations with continuous responses and p = 22575 co-

variates, and is publicly available on www.ncbi.nlm.nih.gov/geo (accession numberGSE3330). The
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Lymph Node GWAS dataset has n = 148 observations with binary responses and p = 4514 covari-

ates, and has been previously considered [Hans et al., 2007, Liang et al., 2013, Narisetty et al., 2019].

The Maize GWAS dataset has n = 2266 observations with continuous responses and p = 98385

covariates, and has been previously considered [Romay et al., 2013, Liu et al., 2016b, Zeng and Zhou,

2017]. The LymphNode GWAS and the Maize GWAS datasets are not publicly available.

The synthetic continuous dataset has n = 1000 observations and p = 50000 covariates. The

design matrix X is generates such that each [X]i,j
i.i.d.∼ N (0, 1) for all 1 ≤ i ≤ n and 1 ≤ j ≤ p,

which is then scaled to ensure each column has a mean of 0 and a standard error of 1. The true signal

∗ ∈ Rp is chosen such that β∗j = 2
9−j
4 I{j ≤ s}, where s is the sparsity parameter corresponding to

the number of non-zero components. Given X and ∗, we generate y = X∗ + σ∗ for ∼ N (0, In),

where σ∗ = 2 is the Gaussian noise standard deviation. The synthetic binary classification dataset is

generated as in Section 4.3, with n = 1000 observations and p = 50000 covariates.

226



227



References

M. Abramowitz and I. A. Stegun. Handbook of Mathematical Functions with Formulas, Graphs,
andMathematical Tables. Dover, New York, 9th dover printing, 10th gpo printing edition, 1964.

S. Agapiou, O. Papaspiliopoulos, D. Sanz-Alonso, and A. M. Stuart. Importance sampling: In-
trinsic dimension and computational cost. Statistical Science, 32(3):405–431, 08 2017. doi:
10.1214/17-STS611. URL https://doi.org/10.1214/17-STS611.

J. H. Albert and S. Chib. Bayesian Analysis of Binary and Polychotomous Response Data. J.
Am. Stat. Assoc., 88(422):669–679, 1993. ISSN 01621459. URL http://www.jstor.org/stable/

2290350.

J. Altschuler, J. Weed, and P. Rigollet. Near-Linear Time Approximation Algorithms for Optimal
Transport via Sinkhorn Iteration. NeurIPS, page 1961–1971, 2017. ISBN 9781510860964.

C. Andrieu, A. Doucet, and R. Holenstein. Particle Markov chain Monte Carlo methods. Journal
of the Royal Statistical Society: Series B (StatisticalMethodology), 72(3):269–342, 2010.

C. Andrieu, A. Lee, and M. Vihola. Uniform ergodicity of the iterated conditional SMC and geo-
metric ergodicity of particle Gibbs samplers. Bernoulli, 24(2):842–872, 2018.

Y. F. Atchadé. Approximate spectral gaps for Markov chains mixing times in high dimensions.
arXiv:1903.11745, 2019.

R. Bai, V. Ročková, and E. I. George. Spike-and-slab meets LASSO: A review of the spike-and-slab
LASSO. Handbook of Bayesian Variable Selection, 2021.

M. M. Barbieri and J. O. Berger. Optimal predictive model selection. The Annals of Statistics,
32(3):870 – 897, 2004. doi: 10.1214/009053604000000238. URL https://doi.org/10.1214/
009053604000000238.

M. M. Barbieri, J. O. Berger, E. I. George, and V. Ročková. The Median Probability Model and
Correlated Variables. Bayesian Analysis, 16(4):1085 – 1112, 2021. doi: 10.1214/20-BA1249. URL
https://doi.org/10.1214/20-BA1249.

R. Bardenet, A. Doucet, and C. Holmes. On Markov Chain Monte Carlo Methods for Tall Data.
J. Mach. Learn. Res., 18(1):1515–1557, 2017. ISSN 1532-4435.

228

https://doi.org/10.1214/17-STS611
http://www.jstor.org/stable/2290350
http://www.jstor.org/stable/2290350
https://doi.org/10.1214/009053604000000238
https://doi.org/10.1214/009053604000000238
https://doi.org/10.1214/20-BA1249


J. Bérard, P. Del Moral, and A. Doucet. A lognormal central limit theorem for particle approxima-
tions of normalizing constants. Electronic Journal of Probability, 19, 2014.

A. Beskos andG.O.Roberts. One-shot CFTP; application to a class of truncated gaussian densities.
Methodology and Computing in Applied Probability, 7(4):407, 2005.

A. Bhadra, J. Datta, N. G. Polson, and B. Willard. Lasso meets horseshoe: A survey. Statist. Sci., 34
(3):405–427, 2019.

A. Bhattacharya and J. E. Johndrow. Sampling Local-Scale Parameters in High-Dimensional Re-
gression Models, volume 1, pages 1–14. Wiley StatsRef: Statistics Reference Online, 2021. doi:
https://doi.org/10.1002/9781118445112.stat08292. URL https://onlinelibrary.wiley.com/

doi/abs/10.1002/9781118445112.stat08292.

A. Bhattacharya, D. Pati, N. S. Pillai, and D. B. Dunson. Dirichlet–Laplace Priors for Optimal
Shrinkage. J. Am. Stat. Assoc., 110(512):1479–1490, 2015. doi: 10.1080/01621459.2014.960967.
URL https://doi.org/10.1080/01621459.2014.960967. PMID: 27019543.

A. Bhattacharya, A. Chakraborty, and B. K. Mallick. Fast sampling with Gaussian scale mixture
priors in high-dimensional regression. Biometrika, 103(4):985–991, 2016. ISSN 0006-3444. doi:
10.1093/biomet/asw042. URL https://doi.org/10.1093/biomet/asw042.

S. Bhattacharya, K.Khare, and S. Pal. Geometric ergodicity ofGibbs samplers for theHorseshoe and
its regularized variants. Electronic Journal of Statistics, 16(1):1 – 57, 2022. doi: 10.1214/21-EJS1932.
URL https://doi.org/10.1214/21-EJS1932.

J. Bierkens, P. Fearnhead, and G. Roberts. The zig-zag process and super-efficient sampling for
bayesian analysis of big data. Ann. Statist., 47(3):1288–1320, 2019. doi: 10.1214/18-AOS1715.
URL https://doi.org/10.1214/18-AOS1715.

N.Biswas andL.Mackey. BoundingWassersteindistancewith couplings.Revision requested, Journal
of the American Statistical Association (Theory andMethods). arXiv:2112.03152v2, 2021.

N. Biswas, P. E. Jacob, and P. Vanetti. Estimating convergence of markov chains with
l-lag couplings. In H. Wallach, H. Larochelle, A. Beygelzimer, F. d'Alché-Buc, E. Fox,
and R. Garnett, editors, Advances in Neural Information Processing Systems, volume 32.
Curran Associates, Inc., 2019. URL https://proceedings.neurips.cc/paper/2019/file/
aec851e565646f6835e915293381e20a-Paper.pdf.

N. Biswas, A. Bhattacharya, P. E. Jacob, and J. E. Johndrow. Coupling-based convergence assessment
of some Gibbs samplers for high-dimensional Bayesian regression with shrinkage priors. Journal of
the Royal Statistical Society: Series B (StatisticalMethodology), 2022a. doi: 10.1111/rssb.12495. URL
https://doi.org/10.1111/rssb.12495.

229

https://onlinelibrary.wiley.com/doi/abs/10.1002/9781118445112.stat08292
https://onlinelibrary.wiley.com/doi/abs/10.1002/9781118445112.stat08292
https://doi.org/10.1080/01621459.2014.960967
https://doi.org/10.1093/biomet/asw042
https://doi.org/10.1214/21-EJS1932
https://doi.org/10.1214/18-AOS1715
https://proceedings.neurips.cc/paper/2019/file/aec851e565646f6835e915293381e20a-Paper.pdf
https://proceedings.neurips.cc/paper/2019/file/aec851e565646f6835e915293381e20a-Paper.pdf
https://doi.org/10.1111/rssb.12495


N. Biswas, L. Mackey, and X.-L. Meng. Scalable Spike-and-Slab. Revision requested, International
Conference onMachine Learning. arXiv:2204.01668v1, 2022b.

D. M. Blei, A. Kucukelbir, and J. D. McAuliffe. Variational Inference: A Review for Statisticians.
J. Am. Stat. Assoc., 112(518):859–877, 2017. doi: 10.1080/01621459.2017.1285773. URL https:

//doi.org/10.1080/01621459.2017.1285773.

N. Bou-Rabee and A. Eberle. Two-scale coupling for preconditioned hamiltonian monte carlo
in infinite dimensions. Stochastics and Partial Differential Equations: Analysis and Computa-
tions, 9(1):207–242, 2021. doi: 10.1007/s40072-020-00175-6. URL https://doi.org/10.1007/
s40072-020-00175-6.

N. Bou-Rabee and M. Hairer. Nonasymptotic mixing of the MALA algorithm. IMA Journal of
Numerical Analysis, 33(1):80–110, 2012. ISSN 0272-4979. doi: 10.1093/imanum/drs003. URL
https://doi.org/10.1093/imanum/drs003.

N. Bou-Rabee and J. M. Sanz-Serna. Geometric integrators and the Hamiltonian Monte Carlo
method. Acta Numerica, 27:113–206, 2018. doi: 10.1017/S0962492917000101.

N. Bou-Rabee, A. Eberle, andR. Zimmer. Coupling and convergence for hamiltonianmonte carlo.
Ann. Appl. Probab., 30(3):1209–1250, 2020. doi: 10.1214/19-AAP1528. URL https://doi.org/

10.1214/19-AAP1528.

S. Brooks, A. Gelman, G. Jones, and X.-L. Meng. Handbook ofMarkov ChainMonte Carlo. CRC
Press, 2011.

S. P. Brooks andA.Gelman. GeneralMethods forMonitoringConvergence of Iterative Simulations.
J. Comput. Graph. Stat., 7(4):434–455, 1998. doi: 10.1080/10618600.1998.10474787. URL https:

//www.tandfonline.com/doi/abs/10.1080/10618600.1998.10474787.

S. P. Brooks and G. O. Roberts. Assessing convergence of Markov chain Monte Carlo algorithms.
Statistics and Computing, 8(4):319–335, 1998.

P. Bühlmann, M. Kalisch, and L. Meier. High-Dimensional Statistics with a View
Toward Applications in Biology. Annu. Rev. Stat. Appl., 1(1):255–278, 2014.
doi: 10.1146/annurev-statistics-022513-115545. URL https://doi.org/10.1146/
annurev-statistics-022513-115545.

B. Carpenter, A. Gelman, M. D. Hoffman, D. Lee, B. Goodrich, M. Betancourt, M. Brubaker,
J. Guo, P. Li, and A. Riddell. Stan : A probabilistic programming language. Journal of Statisti-
cal Software, 76(1), 1 2017. ISSN 1548-7660. doi: 10.18637/jss.v076.i01.

C. M. Carvalho, N. G. Polson, and J. G. Scott. Handling Sparsity via the Horseshoe. AISTATS,
pages 73–80, 2009. URL http://proceedings.mlr.press/v5/carvalho09a.html.

230

https://doi.org/10.1080/01621459.2017.1285773
https://doi.org/10.1080/01621459.2017.1285773
https://doi.org/10.1007/s40072-020-00175-6
https://doi.org/10.1007/s40072-020-00175-6
https://doi.org/10.1093/imanum/drs003
https://doi.org/10.1214/19-AAP1528
https://doi.org/10.1214/19-AAP1528
https://www.tandfonline.com/doi/abs/10.1080/10618600.1998.10474787
https://www.tandfonline.com/doi/abs/10.1080/10618600.1998.10474787
https://doi.org/10.1146/annurev-statistics-022513-115545
https://doi.org/10.1146/annurev-statistics-022513-115545
http://proceedings.mlr.press/v5/carvalho09a.html


C. M. Carvalho, N. G. Polson, and J. G. Scott. n. Biometrika, 97(2):465–480, 2010. ISSN
00063444. URL http://www.jstor.org/stable/25734098.

I. Castillo and A. van der Vaart. Needles and Straw in aHaystack: Posterior concentration for possi-
bly sparse sequences. The Annals of Statistics, 40(4):2069 – 2101, 2012. doi: 10.1214/12-AOS1029.
URL https://doi.org/10.1214/12-AOS1029.

I. Castillo, J. Schmidt-Hieber, and A. van der Vaart. Bayesian linear regression with sparse priors.
Ann. Statist., 43(5):1986–2018, 2015. doi: 10.1214/15-AOS1334. URL https://doi.org/10.
1214/15-AOS1334.

S. Chatterjee and P. Diaconis. The sample size required in importance sampling. Annals of Applied
Probability, 28(2):1099–1135, 04 2018. doi: 10.1214/17-AAP1326. URL https://doi.org/10.
1214/17-AAP1326.

N. Chopin and J. Ridgway. Leave Pima Indians Alone: Binary Regression as a Benchmark for
Bayesian Computation. Statist. Sci., 32(1):64 – 87, 2017. doi: 10.1214/16-STS581. URL https:

//doi.org/10.1214/16-STS581.

N. Chopin and S. S. Singh. On particle Gibbs sampling. Bernoulli, 21(3):1855–1883, 2015.

K. Chwialkowski, H. Strathmann, and A. Gretton. A Kernel Test of Goodness of Fit. ICML, page
2606–2615, 2016.

A. Collevecchio, E. M. Elçi, T. M. Garoni, and M. Weigel. On the coupling time of the heat-bath
process for the Fortuin–Kasteleyn random–cluster model. Journal of Statistical Physics, 170(1):22–
61, 2018.

J.N.Corcoran andR. L. Tweedie. Perfect sampling from independentMetropolis–Hastings chains.
Journal of Statistical Planning and Inference, 104(2):297–314, 2002. doi: 10.1016/S0378-3758(01)
00243-9.

M. K. Cowles and J. S. Rosenthal. A simulation approach to convergence rates for Markov chain
Monte Carlo algorithms. Statistics and Computing, 8(2):115–124, 1998.

M. Cuturi. Sinkhorn Distances: Lightspeed Computation of Optimal Transport. NeurIPS,
pages 2292–2300, 2013. URL https://proceedings.neurips.cc/paper/2013/file/
af21d0c97db2e27e13572cbf59eb343d-Paper.pdf.

A. S. Dalalyan. Theoretical guarantees for approximate sampling from smooth and log-concave
densities. J. R. Stat. Soc. Ser. B Methodol., 79(3):651–676, 2017. doi: https://doi.org/10.1111/rssb.
12183. URL https://rss.onlinelibrary.wiley.com/doi/abs/10.1111/rssb.12183.

A. S. Dalalyan and A. Karagulyan. User-friendly guarantees for the Langevin Monte Carlo with
inaccurate gradient. Stochastic Processes and their Applications, 2019.

231

http://www.jstor.org/stable/25734098
https://doi.org/10.1214/12-AOS1029
https://doi.org/10.1214/15-AOS1334
https://doi.org/10.1214/15-AOS1334
https://doi.org/10.1214/17-AAP1326
https://doi.org/10.1214/17-AAP1326
https://doi.org/10.1214/16-STS581
https://doi.org/10.1214/16-STS581
https://proceedings.neurips.cc/paper/2013/file/af21d0c97db2e27e13572cbf59eb343d-Paper.pdf
https://proceedings.neurips.cc/paper/2013/file/af21d0c97db2e27e13572cbf59eb343d-Paper.pdf
https://rss.onlinelibrary.wiley.com/doi/abs/10.1111/rssb.12183


P. Del Moral. Feynman-Kac Formulae. Springer New York, 2004.

P. Del Moral, A. Doucet, and A. Jasra. Sequential Monte Carlo samplers. Journal of the Royal Sta-
tistical Society: Series B (Statistical Methodology), 68(3):411–436, 2006. doi: 10.1111/j.1467-9868.
2006.00553.x. URL https://rss.onlinelibrary.wiley.com/doi/abs/10.1111/j.1467-9868.
2006.00553.x.

P. Diaconis, K. Khare, and L. Saloff-Coste. Gibbs Sampling, Exponential Families and Orthogonal
Polynomials. Statistical Science, 23(2):151 – 178, 2008. doi: 10.1214/07-STS252. URL https:

//doi.org/10.1214/07-STS252.

P.Diaconis, K.Khare, andL. Saloff-Coste. Gibbs sampling, conjugate priors and coupling. Sankhyā:
The Indian Journal of Statistics, Series A (2008-), 72(1):136–169, 2010. ISSN0976836X, 09768378.
URL http://www.jstor.org/stable/41941459.

M. Dobson, Y. Li, and J. Zhai. Using Coupling Methods to Estimate Sample Quality of Stochastic
Differential Equations. SIAM-ASA J. Uncertain., 9(1):135–162, 2021. doi: 10.1137/20M1312009.
URL https://doi.org/10.1137/20M1312009.

D. Dua and C. Graff. UCI machine learning repository, 2017. URL http://archive.ics.uci.

edu/ml.

A. Durmus and E. Moulines. High-dimensional bayesian inference via the unadjusted langevin al-
gorithm. Bernoulli, 25(4A):2854–2882, 2019. doi: 10.3150/18-BEJ1073. URL https://doi.org/

10.3150/18-BEJ1073.

A.Durmus, G. Fort, andÉ.Moulines. Subgeometric rates of convergence inWasserstein distance for
Markov chains. Annales de l’Institut Henri Poincaré, Probabilités et Statistiques, 52(4):1799–1822,
2016.

A. Durmus, A. Eberle, A. Enfroy, A. Guillin, and P.Monmarché. Discrete sticky couplings of func-
tional autoregressive processes. arXiv:2104.06771, 2021.

R. Durrett. Probability: Theory and Examples. Cambridge Series in Statistical and Probabilistic
Mathematics. Cambridge University Press, 5 edition, 2019. doi: 10.1017/9781108591034.

R. Dwivedi, Y. Chen, M. J. Wainwright, and B. Yu. Log-concave sampling: Metropolis-hastings
algorithms are fast. J. Mach. Learn. Res., 20(183):1–42, 2019. URL http://jmlr.org/papers/

v20/19-306.html.

A. Eberle. Error bounds for metropolis–hastings algorithms applied to perturbations of gaussian
measures in high dimensions. Ann. Appl. Probab., 24(1):337–377, 2014. doi: 10.1214/13-AAP926.
URL https://doi.org/10.1214/13-AAP926.

232

https://rss.onlinelibrary.wiley.com/doi/abs/10.1111/j.1467-9868.2006.00553.x
https://rss.onlinelibrary.wiley.com/doi/abs/10.1111/j.1467-9868.2006.00553.x
https://doi.org/10.1214/07-STS252
https://doi.org/10.1214/07-STS252
http://www.jstor.org/stable/41941459
https://doi.org/10.1137/20M1312009
http://archive.ics.uci.edu/ml
http://archive.ics.uci.edu/ml
https://doi.org/10.3150/18-BEJ1073
https://doi.org/10.3150/18-BEJ1073
http://jmlr.org/papers/v20/19-306.html
http://jmlr.org/papers/v20/19-306.html
https://doi.org/10.1214/13-AAP926


A. Eberle. Reflection couplings and contraction rates for diffusions. Probab. Theory Relat. Fields,
166(3):851–886, 2016. doi: 10.1007/s00440-015-0673-1. URL https://doi.org/10.1007/
s00440-015-0673-1.

J. H. Friedman, T. Hastie, and R. Tibshirani. Regularization paths for generalized linear models
via coordinate descent. Journal of Statistical Software, Articles, 33(1):1–22, 2010. ISSN 1548-7660.
doi: 10.18637/jss.v033.i01. URL https://www.jstatsoft.org/v033/i01.

T. Ge, C.-Y. Chen, Y. Ni, Y.-C. A. Feng, and J. W. Smoller. Polygenic prediction via bayesian
regression and continuous shrinkage priors. Nature Communications, 10(1):1776, 2019. doi:
10.1038/s41467-019-09718-5. URL https://doi.org/10.1038/s41467-019-09718-5.

M. Gelbrich. On a Formula for the L2 Wasserstein Metric between Measures on Euclidean and
Hilbert Spaces. Math. Nachr., 147(1):185–203, 1990. doi: https://doi.org/10.1002/mana.
19901470121. URL https://onlinelibrary.wiley.com/doi/abs/10.1002/mana.19901470121.

A. Gelman. Prior distributions for variance parameters in hierarchical models (comment on article
by browne and draper). Bayesian Anal., 1(3):515–534, 2006. doi: 10.1214/06-BA117A. URL
https://doi.org/10.1214/06-BA117A.

A. Gelman and D. B. Rubin. Inference from iterative simulation using multiple sequences. Statist.
Sci., 7(4):457–472, 1992. doi: 10.1214/ss/1177011136. URL https://doi.org/10.1214/ss/
1177011136.

E. I. George and R. E. McCulloch. Variable Selection via Gibbs Sampling. J. Am. Stat. Assoc., 88
(423):881–889, 1993. doi: 10.1080/01621459.1993.10476353. URL https://www.tandfonline.

com/doi/abs/10.1080/01621459.1993.10476353.

E. I. George and R. E. McCulloch. Approaches for Bayesian Variable Selection. Statistica Sinica, 7
(2):339–373, 1997. ISSN 10170405, 19968507. URL http://www.jstor.org/stable/24306083.

J. Geweke. Evaluating the accuracy of sampling-based approaches to the calculation of pos- terior
moments. Bayesian Statistics, 1998.

C. Geyer. Markov chain Monte Carlo maximum likelihood. Technical report, University of Min-
nesota, School of Statistics, 1991.

P. Ghosh and A. Chakrabarti. Asymptotic optimality of one-group shrinkage priors in sparse high-
dimensional problems. Bayesian Anal., 12(4):1133–1161, 2017. doi: 10.1214/16-BA1029. URL
https://doi.org/10.1214/16-BA1029.

P. W. Glynn and C.-H. Rhee. Exact estimation forMarkov chain equilibrium expectations. J. Appl.
Probab., 51(A):377–389, 2014.

233

https://doi.org/10.1007/s00440-015-0673-1
https://doi.org/10.1007/s00440-015-0673-1
https://www.jstatsoft.org/v033/i01
https://doi.org/10.1038/s41467-019-09718-5
https://onlinelibrary.wiley.com/doi/abs/10.1002/mana.19901470121
https://doi.org/10.1214/06-BA117A
https://doi.org/10.1214/ss/1177011136
https://doi.org/10.1214/ss/1177011136
https://www.tandfonline.com/doi/abs/10.1080/01621459.1993.10476353
https://www.tandfonline.com/doi/abs/10.1080/01621459.1993.10476353
http://www.jstor.org/stable/24306083
https://doi.org/10.1214/16-BA1029


J. Gorham and L. Mackey. Measuring Sample Quality with Stein's Method. NeurIPS,
pages 226–234, 2015. URL https://proceedings.neurips.cc/paper/2015/file/
698d51a19d8a121ce581499d7b701668-Paper.pdf.

J. Gorham and L. Mackey. Measuring Sample Quality with Kernels. ICML, pages 1292–1301,
2017. URL http://proceedings.mlr.press/v70/gorham17a.html.

J. Gorham, A. B. Duncan, S. J. Vollmer, and L. Mackey. Measuring sample quality with diffusions.
Ann. Appl. Probab., 29(5):2884–2928, 2019. doi: 10.1214/19-AAP1467. URL https://doi.org/

10.1214/19-AAP1467.

J. Gorham, A. Raj, and L. Mackey. Stochastic Stein Discrepancies. NeurIPS, pages
17931–17942, 2020. URL https://proceedings.neurips.cc/paper/2020/file/
d03a857a23b5285736c4d55e0bb067c8-Paper.pdf.

J. E. Griffin and P. J. Brown. Inference with normal-gamma prior distributions in regression prob-
lems. Bayesian Anal., 5(1):171–188, 2010. doi: 10.1214/10-BA507. URL https://doi.org/10.
1214/10-BA507.

Y.Guan andM. Stephens. Bayesian variable selection regression for genome-wide association studies
and other large-scale problems. The Annals of Applied Statistics, 5(3):1780 – 1815, 2011. doi: 10.
1214/11-AOAS455. URL https://doi.org/10.1214/11-AOAS455.

W. W. Hager. Updating the inverse of a matrix. SIAM Review, 31(2):221–239, 1989. ISSN
00361445. URL http://www.jstor.org/stable/2030425.

C. Hans, A. Dobra, andM.West. Shotgun Stochastic Search for “Large p” Regression. J. Am. Stat.
Assoc., 102(478):507–516, 2007. doi: 10.1198/016214507000000121. URL https://doi.org/10.
1198/016214507000000121.

L.Held andC.C.Holmes. Bayesian auxiliary variablemodels for binary andmultinomial regression.
Bayesian Analysis, 1(1):145 – 168, 2006. doi: 10.1214/06-BA105. URL https://doi.org/10.
1214/06-BA105.

J. Heng and P. E. Jacob. Unbiased Hamiltonian Monte Carlo with couplings. Biometrika, 106(2):
287–302, 2019. ISSN 0006-3444. doi: 10.1093/biomet/asy074. URL https://doi.org/10.1093/
biomet/asy074.

J. Huggins, M. Kasprzak, T. Campbell, and T. Broderick. Validated Variational Inference via
Practical Posterior Error Bounds. AISTATS, pages 1792–1802. PMLR, 2020. URL https:

//proceedings.mlr.press/v108/huggins20a.html.

J. H. Huggins and L. Mackey. Random Feature Stein Discrepancies. NeurIPS, page 1903–1913,
2018.

234

https://proceedings.neurips.cc/paper/2015/file/698d51a19d8a121ce581499d7b701668-Paper.pdf
https://proceedings.neurips.cc/paper/2015/file/698d51a19d8a121ce581499d7b701668-Paper.pdf
http://proceedings.mlr.press/v70/gorham17a.html
https://doi.org/10.1214/19-AAP1467
https://doi.org/10.1214/19-AAP1467
https://proceedings.neurips.cc/paper/2020/file/d03a857a23b5285736c4d55e0bb067c8-Paper.pdf
https://proceedings.neurips.cc/paper/2020/file/d03a857a23b5285736c4d55e0bb067c8-Paper.pdf
https://doi.org/10.1214/10-BA507
https://doi.org/10.1214/10-BA507
https://doi.org/10.1214/11-AOAS455
http://www.jstor.org/stable/2030425
https://doi.org/10.1198/016214507000000121
https://doi.org/10.1198/016214507000000121
https://doi.org/10.1214/06-BA105
https://doi.org/10.1214/06-BA105
https://doi.org/10.1093/biomet/asy074
https://doi.org/10.1093/biomet/asy074
https://proceedings.mlr.press/v108/huggins20a.html
https://proceedings.mlr.press/v108/huggins20a.html


J. H. Huggins and D.M. Roy. Sequential Monte Carlo as approximate sampling: bounds, adaptive
resampling via∞-ESS, and an application to particle Gibbs. Bernoulli, 25(1):584–622, 2019.

J. H. Huggins, T. Campbell, M. Kasprzak, and T. Broderick. Scalable Gaussian Process Inference
with Finite-data Mean and Variance Guarantees. AISTATS, pages 796–805, 2019. URL http:

//proceedings.mlr.press/v89/huggins19a.html.

H. Ishwaran and J. S. Rao. Spike and slab variable selection: Frequentist and Bayesian strategies.
Ann. Statist., 33(2):730 – 773, 2005. doi: 10.1214/009053604000001147. URL https://doi.

org/10.1214/009053604000001147.

P. E. Jacob, F. Lindsten, and T. B. SchÃ¶n. Smoothing With Couplings of Conditional Particle
Filters. J. Am. Stat. Assoc., 115(530):721–729, 2020a. doi: 10.1080/01621459.2018.1548856. URL
https://doi.org/10.1080/01621459.2018.1548856.

P. E. Jacob, J. O’Leary, and Y. F. Atchadé. Unbiased Markov chain Monte Carlo methods with
couplings (with Discussion). J. R. Stat. Soc. Ser. B Methodol., 82(3):543–600, 2020b. doi: 10.1111/
rssb.12336. URL https://rss.onlinelibrary.wiley.com/doi/abs/10.1111/rssb.12336.

S. Jarner and G. Roberts. Convergence of Heavy-tailed Monte Carlo Markov Chain Algorithms.
Scandinavian Journal of Statistics, 34:781–815, 2007. doi: 10.1111/j.1467-9469.2007.00557.x.

S. F. Jarner and R. L. Tweedie. Necessary conditions for geometric and polynomial ergodicity of
random-walk-type. Bernoulli, 9(4):559–578, 2003. doi: 10.3150/bj/1066223269. URL https:

//doi.org/10.3150/bj/1066223269.

J. Johndrow, P. Orenstein, and A. Bhattacharya. Scalable ApproximateMCMCAlgorithms for the
Horseshoe Prior. J. Mach. Learn. Res., 21(73):1–61, 2020. URL http://jmlr.org/papers/v21/
19-536.html.

J. E. Johndrow and J. C. Mattingly. Error bounds for Approximations of Markov chains used in
Bayesian Sampling. arXiv:1711.05382, 2018.

L.T. Johnson andC. J.Geyer. Variable transformation toobtain geometric ergodicity in the random-
walkmetropolis algorithm. Ann. Statist., 40(6):3050–3076, 2012. doi: 10.1214/12-AOS1048. URL
https://doi.org/10.1214/12-AOS1048.

V. E. Johnson. Studying Convergence of Markov Chain Monte Carlo Algorithms Using Coupled
Sample Paths. J. Am. Stat. Assoc., 91(433):154–166, 1996.

V. E. Johnson. A coupling-regeneration scheme for diagnosing convergence inMarkov chainMonte
Carlo algorithms. J. Am. Stat. Assoc., 93(441):238–248, 1998.

V. E. Johnson and D. Rossell. BayesianModel Selection in High-Dimensional Settings. J. Am. Stat.
Assoc., 107(498):649–660, 2012. doi: 10.1080/01621459.2012.682536. URL https://doi.org/

10.1080/01621459.2012.682536.

235

http://proceedings.mlr.press/v89/huggins19a.html
http://proceedings.mlr.press/v89/huggins19a.html
https://doi.org/10.1214/009053604000001147
https://doi.org/10.1214/009053604000001147
https://doi.org/10.1080/01621459.2018.1548856
https://rss.onlinelibrary.wiley.com/doi/abs/10.1111/rssb.12336
https://doi.org/10.3150/bj/1066223269
https://doi.org/10.3150/bj/1066223269
http://jmlr.org/papers/v21/19-536.html
http://jmlr.org/papers/v21/19-536.html
https://doi.org/10.1214/12-AOS1048
https://doi.org/10.1080/01621459.2012.682536
https://doi.org/10.1080/01621459.2012.682536


I. M. Johnstone and B. W. Silverman. Needles and straw in haystacks: Empirical Bayes esti-
mates of possibly sparse sequences. The Annals of Statistics, 32(4):1594 – 1649, 2004. doi:
10.1214/009053604000000030. URL https://doi.org/10.1214/009053604000000030.

B. C. Kelly. Some aspects of measurement error in linear regression of astronomical data. The As-
trophysical Journal, 665(2):1489–1506, aug 2007. doi: 10.1086/519947. URL https://doi.org/

10.1086/519947.

K. Khare and J. P. Hobert. Geometric ergodicity of the bayesian lasso. Electron. J. Statist., 7:2150–
2163, 2013. doi: 10.1214/13-EJS841. URL https://doi.org/10.1214/13-EJS841.

P. Komarek and A. Moore. Fast robust logistic regression for large sparse datasets with binary out-
puts. AISTATS, pages 163–170, 2003. URL http://komarix.org/ac/ds/.

A. Lee and N. Whiteley. Variance estimation in the particle filter. Biometrika, 105(3):609–625,
2018.

A. Lee, S. S. Singh, and M. Vihola. Comment on ‘Unbiased Markov chain Monte Carlo with cou-
plings’ by Jacob, O’leary and Atchadé). J. R. Stat. Soc. Ser. BMethodol., 2020a.

A. Lee, S. S. Singh, and M. Vihola. Coupled conditional backward sampling particle filter. Ann.
Statist., 48(5):3066–3089, 2020b.

F. Liang, Q. Song, and K. Yu. Bayesian Subset Modeling for High-Dimensional Generalized Linear
Models. J. Am. Stat. Assoc., 108(502):589–606, 2013. doi: 10.1080/01621459.2012.761942. URL
https://doi.org/10.1080/01621459.2012.761942.

J. S. Liu. Monte Carlo Strategies in Scientific Computing. Spinger New York, 2008.

Q. Liu, J. Lee, andM. Jordan. A kernelized stein discrepancy for goodness-of-fit tests. ICML, pages
276–284, 2016a. URL https://proceedings.mlr.press/v48/liub16.html.

X. Liu,M.Huang, B. Fan, E. S. Buckler, and Z. Zhang. Iterative Usage of Fixed and Random Effect
Models for Powerful and Efficient Genome-Wide Association Studies. PLOS Genetics, 12(2):1–
24, 2016b. doi: 10.1371/journal.pgen.1005767. URL https://doi.org/10.1371/journal.pgen.
1005767.

S. Livingstone, M. Betancourt, S. Byrne, and M. Girolami. On the geometric ergodicity of hamil-
tonian monte carlo. Bernoulli, 25(4A):3109–3138, 2019a. doi: 10.3150/18-BEJ1083. URL
https://doi.org/10.3150/18-BEJ1083.

S. Livingstone, M. F. Faulkner, and G. O. Roberts. Kinetic energy choice in Hamiltonian/hybrid
Monte Carlo. Biometrika, 106(2):303–319, 2019b.

D. J. Lunn, A. Thomas, N. Best, and D. Spiegelhalter. Winbugs - a bayesian modelling framework:
Concepts, structure, and extensibility. Statistics and Computing, 10(4):325–337, 2000.

236

https://doi.org/10.1214/009053604000000030
https://doi.org/10.1086/519947
https://doi.org/10.1086/519947
https://doi.org/10.1214/13-EJS841
http://komarix.org/ac/ds/
https://doi.org/10.1080/01621459.2012.761942
https://proceedings.mlr.press/v48/liub16.html
https://doi.org/10.1371/journal.pgen.1005767
https://doi.org/10.1371/journal.pgen.1005767
https://doi.org/10.3150/18-BEJ1083


E.Makalic andD. F. Schmidt. A simple sampler for the horseshoe estimator. IEEE Signal Processing
Letters, 23(1):179–182, 2016.

O. Mangoubi and A. Smith. Mixing of hamiltonian monte carlo on strongly log-concave dis-
tributions 2: Numerical integrators. In K. Chaudhuri and M. Sugiyama, editors, Proceedings
of the Twenty-Second International Conference on Artificial Intelligence and Statistics, volume 89
of Proceedings of Machine Learning Research, pages 586–595. PMLR, 16–18 Apr 2019. URL
https://proceedings.mlr.press/v89/mangoubi19a.html.

S. P. Meyn and R. L. Tweedie. Markov chains and stochastic stability. Springer, 1993.

L.Middleton, G. Deligiannidis, A. Doucet, and P. E. Jacob. Unbiased Smoothing using Particle In-
dependent Metropolis-Hastings. AISTATS, pages 2378–2387, 2019. URL http://proceedings.

mlr.press/v89/middleton19a.html.

L. Middleton, G. Deligiannidis, A. Doucet, and P. E. Jacob. Unbiased Markov chain Monte Carlo
for intractable target distributions. Electron. J. Statist., 14(2):2842–2891, 2020. doi: 10.1214/
20-EJS1727. URL https://doi.org/10.1214/20-EJS1727.

T. J.Mitchell and J. J. Beauchamp. Bayesian Variable Selection in Linear Regression. J. Am. Stat. As-
soc., 83(404):1023–1032, 1988. ISSN 01621459. URL http://www.jstor.org/stable/2290129.

E. Mossel and A. Sly. Exact thresholds for Ising–Gibbs samplers on general graphs. The Annals of
Probability, 41(1):294–328, 2013.

N. N. Narisetty and X. He. Bayesian variable selection with shrinking and diffusing priors. Ann.
Statist., 42(2):789 – 817, 2014. doi: 10.1214/14-AOS1207. URL https://doi.org/10.1214/
14-AOS1207.

N. N. Narisetty, J. Shen, and X. He. Skinny Gibbs: A Consistent and Scalable Gibbs Sampler for
Model Selection. J. Am. Stat. Assoc., 114(527):1205–1217, 2019. doi: 10.1080/01621459.2018.
1482754. URL https://doi.org/10.1080/01621459.2018.1482754.

R. M. Neal. Bayesian learning via stochastic dynamics. Advances in neural information processing
systems, 1993.

C. Nemeth and P. Fearnhead. Stochastic Gradient Markov Chain Monte Carlo. J. Am. Stat. As-
soc., 116(533):433–450, 2021. doi: 10.1080/01621459.2020.1847120. URL https://doi.org/10.
1080/01621459.2020.1847120.

A. Nishimura and M. A. Suchard. Prior-preconditioned conjugate gradient for accelerated Gibbs
sampling in “large n & large p” sparse Bayesian logistic regression models. arXiv:1810.12437, 2018.

S. M. O’Brien and D. B. Dunson. Bayesian multivariate logistic regression. Biometrics, 60(3):739–
746, 2004. doi: https://doi:10.1111/j.0006-341X.2004.00224.x.

237

https://proceedings.mlr.press/v89/mangoubi19a.html
http://proceedings.mlr.press/v89/middleton19a.html
http://proceedings.mlr.press/v89/middleton19a.html
https://doi.org/10.1214/20-EJS1727
http://www.jstor.org/stable/2290129
https://doi.org/10.1214/14-AOS1207
https://doi.org/10.1214/14-AOS1207
https://doi.org/10.1080/01621459.2018.1482754
https://doi.org/10.1080/01621459.2020.1847120
https://doi.org/10.1080/01621459.2020.1847120


J. Orlin. A Faster Strongly Polynomial Minimum Cost Flow Algorithm. STOC, page 377–387,
1988. ISBN 0897912640. doi: 10.1145/62212.62249. URL https://doi.org/10.1145/62212.
62249.

A. B. Owen. Monte Carlo theory, methods and examples. 2019.

S. Pal and K. Khare. Geometric ergodicity for bayesian shrinkage models. Electron. J. Statist., 8(1):
604–645, 2014. doi: 10.1214/14-EJS896. URL https://doi.org/10.1214/14-EJS896.

O. Papaspiliopoulos, G. O. Roberts, and G. Zanella. Scalable inference for crossed random effects
models. Biometrika, 107(1):25–40, 11 2019. ISSN 0006-3444. doi: 10.1093/biomet/asz058. URL
https://doi.org/10.1093/biomet/asz058.

T. Park and G. Casella. The Bayesian Lasso. J. Am. Stat. Assoc., 103(482):681–686, 2008. doi:
10.1198/016214508000000337. URL https://doi.org/10.1198/016214508000000337.

D. Paulin. Comment on ‘Unbiased Markov chain Monte Carlo with couplings’ by Jacob, O’leary
and Atchadé). J. R. Stat. Soc. Ser. BMethodol., 2020.

G. Peyré and M. Cuturi. Computational Optimal Transport: With Applications to Data Science.
Found. TrendsMach. Learn., 11(5-6):355–607, 2019. ISSN1935-8237. doi: 10.1561/2200000073.
URL http://dx.doi.org/10.1561/2200000073.

N. S. Pillai and A. Smith. Ergodicity of Approximate MCMC Chains with Applications to Large
Data Sets. arXiv:1405.0182, 2015.

M. Plummer. JAGS: A program for analysis of Bayesian graphical models using Gibbs sampling.
In Proceedings of the 3rd InternationalWorkshop on Distributed Statistical Computing, 2003. URL
https://www.r-project.org/conferences/DSC-2003/Proceedings/Plummer.pdf.

M. Pollock, P. Fearnhead, A. M. Johansen, and G. O. Roberts. Quasi-stationary Monte Carlo and
the ScaLE Algorithm. J. R. Stat. Soc. Ser. BMethodol., 2020.

N. G. Polson and J. G. Scott. On the half-Cauchy prior for a global scale parameter. Bayesian
Analysis, 7(4):887–902, 2012.

N. G. Polson, J. G. Scott, and J. Windle. Bayesian Inference for Logistic Models Using Pólya–
Gamma Latent Variables. J. Am. Stat. Assoc., 108(504):1339–1349, 2013. doi: 10.1080/01621459.
2013.829001. URL https://doi.org/10.1080/01621459.2013.829001.

N. G. Polson, J. G. Scott, and J. Windle. The Bayesian bridge. J. R. Stat. Soc. Ser. B Methodol., 76
(4):713–733, 2014. doi: 10.1111/rssb.12042. URL https://rss.onlinelibrary.wiley.com/doi/

abs/10.1111/rssb.12042.

238

https://doi.org/10.1145/62212.62249
https://doi.org/10.1145/62212.62249
https://doi.org/10.1214/14-EJS896
https://doi.org/10.1093/biomet/asz058
https://doi.org/10.1198/016214508000000337
http://dx.doi.org/10.1561/2200000073
https://www.r-project.org/conferences/DSC-2003/Proceedings/Plummer.pdf
https://doi.org/10.1080/01621459.2013.829001
https://rss.onlinelibrary.wiley.com/doi/abs/10.1111/rssb.12042
https://rss.onlinelibrary.wiley.com/doi/abs/10.1111/rssb.12042


J. G. Propp and D. B. Wilson. Exact sampling with coupled Markov chains and applications to
statisticalmechanics.RandomStructures&Algorithms, 9(1‐2):223–252, 1996. doi: 10.1002/(SICI)
1098-2418(199608/09)9:1/2<223::AID-RSA14>3.0.CO;2-O.

Q.Qin and J. P.Hobert. Convergence complexity analysis of albert and chib’s algorithm for bayesian
probit regression. Ann. Statist., 47(4):2320–2347, 2019a. doi: 10.1214/18-AOS1749. URL https:

//doi.org/10.1214/18-AOS1749.

Q.Qin and J. P.Hobert. Wasserstein-basedmethods for convergence complexity analysis ofMCMC
with applications. arXiv:1810.08826, 2019b.

R Core Team. R: A Language and Environment for Statistical Computing. R Foundation for Sta-
tistical Computing, Vienna, Austria, 2013. URL http://www.R-project.org/.

K. Ray and B. Szabó. Variational bayes for high-dimensional linear regression with sparse priors. J.
Am. Stat. Assoc., 0(0):1–12, 2021. doi: 10.1080/01621459.2020.1847121. URL https://doi.org/

10.1080/01621459.2020.1847121.

K. Ray, B. Szabo, and G. Clara. Spike and slab variational bayes for high dimensional lo-
gistic regression. In H. Larochelle, M. Ranzato, R. Hadsell, M. F. Balcan, and H. Lin,
editors, Advances in Neural Information Processing Systems, volume 33, pages 14423–14434.
Curran Associates, Inc., 2020. URL https://proceedings.neurips.cc/paper/2020/file/
a5bad363fc47f424ddf5091c8471480a-Paper.pdf.

C. P. Robert and G. Casella. Monte Carlo StatisticalMethods. Spinger New York, 2013.

G. O. Roberts and J. S. Rosenthal. Optimal scaling of discrete approximations to Langevin dif-
fusions. J. R. Stat. Soc. Ser. B Methodol., 60(1):255–268, 1998. doi: https://doi.org/10.1111/
1467-9868.00123. URL https://rss.onlinelibrary.wiley.com/doi/abs/10.1111/1467-9868.
00123.

G. O. Roberts and J. S. Rosenthal. Optimal scaling for various metropolis-hastings algorithms.
Statist. Sci., 16(4):351–367, 2001. doi: 10.1214/ss/1015346320. URL https://doi.org/10.1214/
ss/1015346320.

G. O. Roberts and J. S. Rosenthal. One-shot coupling for certain stochastic recursive sequences.
Stochastic Processes and theirApplications, 99(2):195 – 208, 2002. ISSN0304-4149. doi: https://doi.
org/10.1016/S0304-4149(02)00096-0. URL http://www.sciencedirect.com/science/article/

pii/S0304414902000960.

G. O. Roberts and J. S. Rosenthal. General state space Markov chains and MCMC algorithms.
Probability surveys, 1:20–71, 2004.

G. O. Roberts and R. L. Tweedie. Exponential Convergence of Langevin Distributions and Their
Discrete Approximations. Bernoulli, 2(4):341–363, 1996. ISSN 13507265. URL http://www.

jstor.org/stable/3318418.

239

https://doi.org/10.1214/18-AOS1749
https://doi.org/10.1214/18-AOS1749
http://www.R-project.org/
https://doi.org/10.1080/01621459.2020.1847121
https://doi.org/10.1080/01621459.2020.1847121
https://proceedings.neurips.cc/paper/2020/file/a5bad363fc47f424ddf5091c8471480a-Paper.pdf
https://proceedings.neurips.cc/paper/2020/file/a5bad363fc47f424ddf5091c8471480a-Paper.pdf
https://rss.onlinelibrary.wiley.com/doi/abs/10.1111/1467-9868.00123
https://rss.onlinelibrary.wiley.com/doi/abs/10.1111/1467-9868.00123
https://doi.org/10.1214/ss/1015346320
https://doi.org/10.1214/ss/1015346320
http://www.sciencedirect.com/science/article/pii/S0304414902000960
http://www.sciencedirect.com/science/article/pii/S0304414902000960
http://www.jstor.org/stable/3318418
http://www.jstor.org/stable/3318418


M. C. Romay, M. J. Millard, J. C. Glaubitz, J. A. Peiffer, K. L. Swarts, T. M. Casstevens, R. J.
Elshire, C. B. Acharya, S. E. Mitchell, S. A. Flint-Garcia, M. D. McMullen, J. B. Holland, E. S.
Buckler, and C. A. Gardner. Comprehensive genotyping of the USA national maize inbred seed
bank. Genome Biology, 14(6):R55, 2013. doi: 10.1186/gb-2013-14-6-r55. URL https://doi.org/

10.1186/gb-2013-14-6-r55.

J. S.Rosenthal. MinorizationConditions andConvergenceRates forMarkovChainMonteCarlo. J.
Am. Stat. Assoc., 90(430):558–566, 1995. ISSN 01621459. URL http://www.jstor.org/stable/

2291067.

J. S. Rosenthal. Analysis of the Gibbs sampler for a model related to James–Stein estimators. Statis-
tics and Computing, 6(3):269–275, 1996.

V.Ročková. Bayesian estimationof sparse signalswith a continuous spike-and-slabprior.TheAnnals
of Statistics, 46(1):401 – 437, 2018. doi: 10.1214/17-AOS1554. URL https://doi.org/10.1214/
17-AOS1554.

D. Rudolf and N. Schweizer. Perturbation theory for markov chains via wasserstein distance.
Bernoulli, 24(4A):2610–2639, 2018. doi: 10.3150/17-BEJ938. URL https://doi.org/10.3150/
17-BEJ938.

F. J. R. Ruiz, M. K. Titsias, T. Cemgil, and A. Doucet. Unbiased gradient estimation for varia-
tional auto-encoders using coupled Markov chains. In C. de Campos and M. H. Maathuis, edi-
tors, Proceedings of the Thirty-Seventh Conference on Uncertainty in Artificial Intelligence, volume
161 of Proceedings of Machine Learning Research, pages 707–717. PMLR, 27–30 Jul 2021. URL
https://proceedings.mlr.press/v161/ruiz21a.html.

J. Salvatier, T. Wiecki, and C. Fonnesbeck. Probabilistic programming in Python using PyMC3.
PeerJ Computer Science, 2(55), 2016.

J. G. Scott and J. O. Berger. Bayes and empirical-Bayes multiplicity adjustment in the variable-
selection problem. The Annals of Statistics, 38(5):2587 – 2619, 2010. doi: 10.1214/10-AOS792.
URL https://doi.org/10.1214/10-AOS792.

M. Sereno. A Bayesian approach to linear regression in astronomy. Monthly Notices of the Royal
Astronomical Society, 455(2):2149–2162, 11 2015. ISSN 0035-8711. doi: 10.1093/mnras/stv2374.
URL https://doi.org/10.1093/mnras/stv2374.

C. Sherlock, P. Fearnhead, and G. O. Roberts. The random walk metropolis: Linking theory and
practice through a case study. Statist. Sci., 25(2):172–190, 2010. doi: 10.1214/10-STS327. URL
https://doi.org/10.1214/10-STS327.

J. W. Smith, J. Everhart, W. Dickson, W. Knowler, and R. Johannes. Using the ADAP Learning
Algorithm to Forecast the Onset of Diabetes Mellitus. Proceedings of the Annual Symposium on
Computer Application inMedical Care, pages 261 – 265, 1988.

240

https://doi.org/10.1186/gb-2013-14-6-r55
https://doi.org/10.1186/gb-2013-14-6-r55
http://www.jstor.org/stable/2291067
http://www.jstor.org/stable/2291067
https://doi.org/10.1214/17-AOS1554
https://doi.org/10.1214/17-AOS1554
https://doi.org/10.3150/17-BEJ938
https://doi.org/10.3150/17-BEJ938
https://proceedings.mlr.press/v161/ruiz21a.html
https://doi.org/10.1214/10-AOS792
https://doi.org/10.1093/mnras/stv2374
https://doi.org/10.1214/10-STS327


Q. Song. Bayesian shrinkage towards sharp minimaxity. Electronic Journal of Statistics, 14(2):2714
– 2741, 2020. doi: 10.1214/20-EJS1732. URL https://doi.org/10.1214/20-EJS1732.

B. K. Sriperumbudur, K. Fukumizu, A. Gretton, B. Schölkopf, and G. R. Lanckriet. On the empir-
ical estimation of integral probability metrics. Electronic Journal of Statistics, 6:1550–1599, 2012.

S. Syed, A. Bouchard-Côté, G. Deligiannidis, and A. Doucet. Non-reversible parallel tempering: an
embarassingly parallel MCMC scheme. J. R. Stat. Soc. Ser. BMethodol. (to appear), 2019.

M. G. Tadesse and M. Vannucci. Handbook of Bayesian Variable Selection. Chapman and
Hall/CRC, 2021. doi: https://doi.org/10.1201/9781003089018.

H. Thorisson. Onmaximal and distributional coupling. The Annals of Probability, pages 873–876,
1986.

H. Thorisson. Coupling, stationarity, and regeneration. Springer New York, 2000.

R. Tibshirani. Regression Shrinkage and Selection Via the Lasso. J. R. Stat. Soc. Ser. B Methodol.,
58:267–288, 1994.

L. Tierney and J. B. Kadane. Accurate Approximations for Posterior Moments andMarginal Den-
sities. J. Am. Stat. Assoc., 81(393):82–86, 1986. doi: 10.1080/01621459.1986.10478240. URL
https://www.tandfonline.com/doi/abs/10.1080/01621459.1986.10478240.

M.K.Titsias andC.Yau. TheHammingball sampler. Journal of theAmericanStatisticalAssociation,
112(520):1598–1611, 2017.

B. Trippe, T. D. Nguyen, and T. Broderick. Optimal Transport Couplings of Gibbs Samplers on
Partitions forUnbiasedEstimation. 3rd Symposium onAdvances inApproximate Bayesian Inference,
2021.

S. van der Pas, B. Szabó, andA. van derVaart. Adaptive posterior contraction rates for the horseshoe.
Electron. J. Statist., 11(2):3196–3225, 2017. doi: 10.1214/17-EJS1316. URL https://doi.org/10.
1214/17-EJS1316.

S. L. van der Pas, B. J. K. Kleijn, and A. W. van der Vaart. The horseshoe estimator: Poste-
rior concentration around nearly black vectors. Electron. J. Statist., 8(2):2585–2618, 2014. doi:
10.1214/14-EJS962. URL https://doi.org/10.1214/14-EJS962.

T. van Erven and P. Harremos. Rényi Divergence and Kullback–Leibler Divergence. IEEE Trans.
Inf. Theory, 60(7):3797–3820, 2014. doi: 10.1109/TIT.2014.2320500.

D. Vats and C. Knudson. Revisiting the Gelman–Rubin Diagnostic. Statist. Sci., 36(4):518 – 529,
2021. doi: 10.1214/20-STS812. URL https://doi.org/10.1214/20-STS812.

241

https://doi.org/10.1214/20-EJS1732
https://www.tandfonline.com/doi/abs/10.1080/01621459.1986.10478240
https://doi.org/10.1214/17-EJS1316
https://doi.org/10.1214/17-EJS1316
https://doi.org/10.1214/14-EJS962
https://doi.org/10.1214/20-STS812


D. Vats, J. M. Flegal, and G. L. Jones. Multivariate output analysis for Markov chain Monte Carlo.
Biometrika, 106(2):321–337, 2019. ISSN 0006-3444. doi: 10.1093/biomet/asz002. URL https:

//doi.org/10.1093/biomet/asz002.

A. Vehtari, A. Gelman, D. Simpson, B. Carpenter, and P.-C. Bürkner. Rank-Normalization, Fold-
ing, and Localization: An Improved R̂ for Assessing Convergence of MCMC (with Discussion).
Bayesian Anal., 16(2):667 – 718, 2021. doi: 10.1214/20-BA1221. URL https://doi.org/10.
1214/20-BA1221.

M. Vihola. Unbiased estimators and multilevel Monte Carlo. Operations Research, 66(2):448–462,
2017.

C. Villani. Optimal transport – Old and new. Springer, 2008. doi: 10.1007/978-3-540-71050-9.

G.Wang, J. O’Leary, and P. Jacob. Maximal Couplings of theMetropolis-Hastings Algorithm. AIS-
TATS, pages 1225–1233, 2021. URL https://proceedings.mlr.press/v130/wang21d.html.

J. Weed and F. Bach. Sharp asymptotic and finite-sample rates of convergence of empirical measures
in Wasserstein distance. Bernoulli, 25(4A):2620 – 2648, 2019. doi: 10.3150/18-BEJ1065. URL
https://doi.org/10.3150/18-BEJ1065.

M. Welling and Y. W. Teh. Bayesian Learning via Stochastic Gradient Langevin Dynamics. ICML,
page 681–688, 2011. ISBN 9781450306195.

N.Whiteley. SequentialMonte Carlo samplers: error bounds and insensitivity to initial conditions.
Stochastic Analysis and Applications, 30(5):774–798, 2012.

D. B. Woodard, S. C. Schmidler, and M. Huber. Conditions for rapid mixing of parallel and sim-
ulated tempering on multimodal distributions. Ann. Appl. Probab., 19(2):617–640, 04 2009. doi:
10.1214/08-AAP555. URL https://doi.org/10.1214/08-AAP555.

K. Xu, T. E. Fjelde, C. Sutton, and H. Ge. Couplings for Multinomial Hamiltonian Monte Carlo.
AISTATS, pages 3646–3654, 2021.

Y. Yang,M. J.Wainwright, andM. I. Jordan. On the computational complexity of high-dimensional
bayesian variable selection. Ann. Statist., 44(6):2497–2532, 2016. doi: 10.1214/15-AOS1417. URL
https://doi.org/10.1214/15-AOS1417.

G. Zanella. Informed proposals for local mcmc in discrete spaces. J. Am. Stat. Assoc., 115(530):852–
865, 2020. doi: 10.1080/01621459.2019.1585255. URL https://doi.org/10.1080/01621459.
2019.1585255.

P. Zeng and X. Zhou. Non-parametric genetic prediction of complex traits with latent Dirich-
let process regression models. Nature Communications, 8(1):456, 2017. doi: 10.1038/
s41467-017-00470-2. URL https://doi.org/10.1038/s41467-017-00470-2.

242

https://doi.org/10.1093/biomet/asz002
https://doi.org/10.1093/biomet/asz002
https://doi.org/10.1214/20-BA1221
https://doi.org/10.1214/20-BA1221
https://proceedings.mlr.press/v130/wang21d.html
https://doi.org/10.3150/18-BEJ1065
https://doi.org/10.1214/08-AAP555
https://doi.org/10.1214/15-AOS1417
https://doi.org/10.1080/01621459.2019.1585255
https://doi.org/10.1080/01621459.2019.1585255
https://doi.org/10.1038/s41467-017-00470-2


X. Zhou, P. Carbonetto, andM. Stephens. Polygenic Modeling with Bayesian Sparse Linear Mixed
Models. PLOS Genetics, 9(2):1–14, 02 2013. doi: 10.1371/journal.pgen.1003264. URL https:

//doi.org/10.1371/journal.pgen.1003264.

H. Zou and T. Hastie. Regularization and variable selection via the Elastic Net. J. R. Stat. Soc. Ser.
BMethodol., 67:301–320, 2005.

243

https://doi.org/10.1371/journal.pgen.1003264
https://doi.org/10.1371/journal.pgen.1003264

