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Abstract

Although deep learning has made significant advances over the past 10 years, much of
the focus has gone towards discriminator networks, allowing the mapping of complex input to
output representing a series of classes (Goodfellow, 2014). Generative models for neural
networks, on the other hand, are still in their infancy. In recent years, two particularly interesting
generative models have emerged: Generative Adversarial Networks (GANs), and variational
auto-encoders (VAESs).

At a very high-level, a GAN is a pair of artificial neural networks that work in opposition
to generate data. In this project, GANs were utilized to solve a practical problem. We designed
and implemented a GAN to generate novel, two-dimensional floor plans for homes. Applications
for such a generative model could include generating realistic residential neighborhoods in
simulations, procedural content for games, or even providing basic prototypes for architects or
designers.

We also developed a floorplan dataset to train the neural network. Tools were developed
in order to streamline the addition of new data to the dataset, and to allow the neural network to

work with the training data.
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1 Problem Statement

Andrew Ng, chief scientist at Baidu and machine-learning scientist, compares machine
learning problems to building a space rocket. You need a really big rocket (the deep neural
network), but you also need a lot of fuel. The fuel for our network is data.

With this in mind, I’ve broken the problem of creating novel floor plans with a neural
network into two sub-problems: creating a network to generate floor plans, and creating a dataset

to train that network.

1.1 Floor Plan GAN

In order to develop any sort of generative neural network, first a general model must be
selected. Although there are a few models that have had success in recent years (most notably
GANSs, VAEs and RNNs), I decided to use a generative adversarial network due to the large
amount of research that’s currently going into improving and stabilizing this model.

To understand generative adversarial networks, a rough understanding of neural networks
(NNs) is needed. For the purpose of this section, you can think of a neural network as a black
box, which takes certain data as an input, and is trained to output target data as a function of the
input.

In order to improve the network’s output, a loss function is used. This is a function that’s
indicative of how near or far we are from our ideal outputs. The neural network is adjusted based

on the results from the loss function.



A simple example is building a neural network to function as a positive/negative
classifier. Of course, there are easier ways to solve this problem, but using an intentionally
simple problem will allow us to focus on the mechanics of the neural network.

In building a positive/negative classifier, input would be any integer, and output could a
real number from 0 to 1. A number closer to 1 would indicate high chance of the input being a
positive number, and closer to 0 would indicate negative (see figure 1 for a graph of the desired
function). Given the desired functionality above, you could set up a loss function. If you start
with the aim of using a Mean Squared Error based loss function (LOSS = (OUTPUT —
DESIRED OUTPUT)"2), and work out that our desired output will be /NPUT + |INPUT]) /(
2*INPUT), you can substitute the DESIRED OUTPUT and set up the resulting loss equation

LOSS = (OUTPUT — (I + |1))/21))"2, where [ is the input.

Figure 1 - Graph of desired neural network function

As you can see in the above function, if the NN correctly identifies the input as positive
or negative, the function will tend towards 0, while if the NN incorrectly classifies the input, the
loss function will be greater than 0. For example, if the output is 1 (indicating positive) and the

input was -3 (a negative number) there’s loss:

LOSS = (1 - (-3 + 3)/(2%-3))A2



= (1 - (0/-6))A2
(1 - 0)A2
=1

On the other hand, if it were to correctly guess a positive number (output 1) given a

positive input (3):

LOSS = (1 - 3 + [3])/(2%3))A2
= (1 - 6/6)A2
= (1 - A2
=0A2 =0

When the NN correctly identifies the input as positive or negative there’s no loss,
meaning the NN can be optimized by minimizing the loss function.

Given a design as described above, it’s probably not difficult to imagine how we could
design similar NN models and loss functions to solve other simple problems or functions, such as
basic arithmetic or simple logic gates. What about a more complicated problem though, such as
outputs that resemble real world data? Could a NN output images of believable faces, or hand-
written numbers? These problems are difficult for an ordinary neural network, but GANs have
had a good deal of success with generative problems.

A GAN is actually a collection of two neural nets. The first network, called the generator,
outputs data with the intention of resembling the training data. The second network, called the
discriminator, is tasked with determining whether a given set of inputs is authentic (from the
training data), or if it’s a fake (from the generator).

Typically, both networks will use the discriminator’s accuracy for their loss function. The
generator will attempt to minimize the discriminator’s accuracy, training to send it increasingly

believable “fakes.” The discriminator trains to minimize its mistakes.
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Figure 2 - Conceptual diagram of GAN training

The two networks are pit against each other, training simultaneously, with the generator
outputting increasingly believable fake data, while the discriminator gets increasingly adept at
correctly identifying generated data.

Structurally, the networks developed in this project are similar to other well-known
GAN:Ss, with adjustments made to accommodate the floor plan dataset. Although GANs can be
used for different types of data, most of the widely referenced “canonical” GANSs, such as
DCGAN (Redford, 2015) and LAPGAN (Denton, 2015), are implemented to generate image
data. The floor plan GAN implemented in this project used a floor plan serialization format also
implemented in this project (see figure 3 for a visualization of the format, and Implementation

section for implementation details).

AN

~ N midpoint location

— y-offset

x-offset

Figure 3 - Floor plan serialization format visualization



Since imaging data was not used in the dataset, structural deep neural network features
such as inputs/outputs and convolutional layers take a different form. Some of the specifics had
to be worked through in the coding/testing phase of the project, as GAN hyperparameters are

notoriously difficult to tune (Che, 2016)

1.2 Floor Plan Dataset

In order to train a GAN to generate believable data, a robust dataset is needed.
Unfortunately, although there are publicly accessible floor plans to draw from, these didn’t exist
in a usable dataset format. Specific hurdles to the building of this dataset include:

e Floor plans don’t necessarily use a standardized format. In fact, there’s a fair
amount of variation found in aspects such as color, orientation, line-widths, and
what’s included in the drawing.

e Due to current lack of stable GAN training methods, and prohibitive training time
for large images, floor plan images are too large to be used by current GANSs.
Current state of the art is 128x128 (Salimans, 2016).

e GANSs require large datasets to work with, but building a dataset is slow and often
laborious.

To handle the lack of a standardized format, we drew SVG formatted files based on
existing floor plans by hand. New York City condominium floor plans were used due to their
quantity and availability. Each floor plan was drawn over in vector image editing software
(Inkscape) to create a new image including only walls.

Encoding floor plan files in SVG format, an XML based vector format, allowed us to

write code that distilled floor plans into a much smaller serialized format.
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Lastly, in order to overcome the final hurdle, the need for a large dataset, methods had to
be developed extend our dataset past its actual size. The basic approach to this was to add
transformations to existing floor plans to make them appear as novel data. Although, in the case
of an image, this could be done by simply adding Gaussian noise to various aspects of the image
(such as individual pixels or dimensional scale), the transformation functions for floor plan data
had to be somewhat smarter. For example, it wouldn’t be acceptable to add noise randomly to the
position of a single wall, as that might change the orientation of the wall, or the structural design

of the floorplan.
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2 Prior Work

This thesis proposal draws from multiple areas of academic research. We discuss
previous research in neural networks, generative adversarial networks, computer generated

architectural design and neural network overfitting mitigation below.

2.1 Neural networks

Artificial neural networks have experienced a good deal of attention and advancements in
recent years, but are by no means a new technology. Perceptrons, the precursor to neural
networks, were initially proposed by Rosenblatt in 1958, and were intended to mimic
hypothesized biological processes from retinal perception to decision making in the form of a
classifier. These early networks would closely resemble a single-layer feed-forward neural
network that might be used today, albeit with simplified weight systems and learning functions.

Over the subsequent 30 years perceptrons would experience various trends of increasing
and waning interest, some of which is often attributed to Minsky’s book Perceptrons, which
pointed out some limitations of the new learning model. Despite some cooling in academic
interest, significant advancements continued, notably in the training of neural nets via
backpropagation with gradient descent, which was brought in to the mainstream via a paper by
Rumelhart in 1986, but is generally considered to have been discovered much earlier (Werbos,
1974). This is the learning technique most frequently used in artificial neural networks today.

Backpropagation with gradient descent allowed networks to be trained much more
efficiently, leveraging an easily derivable error function, such as the mean-squared error, to
manage the rate of learning after each training batch. The learning rate could then be propagated

through the layers of the network starting at the end and working backwards. This, along with

11



more powerful computers, allowed for practical achievements with neural networks, such as state
of the art digit recognition (Le Cun, 1990) and gender recognition from images of faces
(Golumb, 1990).

Like the original percepteron, deep neural networks aren’t a new idea. Ivakhnenko (1971)
proposed an 8-layer perceptron design in the early 70’s, and Yann Le Cun (1989) implemented a
S-layer neural network, which was very successfully trained to recognize hand-written zip-code
digits. Learning time was still somewhat prohibitive though, as even Le Cun’s 5-layer network
took three days to train.

Deep neural networks have enjoyed a bit of a renaissance recently, pushed forward by
advancements in technology and novel architectures.

At a technical level, a significant step forward has been in the ability of GPUs to greatly
accelerate the matrix operations which comprise the bulk of NN training overhead. Utilizing this
acceleration results in great improvements in the time taken to train via backpropagation
(Ciresan, 2010). Additionally, a large number of coding frameworks for neural networks and
machine learning have been made available by Al researchers and companies, such as Torch,
Theano and Google’s Tensorflow. These frameworks greatly simplify the process of building
large neural network models in code.

New and innovative network architecture designs have also contributed to recent
achievements in machine learning benchmarks. Extremely deep feed-forward nets have been
implemented, such as the AlexNet, with ReLLU nodes and dropout (Krizhevsky, 2015) or the
VGG networks with 16-19 layers and 3x3 convolutions (Simonyan, 2014). New recurrent neural
network architectures such as LSTMs (Hochreiter, 1997) and GRUs (Chung, 2014) have paired

memory with neural network learning models.
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Leveraging these innovations, researchers have achieved state of the art results in speech
recognition (Huang, 2014), natural language translation (Luong, 2015), and character recognition

(Wan, 2013) over just the past few years.

2.2 Generative Adversarial Networks

Although neural networks have long been used to solve classification problems, research
has lagged behind in the use of neural networks for generative problems, with relatively few
generative models existing until very recently. In 2014, Goodfellow developed Generative
Adversarial Networks to attempt to meet this need, pitting two networks against each other to
generate novel data.

Goodfellow’s design quickly gained traction in the research community. Since the initial
development of the GAN, other researchers further developed the concept, refining the
architecture and training procedures for optimal results (Chen, 2016) and learning disentangled
representations from unsupervised data, enabling the identification and manipulation of those
representations (Salimans, 2016).

Most GAN research has focused on image generation, but they have also recently been
used for more novel applications, such as increasing the resolution of images (Ledig, 2016) and

generating 3-dimensional chairs (Dosovitskiy, 2015).

13



L Wr~

NN PONO
0 o3 e W N —0O
SN TR IH~0
0 ) BN LW —Q
NEYI T Y EWVYANO
0% N TORWUN~O
SN HENMNL~O
Bl AT B —~0

RN Y £6L~-O
RN N AN N OUND

NIST

45 0N o0

Groundtruth

=

Figure 4 - Comparison of MNIST dataset digits and GAN generated digits (Redford, 2015)
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Figure 5 - Demonstration of resolution magnification using SRGAN, with competing model (SRResNet) and original
provided for reference (Ledig, 2016)

2.3 Combatting Overfitting

In training neural networks, small datasets tend to be problematic because they result in
overfitting, or an internal representation of the data which is too static, and hasn’t been properly

generalized to the class the network is intended to represent. For example, if a network is
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intended to identify all positive numbers, but it’s only trained on the numbers -4, -2, 10, 11 and
12, it might not be properly generalized to classify all integers positive or negative, even after
long periods of training.

An obvious solution to this problem is to make a bigger dataset. Although making many
new data samples may be difficult, often our existing data can be manipulated to make the
dataset appear more robust than it actually is. For example, Simard in 2003 developed some
practices used to extend the popular MNIST dataset, putting individual images through
displacement and smoothing transformations throughout the training. Similarly, Ciregan in 2012
improved results by putting images through minor rotation, scaling and translation
transformations.

A less obvious technique to combat overfitting is dropout (Srivastava, 2014). The basic
concept is that during network training, weights (the multipliers on individual network nodes) are
randomly “dropped,” or not trained during batches. This helps to avoid situations where certain
nodes might become erroneously coupled with each other, and usually results in a more general
representation of the data.

For an intuitive sense of how this works, imagine training on a dataset of facial images.
Purely by chance, the situation could arise where the first 10 images of a face with a missing
tooth also has green eyes. The network might then erroneously associate those two features, and
then in a generative procedure it might always include green eyes in faces with missing teeth.
Dropout would allow these features to, on occasion, be trained in the absence of each other,

reducing this association.
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2.4 Computer Generated Architectural Design

Although there aren’t many examples of architectural design in machine learning
literature, the general concept of computer generated architecture would best be classified as a
“spatial allocation” problem. Traditional solutions to these problems have focused on search or
graphing algorithms (Kaley, 1987).

More recently Paul Merrell (2010) implemented a data driven approach to building layout
generation, complete with the ability to construct 3-dimensional representations of generated
residences. Unlike my proposed architecture though, Merrell utilized a Bayesian network for his

generative process.

(a) (b) (c)

Figure 6 - (a,b) Computer generated building layouts from Merrel's 2010 paper. (c) Real-world layout for comparison.

2.5 Vector Images From Generative Neural Networks

At the initiation of this thesis proposal I was unable to find research using generative
neural networks to create vector images. Google has since made some progress on this front (Ha,
2017). In April 2017, the Google Brain team published detailing SketchRNN, a recursive neural
network model used to generate vector drawings.

In SketchRRN, Google used it’s Magenta framework

(https://magenta.tensorflow.org/welcome-to-magenta) and Tensorflow Seq2Seq

16



(https://google.github.io/seq2seq/) to create novel vector drawings given a class of data, such as

cats, chairs, pigs, etc.

Although the Google team’s results in this are impressive, maybe the cleverest aspect of
their paper was the data collection. Instead of carefully curating a large dataset, they created a
“game” for Google users to play, which involved the users creating drawings of the various
classes. By using this method, they were able to outsource creation of a massive dataset, with

only needing to create a game web-application for their users.

G Lo g BB - B2 ©) o] B
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Figure 7 - Latent space interpolation of SketchRNN drawings
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3 Requirements

Required results for our generative neural network are somewhat subjective. Part of why

neural networks are so remarkable, is that they’re often able to generalize models of concepts or

classes of things that are difficult to define with traditional algorithms. As our subject (good

architectural floorplans) is likewise difficult to define algorithmically, we will need to rely

somewhat on intuition for what constitutes a “good” or “believable” novel floorplan.

Regardless, there are some more tangible aspects that will be used to judge quality of

generated floorplans.

Correct density of walls — An untrained (or poorly trained) neural network would
be likely to either push all outputs towards 0, resulting in no walls in our
generated floorplans, as might happen due to overfitting on sparse data, or result
in an unusually high number of walls, as might happen from random outputs or
outputs that stay need their initialization values. Floorplans from our dataset will
typically contain somewhere between 10 and 30 walls, which is a fairly
recognizable density compared to more extreme densities. Typically, we found
after rescaling floorplan wall sizes to a 0.0-1.0 scale, and average across matrix
value of .01 - .05 was a good target density for 8x8 inputs.

Wall orientation and length — Although there’s variation in the datasets, the vast
majority of the walls the GAN will be trained on run straight north/south or
east/west, and so it’s expected most of our generated samples will reflect this.
Additionally, we expect to see common traits like longer walls around the

perimeter and smaller walls inside for rooms.

18



e Common architectural patterns — There are certain architectural aspects that we’d
expect to see in a properly designed condo. I will look for common patterns like
clearly defined rooms, small openings in walls for doorways, and walkable paths

allowing for access to all parts of the condo (no rooms should be inaccessible).

The requirements for the data aspects of this thesis are more tangible. A dataset size of
300 floorplans was selected for this project. Three hundred floor plans constitutes enough data to
train the network, while not so large that it’s unmanageable to create the required (manual)
normalizations.

In addition to the generation of the actual dataset, data management tools allowing
import/export of JSON, SVG, and NumPy datatypes will all be required. These tools enable us to
easily translate between the different formats required for the source floor plans (SVG), dataset

(JSON) and neural network (NumPy).
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4 System Overview

4.1 Network Design and Training

The general approach to designing the neural networks for this project was to take an
established GAN design, in this case DCGAN (Radford, 2015), and to adjust it for our dataset.
This involved altering inputs and outputs, minor sizing adjustments at intermediary
convolutional layers, and adjusted filter sizes, amongst other things.

At a high level, implementing the generative adversarial network actually involved
building two networks:

e A generator network, which takes noise as an input and outputs new data.

e A discriminator network, which takes data as an input, and outputs a 0-1 real
number indicating whether it believes the data is from the dataset or from the
generator.

Both networks were built primarily with ReLU activated convolutional layers with 1x1 to
7x7 filters and zero-padding. The stride size of the convolutional layers were typically 1,
although altered stride sizes were tested.

The generator network incorporated three or four hidden convolutional layers (both
architectures were tested), slowly building from a small/deep layers to wider/shallow layers (or
the reverse in the case of the generator network). A diagram of the generator network is in figure

7.

20
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Figure 8 - Generator network

Using convolutional layers that slowly deconvolve allows the network to start with very
general/high-level details (filters) and to build upon that with gradually more specific details.

Redford found in DCGAN testing that pairing these convolutional layers with ReLU
activations increased learning speed, making ReLU an optimal choice for the network
implemented in this thesis.

The discriminator network closely resembles the generator in reverse, with a few notable
exceptions. First, we implemented dropout on convolutional layers to assist with overfitting
reduction. Second, after the final convolutional layer, we implemented a fully-connected layer,
indicating the discriminator’s classification of the input data. A diagram of the discriminator

network is in figure 8.
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Figure 9 - Discriminator network

We serialized the layout data and converted it to a format intended to maximize the
GAN’s ability to generalize the dataset. The data was contained in an x-dim x y-dim x 2-
dimensional matrix. Typically, x-dim and y-dim were either set to 8x8, 16x16 or 32x32.

The network transformed input slightly in each batch, where each discrete floor-plan will
be subject to a rescaling of all coordinates, lowering their values by up to 15% (same percentage

for all coordinates)

Figure 10 - From left to right - original floor plan; floor plan with 15% translation of southern-most wall; floor plan
scaled up 15%
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Input data was trained in batches of 10, after which networks were trained by gradient

descent via cross-entropy loss function.

4.2 Dataset Acquisition and Manipulation

Floor plan images for the dataset were obtained from streeteasy.com, which provides
access to a large database of floor plans from buildings in Manhattan. Since Manhattan floor
plans are public record, these can be used without concern for intellectual property issues.

Once we have acquired the floor plan images, they were rendered in Inkscape. Vector
based renderings of the images were drawn over the raster images, and then were saved in SVG
format (an open vector image standard).

The initial projected dataset size was 100 floor plans. This was updated to 300 to

facilitate better training results.
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Figure 11 - Streeteasy floor plan next to vectorized rendering (.svg format)
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We developed tools to allow our networks to work with the data. First, preprocessing
tools were created to allow the SVG files to snap coordinates to integer values, and to transform
the images to a common scale.

We then created tools to both convert the SVG files to a single JSON file, and to convert
the single JSON file to 8x8x2 or 16x16x2 NumPy arrays. Although it would be more straight-
forward to convert straight from SVG to NumPy directly, the intermediary JSON file will enable

adjustment of NumPy array sizes if needed, due to the ease of working with JSON format.

X\ man_edit.svg - Inkscape fan
rdf:resource="http://pur

I I 1 I </metadata>
<g {
inkscape:label="Layer 1" "pathlist"
inkscape:groupmode="1layer"
id="layerl™
style="display:inline">
<path
style="fill:none;stroke:#000
d="M 30,130 L 130,130"
id="path3797"
inkscape:connector-curvature
<path
style="fill:none;stroke:#000
d= 30,130 L 30,30
id="path3799"
inkscape:connector-curvature
<path
style="fill:none;stroke:#000
d= 130,130 L 130,30"
id="path3801"
inkscape:connector-curvature
<path
style="fill:none;stroke:#000

0.

9% FTOOE @ 3 <de:title></de:title> 0.
</cciWork> 0.

=T =a3= </rdf:RDF> 0.
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Figure 12 - Comparison of dataset formats. From left to right - SVG file of a single square rendered in Inkscape, SVG
format unrendered, JSON format, 8x8x5 NumPy matrix format.

24



S Design and Technology Choices

Below we describe the list of technologies or services we employed to carry out this work.
Tensorflow — Google’s open source library for numerical computation and machine learning.
Although it’s probably not the most widely used machine learning framework, since its initial
release in 2015 it has gained rapid adoption for training neural networks, largely due to its speed

and ease of use. http://www.tensorflow.com.

NumPy — Python library for scientific computing. NumPy has fantastic capabilities for working
with multidimensional arrays and linear algebra, which are leveraged by many machine learning
frameworks, including TensorFlow. NumPy was utilized primarily as an interface for working

with training and generator data. http://www.numpy.org.

Inkscape — Free and open source software for vector image creation. Inkscape was used to create

vector representations of floor plan layouts. https://inkscape.org.

Streeteasy — The Streeteasy website, as well as allowing for real estate searches, provides an
extensive collection of New York condo building floor plans, which I used as the primary source

for the dataset. http://streeteasy.com.
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6 Algorithmic Challenges

For most of our algorithmic implementation, we rely on standards set by well-established
NN researchers, since our data format is intended to be almost entirely novel, design and
algorithmic approach for the data format needed to be addressed by us.

The neural networks were primarily tuned via trial and error along with some heuristics.
Some architectural and data aspects of our network required adjustment to better suit our

application.

6.1 Training Data Input Format

One aspect that required close consideration is the format and shape in which data is fed
to the neural network. Raster images, which have a structure that lends itself well to either 2
dimensional (2d) arrays or [xdim, ydim, 3] matrices (depending on whether working with
greyscale or color images with red/green/blue color channels), suggest obvious forms that input
data might take. Vector imagery on the other hand, which tends to take a form more like a list of
unrelated Euclidian paths, have a less obvious input format, especially if we want to take
advantage of convolutional architecture, which takes proximity of other data points into account.
With this in mind, we intended to design a vector input data format which holds to a few
important principals:
1. The data should be able to take advantage of 2d convolutional architecture.
2. The data format should retain unique qualities of vector images, such as being
able to apply transformations like moving, scaling and rotating with no loss of

quality.
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3. The tensor shape of input should be relatively small ( <[128, 128, 3], to avoid the

possibility of convergence problems in a GAN.

6.2 Neural Network Model Design

One of the most important algorithmic challenges in any neural network problem is
designing a successful network model. While some aspects of a neural network are simple
hyperparameters (such as learning rate) that can be tuned as you start training for optimal results,
questions of fundamental network architecture, such as number and size of layers, shape of
filters, etc., generally require a more thoughtful approach.

The general approach we have taken to this challenge has been to start with the DCGAN
model (a well-established design with consistent convergence in training), and to make
adjustments as needed, either to better meet the needs of my vector data, or to respond to

different results when training. I’ll discuss this further in later sections.
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7 Implementation

The following sections detail the implementation of all aspects of my thesis project

software and research design.

7.1 GAN Model

The neural network for our model was built with TensorFlow and NumPy. The generator
network was built with four layers: one fully-connected layer from random-noise as input, then
three subsequent convolutional layers of decreasing depth, ending finally in a [8, 8, 2], [16,16,2]
or [32,32,2] matrix which can then be converted directly to a floorplan or svg.

The discriminator network is a near mirror image of the generator, typically starting with
[8,8,2],[16,16,2] or [32,32,2] inputs, which are subsequently connected to three convolutional
layers, with a final fully connected layer for output.

All layers use ReLLU activations, with the exception of the final discriminator output
layer. Leaky ReLU layers were tested, but we found these didn’t perform significantly better
than traditional ReLU.

The model can take arbitrary input/output sizes, but we found other aspects, such as filter
size and learning rate, needed to be adjusted along with input size for optimal training.

Filter size varied depending on inputs size, but typically 5x5 filters were used for 8x8
filters, with the exception of the final layer in the generator, and the first layer in the
discriminator, which used a 1x1 filter (for all input sizes). Non 1x1 filter sizes were increased for
larger inputs.

Both networks typically used 1x1 strides, and were trained with 0 padding.
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Learn rate for training was .0002. Adam optimizer was used while training, and cross-
entropy was used as the cost function. Generator and discriminator networks were trained

alternately in batches of 100.

7.2 Data Model

Training data floorplans, after being converted to a simplified .svg format, were
transformed to a [x-dim, y-dim, 2] dimensional NumPy matrix in order to be fed to the
discriminator network for training. In order to convert the floorplan into the matrix, the following
steps were be taken:

1. First, dimensional information for each wall was encoded by translating the line

segment in Euclidian space. To do this we find the point with the lowest y-value (or
lowest x in the case of equal y-values), and translate that point to the origin (0,0),
translating the other point an equal amount. This allows us to retain the dimensional
information of the wall, like orientation and size, while encoding the wall in two
values — the x and y value of the non-origin point. These values make up the two
layers of the final dimension of the matrix.

2. Once we have generated the two values above (x-value, y-value), we place the 1x1x2
tensor in the [x-dim, y-dim] grid (typically 8x8, 16x16 or 32x32). This is done by
finding the mid-point of the original wall/line-segment in the svg file, dividing by
sample’s maximum x or y value over the x/y dimensions of our input grid

(essentially, rescaling the sample to the new dimensions), and rounding the result.
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There’s a lot to unpack in the encoding scheme above, so let’s run through an example.
There’s a vertical wall, in a mid-sized room, with SVG floorplan coordinates of [(30,50), (30,
70)], in a 160x160 svg drawing. We start by translating the point with the lowest y value to the
origin, so (30, 50) becomes (0, 0). The second point is then translated an equal amount, and
becomes (0, 20). We’ve now distilled the wall down to its dimensional properties, a vertical wall
of length 20, encoded as [0, 20].

Next, we must place these values in our 16 x 16 grid. To do this we find the mid-point of
[(30,50), (30, 70)], which is (30, 60). Then we divide by 10, to fit the 160x160 floorplan into a
16 x 16 grid, giving us (3, 6). Lastly, we run our values through a rounding function to arrive at
the nearest integer, but since 3 and 6 are already integers, this is a no-op, so our final indices in
which to place our wall are 3 and 6.

Finally, putting our [0,20,1] tensor in place, we’ll give index [3,6,0] and the value of 0,
index [3,6,1] the value of 20.

This data encoding scheme is intended to allow the convolutional neural network to first
learn the building blocks of our floorplans via 1x1x2 filters (simple walls), then then learn how
those simple wall shapes typically fit together via increasingly large filters. Assuming the filters
we work with are large enough, and the sample data isn’t overly sparse (this can be a real
concern as you scale of x/y dimensions of input), the convolutional layers should start to find
common wall structures that may be found together. Walls that either ‘T’ into each other, or meet
at corners to build foundations of rooms, or brief openings between walls to create openings for
doorways. Those structures can then be fit together by the generative network to build complete

floorplans.
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Additionally, this encoding scheme avoids absolute x-y values for walls, instead focusing
on the size and orientation of the wall. This ensures that as our filter is passing through the x/y
dimensional grid, it can re-use fundamental building blocks it’s learned (such as vertical and
horizontal walls) to create novel structures.

Unfortunately, there are also limitations to this encoding scheme. Probably the most
glaring, is that it creates the potential for losing data during the encoding. This would occur if
two walls were found to have the same placement in the x/y matrix due to similar midpoints,
which would then be rounded to identical indices. Although occurrences of this sort of index
collision should be relatively rare at larger input sizes (consider how often you’d have two walls
so close to each other that their midpoint would be close), at the smaller x/y input sizes, such as
8x8, this definitely happens. I attempted to mitigate this somewhat by following practices during
the SVG draw-over phase to minimize this. Specifically, I avoided intersecting walls during
draw-overs, and I left out particularly small walls with no seeming structural significance. The
ladder step was intended to keep the dataset focus on the structural aspects of the floorplans,

instead of smaller, sometimes ornamental walls.
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Figure 13 - Illustration of data/precision loss in input formats of various sizes. Notice at 64x64 input size, resulting
floorplans are identical, while at 8x8 the floorplans resemble the originals, but lose a great deal of detail.
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Another weakness in our data model is that it lacks precision, particularly at low
dimensional inputs. For example, for an [8, 8, 2] shape input matrix, we clearly only have 64
locations that can be used as midpoints for a wall, and only 8 along each dimension. This can be
very limiting for more complex floorplans! Thankfully, regardless of midpoint placing, wall
length can still be set to a much higher precision, mitigating this issue somewhat.

Although not effecting the underlying data of the floorplans, certain post-processing
adjustments were made to the exported samples to better match the intended floorplan
representations. When rescaling the floorplan, possible endpoint locations were restricted to
“lanes”, which matched size of the NumPy input shape for that dimension. So, if the NumPy X
dimension is 8, and the image is being rescaled to 21x21, possible x values would be 0, 3, 6, 9,
12, 15, 18 or 21. This aids in better fitting together corners, which would generally never meet
perfectly if no endpoint-snapping was done. Additionally, any data found to go outside set
bounds (generally 0 — 1 in the training phase) are set to 0 at minimum or 1 at maximum when

exporting.

7.3 Software Design

At a high-level, the software design for the FPGAN network is fairly simplistic. It’s
primarily comprised of one python class for the neural network, and two classes for the data

tools, which leverage various helper scripts and functions from other places.
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pkg

run.py

fp_gan_nn

+ train_all(reps : int) : void
+ train_gn(size : int, check_acc : bool) : void

normalize_svg_floorplans

+ train_dn(rep : int, size : int, check_acc : bool) : void
+ gn(Z : numpy) : float

+ dn(fpdata : numpy) : float

+ generate(size : int) : numpy

+ save_checkpoint(reps : int) : void

tf_utils

-- >

+ weight_var(shape : numpy) : void
+ bias_var(shape: numpy : int) : void

fpdatamgr

svg_to_json_ds ————'-"—9

+ get_data_fp(index : int) : fpdata

+ get_sample_fp(index : int) : fpdata

+ add_sample_fp(fp : fpdata) : void

+ add_fp(fp : fpdata) : void

+ import_json_file(filepath : string) : void

+ import_svg_file(glob_string : string, target : string) : int

+ export_svg(index : int, filename : string, export_dir : string, source : string) : void
+ generate_data_set(size : int, generations : int, rnd_rescale : boolean) : numpy

fpdata

+ get_paths() : dict

+ rescale() : void

+ normalize() : void

+ to_numpy_arry() : numpy

+ add_path(type : int, plx : int, ply : int, p2x : int, p2y : int) : void

Figure 14 - UML Class Diagram (not all functions shown)

In designing the neural network software, focus was put on creating flexible code,

enabling us to test many different designs and hyperparameters with small amounts of code

manipulation. We also attempted to automate longer operations that we expected to do

repeatedly, such as importing/exporting data files of various formats between each other, or

generating datasets from various sources.

7.3.1 Neural Network Software Design

The core of the of the experimental FPGAN code is the fp _gan nn class, contained in

fp_gan nn.py. This class provides functionality for building the neural network model in
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TensorFlow, training the model with the NumPy floorplan dataset, and generating new
floorplans from the trained model.

The fp_gan nn class constructor handles the initial building of the model and
initialization of all variables utilized in the model (including the TensorFlow parameters to be
trained). The fp_gan nn.gn() and fp gan nn.dn() functions are leveraged by the constructor to
build the layers of the generator and discriminator network, respectively.

Certain frequently changed hyperparameters have been parameterized in the fp _gan nn
constructor in order to allow for simple adjustment of things like learning rate, x and y
dimension, and whether to print debugging messages to stdout. The program uses the passed x
and y dimensions to dynamically set other values, such as certain layer dimensions, and passes
the dimensions on to the data handling tools so those can be sized appropriately.

Training is initiated by calling the fp gan nn.train_all() function on an fp_gan nn object,
and optionally passing the number of batches to train with before completing. The train_all()
function subsequently calls the train_gn() and train_dn() functions alternately to train the
individual networks, and calls save checkpoint() every 10 batches, which reports on current loss
values for the networks and saves a sample floorplan in the ./samples directory. When training is

complete, a status message is printed to stdout and the train_all() function exits.

7.3.2 Data Tools Software Design

The data tools are comprised of two primary classes: the fpdatamgr class and the fpdata
class. These two classes are strongly coupled, and require each other for worthwhile

functionality.
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The fpdata class is essentially an abstraction of a single floorplan. It’s fundamental data
member is list of dicts called “paths,” each dict containing the data for a single straight path
(point 1 x/y value, and point 2 x/y value). The path dict also has a value called “pathtype” which
is included to enable possibly extending the code to be able to handle other architectural features
in the future, such as doors and windows. Currently, this value is unused, as all paths are
currently considered walls.

There is also functionality contained in the fpdata class to assist in manipulations and
transformations of the floorplan, such as rescaling, or conversion to a NumPy array. These
functions are not typically useful in isolation, but are called by the fpdatamgr as it loops through
entire datasets applying transformations.

The fpdatamgr class is essentially the storage warehouse for entire floorplan datasets, and
as a result becomes the primary location for data management and whole-dataset
transformations.

The main data members of the fpdatamgr class are the fplist and samples lists. These are
both lists of fpdata objects, the first intended for fpdata objects in the training dataset, the second
intended for fpdata object created by the generator network.

In addition to storage of fpdata objects, the fpdatamgr’s primary functions are:

e NumPy formatted dataset creation
e Import/Export of NumPy, SVG and JSON floorplan formats

e Whole dataset transformations.

There are actually three different types of NumPy datasets that the fpdatamgr can

generate. The main dataset, created with the fpdatamgr.generate data set() function, handles the
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standard experimental case of creating a NumPy dataset of an arbitrary size from the fpdata
objects contained in the fplist, the storage list for our dataset floorplans. If the rnd rescale
parameter in this function is set to true when it is called, each floorplan will be randomly down-
scaled up to 15%. This is intended to reduce overfitting and artificially enlarge our dataset.

The other two dataset generation functions, generate test set() and
generate _svg test set() are intended for basic testing of our neural networks, to ensure they are
doing some sort of basic training, before attempting to get them to converge with the entire
dataset. The first simply creates a dataset comprised of the same “floorplan,” a single box with a
line through it, again and again. If a neural network cannot converge with a single simple data
point like this, then there are fundamental issues with it that must be worked out first (likely,

training isn’t happening at all).

Original 0 reps 80 reps 160 reps 240 reps 320 reps

Figure 15 - Training results on test dataset typically result in the ID function after a few hundred repetitions

The generate svg test set() is similar to generate test set(), but takes as a parameter the
path of a single svg file, which it then repeats over and over as the test set. This is good to test
whether the network is good enough to produce the identity function with a single real floorplan.
Generally, when testing a new network design, I try to make sure I get high-quality results from
both of these datasets before attempting the full dataset. If the network isn’t able to handle the ID

function, it is unlikely it will be able to properly generalize a full dataset with many data points.
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While it is intended that floorplans are initially imported from SVG format, as that’s the
format that the manual floorplan drawovers result in, after initial import of dataset .svg files, an
export of all floorplans is done in JSON format. The generate data set() function expects the
path of a single JSON file as it’s data source.

Import of SVG files is handled by the fpdatamgr.import svg file() function. This
function handles the following SVG formatted commands, and converts them into a series of
“paths”, line-segments consisting of two Euclidian points:

e m— Move SVG “cursor” to relative location

e M —Move SVG “cursor” to absolute location

e Z or z— Draw line segment from last cursor location to current cursor location
e |- Draw line segment from cursor to relative location

e L — Draw line segment from cursor to absolute location

e h— Draw line segment from cursor to relative horizontal location

e H — Draw line segment from cursor to absolute horizontal location

e v — Draw line segment from cursor to relative vertical location

e V — Draw line segment from cursor to absolute vertical location

The JSON file export/import take the following format:

<string_value>:

{
"plx": <float value>,
"ply": <float value>,
"p2x": <float value>,
"p2y": <float value>,
"pathtype": 1

s
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Although the <string_value> at the top-level is arbitrary, it is currently set to a sequential
integer during the JSON export operation, which is handle by the fpdatamgr.export json_file()
function. See figure 12 for an example of the various floorplan serialization formats.

Similar to the fpdatamgr class, the metricmgr class is intended to provide the API and
storage for any metrics that we need to track (in addition to any metric/visualization functionality
provided out of the box by TensorFlow via TensorBoard). Tracking occurs via a JSON formatted
log file, which is written to via the update all() method, which also acts as the management
method which spawns various other methods updating the python dict which stores various
metric data.

Once a valid log file has been created for the various tracked metrics, a visualization of
the metrics can be spawned via the show graph from_ log script. This script takes two arguments
— the path to a log file, and the type of matric that we’d like to spawn. A matplotlib visualization
is then displayed from the data in the log file.

Utility scripts were created for procedures that require a series of operations and needed
to be executed multiple times. The normalize svg floorplans script takes existing svg floorplans,
and converts them to a common scale, then re-exports them as svgs. The svn _to json ds script
takes a set of svg files and outputs a single json file that
can be used as a dataset. The svg fo np to svg script takes a svg file, imports it to the dataset,
then re-exports it, with the intention of allowing the user to find how closely a floorplan run
through the NumPy data format and then re-exported matches its original source floorplan.
Finally, run.py is a simple wrapper script to handle creation of the fp gan nn object and initiate

training.
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7.4 Hardware Implementation

The FPGAN neural network was trained alternately on a Macbook Pro laptop and a
Windows PC. When training on the Macbook Pro, all training computations were done via the
processor, a 2.8GHZ Intel Core 17.

We used a PC with a modern graphics card when training time was prohibitive on the
Macbook Pro. When training on the PC, TensorFlow offloaded most computation to the graphics
card, an NVidia GTX 1070. Both systems had 16GB of RAM. We found graphics card assisted
training resulted in training significantly faster than processor training, for some inputs greater

than 10 times the speed.
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8 Results and Evaluation

FPGAN displayed good results and training, especially when dealing with smaller input
sizes. Resulting structures, while not always fully believable, often take a form and density

closely resembling the source dataset.

8x8 input
floorplan

| J - samples
= | 1] Q |

16x16 input
floorplan
samples

Figure 16 - Some samples from trained 8x8 and 16x16 fpgan networks

Fundamental structures and building blocks, such as vertical and horizontal walls were
typically recognized and generated very early in training. More complex structures, such as

rooms, hallways, and small openings for doorways, often appeared later.
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Figure 17 - Network loss over number of steps

In many instances, greatly influenced by network architecture, generated floorplans
showed architectural defects that would likely be deemed unacceptable in real life. Large walls
intersecting other walls, lack of outer wall structure around the perimeter, or unacceptable wall
density (either too dense or too sparse), were common, although usually absent on more
successful training runs.

L L |
| T

| L

Figure 18 - Common generator network defects. From left to right - over/under-extended walls, unacceptable density
(too sparse), incomplete perimeter walls

8.1 Comparison of Data Models

Early in the experimental testing of the FPGAN we used different input-data design from
the final design described in section 8.2. The old input design encoded absolute x/y values for

each point on a [x-dim, y-dim, 4] sized matrix, encoding the two Euclidian points for a path in
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the 4 layers (p1-xdim, p1-ydim, p2-xdim, p2-ydim). Paths were placed in the x/y dimensions of

the matrix according to their absolute y value, and relative positions in the x-dimension.
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Figure 19 - Visualization of retired data model

This data model, while overcoming some of the drawbacks of our current data model,
such as minimizing possibility of losing paths, and avoiding the loss in precision caused by
rounding the midpoint values for placement, ultimately failed to generalize the fundamental

building blocks of floorplans, even when working on the identity function for a single floorplan.

original step 200 step 2000 step 9930

Figure 20 - ID function training with retired data model

As seen in figure 20, even when the resulting output closely resembles the source
material, walls are less likely to have the straight north/south or east/west orientation that we see

in our final data model.
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The primary corrective action taken in our final model is the translation of the paths from
their absolute Euclidian points, to the origin. This allows the network to focus on the length and
orientation of the path, instead of focusing on the true location of the path as with absolute
Euclidian values. The absolute values are instead handled by the placement of the path in the
grid.

As seen in figure 21 with our final data design, even when the networks fail to converge
properly or output believable output, they will often solve the problem of what the more atomic

structures, such as individual walls or corners, should look like.

Figure 21 - Demonstration of poorly trained 8x8 network (learning rate was too high). Notice even here, micro-
features like appropriate wall-size and orientation are present.

8.2 Neural Network Architecture Results

While my initial design was based on the DCGAN architecture, this architecture was
found to perform poorly for generating floorplans. The following architectural modifications
were made to improve convergence and results:

e Both the first convolutional layer in the discriminator network, as well as the final
convolutional layer in the generator network, used a 1x1x2 filter, as opposed to
DCGAN’s typical 5x5 filters. Although 5x5 is a reasonable size as an initial

building block for 128x128 pixel raster images, it would be an absurd filter size
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for a four-layer convolutional network with 8x8 input sizes. Also, the 1x1 filters
were found to quickly train the networks to generate horizontal and vertical walls.

e 1xI1 strides were used. Due to the need for precise placement of data in order to
allow walls to form features like proper corners, we decided to avoid the imposed
imprecision that would be imposed by larger strides (at the cost of slower training
speed).

e Lower-depth filters were typically used in FPGAN architecture than in DCGAN.
While it’s not immediately clear why the lower depth filters improve training, my
intuition says this is because there’s less variation in the building blocks we’d
expect for floorplans than what we’d expect for raster image data. For example, if
we’re looking at images of 128x128 pixels, and the initial filter is 5x5, there are
many different forms we’d expect that fundamental building block of a 5x5 image
to take in order to construct full images, while floorplans may only need a few
(horizontal and vertical walls of varying sizes). Additional, unnecessary depth,

may just add noise to our results.

In addition to the divergences outlined above, a more fundamental change that was made
from the DCGAN model was utilizing a 3-layer design for discriminator and generator, instead
of the DCGAN 4-layer design. We found, especially when training smaller inputs, that fewer
layers converged faster, and often had improved results over the 4-layer design. This makes
some sense, as the DCGAN architecture was designed for scaling GANSs up to larger input sizes

(128x128x3).
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8.3 Best results for varying input sizes

Ideal network features and hyperparameters varied widely between different input sizes.

8x8 16x16 32x32
learning raite 0.0002 0.0002 0.0001
gnconv 1 5x5x64 5x5x128 5x5x128
gn conv 2 1x1x2 9x9x64 9x9x64
gn conv 3 1x1x2 1x1x2
dnconv 1l 1x1x2 1x1x2 1x1x2
dn conv 2 5x5x8 9x9x16 9x9x32
dn conv 3 5x5x32 5x5x64
bias NA yes yes
dropout NA yes yes

igure 22 - hyperparameters and architecture choices for best results by different input sizes
Figure 22 - hyperparameters and architecture choices for best results by different input sizes

8x8 input sizes were far more lenient with hyperparameter tuning and training features.
The most noticeable difference in this input size is the number of convolutional layers — only two
were used in 8x8 architecture, instead of the 3 conv layers in other architectures. We found that
due to the extremely small input sizes, additional convolutional layers actually resulted in less
realistic samples, and sometimes caused training to collapse.

Small and shallow filters also performed very well in 8x8 training, allowing the network
to output good results relatively quickly. In fact, we found some evidence that networks with
deeper filters actually resulted in worse results at this size.

Network features like dropout and bias didn’t seem to have much effect on 8x8 networks.
Regardless, we typically trained with these features just to maintain continuity between 8x8

networks and the larger networks.
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Figure 23 - 8x8 floorplan network samples next to original (real) dataset floorplans also reduced to 8x8 data format

16x16 input networks were arguably the most successful of the FPGAN networks we
trained. This input size seems to be a nice combination of large enough to give good
detail/complexity, but not so large that training time became untenable or training convergence
was difficult.

Here, although 16x16 data size was still trainable with two convolutional layers,
generator output improved noticeably with an additional third convolutional layer, allowing the
network to develop filters for more complex architectural structures. Additionally, due to the
increase in detail of the source material, deeper filters in the discriminator resulted in greater
variation in generated floorplans. This allowed the network to recognize features like diagonal
lines, which were infrequent in the source material and were often lost in 8x8 data sizes, but
could be better identified and utilized at 16x16.

Additionally, we found that bias helped immensely at this size, but often resulted in some

mild overfitting, which adding dropout layers in the discriminator helped counter.
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Figure 24 - 16x16 floorplan network samples next to original (real) dataset floorplans also reduced to 16x16 data
format

At 32x32 inputs, FPGAN networks started to experience issues with long training time
and difficulty producing realistic results. Despite these issues though, some features were
discovered that seemed to improve working at this size.

Maybe the most fundamental change, we found that precision increased greatly by
reducing the learning rate to .0001, from .0002 LR used in other networks. Additionally, deeper
filters in the DN also resulted in more believable and varied generator samples. Maybe
surprisingly, increasing filter width/height from that used in the 16x16 network to more closely
emulate the filter-to-input ratio (for example, increasing the second layer size to 13x13) did not

produce improved results.

47



FPGAN GENERATED

|

- H— = bﬁ—
il

I~ L1 ‘

DATASET

e
_%_
E

.
il
|
T.
I
|

Figure 25 - 32x32 floorplan network samples next to original (real) dataset floorplans also reduced to 32x32 data
format

8.4 Objective Measures of Floorplan Quality

Our approach to evaluation of generated floorplans, up to this point, has been entirely
subjective, essentially saying “I can’t define a good floorplan, but I know one when I see one.”

I believe there’s validity to this approach for a variety of reasons. For instance, most
traditional algorithmic approaches to evaluation would likely punish creative/non-traditional
floorplans, which might be the most interesting results. Additionally, algorithmically evaluating
the quality of floorplans would likely be very difficult, due to the great deal of variety found in
human architectural designs. It’s likely that the best evaluator of floorplan quality would likely
be a neural network based approach, which of course we’ve already implemented via our

discriminator network.
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Still, there are some tangible metrics we can leverage which indicate whether our
generator is on the right track or not. We specifically considered and tracked three wall-related
metrics through training — wall quantity, orientation, and density.

Wall quantity, or the total number of walls in the floorplan, is an extremely important
metric for creating a believable floorplan. Floorplans that have too high a wall quantity will
typically look too busy, or likely have walls blocking traffic flows.

Figure 26 demonstrates our 8x8 network’s average wall quantity through a training run.
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Figure 26 - Average number of walls per generated floorplan over training

Note that after some initial erratic behavior as training begins, the network settles in near
our dataset average of 13 walls per floorplan around step 1500. It is probably worth noting that

although the network nears the dataset average, it actually remains a few walls above average, at

49



around 16 walls per floorplan. I suspect this is a result of overfitting in our 5x5 filters resulting in
certain walls being more strongly coupled than is desirable.

The density is a similar metric, but instead of just getting a raw count of the walls, we
measure the mass of the walls by finding the average total combined size/values of the walls in
our floorplans. This measure avoids potential situations where we might have a typical number
of walls, but they’re all of irregular sizes, like a floorplan with 15 tiny walls which never meet.

The 8x8 dataset average for this metric was .03, and as you can see in figure 27, our

network performed extremely well in this metric, settling in at right around .03 around step 1500.
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Figure 27 - Average density of generated floorplans over training

The final objective measure we looked at was wall orientation. Since dataset floorplans

consist almost exclusively of straight north/south and east/west walls, it is important that our
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generated samples have matching orientation, and consist of almost no diagonal lines. Figure 28
shows wall orientation in our 8x8 network over time mimics the desired orientation from the

dataset.

10 Wall Orientation Over Training
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Figure 28 - Average percentage of diagonal walls in generated floorplan over training

One thing worth noting, is that although the percentage of diagonal walls in the dataset is
near zero, it isn’t exactly zero, a feature which our generator appears to learn. In fact, after
initially squashing the number of diagonals down to essentially zero between steps 2000 and
3500, we see the number of diagonal walls slowly creep up, closer to the dataset diagonal

percentage of .004.
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9 Summary and Conclusions

We set out to build a generative neural network for an a-typical data type, using
floorplans as a proxy for vector graphics. This was accomplished by customizing both the data-
input format and the neural network architecture to better handle vector data.

During this process we found FPGAN was able to generate novel floorplans admirably,
particularly at low input sizes. Networks typically converged and output meaningful data in less
than an hour on commodity hardware, showing vector drawings that had the fundamental
building blocks of a typical floorplan, and often density and macro-structure of a typical condo,

with few or no artifacts.

9.1 Deficiencies

Unfortunately, FPGAN is unlikely to be ready for something as ambitious as
productizing or using for serious non-research applications. While the networks perform
respectably at low input sizes, scaling up to input sizes that would probably be required for more
realistic, non-toy applications, tends to make the network less stable, and decreases the chances
of getting believable structural design in the floorplans (although smaller details, like wall
origination and size typically still show good results).

That said, if there was an urgent need to productize or improve results, without
fundamentally changing architectures or approaches, we could probably make great strides
towards ideal, recognizable floorplans via application of post-processing techniques to our
generated data. For example, creating an algorithm that snaps together wall/path endpoints that
are relatively close, could go a long way towards cleaning up some of the imperfections created

by our data model. Similarly, some algorithm checks that throw away unsuitable generated
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floorplans, such as floorplans that create large amounts of in-accessible “dead space,” or
floorplans that don’t provide suitable perimeter walls, might help ensure all the resulting
floorplans are of a high quality. Of course, going down the path of algorithmic post-processing
too far would present us with a more fundamental question, of whether it would make more

sense to handle the generative process via traditional algorithms.

9.2 Avenues for Improvement

While we attempted to explore small and several moderate adjustments, to our model that
might bear improved results, it’s worth considering what fundamental changes might be
implemented that could potentially work better than the current FPGAN implementation.

One obvious example of this already in the literature is the Google Sketch-RNN, which
introduces a different data model, encoding paths via Seq2Seq, and then trains a generative
recursive neural network for results. An interesting aspect to this, is that unlike our
implementation, an RNN would take the sequence in which the walls/paths were drawn into
account. This might not be a useful piece of information to act upon in architectural drawings,
unlike user drawings as in Sketch-RNN, where prior lines drawn by a user could have an effect
on subsequent lines. Regardless of the usefulness of line sequence being acted upon, Sketch-
RNN’s results generally seem superior to FPGAN’s.

Another more fundamental shift that could be attempted, is utilizing other data models.
For example, one could encode walls as simply “on” or “off” on a large two-dimensional grid.
So, for example, if matrix index [22,25] is value 1, there’s a wall there. If the value is a 0, there’s

no wall there. This model has similar drawbacks to my own in lack of precision, and would
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require a new dataset and data tools, but if you could scale up to large enough inputs (probably

128x128 at minimum), it could be effective.

Figure 29 - Visualization of alternate 128x128 b/w array data model. Notice this basically results in a 128x128 b/w
bitmap image, which would put it solidly in line with alternate convolutional neural networks as a raster image data format.

Alternately, graph based encoding could be used for the data model,. For example simply
encoding relative room sizes and their connections to each other, then algorithmically fitting
those together, as was done with Merrell’s generated layouts in his 2010 research. However,
we’d lose a certain amount of freedom in floorplans generated in this fashion, and the results

might be somewhat less interesting due to the constraints on room placement.
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Figure 30 - Visualization of Merrel's building layouts generated by a Bayesian network, next to the resulting floorplan.

10.3 Implications for Future Research

I’1l conclude by considering what other lines of research we could explore by building
upon our work with FPGAN. While the quality of our results are somewhat middling, the
novelty of the application for a generative network, which are typically simply used in raster
imaging, does imply a possible approach to some other interesting research questions.

One of the most striking, would be the possibility of extending our approach to
generative 3-dimensional models. To our knowledge, there is not currently any published
research into generating 3d models via neural networks. Although Dosovitskiy approaches it in
creating 3d chairs in 2015, he’s still ultimately generating 2d raster images of 3d chairs.

Our model, on the other hand, could be easily adapted to handle 3-dimensional paths. By
simply adding one extra channel to the data model, a “z-offset” value to complement the current
x and y offset of our channel model, we could achieve a simple encoding of a 3d model which

we could feed to a GAN. Of course, our convolutional layers would likely still be 2d
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convolutions, which would likely be less powerful in a 3d model, but that’s likely a hurdle that
could be overcome (albeit, possibly a more difficult challenge than the data model).

A less ambitions alternate application to our FPGAN model would be generating
alternative 2-dimensional structures. For example, with the right dataset one could imaging
generation of geographic structures, like bodies of water or borders of imaginary countries in a
simulation or for procedural content generation in a game. Indeed, generation of just about
anything that can be plotted in Euclidian space is probably achievable.

Lastly, it’s probably worth pointing out that implications of the FPGAN model are not
completely restricted to generative applications. While the goal of our research was to create
something, there’s no reason the data model combined with the discriminator network couldn’t
be used in isolation (and in fact, this might be preferable in some ways, in that it doesn’t put the
lack of precision in the data model in full display as the generative process does).

While it is probably a mistake to be too ambitious with predictions of where this could be
used, it’s not too hard to imagine instances where using Euclidian paths to identify the presence
or absence of a thing might be useful. For example, astronomers often outsource the search for
distant celestial bodies in large datasets to third parties, or crowd source this search to interested
individuals, due to the huge mass of imaging data they have and the inability of finding computer
algorithms that can identify astronomical features as well as the human eye. Perhaps if instead,
effort was put into encoding this data as Euclidian coordinates, we could leverage that dataset
again and again with a neural network similar to our discriminator each time a new need came
up.

A more earthly application might be using the movement paths of individuals via satellite

data to identify enemy camps or installations for military purposes. Although certainly neural
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networks are already used for many such applications, instances where it makes sense to use
vector based imagery in complement to, or instead of, traditional raster imaging is hopefully an

avenue that will be explored more in the future.
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Appendix — Source Code

fp_gan nn.py

import sys
sys.path.append("./data")
sys.path.append("./metrics")
from fpdatamgr import fpdatamgr
from metricmgr import metricmgr
import fpdata

import tensorflow as tf

import numpy as np

import tf_utils

class fp_gan_nn:
def __init_ (self,

batch_size=100,
learn_rate_dn=0.0002,
learn_rate_gn=0.0002,
np_x_dim=64,
np_y dim=64,
train_data_size=20000,
optimizer=tf.train.AdamOptimizer,
sample_label="test",
sample_data=False,
debug=False,

restore_checkpoint=None):

self.np_x_dim = np_x_dim

self.np_y dim = np_y_dim

self.debug = debug

self.sample_label = sample_label
self.sample_data = sample_data

#make sure printing numpy arrays is in full
np.set_printoptions(threshold=np.nan)

self.metmgr = metricmgr()

#initialize some vars

self.dropout = .75
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self.keep_prob = tf.placeholder(tf.float32)

#initialize some vars
self.batch_size = batch_size
self.train_data_size=train_data_size

self.datamgr = fpdatamgr(np_x_dim=self.np_x_dim, np_y dim=self.np_y_dim)

#uncomment to use the "real" dataset from the json file

self.datamgr.import_json_file("./data/json/datafp.json")

#tself.fp_data = self.datamgr.generate_data_set(self.train_data_size,
generations=10, rnd_rescale=True)

self.fp_data = self.datamgr.generate_data_set(self.train_data_size)

#tuncomment to use test floorplan (square with line through it) for entire
dataset
#tself.fp_data = self.datamgr.generate_test_set(self.train_data_size)

#uncomment to use a simple single floorplan for entire dataset
#tself.fp_data = self.datamgr.generate_svg test_set("./data/vec/3.svg",
100000)

#VARIABLES
self.w_gn_hl

tf_utils.weight_var([100, 128 * self.np_x_dim *
gn_wl")

tf_utils.weight_var([5, 5, 64, 128], name="gn_w2")
self.w_gn_h3 = tf_utils.weight_var([1, 1, 2, 64], name="gn_w3")
self.gn_hl bias = tf.Variable(tf.zeros([128]), name="dn_hl_bias")
self.gn_h2_bias = tf.Variable(tf.zeros([64]), name="dn_h2_bias")
self.gn_h3_bias = tf.Variable(tf.zeros([2]), name="dn_h3_bias")

self.np_y _dim], name=

self.w_gn_h2

self.w_dn_hl = tf_utils.weight_var([1, 1, 2, 8], name="dn_wl")
self.w_dn_h2 = tf_utils.weight_var([5, 5, 8, 16], name="dn_w2")
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self.w_dn_h3 = tf_utils.weight_var([16 * self.np_x_dim * self.np_y_dim,
10247, name="dn_w3")

self.dn_hl_bias = tf.Variable(tf.zeros([8]), name="dn_hl_bias")

self.dn_h2_bias = tf.Variable(tf.zeros([16]), name="dn_h2_bias")

self.dn_h3_bias = tf.variable(tf.zeros([1024]), name="dn_h3_bias")

#INPUT PARAMS

self.noise = tf.placeholder(tf.float32, shape=[self.batch_size, 100])

self.real_x = tf.placeholder(tf.float32, shape=[self.batch_size,
self.np_x_dim, self.np_y dim, 2])

A
#COST AND TRAINING
A

#GN COST/TRAINING
self.gen_y = self.gn(self.noise)
self.gen_y sig = tf.nn.sigmoid(self.gen_y)

self.raw_gen_logits, self.raw_gen_act = self.dn(self.gen_y_sig)

#DN COST/TRAINING

self.raw_real_logits, self.raw_real_act = self.dn(self.real_x)

self.ce_dn_real =
tf.reduce_mean(tf.nn.sigmoid_cross_entropy with_logits(logits=self.raw_real_logits
, labels=tf.ones_like(self.raw_real_logits)))

self.ce_dn_gen =
tf.reduce_mean(tf.nn.sigmoid_cross_entropy with_logits(logits=self.raw_gen_logits,
labels=tf.zeros_like(self.raw_gen_logits)))

self.ce_dn = self.ce_dn_real + self.ce_dn_gen

self.train_step_dn = optimizer(learn_rate_dn,
betal=0.5).minimize(self.ce_dn,var_ list=[self.dn_h1l_bias, self.dn_h2_bias,
self.dn_h3_bias, self.w_dn_hl, self.w_dn_h2, self.w_dn_h3])

#GN COST/TRAINING
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self.ce_gn =
tf.reduce_mean(tf.nn.sigmoid_cross_entropy with_logits(logits=self.raw_gen_logits,
labels=tf.ones_like(self.raw_gen_logits)))

self.train_step_gn = optimizer(learn_rate_gn,
betal=0.5).minimize(self.ce_gn, var list=[self.gn_hl_bias, self.gn_h2_bias,

self.gn_h3_bias, self.w_gn_hl, self.w_gn_h2, self.w_gn_h3])

self.gn_loss_sum = tf.summary.scalar("gn_loss", self.ce_gn)
self.dn_loss_sum = tf.summary.scalar("dn_loss", self.ce_dn)

dsum = tf.summary.merge_all()

#PREP

#uncomment to see hardware device (gpu) placement

#tself.sess = tf.Session(config=tf.ConfigProto(log_device_placement=True))

self.saver

tf.train.Saver()
self.sess = tf.Session()

init = tf.global_variables_initializer()

self.writer = tf.summary.FileWriter("/tmp/tensorflow/",
graph=self.sess.graph)

print(self.sess.run(init))

if restore_checkpoint:

self.saver.restore(self.sess, restore_checkpoint)

def gn(self, Z):
Accept [batch_size, 100] of noise and outputs [batch_size, self.np_x_dim,
self.np_y dim, 2] of generated floorplans
tparam Z:
creturn:
# matmul [100,100] * [100,1024], resulting in [100,1024]
hi = tf.nn.relu(tf.matmul(Z, self.w_gn_h1))

# this will result in [100,self.np_x_dim,self.np_y_dim,128]
hl = tf.reshape(hl, [self.batch_size,self.np_x_dim,self.np_y_dim,128])
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hl = tf.nn.bias_add(hl, self.gn_h1l_bias)

#output shape is [100,self.np_x_dim,self.np_y_dim,64]
output_shape_12 = [self.batch_size,self.np_x_dim,self.np_y dim,64]

#[100,self.np_x_dim,self.np_y_dim,128] with filters of [5,5,64,128] at
[1,1,1,1] strides

#will have output shape of [100,self.np_x_dim,self.np_y_dim,64] after
transpose

h2 = tf.nn.conv2d_transpose(hl, self.w_gn_h2,
output_shape=output_shape_12, strides=[1,1,1,1])

h2 = tf.nn.bias_add(h2, self.gn_h2_bias)

h2 = tf.nn.relu(h2)

# output shape is [100,self.np_x_dim,self.np_y_dim,2]
output_shape_13 = [self.batch_size,self.np_x_dim,self.np_y dim,2]

#[100,self.np_x_dim,self.np_y dim,64] with filters at [5,5,2,64] and
strides [1,1,1,1]

#will have [100,self.np_x_dim,self.np_y dim,2] after transpose

h3 = tf.nn.conv2d_transpose(h2, self.w_gn_h3,
output_shape=output_shape_13, strides=[1,1,1,1])

h3 = tf.nn.bias_add(h3, self.gn_h3_bias)

return h3

def dn(self, fpdata):
Accept [batch_size, self.np_x_dim, self.np_y dim, 2] and outputs
[batch_size, 1024]. The 1024 is the classification
:param fpdata:
creturn:
# [100, self.np_x_dim, self.np_y dim, 2] with filters [1,1,2,8] will
output [100, self.np_x_dim, self.np_y dim, 8]
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hi = tf.nn.relu( tf.nn.conv2d( fpdata, self.w_dn_hl, strides=[1,1,1,1],
padding="SAME"' ))

hl = tf.nn.bias_add(hl, self.dn_h1l_bias)

hl = tf.nn.dropout(hl, self.keep_prob)

#tconv2d([100, self.np_x_dim, self.np_y dim, 8] with filters [5, 5, 8, 16])
= [100, self.np_x_dim, self.np_y_dim, 16]

h2 = tf.nn.relu( tf.nn.conv2d( hl, self.w_dn_h2, strides=[1,1,1,1],
padding="SAME') )

h2 = tf.nn.bias_add(h2, self.dn_h2_bias)

h2 = tf.nn.dropout(h2, self.keep_prob)

#reshape for [100, self.np_x_dim * self.np_y_dim * 16]
h2 = tf.reshape(h2, [self.batch_size, -1])

#[100, self.np_x_dim * self.np_y_dim * 16] * [self.np_x_dim *
self.np_y_dim * 16, 1024] = [100, 1024]

#h3 = tf.nn.relu(tf.matmul(h2, self.w_dn_h3))

h3_logits = tf.matmul(h2, self.w_dn_h3)

h3_logits = tf.nn.bias_add(h3_logits, self.dn_h3_bias)

h3_act = tf.nn.sigmoid(h3_logits)
#returns [100, 1024]
return h3_logits, h3_act

def train_gn(self, rep, size=100, check_acc=False):
Trains the GN with a batch of the passed size, first generating noise
to feed the GN, generating floorplans, then feeding those to the dn and

checking for accuracy.

:param size:
:param check_acc:

creturn:

66



feed_noise = np.random.uniform(-1, 1, size=[size, 100]).astype(np.float32)

if check_acc:
acc, gsumm = self.sess.run([self.ce_gn, self.gn_loss_sum],
feed_dict={self.noise: feed_noise, self.keep_prob: 1.0})
self.writer.add_summary(gsumm, rep)

print("gn accuracy: + str(acc))
else:
self.sess.run(self.train_step_gn, feed dict={self.noise: feed_noise,

self.keep_prob: 1.0})

def train_dn(self, rep, size=100, check_acc=False):
Trains the DN with a combination of generator network data and dataset
data.

:param rep:
:param size:
:param check_acc:
creturn:

feed_noise = np.random.uniform(-1, 1, size=[size, 100]).astype(np.float32)

#If we're going to go past the size of the training data, we'll loop back
to the beginning with a modulus op
scratch, start = divmod((rep * size) + size, self.train_data_size)

end = start + size

#tbelow three lines output what's happening in the dataset
feed_data = self.fp_data[start:end]

if self.sample_data and check_acc:
rescaled_feed_data = fpdata.np_rescale(feed_data, snap=False)
self.datamgr.import_sample_fp(rescaled_feed_data[rep % size])
self.datamgr.export_svg(-1, "./samples/" + "dataset_" + str(rep) +

" . SVg")
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if check_acc:
acc, gen_y sig, gen_y, dsumm = self.sess.run([self.ce_dn,
self.gen_y sig, self.gen_y, self.dn_loss_sum], feed dict={self.real_x: feed_data,
self.noise: feed_noise, self.keep_prob: 1.0})
self.writer.add_summary(dsumm, rep)

print("dn accuracy: + str(acc))

print("gen x avg: " + str(gen_y_sig.mean()))
else:
self.sess.run(self.train_step_dn, feed dict={self.real_x: feed_data,

self.noise: feed_noise, self.keep_prob: self.dropout})

def train_all(self, reps=1000):
wrapper around train_dn and train_gn. Will force accuracy check and
save a sample every 10 reps.
:param reps:
creturn:
for i in range(reps):
_, dont_save = divmod(i, 10)
if not dont_save:
self.save_checkpoint(i)

print("done with round: " + str(i))

self.train_gn(i, self.batch_size, check_acc=True)

self.train_dn(i, self.batch_size, check_acc=True)

self.train_dn(i, size=self.batch_size)

self.train_gn(i, size=self.batch_size)

#op so nice we'll do it twice

self.train_gn(i, size=self.batch_size)
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def generate(self, size=100):

Generates sample data from noise via the generator network.

:param size:
creturn:
feed_noise = np.random.uniform(-1, 1, size=[size, 100]).astype(np.float32)

return self.sess.run(self.gen_y sig, feed dict={self.noise: feed_noise})

def save_checkpoint(self, reps, save_state=True):
fp_samples = self.generate(self.batch_size)
rescaled_samples = fpdata.np_rescale(fp_samples, snap=False)
sample_to_out = rescaled_samples[0]

self.metmgr.update_all(reps, fp_samples)

#uncomment below to get printouts of sample
if self.debug == True:

print(sample_to_out)

#save parameter state
if save_state:
self.saver.save(self.sess, "./checkpoints/state" + str(reps) +
".ckpt")

self.datamgr.import_sample_fp(sample_to_out)

self.datamgr.export_svg(-1, "./samples/" + self.sample_label +
i} . Svgll)

+

str(reps) +
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tf utils.py

Import tensorflow as tf
def weight_var(shape, name=None):

return tf.Variable(tf.random_normal(shape, stddev=0.02), name=name)

def bias_var(shape):

return tf.Variable(tf.zeros(shape, dtype=tf.float32))

run.py

import fp_gan_n
#nn = fp_gan_nn.fp_gan_nn(debug=True, np_x_dim=8, np_y_dim=8,
sample_label="fullds", restore_checkpoint="./checkpoints/state9990.ckpt")

nn = fp_gan_nn.fp_gan_nn(debug=False, np_x dim=8, np_y dim=8,
sample_label="fullds")

nn.train_all(10000)

print("done.")

data/fpdata.py

import numpy as np
import math

import random

70



def mid_x(path):
return (path["plx"] + path["p2x"]) / 2.0

def mid_y(path):
return (path["ply"] + path["p2y"]) / 2.0

def np_rescale(npdata, multiplier=32, snap=True, np_dim=8):
new_mat = np.zeros(npdata.shape)
for i in range(npdata.shape[0]):
for j in range(npdata.shape[1]):
for k in range(npdata.shape[2]):
new_mat[i][jI[k][@] npdata[i][j][k][@] * multiplier
new_mat[i][jI[k][1] npdata[i][j][k][1] * multiplier

if snap:
return np.rint(new_mat)
else:

return new_mat

class fpdata:

Basic data object for managing a single floorplan

def __init_ (self, np_x_dim=64, np_y dim=64, debug=False):
self.debug = debug
self.paths = []
self.np_x_dim = np_x_dim

self.np_y dim = np_y_dim

def __str__ (self):
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return str(self.paths)

def copy(self, orig):
copys an existing fp's paths to an empty fp
:param orig:
:return:
for path in orig.paths:
self.add_path(path["pathtype"], path["p1x"], path["ply"], path["p2x"],
path["p2y"])

def add_path(self, type_value, plx_value, ply value, p2x_value, p2y_value):

[

Add single path (either a wall or a door) to the floor plan

:param type_value: int value. Currently should be either 1 for wall or 2
for door

:param plx_value: point 1 x-value for path

:param ply value: point 1 y-value for path

:param p2x_value: point 2 x-value for path

:param p2y _value: point 2 y value for path

[

plx":

self.paths.append({"pathtype": type_value, plx_value, "ply":

ply value,

" ", "

p2x":

p2x_value, "p2y": p2y_value})

def get_paths(self):

[

returns all paths

:return: all paths as a 1list of dicts

[
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return self.paths

def rescale(self, multiplier=160, snapto=False):
Rescales all coordinates in the fpdata object by the amount indicated
by the multiplier parameter. Also has the ability to snap to integer

flooring all coordinates

:param multiplier:
:param floor:
for path in self.paths:
path["p1x"] *= multiplier
path["ply"] *= multiplier
path["p2x"] *= multiplier
path["p2y"] *= multiplier
if snapto:
path["p1x"] = round(path["plx"])
path["ply"] = round(path["ply"])
path["p2x"] = round(path["p2x"])
path["p2y"] = round(path["p2y"])

def remove_point_paths(self):

removes any paths where both points are identical
for path in self.paths:
if path["plx"] == path["p2x"]:
if path["ply"] == path["p2y"]:
print("removing path")
print(path)
self.paths.remove(path)

def normalize(self):
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normalizes the floorplan data, both scaling all internal geometry to y

value of 0-160
and snapping all values to the nearest integer value
#move all so that lowest y equals ©
miny = self.paths[0]["ply"]

for apath in self.paths:
if apath["ply"] < miny:
miny = apath["ply"]

if apath["p2y"] < miny:
miny = apath["p2y"]

y_modifier = miny

for apath in self.paths:
for key in apath.keys():
if (key == 'ply') or (key == 'p2y'):
apath[key] -= y_modifier

#move all so that the lowest x equals ©
minx = self.paths[0]["plx"]

for apath in self.paths:
if apath["p1x"] < minx:
minx = apath["p1x"]

if apath["p2x"] < minx:
minx = apath["p2x"]

x_modifier = minx
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for apath in self.paths:
for key in apath.keys():
if (key == 'pix') or (key == 'p2x'):
apath[key] -= x_modifier

#find max value

maxval = ©

for apath in self.paths:
if apath["ply"] > maxval:
maxval = apath["ply"]

if apath["p2y"] > maxval:
maxval = apath["p2y"]

if apath["p1x"] > maxval:
maxval = apath["plx"]

if apath["p2x"] > maxval:
maxval = apath["p2x"]

#alter each value by the amount indicated in the multiplier and snap to
nearest int
for apath in self.paths:
for key in apath.keys():
if key != 'pathtype':
apath[key] = apath[key] / maxval

def to_numpy_array(self):
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Converts and returns a numpy array for the data contained in the fpdata
object.

NumPy array will be size (self.np_x_dim, self.np_y dim, 2). This function

arranges data as follows:

todo - write out algorithm here

:return: NumPy representation of fpdata object

#make the numpy matrix

ret_mat = np.zeros((self.np_x_dim, self.np_y_dim, 2))

for path in self.paths:

#get midpoint. since this is the midpoint on an 2x sized grid, we don't
need to divide by 2

#also, we're storing the values internally as 0-1 floats to be better
used by the GAN,

#but for purposes of the grid placement the values are ©0-32 ints. This
needs to be

#rescaled before minding the "midpoint

#

#Note, there's a bit of a fencepost problem here. The vector drawings
are scales like 0 - 64,

#which actually contains 65 integer values, but we want to keep indices
even (ideally some 2”x)

#I'm usuing a hacky solution to just combine the first and second
indicies by saying if it's

# < 0, make it 0.

#fencepost rescaling is intended to help deal with the problem that
we're dealing with numbers

#like ©-32, but only have 0-7 indecies, which doesn't devide up
cleanly, so we rescale everything

#to one less

x_fencepost_rescaler = float((self.np_x_dim - 1)) /
float(self.np_x_dim)

y_fencepost_rescaler = float((self.np_y_dim - 1)) /

float(self.np_y_dim)
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if self.debug:

print("x_fp_rescaler + str(x_fencepost_rescaler))

print("x_fp_rescaler

+ str(y_fencepost_rescaler))

xmid_rs = round(((path['pix'] + path['p2x']) * (self.np_x_dim / 2)) *
x_fencepost_rescaler)

ymid_rs = round(((path['ply'] + path['p2y']) * (self.np_y dim / 2)) *
y_fencepost_rescaler)

if self.debug:
print("xmid_rs = " + str(xmid_rs))

print("ymid_rs = " + str(ymid_rs))

if xmid_rs < @:
xmid_rs = 0
if ymid_rs < @:

ymid_rs = 0

#rescale path values too
for key in path:
if self.debug:

print("path before being rescaled + str(path[key]))
path[key] = path[key] * x_fencepost_rescaler
if self.debug:

print("path after being rescaled " + str(path[key]))

#get "lowest point" from path. The rules for lowest are if either
#point has a lower y, that is the lowest. If their y's are equal,
#take whichever has the lowest x.
lowpoint = ""
if path['ply'] < path['p2y']:

lowpoint = "p1"
elif path['ply'] > path['p2y']:

lowpoint = "p2"
#if we get this far, the y's were equal and we're checking x's
elif path['plx'] < path['p2x']:
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lowpoint = "p1"

elif path['plx'] > path['p2x']:
lowpoint = "p2"

else:

print "ERROR: two points are equal, can't find the lowest."

print("pl = " + str(path['plix']) + "," + str(path['ply']) + ", p2 =
" + str(path['p2x']) + "," + str(path['p2y']))
return

#now we find the points after we've translated the lowest to the
#origin, and the higher by and equal amount. Of course, the lowest
#after this translation is just the origin, so really, we just need
#to find the translated values of the highest
transhighx = transhighy = 0@
if lowpoint == "p1":

transhighx = path["p2x"] - path["plx"]
path["ply"]

transhighy = path["p2y"]
elif lowpoint == "p2":

transhighx = path["pix"] - path["p2x"]

transhighy = path["ply"] - path["p2y"]

#finally, if the path is longer than previous path, place the
translated high point on
# the grid at the found midpoint
if (transhighy + transhighx) > (ret_mat[int(xmid_rs), int(ymid_rs), 0]
+ ret_mat[int(xmid_rs), int(ymid_rs), 1]):
ret_mat[int(xmid_rs), int(ymid_rs), @] = transhighx

ret_mat[int(xmid_rs), int(ymid_rs), 1] = transhighy

#print("Converting path " + str(path['plx']) + "," + str(path['ply']) +

;0 " 4+ str(path['p2x']) + "," + str(path['p2y']) + " to a " + str(transhighx) + ","

+ str(transhighy) + " vec at loc" + str(xmid_rs) + "," + str(ymid_rs))

#finally return

return ret_mat
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def rnd_rescale(self):
Will rescale down @ - 10 percent
creturn:
adjustment = random.random() / 10.0
scale = 1 - adjustment

for path in self.paths:

path["plx"] = path["plx"] * scale
path["ply"] = path["ply"] * scale
path["p2x"] = path["p2x"] * scale
path["p2y"] = path["p2y"] * scale

data/fpdatamgr.py

import fpdata

import json

import glob

import numpy as np

import xml.etree.ElementTree

from xml.etree.ElementTree import Element, SubElement, tostring, XML
import xml.dom.minidom

import re

import math

def fix_svg(path):

:param fp:
:param path:

:return:

def prettify(elem):

wnn

Return a pretty-printed XML string for the Element.

wnn
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rough_string = xml.etree.ElementTree.tostring(elem, 'utf-8")
reparsed = xml.dom.minidom.parseString(rough_string)

return reparsed.toprettyxml(indent="\t")

def get_svg layer_paths(file_path, layer="layerli"):
e = xml.etree.ElementTree.parse(file_path).getroot()
layer_xml = None
paths = []

for child in e.iter('{http://www.w3.0rg/2000/svg}g'):
if child.attrib['id'] == layer:
layer_xml = child

for path in layer_xml:
paths.append(path.attrib['d'])

return paths

def is_float(s):

Tests whether a string is a float value or not

:param s: string to test
:return: True if string is a float, else False
try:
float(s)
return True
except ValueError:

return False

class fpdatamgr:
def __init_ (self, real_x_dim=32, real_y_dim=32, np_x_dim=64, np_y_dim=64,
debug=False):
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self.debug = debug
self.real_x_dim = 32
self.real_y dim = 32
self.np_x_dim = np_x_dim
self.np_y dim = np_y_dim
self.fplist = []
self.samples = []
self.wall_threshold = .95

def __str__ (self):

return_string =

for fp in self.fplist:
return_string += str(fp)

return return_string

def get_data_fp(self, index):
return self.fplist[index]

def get_sample_fp(self, index):

return self.samples[index]

def add_fp(self, fp):

Adds the passed fpdata object to the end of the fplist list
:param fp: fpdata object to add

self.fplist.append(fp)
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def add_sample_ fp(self, fp):

Adds the passed fpdata object to the end of the samples list

:param fp: fpdata object to add

self.samples.append(fp)

def import_json_file(self, filepath):
jsondata = {}
with open(filepath) as datafile:
jsondata = json.load(datafile)

#if self.debug == True:
# print("In import_json_file. jsondata is:")

# print(jsondata)

for key, jsonfp in jsondata.iteritems():
if self.debug == True:
print("In import_json_file. jsonfp is:")
print(jsonfp)
fp = fpdata.fpdata(np_x dim=self.np_x_dim, np_y dim=self.np_y_dim,
debug=self.debug)
for path in jsonfp:
if self.debug == True:
print("In import_json_file. path is:")
print(path)
fp.add_path(1, path["plx"], path["ply"], path["p2x"],
path["p2y"])
fp.normalize()
self.add_fp(fp)
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def import_svg file(self, glob_string, target="data"):
Will import an existing svg file (or files) to the fpdatamgr. Target
can either be the fpdatamgr data list or the fpdatamgr sample list.

:param glob_string:
:param target:
creturn:

files_added = ©

file _glob = glob.glob(glob_string)

for file_path in file_glob:
files_added += 1
print("importing file " + file_path)
walls = []
cursor = {"x": 0.0, "y": 0.0}
paths = get_svg layer_paths(file_path)
path_arrays = []
for path in paths:
path_arrays.append(re.split('[\s,]"', path))

for path in path_arrays:
if self.debug == True:
print("full path is " + str(path))
print("starting a path")
#get starting coordinates to handle z command
start_coord = {"x": 0.0, "y": 0.0}
first_command = path.pop(0)

if self.debug

print("first command is

= True:

+ first_command)

if first_command == "m":
if self.debug == True:

print("command is m, cursor at " + str(cursor["x"]) + ","

+ str(cursor["y"]))
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cursor["x"] float(path.pop(0))
float(path.pop(0))

start_coord["x"] = cursor["x"]

cursor["y"]

start_coord["y"] = cursor["y"]
if first_command == "M":

if self.debug == True:

print("command is M, cursor at " + str(cursor["x"]) + ",
+ str(cursor["y"]))

cursor["x"]

float(path.pop(0))
float(path.pop(0))

start_coord["x"] = cursor["x"]

cursor["y"]

start_coord["y"]

cursor["y"]

while len(path) > @:
awall = []
command = path.pop(9)

#wall segment from current cursor to start
if (command == "z") or (command == "Z"):
if self.debug == True:

print("command is z, cursor at " + str(cursor["x"]) +

"," + str(cursor["y"]))
awall.append(cursor["x"])
awall.append(cursor["y"])
awall.append(start_coord["x"])
awall.append(start_coord["y"])

walls.append(awall)

#wall segment from current cursor to relative location
elif command == "1":
if self.debug == True:

print("command is 1, cursor at " + str(cursor["x"]) +

"," + str(cursor["y"]))
awall.append(cursor["x"])
awall.append(cursor["y"])

cursor["x"] += float(path.pop(0))
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cursor["y"] += float(path.pop(@))
awall.append(cursor["x"])
awall.append(cursor["y"])
walls.append(awall)

#wall segment from current cursor to absolute location
elif command == "L":
if self.debug == True:

print("command is L, cursor at " + str(cursor["x"]) +

"," + str(cursor["y"]))
awall.append(cursor["x"])
awall.append(cursor["y"])
cursor["x"] = float(path.pop(@))
cursor["y"] = float(path.pop(@))
awall.append(cursor["x"])
awall.append(cursor["y"])

walls.append(awall)

#wall segment from cursor to relative horizontal loc
elif command == "h":
if self.debug == True:

print("command is h, cursor at " + str(cursor["x"]) +

"," + str(cursor["y"1))
awall.append(cursor["x"])
awall.append(cursor["y"])
cursor["x"] += float(path.pop(@))
awall.append(cursor["x"])
awall.append(cursor["y"])

walls.append(awall)

#wall segment from cursor to absolut horizontal loc
elif command == "H":
if self.debug == True:

print("command is H, cursor at " + str(cursor["x"]) +

"," + str(cursor["y"]))
awall.append(cursor["x"])
awall.append(cursor["y"])
cursor["x"] = float(path.pop(@))
awall.append(cursor["x"])

awall.append(cursor["y"])
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walls.append(awall)

#wall segment from cursor to relative vertical loc
elif command == "v":
if self.debug == True:

print("command is v, cursor at " + str(cursor["x"]) +

"," + str(cursor["y"]))
awall.append(cursor["x"])
awall.append(cursor["y"])
cursor["y"] += float(path.pop(@))
awall.append(cursor["x"])
awall.append(cursor["y"])

walls.append(awall)

#wall segment from cursor to absolute vertical loc
elif command == "V":
if self.debug == True:

print("command is V, cursor at " + str(cursor["x"]) +

"," + str(cursor["y"]))
awall.append(cursor["x"])
awall.append(cursor["y"])
cursor["y"] = float(path.pop(@))
awall.append(cursor["x"])
awall.append(cursor["y"])

walls.append(awall)

#just a coordinate indicating continuation of 'm' command
#todo extend this to include instances where first command is
'M' and subsequent floats are absolute values
elif is_float(command):
if first_command == "M":
if self.debug == True:
print("command is a float value with M, cursor at
" + str(cursor["x"]) + "," + str(cursor["y"]))
awall.append(cursor["x"])
awall.append(cursor["y"])
cursor["x"] = float(command)
cursor["y"] = float(path.pop(9))
awall.append(cursor["x"])

awall.append(cursor["y"])
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walls.append(awall)
elif first_command == "m":
if self.debug == True:
print("command is a float value with m, cursor at
"+ str(cursor["x"]) + "," + str(cursor["y"]))
awall.append(cursor["x"])
awall.append(cursor["y"])
cursor["x"] += float(command)
cursor["y"] += float(path.pop(@))
awall.append(cursor["x"])
awall.append(cursor["y"])

walls.append(awall)

else:

print("Error: unknown svg path command: " + command)

#create a new floorplan and add a path for each wall we've parsed from
the svg
fpl = fpdata.fpdata(np_x_dim=self.np_x_dim, np_y dim=self.np_y_dim,
debug=self.debug)
for wall in walls:
if self.debug == True:
print("adding wall with points " + str(wall[@]) + " " +
str(wall[1]) + " " + str(wall[2]) + " " + str(wall[3]))
fpl.add_path(1, wall[@], wall[1], wall[2], wall[3])

#add the floorplan and return

fpl.normalize()

if target == "data":
self.add_fp(fpl)

elif target == "samples":
self.add_sample_fp(fpl)

else:

print("Invalid target. Use either \"data\" or \"samples\"")

return files_added
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def import_sample fp(self, np_array, lane_snap=True):
Takes a numpy array of 64, 64, 2 and changes it in to a fpdata object then
adds it to the samples
fpl = fpdata.fpdata(np x dim=self.np_x_dim, np_y dim=self.np_y_dim,
debug=self.debug)

, hp_dim is +

#print("read dim is " + str(self.real_x_dim) +

str(self.np_x_dim))

x_mult = float(self.real_x_dim) / float(self.np_x_dim - 1)
y_mult = float(self.real_y dim) / float(self.np_y dim - 1)

if self.debug:

print("real_x_dim is

+ str(self.real_x_dim))
print("np_x_dim is " + str(self.np_x_dim))

print("xmult is " + str(x_mult))

#iterate through the first two dimensions of the matrix looking for values
big enough to
#be considered walls
for i in range(np.shape(np_array)[0]):
for j in range(np.shape(np_array)[1]):
if (np_array[i][j][@] > self.wall_threshold) or (np_array[i][j]1[1]
> self.wall_threshold):
#find midpoint
midpoint_x = i * x_mult

midpoint_y = j * y _mult

#print("Midpoint of x is " + str(midpoint_x) + ", midpoint of

y is " + str(midpoint_y))
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#find both x values by extending past the midpoint one half
of the x length, np_array[i][j][e@]

pl_x = round(midpoint_x

(np_array[i][j][e] / 2))
p2_x = round(midpoint_x + (np_array[i][j][@] / 2))
pl_y = round(midpoint_y - (np_array[i][j][1] / 2))
p2_y = round(midpoint_y + (np_array[i][j]1[1] / 2))

if lane_snap:

#pl_x = (round(pl_x / x_mult)) * x_mult
#p2_x = (round(p2_x / x_mult)) * x_mult
#pl_y = (round(pl_y / y_mult)) * y _mult
#p2_y = (round(p2_y / y_mult)) * y_mult

#get the pre-rescale lane locations
pl_x = (round(pl_x / x_mult))

p2_x = (round(p2_x / x_mult))
ply = (round(pl_y / y_mult))
p2_y = (round(p2_y / y_mult))

#min/max the values
pl_x
pl_y
p2_x = max(min(p2_x, self.np_x_dim), @)

max(min(pl_x, self.np_x_dim), 0)

max(min(pl_y, self.np_y dim), 0)

p2_y = max(min(p2_y, self.np_y_dim), @)

pl_x = round(pl_x * x_mult)
pl_y = round(pl_y * y_mult)
p2_x = round(p2_x * x_mult)

p2_y = round(p2_y * y_mult)

#add the path we've found to the fpdata object
fpl.add_path(1, pl_x, pl_y, p2_Xx, p2_y)

+ str(i) + "," + str(j) +

#print("Adding index with values

+ str(np_array[i][j][@]) + "," + str(np_array[i][j]1[1]) +

+ str(pl_x) + "," + str(ply) + "; + str(p2_x) + "," + str(p2_y))

as path with values
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self.add_sample_fp(fpl)

def export_svg(self, index, filename, export_dir="./", source="samples"):
if source == "data":
target_fp = self.get_data_fp(index)
else:

target_fp

self.get_sample_fp(index)

fp_paths = target_fp.get_paths()

top = Element('svg', {"xmlns:dc": "http://purl.org/dc/elements/1.1/",
"xmlns:cc": "http://creativecommons.org/ns#",
"xmlns:rdf": "http://www.w3.0rg/1999/02/22-rdf-
syntax-ns#",
"xmlns:svg": "http://www.w3.0rg/2000/svg",
"xmlns": "http://www.w3.0rg/2000/svg",
"xmlns:sodipodi”:
"http://sodipodi.sourceforge.net/DTD/sodipodi-0.dtd",
"xmlns:inkscape":
"http://www.inkscape.org/namespaces/inkscape”,
"width": "180mm",
"height": "180mm",
"viewBox": "© © 180 180",
"version": "1.1",
"id": "svg8",
"inkscape:version": "0.92.0 r",

"sodipodi:docname": filename,

#"inkscape:export-filename": "./" + filename +
".png”,
"inkscape:export-xdpi": "96",
"inkscape:export-ydpi": "96"
}
defs = SubElement(top, "defs", {"id": "defs2"})
sodipodi = SubElement(top, "sodipodi:namedview", {"id": "base",
"pagecolor": "#ffffff",
"bordercolor":
"#666666",

"borderopacity": "1.0",
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"inkscape:pageopacity":

"0.0",
"inkscape:pageshadow":
nyn
"inkscape:zoom": "1.0",
"inkscape:cx": "100.0",
"inkscape:cy": "100.0",
"inkscape:document-
units": "mm",

"inkscape:current-
layer": "layerl",

"showgrid": "false",

"inkscape:window-width":
"2000",

"inkscape:window-
height": "900",

"inkscape:window-x":

"o,
"inkscape:window-y":
nqn,
"inkscape:window-
maximized": "O"

}

metadata = SubElement(top, "metadata", {"id": "metadata5"})

rdf = SubElement(metadata, "rdf:RDF")

ccWork = SubElement(rdf, "cc:Work", {"rdf:about": ""})

dcformat = SubElement(ccWork, "dc:format").text = "image/svg+xml"

dctype = SubElement(ccWork, "dc:type", {"rdf:resource":
"http://purl.org/dc/dcmitype/StillImage"})

dctitle = SubElement(ccWork, "dc:title")

gl = SubElement(top, "g", {"inkscape:label": "Layer 1",
"inkscape:groupmode": "layer",
"id": "layerl",
"style": "display:inline"})

pindex = 3600
paths = []
for some_path in fp_paths:
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if some_path['pathtype'] == 1.0:
paths.append(SubElement(gl, "path", {
"style": "fill:none;stroke:#000000;stroke-
width:0.26458332px;stroke-linecap:butt;stroke-linejoin:miter;stroke-opacity:1",
"d": "M " + str(some_path['plx']) + "," +

str(some_path['ply']) + " L " + str(
"," + str(some_path['p2y']),

some_path['p2x']) + ",
"id": "path" + str(pindex),

"inkscape:connector-curvature": "0@"

1))

pindex += 1

filepath = export_dir + filename
with open(filepath, 'w') as f:
f.write(prettify(top))

f.write("\n")

def export_json_file(self, filename="output.json"):

Outputs all floorplans in the fplist to a well-formatted JSON file

:param filename: path of the output file

index = 0

fpdict = {}

for fp in self.fplist:
fpdict[str(index)] = fp.paths

index += 1

jsonstr = str(json.dumps(fpdict, sort keys=True, indent=4,

separators=("',"', ": ')))
with open(filename,
f.write(jsonstr)
f.write("\n")

'w') as f:
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def to_numpy_array(self, start_index, end_index, reps=1, rnd_rescale=False):
Creates and returns a numpy array dataset containing floorplans from

fplist from start_index to end_index

:param start_index: start index to output to numpy array (as int)
:param end_index: end index to output to numpy array (as int)
:return: numpy array representation of the indicated floorplans

count = end_index - start_index + 1

ret_mat = np.zeros((count * reps, self.np_x_dim, self.np_y dim, 2))

i=20

for rep in range(reps):
for mgr_index in range(start_index, end_index):
tmp_fp = fpdata.fpdata(np_x_dim=self.np_x_dim,
np_y_dim=self.np_y _dim, debug=self.debug)
tmp_fp.copy(self.fplist[mgr_index])
if rnd_rescale:
tmp_fp.rnd_rescale()
ret_mat[i] = tmp_fp.to_numpy_array()

i+=1

return ret_mat

def generate_data_set(self, size=100, generations=1, rnd_rescale=False):
Creates a data set for feeding to a NN (in numpy format) from the
available floorplans from the data.
:param size:
creturn:
#figure out how many floorplans we have and get them all as numpy mats
fpcount = len(self.fplist)
all fp_as_np = self.to_numpy_array(0, fpcount, reps=generations,

rnd_rescale=rnd_rescale)
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#get full matrix

ret_mat = np.zeros((size, self.np_x_dim, self.np_y dim, 2))

#just cycle through our available fps until we run out of slots to fill
for i in range(size):

ret_mat[i] = all _fp_as_np[i % (fpcount * generations)]

return ret_mat

def generate_test_set(self, size=100):

fpl = fpdata.fpdata(np x dim=self.np_x_dim, np_y dim=self.np_y_dim,
debug=self.debug)
fpl.add_path(1l, 6.0, 6.0, 6.0, 26.0)

fpl.add_path(1, 6.0, 26.0, 26.08, 26.0)
fpl.add_path(1, 26.0, 26.0, 26.0, 6.0)
fpl.add_path(1, 26.0, 6.0, 6.0, 6.0)
fpl.add_path(1, 16.0, 6.0, 16.08, 26.0)
fpl.normalize()
for i in range(size):

self.add_fp(fpl)

return self.to_numpy_array(0, (size - 1))

def generate_svg test _set(self, path_name, size):
self.import_svg file(path_name)
if self.debug == True:
print(self.get_data_fp(-1))
fpl = self.get_data_fp(-1)

for i in range(size):
self.add_fp(fpl)
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return self.to_numpy_array(0, (size - 1))

def fix_and_export_data(self, export_dir="./"):
index = 0
for fp in self.fplist:
fp.normalize()
fp.rescale(32, True)
fp.remove_point_paths()
filename = str(index) + ".svg"
self.export_svg(index, filename, export_dir, "data")

index += 1

metrics/metricmgr.py

import json

import numpy as np

class metricmgr:
def __init_ (self, filename="./metrics/fpgan_metrics.log"):
self.log dict = {}

self.filename = filename

def __str(self):

return_string =

return return_string
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def update_density(self, reps, npsamples):
if 'density' not in self.log dict.keys():
self.log dict['density'] = {}

self.log dict['density'][reps] = str(npsamples.mean())

def update_quantity(self, reps, npsamples):
if 'quantity' not in self.log _dict.keys():
self.log dict['quantity'] = {}

below is a bit much of a one-liner. It's essentailly total walls in the
numpy array (making the threshold for a wall .05 normalized), over the
number of samples in the array (npsamples.shape[@]) times 2 because you
can have an x or y value over .05. Not, this isn't perfect, because it

will count diagonal walls twice (x and y above .05), but in practice this

HOoH O H OH OB O#®

doesn't matter much since diagonals are rare.
self.log dict['quantity'][reps] = len(npsamples[ np.where(npsamples >
.05)]) / (npsamples.shape[@])

def update_orientation(self, reps, npsamples):
if 'orientation' not in self.log dict.keys():

self.log dict['orientation'] = {}

smp_split = np.split(npsamples, [1], 3)
#txmsk = np.where(smp_split[0] > .05)
#ymsk = np.where(smp_split[1] > .05)

walls

1]
(W]

diags

for i in range(smp_split[@].shape[0]):
for j in range(smp_split[@].shape[1]):
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> .05):

def

def

for k in range(smp_split[@].shape[2]):

if (smp_split[@][i,j,k] > .05) or (smp_split[1][i,j,k] > .@5):

walls += 1

if (smp_split[@][i, j, k] > .05) and (smp_split[1][i, j, k]

diags += 1
if float(walls) > 0.0:
self.log dict['orientation'][reps] = float(diags) / float(walls)
else:

self.log dict['orientation'][reps] 0.0

update_all(self, reps, npsamples):
self.update_density(reps, npsamples)
self.update_quantity(reps, npsamples)
self.update_orientation(reps, npsamples)

self.write_out()

write_out(self):

jsonstr = str(json.dumps(self.log dict, sort_keys=True, indent=4,

separators=(',"', ': ')))

with open(self.filename, 'w') as f:
f.write(jsonstr)
f.write("\n")

scripts/normalize svg floorplans.py

#!/usr/bin/python

import sys
sys.path.append("../data")
import fpdatamgr

help _msg =

normalize_svg floorplans takes existing svg floorplans, and converts

them to a

common scale, then re-exports them as svgs.
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This script must be run with two arguments. The first argument is the
source

svg files, then second is the directory to export the resulting svg
files to.

File globs are acceptable in the first argument (source files), but of
used,

the argument must be in quotes (to avoid interpolation by the shell. So
the

following would be acceptable:

normalize_svg floorplans.py "./src/*.svg" ./dest/

if len(sys.argv) != 3:

"

print("Incorrect number of args (2 needed): + str(len(sys.argv)))
print help_msg

exit(1)

mgr = fpdatamgr.fpdatamgr()
mgr.import_svg file(sys.argv[1])
mgr.fix_and_export_data(sys.argv[2])

scripts/show_graph from_log.py

#!/usr/bin/python

import sys
import json

import matplotlib.pyplot as plt

help _msg =
First arg is the filepath, second arg is the type of data (key in the
json,

like density).

[}
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{}

jsondata

filename = sys.argv[1l]

with open(filename) as datafile:
jsondata = json.load(datafile)
graphdata = jsondata[sys.argv[2]]

(]
(]

Xaxis

yaxis

for key in sorted(graphdata, key=int):
xaxis.append(key)
yaxis.append(graphdatal[key])

plt.plot(xaxis, yaxis)
plt.show()

scripts/svg_to_json_ds.py

#!/usr/bin/python
import sys
sys.path.append("../data")
import fpdatamgr

help _msg =
svn_to_json_ds takes a set of svg files and outputs a single json file
that

can be used as a dataset..

This script must be run with two arguments. The first argument is the
source
svg files, then second is the resulting json file path. Use quotes

around the
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first arg if using a wild-card.

svg_to_json_ds.py "./src/*.svg" ./output.json

if len(sys.argv) != 3:

print("Incorrect number of args (2 needed):

print help_msg
exit(1)

mgr = fpdatamgr.fpdatamgr()
mgr.import_svg file(sys.argv[1])
mgr.export_json_file(sys.argv[2])

scripts/svg to np to svg.py

#!/usr/bin/python

import sys
sys.path.append("../data")
import fpdatamgr

import fpdata

help msg =

"

+ str(len(sys.argv)))

svg_to _np_to_svg takes as arguments the np dimension (assumes x and y

are equal)

and the number of the vector drawing to convert. It will then convert

it to

np data format, then convert back to svg.

Essentially, it's intended to show data loss between svg and numpy

formats.

This script must be run with two arguments.

svg_to_np_to_svg.py 8 4
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datamgr = fpdatamgr.fpdatamgr(np_x_ dim=int(sys.argv[1]),
np_y_dim=int(sys.argv[1]), debug=True)

datamgr.import_svg file("../data/vec/" + sys.argv[2] + ".svg")
datamgr.import_svg file("../data/vec/1.svg")

nparr = datamgr.to_numpy_array(e, 1)

rescaled_samples = fpdata.np_rescale(nparr, snap=False)
datamgr.import_sample_fp(rescaled_samples[©@])

datamgr.export_svg(9, sys.argv[2] + "id.svg")
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