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Abstract

This dissertation examines the estimation and inference of causal parameters in two

different frameworks: the generalized method of moments framework and the dynamic

optimal treatment regime framework.

• For generalized method of moments framework: Chapter 1 shows that when

the auxiliary estimators satisfy a leave-one-out stability condition, debiased machine

learning can achieve root-n consistency and asymptotic normality without requiring

sample splitting or cross-fitting. This enables more efficient sample reuse, especially

in moderate-sample regimes.

• For dynamic optimal treatment regimes: Chapter 2 analyzes the statistical

properties of a softmax approximation to the optimal policy. It demonstrates that

under a suitable growing scheme of the temperature parameter, this softmax ap-

proach yields valid inference for the value and structural parameters associated

with the true optimal regime.
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Apart from causal parameter estimation and inference, this dissertation also advances

causal understanding by integrating biomedical knowledge to uncover biological drivers

of clinical outcomes and to inform clinical decision-making:

• Biomedical knowledge graph integration: Chapter 3 constructs a heteroge-

neous, multi-modal knowledge graph using a Relational Graph Convolutional Net-

work (R-GCN) to embed clinical and biological entities, including disease, drugs,

genes, and single nucleotide polymorphisms (SNPs), into a unified representation

that supports various link prediction tasks and downstream applications.
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0
Introduction

Estimation and inference on causal parameters often involve semi-parametric methods,

where not only is the target parameter estimated, but the procedure also requires es-

timating auxiliary functions, which are typically solutions to regression or classification

problems. In this work, we explore two such settings: one within the framework of gen-

eralized method of moments, and the other in the context of dynamic optimal treatment

regimes. For the former, we show in Chapter 1 that when we use debiased machine

learning, and when these auxiliary estimation algorithms satisfy natural leave-one-out

stability properties, sample splitting or cross fitting is not required to maintain asymp-
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totic normality and root-n consistency of the target parameter of interest. This allows for

sample re-use, which can be beneficial in moderately sized sample regimes. For instance,

we show that the stability properties that we propose are satisfied for ensemble bagged

estimators, built via sub-sampling without replacement, a popular technique in machine

learning practice. For the context of dynamic optimal treatment regimes, in Chapter 2,

we construct confidence intervals for the value of the optimal regime and structural pa-

rameters associated with it from offline data. This problem is inherently challenging, as

it involves non-linear and non-differentiable functionals of unknown quantities that need

to be estimated. Prior work resorted to sub-sample approaches that can deteriorate the

quality of the estimate. We show that a simple softmax approximation to the optimal

treatment regime, for an appropriately fast growing temperature parameter, can achieve

valid inference on the truly optimal regime. We illustrate our result for a two-period op-

timal dynamic regime, though our approach should directly extend to the finite horizon

case.

Beyond understanding causal relationships through the lens of causal inference, we also

pursued this goal from the perspective of biomedical knowledge integration in Chapter

3. Specifically, we utilized complex relationships between clinical concepts and biological

entities to construct a unified representation of these elements. To bridge the gap be-

tween genomic and phenotypic data and provide a comprehensive representation of diverse

biomedical entities, we employed a Relational Graph Convolutional Network (R-GCN) to

build a heterogeneous, multi-modal knowledge graph that learns embeddings for these en-

tities. Our approach accounts for the multi-relational structure of the data by modeling

the diverse relation types contributed by multiple data sources and, notably, incorporates

single nucleotide polymorphisms (SNPs) into the graph. The resulting knowledge graph

outperformed initial embeddings derived from PubMedBERT and cohort-based studies in

link prediction tasks for modeling multi-relational data. This enhanced, multimodal rep-

2



resentation of the biomedical landscape paves the way for a broad range of downstream

applications that help reveal biological drivers of clinical outcomes and inform clinical

decision-making.
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1
Chapter 1: Debiased Machine Learning

without Sample-Splitting for Stable

Estimators

This chapter is based on my joint work with Prof. Vasilis Syrgkanis and Prof. Morgane

Austern, presented in [35].
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1.1 Introduction

A large variety of problems in causal inference and more generally semi-parametric infer-

ence can be framed as finding a solution to a moment condition:

M(θ, g) ≜ EZ [m(Z; θ, g)] M(θ0, g0) = 0

where Z ∈ Z is a vector of random variables that, apart from the target parameter

θ0 ∈ Θ ⊂ Rp of interest, also depends on unknown nuisance functions g0 ∈ G, which need

to be estimated in a flexible manner from the data. This framework has a long history in

the literature on semi-parametric inference [1–3, 18, 19, 60, 67, 81, 82, 91, 106, 108, 109,

115, 124, 126, 147, 152, 153], which analyzes the following two-stage estimation process

with sample re-use, when having access to n iid samples {Z1, . . . , Zn} and as n grows,

treating the target parameter dimension p as a constant:

1. Obtain an estimate ĝ ∈ G of the nuisance function g0 based on all the samples.

2. Return any estimate θ̂ ∈ Θ that satisfies:

Mn(θ̂, ĝ) = op
(
n−1/2

)
with Mn(θ, g) ≜

1
n

n∑
i=1

m(Zi; θ, g).

Given that the estimation of function ĝ is a complex non-parametric problem, it will

typically only satisfy slower than parametric error rates. Moreover, in high dimensional

settings, when machine learning techniques are used to estimate ĝ, then the regularization

bias of ĝ will propagate to the final estimate θ̂, leading to non-regular estimates and the

inability to construct confidence intervals.

The literature on efficient semi-parametric estimation provides conditions on the mo-

ment function so that the influence of the estimation error of the nuisance function ĝ is

5



of second order importance and does not alter the distributional properties of the second

stage [11–14, 18, 26, 37, 60, 71–76, 110, 114, 119, 148, 166, 173, 174]. This approach dates

back to the classical work on doubly robust estimation and targeted maximum likelihood

[95, 124, 125, 146, 149, 150] as well as the more recent work on locally robust or Neyman

orthogonal conditions on the moment function [15, 38, 39, 111, 112], typically referred to

as double or debiased machine learning. At a high-level, the earlier literature on semi-

parametric inference shows that if the moment function satisfies some form of robustness

to nuisance perturbations and, importantly, as long as the space G used in the first stage

estimation is a relatively simple function class, in terms of statistical complexity, typically

referred to as a Donsker function class, then the second stage estimate is root-n consistent

and asymptotically normal. Hence, one can easily construct confidence intervals for the

target parameter of interest.

Crucially the recent literature on debiased machine learning alters the standard two-

stage estimation algorithm to introduce the idea of sample-splitting [17, 171]. In partic-

ular, instead of estimating ĝ on all the samples, the recent work on debiased machine

learning [38, 39, 42] estimates ĝ on a separate sample, or for better sample efficiency

invokes “cross-fitting,” where we train a nuisance model on half the data and evaluate it

in the second stage on the other half and vice versa. Sample splitting avoids the Donsker

conditions that were prevalent in the classic semi-parametric inference literature and only

requires a root-mean-squared-error (RMSE) guarantee of the estimate ĝ of op(n−1/4).

However, sample splitting or cross-fitting still leads to poorer sample usage, as we can

lose half of our data when training complex non-parametric or machine learning mod-

els, which can be problematic in small and moderate sample regimes. Our main result

is to show that root-n consistency and asymptotic normality of the standard algorithm,

without sample splitting, can be achieved without the Donsker property, but solely if one

assumes that the first stage estimation algorithm is o(n−1/2) leave-one-out stable, a rela-

6



tively widely studied property in the statistical machine learning and generalization theory

literature [25, 51, 59, 77]. As a leading example we show that our stability conditions are

satisfied by bagging estimators formed with sub-sampling without replacement.

Recent prior work of [41] also considered asymptotic normality based on stability con-

ditions, but as we expand in the main text, their requirement on the stability property is

much harsher than the one we derive here. Moreover, [41] analyzes only a special case of

the class of moment problems that we consider here. For instance, in our leading example

of bagging estimators, the prior result of [41] would require that the bias of the base

estimator decays faster than 1/n, where n is the sample size, which is typically not the

case. In contrast, our stability condition does not impose any explicit assumption on the

bias and solely requires that the sub-sample size m is o(
√
n).

To simplify the regularity assumptions required for asymptotic normality, we focus on

the case where m(Z; θ, g) is linear in θ, i.e.

m(Z; θ, g) = a(Z; g) θ + ν(Z; g)

where a(Z; g) ∈ Rp×p is a p × p matrix and ν(Z; g) ∈ Rp is a p-vector, and we denote

with:

A(g) := EZ [a(Z; g)] An(g) := En[a(Z; g)]

V (g) := EZ [ν(Z; g)] Vn(g) := En[ν(Z; g)].

Many of the leading examples in semi-parametric problems that arise in causal inference

correspond to linear moment problems. We present below a representative set of problems

that are widely used in the practice of causal inference.

Example 1 (Partially Linear Treatment Effect [126]). If one assumes that the outcome

of interest Y is linear in the treatment, i.e. Y = θ′
0T + f0(X) + ϵ, with E[ϵ | T,X] = 0,

7



then estimating the treatment effect θ0 boils down to solving the following linear moment:

m(Z; θ, g) = (Y − q(X) − θ′(T − p(X))) (T − p(X))

where the corresponding true values of (q, p) are q0(X) = E[Y |X], p0(X) = E[T |X].

Example 2 (Partially Linear IV [39]). If one assumes that the outcome of interest Y is

linear in the treatment, i.e. Y = θ′
0T + f0(X) + ϵ, but the treatment is endogenous (i.e.

there are unobserved confounders) and one has access to a random variable Z, that is

referred to as an instrument, which correlates with the treatment but is un-correlated with

the residual in the outcome equation, i.e. satisfies that E[ϵ | Z,X] = 0, then estimating

θ0 boils down to solving the following linear moment:

m(Z; θ, g) = (Y − q(X) − θ′(T − p(X))) (Z − r(X))

where the true values of (q, p, r) are q0(X) = E[Y |X], p0(X) = E[T |X], r0(X) = E[Z|X].

Example 3 (Average linear functionals of regression functions). Consider a class of mo-

ment functions of the form:

m(Z; θ, g) = θ −mb(Z; q) − µ(T,X) (Y − q(T,X))

where g = (q, µ), mb is a linear functional of q and the corresponding true value q is a

regression function q0(T,X) = E[Y | T,X] and µ0 is Riesz representer of the functional

E[mb(Z; q)] (see [40] for examples). For instance, in the case of a binary treatment T ,

where we have that Y = q(T,X) + ϵ and E[ϵ | T,X] = 0, then the average treatment effect

θ0 = E[q(1, X) − q(0, X)] is identified by a moment of the latter type, with:

mb(Z; q) = q(1, X) − q(0, X). (Average Treatment Effect (ATE))

8



While if we have a target treatment policy π : X → {0, 1}, and we want to estimate its

average value θ0, we can identify it with a moment of the aforementioned type, with:

mb(Z; q) = π(X) (q(1, X) − q(0, X)). (Average Policy Effect)

For completeness, we also include in Appendix A.7 an extension of our results to non-

linear moment problems.

1.2 Asymptotic Normality without Sample Splitting

We start by providing an asymptotic normality theorem for semi-parametric moment esti-

mators without sample splitting and where the moment satisfies the well-studied property

of Neyman orthogonality. Our theorem requires four main conditions: i) root-mean-

squared-error (RMSE) rates for the nuisance function estimates of op(n−1/4), ii) Neyman

orthogonality of the moment with respect to the nuisances, iii) second-order smoothness

of the moment with respect to the nuisance functions and, iv) stochastic equicontinuity of

the Jacobian and the offset part of the linear moment function as the nuisance estimate

ĝ converges to g0. For a vector x ∈ Rp we denote with ∥x∥2 the ℓ2 norm and for a matrix

X ∈ Rp×p we denote with ∥X∥op the operator norm with respect to the ℓ2 norm.

Theorem 1. Suppose that the nuisance estimate ĝ ∈ G satisfies:

∥ĝ − g0∥2
2 ≜ EX

[
∥ĝ(X) − g0(X)∥2

2

]
= op

(
n−1/2

)
. (Consistency Rate)

Suppose that the moment satisfies the Neyman orthogonality condition: for all g ∈ G

DgM(θ0, g0)[g − g0] ≜
∂

∂t
M(θ0, g0 + t (g − g0))

∣∣∣
t=0

= 0 (Neyman Orthogonality)

9



and a second-order smoothness condition: for all g ∈ G

DggM(θ0, g0)[g − g0] ≜
∂2

∂t2
M(θ0, g0 + t (g − g0))

∣∣∣
t=0

= O
(
∥g − g0∥2

2

)
(Smoothness)

and that the moment m satisfy the stochastic equicontinuity conditions:

√
n ∥A(ĝ) − A(g0) − (An(ĝ) − An(g0))∥op = op(1)
√
n ∥V (ĝ) − V (g0) − (Vn(ĝ) − Vn(g0))∥2 = op(1).

(Stochastic Equicontinuity)

Assume that A(g0)−1 exists and that for any g, g′ ∈ G:

∥A(g) − A(g′)∥op = O (∥g − g′∥2) .

Moreover, assume that for any i, j ∈ [p] × [p], the random variable ai,j(Z; g0) has bounded

variance. Then θ̂ is asymptotically normal:

√
n
(
θ̂ − θ0

)
n→∞,d−−−−→ N

(
0, A(g0)−1E

[
m(Z; θ0, g0)m(Z; θ0, g0)⊤

]
A(g0)−1

)
.

The first three conditions are standard assumptions in the literature on debiased ma-

chine learning. The final condition (stochastic equicontinuity) is exactly where sample

splitting comes very handy in the literature. To illustrate the reason why sample splitting

helps with the stochastic equicontinuity condition, let us consider the first part of the

condition (the reasoning is analogous for the second part). It asks that the difference of

two centered empirical processes, namely An(ĝ) − A(ĝ) and An(g0) − A(g0), goes to zero

faster than n−1/2. We expect each empirical process to go down to zero at exactly n−1/2

and so this condition asks, since ĝ converges to g0 is the empirical process continuous in

its argument and for that reason does the difference converge to zero faster than each

individual component. If the estimate ĝ was fitted on a separate sample, then conditional
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on ĝ, we have that each element t = (i, j) ∈ [p] × [p] of An(ĝ) − An(g0) is an empirical

average of iid random variables with mean A(ĝ) − A(g0). Thus a simple Bernstein in-

equality would show that the difference of the two empirical processes would converge to

zero at the order of:

Op

√E[(at(Z; ĝ) − at(Z; g0))2]
n

+ 1
n

 = Op

√∥ĝ − g0∥2
2

n
+ 1
n

 = op(n−1/2)

where we also invoked a mean-squared-continuity property of at(Z; g) and the fact that

∥ĝ − g0∥2 = op(1). Thus, with sample splitting, no further constraint is required from ĝ,

other than a convergence rate on ∥ĝ−g0∥2. In fact, as was noted in recent work of [42], in

the above step it suffices to assume that E[(at(Z; ĝ) − at(Z; g0))2] = O (∥ĝ − g0∥q2) for any

q < ∞, which is a much weaker mean-squared-continuity assumption, and the property

would still hold, since ∥ĝ − g0∥q/2
2 n−1/2 = o(n−1/2), whenever ∥ĝ − g0∥2 = op(1).

Without sample splitting, note that ĝ is now correlated with the samples in the empirical

averages and hence An(ĝ) − An(g0) is no longer an average of i.i.d. random variables.

Typical approaches would try to prove a uniform stochastic equicontinuity property over

the function space G, typically referred to as a Donsker property of the function space G.

In particular, if we could show that with high probability:

∀g ∈ G : ∥A(g) − A(g0) − (An(g) − An(g0))∥op = O
(
δn∥g − g0∥2 + δ2

n

)
= O

(
δ2
n + ∥g − g0∥2

2

)

then the above property would also hold for ĝ. Subsequently, since we know that ∥ĝ −

g0∥2
2 = op(n−1/2), by our convergence rate assumptions on ĝ, then it would suffice that

δ2
n = o(n−1/2). Such localized concentration inequalities have been known to hold for

Donsker classes, which are typically defined via entropy integrals, and more recently it

was also noted that such inequalities are satisfied with δn being the critical radius of the

11



space G, defined via localized Rademacher complexities.

However, the latter approach is conservative as it requires a uniform control over the

function space G and does not utilize at all the properties of the estimation algorithm itself.

In particular, as we will show in the next section, the main result of our work is that this

stochastic equicontinuity condition follows from o(n−1/2) leave-one-out stability conditions

on our estimation algorithm, which are typical in the machine learning literature and in

the excess risk and generalization bounds literature.

1.3 Stochastic Equicontinuity via Stability

We will show that the Condition (Stochastic Equicontinuity) is satisfied, whenever the

estimate ĝ satisfies leave-one-out stability properties and the moment satisfies the weak

mean-squared-continuity property of [42]. We start by some preliminary definitions re-

quired to state our stability conditions. Define Z(−l) as the data Z1, . . . , Zn with the

l-th data point Zl replaced with an independent copy Z̃l. Define Z(−l1,−l2) as the data

Z1, . . . , Zn with both the l1-th and the l2-th data points Zl1 , Zl2 replaced with indepen-

dent copies Z̃l1 , Z̃l2 . Define similarly for Z(−l1,−l2,−l3) and so on. Let ĝ(−l) be the estimator

trained on Z(−l) instead of Z1, . . . , Zn. Similarly, let ĝ(−l1,−l2) be trained on Z(−l1,−l2) and

so on. Moreover, we will always denote with Z a fresh random variable drawn from

the distribution of the samples, but which is not part of any training sample. For any

random variable X, we denote with ∥X∥1 := E[|X|], with ∥X∥2 :=
√
E[X2], and with

∥X∥p := (E[|X|p])1/p for any p ≥ 1 in general.

Lemma 2 (Main Lemma). If the estimation algorithm satisfies the stability conditions:

12



for all i, j ∈ [p]

max
l∈[n]

∥∥∥∥ai,j(Zl, ĝ) − ai,j(Zl, ĝ(−l))
∥∥∥∥

1
= o(n−1/2) max

l∈[n]

∥∥∥∥ai,j(Z, ĝ) − ai,j(Z, ĝ(−l))
∥∥∥∥

2
= o(n−1/2)

max
l∈[n]

∥∥∥∥νi(Zl, ĝ) − νi(Zl, ĝ(−l))
∥∥∥∥

1
= o(n−1/2) max

l∈[n]

∥∥∥∥νi(Z, ĝ) − νi(Z, ĝ(−l))
∥∥∥∥

2
= o(n−1/2)

and the moment satisfies the mean-squared-continuity condition: for all i, j ∈ [p]

∀g, g′ : E[(ai,j(Z; g) − ai,j(Z; g′))2] ≤ L∥g − g′∥q2 E[(νi(Z; g) − νi(Z; g′))2] ≤ L∥g − g′∥q2

for some q < ∞ and some L > 0, then the Condition (Stochastic Equicontinuity) is

satisfied.

Remark 1. We show in section 1.3.1 that the stability conditions are tight. We present a

counter example for which
∥∥∥∥νi(Z, ĝ)−νi(Z, ĝ(−l))

∥∥∥∥
2

is exactly of order n−1/2 and for which

the Stochastic Equicontinuity condition is not satisfied.

Remark 2. We note that prior work of [41] that established asymptotic normality without

sample splitting via stability, required significantly stronger conditions than what we invoke

here. In particular, if we let βn be the stability of the estimator ĝ as measured by the

quantities in Lemma 2, then the prior work of [41], would require that nβn∥ĝ− g0∥2 → 0.

If we only know that ∥ĝ − g0∥2 = o(n−1/4), then the above would require βn = o(n−3/4),

which is much faster than o(n−1/2). Moreover, for bagged kernel estimators that we analyze

in section 1.4, the prior work would require that if we use bags of size m, then the bias

of the base estimator with m samples, denoted as bias(m) satisfies that mbias(m) → 0.

This would rarely be satisfied and in prior work, the only concrete case that was given was

forest estimators with binary variables under strong sparsity conditions, in which case the

bias decays exponentially with the sample size. For more general estimators, we expect

bias(m) = 1/mα, for some α. For such settings, our work still applies and, as we show

in section 1.4, gives results for bagged 1-nearest neighbor estimation algorithms, which
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do not satisfy any entropy or critical radius bound, but are stable. The key innovation

that enables our improved results is a “double centering” approach that derives intuition

from techniques invoked in the analysis of cross-validation via stability and the proof of

the Efron-Stein inequality[24]. This idea has already been used in the study of the cross

validated risk [7, 8].

Proof of Main Lemma. We will show the first part of the lemma, i.e. that if for all i, j ∈ [p]

max
l∈[n]

∥∥∥∥ai,j(Zl, ĝ) − ai,j(Zl, ĝ(−l))
∥∥∥∥

1
= o(n−1/2) max

l∈[n]

∥∥∥∥ai,j(Z, ĝ) − ai,j(Z, ĝ(−l))
∥∥∥∥

2
= o(n−1/2)

then

√
n ∥A(ĝ) − A(g0) − (An(ĝ) − An(g0))∥op = op(1)

The analogous statement for ν and V , follows in an identical manner.

Since A(g) and An(g) are p × p matrices and p = O(1), it suffices to show the above

property for every element (i, j) ∈ [p] × [p], i.e. that

√
n |Ai,j(ĝ) − Ai,j(g0) − (An,i,j(ĝ) − An,i,j(g0))| = op(1).

For this it suffices to show that:

Jn :=
√
n ∥Ai,j(ĝ) − Ai,j(g0) − (An,i,j(ĝ) − An,i,j(g0))∥1 = o(1).

In the remainder of the proof we look at a particular (i, j) and hence for

simplicity we overload notation and we let a := ai,j and A := Ai,j.
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By triangle inequality and monotonicity of Lp norms we have

Jn =
∥∥∥∥∥ 1√

n

n∑
l=1

{
a(Zl, ĝ) − A(ĝ) −

[
a(Zl, g0) − A(g0)

]}∥∥∥∥∥
1

≤
∥∥∥∥∥ 1√

n

n∑
l=1

{
a(Zl, ĝ) − a(Zl, ĝ(−l))

}∥∥∥∥∥
1

+
√
nmax
l∈[n]

∥∥∥A(ĝ) − A(ĝ(−l))
∥∥∥

1

+
∥∥∥∥∥ 1√

n

n∑
l=1

{
a(Zl, ĝ(−l)) − a(Zl, g0) −

(
A(ĝ(−l)) − A(g0)

)}∥∥∥∥∥
2
.

To ease notations, we denote

J1,n :=
∥∥∥∥∥ 1√

n

n∑
l=1

{
a(Zl, ĝ) − a(Zl, ĝ(−l))

}∥∥∥∥∥
1
,

J2,n :=
√
nmax
l∈[n]

∥∥∥A(ĝ) − A(ĝ(−l))
∥∥∥

1
,

J3,n :=
∥∥∥∥∥ 1√

n

∑
l

{
a(Zl, ĝ(−l)) − a(Zl, g0) −

(
A(ĝ(−l)) − A(g0)

)}∥∥∥∥∥
2
.

Now we have that by triangle inequality

J1,n ≤ 1√
n

∑
l

∥∥∥∥a(Zl, ĝ) − a(Zl, ĝ(−l))
∥∥∥∥

1
≤

√
nmax
l∈[n]

∥∥∥∥a(Zl, ĝ) − a(Zl, ĝ(−l))
∥∥∥∥

1
= o(1).

Similarly we can handle J2,n:

J2,n ≤
√
nmax
l∈[n]

∥∥∥∥a(Z, ĝ) − a(Z, ĝ(−l))
∥∥∥∥

1

≤
√
nmax
l∈[n]

∥∥∥∥a(Z, ĝ) − a(Z, ĝ(−l))
∥∥∥∥

2
= o(1).

We now aim to show that J3,n = o(1). Write for simplicity

Kl := a(Zl, ĝ(−l)) − a(Zl, g0) −
(
A(ĝ(−l)) − A(g0)

)

15



Now by expanding the square we obtain

J2
3,n = E

( 1√
n

n∑
l=1

Kl

)2
 ≤ max

l∈[n]
E
[
K2
l

]
+ (n− 1) max

l1 ̸=l2∈[n]
E[Kl1Kl2 ]

To bound the first term, we have by mean-squared continuity:

E[K2
l ] = E

[(
a(Zl, ĝ(−l)) − a(Zl, g0) −

(
A(ĝ(−l)) − A(g0)

))2
]

≤ 2E
[(
a(Zl, ĝ(−l)) − a(Zl, g0)

)2
]

+ 2E
[(
A(ĝ(−l)) − A(g0)

)2
]

= 2E
[
E
[(
a(Zl, ĝ(−l)) − a(Zl, g0)

)2
∣∣∣∣Z(−l)

]]
+ 2E

[
E
[(
A(ĝ(−l)) − A(g0)

)2
∣∣∣∣Z(−l)

]]
≤ 2L · E

[∥∥∥ĝ(−l) − g0

∥∥∥q
2

]
+ 2L · E

[∥∥∥ĝ(−l) − g0

∥∥∥q
2

]
= 4L · E [∥ĝ − g0∥q2] = o(1).

where we invoked the property that ∥ĝ − g0∥2 = op(1), and the second to last equality

exploited the tower law. Thus maxl∈[n] E [K2
l ] = o(1).

Double centering. We now bound the term, (n − 1) maxl1 ̸=l2∈[n] E[Kl1Kl2 ]. Define,

for simplicity, for l1 ̸= l2

K
(l2)
l1 := a(Zl1 , ĝ(−l1,−l2)) − a(Zl1 , g0) −

(
A(ĝ(−l1,−l2)) − A(g0)

)
.

Note that K(l2)
l1 does not depend on the l2-th data point and is only a function of Z(−l2), Z̃l1 .

Moreover, by the definition of A, noting that Zl is independent of Z(−l) and Zl1 is inde-

pendent of Z(−l1,−l2):

E
[
Kl

∣∣∣∣Z(−l)
]

= E
[
a(Zl, ĝ(−l)) − A(ĝ(−l))

∣∣∣∣Z(−l)
]

− E
[
a(Zl, g0) − A(g0)

∣∣∣∣Z(−l)
]

= E
[
a(Zl, ĝ(−l)) − A(ĝ(−l))

∣∣∣∣Z(−l)
]

− E [a(Zl, g0) − A(g0)] = 0
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and

E
[
K

(l2)
l1

∣∣∣∣Z(−l1,−l2)
]

= E
[
a(Zl1 , ĝ(−l1,−l2)) − A(ĝ(−l1,−l2))

∣∣∣∣Z(−l1,−l2)
]

+ E
[
a(Zl1 , g0) − A(g0)

∣∣∣∣Z(−l1,−l2)
]

= E
[
a(Zl1 , ĝ(−l1,−l2)) − A(ĝ(−l1,−l2))

∣∣∣∣Z(−l1,−l2)
]

+ E [a(Zl1 , g0) − A(g0)] = 0.

For simplicity, we show that (n− 1)E[K1K2] = o(1), i.e. we show that the second term

vanishes for l1 = 1 and l2 = 2. The same exact arguments generalize to arbitrary l1, l2.

We begin by writing:

(n− 1)E[K1K2] = (n− 1)E
[(
K1 −K

(2)
1

)
K2
]
,

since by tower law:

E
[
K

(2)
1 K2

]
= E

[
E
[
K2

∣∣∣∣Z(−2), Z̃1

]
K

(2)
1

]
= E

[
E
[
K2

∣∣∣∣Z(−2)
]
K

(2)
1

]
= 0

Similarly by conditioning on Z(−1), Z̃2 and using tower law, we can show that

E
[(
K1 −K

(2)
1

)
K

(1)
2

]
= E

[
E
[
K1 −K

(2)
1

∣∣∣∣Z(−1), Z̃2

]
K

(1)
2

]
= E

[{
E
[
K1

∣∣∣∣Z(−1), Z̃2

]
− E

[
K

(2)
1

∣∣∣∣Z(−1), Z̃2

]}
K

(1)
2

]
= E

[{
E
[
K1

∣∣∣∣Z(−1)
]

− E
[
K

(2)
1

∣∣∣∣Z(−1,−2)
]}
K

(1)
2

]
= 0.

Hence, we have

(n− 1)E[K1K2] = (n− 1)E
[(
K1 −K

(2)
1

)
K2
]

= (n− 1)E
[(
K1 −K

(2)
1

) (
K2 −K

(1)
2

)]

With identical arguments, the same equality holds for any indices l1, l2. By Cauchy-
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Schwarz:

max
l1 ̸=l2

(n− 1)E[Kl1Kl2 ] = max
l1 ̸=l2

(n− 1)E
[(
Kl1 −K

(l2)
l1

) (
Kl2 −K

(l1)
l2

)]
≤ max

l1 ̸=l2
(n− 1)

∥∥∥Kl1 −K
(l2)
l1

∥∥∥
2

∥∥∥Kl2 −K
(l1)
l2

∥∥∥
2

Thus for maxl1 ̸=l2(n − 1)E[Kl1Kl2 ] = o(1) it suffices that: maxl1 ̸=l2

∥∥∥Kl1 −K
(l2)
l1

∥∥∥
2

=

o(n−1/2). Expanding the definitions Kl1 and K
(l2)
l1 , the above simplifies to:

∥∥∥Kl1 −K
(l2)
l1

∥∥∥
2

=
∥∥∥a(Zl1 , ĝ(−l1)) − A(ĝ(−l1)) −

(
a(Zl1 , ĝ(−l1,−l2)) − A(ĝ(−l1,−l2))

)∥∥∥
2
.

The latter is upper bounded by a triangle inequality and a Jensen’s inequality by:

∥∥∥Kl1 −K
(l2)
l1

∥∥∥
2

≤ 2
∥∥∥a(Zl1 , ĝ(−l1)) − a(Zl1 , ĝ(−l1,−l2))

∥∥∥
2
.

If we denote with Z a fresh random sample not part of the training sets, then since Zl1 is

not part of Z(−l1), we have:

∥∥∥a(Zl1 , ĝ(−l1)) − a(Zl1 , ĝ(−l1,−l2))
∥∥∥

2
=
∥∥∥a(Z, ĝ(−l1)) − a(Z, ĝ(−l1,−l2))

∥∥∥
2

=
∥∥∥a(Z, ĝ) − a(Z, ĝ(−l2))

∥∥∥
2

where we also used the fact that Z̃l1 only appears in the training sets of ĝ(−l1) and ĝ(−l1,−l2)

and we can simply rename it to Zl1 , as they are identically distributed and both indepen-

dent from all the other data points. Invoking the second of our stability conditions for

a, we have that: maxl1 ̸=l2

∥∥∥Kl1 −K
(l2)
l1

∥∥∥
2

= o(n−1/2). Hence, J3,n = o(1), which completes

the proof.
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1.3.1 Tightness of Stability Condition

We present here an example that shows that, without further structural constraints (on

the moment or the function space G), the stability condition we impose is required for

stochastic equicontinuity condition to hold. Let (Xi) i.i.d∼ unif[0, 1] be i.i.d uniform random

variables. We set Yi := I(Xi ≤ 0.5) and set Zi := (Xi, Yi). For any x ∈ [0, 1], we define

c(Z1:n, x) := arg mini≤n |Xi−x| the function that returns the index of the nearest example

to x in {X1, . . . , Xn} and note that the quantity Yc(Z1:n,x) is its nearest neighbour estimator.

Let

ĝ(Z1:n)(x, y) := n1/6I(y ̸= Yc(Z1:n,x)), ν(Z, g) := g(Z)3.

We remark that ν(·, ĝ) does not satisfy our stability conditions as ∥ν(Z, ĝ) − ν(Z, ĝ(−1))∥2

is exactly of order 1/
√
n, neither does it respect the stochastic equicontinuity property.

Lemma 3. Let (Xi) i.i.d∼ unif[0, 1] be i.i.d uniform random variables. We set Yi := I(Xi ≤

0.5) and set Zi := (Xi, Yi). There are constants C, c > 0 such that

• Set g0(Z) := 0 then we have ∥ĝ(Z) − g0(Z)∥2
2 → 0

• C√
n

≥ ∥ν(Z, ĝ) − ν(Z, ĝ(−1))∥2 ≥ c√
n

•
√
n|V (ĝ) − V (g0) −

(
Vn(ĝ) − Vn(g0)

)
| ̸ P−→ 0.

1.4 Application: Bagging Estimators

We remark that if the functions a and ν satisfy certain Lp-Lipchitz conditions then the

stability conditions of lemma 2 are implied by the algorithmic stability of the estimator

ĝ. Those conditions are only marginally stronger than the condition of mean-squared-

continuity found in lemma 2
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Corollary 4. Fix any constant r > 1. Suppose that there is L < ∞ such that the estima-

tion algorithm satisfies the following uniform L2r-continuity condition: for all i, j ∈ [p]

and l ∈ [n]

E[(ai,j(Zl; ĝ) − ai,j(Zl; ĝ(−l)))2] ≤ L · E
[

sup
x

∥ĝ(x) − ĝ(−l)(x)∥2r
2

]1/r

E[(νi(Zl; ĝ) − νi(Zl; ĝ(−l)))2] ≤ L · E
[

sup
x

∥ĝ(x) − ĝ(−l)(x)∥2r
2

]1/r

E[(ai,j(Z; ĝ) − ai,j(Z; ĝ(−l)))2] ≤ L · E
[

sup
x

∥ĝ(x) − ĝ(−l)(x)∥2r
2

]1/r

E[(νi(Z; ĝ) − νi(Z; ĝ(−l)))2] ≤ L · E
[

sup
x

∥ĝ(x) − ĝ(−l)(x)∥2r
2

]1/r
.

(L2r-Continuity)

Suppose in addition that

max
l≤n

EZ1:n

[
sup
x

∥ĝ(x) − ĝ(−l)(x)∥2r
2

]1/2r
= o

(
n−1/2

)
(Algorithmic Stability)

and if in addition mean-squared-continuity condition is satisfied, then the conditions of

lemma 2 are satisfied.

The uniform L2r-continuity conditions are going to be satisfied by most moment func-

tions m(·; ·, ·). We notably show in the appendix that example 1, example 2 and example 3

with general moment conditions satisfy our conditions.

The condition of (Algorithmic Stability) is a commonly assumed condition in recent

literature [7, 8] and is satisfied by various regularized empirical risk minimization estima-

tors and stochastic gradient descent estimators [25, 58]. Notably, it is satisfied by bagged

estimators. We show in theorem 5 that under very general conditions a bagged ensemble

of any machine learning estimator is stable. Let Z1, . . . , Zn ∈ Z be an independent and

identically distributed (i.i.d.) sample of size n. We sample uniformly randomly without

replacement from these observations repeatedly and independently, each time taking a
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sample of size m, for a number of B times. We denote the resulting samples as

Zb
1:m :=

{
Zb

1, . . . , Z
b
m

}
, b ∈ [B].

Let ĥm : Zm → RP be a base machine learning estimator trained on m observations.

This base estimator can be tree, a CNN, a nearest-neighbour classifier, or any other type

of machine learning estimator. The corresponding bagged estimator is

ĝ(·) = 1
B

B∑
b=1

ĥm(Zb
1:m)(·).

We will show that subject to B and m being sufficiently big and mild moment conditions

on the base estimator ĥm, the bagged estimator satisfies condition (Algorithmic Stability).

Theorem 5. Fix any constants s, k ≥ 2r such that 1
s

+ 1
k

= 1
2r . Assume B,m satisfy

m = o(
√
n) B >> m2/k · n1− 2

k ,

and assume the base estimator ĥ has bounded moments:

∥∥∥∥sup
x

∥∥∥ĥ(Z1
1:m)(x)

∥∥∥
2

∥∥∥∥
s

≤ C

for some constant C > 0. Then (Algorithmic Stability) is achieved:

max
l≤n

∥∥∥∥sup
x

∥ĝ(x) − ĝ(−l)(x)∥2

∥∥∥∥
2r

= o(n−1/2).

Therefore if a and ν satisfy the condition (L2r-Continuity), then the stability conditions

of lemma 2 are satisfied.

In particular, we can take the base machine learning estimator to be the 1-nearest
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neighbor estimator. This specific choice leads to a bagged estimator that can be proved

to satisfy both our stability conditions and our consistency rate condition in Theorem 1,

in regression settings where covariates are of small intrinsic dimension.

Let {Zi = (Xi, Yi)}ni=1 be a sample of size n, drawn independently and identically dis-

tributed from Z = (X, Y ). Here X ∈ X ⊂ RD are known covariates and Y ∈ Y ⊂ RP is

the response variable. As in our bagging setting, let Z1
1:m, . . . , Z

B
1:m be B independent sam-

ples of size m drawn without replacement from observations {Zi}ni=1. A bagged 1-nearest

neighbor (1-NN) estimator takes the following form:

ĝ(x) := 1
B

B∑
b=1

n∑
i=1

1{Xi=Sb(x)}Yi,

where Sb(x) is the 1-NN of x in the set Zb
1:m. The estimator is used to estimate the

conditional expectation g0(x) := E[Y | X = x].

Lemma 6 (Special Case of Theorem 3 of [80]). Assume that

• The marginal distribution µ of X1 satisfies (C, d)-homogeneity on the ball B(x, r):

µ(B(x, r)) ≤ Cα−dµ(B(x, αr)) ∀α ∈ (0, 1)

for some C, r > 0. Here d is referred to as the intrinsic dimension of the distribution.

• The conditional expectation E[Y | X = x] is a Lipschitz function in the coordinates

x.

• The response variable Y is bounded in L∞-norm: ∥Y ∥∞ < ∞.

Then the bagged 1-NN estimator ĝ with B ≥ n
m

satisfies the following convergence condi-

tion: √
E
[
∥ĝ(X) − g0(X)∥2

2

]
≤ O

(
m−1/d

)
+O

√mP log log(Pn/m)
n

 .
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In particular, we note that when 0 < d < 2 and m = O(n 1
2 −ϵ) for some 0 < ϵ ≤ 1

2 − 1
4d,

we immediately have that

√
E
[
∥ĝ(X) − g0(X)∥2

2

]
= o(n−1/4),

achieving the convergence rate assumed in Theorem 1. Moreover, provided that we choose

B to be sufficiently large such that

B >> nϵ+
1
2 B ≥ n1− 2ϵ+1

k ,

the required stability conditions can also be satisfied.

1.5 Experimental Evaluation

We consider a synthetic experimental evaluation of our main theoretical findings. We

focus on the partially linear model with a scalar outcome Y ∈ R, a scalar continuous

treatment T ∈ R and many controls X ∈ Rnx , where:

T = p0(X) + η, η ∼ N(0, 1)

Y = θ0T + f0(X) + ϵ, ϵ ∼ N(0, 1)

Our goal is the estimation of the treatment effect θ0, while estimating the nuisance func-

tions p0(X) and q0(X) = θ0p0(X)+f0(X) in a flexible manner. We will consider estimation

based on the orthogonal moment presented in Example 1.

We considered sub-sampled 1-nearest neighbor regression (NN) and sub-sampled fully

grown (with only 1 sample minimum leaf size) random forest (RF) regression for the

estimation of p0 and q0, regressing T on X and Y on X correspondingly.
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The true functions p0 and f0 are actually linear in our data generating process, with

p0(X) = β′
0X and f0(X) = γ′

0X and where β0 and γ0 have only one non-zero coefficient

(1-sparse), and which is the same coefficient for both β0 and γ0. In other words, only one

of the nx potential confounding variables X is actually a confounder.

We evaluate the performance of the estimate for θ0 for a range of values of the sample

size n and the dimension of the controls nx and with or without cross-fitting. For the

cross-fitted estimates we used 2 splits. For each specification we draw 1000 experimental

samples to evaluate the distributional properties of the estimate.

We considered sub-sample sizes for the nuisance regressions based on our theoretical

n0.49 specification and for larger specifications too. We find that the estimate without

cross-fitting typically has almost equal bias and smaller (and always comparable) vari-

ance (due most probably to the smaller mean squared error of the nuisances, since they

are trained on larger sizes), especially in smaller sample sizes, and has better coverage

properties, when the sub-sample size is m = o(n1/2). Moreover, the estimate is approx-

imately normally distributed, even without cross-fitting as is verified qualitatively via

quantile-quantile (Q-Q) plots.

We also report the mean of the estimate of the standard error across the 1000 exper-

iments, to evaluate the bias in the estimation of the standard error. We find that the

estimate of the standard error is more accurate without cross-fitting, potentially because

the estimate of the standard error does not incorporate the extra variance that stems

from the sample-splitting process. This inaccuracy of the standard error estimate is most

probably the reason for the worst coverage properties of the confidence intervals with

cross-fitting.
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bias std std_est cov95

n=50, nx=1 cv=1 0.021 0.151 0.140 0.917

cv=2 0.022 0.173 0.139 0.866

n=50, nx=2 cv=1 0.042 0.149 0.143 0.920

cv=2 0.046 0.170 0.142 0.863

n=100, nx=1 cv=1 0.012 0.104 0.100 0.931

cv=2 0.014 0.119 0.100 0.884

n=100, nx=2 cv=1 0.030 0.110 0.101 0.911

cv=2 0.032 0.121 0.101 0.878

n=500, nx=1 cv=1 0.007 0.046 0.045 0.943

cv=2 0.007 0.049 0.045 0.920

n=500, nx=2 cv=1 0.015 0.045 0.045 0.927

cv=2 0.015 0.048 0.045 0.917

n=1000, nx=1 cv=1 0.003 0.032 0.032 0.946

cv=2 0.002 0.034 0.032 0.922

n=1000, nx=2 cv=1 0.010 0.031 0.032 0.944

cv=2 0.010 0.033 0.032 0.930

(a) Sub-sampled 1-NN with m = n0.49

Figure 1.5.1: Comparison of bias, variance and coverage properties, with (cv=2) and without
(cv=1) cross-fitting (sample splitting), for the estimation of the treatment effect in the partially
linear model, when a sub-sampled 1-NN estimation is used for the nuisance function estimation. n
is the number of samples and nx the number of controls.
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Figure 1.5.1 (Continued)

bias std std_est cov95

n=50, nx=1 cv=1 0.008 0.186 0.135 0.826

cv=2 0.011 0.196 0.136 0.811

n=50, nx=2 cv=1 0.011 0.193 0.139 0.834

cv=2 0.020 0.196 0.138 0.831

n=100, nx=1 cv=1 0.001 0.132 0.098 0.838

cv=2 0.004 0.143 0.098 0.812

n=100, nx=2 cv=1 0.003 0.135 0.098 0.824

cv=2 0.011 0.141 0.099 0.828

n=500, nx=1 cv=1 0.002 0.056 0.045 0.881

cv=2 0.002 0.062 0.045 0.829

n=500, nx=2 cv=1 0.003 0.056 0.045 0.878

cv=2 0.003 0.060 0.045 0.851

n=1000, nx=1 cv=1 0.001 0.039 0.032 0.883

cv=2 0.000 0.043 0.032 0.849

n=1000, nx=2 cv=1 0.001 0.039 0.032 0.891

cv=2 0.000 0.043 0.032 0.853

(b) Sub-sampled 1-NN with m = n10/11
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Figure 1.5.1 (Continued)

bias std std_est cov95

n=50, nx=1 cv=1 0.500 0.000 0.000 0.000

cv=2 0.010 0.200 0.135 0.805

n=50, nx=2 cv=1 0.500 0.000 0.000 0.000

cv=2 0.017 0.204 0.138 0.795

n=100, nx=1 cv=1 0.500 0.000 0.000 0.000

cv=2 0.003 0.148 0.097 0.794

n=100, nx=2 cv=1 0.500 0.000 0.000 0.000

cv=2 0.008 0.146 0.098 0.797

n=500, nx=1 cv=1 0.500 0.000 0.000 0.000

cv=2 0.002 0.066 0.045 0.798

n=500, nx=2 cv=1 0.500 0.000 0.000 0.000

cv=2 0.002 0.064 0.045 0.838

n=1000, nx=1 cv=1 0.500 0.000 0.000 0.000

cv=2 0.000 0.046 0.031 0.817

n=1000, nx=2 cv=1 0.500 0.000 0.000 0.000

cv=2 0.001 0.045 0.032 0.829

(c) Sub-sampled 1-NN with m = n
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bias std std_est cov95

n=50, nx=5 cv=1 0.102 0.149 0.144 0.873

cv=2 0.103 0.165 0.143 0.836

n=50, nx=10 cv=1 0.098 0.136 0.134 0.861

cv=2 0.099 0.148 0.133 0.846

n=100, nx=5 cv=1 0.066 0.102 0.101 0.894

cv=2 0.064 0.109 0.101 0.877

n=100, nx=10 cv=1 0.074 0.099 0.097 0.873

cv=2 0.072 0.106 0.097 0.846

n=500, nx=5 cv=1 0.020 0.044 0.045 0.930

cv=2 0.021 0.046 0.045 0.919

n=500, nx=10 cv=1 0.027 0.045 0.044 0.908

cv=2 0.026 0.046 0.044 0.896

n=1000, nx=5 cv=1 0.012 0.031 0.032 0.923

cv=2 0.013 0.032 0.032 0.925

n=1000, nx=10 cv=1 0.015 0.033 0.032 0.910

cv=2 0.016 0.034 0.032 0.896

(a) Sub-sampled Random Forest with m = n0.49

Figure 1.5.2: Comparison of bias, variance and coverage properties, with (cv=2) and without
(cv=1) cross-fitting (sample splitting), for the estimation of the treatment effect in the partially
linear model, when a sub-sampled Random Forest estimation is used for the nuisance function esti-
mation. n is the number of samples and nx the number of controls.
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Figure 1.5.2 (Continued)

bias std std_est cov95

n=50, nx=5 cv=1 0.022 0.176 0.148 0.896

cv=2 0.011 0.191 0.144 0.845

n=50, nx=10 cv=1 0.026 0.167 0.145 0.904

cv=2 0.002 0.180 0.140 0.869

n=100, nx=5 cv=1 0.016 0.116 0.103 0.909

cv=2 0.013 0.125 0.101 0.877

n=100, nx=10 cv=1 0.018 0.114 0.103 0.908

cv=2 0.016 0.128 0.100 0.870

n=500, nx=5 cv=1 0.012 0.050 0.046 0.908

cv=2 0.008 0.053 0.045 0.900

n=500, nx=10 cv=1 0.013 0.048 0.046 0.923

cv=2 0.011 0.051 0.045 0.911

n=1000, nx=5 cv=1 0.010 0.035 0.033 0.924

cv=2 0.006 0.036 0.032 0.912

n=1000, nx=10 cv=1 0.012 0.035 0.033 0.909

cv=2 0.008 0.038 0.032 0.893

(b) Sub-sampled Random Forest with m = n10/11
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Figure 1.5.3: Quantile-Quantile (Q-Q) plots for sub-sampled 1-NN at n = 50, with (right) and
without (left) cross-fitting.

Figure 1.5.4: Quantile-Quantile (Q-Q) plots for sub-sampled 1-NN at n = 1000, with (right) and
without (left) cross-fitting.
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Figure 1.5.5: Quantile-Quantile (Q-Q) plots for sub-sampled Random Forest at n = 50, with
(right) and without (left) cross-fitting.

Figure 1.5.6: Quantile-Quantile (Q-Q) plots for sub-sampled Random Forest at n = 1000, with
(right) and without (left) cross-fitting.
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In summary, we verify experimentally that for stable estimators, with the theoreti-

cally required level of stability, sample splitting or cross-fitting is not needed to maintain

asymptotic normality, small bias and nominal coverage.

As expected however, we do verify that as the sub-sample size becomesm = O(n), where

the estimate is both not stable and also does not optimize over hypothesis spaces with

small critical radius or that satisfy the Donsker property, then the estimate without cross-

fitting breaks down, while the estimate with cross-fitting maintains a decent performance,

despite the high-variance of the nuisance estimate.

The experiments were run on a normal PC laptop with Processor Intel(R) Core(TM)

i7-8650U CPU @ 1.90GHz, 2112 Mhz, 4 Core(s), 8 Logical Processor(s), 16GB RAM. It

took around 1.5 hours to run all the experiments.
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2
Chapter 2: Inference on Optimal Dynamic

Policies via Softmax Approximation

This chapter is based on my joint work with Prof. Morgane Austern and Prof. Vasilis

Syrgkanis, presented in [36]. This work was partially supported by a 2023 Amazon Re-

search Award.
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2.1 Introduction

In most real world decision making settings, subjects undergo multiple exposures to some

treatment or multiple treatments over time; patients receive multiple therapies, plots of

lands are treated with multiple seeds, digital economy users are marketed by multiple

campaigns. A typical problem that arises frequently: having access to large amounts of

data where many subjects underwent multiple treatments sequentially, based on some

naturally occurring and unknown treatment policy, can we identify what would have

been the optimal dynamic treatment policy. Moreover, can we estimate with confidence

the value of that optimal policy and understand whether we can reap large benefits (with

statistical significance) if we intervene and change the status quo. The problem is typically

termed as off-policy optimization or off-policy reinforcement learning and has also has

garnered attention in the field of precision medicine. However, typical approaches in off-

policy reinforcement learning primarily focus on getting fast statistical learning rates (see

e.g. [55, 78, 136, 141] for recent work), but not uncertainty quantification and construction

of confidence intervals, which have been mostly studied in off-policy evaluation but not

optimization (see e.g. [79] for recent work). Our aim is to make a step in filling this gap

and address uncertainty quantification and confidence interval construction for off-policy

optimization in reinforcement learning settings.

We consider a setting where we have collected data from multiple realizations of a

two-period Markovian dynamic decision making process. We focus on two periods for

simplicity of exposition, even though our techniques can easily be extended to multiple

periods. The data stem from application of an unknown observational dynamic treatment

policy on a sampled set of treated units. We assume we have access to n i.i.d. samples,

one for each treated unit, of the form Z := (S, T1, X, T2, Y ), where S is an initial state,

T1 a first period treatment, X a second period state, T2 a second period treatment, and
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S

T1

X

T2

Y

(a) Causal graph for observed data

S

T1 π1(S)

X(π)

T2 π2(X(π))

Y (π)

(b) Intervention graph (SWIG) of counter-
factual outcome under alternative adaptive
policy π

Figure 2.1.1: Causal graphs describing observed and counterfactual data under alternative policy
π

Y a final observed outcome of interest. We add subscripts i to denote the realizations

of ith data point Zi := (Si, T1,i, Xi, T2,i, Yi), i ∈ [n]. The data is assumed to adhere to

the causal graph depicted in Figure 2.1.1a. Moreover, the treatments T1, T2 ∈ T are

discrete and take K possible values, for a constant K. We note that our assumption

that the decision process is Markovian is without loss of generality, since the state X is

of arbitrary dimension and is allowed to capture all past history (for instance, we can

set X = (T1, S, S
′) for some raw second period state S ′). This formalism helps simplify

notation.

Our goal is to estimate and construct a confidence interval for the best dynamic policy

in this setting. In particular, if we intervene and instead of the observed dynamic policy

we deploy an alternative dynamic policy π (depicted in the single world intervention graph

(SWIG) in Figure 2.1.1b), then we will observe counterfactual or potential outcomes Y (π)

and our goal is to find the policy π∗ that optimises the mean counterfactual reward and

construct a confidence interval for its value V ∗ defined as:

π∗ := arg max
π

E{Y (π)}, V ∗ := E{Y (π∗)}.

The majority of prior work in off-policy evaluation and optimization in reinforcement

learning has focused on the estimation of good policies with small regret. However,

the focus of our work is in the ability to construct confidence intervals for the value of
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the optimal policy. Constructing confidence intervals is important in many high-stakes

domains where we want to understand from offline data whether some candidate optimal

policy will produce a positive improvement with statistical significance. If we are not

confident on the magnitude of the improvement that the optimal regime will bring, then

most decision makers would go with the status quo policy. Hence, construction of valid

confidence intervals is important in high-stakes decision making.

Most prior works that provide confidence interval construction are focused on pol-

icy evaluation for a particular fixed policy as opposed to the optimal dynamic pol-

icy. Constructing confidence intervals for the optimal dynamic policy is an inherently

harder problem as the target quantity tends not to be a smooth function of the distri-

bution. Prior work that constructs confidence intervals for optimal policy values and

structural parameters has mainly taken three types of approaches. One approach incor-

porates variants of hard or soft thresholding on the second stage structural parameters,

but they tend to provide conservative intervals or simply improve empirical performance

([16, 30, 66, 86, 87, 101, 123]). There has also been work that resorts to sub-sampling

techniques that can potentially deteriorate the estimation quality of the point estimate

([20, 28, 30, 134, 144]). Yet another line of work provides confidence intervals for the

optimal policy value when there is one time period but requires a substantially more

complex procedure for the estimation of the nuisance parameters involved in the opti-

mal value inference procedure ([95]). In particular, the method presented in [95] that

can accommodate a one time period variant of the setting we analyze here, estimates all

the nuisance parameters multiple times on different nested subsets of the data and thus

could be computationally very intensive. Rather than extending from a one-period to a

multi-stage setting, we directly consider the settings of dynamic optimal policy regimes

that span multiple time periods, and we provide confidence intervals not only for the

optimal policy values but also the structural parameters for the blip functions. We take
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the route of using smooth approximations to the optimal policy and show that the level of

smoothness can be tuned appropriately to obtain correct confidence intervals for the truly

optimal (non-smooth) policy. Our smooth approximation can be thought as an analogue

to soft-Q-learning [56, 57, 103, 132], but in the context of the G-estimation framework

proposed by [123], which we elaborate in Section 2.3. We provide confidence intervals

with nominal coverage around both the true optimal policy and structural parameters

while preserving data efficiency.

2.2 Related Literature

The problem of learning the optimal treatment rule has been well studied, notably in the

field of precision medicine ([52, 55, 141, 165, 168]). This work has focused on finding

the optimal treatments when there is only one time period by optimizing estimators of

variants of the value functions or contrasts of value functions of treatment decision rules.

For the dynamic treatment regime with multiple treatment stages, there have also been

efforts to develop Q-learning ([117, 158, 159, 169, 170]) and A-learning (([94, 100, 102,

123])) type algorithms for the estimation of the optimal dynamic treatment regime. A-

learning methods are semi-parametrically efficient and tend to have better performance

than Q-learning methods when Q-functions are misspecified ([30, 117, 135]). For example,

[136] proposes an advantage learning process for offline infinite horizon settings to boost

statistical efficiency in the estimation of the optimal treatment regime. They provide a

finite sample bias guarantee for their process and show that the estimated contrast of Q-

functions from their process converges faster than existing Q-learning estimation methods

as the number of stages approaches infinity. However, these works focus on improving

statistical efficiency rather than constructing confidence intervals for quantities related to

the optimal policy.

In the literature of optimal treatment estimation under dynamic treatment regimes,
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most estimators are in general not asymptotically normal ([30, 99, 123, 140]). This is

particularly due to the fact that the first-stage pseudo-outcomes are not differentiable

with respect to the second-stage structural parameters. This phenomenon also appears in

other subfields such as in supervised classification when classes are not well separated (e.g

[86]), where the lack of differentiability of the 0-1 loss can lead to non-asymptotic nor-

mality. To address this problem, different solutions have been proposed. A first solution

consists of adapting the estimation procedure by using a hard threshold estimator or a

soft threshold estimator (e.g see [30, 101]). These estimators shrink down the value of the

second-stage structural parameters when close to the regions of non-regularity. Although

it has been empirically shown to perform well (e.g see [101]), this approach suffers from a

few drawbacks. Firstly, these threshold estimators often depend on hyperparameters that

need to be tuned. Moreover, as noted in [30], theoretical understanding of these estima-

tors is still lacking. Another solution proposes the construction of confidence intervals not

through asymptotic normality but instead by relying on adaptive confidence intervals or

adaptive bootstrap procedures ([16, 66, 86, 87, 123]). For example, [87] proposes to build

different confidence intervals in, respectively, the regions of regularity and non-regularity.

In the latter case, they exploit a union-bound argument over all possible values of the

second-stage parameters. However, this approach offers conservative intervals that over-

cover and is difficult to generalise to multiple stages without having the confidence region

size become excessively large. Another proposed solution uses the “m out of n bootstrap"

procedure ([20, 28, 134, 144]). [31] proposes to choose the size m adaptively and derives

theoretical guarantees for the obtained estimators. However, note that as is chosen to

be much smaller than the sample size, i.e. m = o(n), the proposed estimator will not

converge at the optimal rate but at a slower rate. In contrast, our estimation algorithm

uses a simple softmax approximation technique and we obtain asymptotic coverage guar-

antees as long as the log-ratio of the temperature parameter in the softmax operator

to the sample size lies in a simple range. Even though an alternative softmax operator
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has also been proposed ([5]) with theoretically better convergence properties that have

been employed in other statistical problems, we adhere to the widely adopted Boltzmann

softmax operator, demonstrating that it still allows for valid inference for our problem of

study.

Semi-parametric approaches are frequently employed for estimating optimal dynamic

treatment regimes (e.g [102, 123]). These estimators are built using the generalised

method of moments ([1–3, 18, 19, 60, 67, 81, 82, 91, 106, 108, 109, 115, 124, 126, 147,

151, 154]). The nuisance parameter is often high-dimensional or infinite-dimensional and

in general the difficulty in estimating nuisance parameters can negatively affect the es-

timation of the target parameter. To solve this problem, the efficient semi-parametric

inference literature imposes conditions on the moment function under which errors made

in the estimation of the nuisance parameters have a reduced impact on the estimation of

the target parameter ([11–14, 18, 26, 37, 60, 71–76, 110, 114, 119, 148, 166, 173, 174]).

This approach dates back to the classical work on doubly robust estimation and targeted

maximum likelihood ([95, 124, 125, 146, 149, 150]) as well as to more recent work on

locally robust or Neyman orthogonal conditions on the moment function ([15, 39, 43]).

Debiased machine learning uses Neyman orthogonal moments, which satisfy that the

first partial derivatives with respect to the nuisance parameters are zero. When the

nuisance parameters live in some low complexity class (e.g. Donsker class) or when cross-

fitting is used ([107]), the target parameter can then be estimated at parametric rates.

Neyman orthogonal moments can be constructed using the concept of a nonparamet-

ric influence function ([27, 43, 108, 109]) or the related notion of the Riesz representer

([6, 41, 44, 45, 63, 64, 107, 122, 128, 137]). Building on the work of [39], [92] showcased

the use of the double/debiased machine learning framework to dynamic treatment effect

models, specifically Structural Nested Mean Models, by leveraging a sequential residu-

alization approach. In our paper, we extend the debiased machine learning approach
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to estimate the structural parameters of the optimal dynamic treatment regime. We

establish asymptotic normality of the value of the optimal treatment policy and of the

structural parameters for both the first and second periods. As is standard in the debiased

machine learning literature, our results require that the nuisance function spaces exhibit

low complexity (with a small critical radius) or that cross-fitting is employed.

2.3 Identification of Optimal Dynamic Policies through G-

Estimation

First observe that by invoking the Markovianity of the policy and the conditional inde-

pendencies implied by the intervention graphs, we can characterize the optimal dynamic

policy in a backwards induction manner (see Appendix B.3.1 for a formal argument):

π∗
1(S) = arg max

τ1
E
{
Y (τ1,π∗

2) | S
}
, π∗

2(X) = arg max
τ2

E
{
Y (T1,τ2) | X

}
. (2.1)

In essence, we go to the last period and we optimize our second period action given the

second period state X, without any change to our first period policy. This provides the

optimal second period policy π∗
2. Then we go to the first period and we fantasize that

we are continuing with the second period policy that we have just constructed and under

this fantasy, we optimize our first period action given the first period state.

A well-known method for estimating an optimal dynamic regime is g-estimation [123],

which is a form of backwards dynamic programming or Q-learning and closely related to

advantage or A-learning [21, 98, 102, 133]. This process generalizes to arbitrary number of

periods, but we describe it here for simplicity in the two period case. The key argument

in g-estimation is that the improvement that any policy π brings, as compared to the

observed policy, can be decomposed as the sum of a sequence of improvements, one for each

decision-making period. Each of these improvement corresponds to removing the effect of
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the treatment that was given at that period and adding the effect of the treatment that

would have been assigned by policy π at that period. For such a decomposition, we need

an appropriate notion of effect of each treatment. As a side note, appropriate notions of

such an effect are also potentially useful in credit assignment, i.e. attributing parts of the

outcome to an assigned treatment; hence estimating these effect functions is interesting

in its own right.

More formally, we can write (see Appendix B.3.2 for details on the derivation):

E
{
Y (π) − Y

}
= E

{
γ

(π2)
1 (π1(S), S) − γ

(π2)
1 (T1, S)

}
+ E {γ2(π2(X), X) − γ2(T2, X)} .

The functions γt are known in the literature as the blip effects and correspond to the

following quantity: what is the increase in reward if at the current moment we switch

from the baseline treatment to some other treatment level τ , and then continue with the

target policy π. More formally we define:

γ2(τ2, x) = E
{
Y (T1,T2) − Y (T1,0) | T2 = τ2, X = x

}
,

γ
(π2)
1 (τ1, s) = E

{
Y (T1,π2) − Y (0,π2) | T1 = τ1, S = s

}
.

We will denote with γ∗
t the blip effects that correspond to the optimal target policy (note

that this only matters for the definition of γ1).

If we had some way of estimating the blip effect functions for any target policy, then this

decomposition allows us to construct the optimal dynamic regime in a recursive manner.

We go to the second period and we note that under the conditional independencies implied

by the intervention graphs, one can easily argue that we can equivalently define the

optimal policy π∗
2 from Equation (2.1) as the policy that maximizes the blip effect γ2 = γ∗

2 ,
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i.e.

π∗
2(X) = arg max

τ2
γ∗

2(τ2, X).

We can then use this policy as the continuation policy when we define the blip effect

for the first period, which we denote with γ∗
1 (as it is the blip effect that is associated

with the optimal target policy). Again, under the conditional independencies implied by

the intervention graphs, we can easily argue that the optimal first period policy π∗
1, as

defined in Equation (2.1) is the one that optimizes the first period blip effect, i.e.

π∗
1(S) = arg max

τ1
γ∗

1(τ1, S)

Note that the conditional expectations that define the blip effects involve counterfac-

tual quantities and therefore they don’t correspond to simple regression problems on the

observed data. The ingenuity of the g estimation approach is that it provides a way to

estimate the blip functions by noticing that they must satisfy a set of conditional moment

restrictions. In particular, one can roughly make the following arguments [92, 123]: if we

subtract from Y the blip effect of the observed last treatment, then the resulting random

variable can roughly be thought as the counterfactual outcome Y (T1,0), which should be

independent of T2 conditional on X. This then implies that for all functions f :

E {[Y − γ∗
2(T2, X)] [f(T2, X) − E{f(T2, X) | X}]) = 0.

This continuum of moment conditions can be used to identify the function γ∗
2 . Similarly,

if we subtract from the observed outcome the blip effect of the last period, add the blip

effect of the optimal second period treatment and subtract the blip effect of the first

period treatment, then the resulting variable can roughly be thought as the counterfactual
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outcome Y (0,π∗
2), which is independent of T1 given S. This then implies that for all

functions f :

E {[Y − γ∗
2(T2, X) + γ∗

2(π∗
2(X), X) − γ∗

1(T1, S)] [f(T1, S) − E{f(T1, S) | S}]} = 0.

This continuum of moment conditions can be used to identify the function γ∗
1 .

This approach becomes very practical if one imposes semi-parametric restrictions on

the data generating process that imply that the blip functions admit a parametric form.

In particular, we will make a typical assumption that the blip effects that correspond to

the optimal target policy are linear in some sufficiently expressive feature map (such a

modeling assumption is referred to in the literature as a Linear Structural Nested Mean

Model; SNMM [61]), i.e. for some known d-dimensional feature map vectors ϕ, µ:

γ∗
2(τ2, x) = ψ⊺

0ϕ(τ2, x), γ∗
1(τ1, s) = θ⊺0µ(τ1, s)

with the convention that ϕ(0, x) = µ(0, s) = 0. Then we can identify the structural

parameters ψ0 by simply solving for ψ the following vector of moment restrictions:

E(ϵ2(ψ) [ϕ(T2, X) − E{ϕ(T2, X) | X}]) = 0, ϵ2(ψ) = Y − ψ⊺ϕ(T2, X)

then calculating the optimal second period policy:

π∗
2(X) = arg max

τ2
ψ⊺

0ϕ(τ2, X).

Similarly, we can define the residual outcome that emulates Y (0,π∗
2) as:

ϵ1(θ, ψ) = Y − ψ⊺ϕ(T2, X) + max
τ2

{ψ⊺ϕ(τ2, X)} − θ⊺µ(T1, S) (2.2)
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and calculate the first period structural parameters θ0 by solving for θ the following vector

of moment restrictions:

E {ϵ1(θ, ψ0) [µ(T1, S) − E{µ(T1, S) | S}]} = 0, (2.3)

and calculate the optimal first period policy:

π∗
1(S) = arg max

τ1
θ⊺0µ(τ1, S)

If we denote with:

Y ∗
adjusted := Y − ψ⊺

0ϕ(T2, X) − θ⊺0µ(T1, S) + max
τ2

ψ⊺
0ϕ(τ2, X) + max

τ1
θ⊺0µ(τ1, S) (2.4)

then value of the optimal policy is then given as:

V ∗ = E{Y (π∗)} = E{Y ∗
adjusted}.

2.4 Challenges in Inference on Optimal Value and Struc-

tural Parameters

We can easily translate the identification recipe in the previous section to an estimation

strategy. In particular, we can replace the moment equations with their empirical ana-

logues, estimate regression models for the conditional expectations of the feature maps

and construct estimates ψ̂ and θ̂ for the structural parameters using n samples. There

are two caveats with this approach.

The first is that the estimation error of the regression functions E{ϕ(T2, X) | X} and

E{µ(T1, S) | S}, will have a first order impact on the accuracy of our structural parameters
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and hence the quality of the resulting optimal policies. Moreover, if we want to use

regularization based methods to flexibly estimate these regressions with modern regression

approaches, then the resulting estimates θ̂, ψ̂ will be heavily biased, due to regularization

bias. However, we can easily address this issue by resorting to existing techniques in the

literature. In particular, instead of considering the raw moments in the previous section,

we will consider Neyman orthogonal variants of the moments (see e.g. [92, 123]). For

instance, for the second period parameter ψ0, we solve for ψ an empirical analogue of the

moment equation:

E([ϵ2(ψ) − E{ϵ2(ψ) | X}][ϕ(T2, X) − E{ϕ(T2, X) | X}]) = 0.

Note that we can write:

E{ϵ2(ψ) | X} = E{Y | X} − ψ⊺E{ϕ(T2, X) | X}.

Thus, we can estimate this term by estimating the following two regression problems:

h∗(X) = E(Y | X), r∗(X) = E{ϕ(T2, X) | X} (2.5)

This moment is the standard residual-on-residual regression moment appearing in the

double/debiased machine learning literature. The extra centering terms we added in the

first parenthesis, do not alter the solution, but decrease the variance of the moment.

This leads to a more efficient estimation method and more importantly, as we will see

formally, robust to small influence from estimation errors in the various regression models

that appear in the moment. We can perform similar correction to the first stage moment.

Before we do that, let us elaborate on the second caveat of the estimation approach, which

is more crucial and the main topic of this work.
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One route to constructing asymptotically valid confidence intervals is showing that the

structural parameter estimates are asymptotically linear (i.e. asymptotically equivalent

to a simple average of some fixed function, known as the influence function). Asymptotic

linearity implies asymptotic normality which can be used to provide confidence intervals

for the parameter and, coupled with the delta method, for any smooth functional of

the structural parameters. However, neither the moment that estimates the first period

structural parameter θ is smooth in ψ nor the policy value is smooth in θ, ψ. Both of these

functionals contain the maximum operator, which introduces non-smoothness and leads

to non-Gaussian asymptotic stochastic behavior and inability to construct confidence

intervals.

The main idea of our work is that by replacing the maximum operator with the soft-

maximum operator with an appropriate temperature parameter, growing at the right rate,

we can obtain valid inference on the truly optimal policy and its corresponding structural

parameters. The key bottleneck of the problem is analyzing the asymptotic linearity of

the first period parameter estimator θ̂, which will be our main theorem. Inference on

the structural parameters is also interesting in its own right, for instance when one is

interested in understanding dimensions of heterogeneity of the effect of the treatment in

the first period, under an optimal continuation policy. Building on this step, in Section 2.7

we present asymptotic normality and inference on the policy value, which, in essence, is

a repetition of the soft-max analysis we present for inference on the first stage structural

parameter.
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2.5 Softmax Approximation

We will define a softmax approximation to the moment conditions in Equation (2.3) that

define θ0. To do so, it will be convenient to introduce a soft-max operator:

smaxβ
τ∈T

f(τ) =
∑
τ∈T

exp{βf(τ)}∑
t∈T exp{βf(t)}f(τ).

We can then define the softmax analogue of the residual ϵ1(θ, ψ) defined in Equation (2.2)

as:

ϵβ1 (θ, ψ) = Y − ψ⊺ϕ(T2, X) + smaxβ
τ2∈T

ψ⊺ϕ(τ2, X) − θ⊺µ(T1, S).

Then the softmax approximation to the Neyman orthogonal moment condition that de-

fines the parameter θ0 can be written as:

E([ϵβ1 (θ, ψ0) − E{ϵβ1 (θ, ψ0) | S}][µ(T1, S) − E{µ(T1, S) | S}]) = 0.

We will denote with θβ0 the solution to this softmax moment condition. Note that the

term E{ϵβ1 (θ, ψ0) | S} can be decomposed as:

E{Y | S} − E{ψ⊺
0ϕ(T2, X) − smaxβ

τ2∈T
ψ⊺

0ϕ(τ2, X) | S} − θ⊺E{µ(T1, S) | S}.

Therefore we can estimate this term by estimating the following three regression problems:

q∗(S) = E{Y | S}, p∗
1(S) = E{µ(T1, S) | S},

p∗
2,β(S) = E{ψ⊺

0ϕ(T2, X) − smaxβ
τ2∈T

ψ⊺
0ϕ(τ2, X) | S}.

(2.6)

It will be convenient to denote with mβ(Z; θ, ψ, q, p1, p2) the softmax approximation to the
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Neyman orthogonal moment, parameterized by the aforementioned regression functions,

i.e.

mβ(Z; θ, ψ, q, p1, p2) = {ϵβ1 (θ, ψ) − q(S) + p2(S) + θ⊺p1(S)}{µ(T1, S) − p1(S)} (2.7)

and its expected value as:

M(θ, ψ, q, p1, p2; β) = E{mβ(Z; θ, ψ, q, p1, p2)}.

For any β ∈ (0,∞], let θβ0 be the solution to the following moment condition, with respect

to θ:

M(θ, ψ0, q
∗, p∗

1, p
∗
2,β; β) = 0.

Note that we have θ0 = θ∞
0 .

2.6 Estimation Procedure and Main Theorem

First, we define our estimation process, which consists of two steps of backwards induction.

Step 1: Procedure for estimate ψ̂ of second period structural parameter

ψ0.

Construct estimates ĥ, r̂ of the nuisance functions h∗, r∗ defined in Equation (2.5).

For i = 1 to i = n

Define residuals Y̌i = Yi − ĥ(Xi) and Φ̌i = ϕ(T2,i, Xi) − r̂(Xi) .

Obtain ψ̂ by solving the empirical moment equation with respect to ψ:

n−1
n∑
i=1

(Y̌i − ψ⊺Φ̌i)Φ̌i = 0.
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Step 2: Procedure for estimate θ̂β of first period structural parameter

θ0

Construct estimates q̂, p̂1 of the nuisance functions q∗, p∗
1 defined in Equation (2.6).

Construct estimate p̂2,β ≡ p̂2,β,ψ̂ by regressing ψ̂⊺ϕ(T2, X) − smaxβτ2 ψ̂
⊺ϕ(τ2, X) on S.

For i = 1 to i = n

Define residuals: Ŷi = Yi − q̂(Si) and M̂i = µ(T1,i, Si) − p̂1(Si).

Define residual: Φ̂i = ψ̂⊺ϕ(T2,i, Xi) − smaxβτ2 ψ̂
⊺ϕ(τ2, Xi) − p̂2,β(Si)

Obtain θ̂β by solving the empirical moment equation with respect to θ:

n−1
n∑
i=1

(Ŷi − Φ̂i − θ⊺M̂i)M̂i = 0.

Having defined our estimation process, we are now ready to prove our main result, which

shows that we can construct asymptotically valid confidence intervals for the structural

parameters θ0, ψ0, assuming the temperature parameter β of the soft-max grows fast

enough (ω(n1/{2(1+δ)}) for some appropriately chosen δ ∈ (0, 1]), but not too fast (o(n1/2)).

We further need additional assumptions on the estimation quality of all the nuisance

functions involved in the estimation process and require that the nuisance estimates lie

in function classes of small statistical complexity, e.g. with critical radius of op(n−1/4),

where the classical definition of critical radius of a function class can be found in e.g.

Section 3 of [41].

To present the theorem, we will also need to introduce the following norm notation.

For any fixed or random vector v, we denote with ∥v∥p = {∑ |vi|p}1/p for any p ≥ 1,

and with ∥v∥∞ = max |vi|, where vi are the individual components of vector v. Moreover,

for any vector-valued function g that takes as input a random variable X, we define

∥g∥2 = [EX{∥g(X)∥2
2}]1/2.
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Theorem 7 (Main Theorem I). Assume that the random variables maxt ψ⊺
0ϕ(t,X) −

ψ⊺
0ϕ(τ,X) (τ ∈ T ) are almost surely bounded and each admits a density fτ on (0, c) for

some constant c > 0, that satisfies fτ (x) ≤ H/x1−δ, for some 0 ≤ H < ∞ and 0 < δ ≤ 1.

Suppose that β = ω(n1/{2(1+δ)}) and β = o(n1/2). Moreover, suppose that the nuisance

estimates satisfy the rate conditions:

∥h∗ − ĥ∥2, ∥r∗ − r̂∥2, ∥q∗ − q̂∥2, ∥p∗
1 − p̂1∥2 = op(n−1/4).

Define p∗
2,β,ψ(S) = E[ψ⊺ϕ(T2, X) − smaxβτ2 ψ

⊺ϕ(τ2, X) | S] and p̂2,β,ψ the outcome of the

estimation algorithm when regressing ψ⊺ϕ(T2, X)−smaxβτ2 ψ
⊺ϕ(τ2, X) on S. Assume that

there exists a sufficiently small neighborhood N of ψ0 such that for all ϵ > 0, as n → ∞1

sup
β>0

P
(

sup
ψ∈N

∥p̂2,β,ψ − p∗
2,β,ψ∥2 ≥ ϵn−1/4

)
→ 0.

Further, suppose that the nuisance estimates take values from a function space of critical

radius δn with δn = op(n−1/4). Assume the nuisance estimates q̂(S), p̂1(S), p̂2,β(S) are all

almost surely bounded. Moreover, assume the following boundedness conditions:

sup
β>0

∥θβ0 ∥2 < ∞

and assume the random variables

∑
τ

∥ϕ(τ,X)∥2, ∥M̃∥2, Ỹ , sup
β>0

∥p∗
2,β(S)∥2, ∥µ(T1, S)∥2, sup

τ∈T ,ψ∈N
|ψ⊺ϕ(τ,X)|

are all almost surely bounded, where M̃ = µ(T1, S) − p∗
1(S), Ỹ = Y − q∗(S). Assume that

1We note that such a guarantee would follow easily, for instance, from results on
oracle inequalities via localized complexities and a uniform cover argument over the low
dimensional parametric space that the parameter ψ lies in.
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the matrix E(M̃M̃⊺) is bounded and strictly positive definite so that its inverse matrix

E(M̃M̃⊺)−1 exists. Then the estimates ψ̂, θ̂β are asymptotically linear, i.e.

n1/2(ψ̂ − ψ0) = n−1/2
n∑
i=1

ρψ(Zi) + op(1), n1/2(θ̂β − θ0) = n−1/2
n∑
i=1

ρθ(Zi) + op(1)

for some functions ρψ, ρθ such that E{ρψ(Zi)} = 0 and E{ρθ(Zi)} = 0. Moreover, asymp-

totically valid confidence intervals, for ψ0 and θ0 respectively, with target coverage level α,

can be constructed via any consistent estimates σ̂2
ψ, σ̂

2
θ of the variances σ2

ψ = E{ρψ(Z)2}

and σ2
θ = E{ρθ(Z)2} as:

CIψ(α) = [ψ̂ ± n−1/2z1−α/2σ̂ψ], CIθ(α) = [θ̂β ± n−1/2z1−α/2σ̂θ],

where zq is the q-th quantile of the standard normal distribution.

The more expansive theorems that we define in subsequent sections also provide an exact

form of the asymptotic influence functions and the asymptotic variances, which we omit

in the main theorem for succinctness of exposition. Furthermore, we note that a simpler

sufficient condition that implies the condition that the random variables {maxt ψ⊺
0ϕ(t,X)−

ψ⊺
0ϕ(τ,X)}τ∈T each admits a density fτ , that satisfies fτ (x) ≤ H/x1−δ, for some 0 ≤ H <

∞ and 0 < δ ≤ 1, is that the variables {ψ⊺
0ϕ(τ,X)}τ∈T admit a joint density, which is a

very benign regularity assumption. This follows from the following lemma:

Lemma 8. Let (Ut)t∈T be a collection of real-valued random variables and write Umax =

maxt∈T Ut. Suppose that the random variables (Ut)t∈T admit a joint density that is con-

tinuous at zero; then for all t ∈ T , the probability measure of random variable Umax − Ut

on (0,∞) is absolutely continuous with respect to the Lebesgue measure on (0,∞). Hence,

in particular, this implies that each Umax − Ut admits a density that fτ that satisfies

fτ (x) ≤ H/x1−δ for some 0 ≤ H < ∞ and δ = 1.
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Furthermore (as we show in Appendix B.9), the constraint on the critical radius of the

nuisance function spaces can be lifted if one performs nested cross-fitting at each step of

the recursion, at the cost of reducing sample size when training each regression.

2.7 Asymptotic linearity Theorem for the Optimal Policy

Value

In previous sections, we have established the asymptotic linearity of the first-period and

second-period structural parameter estimators θ̂, ψ̂ and thus constructed confidence inter-

vals for the corresponding parameters. In this section, we will further establish asymptotic

linearity for an estimator of the optimal policy value and thus construct a confidence in-

terval for the value.

Recall that the value of the optimal policy is identified as V ∗ = E(Y ∗
adjusted), where

Y ∗
adjusted is defined in Equation (2.4). It will be helpful to define the softmax counterpart:

V ∗
β = E{Y − ψ⊺

0ϕ(T2, X) − θ⊺0µ(T1, S) + smaxβ
τ2

ψ⊺
0ϕ(τ2, X) + smaxβ

τ1
θ⊺0µ(τ1, S)}.

Then consider the estimator V̂ , defined as:

1
n

n∑
i=1

{Yi − ψ̂⊺ϕ(T2,i, Xi) − (θ̂β)⊺µ(T1,i, Si) + smaxβ
τ2

ψ̂⊺ϕ(τ2, Xi) + smaxβ
τ1

(θ̂β)⊺µ(τ1, Si)}.

Theorem 9. Assume that the following almost sure finiteness conditions hold:

sup
S

∑
τ∈T

∥µ(τ, S)∥2, sup
β>0

|V ∗
β |, |Y | < ∞ a.s.
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Then under the conditions of Theorem 7, we have that

n1/2(V̂ − V ∗
β ) = n−1/2

n∑
i=1

ρV,∗(Zi) + op(1)

with influence function

ρV,∗(Z) = Y ∗
adjusted − V ∗ + E{ϕ∞(X) − ϕ(T2, X)}⊺ρψ(Z)

+ E{µ∞(S) − µ(T1, S)}⊺ρθ(Z),
(2.8)

where

ρψ(Z) = E(P̃ P̃ ⊺)−1{Y − E(Y | X) − ψ⊺
0P̃}P̃ ,

ρθ(Z) = E(M̃M̃⊺)−1 {m∗(Z; θ0, ψ0, g0) + J⊺
∗ρψ(Z)} ,

m∗(Z; θ, ψ, g) = {ϵ1(θ, ψ) − q(S) + p2(S) + θ⊺p1(S)} {µ(T1, S) − p1(S)},

J∗ = E
{
(ϕ∞(X) − ϕ(T2, X)) M̃⊺

}

and M̃ = µ(T1, S)−E{µ(T1, S) | S} and P̃ = ϕ(T2, X)−E{ϕ(T2, X) | X} and, if we denote

M(X) = {τ : ψ⊺
0ϕ(τ,X) = maxt ψ⊺

0ϕ(t,X)} and L(S) = {τ : θ⊺0µ(τ, S) = maxt θ⊺0µ(t, S)},

the set of optimal actions at each state, then

ϕ∞(X) = |M(X)|−1 ∑
τ∈M(X)

ϕ(τ,X), µ∞(S) = |L(S)|−1 ∑
τ∈L(S)

µ(τ, S).

Theorem 9 implies that we can build confidence intervals for the value V ∗
β . Moreover,

the bias lemma that follows implies that we can build confidence intervals for the true

optimal policy value V ∗. For each treatment τ ∈ T , define the random variables

Uψ0
τ = ψ⊺

0ϕ(τ,X), U θ0
τ = θ⊺0µ(τ, S).
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Taking the maxima of Uψ0
τ and U θ0

τ over all treatments τ ∈ T , we define

Uψ0
max = max

t∈T
{ψ⊺

0ϕ(t,X)} , U θ0
max = max

t∈T
{θ⊺0µ(t, S)} .

We will also need to make the following assumption:

ASSUMPTION 1. Assume that there is a constant c > 0 such that for each treatment

τ ∈ T , we have that

∥Uψ0
τ ∥∞, ∥U θ0

τ ∥∞ < ∞

and that on (0, c) the random variables Uψ0
max − Uψ0

τ , U θ0
max − U θ0

τ admit densities fτ and

f̃τ that satisfy fτ (x) ≤ H/x1−δ and f̃τ (x) ≤ H̃/x1−δ̃, for some 0 ≤ H, H̃ < ∞ and

0 < δ, δ̃ ≤ 1.

Lemma 10 (Softmax Bias Control for Optimal Policy Value). Suppose that Assumption 1

holds. Assume that ∥M̃∥2 is uniformly bounded and that E(M̃M̃⊺) is strictly positive

definite. If β = ω(n1/{2(1+min{δ,δ̃})}) then we get that as n → ∞:

n1/2(V ∗
β − V ∗) = o(1).

Combining Theorem 9 and Lemma 10 gives us the following final result:

Corollary 11 (Main Corollary). Under the conditions of Theorem 9 and Lemma 10, the

estimator V̂ is asymptotically linear around V ∗:

n1/2(V̂ − V ∗) = n−1/2
n∑
i=1

ρV,∗(Zi) + op(1)

with influence function ρV,∗ as defined in (2.8). Letting zq be the q-th quantile of the

standard normal distribution, asymptotically valid confidence intervals for V ∗, with target

coverage level α, can be constructed via any consistent estimate σ̂2
V of the variance σ2

V =
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E{ρV,∗(Z)2} as:

CIV (α) = [V̂ ± z1−α/2σ̂V /
√
n],

where zq is the q-th quantile of the standard normal distribution.

2.8 Monte Carlo Experiments

We investigate performance of our inference method on a simple data generating process

and demonstrate the efficacy of our method and the importance of choosing the softmax

parameter β, based on our theorem. We consider observational data from the structural

equation model:

S = N(0, I5), T1 = Bernoulli(Logistic(S1)),

X = α1T1 + S +N(0, I5), T2 = Bernoulli(Logistic(X1)),

Y = α2 (X1 + 1)T2 +X1 +N(0, 1).

(2.9)

where S1, X1 denote the first components of the random vectors S and X respectively.

As we show in Appendix B.10, the second period blip effect γ2 is of the form:

γ2(T2, X) = α2(X1 + 1)T2, ϕ(T2, X) = (T2, X1T2), ψ0 = (α2, α2),

while the blip effect in the first period, under the optimal continuation policy can be

very well approximated as a linear function of the feature map µ(T1, S) = (T1, S1T1).

Moreover, α1 controls the magnitude of the blip effect of the first period treatment.

For each n, α1, α2 and softmax parameter β specification, we run 100 monte-carlo ex-

periments and calculate coverage of the estimated 95% and 90% confidence intervals (and

the standard error of the coverage) for the optimal policy value. We used Random Forest
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regression for estimating all the nuisance functions in the estimation process and no sam-

ple splitting.2 We report results in Figures 2.8.1 and 2.8.2. We chose pairs of α1, α2 that

identify starkly different estimation regimes, thereby capturing different failure modes of

poorly constructed confidence intervals due to irregularity of the optimal policy estimand.

We see that β ≈ n1/4+ϵ for small ϵ > 0 (as indicated by Theorem 7 with δ = 1; here taking

ϵ = 0.01) produces consistently good coverage above 90% across all specifications, while

β that is either below n1/4 or above n1/2, undercovers in at least one specification (high-

lighted). For n = 10k the recommended specification always achieves almost nominal

coverage (up to standard error), while the other two specifications fail blatantly in at

least one specification.

β (α1, α2) = (0, 0) (α1, α2) = (0, 1) (α1, α2) = (1, 0) (α1, α2) = (1, 1)

n = 1000 n = 10000 n = 1000 n = 10000 n = 1000 n = 10000 n = 1000 n = 10000

n0.15 0.94 ± 0.02 0.95 ± 0.02 0.89 ± 0.03 0.92 ± 0.03 0.79 ± 0.04 0.82 ± 0.04 0.88 ± 0.03 0.92 ± 0.03

n0.26 0.91 ± 0.03 0.95 ± 0.02 0.90 ± 0.03 0.94 ± 0.02 0.90 ± 0.03 0.97 ± 0.02 0.90 ± 0.03 0.92 ± 0.03

n0.75 0.79 ± 0.04 0.92 ± 0.03 0.87 ± 0.03 0.95 ± 0.02 0.95 ± 0.02 0.96 ± 0.02 0.91 ± 0.03 0.92 ± 0.03

Figure 2.8.1: Coverage of 95% confidence intervals for optimal policy value.

β (α1, α2) = (0, 0) (α1, α2) = (0, 1) (α1, α2) = (1, 0) (α1, α2) = (1, 1)

n = 1000 n = 10000 n = 1000 n = 10000 n = 1000 n = 10000 n = 1000 n = 10000

β = n0.15 0.85 ± 0.04 0.89 ± 0.03 0.87 ± 0.03 0.82 ± 0.04 0.68 ± 0.05 0.72 ± 0.04 0.82 ± 0.04 0.86 ± 0.03

β = n0.26 0.83 ± 0.04 0.88 ± 0.03 0.82 ± 0.04 0.89 ± 0.03 0.88 ± 0.03 0.88 ± 0.03 0.81 ± 0.04 0.86 ± 0.03

β = n0.75 0.69 ± 0.05 0.77 ± 0.04 0.74 ± 0.04 0.90 ± 0.03 0.83 ± 0.04 0.89 ± 0.03 0.79 ± 0.04 0.87 ± 0.03

Figure 2.8.2: Coverage of 90% confidence intervals for optimal policy value.

In addition, we also conducted comparative simulation studies to evaluate our method

against penalized Q-learning [140] and the m-out-of-n bootstrap approach [31], discussed

2Code for replicating this experiment can be found in this Jupyter Notebook from this
Github Repository.
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in the Related Literature section3. For these simulations, we adopted an equivalent repa-

rameterization of model (2.9). Under various different pairs of (α1, α2), we constructed

confidence intervals for the contrast between policy value under optimal policy in the

second stage, when the first stage treatment is 1 versus when it is 0: E[Y (1,π∗
2) − Y (0,π∗

2)].

For these comparative experiments, we set the sample size to n = 300, chose β = n0.49 for

the softmax temperature parameter, and used α = 0.05 and α = 0.10 for the m-out-of-n

bootstrap approach. We note that we did not adopt the double bootstrap procedure for

tuning the hyperparameter α, as proposed in [31], since even the fixed-α version of our

method is already more computationally intensive than the other two approaches. The

double bootstrap would introduce substantial additional computational burden. The cov-

erage result is shown in Figure 2.8.3. Notably, our softmax approach achieves nominal

coverage across all (α1, α2) settings, whereas both the penalized Q-learning and m-out-

of-n bootstrap methods fail completely in at least one setting, with coverage dropping

to zero. In particular, the failure in those settings can be attributed to the penalized

Q-learning and m-out-of-n bootstrap estimators exhibiting outrageously high biases, as

shown in Figure 2.8.4.

(α1, α2) (2,2) (0,2) (2,0) (-2,-2) (-2,0) (0,-2)

Softmax approach 0.953 0.958 0.953 0.935 0.943 0.936

Penalized Q-learning 0.940 0.957 0.934 0.000 0.951 0.960

m-out-of-n Bootstrap (α = 0.05) 0.000 0.963 0.944 0.000 0.976 0.960

m-out-of-n Bootstrap (α = 0.10) 0.000 0.968 0.973 0.000 0.990 0.963

Figure 2.8.3: Coverage of 95% confidence intervals for contrast of policy values across different
(α1, α2) settings.

3For the penalized Q-learning, we implemented their method based on code provided
in Rui Song’s website [139]. For m-out-of-n bootstrap, we implemented their method
using the archived qLearn R package, as described by [31].
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(α1, α2) (2,2) (0,2) (2,0) (-2,-2) (-2,0) (0,-2)

Penalized Q-learning (Bias) -0.040 0.031 -0.016 -3.282 -0.042 0.100

Penalized Q-learning (SD) 0.427 0.340 0.167 0.344 0.156 0.339

m-out-of-n Bootstrap (Bias) -2.010 -0.005 -0.003 -1.890 -0.003 0.064

m-out-of-n Bootstrap (SD) 0.273 0.208 0.252 0.272 0.209 0.208

Figure 2.8.4: Bias and standard deviation (SD) for estimating the contrast of policy values across
different (α1, α2) settings.

These findings suggest that our method based on softmax approximation may offer im-

proved robustness in achieving valid inference across a range of (α1, α2) settings, including

scenarios where existing methods appear to break down.

58



3
Chapter 3: Heterogeneous Multi-Modal

Knowledge Graph Fusion with

Multi-Relational Prediction

This chapter is based on my joint work with Suqi Liu, Doris Yang, Hongyi Yuan, Jun

Wen, Prof. Alexandre Pereira, and Prof. Tianxi Cai.
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Statement of Contributions: This chapter is based on a collaborative project. The

clinical and genetic datasets used were curated and provided by my collaborators, who

also kindly prepared the initial embeddings and provided me with information about the

upstream data sources. My primary contributions focused on integrating the provided

data to prepare for graph learning, constructing the knowledge graph, implementing the

multi-relational modeling framework, and training and evaluating the downstream pre-

diction tasks. I am deeply grateful for the contributions of my collaborators.

3.1 Introduction

Technological advancements in recent decades have fueled an explosion in biomedical data,

from the digitization of health data in electronic health record (EHR) systems to the de-

velopment of high throughput genome sequencing techniques. Diagnostic and procedure

billing codes, laboratory tests, and drug prescriptions in EHR systems encode a wealth of

clinically relevant information. Genomic data provide a complementary trove of biological

knowledge underpinning the relationships between medical entities. Elucidating the na-

ture and strength of relationships between biomedical entities, including diseases, genes,

SNPs, and drugs, has great potential for advancing the study of disease pathogenesis,

diagnosis, and treatment.

Common techniques for knowledge extraction of EHR-related concepts involve repre-

sentation learning. Substantial work focuses on semantic embedding approaches, which

derive concept representations from narrative information in clinical notes, textual de-

scriptions of structured codes, or patterns of co-occurrence in EHR data [4, 9, 46, 83, 172].

However, such semantic techniques are ill-suited for genomic entities, especially genetic

variants in the form of single nucleotide polymorphisms (SNPs), that lack textual de-

scriptions. As such, the biological foundations that govern health outcomes are difficult
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to integrate into knowledge graphs centered on clinical concepts. Instead, existing efforts

to bridge genomic and phenotypic information often rely on genome-wide association stud-

ies (GWAS), which identify genetic variants associated with each specific phenotype, or

phenome-wide association studies (PheWAS), which identify the phenotypic associations

of each specific genetic variant [49, 145, 156]. While useful, these approaches provide only

a narrow, uni-directional view of genome-phenome relationships.

Developing a comprehensive knowledge graph that bridges genome-phenome relation-

ships with clinical concept graphs is challenging due to the heterogeneity of biomedi-

cal entities and the diverse modalities through which existing knowledge is represented.

Building on prior work, we tackle this challenge by constructing a unified framework

that integrates diseases, genes, and clinical concepts, and further incorporates single

nucleotide polymorphisms (SNPs). To model the complex relationships among clinical

and genetic entities, we leverage a multimodal graph learning approach based on Rela-

tional Graph Convolutional Networks (R-GCNs) [130]. Our knowledge graph captures

both genetic–clinical links, such as SNP–phenotype associations, and genomic struc-

ture, including SNP–gene relations derived from loci proximity [97] and eQTL data

[113]. This framework allows us to refine semantic-based embeddings for clinical con-

cepts and learn biologically grounded representations for SNPs, complementing existing

embeddings for clinical concepts and genes, and enabling more expressive modeling of

genome-phenome interactions. We initialize the R-GCN with embeddings derived from

PubMedBERT (https://huggingface.co/NeuML/pubmedbert-base-embeddings) and

co-occurrence-based correlations between medical concepts and genetic variants in co-

hort studies data, then training on known relations from curated sources such as the

Unified Medical Language System (UMLS) [22] and the GWAS Catalog [138] (https:

//www.ebi.ac.uk/gwas/). By integrating the diverse knowledge into a unified multi-

relational framework, the resulting knowledge graph forms a more comprehensive view of

61

https://huggingface.co/NeuML/pubmedbert-base-embeddings
https://www.ebi.ac.uk/gwas/
https://www.ebi.ac.uk/gwas/


the biomedical landscape that brings together clinical concepts and genetic entities at a

scale and granularity not jointly captured in most existing knowledge graphs. Our key

contributions are as follows:

• We present a unified framework that embeds diverse biomedical entities, including

drugs, diseases, genes, and genetic variants in particular, in a shared graph-based

embedding space, which facilitates inferring their complex relationships.

• We develop a relation-aware modeling approach based on Relational Graph Con-

volutional Networks (R-GCNs) to integrate heterogeneous biomedical relationships

derived from multiple curated knowledge sources, including clinical, genomic, and

ontological data.

• Experimenting on multiple relation inference tasks, our proposed method consis-

tently outperforms initial embeddings.

• The derived multimodal embeddings are shown to effectively predict drug indica-

tion and drug side effects, and they demonstrate potential for novel gene-disease

association discovery.

3.2 Related Work

Many methods have been proposed for incorporating heterogeneous entities and knowl-

edge sources into a single knowledge graph. The simplest approaches involve manual or

automated harmonization of entities across different ontologies and databases [90, 96].

Network-based approaches involve similarity propagation, generative probabilistic mod-

els, and iterative improvements [164]. Representation learning methods commonly use

objective functions based on similarity metrics to learn representations in various em-

bedding space geometries for nodes and edges in the graph [23, 34, 143]. More recently,
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convolutional and graph neural network approaches have been developed to allow for more

flexible learning [50, 142, 157, 167].

These methodological advances have enabled a range of biomedical knowledge graph

applications that integrate clinical, biological, and pharmaceutical entities. Among ma-

chine learning approaches for graph construction involving biological and medical entities,

shallow learning methods have historically been widely used, such as regression [10], ran-

dom walk [69, 120, 129], and matrix factorization methods [116]. More recently, powerful

neural network-based approaches have become more prevalent. In general, many exist-

ing methods are driven by specific link prediction tasks, such as drug-disease relations,

adverse drug reactions, or disease-gene associations [10, 120, 155, 161, 175]. In order to

provide a multi-modal view of diseases, PrimeKG [32] notably synthesized a large number

of known relations from various databases to build a multimodal graph of diseases, drugs,

and genes, etc., with an emphasis on entity harmonization. While PrimeKG itself does not

implement graph-based learning, it has become a foundation for subsequent graph-based

inference and representation learning [48], with the authors explicitly highlighting its po-

tential to be paired with neural networks for downstream tasks. Furthermore, BioPathNet

[65] utilizes a message-passing neural network to train a biomedical knowledge graph with

a focus on molecular link prediction tasks such as gene function annotation, drug-disease

indication and contraindication, and synthetic lethality. Decagon [175] illustrated the

efficacy of leveraging a convolutional graph neural network in accommodating different

edge types and modeling polypharmacy side effects.

Building on PrimeKG and additional ontological and genetic resources, our method

leverages a multi-modal graph convolutional network to incorporate single nucleotide poly-

morphisms (SNPs) into a unified, multi-relational biomedical knowledge graph that also

includes diseases, drugs, and genes. Although our work shares conceptual goals with re-

cent efforts such as GENEREL [163], and both approaches integrate similar biological data
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sources including eQTL relationships, GENEREL focuses primarily on embedding align-

ment via language model fine-tuning. In contrast, our approach explicitly models multi-

relational structure using Relational Graph Convolutional Networks (R-GCNs), enabling

structured reasoning over heterogeneous relationships, such as SNP–gene, gene–disease,

and disease-drug links, within a graph learning framework.

3.3 Data

We collected clinical concepts from a list of informative features generated by an on-

line narrative and codified feature search engine (ONCE) [160], spanning five domains of

clinical entities. Four of these (diagnoses, procedures, laboratory measurements, and med-

ications) are structured entities with mappings to standardized vocabularies: PheCode

diagnoses (https://phewascatalog.org/phecodes), CCS (Clinical Classifications Soft-

ware) procedures, LOINC (https://loinc.org/) laboratory tests, and RxNorm (https:

//www.nlm.nih.gov/research/umls/rxnorm/) medications. We process the fifth do-

main, in the form of unstructured narrative medical notes, using the Narrative Informa-

tion Linear Extraction (NILE) NLP software [162], allowing us to map concepts found

in these notes to UMLS Concept Unique Identifiers (CUIs). In total, we gathered 1,790

PheCodes, 229 CCS procedures, 148,978 CUIs, 1,247 RxNorm drugs, and 859 LOINC lab

results.

In addition to clinical concepts, we also incorporated single nucleotide polymorphisms

(SNPs) and genes. We focused on SNPs previously identified as associated with multiple

traits in the GWAS catalog since our primary goal is to learn joint representation of

diseases and variants to enable studying shared etiology of diseases. We identified 56,042

SNPs satisfying the following criteria: (1) minor allele frequency ≥ 0.05; (2) reported p-

value ≤ 5×10−8; (3) associated with ≥ 3 phenotypes. We included 29,372 genes identified

from two sources: (1) genes located near associated SNPs based on genomic loci [97], and
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(2) genes linked through expression quantitative trait loci (eQTL) data [113].

3.3.1 Relational Data Specification

In this work, we also utilized relational data from various sources to build a comprehensive

knowledge graph of biomedical entities. In summary, along with a collection of known

relationship pairs from online databases, standardized clinical sources, and manual anno-

tations, these relational data also include relationships derived from Genome-Wide Associ-

ation Studies (GWAS) (https://www.ebi.ac.uk/gwas/), the Unified Medical Language

System (UMLS) [22], expression quantitative trait loci (eQTL) data [113], loci-to-nearby-

gene mappings [97], curated CUI-to-Phecode mappings, the Precision Medicine Knowl-

edge Graph (PrimeKG) [32], the SIDER database [84], the Comparative Toxicogenomics

Database (CTD) (https://ctdbase.org), and the DisGeNET (http://www.disgenet.

org).

Specifically, to integrate genetic-variant-level information into our knowledge graph, we

leveraged data from the GWAS catalog [138] (https://www.ebi.ac.uk/gwas/), which

gathers significant associations between genetic variants (SNPs) and traits (mapped to

CUIs and PheCodes) identified in individual genome-wide association studies (GWAS). In

addition to loci-to-gene mappings based on genomic proximity [97], we also incorporated

SNP–to-gene pairs from expression quantitative trait loci (eQTL) data [113], which reveals

how genetic variants influence gene expression patterns.

For gene–phenotype relationships, we incorporated gene–disease associations, with dis-

eases represented as CUIs, from PrimeKG [32], DisGeNET (http://www.disgenet.org),

and CTD (https://ctdbase.org). For PrimeKG and CTD, disease names were mapped

to CUIs by identifying a match when the cosine similarity between their SapBERT-

embedded representations [93] was at least 0.80.

For relationships between clinical concepts, we incorporated a wealth of relations be-
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tween CUIs [54, 105] and between CUIs and medications (RxNorms) [104], drawn from

the Unified Medical Language System (UMLS). We further included drug indication rela-

tionships from PrimeKG [32] and drug side effect relationships from the SIDER database

[84], where drugs are represented by RxNorm identifiers, and side effect and indication

phenotypes are represented by CUIs.

Outside of these established biomedical databases, we also leveraged a collection of

additional relational data from a previous study (ARCH [54]). The collection includes

relationships from Wikipedia, the PheCode hierarchy, Drugs.com, MED-RT, SNOMED-

CT, and manually curated annotations. We also incorporated curated CUI-to-PheCode

mappings into our dataset.

We summarize the sources and entity types of our relational data in Table 3.3.1.

Table 3.3.1: Relational data information that we use in our method. For each relation type, we
mark out the corresponding relation source, number of relations, and types of entities the relations
connect.

Entity 1 Type Entity 2 Type Relation Source # relationships
SNP Gene Loci-to-gene 44,493
SNP Gene eQTL 28,637
SNP Phecode GWAS catalog 11,592
SNP CUI GWAS catalog 51,388

Gene CUI PrimeKG,
DisGeNET, CTD 102,791

CUI RxNorm PrimeKG drug indication 3,872
CUI RxNorm SIDER side effect 101,913
CUI RxNorm UMLS 1,163
CUI Phecode Curated mappings 25,932
CUI CUI UMLS 150,267
Phecode/
LOINC/
CCS/
RxNorm

Phecode/
LOINC/
CCS/
RxNorm

ARCH 226,986
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3.4 Method

Figure 3.4.1: Overview of heterogeneous multi-modal knowledge graph fusion.

In this work, we construct a knowledge graph by treating each of the medical con-

cepts and biological entities described in Section 3.3 as nodes, and the relationships

outlined in Section 3.3 as edges. Starting from an initial joint representation of these

concepts, derived using PubMedBERT embeddings (https://huggingface.co/NeuML/

pubmedbert-base-embeddings) and UK Biobank (UKB) cohort study data [29], we

mapped the concepts and entities into 128-dimensional Euclidean embedding vectors con-

strained to the unit sphere surface using a relational graph neural network. In this embed-

ding space, a smaller distance between two entities would indicate a closer relationship.

We then utilized the learned embedding vectors to perform link prediction tasks, such as

drug indication and drug side effect prediction, achieving decent AUC (Area Under the

ROC Curve) evaluation scores.

3.4.1 Initial Embeddings for the Biomedical Entities

Recall that, as described in Section 3.3, we gathered clinical concepts comprising a to-

tal of 1,790 Phecodes, 229 CCS medical procedures, 148,978 Concept Unique Identifiers

(CUIs), 1,247 RxNorm drugs, and 859 LOINC lab results. We initialized embeddings for

these concepts by passing their semantic descriptions through PubMedBERT (https:

//huggingface.co/NeuML/pubmedbert-base-embeddings), to obtain 768-dimensional

language embeddings.
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Since SNPs lack textual descriptions, we leveraged the correlation between SNPs and

PheCodes in the United Kingdom Biobank (UKB) [29] EMIS cohort studies to create

initial embeddings for SNPs. In particular, we computed the partial correlation between

each SNP and each PheCode among the UKB cohort, adjusting for demographics. Then,

we factorized the resulting partial correlation matrix using singular value decomposition to

obtain embeddings for all SNPs and PheCodes. We aligned these UKB-based embeddings

with the PubMedBERT initial embeddings through a linear regression of the PubMed-

BERT PheCode embeddings on the UKB-based PheCode embeddings. This regression

allowed us to obtain initial SNP embeddings by orthogonally translating the UKB-based

SNP embeddings onto the 768-dimensional language embedding space.

Furthermore, we initialized the representations of genes as 768-dimensional zero vectors,

that is, 0 ∈ R768.

We use Snode to denote the resulting collection of unique entities and use Nnode := |Snode|

to denote its set cardinality. Altogether, we form a set {x(0)
i ∈ R768 : i ∈ Snode} of initial

embedding vectors for entities in Snode. We will be treating these biomedical entities

as nodes in our knowledge graph when training graph neural networks. Their initial

embedding vectors place them in a 768-dimensional Euclidean space to represent our

prior knowledge about relationships between the entities, and as we train our graph neural

networks we will get updated embeddings for the entities after incorporating relational

data passed to the neural networks.

3.4.2 Relation Train-Test Split and Preprocessing

In Section 3.3, we delineated a collection of relationships between biomedical concepts,

derived from multiple established databases and curated known relationship pairs. We

now restrict this collection to the subset in which both entities involved in a relationship

belong to the set Snode of entities of interest. We then convert the available relationship
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pairs into directed edges between entities in Snode. More formally, for any two entities

i, j ∈ Snode, we use the tuple (i, j) to denote a directed edge from node i to node j. We

denote by E the set of such tuples (i, j) corresponding to our available relationship pairs,

after removing self-loops and duplicates.

We utilize the relational edges to update the embeddings of biomedical entities. To allow

for assessment of the quality of our learned embeddings, we reserve a small proportion of

edges in E for testing purposes. Specifically, during training, we include all CUI–PheCode

mappings and SNP–gene relationships (both loci-based and eQTL-derived), and perform

a random 80/20 train–test split on all remaining edges in E . As a preprocessing step before

the train–test split, we grouped CUIs by synonymy for SNP–CUI edges from the GWAS

Catalog and grouped PheCodes by their first decimal point for SNP–PheCode edges. This

was done to reduce information leakage in the train–test split for these specific edge types.

We denote the resulting test set as Etest. For the remaining edges, we further randomly

split 12.5% of them to form a validation set Eval and the rest to form the training set

Etrain. As a result, the ratios of Etrain vs Eval vs Etest are roughly 7-1-2.

To distinguish different relation types during message passing, we assign each edge a

unique edge type number. We determine these types by classifying edges based on the

categories of the entities they connect. Each entity belongs to one of seven categories:

Phecodes, CCSs, CUIs, RxNorms, LOINCs, SNPs, or genes.

Now that we have classified edges, we are ready to define the set Emes of edges used for

message-passing purposes. Starting from edges in the training set Etrain:

• We include all training edges in Etrain in our set of message-passing edges, denoted

as Emes.

• In addition, we reverse all edges in Etrain except for SNP-to-Phecode or SNP-to-CUI

mappings derived from GWAS, and SNP-to-gene mappings derived from loci and
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eQTL data. These specific edges are excluded from reversal because they are only

interpretable uni-directionally. Formally, for each eligible edge (i, j), we also include

the reverse edge (j, i) in Emes.

The set Emes of edges for message-passing purposes is key to our embedding updates,

which we elaborate in the next subsection.

3.4.3 Embedding Updates Using Relational Convolutional Neural Net-

works (R-GCN)

Given the set Snode of biomedical entities with corresponding initial embeddings {x(0)
i ∈

R768 : i ∈ Snode}, as well as training set Etrain, validation set Eval, and message passing set

Emes of edges, we use a relational graph neural network to model the entity embeddings.

Our model first applies two message-passing layers of relational graph neural networks

(R-GCN) [131]: for i ∈ Snode

yi = σ

Θ(1)
− xi +

∑
r∈R

∑
j∈Nr(i)

wi,jΘ(1)
r xj + b(1)

 ,

zi = σ

Θ(2)
− yi +

∑
r∈R

∑
j∈Nr(i)

wi,jΘ(2)
r yj + b(2)

 ,
where R is the set of all edge labels, Nr(i) is the set of neighbor indices of node i under

an edge of label r, and weights wi,j := 1
|Nr(i,j)(i)| where r(i, j) is the relation type of

edge (i, j). σ is a nonlinear activation function and ReLU(·) := max(0, ·) is used in our

model. Our model parameters in the two message passing layers are Θ(1)
− ,Θ(1)

r ∈ Rd1×d0 ,

Θ(2)
− ,Θ(2)

r ∈ Rd2×d1 , b(1) ∈ Rd1 , b(2) ∈ Rd2 , as well as the embeddings xi ∈ Rd0 .

After applying the aforementioned two message-passing layers, we subsequently impose

a fully connected layer:

hi = Θ(3)zi + b(3)
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and normalize the resulting transformed embedding vectors to place them onto the unit

sphere in ℓ2 norm:

ui = hi
∥hi∥2

.

Here in the fully connected layer, our model parameters are Θ(3) ∈ Rd3×d2 and b(3) ∈

Rd3 .

To collect together all of our model parameters, let

Θ := (Θ(1)
− ,Θ(1)

r ,Θ(2)
− ,Θ(2)

r ,Θ(3),b(1),b(2),b(3), {xi}i∈Snode
)

be the collection of all model parameters. During our training, we took d0 = 768 to align

with the dimensions of our initial embeddings and d1 = d2 = d3 = 128.

We used the following loss function:

L(Θ) :=
∑

(i,j)∈Etrain

1
Ni,j

ℓ(ui,uj),

where Ni,j is the number of edges that have the same edge label as (i, j) in Etrain. This

adjustment is imposed to normalize the loss function across different edge labels to adjust

for the difference in their corresponding edge set sizes. The function ℓ is the triplet loss:

ℓ(ui,uj) = max{∥ui − uj∥2 − ∥ui′ − uj′∥2 + δ, 0}

for some margin δ > 0, which we take to be δ = 0.3 during our training. Here (i′, j′)

represents a negative sampling of (i, j) in the following sense:

• Split the entire set Snode of nodes into 7 different categories: Phecodes, CCSs, CUIs,

RxNorms, LOINCs, SNPs, and genes.

• For each edge (i, j), with probability 0.5, we redraw node i from all entities from
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the same category while keeping node j unchanged, and with the other half of

probability redraw node j from all entities from the same category while keeping

node i unchanged. Denote the resulting edges as (i′, j′).

We initialized the parameters {xi : i ∈ Snode} as the initial embeddings {x(0)
i ∈ R768 :

i ∈ Snode} described in Section 3.4.1. We used the Adam optimizer with a learning rate of

0.01 to train our model for 1000 epochs, meanwhile recording the validation error defined

as:

Err := 1
|Eval|

∑
(i,j)∈Eval

X{∥ui−uj∥2≥∥ui′ −uj′ ∥2∥}

where negative samples (i′j′) for edges (i, j) are taken the same as those in the training

loss function. For any event A, XA represents the indicator function for that event.

We record the training epoch number T that minimizes the mean validation errors over

the last 10-epoch window, and we trained our model again for T epochs on the union of

the training and validation edge sets instead of only the training edge set. We took the

resulting embedding vectors ui, i ∈ Snode after T epochs as our final output embedding

vectors. We denote the vectors as {u(T )
i : i ∈ Snode} and evaluate and report their

performance on the test edges Etest in the next section.

The R-GCN model was trained using approximately 32GB of CUDA memory on an

NVIDIA GPU. Each training item required an average of around 6 seconds per epoch.

3.5 Experiments

We split the test edges in Etest into different labels according to the catergories of entities

they connect and evaluate our trained embedding vectors {u(T )
i : i ∈ Snode} on these test

sets. Specifically, based on our trained embedding vectors, we compute the AUC (Area

Under the ROC Curve) of link prediction on test edges of various types against random
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edges generated from a negative sampling scheme similar to that during our training

process: for edge (i, j), with probability 0.5 redraw node i from the set of entities of the

same type while keeping node j unchanged, and with probability 0.5 redraw node j from

the set of entities of the same type while keeping node i unchanged. For any edge (i, j),

we assign a link prediction score

s(u(T )
i ,u(T )

j ) = −∥u(T )
i − u(T )

j ∥2,

and we calculate the AUC of the link prediction scores for test edges against those for

random edges generated from negative sampling.

In addition to calculating AUCs based on the trained embedding vectors from our

model, we also evaluated AUCs based on the initial embeddings {x(0)
i : i ∈ Snode}. We

run each reported method 5 times (each with a random seed) and report average AUC

scores across repetitions.

We found that the R-GCN trained embeddings are efficient for capturing the similarity

between biomedical concepts under various circumstances and outperformed the initial

embeddings by many metrics. The specific results of outperformance are shown in Table

3.5.1. Note that the gene-disease prediction AUC for initial embeddings is N/A since we

arbitrarily initialized our genes as zero vectors.

Table 3.5.1: AUC performance comparison between R-GCN trained embeddings and initial em-
beddings across various biomedical relation types.

Relations\AUC R-GCN Trained Initial Embeddings
SNP-Phecode 0.958 0.714
SNP-CUI 0.900 0.595
Gene-Disease 0.950 N/A
Drug Side Effects 0.923 0.576
Drug Indication 0.939 0.779

Our method significantly improves the initial embeddings in various important link

73



prediction tasks.

3.6 Downstream Applications

In addition to validating our embeddings against the test relation pairs, we also inves-

tigated their performance on two downstream tasks: gene discovery and genetic variant

identification for diseases. For these downstream applications, we trained on all available

edges instead of performing a train-test split to fully leverage the relational information.

To accommodate the increased number of training edges, we trained the model for 1300

epochs.

3.6.1 Gene Discovery for Diseases

The out of sample validation showed that our embeddings are effective at predicting gene-

disease relations in aggregate, but we were also interested specifically in their performance

on diseases with complex genetic etiologies and treatments, such as rheumatoid arthritis

(RA) [85]. To this end, we identified the top 25 genes most closely related, as measured by

cosine similarity in our trained embeddings, to the PheCode for RA (714.1), and visualized

them using the kgraph interactive platform [33]. In the visualization, the node sizes are

proportional to the cosine similarity values, and the edge lengths are inversely related to

the cosine similarities.
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Figure 3.6.1: Top-ranked genes associated with rheumatoid arthritis (RA), identified using our
embeddings.

Notably, many of the top genes are documented to be associated with RA, includ-

ing STAT4, PTPN22, TNFAIP3, CTLA4, HLA-DRB9, CCR6 [47, 62, 70, 88, 89, 118].

Additionally, the gene IFIH1, though not well-established to be associated with RA, is

implicated in autoimmune diseases [127], of which RA is one.

Using RA as a case study, we demonstrate that our embeddings have the potential to

provide insight into genetic etiology, helpful for identifying future targets for pharmaceu-

tical treatments.

3.6.2 Gene Variant Discovery for Diseases

We also investigated the top 10 SNPs most related to RA from our embeddings, where

again relatedness is measured by cosine similarity.
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Table 3.6.1: Top-ranked SNPs associated with rheumatoid arthritis (RA), identified using our
embeddings, along with their corresponding gene loci.

# SNP loci

1 rs74313386 SPRED2

2 rs1633360 OS9

3 rs3807306 IRF5

4 rs2300373 IFNGR2

5 rs11893432 STAT4

6 rs11375064 KSR1

7 rs1422673 TNIP1

8 rs28411352 MTF1

9 rs6495979 RASGRP1

10 rs7241016 PTPN2

The variants shown here are all validated to be statistically associated with RA in the

GWAS catalog [138](https://www.ebi.ac.uk/gwas/), but some of the genes, such as

OS9 and KSR1, are not yet well-established to be as RA-associated in the current liter-

ature. Including SNPs and integrating SNP-level relations into our knowledge graph in-

troduces the potential to uncover novel gene-disease associations, highlight underexplored

SNP-gene-disease mechanisms, and support the discovery of candidate targets that might

be overlooked by gene-centric approaches alone.

3.7 Discussion and Future Work

In this study, we integrated biological and medical entities into a unified embedding-based

knowledge graph to facilitate multi-relational prediction tasks. Our approach leverages a

Relational Graph Convolutional Network (R-GCN) to train embeddings using a variety
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of biomedical knowledge sources, notably constructing embeddings jointly for clinical

concepts such as diseases and drugs, and genomic entities including SNPs and genes, by

incorporating known relations between these entities. We demonstrate that our method,

relative to baseline initial embeddings, more effectively captures biomedical knowledge and

improves performance across a range of link prediction tasks with potential biomedical

and clinical significance.

While our initial results demonstrate strong potential, several directions could further

improve the framework. Future work could explore up-weighting edge types corresponding

to essential downstream tasks, or incorporating an attention mechanism to automatically

learn the relative importance of different entity types and relations. A more fine-grained

classification of relations, beyond grouping by entity categories, could also be utilized to

reflect the specific nature of different biomedical relationships. It might also be helpful

to include proteins, biological pathways, and additional biological knowledge sources to

further enrich the graph representations and support more comprehensive downstream

applications.
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A
Supplementary Materials for Chapter 1

A.1 Proof of Theorem 1

Proof. For any g ∈ G, by the linearity of the moment with respect to θ:

A(g)
(
θ̂ − θ0

)
= M(θ̂, g) −M(θ0, g)

= M(θ̂, g) −Mn(θ̂, g) +M(θ0, g0) −M(θ0, g) +Mn(θ̂, g).
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Moreover, for any g, with ∥g − g0∥2 = op(1):

A(g)
(
θ̂ − θ0

)
= A(g0)

(
θ̂ − θ0

)
+ (A(g) − A(g0))

(
θ̂ − θ0

)
= A(g0)

(
θ̂ − θ0

)
+O

(
∥g − g0∥2 ∥θ̂ − θ0∥2

)
= A(g0)

(
θ̂ − θ0

)
+ op

(
∥θ̂ − θ0∥2

)
.

Thus for any g, with ∥g − g0∥2 = op(1):

A(g0)
(
θ̂ − θ0

)
= M(θ̂, g) −Mn(θ̂, g) +M(θ0, g0) −M(θ0, g) +Mn(θ̂, g) + op(∥θ̂ − θ0∥2).

Let Gn(θ, g) := M(θ, g) −Mn(θ, g), then we have:

A(g0)
(
θ̂ − θ0

)
= Gn(θ̂, g) +M(θ0, g0) −M(θ0, g) +Mn(θ̂, g) + op(∥θ̂ − θ0∥2).

Applying the above for g = ĝ and by the definition of θ̂, we have:

A(g0)
(
θ̂ − θ0

)
= Gn(θ̂, ĝ) +M(θ0, g0) −M(θ0, ĝ) +Mn(θ̂, ĝ) + op(∥θ̂ − θ0∥2)

= Gn(θ̂, ĝ) +M(θ0, g0) −M(θ0, ĝ) + op(n−1/2 + ∥θ̂ − θ0∥2).

Applying Neyman orthogonality and bounded second derivative of the moment with re-

spect to g:

M(θ0, g0) −M(θ0, g) = DgM(θ0, g0)[g0 − g] +O
(
∥g − g0∥2

2

)
= O

(
∥g − g0∥2

2

)
= op(n−1/2).

Thus we have that:

A(g0)
(
θ̂ − θ0

)
= Gn(θ̂, ĝ) + op(n−1/2 + ∥θ̂ − θ0∥2).
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Now we decompose the empirical process part into an asymptotically normal component

and asymptotically equicontinuous parts that converge to zero in probability:

Gn(θ̂, ĝ) = Gn(θ0, g0) +
(
Gn(θ̂, ĝ) −Gn(θ0, ĝ)

)
+ (Gn(θ0, ĝ) −Gn(θ0, g0)) .

By the linearity of the moment, the middle term can be written as:

Gn(θ̂, ĝ) −Gn(θ0, ĝ) = (A(ĝ) − An(ĝ))′ (θ̂ − θ0).

Note that by a triangle inequality:

∥A(ĝ) − An(ĝ)∥op ≤ ∥A(g0) − An(g0)∥op + ∥A(ĝ) − A(g0) − (An(ĝ) − An(g0))∥op

Note that the first quantity is a simple centered empirical process and hence assuming

that ai,j(Z; g0) has bounded variance, by classical results in empirical process theory we

have that:

∥A(g0) − An(g0)∥op = op(1)

Moreover, by our stochastic equicontinuity condition we have that:

∥A(ĝ) − A(g0) − (An(ĝ) − An(g0))∥op = op(n−1/2) = op(1).

Thus we get that ∥A(ĝ) − An(ĝ)∥op = op(1), and therefore:

Gn(θ̂, ĝ) −Gn(θ0, ĝ) = op
(
∥θ̂ − θ0∥2

)
.
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Moreover, since by our stochastic equicontinuity conditions:

√
n ∥A(ĝ) − A(g0) − (An(ĝ) − An(g0))∥op = op(1)
√
n ∥V (ĝ) − V (g0) − (Vn(ĝ) − Vn(g0))∥2 = op(1)

we have by triangle inequality, the definition of the operator norm, and the fact that

∥θ0∥2 = O(1) that:

∥Gn(θ0, ĝ) −Gn(θ0, g0)∥2 ≤ ∥A(ĝ) − A(g0) − (An(ĝ) − An(g0))∥op ∥θ0∥2

+ ∥V (ĝ) − V (g0) − (Vn(ĝ) − Vn(g0))∥2

= op(n−1/2).

Thus we can conclude that:

A(g0)
(
θ̂ − θ0

)
= Gn(θ0, g0) + op(n−1/2 + ∥θ̂ − θ0∥2).

Assuming that the inverse A(g0)−1 exists, we can re-arrange to:

θ̂ − θ0 = A(g0)−1Gn(θ0, g0) + op
(
n−1/2 + ∥θ̂ − θ0∥2

)
.

SinceGn(θ0, g0) is a mean-zero empirical process, we have that ∥Gn(θ0, g0)∥2 = Op(n−1/2).

Thus the above equation implies that ∥θ̂ − θ0∥2 = Op(n−1/2). Thus we get:

θ̂ − θ0 = A(g0)−1Gn(θ0, g0) + op
(
n−1/2

)

or equivalently that:

√
n
(
θ̂ − θ0

)
=

√
nA(g0)−1Gn(θ0, g0) + op (1) .
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The first term converges in distribution to the claimed normal limit by invoking the

Central Limit Theorem. Thus the theorem follows by Slutsky’s theorem.

A.2 Proof of Lemma 3

Proof. Before diving into the proof, recall that c(Z1:n, x) = arg mini≤n|Xi−x|, and define:

c∗
1 := c(Z1:n,

1
2),

c∗
2 :=


arg min

i≤n s.t Xi≤ 1
2

|12 −Xi| if Xc∗
1
> 1

2 ,

arg min
i≤n s.t Xi>

1
2

|12 −Xi| if Xc∗
1

≤ 1
2 .

.

That is, we let c∗
1 be the index of the nearest example in {X1, . . . , Xn} to 1

2 , and let c∗
2 be

the index of the nearest example to 1
2 on the other side of 1

2 from.

A new observation Z = (X, Y ), where X ∼ unif[0, 1] and Y = I(X ≤ 0.5), will be

misclassified if Yc(Z1:n,X) is different from Y . Therefore it is mislabeled if it falls in the

following set:

E
(
Xc∗

1
, Xc∗

2

)
:=


[

1
2 ,

1
2

(
Xc∗

1
+Xc∗

2

)]
if Xc∗

1
≤ 1

2 ,[
1
2

(
Xc∗

1
+Xc∗

2

)
, 1

2

]
otherwise.

For a given pair of random variables Xi1 , Xi2 , we write:

λXi1,i2
:= nP

(
X ∈ E(Xi1 , Xi2) | Xi1 , Xi2

)
.

We note B1 := {i ≤ n|Xi ≤ 1/2}.

Now we remark that if Xc∗
1

≤ 0.5 then
∣∣∣∣1 −

[
Xc∗

1
+Xc∗

2

]∣∣∣∣ = Xc∗
1

+Xc∗
2

− 1 and

Xc∗
2

− (1 −Xc∗
1
)|Xc∗

1
∼ min

i∈[n]\B1
Ui(Xc∗

1
)
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where Ui(Xc∗
1
)|Xc∗

1
∼i.i.d unif[0,Xc∗

1
]. Here ∼ means "has the same distribution as."

Therefore we have

P
(
Xc∗

1
+Xc∗

2
− 1 ≤ 2t

n

∣∣∣∣Xc∗
1

≤ 0.5, Xc∗
1

)
= P

(
min

i∈[n]\B1
Ui(Xc∗

1
) ≤ 2t

n

∣∣∣∣Xc∗
1

≤ 0.5, Xc∗
1

)

= 1 −
(

1 − 2t
nXc∗

1

)n−|B1|
,

where |B1| denotes the cardinality of set B1.

Therefore as Xc∗
1

→ 0.5 and |B1| → n/2 we have

P
(
Xc∗

1
+Xc∗

2
− 1 ≤ 2t

n

∣∣∣∣Xc∗
1

≤ 0.5, Xc∗
1

)
→ 1 − e−2t.

Similarly we remark that if Xc∗
1
> 0.5 then

∣∣∣∣1 −
[
Xc∗

1
+Xc∗

2

]∣∣∣∣ = 1 −Xc∗
1

−Xc∗
2

and

1 −Xc∗
1

−Xc∗
2
|Xc∗

1
∼ min

i∈B1
U bis
i (Xc∗

1
)

where U bis
i (Xc∗

1
)|Xc∗

1
∼i.i.d unif[0, 1 − Xc∗

1
].

Therefore we have

P
(

1 −Xc∗
1

−Xc∗
2

≤ 2t
n

∣∣∣∣Xc∗
1
> 0.5, Xc∗

1

)
= P

(
min
i∈B1

U bis
i (Xc∗

1
) ≤ 2t

n

∣∣∣∣Xc∗
1
> 0.5, Xc∗

1

)
= 1 −

(
1 − 2t

n(1 −Xc∗
1
)

)|B1|
.

Therefore as Xc∗
1

→ 0.5 and |B1| → n/2 we have

P
(

1 −Xc∗
1

−Xc∗
2

≤ 2t
n

∣∣∣∣Xc∗
1
> 0.5, Xc∗

1

)
→ 1 − e−2t.
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This directly implies that

λXc∗
1,c∗

2
= n

2

∣∣∣∣1 −
[
Xc∗

1
+Xc∗

2

]∣∣∣∣ d−→ Exp(2),

where Exp(2) denotes an exponential distribution with rate parameter 2.

Moreover, we now also show that the expectation E
[
λXc∗

1,c∗
2

]
= O(1).

As a first step, we note that we can write

E
[
λXc∗

1,c∗
2

]
= nP

(
X ∈ E

(
Xc∗

1
, Xc∗

2

))
≤ nP

(
X ∈ E

(
Xc∗

1
, Xc∗

2

)
,

∣∣∣∣∣ |B1|
n

− 1
2

∣∣∣∣∣ ≤ 1
4

)
+ nP

(∣∣∣∣∣ |B1|
n

− 1
2

∣∣∣∣∣ > 1
4

)
.

By Azuma’s concentration inequality, we know that

nP
(∣∣∣∣∣ |B1|

n
− 1

2

∣∣∣∣∣ > 1
4

)
≤ 2ne− 32

n → 0 as n → ∞.

To treat the other term in the sum, we have that

nP
(
X ∈ E

(
Xc∗

1
, Xc∗

2

)
,

∣∣∣∣∣ |B1|
n

− 1
2

∣∣∣∣∣ ≤ 1
4

)

= nE

P
X ∈ E

(
Xc∗

1
, Xc∗

2

)
,

∣∣∣∣∣ |B1|
n

− 1
2

∣∣∣∣∣ ≤ 1
4

∣∣∣∣∣∣X1:n


= nE

P
X ∈ E

(
Xc∗

1
, Xc∗

2

)∣∣∣∣∣∣X1:n

 I
(∣∣∣∣∣ |B1|

n
− 1

2

∣∣∣∣∣ ≤ 1
4

)
= nE

[∣∣∣∣E(Xc∗
1
, Xc∗

2

)∣∣∣∣ I
(∣∣∣∣∣ |B1|

n
− 1

2

∣∣∣∣∣ ≤ 1
4

)]

where X1:n represents the vector (X1, . . . , Xn), and
∣∣∣∣E(Xc∗

1
, Xc∗

2

)∣∣∣∣ denotes the length of

the interval E
(
Xc∗

1
, Xc∗

2

)
.
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Now by triangle inequality

nE
[∣∣∣∣E(Xc∗

1
, Xc∗

2

)∣∣∣∣ I
(∣∣∣∣∣ |B1|

n
− 1

2

∣∣∣∣∣ ≤ 1
4

)]

= nE
[

1
2
∣∣∣1 −

(
Xc∗

1
+Xc∗

2

)∣∣∣ I(∣∣∣∣∣ |B1|
n

− 1
2

∣∣∣∣∣ ≤ 1
4

)]

≤ n

2E
[∣∣∣∣12 −Xc∗

1

∣∣∣∣ I
(∣∣∣∣∣ |B1|

n
− 1

2

∣∣∣∣∣ ≤ 1
4

)]
+ n

2E
[∣∣∣∣12 −Xc∗

2

∣∣∣∣ I
(∣∣∣∣∣ |B1|

n
− 1

2

∣∣∣∣∣ ≤ 1
4

)]

= n

2E
[
min
i∈B1

Ui · I
(∣∣∣∣∣ |B1|

n
− 1

2

∣∣∣∣∣ ≤ 1
4

)]
+ n

2E
[

min
i∈[n]\B1

Ui · I
(∣∣∣∣∣ |B1|

n
− 1

2

∣∣∣∣∣ ≤ 1
4

)]

= nE
[
min
i∈B1

Ui · I
(∣∣∣∣∣ |B1|

n
− 1

2

∣∣∣∣∣ ≤ 1
4

)]

≤ nE
[
min
i∈B1

Ui · I
(

|B1| ≥ n

4

)]
.

where Ui :=
∣∣∣12 −Xi

∣∣∣ ∼i.i.d. unif[0, 0.5], and the penultimate line follows from symmetry.

We can express the expectation in terms of integrals of tail probabilities as

nE
[
min
i∈B1

Ui · I
(

|B1| ≥ n

4

)]
= nE

[
E
[
min
i∈B1

Ui · I
(

|B1| ≥ n

4

) ∣∣∣∣ |B1|
]]

= nE
[ˆ ∞

0
P
(

min
i∈B1

Ui · I
(

|B1| ≥ n

4

)
≥ t

∣∣∣∣ |B1|
)
dt

]

= nE
[

1
|B1|

ˆ ∞

0
P
(

min
i∈B1

Ui · I
(

|B1| ≥ n

4

)
≥ t

|B1|

∣∣∣∣ |B1|
)
dt

]
.

Here

P
(

min
i∈B1

Ui · I
(

|B1| ≥ n

4

)
≥ t

|B1|

∣∣∣∣ |B1|
)

=
(

1 − 2t
|B1|

)|B1|

· I
(

|B1| ≥ n

4

)
≤ e−2t · I

(
|B1| ≥ n

4

)

where we have used the inequality that 1 − x ≤ e−x for all x.
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Hence, we have

nE
[

1
|B1|

ˆ ∞

0
P
(

min
i∈B1

Ui · I
(

|B1| ≥ n

4

)
≥ t

|B1|

∣∣∣∣ |B1|
)
dt

]

≤ nE
[

1
|B1|

ˆ ∞

0
e−2t · I

(
|B1| ≥ n

4

)
dt

]
= n

2E
[

1
|B1|

· I
(

|B1| ≥ n

4

)]

≤ n

2E
[ 4
n

· I
(

|B1| ≥ n

4

)]
= 2P

(
|B1| ≥ n

4

)
≤ 2.

Altogether, we have shown that

E
[
λXc∗

1,c∗
2

]
= O(1). (A.1)

The key point is to note that

∥ĝ(Z1:n)(Z)∥2
2 = n1/3P(Y ̸= Yc(Z1:n,X))

≤ n1/3P(X ∈ E(Xc∗
1
, Xc∗

2
)) (a)−→ 0.

where (a) comes from realizing that

P(X ∈ E(Xc∗
1
, Xc∗

2
)) = 1

n
E
[
λXc∗

1,c∗
2

]
.

Therefore we proved the first point. Moreover if we denote

c
∗(−1)
1 := c(Z(−1)

1:n ,
1
2),

c
∗(−1)
2 :=


arg min

i≤n s.t X(−1)
i ≤ 1

2

|12 −X
(−1)
i | if X(−1)

c
∗(−1)
1

> 1
2 ,

arg min
i≤n s.t X(−1)

i > 1
2

|12 −X
(−1)
i | if X(−1)

c
∗(−1)
1

≤ 1
2

,

where Z(−1)
1:n is Z1:n with the first observation replaced with an independent copy Z̃1 =
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(X̃1, Ỹ1), then we remark that

P
(
c

∗(−1)
1 ̸= c∗

1 or c∗(−1)
2 ̸= c∗

2)

≤ P
(
c

∗(−1)
1 ̸= c∗

1) + P(c∗(−1)
2 ̸= c∗

2)

≤ P(1 = c∗
1) + P(1 = c

∗(−1)
1 ) + P(1 = c∗

2) + P(1 = c
∗(−1)
2 )

(b)
≤ 4
n

where (b) comes from symmetry (each observation has an equal chance of being c∗
1, for

example). Moreover we note that if neither c∗(−1)
1 ̸= c∗

1 nor c∗(−1)
2 ̸= c∗

2 then we have

E(X(−1)
c

∗(−1)
1

, X
(−1)
c

∗(−1)
2

) = E(Xc∗
1
, Xc∗

2
).

Now for ease of notation denote

Xc∗
1,c

∗
2

:=
(
Xc∗

1
, Xc∗

2

)
,

X
c

∗(−1)
1 ,c

∗(−1)
2

:=
(
X

(−1)
c

∗(−1)
1

, X
(−1)
c

∗(−1)
2

)
,

X
c∗

1,c
∗
2,c

∗(−1)
1 ,c

∗(−1)
2

:=
(
Xc∗

1
, Xc∗

2
, X

(−1)
c

∗(−1)
1

, X
(−1)
c

∗(−1)
2

)
,

and

E
(
X
c∗

1,c
∗
2,c

∗(−1)
1 ,c

∗(−1)
2

)
:= E(Xc∗

1
, Xc∗

2
)△E

(
X

(−1)
c

∗(−1)
1

, X
(−1)
c

∗(−1)
2

)
.
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Then we have that there is C < ∞ such that

∥ν(Z, ĝ) − ν(Z, ĝ(−1))∥2 =
√
n

√
P
(
X ∈ E

(
X
c∗

1,c
∗
2,c

∗(−1)
1 ,c

∗(−1)
2

))

=
√
nE

[
P
(
X ∈ E

(
X
c∗

1,c
∗
2,c

∗(−1)
1 ,c

∗(−1)
2

) ∣∣∣∣Xc∗
1,c

∗
2,c

∗(−1)
1 ,c

∗(−1)
2

)
I
(
c

∗(−1)
1 ̸= c∗

1 or c∗(−1)
2 ̸= c∗

2

)]

≤
√
nE

[(∣∣∣E(Xc∗
1,c

∗
2
)
∣∣∣+ ∣∣∣∣E(Xc

∗(−1)
1 ,c

∗(−1)
2

)∣∣∣∣) I (c∗(−1)
1 ̸= c∗

1 or c∗(−1)
2 ̸= c∗

2

)]
≤
√

2nE
[∣∣∣E(Xc∗

1,c
∗
2
)
∣∣∣ I (c∗(−1)

1 ̸= c∗
1 or c∗(−1)

2 ̸= c∗
2

)]
by symmetry

≤
√

2nE
[∣∣∣E(Xc∗

1,c
∗
2
)
∣∣∣ (I (c∗

1 = 1) + I
(
c

∗(−1)
1 = 1

)
+ I (c∗

2 = 1) + I
(
c

∗(−1)
2 = 1

))]
(c)=
√

2nP
(
X ∈ E(Xc∗

1,c
∗
2
)
) (

P (c∗
1 = 1) + P

(
c

∗(−1)
1 = 1

)
+ P (c∗

2 = 1) + P
(
c

∗(−1)
2 = 1

))
=

√
8√
n

√
E
[
λXc∗

1,c∗
2

] (d)
≤ C√

n

where to get (c) we exploited independence of (Xc∗
1
, Xc∗

2
) and the events {c∗

1 = 1}, {c∗
2 = 1},

{c∗(−1)
1 = 1}, {c∗(−1)

2 = 1} and where to get (d) we exploited (A.1).

Moreover we also notice that

P
(
c

∗(−1)
1 ̸= c∗

1

)
≥ P

(
c∗

1 = 1, X̃1 ̸∈ [12 −
∣∣∣∣12 −Xc∗

3

∣∣∣∣ , 1
2 +

∣∣∣∣12 −Xc∗
3

∣∣∣∣])
= P (c∗

1 = 1)P
(
X̃1 ̸∈ [12 −

∣∣∣∣12 −Xc∗
3

∣∣∣∣ , 1
2 +

∣∣∣∣12 −Xc∗
3

∣∣∣∣]) by independence

= 1
n
E
[
1 − 2

∣∣∣∣12 −Xc∗
3

∣∣∣∣] = 1
n

− 2
n
E
[∣∣∣∣12 −Xc∗

3

∣∣∣∣]

where c∗
3 := arg mini∈[n]\{c∗

1}

∣∣∣Xi − 1
2

∣∣∣ is the index of the second nearest neighbor of 1
2

among X1:n. Note that c∗
3 is not necessarily equal to c∗

2, since the definition of c∗
2 requires

Xc∗
2

to be on the other side of 1
2 from Xc∗

1
while that of c∗

3 does not.

By our knowledge of the expectation of the second order statistic among i.i.d. uniform
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random variables, we obtain that

1
n

− 2
n
E
[∣∣∣∣12 −Xc∗

3

∣∣∣∣] = 1
n

− 2
n

· 1
2 · 2

n+ 1 = 1
n

− 2
n(n+ 1) .

Therefore, similarly to before, we also have that there is a constant c̃, c > 0 such that

∥ν(Z, ĝ) − ν(Z, ĝ(−1)∥2 =
√
n

√
P
(
X ∈ E(Xc∗

1
, Xc∗

2
)△E

(
X

(−1)
c

∗(−1)
1

, X
(−1)
c

∗(−1)
2

))

≥
√
n

√
P
(
X ∈ E(Xc∗

1
, Xc∗

2
)△E

(
X

(−1)
c

∗(−1)
1

, X
(−1)
c

∗(−1)
2

)∣∣∣∣c∗(−1)
1 ̸= c∗

1

)
P
(
c

∗(−1)
1 ̸= c∗

1

)

≥
√
n

√
P
(
X ∈ E(Xc∗

1
, Xc∗

2
)△E

(
X

(−1)
c

∗(−1)
1

, X
(−1)
c

∗(−1)
2

)∣∣∣∣c∗(−1)
1 ̸= c∗

1, c
∗(−1)
2 = c∗

2

)
P
(
c

∗(−1)
1 ̸= c∗

1

)

=
√
n

√
E
[1
2

∣∣∣∣Xc∗
1

−X
(−1)
c

∗(−1)
1

∣∣∣∣ ∣∣∣∣c∗(−1)
1 ̸= c∗

1, c
∗(−1)
2 = c∗

2

]
P
(
c

∗(−1)
1 ̸= c∗

1

)

≥ c̃

√
P
(
c

∗(−1)
1 ̸= c∗

1

)
≥ c√

n
.

Therefore we proved the second point. The third point follows because

√
n
[
Vn(ĝ) − Vn(g0) −

(
V (ĝ) − V (g0)

)]
= −

√
nV (ĝ)= −

√
nV (ĝ) = λXc∗

1,c∗
2

d−→ Exp(0.5)

where Vn(g0) = V (g0) = 0 by definition, and Vn(ĝ) since the nearest neighbor estimator

evaluated at a training data point never misclassifies the point.

A.3 Proof of Corollary 4

Proof. We note that by monotonicity of Lp norms, plugging the bound in (Algorithmic

Stability) into the right hand side terms of (L2r-Continuity) gives the stability conditions

in lemma 2. Corollary 4 then immediately follows.
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A.4 Proof of Theorem 5

Proof. Denote Zb
1:m,(−l), b ∈ {1, . . . , B} as the corresponding bagged samples when the

l-th data point Zl is replaced with an independent copy Z̃l. We have that for l ∈ [n] :

∥∥∥∥sup
x

∥ĝ(x) − ĝ(−l)(x)∥2

∥∥∥∥
2r

=

∥∥∥∥∥∥sup
x

∥∥∥∥∥ 1
B

B∑
b=1

(
ĥ(Zb

1:m)(x) − ĥ(Zb
1:m,(−l))(x)

)∥∥∥∥∥
2

∥∥∥∥∥∥
2r

=

∥∥∥∥∥∥sup
x

∥∥∥∥∥ 1
B

B∑
b=1

(
ĥ(Zb

1:m)(x) − ĥ(Zb
1:m,(−l))(x)

)
1{∃t≤m s.t. Zb

t =Zl}

∥∥∥∥∥
2

∥∥∥∥∥∥
2r

.

The last equality was because

ĥ(Zb
1:m)(x) − θ̂(Zb

1:m,(−l))(x) ̸= 0

only if

∃t ≤ m s.t. Zb
t = Zl.

Fix any l ∈ [n]. To simplify notations, let

∇ĥ(Zb)(x) := ĥ(Zb
1:m)(x) − ĥ(Zb

1:m,(−l))(x),

and let Ab be the event {∃t ≤ m s.t. Zb
t = Zl}.

Then ∥∥∥∥sup
x

∥ĝ(x) − ĝ(−l)(x)∥2

∥∥∥∥
2r

=

∥∥∥∥∥∥sup
x

∥∥∥∥∥ 1
B

B∑
b=1

∇ĥ(Zb)(x)1Ab

∥∥∥∥∥
2

∥∥∥∥∥∥
2r

.
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By triangle inequality and symmetry of distributions

∥∥∥∥sup
x

∥ĝ(x) − ĝ(−l)(x)∥2

∥∥∥∥
2r

=

∥∥∥∥∥∥sup
x

∥∥∥∥∥ 1
B

B∑
b=1

∇ĥ(Zb)(x)1Ab

∥∥∥∥∥
2

∥∥∥∥∥∥
2r

≤ 1
B

∥∥∥∥∥
B∑
b=1

sup
x

∥∥∥∇ĥ(Zb)(x)1Ab

∥∥∥
2

∥∥∥∥∥
2r

≤ 1
B

∥∥∥∥∥
B∑
b=1

{
sup
x

∥∥∥∇ĥ(Zb)(x)1Ab

∥∥∥
2

− E
[
sup
x

∥∥∥∇ĥ(Zb)(x)1Ab

∥∥∥
2

∣∣∣∣Z1, . . . , Zn, Z̃l

]}∥∥∥∥∥
2r

+ 1
B

B∑
b=1

∥∥∥∥E [sup
x

∥∥∥∇ĥ(Zb)(x)1Ab

∥∥∥
2

∣∣∣∣Z1, . . . , Zn, Z̃l

]∥∥∥∥
2r

≤ 1
B

∥∥∥∥∥
B∑
b=1

{
sup
x

∥∥∥∇ĥ(Zb)(x)1Ab

∥∥∥
2

− E
[
sup
x

∥∥∥∇ĥ(Zb)(x)1Ab

∥∥∥
2

∣∣∣∣Z1, . . . , Zn, Z̃l

]}∥∥∥∥∥
2r

+
∥∥∥∥E [sup

x

∥∥∥∇ĥ(Z1)(x)1A1

∥∥∥
2

∣∣∣∣Z1, . . . , Zn, Z̃l

]∥∥∥∥
2r
.

For ease of notations, denote

Z(l) :=
(
Z1, . . . , Zn, Z̃l

)

and denote

Rb := sup
x

∥∥∥∇ĥ(Zb)(x)1Ab

∥∥∥
2

− E
[
sup
x

∥∥∥∇ĥ(Zb)(x)1Ab

∥∥∥
2

∣∣∣∣Z(l)

]
.

For the first term, we have by tower law that

1
B

∥∥∥∥∥
B∑
b=1

{
sup
x

∥∥∥∇ĥ(Zb)(x)1Ab

∥∥∥
2

− E
[
sup
x

∥∥∥∇ĥ(Zb)(x)1Ab

∥∥∥
2

∣∣∣∣Z(l)

]}∥∥∥∥∥
2r

= 1
B

∥∥∥∥∥
B∑
b=1

Rb

∥∥∥∥∥
2r

= 1
B
E

( B∑
b=1

Rb

)2r
1

2r

= 1
B
E

E
( B∑

b=1
Rb

)2r ∣∣∣∣∣∣Z(l)


1

2r

.

To further simplify, we use the following lemma:

Lemma 12 (Marcinkiewicz-Zygmund inequality [121]). Let p ≥ 1. If X1, . . . , Xn are
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i.i.d. random variables such that E[X1] = 0, then there exists a constant Cp such that

∥ 1√
n

n∑
i=1

Xi∥p ≤ Cp∥Xi∥p.

Since Rb, b ∈ [B] are i.i.d. conditional on Z(l), we then have that

1
B
E

E
( B∑

b=1
Rb

)2r ∣∣∣∣∣∣Z(l)


1

2r

≤ 1
B

· E

(√BC2r
)2r

E

R2r
b

∣∣∣∣∣∣Z(l)

1/2r

= C2r√
B

· ∥Rb∥2r by tower law.

Now also

∥∥∥∥E [sup
x

∥∥∥∇ĥ(Z1)(x)1A1

∥∥∥
2

∣∣∣∣Z1, . . . , Zn, Z̃l

]∥∥∥∥
2r

=
∥∥∥∥P(A1

∣∣∣∣Z1, . . . , Zn, Z̃l

)
E
[
sup
x

∥∥∥∇ĥ(Z1)(x)
∥∥∥

2

∣∣∣∣Z1, . . . , Zn, Z̃l, A1

]∥∥∥∥
2r

since ∇ĥ(Z1)(x) = 0 for all x on Ac1

=
∥∥∥∥P (A1)E

[
sup
x

∥∥∥∇ĥ(Z1)(x)
∥∥∥

2

∣∣∣∣Z1, . . . , Zn, Z̃l, A1

]∥∥∥∥
2r

since A1 is independent of Z1, . . . , Zn, Z̃l

= P (A1)
∥∥∥∥E [sup

x

∥∥∥∇ĥ(Z1)(x)
∥∥∥

2

∣∣∣∣Z1, . . . , Zn, Z̃l, A1

]∥∥∥∥
2r

≤ P (A1)
∥∥∥∥sup

x

∥∥∥∇ĥ(Z1)(x)
∥∥∥

2

∥∥∥∥
2r

by Jensen’s inequality and tower law

≤ P (A1) · 2C by moment condition, since 2r ≤ s.

By union bound,

P (A1) ≤
m∑
t=1

P
(
Z1
t = Zl

)
= m

n
.
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Therefore, altogether we obtain

∥∥∥∥sup
x

∥ĝ(x) − ĝ(−l)(x)∥2

∥∥∥∥
2r

≤ C2r√
B

· ∥Rb∥2r + 2C · m
n

≤ C2r√
B

·
∥∥∥∥sup

x

∥∥∥∇ĥ(Z1)(x)1A1

∥∥∥
2

∥∥∥∥
2r

+ C2r√
B

·
∥∥∥∥E [sup

x

∥∥∥∇ĥ(Zb)(x)1Ab

∥∥∥
2

∣∣∣∣Z(l)

]∥∥∥∥
2r

+ 2C · m
n

≤ C2r√
B

·
∥∥∥∥sup

x

∥∥∥∇ĥ(Z1)(x)1A1

∥∥∥
2

∥∥∥∥
2r

+ C2r√
B

· 2C · m
n

+ 2C · m
n

≤ 2C · C2r√
B

· ∥1A1∥k + C2r√
B

· 2C · m
n

+ 2C · m
n

= 2C · C2r√
B

· (P(A1))1/k + C2r√
B

· 2C · m
n

+ 2C · m
n

≤ 2C · C2r√
B

·
(
m

n

)1/k
+ C2r√

B
· 2C · m

n
+ 2C · m

n
.

Hence, we also have

max
l≤n

∥∥∥∥sup
x

∥ĝ(x) − ĝ(−l)(x)∥2

∥∥∥∥
2r

≤ 2C · C2r√
B

·
(
m

n

)1/k
+ C2r√

B
· 2C · m

n
+ 2C · m

n
.

Assuming

m = o(
√
n)

and

B >> m2/k · n1− 2
k ,

this upper bound is of order o(n−1/2):

max
l≤n

∥∥∥∥sup
x

∥ĝ(x) − ĝ(−l)(x)∥2

∥∥∥∥
2r

= o(n−1/2).

Remark 3. We could in fact relax the conditions in Theorem 5 by using Rosenthal’s
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inequality instead of Marcinkiewicz-Zygmund inequality in the proof. Moreover, we can

relax the bounded moments condition to restrict on L2r norm instead of on Ls norm. This

gives the following theorem.

Theorem 13. Assume B,m satisfy

m = o(
√
n) B >> m

1
2r−1 · n

r−1
2r−1 ,

and assume the base estimator ĥ has bounded moments:

max
l≤n

∥∥∥∥sup
x

∥∥∥ĥ(Z1
1:m)(x)

∥∥∥
2

∥∥∥∥
2r

≤ C

for some constant C > 0. Then (Algorithmic Stability) is achieved:

max
l≤n

∥∥∥∥sup
x

∥ĝ(x) − ĝ(−l)(x)∥2

∥∥∥∥
2r

= o(n−1/2).

Therefore if a and ν satisfy the condition (L2r-Continuity) then the stability conditions in

lemma 2 are satisfied.

Proof of Theorem 13. We follow the proof of Theorem 5 and obtain

∥∥∥∥sup
x

∥ĝ(x) − ĝ(−l)(x)∥2

∥∥∥∥
2r

=

∥∥∥∥∥∥sup
x

∥∥∥∥∥ 1
B

B∑
b=1

∇ĥ(Zb)(x)1Ab

∥∥∥∥∥
2

∥∥∥∥∥∥
2r

≤ 1
B

∥∥∥∥∥
B∑
b=1

Rb

∥∥∥∥∥
2r

+ 2C · m
n

= 1
B

· E

E
( B∑

b=1
Rb

)2r ∣∣∣∣∣∣Z(l)

1/2r

+ 2C · m
n

by tower law.

We then use the following lemma.

Lemma 14 (Rosenthal’s inequality [68]). Let p ≥ 1. If X1, . . . , Xn are i.i.d. random
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variables such that E[X1] = 0, then there exists a constant Cp such that

∥ 1√
n

n∑
i=1

Xi∥p ≤ Cp
(
∥Xi∥2 + n

1
p

− 1
2 ∥Xi∥p

)
.

Since Rb, b ∈ [B] are i.i.d. conditional on Z(l), we then have that by symmetry of

distributions

1
B

· E

E
( B∑

b=1
Rb

)2r ∣∣∣∣∣∣Z(l)

1/2r

≤ 1
B

· E

(√BC2r
)2r

((
E
[
R2

1

∣∣∣∣Z(l)

])1/2
+B

1
2r

− 1
2

(
E
[
R2r

1

∣∣∣∣Z(l)

])1/2r
)2r

1/2r

= C2r√
B

·
∥∥∥∥∥
(
E
[
R2

1

∣∣∣∣Z(l)

])1/2
+B

1
2r

− 1
2

(
E
[
R2r

1

∣∣∣∣Z(l)

])1/2r
∥∥∥∥∥

2r
.

By triangle inequality, we have

C2r√
B

·
∥∥∥∥∥
(
E
[
R2

1

∣∣∣∣Z(l)

])1/2
+B

1
2r

− 1
2

(
E
[
R2r

1

∣∣∣∣Z(l)

])1/2r
∥∥∥∥∥

2r

≤ C2r√
B

·
∥∥∥∥∥
(
E
[
R2

1

∣∣∣∣Z(l)

])1/2
∥∥∥∥∥

2r
+ C2r√

B
·
∥∥∥∥∥B 1

2r
− 1

2

(
E
[
R2r

1

∣∣∣∣Z(l)

])1/2r
∥∥∥∥∥

2r
.

For further ease of notations let

R1,(1) := sup
x

∥∥∥∇ĥ(Z1)(x)1A1

∥∥∥
2
,

R1,(2) := E
[
sup
x

∥∥∥∇ĥ(Z1)(x)1A1

∥∥∥
2

∣∣∣∣Z1, . . . , Zn, Z̃l

]
.

Note that

R1 = R1,(1) −R1,(2).
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Then also by triangle inequality and Jensen’s inequality

C2r√
B

·
∥∥∥∥∥
(
E
[
R2

1

∣∣∣∣Z(l)

])1/2
∥∥∥∥∥

2r

≤ C2r√
B

·
∥∥∥∥∥
(
E
[
R2

1,(1)

∣∣∣∣Z(l)

])1/2
∥∥∥∥∥

2r
+ C2r√

B
·
∥∥∥∥∥
(
E
[
R2

1,(2)

∣∣∣∣Z(l)

])1/2
∥∥∥∥∥

2r

≤ 2C2r√
B

·
∥∥∥∥∥
(
E
[
R2

1,(1)

∣∣∣∣Z(l)

])1/2
∥∥∥∥∥

2r

= 2C2r√
B

·

∥∥∥∥∥∥
(
E
[(

sup
x

∥∥∥∇ĥ(Z1)(x)1A1

∥∥∥
2

)2 ∣∣∣∣Z(l)

])1/2
∥∥∥∥∥∥

2r

= 2C2r√
B

·
∥∥∥∥∥
(
E
[
sup
x

∥∥∥∇ĥ(Z1)(x)
∥∥∥2

2
· 1A1

∣∣∣∣Z(l)

])1/2
∥∥∥∥∥

2r
.

Further, we rewrite this term as

2C2r√
B

·
∥∥∥∥∥
(
E
[
sup
x

∥∥∥∇ĥ(Z1)(x)
∥∥∥2

2
· 1A1

∣∣∣∣Z(l)

])1/2
∥∥∥∥∥

2r

= 2C2r√
B

·
∥∥∥∥∥
(
P
(
A1

∣∣∣∣Z(l)

)
· E

[
sup
x

∥∥∥∇ĥ(Z1)(x)
∥∥∥2

2

∣∣∣∣Z(l), A1

])1/2
∥∥∥∥∥

2r

since ∇ĥ(Z1)(x) = 0 for all x on Ac1

= 2C2r√
B

·
∥∥∥∥∥
(
P (A1) · E

[
sup
x

∥∥∥∇ĥ(Z1)(x)
∥∥∥2

2

∣∣∣∣Z(l), A1

])1/2
∥∥∥∥∥

2r

since A1 is independent of Z(l)

= 2C2r√
B

· (P (A1))1/2
∥∥∥∥∥
(
E
[
sup
x

∥∥∥∇ĥ(Z1)(x)
∥∥∥2

2

∣∣∣∣Z(l), A1

])1/2
∥∥∥∥∥

2r
.
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By Jensen’s inequality and tower law, we have

2C2r√
B

· (P (A1))1/2
∥∥∥∥∥
(
E
[
sup
x

∥∥∥∇ĥ(Z1)(x)
∥∥∥2

2

∣∣∣∣Z(l), A1

])1/2
∥∥∥∥∥

2r

≤ 2C2r√
B

· (P (A1))1/2
∥∥∥∥sup

x

∥∥∥∇ĥ(Z1)(x)
∥∥∥

2

∥∥∥∥
2r

≤ 2C2r√
B

·
(
m

n

)1/2
· 2C.

Similarly, by replacing the powers of 2 and 1/2 with 2r and 1/2r, we can show that

C2r√
B

·
∥∥∥∥∥B 1

2r
− 1

2

(
E
[
R2r

1

∣∣∣∣Z(l)

])1/2r
∥∥∥∥∥

2r

≤ 2C2r ·B
1

2r
−1
(
m

n

)1/2r
· 2C.

Altogether, we have

max
l≤n

∥∥∥∥sup
x

∥ĝ(x) − ĝ(−l)(x)∥2

∥∥∥∥
2r

=
∥∥∥∥sup

x
∥ĝ(x) − ĝ(−l)(x)∥2

∥∥∥∥
2r

≤ 2C2r√
B

·
(
m

n

)1/2
· 2C + 2C2r ·B

1
2r

−1
(
m

n

)1/2r
· 2C + 2C · m

n
.

Assuming

m = o(
√
n)

and

B >> m
1

2r−1 · n
r−1

2r−1 ,

this upper bound is of order o(n−1/2):

max
l≤n

∥∥∥∥sup
x

∥ĝ(x) − ĝ(−l)(x)∥2

∥∥∥∥
2r

= o(n−1/2).
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A.5 Proof of Lemma 6

Proof. Lemma 6 follows from Theorem 3 of [80] by taking ψ(Z; θ) := Y − θ(x).

A.6 Verifying L2r-Continuity and Mean-Squared-Continuity

for Examples 1, 2, and 3

Recall that

m(Z; θ, g) = a(Z; g)θ + ν(Z; g).

We will establish L2r-continuity and mean-squared-continuity for Examples 1, 2, and 3

in this section.

A.6.1 Establishing for Example 1

For this example, we have

a(Z; g) = (T − p(X))(T − p(X))′

ν(Z; g) = (Y − q(X))(T − p(X))′.

Let v ≥ 1 be the constant such that 1 = 1
r
+ 1
v
. Denote Ti, i ∈ [p] as the i-th coordinate of

T . Denote Yi, i ∈ [p] as the i-th coordinate of Y . For any function p denote pi(X), i ∈ [p]

as the i-th coordinate of p(X). We will show that subject to

∥Ti∥2v , ∥p̂i(X)∥2v , ∥p̂i(Xl)∥2v , ∥Y ∥2v , ∥q̂(X)∥2v
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being finite for all i ∈ [p] then L2r-continuity conditions hold.

Moreover, we will show that if further

∥Ti∥∞ , ∥pi(X)∥∞ , ∥p′
i(X)∥∞ , ∥Y ∥∞ , ∥q′(X)∥∞

are finite for all i ∈ [p] then mean-squared-continuity conditions hold with q = 2.

We will illustrate for function a and for function ν separately.

For function a:

We first verify L2r-continuity for function a. We have that for any i, j ∈ [p]

ai,j(Z; ĝ) − ai,j(Z; ĝ(−l))

=
(
p̂

(−l)
i (X) − p̂i(X)

)
Tj + Ti

(
p̂

(−l)
j (X) − p̂j(X)

)
+ 1

2
(
p̂

(−l)
i (X) − p̂i(X)

) (
p̂

(−l)
j (X) + p̂j(X)

)
+ 1

2
(
p̂

(−l)
i (X) + p̂i(X)

) (
p̂

(−l)
j (X) − p̂j(X)

)
.
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Then by triangle inequality and Hölder’s inequality, we obtain

∥∥∥ai,j(Z; ĝ) − ai,j(Z; ĝ(−l))
∥∥∥

2

≤
∥∥∥∥sup

x

∣∣∣p̂(−l)
i (x) − p̂i(x)

∣∣∣ · |Tj|
∥∥∥∥

2
+
∥∥∥∥sup

x

∣∣∣p̂(−l)
j (x) − p̂j(x)

∣∣∣ · |Ti|
∥∥∥∥

2

+ 1
2

∥∥∥∥sup
x

∣∣∣p̂(−l)
i (x) − p̂i(x)

∣∣∣ · (p̂(−l)
j (X) + p̂j(X)

)∥∥∥∥
2

+ 1
2

∥∥∥∥sup
x

∣∣∣p̂(−l)
j (x) − p̂j(x)

∣∣∣ · (p̂(−l)
i (X) + p̂i(X)

)∥∥∥∥
2

≤
∥∥∥∥sup

x

∣∣∣p̂(−l)
i (x) − p̂i(x)

∣∣∣∥∥∥∥
2r

· ∥Tj∥2v +
∥∥∥∥sup

x

∣∣∣p̂(−l)
j (x) − p̂j(x)

∣∣∣∥∥∥∥
2r

· ∥Ti∥2v

+ 1
2

∥∥∥∥sup
x

∣∣∣p̂(−l)
i (x) − p̂i(x)

∣∣∣∥∥∥∥
2r

·
∥∥∥p̂(−l)

j (X) + p̂j(X)
∥∥∥

2v

+ 1
2

∥∥∥∥sup
x

∣∣∣p̂(−l)
j (x) − p̂j(x)

∣∣∣∥∥∥∥
2r

·
∥∥∥p̂(−l)

i (X) + p̂i(X)
∥∥∥

2v

(a)
≤ L1 ·

∥∥∥∥sup
x

∥∥∥ĝ(−l)(x) − ĝ(x)
∥∥∥

2

∥∥∥∥
2r

where

L1 := ∥Tj∥2v + ∥Ti∥2v + 1
2
∥∥∥p̂(−l)

i (X)
∥∥∥

2v
+ 1

2 ∥p̂i(X)∥2v + 1
2
∥∥∥p̂(−l)

j (X)
∥∥∥

2v
+ 1

2 ∥p̂j(X)∥2v

(b)= ∥Tj∥2v + ∥Ti∥2v + ∥p̂i(X)∥2v + ∥p̂j(X)∥2v .

Here for (a) we have used the triangle inequality, and for (b) we have used the fact that

Zl and Z̃l have the same distribution.

By replacing Z with Zl, we can similarly show that

∥∥∥ai,j(Zl; ĝ) − ai,j(Zl; ĝ(−l))
∥∥∥

2

≤ L2 ·
∥∥∥∥sup

x

∥∥∥ĝ(−l)(x) − ĝ(x)
∥∥∥

2

∥∥∥∥
2r
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where

L2 := ∥Tj∥2v + ∥Ti∥2v + 1
2 ∥p̂i(X)∥2v + 1

2 ∥p̂i(Xl)∥2v + 1
2 ∥p̂j(X)∥2v + 1

2 ∥p̂j(Xl)∥2v .

Hence, the L2r-continuity conditions hold for function a provided that all the aforemen-

tioned L2v-norm quantities are finite.

Now we check the mean-squared-continuity conditions for function a.

For any g, g′, any i, j ∈ [p], we have

ai,j(Z; g) − ai,j(Z; g′)

= (p′
i(X) − pi(X))Tj + Ti

(
p′
j(X) − pj(X)

)
+ 1

2 (p′
i(X) − pi(X))

(
p′
j(X) + pj(X)

)
+ 1

2 (p′
i(X) + pi(X))

(
p′
j(X) − pj(X)

)
.

Then by triangle inequality and Hölder’s inequality, we obtain

∥ai,j(Z; g) − ai,j(Z; g′)∥2

≤ ∥p′
i(X) − pi(X)∥2 · ∥Tj∥∞ +

∥∥∥p′
j(X) − pj(X)

∥∥∥
2

· ∥Ti∥∞

+ 1
2 ∥p′

i(X) − pi(X)∥2 · ∥p′
j(X) + pj(X)∥∞ + 1

2
∥∥∥p′

j(X) − pj(X)
∥∥∥

2
· ∥p′

i(X) + pi(X)∥∞

≤ L3 · ∥g − g′∥2

where

L3 := ∥Tj∥∞ + ∥Ti∥∞ + 1
2∥p′

j(X)∥∞ + 1
2∥pj(X)∥∞ + 1

2∥p′
i(X)∥∞ + 1

2∥pi(X)∥∞.

Provided all these L∞-norm quantities are finite, mean-squared-continuity conditions
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hold for function a with q = 2.

For function ν:

We have

νi(Z; ĝ) − νi(Z; ĝ(−l)) =
(
q̂(−l)(X) − q̂(X)

)
Ti + Y

(
p̂

(−l)
i (X) − p̂i(X)

)
−
(
q̂(−l)(X) − q̂(X)

)
p̂i(X) − q̂(−l)(X)

(
p̂

(−l)
i (X) − p̂i(X)

)
.

Hence, by triangle inequality and Hölder’s inequality, we similarly obtain that

∥∥∥νi(Z; ĝ) − νi(Z; ĝ(−l))
∥∥∥

2

≤
∥∥∥∥sup

x

∣∣∣q̂(−l)(x) − q̂(x)
∣∣∣∥∥∥∥

2r
· {∥Ti∥2v + ∥p̂i(X)∥2v}

+
∥∥∥∥sup

x

∣∣∣p̂(−l)
i (x) − p̂i(x)

∣∣∣∥∥∥∥
2r

·
{
∥Y ∥2v +

∥∥∥q̂(−l)(X)
∥∥∥

2v

}
≤
∥∥∥∥sup

x

∥∥∥ĝ(−l)(x) − ĝ(x)
∥∥∥

2

∥∥∥∥
2r

· {∥Ti∥2v + ∥p̂i(X)∥2v + ∥Y ∥2v + ∥q̂(X)∥2v} .

By replacing Z with Zl, we can similarly show that

∥∥∥νi(Zl; ĝ) − νi(Zl; ĝ(−l))
∥∥∥

2

≤
∥∥∥∥sup

x

∥∥∥ĝ(−l)(x) − ĝ(x)
∥∥∥

2

∥∥∥∥
2r

· {∥Ti∥2v + ∥p̂i(Xl)∥2v + ∥Y ∥2v + ∥q̂(X)∥2v} .

Therefore, the L2r-continuity conditions hold for function ν provided that all these

L2v-norm quantities are finite.
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As for mean-squared-continuity, note that we have that

νi(Z; g) − νi(Z; g′)

= (q′(X) − q(X))Ti + Y (p′
i(X) − pi(X))

− (q′(X) − q(X)) pi(X) − q′(X) (p′
i(X) − pi(X)) .

Hence, by triangle inequality and Hölder’s inequality, we derive that

∥νi(Z; g) − νi(Z; g′)∥2

≤ ∥q′(X) − q(X)∥2 · ∥Ti∥∞ + ∥p′
i(X) − pi(X)∥2 · ∥Y ∥∞

+ ∥q′(X) − q(X)∥2 · ∥pi(X)∥∞ + ∥p′
i(X) − pi(X)∥2 · ∥q′(X)∥∞

≤ ∥g − g′∥2 · {∥Ti∥∞ + ∥Y ∥∞ + ∥pi(X)∥∞ + ∥q′(X)∥∞} .

Provided all these L∞-norm quantities are finite, mean-squared-continuity conditions

hold for function ν with q = 2.

A.6.2 Establishing for Example 2

For this example, we have

a(Z; g) = (Z − r(X))(T − p(X))′

ν(Z; g) = (Y − q(X))(Z − r(X))′.

Denote Zi, i ∈ [p] as the i-th coordinate of Z. Denote ri(X), i ∈ [p] as the i-th coordinate

of r(X). Analogously to Example 1, replacing all functions pi and their estimates with ri

and their corresponding estimates, replacing all Ti with Zi in the analysis of ai,j and νi,
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we can show that subject to

∥Ti∥2v , ∥Zi∥2v , ∥p̂i(X)∥2v , ∥p̂i(Xl)∥2v , ∥r̂i(X)∥2v , ∥r̂i(Xl)∥2v , ∥Y ∥2v , ∥q̂(X)∥2v

being finite for all i ∈ [p] then L2r-continuity conditions hold. Moreover, if further

∥Ti∥∞ , ∥Zi∥∞ , ∥pi(X)∥∞ , ∥p′
i(X)∥∞ , ∥ri(X)∥∞ , ∥r′

i(X)∥∞ , ∥Y ∥∞ , ∥q′(X)∥∞

are finite for all i ∈ [p] then mean-squared-continuity conditions hold with q = 2.

A.6.3 Establishing for Example 3

For this example, we have

a(Z; g) ≡ 1

ν(Z; g) = −mb(Z; q) − µ(T,X)(Y − q(T,X)).

The L2r-continuity and mean-squared-continuity conditions trivially hold for function

a. For function ν, we have

ν(Z; ĝ) − ν(Z; ĝ(−l)) = (mb(Z; q̂(−l)) −mb(Z; q̂))

+ µ̂(−l)(T,X)(q̂(T,X) − q̂(−l)(T,X)) − (Y − q̂(T,X))(µ̂(T,X) − µ̂(−l)(T,X)).
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Hence, by triangle inequality and Hölder’s inequality we obtain

∥ν(Z; ĝ) − ν(Z; ĝ(−l))∥2

≤ ∥mb(Z; q̂(−l)) −mb(Z; q̂)∥2

+ ∥µ̂(−l)(T,X)(q̂(T,X) − q̂(−l)(T,X))∥2 + ∥(Y − q̂(T,X))(µ̂(T,X) − µ̂(−l)(T,X))∥2

≤ ∥mb(Z; q̂(−l)) −mb(Z; q̂)∥2

+ ∥µ̂(−l)(T,X)∥2v · ∥q̂(T,X) − q̂(−l)(T,X)∥2r

+ ∥Y − q̂(T,X)∥2v · ∥µ̂(T,X) − µ̂(−l)(T,X)∥2r

≤ ∥mb(Z; q̂(−l)) −mb(Z; q̂)∥2

+ ∥µ̂(T,X)∥2v · ∥ sup
t,x

|q̂(t, x) − q̂(−l)(t, x)|∥2r

+ (∥Y ∥2v + ∥q̂(T,X)∥2v)∥ sup
t,x

|µ̂(t, x) − µ̂(−l)(t, x)|∥2r.

Since mb is a linear functional, there exists Lm > 0 such that

∥mb(Z; q̂(−l)) −mb(Z; q̂)∥2 ≤ Lm · ∥ sup
t,x

|q̂(t, x) − q̂(−l)(t, x)|∥2r.

Hence, we have

∥ν(Z; ĝ) − ν(Z; ĝ(−l))∥2

≤ ∥ sup
t,x

|ĝ(t, x) − ĝ(−l)(t, x)|∥2r · {Lm + ∥µ̂(T,X)∥2v + ∥Y ∥2v + ∥q̂(T,X)∥2v} .

Analogously, by replacing Z with Zl, we can show that

∥ν(Zl; ĝ) − ν(Zl; ĝ(−l))∥2

≤ ∥ sup
t,x

|ĝ(t, x) − ĝ(−l)(t, x)|∥2r ·
{
L̃m + ∥µ̂(T,X)∥2v + ∥Y ∥2v + ∥q̂(Tl, Xl)∥2v

}
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for some constant L̃m > 0.

Therefore, subject to

Lm, L̃m, ∥µ̂(T,X)∥2v, ∥Y ∥2v, ∥q̂(T,X)∥2v, ∥q̂(Tl, Xl)∥2v

being finite for all i ∈ [p] then L2r-continuity conditions also hold for function ν.

Moreover, we have

∥ν(Z; g) − ν(Z; g′)∥2

≤ ∥mb(Z; q′) −mb(Z; q)∥2

+ ∥µ′(T,X)(q(T,X) − q′(T,X))∥2 + ∥(Y − q(T,X))(µ(T,X) − µ′(T,X))∥2

≤ ∥g − g′∥2 · {Lb + ∥µ′(T,X)∥∞ + ∥Y ∥∞ + ∥q(T,X)∥∞}

where since mb is a linear functional, there exists Lb > 0 such that

∥mb(Z; q′) −mb(Z; q)∥2 ≤ Lb · ∥q(t, x) − q′(t, x)∥2.

Provided that

Lb, ∥µ′(T,X)∥∞, ∥Y ∥∞, ∥q(T,X)∥∞

are finite, mean-squared-continuity conditions hold for function ν with q = 2.

A.7 Extension to Nonlinear Moments

In this section, we extend our results to the case where the moment function m(Z; θ, g)

is not necessarily linear in the target parameter θ. For simplicity, we assume that the

nuisance estimator ĝ is symmetric in each of the training data points Z1, . . . , Zn. Moreover,
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we will denote with Z a fresh random draw from the distribution.

We introduce some notation. We denote with ∥ · ∥2,2 the norm of a random vector

defined as: ∥Z∥2,2 =
√
E [∑i Z

2
i ], which can also be thought as taking the L2 norm of

each coordinate and and then taking the ℓ2 vector norm of this vector, or equivalently

taking the L2 norm of the random variable defined as the ℓ2 norm of the random vector.

For clarity, for any random vector Z we will denote with ∥Z∥v,2 the random variable that

corresponds to the ℓ2 vector norm of the random vector, i.e. ∥Z∥v,2 =
√∑

i Z
2
i . For any

random variable V , denote with ∥V ∥2 its ℓ2 norm
√
E[V 2]. Note that for any random

vector Z, we have ∥Z∥2,2 = ∥∥Z∥v,2∥2.

Firstly, we establish a consistency lemma for θ̂. We note that in the linear moment

case, such a separate proof of consistency was not required and a single step proof of

asymptotic normality was feasible due to linearity. In the non-linear case, as is typical

for moment based estimators, we first need to show that the estimate will eventually lie

in a small ball around θ0, and then argue normality. This is what the consistency lemma

achieves.

Lemma 15 (Consistency). Assume that

1. The parameter space Θ ⊂ Rp for target parameter θ is compact.

2. θ0 is the unique solution of θ to the equation M(θ, g0) = 0.

3. The moment function m(z; θ, g) is uniformly continuous in θ over all Θ and a su-

ficciently small ℓ2 ball B2(g0) ⊆ G around g0. That is, ∀ϵ > 0, ∃δ > 0 such that for

any θ̃1, θ̃2 ∈ Θ with ∥θ̃1 − θ̃2∥2 < δ, ∀g ∈ B2(g0), ∀z, we have

∥m(z; θ̃1, g) −m(z; θ̃2, g)∥2 < ϵ.

4. The moment function m(Z; θ, g) is mean-squared-continuous in g, uniformly in θ,
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i.e. ∃L > 0 and q > 0 such that:

max
θ∈Θ

∥m(Z; θ, g1) −m(Z; θ, g2)∥2,2 ≤ L · ∥g1(Z) − g2(Z)∥q2,2.

5. Estimator ĝ of the nuisance function is consistent: as n → ∞

∥ĝ(Z) − g0(Z)∥2,2 = o(1).

6. The moment function m and estimator ĝ satisfies the following o(1) leave-one-out

stability condition:

max
θ∈Θ

∥m(Z1; θ, ĝ) −m(Z1; θ, ĝ(−1))∥2,2 = o(1)

as n → ∞.

Then any estimator θ̂ that satisfies that Mn(θ̂, ĝ) = op(1), also satisfies that θ̂ p→ θ0.

Proof. Fix any ϵ > 0. Since m(z; θ, g) is uniformly continuous in θ ∈ Θ for a sufficiently

small ℓ2-ball B2(g0) around g0, we have that, ∃δ > 0 such that for any θ̃1, θ̃2 ∈ Θ with

∥θ̃1 − θ̃2∥2 < δ, ∀g ∈ B2(g0), ∀z, we have

∥m(z; θ̃1, g) −m(z; θ̃2, g)∥2 < ϵ/6.

Then

∥M(θ̃1, g) −M(θ̃2, g)∥2 ≤ E
[
∥m(Z; θ̃1, g) −m(Z; θ̃2, g)∥v,2

]
≤ ϵ/6.

(that is, M(·, g0) is uniformly continuous) and

∥Mn(θ̃1, g) −Mn(θ̃2, g)∥v,2 ≤ 1
n

n∑
i=1

∥∥∥m(Zi; θ̃1, g) −m(Zi; θ̃2, g)
∥∥∥
v,2

≤ ϵ/6.
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Since the parameter space Θ is compact, there exist θj, j = 1, . . . , J such that

Θ ⊂ ∪J
j=1B(θj, δ).

By Law of Large Numbers, we have ∀j, as n → ∞

Mn(θj, g0) −M(θj, g0)
p→ 0.

Hence, ∀η > 0, for every j there exists nj such that ∀n > nj

P
(

∥Mn(θj, g0) −M(θj, g0)∥v,2 >
ϵ

3

)
<

η

3J .

Then ∀n > maxj nj, we have

P
(

max
j

∥Mn(θj, g0) −M(θj, g0)∥v,2 >
ϵ

3

)
<
η

3 .
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Moreover, for any j ∈ J , we have that:

∥Mn(θj, ĝ) −Mn(θj, g0)∥2,2

≤ max
θ

∥Mn(θ, ĝ) −Mn(θ, g0)∥2,2

= max
θ

∥∥∥∥∥ 1
n

n∑
i=1

{m(Zi; θ, ĝ) −m(Zi; θ, g0)}
∥∥∥∥∥

2,2

≤ 1
n

n∑
i=1

max
θ

∥m(Zi; θ, ĝ) −m(Zi; θ, g0)∥2,2 (triangle inequality)

= max
θ

∥m(Z1; θ, ĝ) −m(Z1; θ, g0)∥2,2 (symmetry of estimator)

≤ max
θ

∥∥∥m(Z1; θ, ĝ) −m(Z1; θ, ĝ(−1))
∥∥∥

2,2
+ max

θ

∥∥∥m(Z1; θ, ĝ(−1)) −m(Z1; θ, g0)
∥∥∥

2,2

≤ max
θ

∥∥∥m(Z1; θ, ĝ) −m(Z1; θ, ĝ(−1))
∥∥∥

2,2
+ max

θ

∥∥∥m(Z; θ, ĝ(−1)) −m(Z; θ, g0)
∥∥∥

2,2

≤ max
θ

∥∥∥m(Z1; θ, ĝ) −m(Z1; θ, ĝ(−1))
∥∥∥

2,2
+ L ·

∥∥∥ĝ(−1)(Z) − g0(Z)
∥∥∥q

2,2

= o(1).

Thus we have that Mn(θj, ĝ)−Mn(θj, g0) = op(1). Which means that ∀η > 0, there exists

nj such that for every n > nj:

P
(

∥Mn(θj, ĝ) −Mn(θj, g0)∥v,2 >
ϵ

3

)
<

η

3J .

Then ∀n > maxj∈J nj:

P
(

max
j∈[J ]

∥Mn(θj, ĝ) −Mn(θj, g0)∥v,2 >
ϵ

3

)
<
η

3 .

Now ∀θ ∈ Θ, since Θ ⊂ ∪J
j=1B(θj, δ), there exists k ∈ {1, . . . , J} such that ∥θ−θk∥2 < δ.
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Then for n sufficiently large, such that ĝ ∈ B2(g0):

∥Mn(θ, ĝ) −M(θ, g0)∥v,2

≤ ∥Mn(θk, ĝ) −M(θk, g0)∥v,2 + ∥Mn(θ, ĝ) −Mn(θk, ĝ)∥v,2 + ∥M(θ, g0) −M(θk, g0)∥v,2

≤ max
j

∥Mn(θj, ĝ) −M(θj, g0)∥v,2 + 2ϵ/6.

Hence, we obtain

P
(

max
θ

∥Mn(θ, ĝ) −M(θ, g0)∥v,2 > ϵ
)

≤ P
(

max
j

∥Mn(θj, ĝ) −M(θj, g0)∥v,2 >
2ϵ
3

)
.

Moreover, note that by the triangle inequality:

max
j

∥Mn(θj, ĝ) −M(θj, g0)∥v,2

≤ max
j

∥Mn(θj, ĝ) −Mn(θj, g0)∥v,2 + max
j

∥Mn(θj, g0) −M(θj, g0)∥v,2.

Thus:

P
(

max
j

∥Mn(θj, ĝ) −M(θj, g0)∥v,2 >
2ϵ
3

)
≤ P

(
max
j

∥Mn(θj, ĝ) −Mn(θj, g0)∥v,2 >
ϵ

3

)
+ P

(
max
j

∥Mn(θj, g0) −M(θj, g0)∥v,2 >
ϵ

3

)
≤ 2η

3 ≤ η.

And we conclude that:

P
(

max
θ

∥Mn(θ, ĝ) −M(θ, g0)∥v,2 > ϵ
)

≤ η.

This shows that

max
θ∈Θ

∥Mn(θ, ĝ) −M(θ, g0)∥v,2
p→ 0
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as n → ∞.

In particular, this implies that

∥Mn(θ̂, ĝ) −M(θ̂, g0)∥v,2
p→ 0

as n → ∞.

Hence, by triangle inequality and the fact that Mn(θ̂, ĝ) = op(1), we obtain

∥M(θ̂, g0)∥v,2 ≤ ∥Mn(θ̂, ĝ)∥v,2 + ∥Mn(θ̂, ĝ) −M(θ̂, g0)∥v,2 = op(1).

Hence, M(θ̂, g0) = op(1).

It remains to show that

θ̂
p→ θ0

as n → ∞.

To achieve this, again fix any ϵ > 0. Then since Θ is compact, B(θ0, ϵ)c is also compact

as a closed subset of Θ. By continuity of θ 7→ ∥M(θ, g0)∥2 and the fact that θ0 is the

unique solution to M(θ0, g0) = 0, we must have that ∥M(θ, g0)∥v,2 is bounded away from

zero on B(θ0, ϵ)c. That is, ∃η > 0 such that for any θ with ∥θ − θ0∥v,2 ≥ ϵ,

∥M(θ, g0)∥v,2 > η.

Then since M(θ̂, g0) = op(1), there exists N ∈ N such that ∀n > N

P
(
∥M(θ̂, g0)∥v,2 > η

)
< ϵ.
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Then ∀n > N

P
(
∥θ̂ − θ0∥v,2 ≥ ϵ

)
≤ P

(
∥M(θ̂, g0)∥v,2 > η

)
< ϵ.

This establishes consistency of θ̂.

Now we extend Theorem 1 to nonlinear moments.

Theorem 16. Let A(θ, g) := ∂θM(θ, g) denote the Jacobian of the moment vector, with

respect to θ and Hi(θ, g) := ∂2
θMi(θ, g) denote the Hessian of the i-th moment coordi-

nate. Suppose that the moment m is twice differentiable with a(z; θ, g) := ∂θm(z; θ, g) and

hi(z; θ, g) := ∂2
θmi(z; θ, g). Let An(θ, g) := 1

n

∑n
i=1 a(Zi; θ, g) and Hi,n := 1

n

∑n
i=1 h(Zi; θ, g)

denote the empirical counterparts of A,Hi.

Suppose that the nuisance estimate ĝ ∈ G satisfies:

∥ĝ − g0∥2
2 ≜ EX

[
∥ĝ(X) − g0(X)∥2

2

]
= op

(
n−1/2

)
. (Consistency Rate)

Suppose that the moment satisfies the Neyman orthogonality condition: for all g ∈ G

DgM(θ0, g0)[g − g0] ≜
∂

∂t
M(θ0, g0 + t (g − g0))

∣∣∣
t=0

= 0 (Neyman Orthogonality)

and a second-order smoothness condition: for all g ∈ G

DggM(θ0, g0)[g − g0] ≜
∂2

∂t2
M(θ0, g0 + t (g − g0))

∣∣∣
t=0

= O
(
∥g − g0∥2

2

)
(Smoothness)

Assume that A(θ0, g0)−1 exists and that for any g, g′ ∈ G:

∥A(θ0, g) − A(θ0, g
′)∥op = O (∥g − g′∥2) . (Lipschitz)
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Suppose that the moment m and estimator ĝ satisfy the stochastic equicontinuity condi-

tions:

∥A(θ0, ĝ) − A(θ0, g0) − (An(θ0, ĝ) − An(θ0, g0))∥op = op(1)
√
n ∥M(θ0, ĝ) −M(θ0, g0) − (Mn(θ0, ĝ) −Mn(θ0, g0))∥2,2 = op(1)

(NonLin. Stoc. Equi.)

Suppose that the conditions in Lemma 15 are true. Moreover, assume that for any i, j ∈

[p] × [p], the random variable ai,j(Z; θ0, g0) has bounded variance and that ∥θ0∥2 = O(1).

Suppose that ∃ open neighborhood W of g0 such that

sup
θ∈Θ,g∈W,i∈[p]

∥Hi(θ, g)∥op , ∥Hi,n(θ, g)∥op < ∞ (Bounded Hessian)

Let θ̂ denote any approximate solution to the plug-in empirical moment equation that

satisfies Mn(θ̂, ĝ) = op(n−1/2). Then θ̂ is asymptotically normal:

√
n
(
θ̂ − θ0

)
n→∞,d−−−−→ N

(
0, A(θ0, g0)−1E

[
m(Z; θ0, g0)m(Z; θ0, g0)⊤

]
A(θ0, g0)−1

)
.

Proof. Let Ai(θ, g) denote the i-th column of the Jacobian matrix. By Taylor’s expansion,

we have ∀g and i ∈ [p]

Mi(θ̂, g) −Mi(θ0, g) = Ai(θ0, g)′(θ̂ − θ0) + (θ̂ − θ0)′Hi(θ̃i, g)(θ̂ − θ0)

for some θ̃i between θ̂ and θ0.

By Lemma 15, we know that

∥θ̂ − θ0∥2 = op(1).
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Further, by the bounded Hessian condition and consistency of θ̂, we know that uniformly

for g ∈ W

(θ̂ − θ0)′Hi(θ̃i, g)(θ̂ − θ0) = Op

(
∥θ̂ − θ0∥2

2

)
= op(∥θ̂ − θ0∥2).

Moreover, for any g with ∥g − g0∥2 = op(1) we have

A(θ0, g) · (θ̂ − θ0) = A(θ0, g0) · (θ̂ − θ0) + (A(θ0, g) − A(θ0, g0)) · (θ̂ − θ0)

= A(θ0, g0) · (θ̂ − θ0) +O(∥g − g0∥2 ∥θ̂ − θ0∥2)

= A(θ0, g0) · (θ̂ − θ0) + op(∥θ̂ − θ0∥2),

where the second to last equality uses the Lipschitz condition.

By consistency, we have ∥ĝ − g0∥2 = op(1) and that ĝ ∈ W for n large enough.

Hence, we obtain that for large enough n,

A(θ0, g0) · (θ̂ − θ0) = M(θ̂, ĝ) −M(θ0, ĝ) + op(∥θ̂ − θ0∥2)

=M(θ̂, ĝ) −Mn(θ̂, ĝ) +M(θ0, g0) −M(θ0, ĝ) +Mn(θ̂, ĝ) + op(∥θ̂ − θ0∥2)

=M(θ̂, ĝ) −Mn(θ̂, ĝ) +M(θ0, g0) −M(θ0, ĝ) + op(n−1/2 + ∥θ̂ − θ0∥2),

where the last line follows because by definition Mn(θ̂, ĝ) = op(n−1/2).

By Neyman orthogonality and the boundness condition on the second derivative of M

with respect to g, for any g we have

M(θ0, g0) −M(θ0, g) = DgM(θ0, g0)[g0 − g] +O
(
∥g − g0∥2

2

)
= O

(
∥g − g0∥2

2

)
.

Plugging in g = ĝ, noting that ∥g − g0∥2
2 = op(n−1/2) we obtain

M(θ0, g0) −M(θ0, ĝ) = op(n−1/2).
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Let Gn(θ, g) := M(θ, g) −Mn(θ, g). Thus we have that

A(θ0, g0) · (θ̂ − θ0) = Gn(θ̂, ĝ) + op(n−1/2 + ∥θ̂ − θ0∥2).

We decompose Gn(θ̂, ĝ) into the following sum:

Gn(θ̂, ĝ) = Gn(θ̂, ĝ) −Gn(θ0, ĝ) + (Gn(θ0, ĝ) −Gn(θ0, g0)) +Gn(θ0, g0).

By Taylor’s expansion, we have

Gn(θ̂, ĝ) −Gn(θ0, ĝ) = M(θ̂, ĝ) −M(θ0, ĝ) −
(
Mn(θ̂, ĝ) −Mn(θ0, ĝ)

)
= (A(θ0, ĝ) − An(θ0, ĝ))′ (θ̂ − θ0) + op(∥θ̂ − θ0∥2)

Now

∥A(θ0, ĝ) − An(θ0, ĝ)∥op

≤ ∥A(θ0, g0) − An(θ0, g0)∥op + ∥A(θ0, ĝ) − A(θ0, g0) − (An(θ0, ĝ) − An(θ0, g0))∥op

= ∥A(θ0, g0) − An(θ0, g0)∥op + op(1),

where the last equality follows from the stochastic equicontinuity condition on the Ja-

cobian. Since A(θ0, g0) − An(θ0, g0) is a mean zero empirical process with ∂θm(Z; θ0, g0)

having bounded variance, we have

∥A(θ0, g0) − An(θ0, g0)∥op = op(1).
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Hence,

Gn(θ̂, ĝ) −Gn(θ0, ĝ) = op(∥θ̂ − θ0∥2).

Moreover,

Gn(θ0, ĝ) −Gn(θ0, g0) = M(θ0, ĝ) −Mn(θ0, ĝ) − (M(θ0, g0) −Mn(θ0, g0)) = op(n−1/2)

by stochastic equicontinuity.

In summary, we have

Gn(θ̂, ĝ) = Gn(θ0, g0) + op(∥θ̂ − θ0∥2 + n−1/2),

and thus

A(θ0, g0) · (θ̂ − θ0) = Gn(θ0, g0) + op(∥θ̂ − θ0∥2 + n−1/2).

That is, we have

(θ̂ − θ0) = A(θ0, g0)−1Gn(θ0, g0) + op(∥θ̂ − θ0∥2 + n−1/2).

SinceGn(θ0, g0) is a mean-zero empirical process, we have that ∥Gn(θ0, g0)∥2 = Op(n−1/2).

By consistency of θ̂, above implies that

θ̂ − θ0 = Op(n−1/2).

Thus we get

(θ̂ − θ0) = A(θ0, g0)−1Gn(θ0, g0) + op(n−1/2).
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By Slutsky’s Theorem, we conclude that

√
n(θ̂ − θ0) d→ N

(
0, A(θ0, g0)−1E[m(Z; θ0, g0)m(Z; θ0, g0)′]A(θ0, g0)−1

)
.

We can also directly extend Lemma 2 to general nonlinear moments.

Lemma 17 (Non-Linear Main Lemma). If the estimation algorithm satisfies the stability

conditions: for all i, j ∈ [p]

max
l∈[n]

∥∥∥∥ai,j(Zl; θ0, ĝ) − ai,j(Zl; θ0, ĝ
(−l))

∥∥∥∥
1

= o(n−1/2)

max
l∈[n]

∥∥∥∥ai,j(Z; θ0, ĝ) − ai,j(Z; θ0, ĝ
(−l))

∥∥∥∥
2

= o(n−1/2)

max
l∈[n]

∥∥∥∥mi(Zl; θ0, ĝ) −mi(Zl; θ0, ĝ
(−l))

∥∥∥∥
1

= o(n−1/2)

max
l∈[n]

∥∥∥∥mi(Z; θ0, ĝ) −mi(Z; θ0, g
(−l))

∥∥∥∥
2

= o(n−1/2)

and the moment satisfies the mean-squared-continuity condition:

∀g, g′ : E[(ai,j(Z; θ0, g) − ai,j(Z; θ0, g
′))2] ≤ L∥g − g′∥q2

∀g, g′ : E[(mi(Z; θ0, g) −mi(Z; θ0, g
′))2] ≤ L∥g − g′∥q2

for some 0 < q < ∞ and some L > 0, then the Condition (NonLin. Stoc. Equi.) is

satisfied.

Proof. The proof follows by replacing all functions a(z, g), ν(z, g) in the proof of Lemma 2

correspondingly with the functions a(z; θ0, g) and m(z; θ0, g).
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Application to bagging estimators. We finally note that if the moment satisfies

Lipschitz conditions of the form:

E
[(
ai,j(Zl; θ0, ĝ) − ai,j(Zl; θ0, ĝ

(−l))
)2
]

≤ L · E
[

sup
z

∥ĝ(z) − ĝ(−l)(z)∥2r
2

]1/r

max
θ∈Θ

E
[(
mi(Zl; θ, ĝ) −mi(Zl; θ, ĝ(−l))

)2
]

≤ L · E
[

sup
z

∥ĝ(z) − ĝ(−l)(z)∥2r
2

]1/r

Then Theorem 5 can be applied to upper bound the right hand side of these inequalities by

op(n−1/2) for bagging estimators. This would then imply the stability conditions invoked

in both the consistency and the normality theorem. Thus the main application for bagging

estimators carries over to non-linear moments.
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B
Supplementary Materials for Chapter 2

The Appendix includes further details on the characterization and identification of the

optimal dynamic policies and omitted proofs.

B.1 Preliminary Definitions and Notation

We introduce here some notation and basic definitions that will be used throughout the

appendix.

Definition 1 (Uniform in β Convergence). Let (Xβ
n ) be a sequence of random variables.
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We say that Xβ
n = op,unif(β)(1) if for all ϵ > 0 the following holds:

lim
n→∞

sup
β>0

pr{|Xβ
n | ≥ ϵ} = 0.

Similarly we say that Xβ
n = Op,unif(β)(1) if for all δ > 0 there is an M > 0 such that

sup
β>0,n∈N

pr{|Xβ
n | > M} ≤ δ.

The conditionXβ
n = op,unif(β)(1) is significantly weaker than assuming that supβ>0 |Xβ

n | =

op(1), which would often prove to be a prohibitively strong assumption in many settings.

Moreover, we say that a sequence of real numbers (xβ) satisfies that xβ = oβ(1) if xβ → 0

as β → ∞.

For any fixed or random vector v, we denote with ∥v∥p = {∑ |vi|p}1/p for any p ≥ 1,

and with ∥v∥∞ = max |vi|, where vi are the individual components of vector v. For

any fixed or random matrix A, we denote with ∥A∥∞ = max |Aj,k| where Aj,k are the

individual components of matrix A. For any random variable X, we denote with ∥X∥Lp =

{E(|X|p)}1/p for any p ≥ 1, and with ∥X∥L∞ = inf{c ≥ 0 : pr(|X| ≤ c) = 1}. Moreover,

for any vector-valued function g that takes as input a random variable X, we define

∥g∥2 = [EX{∥g(X)∥2
2}]1/2. For any random or fixed matrix A, we define ∥A∥op as the

operator norm of the matrix associated with matrix multiplication in ℓ2 space.

We also define the short-hand notation for the feature map of the softmax policy:

ϕβ,ψ(X) =
∑
τ∈T

W β,ψ
τ ϕ(τ,X), W β,ψ

τ = exp{β ψ⊺ϕ(τ,X)}∑
t∈T exp{β ψ⊺ϕ(t,X)} ,

ϕβ(X) =
∑
τ∈T

W β
τ ϕ(τ,X), W β

τ = exp{β ψ⊺
0ϕ(τ,X)}∑

t∈T exp{β ψ⊺
0ϕ(t,X)} .
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B.2 Main Bias Lemma: Controlling Softmax Error

One important component of the proof for Theorem 7 is to show that the bias introduced

by the softmax approximation vanishes faster than n−1/2, if the temperature parameter β

grows faster than n1/{2(1+δ)} for some appropriately chosen δ ∈ (0, 1]. We remind that θβ0

is the solution to the softmax approximate moment condition M(θ, ψ0, q
∗, p∗

1, p
∗
2,β; β) = 0

with respect to θ and θ0 is the true structural parameter of the first period blip effect,

which can also equivalently be thought as the solution to the later moment condition for

β = ∞. To control the bias
√
n(θβ0 − θ0), we need to control the discrepancy between

maxτ∈T ψ
⊺
0ϕ(τ,X) and smaxβτ∈T ψ

⊺
0ϕ(τ,X). This is exactly the crux of the proof of the

following bias lemma.

Lemma 18 (Softmax Bias Control). For each treatment τ ∈ T , define random variable

Uτ = ψ⊺
0ϕ(τ,X).

Taking the maximum of Uτ over all treatments τ ∈ T , we define

Umax = max
t∈T

{ψ⊺
0ϕ(t,X)} .

Assume that there is a constant c > 0 such that for each treatment τ ∈ T , we have that

∥Uτ∥∞ < ∞ and that on (0, c) the random variable Umax − Uτ admits a density fτ , that

satisfies fτ (x) ≤ H/x1−δ, for some 0 ≤ H < ∞ and 0 < δ ≤ 1. Suppose that ∥M̃∥2 is

uniformly bounded and that E(M̃M̃⊺) is strictly positive definite. If β = ω(n1/{2(1+δ)})

then we get that as n → ∞:

√
n(θβ0 − θ0) = o(1).
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To illustrate the main argument for the proof of Lemma 18, consider the case when there

are only two actions, i.e. T = {0, 1}. In this binary treatment case, letting U1 = ψ⊺
0ϕ(1, X)

and that U0 = ψ⊺
0ϕ(0, X) = 0, the term difference between the softmax and the max over

the quantities {U0, U1} is:

U1

{
1{U1≥0} − 1

1 + exp(−βU1)

}

which simplifies to:

|U1| exp(−βU1)
1 + exp{−βU1}

1{U1≥0} + |U1| exp(βU1)
1 + exp(βU1)

1{U1<0} = |U1| exp(−β|U1|)
1 + exp(−β|U1|)

≤ |U1| exp(−β|U1|).

Thus the bias term
√
n(θβ0 − θ0) will be roughly upper bounded by:

O(
√
nE{|U1| exp(−β|U1|)}).

Hence, if we can control quantities of the form E{|U1| exp(−β|U1|)}, then we will be

able to control the bias. For instance, if we can show that quantities of the form

E{|U1| exp(−β|U1|)} decay faster than 1/β1+δ, then we would need that n1/2/β1+δ = o(1),

or equivalently, β = ω(n1/2(1+δ)), which is our desired target result. To prove such a state-

ment we develop the following key lemma.

Lemma 19 (Key Bias Building Block). Let U be a non-negative random variable. Assume

that there is a constant c > 0 such that for all x ∈ (0, c) the random variable U admits a

density f , that satisfies f(x) ≤ H/x1−δ, for some 0 ≤ H < ∞ and 0 < δ ≤ 1. Choose any

ϵ > 0. Then for any β that is large enough, such that (1+ϵ) log(β)
β

≤ c and (1+ϵ) log(β) > 1,

we have

E{U exp (−βU)} ≤ H

β1+δ + (1 + ϵ) log(β)
β2+ϵ .

Proof. Let ϵ > 0. Suppose that β is large enough such that α = (1+ϵ) log(β)
β

≤ c and such
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that (1 + ϵ) log(β) > 1. Then we remark that the following decomposition holds

E
{
β2U exp (−βU)

}
= Aβ +Bβ,

Aβ := E
[
β2U exp (−βU)1 {0 < U ≤ α}

]
, Bβ := E

[
β2U exp (−βU)1 {U > α}

]
.

We will successively upper bound each of the terms Aβ and Bβ. Firstly we remark that

as (1 + ϵ) log(β)/β ≤ c then by assumption we know that there are constants H < ∞ and

0 < δ ≤ 1, such that the density of U is upper bounded by H/x1−δ for any x ∈ (0, α].

Then the following holds

Aβ = E
[
β2U exp (−βU)1 {0 < U ≤ α}

]
=
ˆ α

0
β2u exp(−βu)f(u)du

≤ H

ˆ α

0
β2u exp(−βu) 1

u1−δ du = H

ˆ (1+ϵ) log β

0
v exp(−v)β

1−δ

v1−δ dv

≤ Hβ1−δ
ˆ ∞

0
vδ exp(−v)dv ≤ Hβ1−δ.

The penultimate line follows by a change of variable: βu = v and dv = βdu. We now

move on to bounding the term Bβ. When U > α = (1 + ϵ) log β/β, we have

β2U exp (−βU) ≤β2α exp (−βα) = β−ϵ(1 + ϵ) log β,

where to obtain the first inequality we used the fact that the function x 7→ x exp(−x) is

decreasing for x > 1 and we assumed that β was large enough such that (1 + ϵ) log(β) >

1.
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Figure B.2.1: Behavior of function x exp(−x).

Remark 4. Concluding this section, we want to remark the importance of Lemma 19

and more generally our main bias Lemma 18. We note that a crude analysis of the

difference between the max and the softmax would give a bound of the order of 1/β.

For instance, one way to analyze the difference between the max of the {Uτ}τ∈T versus

the β-softmax is to use the equivalence between the softmax and an entropic regularized

maximum. In particular, the β-softmax is equivalent to the maximum of the entropic

regularized objective maxw{∑τ∈T wτUτ −β−1∑
τ∈T wτ log(wτ )}, where the vector w ranges

over the |T |-dimensional simplex. From this we see that the distortion in the objective

is of the order of 1/β. Thus very quickly we can argue that the difference between the

maximum and the soft-maximum is of the order of 1/β. However, such a bound is not

strong enough and if used to bound the soft-max bias
√
n(θβ0 −θ0), would result in requiring

that β = ω(n1/2). However, the analysis of the variance part that we present in the

subsequent sections, will be imposing that for asymptotic linearity of θβ0 , we need that

β = o(n1/2), which would result in a contradiction. Thus our more fine grained analysis

of the difference between the max and the soft-max and our reduction to terms that look

like the ones that are handled by Lemma 19, as well as the fact that the refined analysis in

Lemma 19 provides a bound that decays much faster as β−(1+δ), is of significant importance

for our main result.
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B.3 Omitted Proofs from Section 2.3: Identification of Op-

timal Policies

B.3.1 Characterization of Optimal Policy

By invoking the Markovianity of the policy and the conditional independencies implied

by the intervention graphs, we can characterize the optimal dynamic policy as follows:

max
π

E
{
Y (π)

}
= max

π
E
[
E
{
Y (π) | S

}]
= max

π2
E
[
max
τ1

E
{
Y (τ1,π2) | S

}]

where the second equality follows because the first period action τ1 is not allowed to

depend on the second period policy π2. Thus the optimal first period policy is defined as:

π∗
1(S) = arg max

τ1
E
{
Y (τ1,π∗

2) | S
}
.

Moreover, we can further write:

max
π2

E
[
max
τ1

E
{
Y (τ1,π2) | S

}]
= max

π2
E
[
max
τ1

E
{
Y (τ1,π2) | T1 = τ1, S

}]
= max

π2
E
[
max
τ1

E
{
Y (T1,π2) | T1 = τ1, S

}]
= max

π2
E
(

max
τ1

E
[
E
{
Y (T1,π2) | X,T1, S

}
| T1 = τ1, S

])
= max

π2
E
(

max
τ1

E
[
E
{
Y (T1,π2) | X

}
| T1 = τ1, S

])
= E

(
max
τ1

E
[
max
τ2

E
{
Y (T1,τ2) | X

}
| T1 = τ1, S

])
.

Thus the optimal second period policy is defined as

π∗
2(X) = arg max

τ2
E
{
Y (T1,τ2) | X

}
.
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B.3.2 Blip Effect Decomposition of Policy Improvement

The improvement that any counterfactual policy π brings, as compared to the observed

policy, can be decomposed as the sum of a sequence of improvements

E
{
Y (π) − Y

}
= E

{
Y (π1,π2) − Y (T1,T2)

}
= E

{
Y (π1,π2) − Y (T1,π2)

}
+ E

{
Y (T1,π2) − Y (T1,T2)

}
.

We can further center each of the terms around a baseline treatment, typically 0 and

write:

E
{
Y (T1,π2) − Y (T1,T2)

}
= E

{
Y (T1,π2) − Y (T1,0)

}
− E

{
Y (T1,T2) − Y (T1,0)

}
,

E
[
Y (π1,π2) − Y (T1,π2)

}
= E

{
Y (π1,π2) − Y (0,π2)

}
− E

{
Y (T1,π2) − Y (0,π2)

}
.

The values of these various counterfactual random variables can also be easily depicted

in a SWIG (Figure B.3.1). We can further see easily from the intervention graphs that

Y (T1,π2) ⊥⊥ T2 | X and Y (T1,0) ⊥⊥ T2 | X and Y (π1,π2) ⊥⊥ T1 | S.

S

T1

X

T2 π2(X)

Y (T1,π2)

(a) Intervention with π in
second period

S

T1

X

T2 0

Y (T1,0)

(b) Intervention with base-
line in second period.

S

T1 0

X(0)

T2 π2(X(0))

Y (0,π2)

(c) Intervention with baseline
in first and π in second pe-
riod.

Figure B.3.1: Various interventions graphs that appear in improvement decomposition terms.

We can use these conditional independencies to further put more structure in the afore-

mentioned improvements. Invoking the tower law of expectations and the conditional
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independencies, we can write:

E
{
Y (T1,π2) − Y (T1,0)

}
= E

[
E
{
Y (T1,π2) − Y (T1,0) | X

}]
=E

[
E
{
Y (T1,π2) − Y (T1,0) | T2 = π2(X), X

}]
,

E
{
Y (T1,T2) − Y (T1,0)

}
= E

[
E
{
Y (T1,T2) − Y (T1,0) | T2, X

}]
,

E
{
Y (π1,π2) − Y (0,π2)

}
= E

[
E
{
Y (π1,π2) − Y (0,π2) | S

}]
= E

[
E
{
Y (π1,π2) − Y (0,π2) | T1 = π1(S), S

}]
,

and

E
{
Y (T1,π2) − Y (0,π2)

}
= E

[
E
{
Y (T1,π2) − Y (0,π2) | T1, S

}]
.

Thus we see that it suffices to estimate the conditional expectation functions:

γ2(τ2, x) = E
{
Y (T1,T2) − Y (T1,0) | T2 = τ2, X = x

}
,

γ
(π2)
1 (τ1, s) = E

{
Y (T1,π2) − Y (T1,0) | T1 = τ1, S = s

}
.

Then we can write the improvement of any policy π as:

E
{
Y (π) − Y

}
= E

{
γ

(π2)
1 (π1(S), S) − γ

(π2)
1 (T1, S)

}
+ E {γ2(π2(X), X) − γ2(T2, X)} .

B.4 Omitted Proofs from Section 2.6

B.4.1 Proof of Lemma 8

Proof. Firstly we remark that for all t we have Umax − Ut = maxs∈T
(
Us − Ut

)
=

max{maxs̸=t
(
Us−Ut

)
, 0}. Note that as the random variables (Ut)t∈T admit a joint density
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then for all t ∈ T the random variables (Us −Ut)s∈T
s ̸=t

also admit a joint density. Therefore

the real-valued random variable maxs ̸=t(Us − Ut) is a continuous random variable. This

implies that (maxs̸=t(Us − Ut))+ admits a density on (0,∞), and hence the last sentence

of Lemma 8.

B.5 Omitted Proofs from Bias Appendix in Main Text

B.5.1 Proof of Lemma 18

Proof. For simplicity define

Ỹ = Y − E(Y | S) = Y − q∗(S),

and define

Φ̃β : = ψ⊺
0{ϕ(T2, X) − ϕβ(X)} − E[ψ⊺

0{ϕ(T2, X) − ϕβ(X)} | S]

= ψ⊺
0{ϕ(T2, X) − ϕβ(X)} − p∗

2,β(S).

Then by definition of θβ0 and θ0 we have

M(θβ0 , ψ0, q
∗, p∗

1, p
∗
2,β; β) = E

{(
Ỹ − Φ̃β

)
M̃

}
− E

(
M̃M̃⊺

)
θβ0 = 0

and

M(θ0, ψ0, q
∗, p∗

1, p
∗
2,∞; ∞) = E

{(
Ỹ − Φ̃∞

)
M̃

}
− E

(
M̃M̃⊺

)
θ0 = 0.
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By subtracting the two we obtain that:

E(M̃M̃⊺)
(
θβ0 − θ0

)
= E

{(
Φ̃∞ − Φ̃β

)
M̃
}
.

That is, we get that

θβ0 − θ0 = E(M̃M̃⊺)−1E
[
ψ⊺

0{ϕβ(X) − ϕ∞(X)}M̃ + {p∗
2,β(S) − p∗

2,∞(S)}M̃
]
.

Now by the tower law, we have

E
[
{p∗

2,β(S) − p∗
2,∞(S)}M̃

]
= E

[
{p∗

2,β(S) − p∗
2,∞(S)}E(M̃ | S)

]
= 0,

Hence, we obtain that

θβ0 − θ0 = E[M̃M̃⊺]−1E
[
ψ⊺

0{ϕβ(X) − ϕ∞(X)}M̃
]

Note that ψ⊺
0ϕβ(X) = ∑

τ∈T W
β
τ Uτ and that ψ⊺

0ϕ∞(X) = maxτ Uτ = Umax. Thus we have:

θβ0 − θ0 = E(M̃M̃⊺)−1E
{
M̃

(∑
τ∈T

W β
τ Uτ − Umax

)}

= E(M̃M̃⊺)−1E
{
M̃

∑
τ∈T

W β
τ (Uτ − Umax)

}
.

where we used the simple fact that ∑τ∈T W
β
τ = 1 in the last equality. Since we assumed

that ∥M̃∥2 is uniformly bounded, and that the covariance matrix E[M̃M̃⊺] is positive

definite, we have that for some constant C:

∥∥∥θβ0 − θ0

∥∥∥
2

≤ C E
{∣∣∣∣∣∑

τ∈T
W β
τ (Uτ − Umax)

∣∣∣∣∣
}

≤ C E
{∑
τ∈T

W β
τ |Uτ − Umax|

}
= C

∑
τ∈T

E
(
W β
τ |Uτ − Umax|

)
.
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Finally, note that:

E
(
W β
τ |Uτ − Umax|

)
= E

{
exp(βUτ ) (Umax − Uτ )∑

t∈T exp(βUt)

}

≤ E
{

exp(βUτ ) (Umax − Uτ )
exp(βUmax)

}

= E [exp{−β(Umax − Uτ )} (Umax − Uτ )] .

Applying Lemma 19, we have that for n sufficiently large, such that (1 + ϵ) log(β)/β ≤ c

and (1 + ϵ) log(β) ≥ 1:

E [exp{−β(Umax − Uτ )} (Umax − Uτ )] ≤ H

β1+δ + (1 + ϵ) log(β)
β2+ϵ

for appropriately chosen H and δ. We therefore can conclude that

√
n
∣∣∣θβ0 − θ0

∣∣∣ ≤ C|T |
(√

nH

β1+δ +
√
n(1 + ϵ) log(β)

β2+ϵ

)
.

If β = ω(n1/{2(1+δ)}), then the latter upper bound converges to 0 as n → ∞.

B.6 Asymptotic Linearity for Moment Equations with Grow-

ing Parameters

Before moving to the proof of our main theorem, we present a more general result on

asymptotic linearity of estimates defined as the solutions to empirical moment restrictions

with growing parameters. We will use this general result as our main workhorse in proving

asymptotic linearity in the next section, when we prove our main Theorem 7.

Our problem falls into a general class of semiparametric inference problems, defined as

solutions to moment equations that apart from the target parameter, also depend on a

set of auxiliary or nuisance parameters. One additional element that we need to add to

131



the classical setting of semi-parametric inference with moment restrictions is that in our

problem the moments themselves are parameterized by quantities (e.g. the temperature

parameter β) that grow with the sample size. En route to our main theorem, we will

analyze such types of moment problems in their full generality and then instantiate the

general theorem to the setting of inference on optimal dynamic treatment regimes.

In this section, we consider the following generalized method of moments framework:

M(θ, g, h; β) = EZ{mβ(Z; θ, g, h)}, M(θβn
0 , gβn

0 , h0; βn) = 0

where Z ∈ Z is a vector of random variables. Apart from some constants βn that grows to

infinity as n → ∞ and the target parameter θβn
0 ∈ Θ ⊂ Rp of interest, the above moment is

also a function of unknown nuisance parameter h0 ∈ Rq and unknown nuisance functions

gβn
0 ∈ G, which need to be estimated from the data.

For simplicity we will drop the subscript of βn and write β = βn, but it is worth noting

that β is a function of n. Denote θ0 = θ∞
0 and g0 = g∞

0 . The estimator satisfies:

Mn(θ̂β, ĝβ, ĥ; β) = op(n−1/2), Mn(θ, g, h; β) = n−1
n∑
i=1

mβ(Z; θ, g, h).

To simplify the regularity assumptions required for asymptotic normality, we focus on

the case where mβ(Z; θ, g, h) is linear in θ, i.e.

mβ(Z; θ, g, h) = aβ(Z; g, h) θ + νβ(Z; g, h)

where aβ(Z; g, h) ∈ Rp×p is a p × p matrix and νβ(Z; g, h) ∈ Rp is a p-vector, and we
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denote with:

A(g, h; β) = EZ{aβ(Z; g, h)}, An(g) = En{aβ(Z; g, h)},

V (g, h; β) = EZ{νβ(Z; g, h)}, Vn(g, h; β) = En{νβ(Z; g, h)}.

Our general asymptotic linearity theorem will be based on a series of high-level assump-

tions that we provide next. In subsequent sections, we will verify each of these high-level

assumptions from more primitive conditions, when applying our general asymptotic lin-

earity theorem to the inference problem that arises in the optimal dynamic treatment

regime setting.

ASSUMPTION 2 (Influence of h). The functions
(
∂hmβ(z; ·, ·, h0)

)
are equicontinuous:

for all ϵ > 0 there is a δ > 0 such that for all ∥g1 − g2∥2 ≤ δ, and all ∥θ1 − θ2∥2 ≤ δ the

following holds

sup
z∈Z,β>0

∥∂hmβ(z; θ1, g1, h0) − ∂hmβ(z; θ2, g2, h0)∥∞ ≤ ϵ.

Moreover the expected gradient ∂hmβ converges to some finite limit as β → ∞:

E{∂hmβ(Z1; θβ0 , gβ0 , h0)} → J∗

for some ∥J∗∥∞ < ∞. Furthermore the derivative is uniformly bounded, i.e. almost surely,

sup
β

∥∥∥∥∂hmβ(Z1; θβ0 , gβ0 , h0)∥∞

∥∥∥
L2
< ∞.

Finally, the Hessian of each coordinate t of the moment vector mβ with respect to h, is
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uniformly bounded:

sup
z∈Z,h,θ,g

∥∂hhmβ,t(z; θ, g, h)∥op = o(n1/2).

ASSUMPTION 3 (Limits of β). The parameter β grows at an appropriate rate as n

grows, such that functions mβ(Z1; θβ0 , gβ0 , h0) and A(gβ0 , h0; β) each has a limit as β → ∞.

That is, we have that for some limit functions m∗ and A∗,

mβ(Z1; θβ0 , gβ0 , h0) −m∗(Z1; θ0, g0, h0) = op(1),

∥A(gβ0 , h0; β) − A∗(g0, h0)∥op = o(1).

ASSUMPTION 4 (Orthogonality in g). The moment satisfies the Neyman orthogonality

condition with respect to nuisance g: for all g ∈ G

DgM(θβ0 , gβ0 , h0; β)[g − gβ0 ] = ∂

∂t
M(θβ0 , gβ0 + t (g − gβ0 ), h0; β)

∣∣∣
t=0

= 0

and a second-order smoothness condition: for all g ∈ G, we have

sup
t0∈[0,1]

{
∂2

∂t2
M(θβ0 , g0 + t (g − gβ0 ), h0; β)

∣∣∣
t=t0

}
= Ounif(β)

(
∥g − gβ0 ∥2

2

)
.

As β increases the estimators and moment functions change. To be able to control all

of this we need to control the impact of β on the convergence rate.

ASSUMPTION 5 (Rates for g). Suppose that the nuisance estimates ĝβ ∈ G satisfy the

following consistency rate:

∥ĝβ − gβ0 ∥2
2 = EX{∥ĝβ(X) − gβ0 (X)∥2

2} = op,unif(β)
(
n−1/2

)
.

ASSUMPTION 6 (Equicontinuity). Suppose that β grows at rate such that the moment
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m satisfies the stochastic equicontinuity conditions:

n1/2
∥∥∥A(ĝβ, h0; β) − A(gβ0 , h0; β) − {An(ĝβ, h0; β) − An(gβ0 , h0; β)}

∥∥∥
op

= op(1)

n1/2
∥∥∥V (ĝβ, h0; β) − V (gβ0 , h0; β) − {Vn(ĝβ, h0; β) − Vn(gβ0 , h0; β)}

∥∥∥
2

= op(1).
(B.1)

ASSUMPTION 7 (Regularity). Assume that A∗(g0, h0)−1 exists, that for any j, k ≤ p

and for some ϵ > 0,

sup
β>0

∥θβ0 ∥2, sup
β>0

∥aβ,j,k(Z; gβ0 , h0)∥L2+ϵ , sup
β>0

∥νβ,j,k(Z; gβ0 , h0)∥L2+ϵ < ∞.

Assume that for any i, j ∈ [p] × [p], the random variables (aβ,i,j(Z; g0, h0))i,j has bounded

variances. Moreover, assume that for any g, g′ ∈ G:

sup
β>0

∥A(g, h0; β) − A(g′, h0; β)∥op = O(∥g − g′∥2).

Theorem 20. Under Assumptions 2, 3, 4, 5, 6, 7, if the nuisance parameter estimate ĥ

is asymptotically linear with some influence function fh such that E[fh(Zi)] = 0:

ĥ− h0 = n−1
n∑
i=1

fh(Zi) + op(n−1/2)

then the parameter estimate θ̂β is asymptotically linear around θβ0 :

n1/2(θ̂β − θβ0 ) = n−1/2
n∑
i=1

ρθ(Zi) + op(1)

with influence function:

ρθ(Z) = −A∗(g0, h0)−1{m∗(Z; θ0, g0, h0) + (J∗)⊺fh(Z)}.

Remark 5. Note here if we instead exploit a cross-fitting approach which trains ĝβ and ĥ
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on one half of the entire dataset while evaluating the empirical moment on the other half

of the data, the theorem still applies. We will formally present a statement of Theorem 20

adapted to cross-fitting approach in Appendix B.9.

B.6.1 Proof of Theorem 20

Proof. By the linearity of the moment with respect to θ, we have

A(ĝβ, h0; β)(θ̂β − θβ0 ) = M(θ̂β, ĝβ, h0; β) −M(θβ0 , ĝβ, h0; β)

= M(θβ0 , gβ0 , h0; β) −M(θβ0 , ĝβ, h0; β)

+ M(θ̂β, ĝβ, h0; β) −Mn(θ̂β, ĝβ, h0; β)

+ Mn(θ̂β, ĝβ, h0; β) −Mn(θ̂β, ĝβ, ĥ; β)

+ Mn(θ̂β, ĝβ, ĥ; β) −M(θβ0 , gβ0 , h0; β).

Note that by definition of θ̂β and of θβ0 we have

M(θβ0 , gβ0 , h0; β) = 0

and

Mn(θ̂β, ĝβ, ĥ; β) = 0.

Therefore we obtain that

A(ĝβ, h0; β)(θ̂β − θβ0 ) = M(θβ0 , gβ0 , h0; β) −M(θβ0 , ĝβ, h0; β)

+ M(θ̂β, ĝβ, h0; β) −Mn(θ̂β, ĝβ, h0; β)

+ Mn(θ̂β, ĝβ, h0; β) −Mn(θ̂β, ĝβ, ĥ; β)
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We will analyze separately each term on the right-hand side. In this goal and for ease of

notations, we write

I1,n = M(θβ0 , gβ0 , h0; β) −M(θβ0 , ĝβ, h0; β),

I2,n = M(θ̂β, ĝβ, h0; β) −Mn(θ̂β, ĝβ, h0; β),

I3,n = Mn(θ̂β, ĝβ, h0; β) −Mn(θ̂β, ĝβ, ĥ; β).

We will prove that the terms I1,n is negligible and re-express the terms I2,n and I3,n.

Moreover, we remark that by assumption 3 we have ∥A(gβ0 , h0; β) − A∗(g0, h0)∥op = o(1)

for some limit function A∗, and hence by triangle inequality

∥A(ĝβ, h0; β) − A∗(g0, h0)∥op

≤ ∥A(ĝβ, h0; β) − A(gβ0 , h0; β)∥op + ∥A(gβ0 , h0; β) − A∗(g0, h0)∥op

= Op,unif(β)(∥ĝβ − gβ0 ∥2) + o(1) = op,unif(β)(1),

where the penultimate equality follows from Assumption 7, and the last equality holds by

Assumption 5. Therefore the following holds

A(ĝβ, h0; β)(θ̂β − θβ0 ) = A∗(g0, h0)(θ̂β − θβ0 ) + {A(ĝβ, h0; β) − A∗(g0, h0)}(θ̂β − θβ0 )

= A∗(g0, h0)(θ̂β − θβ0 ) + op,unif(β)(∥θ̂β − θβ0 ∥2).

Hence, we have

A∗(g0, h0)(θ̂β − θβ0 ) = I1,n + I2,n + I3,n + op,unif(β)(∥θ̂β − θβ0 ∥2).

In the following, we analyze the asymptotic behaviors of I1,n, I2,n, I3,n separately, start-

ing with I1,n. By exploiting the Neyman orthogonality assumption and the Smoothness
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hypothesis, we obtain that:

M(θβ0 , ĝβ, h0; β) −M(θβ0 , gβ0 , h0; β) = DgM(θβ0 , gβ0 , h0; β)[ĝβ − gβ0 ] +Op,unif(β)
(
∥ĝβ − gβ0 ∥2

2

)
= Op,unif(β)

(
∥ĝβ − gβ0 ∥2

2

)
= op,unif(β)(n−1/2).

where to get the first equality we used the Smoothness condition and where to obtain

the second equality we used the Neyman orthogonality assumption. This implies that the

first term I1,n is negligible meaning that

I1,n = op,unif(β)(n−1/2).

We now move on to analyzing I2,n. In this goal, let Gn(θ, g, h; β) = M(θ, g, h; β) −

Mn(θ, g, h; β). Then we remark that I2,n can be reformulated as

I2,n = Gn(θ̂β, ĝβ, h0; β).

Now we decompose this empirical process into an asymptotically normal component

and an asymptotically negligible part. To achieve this we use the shorthand notation:

Gn(θ0, g0, h0; ∞) = E{m∗(Z; θ0, g0, h0)} − n−1
n∑
i=1

m∗(Zi; θ0, g0, h0)

Indeed we remark that

Gn(θ̂β, ĝβ, h0; β) = Gn(θ0, g0, h0; ∞) + {Gn(θβ0 , gβ0 , h0; β) −Gn(θ0, g0, h0; ∞)}

+ {Gn(θβ0 , ĝβ, h0; β) −Gn(θβ0 , gβ0 , h0; β)}

+ {Gn(θ̂β, ĝβ, h0; β) −Gn(θβ0 , ĝβ, h0; β)}.
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We analyze each one of those terms separately. Firstly we remark that the second term:

Gn(θβ0 , gβ0 , h0; β) −Gn(θ0, g0, h0; ∞)

is of the form:

n−1
n∑
i=1

{
m∗(Zi; θ0, g0, h0) −mβ(Zi; θβ0 , gβ0 , h0)

}
−E

{
m∗(Zi; θ0, g0, h0) −mβ(Zi; θβ0 , gβ0 , h0)

}
.

We easily remark that {m∗(Zi; θ0, g0, h0) −mβ(Zi; θβ0 , gβ0 , h0)} is a sequence of i.i.d obser-

vations. Therefore we have that

∥Gn(θβ0 , gβ0 , h0; β) −Gn(θ0, g0, h0; ∞)∥L2

=
(
var

[
n−1

n∑
i=1

{
m∗(Zi; θ0, g0, h0) −mβ(Zi; θβ0 , gβ0 , h0)

}])1/2

=
(
n−1var

[
m∗(Zi; θ0, g0, h0) −mβ(Zi; θβ0 , gβ0 , h0)

])1/2

≤ n−1/2
∥∥∥∥m∗(Zi; θ0, g0, h0) −mβ(Zi; θβ0 , gβ0 , h0)

∥∥∥∥
L2

= oβ(n−1/2),

where to obtain the last identity we exploited the assumption that

mβ(Z1; θβ0 , gβ0 , h0) −m∗(Z1; θ0, g0, h0) = op(1)

and Assumption 7.

Therefore as long as we take β → ∞ we obtain that

Gn(θβ0 , gβ0 , h0; β) −Gn(θ0, g0, h0; ∞) = op(n−1/2).

139



By the linearity of the moment, we can also write

Gn(θ̂β, ĝβ, h0; β) −Gn(θβ0 , ĝβ, h0; β) =
{
A(ĝβ, h0; β) − An(ĝβ, h0; β)

}⊺
(θ̂β − θβ0 ).

To successfully upper-bound this term we need to upper bound

∥∥∥A(ĝβ, h0; β) − An(ĝβ, h0; β)
∥∥∥
op
.

In this goal, note that by the triangle inequality, the following holds

∥∥∥A(ĝβ, h0; β) − An(ĝβ, h0; β)
∥∥∥
op

≤
∥∥∥A(gβ0 , h0; β) − An(gβ0 , h0; β)

∥∥∥
op

+
∥∥∥A(ĝβ, h0; β) − A(gβ0 , h0; β) − {An(ĝβ, h0; β) − An(gβ0 , h0; β)}

∥∥∥
op
.

(B.2)

We can prove that each term on the right-hand side of (B.2) is negligible. In this goal,

note that for all j, k ≤ p we have that for the (j, k)-th component aβ,j,k of function aβ

∥∥∥∥n−1
n∑
i=1

aβ,j,k(Zi; gβ0 , h0) − E{aβ,j,k(Zi; gβ0 , h0)}
∥∥∥∥
L2

=
[
var

{
n−1

n∑
i=1

aβ,j,k(Zi; gβ0 , h0)
}]1/2

=
[
n−1var

{
aβ,j,k(Zi; gβ0 , h0)

}]1/2
≤ n−1/2∥aβ,j,k(Z1; gβ0 , h0)∥L2 = o(1),

where the last equality is in fact a convergence that is uniform in β. Therefore this directly

implies that

∥∥∥A(gβ0 , h0; β) − An(gβ0 , h0; β)
∥∥∥
op

= op,unif(β)(1)

Moreover, for the sequence of β that we chose, according to our stochastic equicontinuity
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condition, we have that:

∥∥∥A(ĝβ, h0; β) − A(gβ0 , h0; β) −
{
An(ĝβ, h0; β) − An(gβ0 , h0; β)

}∥∥∥
op

= op(n−1/2) = op(1).

Thus we get that
∥∥∥A(ĝβ, h0; β) − An(ĝβ, h0; β)

∥∥∥
op

= op(1), and therefore:

Gn(θ̂β, ĝβ, h0; β) −Gn(θβ0 , ĝβ, h0; β) = op(∥θ̂β − θβ0 ∥2).

Moreover, by using the triangle inequality, the definition of the operator norm, the con-

dition that supβ>0 ∥θβ0 ∥2 is finite, and the stochastic equicontinuity conditions we obtain

that

∥∥∥Gn(θβ0 , ĝβ, h0; β) −Gn(θβ0 , gβ0 , h0; β)
∥∥∥

2

≤
∥∥∥A(ĝβ, h0; β) − A(gβ0 , h0; β) − {An(ĝβ, h0; β) − An(gβ0 , h0; β)}

∥∥∥
op

∥θβ0 ∥2

+
∥∥∥V (ĝβ, h0; β) − V (gβ0 , h0; β) − {Vn(ĝβ, h0; β) − Vn(gβ0 , h0; β)}

∥∥∥
2

= op(n−1/2).

Altogether, we obtain that

I2,n = Gn(θ0, g0, h0; ∞) + op(n−1/2 + ∥θ̂β − θβ0 ∥2).

Finally we want to analyze the term I3,n. By a second order Taylor expansion of each

coordinate of the moment vector and our assumption on the Hessian of each coordinate
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of the moment vector, we have that

I3,n = Mn(θ̂β, ĝβ, h0; β) −Mn(θ̂β, ĝβ, ĥ; β)

= {∂hMn(θ̂β, ĝβ, h0; β)}⊺(h0 − ĥ) + o(n1/2)∥h0 − ĥ∥2
2.

=
{
n−1

n∑
i=1

∂hmβ(Zi; θ̂β, ĝβ, h0)
}⊺

(h0 − ĥ) + op(n−1/2).

We will first show that {n−1∑n
i=1 ∂hmβ(Zi; θ̂β, ĝβ, h0)} concentrates to a deterministic

quantity. In this goal, by exploiting the uniform continuity in θ, g assumption and linearity

of the moment function we obtain that

n−1
n∑
i=1

∂hmβ(Zi; θ̂β, ĝβ, h0) = n−1
n∑
i=1

∂hmβ(Zi; θβ0 , gβ0 , h0) +Op(∥θ̂β − θβ0 ∥2) + op,unif(β)(1).

Moreover notice that the observations {∂hmβ(Zi; θβ0 , gβ0 , h0)} are i.i.d. Hence, we have

that

∥∥∥∥∥n−1
n∑
i=1

∂hmβ(Zi; θβ0 , gβ0 , h0) − E{∂hmβ(Z1; θβ0 , gβ0 , h0)}
∥∥∥∥∥
L2

=
[
var

{
n−1

n∑
i=1

∂hmβ(Zi; θβ0 , gβ0 , h0)
}]1/2

= n−1/2
[
var{∂hmβ(Zi; θβ0 , gβ0 , h0)}

]1/2

≤ n−1/2
∥∥∥∂hmβ(Z1; θβ0 , gβ0 , h0)

∥∥∥
L2

≤ C√
n

for some universal constant C. Finally, by assumption, we have assumed that

E{∂hmβ(Z1; θβ0 , gβ0 , h0)} = J∗ + oβ(1).

All of this combined together implies that

n−1
n∑
i=1

∂hmβ(Zi; θ̂β, ĝβ, h0) = J∗ + op,unif(β)(1) +Op(∥θ̂β − θβ0 ∥).
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Therefore, we obtain that

I3,n = −J⊺
∗ (ĥ− h0) +Op(∥h0 − ĥ∥2 ∥θ̂β − θβ0 ∥2) + op(n−1/2)

= −J⊺
∗ (ĥ− h0) + op(n−1/2 + ∥θ̂β − θβ0 ∥2).

According to the asymptotic linearity assumption we know that

ĥ− h0 = n−1
n∑
i=1

fh(Zi) + op
(
n−1/2

)
.

This implies that

I3,n = −n−1
n∑
i=1

J⊺
∗ fh(Zi) + op(n−1/2 + ∥θ̂β − θβ0 ∥2).

By combining the analysis of I1,n, I2,n, and I3,n together, we obtain that

A∗(g0, h0)
(
θ̂β − θβ0

)
= Gn(θ0, g0, h0,∞) − n−1

n∑
i=1

J⊺
∗ fh(Zi) + op

(
n−1/2 + ∥θ̂β − θβ0 ∥2

)
= − n−1

n∑
i=1

(m∗(Zi; θ0, g0, h0) + J⊺
∗ fh(Zi)) + op

(
n−1/2 + ∥θ̂β − θβ0 ∥2

)
.

By assumption the matrix A∗(g0, h0) is invertible and therefore we obtain that

θ̂β − θβ0 = −A∗(g0, h0)−1
[
n−1

n∑
i=1

{m∗(Zi; θ0, g0, h0) + J⊺
∗ fh(Zi)}

]

+op
(
n−1/2 + ∥θ̂β − θβ0 ∥2

)
.

The desired result immediately follows.
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B.7 Proof of Main Theorem 7

In this section we provide the full proof of the main theorem. The proof is divided

into several steps. First we invoke the general asymptotic linearity Theorem 20 to the

dynamic treatment regime setting of Theorem 7. This requires verifying the set of high-

level assumptions required in Theorem 20. We provide lemmas that verify each of these

assumptions and defer the proof of each of these lemmas to the end of the section. Then

we combine the result of this instantiation with the main bias lemma to provide a complete

proof of Theorem 7.

B.7.1 Instantiating Asymptotic Linearity Theorem

Our goal in this section is to apply Theorem 20 to the problem of estimating the first

period structural parameter θ0 of the blip function that corresponds to the optimal regime.

Note that estimating θ0 falls exactly into the framework of the previous section, with θ0

and more generally θβ0 being the corresponding first period structural parameters, h0

being the second period structural parameter ψ0 and gβ0 being the first period nuisance

functions gβ0 = (q∗, p∗
1, p

∗
2,β). Finally, the moment function is the moment mβ presented in

Equation (2.7) in the main text and the quantities aβ(Z; g, h) and νβ(Z; g, h) correspond

to:

aβ(Z;ψ, g) = − {µ(T1, S) − p1(S)} {µ(T1, S) − p1(S)}⊺

νβ(Z;ψ, g) = {Y − ψ⊺ϕ(T2, X) + smaxβ
τ2∈T

ψ⊺ϕ(τ2, X) − q(S) + p2(S)} {µ(T1, S) − p1(S)}.

Thus to apply Theorem 20, we need to show that all Assumptions 2, 3, 4, 5, 6, 7 are

satisfied, under the conditions of our main Theorem 7. We present lemmas verifying each

of these assumptions and conclude with a corollary that is an instantiation of Theorem 7
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to the problem of estimating the first period structural parameter θ0. For proofs that we

present in this section, we will drop all data split indices for the cross-fitting approach for

simplicity.

Lemma 21 (Verifying Assumption 2: Influence of ψ). Under the conditions of The-

orem 7, we have that Assumption 2 is satisfied for the problem of estimating the first

period structural parameter. Moreover, the limit J∗ is of the form:

J∗ = E[{ϕ∞(X) − ϕ(T2, X)}M̃⊺] (B.3)

where if we denote M(X) = {τ : ψ⊺
0ϕ(τ,X) = maxt ψ⊺

0ϕ(t,X)},

ϕ∞(X) = |M(X)|−1 ∑
τ∈M(X)

ϕ(τ,X).

We will highlight the proof of Lemma 21 in Section B.7.3.

Lemma 22 (Verifying Assumption 3: Limits of β). Under the conditions of Theorem 7,

we have that Assumption 3 is satisfied for the problem of estimating the first period struc-

tural parameter, with limit functions:

m∗(Z; θ, ψ, g) = {ϵ1(θ, ψ) − q(S) + p2(S) + θ⊺p1(S)}{µ(T1, S) − p1(S)} (B.4)

A∗(ψ, g) = − E [{µ(T1, S) − p1(S)} {µ(T1, S) − p1(S)}⊺] (B.5)

where ϵ1(θ, ψ) is defined in Equation (2).

Proof. Note that for any Z we have that mβ(Z; θ0, g0, h0) converges as β → ∞ to the

original moment with the maximum instead of the softmax, simply because the softmax

converges to the max as β → ∞, i.e. smaxβτ2∈T ψ
⊺ϕ(τ2, X) → maxτ2∈T ψ

⊺ϕ(τ2, X).

Moreover, note that in this case the quantity aβ is independent of β, thus the second
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property in Assumption3 is trivially satisfied.

Lemma 23 (Verifying Assumption 4: Orthogonality in g). Under the conditions of Theo-

rem 7, we have that Assumption 4 is satisfied for the problem of estimating the first period

structural parameter.

We will provide a proof of Lemma 23 in Appendix B.7.4.

Lemma 24 (Verifying Assumption 5: Rates for g). Under the conditions of Theorem 7, we

have that Assumption 5 is satisfied for the problem of estimating the first period structural

parameter.

This proof of this lemma is not immediate. For p̂2,β, we note that p̂2,β = p̂2,β,ψ̂ is not a

direct estimate of p∗
2,β(S) = p∗

2,β,ψ0(S) = E[ψ⊺
0{ϕ(T2, X) −ϕβ,ψ0(X)} | S], since it has used

ψ̂ in place of ψ0 in the regression algorithm. We will present a lemma in Section B.7.5

that states that the consistency rate condition ∥p̂2,β − p∗
2,β∥2 = op,unif(β)(n−1/4) is in fact

implied by a uniform consistency rate of the regression algorithm itself, as is assumed in

the main Theorem 7.

Lemma 25 (Verifying Assumption 6: Equicontinuity). Under the conditions of The-

orem 7, we have that Assumption 6 is satisfied for the problem of estimating the first

period structural parameter.

In Section B.7.6, we will establish that when the nuisance function space is of low

statistical complexity or when we use the cross-fitted estimation approach, we will auto-

matically have that stochastic equicontinuity holds, and hence Lemma 25 holds.

Lemma 26 (Verifying Assumption 7: Regularity). Under the conditions of Theorem 7, we

have that Assumption 7 is satisfied for the problem of estimating the first period structural

parameter.
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Proof. That A∗(g0, h0)−1 exists follows immediately from the fact that E(M̃M̃⊺) is strictly

positive definite. The boundedness conditions in Assumption 7 follow from triangle in-

equality and our boundedness conditions listed in out main theorems. The bounded

variances conditions naturally follow since E(M̃M̃⊺) is bounded. The last condition in

Assumption 7 follows from almost sure boundedness of M̃.

Corollary 27. Suppose estimator ψ̂ has influence function ρψ

n1/2(ψ̂ − ψ0) = n−1/2
n∑
i=1

ρψ(Zi) + op(1).

with E{ρψ(Z)} = 0. Under the conditions of Theorem 7, the estimate θ̂β is asymptotically

linear around θβ0 :

n1/2(θ̂β − θβ0 ) = n−1/2
n∑
i=1

ρθ(Zi) + op(1)

with influence function:

ρθ(Z) = E(M̃M̃⊺)−1{m∗(Z; θ0, ψ0, g0) + J⊺
∗ρψ(Z)}

where m∗ and J∗ are limits as defined in Equation (B.4) and Equation (B.3) respectively.

Proof. By Lemmas 21, 22, 23, 24, 25, 26, we know that under the conditions of Theorem 7,

all Assumptions 2, 3, 4, 5, 6, 7 are satisfied. Hence Corollary 27 follows.

Remark 6. We comment that previous work in the literature (e.g. [41]) has established

that either under the conditions of small critical radius in Theorem 7 or under the cross-

fitting approach in Theorem 35, the asymptotic normality of second period structural pa-

rameter estimator ψ̂ is indeed true. We will include more details in Sections B.7.2 and

B.9.3.
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B.7.2 Proof of Theorem 7: Asymptotic Linearity of First-Period Param-

eter

Proof. The results of [41] establishes asymptotic linearity of ψ̂:

√
n(ψ̂ − ψ0) = n−1/2

n∑
i=1

ρψ(Zi) + op(1) (B.6)

where if we define P̃ = ϕ(T2, X) − E{ϕ(T2, X) | X}:

ρψ(Z) = E(P̃ P̃ ⊺)−1{Y − E(Y | X) − ψ⊺
0P̃}P̃ .

Moreover, Lemma 18 gives us the softmax bias control that

√
n(θβ0 − θ0) = o(1),

and Corollary 27 gives us asymptotic linearity of θ̂β around θβ0 :

√
n
(
θ̂β − θβ0

)
= n−1/2

n∑
i=1

ρθ(Zi) + op(1)

where

ρθ(Z) = E(M̃M̃⊺)−1{m∗(Z; θ0, g0, h0) + J⊺
∗ρψ(Z)}.

Combining these two results, we overall can conclude that

√
n
(
θ̂β − θ0

)
= n−1/2

n∑
i=1

ρθ(Zi) + op(1). (B.7)

We can hence use the two asymptotic linearity statements (B.6) and (B.7) to construct

confidence intervals for ψ0 and θ0.
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B.7.3 Proof of Lemma 21: Main Variance Lemma

We need to verify that the functions {∂ψmβ(z; ·, ψ0, ·)} are equicontinuous and that the

expected gradient E{∂ψmβ(Z; θβ0 , ψ0, g
β
0 )} converges to some finite limit as β → ∞, and

that the L2 norm of the derivative is bounded uniformly in β, i.e.

sup
β

∥∥∥∥∂ψmβ(Z1; θβ0 , ψ0, g
β
0 )∥∞

∥∥∥
L2
< ∞,

and, finally, that the Hessian of each coordinate t of the moment vector mβ with respect

to ψ, is uniformly bounded: almost surely,

sup
z∈Z,ψ,θ,g

∥∂ψψmβ,t(z; θ, ψ, g)∥op = o(n1/2).

We note that ψ appears in the moment mβ(Z; θ, ψ, g) in a term of the form:

uβ(Z; θ, ψ, g) = {µ(T1, S) − p1(S)} {smaxβ
τ∈T

ψ⊺ϕ(τ,X) − ψ⊺ϕ(T2, X)}

Thus to understand ∂ψmβ, we need to analyze the derivative of the softmax, with respect

to the vector ψ. To express this derivative it helps to recall the following definition for

the weights that the softmax assigns to each treatment:

W β,ψ
τ = exp{β ψ⊺ϕ(τ,X)}∑

t∈T exp{β ψ⊺ϕ(t,X)} .

And introduce the shorthand notation for the softmax random variable:

Vβ,ψ = smaxβ
τ∈T

ψ⊺ϕ(τ,X) =
∑
τ∈T

W β,ψ
τ ψ⊺ϕ(τ,X). (B.8)

Then we will use throughout the following useful lemma:
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Lemma 28 (Derivative of Softmax). The derivative of the softmax Vβ,ψ(X) with respect

to ψ is of the form:

∂ψVβ,ψ =
∑
τ∈T

W β,ψ
τ ϕ(τ,X) +

∑
τ∈T

W β,ψ
τ βψ⊺ϕ(τ,X)

{
ϕ(τ,X) −

∑
t∈T

W β,ψ
t ϕ(t,X)

}
(B.9)

where we denote the first term on the right hand side of the equation, i.e. the soft argmax

of feature map, as:

Aβ,ψ =
∑
τ∈T

W β,ψ
τ ϕ(τ,X)

and denote the second term, i.e. the derivative of softmax weights, as:

Qβ,ψ =
∑
τ∈T

W β,ψ
τ βψ⊺ϕ(τ,X)

{
ϕ(τ,X) −

∑
t∈T

W β,ψ
t ϕ(t,X)

}
.

Proof. The proof follows by a simple chain rule of differentiation and numerical manipu-

lations.

From this lemma we get that:

∂ψmβ(Z; θ, ψ, g) = {µ(T1, S) − p1(S)} {Aβ,ψ +Qβ,ψ − ϕ(T2, X)}⊺

Our goal is to analyze the properties of this function. First note that the term ∥Aβ,ψ∥2

is upper bounded by maxτ ∥ϕ(τ,X)∥2. Second we show a similar upper bound for the

quantity Qβ,ψ. In that respect it will be easy to re-write the derivative of the soft-max in

a manner that is more amenable to analysis:

Lemma 29 (Re-writting Qβ,ψ). Let Uβ
τ,ψ = βψ⊺ϕ(τ,X). Then we have:

Qβ,ψ =
∑
τ∈T

ϕ(τ,X)
∑
t∈T

(Uβ
τ,ψ − Uβ

t,ψ)
exp(Uβ

t,ψ) exp(Uβ
τ,ψ){∑

t∈T exp(Uβ
t,ψ)

}2

Proof. For simplicity, for this proof we let Uτ = βψ⊺ϕ(τ,X) and Qβ = Qβ,ψ and W β
τ =
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W β,ψ
τ . First we note that Qβ can be re-written in a more convenient manner for analysis,

by simply re-arranging the sums and doing a change of variable names:

Qβ =
∑
τ∈T

W β
τ Uτ

ϕ(τ,X) −
∑
τ ′∈T

W β
τ ′ϕ(τ ′, X)


=

∑
τ∈T

W β
τ Uτ ϕ(τ,X) −

∑
τ∈T

W β
τ Uτ

∑
τ ′∈T

W β
τ ′ϕ(τ ′, X)

=
∑
τ∈T

W β
τ Uτ ϕ(τ,X) −

∑
τ ′∈T

W β
τ ′ϕ(τ ′, X)

∑
τ∈T

W β
τ Uτ

=
∑
τ∈T

W β
τ Uτ ϕ(τ,X) −

∑
τ∈T

W β
τ ϕ(τ,X)

∑
τ ′∈T

W β
τ ′ Uτ ′

=
∑
τ∈T

W β
τ

Uτ −
∑
τ ′∈T

W β
τ ′ Uτ ′

 ϕ(τ,X).

Expanding the definition of the softmax weights W β
τ we get:

Jβτ := W β
τ

{
Uτ −

∑
τ ′
W β
τ ′ Uτ ′

}

= exp(Uτ )∑
t∈T exp(Ut)

{
Uτ −

∑
t∈T

Ut exp(Ut)∑
t′∈T exp(Ut)

}
=
∑
t∈T

(Uτ − Ut)
exp(Ut) exp(Uτ )
{∑t′∈T exp(Ut)}2

Lemma 30 (Boundedness of Qβ,ψ). The quantity Qβ,ψ is absolutely bounded as:

∥Qβ,ψ∥2 ≤ K

e

∑
τ∈T

∥ϕ(τ,X)∥2

where K = |T | is the number of treatments.

Proof. For simplicity, for this proof we let Uτ = βψ⊺ϕ(τ,X) and Qβ = Qβ,ψ and W β
τ =
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W β,ψ
τ . We note that:

|Jβτ | =
∣∣∣∣∣∑
t∈T

(Uτ − Ut)
exp(Ut) exp(Uτ )
{∑t∈T exp(Ut)}2

∣∣∣∣∣
≤
∑
t∈T

|Uτ − Ut|
exp(Ut) exp(Uτ )
{∑t∈T exp(Ut)}2

≤
∑
t∈T

|Uτ − Ut|
exp(Ut + Uτ )

exp(2Ut) + exp(2Uτ )

≤
∑
t∈T

|Uτ − Ut|
1

exp(Ut − Uτ ) + exp(Uτ − Ut)

≤
∑
t∈T

|Uτ − Ut|
exp(|Ut − Uτ |)

≤ K

e
.

(B.10)

Thus we have:

∥Qβ∥2 ≤
∑
τ∈T

|Jβτ | ∥ϕ(τ,X)∥2 ≤ K

e

∑
τ∈T

∥ϕ(τ,X)∥2.

Thus we get that the derivative ∂ψmβ is Lipschitz in p1 with Lipschitz constant:

2 max
τ

∥ϕ(τ,X)∥2 + K

e

∑
τ∈T

∥ϕ(τ,X)∥2 < C

for some universal constant C, by the assumptions of our main Theorem 7. Moreover,

note that the gradient ∂ψmβ is independent of θ. Thus we get that the gradient is

equicontinuous in both θ and g, which is the first condition of Assumption 2. Moreover,

by the aforementioned bounds we get that:

∥∂ψmβ(Z; θβ0 , ψ0, g
β
0 )∥∞ = ∥M̃{Aβ,ψ0 +Qβ,ψ0 − ϕ(T2, X)}⊺∥∞

≤ ∥M̃∥∞∥Aβ,ψ0 +Qβ,ψ0 − ϕ(T2, X)∥∞

≤ ∥M̃∥∞ C ≤ C ′
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by our assumption of our main Theorem 7 on the boundedness of ∥M̃∥2. Thus we get

that the third condition of Assumption 2 is satisfied.

Next we argue the limit behavior of Aβ,ψ and Qβ,ψ. Note that the first term Aβ,ψ in

the derivative converges trivially, by the definition of the softmax to the feature map of

the best action under ψ; or a uniform distribution over the best actions if there are ties.

Hence, this implies that as β → ∞, Aβ,ψ → ϕ∞(X) where

ϕ∞(X) = 1
| arg maxτ ψ⊺ϕ(τ,X)|

∑
τ∗∈arg maxτ ψ⊺ϕ(τ,X)

ϕ(τ ∗, X).

The second term Qβ,ψ is the problematic one, as it involves how the argmax changes as a

function of ψ. However, we show that the second term Qβ,ψ converges to zero.

Lemma 31 (Key Variance Building Block). The term Qβ,ψ in the derivative of the soft-

max ∂ψVβ,ψ, converges to zero, i.e. as β → ∞:

Qβ,ψ → 0.

Proof. For simplicity, for this proof we let Uτ = βψ⊺ϕ(τ,X) and Qβ = Qβ,ψ and W β
τ =

W β,ψ
τ and

Jβτ =
∑
t∈T

(Uτ − Ut)
exp(Ut) exp(Uτ )
{∑t′∈T exp(Ut′)}2

It suffices to show that:

lim
β→∞

|Jβτ | = 0
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Since:

0 ≤ |Jβτ | ≤
∑
t∈T

|Uτ − Ut|
exp(|Ut − Uτ |)

=
∑
t∈T

β |Zτ − Zt|
exp(β |Zτ − Zt|)

where Zτ = ψ⊺ϕ(τ,X). Since almost surely:

lim
β→∞

β |Zτ − Zt|
exp(β |Zτ − Zt|)

= 0

we get the desired statement that limβ→∞ |Jβτ | = 0.

Thus we have shown that the gradient converges to the limit:

lim
β→∞

∂ψmβ(Z; θβ0 , ψ0, g
β
0 ) = M̃{ϕ(π∗

2(X), X) − ϕ(T2, X)}

and is uniformly upper bounded by a constant. Note again that if there are ties for

maximizing ψ⊺
0ϕ(τ,X) then we take the average:

ϕ(π∗
2(X), X) = 1

| arg maxτ ψ⊺
0ϕ(τ,X)|

∑
τ∗∈arg maxτ ψ

⊺
0ϕ(τ,X)

ϕ(τ ∗, X).

Thus by the dominated convergence theorem we get that:

lim
β→∞

E
{
∂ψmβ(Z; θβ0 , ψ0, g

β
0 )
}

= E[M̃{ϕ(π∗
2(X), X) − ϕ(T2, X)}]

Thus we conclude that the second condition in Assumption 2 is satisfied, with:

J∗ = E[M̃{ϕ(π∗
2(X), X) − ϕ(T2, X)}].

It remains to show the fourth condition of Assumption 2.

Lemma 32 (Order of Hessian). When β grows as o(n1/2), the Hessian of each coordinate
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t of the moment vector mβ with respect to ψ, grows as:

sup
z∈Z,ψ,θ,g∈G

∥∂ψψmβ,t(z; θ, ψ, g)∥op = o(n1/2)

almost surely.

For succinctness, we omit the proof here and include it in Appendix B.7.7.

B.7.4 Proof of Lemma 23: Verifying Neyman Orthogonality

Proof. To prove Neyman orthogonality it suffices to show that if we view the moment

function as a function of the output of each nuisance function, then the derivative with

respect to that finite dimensional vector output, conditional on the variables that corre-

spond to the input of each function is equal to zero. In other words if we write:

mβ(Z; θ, ψ, g) = m̃β(Z; θ, ψ, (q(S), p1(S), p2,β(S)))

then we need the function m̃β(z; θ, ψ, γ) to satisfy:

Jg(S) = E{∂γm̃β(Z; θβ0 , ψ0, g
β
0 (S)) | S} = 0
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We verify this property for each component g = (q, p1, p2,β) and each coordinate t of the

moment vector separately: for t′ ̸= t

Jq,t(S) = E[−{µt(T1, S) − p∗
1,t(S)} | S] = 0

Jp1,t′ ,t(S) = E[{µt(T1, S) − p∗
1,t(S)} θβ0,t′ | S] = 0

Jp1,t,t(S)

= E[−{ϵβ1 (θβ0 , ψ0) − q∗(S) + p∗
2,β(S) + (θβ0 )⊤p∗

1(S)} + {µt(T1, S) − p∗
1,t(S)} θβ0,t | S]

= E(−[ϵβ1 (θβ0 , ψ0) − E{ϵβ1 (θβ0 , ψ0) | S}] + {µt(T1, S) − p∗
1,t(S)} θβ0,t | S) = 0

Jp2,β ,t(S) = E{µt(T1, S) − p∗
1,t(S) | S} = 0

Similarly, for the smoothness part, it suffices to bound the operator norm of the conditional

Hessian, for each coordinate of the moment:

Hg,t(S) = E{∂γγm̃β,t(Z; θβ0 , ψ0, g
β
0 (S)) | S}

We analyze each block of the Hessian separately: for t′ ̸= t

Hq,q,t(S) = 0, Hq,p1,t′ ,t(S) = 0, Hq,p1,t,t(S) = 1, Hq,p2,β ,t(S) = 0

Hp1,t′ ,p1,t′ ,t = 0, Hp1,t′ ,p1,t,t(S) = − θβ0,t′ , Hp1,t′ ,p2,β ,t(S) = 0

Hp1,t,p1,t,t(S) = − 2θβ0,t, Hp1,t,p2,β ,t(S) = − 1

Hp2,β ,p2,β ,t(S) = 0.

Since we assumed that supβ ∥θβ0 ∥2 < ∞ is bounded and the dimension d is a constant,

we get that the conditional Hessian is, uniformly over all β > 0, upper bounded by a

constant. Thus we get the uniform in β smoothness property.
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B.7.5 Proof of Lemma 24: Beta-Uniform Rates on Nuisance Functions

The proof is an immediate consequence of the following lemma.

Lemma 33. Suppose that for some open neighborhood N of ψ0 in the nuisance space,

for any τ ∈ T , we have that ϕ(τ,X) and supψ∈N |ψ⊺ϕ(τ,X)| are uniformly bounded. Let

p̂2,β,ψ(S) denote the estimator for

p∗
2,β,ψ(S) = E[ψ⊺{ϕ(T2, X) − ϕβ(X)} | S].

Note that then our estimator p̂2,β = p̂2,β,ψ̂. For any ψ ∈ N , define

∥p̂2,β,ψ − p∗
2,β,ψ∥2 =

(
ES

[{
p̂2,β,ψ(S) − p∗

2,β,ψ(S)
}2
])1/2

.

Suppose that our estimation algorithm for p̂2,β,ψ satisfies the following consistency condi-

tion: for all ϵ > 0, there exists a neighborhood N of ψ0: as n → ∞,

sup
β>0

pr

(
sup
ψ∈N

∥p̂2,β,ψ − p∗
2,β,ψ∥2 ≥ ϵn−1/4

)
→ 0.

Then the consistency condition required of our estimator to achieve asymptotic normality,

∥p̂2,β − p∗
2,β∥2

2 = EX
{
∥p̂2,β(S) − p∗

2,β(S)∥2
2

}
= op,unif(β)

(
n−1/2

)
,

will be satisfied.
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Proof. Note that by triangle inequality we can decompose

∥p̂2,β − p∗
2,β∥2

=
∥∥∥(p̂2,β,ψ̂ − p∗

2,β,ψ̂

)
+
(
p∗

2,β,ψ̂ − p∗
2,β,ψ0

)∥∥∥
2

≤
∥∥∥p̂2,β,ψ̂ − p∗

2,β,ψ̂

∥∥∥
2

+
∥∥∥p∗

2,β,ψ̂ − p∗
2,β,ψ0

∥∥∥
2
.

Now by our assumptions, for all ϵ > 0, there exists a neighborhood N of ψ0 such that as

n → ∞,

sup
β>0

pr

(
sup
ψ∈N

∥p̂2,β,ψ − p∗
2,β,ψ∥2 ≥ ϵn−1/4

)
→ 0,

which then implies that

sup
β>0

pr
(
∥p̂2,β − p∗

2,β∥2 ≥ 2ϵn−1/4
)

≤ sup
β>0

pr
(
∥p̂2,β,ψ̂ − p∗

2,β,ψ̂∥2 ≥ ϵn−1/4
)

+ sup
β>0

pr
(
∥p∗

2,β,ψ̂ − p∗
2,β,ψ0∥2 ≥ ϵn−1/4

)
≤ sup

β>0
pr

(
sup
ψ∈N

∥∥∥p̂2,β,ψ − p∗
2,β,ψ

∥∥∥
2

≥ ϵn−1/4
)

+ sup
β>0

pr
(
∥p∗

2,β,ψ̂ − p∗
2,β,ψ0∥2 ≥ ϵn−1/4

)
+ pr

(
ψ̂ /∈ N

)
= sup

β>0
pr
(
∥p∗

2,β,ψ̂ − p∗
2,β,ψ0∥2 ≥ ϵn−1/4

)
+ o(1)

as n → ∞. Now by Mean Value Theorem, we have that

∥∥∥p∗
2,β,ψ̂ − p∗

2,β,ψ0

∥∥∥2

2
= ES

[{
p∗

2,β,ψ̂(S) − p∗
2,β,ψ0(S)

}2
]

= ES

[{ ∂

∂ψ
p∗

2,β,ψ(S)
∣∣∣∣
ψ=ψ̄

}⊺

(ψ̂ − ψ0)
]2
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for some ψ̄ between ψ̂ and ψ0. Here

∂

∂ψ
p∗

2,β,ψ(S)

= E
[
{ϕ(T2, X) − ϕβ,ψ(X)} −

∑
τ

ψ⊺ϕ(τ,X) ∂
∂ψ

W β,ψ
τ

∣∣∣∣∣ S
]

= E
[
{ϕ(T2, X) − ϕβ,ψ(X)} − β

∑
τ

ψ⊺ϕ(τ,X)W β,ψ
τ

{
ϕ(τ,X) −

∑
t

W β,ψ
t ϕ(t,X)

} ∣∣∣∣∣ S
]
,

where in the first equality, we could interchange differentiation with conditional expecta-

tion by uniform boundedness conditions. By Cauchy-Schwarz inequality, we know that

ES

[{ ∂

∂ψ
p∗

2,β,ψ(S)
∣∣∣∣
ψ=ψ̄

}⊺

(ψ̂ − ψ0)
]2

≤ ES


∥∥∥∥∥ ∂∂ψp∗

2,β,ψ(S)
∣∣∣∣
ψ=ψ̄

∥∥∥∥∥
2

2
·
∥∥∥ψ̂ − ψ0

∥∥∥2

2

 = ES


∥∥∥∥∥ ∂∂ψp∗

2,β,ψ(S)
∣∣∣∣
ψ=ψ̄

∥∥∥∥∥
2

2

 ·
∥∥∥ψ̂ − ψ0

∥∥∥2

2
.
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By Jensen’s inequality and Tower Law, we have that

ES{∥ ∂

∂ψ
p∗

2,β,ψ(S)
∣∣∣∣
ψ=ψ̄

∥2
2}

≤ ES(E[∥{ϕ(T2, X) − ϕβ,ψ(X)} − β
∑
τ

ψ⊺ϕ(τ,X)W β,ψ
τ {ϕ(τ,X) −

∑
t

W β,ψ
t ϕ(t,X)}∥2

2 | S])

= ES
[
∥{ϕ(T2, X) − ϕβ,ψ(X)} − β

∑
τ

ψ⊺ϕ(τ,X)W β,ψ
τ {ϕ(τ,X) −

∑
t

W β,ψ
t ϕ(t,X)}∥2

2

]

= ES
[∥∥∥∥∥{ϕ(T2, X) − ϕβ,ψ(X)}

− β
∑
τ

{
ψ⊺ϕ(τ,X) −

∑
t

ψ⊺ϕ(t,X)
}
W β,ψ
τ

{
ϕ(τ,X) −

∑
t

W β,ψ
t ϕ(t,X)

}∥∥∥∥∥
2

2

]

≤ 2ES

{∑
τ

∥ϕ(τ,X)∥2

}2

+
∥∥∥∥∥β∑

τ

{
ψ⊺ϕ(τ,X) −

∑
t

ψ⊺ϕ(t,X)
}
W β,ψ
τ

{
ϕ(τ,X) −

∑
t

W β,ψ
t ϕ(t,X)

}∥∥∥∥∥
2

2


≤ 2ES[{

∑
τ

∥ϕ(τ,X)∥2}2 + |T | exp(−1){
∑
τ

∥ϕ(τ,X)∥2}2]

= Op,unif(β) (1) ,

where the penultimate equality follow from the fact that ∑τ W
β,ψ
τ = 1, and the penulti-

mate inequality follows by triangle inequality and the fact (a+ b)2 ≤ 2(a2 + b2). The last

equality follows from the same line of proof in Equation (B.10). Hence, we obtain that

∥∥∥p∗
β,ψ̂

− p∗
β,ψ0

∥∥∥
2

= Op,unif(β)(n−1/2) = op,unif(β)(n−1/4).

Hence, indeed

∥p̂2,β − p∗
2,β∥2 = op,unif(β)(n−1/4).
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B.7.6 Proof of Lemma 25: Critical Radius Implies Stochastic Equiconti-

nuity

In this section, we show that the assumptions in Theorem 7 suffice to imply stochastic

equicontinuity (Assumption 6). To achieve this, we first present a general lemma claiming

that small critical radius would imply equicontinuity in the general setting of Theorem 20,

and then we will verify that our special instantiation of dynamic treatment regime in

Theorem 7 falls under the scope of the general lemma, by commenting on how the uniform

Lipschitz requirement in the general lemma is met.

Lemma 34. Assume that functions aβ(Z; g, h0) and νβ(Z; g, h0) are uniformly Lipschitz

in g for g ∈ G over all β > 0. Assume that the the nuisance estimator is almost surely

bounded: ∥ĝβ(X)∥2 ≤ B almost surely for some B > 0. Let δn bound the critical radius

of GB = {g ∈ G : ∥g∥2 ≤ B}. Then if the nuisance estimator ĝβ satisfies the consistency

rate

∥ĝβ − gβ0 ∥2 = op(n−1/4)

and if

δn = op(n−1/4),

we have that stochastic equicontinuity conditions (Assumption 6) hold:

n−1/2
∥∥∥∥∥
n∑
i=1

[
A(ĝβ, h0; β) − A(gβ0 , h0; β) − {aβ(Zi; ĝβ, h0) − aβ(Zi; gβ0 , h0)}

]∥∥∥∥∥
op

= op(1)

n−1/2
∥∥∥∥∥
n∑
i=1

[
V (ĝβ, h0; β) − V (gβ0 , h0; β) − {νβ(Zi; ĝβ, h0) − νβ(Zi; gβ0 , h0)}

]∥∥∥∥∥
2

= op(1).

Proof. For simplicity, we only prove the first statement here, and similar proofs apply to

161



function ν. For the first statement, it suffices to show that for any j, k ≤ p

n−1/2
∣∣∣∣∣
n∑
i=1

[
Aj,k(ĝβ, h0; β) − Aj,k(gβ0 , h0; β) − {aβ,j,k(Zi; ĝβ, h0) − aβ,j,k(Zi; gβ0 , h0)}

]∣∣∣∣∣
= op(1).

In the remainder of the proof we look at a particular (j, k) and hence for simplicity we

overload notation and we let aβ = aβ,j,k and A = Aj,k.

For any ζ ∈ (0, 1), let δn,ζ = δn+c0{log(c1/ζ)/n}1/2, where δn upper bounds the critical

radius of the function class GB, for some appropriately defined universal constants c0 and

c1. By Lemma 14 of [53], we know that with probability 1 − ζ:

∣∣∣∣∣n−1
n∑
i=1

[
A(ĝβ, h0; β) − A(gβ0 , h0; β) − {aβ(Zi; ĝβ, h0) − aβ(Zi; gβ0 , h0)}

]∣∣∣∣∣
≤ O(δn,ζ · ∥ĝβ − gβ0 ∥2 + δ2

n,ζ).

Taking ζ = n−1, we obtain that

∣∣∣∣∣n−1
n∑
i=1

[
A(ĝβ, h0; β) − A(gβ0 , h0; β) − {aβ(Zi; ĝβ, h0) − aβ(Zi; gβ0 , h0)}

]∣∣∣∣∣
≤ Op(δn,∗ · ∥ĝβ − gβ0 ∥2 + δ2

n,∗)

where we let δn,∗ = δn + c0{log(c1n)/n}1/2. Hence, if we have ĝβ − gβ0 = op(n−1/4) and

δn = op(n−1/4), and thus δn,∗ = op(n−1/4), we can conclude stochastic equicontinuity.

Remark 7. Our dynamic treatment regime satisfies the uniform Lipschitz condition be-

cause of the almost sure boundedness of µ(T1, S) and that of the nuisance estimates.
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B.7.7 Proof of Lemma 32: Order of Hessian of Softmax

Proof. For simplicity, define

Kβ,ψ
τ = ϕ(τ,X) −

∑
t∈T

W β,ψ
t ϕ(t,X)

and write

Uβ,ψ
τ = βψ⊺ϕ(τ,X).

We calculate that

∂

∂ψ
W β,ψ
τ = βW β,ψ

τ {ϕ(τ,X) −
∑
t∈T

W β,ψ
t ϕ(t,X)} = βW β,ψ

τ Kβ,ψ
τ .

Recall that the first order derivative of the moment function satisfies

∂ψmβ(z; θ, ψ, g) = {µ(T1, S) − p1(S)} {Aβ,ψ +Qβ,ψ − ϕ(T2, X)}⊺

= {µ(T1, S) − p1(S)} {Aβ,ψ +
∑
τ∈T

W β,ψ
τ Uβ,ψ

τ Kβ,ψ
τ − ϕ(T2, X)}⊺

= {µ(T1, S) − p1(S)} {Aβ,ψ +
∑
τ∈T

W β,ψ
τ (Uβ,ψ

τ −
∑
t

W β,ψ
t Uβ,ψ

t )Kβ,ψ
τ − ϕ(T2, X)}⊺,

where we were able to set in the last equality that

∑
τ∈T

W β,ψ
τ Uβ,ψ

τ Kβ,ψ
τ =

∑
τ∈T

W β,ψ
τ (Uβ,ψ

τ −
∑
t

W β,ψ
t Uβ,ψ

t )Kβ,ψ
τ

since

∑
τ∈T

W β,ψ
τ Kβ,ψ

τ = 0

163



by exploiting the fact that ∑τ∈T W
β,ψ
τ = 1. Hence, differentiating with respect to ψ again,

by chain rule, we obtain that the second order derivative of the moment function

∂ψψmβ,t(z; θ, ψ, g) = {µt(T1, S) − p1,t(S)} (R1,β,ψ +R2,β,ψ +R3,β,ψ −R4,β,ψ)

where

R1,β,ψ = β
∑
τ∈T

W β,ψ
τ ϕ(τ,X)(Kβ,ψ

τ )⊺,

R2,β,ψ = β
∑
τ∈T

W β,ψ
τ (Uβ,ψ

τ −
∑
t

W β,ψ
t Uβ,ψ

t )Kβ,ψ
τ (Kβ,ψ

τ )⊺,

R3,β,ψ = β
∑
τ∈T

W β,ψ
τ Kβ,ψ

τ (Kβ,ψ
τ )⊺,

R4,β,ψ = β{
∑
τ∈T

W β,ψ
τ (Uβ,ψ

τ −
∑
t

W β,ψ
t Uβ,ψ

t )}{
∑
τ∈T

W β,ψ
τ ϕ(τ,X)(Kβ,ψ

τ )⊺}.

We would like to establish that all of

sup
Z∈Z,ψ

∥R1,β,ψ∥op, sup
Z∈Z,ψ

∥R2,β,ψ∥op, sup
Z∈Z,ψ

∥R3,β,ψ∥op, sup
Z∈Z,ψ

∥R4,β,ψ∥op = Op(β).

To achieve this, it suffices to show that for any coordinates j, k ≤ n, we have that each

component

sup
Z∈Z,ψ

|R1,β,ψ,j,k|, sup
Z∈Z,ψ

|R2,β,ψ,j,k|, sup
Z∈Z,ψ

|R3,β,ψ,j,k|, sup
Z∈Z,ψ

|R4,β,ψ,j,k| = Op(β).

For R1,β,ψ, we note that

|R1,β,ψ,j,k| ≤ β
∑
τ∈T

W β,ψ
τ · |ϕj(τ,X)| · |Kβ,ψ

τ,k | ≤ β{
∑
τ∈T

∥ϕ(τ,X)∥2}2
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where we have used the fact that

|Kβ,ψ
τ,k | ≤

∑
τ∈T

|ϕk(τ,X)| ≤
∑
τ∈T

∥ϕ(τ,X)∥2. (B.11)

Hence, we have that

sup
Z∈Z,ψ

|R1,β,ψ,j,k| ≤ β

{
sup
X

∑
τ∈T

∥ϕ(τ,X)∥2

}2

= Op(β)

by boundedness conditions. For R2,β,ψ, we similarly note that

|R2,β,ψ,j,k| ≤ β
∑
τ∈T

W β,ψ
τ ·

∣∣∣∣∣Uβ,ψ
τ −

∑
t

W β,ψ
t Uβ,ψ

t

∣∣∣∣∣ · |Kβ,ψ
τ,j | · |Kβ,ψ

τ,k |.

Now we comment that

W β,ψ
τ ·

∣∣∣∣∣Uβ,ψ
τ −

∑
t

W β,ψ
t Uβ,ψ

t

∣∣∣∣∣ = |Jβ,ψτ |

where

Jβ,ψτ = W β,ψ
τ

(
Uβ,ψ
τ −

∑
t

W β,ψ
t Uβ,ψ

t

)
,

and we have shown in Eqn (B.10) that

|Jβ,ψτ | ≤ K

e
.

Hence, by Eqn (B.11) we get that

|R2,β,ψ,j,k| ≤ β · K
e

·
∑
τ∈T

|Kβ,ψ
τ,j | · |Kβ,ψ

τ,k | ≤ β · K
2

e

{∑
τ∈T

∥ϕ(τ,X)∥2

}2

.
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Hence, we have that

sup
Z∈Z,ψ

|R2,β,ψ,j,k| ≤ β · K
2

e

{
sup
X

∑
τ∈T

∥ϕ(τ,X)∥2

}2

= Op(β)

by boundedness conditions. Similarly for R3,β,ψ, we have

sup
Z∈Z,ψ

|R3,β,ψ,j,k| ≤ β

{
sup
X

∑
τ∈T

∥ϕ(τ,X)∥2

}2

= Op(β).

For R4,β,ψ, we note that

|R4,β,ψ,j,k| ≤ β

(∑
τ∈T

Jβ,ψτ

){∑
τ∈T

W β,ψ
τ · |ϕj(τ,X)| · |Kβ,ψ

τ,k |
}

= Op(β).

By invoking Eqn (B.10) and Eqn (B.11), we have that

|R4,β,ψ,j,k| ≤ β

(∑
τ∈T

Jβ,ψτ

){∑
τ∈T

W β,ψ
τ · |ϕj(τ,X)| · |Kβ,ψ

τ,k |
}

≤ β · K
2

e
·
{∑
τ∈T

∥ϕ(τ,X)∥2

}2

= Op(β).

Hence, we obtain that

sup
Z∈Z,ψ

|R4,β,ψ,j,k| ≤ β · K
2

e
·
{

sup
X

∑
τ∈T

∥ϕ(τ,X)∥2

}2

= Op(β).

Hence, since supZ∈Z,g∈G |µt(T1, S) − p1,t(S)| is uniformly bounded, for β = o(n1/2) the

lemma follows.
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B.8 Omitted Proofs from Section 2.7

B.8.1 Proof of Theorem 9

Proof. Define the following moment function

mV,β(Z; v, θ, ψ) = Y −ψ⊺ϕ(T2, X) − θ⊺µ(T1, S) + smaxβ
τ2

ψ⊺ϕ(τ2, X) + smaxβ
τ1

θ⊺µ(τ1, S) − v

and its mean

MV (v, θ, ψ; β) = E{mV,β(Z; v, θ, ψ)}.

By definition we have the following moment condition:

MV (V ∗
β , θ0, ψ0; β) = 0.

Moreover, the estimator V̂ satisfies the empirical moment condition:

MV,n(V̂ , θ̂, ψ̂; β) = 0

where

MV,n(v, θ, ψ; β) = n−1
n∑
i=1

mV,β(Zi; v, θ, ψ).

Since we already established asymptotic linearity of the structural parameter estimators

θ̂β and ψ̂ in Theorem 7, we can thus apply Theorem 20, in particular replacing the original

structural parameter θβ0 with the policy value parameter V ∗
β and replacing the original

nuisance parameter h0 with θ0, ψ0, while ignoring the part of the nuisance g that involves

orthogonality. To achieve this, we only need to check that the assumptions of Theorem 20
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are satisfied. For Assumption 2, note that

∂ψmV,β(Z; v, θ, ψ) = ∂ψVβ,ψ − ϕ(T2, X)

where recall in (B.8) we have defined

Vβ,ψ = smaxβ
τ2

ψ⊺ϕ(τ2, X).

Hence, the derivative ∂ψmβ(Z; v, θ0, ψ0) does not depend on v and is thus automatically

equicontinuous with respect to v. Moreover, as we already established in Section B.7.3,

we have that

E(∂ψVβ,ψ) = E(Aβ,ψ) + E(Qβ,ψ) → E{ϕ(π∗
2(X), X)}

as β → ∞, where Aβ,ψ, Qβ,ψ are the terms that we defined in the decomposition (B.9).

Hence, we obtain that

E{∂ψmV,β(Z;V ∗
β , θ0, ψ0)} → E{ϕ∞(X) − ϕ(T2, X)}

as β → ∞, where recall that

ϕ∞(X) = |M(X)|−1 ∑
τ∈M(X)

ϕ(τ,X)

for M(X) = {τ : ψ⊺
0ϕ(τ,X) = maxt ψ⊺

0ϕ(t,X)}.

The third and fourth conditions of Assumption 2 (uniform boundedness of the derivative

and order of Hessian condition) follow similarly as in Section B.7.3. Analogously, we can

also show that the derivative of the moment function with respect to the first-period
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structural parameter ∂θmV,β(Z; v, θ, ψ) also satisfies Assumption 2 with the limit

lim
β→∞

E{∂θmβ(Z;V ∗
β , θ0, ψ0)} = E{µ∞(S) − µ(T1, S)},

where recall that

µ∞(S) = |L(S)|−1 ∑
τ∈L(S)

µ(τ, S),

for L(S) = {τ : θ⊺0µ(τ, S) = maxt θ⊺0µ(t, S)}.

By dominated convergence theorem, the first condition of Assumption 3 holds with

mV,β(Z1;V ∗
β , θ0, ψ0) −mV,∗(Z1;V ∗, θ0, ψ0)

where

mV,∗(Z; v, θ, ψ) = Y − ψ⊺ϕ(T2, X) − θ⊺µ(T1, S) + max
τ2

ψ⊺ϕ(τ2, X) + max
τ1

θ⊺µ(τ1, S) − v.

To check the second condition of Assumption 3, it suffices to note the linear form of the

moment function mV,β:

mV,β(Z; v, θ, ψ) = aV,β(Z; θ, ψ) v + νV,β(Z; θ, ψ)

where

aV,β(Z; θ, ψ) = −1

and

νV,β(Z; θ, ψ) = Y − ψ⊺ϕ(T2, X) − θ⊺µ(T1, S) + smaxβ
τ2

ψ⊺ϕ(τ2, X) + smaxβ
τ1

θ⊺µ(τ1, S).

Assumptions 4, 5, 6 trivially hold true because there is no nuisance parameters with
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respect to which the moment MV is Neyman orthogonal. Assumption 7 is also simple to

check with conditions of Theorem 7 and our new regularity conditions.

B.8.2 Proof of Lemma 10

Proof. We note that the difference

V ∗
β −V ∗ = E{smaxβ

τ2
ψ⊺

0ϕ(τ2, X)−max
τ2

ψ⊺
0ϕ(τ2, X)}+E{smaxβ

τ1
θ⊺0µ(τ1, S)−max

τ1
θ⊺0µ(τ1, S)}.

For the first term on the right hand side, we notice that

∣∣∣∣E{smaxβ
τ2

ψ⊺
0ϕ(τ2, X) − max

τ2
ψ⊺

0ϕ(τ2, X)}
∣∣∣∣

=
∣∣∣∣∣E{

∑
τ∈T

W β
τ (Uψ0

τ − Uψ0
max)}

∣∣∣∣∣ ≤ E
(∑
τ∈T

W β
τ

∣∣∣Uψ0
τ − Uψ0

max

∣∣∣) =
∑
τ∈T

E
(
W β
τ

∣∣∣Uψ0
τ − Uψ0

max

∣∣∣) .
Note that:

E
(
W β
τ

∣∣∣Uψ0
τ − Uψ0

max

∣∣∣) =E

exp(βUψ0
τ )

(
Uψ0

max − Uψ0
τ

)
∑
t∈T exp(βUψ0

t )


≤E

exp(βUψ0
τ )

(
Uψ0

max − Uψ0
τ

)
exp(βUψ0max)


=E

[
exp{−β(Uψ0

max − Uψ0
τ )}

(
Uψ0

max − Uψ0
τ

)]
.

Applying Lemma 19, for any fixed ϵ > 0 we have that for n sufficiently large, such that

(1 + ϵ) log(β)/β ≤ c and (1 + ϵ) log(β) ≥ 1:

E [exp{−β(Umax − Uτ )} (Umax − Uτ )] ≤ H

β1+δ + (1 + ϵ) log(β)
β2+ϵ
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for appropriately chosen H and δ. Hence, we know that

∣∣∣∣E{smaxβ
τ2

ψ⊺
0ϕ(τ2, X) − max

τ2
ψ⊺

0ϕ(τ2, X)}
∣∣∣∣ ≤ |T | ·

(
H

β1+δ + (1 + ϵ) log(β)
β2+ϵ

)
.

Similarly, we can also obtain that

∣∣∣∣E{smaxβ
τ1

θ⊺0µ(τ1, S) − max
τ1

θ⊺0µ(τ1, S)}
∣∣∣∣ ≤ |T | ·

(
H̃

β1+δ̃
+ (1 + ϵ) log(β)

β2+ϵ

)
.

We therefore can conclude that

√
n
∣∣∣V ∗
β − V ∗

∣∣∣ ≤ |T |n1/2
(
H

β1+δ + H̃

β1+δ̃
+ 2(1 + ϵ) log(β)

β2+ϵ

)
.

If β = ω(n1/(2(1+min{δ,δ̃}))), then the latter upper bound converges to 0 as n → ∞.

B.9 Variant of Main Theorem with Cross-Fitting

We consider a cross-fitted version of our estimation process. We split the entire dataset

into two parts and train the nuisance functions and the second period structural parameter

estimator ψ̂ using one data split, while we train the first period structural parameter

estimator θ̂β using the other split. We formally define the process as follows (without loss

of generality we assume that the data size n is even):

Step 1: Cross-fitted estimation procedure to obtain estimate ψ̂ and cross–

fold variants ψ̂(l), for l ∈ {1, 2}, of second period structural parameter

ψ0.

For each fold l ∈ {1, 2} of the data

Construct estimate ψ̂(l) of second period structural parameter ψ0 as follows:
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Randomly split the data fold Sl into two parts: Sl,1 and Sl,2.

For each fold l′ ∈ {1, 2}

Construct estimates ĥ(l)
l′ , r̂

(l)
l′ of the nuisance functions h∗, r∗

as defined in Equation (2.5) of the main text using data fold Sl,l′ .

For each data point i ∈ Sl

Define residuals Y̌ (l)
i = Yi − ĥ

(l)
l′(i)(Xi) and Φ̌(l)

i = ϕ(T2,i, Xi) − r̂
(l)
l′(i)(Xi),

where l′(i) is chosen so that i /∈ Sl,l′(i).

Solve ψ̂(l) from the empirical moment equation, with respect to ψ:

n−1 ∑
i∈Sl

{Y̌ (l)
i − ψ⊺Φ̌(l)

i }Φ̌(l)
i = 0.

Obtain aggregated estimate ψ̂ by solving the following equation, with respect to ψ:

n−1 ∑
i∈S1

{Y̌ (2)
i − ψ⊺Φ̌(2)

i }Φ̌(2)
i + n−1 ∑

i∈S2

{Y̌ (1)
i − ψ⊺Φ̌(1)

i }Φ̌(1)
i = 0.

Step 2: Cross-fitted estimation procedure to obtain estimate θ̂β of first

period structural parameter θ0.

For each fold l ∈ {1, 2} of the data

Construct estimates q̂(l), p̂
(l)
1 of the nuisance functions q∗, p∗

1

defined in Equation (2.6) of the main text using data from fold Sl.

Construct estimate p̂(l)
2,β of p∗

2,β. The estimate p̂(l)
2,β is constructed by regressing

{ψ̂(l)}⊺ϕ(T2, X) − smaxβτ{ψ̂(l)}⊺ϕ(τ,X) on S using data from fold Sl.

For each data point i ∈ S

Let l be such that i /∈ Sℓ.

Define Ŷ (l)
i = Yi − q̂(l)(Si) and M̂ (l) = µ(T1,i, Si) − p̂

(l)
1 (Si).

Define Φ̂(l)
i = {ψ̂(l)}⊺ϕ(T2,i, Xi) − smaxβτ{ψ̂(l)}⊺ϕ(τ,Xi) − p̂

(l)
2,β(Si).

Construct θ̂β as the solution, with respect to θ, of the equation:
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1
n

∑
i∈S1

{Ŷ (2)
i − Φ̂(2)

i − θ⊺M̂ (2)}M̂ (2) + 1
n

∑
i∈S2

{Ŷ (1) − Φ̂(1) − θ⊺M̂ (1)}M̂ (1) = 0.

Theorem 35 (Main Theorem with Crossfitting). Assume that the random variables

{maxt ψ⊺
0ϕ(t,X) − ψ⊺

0ϕ(τ,X)}τ∈T are almost surely bounded and each admits a density

fτ on (0, c) for some constant c > 0, that satisfies fτ (x) ≤ H/x1−δ, for some 0 ≤ H < ∞

and 0 < δ ≤ 1. Suppose that β = ω(n1/{2(1+δ)}) and β = o(n1/2). Moreover, suppose that

for each split l, l′ ∈ {1, 2}, the nuisance estimates satisfy the rate conditions:

∥h∗ − ĥ
(l)
l′ ∥2, ∥r∗ − r̂

(l)
l′ ∥2, ∥q∗ − q̂(l)∥2, ∥p∗

1 − p̂
(l)
1 ∥2 = op(n−1/4),

and that

∥p̂(l)
2,β − p∗

2,β∥2 = op,unif(β)(n−1/4).

Assume the nuisance estimates q̂(1)(S), p̂(1)
1 (S), p̂(1)

2,β(S), q̂(2)(S), p̂(2)
1 (S), p̂(2)

2,β(S) are all al-

most surely bounded. Moreover, assume the following boundedness conditions:

sup
β>0

∥θβ0 ∥2 < ∞

and assume the random variables

∑
τ

∥ϕ(τ,X)∥2, ∥M̃∥2, Ỹ , sup
β>0

∥p∗
2,β(S)∥2, ∥µ(T1, S)∥2, sup

τ∈T ,ψ∈N
|ψ⊺ϕ(τ,X)|

are all almost surely bounded, where M̃ = µ(T1, S) − p∗
1(S), Ỹ = Y − q∗(S). Assume that

the matrix E(M̃M̃⊺) is bounded and strictly positive definite so that its inverse matrix

E(M̃M̃⊺)−1 exists. Then the estimates ψ̂, θ̂β are asymptotically linear, i.e. for any l ∈
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{1, 2}

n1/2(ψ̂ − ψ0) = n−1/2
n∑
i=1

ρψ(Zi) + op(1), n1/2(θ̂β − θ0) = n−1/2
n∑
i=1

ρθ(Zi) + op(1).

Moreover, asymptotically valid confidence intervals, with target coverage level α, can be

constructed via any consistent estimates σ̂2
ψ, σ̂

2
θ of the variances σ2

ψ = E{ρψ(Z)2} and

σ2
θ = E{ρθ(Z)2} as:

CIψ(α) = [ψ̂ ± n−1/2z1−α/2σ̂ψ], CIθ(α) = [θ̂β ± n−1/2z1−α/2σ̂θ],

where zq is the q-th quantile of the standard normal distribution.

Analogous to Theorem 7, Theorem 35 will naturally follow from a combination of

Lemma 18 and a variant of Corollary 27, which we present below.

B.9.1 Asymptotic Linearity Theorem Adapted to Cross-Fitting Approach

As was the case without cross fitting, we still consider the following generalized method

of moments framework:

M(θ, g, h; β) = EZ{mβ(Z; θ, g, h)}, M(θβn
0 , gβn

0 , h0; βn) = 0.

Of note is the distinction that for the cross fitting approach, we split the entire dataset

S = [n] into two disjoint sets S1 and S2 where without loss of generality let |S1| = |S2| =

n/2, and we train ĥ and ĝβ on a different split of the data from the one where we evaluate

the empirical moments: for each split l ∈ {1, 2}, we denote the corresponding estimators

ĥ and ĝβ of trained on Sl as ĥ(l) and ĝβ,(l). Then consider the cross-fitted estimator θ̂β
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that satisfies

n−1 ∑
i∈S1

mβ(Zi; θ̂β, ĝβ,(2), ĥ(2)) + n−1 ∑
i∈S2

mβ(Zi; θ̂β, ĝβ,(1), ĥ(1)) = op(n−1/2).

We will keep assuming the original Assumptions 2, 3, 4, 7 since they do not involve any

properties of estimators. We extend Assumption 5 and Assumption 6 to the cross-fitting

setting as follows:

ASSUMPTION 8 (Rates for g, Cross-Fitted Version). Suppose that the nuisance esti-

mates ĝβ,(1), ĝβ,(2) ∈ G satisfy:

∥ĝβ,(1) − gβ0 ∥2
2 = EX{∥ĝβ,(1)(X) − gβ0 (X)∥2

2} = op,unif(β)(n−1/2),

∥ĝβ,(2) − gβ0 ∥2
2 = EX{∥ĝβ,(2)(X) − gβ0 (X)∥2

2} = op,unif(β)(n−1/2).

ASSUMPTION 9 (Equicontinuity, Cross-Fitted Version). Suppose that β grows at rate

such that the moment m satisfies the stochastic equicontinuity conditions:

√
n∥A(ĝβ,(1), h0; β) − A(gβ0 , h0; β) − {

∑
i∈S2

aβ(Zi; ĝβ,(1), h0) −
∑
i∈S2

aβ(Zi; gβ0 , h0)}∥op = op(1),

√
n∥V (ĝβ,(1), h0; β) − V (gβ0 , h0; β) − {

∑
i∈S2

νβ(Zi; ĝβ,(1), h0) −
∑
i∈S2

νβ(Zi; gβ0 , h0)}∥op = op(1),

√
n∥A(ĝβ,(2), h0; β) − A(gβ0 , h0; β) − {

∑
i∈S1

aβ(Zi; ĝβ,(2), h0) −
∑
i∈S1

aβ(Zi; gβ0 , h0)}∥op = op(1),

√
n∥V (ĝβ,(2), h0; β) − V (gβ0 , h0; β) − {

∑
i∈S1

νβ(Zi; ĝβ,(2), h0) −
∑
i∈S1

νβ(Zi; gβ0 , h0)}∥op = op(1).

Then we present the following theorem:

Theorem 36. Under Assumptions 2, 3, 4, 7 and Assumptions 8, 9, if the nuisance

parameter estimates ĥ(1) and ĥ(2) are asymptotically linear with some influence function
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fh such that E{fh(Zi)} = 0: for any split l ∈ {1, 2}

ĥ(l) − h0 = 2n−1 ∑
i∈Sl

fh(Zi) + op(n−1/2)

then the parameter estimate θ̂β is asymptotically linear around θβ0 :

√
n
(
θ̂β − θβ0

)
= n−1/2

n∑
i=1

ρθ(Zi) + op(1)

with influence function:

ρθ(Z) = −A∗(g0, h0)−1{m∗(Z; θ0, g0, h0) + (J∗)⊺fh(Z)}.

In Section B.7.1, we verified that Assumptions 2, 3, 4, and 7 were satisfied if conditions

of Theorem 35 are satisfied (noting the overlap between conditions of Theorem 35 and

those of Theorem 7). Moreover, the nuisance rate conditions of Theorem 35 automati-

cally translate to Assumption 8 in the general setting. In Section B.9.2, we also present

Lemma 38 which also shows that Assumption 9 is satisfied when we adopt the cross-fitting

approach. Hence, we obtain the following corollary:

Corollary 37. Suppose there is some influence function ρψ such that for each split l ∈

{1, 2}, the estimator ψ̂(l) satisfies

ψ̂(l) − ψ0 = 2n−1 ∑
i∈Sl

ρψ(Zi) + op(n−1/2).

with E{ρψ(Z)} = 0. Then under the conditions of Theorem 35, the estimate θ̂β is asymp-

totically linear around θβ0 :

n1/2(θ̂β − θβ0 ) = n−1/2
n∑
i=1

ρθ(Zi) + op(1)
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with influence function:

ρθ(Z) = E(M̃M̃⊺)−1{m∗(Z; θ0, ψ0, g0) + J⊺
∗ρψ(Z)}

where m∗ as defined in Equation (B.4) and J∗ as defined in Equation (B.3).

B.9.2 Verifying Assumption 9: Cross-Fitting Implies Stochastic Equicon-

tinuity

In this section, we directly present a general lemma claiming that performing cross fitting

would automatically imply a cross-fitted version of equicontinuity. Then it will naturally

follow that our cross-fitting approach in Theorem 35 guarantees the cross-fitted version

Assumption 9.

Lemma 38. Assume that the estimators are consistent for the sequence of β = βn that

we choose:

∥ĝβ,(1) − gβ0 ∥2 = op(1)

∥ĝβ,(2) − gβ0 ∥2 = op(1).

and that the nuisance estimates ∥ĝβ,(1)(X)∥2, ∥ĝβ,(2)(X)∥2 are almost surely bounded. As-

sume the moment function satisfies mean-squared continuity condition: for all j, k ≤ p,

for all g, g′ ∈ G

E
[
{aβ,j,k(Zi; g, h0) − aβ,j,k(Zi; g′, h0)}2] ≤ L · ∥g − g′∥q2

E
[
{νβ,j(Zi; g, h0) − νβ,j(Zi; g′, h0)}2] ≤ L · ∥g − g′∥q2

for some q < ∞ and L > 0. Then Assumption 9 holds. That is, the following stochastic
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equicontinuity statements hold:

n−1/2

∥∥∥∥∥∥
∑
i∈S2

[
A(ĝβ,(1), h0; β) − A(gβ0 , h0; β) − {aβ(Zi; ĝβ,(1), h0) − aβ(Zi; gβ0 , h0)}

]∥∥∥∥∥∥
op

= op(1)

n−1/2

∥∥∥∥∥∥
∑
i∈S1

[
A(ĝβ,(2), h0; β) − A(gβ0 , h0; β) − {aβ(Zi; ĝβ,(2), h0) − aβ(Zi; gβ0 , h0)}

]∥∥∥∥∥∥
op

= op(1)

n−1/2

∥∥∥∥∥∥
∑
i∈S2

[
V (ĝβ,(1), h0; β) − V (gβ0 , h0; β) − {νβ(Zi; ĝβ,(1), h0) − νβ(Zi; gβ0 , h0)}

]∥∥∥∥∥∥
2

= op(1)

n−1/2

∥∥∥∥∥∥
∑
i∈S1

[
V (ĝβ,(2), h0; β) − V (gβ0 , h0; β) − {νβ(Zi; ĝβ,(2), h0) − νβ(Zi; gβ0 , h0)}

]∥∥∥∥∥∥
2

= op(1).

Proof. Without loss of generality, we only prove the first statement here, and similar

proofs should apply to when we switch data splits and apply to function ν. For the first

statement, it suffices to show that for any j, k ≤ p

n−1/2

∥∥∥∥∥∥
∑
i∈S2

[
Aj,k(ĝβ,(1), h0; β) − Aj,k(gβ0 , h0; β) − {aβ,j,k(Zi; ĝβ,(1), h0) − aβ,j,k(Zi; gβ0 , h0)}

]∥∥∥∥∥∥
L2

= o(1).

In the remainder of the proof we look at a particular (j, k) and hence for simplicity we

overload notation and we let aβ = aβ,j,k and A = Aj,k. Moreover, for simplicity we denote

for each i ∈ S2 :

Ki = A(ĝβ,(1), h0; β) − A(gβ0 , h0; β) − {aβ(Zi; ĝβ,(1), h0) − aβ(Zi; gβ0 , h0)}

Then if we take the square, for any i, j ∈ S2,

E


n−1/2 ∑

i∈S2

Ki

2
 = 1

2E(K2
i ) + n− 2

4 E(KiKj)
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the first term can be bounded using mean-squared-continuity:

1
2E(K2

i ) = 1
2E

([
A(ĝβ,(1), h0; β) − A(gβ0 , h0; β) − {aβ(Zi; ĝβ,(1), h0) − aβ(Zi; gβ0 , h0)}

]2)
≤ E

[{
A(ĝβ,(1), h0; β) − A(gβ0 , h0; β)

}2
]

+ E
[{
aβ(Zi; ĝβ,(1), h0) − aβ(Zi; gβ0 , h0)

}2
]

≤ 2E
[{
aβ(Zi; ĝβ,(1), h0) − aβ(Zi; gβ0 , h0)

}2
]

≤ 2L · E[∥ĝβ,(1) − gβ0 ∥q2] = o(1),

where the second to last inequality exploits Jensen’s inequality, and the last equality

exploits dominated convergence theorem. Moreover, the second term can also be simplified

using tower law:

E(KiKj) = E{E(KiKj | {Zl}l∈S1)} = E
{
E(Ki | {Zl}l∈S1)E(Kj | {Zl}l∈S1)

}
= 0,

since conditional on the first data split, Ki and Kj are independent with zero means.

Hence, we have indeed proved that

n−1/2

∥∥∥∥∥∥
∑
i∈S2

[
A(ĝβ,(1), h0; β) − A(g

β
0 , h0; β) − {aβ(Zi; ĝβ,(1), h0) − aβ(Zi; gβ0 , h0)}

]∥∥∥∥∥∥
L2

= o(1).

B.9.3 Proof of Theorem 35

Proof. The proof of Lemma 16 of [41] establishes both asymptotic linearity of ψ̂ and that

of ψ̂(l) for each l ∈ {1, 2}:

√
n(ψ̂ − ψ0) = n−1/2

n∑
i=1

ρψ(Zi) + op(1) (B.12)

ψ̂(l) − ψ0 = 2n−1 ∑
i∈Sl

ρψ(Zi) + op(n−1/2) (B.13)
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where if we define P̃ = ϕ(T2, X) − E{ϕ(T2, X) | X}:

ρψ(Z) = E(P̃ P̃ ⊺)−1{Y − E(Y | X) − ψ⊺
0P̃}P̃ .

Moreover, Lemma 18 gives us the softmax bias control that

√
n(θβ0 − θ0) = o(1),

and Corollary 37 gives us asymptotic linearity of θ̂ around θβ0 :

√
n
(
θ̂β − θβ0

)
= n−1/2

n∑
i=1

ρθ(Zi) + op(1)

where

ρθ(Z) = E(M̃M̃⊺)−1{m∗(Z; θ0, ψ0, g0) + J⊺
∗ρψ(Z)}.

Combining these two results, we overall can conclude that

√
n
(
θ̂β − θ0

)
= n−1/2

n∑
i=1

ρθ(Zi) + op(1). (B.14)

We can hence use the two asymptotic linearity statements (B.12) and (B.14) to construct

confidence intervals for ψ0 and θ0.

B.10 Supplementary Material for Experimental Section

We justify here why the linear blip function specifications used in the experimental section

of the main paper are equal or good approximations of the true blip functions. The final
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period blip effect γ2 is exactly of the form:

γ2(T2, X) = α2(X1 + 1)T2, ϕ(T2, X) = (T2, X1T2), ψ0 = (α2, α2)

and the optimal policy in the final period when α2 ≥ 0 is π∗
2(X) = 1{X1+1≥0}. The blip

effect in the first period, under the optimal continuation policy is of the form:

γ1(T1, S) = α2
(
EZ∼N(α1T1+S1+1,1)

[
Z 1{Z≥0}

]
− EZ∼N(S1+1,1)

[
Z 1{Z≥0}

])
+ α1T1.

Define the function g(x) = EZ∼N(x,1)[Z1{Z≥0}]. Since T1 is binary, we can write:

γ1(T1, S) = α2 (g(α1T1 + S1 + 1) − g(S1 + 1)) + α1T1

= α2T1 (g(α1 + S1 + 1) − g(S1 + 1)) + α1T1.

For any α1 ∈ [0, 1], since S1 ∼ N(0, 1), we have that with high probability α1 + S1 +

1 ∈ [−1, 4] and S1 + 1 ∈ [−1, 3]. In the regime [−1, 4] the function g(x) can be well

approximated by a quadratic function (see Figure B.10.1), i.e.

g(x) ≈ g̃(x) := κ0 + κ1x+ κ2x
2.
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Figure B.10.1: Approximation of the function g(x) by g̃(x).

Thus we then have:

γ1(T1, S) ≈ α2T1 (g̃(α1 + S1 + 1) − g̃(S1 + 1)) + α1T1.

Moreover:

g̃(α1 + S1 + 1) − g̃(S1 + 1) = κ1α1 + κ2((α1 + S1 + 1)2 − (S1 + 1)2)

= κ1α1 + κ2α1(α1 + 2S1 + 2).

Overall, we can write:

γ1(T1, S) ≈ α2T1(κ1α1 + κ2α1(α1 + 2S1 + 2)) + α1T1.

The expression on the right hand side is of the form θ0T1 + θ1T1 S1, for appropriately

defined parameters θ0, θ1.
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