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Abstract

Evaluating how a decision-making policy will perform without actually running it is a

core challenge in reinforcement learning, especially when working with pre-collected data.

This task, known as offline policy evaluation (OPE), becomes particularly difficult when

the data doesn’t fully cover the situations the new policy might encounter, making certain

datapoints disproportionately important. This thesis explores how individual datapoints

influence value estimates under two value-based OPE algorithms—Least-Squares Temporal

Difference (LSTD) and Fitted Q-Evaluation (FQE)—using linear function approximation.

We derive exact leave-one-out (LOO) estimates for both methods and, through experiments

on structured environments, show how these influence measures can be used to under-

stand convergence issues and offer insight to the reliability of OPE estimates. In particular,

we show that FQE convergence provides a strong signal for when LSTD estimates can be

trusted and offer an interpretation through influences for cases of FQE divergence. We fur-

ther introduce a clipped version of FQE that bounds predicted values, reducing variance

while maintaining stability, and provide exact LOO estimates for it as well.
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0
Introduction

Offline reinforcement learning (RL) involves learning sequential decision policies from

historical data, such as learning a policy for improving student performance in education

(Mandel et al., 201420; Ruan et al., 202428), providing treatment recommendations in

the ICU (Komorowski et al., 201815; Luo et al., 202418), or learning new controllers for

robotics (Kumar et al., 202016; Yu et al., 202032). Offline policy evaluation (OPE), in
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which the performance of a new evaluation policy is estimated from historical data, can be

particularly important when deciding whether to deploy a new decision policy that might

be unsafe or costly.

A major challenge in OPE is extrapolating information accurately beyond the historical

data distribution. This extrapolation is particularly problematic due to heightened sensi-

tivity and increased variance, which arise from distribution shifts in data collection and the

iterative nature of reinforcement learning with its cumulative reward estimation over trajec-

tories. Zhang et al. (2018)33 demonstrate that continuous reinforcement learning especially

suffers from overfitting and poor generalization caused by the function approximation

techniques typically employed such as neural networks. In their explanations for their hy-

perparameter choices in their neural network for the q-function, Nie et al. (2024)23 explain

how under certained parameters the estimates “exploded.” Raghu et al. (2018)26 further

show that function approximators are prone to highly variable results due to extreme over-

fitting and argue that simpler kernel-based estimators, which inherently limit the impact

of individual data points to its neighbors, can achieve more stable and robust evaluations.

However, kernel-based methods disregard valuable structural information present in the

data. To balance stability with efficient data utilization, we choose to explore the potential

of linear function approximations, which can capitalize on available data structure while

limiting extrapolation risks associated with more complex neural approximators.
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The instability in offline RL can be traced to the influence of particular data points or

transitions. Highly influential transitions, whether beneficial or harmful, can dispropor-

tionately affect performance estimates and lead to unreliable policy evaluations as their

difference from the rest of the dataset gets propagated through each transition in predicted

trajectories. Gottesman et al. (2020)8, whose paper heavily inspired this following thesis,

explicitly address this by identifying influential transitions in a kernel-based estimator,

proposing an interesting approach to tackle the challenges presented above by leveraging

human expertise to discriminate between beneficial and erroneous influential data points.

An important observation is that influential transitions are not necessarily synonymous

with statistical outliers. In high-noise environments, removing outliers alone may mini-

mally impact policy evaluation estimates. Robust statistics literature extensively examines

defining and calculating influence and reducing influence by removing clearly identifiable

outliers (Hampel et al., 20119; Rousseeuw and Leroy, 200527). Yet, especially in smaller or

limited datasets, influential data points may not appear as traditional outliers, making their

identification challenging. Furthermore, erroneous points often appear influential due

to their deviation from expected outcomes, yet genuinely influential transitions—though

rare—can be critical for addressing distribution shifts. Rather than indiscriminately dis-

carding influential points, we hope to identify them so that human expertise can help dis-

tinguish between harmful anomalies and valuable, insightful data.
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This thesis explores the computation of influence in offline reinforcement learning us-

ing value-based estimators with linear function approximation, with a focus on comparing

Least-Squares Temporal Difference (LSTD) and Fitted Q-Evaluation (FQE). While we

initially aimed to develop a more computationally efficient iterative method for approxi-

mating FQE influence, practical challenges rendered this approach infeasible, which we will

discuss briefly at the end. Instead, we present exact methods for computing leave-one-out

estimates in both LSTD and FQE, introduce variance-reducing techniques such as clip-

ping to improve the stability and flexibility of FQE, and extend our derivations to support

clipped FQE. Beyond methodological contributions, this work highlights the value of iden-

tifying influential transitions—not only for validating OPE estimates but also for gaining

deeper insight into the comparative behavior of different algorithms.
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1
RelatedWork

1.1 Off Policy Evaluation

Offline policy evaluation (OPE) methods commonly fall into several distinct categories

based on their underlying algorithms. Importance sampling (IS) and weighted importance

sampling (WIS), first proposed by Precup (2000)25, are classic estimators that reweigh re-

wards from the behavior policy to estimate the evaluation policy’s performance. While
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IS methods provide unbiased estimates, they often suffer from high variance, especially

in limited-data scenarios. Alternative approaches, such as Least Squares Temporal Differ-

ence (LSTD) by Boyan (1999)3 and Fitted Q Evaluation (FQE) by Le et al. (2019)17, pro-

vide value-based estimations with generally lower variance. Other methods have proposed

doubly robust estimators (Jiang and Li, 201613; Thomas and Brunskill, 201630), and dis-

tributionally robust approaches (Yang et al., 202031; Nachum et al., 201922). Despite the

many options, the inherent challenges of overfitting in existing OPE estimators persists,

and finding ways of decreasing variance continues being a focus of OPE reserach. For in-

stance, given an array of OPEmethods, Nie et al. (2024)23 propose aggregating the results

of multiple estimators to produce a new estimand with lowmean square error. This thesis

will focus on the two mentioned value-based estimators, though the approach of identify-

ing influential transitions can be applied to any estimator.

1.2 Influence Functions and Robust Statistics

Influence functions, originally developed within robust statistics, measure the sensitivity

of estimators to perturbations in individual data points. Leave-one-out analyses utilize in-

fluence functions to identify influential data points, providing a robust measure of the im-

pact of potential outliers (Hampel et al., 20119). More concretely, leave-one-out estimates

are equivalent to removing a single datapoint from the dataset and retraining the model,
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and the difference is a function of the influence of that datapoint. Due to its promise of

facilitating interpretability and robustness analysis, there has been a continuous interest in

computationally efficient approximations of influence functions within machine learning

problems. Koh and Liang (2017)14 highlight how individual training examples affect pre-

dictions in complex black-box models and offered a method of approximating to influence

functions in non-convex and non-differentiable models from gradients and Hessian-vector

products. Other works have extended influence functions to deep learning scenarios to

manage adversarial examples and noisy labels (Barshan et al., 20201).

1.3 Methods of Reweighting Datapoints inModel Training

Reweighting data points during training has been explored extensively to enhance model

robustness and fairness. Iteratively Reweighted Least Squares (IRLS), for instance, has long

been used in robust regression, adapting weights based on residuals to reduce the influence

of outliers and heteroscedastic noise (Huber, 198112). Stochastic re-weighted gradient de-

scent via distributionally robust optimization has emerged as an effective approach for ro-

bust training, explicitly managing distribution shifts and noisy datasets (Sun et al., 202329).

Gradient clipping methods, traditionally used for stability during training, have also been

revisited for their capacity to mitigate issues like label noise and to prevent extreme influ-

ence from anomalous data points (Menon et al., 202021; Chen et al., 20225). More refined
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methods like Relaxed Clipping further optimize these reweighting strategies by combining

robustness with strong theoretical convergence guarantees (Ma et al., 202119). These meth-

ods show that data reweighting techniques, those seemingly simple, can still have a major

impact in modern machine learning.

1.4 A Side Note on “Robust Reinforcement Learning”

This project takes a lot of inspiration from robust statistics and may refer to “robustness,”

but it is not to be confused with another related area of research—“robust reinforcement

learning”—which addresses the problem of explicitly optimizing policies against uncer-

tainties in model parameters. This is particularly relevant when there are discrepancies be-

tween training simulations and real-world implementations. The problem of robust RL

also focuses on offline settings but it seeks to ensure policy effectiveness even when offline

training data collection deviates significantly from real-world conditions (Panaganti et al.,

202224). There are robust fitted Q-evaluation methods, for instance, which address unob-

served confounders, enhancing policy reliability when sequential exogenous uncertainties

exist (Bruns-Smith and Zhou, 20234). Although these problems are compelling, they dif-

fer fundamentally from this thesis’s primary focus. Interested readers are encouraged to

consult these works for a comprehensive exploration of robust RLmethodologies.
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2
Background

2.1 Notation and Problem Statement

Notation

We define a stochastic Decision ProcessM = ⟨S,A, T, r, γ⟩, where S is a set of states;A is

a set of actions; T is the transition dynamics; r is the reward function; and γ ∈ (0, 1) is the
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discount factor. LetDn = {τi}ni=1 = {si, ai, s′i, ri}ni=1 be the trajectories sampled from

π onM. We denote the true performance of a policy π as its expected discounted return

J(π) = Eτ∼ρπ

[
G(τ)

]
whereG(τ) =

∑∞
t=0 γ

t rt and ρπ is the distribution of τ under

policy π.

In an off-policy policy evaluation problem, we take a datasetDn, which can be collected

by one or a group of policies (referred to as the behavior policy πb) on the decision process

M. An OPE estimator takes in a policy πe and a datasetDn and returns an estimate of

its performance. Specifically, for the OPE estimators we will be considering, we create an

estimate of the policy value function qπe(s, a) = Eτ∼ρπ

[
G(τ)|s0 = s, a0 = a

]
. Notably,

vπe(s) =

∫
a∼πe(s)

q(s, a), and J(πe) =

∫
s∼s0

vπe(s). For the remainder of the paper, we

will drop the subscript πe in referring to the q-function.

Given our choice of a linear function class, the policy value function q̂(s, a) is approxi-

mated by a linear function q̂(s, a) = ψ(s, a)T θ̂, whereψ(s, a) is a k-dimensional feature

vector for a stateaction pair. LetΨ ∈ Rn×k be the sample matrix ofψ(s, a). Define vector

ψπ(s) =

∫
a∼πe(s)

ψ(s, a) and letΨ′ ∈ Rn×k be the sample matrix ofψπe(s
′).

For leave-one-out analyses, we will use the subscript−j to denote the same matrix formed

from the dataset without datapoint j. For instance,Ψ−j isΨwithout the jth row.

The influence of transition j is thus
∫
s∼s0

∫
a∼πe(s)

ψ(s, a)T (θ̂ − θ̂−j)

10



Problem Statement

We consider an infinite-horizon setting with continuous state and action spaces, employing

a discounted reward framework. The reward function is deterministic and fully known;

for instance, in healthcare applications, each reward corresponds explicitly to an assessment

of a patient’s health, determined transparently by known evaluation criteria. The primary

challenge in off-policy evaluation (OPE) within this context is the unknown transition

dynamics of the environment.

It is important to note that we assume access to a suitable basis for our function approxi-

mations, ensuring that the true Q-function lies within the linear function class spanned by

these basis functions. This is obviously not often the case in the real world as limited data

also makes it difficult to determine the right feature selection (Hao et al., 202010), but this

is beyond the scope of this project.

Our primary goal is to derive leave-one-out estimates to identify and analyze the set of

transitions that was most influential in achieving our OPE estimates, which gives us insight

into the sensitivity of our model and gives us a potential pathway of minimizing variance

further.
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2.2 Value-Based Estimators

Value‐based estimators for OPE are methods that approximate the expected return of a tar-

get policy by estimating its value (or q–function) at a given starting state-action pair by min-

imizing the mean–squared Bellman error. This project focuses on two specific estimators,

Fitted Q-Evaluation (FQE) and Least-Squares Temporal Difference (LSTD).

2.2.1 Fitted Q-Evalution

Fitted Q-Evaluation (Le et al., 201917) models the q-function of πe and can be thought of

as dynamic programming on an observational dataset to compute the value of a given eval-

uation policy. It is similar to the more well-known fitted Q-iteration method (FQI) (Ernst

et al., 20057), except it is performed offline on observational data, and the target is used for

evaluation of a given policy rather than for optimization. FQE performs a sequence of su-

pervised learning steps where the inputs are state-action pairs, and the targets at each itera-

tion are given by yi(s, a) = r+ γq̂i−1(s
′, πe(s

′)), where q̂i−1(x, a) is the estimator (from a

function classF ) that best estimates yi−1(s, a). For linear regression, observe that the first

iteration of the algorithm will fit the reward function exactly given a suitable basis selection,

and given θ̂i, the estimate from the previous iteration, θ̂i+1 = (ΨTΨ)−1ΨT (r + γΨ′θ̂i).
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2.2.2 Least Squares Temporal Difference

Least Squares Temporal Difference (LSTD) (Boyan, 19993) estimates the q-function of πe

through a single supervised learning step, fitting directly to targets defined by q̂(s, a) = r +

γq̂(s′, πe(s
′)). When employing linear function approximation, LSTD provides a closed-

form solution, making it computationally efficient and analytically tractable. Given our

linear function class, the closed form solution of LSTD is θ̂ = (ΨT (Ψ− γΨ′))−1ΨTr.

2.2.3 Comparing FQE and LSTD

Both FQE and LSTDmethods are established to provide unbiased and consistent estima-

tions under appropriate parameterizations. Furthermore, they exhibit asymptotic nor-

mality, ensuring reliable and predictable performance as sample sizes increase (Hao et al.,

202211).

LSTD, with its closed-form solution, offers computational simplicity and analytical con-

venience. However, FQE, while computationally more demanding, offers greater flexibility,

better accommodates non-linear function classes, and provides deeper insights into sensitiv-

ity and influence across iterations, which this paper will explore more in following chapters.
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2.3 Leave-one-out Estimates for Least-Squares Linear Regression

Note: The results presented in this section are not novel; rather, they are classical results

in regression diagnostics. We include their derivation explicitly to facilitate clearer under-

standing of subsequent sections, where similar mathematical approaches are employed in

the context of the OPE problem. The closed-form expressions for leave-one-out estimates

in linear regression originated with the foundational work of Cook (1977)6 and Belsley et

al. (1980)2, who developed diagnostics to detect and analyze influential observations in

regression analysis.

Given the full‐data OLS estimator θ̂ = (XTX)−1XTy, if we remove the jth datapoint

(with row xj and response yj), the corresponding OLS estimator θ̂−j =
(
XT

−jX−j

)−1
XT

−jy−j

can be written as

θ̂−j = θ̂ −
(XTX)−1xj (yj − xT

j θ̂)

1− xT
j (X

TX)−1xj

,

Proof. Observe thatXTX =XT
−jX−j+xjx

T
j . Thus, removing the jth datapoint means

thatXT
−jX−j =X

TX − xjx
T
j .

The Sherman–Morrison formula for a rank‐one update gives us that ifA is invertible

andu,v are vectors such that 1− vTA−1u ̸= 0, then

(A− uvT )−1 = A−1 +
A−1uvTA−1

1− vTA−1u
.

14



Here, we setA =XTX,u = v = xj. Then,

(
XT

−jX−j

)−1
=
(
XTX − xjx

T
j

)−1
= (XTX)−1 +

(XTX)−1xjx
T
j (X

TX)−1

1− xT
j (X

TX)−1xj

.

SinceXTy = XT
−jy−j + xjyj,we can also expressXT

−jy−j = XTy − xjyj. Thus,

we can express θ̂−j in terms ofX,y,xj, yj :

θ̂−j =
(
XT

−jX−j

)−1
XT

−jy−j =

[
(XTX)−1 +

(XTX)−1xjx
T
j (X

TX)−1

1− xT
j (X

TX)−1xj

]
(XTy−xjyj).

Next, expanding this expression and substituting (XTX)−1(XTy) = θ̂,

θ̂−j = (XTX)−1(XTy − xjyj) +
(XTX)−1xjx

T
j (X

TX)−1(XTy − xjyj)

1− xT
j (X

TX)−1xj

= θ̂ − (XTX)−1xjyj +
(XTX)−1xj

[
xT
j θ̂ − xT

j (X
TX)−1xj yj

]
1− xT

j (X
TX)−1xj

Setting hj = x
T
j (X

TX)−1xj for simplicity, this becomes

θ̂−j = θ̂ − (XTX)−1xjyj +
(XTX)−1xj

[
xT
j θ̂ − hj yj

]
1− hj

= θ̂ + (XTX)−1xj

[
xT
j θ̂ − hj yj

1− hj

− yj

]

= θ̂ + (XTX)−1xj

[
xT
j θ̂ − hj yj − yj(1− hj)

1− hj

]

15



= θ̂ + (XTX)−1xj

[
xT
j θ̂ − yj

1− hj

]

= θ̂ −
(XTX)−1xj

(
yj − xT

j θ̂
)

1− hj

Thus, we obtain the desired leave‐one‐out formula.

This derivation significantly reduces computational runtime, as it avoids recalculating

the inverse of the matrix (XT
−jX−j), which would otherwise have complexityO(k3).

Using the Sherman–Morrison formula, we achieve a runtime reduction fromO(k3) to

O(k2), facilitating efficient and scalable leave-one-out analyses, especially beneficial for

large datasets or high-dimensional regressions.

The numerator, (yj − xT
j θ̂), represents the residual of the jth data point, quantifying

how well the full-data regression model fits this particular observation. Thus, it directly

captures the influence of data point (xj, yj). The denominator, 1 − xT
j (X

TX)−1xj ,

known as the leverage, measures the uniqueness or extremity of the predictor vector xj .

Points with high leverage have predictor values that deviate significantly from the bulk of

data, amplifying their potential influence on the regression coefficients.

With similar logic, we can find the influence of adding a new training point (x∗, y∗).

The updated parameter estimate would be

θ̂∗ = θ̂ +
(XTX)−1x∗

(
y∗ − xT

∗ θ̂
)

1 + h∗
,

16



with h∗ = xT
∗ (X

TX)−1x∗.

Under the standard OLS model with homoscedastic errors (variance σ2), the variance of

the θ̂ is given byVar(θ̂) = σ2(XTX)−1. When we add a new datapoint (x∗, y∗) to the

dataset, soXT
∗ X∗ =X

TX + x∗x
T
∗ , using the Sherman–Morrison formula, we can write

Var(θ̂∗) = Var(θ̂)− σ2

[
(XTX)−1x∗x

T
∗ (X

TX)−1

1 + h∗

]
.

Notice that the matrix (XTX)−1x∗x
T
∗ (X

TX)−1 is positive semidefinite. Dividing

by the positive scalar (1 + h∗) preserves this property. Hence, the new covariance matrix

is smaller (in the positive semidefinite ordering) than the old one; that is, the addition of a

new datapoint always reduces the uncertainty of θ provided that x∗ is not the zero vector.

For a test case xtest,Var(xtestθ̂) − Var(xtestθ̂∗) = σ2

([
xT
test(X

TX)−1x∗
]2

1 + h∗

)
.

This gives us a few important takeaways. The term xT
test(X

TX)−1x∗ shows how the new

point “points” in the parameter space relative to the test point. If xtest is well aligned with

(XTX)−1x∗, the effect will be larger. The factor y∗ − xT
∗ θ̂ is the new point’s residual.

A large residual means that the new point does not conform to the current model and will

pull the prediction more, but the residual has no impact on the potential variance reduc-

tion of θ̂.
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3
Leave-one-out Estimates for OPE

This chapter presents efficient methods for computing leave-one-out estimates for the

Least-Squares Temporal Difference (LSTD) and Fitted Q-Evaluation (FQE) OPE estima-

tors and discusses intuitive interpretations of these expressions.
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3.1 Least-Squares Temporal Difference (LSTD)

Theorem 3.1.1 (LSTD Influence). Given the full‐data LSTD estimator θ̂ = (ΨT (Ψ −

γΨ′))−1ΨTr, if we remove the jth datapoint, the corresponding estimator θ̂−j = (ΨT
−j(Ψ−j−

γΨ′
−j))

−1ΨT
−jr−j can be written as

θ̂ −
A−1uj(rj − vTj θ̂)
1− vTj A−1uj

whereA = ΨT (Ψ− γΨ′), b = ΨTr,uj = ψ(si, ai), vj = ψ(si, ai)− γψπe(s
′).

Proof. Observe that

θ̂ = A−1b and θ̂−j = (A−j)
−1b−j .

A =
n∑

i=1

uiv
T
i , b =

n∑
i=1

uiri

ThenA−j = A− ujv
T
j and b−j = b− ujrj . By substitution,

θ̂−j = (A−j)
−1b−j = (A− ujv

T
j )

−1(b− ujrj)

By the Sherman–Morrison formula,

(A− ujv
T
j )

−1 = A−1 +
A−1ujv

T
j A

−1

1− vTj A−1uj

.
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Setting hj = v
T
j A

−1uj

θ̂−j = (A−1 +
A−1ujv

T
j A

−1

1− hj

)(b− ujrj)

= θ̂ −A−1ujrj + (
A−1ujv

T
j A

−1

1− hj

)(b− ujrj)

= θ̂ −A−1uj

[
rj − (

vTj A
−1

1− hj

)(b− ujrj)

]

= θ̂ −A−1uj

[
rj −

vTj A
−1b− vTj A−1ujrj

1− hj

]

= θ̂ −A−1uj

[
rj −

vTj A
−1b− hjrj

1− hj

]

= θ̂ −A−1uj

[
rj − vTj A−1b

1− hj

]

= θ̂ −
A−1uj(rj − vTj θ̂)
1− vTj A−1uj

Like in the case of regular linear regression, we can see that the runtime of computing a

LOO estimate is reduced fromO(k2) toO(k3), and there can be a similar interpretation of

the terms. A transition with a high residual and differs from the rest of the predictor values

will have the most influence on θ̂.
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3.2 Fitted Q-Evaluation (FQE)

Theorem 3.2.1 (FQE Per-Iteration Influence). Given the estimates θ̂i and θ̂i,−j of fitting

FQE up to the ith iteration on the full‐data and with the removal of the jth datapoint, respec-

tively, and the estimator θ̂i+1 = (ΨTΨ)−1ΨT (r + γΨ′θ̂i), the corresponding estimator

θ̂i+1,−j = (A−j)
−1(b−j + γM−jθ̂i,−j) can be written as

θ̂i+1,−j = θ̂i+1 − γA−1M (θ̂i − θ̂i,−j)

− (
A−1xj

1− hj

)
[
(rj + γx′

j
T θ̂i,−j)− xT

j A
−1(γMθ̂i,−j + b)

]

whereA = ΨTΨ,M = ΨTΨ′, b = ΨTr, xj = ψ(si, ai), x′
j = ψπe(s

′
i), hj =

xT
j A

−1xj

Proof. Observe that

θ̂i+1 = (ΨTΨ)−1ΨT (r + γΨ′θ̂i) = A
−1(b+ γMθ̂i)

then

θ̂i+1,−j = (A−j)
−1(b−j + γM−jθ̂i,−j)

= (A− xjx
T
j )

−1(b− xjrj + γ(M − xjx
′
j
T )θ̂i,−j)

= (A−1 +
A−1xjx

T
j A

−1

1− hj

)(b− xjrj + γ(M − xjx
′
j
T )θ̂i,−j)
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Combining these,

θ̂i+1 − θ̂i+1,−j

= A−1(b+ γMθ̂i)− (A−1 +
A−1xjx

T
j A

−1

1− hj

)(b− xjrj + γ(M − xjx
′
j
T )θ̂i,−j)

= γA−1Mθ̂i + (A−1 +
A−1xjx

T
j A

−1

1− hj

)(xjrj − γ(M − xjx
′
j
T )θ̂i,−j)

−
A−1xjx

T
j A

−1

1− hj

b

= γA−1Mθ̂i + (A−1 +
A−1xjx

T
j A

−1

1− hj

)(xjrj − γMθ̂i,−j + γxjx
′
j
T θ̂i,−j)

−
A−1xjx

T
j A

−1

1− hj

b

= γA−1M (θ̂i − θ̂i,−j) +A
−1(xjrj + γxjx

′
j
T θ̂i,−j)

+ (
A−1xjx

T
j A

−1

1− hj

)(xjrj + γxjx
′
j
T θ̂i,−j)

− (
A−1xjx

T
j A

−1

1− hj

)(γMθ̂i,−j + b)

= γA−1M (θ̂i − θ̂i,−j)

+A−1(xjrj + γxjx
′
j
T θ̂i,−j) + (

A−1xjx
T
j A

−1

1− hj

)(xjrj + γxjx
′
j
T θ̂i,−j − γMθ̂i,−j − b)

Focusing on simplifying the last two terms,

A−1(xjrj + γxjx
′
j
T θ̂i,−j) + (

A−1xjx
T
j A

−1

1− hj

)(xjrj + γxjx
′
j
T θ̂i,−j − γMθ̂i,−j − b)
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= (
A−1xj

1− hj

)
[
(1− hj)(rj + γx′

j
T θ̂i,−j) + x

T
j A

−1(xjrj + γxjx
′
j
T θ̂i,−j − γMθ̂i,−j − b)

]
= (

A−1xj

1− hj

)
[
(1− hj)(rj + γx′

j
T θ̂i,−j) + x

T
j A

−1xj(rj + γx′
j
T θ̂i,−j)− xT

j A
−1(γMθ̂i,−j + b)

]
= (

A−1xj

1− hj

)
[
(1− hj)(rj + γx′

j
T θ̂i,−j) + hj(rj + γx′

j
T θ̂i,−j)− xT

j A
−1(γMθ̂i,−j + b)

]
= (

A−1xj

1− hj

)
[
(rj + γx′

j
T θ̂i,−j)− xT

j A
−1(γMθ̂i,−j + b)

]

Combining this with what we have above,

θ̂i+1,−j = θ̂i+1−γA−1M (θ̂i−θ̂i,−j)−(
A−1xj

1− hj

)
[
(rj + γx′

j
T θ̂i,−j)− xT

j A
−1(γMθ̂i,−j + b)

]

Observe that this derivation passes a sanity check: at the first iteration, it is equivalent to

the LOO estimate of a normal linear regression since iteration 0 should be deterministically

fitted to the reward function.

This expression decomposes the influence of removing a data point into two parts: the

iteration dependency in γA−1M (θ̂i − θ̂i,−j) reflects how influence propagates from

previous iterations, and the second term captures the immediate impact of removing the

jth datapoint at the current iteration.

Similar to LSTD, using Sherman–Morrison identity again reduces the computational

complexity per iteration fromO(k3) toO(k2). However, since it is an iterative process, this

needs to be multiplied by the number of iterations it takes for the algorithm to converge on
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the dataΨ−j,Ψ
′
−j, r−j in order to compute the true overall LOO estimate of transition j.

3.2.1 Using LSTD Influence as a Proxy for FQE Influence

Before we proceed, let us quickly show that the FQE iteration converges to the LSTD so-

lution if and only if γ∥A−1M∥ < 1. FQE updates the parameter estimate via θi+1 =

A−1(b+ γM θi), while the LSTD solution θ∗ is the fixed point satisfying θ∗ = A−1(b+

γM θ∗). Subtracting the fixed–point equation from the update gives

θi+1 − θ∗ = A−1γM (θi − θ∗).

Taking a norm yields

∥θi+1 − θ∗∥ ≤ γ ∥A−1M∥ ∥θi − θ∗∥.

Thus, the mapping is contractive if and only if

γ ∥A−1M∥ < 1.

By the contraction mapping theorem, the sequence {θi} converges to the unique fixed

point θ∗ (which is the LSTD solution) if and only if this condition holds.

With that said, it would offer a nice shortcut of calculating FQE leave-one-out estimates
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if the FQE converges to the LSTD solution for our given dataset if we could simply use

the LSTD leave-one-out estimates. Unfortunately, it is a little more nuanced. Just because

γ ∥A−1M∥ < 1 doesn’t guarantee γ ∥A−1
−jM−j∥ < 1—it is possible that the full–data

system is contractive and thus converges, but the change of the dataset by even one transi-

tion with critical information causes non-convergence. We demonstrate empirical examples

of this in the next chapter. Thus, LSTD leave-one-out estimation is not necessarily equiva-

lent to FQE leave-one-out estimation.

It is guaranteed, however, that as long as both the full and the leave–one–out FQE pro-

cedures converge, the corresponding influence will indeed converge to the LSTD influence.

As a result, a better approach of using the calculation of the LSTD leave-one-out estimate

as a proxy for that of FQE can be conducted with the following steps:

• Determine if FQE converges with the full dataset with γ ∥A−1M∥ < 1.

• If true, determine if it still converges with the removal of transition j with γ ∥A−1
−jM−j∥ <

1, with the calculationA−1
−jM−j = (A−1 +

A−1xjx
T
j A−1

1−xT
j A−1xj

)(M − xjx
′
j
T )

• If both are true, use the LSTD leave-one-out estimate from Theorem 3.2.1.

Each step is of complexityO(k2), which means this method of finding the LOO esti-

mate for FQE can be done inO(k2) total for each datapoint.
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4
Building Intuition of Influential

Transitions with Toy Example

4.1 1-DimensionalMDPwith Simple Basis and KnownQ

We consider a simple experimental environment: a 1DMDPwith continuous state and ac-

tion spaces defined over the real number line. The initial state is s0 = 0, and the reward
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function is r(s, a) = −s2, penalizing deviation from the origin. The (unknown) transi-

tion function is snext ∼ N (s + a, 1
4
) (making the optimal policy under known dynamics

π∗(s) = −s). We chose 0.3 as our decay factor, primarily for the sake of faster conver-

gences when running FQE.

In the first version of this MDP we experiment with, the behavior policy is πb(s) = ϵ,

with ϵ ∼ N (0, 1
4
), and the evaluation policy is πe(s) = −1 + ϵ. The evaluation policy

introduces a consistent drift leftward, making it worse than the behavior policy, though this

isn’t obvious without knowing the dynamics. Importantly, transitions under πb can be seen

as a superset of those under πe.

In the second version, the roles reverse: πb(s) = −1 + ϵ now drifts negatively, while

πe(s) = ϵ stays centered. This creates stronger distributional shift—later transitions in

trajectories collected under πb become increasingly irrelevant for πe. Furthermore, since πe

tends to revisit similar state-action pairs, we expect datapoints relevant to those regions to

have influence in predicting transitions at multiple points of an expected trajectory.

The OPE task is clear in this case because the behavior policy has some likelihood of

exploring any state-action pair used by the evaluation policy, and yet there are some state-

action pairs highly likely under the evaluation policy but highly unlikely under the behavior

policy. We chose to add randomness to both the policies and the transition so that the poli-

cies are able to explore more action choices and the transition isn’t too easily determined
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just by observing a few datapoints.

4.1.1 Basis Selection

Given our assumptions, we can show the q-function is quadratic under both policies due to

the normality of state distributions and the quadratic reward.

Take πe(s) = −1 + ϵ for example. Starting from s0 = s, a0 = a:

s1 ∼ N (s+ a,
1

4
), s2 ∼ N (s+ a− 1,

1

4
+

1

2
), · · · , si ∼ N (s+ a− (i− 1),

1

2
i− 1

4
)

Since actions and transitions are independent, we compute:

q(s, a) = r(s, a) + γE[V (s1)|s0 = s]

= −s2 +
∞∑
i=1

γiE[r(si, πe(si))|s0 = s]

= −s2 −
∞∑
i=1

γiE[s2i |s0 = s]

= −s2 −
∞∑
i=1

γi(E[si|s0 = s]2 + Var[si|s0 = s])

= −s2 −
∞∑
i=1

γi

(
(s+ a− (i− 1))2 +

(
1

2
i− 1

4

))

Since q is a sum of quadratic terms, it is quadratic itself. A similar argument shows

πe(s) = ϵ also yields a quadratic q. Thus, we can run LSTD and FQE to estimate q for
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both evaluation functions with a quadratic feature space.

4.2 Testing Potentially Influential Datapoints

Across 1000 experiments—each consisting of 20 trajectories with 20 transitions sampled

under πb—we test the influence of specific transitions on the LSTD estimates. Due to

the simplicity of the MDP, the well-suited quadratic basis, and the relatively strong cov-

erage from πb, we observe no FQE non-convergence in this setting. As a result, FQE always

agrees with LSTD, and we report only LSTD estimates and influences here.

4.2.1 First Policy Setting: Symmetric πb, Negative πe

We test the influence of the following three transitions:

• Relevant: (s, a, s′) = (−3,−1,−4)— this lies directly along the expected trajec-
tory under πe.

• Irrelevant Action: (s, a, s′) = (−3, 1,−2)— same state but moves in the opposite
direction.

• Irrelevant State: (s, a, s′) = (3,−1, 2)—plausible action but from an unlikely
state under πe.

As expected, as shown in Figure 4.1, the first transition exhibits the highest absolute

influence, reinforcing its importance for estimating value under πe. The third transition,

while unlikely, still has moderate influence—likely due to extrapolation: πb often visits pos-

itive states, so the model must infer values in these regions for πe-consistent actions. The
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second transition, with an implausible action under πe, has minimal influence. These re-

sults are consistent with kernel-based approaches, suggesting that linear approximation is

not causing significant extrapolation error in this simple case.

Figure 4.1: For three transitions with equal likelihood of being observed under the behavior policy, we see that the
influence is indeed assigned to the transition most relevant to the evaluation policy, and the addition of transitions with
higher influences lower the variance of the estimate. The irrelevant transition has a negligible impact on the estimate
distribution, demonstrating that there is no undesired extrapolation.

4.2.2 Second Policy Setting: Negative πb, Symmetric πe

In this setting, we simply swap the behavior and evaluation policies from the previous ex-

ample. Despite this small change, we observe noticeably higher variance in the estimates,

reflecting a lack of relevant information under the new behavior policy. Interestingly, we
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Figure 4.2: In the second version, influences are again aligned with our expectations of being correlated with the
relevance of the introduced transition.

learn more about the negative-drifting behavior policy when evaluating from the symmet-

ric one than the other way around.

We test the following transitions:

• Relevant, recurring: (s, a, s′) = (0, 0, 0)—consistent with the center-focused
behavior of πe.

• Irrelevant, non-recurring: (s, a, s′) = (0,−2,−2)—a high-magnitude action
irrelevant to πe.

• Irrelevant state, recurring: (s, a, s′) = (−2, 0,−2)—off from the center, but
consistent with πe.

As before, the transition with the irrelevant action has negligible influence, despite be-

ing equally likely under the behavior policy. In contrast, both (0, 0, 0) and (−2, 0,−2)
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have much higher influence, owing not only to the relevance of their actions and but also

because πe’s expected trajectory remains near the current state, so transitions with a = 0

contribute repeatedly across time steps. In other words, they would be most effected by the

influence propagating term in the per-iteration FQE influence. The (0, 0, 0) transition is

especially influential due to the fact that it aligns closely with πe’s expected trajectory from

starting state s0 = 0.
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5
Comparing LSTD and FQE Through

Influence

5.1 2-DimensionalMDPwithNeed for Extrapolation

We now consider a second experimental environment: a 2DMDPwith continuous state

and action spaces defined over the unit square inR2. States are denoted as s = (sx, sy) and
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actions as a = (ax, ay). The initial state is set at the origin, s0 = (0, 0).

A no-flux boundary condition constrains states to remain within [0, 1]2, which also in-

fluences the transition dynamics, which is given by:

s′ = min {max {s+ a+ ϵ, 0} , 1} , ϵ ∼ N2(0, 0.02
2I)

ensuring that the state remains bounded in both dimensions.

The reward function is r(s, a) = −(sx − 1)2 − s2y, penalizing distance from the goal

state at (1, 0). We use a discount factor of γ = 0.8.

The evaluation policy is defined as πe(s) =
(
1
3
,−0.02

)
+ ϵ, where the small negative

y component helps keep trajectories near the bottom boundary, and the added noise ϵ en-

sures overlap in action distributions. Under this policy, the agent is expected to reach the

goal state in roughly three steps along the x-axis and then remain there.

To introduce a meaningful OPE challenge, we design the behavior policy πb to overlap

with the first and third steps of πe, but to take an indirect route through higher y values

between them. Specifically,

πb(s) =
(
4
3
(sx − 1

2
)2 + 0.01, 1

3
sin(2πsx)− 0.02

)

While the exact form is not critical, this setup (illustrated in Figure 5.1) ensures that tran-
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sitions under πb cover most but not all of the evaluation policy’s trajectory, particularly

lacking coverage in the second step of πe.

5.1.1 Basis Selection

To obtain a well-fitting basis for function approximation, we first use simulation to esti-

mate q(s, a) over a large and diverse set of (s, a) pairs. These estimates serve as accurate

approximations of the true q-function due to the smoothness and low dimensionality of

the environment.

We then fit a single hidden-layer neural network to this dataset, using 64 hidden units

and an L2 regularization parameter of 0.0001. The network is trained for 1000 epochs to

minimize mean squared error (MSE), aiming for an almost exact fit of the q-function. Since

the final layer is linear, once the network is trained, the activations from the hidden layer

serve as nonlinear basis functions, effectively transforming the input space. This allows

us to treat the final output as a linear combination of fixed features, making it suitable for

linear regression techniques like LSTD or FQE.

After training, 53 of the 64 hidden units produced non-zero activations and were re-

tained as our learned basis. To ensure that the initial FQE iteration can recover the immedi-

ate reward function exactly, we appended four additional hand-crafted quadratic terms to

the basis. This hybrid approach combines the expressive power of learned features with the

precision of known structure in the reward.
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5.1.2 Key Transitions for Analysis

Figure 5.1: Visualization of a possible collection of behavior policy trajectories (blue) and the 5 introduced transitions
(red). Transitions 0‐3 have actions that were generated with the evaluation policy. Transition 2 is an instance of an
unlikely transition.

To better understand how individual transitions influence our estimators in the iterative

setting, we analyze the effect of adding specific transitions to the dataset:

• Transition 0: s = (0, 0), a = πe(s)—Although generated by the evaluation policy,
this transition provides no new information beyond what the behavior policy already
covers. We expect minimal influence.

• Transition 1: s = (1
3
, 0), a = πe(s)—This represents the key missing transition in

the dataset and should exert significant influence on the estimate.

• Transition 2: s = (1
3
, 0), a = πe(s), s′ = (1, 0)—While appearing informa-

tive, this transition is incorrect and highlights the risk of a highly influential but erro-
neous datapoint.
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• Transition 3: s = (1
2
, 1), a = πe(s)—Though consistent with πe, this transition

should not occur under the true trajectory distribution. If it has high influence, it
would reflect extrapolation artifacts due to linear function approximation.

• Transition 4: s = (1
3
, 0), a = (−1

6
, 1
6
)—This action is unrelated to the evaluation

policy. As such, we expect it to have little to no influence.

5.2 Cases of FQE Influence Non-Convergence

5.2.1 FQE and LSTD Estimate Distributions

In the 2D environment, we observe that FQE fails to converge in a significant number of

cases. Across 1000 experiments, each using datasets of 20 trajectories with 20 transitions

collected under πb, we compute both FQE and LSTD estimates. As shown in the first row

of histograms in Figure 5.2, the resulting distributions of both estimators are highly skewed

and have very large variance, especially with FQE, which has tails that grow with the num-

ber of iterations allowed due to cases where the iterative process diverges.

However, when we remove the extreme tails and zoom in on the central regions of the

distributions (second row of Figure 5.2), we find that FQE and LSTD estimates share a

very similar shape. This is expected: LSTD is the closed-form solution of FQE under con-

vergence. When we isolate only the cases where FQE successfully converges (final row), the

FQE and LSTD estimates become equivalent, both appearing approximately normally dis-

tributed.
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Figure 5.2: Visualizations of the FQE and LSTD estimate distributions from 1000 random experiments show the long
tails caused by FQE non‐convergences, demonstrating how filtering by instances of convergence (final row) gives us a
reasonable variation.

Interestingly, this shows that all extreme outliers in the LSTD estimates correspond to

instances where FQE failed to converge. This observation highlights two important points:

first, when FQE converges, its result matches LSTD exactly, as theoretically expected. Sec-
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ond, and more subtly, FQE non-convergence offers a diagnostic signal, suggesting that the

corresponding LSTD result may also be unreliable. In this way, FQE can serve not just as

an estimator but also as a sanity check for the validity of LSTD in settings prone to instabil-

ity or insufficient coverage.

5.2.2 Key Transition Influence Distributions

Figure 5.3: Ignoring tails/outliers shows us distributions of the influences from our 5 transitions that our consistent
with our expectations. However, the long tails, especially in the irrelevant transitions (3 and 4) suggest that there are
instances of extreme extrapolation from these introduced points. Once again, filtering by FQE convergence gives us
more reasonable results.

Across the same 1000 experiments, we evaluated the influence of the five transitions de-
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scribed earlier by adding each one to the dataset individually and computing their absolute

influence on the LSTD estimate. Figure 5.3 shows box plots of these influences.

When focusing on the interquartile ranges (i.e., ignoring outliers), the results align well

with our expectations: Transition 0 almost never had non-zero influence, confirming its

redundancy. Transitions 1 and 2 exhibited higher median influences than Transitions 3

and 4, which is encouraging—it suggests that influence correlates with relevance to the

evaluation policy’s trajectory.

However, looking at the full distributions reveals heavy positive tails for all transitions.

One instance of adding Transition 4 reaches an influence as high as 120. Surprisingly, Tran-

sitions 3 and 4—intended to be irrelevant—show even heavier tails than Transitions 1 and

2. This suggests that when critical parts of the trajectory distribution are underrepresented

in the dataset, even irrelevant transitions may become spuriously influential due to extrapo-

lation under linear approximation.

Notably, when we filter out experiments where FQE failed to converge on the original

dataset, most of these extreme outliers disappear. Filtering further to only include cases

where FQE also converged after the new transition was added, the remaining influences

all fall below 3.5. This reinforces a key point: FQE convergence is a strong signal for the

reliability of LSTD estimates. If FQE fails to converge, we should be careful in interpreting

both the LSTD value and any derived influence measures.
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5.2.3 FQE Influences Across Iterations

Next, we examine how transition influences evolve over the course of FQE iterations, as

shown in Figure 5.4. We consider three scenarios: (1) FQE converges for the original dataset

and for all datasets with one transition removed (left); (2) FQE converges for the original

dataset but diverges when certain transitions are removed (middle); and (3) FQE fails to

converge in all cases (right).

Initially, the FQE influence estimates are scattered. In the first scenario, as FQE iterates,

the influence estimates gradually converge to match the corresponding LSTD values. In the

second scenario, most transitions still converge to their LSTD influence, but those whose

removal causes divergence exhibit unbounded drift—pulling vertically away from the line

of equality. In the third scenario, where no convergence occurs, there is no discernible cor-

relation between FQE and LSTD influences; instead, all FQE estimates diverge, growing

“explosively” with more iterations.
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Figure 5.4: Visualization of change in influence over iterations with complete FQE convergence (left), FQE convergence
but some divergences with transitions removed (middle), and FQE divergence.
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5.3 FQEwith “Clipping”

In the distributions of FQE estimates shown earlier, even among converged runs (which

exhibited the lowest variance), we observe q-function estimates with implausible values

at the tails. Given our MDP setup—where rewards are strictly negative—these positive

q-values are clearly erroneous.

This issue arises despite convergence, and it highlights a core problem: when using func-

tion approximation, especially with generalization across states, the model can produce out-

puts far outside the bounds of what is theoretically possible. In contrast, non-parametric

approaches like kernel-based methods would never predict values for state-action pairs not

previously encountered, thus avoiding this issue entirely.

To address this, we propose a simple modification to FQE: clipping. At each iteration

i, we clip the predicted next-step value q̂i−1(s
′, πe(s

′)) to lie within a known return range

[c1/(1 − γ), ; c2/(1 − γ)], based on the known lower and upper bounds of the reward

function. If the predicted value exceeds these bounds, it is clipped accordingly before being

used in the FQE update.

This clipping reduces error accumulation across iterations, particularly in extrapolated

regions of the state-action space. While it introduces a bias (FQE is no longer an unbiased

estimator), it significantly reduces variance and eliminates grossly incorrect predictions.

This modification also resolves the issue of non-convergence: clipped FQE always yields a
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bounded, stable estimate, even in previously unstable datasets.

Figure 5.5: Distributions of value estimates from clipped FQE using the same 1000 experiments previously used to
generate FQE and LSTD estimates show a complete elimination of unreasonable estimates and non‐convergence, and
the overall variance is lowered significantly.

Figure 5.5 shows the resulting distributions of clipped FQE estimates. Both the overall

variance and the variance in converged cases are substantially reduced, and no predictions

fall outside the range of valid returns.

However, a tradeoff emerges—clipping breaks the structure that allows for the closed-

form LSTD solution. This serves as an argument for the greater flexibility of iterative ap-

proaches like FQE in practice.

We can now define per-iteration influence in the presence of clipping as follows:

Theorem 5.3.1 (Clipped FQE Per-Iteration Influence). Let the clipping operator be de-

fined element–wise as C(z) = min
{
max

{
z, c1

1−γ

}
, c2

1−γ

}
. Furthermore, letM C(θ) =

ΨTC(Ψ′θ), and, for a single transition, r̃j(θ) = rj + γ C
(
(x′

j)
Tθ
)
.
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Given the estimates θ̂i and θ̂i,−j computed by clipped FQE up to the ith iteration on the

full data and on the data with the jth transition removed, respectively, and defining the full–

data update as

θ̂i+1 = A
−1
[
b+ γM C(θ̂i)

]
,

and the leave–one–out update as

θ̂i+1,−j =

(
A−1 +

A−1xjx
T
j A

−1

1− hj

)[
b−xjrj+γ

(
M C(θ̂i,−j)−xj C

(
(x′

j)
T θ̂i,−j

))]
,

the next-iteration estimator can be written as

θ̂i+1,−j = θ̂i+1 − γA−1M C
(
θ̂i − θ̂i,−j

)
+
A−1xj

1− hj

[
r̃j(θ̂i,−j)− xT

j θ̂i+1

]

Proof. We start from the definitions:

θ̂i+1 = A
−1
[
b+ γM C(θ̂i)

]
,

θ̂i+1,−j =

(
A−1 +

A−1xjx
T
j A

−1

1− hj

)[
b−xjrj+γ

(
M C(θ̂i,−j)−xj C

(
(x′

j)
T θ̂i,−j

))]
.

For notational convenience defineB(θ) = b + γM C(θ). Then, the leave–one–out
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update can be rewritten as

θ̂i+1,−j =

(
A−1 +

A−1xjx
T
j A

−1

1− hj

)[
B(θ̂i,−j)− xj r̃j(θ̂i,−j)

]
.

Subtracting, we obtain

θ̂i+1 − θ̂i+1,−j = A
−1
[
B(θ̂i)− B(θ̂i,−j) + xj r̃j(θ̂i,−j)

]
−
A−1xjx

T
j A

−1

1− hj

[
B(θ̂i,−j)− xj r̃j(θ̂i,−j)

]
.

Rearrange the terms as follows:

θ̂i+1 − θ̂i+1,−j = γA−1
[
M C(θ̂i)−M C(θ̂i,−j)

]
+ A−1xj r̃j(θ̂i,−j)

−
A−1xjx

T
j A

−1

1− hj

[
B(θ̂i,−j)− xj r̃j(θ̂i,−j)

]
.

A short calculation shows that the combination

A−1xj r̃j(θ̂i,−j)−
A−1xjx

T
j A

−1

1− hj

B(θ̂i,−j) +
A−1xjx

T
j A

−1

1− hj

xj r̃j(θ̂i,−j)

can be factored as

A−1xj

1− hj

[
r̃j(θ̂i,−j)− xT

j A
−1B(θ̂i,−j)

]
.
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Recognizing that

xT
j A

−1B(θ̂i,−j) = x
T
j θ̂i+1,

the final expression becomes

θ̂i+1 − θ̂i+1,−j = γA−1M C
(
θ̂i − θ̂i,−j

)
+
A−1xj

1− hj

[
r̃j(θ̂i,−j)− xT

j θ̂i+1

]
.

This completes the proof.
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6
Discussion and Future Work

Before turning to the broader discussion of this work, it’s worth briefly reflecting on one

of the central goals of the project that ultimately led to a null result. A primary aim of this

thesis—and a focus for much of the research—was the exploration of an iterative approach

to approximating FQE influence—a method that could potentially extend to nonlinear

function approximation settings, where LSTD is not applicable. The idea was to iteratively
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reweight datapoints based on heuristics inspired by the leave-one-out (LOO) derivations:

residuals, leverage, number of neighbors, and other indicators of influence. The hope was

that through repeated reweighting and updating, the algorithm would downweight influen-

tial transitions, producing a more stable estimate. An additional aspiration was to uncover

not just individually influential datapoints, but collectively influential sets—groups of tran-

sitions whose joint absence significantly alters the learned q̂.

However, this approach ultimately fell short. A key failure emerged in cases like the sec-

ond version of the 1DMDP toy example, where a transition may have low per-iteration

influence but high cumulative influence due to its recurrence across a trajectory. Iterative

reweighting, based on local influence metrics, failed to capture these cases. There appeared

to be no principled way to design a reweighting function that consistently prioritized such

globally influential points over more obviously outlying but less consequential ones. As

a result, the iterative approximation approach proved unreliable in providing an approxi-

mately accurate ranking of transitions based on influence.

Despite this, through the calculation of exact LOO estimates, the work provides mean-

ingful insight into the complementary roles of LSTD and FQE. We find that FQE should

be treated as the gold standard—when it converges. Since LSTD produces the same es-

timate as FQE in all convergent cases, it serves as a useful and computationally efficient

proxy. However, convergence behavior itself should be treated as a diagnostic tool: if FQE
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diverges, we should not blindly trust the LSTD estimate.

In such cases, examining individual influences can be illuminating. Is divergence caused

by a single, highly outlying transition? If so, a human expert might be able to validate or

remove it, potentially restoring convergence. On the other hand, if every transition con-

tributes to instability, this likely indicates that more data is needed.

Where computational cost isn’t prohibitive, clipped FQE offers a promising compro-

mise. Although it introduces some bias and sacrifices the closed-form solutions available in

LSTD and standard FQE, it guarantees convergence and avoids implausible estimates. Still,

this robustness comes at the cost of reverting to iterative (and more expensive) influence

estimation procedures.

Several avenues remain for future research:

• Post-identification behavior: After identifying a set of influential datapoints, what
happens to the variance of θ̂ when these points are removed as a group? How does
this differ from removing individually influential points in isolation?

• Human-in-the-loop thresholds: Suppose a human expert provides a cutoff on the
likelihood of a transition being valid or spurious. How does incorporating such feed-
back impact the variance and stability of the resulting estimates?

• Extension to non-linear approximators: How can we generalize influence estimation
to neural networks or other function approximators without closed-form solutions?
For what functions should we even attempt this, given that linear approximators
already exhibit undesired behavior with too much extrapolation, which may be even
more pronounced with other function classes?
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Overall, this work presents a promising direction and offers an extension of thinking

about influence in OPE in the linear setting, though much remains to be done. Accurate

influence estimation could unlock powerful new ways to integrate human insight into the

complex landscape of off-policy evaluation, helping to diagnose errors, improve robustness,

and ultimately make offline RLmore trustworthy and actionable.
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