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Abstract

Gaussian Process Regression has become widely used in biomedical research in recent years, par-

ticularly for studying the intricate and nonlinear impacts of multivariate genetic or environmental

exposures. This dissertation proposes methods for estimating and testing nonlinear effects and/or

estimating variable importance with uncertainty quantification. Chapter 1 focuses on hypothesis

testing, while Chapter 2 and 3 address general variable importance estimation problems.

In Chapter 1, we develop an R packageCVEK, which introduces a suite of flexible machine

learning models and robust hypothesis tests for learning the joint nonlinear effects of multiple co-

variates in limited samples. It implements the Cross-validated Ensemble of Kernels (CVEK)77, an

ensemble-based kernel machine learning method that adaptively learns the joint nonlinear effect

of multiple covariates from data, and provides powerful hypothesis tests for both main effects of

features and interactions among features. The R PackageCVEK provides a flexible, easy-to-use

implementation of CVEK, and offers a wide range of choices for the kernel family (for instance,

polynomial, radial basis functions, Matérn, neural network, and others), model selection criteria,

ensembling method (averaging, exponential weighting, cross-validated stacking), and the type of hy-

pothesis test (asymptotic or parametric bootstrap). Through extensive simulations we demonstrate

the validity and robustness of this approach, and provide practical guidelines on how to design an

estimation strategy for optimal performance in different data scenarios.
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In Chapter 2, we propose a simple and unified framework for nonlinear variable importance esti-

mation that incorporates uncertainty in the prediction function and is compatible with a wide range

of machine learning models (e.g., tree ensembles, kernel methods, neural networks, etc). In particu-

lar, for a learned nonlinear model f(x), we consider quantifying the importance of an input variable

xj using the integrated partial derivative Ψj = ∥ ∂
∂xj f(x)∥2PX

. We then (1) provide a principled ap-

proach for quantifying uncertainty in variable importance by deriving its posterior distribution, and

(2) show that the approach is generalizable even to non-differentiable models such as tree ensembles.

Rigorous Bayesian nonparametric theorems are derived to guarantee the posterior consistency and

asymptotic uncertainty of the proposed approach. Extensive simulations and experiments on health-

care benchmark datasets confirm that the proposed algorithm outperforms existing classical and

recent variable selection methods.

In Chapter 3, we develop a versatile framework that can be applied to continuous, count, and bi-

nary responses. The primary aim is to estimate the variable importance scores using various machine

learning models, including tree ensembles, kernel methods, neural networks, and others. Addition-

ally, the proposed framework accounts for the impact of confounding variables and provides a way

to assess the uncertainty associated with variable importance scores. Subsequently, we present a

systematic method to estimate the uncertainty in variable importance by computing its posterior

distribution. We derive Bayesian nonparametric theorems that ensure the posterior consistency and

asymptotic uncertainty of the proposed approach. The efficacy of the proposed algorithm is vali-

dated through comprehensive simulations and experiments on socioeconomic benchmark datasets,

indicating superior performance compared to existing traditional and contemporary variable selec-

tion techniques.
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Robust Estimation and Testing for

Nonlinear Effects using Kernel Machine

Ensemble

1.1 Introduction

In recent years, kernel machine methods have seen widespread application in biomedical studies for

learning the complex, nonlinear effects of multivariate genetic or environmental exposures. Given

data and feature {y, x}, practitioners are often interested in constructing a function ĥ(x) that best

describes the data generation mechanism y = μ + h(x) + ε. Further, given groups of features

{x1, x2} ⊂ x, interest may focus on conducting a hypothesis test for either the overall effect of x1 on

y, or on the interaction effect between two feature groups x1 and x2 based on h.

Traditionally, kernel machine regression (KMR) handles this task by specifying a kernel func-

tion k(x, x′) that gives rise to a large function space Hk, and estimates the data generation function

h through regularized regression. Using the estimated ĥ, hypothesis tests for feature effects can be-

come simply variance component tests by interpreting the KMR as a linear mixed model74. Given

unlimited data and proper choice of kernel family, kernel machine regression enjoys a theoretical

guarantee of learning arbitrary continuous target functions defined over a compact input space88,

thereby inducing a valid hypothesis test with correct Type I error.

In practice, however, the performance of KMR in limited samples is known to be extremely sensi-
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tive to the choices of the kernel function. To guarantee reasonable performance, kmust be selected

carefully so that its mathematical properties reflect those of the data generating mechanism. Select-

ing an overly smooth kernel will result in an ĥ that underfits the data, inducing an invalid hypothesis

test with inflated Type I error. Selecting an overly flexible kernel function will lead to ĥ that overfits

the data, leading to an underpowered test. For most applications in epidemiology and the natural

sciences, it is often difficult to specify a kernel family a priori for a complex, nonlinear data genera-

tion mechanism h. This leads to challenges in both estimation and testing.

CVEK is an R package that provides a suite of robust estimation and testing procedures that

adaptively learn the proper kernel function from the data through the use of kernel ensembling,

thereby achieving unbiased effect estimation and valid hypothesis testing in limited samples. Specif-

ically,CVEK implements the Cross-validated Ensemble of Kernels (CVEK)77,81, an ensemble-based

kernel machine learning procedure that automatically discerns the most appropriate kernel for the

data using a cross-validated approach. CVEK offers a range of choices in base kernel families, model

selection criteria, and ensemble methods, so the practitioner can flexibly design a modeling strategy

for the data at hand. Section 1.2 introduces CVEK and such choices in detail. Section 1.3 presents

CVEK’s implementation of asymptotic and bootstrap-based hypothesis tests for the overall effect

of a single feature/group, as well as the interaction effect between features/groups. Section 1.4 pro-

vides a hands-on tutorial in learning and testing gene-environment interactions withCVEK. Sec-

tion 1.5 discusses the impact of choice of estimation strategy (i.e., choices of model selection criteria

and ensemble strategy) on the performance of the resulting hypothesis test. This is demonstrated

through a comprehensive simulation study that evaluates validity (i.e., Type I error) and power of

the implemented tests using diverse modeling strategies under a wide range of data generation mech-

anisms.
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1.2 Robust estimation using kernel ensemble via CVEK

1.2.1 Gaussian process regression

Assume we observe data from n independent subjects. For the ith subject, let yi be a continuous

response, xi be the set of p continuous features that have a potentially nonlinear effect on yi. We

assume that the outcome yi depends on features xi through the data generating model

yi = μ + h(xi) + εi, where εi
iid∼ N(0, λ).

We assume h : Rp → R follows the Gaussian process (GP) prior GP(0, k) governed by the positive

definite kernel function k, such that the function evaluated at the observed covariates follows the

multivariate normal (MVN) distribution

h = [h(x1), . . . , h(xn)] ∼ MVN(0,K)

with covariance matrix having elementsKij = k(xi, xj). Under this construction, the predictive

distribution of h evaluated at the samples is also multivariate normal,

h | {yi, xi}ni=1 ∼ MVN(h∗,K∗),

h∗ = K(K + λI)−1(y − μ),

K∗ = K − K(K + λI)−1K.

To understand the impact of λ and k on h∗, recall that operationally, a Gaussian process can be un-

derstood as the Bayesian version of kernel machine regression, where h∗ equivalently arises from the

4



optimization problem

h∗ = argmin
h∈Hk

∥y − μ − h(x)∥2 + λ∥h∥2H,

where Hk is the reproducing kernel Hilbert space (RKHS) generated by kernel function k. From

this perspective, h∗ is the element in a spherical ball in Hk that best approximates the observed data

y. The mathematical properties (e.g., smoothness, spectral density) of h∗ are governed by the kernel

function k. The norm of h∗, ∥h∥2H, is constrained by the tuning parameter λ.

Consequently, choice of kernel function k and tuning parameter λ critically impact the quality

of the final estimate ĥ. To this end,CVEK offers a wide range of choices for the kernel family and

tuning parameter selection strategies, which we review below.

Kernel Family

In this section we review some commonly-used kernel functions that are implemented inCVEK,

including three stationary covariance functions (Gaussian radial basis function, Matérn and rational

quadratic), as well as non-stationary covariance functions (polynomial and neural network).

• Intercept Kernel (intercept)

The intercept kernel implements the simplest of all kernel functions

k(x, x′) = 1,

which corresponds to the intercept under the (generalized) linear model.

• Linear Kernel (linear)

5



The linear kernel is

k(x, x′) = ⟨x, x′⟩,

where ⟨x, x′⟩ := x⊤x′, the inner product of x and x′. It is useful when dealing with large, sparse

data vectors x.

• Polynomial Kernel (polynomial)

The polynomial kernel is

k(x, x′) = (1 + ⟨x, x′⟩)p,

which is commonly used with support vector machines (SVMs). The polynomial kernel becomes

the intercept kernel when p = 0, and the linear kernel when p = 1.

• Gaussian Radial Basis Function (RBF) Kernel (rbf )

The Gaussian radial basis function kernel is

k(x, x′) = exp
(

− |x − x′|2

2l2
)
,

where l is the characteristic length-scale. It is typically used when knowledge about the form of the

exposure-response relationship exists.

• Matérn Kernel (matern)

TheMatérn kernel is

k(x, x′) = 21−ν

Γ(ν)

(√2ν|x − x′|
l

)ν
Kν
(√2ν|x − x′|

l

)
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with positive parameters ν and l, whereKν is a modified Bessel function1. TheMatérn kernel is

commonly used to define the statistical covariance between measurements made at two points that

are |x − x′| units distant from each other. The most interesting cases for machine learning are

ν = 3/2 and ν = 5/2, for which

kν=3/2(x, x′) =
(
1 +

√
3|x − x′|

l

)
exp

(
−

√
3|x − x′|

l

)
,

kν=5/2(x, x′) =
(
1 +

√
5|x − x′|

l
+ 5|x − x′|2

3l2
)
exp

(
−

√
5|x − x′|

l

)
,

since for ν = 1/2 the process becomes very rough, and for ν ≥ 7/2, in the absence of explicit prior

knowledge about the existence of higher order derivatives, it is probably very hard from finite noisy

training examples to distinguish between values of ν ≥ 7/2.

• Rational Quadratic Kernel (rational)

The rational quadratic kernel is

k(x, x′) =
(
1 + |x − x′|2

2αl2
)−α

with α, l > 0 can be seen as a scale mixture (an infinite sum) of squared exponential (SE) covariance

functions with different characteristic length-scales (sum of covariance functions is a valid covari-

ance). The limit of the rational quadratic covariance as α → ∞ is the SE covariance function with

characteristic length-scale l.

• Neural Network Kernel (nn)

The neural network kernel is

k(x, x′) = 2
π
sin−1

( 2σx̃⊤x̃′√
(1 + 2σx̃⊤x̃)(1 + 2σx̃′⊤x̃′)

)
,
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where x̃ = (1, x1, ..., xd)⊤ is an augmented input vector and σ is the covariance coefficient.

Model Selection Criteria

In practice, the tuning parameter λ is selected by minimizing certain objective functions in a process

known asModel Selection that measures the model’s degree of ”appropriateness” given certain values

of λ. Depending on the specific criteria, such ”appropriateness” can be the distance between the cur-

rent model and the true model, the model’s out-of-sample prediction error, or the model likelihood.

Here we review some commonly used model selection criteria.

In kernel machine regression, most of the model selection criteria can be expressed as a function

of λ through the model’s predictive ”hat” matrixAλ:

Aλ = K(X,X)[K(X,X) + λI]−1.

In this way, tr(Aλ) is the effective number of model parameters. It decreases monotonically with

λ > 0. For notational simplicity we assume y is centered: y = y − μ̂, where μ̂ = 1
n
∑n

i=1 yi.

• Akaike Information Criterion (AIC) and its small-sample variant (AICc)

AIC handles the trade-off between the goodness of fit of the model and the simplicity of the model:

λAIC = argmin
λ∈Λ

{
log y⊤(I − Aλ)2y + 2[tr(Aλ) + 2]

n

}
,

where Λ is the set that contains all possible values of λ. When n is small (e.g., n/p < 40)17, extreme

overfitting is possible, giving small bias/ large variance estimates. The AIC small-sample correc-

tion61,62 is derived by modifying the penalty as the product of the original penalty, 2[tr(Aλ) +2]/n

and n/[n − tr(Aλ) − 3], where we plug inAλ and σ̂2. In this case, we obtain our small-sample
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objective function AICc,

λAICc = argmin
λ∈Λ

{
log y⊤(I − Aλ)2y + 2[tr(Aλ) + 2]

n − tr(Aλ) − 3

}
.

• Bayesian Information Criterion (BIC)

The Bayesian information criterion is

λBIC = argmin
λ∈Λ

{
log y⊤(I − Aλ)2y + log(n)[tr(Aλ) + 2]

n

}
.

The formula for BIC is similar to the one for AIC. It is more conservative in the selection process

with penalty for number of parameters to be log(n), instead of 2 for AIC.

• Leave-one-out Cross Validation (loocv)

Suppose we performK-fold cross-validation, which partitions observations intoK groups, κ(1), ..., κ(K),

and calculatesAλ K times, each time leaving out group κ(i), to get

A−κ(1)
λ ,A−κ(2)

λ , . . . ,A−κ(K)
λ .

A value ofK = 10 is very common in the field of applied machine learning. ForA−κ(i)
λ , cross-

validated residuals are calculated on the observations in κ(i), which did not contribute to the es-

timation ofA. The objective function estimates prediction error and is the sum of the squared

cross-validated residuals,

λK−CV = argmin
λ∈Λ

{
log

K∑
i=1

[yκ(i) − A−κ(i)
λ yκ(i)]⊤[yκ(i) − A−κ(i)

λ yκ(i)]
}

.
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Note that loocv corresponds toK = n. In this case, we can write our objective function as45,

λloocv = argmin
λ∈Λ

{
log y⊤[I − diag(Aλ) − 1

n
I]−1(I − Aλ)2[I − diag(Aλ) − 1

n
I]−1y

}
. (1.1)

• Generalized Cross Validation (GCV ) and its small-sample variant (GCVc)

In (1.1), if we approximate each diagonal element of the matrixAλ, Aλ[ii] with its mean tr(Aλ)
n , in a

sense we give equal weight to all observations. We then get the generalized cross validation objective

function,

λGCV = argmin
λ∈Λ

{
log y⊤(I − Aλ)2y − 2 log[1 − tr(Aλ)

n
− 1

n
]
}

, (1.2)

where ’− 1
n ’ is due to GCV counting μ as part of the model complexity, but not σ2. This motivates

the proposed small-sample correction to GCV11, which does count σ2 as a parameter,

λGCVc = argmin
λ∈Λ

{
log y⊤(I − Aλ)2y − 2 log[1 − tr(Aλ)

n
− 2

n
]+
}

.

• Generalized Maximum Profile Marginal Likelihood (gmpml)

The generalized maximum profile marginal likelihood is defined as

λgmpml = argmin
λ∈Λ

{
log y⊤(I − Aλ)y − 1

n − 1
log|I − Aλ|

}
.

This is a likelihood-based method, where λ is interpreted as the variance component of a mixed-

effects model.
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1.2.2 Cross-Validated ensemble of kernels

Traditional applications of Gaussian process estimate h using a single kernel function k for h ∈ Hk,

therefore imposing a priori assumption on the mathematical properties of h through k. In such case,

choosing a kernel function that is too restrictive or too flexible will lead to either model underfit or

overfit, rendering the subsequent hypothesis tests invalid. Recently,77,81 addressed the challenge by

proposing Cross-Validated Ensemble of Kernels (CVEK), an ensemble-based estimator that adap-

tively learns the form of the kernel function from data. CVEK estimates h using the ensemble of GP

predictions generated from a library of (fixed) base kernel functions {kd}Dd=1,

ĥ(x) =
D∑
d=1

udĥd(x), u ∈ Δ := {u | u ≥ 0, ∥ u ∥1= 1}, (1.3)

where ĥd is the kernel predictor generated by the dth base kernel kd.

The exact algorithm proceeds in three stages as follows (see Algorithm 1, which can be found in

Section 1.6).

Stage 1: Estimate Base Model Cross-Validation Error

For each base kernel in the library {kd}Dd=1, we first standardize the kernel matrix by its traceKd =

Kd/tr(Kd), and then estimate the prediction based on each kernel as ĥd,λ̂d
= Kd(Kd+λ̂dI)−1y, d ∈

{1, . . . ,D}, where the tuning parameter λ̂d is selected by minimizing one of the model selection

criterion introduced in Section 1.2.1. In the case of leave-one-out cross validation (loocv), the cross-

validation error can be expressed in closed-form:

CV(λ|kd) =
[
I − diag(Ad,λ)

]−1 (y − ĥd,λ), where Ad,λ = Kd(Kd + λI)−1.

We denote the final estimated loocv error for dth kernel as ξ̂d = CV(λ̂d|kd).
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Stage 2: Estimate Ensemble

Using the estimated individual model cross-validation errors {ξ̂d}Dd=1, we estimate the ensemble

weights u = {ud}Dd=1 according to one of the ensemble strategies that will be introduced in Section

1.2.2. After estimating û, the final ensemble prediction is estimated as:

ĥ =
D∑
d=1

ûdĥd =
D∑
d=1

ûdAd,λ̂d
y = Ây,

where Â =
∑D

d=1 ûdAd,λ̂d
is the ensemble hat matrix.

Stage 3: Estimate Ensemble Kernel Matrix

Using the ensemble hat matrix Â, estimate the ensemble kernel matrix K̂ by solving:

K̂(K̂ + λI)−1 = Â.

Specifically, if we denoteUA and {δA,k}nk=1 as the eigenvectors and eigenvalues of Â, respectively,

then the ensemble kernel matrix K̂ adopts the form:

K̂ = λK ∗
[
UAdiag

( δA,k
1 − δA,k

)
U⊤

A

]
, (1.4)

where we recommend setting λK = min
[
1,
(∑n

k=1
δA,k

1−δA,k

)−1]
.

Ensemble Strategies

We now introduce the choices for an ensemble strategy to be used in Stage 2 of CVEK. Briefly, an

ensemble strategy estimates the ensemble weights u = {ud}Dd=1 from individual model cross-

validation errors {ξ̂d}Dd=1. Choices available are:

• Averaging Ensemble (avg)
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Motivated by existing literature on the omnibus kernel131, a simple way to choose the weights is

ud = 1/D for d = 1, 2, ...D.

• Exponential Weighting (exp)

28 proposed estimating u using the estimated errors {ξ̂d}Dd=1 as:

ud(β) = exp(−∥ξ̂d∥22/β)∑D
d=1 exp(−∥ξ̂d∥22/β)

.

From the perspective of optimal model aggregation, the authors showed that under squared loss,

the error bound in excessive risk of exponential weighting converges at the fast rate ofO( 1
n). Here,

β serves as a tuning parameter to determine how different the ensemble weights are. Increasing β

results in more similar weights, based on their estimated errors. An infinite β results in an averaging

ensemble. Exponential weighting can also be viewed as the frequentist version for Bayesian model

averaging under Gaussian noise127.

• Cross-Validated Stacking (stack)

Alternatively, we can estimate u such that it minimizes the overall cross-validation error. After ob-

taining the estimated errors {ξ̂d}Dd=1, we estimate the ensemble weights u = {ud}Dd=1 such that it

minimizes the overall error:

û = argmin
u∈Δ

∥
D∑
d=1

udξ̂d∥2 where Δ = {u | u ≥ 0, ∥u∥1 = 1}.
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1.3 Hypothesis testing for nonlinear effects

1.3.1 Testing for general nonlinear effect

We use the classical variance component test72 to construct a testing procedure for the hypothesis

about a Gaussian process. Specifically, recall the assumed model:

yi = μ + h(xi) + εi, where εi
iid∼ N(0, λ).

We are interested in testing the null hypothesis:

H0 : h ∈ H0.

We first express this hypothesis in terms of model parameters. The key to our approach is to assume

that h lies in a RKHS generated by a garrote kernel function kδ(z, z′)85, which is constructed by

including an extra garrote parameter δ in a given kernel function. When δ = 0, the garrote kernel

function k0(x, x′) = kδ(x, x′) |δ=0 generates H0, the space of functions under the null hypothesis.

In order to focus on a particular hypothesis of interest, practitioners need only to specify the form

of the garrote kernel such that H0 corresponds to the null hypothesis. As a result, the general null

hypothesis is equivalent to,

H0 : δ = 0. (1.5)

We now construct a test statistic T̂0 for (1.5) by noticing that the garrote parameter δ can be treated

as a variance component parameter in a linear mixed model (LMM). This is because the Gaussian
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process under a garrote kernel can be formulated into the LMM

y = μ + h + ε, where h ∼ N(0, τKδ), ε ∼ N(0, σ2I),

andKδ is the kernel matrix generated by kδ(z, z′). Consequently, we can derive a variance com-

ponent test forH0 by calculating the squared derivative of the RestrictedMaximum Likelihood

(REML) with respect to δ underH0
72,

T̂0 = τ̂ ∗ (y − μ̂)⊤V−1
0 [∂K0]V−1

0 (y − μ̂), (1.6)

where τ = σ2
λ andV0 = σ̂2I + τ̂K0. In this expression,K0 = Kδ |δ=0, and ∂K0 is the null derivative

kernel matrix whose (i, j)th entry is ∂
∂δkδ(x, x′) |δ=0. Appendix A.5 also provides the derivation of

the REML based test statistic.

Extension for Interaction Testing

In the previous section, we assume that we are able to obtain a kδ that generates H0 exactly. How-

ever, depending on the exact hypothesis of interest, identifying such a k0 is not always straightfor-

ward. In this section, we revisit the case of interaction testing and consider how to build a k0 for the

hypothesis of interest.

H0 : h(x) = h1(x1) + h2(x2),

Ha : h(x) = h1(x1) + h2(x2) + h12(x1, x2),

where h12 is the “pure interaction” function that is orthogonal to main effect function h1 and h2.

This hypothesis is difficult to formulate with Gaussian process models, since the kernel functions

k(x, x′) in general do not explicitly separate the main and the interaction effect. Therefore rather
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than directly defining k0, we need to first construct H0 and Ha that correspond to the null and

alternative hypotheses, respectively, and then identify the garrote kernel function kδ such that corre-

sponds to H0 when δ = 0 and Ha when δ > 0.

We build H0 using the tensor-product constructions of RKHS on the product domain

(x1,i, x2,i) ∈ Rp1 ×Rp2 46, due to this approach’s unique ability to explicitly characterize the space

of “pure interaction” functions. Let 1 = {f | f ∝ 1} be the RKHS of constant functions, and H1,

H2 be the RKHS of centered functions for x1, x2 respectively. We can then define the full space as

H = ⊗2
m=1(1⊕ Hm). H describes the space of functions that depends jointly on {x1, x2}. It adopts

the orthogonal decomposition,

H = (1 ⊕ H1) ⊗ (1 ⊕ H2)

= 1 ⊕ {H1 ⊕ H2} ⊕ {H1 ⊗ H2} = 1 ⊕ H⊥
12 ⊕ H12,

where we have denoted H⊥
12 = H1 ⊕H2 and H12 = H1 ⊗H2 respectively. We see that H12 is indeed

the space of “pure interaction” functions, since H12 contains functions on the product domain

Rp1 × Rp2 , but is orthogonal to the space of additive main effect functions H⊥
12. To summarize, we

have identified two function spaces H0 and Ha that have the desired interpretation,

H0 = H⊥
12, Ha = H⊥

12 ⊕ H12.

We are now ready to identify the garrote kernel kδ(x, x′). To this end, we notice that both H⊥
12 and

H12 are composite spaces built from basis RKHSs using direct sum and tensor products. If we de-

note km(xm, x′
m) as the reproducing kernel associated with Hm, we can construct kernel functions
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for composite spaces H⊥
12 and H12 as

k0(x, x′) = k1(x1, x1) + k2(x2, x2),

k12(x, x′) = k1(x1, x1)k2(x2, x2).

Hence, the garrote kernel function for Ha is

kδ(x, x′) = k0(x, x′) + δk12(x, x′).

Finally, using the chosen form of the garrote kernel function, the (i, j)th element of the null deriva-

tive kernel matrix is ∂
∂δkδ(x, x′)

∣∣∣
δ=0

= k12(x, x′), i.e., the null derivative kernel matrix ∂K0 is simply

the kernel matrixK12 that corresponds to the interaction space. Thus, we also call it the alternative

kernel. Therefore the score test statistic T̂0 in (1.6) simplifies to

T̂0 = τ̂ ∗ (y − Xβ̂)⊤V−1
0 K12V−1

0 (y − Xβ̂),

whereV0 = σ̂2I + τ̂K0.

There exist multiple approaches for estimating the null distribution of T̂0. Specifically, assum-

ing ∂K0 is a fixed matrix (e.g., in the case of interaction testing, fixing the k12 to be a linear kernel),

one can derive the closed form expression of the asymptotic distribution of T̂0 (i.e., a mixture of

χ2 distributions). Alternatively, one can approximate the null distribution in a data-driven manner

using bootstrap sampling. Compared to the bootstrap, the asymptotic method is advantageous in

that it is more powerful if the null model is correctly specified, but is restrictive in that it requires the

alternative kernel ∂K0 to be fixed a priori. This requirement further prevents practitioners from im-

proving test power due to the need to learn the optimal ∂K0 from data. The bootstrap test, on the

other hand, does not require ∂K0 to be fixed and hence does not suffer from this limitation. We in-
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troduce these two types of procedures in detail in Section 1.3.2, and discuss a data-adaptive strategy

for estimating ∂K0 in Section 1.3.3.

1.3.2 Null distribution estimation

Asymptotic Approximation

Assuming fixed ∂K, the null distribution of T̂ can be approximated with a scaled chi-square distribu-

tion κχ2ν using the Satterthwaite method that matches the first two moments of T,

κ ∗ ν = E(T) = τ̂ ∗ tr(V0∂K0), 2 ∗ κ2 ∗ ν = Var(T) = Îδδ.

This procedure yields the solution

κ̂ = Îδδ/[τ̂ ∗ tr(V−1
0 ∂K0)], ν̂ = [τ̂ ∗ tr(V−1

0 ∂K0)]2/(2 ∗ Îδθ),

where Îδδ = In,δδ − I⊤δθI
−1
θθ Iδθ is the efficient information of δREML. Iδδ, Iθθ and Iδθ are sub-matrices

of the REML information matrix. Numerically more accurate, but computationally less efficient,

approximation methods are also available9.

Finally, the p-value of this test is calculated using the tail probability of κ̂χ2ν̂ ,

p = P(κ̂χ2ν̂ > T̂) = P(χ2ν̂ > T̂/κ̂).

A complete summary of the proposed testing procedure is available in Algorithm 2, which can be

found in Section 1.6.
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Parametric Bootstrap

When the sample size is small, we make valid inferences about a population using resampling. A

commonly used resampling method is the bootstrap, which gives valid tests in small to moderate

sample sizes.

Testing in a regression model framework requires computing the distribution of the test statistic

under the null hypothesis. We approximate this null distribution using a bootstrap sample of the

test statistic resampled from the fit of the null model. For instance, when testing (1.5), we first fit the

model under the null,

E(y⋆) = K0(K0 + λI)−1y = A0y,

and generate Y⋆ with a random noise, whose variance is also estimated. We then compute the test

statistic for this simulated sample, and repeat this process B times. The empirical distribution of the

test statistic provides an estimate of the test statistic’s distribution under the null. Correspondingly,

p-values are calculated as the proportion of simulated test statistics that are as or more extreme than

the observed value.

Like the classical bootstrap, this approach samples from a distribution based on the observed

data, but the simulations are from a fitted parametric model rather than the empirical distribution.

To obtain a valid test, the fitted parametric model is chosen so that the null hypothesis is satisfied.

A complete summary of the proposed testing procedure is available in Algorithm 3, which can be

found in Section 1.6.
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1.3.3 Strategy for estimating alternative kernel

As mentioned previously, the asymptotic test requires the alternative kernel ∂K0 in the test statistic

(1.6) to be fixed a priori, due to the need to approximate the null distribution analytically. Tradition-

ally, ∂K0 is fixed to be either linear or a specific kernel family with fixed hyperparameters (e.g., Gaus-

sian RBF family with fixed length-scale). Consequently, the form of the alternative kernel needs to

be correctly specified in order to sufficiently describe the interaction effect, since otherwise a mis-

specified alternative kernel may lead to a loss of power. On the other hand, the bootstrap test allows

∂K0 to be estimated adaptively from the data in order to better represent the alternative hypothesis

space.

To this end, we propose a strategy for data-adaptive estimation of the alternative kernel in the

bootstrap test. Specifically, we estimate the alternative kernel using the ensemble weights {μ̂d}
D
d=1

obtained from the ensemble procedure as described in (1.3), i.e.,

∂K0 =
D∑
d=1

ûd ∗ ∂K0,d. (1.7)

Consequently, if the true interaction effect is not linear, a bootstrap test with an adaptively esti-

mated alternative kernel can better describe the interaction effect from the data, and therefore will

have better power when compared to an asymptotic or bootstrap test with the ∂K0 fixed to be a

linear kernel. In Section 1.5.2, we empirically investigate the effectiveness of this approach through

extensive simulation.

1.4 The CVEK package

Using a library of base kernels,CVEK learns the generating function from data by directly minimiz-

ing the ensemble model’s error, and tests whether the data is generated by the RKHS under the null
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hypothesis. Section 1.4.1 presents a simple example to conduct Gaussian process regression and hy-

pothesis testing using the cvek function on simulated data. Section 1.4.2 shows a real-world applica-

tion where we useCVEK to understand whether the per capita crime rate impacts the relationship

between local socioeconomic status and the housing price in Boston, MA, U.S.A.

1.4.1 Tutorial using simulated dataset

Generate Data andDefineModel

We generate a simulated dataset using the polynomial kernel, and set the relative interaction strength

to be 0.2. The outcome yi is generated as,

yi = h1(xi,1) + h2(xi,2) + 0.2 ∗ h12(xi,1, xi,2) + εi,

where h1, h2, h12 are sampled from RKHSs H1, H2, H12, generated using the corresponding poly-

nomial kernel. We standardize all sampled functions to have unit form, so that 0.2 represents the

strength of interaction relative to the main effect.

> set.seed(0921)
> n <- 100 # including training and test
> d <- 4
> int_effect <- 0.2
> data <- matrix(rnorm(n * d), ncol = d)
> Z1 <- data[, 1:2]
> Z2 <- data[, 3:4]
>
> kern <- generate_kernel(method = ”polynomial”)
> w <- rnorm(n)
> w12 <- rnorm(n)
> K1 <- kern(Z1, Z1)
> K2 <- kern(Z2, Z2)
> K1 <- K1 / sum(diag(K1)) # standardize kernel
> K2 <- K2 / sum(diag(K2))
> h0 <- K1 %*% w + K2 %*% w
> h0 <- h0 / sqrt(sum(h0 ^ 2)) # standardize main effect
>
> h1_prime <- (K1 * K2) %*% w12 # interaction effect
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>
> # standardize sampled functions to have unit norm, so that the interaction
> # effect represents the interaction strength relative to the main effect
> Ks <- svd(K1 + K2)
> len <- length(Ks$d[Ks$d / sum(Ks$d) > .001])
> U0 <- Ks$u[, 1:len]
> h1_prime_hat <- fitted(lm(h1_prime ~ U0))
> h1 <- h1_prime - h1_prime_hat
>
> h1 <- h1 / sqrt(sum(h1 ^ 2)) # standardize interaction effect
> Y <- h0 + int_effect * h1 + rnorm(1) + rnorm(n, 0, 0.01)
> data <- as.data.frame(cbind(Y, Z1, Z2))
> colnames(data) <- c(”y”, paste0(”z”, 1:d))

The resulting data look as follows.

y z1 z2 z3 z4
-0.2768 1.5016 1.1173 -0.1347 0.5453
-0.303 -0.2449 0.6871 -0.3328 0.0221
-0.2776 0.5736 -0.0705 -1.0108 -0.1492
-0.2282 -0.6322 0.4335 -1.1523 0.2565
-0.2791 1.0591 0.7223 -0.6392 0.1998

Nowwe can apply the cvek function to conduct Gaussian process regression. Table 1.1 is a de-

tailed list of all the arguments of the function cvek.

Suppose we want our model library to contain three kernels: linear, polynomial with p=2, and

rbf with l=1 (the effective parameter for polynomial is p and the effective parameter for rbf is l, so

we can set anything to l for polynomial kernel and p for rbf kernel). This library is reasonable be-

cause its complexity ranges from a linear model to a nonparametric RBF model, which has a high

degree of smoothness (i.e., infinitely differentiable) that can incorporate more general types of non-

linearity. We then first apply define_library.

> kern_par <- data.frame(method = c(”linear”, ”polynomial”, ”rbf”),
+ l = rep(1, 3), p = 1:3, stringsAsFactors = FALSE)
> # define model library
> kern_func_list <- define_library(kern_par)
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Table 1.1: Arguments of the function cvek().

Arguments Description
formula (formula) A user-supplied formula for the null model.
kern_func_list (list) A list of kernel functions in the model library.
data (data.frame, n*d) A data.frame, list or environment (or object coercible

by as.data.frame to a data.frame), containing the variables in formula.
Neither a matrix nor an array will be accepted.

mode (character) A character string indicating which tuning parameter criteria
is to be used.

strategy (character) A character string indicating which ensemble strategy is to
be used.

beta_exp (numeric/character) A numeric value specifying the parameter when
strategy = ”exp”.

lambda (numeric) A numeric string specifying the range of tuning parameter to
be chosen. The lower limit of lambda must be above 0.

verbose (logical) Whether to print additional messages.

Table 1.2: Arguments of the function cvek_test().

Arguments Description
est_res Estimation results returned by cvek() procedure.
formula_test (formula) A user-supplied formula indicating the alternative effect to

test. All terms in the alternative mode must be specified as kernel terms.
be chosen. The lower limit of lambda must be above 0.

kern_func_list (list) A list of kernel functions in the model library.
data (data.frame, n*d) A data.frame, list or environment (or object coercible

by as.data.frame to a data.frame), containing the variables in formula.
Neither a matrix nor an array will be accepted.

test (character) Type of hypothesis test to conduct. Must be either ’asymp’
or ’boot’.

alt_kernel_type (character) Type of alternative kernel effect to consider. Must be either
’linear’ or ’ensemble’.

B (numeric) Number of bootstrap samples.
verbose (logical) Whether to print additional messages.
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Estimation

First we try the null model y ∼ k(z1, z2) + z3 + z4. This means that we specify the response as a

linear function of z3 and z4 but possibly a complex function of z1 and z2.

> formula <- y ~ k(z1, z2) + z3 + z4

With all these parameters specified, we can conduct Gaussian process regression.

> est_res <- cvek(formula, kern_func_list = kern_func_list,
+ data = data_train, mode = ”loocv”, strategy = ”stack”,
+ beta_exp = 1, lambda = exp(seq(-10, 5)),
+ verbose = FALSE)
> summary(est_res)
$formula
y ~ k(z1, z2) + z3 + z4

$lambda
[1] 0.006737947

$u_hat
[1] 0.0605232 0.9394768 0.0000000

$residuals
Min 1Q Median 3Q Max

-0.068982343 -0.012395647 0.005771232 0.020623237 0.181852501

$coefficients
Estimate Std. Error t value Pr(>|t|)

(Intercept) -0.27852522 0.004279663 -65.081114 2.743669e-78
z3 -0.03424355 0.003791844 -9.030844 2.656309e-14
z4 0.05415421 0.004295397 12.607498 1.065171e-21

$sigma
[1] 0.03635318

$r.squared
[1] 0.8427866

$adj.r.squared
[1] 0.8295008

$AIC
[,1]

[1,] -1.97939

$GCV
[,1]
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[1,] -1.991323

$fstatistic
value numdf dendf p_value

5.971555e+01 7.714413e+00 9.128559e+01 1.591612e-32

attr(,”class”)
[1] ”summary.cvek”

We can see that the ensemble weight assigns 0.06 to linear kernel and 0.94 to the polynomial

kernel, which is the true kernel. This illustrates the accuracy and efficiency of theCVEKmethod.

Moreover, AIC and adjusted R squared are -1.98 and 0.826 respectively. We want to try other mod-

els to see if we can improve the performance. We use update function to update the fitted model by

replacing the linear terms z3 and z4 with kernel term k(z3, z4).

> res_update <- update(est_res, .~. - z3 - z4 + k(z3, z4))
> summary(res_update)
$formula
y ~ k(z1, z2) + k(z3, z4)

$lambda
[1] 0.000911882

$u_hat
[1] 0.0356506 0.9643494 0.0000000

$residuals
Min 1Q Median 3Q Max

-0.073362800 -0.002435485 0.010710418 0.019829352 0.097833399

$coefficients
Estimate Std. Error t value Pr(>|t|)

(Intercept) -0.2807113 0.00280344 -100.131 1.369735e-92

$sigma
[1] 0.02539202

$r.squared
[1] 0.9259223

$adj.r.squared
[1] 0.9168174

$AIC
[,1]

[1,] -2.809893

25



$GCV
[,1]

[1,] -2.81467

$fstatistic
value numdf dendf p_value

1.014165e+02 1.083617e+01 8.816383e+01 6.224566e-45

attr(,”class”)
[1] ”summary.cvek”

We now obtain a better AIC score as well as a better adjusted R suqared, which are -2.81 and

0.917. The model again assigns large weight to the true polynomial kernel. Therefore, we choose the

updated model res_update to be our final model.

Testing

Based on the estimation results res_update, we next specify the testing procedure. We need to use

the cvek_test function to perform the testing. Table 1.2 is a detailed list of all the arguments of the

function cvek_test. formula_test is the user-supplied formula indicating the pure alternative effect

(e.g., interactions) to test for. Specifically, we will first show how to conduct the classic score test by

specifying test=”asymp”, followed by a bootstrap test where we specify test=”boot”, and the number

of bootstrap samples B=200.

> formula_test <- y ~ k(z1, z2):k(z3, z4)
> test_asymp <- cvek_test(res_update, formula_test = formula_test,
+ kern_func_list = res_update$kern_func_list,
+ data = res_update$data, test = ”asymp”,
+ alt_kernel_type = ”ensemble”)
> test_asymp$pvalue

[,1]
[1,] 2.220446e-16

> test_boot <- cvek_test(res_update, formula_test = formula_test,
+ kern_func_list = res_update$kern_func_list,
+ data = res_update$data, test = ”boot”,
+ alt_kernel_type = ”ensemble”, B = 200)
> test_boot$pvalue
[1] 0
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Both tests come to the same conclusion. At the significance level 0.05, we reject the null hy-

pothesis that there’s no interaction effect, which matches our data generation mechanism. Addi-

tionally, we can use predict function to predict new outcomes based on testing results test_boot (or

test_asymp) which include the estimation results res_update and visualize the possible interaction

effects using the function plot. This function is to visualize the possible interaction effects. If the p-

value of the test is significant (it is less than p_thre), the predictor-response function is the one with

interaction effects. If the p-value of the test is not significant (it is greater than p_thre), the predictor-

response function is the one without interaction effects. It shows the predictor-response curves

when the fixed effects are fixed to a particular value (mean for continuous predictors and mode for

categorical predictors), all of predictors in a single group are at a particular percentile (x_axis), one

of the predictor in the second group is fixed at various quantiles (qs) and the rest predictors in the

second group are fixed at a certain quantile (q_fixed). This function can only be called if the user

does testing (object is the return of cvek_test) and the number of groups being tested is two (x_axis

must be 1 or 2). The formula_test in object must only contain the interaction effects and the for-

mula in object must contain the corresponding main effects.

> plot(test_boot, p_thre = 0.05, x_axis = 1, n_grid = 100,
+ q_fixed = 0.5, qs = c(0.05, 0.25, 0.5, 0.75, 0.95))

Figure 1.1 shows the mixture plots where x-axes are quantiles of z1 and z2. The left one is the

case when z4 is fixed at its 50% quantile and varying the quantiles of z3. The right one is the case

when z3 is fixed at its 50% quantile and varying the quantiles of z4. The right one visualizes the

interaction effects better, especially when the value of z4 is large.

1.4.2 Detecting nonlinear interactions in BostonHousing Prices

In this section, we show an example of using theCVEK test to detect nonlinear interactions be-

tween socioeconomic factors that contribute to housing price in the city of Boston, Massachusetts,
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Figure 1.1: response ‐ z1 & z2 relationship under different levels of z3 (left) and z4 (right) respectively.

USA.We consider the Boston dataset (available in theMASS package), which is collected by the U.S

Census Service about the median housing price (medv) in Boston, along with additional variables

describing local socioeconomic information such as per capita crime rate, proportion of non-retail

business, number of rooms per household, etc. Table 1.3 lists the 14 variables.

Here we useCVEK to study whether the per capita crime rate (crim) impacts the relationship

between the local socioeconomic status (lstat) and the housing price. The null model is,

medv ∼ x⊤β + k(crim) + k(lstat),

where x⊤ =(1, zn, indus, chas, nox, rm, age, dis, rad, tax, ptratio, black), and k() is specified as a

semi-parametric model with a model library that includes linear and rbf kernels with l = 1 or

l = 4. This inclusion of nonlinearity (i.e., the rbf kernel) is important, since per classic results in the

macroeconomics literature, the crime rates and socioeconomic status of local community are known

to have a nonlinear association with the local housing price50. We will try two model libraries and

we select one of them based on AIC or adjusted R squared.

> kern_par1 <- data.frame(method = c(”linear”, ”rbf”), l = rep(1, 2),
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Table 1.3: Variables of the Boston dataset.

Variables Description
crim Per capita crime rate by town.
zn Proportion of residential land zoned for lots over 25,000 sq.ft.
indus Proportion of non-retail business acres per town.
chas Charles River dummy variable (= 1 if tract bounds river; 0 otherwise).
nox Nitric oxides concentration (parts per 10 million).
rm Average number of rooms per dwelling.
age Proportion of owner-occupied units built prior to 1940.
dis Weighted distances to five Boston employment centres.
rad Index of accessibility to radial highways.
tax Full-value property-tax rate per USD 10,000.
ptratio Pupil-teacher ratio by town.
black 1000(B − 0.63)2 where B is the proportion of blacks by town.
lstat Percentage of lower socioeconomic status in the population.
medv Median value of owner-occupied homes in USD 1000’s.

+ p = 1:2, stringsAsFactors = FALSE)
> kern_func_list1 <- define_library(kern_par1)
>
> kern_par2 <- data.frame(method = c(”linear”, ”rbf”), l = rep(4, 2),
+ p = 1:2, stringsAsFactors = FALSE)
> kern_func_list2 <- define_library(kern_par2)

To this end, the hypothesis regarding whether the crime rate (crim) impacts the association

between local socioeconomic status (lstat) and the housing price (medv) is equivalent to testing

whether there exists a nonlinear interaction between crim and lstat in predicting medv, i.e.,

H0 : medv ∼ x⊤β + k(crim) + k(lstat),

Ha : medv ∼ x⊤β + k(crim) + k(lstat) + k(crim) : k(lstat).

To test this hypothesis usingCVEK, we specify the null model using formula, and specify the

additional interaction term (k(crim) : k(lstat)) in the alternative model using formula_test, as
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shown below:

> formula <- medv ~ zn + indus + chas + nox + rm + age + dis +
+ rad + tax + ptratio + black + k(crim) + k(lstat)
> formula_test <- medv ~ k(crim):k(lstat)
>
> fit1 <- cvek(formula, kern_func_list = kern_func_list1,
+ data = Boston, lambda = exp(seq(-3, 5)))
> fit1$AIC

[,1]
[1,] 9.473924
> fit1$adj_r_squared
[1] 0.6999923

[,1]
[1,] 9.473924
> fit2 <- cvek(formula, kern_func_list = kern_func_list2,
+ data = Boston, lambda = exp(seq(-3, 5)))
> fit2$AIC

[,1]
[1,] 9.434862
> fit2$adj_r_squared
[1] 0.6642676

AIC’s of fit1 and fit2 are similar. And the adjusted R squared of fit1 is larger than that of fit2.

Therefore, we choose fit1 to be our model. Given the fitted object (fit1), the p-value of the cvek_test

can be obtained as below:

> obj_tst <- cvek_test(fit1, formula_test = formula_test,
+ kern_func_list = fit1$kern_func_list,
+ data = fit1$data, test = ”asymp”)
> obj_tst$pvalue

[,1]
[1,] 6.27358e-06

Since p < 0.05, we reject the null hypothesis that there’s no crim:lstat interaction, and con-

clude that the data does suggest an impact of the crime rate on the relationship between the local

socioeconomic status and the housing price. Figure 1.2 shows the medv - lstat relationship under

different levels of crim. Fix all confounding variables to their means, vary lstat in a reasonable

range (i.e., trim 20% of observations from each end of lstat), and respectively set crim value to its

5%, 25%, 50%, 75% and 95% quantiles. From the figure we see that crime rate does impact the

relationship between the local socioeconomic status v.s. housing price.

> plot(obj_tst, x_axis = 2, trim = 0.2)
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Figure 1.2: medv ‐ lstat relationship under different levels of crim

1.5 Simulation and practical recommendations

In this section, we conduct a simulation study to evaluate the finite-sample performance of the

CVEK hypothesis tests in a setting that is analogous to a typical nutrition-environment interaction

study81. We generate two groups of input features (xi,1, xi,2) ∈ Rp1 × Rp2 independently, both

within and between group from a standard Gaussian distribution, representing a subject’s level of

exposure to p1 environmental pollutants and the levels of a subject’s intake of p2 nutrients. Across

all simulation scenarios, we keep n = 100, and p1 = p2 = 2. We generate the outcome yi as,

yi = h1(xi,1) + h2(xi,2) + δ ∗ h12(xi,1, xi,2) + εi, (1.8)

where h1, h2, h12 are sampled from RKHSs H1, H2, H12, generated using a ground-truth main effect

kernel kmain (related to h1, h2) and an interaction kernel kint (related to h12), and εi ∼ N(0, σ2 =

0.012). We standardize all sampled functions to have unit form, so that δ represents the strength

of interaction relative to the main effect. Additional simulation results for correlated exposures are
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presented in Appendix A.2.

For each simulation scenario, we first generate data using δ, kmain and kint as in (1.8), then select

a kmodel to estimate the null model and obtain a p-value using either an asymptotic approximation

(Algorithm 2) or parametric bootstrap (Algorithm 3). We repeat each scenario 200 times, and evalu-

ate the test performance using the empirical probability P̂(p ≤ 0.05). Under the null hypothesis, a

correct test should produce P̂ that is smaller or equal to the significance level 0.05. Under the alter-

native hypothesisHa : δ > 0, P̂(p ≤ 0.05) estimates the test’s power, and should ideally approach

1.0 quickly as the strength of interaction δ increases.

In this study, we vary the combination of kmain (the true main effect) and kint (the true interac-

tion effect) to produce data generating functions hδ(xi,1, xi,2) with different smoothness and com-

plexity properties, and vary kmodel to reflect different commonmodeling strategies for the null model

in addition to using CVEK.We then evaluate how these two aspects impact the Type I error and

power of the resulting hypothesis tests.

Specifically, we consider the following seven types of data generation mechanism where kmain =

kint (i.e., the main effect function and the interaction function belong to the same family). We also

consider two additional scenarios where kmain ̸= kint.

The data generation mechanisms are:

• Three simple (non)linear kernels that can be sufficiently modeled using finite-dimensional, para-

metric functions.

– linear: kmain is a polynomial kernel with degree 1.

– quadratic: kmain is a polynomial kernel with degree 2.

– cubic: kmain is a polynomial kernel with degree 3.

• Four flexible nonlinear kernels that each represent the space of all continuous functions with a
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prespecified set of mathematical properties (e.g., differentiability or complexity). Data generated by

these kernels are usually more difficult to model.

– rbf_1: A Gaussian RBF kernel with length-scale 1. This kernel represents the space of func-

tions that are smooth (i.e., infinitely differentiable) and have reasonable complexity (i.e., does

not have fast-varying fluctuations that are difficult to model).

– rbf_0.5: A Gaussian RBF kernel with length-scale 0.5. Compared to rbf_1, rbf_0.5 has the

same degree of smoothness but is more complex, i.e., has fast-varying local fluctuations.

– matern_2.5_1: AMatérn 5
2 kernel with length-scale 1. Compared to rbf_1,

matern_2.5_1 has the same degree of complexity but is less smooth, in the sense that it rep-

resents the space of twice-differentiable functions, but is not necessarily infinitely differen-

tiable.

– matern_1.5_0.5: AMatérn 3
2 kernel with length-scale 0.5. Compared tomatern_2.5_1,

matern_1.5_0.5 is more complex but less smooth. It represents the space of once-differentiable

functions.

• Two data generation mechanisms where the true main effect h1 + h2 and the true interaction ef-

fect h12 are generated from two separate kernel families (i.e., kmain ̸= kint). The data generating

mechanisms are

– quadratic_rbf : The main effects are generated from polynomial with degree 2, while the

interaction effect is generated from rbf with length-scale 1. This combination generates data

under quadratic main effects but a flexible nonlinear interaction:

y = x21β1 + x22β2 + δ ∗ h12(x1, x2) + ε.
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– rbf_lnr_0.5: The main effects are generated from rbf with length-scale 0.5, while the inter-

action effect is generated from polynomial with degree 1. This combination generates data

under flexible nonlinear main effects but with a linear interaction:

y = h1(x1) + h2(x2) + δ ∗ x1x2 + ε.

The types of model libraries kmodel considered are:

• Polynomial: A library of three parametric, polynomial kernels with degree p = 1, 2, 3. This library

represents a parametric model with polynomial nonlinearity.

• RBFA library of three nonparametric, rbf kernels with length-scale l = 0.5, 1, 2. This library

represents a nonparametric model with a high degree of smoothness (i.e., infinitely differentiable)

that can incorporate more general types of nonlinearity.

• Polynomial+RBFA library of three polynomial kernels with p = 1, 2, 3 and three rbf kernels with

l = 0.5, 1, 2. This library represents a semi-parametric model with a mixture of parametric and

nonparametric kernels.

To understand how the choices of model-selection criteria and ensemble strategy impact the model

performance, for each combination of data generation mechanism and model library, we estimate

the null model y = h1(x1) + h2(x2) under all possible choices of model selection criteria (loocv, AIC,

AICc, BIC, GCV, GCVc, gmpml) and ensemble strategy (avg, exp, stack). In Sections 1.5.1-1.5.3, un-

less otherwise specified, we report results using loocv for tuning parameter selection and stack for the

ensemble strategy, which corresponds to the default setting inCVEK. In general, loocv guarantees

correct Type I error, except for Cubic data, which is hard to fit. Also, while correct Type I error is

guaranteed, stack leads to better power. We provide the results for the other settings in Appendix

A.1.
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Figures 1-4 present the results. They show the estimated P̂(p < 0.05) (y-axis) as a function of

interaction strength δ ∈ [0, 1] (x-axis). Each panel in the figure represents the result for a specific

data generating mechanism (Linear, Quadratic, Cubic, RBF l = 1, RBF l = 0.5, Matérn ν = 5/2

with l = 1 andMatérn ν = 3/2 with l = 0.5), while the different lines represent results from

different modeling choices (e.g., choice of null model model library, type of hypothesis test, choice

of model selection criteria, etc).

Summary of RecommendationsOur key recommendations are (1) for kernel library design, it

is beneficial to include flexible nonlinear kernels such as theRBF (Section 1.5.1), (2) for hypothesis

testing, use the parametric bootstrap test and the linear alternative kernel when the sample size is

small (Section 1.5.2), and (3) choose loocv as the model selection criterion and stack as the ensemble

strategy (Section 1.5.3).

1.5.1 Impact of model library for null model

Figure 1.3 compares the performance of the hypothesis test constructed when the null model is

fixed to match the true model (Oracle), or estimated using one of the three different types of model

libraries (Polynomial,RBF, Polynomial + RBF). Here, the test is based on the bootstrap test with

linear alternative kernel. Results for other test types are reported in the Appendix A.1.

Generally speaking, when all kernels in the model library are parametric (i.e., Polynomial li-

brary), the resulting test is more powerful for polynomial data (e.g., linear, quadratic, cubic in

Figure 1.3), but loses power for data with nonlinearities (e.g., quadratic_rbf, rbf_0.5, rbf_lnr_0.5,

matern_1.5_0.5 in Figure 1.3). On the other hand, model libraries that involves nonparametric ker-

nels (e.g.,RBF library and Polynomial + RBF library) lead to tests that yield slightly less power

for polynomial data, but more more powerful for data with more complex nonlinearities (e.g.,

quadratic_rbf, rbf_0.5, rbf_lnr_0.5,matern_1.5_0.5 in Figure 1.3). Comparing the test power

between a purely non-parametric model library (RBF) versus a semi-parametric model library
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(Polynomial + RBF),RBF performs slightly better than Polynomial + RBF library, especially

when data comes from quadratic main effect with RBF interaction. This is likely due to the fact that

adding less flexible polynomial kernels doesn’t result in much of an increase in bias, but introduces

more variance due to the need to estimate additional weights. Consequently, we recommend design-

ing the model library to include the nonparametric kernels (e.g.,RBF library or Polynomial + RBF

library).

1.5.2 Impact of test type and choice for the alternative kernel

Figure 1.4 compares the performance of three types of hypothesis test (lnr_asymp refers to asymp-

totic test with linear alternative kernel, lnr_boot which is the bootstrap test with linear alternative

kernel and ens_boot which is the bootstrap test with ensemble alternative kernel) under different

data generation mechanisms. We fix the the model library for null model toRBF.

We first compare the asymptotic to the bootstrap test under the linear alternative kernel. Here,

the asymptotic test is observed to be more powerful when data is generated from parametric models

with polynomial nonlinearity (e.g., linear, quadratic, cubic in Figure 1.4), but has difficulty in guar-

anteeing correct Type I error under more complex data (e.g., the cubic). Meanwhile, when data are

generated frommore flexible kernels (e.g., rbf_0.5,matern_1.5_0.5 in Figure 1.4), the bootstrap test

is observed to be slightly more powerful than the asymptotic test. So we recommend choosing the

test type to be bootstrap.

Now, fixing the test type to be bootstrap test, we consider the impact of the choice of the alter-

native kernel on test performance. Specifically, we are interested in whether the test with an adap-

tively estimated alternative kernel (using the strategy outlined in Section 1.3.3) leads to better power

compared to the one with linear kernel as the alternative kernel. In general, the test based on the

ensemble alternative kernel is more powerful than that generated by the linear alternative kernel,

especially when data are generated having high complexity with quickly-varying local fluctuations
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(e.g., rbf_0.5,matern_1.5_0.5 in Figure 1.4). Interestingly, when the data are simulated under non-

linearities generated from the RBF or the Matérn kernel, the test power sometimes decreases as the

data generation mechanismmoves away from the null (e.g., rbf_1,matern_2.5_1 in Figure 1.4). The

simulation in Appendix A.1 also shows this phenomenon. This result suggests the test statistic (1.6)

calculated with the ensemble alternative kernel can be unstable and yields an underestimate of the

true alternative kernel under the alternative. Since the linear alternative kernel is more stable, we

recommend choosing a linear alternative kernel in combination with the parametric bootstrap for

testing.

1.5.3 Impact of model selection criterion and ensemble strategy

Figure 1.5 compares the performance of the proposed hypothesis test when null models are selected

from different tuning parameter criteria. This figure presents results when fixing the model library

for null model toRBF and test type to bootstrap test with linear alternative kernel.

Among the seven tuning parameter selection methods (loocv, AIC, AICc, BIC, GCV, GCVc,

gmpml), we notice that loocv is generally better at guaranteeing correct Type I error, except for Cu-

bic data, which is hard to fit for all selection methods. Furthermore, it is important to note that

some conventional hyper-parameter selection criteria (e.g., AIC in red and BIC in purple) produces

suboptimal tests with inflated Type I error and weak power (e.g., cubic, quadratic_rbf, rbf_0.5 in

Figure 1.5). The issue with test power is especially severe when data comes from polynomial main

effect, as the test power is weak and sometimes even decreases as the data generation mechanism

moves away from the null (e.g., cubic, quadratic_rbf in Figure 1.5). This result suggests poor fits of

the null model as estimated using AIC/BIC. Consequently, we recommend using loocv and avoid

using AIC/BIC-type criteria under these scenarios.

Figure 1.6 compares the performance of hypothesis test when null models are selected from dif-

ferent ensemble strategies, fixing the model library for null model toRBF and test type to bootstrap
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test with linear alternative kernel. Interestingly, while Cubic data is hard to fit and stack is more

powerful, avg and exp can guarantee correct Type I error. This is likely due to the fact that avg and

exp have closed-form solutions for weights while the weights of stack need to be estimated, thus in-

troducing more variance. On the other hand, among the three ensemble strategies, we notice that

stack is generally more powerful than avg and exp. Therefore, we recommend choosing stack as the

ensemble strategy.

1.6 Conclusion

In this paper we describeCVEK, a powerful and flexible toolkit in R for learning nonlinear, multi-

variate feature effects in limited samples. Given data,CVEK efficiently learns the complex, nonlin-

ear data generation mechanism using an ensemble of kernel machine regressions. The package offers

flexible choices for both kernel specification and hyper-parameter tuning for constructing the base

models in a given library, as well as different ensemble strategies for constructing the final ensemble.

CVEK also offers a suite of hypothesis tests for both the main effects and the interaction effects for

the kernel features, and provides an asymptotic approximation and the parametric bootstrap as op-

tions for estimating the null distribution of the resulting test statistic. Further, one can use either

the linear alternative kernel or an ensemble alternative kernel to test interaction effect. Through

comprehensive simulation, we show that the hypothesis tests offered byCVEK are valid and pow-

erful even under complex, non-smooth data generating mechanisms where the classical approaches

fail. In practice, for a robust option for general purpose use, we recommend users employ an RBF

model library for the ensemble, select the hyper-parameter using loocv, and construct the ensemble

using cross-validated stacking. For testing, we recommend one chooses the linear alternative kernel

in combination with the parametric bootstrap. We encourage practitioners to conduct sensitivity

analysis in order to examine the robustness of their conclusions, utilizing the wide range of options
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provided byCVEK.
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Figure 1.3: Power of hypothesis test using the true model (Oracle) and the three kmodel’s, fixing the tuning parameter
selection method to loocv, ensemble strategy to stack, and the test type to bootstrap test with linear alternative kernel.
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Figure 1.4: Power of hypothesis test using different types of tests, fixing the tuning parameter selection method to
loocv, ensemble strategy to stack, and model library for null model to RBF.
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Figure 1.5: Performance of hypothesis test when null models are selected from different tuning parameter selections,
fixing the ensemble strategy to stack, test type to bootstrap test with linear alternative kernel, and model library for null

model to RBF.
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Figure 1.6: Performance of hypothesis test when null models are selected from different ensemble strategies, fixing
the tuning parameter selection method to loocv, test type to bootstrap test with linear alternative kernel, and model

library for null model to RBF.
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Algorithm 1 Cross validated ensemble of kernels (CVEK)
1: procedureCVEK

Input: A library of kernels {kj}K
j=1, Data (y, x)

Output: Ensemble Kernel Matrix K̂
# Stage 1: Estimate λ and CV error for each kernel

2: for j = 1 toK do
3: Kj = Kj/tr(Kj)
4: λ̂j = argmin LOOCV

(
λ | Kj

)
5: ξ̂j = CV

(
λ̂j | Kj

)
6: end for

# Stage 2: Estimate ensemble weights uK×1 = {u1, . . . , uK}
7: û = argmin

u∈Δ
∥ ∑K

j=1 ujξ̂j ∥2 where Δ = {u | u ≥ 0, ∥ u ∥1= 1}

# Stage 3: Assemble the ensemble kernel matrix K̂ens
8: Â = ∑K

j=1 μ̂jAλ̂j,kj

9: UA, δA = spectral_decomp(Â)
10: λK = min

(
1, (∑n

k=1
δA,k

1−δA,k
)−1,min

(
{λ̂j}K

j=1

))
11: K̂ = λK ∗ ÛA diag

(
δA,k

1−δA,k

)
Û⊤

A

12: end procedure
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Algorithm 2 Variance component test for h ∈ H0

1: procedureVCT FOR INTERACTION
Input: Null Kernel MatrixK0, Derivative Kernel Matrix ∂K0, Data (y, x)
Output: Hypothesis Test p-value p
# Stage 1: Estimate Null Model using REML

2: (μ̂, τ̂, σ̂2) = argmaxLREML(μ, τ, σ2 | K0)
# Stage 2: Compute Test Statistic and Null Distribution Parameters

3: T̂0 = τ̂ ∗ (y − Xβ̂)⊤V−1
0 ∂K0V−1

0 (y − Xβ̂)
4: κ̂ = Îδδ/[τ̂ ∗ tr(V−1

0 ∂K0)], ν̂ = [τ̂ ∗ tr(V−1
0 ∂K0)]2/(2 ∗ Îδθ)

# Stage 3: Compute p-value and reach conclusion
5: p = P(κ̂χ2ν̂ > T̂) = P(χ2ν̂ > T̂/κ̂)
6: end procedure

Algorithm 3 Parametric bootstrap test
1: procedure Parametric Bootstrap Test

Input: Null Kernel MatrixK0, Derivative Kernel Matrix ∂K0, Data (y, x)
Output: Hypothesis Test p-value p
# Stage 1: Estimate Null Model using Gaussian Process Regression

2: μ̂ = A0y, σ̂2 = y⊤(I−A0)y
n−tr(A0) , τ̂

# Stage 2: Sample response from the fitted model obtain in Step 1
# and compute the test statistic based on fitting the alternative
# model, repeat for B times

3: for b = 1 to B do
4: y⋆ = μ̂ + ε, ε ∼ N(0, σ̂2)
5: T̂0b = τ̂ ∗ (y⋆ − μ̂)⊤V−1

0 ∂K0V−1
0 (y⋆ − μ̂)

6: end for
# Stage 3: Compute the test statistic for the original data, based
# on fitting the alternative hypothesis model

7: T̂0 = τ̂ ∗ (y − μ̂)⊤V−1
0 ∂K0V−1

0 (y − μ̂)
# Stage 4: Compute p-value and reach conclusion

8: p = 1
B
∑B

b=1 I(T̂0b > T̂0)
9: end procedure
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Computational details

The results in this paper were obtained using R 3.6.1 with theCVEK 0.1-2 package.
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Towards a Unified Framework for

Uncertainty-aware Nonlinear Variable

Selection with Theoretical Guarantees

2.1 Introduction

Variable selection is often of fundamental interest in many data science applications, providing ben-

efits in prediction error, interpretability, and computation by excluding unnecessary variables. As

datasets grow in complexity and size, it is crucial that variable importance estimation methods can

account for complex dependencies among variables while remaining computationally feasible. Fur-

thermore, as the number of approaches to model such datasets has increased, it is crucial that the

importance of each variable can be compared across model classes and extended to new ones as they

are developed.

While there are established approaches for quantifying variable importance in linear models (e.g.,

LASSO regression54), there is little consensus as to the preferred methodology or theory for vari-

able importance in nonlinear models. Generalized additive models55 use similar methods as their

linear counterparts118, but the additivity assumption for nonlinear functions of the variables is too

restrictive in many applications. Random Forests (RF)13 measure variable importance using an

impurity measure, which is based on the average reduction of the loss function were a given vari-

able removed from the model.39 extended this method to boosting, where the definition of variable
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importance is generalized by considering the average over all of the decision trees. Deep neural net-

works (DNNs) are widely-used for many artificial intelligence applications, and a substantial effort

has been invested into developing DNNs with variable selection capabilities. Typically, this class

of models involves manipulating the input layer, for example by imposing an L1 penalty20,36, using

backward selection20, or knockoffs83. Unfortunately, each model class based on DNNs requires a

tailored procedure, which limits comparability across different model formulations.

Bayesian variable selection methods provide principled uncertainty quantification in variable

importance estimates as well as a complete characterization of their dependency structure. These

methods allow the variable importance estimation procedure to tailor its decision rule with respect

to the correlation structure76. Yet, as in frequentist models, each method has a different definition

of a variable’s importance. For example, in Bayesian additive regression trees (BART), a variable’s

importance can be measured by the proportion of trees that use it23, while in Gaussian process

(GP) models, a variable’s importance can be measured by the frequency of the fluctuations of the

estimated outcome-predictor function (e.g., the length-scale parameter as controlled by the auto-

matic relevance determination) in the direction of the variable93,123. Recently, a closely-related line

of work uses the norm of the kernel gradient to quantify variable importance under classical GP

models56 or deep Bayesian neural networks76. However, these work either do not incorporate un-

certainty, or are restricted to a particular model class (see Section B.10). Furthermore, the traditional

Bayesian modeling procedures tend to be computationally burdensome, making them less feasible

for large-scale applications2.

Our work starts with the observation that many machine learning models can be written as ker-

nel methods by constructing a corresponding feature map. For example, random forests can be writ-

ten as kernel methods by partitions30, and deep neural networks can be written as kernel methods

by using the last hidden layer as the feature map110,57,18. Each of these feature maps can be con-

structed before Bayesian learning of the GP (e.g., by pre-training on the same or a separate dataset),
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providing additional modeling expressiveness and representational capacity. Then, the GP learn-

ing is equivalent to performing Bayesian inference with respect to the (linear) weighting parameters

of the feature-map basis functions and the posterior inference proceeds analogously to that of a

Bayesian linear regression (see Section 2.2.1 for details). The ability of a GP model to incorporate

these adaptive feature maps becomes especially important in high-dimensional applications, where

effective dimension reduction is necessary to circumvent the curse of dimensionality and ensure

good finite-sample performance3.

Contributions. We propose a unified variable importance estimation framework that is compati-

ble with a wide range of machine learning models and can be defined by, or be closely approximated

by, a differentiable feature map. Notable members include neural networks and random forests

(Section B.2). Our approach defines variable importance as the norm of the function’s partial deriva-

tive, as was previously studied in the context of frequentist nonparametric regression105. We extend

it to a much wider class of models than previously considered (Section 2.2), propose a principled

Bayesian approach to quantify the variable importance uncertainty in finite data (Section 2.3.1), and

derive rigorous Bayesian nonparametric theorems to guarantee the method’s consistency and asymp-

totic optimality (Section 2.3.2). To incorporate powerful non-differentiable models into our frame-

work, we also show how to apply this approach to partition-based methods (e.g., decision trees) by

leveraging their (soft) feature representation (Section B.6.1). This leads to the first derivative-based

Bayesian variable importance estimation approach for tree-type models that is both theoretically

grounded and empirically powerful. This method strongly outperforms other variable importance

estimation approaches tailor-designed for random forests (e.g., impurity or random-forest knock-

off14,19). We conduct extensive empirical validation of our approach and compare its performance

to that of many existing methods across a wide range of data generation scenarios. The results show

a clear advantage of the proposed approach, especially in complex scenarios or when the input is a

mixture of discrete and continuous features (Section 2.4).
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2.2 Preliminaries

Problem Setup. We consider the classical nonparametric regression setting with d-dimensional

features x = (x1, . . . , xd) ∈ X = Rd and a continuous response y ∈ R. The features x are allowed

to have a flexible nonlinear effect on y, such that:

y = f0(x) + ei, where ei
i.i.d.∼ N (0, σ2), (2.1)

with homoscedastic noise level σ2. The data dimension d is allowed to be large but assumed to be

constant and does not grow with the sample size n. Here the data-generating function f0 is a flexible

nonlinear function that resides in an reproducing kernel Hilbert space (RKHS) H0 induced by a

certain positive definite kernel function k0, and the input space X0 of the true function spans only a

small subset of the input features (x1, . . . , xd), i.e., X0 ⊂ X .

To this end, the goal of global variable importance estimation is to produce a variable importance

score ψj for each of the input features (x1, . . . , xd) such that it can be used as a classification signal

for whether xj ∈ X0. As a result, the variable selection decision can be made by threhsolding ψj > s

with a pre-defined threshold s. The quality of a variable selection signal ψj can be evaluated com-

prehensively using a standard metric such as the AUROC, which measures the Type-I and Type-II

errors of variable selection decision I(ψj > s) over a range of thresholds s.

2.2.1 QuantifyingModel Uncertainty via Featurized GP

In the nonlinear regression scenario given by Equation (2.1), a classical approach to uncertainty-

aware model learning is the Gaussian process (GP). Specifically, assuming that f0 can be described

by a flexible RKHS Hk governed by the kernel function k, the GPmodel imposes a Gaussian pro-

cess prior f ∼ GP(0, k), such that the function evaluated at any collection of examples follows a
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multivariate normal (MVN ) distribution

f ≡ (f(x1), . . . , f(xn))⊤ ∼ MVN (mn×1,Kn×n),

with meanmi = m(xi) and covariance matrixKi,j = k(xi, xj). The choice of the prior meanm and

kernel k enables prior specification directly in the function space. For example, the Matérn kernel

with parameter ν places a prior over ⌈ν⌉ − 1 times differentiable functions, with length-scale l2 and

amplitude variance σ2. As ν → ∞, this reduces to the common radial basis function (RBF) kernel

k(xi, xj) = σ2 exp(∥xi − xj∥22/l2).

Under the above construction, the posterior predictive distribution of f evaluated at new observa-

tions x∗
1 , . . . , x∗

n∗ is also a multivariate normal,

f∗|{xi yi}ni=1 ∼ MVN (E[f∗],Cov[f∗]), where (2.2)

E[f∗] = m∗ + K∗(K + σ2In)−1(y − m); Cov[f∗] = K∗∗ − K∗(K + σ2In)−1K∗⊤,

withm∗
i = m(x∗

i ),K∗
ij = k(x∗

i , xj), andK∗∗
ij = k(x∗

i , x∗
j ). Equation (2.2) is known as the kernel-

based representation (or dual representation) of a GP102. Although mathematically elegant, the

posterior (2.2) is expensive to compute due to the need to invert the n × nmatrix (K + σ2I).

Feature-based Representation of A GP. Alternatively, Mercer’s theorem27 states that as long

as the kernel function k(·, ·) can be written as the inner product of a set of basis functions φ(x) =

{φk(x)}Dk=1, such that k(x, x′) = φ(x)⊤φ(x′), then elements of the RKHS f ∈ Hk can be written

in terms of a linear expansion of basis functions102:

f(x) =
D∑
k=1

βkφk(x) = φ(x)⊤β, where β ∼ MVN (μ, ID). (2.3)

This is known as the feature-based representation (or primal representation) of a GP. Notice that
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(2.3) is not an approximation method but an exact reparametrization of the GPmodel whose kernel

function is induced by feature representation φ(x). Also note that under this featurized representa-

tion (2.3), the predictive model f is linear in terms of the model parameters β = {βk}
D
k=1. However,

this “linearity” in the model parameters does not restrict the expressiveness of f, since the GPmodel

is essentially learning to use the weights {βk}
D
k=1 to flexibly combine the nonlinear basis functions

{φk}
D
k=1 to best fit the outcome. Furthermore, the basis functions {φk(x)}Dk=1 can be updated as

part of the learning process, which we discuss in the sequel.

Scalable Posterior Computation via Minibatch Updates. The above feature-based representa-

tion is powerful in that it reduces the GP posterior inference into a Bayesian linear regression prob-

lem for β. This brings two concrete benefits. First, the posterior of β in Equation (2.3) adopts a

closed form:

β ∼ MVN (E[β],Cov[β]), where (2.4)

E[β] = μ + ΣβΦ⊤(y − Φμ)/σ2; Cov[β] = Σβ = (Φ⊤Φ/σ2 + I)−1,

where Φ = (φ(x1)⊤, . . . , φ(xn)⊤)⊤ ∈ Rn×D is the feature matrix evaluated on the training

data102. For large-scale applications, Equation (2.4) enables us to compute the exact posterior of β

in a mini-batch fashion. For example, the posterior matrix Cov[β] = Σβ can be updated using the

Woodbury identity:

Σβ,t+1 = Σβ,t − Σβ,tΦ⊤
m(σ2I + ΦmΣβ,tΦ⊤

m)−1ΦmΣβ,t, (2.5)

where Φm is theD-dimension batch-specific feature matrix evaluated on the mini-batch. Similarly,

the posterior mean E[β] can be computed by accumulating theD × 1 vector Φ⊤(y − Φμ) =∑
m Φ⊤

m(ym − Φmμ), and computing the posterior mean according to Equation (2.4) at the end.
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The posterior distribution of β induces a GP posterior for the prediction function f∗ = Φ∗β,

where Φ∗ is the feature map evaluated on the test data, with mean E[f∗] = Φ∗μ + Φ∗ΣβΦ⊤(y −

Φμ)/σ2 and covariance Cov[f∗] = Φ∗ΣβΦ∗⊤. This distribution is equivalent to the kernel-based

representation (2.2) but reduces the computational complexity from cubic timeO(n3) to linear

timeO(n) and is minibatch compatible (i.e., Equation (2.5)). Algorithm 5 and 7 provides a sum-

mary of the learning algorithm. Finally, we note that the basis functions φ = {φk}
D
k=1 can also be

updated as part of the learning procedure (e.g., viamaximum a posteriori (MAP) inference), which

we discuss in Section B.1.4.

Incorporating Modern MLModel Classes. The second key advantage of the feature-based

representation (2.3) is its generality: a wide range of machine learning models can be written in the

feature-based form f(x) = φ(x)⊤β99,30,69, making the GP a unified framework for quantifying

model uncertainty for a wide array of modernMLmodels. Section B.2 summarizes important ex-

amples including GAMs, decision trees, random-feature models, deep neural networks and their

ensembles. Section B.2.1 summarizes a list of general conditions the model should satisfy for it to

be compatible with the proposed framework (i.e., weak differentiability, Lipschitz condition, and

growth rate of model complexity). Furthermore, when a deterministically-trained β̂ is available (e.g.,

via a sophisticated adaptive shrinkage procedure that is not available in a Bayesian context), we can

incorporate this as prior knowledge into GPmodeling by setting μ = β̂ (Equation (2.3)).

2.2.2 Bayesian Nonparametric Guarantees for Probabilistic Learning

The quality of a Bayesian learning procedure is commonly measured by the learning rate of its pos-

terior distribution Πn = Π(· | {xi, yi}ni=1). Intuitively, the rate of this convergence is measured

by the size of the smallest shrinking balls around f0 that contains most of the posterior probability.

Specifically, we consider the size of the set An = {g | ∥g− f0∥2n ≤ Mεn} such that Πn(An) → 142,98.

The concentration rate εn here indicates how fast the small ball An concentrates towards f0 as the
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sample size increases. Below we state the formal definition of posterior convergence42.

Definition 1 (Posterior Convergence). For f0 : X → Rwhere X = Rd, let H0 denote the

true RKHS induced by a kernel function k0, and let Hφ denote the RKHS induced by the feature

function φ : X → RD. Let f0 ∈ H0 be the true function, and letE0 denote the expectation with

respect to the true data-generation distribution. Assuming Hφ is dense in H0, then, the posterior

distribution Πn(f) concentrates around f0 at the rate εn if there exists an εn → 0 such that, for any

Mn → ∞,

E0Πn(f : ∥f − f0∥2n ≥ Mnεn) → 0. (2.6)

Notice that we allow the model space Hφ and the true function space H0 to be different, but

Hφ must be dense in H0 for the convergence to happen. Fortunately, this condition is shown to

hold for a wide variety of MLmodels, including random features, random forests, and neural net-

works5,60,100,107,104. The notion of posterior convergence can also be used to discuss the learning

quality of other probabilistic estimates (e.g., variable importance ψj). In that case, we can simply

replace (f, f0) in (2.6) by their variable importance counterparts. This is the focus of Section 2.3.2.

2.3 Methods

2.3.1 Quantifying Variable Importance under Uncertainty

In this work, we consider quantifying the global importance of a variable based on the norm of the

corresponding partial derivative. This is motivated by the observation that, if a function f is differ-

entiable, the relative importance of a variable xj at a point x can be captured by the magnitude of

the partial derivative function, | ∂
∂xj f(x)|105. This quantity requires the consideration of two issues.

First, instead of quantifying the relevance of a variable on a single input point, we need to define a
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proper global notion of variable importance. Therefore, it is natural to integrate this partial deriva-

tive over the input space x ∈ X : Ψj(f) = ∥ ∂
∂xj f∥

2
PX

=
∫
x∈X | ∂

∂xj f(x)|2 dPX (x). Second, since

PX (x) is not known from the training observations, Ψj(f) can be approximated by its empirical

counterpart,

ψj(f) = ∥ ∂

∂xj
f∥2n = 1

n

n∑
i=1

| ∂

∂xj
f(xi)|2. (2.7)

Notice that ψj(f) is an estimator that is derived from the prediction function f estimated using

finite data. Consequently, to make a proper decision regarding the importance of an input variable

xj, it is important to take into account uncertainty in f. To this end, by leveraging the featurized GP

representation introduced in Section 2.3.1, we show that this can be done easily for a wide range of

MLmodels f(x) = φ(x)⊤β by studying the posterior distribution of ψj.

Posterior Distribution of Variable Importance. After we obtain the posterior distribution of β

(2.4), the posterior distribution of variable importance can be derived according to Equation (2.7):

ψj(f) = 1
n

| ∂

∂xj
f(X)|⊤| ∂

∂xj
f(X)| = 1

n
β⊤ ∂Φ

∂xj
∂Φ⊤

∂xj
β, (2.8)

where ∂Φ
∂xj ∈ RD×n is the derivative of the feature map with respect to xj, across n training samples.

The posterior distribution of ψj(f) adopts a closed form as a generalized chi-squared distribution

(see Section B.1.2 for derivation). In practice, we can sample ψj conveniently from its posterior

distribution by computing ∂
∂xj f(X) =

(
∂Φ
∂xj
)⊤β(s), where β(s) are Monte Carlo samples from the

closed-form posterior (2.4).

There are two ways in which uncertainty aids the variable importance estimation process. First,

the posterior survival function P(ψj(f) > s) of the variable importance utilizes the full posterior

distribution of ψj(f) to identify the probability that the variable x
j exceeds a given threshold s. By
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increasing s ∈ (0, ∞), P(ψj > s) provides an intuitive sense of how a model’s belief about the im-

portance of variable xj changes as the criteria s becomes more stringent, similar to the regularization

path used by LASSOmethods37 but with the incorporation of posterior uncertainty about the vari-

able importance. See Appendix B.9 for an application to a Bangladesh birth cohort study. Second,

by integrating the survival function over the threshold, i.e.,
∫
s>0 P(ψj(f) > s) ds, we obtain the pos-

terior mean of ψj(f), and this too incorporates uncertainty in f. To see this, notice that by using the

“trace trick” we can write

E[ψj(f)] = E
[
tr
(
β⊤ ∂Φ

∂xj
∂Φ⊤

∂xj
β
)]

= E[β]T∂Φ
∂xj

∂Φ⊤

∂xj
E[β] + tr

(
∂Φ
∂xj

∂Φ⊤

∂xj
Cov[β]

)
, (2.9)

where all expectations are taken with respect to the posterior. Therefore, the posterior mean of ψj(f)

depends on the covariance structure of β, and how it interacts with the eigenspace of the partial

derivative functions (encoded by ∂Φ
∂xj

∂Φ⊤

∂xj ). In Section 2.4 we provide an extensive investigation of

AUROC scores using the posterior mean of ψj(f) for quantifying variable importance.

In Section B.1.3, we summarize the algorithms for computing the posterior distributions of the

featurized Gaussian process (Equation (2.4)) and for the posterior distributions of variable impor-

tance (Equation (2.8)), and discuss their space and time complexity.

2.3.2 Theoretical Guarantees

From a theoretical perspective, the variable importance measure ψj introduced in (2.7) can be under-

stood as a quadratic functional of the GPmodel f35. To this end, rigorous Bayesian nonparametric

guarantees can be obtained for ψj’s ability in learning the true variable importance in finite samples

(i.e., posterior convergence, Theorem 1) and its statistical optimality from a frequentist perspective,

in providing a low-variance estimator that attains the Cramér-Rao bound (i.e., Bernstein von-Mises

phenomenon, Theorem 2). Note that for a given general model f(x) = φ(x)⊤β, it only needs to sat-
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isfy three mild regularity conditions to be fully compatible with the proposed framework (i.e., weak

differentiability, Lipschitz condition, and growth rate of model complexity). We summarize these

conditions in Section B.2.1 and explain them in detail in the sequel.

Posterior Convergence. We first show that, for anMLmodel f that can learn the true function

f0 with rate εn (in the sense of Definition 1), the entire posterior distribution of the variable impor-

tance measure ψj(f) converges consistently to a point mass at the true Ψj(f0) at a speed that is equal

or faster than εn.

Theorem 1 (Posterior Convergence of Variable Importance ψj). Suppose yi = f0(xi) + ei, ei
i.i.d.∼

N (0, σ2), and denote as E0 the expectation with respect to the true data-generation distribution cen-

tered around f0. For the RKHS Hφ induced by the feature function φ : X → RD and f ∈ Hφ,

if:

(1) The posterior distributionΠn(f) converges toward f0 at a rate of εn;

(2) The differentiation operator Dj : f → ∂
∂xj f is bounded: ∥Dj∥2op = inf{C ≥ 0 : ∥Djf∥22 ≤

C∥f∥22, for all f ∈ Hφ};

Then the posterior distribution for ψj(f) = ∥ ∂
∂xj f∥

2
n contracts towardΨj(f0) = ∥ ∂

∂xj f0∥
2
PX

at a rate

not slower than εn. That is, for anyMn → ∞,

E0Πn

 sup
j∈{1,...,d}

|ψj(f) − Ψj(f0)| ≥ Mnεn

 → 0.

The proof is in Section B.3. Theorem 1 is a generalization of the classical result of quadratic func-

tional convergence under linear models and sparse neural networks to a much wider range of ML

models in the context of Bayesian variable importance estimation35,76,120. It confirms the impor-

tant fact that, for anMLmodel f that can accurately learn the true function f0 under finite data, we

can consistently recover the true variable importance at a fast rate by using the proposed variable
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importance estimate ψj(f), despite the potential lack of identifiablity in the model parameters (e.g.,

weights in a neural network). Importantly, although our main setting assumes fixed data dimension

d (see Problem Setup), the posterior concentration result Theorem 1 does not rely on this assump-

tion in its proof, and is in fact compatible with the high-dimensional setting where d is allowed to

grow with sample size at a rate of o(n). See Section B.3 (in particular, Remark 4) for further discus-

sion.

From a practical point of view, Theorem 1 reveals that the finite-sample performance of variable

importance ψj(f) depends on two factors: (1) the finite-sample generalization performance of the

prediction function f, and (2) the mathematical property of f in terms of its Lipschitz condition.

Therefore, to ensure effective variable importance estimation in practice, the practitioner should

take care to select a model class f that has a theoretical guarantee in capturing the target function

f0, empirically delivers strong generalization performance under finite data, and is well-conditioned

in terms of the behavior of its partial derivatives. To this end, we note that, under the featurized

Gaussian process f = φ(x)⊤β discussed in this work, users are free to choose a performant model

class (e.g., random forest, random-feature or DNN) whose feature representation spans an RKHS

Hφ that is dense in the infinite-dimensional function space (therefore, f enjoys a convergence guan-

rantee, see Remark 3 in Section B.3 for further discussion)5,60,100,107,104, and is empirically more

effective than the GPmethods based on classical kernels such as RBF. We discuss the Lipschitz con-

dition of these models in Section B.5.1. Indeed, as we will verify in experiments (Section 2.4), there

does not exist an “optimal” model class that performs universally well across all data settings (i.e.,

no free lunch theorem124). This highlights the importance of having a general-purpose framework

for variable importance estimation that can flexibly incorporate the most effective model for the

task at hand. Finally, we notice that although Theorem 1 is stated as an asymptotic result, when a

finite-sample error bound εn for the model class is available (i.e., Condition (1) in Theorem 1), it is

trivial to obtain a finite-sample error bound for variable importance ψj(f) by extending the proof of
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Theorem 1. Section B.3.1 provides an example of such a bound based on the Bernstein inequality.

Statistical Efficiency & Uncertainty Quantification. Next, we verify the uncertainty quan-

tification ability of the variable importance measure ψj(f) under a featurized GP by showing that it

exhibits the Bernstein-vonMises (BvM) phenomenon. That is, its posterior measure Πn(ψj(f)) con-

verges towards a Gaussian distribution centered at the maximum likelihood estimate ψj(f0), so that

its (1 − α)% level credible intervals achieve the nominal coverage probability for the true variable

importance. More importantly, the BvM theorem verifies that the posterior distribution of ψj(f) is

statistically optimal, in the sense that its asymptotic variance attains the Cramér-Rao lower bound

(CRLB) that cannot be improved upon7.

Theorem 2 (Bernstein-vonMises Theorem for Variable Importance ψj). Suppose yi = f0(xi) +

ei, ei
i.i.d.∼ N (0, σ2), i = 1, . . . , n. Denote Dj : f → ∂

∂xj f the differentiation operator and

Hj = D⊤
j Dj the inner product of Dj, such that:

ψj(f) = ∥Dj(f)∥2n = 1
n

⟨Djf,Djf⟩ = 1
n
f⊤Hjf. (2.10)

Assuming conditions (1)-(2) in Theorem 1 hold, and additionally:

(3) f0 is square-integrable over the support X and ∥f0∥2 = 1;

(4) rank(Hj) = op(
√
n);

Then
√
n(ψj(f) − ψj(f0))

d→ N (0, 4σ2∥Hjf0∥2n).

The proof is in Section B.4. Theorem 2 provides a rigorous theoretical justification for ψj(f)’s

ability to quantify its uncertainty about the variable importance. More importantly, it verifies that

ψj(f) has the good frequentist property that it quickly converges to a minimum-variance estimator
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at a fast speed, which is important for obtaining good variable importance estimation performance

in practice. Compared to the previous BvM results that tend to focus on a specific BayesianML

model, Theorem 2 is considerably more general (i.e., applicable to a much wider range of models)

and comes with a simpler set of conditions103,120,76. Specifically, (3) is a standard assumption in

nonparametric analysis. It ensures the true function f0 does not diverge towards infinity and makes

learning possible21. The unit norm assumption ∥f0∥2 = 1 is only needed to simplify the exposition

of the proof, and the theorem can be trivially extended to ∥f0∥2 = C for any C > 0. The most

interesting condition is (4). Let us denote Hj as the space of partial derivatives functions ∂
∂xj f of

the model functions f ∈ Hφ. Then, intuitively, (4) says that to attain the BvM phenomenon, the

effective dimension of the derivative function space Hj (as measured by rank(Hj) = rank(Dj))

cannot be too large. Since the effective dimension of the derivative space is bounded above by that

of the original RKHS f ∈ Hφ, (4) essentially states that the effective dimension of the model space

Hφ cannot grow too fast with data size (i.e., op(
√
n)). Fortunately, this condition is satisfied by a

wide range of MLmodels including trees and deep networks103,120. See Section B.5.2 for further

discussion.

2.4 Experiment Analysis

In this section, we investigate the finite-sample performance of the derivative normmetric ψj for

variable importance estimation (2.7) under a wide variety of MLmethods. We illustrate the breath

of our framework by applying it to tree ensembles (Section B.6.1), where a principled and gradient-

based uncertainty-aware variable importance estimation approach has been previously unavailable.

We also apply it to linear models and (approximate) kernel machines, which are standard approaches

to variable selection in data science practice113,8. Over a wide range of complex and realistic data

scenarios (e.g., discrete features, interactions, between-feature correlations) derived from socioe-

conomic and healthcare datasets, we investigate the method’s statistical performance in accurately
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recovering the ground-truth features (in terms of the Type I and Type II errors), and compare it to

other well-established approaches in each of the model classes (Table 2.1). Our main observations

are:

O1: Importance of generality. There does not exist a model class that performs universally well

across all data scenarios (i.e., no free lunch theorem124, Figures 2.1, B.5-B.14). This highlights the

importance of an unified framework for variable importance that incorporates a wide range of mod-

els, so that practitioners have the freedom of choosing the most suitable model class for the task at

hand.

O2: Good prediction translates to effective variable importance estimation. Comparing be-

tween different model classes, the ranking of models’ predictive accuracy is generally consistent with

the ranking of their variable importance estimation performance under ψj (i.e., better prediction

translates to better variable importance estimation, as suggested in Theorem 1).

O3: Statistical efficiency of ψj. Comparing within each model class, the derivative normmet-

ric ψj generally outperforms other measures of variable importance. The advantage is especially

pronounced in small samples and for correlated features. This empirically verifies that ψj has good

finite-sample statistical efficiency even under complex data scenarios (as suggested in Theorem 2).

Table 2.1: Summary of methods considered in the experiments.

Model Class (Ours) Baselines

Tree Ensembles RF-FDT RF-Impurity, RF-Knockoff, BART
Kernel Methods & NNs RFF, NN BKMR, BAKR

Linear Models GAM BRR, BL

Models & Methods. We consider three main classes of models (Table 2.1): (I)Random Forests

(RF). Given a trained forest, we quantify variable importance using ψj by translating it to an ensem-

ble of FDT (Section B.6.1), and compare it to three baselines: RF-Impurity14,RF-Knockoff 19,
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and Bayesian Additive Regression Trees (BART). (II) (Approximate) Kernel Methods & Neural

Networks. We apply ψj to a random-feature model that approximates a GP with an RBF kernel99,

and set the number of features to
√
n log(n) to ensure proper approximation of the exact RBF-

GP106, which is termedRandom Fourier Feature model (RFF). We also apply ψj toNeural Networks

(NN) based on wide ReLU neural network with 512 hidden units and LASSO regularization in

the hidden layer weights70. We compare them to Bayesian KernelMachine Regression (BKMR)8

based on a GP with an exact RBF kernel and a spike-and-slab prior, and Bayesian Approximate Ker-

nel Regression (BAKR) based on random-feature model with a projection-based feature importance

measure and an adaptive shrinkage prior26. (III) Linear Models. We apply ψj to a featurized GP

representation of theGAM, with the prior center μ set at the frequentist estimate of the original

GAMmodel obtained from a sophisticated REML procedure125. We compare it to two baselines:

Bayesian Ridge Regression (BRR)58 and Bayesian LASSO (BL)97. Section B.7 provides further de-

tail. Previously,76 studied the specialization of our framework to the deep neural networks (DNNs),

so we do not repeat that work here as DNN is not yet a standard data science model for tabular data.

To quantify variable importance while accounting for posterior uncertainty of the variable im-

portance ψj(f), we examine its posterior survival function
∫
s>0 P(ψj(f) > s) ds (i.e., the posterior

likelihood of ψj(f) being greater than the threshold s integrated over the full range of thresholds s).

For other methods, we use their default metrics to quantify variable importance (e.g., variable inclu-

sion probabilities in BART and BKMR. See Section B.7).

Datasets and Tasks. We consider two synthetic benchmark datasets and three real-world socio-

economic and healthcare datasets, encapsulating challenging phenomena such as between-feature

correlations and interaction effects. For the synthetic benchmark datasets, we generate data under

the Gaussian noise model y ∼ N (f0, 0.01) for four types of outcome-generation functions f0

(linear, rbf, matern32 and complex, see Appendix B.7.2 for a full description) with the number

of causal variables set at d⋆ = 5. We consider two types of feature distribution: (1) synthetic-

63



continuous: all features follow xj ∼ Unif(−2, 2); (2) synthetic-mixture: two of the causal fea-

tures and two of the non-causal features are distributed as Bern(0.5) and the rest are distributed as

Unif(−2, 2). Features in both distributions are independent. We vary sample size n ∈ {100, 200, 500, 1000}

and data dimension d ∈ {25, 50, 100, 200}, leading to 128 total scenarios.

For real-world data, we consider (1) adult: 1994 U.S. census data of 48842 adults with eight

categorical and six continuous features68; (2) heart: a coronary artery disease dataset of 303 patients

from Cleveland clinic database with seven categorical and six continuous features33; and (3)mi:

disease records of myocardial infarction (MI) of 1700 patients from Krasnoyarsk interdistrict clinical

hospital during 1992-1995, with 113 categorical and 11 continuous features44. All datasets exhibit

non-trival correlation structure among features (Appendix Figures B.2-B.4). Since the ground-truth

causal features on these datasets are not known, in order to rigorously evaluate variable importance

estimation performance, we follow the standard practice in causal ML to simulate the outcome

based on causal features selected from data129. We use the four outcome-generating functions as

described previously and evaluate over the same data size × dimension combinations, leading to 192

total scenarios*. We repeat the simulation 20 times for each scenario, and use AUROC to measure

the variable importance estimation performance (in terms of Type I and Type II errors) of each

method.

In Section B.9, we further evaluate the method on a well-studied environmental health dataset

(Bangladesh birth cohort study67) with respect to the real outcome (infant development scores). We

visualize the ”Bayesian” regularization path as introduced earlier. The selected variables correspond

well with the established toxicology pathways in the literature43.

*In the setting where required data dimension is higher than that of the real data, we generate additional
synthetic features fromUnif(−2, 2). We use n ∈ {50, 100, 150, 257} for heart due to data size restrictions.
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Figure 2.1: Method performance in variable importance estimation (measured by AUROC, row 1) and prediction
(measured by test MSE, row 2) under matern32 data‐generation function and with input dimension 100 (five causal

features). Therefore, the variable importance scores of the five causal features are expected to be higher than the other
95 variable importance estimations. The x‐axis represents the training sample sizes n ∈ {100, 200, 500, 1000}. GAM

does not produce valid results for case of n ≤ d so the results from this model in these cases are not shown. The
ranking of FDT (solid purple) outperforms other methods in most of the data settings, and GAM outperforms in the
setting of large data size and high percentage of categorical features (adult and mi). The rankings of performance are

roughly consistent between prediction and variable importance estimation.

2.4.1 Results

Figure 2.1 shows the methods’ performance in variable importance estimation (Row 1) and predic-

tion (Row 2)† in an exemplary setting, where the true function f0 is matern32with an input dimen-

sion d = 100. It represents the tabular data setting that we are the most interested in: nonlinear

feature-response relationship with interaction effects and high input dimension. This is because f0

is sampled from an RKHS induced byMátern 3
2 kernel, which contains a large space of continuous

and at least once differentiable functions102.

We delay complete visualizations for all 320 scenarios to Section B.8.

Recalling the three observations introduced earlier:

†For the prediction plots, a method will not be visualized if they share the model fit with another method
(RF-Impurity andRF-Knockoff ), or if it does not produce valid results due to small sample size (GAM).
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O1 (”No free lunch”): No method performs universally well. For example, BAKR performs ro-

bustly in correlated datasets (heart andmi), but poorly otherwise. Kernel approaches (RFF and

BKMR) perform competitively in low dimension, but their performances deteriorate quickly

as dimension d increases (Figure 2.1 and Figure B.5-B.6). This is likely due to the classical kernel

method’s well-known inability to learn an adaptive feature representation, which consequently leads

to suffering from the curse of dimensionality and unstable and suboptimal variable importance per-

formance in high dimensions4. FDT is generally the strongest method in small samples and high

dimensions, but can be outperformed byGAM in large samples and data with a high percentage

of categorical features (adult andmi). Notably, they often outperformNN, which is traditionally

regarded as the go-to model for high-dimensional nonlinear settings. This highlights the importance

of a unified framework that allows users to select the most appropriate model for variable impor-

tance estimation depending on the data setting.

O2 (”Good prediction implies effective variable importance estimation”): Fixing the variable

importance ψj and comparing the variable importance estimation performance of each model class

(i.e., FDT,GAM,NN andRFF, which are solid lines in Figure 2.1), we see that their rankings in

prediction (row 2) are largely consistent with the corresponding rankings in variable importance es-

timation. It is worth noting that this pattern is occasionally violated (e.g.,GAM in adult, n = 500

and heart, n = 250), but that does not contradict our conclusion (Theorem 1) since the con-

vergence rate of the prediction function only forms an upper bound for the convergence rate of ψj.

Finally, when models have comparable generalization performance, we observe that the Lipschitz

condition plays a role in variance importance performance (which is consistent with our theoretical

observations in Theorem 1). For example, in Figure 2.1,NN and FDT are largely comparable in

predictive performance among the real datasets (adult, heart andmi). However, tree-based FDT are

known to have well-conditioned Lipschitz behavior when compared toNN (Section B.5.1), which

is consequently translated to improved finite-sample performance in variable importance estima-
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tion.

O3 (Statistical efficiency of ψj): When comparing among variable importance estimation meth-

ods from the same class (especially for tree models, i.e., FDT v.s. RF-Impurity /RF-Knockoff /

BART), we see that FDT is competitive or strongly outperforms its baselines in variable importance

estimation, despite being based on exactly the same fitted model (RF-Impurity /RF-Knockoff ), or

not accounting for the uncertainty in the tree growing process (BART). This pattern is consistent in

most data settings, and the advantage is especially pronounced in high dimensions, small data sizes,

and correlated datasets (Section B.8, Figure B.5-B.9). This provides strong empirical evidence for

the fact that ψj is a statistically efficient estimator for variable importance with good finite-sample

behavior (as suggested in Theorem 2), and can deliver strong performance for tabular data when

combined with a performant MLmodel like random forests. Section B.8 contains further discus-

sion.

2.5 Discussion and Future Directions

The modern data analysis pipeline typically involves fitting multiple models, comparing their perfor-

mance, and iterating as necessary. When variable selection is involved, the practitioner may ask are

the variable importance scores across models measuring the same behavior? And, what if the most suit-

able model does not have a satisfactory variable importance estimation procedure? By framing model

choice as the specification of a kernel — which includes kernels corresponding machine learning

methods like neural networks and random forests in addition to the long list of traditional kernels —

we propose a unified variable importance estimation procedure that is compatible across models and

prove strong guarantees for this procedure.

Limitations. We do not consider uncertainty in the feature map itself. For example, the kernel

induced by the featurized decision tree studied here does not consider uncertainty in the tree’s parti-

tioning process. Meanwhile, the fact that the full posterior inference is performed only with respect
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to β indeed places a limitation on the model’s ability in uncertainty quantification, as the uncer-

tainty in the model hyperparameters is not accounted for. Yet, this does not seem to be a significant

limitation in the method’s empirical performance (e.g., FDT outperforms BART in our experi-

ments), although this point still merits further investigation in the future. On the other hand, in the

future, it would be worth expanding this framework to other model classes (e.g., MARS38) and esti-

mating the importance of interaction effects and higher-order terms (see Section B.11 for details).

Societal Impacts. We expect the method proposed to provide a set of powerful tools for prac-

titioners to understand the importance of input variables in their MLmodels with limited data,

which is especially important for scientific investigations in the fields of epidemiology and computa-

tional biology. However, we recognize that this approach can potentially be utilized by bad actors to

probe the input-variable uncertainty of an existing ML system, and use it to engineer more targeted

white-box adversarial attacks. To this end, we recommend system developers to incorporate this ap-

proach into the formal verification procedure of anML system, so as to monitor and understand the

model uncertainty with respect to input variables, and devise proper improvement and prevention

strategies (e.g., data augmentation or randomized smoothing targeted at specific variables) accord-

ingly.
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Towards a Unified Framework for

Uncertainty-aware Nonlinear Variable

Selection on Generalized Linear Models

3.1 Introduction

The purpose of this paper is to suggest a universal framework that is appropriate for continuous,

count, and binary responses, with the goal of inferring the variable importance scores, which is com-

patible with a wide range of machine learning models (e.g., tree ensembles, kernel methods, neural

networks, etc). This framework also takes into account the presence of confounding variables as

well as uncertainty quantification of the variable importance scores.

While generalized linear models (GLMs) are highly regarded and commonly used, there are few

Bayesian variable selection techniques for non-Gaussian models compared to the numerous meth-

ods available for the normal linear model. The reason for this disparity is primarily due to the com-

plexity of the analysis outside the normal model context. The research on non-Gaussian models is

relatively limited and focuses on addressing the complexity issue by utilizing Laplace approximations

and/or stochastic model search algorithms.22 presented a group of conjugate priors that rely on an

initial prediction of the data, which essentially results in to a GLM analogue of the g-prior130 where

the precision parameter has the role of g.95 then used a unit-information g-prior for66 for variable

selection and link determination in binomial models through reversible-jumpMarkov chainMonte
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Carlo (MCMC) sampling.12 explore the asymptotic distribution of the prior of22, which leads to

the same g-prior in95.12 utilize an integrated Laplace approximation technique for computing the

marginal likelihood, which employs Gauss-Hermite quadrature. Several other variations of g-prior

mixtures for GLMs have an empirical Bayes (EB) character, where the prior variance-covariance ma-

trix is determined by either the observed or expected information matrix calculated at the maximum-

likelihood (ML) estimates49,119,71.

Yet, similar to frequentist models, each method in Bayesian modeling has a distinct interpretation

of variable importance. While22,95,12 use posterior inclusion probabilities as their variable impor-

tance scores, in Bayesian additive regression trees (BART), a variable’s importance can be measured

by the proportion of trees that use it23. Gaussian process GP models, on the other hand, evaluate

a variable’s importance based on the frequency of fluctuations in the estimated outcome-predictor

function in the direction of the variable, as controlled by the automatic relevance determination,

such as the length-scale parameter93,123. Recently, related work has utilized the norm of the ker-

nel gradient to measure variable importance in classical GP models56 or deep Bayesian neural net-

works76. However, these methods either lack consideration of uncertainty or are limited to specific

model types (see Section B.10). Furthermore, traditional Bayesian modeling procedures can be com-

putationally intensive, making them less practical for large-scale applications.2.

The work in this paper forms the sequel to31, where they observed that numerous machine learn-

ing models could be expressed as kernel methods through constructing feature maps. For exam-

ple, random forests can be transformed into kernel methods by utilizing partitions30, while deep

neural networks can be converted into kernel methods by using the last hidden layer as the feature

map110,57,18. By constructing these feature maps prior to the Bayesian learning of the GPmodel,

additional modeling expressiveness and representational capacity can be provided. This allows GP

learning to be equivalent to performing Bayesian inference with respect to the (linear) weighting pa-

rameters of the feature-map basis functions and the posterior inference proceeds analogously to that
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of a Bayesian linear regression (see Section 3.2.1 for details). However, without heavy modification,

their method is only applicable to problems with continuous outcome.

Contributions. Based on the unified variable importance estimation framework proposed by31,

we further develop this framework into one that is appropriate for GLMs (e.g., continuous, count

and binary responses) that also adjusts for confounding variables. We use similar definition of vari-

able importance score as31, i.e., the norm of the function’s partial derivative, as was previously stud-

ied in the context of frequentist nonparametric regression105. We also derive a principled Bayesian

approach to quantify the variable importance uncertainty in finite data (Section 3.3.1), and develop

rigorous Bayesian nonparametric theorems to guarantee the method’s consistency and asymptotic

optimality under the GLMs framework (Section 3.3.2). We present the trained decision tree into a

neural network form65, providing us a computationally more efficient and numerically more stable

approach to obtain the variable importance scores. The proposed method strongly outperforms

other variable importance estimation approaches tailor-designed for random forests (e.g., impurity

or random-forest knockoff14,19) under GLMs framework (Section 3.4).

3.2 Preliminaries

Generalized Linear Models. GLMs expand on the framework of linear regression to offer a versa-

tile range of predictive models. These models connect a linear model to a response variable by em-

ploying a link function. Common examples of GLMs include logistic regression, Poisson regression,

and multinomial regression (See86 for a full discussioin).

GLMs have three components: the conditional probability model for response Y, the linear pre-

dictor and the link function g. The probability model for Y, depending on d-dimensional exposure
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variables z = (z1, . . . , zd) ∈ Z = Rd and potential confounders x, is

pY(y | θ, ϕ) = exp{yθ − b(θ)
a(ϕ)

+ c(y, ϕ)}, (3.1)

where a, b and c are known functions specific to the exponential family, ϕ is the dispersion parame-

ter and θ is the canonical parameter. In traditional GLMs framework, a linear predictor, z⊤γ + x⊤β,

is used to determine the canonical parameter through a set of transformations. It can be shown that

b′(θ) = μ = E(Y | z, x) and μ = g−1(z⊤γ + x⊤β).

Note that the linearity in relating the response to the variables is restrictive. Significant endeavor

has been directed towards incorporating basis functions as a means of relaxing the functional form

of the linear predictor, including spline based approach32 and generalized additive models52. Bayesian

nonparametric methodology is driven by the idea that the model should be capable of accommodat-

ing diverse regression relationships108,34,48. Our proposed method also fits within this framework.

Specifically, we relax the linearity assumption on the exposure variables z.

Problem Setup. For each subject i = 1, . . . , n, we assume

Yi ∼ ExponentialFamily(μi | zi, xi),

where

g(μi | zi, xi) = h0(zi) + x⊤
i β. (3.2)

The data dimension d is allowed to be large but assumed to be constant and does not grow with

the sample size n. Here the data-generating function h0 is a flexible nonlinear function that resides

in an RKHS H0 induced by a certain positive definite kernel function k0, and the input space Z0 of

the true function spans only a small subset of the input features (z1, . . . , zd), i.e., Z0 ⊂ Z .
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The aim of estimating global variable importance is to assign a variable importance score ψj

to each of the input features (z1, . . . , zd). This score serves as a classification signal to determine

whether zj ∈ Z0. By setting a pre-defined threshold value s, the decision on variable selection can be

made by comparing the score ψj with the threshold. The effectiveness of the variable selection signal

can be evaluated using a standard metric, such as the area under the receiver operating characteristic

(AUROC) and the area under Precision-Recall (PR) curve (AUPRC).

3.2.1 QuantifyingModel Uncertainty via Featurized GP

In the context of nonlinear regression described by Equation (3.2), the Gaussian process GP is a

conventional method for learning uncertainty-aware models. In particular, under the assumption

that h0 can be characterized by a versatile RKHS Hk controlled by the kernel function k, the GP

model imposes a Gaussian process prior h ∼ GP(0, k), which results in a multivariate normal

(MVN ) distribution when evaluated at any set of examples:

h ≡ (h(z1), . . . , h(zn))⊤ ∼ MVN (mn×1,Kn×n),

with meanmi = m(zi) and covariance matrixKi,j = k(zi, zj). The choice of the prior meanm and

kernel k enables prior specification directly in the function space. For example, the Matérn kernel

with parameter ν places a prior over ⌈ν⌉ − 1 times differentiable functions, with length-scale l2 and

amplitude variance σ2. As ν → ∞, this reduces to the common radial basis function (RBF) kernel

k(zi, zj) = σ2 exp(∥zi − zj∥22/l2).

Under the above construction, the posterior predictive distribution of h evaluated at new obser-
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vations z∗
1 , . . . , z∗

n∗ is also a multivariate normal,

h∗ | {zi yi}ni=1 ∼ MVN (E[h∗],Cov[h∗]), where (3.3)

E[h∗] = m∗ + K∗(K + σ2In)−1(y − m); Cov[h∗] = K∗∗ − K∗(K + σ2In)−1K∗⊤,

withm∗
i = m(z∗

i ),K∗
ij = k(z∗

i , zj), andK∗∗
ij = k(z∗

i , z∗
j ). Equation (3.3) is known as the kernel-

based representation (or dual representation) of a GP102. Although mathematically elegant, the

posterior (3.3) is expensive to compute due to the need to invert the n × nmatrix (K + σ2I).

Feature-based Representation of A GP. Alternatively, according toMercer’s theorem27, as

long as the kernel function k(·, ·) can be written as the inner product of a set of basis functions

φ(z) = {φk(z)}
D
k=1, such that k(z, z′) = φ(z)⊤φ(z′), then elements of the RKHS h ∈ Hk can be

written in terms of a linear expansion of basis functions102:

h(z) =
D∑
k=1

γkφk(z) = φ(z)⊤γ, where γ ∼ MVN (μγ, ID). (3.4)

This is referred to as the feature-based representation, also known as the primal representation

of a GP. It is important to note that (3.4) is not an approximation technique but rather an exact

reparametrization of the GPmodel whose kernel function is induced by the feature representation

φ(z). Moreover, it is worth mentioning that in this feature-based representation (3.4), the predictive

model h is linear with respect to the model parameters γ = {γk}
D
k=1. Nevertheless, this “linearity” in

the model parameters does not restrict the expressiveness of f, as the GPmodel essentially learns to

utilize the weights {γk}
D
k=1 to flexibly combine the nonlinear basis functions {φk}

D
k=1 to optimally

fit the outcome.

Incorporating Modern MLModel Classes. The second primary advantage of the feature-based

representation (3.4) is its generality, as a broad spectrum of machine learning models can be ex-
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pressed in the feature-based form h(z) = φ(z)⊤γ99,30,69. This feature-based approach turns the

GPmodel into a unified framework for measuring model uncertainty across a diverse range of mod-

ernMLmodels.31 provides a comprehensive list of compatible models, including GAMs, decision

trees, random-feature models, deep neural networks, and their ensembles.31 outlines some of the

general requirements that a model must meet to be compatible with the proposed framework, such

as weak differentiability, Lipschitz condition, and complexity growth rate. Additionally, when a

deterministically-trained γ̂ is available (e.g., via a sophisticated adaptive shrinkage procedure that is

not available in a Bayesian context), we can incorporate this as prior knowledge into GPmodeling by

setting μγ = γ̂ (Equation (3.4)).

Decision Tree as a Neural Network. The implementation of31 was based on a memory inten-

sive procedure when computing the derivatives. On the other hand, their representation of feature

map was along a root-to-leaf path which has a multiplicative form. This form implies that the deriva-

tives with respect to the parameters are highly ill-conditioned when they use the sigmoid function

to approximate the indicator function. Instead, we present the trained decision tree into a neural

network form65. In this representation, we do not need to use the memory intensive procedure to

compute the derivatives and thus this work is scalable to large datasets. Meanwhile, by writing the

feature map in a sum instead of the multiplicative form, our algorithm is numerically more stable

(see Appendix C.1.1 for more details).

3.2.2 Bayesian Nonparametric Guarantees for Probabilistic Learning

Typically, the effectiveness of a Bayesian learning method is evaluated by examining the speed at

which its posterior distribution Πn = Π(· | {zi, xi, yi}ni=1) is able to learn. Intuitively, the pace at

which this convergence occurs can be quantified by gauging the magnitude of the smallest contract-

ing spheres centered around h0 that encompass a majority of the posterior probability. Specifically,

we consider the size of the set An = {h | ∥h − h0∥2n ≤ Mnεn} such that Πn(An) → 142,98. The
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concentration rate εn here indicates how fast the small ball An concentrates towards h0 as the sample

size increases. Below we state the formal definition of posterior convergence42.

Definition 2 (Posterior Convergence). For h0 : Z → Rwhere Z = Rd, let H0 denote the

true RKHS induced by a kernel function k0, and let Hφ denote the RKHS induced by the feature

function φ : Z → RD. Let h0 ∈ H0 be the true function, and letE0 denote the expectation with

respect to the true data-generation distribution. Assuming Hφ is dense in H0, then, the posterior

distribution Πn(h) concentrates around h0 at the rate εn if there exists an εn → 0 such that, for any

Mn → ∞,

E0Πn(h : ∥h − h0∥2n ≥ Mnεn) → 0. (3.5)

Notice that we allow the model space Hφ and the true function space H0 to be different, but

Hφ must be dense in H0 for the convergence to happen. Fortunately, this condition is shown to

hold for a wide variety of MLmodels, including random features, random forests, and neural net-

works5,60,100,107,104. The notion of posterior convergence can also be used to discuss the learning

quality of other probabilistic estimates (e.g., variable importance ψj). In that case, we can simply

replace (h, h0) in (3.5) by their variable importance counterparts. This is the focus of Section 3.3.2.

3.3 Methods

3.3.1 Quantifying Variable Importance under GLMs

In this section, we develop the variable importance estimation work into one that is appropriate

for GLMs that also adjusts for confounding variables, and finally derive the posterior distribution

of variable importance under GLMs. We explores the idea of measuring the overall significance

of a variable on a global scale by evaluating the norm of its corresponding partial derivative. This
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approach is based on the premise that for a differentiable function f, the relevance of a variable zj

at a specific point z can be expressed by the size of its partial derivative. To determine the value of

this measure, two factors must be taken into account. Firstly, instead of assessing the significance

of a variable based on a single input point, it is necessary to establish an appropriate global concept

of variable importance. Thus, it is a reasonable approach to integrate the partial derivative over the

input space: Ψj(f) = ∥ ∂
∂zj f∥

2
PZ,X

=
∫
x∈X

∫
z∈Z | ∂

∂zj f(z, x)|2 dPZ,X (z, x). Secondly, as PZ,X (z, x)

cannot be ascertained from training observations, the empirical equivalent can be used to estimate

Ψj(f),

ψj(f) = ∥ ∂

∂zj
f∥2n = 1

n

n∑
i=1

| ∂

∂zj
f(zi, xi)|2. (3.6)

Note that in our GLMs case (3.2), f(z, x) = g−1(h(z) + x⊤β). Therefore, 3.6 becomes

ψj(f) = 1
n

n∑
i=1

| ∂

∂zj
f(zi, xi)|2 =

n∑
i=1

| ∂

∂zj
h(zi)|2 · ( ∂f

∂h(zi)
)2, (3.7)

according to the chain rule. Notice that for the ith subject, the quantity ( ∂f
∂h(zi))2 is shared for all the

variables, j = 1, . . . , d. Since we are interested in the relative magnitude of the variable importance

scores, it is more convenient to divide 3.7 by ( ∂f
∂h(zi))2, within each subject i. Consequently,

ψj(f) ∝
n∑
i=1

| ∂

∂zj
h(zi)|2 = ψj(h). (3.8)

We use ψj(f) and ψj(h) interchangeably for the rest of the paper. It should be noted that ψj(h)

is an estimator that is computed based on a prediction function h that is derived from a limited

set of data. As a result, in order to accurately evaluate the importance of an input variable zj, it is

crucial to account for the uncertainty in h. In light of this, we demonstrate in Section 3.2.1 that

by utilizing the featurized GP representation, we can readily address this issue for a wide range of

78



machine learning models h(z) = φ(z)⊤γ by analyzing the posterior distribution of ψj.

Laplace Approximation for Posterior Distribution. To learn about the posterior distribu-

tion of ψj, we need to knowmore about the posterior distribution of γ first. Note that conditional

on the feature map Φ, the output weights γ are the only learnable parameters in the model. Con-

sequently, the feature-based representation in 3.4 reduces an infinite-dimensional GP to a stan-

dard Bayesian linear model. This transformation allows for the use of various methods to approx-

imate the posterior distribution (e.g., expectation propagation)92. In this paper, we opted for the

Laplace method due to its simplicity and the convenience of its closed-form posterior variance, as

indicated by102. Essentially, the Laplace method approximates the posterior distribution Πn(γ)

using a Gaussian distribution that is centered around the maximum a posteriori (MAP) estimate

γ̂ = argmax
γ

Πn(γ), such that

Πn(γ) ≈ MVN (γ̂, Σ̂ = Ĥ−1), where Ĥ(i,j) = − ∂2

∂γi∂γj
logΠn(γ) |γ=γ̂ (3.9)

is theD × DHessian matrix of the log posterior likelihood evaluated at the MAP estimates78. For a

binary classification task, the inverse covariance matrix adopts a simple form

Σ̂−1 = ID + Φ⊤WγΦ, (3.10)

whereWγ is a diagonal matrix with main-diagonal elementsWγ,i = μ̂i(1 − μ̂i). Here μ̂i is the model

prediction μ̂i = expit(φ(zi)⊤γ̂). Actually, 3.10 applies not only for binary classification task, but

also other GLMs such as Poisson regression and linear regression. WhenWγ is a diagonal matrix

with main-diagonal elementsWγ,i = μ̂i, where μ̂i = exp (φ(zi)⊤γ̂), 3.10 is the inverse covariance

matrix for γ̂ from Poisson regression (in Poisson case, we use the robust covariance matrix). IfWγ

is an identity matrix, 3.10 is the inverse covariance matrix for γ̂ from linear regression, which is the
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same as the Equation 4 in31.

Posterior Distribution of Variable Importance. After we obtain the posterior distribution of γ

(3.9), the posterior distribution of variable importance can be derived according to Equation (3.8):

ψj(h) = 1
n

| ∂

∂zj
h(z)|⊤| ∂

∂zj
h(z)| = 1

n
γ⊤ ∂Φ

∂zj
∂Φ⊤

∂zj
γ,

where ∂Φ
∂zj ∈ RD×n is the derivative of the feature map with respect to zj, across n training samples.

The posterior distribution of ψj(h) adopts a closed form as a generalized chi-squared distribution

(see31 for derivation). In practice, we can sample ψj conveniently from its posterior distribution

by computing ∂
∂zj h(z) =

(
∂Φ
∂zj
)⊤γ(s), where γ(s) are Monte Carlo samples from the closed-form

posterior (3.9).

31 show that the variable importance estimation process benefits from uncertainty in two differ-

ent ways: (1) By increasing s ∈ (0, ∞), P(ψj > s) offers a clear idea of how the model’s perception

of the variable zj importance evolves. This process resembles the regularization path employed by

LASSO techniques37 but with the added feature of incorporating posterior uncertainty regarding

the variable’s importance. (2) The posterior mean of the variable importance depends on the covari-

ance structure γ:

E[ψj(h)] = E
[
tr
(
γ⊤ ∂Φ

∂zj
∂Φ⊤

∂zj
γ
)]

= E[γ]T∂Φ
∂zj

∂Φ⊤

∂zj
E[γ] + tr

(
∂Φ
∂zj

∂Φ⊤

∂zj
Cov[γ]

)
.

Adjusting for Confounding. We propose using the working residual idea from GLMs to allow

it to work across a wide class of MLmodels, which consists of three steps25:

1. Get the working residuals from the GLMs model (logistic or Poisson regressioin).

2. Get the feature map Φ from a particular MLmodel by regressing the working residuals against the

exposures using mean squared error as the loss.
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3. Concatenate the confounders and the feature map to be the new design matrix [X,Φ] and train

using the MLmodel using the loss pertinent to the distribution of the response.

Note that in the second step, the MLmodel is trained using mean squared error as the loss. This is

because the working residuals distribute as normal. However, depending on the distribution of the

response, the MLmodel in the third step is trained using the corresponding loss (e.g., entropy for

logistic regression and Poisson loss for Poisson regression).

3.3.2 Theoretical Guarantees

The introduced variable importance measure ψj (3.8) can be theoretically understood as a quadratic

functional of the GPmodel h35. As a result, it is possible to obtain rigorous Bayesian nonparametric

guarantees for ψj in terms of its ability to learn the true variable importance in finite samples (i.e.,

posterior convergence, Theorem 3). Moreover, from a frequentist perspective, ψj provides a low-

variance estimator that attains the Cram’er-Rao bound (i.e., Bernstein von-Mises phenomenon, The-

orem 4), which is statistically optimal. It is worth noting that, for a general model h(z) = φ(z)⊤γ,

the proposed framework only requires three mild regularity conditions to be fully compatible,

namely weak differentiability, Lipschitz condition, and a growth rate of model complexity. These

conditions are summarized in the31 and explained in detail in the subsequent sections.

Posterior Convergence. Our initial demonstration establishes that, if anMLmodel f is capable

of learning the true function f0 at a rate of εn (in the sense of Definition 2), then the entire posterior

distribution of the variable importance measure ψj(f) converges consistently to a point mass at the

true value of Ψj(f0). This convergence occurs at a speed that is equal to or greater than εn.

Theorem 3 (Posterior Convergence of Variable Importance ψj). Suppose Yi ∼ ExponentialFamily(μi |

zi, xi) where g(μi | zi, xi) = h0(zi) + x⊤
i β. Here g is the link function and f0(zi, xi) = g−1(h0(zi) +

x⊤
i β). Denote as E0 the expectation with respect to the true data-generation distribution centered
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around f0. For the RKHS Hφ induced by the feature function φ : Z → RD and h ∈ Hφ, if:

(1) The posterior distributionΠn(f) converges toward f0 at a rate of εn;

(2) The differentiation operator Dj : f → ∂
∂zj f is bounded: ∥Dj∥2op = inf{C ≥ 0 : ∥Djf∥22 ≤

C∥f∥22, for all h ∈ Hφ};

Then the posterior distribution for ψj(f) = ∥ ∂
∂zj f∥

2
n contracts towardΨj(f0) = ∥ ∂

∂zj f0∥
2
PZ

at a rate not

slower than εn. That is, for anyMn → ∞,

E0Πn

 sup
j∈{1,...,d}

|ψj(f) − Ψj(f0)| ≥ Mnεn

 → 0.

The proof is in Section C.2. Theorem 3 is a generalization of the classical quadratic functional

convergence under linear models and sparse neural networks to a broader range of MLmodels

within the context of Bayesian variable importance estimation35,76,120. This finding confirms that,

for anMLmodel f that can accurately learn the true function f0 with finite data, we can consistently

obtain the true variable importance at a rapid rate using the proposed variable importance estimate

ψj(f). This is true despite the potential lack of identifiability in the model parameters, such as the

weights in a neural network. It is worth noting that while our main setting assumes a fixed data di-

mension d (see Problem Setup), the proof of the posterior concentration result Theorem 3 is not

dependent on this assumption. In fact, it is compatible with the high-dimensional setting, where d

can increase with sample size at a rate of o(n). For further discussion, refer to the Section C.2, partic-

ularly Remark 4.

From a practical perspective, it follows from Theorem 3 that the accuracy of the variable impor-

tance estimate ψj(f) in finite samples depends on two factors: (1) the finite-sample generalization

performance of the prediction function f, and (2) the mathematical property of f in terms of its

Lipschitz condition. Therefore, in practice, it is crucial to choose a model class f that can effectively
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capture the target function f0 based on theoretical guarantees, delivers strong generalization per-

formance under finite data, and exhibits a well-behaved Lipschitz condition. For instance, in the

featurized Gaussian process f(z, x) = g−1(h(z) + x⊤β) discussed in this work, the user can select

a performant model class (e.g., random forest, random-feature, or DNN) whose feature represen-

tation spans an RKHS Hφ that is dense in the infinite-dimensional function space, ensuring con-

vergence (see Remark 3 in Section C.2 for further discussion)5,60,100,107,104. Furthermore, the Lips-

chitz condition of these models is discussed in31. Notably, experiments (Section 3.4) demonstrate

that there is no universally “optimal” model class that performs well across all data settings (i.e., no

free lunch theorem124), highlighting the importance of having a general-purpose framework for

variable importance estimation that can accommodate the most effective model for the given task.

Finally, although Theorem 3 is presented as an asymptotic result, it is straightforward to obtain a

finite-sample error bound for variable importance ψj(f) by extending the proof of Theorem 3 when

a finite-sample error bound εn for the model class is available (i.e., Condition (1) in Theorem 3).

Statistical Efficiency & Uncertainty Quantification. We proceed to demonstrate the uncer-

tainty quantification capability of the variable importance measure ψj(f) in a featurized GPmodel,

by establishing its adherence to the BvM phenomenon. Specifically, we establish that the poste-

rior distribution of ψj(f) converges to a Gaussian distribution centered at the maximum likelihood

estimate ψj(f0), and that its credible intervals with (1 − α)% level attain the nominal coverage prob-

ability for the true variable importance. In GLMs, Yi ∼ p(yi | (γ, β)⊤, (φ(zi), xi)) ∝(γ,β)⊤ q(yi |

φ(zi)⊤γ + x⊤
i β) for variables (φ(zi), xi) ∈ RD+d′ and coefficients (γ, β)⊤ ∈ Θ ⊆ RD+d′ , where

d′ is the number of confounders and q(y | η) = exp{ηs(y) − κ(η)} is a one-parameter exponential

family satisfying certain conditions (see Section C.3 for a full description). Assume the parameter

space is open and convex90.

Theorem 4 (Bernstein-vonMises Theorem for Variable Importance ψj). Suppose Yi ∼ ExponentialFamily(μi |

zi, xi) where g(μi | zi, xi) = h0(zi) + x⊤
i β. Here g is the link function and f0(zi, xi) = g−1(h0(zi) +
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x⊤
i β). Denote Bj = ∂Φ

∂zj
∂Φ⊤

∂zj the inner product of the differentiation of the feature map to the jth vari-

able. Assuming:

(1) u′(γ0, β0) = 0 for some (γ0, β0)⊤, where u(γ0, β0) = −E[log q(Yi | φ(Zi)⊤γ + X⊤
i β)];

(2) E|(φ(Zi),Xi)s(Yi)| < ∞ andE|κ(φ(Zi)⊤γ + X⊤
i β)| < ∞;

(3) For all a ∈ RD+d′ , if a⊤(φ(Zi),Xi)
a.s.= 0, then a = 0;

(4) There is an open ball E ⊆ RD+d′ such that (γ0, β0)
⊤ ∈ E, Ē ⊆ Θ, and for all j, k, l ∈ {1, . . . ,D +

d′},E(sup(γ,β)⊤∈Ē |κ′′′(φ(Zi)⊤γ+X⊤
i β)TijTikTil|) < ∞, where Tij is the jth element of (φ(Zi),Xi);

Then
√
n(ψj(h) − Ψj(h0))

d→ N (0, σ2φ + 4γ⊤
0 B

⊤
j H−1Bjγ0),

whereH is defined as the true Ĥ in 3.9 and σ2φ is the variance of γ⊤ ∂Φ
∂zj

∂Φ⊤

∂zj γ. The proof is in

Section C.3. Theorem 4 offers a rigorous theoretical foundation for the ability of ψj(h) to measure

uncertainty in variable importance. Additionally, it verifies that ψj(h) has favorable frequentist

properties, quickly converging to a minimum-variance estimator at a high speed, which is crucial

for accurate variable importance estimation in practice. Compared to prior BvM results that fo-

cused on specific BayesianMLmodels, Theorem 4 is more comprehensive and has simpler condi-

tions that are applicable to a broader range of models103,120,76. Condition (1) is essentially that the

MLE exists asymptotically. Condition (3) is that the support of the variable vector (φ(Zi),Xi) is

not contained in any proper subspace ofRD+d′ ; this is necessary to ensure identifiability. When

E[(φ(Zi),Xi)(φ(Zi),Xi)⊤] exists and is finite, condition (3) is equivalent to the assumption that

E[(φ(Zi),Xi)(φ(Zi),Xi)⊤] is non-singular, which is commonly used to ensure identifiability in

GLMs114. Condition (2) and (4) are moment conditions that are fairly easy to work with; for in-

stance, if the variables are bounded and E(s(Yi)) exists, then condition (2) and (4) are always satis-

fied since κ is C∞ smooth.
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3.4 Experiment Analysis

In this section, we examine how the derivative normmetric ψj performs in estimating variable

importance (3.8) with various machine learning (ML) methods using a limited sample size. To

demonstrate the versatility of our framework, we utilize it in tree ensembles (C.1) where a reliable

and gradient-based uncertainty-aware variable importance estimation method was previously not

available. Additionally, we apply it to linear models and (approximate) kernel machines, which are

commonly used in data science for variable selection113,8. We assess the statistical performance of

our method in accurately identifying the relevant features (based on Type I and Type II errors) in

a range of realistic and complex data scenarios, such as those derived from socioeconomic dataset,

which include discrete features, interactions, and between-feature correlations. We compare our re-

sults with those obtained using established approaches for each model class (Table 3.1). Our main

findings are as follows:

O1: Importance of generality. It is not possible to find a model class that works efficiently in all

types of data scenarios, as stated by the ’no free lunch theorem’ by124, which is supported by the

data presented in Table 3.2 and Figure 3.1. Therefore, it is crucial to have a comprehensive frame-

work for variable importance that encompasses a diverse range of models. This will allow practition-

ers to choose the most appropriate model class for a given task.

O2: Good prediction translates to effective variable importance estimation. Comparing be-

tween different model classes, the ranking of models’ predictive accuracy is generally consistent with

the ranking of their variable importance estimation performance under ψj (i.e., better prediction

translates to better variable importance estimation, as suggested in Theorem 3).

O3: Statistical efficiency of ψj. When comparing variable importance measures within each

model class, the derivative normmetric ψj typically shows superior performance compared to other
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measures. These findings provide empirical evidence that ψj is a statistically efficient measure even in

complex data situations, supporting the claim made in Theorem 4.

Table 3.1: Summary of methods considered in the experiments.

Model Class (Ours) Baselines

Tree Ensembles RF-FDT RF-Impurity, RF-Permutation, RF-Knockoff
Kernel Methods & NNs NN BKMR, BAKR

Linear Models GAM BRR, BL

Models & Methods. We consider three main classes of models (Table 3.1): (I)RF. Given a

trained forest, we quantify variable importance using ψj by translating it to an ensemble of FDT31,

and compare it to three baselines: RF-Impurity14, Permutation (RF-Permutation) andRF-Knockoff 19.

(II) (Approximate) Kernel Methods & Neural Networks. We apply ψj toNN based on wide

ReLU neural network with 128 hidden units and LASSO regularization in the hidden layer weights70.

We compare them to BKMR8 based on a GP with an exact RBF kernel and a spike-and-slab prior,

and BAKR based on random-feature model with a projection-based feature importance measure

and an adaptive shrinkage prior26. (III) Linear Models. We apply ψj to a featurized GP representa-

tion of theGAM, with the prior center μ set at the frequentist estimate of the original GAMmodel

obtained from a sophisticated REML procedure125. We compare it to two baselines: BRR58 and

BL97. Section C.4 provides further detail. Previously,76 studied the specialization of our framework

to the deep neural networks (DNNs), so we do not repeat that work here as DNN is not yet a stan-

dard data science model for tabular data.

To quantify variable importance while accounting for posterior uncertainty of the variable im-

portance ψj(f), we examine its posterior survival function
∫
s>0 P(ψj(f) > s) ds (i.e., the posterior

likelihood of ψj(f) being greater than the threshold s integrated over the full range of thresholds s).

For other methods, we use their default metrics to quantify variable importance (e.g., variable inclu-

sion probabilities in BART and BKMR. See Section C.4).
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Table 3.2: Results of Adult and Claim datasets.

Adult Claim
Distribution model AUROC Testing Loss AUROC Testing Loss

binary

RF-FDT (Ours) 0.831 0.027 0.725 0.23
NN (Ours) 0.61 0.113 0.489 0.443
GAM (Ours) 0.7 0.023 0.438 0.504
RF-Impurity 0.804 0.059 0.488 0.252

RF-Permutation 0.91 0.059 0.491 0.252
RF-Knockoff 0.731 NA 0.388 NA

BRR 0.858 0.062 0.375 0.585
BL 0.84 0.062 0.375 0.585

Poisson

RF-FDT (Ours) 0.935 -1.124 0.787 -3.805
NN (Ours) 0.994 -1.075 0.709 -3.729
GAM (Ours) 0.798 -1.157 0.797 -3.161
RF-Impurity 0.754 -0.809 0.75 -3.612

RF-Permutation 0.735 -0.809 0.75 -3.612
BRR 0.81 0.053 0.022 -0.566
BL 0.792 0.054 0.025 -0.565

Datasets and Tasks. We consider one synthetic benchmark dataset and two real-world socio-

economic datasets, encapsulating challenging phenomena such as between-feature correlations and

interaction effects. For the synthetic benchmark dataset, we generate data using the same data gen-

eration mechanism as the simulated dataset in tutorial of BKMR8. The response is a quadratic

function of the first four exposures with interaction and the only confounder is a consine function

of the first causal exposure:

Yi = 1(0.1X1 + g0(Z1) + g0(Z2) − g0(Z3) − g0(Z4) + Z3Z4 + εy > 0), (3.11)

where g0(z) = (2z + 0.5)2, Zj ∼ Unif(−1, 1), X1 = 3 cos(Z1) + 2εx, εx, εy ∼ N (0, 1).

We vary sample size n ∈ {200, 500, 1000, 1500, 2000, 3000, 4000, 5000} and data dimension

d ∈ {30, 50, 100}, leading to 24 total scenarios.

For real-world data, we consider (1)Adult: 1994 U.S. census data of 48842 adults with eight cat-
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egorical and six continuous features68; (2)Claim: a motor third-party liability insurance dataset of

678013 observations with five categorical and four continuous features94. For this dataset, we pre-

process variables by removing outlier values and select the first 60000 observations in the simulation.

All datasets exhibit non-trival correlation structure among features (Appendix Figures C.2-C.4).

Since the ground-truth causal features on these datasets are not known, in order to rigorously

evaluate variable importance estimation performance, we follow the standard practice in causal ML

to simulate the outcome based on causal features selected from data129. We use the same quadratic

function 3.11 as BKMR simulated dataset for four causal exposures with interaction, adding linear

effect of confounders (Section C.4 provides further detail). We also generate response with both

binary and Poisson distributions. We repeat the simulation 20 times for each scenario, and use AU-

ROC to measure the variable importance estimation performance (in terms of Type I and Type II

errors) of each method.

3.4.1 Results

Figure 3.1 shows the models’ performance in variable importance estimation (Row 1) and predic-

tion (Row 2)* for the BKMR simulated dataset. Table 3.2 shows the corresponding results for

Adult andClaim datasets †. Besides AUROC and Testing Loss, we also record their area under

Precision-Recall curve (AUPRC) and F1 score, which are delayed to be shown in Section C.4. The

formula of Testing loss depends on the distribution of the response: For continuous response, it

is mean squared error; For binary response, it is entropy (also known as entropy); For Poisson re-

sponse, it is Poisson loss. For all settings, we use 75% of nobs to be the training dataset and the rest

25% to be the testing dataset.

*For the prediction plots, a method will not be visualized if they share the model fit with another method
(RF-Impurity,RF-Permutation andRF-Knockoff ), or if it does not produce valid results due to computa-
tion issues (GAM).

†These two datasets are too large so BKMR and BAKR do not work. Also,RF-Knockoff does not have
implementation for Poisson outcome.
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Figure 3.1: Model performance in variable importance estimation (measured by AUROC, row 1) and prediction
(measured by testing Loss, row 2) under quadratic exposure‐response relationship and with four causal exposures. Title
of each column refers to the value of d. Therefore, the variable importance scores of the four causal exposures are

expected to be higher than the rest variable importance estimations. The x‐axis represents the observed sample sizes
n ∈ {200, 500, 1000, 1500, 2000, 3000, 4000, 5000}. The ranking of FDT (solid purple) outperforms other

methods in most of the scenarios. The rankings of performance are roughly consistent between prediction and variable
importance estimation.

Recalling the three observations introduced earlier:

O1 (”No free lunch”): No method performs universally well. For example,RF-Permutation

appears to be effective inAdultwith binary distribution, but underperforms in general. BKMR

perform competitively in low dimension, but their performances deteriorate quickly as dimension

d increases (Figure 3.1). This is likely due to the classical kernel method’s well-known inability to

learn an adaptive feature representation, which consequently leads to suffering from the curse of

dimensionality and unstable and suboptimal variable importance performance in high dimensions4.

FDT is generally the strongest model even in small samples and high dimensions, but can be out-

performed byRF-Permutation,GAM orNN in large samples and data with a high percentage of

categorical features (Adultwith binary distribution,Adult andClaimwith Poisson distribution).

This highlights the importance of a unified framework that allows users to select the most appropri-
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ate model for variable importance estimation depending on the data setting.

O2 (”Good prediction implies effective variable importance estimation”): Fixing the variable

importance ψj and comparing the variable importance estimation performance of each model class

(i.e., FDT,NN andGAM, which are solid lines in Figure 3.1), we see that their rankings in predic-

tion (row 2) are largely consistent with the corresponding rankings in variable importance estima-

tion. It is worth noting that this pattern is occasionally violated (e.g.,Adult andClaimwith Poisson

distribution), but that does not contradict our conclusion (Theorem 3) since the convergence rate

of the prediction function only forms an upper bound for the convergence rate of ψj.

O3 (Statistical efficiency of ψj): When comparing among variable importance estimation meth-

ods from the same class (especially for tree models, i.e., FDT v.s. RF-Impurity /RF-Permutation

/RF-Knockoff ), we see that FDT is competitive or strongly outperforms its baselines in variable

importance estimation, despite being based on exactly the same fitted model (RF-Impurity /RF-

Permutation /RF-Knockoff ). This pattern is consistent in most data settings, and the advantage is

especially pronounced in high dimensions and correlated datasets (Table 3.2). This provides strong

empirical evidence for the fact that ψj is a statistically efficient estimator for variable importance

with good finite-sample behavior (as suggested in Theorem 4), and can deliver strong performance

for tabular data when combined with a performant MLmodel like random forests. Section C.4

contains further discussion.

3.5 Discussion and Future Directions

The modern data analysis pipeline typically involves fitting multiple models, comparing their perfor-

mance for continuous, count and binary responses. Based on the previous work31, who proposed a

unified variable importance estimation procedure that is compatible across models and prove strong

guarantees for this procedure, we further develop this framework into one that is appropriate for

GLMs (e.g., continuous, count and binary responses) that also adjusts for confounding variables.
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We also present the trained decision tree into a neural network form65, providing us a computation-

ally more efficient and numerically more stable approach to obtain the variable importance scores.

Limitations. We do not consider uncertainty in the feature map itself. For example, the kernel

induced by the featurized decision tree studied here does not consider uncertainty in the tree’s parti-

tioning process. Meanwhile, the fact that the full posterior inference is performed only with respect

to γ indeed places a limitation on the model’s ability in uncertainty quantification, as the uncer-

tainty in the model hyperparameters is not accounted for. Yet, this does not seem to be a significant

limitation in the method’s empirical performance, although this point still merits further investi-

gation in the future. On the other hand, in the future, it would be worth expanding this framework

to other model classes (e.g., MARS38) and estimating the importance of interaction effects and

higher-order terms.

91



A
Appendix for Chapter 1

A.1 Further simulation results under the settings in Section 5

A.1.1 Performances of different libraries combinedwith different testing

types
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Figure A.1: Power of hypothesis test using different libraries combined with different types of tests, fixing the tuning
parameter selection method to loocv and ensemble strategy to stack.

A.1.2 Performances of different libraries combinedwith different ensem-

ble strategies

93



●●
●
●
●●●
●

●●
●
●●●
●
● ●●●●●●●● ●●●●●●●● ●●●●●●●● ●●●●●●●● ●●●●●●●● ●●●●●●●● ●●●●●●●● ●●●●●●●● ●●●●●●●●

●●●

●

●●●
●

●

●

●

●

●

●●

●

●

●

●

●

●

●

●

●
●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●
●

●

●

●

●

●

●

●●

●

●

●●

●

●

●●

●

●

●
●

●

●

●●

●

●

●
●

●

●

●
●

●

●

●●

●

●

●●

●

●

●●●

●

●●

●

●

●

●

●

●

●

●

●

●

●●●

●

●● ●●●●●●
●● ●●●●●●●● ●●●●●●●● ●●●●●●●● ●●●●●●●● ●●●●●●●● ●●●●●●●● ●●●●●●●●

●●●

●

●●●
●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●
●

●

●

●
●

●

●

●
●
●

●

●

●●

●

●
●●

●

●
●●

●

●
●●

●

●

●●

●

●

●●

●

●

●●

●

●

●●

●

●

●

●

●

●

●

●

●

●
●

●

●

●
●

●

●

●

●

●●●

●

●●

●

●

●

●

●

●

●

●

●

●

●●

●

●

●●
●

●

●
●
●

●

●
●

●
●

●●
●
●

●●

●●●

●

●●●

●

●
●
●●●●●
●

●

●

●

●
●

●

●
●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●
●

●
●
●
●
●
●
●

●

●

●●
●

●

●●

●

●

●

●

●

●

●

●

●

●

●
●
●

●

●
●

●

●

●

●
●

●

●

●

●●

●

●●
●

●

●●

●

●●
●

●
●
●

●

●
●
●

●

● ●
●

●
●●
●

●

●
●●

●●

●
●

●

●
●●

●
●
●●

●
●

●
●●

●

●
●●

●

●●

●

●

●
●

●

●

●●

●

●

●●

●

●

●●

●

●

●
●

●

●

●

●●

●

●

●●

●

●

●

●

●

●

●

●

●

●

●●

●

●

●●

●

●

●
●
●

●

●
●
●

●

●●●

●

●●
●

●

●
●●

●

●

●
●

●

●

●

●

●

●

●

●

●
●

●
●
●●

●●

●●
●

●

●●
●

●

●
●
●
●●
●●● ●●●●●●●●

●
●●●
●
●●●

●
●
●
●●
●
●
●

●●
●
●●●
●●

●●
●
●●●
●●

●
●●●
●
●●●

●
●●●
●●
●●

●●●●●●●●

●
●
●
●●●
●
●

●

●

●

●
●

●

●

●

●●
●●●●
●●

●
●
●●●
●
●●

●●
●

●●●
●

● ●●●●●
●
●

●
●●●●
●●●

●●●●●●●●

●
●●●
●●
●●

●●●●●●●● ●
●●●●●●

rbf_lnr_0.5 matern_1.5_0.5 matern_2.5_1

quadratic_rbf rbf_0.5 rbf_1

linear quadratic cubic

0.00 0.25 0.50 0.75 1.00 0.00 0.25 0.50 0.75 1.00 0.00 0.25 0.50 0.75 1.00

0.00

0.25

0.50

0.75

1.00

0.00

0.25

0.50

0.75

1.00

0.00

0.25

0.50

0.75

1.00

interaction strength, δ

po
w

er
strategy avg exp Library ● ● ● ●Oracle Polynomial RBF Polynomial+RBF

Figure A.2: Power of hypothesis test using different libraries combined with different ensemble strategies, fixing the
test type to bootstrap test with linear alternative kernel and tuning parameter selection method to loocv.

A.1.3 Performances of different testing types combinedwith different en-

semble strategies
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Figure A.3: Power of hypothesis test using different testing types combined with different ensemble strategies, fixing
the model library for null model to RBF and tuning parameter selection method to loocv.

A.1.4 Performances of different tuning parameter selections combinedwith

different testing types
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Figure A.4: Power of hypothesis test using different tuning parameter selections combined with different types of
tests, fixing the model library for null model to RBF and ensemble strategy to stack.

A.1.5 Performances of different beta’s of exponential weighting

Below shows the performances under three different beta’s of exponential weighting:

min{RSS}Dd=1/10, median{RSS}Dd=1 and max{RSS}Dd=1 ∗ 2. Here {RSS}Dd=1 are the set of resid-

ual sum of squares ofD base kernels. We can see that their performances are quite similar.
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Figure A.5: Power of hypothesis test using different beta’s of exponential weighting, fixing the model library for null
model to RBF, test type to bootstrap test with linear alternative kernel, tuning parameter selection method to loocv and

ensemble strategy to stack.

A.2 Correlated settings

A.2.1 Performances of different libraries under correlated setting (with-

out between group correlation)
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Figure A.6: Power of hypothesis test using the true model (Oracle) and the three kmodel’s when within group
correlation coefficients are 0.3 and 0.7 respectively, and between group correlation coefficient is 0, fixing the tuning
parameter selection method to loocv, ensemble strategy to stack, and the test type to bootstrap test with linear

alternative kernel.

A.2.2 Performances of different testing types under correlated setting (with-

out between group correlation)
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Figure A.7: Power of hypothesis test using different types of tests when within group correlation coefficients are 0.3
and 0.7 respectively, and between group correlation coefficient is 0, fixing the tuning parameter selection method to

loocv, ensemble strategy to stack and model library for null model to RBF.

A.2.3 Performances of different libraries under correlated setting (with

between group correlation)
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Figure A.8: Power of hypothesis test using the true model (Oracle) and the three kmodel’s when within group
correlation coefficients are 0.3 and 0.7 respectively, and between group correlation coefficient is 0.2, fixing the tuning

parameter selection method to loocv, ensemble strategy to stack and the test type to bootstrap test with linear
alternative kernel.

A.2.4 Performances of different testing types under correlated setting (with

between group correlation)
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Figure A.9: Power of hypothesis test using different types of tests when within group correlation coefficients are 0.3
and 0.7 respectively, and between group correlation coefficient is 0.2, fixing the tuning parameter selection method to

loocv, ensemble strategy to stack and model library for null model to RBF.

A.3 Backfitting algorithm for multiple kernels

A.4 Projection matrices for multiple kernels

Basically, for the problem15,

y = Xβ +
D∑
d=1

Kdαd,
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Algorithm 4 Backfitting algorithm for multiple kernels
1: procedure FittingMultiple Kernels

Input: A set of kernel matrices {Kd}D
d=1, Data (y,X), λ

Output: Estimators β, {αd}D
d=1

# Stage 1: Initialize parameters β and {αd}D
d=1

2: β = (X⊤X)−1X⊤y
3: for d = 1 toD do
4: αd = (Kd + λI)−1(y − Xβ)
5: end for

# Stage 2: Iterative update
6: for step = 1 tomax_step do
7: β = (X⊤X)−1X⊤(y −∑D

d=1Kdαd)
8: for d = 1 toD do
9: αd = (Kd + λI)−1(y − Xβ −∑

d′ ̸=dKd′αd′)
10: end for
11: end for
12: until convergence
13: end procedure

define below projection matrices to the linear and the dth kernel as,

H = X(X⊤X)−1X⊤,

Sd = Kd(Kd + λI)−1.

Then we can compute the ”projection matrices” to the overall kernel space B as,

Ad = (I − Sd)−1Sd,

A =
D∑
d=1

Ad,

B = (I + A)−1A.
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Consequently, the final projections to the kernel effect space and the fixed effect space are,

PK = (I − BH)−1B(I − H),

PX = H(I − PK),

such thatXβ̂ = PXy and
∑D

d=1 Kdα̂d = PKy.

A.5 Derivation of the REML based test statistic

A.5.1 Derivation of the score test statistic

In this section, we derive the score test statistic based on REML85.

DenoteV(θ) = σ2Vλ = σ2I + τKδ, where θ = (δ, τ, σ2). The REML

lR(μ, λ, σ2|y) = − 1
2

[
log | σ2Vλ | +(y − μ)T(σ2Vλ)−1(y − μ) + log | σ−21TV−1

λ 1 |
]
, (A.1)

can be rewritten as

lR = − 1
2

[
log | V(θ) | +log | 1TV(θ)−11 | +(y − μ)TV(θ)−1(y − μ)

]
. (A.2)

UnderH0 : δ = 0 (2.2.2), we set θ0 = (0, τ, σ2) and

P0(θ0) = V(θ0)−1 − V(θ0)−11[1TV(θ0)−11]−11TV(θ0)−1.
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Take the derivative of (A.2) with respect to δ,

∂lR
∂δ

= − 1
2

[∂log | V(θ) |
∂δ

+ ∂log | 1TV(θ)−11 |
∂δ

+ ∂(y − μ)TV(θ)−1(y − μ)
∂δ

]
= − 1

2

[
tr
(
V(θ)−1∂V(θ)

∂δ
)

+ tr
(
[1TV(θ)−11]−11T

∂V(θ)−1

∂δ
1
)

+ (y − μ)T∂V(θ)−1

∂δ
(y − μ)

]
= − 1

2

[
tr
(
V(θ)−1τ(∂Kδ)

)
− tr

(
τ(∂Kδ)V(θ)−11[1TV(θ)−11]−11TV(θ)−1)

− (y − μ)TV(θ)−1τ(∂Kδ)V(θ)−1(y − μ)
]

= 1
2

(y − μ)TV(θ)−1τ(∂Kδ)V(θ)−1(y − μ)

− 1
2
tr
[
τ(∂Kδ)

[
V(θ)−1 − V(θ)−11[1TV(θ)−11]−11TV(θ)−1]], (A.3)

where ∂Kδ is the derivative kernel matrix whose (i, j)th entry is ∂kδ(x,x′)
∂δ . If we further denoteK0 =

Kδ |δ=0 and ∂K0 = (∂Kδ) |δ=0, we get the REML based score function of δ evaluated atH0

Sδ=0 = 1
2

(y − μ)TV(θ0)−1τ(∂K0)V(θ0)−1(y − μ) − 1
2
tr[τ(∂K0)P0].

To test forH0 : δ = 0, we propose to use the score-based test statistic

T̂0 = τ̂(y − μ̂)TV−1
0 (∂K0)V−1

0 (y − μ̂), (A.4)

whereV0 = σ̂2I + τ̂K0.
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A.5.2 The null distribution of the test statistic

For simplicity, we denote

V = V(θ),

P = P(θ) = V−1 − V−11[1TV−11]−11TV−1.

With similar derivation as (A.3), for each θi ∈ θ = (δ, τ, σ2), we have

∂lR
∂θi

= − 1
2

[
tr
(
P

∂V
∂θi
)

− (y − μ)TV−1(∂V
∂θi
)
V−1(y − μ)

]
. (A.5)

From74 we know μ̂ = [1TV−11]−11TV−1y. Plug it in73, and we obtain

(y − μ)TV−1 = yT
(
I − 1[1TV−11]−11TV−1)TV−1 = yTP.

Then (A.5) becomes

∂lR
∂θi

= − 1
2

[
tr
(
P

∂V
∂θi
)

− yTP
(∂V
∂θi
)
Py
]
.

The second-order partial derivatives with respect to θi and θj are

∂2lR
∂θi∂θj

= − 1
2

[
tr
(∂P
∂θj

∂V
∂θi
)

+ tr
(
P

∂2V
∂θi∂θj

)
+ yTP

(∂V
∂θi
)
P
(∂V
∂θj
)
Py

+ yTP
(∂V
∂θj
)
P
(∂V
∂θi
)
Py − yTP

∂2V
∂θi∂θj

Py
]
, (A.6)
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where we have used the fact that

∂P
∂θj

= − V−1∂V
∂θj

V−1 + V−1∂V
∂θj

V−11[1TV−11]−11TV−1

+ V−11[1TV−11]−11TV−1∂V
∂θj

V−1

− V−11
(
[1TV−11]−11TV−1∂V

∂θj
V−11[1TV−11]−1)1TV−1

= − P
∂V
∂θj

P.

Then (A.6) becomes

∂2lR
∂θi∂θj

= − 1
2

[
− tr

(
P

∂V
∂θj

P
∂V
∂θi
)

+ tr
(
P

∂2V
∂θi∂θj

)
+ yTP

(∂V
∂θi
)
P
(∂V
∂θj
)
Py

+ yTP
(∂V
∂θj
)
P
(∂V
∂θi
)
Py − yTP

∂2V
∂θi∂θj

Py
]
. (A.7)

Since

E(PyyT) = P[Var(y) + (Ey)(Ey)T] = P[V + μμT] = PV,

PVP = P[I − 1[1TV−11]−11TV−1] = P,

we get

E
[
yTP

(∂V
∂θj
)
P
(∂V
∂θi
)
Py
]

=tr
(
E
[
P
(∂V
∂θj
)
P
(∂V
∂θi
)
PyyT

])
=tr

(
P
(∂V
∂θj
)
P
(∂V
∂θi
)
PV
)

=tr
(
P
(∂V
∂θj
)
P
(∂V
∂θi
))

,

E
[
yTP

∂2V
∂θi∂θj

Py
]

=tr
(
P

∂2V
∂θi∂θj

)
.
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Therefore,

Iθi,θj = −E
[ ∂2lR
∂θi∂θj

]
= 1

2
tr
(
P
(∂V
∂θj
)
P
(∂V
∂θi
))

.

107



B

108



Appendix for Chapter 2

B.1 Additional Background and Technical Derivations

B.1.1 Neural Network Representation of Decision Tree

For each node in a learned decision tree, we know the feature the node is splitting on and its corre-

sponding threshold.65 provides a neural network representation of a decision tree:

f(x|W, b, β) =
D∑
l=0

φl(x|W, b)βl, where

φl(x|W, b) = σstep

( h−1∑
i=0

σstep

(
(x⊤wi,I(i,l) + bi,I(i,l))S(i, l)

)
− h

)
. (B.1)

In the above equations, βl ∈ R is the prediction given by the lth leaf node, h is the height of the tree

andD is the number of leaf nodes. I(i, l) denotes the index of the lth leaf’s predecessor in the ith level

of the tree. wij ∈ Rd indicates the feature the node is splitting on using one hot encoding, with

only one element being 1 or −1 and the rest being 0. bij ∈ R is the corresponding threshold (or the

threshold multiplied by −1). The −1 is to guarantee that x⊤wi,j + bi,j > 0 so that when multiplied

by

S(i, l) =


−1 if lth leaf ∈ left subtree of node I(i, l),

+1 otherwise,
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the direction of (x⊤wi,I(i,l) + bi,I(i,l))S(i, l) can be kept. σstep(·) is the step function,

σstep(a) = 1, if a ≥ 0, and σstep(a) = 0, if a < 0.

Therefore, the model space can be regarded as a three-layer neural network with σstep as activation

function, withW as hidden weights and b as hidden bias.

B.1.2 Derivation of Posterior Distribution of Variable Importance

Recall from Equation 2.4 that the posterior distribution of β is MVN (E[β],Cov[β]), which can be

computed in closed form. This induces a distribution over the variable importance ψj(f):

ψj(f) = 1
n

| ∂

∂xj
f(X)|⊤| ∂

∂xj
f(X)|

= 1
n
β⊤( ∂

∂xj
φ(X)

)( ∂

∂xj
φ(X)

)⊤β
= 1

n
β⊤QΛQ⊤β (Eigen-decomposition on

(
∂

∂xjφ(X)
)(

∂
∂xjφ(X)

)⊤)
= 1

n

D∑
i=1

λi(q⊤
i β)2 (λi is eigenvalue, qi is eigenvector)

= 1
n

D∑
i=1

(λiVi) · Zi, (Vi = q⊤
i Cov(β)qi)

where Zi := (q⊤
i β)2/Vi ∼ χ21 (μi) are independent random variables that follows a noncentral χ2

distribution with 1 degree of freedom and parameter μi = (q⊤
i E[β])2. The values {λi · Vi}Di=1 are

scalar constants weighting each noncentral χ2 random variable Zi. As a result, the full distribution is

a well-known distribution of a linear combination of non-central χ2 distributions51. This distribu-

tion has mean
∑D

i=1(λiVi) · (1 + μi), variance
2
n
∑D

i=1(λiVi)2 · (1 + 2μi), and it can be sampled

efficiently from by using the linear combination representation as introduced above.
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B.1.3 Algorithm Summary

Given a fixed* feature function φ : X → RD, we present algorithm summaries for (1) Computing

the posterior distribution of β in the feature-based representation of a Gaussian process,

and (2) Computing the posterior distribution of the integrated partial derivative metric.

First consider (1), it involves computing two closed-form updates (for posterior mean and vari-

ance) over the training data in mini-batches for one epoch. The algorithm has a linear complexity

with respect to data size.

Algorithm 5 Posterior Computation, Feature-based Representation of Gaussian Process

1: Input: Training data mini-batches {(Xm, ym)}M
m=1. Fixed feature function φ : X →

RD.
2: Output: Posterior mean and varianceE[β]D×1, Cov[β]D×D.
3: Initialize: Feature-label product matrix P = 0D×1, covariance matrix Σ = 0D×D
4: form = 1 toM do
5: Compute minibatch feature representation Φm = [φ(x1), . . . , φ(xnm)]nm×D
6: Update P = P + Φ⊤

m(ym − Φmμ)/σ2
7: Update Σ = Σ − ΣΦ⊤

m(σ2I + ΦmΣΦ⊤
m)−1ΦmΣ ▷ Equa-

tion (2.5)
8: end for
9: Compute Cov[β] = Σβ = Σ ▷ Equation (2.4)
10: ComputeE[β] = μ + ΣβP ▷ Equation (2.4)

As shown, during mini-batch computation, the algorithm computes the posterior mean and

precision matrix by linearly accumulating the statistic Φ⊤
m(ym − Φmμ), and performs one compu-

tation in the end to obtain theE[β]. As a result, the space complexity of the algorithm isO(D2) (for

the covariance matrix) and time complexity of the algorithm isO(nD3) for the matrix inversion. In

large-scale applications, the model dimensionD is usually fixed and is significantly smaller than the

*Namely, the feature function φ(x) is either fixed by construction like random feature models or kernel
machine using classical kernels (RBF, Matérn, etc). Or φ(x) is already learned elsewhere (i.e., pre-trained on
the same or a separate dataset) like random forests or neural networks.
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data size n, leading to a linear-time algorithm. Notice that in actual implementation, this algorithm

can be made much more efficient (i.e.,O(nD2)) by changing how covariance matrix is computed.

We introduce this improved algorithm at the end of this section in Algorithm 7.

Now consider (2). Given the posterior of β from Algorithm 5, the posterior distribution of the

integrated partial derivative metric ψj(f) = ∥ ∂
∂xj f∥

2
n = 1

nβ
⊤ ∂Φ

∂xji
∂Φ⊤

∂xji
β can be computed conveniently

by sampling β from its posterior.

Algorithm 6 Posterior Computation, Integrated Partial Derivative Metric
1: Input: DataX∗ with size n∗. Posterior distribution MVN (E[β]D×1,Cov[β]D×D).
2: Output: Posterior samples of ψj(f) of sizeK: {ψj(f)k}

K
k=1

3: Sample {βk}
K
k=1 ∼ MVN (E[β],Cov[β])

4: Compute partial derivative feature matrix [∂Φ
∂xj ]D×N∗ = [∂φ(x1)⊤, . . . , ∂φ(xN∗)⊤]⊤

5: ComputeGj,D×D = ∂Φ
∂xj

∂Φ⊤

∂xj

6: Compute ψj(f)k = 1
N∗ β⊤

k Gjβk for k = 1, . . . ,K ▷ Equa-
tion (2.8)

When the data size is large, theGj matrices can usually be computed as part of Algorithm 5 by

accumulating gradient partial derivative matricesGj = Gj + ∂Φm
∂xj

∂Φ⊤
m

∂xj . The time complexity of

the algorithm isO(D2n∗) which is again a linear-time algorithm with respect to data size n∗. When

the data size is extremely large, one can consider reduce computational burden by subsampling from

X∗, which is equivalent to performing a Monte Carlo approximation to the integration over the

empirical measure (Equation (2.7)).

Finally, we present a more efficient implementation of Algorithm 5, which improved the run

time fromO(nD3) toO(nD2) by changing how covariance matrix is computed during minibatch

accumulation:

As shown, during mini-batch computation, the algorithm computes the posterior mean and pre-

cision matrix by linearly accumulating two statistics Φ⊤
m(ym − Φmμ) and Φ⊤

mΦm/σ2, and performs

one matrix inversion in the end to obtain the covariance matrix Σβ (hence even more efficient than
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Algorithm 7 Posterior Computation, Feature-based Representation of Gaussian Process
(Version 2)
1: Input: Training data mini-batches {(Xm, ym)}M

m=1. Fixed feature function φ : X →
RD.

2: Output: Posterior mean and varianceE[β]D×1, Cov[β]D×D.
3: Initialize: Feature-label product matrix P = 0D×1, precision matrix S = ID×D
4: form = 1 toM do
5: Compute minibatch feature representation Φm = [φ(x1), . . . , φ(xnm)]nm×D
6: Update P = P + Φ⊤

m(ym − Φmμ)/σ2
7: Update S = S + Φ⊤

mΦm/σ2
8: end for
9: Compute Cov[β] = Σβ = S−1 ▷ Equation (2.4)
10: ComputeE[β] = μ + ΣβP ▷ Equation (2.4)

the Woodbury update formula introduced in Algorithm 5, which requires an inversion for every

single update step). As a result, the space complexity of the algorithm isO(D2) (for the covariance

matrix) and time complexity of the algorithm isO(nD2 + D3). Since in practice, the model dimen-

sionD is usually fixed and much smaller than n, the time complexity is in factO(nD2).

B.1.4 Additional Algorithm Summary: Joint Learning of Basis Functions and

Featurized GP

Notice that given a fixed set of feature functions φ = {φk}
D
k=1, the GP posterior can be learned scal-

ably and in closed-form via Algorithm 5 (or Algorithm 7). Therefore, when the feature functions φθ

are indexed by hyper-parameters θ (e.g., the bandwidth parameter of an RBF kernel, or the hidden

weights of a deep neural network kernel), we can combine Algorithm 5 (or Algorithm 7) with a pre-

existing learning method for the hyperparamters to form a coherent procedure that jointly learns the

feature functions and the GP posterior.

Concretely, for example, given a hyperparameter learning procedure update_hyper that relies

on model prediction (E[β],Cov[β]), we can consider the belowmeta-algorithm for alternative infer-
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ence:

Algorithm 8 Joint learning of feature functions and the GP posterior. Alternative Infer-
ence.
1: Input: Training data mini-batches {(Xm, ym)}M

m=1. Fixed feature function φθ : X →
RD.

2: Output: Learned hyperparameter θ̂. Posterior mean and varianceE[β|θ̂]D×1,
Cov[β|θ̂]D×D.

3: Initialize: Hyperparameter θ0.
4: for iterations t = 1 to T do
5: Update GP posterior based on θt−1: E[β|θt−1], Cov[β|θt−1]. (using Algorithm 5

or 7)
6: Update hyperparameter θt−1 → θt based on GP estimate. (using

update_hyper)
7: end for
8: Set θ̂ = θT.
9: ComputeE[β|θ̂], Cov[β|θ̂] (using Algorithm 5 or 7).

This is essentially the idea behind many classical GP kernel learning algorithm. For example, for

RBF kernel, θ can be the kernel bandwidth parameter, and update_hyper is the gradient-based

update procedure with respect to marginalized likelihood or leave-one-out cross-validation error

(see102, Chapter 5.4, where both of these quantities are generally computed by integrating over the

model’s predictive posterior). Or, Algorithm 8 can be a MCMC procedure for the joint inference

of θ and GP posterior, where update_hyper is essentially a Metropolis-Hasting or Hamiltonian

Monte Carlo step with respect to the model likelihood†.

Alternatively, the hyperparameters can be learned using a procedure that does not rely on model

posterior (E[β],Cov[β]). In this case, we can simply first learn the hyperparameter θ̂ (e.g., for neu-

ral network kernel, we can learn the hidden weights of the neural networks using SGDwith respect

to a target loss) and then perform posterior inference using Algorithm 5 or 7. Denoting such pro-

†In this latter case, the algorithm can be modified to return the full samples of {θt}Tt=1 and their corre-
sponding conditional posterior samples {E[β|θt],Cov[β|θt]}Tt=1.
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cedure as pretrain_hyper, this leads to the below ”pre-training”-style meta-algorithm for joint

inference:

Algorithm 9 Joint learning of feature functions and the GP posterior. Pretraining.

1: Input: Training data mini-batches {(Xm, ym)}M
m=1. Fixed feature function φθ : X →

RD.
2: Output: Learned hyperparameter θ̂. Posterior mean and varianceE[β|θ̂]D×1,

Cov[β|θ̂]D×D.
3: Compute hyperparameter θ̂ using pretrain_hyper.
4: ComputeE[β|θ̂], Cov[β|θ̂] (using Algorithm 5 or 7).

This is essentially the core idea behind some of the classical or state-of-the-art neural Gaussian

process algorithms (e.g.,57 or79), where a Gaussian process model is fit on top of the basis functions

(i.e., the hidden features) of a neural network. There, the hidden weights of the neural network can

be first learned via regular SGD-based inference with respect to the MAP objective. Then, in the

final epoch, the GP posterior is computed conditional on the learned parameters using Algorithm 5

(see, e.g., Algorithm 1 of79). The similiar idea can be applied to the tree-based models. For exam-

ple, the partition rules in a decision-tree kernel can be first learned via a conventional tree-learning

procedure41. Then, a Gaussian process posterior can be fitted to the decision tree by leveraging its

featurized representation (Equation (B.1)).
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B.2 Featurized Representation ofMLModels

The second key advantage of the feature-based representation (2.3) is its generality: a wide range of

machine learning models can be written in term of the feature-based form f(x) = φ(x)⊤β99,30,69,

making the Gaussian process a unified framework for quantifying model uncertainty with a wide

array of modern machine learning models. This section enumerates a few important examples:

Generalized Additive Models (GAM). For a regression task with d input features, a generalized

additive model (GAM) has the form f(x) = β0 +
∑d

j=1 βjhj(x
j), where h′

js are flexible functions

(e.g., splines) with bounded norm53. GAM induces a (d + 1)-dimensional feature representation

(53, Chapter 9):

φ(x)d×1 = [1, h1(x1), . . . , hd(xd)],

where h′
js are usually spline functions that are differentiable. In the special case where all h′

js are iden-

tity functions, GAM reduces to a linear model, and the corresponding f = φ(x)⊤β becomes a GP

with linear kernel.

Decision Trees. By partitioning the whole feature space intoD cells X = ∪D
j=1Xj, a decision tree

model essentially induces a one-hot feature map, e.g.,

φ(x)D×1 = [0, . . . , 1, . . . , 0],

where each element is a indicator function 1(x ∈ Xj) for whether the data point x falls into the

jth cell (Figure B.1). This connection is crucial for extending Gaussian process treatment to tree

models. Section B.6.1 introduce this formulation in more detail. Following the same construction,

the features learned by the majority of partition-based learning methods (e.g., CART, PRIM, etc.)

can be used to construct Gaussian process kernels.
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Random Feature Models. The random-feature model takes the form:

φ(x)D×1 =
√
2σ(W⊤x + b),

whereWd×D and bD×1 are frozen weights initialized from i.i.d. samples from certain fixed distribu-

tions, and σ is an activation function. For example, in the case of classical random Fourier features

whose inner product approximates the RBF kernel, we have σ(·) = cos(·),W iid∼ N(0, 1), b iid∼

Unif(0, 2π)75. Although first introduced as a scalable approximation to GPmodels equipped with

certain kernels (e.g., radial basis function (RBF)), the modern literature treats it as a standalone class

of models with its own unique set of theoretic guarantees87,64,101.

(Deep) Neural Networks. For a trained L-layer neural network of the from f(x) = β⊤gL ·

gL−1 · · · · g0(x) with gl(x) = σl(W⊤
l x + bl), the last-layer representation function

φ(x) = gL · gL−1 · · · · g1(x)

can be understood as the feature map. Then, the feature map can be used to construct the Gaussian

process kernel k(x, x′) = φ(x)⊤φ(x′). This approach was studied extensively in prior literature,

due to a neural network’s appealing ability in learning an effective representation for the task at

hand57,18. Works like121,122,79 further extended this in the context of modern deep learning.

Ensembles. An ensemble model of linear models, trees, or neural networks can be written as a

mixture of Gaussian processes. Specifically, an ensemble model can be written as f(x) =
∑M

m=1 αmhm(x),

where h′
ms are weak learners such as linear models, trees, or neural networks, and αm are model

weights that are either learned or set to uniform 1
M . This formulation covers well-known examples

such as AdaBoost, boosted trees, and random forests53. As introduced above, since many classical

weak learners hm = φm(x)⊤βm induces a Gaussian process with kernel km via their feature rep-
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resentation km(x, x′) = φm(x′)⊤φm(x), the full ensemble model induces a mixture of Gaussian

processes with fixed mixing weights dictated by the ensemble weights {α}Mm=1. That is, the ensemble

induces a Bayesian model f′(x) =
∑M

m=1 αmh′(x) where αm’s are fixed constants and h′
m(x)’s are

Gaussian process models with prior GP(0, km). In the actual implementation, we fit each of the

individual GP model h′
m(x) following exactly how it is done in the original ensemble model. For

example, for random forest models, we fit each h′
m(x) models independently with respect to the orig-

inal label y. While not a focus of this work, for gradient boosting models, we fit h′
m’s recursively with

respect to the residual y −
∑

l<m αlh′
l(x)109.

B.2.1 Summary of model assumptions

This section introduces the theoretical conditions on the featurized model f(x) = φ(x)⊤β that is

required by the proposed framework (i.e., for satisfying Theorems 1 and 2). The intention of this

section is to provide a centralized place for readers to verify whether a general model would fit into

the framework, and provide pointers to more detailed discussions (e.g., the interpretation of these

conditions for important model classes).

First recall that our measure of variable importance ψj(f) = ||Djf||2n relies on the differentiation

operatorDj. For continuous features xj ∈ R, the differentiation operator is defined as the conven-

tional partial derivative: Dj : f → ∂
∂xj f, while for discrete features x

j ∈ {0, 1}, we overload the

derivative operator as the discrete difference ∂
∂xj f(x) = f(xj = 1, x−j) − f(xj = 0, x−j). In such way,

the differentiation operator is well-defined for both types of features.

Under the above-defined notion of differentiation operatorDj, the proposed framework imposes

below three assumptions on the fitted model f(x) = φ(x)⊤β̂with β̂ ∈ RD:

1. Weak differentiability. For the set of causal features j∗ ∈ A∗, the partial derivative

Dj∗f(x)’s exist almost everywhere for x ∈ X , so that ||Dj∗f(x)||22 > δ for a small positive δ > 0
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with non-zero probability ∀j∗ ∈ A∗.

This is a basic condition to ensures the model f’s partial derivative is well-defined and can capture

the true variable importance Φj∗(f0) = || ∂
∂xj∗ f0||

2
2. This condition is weaker than full differen-

tiability, and allows model to have non-differentiable or discontinuous points at discrete locations

(e.g., a ReLU network whose gradient is not well-defined at 0). However, we do note that the fully

non-differentiable models (e.g., decision trees) can still be incorporated into our framework by ap-

plying differentiable approximations (see Section B.6). Remark 2 in Section B.3) provides additional

relevant discussion of this condition.

2. Lipschitz condition. The model f should be Lipschitz with a bounded Lipschitz constant

C < ∞, so that |f(x1)−f(x2)|
||x1−x2||2 ≤ C for all pairs (x1, x2) ∈ X × X . Here ||x1 − x2||2 is the L2 metric in

X .

The Lipschitz condition is a mild requirement indicating that the model gradient is well-behaved

(i.e., bounded away from infinity). It is essential for the posterior concentration of the variable im-

portance metric, and is used to satisfy condition (2) of Theorem 1 (Section 2.3.2). Section B.5.1

discusses the Lipschitz condition of important model classes, including Generalized additive models,

deep neural networks, and decision trees under differentiable approximation.

3. Growth condition on model rank (op(
√
n)). Given the feature map φ : X ∈ RD and

the data-generating distribution P(x), the rank of the model space H can be empirically measured

as limn→∞ rank(Φ), where Φn×D = [φ⊤(x1), . . . , φ⊤(xn)]⊤ is the feature matrix evaluated at

xi ∼ P(x).

To this end, we require the growth condition of the model rank to not increase faster than op(
√
n),

so that the model complexity is well-controlled. This condition is essential for the BvM phenomenon,

and is used to satisfy condition (4) of Theorem 2 (see Section 2.3.2 for related discussion). This
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condition is easily satisfied byMLmodels in practice. For example, since the model rank is upper

bounded by the dimension of the feature mapD, models with fixed feature dimension trivially sat-

isfies this condition. This growth condition can also be satisfied by adaptive-rank models such as

random forest or sparse neural networks, and is in fact much less stringent than what is required by

the BvM theorems in the existing literature. See Appendix B.5.2 for detailed discussion.
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B.3 Proof for Posterior Convergence

Proof for Theorem 1

Recall the list of technical conditions:

i) (Convergence of Prediction Function f)The posterior distribution Πn(f) converges toward f0

at a rate of εn. (Note that in nonparametric learning setting, this rate is not faster thanOp(n− 1
2 )

which is the optimal parametric rate);

ii) (Well-conditioned Derivative Functions)Dj : f → ∂
∂xj f the differentiation operator is bounded:

∥Dj∥2op = inf{C ≥ 0 : ∥Djf∥22 ≤ C∥f∥22, for all f ∈ Hφ};

Proof. Denote An = {f : ∥f − f0∥2n > Mnεn} and Bn = {f : |ψj(f) − Ψj(f0)| > Mnεn}, then

showing the statement in Theorem 1 is equivalent to showing Πn(Bn) → 0.

Specifically, we assume below two facts hold:

Fact 1. |ψj(f) − ψj(f0)| ≤ ∥Djf − Djf0∥2n

Fact 2. supj∈{1,...,d} |ψj(f0) − Ψj(f0)| ≲ ∥f − f0∥2n

121



Because if the above facts hold, we then have

sup
j∈{1,...,d}

|ψj(f) − Ψj(f0)| ≤ sup
j∈{1,...,d}

|ψj(f) − ψj(f0)| + sup
j∈{1,...,d}

|ψj(f0) − Ψj(f0)|

≤ sup
j∈{1,...,d}

∥Djf − Djf0∥2n + sup
j∈{1,...,d}

|ψj(f0) − Ψj(f0)|

≤ sup
j∈{1,...,d}

∥Djf − Djf0∥22 + Op(n− 1
2 ) + sup

j∈{1,...,d}
|ψj(f0) − Ψj(f0)|

≤ C∥f − f0∥22 + Op(n− 1
2 ) + sup

j∈{1,...,d}
|ψj(f0) − Ψj(f0)|

(Dj is bounded)

≤ C∥f − f0∥2n + Op(n− 1
2 ) + sup

j∈{1,...,d}
|ψj(f0) − Ψj(f0)|

≲ ∥f − f0∥2n.

It then follows that:

E0Πn
(

sup
j∈{1,...,d}

|ψj(f) − Ψj(f0)| ≥ Mnεn
)
≲ E0Πn

(
∥f − f0∥2n ≥ M′

nεn
)

→ 0.

We now show Facts 1 and 2 are true.

• Fact 1 follows simply from the triangular inequality:

|ψj(f) − ψj(f0)| =
∣∣∣∥Djf∥2n − ∥Djf0∥2n

∣∣∣
= max

{
∥Djf∥2n − ∥Djf0∥2n, ∥Djf0∥2n − ∥Djf∥2n

}
≤ ∥Djf − Djf0∥2n.

• Fact 2 follows from standard Bernstein-type concentration inequality (see, e.g., Lemma 18 of105).

Specifically, for |Djf0(x)|2 a random variable with respect to probability measure P(x) that is
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bounded by L. Given n iid samples {|Djf0(xi)|2}ni=1, recall that ψj(f0) = 1
n
∑n

i=1 |Djf0(xi)|2

and Ψj(f0) = E(|Djf0|2), then with probability 1 − η:

|ψj(f0) − Ψj(f0)| ≤ n− 1
2 ∗
(
2
√
2 ∗ L ∗ log(2/η)

)
,

that is, |ψj(f0) − Ψj(f0)| → 0 at the rate ofO(n− 1
2 ). Notice thatO(n− 1

2 ) is the optimal parametric

rate that cannot be surpassed by the convergence speed of the ReLU networks (recall the typical

convergence rate is εn ≍ n− β
2β+δ ∗ log(n)γ for some δ > 0 and γ > 1). Therefore we have:

sup
j∈{1,...,d}

|ψj(f0) − Ψj(f0)| ≲ ∥f − f0∥2n.

Remark 1 (Convergence of L2 norm). The sample L2 norm and the expected L2 norm are closed

to each other at the rate ofO(n− 1
2 ). This will happen when x’s are sampled randomly from a proba-

bility measure P(x).

Remark 2 (A condition on weak differentiabilty). Although not listed explicitly in the main

theorem, we also impose a weak technical condition (i.e., Non-trivial Gradient Function) on model

function f and true function f0 to avoid certain pathological situations:

iii) (Non-trivial Derivative Functions)Denote j∗ ∈ {1, . . . , d∗} the index of the causal variables,

and recall PX (x) the distribution of the input features x. Then there exists δ > 0 such that for all

j∗ ∈ {1, . . . , d∗}, ||Dj∗f0(x)||22 > δ and ||Dj∗f(x)||22 > δwith non-zero probability.

Note that this condition is weak in that it only requires the partial derivative under model function f

and f0 are not zero almost everywhere. For differentiable functions under continuous features, this

should be satisfied by definition. This basic technical condition is intended to remove two patho-

logical situations. The first is non-differentiable models (e.g., tree models), whose gradient is zero
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almost everywhere in the feature space. The second case are the discrete features, where the tradi-

tional sense of partial derivative is not well defined. In Section B.6, we discuss how to incorporate

non-differentiable models and discrete features into our framework. Briefly, a non-differentiable

model (e.g., partition-based models) can be made differentiable by employing a differentable approx-

imation. For discrete features, we can compute the discrete version of the differentiable operator,

e.g.,Djf(x) = f(xj = 1, x−j) − f(xj = 0, x−j) for binary feature where xd×1 = [xj, [x−j]⊤(d−1)×1]
⊤

(known as contrast in statistics). Notice that this discrete differentiation operatorDjf(x) is a linear

function of the original prediction function f. As a result, the posterior convergence of ψj with re-

spect to this operator is again guaranteed by the convergence of the prediction f.

Remark 3 (Convergence guanrantee of f). Note that our result focuses on posterior concentration

of variable importance ψj, not of prediction function f. In fact, the convergence of ψj depends on

the convergence of the prediction function f, as introduced in the assumptions of 1. In practice, it is

up to the practitioners to select a proper prediction model f that has a convergence guarantee for the

task at hand. Specifically, we showed that for any model, if its prediction function has a posterior

concentration guarantee, its variable importance has a convergence guarantee as well. To this end,

we notice that majority of popular machine learning methods (e.g., random features, neural net-

works, tree ensembles) has a posterior concentration guarantee for target functions in certain general

function space (e.g., the space of α-Hölder space), given the recent advances in the approximation

and convergence guarantees of parametric (finite-dimensional) MLmodels in both frequentist and

Bayesian settings104,120,76,107.

Furthermore, we note that although the MLmodels covered in our work are not traditional uni-

versal kernels89, most of them (e.g., random features, neural networks, tree ensembles) do come

with a universal approximation guarantee for an appropriately defined function class100,5,107. As

a result, the kernel functions defined by these models provide basis functions that span function

spaces that are often dense in an infinite-dimensional RKHS, implying that the resulting model can
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approximate f0 to arbitrary precision100. Please see100,60,5 for specific results for random features,

neural networks and random forests.

Remark 4 (Compatibility with high-dimensional settings). Although in the main text, we as-

sumed the data dimension d is fixed with respect to n (see Section 2.2, Problem Setup). Theorem

1 in fact does not rely on a fixed d, and the proof can go through whenever d = o(n). That is to

say, the posterior concentration of variable importance measure ψj(f) can occur even in the high-

dimensional settings of d, which is allowed to grow with sample size n. In comparison, the Bernstein-

vonMises (BvM) result in Theorem 2 implies a stronger sense of convergence (i.e., convergence in

distribution) and requires more stringent conditions (i.e., fixed data dimension d). This is in fact

consistent with modern BvM analysis of BayesianMLmodels, where a fixed data dimension is com-

monly assumed120,103,126,16,21.

B.3.1 A finite-sample error bound

Although Theorem 1 is stated as an asymptotic result, we note that if the error bound for the pre-

diction function εn (Condition 1) is a finite-sample error bound, then a finite-sample error bound

for the variable importance ψj(f) can be trivially derived by extending the proof of Theorem 1. For

example, we can have the below finite-sample concentration result:

Proposition 5 (Finite-sample Error Bound for ψj(f)). Assume

i) (Finite-sample Error Bound for Prediction Function f) The posterior distribution of f on average

converges toward f0 at a finite-sample rate of εn, such thatE0En∥f− f0∥2n ≤ εn and εn is finite-sample

error bound that is an explicit function of n, and En is the expectation with respect to the posterior

distributionΠn.

ii) (Well-conditioned Derivative Functions)Dj : f → ∂
∂xj f the differentiation operator is bounded:

∥Dj∥2op = inf{C ≥ 0 : ∥Djf∥22 ≤ C∥f∥22, for all f ∈ Hφ};
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Also assumes the data x ∼ P(x) is generated with respect to probability measure P(x) that is bounded

by L. Then, with probability 1 − η, the posterior distribution for ψj(f) = ∥ ∂
∂xj f∥

2
n contracts toward

Ψj(f0) = ∥ ∂
∂xj f0∥

2
PX

at a finite-sample rate ε′n such that:

E0En( sup
j∈{1,...,d}

|ψj(f) − Ψj(f0)|) ≤ ε′n

where

ε′n = C ∗ εn + n− 1
2 ∗
(
2
√
2 ∗ L ∗ log(2/η)

)
.

Proof. Recall in Fact 2 of the proof of Theorem 1. By Bernstein inequality, we have, with probabil-

ity 1 − η:

|ψj(f0) − Ψ(f0)| ≤ n− 1
2 ∗
(
2
√
2 ∗ L ∗ log(2/η)

)
.

Then, following the same line of argument as the proof of Theorem 1, we have:

sup
j∈{1,...,d}

|ψj(f) − Ψj(f0)| ≤ sup
j∈{1,...,d}

|ψj(f) − ψj(f0)| + sup
j∈{1,...,d}

|ψj(f0) − Ψj(f0)|

≤ sup
j∈{1,...,d}

∥Djf − Djf0∥2n + sup
j∈{1,...,d}

|ψj(f0) − Ψj(f0)|

≤ C∥f − f0∥2n + sup
j∈{1,...,d}

|ψj(f0) − Ψj(f0)|

≤ C∥f − f0∥2n + n− 1
2 ∗
(
2
√
2 ∗ L ∗ log(2/η)

)
.
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Now, take expectationE0En for both sides, we arrive at:

E0En
(

sup
j∈{1,...,d}

|ψj(f) − Ψj(f0)|
)

≤ CE0En∥f − f0∥2n + n− 1
2 ∗
(
2
√
2 ∗ L ∗ log(2/η)

)
= Cεn + n− 1

2 ∗
(
2
√
2 ∗ L ∗ log(2/η)

)
.
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B.4 Proof for Asymptotic Normality

Lemma 6. Functional DeltaMethod (univariate) Suppose Pn is the empirical distribution of a ran-

dom sample X1, . . . ,Xn from a distribution P, and φ is a function that maps the distribution of inter-

est into some space. Define the Gateaux derivative

φ′
P(δx − P) = d

dt
|t=0 φ((1 − t)P + tδx) = IFφ,P(x),

which is also the Influence Function, and γ2 =
∫
IFφ,P(x)2dP. If integration and differentiation can

be exchanged, then ∫
φ′
P(δx − P)dP = 0.

Further, if
√
nRn

P→ 0, where

Rn = φ(Pn) − φ(P) − 1
n
∑
i
φ′
P(δxi − P),

then from the Central Limit Theory that

√
n(φ(Pn) − φ(P)) d→ N (0, γ2).

Lemma 7. Functional DeltaMethod (multivariate) Suppose Pn is the empirical distribution of a

random sample X1, . . . ,Xn from a distribution P, and φ : Rd → Rk. Define the Gateaux derivative

φ′
P(δx − P) = d

dt
|t=0 φ((1 − t)P + tδx) = IFφ,P(x),
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which is also the Influence Function, and [V0]i,j =
∫

⟨[IFφ,P(x)]i, [IFφ,P(x)]j⟩dP. If integration and

differentiation can be exchanged, then

∫
φ′
P(δx − P)dP = 0.

Further, if
√
nRn

P→ 0, where

Rn = φ(Pn) − φ(P) − 1
n
∑
i
φ′
P(δxi − P),

then from the Central Limit Theory that

√
n(φ(Pn) − φ(P)) d→ MVN (0,V0).

Proof for Theorem 2

Tomake our assumptions explicit, we list out a collection of easily-satisfied technical conditions.

(1) f is a consistent estimator of f0;

(2) Dj is bounded: ∥Dj∥2op = inf{C ≥ 0 : ∥Djf∥22 ≤ C∥f∥22, for all f ∈ Hφ};

(3) f0 is square-integrable over the support of X and ∥f0∥2 = 1;

(4) rank(Hj) = op(
√
n);

Proof. SinceHj = D⊤
j Dj, Condition (2) is equivalent to the largest eigenvalue ofHj being bounded,

i.e., λmax(Hj) = Op(1). From the definition in Equation (2.10), we have

ψ′
j(f) = ∂

∂f
ψj(f) = 2

n
Hjf.
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Define a mean functionalm : F → E(F), where F is the distribution. Then in our case, f0 =

E(F) = m(F). According to Lemma 6, we have

ψj(f0) = ψj(E(F)) = ψj(m(F)) = φ(F),

i.e., φ(·) = ψj(m(·)). Therefore,

φ′
F(δy − F) = ψ′

j(m(δy − F))

= d
dt

|t=0 ψj(m((1 − t)F + tδy))

= d
dt

|t=0 ψj((1 − t)f0 + ty)

= d
dt

|t=0
1
n

[(1 − t)f0 + ty]⊤Hj[(1 − t)f0 + ty]

= 2
n

(y − f0)⊤Hjf0

= IFφ,F(y).

On the other hand,

γ2 =
∫

IFφ,F(y)2dF

= 4
∫ 1

n
· f⊤0 Hj(y − f0)(y − f0)⊤Hjf0 · 1

n
dF

= 4σ2∥Hjf0∥2n.

Moreover, we have ∫
φ′
F(δy − F)dF = 2

n

∫
(y − f0)⊤Hjf0dF = 0,
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and

√
nRn =

√
n[φ(Fn) − φ(F) − 1

n
∑
i
φ′
F(δyi − F)]

=
√
n[ψj(f) − ψj(f0) − 1

n
· 2
n
∑
i

(yi − f0,i)⊤[Hjf0]i]

=
√
n[ 1
n

· (f⊤Hjf − f⊤0 Hjf0) − 1
n

· 2
n

(y − f0)⊤Hjf0]

= 1√
n

[f⊤Hjf − f⊤Hjf0 + f⊤Hjf0 − f⊤0 Hjf0 − 2
n

(y − f0)⊤Hjf0]

= 1√
n

[(f − f0)⊤Hj(f + f0) − 2
n

(y − f0)⊤Hjf0]

= 1√
n

[(f − f0)⊤Hj(f − f0) + 2(f − f0)⊤Hjf0 − 2
n

(y − f0)⊤Hjf0]

= 1√
n

[̂ε⊤n Hĵεn + 2̂ε⊤n Hjf0 − 2
n

(y − f0)⊤Hjf0] (B.2)

= 1√
n
op(

√
n) (B.3)

= op(1)
P→ 0,

where ε̂n = f − f0. We can prove the result from Equation (B.2) to Equation (B.3) as following:

Denote k = rank(Hj), then the eigendecomposition ofHj isHj = UjΛU⊤
j , withUj = [u1, . . . , uk]

a n×k orthogonal matrix and Λ a k×k diagonal matrix with elements {λi}ki=1 being the eigenvalues

ofHj, then define

v = U⊤
j ε̂n =


u⊤
1 ε̂n
...

u⊤
k ε̂n

 .

131



Therefore,

ε̂⊤n Hĵεn = v⊤Λv =
k∑

i=1
λiv2i

≤ λmax(Hj)
k∑

i=1
v2i

= λmax(Hj)
k∑

i=1
u⊤
i Σ̂nui

≤ λmax(Hj)
k∑

i=1
λmax(Σ̂n)

= k · λmax(Hj) · λmax(Σ̂n)

= op(
√
n) · Op(1) · Op(1)

= op(
√
n),

where E(̂εn) = 0, cov(̂εn) = Σ̂n, and λmax(Σ̂n) is the largest eigenvalue of Σ̂n.

On the other hand, 2̂ε⊤n Hjf0 = op(
√
n) because f is a consistent estimator of f0. Moreover, since

yi − f0,i = Op(1), we know 2
n(y − f0)⊤Hjf0 = op(

√
n). So,

ε̂⊤n Hĵεn + 2̂ε⊤n Hjf0 − 2
n

(y − f0)⊤Hjf0 = op(
√
n) (B.4)

Therefore, by Lemma 6, we have

√
n(ψj(f) − ψj(f0))

d→ N (0, 4σ2∥Hjf0∥2n).

Theorem 8 (Asymptotic Distribution of Variable Importance (multivariate)). Suppose yi = f0(xi)+

ei, ei
i.i.d.∼ N (0, σ2), i = 1, . . . , n. Denote ψ = [ψ1, . . . , ψd] for ψj as defined in Equation (2.10). If
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the following conditions are satisfied:

i) rank(Hj) = op(
√
n), j = 1, . . . , d;

ii) f0 is square-integrable over the support of X and ∥f0∥2 = 1;

iii) f is a consistent estimator of f0;

iv) Dj is bounded: ∥Dj∥2op = inf{C ≥ 0 : ∥Djf∥22 ≤ C∥f∥22, for all f ∈ Hφ}.

Then ψ(f) asymptotically converges toward a multivariate normal distribution surrounding ψ(f0),

i.e.,
√
n(ψ(f) − ψ(f0))

d→ MVN (0,V0),

whereV0 is a d × d matrix such that [V0]j1,j2 = 4σ2⟨Hj1f0,Hj2f0⟩n.

Proof. Define a mean functionm : F → E(F), where F is the distribution. Then in our case,

f0 = E(F) = m(F). According to Lemma 7, we have

[ψ(f0)]j = ψj(E(F)) = ψj(m(F)) = [φ(F)]j,

i.e., φ(·) = ψ(m(·)) and [φ(·)]j = ψj(m(·)), where φ : R → RP. Therefore,

[φ′
F(δy − F)]j = ψ′

j(m(δy − F))

= d
dt

|t=0 ψj(m((1 − t)F + tδy))

= d
dt

|t=0 ψj((1 − t)f0 + ty)

= d
dt

|t=0
1
n

[(1 − t)f0 + ty]⊤Hj[(1 − t)f0 + ty]

= 2
n

(y − f0)⊤Hjf0

= [IFφ,F(y)]j.

133



On the other hand,

[V0]j1,j2 =
∫

⟨[IFφ,F(y)]j1, [IFφ,F(y)]j2⟩dF

= 4
∫ 1

n
· f⊤0 Hj1(y − f0)(y − f0)⊤Hj2f0 · 1

n
dF

= 4σ2⟨Hj1f0,Hj2f0⟩n.

Moreover, we have

[
∫

φ′
F(δy − F)dF]j = 2

n

∫
(y − f0)⊤Hjf0dF = 0,

and

[
√
nRn]j =

√
n[[φ(Fn)]j − [φ(F)]j − 1

n
∑
i

[φ′
F(δyi − F)]j]

= 1√
n

[f⊤Hjf − f⊤0 Hjf0 − 2
n

(y − f0)⊤Hjf0]

= 1√
n

[(f − f0)⊤Hj(f − f0) + 2(f − f0)⊤Hjf0 − 2
n

(y − f0)⊤Hjf0]

= 1√
n

[̂ε⊤n Hĵεn + 2̂ε⊤n Hjf0 − 2
n

(y − f0)⊤Hjf0] (B.5)

= 1√
n
op(

√
n) (B.6)

= op(1)
P→ 0,

where ε̂n = f−f0 and the reason from Equation (B.5) to Equation (B.6) is because of Equation (B.4).

Therefore, by Lemma 7, we have

√
n(ψ(f) − ψ(f0))

d→ MVN (0,V0),

whereV0 is a d × dmatrix such that [V0]j1,j2 = 4σ2⟨Hj1f0,Hj2f0⟩n.
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B.5 Additional Theoretical Discussions

B.5.1 Lipschitz condition ofMLmodels

The condition of the differentiation operatorDj : f → ∂
∂xj f being bounded is guaranteed if f

is differentiable and Lipschitz, so that |f(x1)−f(x2)|
||x1−x2||2 ≤ Cwhere ||x1 − x2||2 is the L2 metric in X .

Fortunately, a wide range of machine learning models (under proper regularity condition) satisfy the

Lipschitz condition. Below we consider a few important examples:

Generalized Additive Models (GAM). The generalized additive models is often written as the

sum of smooth functions,

f(x) = β0 +
d∑
j=1

βjhj(x
j).

As a result, f is Lipschitz if every individual smooth function hj is Lipschitz. To this end, we notice

that in the GAM algorithm, the hj’s are commonly estimated under a smoothness constraint in

terms of its second derivatives125 ψ2,j =
∫

X | ∂2

∂(xj)2 f(x
j)|2dx, which essentially imposes an upper

bound on the first-order partial derivatives ∂
∂xj f(x

j) (assuming bounded support). As a result, the

Lipschitz of GAM function is guanranteed by the virtue of its smoothing constraints.

Decision Trees. Interestingly, we can understand the Lipschitz condition of a tree-type model by

investigating its model structure from a neural network lens. Specifically, for a depth-L tree model

withD leaf nodes,65 shows that it can be written in the form of a neural network layer:

f(x) =
D∑
k=1

qk(x)βk, where qk(x) = σstep

( L∑
l=1

σstep

(
(x⊤wk,I(l,k) + bk,I(l,k))S(l, k)

)
− h

)
.

Here qk(x) is a re-parametrization for the indicator function of whether x belongs to the kth leaf

node, i.e.,
∏L

l=1 σstep

[
(x⊤wk,I(l,k) + bk,I(l,k))S(l, k)

]
. (See Section B.1.1 or Section 3 of65 for full

detail.) Briefly, σstep(x) = I(x > 0) is the step function, I(l, k) indicates the index for the ancestor
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node for the kth leaf at depth l, and S(l, k) ∈ {−1, 1} is a sign function for whether kth leaf is the

right subtree of node I(l, k). As a result, qk(x) measures whether x satisfies every ancestry decision

rules I
[
S(l, k)(x⊤wk,I(l,k) − bk,I(l,k)) > 0

]
at every level l ∈ {1, . . . ,L}, wherewk,I(l,k) is a d × 1

one-hot vector indicating the index of feature being selected by that node.

As a result, the tree model can be viewed as a wide 1-hidden layer neural network model with

bounded activation function σstep and hidden weights bounded within [−1, 1], which leads to

a Lipschitz function. Furthermore, the function f(x) remains Lipschitz if we replace the non-

differentiable σstep with a differentiable activation function that is Lipschitz (e.g., Section B.6).

Random Feature Models. The random feature methods are also structured the same way as

f(x) = σ(W⊤x+ b), whereW are frozen weights that are independently sampled from distribution

with finite second moments (e.g., Gaussian distribution), and σ is a trignomitric function (sin and

cos), or common activation functions that are used in the neural networks24,75. As a result, f(x)

is also Lipschitz with high probability. In practice, the Lipschitz condition can be guaranteed in

absolute terms by truncating the individual terms inW to be within a range [−C,C] (e.g., C = 4.

forW iid∼ N(0, 1)), which often leads to almost identical performance.

(Deep) Neural Networks. Both deep neural networks and random-feature models can be writ-

ten as a composition of functions:

f(x) = β⊤gL · gL−1 · · · · g1(x), where gl(x) = σ(W⊤
l x + bl).

As a result, due to chain rule, f is Lipschitz if each of its individual layer gl is Lipschitz117. Similarly,

since the layer function gl is a composition of the linear functionW⊤
l x + bl and a non-linear activa-

tion σ, gl is guanranteed to be Lipschitz if both the linear function is bounded with high probability,

and the activation function σ is also Lipschitz. In the context of neural network learning, this is of-

ten satisfied by the common practice of imposing L1 or L2 regularization to neural network weights,
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and by using standard choices of activation functions such as ReLU, leaky ReLU, tanh, etc117,80.

B.5.2 Discussion on Bernstein-vonMises (BvM) phenomenon

Dimensionality of the Derivative Function Space. Denote H the space of model func-

tions spanned by the basis functions {bk(x)}Dk=1, such that f(x) =
∑D

k=1 αkbk(x). Then, the space

of partial derivative function is Hj = { ∂
∂xj f|f ∈ H}. Furthermore, for every element in Hj, we have:

∂

∂xj
f =

D∑
k=1

αk · [ ∂

∂xj
bk(x)].

That is, the derivative function space Hj can be spanned by { ∂
∂xj bk(x)}Dk=1, the partial derivatives

of the basis functions for the original model space H. Furthermore, since differentiation is a linear

operator, the set of linearly independent functions in { ∂
∂xj bk(x)}Dk=1 should be equivalent to that

in {bk(x)}Dk=1. As a result, the effective dimensionality of the derivative function space Hj can be

controlled by the effective dimensionality of the model space H. As an aside, for a model space Hφ

induced by the feature representation φ : X → RD, its effective dimensionality can be measured

by the rank of the feature matrix rank(Φ) for Φ = [φ(x1)⊤, . . . , φ(xn)⊤]⊤. Alternatively, in

the nonparametric literature, the effective dimensionality can also be measured by model-specific

notions of ”parameter count”, such as the number of leaf partitions of a tree model, or the number

of non-zero hidden weights of a deep neural network107.

Effective Dimensionality of StatisticalMLModels. The BvM result (Theorem 2)

contains a key condition (4)Hj = op(
√
n). As stated in the main text, this condition can be satisfied

if the effective dimensionality of model space Hφ does not grow faster than op(
√
n) with respect to

the data.

Combined with the posterior convergence condition (i.e., (1)-(2) from Theorem 1), (4) provides
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a more precise characterization of the convergence behavior of the model f ∈ Hφ for the BvM phe-

nomenon to occur. Loosely, (1)-(2) states that the model f should balance its bias-variance tradeoff

well enough so that the overall error rate is controlled at the rate εn. Then, (4) goes one step further

and states that within this bias-variance tradeoff, the variance termmust be well managed, which is

guaranteed by bounding the model complexity at the rate of op(
√
n).

As a matter of fact, for a wide class of MLmodels, a op(
√
n) bound on model complexity is not

a stringent requirement, as it only prescribes a growth rate of model complexity with respect to

data size. For example, the effective data size can be C ∗
√
n for an bounded but very large C). In-

terestingly, condition (4) is in fact equivalent or looser than some of the previous BvM results ob-

tained for specific MLmodels. For example, the decision tree models (e.g., BART) obtains a optimal

rate when its number of partitions grow at a rate ofO((n/logn)d/2γ+d) for learning the space of γ-

Hölder continuous functions with γ > d/2103, which leads to a more stringent o(
√
n/logn) <

o(
√
n) bound on complexity. A similar result also holds for deep learning models, where the num-

ber of non-zero model weights is controlled atO(nd/(2γ+d)) for γ > d
2 (

120, Theorem 3.2), which

also leads to a rate of o(
√
n).
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B.6 IncorporatingNon-differentiability

B.6.1 IncorporatingNon-differentiableModel: featurized decision trees

(FDT)

Several techniques have been proposed to learn a (soft) tree-structured model using gradient-optimization

methods. However, either their accuracies do not match the state-of-the-art tree learning meth-

ods128 or result in models that do not obey the tree structure63,40,6,111. We propose to translate a

learned tree into its exact feature representation, and leverage this representation to unlock a rigor-

ous uncertainty-aware variable importance estimation method that was previously not available for

this class of models.

Feature-based Representation of a Decision Tree For a certain decision treem in a

learned random forest, consider the following feature map φ : Rd → RD:

1. The decision tree partitions the whole feature space intoD cells X = ∪D
k=1Xk. Label the cells of the

generated partition by 1, 2, . . . ,D in arbitrary order.

2. To encode a data point x ∈ Rd, look up the label y of the cell that x falls into and set φ(x) to be the

(column) indicator vector of whether x ∈ Xk, i.e., φ(x) = {1(x ∈ Xk)}Dk=1.

The dimensionalityD of φ equals the number of leaf nodes, and each feature mapping φ(x)

takes the one-hot form. This feature map φ induces a kernel

kdt(x, x′) := φ(x)⊤φ(x′) =


1 if x, x′ in the same partition cell

0 otherwise

As a result, the feature mapping φ(x) defines a featurized decision tree.
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Figure B.1: Feature expansion of a decision tree evaluated on 4 data points inR2. The middle panel shows the
partition ofR2 defined by the decision tree on the left. On the right is the associated feature map.

As introduced in Section 2.3.1, the solution for β is (Φ⊤Φ + σ2ID)−1Φ⊤y. Note that under

the decision tree kernel, Φ⊤Φ = diag(n1, . . . , nD) is a diagonal matrix of the number of training

samples in each leaf cell. Therefore, the time complexity to invert the matrix (Φ⊤Φ+σ2ID) isO(D).

Differentiable Approximation The random features generated by Figure B.1 can be writ-

ten as

φ(x) = (1(x2 ≤ 2.3), 1(x2 > 2.3, x1 ≤ 7.1), 1(x2 > 2.3, x1 > 7.1))

= (1(x2 ≤ 2.3), 1(x2 > 2.3) · 1(x1 ≤ 7.1), 1(x2 > 2.3) · 1(x1 > 7.1)).

To calculate variable importance, the indicator function needs to be approximated by a smooth

function, so that we can take the derivative with respect to each feature. In this work, we consider

approximating the indicator function using the sigmoid function63:

1(x > a) ≈ ic(x > a) = 1
1 + exp(−c · (x − a))

,

and analogously, 1(x ≤ a) = 1− ic(x > a). Here c is a hyperparameter that controls the smoothness

of the approximation. A larger c leads to a better approximation to the random forest algorithm, but

may result in a non-smooth prediction function which may be undesirable for approximating an

continuous regression function f0.

140



B.6.2 Incorporating Discrete Features

Compared to the empirical derivative norm, a more principled way to measure the variable impor-

tance of a discrete feature is contrast, which is the square of the difference in predictions when fixing

the feature to a certain value versus fixing it to the other value, while keeping the other features the

same. Specifically, we can consider defining a discrete version of the derivative:

Djf = f(xj = 1, x−j) − f(xj = 0, x−j), (B.7)

where x−j denotes all features with xj removed.

Then, in the case where the feature takes two values, we can set one of them as the reference

group with value 0 and the other group with value 1,

Ψj(f) = ∥Djf∥22 =
∫
x∈X

|Djf|2dP(x)

=
∫
x∈X

|f(xj = 1, x−j) − f(xj = 0, x−j)|2dP(x),

Since P(x) is not known from the training observations, Ψj(f) can be approximated by its empiri-

cal counterpart:

ψj(f) = ∥Djf∥2n = 1
n

n∑
i=1

|Djf|2.

= 1
n

n∑
i=1

|f(xji = 1, x−j
i ) − f(xji = 0, x−j

i )|2.

In the case where the feature takes multiple groups, we can calculate the pairwise contrasts and

take the L2 norm. Empirically, using contrast for discrete feature improves the performance of vari-
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able importance estimation. As contrast is a linear function of the original prediction function f,

the posterior convergence of ψj with respect to this operator is guaranteed by the convergence of

the prediction function f. Similarly, the BvM phenomenon is guaranteed whenDjf is bounded and

Hj = D⊤
j Dj has rank op(

√
n) (i.e., the similar set of conditions in Theorem 2 but with the original

Dj replaced by its discrete counterpart Equation (B.7)).
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B.7 Further Experiment Detail

B.7.1 Methods

We consider three main classes of models (Table 2.1).

I Random Forests (RF)

• FDT: Given a trained forest, we quantify variable importance using ψj by translating it to an

ensemble of FDT (Section B.6.1). We use a variant of random forest here, extra trees41 since

it performs better. We use 50 trees to build the forest and maximum number of leaf nodes

for each tree is
√
n log(n). Throughout our experiment, we fix c = 1 for continuous features

calculated using integrated partial derivatives and fix c = 0.1 for discrete features calculated

using contrasts. We use scikit-learn package in Python to train the random forest.

• RF-Impurity14: It measures variable importance with their impurity based on the aver-

age reduction of the loss function were the variable to be removed. We also use extra trees

here. We use 50 trees to build the forest and maximum number of leaf nodes for each tree is
√
n log(n). We use scikit-learn package in Python to train the random forest.

• RF-Knockoff 19: It uses random forest statistics to assess variable importance in our case.

We use knockoff package in R to calculate the statistic.

• Bayesian additive regression trees (BART)23: It produces a measure of variable importance

by tracking variable inclusion proportions, enabling variable selection with a user-defined

threshold. We use bartMachine package in R to train the model.

II (Approximate) Kernel Methods & Neural Networks

• Random Fourier Feature model (RFF): We apply ψj to a random-feature model that approxi-

mates a Gaussian process with an RBF kernel99, and set the number of features to
√
n log(n)
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to ensure proper approximation of the exact RBF-GP106. We choose the lengthscale param-

eter of RBF-GP from a list of lengthscale candidates {5, 10, 16, 23} based on the prediction

performance on testing data.

• Bayesian kernel machine regression (BKMR)8: It is based on a GP with exact RBF kernel

and spike-and-slab prior, using posterior inclusion probabilities to perform variable selection.

We use bkmr package in R to train the model and the number of iterations of the MCMC

sampler is set to be 4000.

• Bayesian Approximate Kernel Regression (BAKR)26: It is based on random-feature model

with a projection-based feature importance measure and an adaptive shrinkage prior, using

squared estimates of the parameter coefficients to perform variable selection. We use BAKR

repository from the author’s GitHub to train the model and the number of iterations of the

MCMC sampler is set to be 2000.

• Sparse Neural Networks (NN): We apply ψj to a 1-layer neural network with 512 hidden

units and L1 regularization (i.e., LASSO net) on the hidden layer, implemented in the tensorflow.keras

framework. We train the model with Adam optimizer and early stopping with respect to val-

idation RMSE. We sweep the regularization strength of L1 penalty in exponential grids with

exponents {−3, −2, −1, 0, 1., 2, 3}. We also experimented with deeper layers (up to 3 layers)

and observed similar performance.

III Linear Models

• GAM: We apply ψj to a featurized GP representation of theGAM, with the prior center

μ set at the frequentist estimate of the original GAMmodel obtained from a sophisticated

REML procedure125. We use mgcv package in R to train the model.

• Bayesian Ridge Regression (BRR)58: It applies a fixed prior for each feature, using squared
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estimates of the parameter coefficients to perform variable selection. We use BGLR package in

R to train the model and the number of iterations of the MCMC sampler is set to be 2000.

• Bayesian Lasso (BL)97: It developed a Bayesian way to access the Lasso estimate which allows

tractable full conditional distributions, using squared estimates of the parameter coefficients

to perform variable selection. We use BGLR package in R to train the model and the number

of iterations of the MCMC sampler is set to be 2000.

The results in this paper were obtained using R 4.1.0 or Python 3.7. All experiments were run on

a Linux-based high performance computing cluster using SLURM-managed CPU resources.

B.7.2 Data

Outcome-generating function As discussed earlier, we generate data under the homoscedas-

tic Gaussian noise model y ∼ N (f0(x), 0.01) for different sparse functions f0 and features x. Given

n ∈ {100, 200, 500, 1000} observations in d ∈ {25, 50, 100, 200} dimensions, the goal is to

model f0 while identifying the d∗ = 5 features on which f0 depends. To this end we report mean

squared error (MSE) to quantify prediction performance and AUROC scores to quantify variable

importance estimation performance.

We consider four settings of the data-generation function f0:

1) linear: a simple linear function f0(x) = x1 − x2 + x3 + 0.5x4 + 2x5;

2) rbf: a Gaussian RBF kernel with length-scale 1. This kernel represents the space of functions that

are smooth (i.e., infinitely differentiable) and have reasonable complexity (i.e., does not have fast-

varying fluctuations that are difficult to model);

3) matern32: a matérn 3
2 kernel with length-scale 1. Compared to RBF, it has the same degree of com-

plexity but is less smooth, in the sense that it represents the space of once-differentiable functions,
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but is not necessarily infinitely differentiable;

4) complex: a complicated and non-smooth multivariate function that is outside the RKHS H: f0(x) =
sin(max(x1,x2))+arctan(x2)

1+x1+x5 + sin(0.5x3)(1 + exp(x4 − 0.5x3)) + x32 + 2 sin(x4) + 4x5, which is non-

continuous in terms of x1, x2 but infinitely differentiable in terms of x3, x4, x5.

Synthetic Benchmarks We create synthetic benchmark datasets of varying number of ob-

servations n and number of features d. The synthetic-continuous dataset uses only continuous

features, and the synthetic-mixture dataset uses a mixture of continuous and discrete features. The

synthetic features are drawn either from Bern(0.5) (if discrete) orUnif(−2, 2) (if continuous). Ad-

ditionally, each feature is either causal (i.e., used by f0) or non-causal. For each simulation setting,

there are always d∗ = 5 causal features. Specifically, in the synthetic-continuous dataset, all fea-

tures are continuous, while in the synthetic-mixture dataset, there are 2 discrete and 3 continuous

causal features, while there are 2 discrete non-causal features (all the rest of non-causal features are

continous).

For each sample size - data dimension scenario, we use the same set of generated features across

the repeated simulation runs.

Socio-economic andHealthcare Data

• adult: 1994 U.S. census data of 48842 adults with 8 categorical and 6 continuous features68. The

data is publicly available‡ and does not contain personally identifiable information or offensive

content. We concatenated the training data (adult.data) and testing data (adult.test), and re-

move all observations with missing features. Additionally, we removed the redundant feature

”education”, and performed suitable re-categorization for discrete features: For ”race”, we en-

coded ”White” as 0 and the rest as 1; for ”sex”, we encoded ”Female” as 1 and ”Male” as 0; for
‡https://archive.ics.uci.edu/ml/machine-learning-databases/adult/
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”relationship”, we encoded ”Husband” as 0, ”Not-in-family” as 1 and the rest as 2; for ”workclass”,

we encoded ”Private” as 0, ”Self-emp-not-inc” as 1 and the rest as 2; for ”marital_status”, we en-

coded ”Married-civ-spouse” as 0, ”Never-married” as 1 and the rest as 2; for ”occupation”, we en-

coded ”Prof-specialty” as 0, ”Craft-repair” as 1 and the rest as 2; for ”native_country”, we encoded

”United-States” as 0, ”Mexico” as 1 and the rest as 2. The final features in the dataset are: (”race”,

”sex”, ”education_num”, ”hours_per_week”, ”age”, ”relationship”, ”workclass”, ”fnlwgt”,

”capital_gain”, ”capital_loss”, ”marital_status”, ”occupation”, ”native_country”). If

the data dimension is higher than 13, additional features will be generated fromUnif(−2, 2).

• heart: a coronary artery disease dataset of 303 patients from Cleveland clinic database with 7 cate-

gorical and 6 continuous features33. The data is publicly available§ and does not contain personally

identifiable information or offensive content. All observations with missing features are removed

before analysis.

The list of features used in the final datasets are (”sex”, ”exang”, ”thal”, ”oldpeak”, ”age”,

”ca”, ”cp”, ”chol”, ”trestbps”, ”thalach”, ”fbs”, ”restecg”, ”slope”). If the data di-

mension is higher than 13, additional features will be generated fromUnif(−2, 2).

• mi: disease records of myocardial infarction (MI) of 1700 patients from Krasnoyarsk interdistrict

clinical hospital during 1992-1995, with 113 categorical and 11 continuous features44. The data is

publicly available¶ and does not contain personally identifiable information or offensive content.

We imputed missing values using the IterativeImputermethod from scikit-learn package and

with a BayesianRidge regressor. Specifically, it imputes each feature with missing values as a func-

tion of other features in a round-robin fashion: At each step, a feature column is designated as out-

put y and the other feature columns are treated as inputs X. A regressor is fit on (X, y) for known

§https://archive.ics.uci.edu/ml/machine-learning-databases/heart-disease/processed.
cleveland.data

¶https://archive.ics.uci.edu/ml/machine-learning-databases/00579/
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y. Then, the regressor is used to predict the missing values of y. This is done for each feature in an

iterative fashion, and then is repeated for 10 imputation rounds. The results of the final imputation

round are returned.

The listed of features used in the analysis are as below: (”sex”, ”ritm_ecg_p_01”, ”age”, ”s_ad_orit”,

”d_ad_orit”, ”ant_im”, ”ibs_post”, ”k_blood”, ”na_blood”, ”l_blood”, ”inf_anam”,

”stenok_an”, ”fk_stenok”, ”ibs_nasl”, ”gb”, ”sim_gipert”, ”dlit_ag”, ”zsn_a”, ”nr11”,

”nr01”, ”nr02”, ”nr03”, ”nr04”, ”nr07”, ”nr08”, ”np01”, ”np04”, ”np05”, ”np07”,

”np08”, ”np09”, ”np10”, ”endocr_01”, ”endocr_02”, ”endocr_03”, ”zab_leg_01”, ”zab_leg_02”,

”zab_leg_03”, ”zab_leg_04”, ”zab_leg_06”, ”s_ad_kbrig”, ”d_ad_kbrig”, ”o_l_post”,

”k_sh_post”, ”mp_tp_post”, ”svt_post”, ”gt_post”, ”fib_g_post”, ”lat_im”, ”inf_im”,

”post_im”, ”im_pg_p”, ”ritm_ecg_p_02”, ”ritm_ecg_p_04”, ”ritm_ecg_p_06”, ”ritm_ecg_p_07”,

”ritm_ecg_p_08”, ”n_r_ecg_p_01”, ”n_r_ecg_p_02”, ”n_r_ecg_p_03”, ”n_r_ecg_p_04”,

”n_r_ecg_p_05”, ”n_r_ecg_p_06”, ”n_r_ecg_p_08”, ”n_r_ecg_p_09”, ”n_r_ecg_p_10”,

”n_p_ecg_p_01”, ”n_p_ecg_p_03”, ”n_p_ecg_p_04”, ”n_p_ecg_p_05”, ”n_p_ecg_p_06”,

”n_p_ecg_p_07”, ”n_p_ecg_p_08”, ”n_p_ecg_p_09”, ”n_p_ecg_p_10”, ”n_p_ecg_p_11”,

”n_p_ecg_p_12”, ”fibr_ter_01”, ”fibr_ter_02”, ”fibr_ter_03”, ”fibr_ter_05”, ”fibr_ter_06”,

”fibr_ter_07”, ”fibr_ter_08”, ”gipo_k”, ”giper_na”, ”alt_blood”, ”ast_blood”, ”kfk_blood”,

”roe”, ”time_b_s”, ”r_ab_1_n”, ”r_ab_2_n”, ”r_ab_3_n”, ”na_kb”, ”not_na_kb”, ”lid_kb”,

”nitr_s”, ”na_r_1_n”, ”na_r_2_n”, ”na_r_3_n”, ”not_na_1_n”, ”not_na_2_n”, ”not_na_3_n”,

”lid_s_n”, ”b_block_s_n”, ”ant_ca_s_n”, ”gepar_s_n”, ”asp_s_n”, ”tikl_s_n”, ”trent_s_n”).

We standardize (by subtracting frommean and dividing by standard deviation) all features except for

2 discrete causal features and 2 discrete non-causal features.
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Figure B.2: Correlation matrix for adult dataset, where the upper left black box indicates the five causal features.
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Figure B.3: Correlation matrix for heart dataset, where the upper left black box indicates the five causal features.
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Figure B.4: Correlation matrix for the first 20 features in mi dataset, where the upper left black box indicates the five
causal features.
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B.7.3 Code

For the code, data, instructions, the total amount of compute and the type of resources used to re-

produce the experimental results, please visit https://github.com/wdeng5120/featurized-decision-tree.
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B.8 Experiment Results and Additional Figures

Figures B.5-B.9 and B.10-B.14 show the AUROC scores andMSE results, respectively, across all of

the datasets. Here we also summarize additional observations that are not included in the main text.

The figure captions contain further descriptions of the results.

Synthetic Benchmarks. In the synthetic datasets, where all features are independent, FDT,

RF, BART, GAM, BRR and BL perform better and more stable than they do in the real datasets

where there’s feature correlation. The better performance of FDT compared toRF-Impurity and

RF-Knockoff illustrates the advantage of the proposed integrated partial derivative metric for vari-

able importance estimation. For the synthetic-continuous and synthetic-mixture cases, FDT has

higher AUROC scores across most scenarios, especially when data are generated having high com-

plexity with quickly-varying local fluctuations (rbf, matern32). Moreover, all 11 methods perform

only moderately well in complex data settings. The two tree-based methods, RF and BART also

have high AUROC scores across scenarios, since the tree-based methods naturally rank by how well

the features improve the purity of the node. Note that under low dimension case (d = 25), BKMR

is comparable to FDT when f0 ∈ H (linear, rbf, matern32). However, when it comes to medium-

or relatively high-dimension settings (d = 50, 100), BKMR produces low AUROC scores due to

suffering from the issue of curse of dimensionality116. RFF, also a kernel-based method, has similar

trend as BKMR. Finally, BAKR performs consistently poorly and has lowest AUROC scores in

relatively low-dimension setting (d = 25, 50). Linear models (GAM, BRR and BL) achieve com-

parable or superior performance under the linear data setting. However, for more complicated data

generation functions, BRR and BL consistently perform poorly with low AUROC scores.

Socio-economic and Healthcare Datasets In the adult, heart andmi cases, where the features

are correlated, the performances of all 11 methods are worse than in the synthetic-mixture and

synthetic-continuous cases (where the features are independent). Their performance tends to sat-
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urate earlier and are less stable with respect to the sample size. In relatively low-dimension settings

(d = 25, 50), the standard methods such as BART has higher AUROC scores than FDT. However,

when the dimension is higher (d = 100, 200), FDT consistently performs better.
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Figure B.5: AUROC scores for synthetic‐mixture data. FDT generally outperforms other methods in most of the data
settings in relatively higher dimension (d = 50, 100, 200). Knockoff with random forest statistics produce lower
AUROC scores than in synthetic‐continuous, even in linear data settings. Additive models BRR, BL and GAM have

mediocre scores under the nonlinear settings. Some model (e.g., GAM) reports missing result in n > p setting due to the
restrictions of their implementations.
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Figure B.6: AUROC scores for synthetic‐continuous data. FDT generally outperforms other methods in most of the
data settings, with BKMR as the comparable one when d = 25. However, BKMR performs poorly in higher dimension.
Tree‐based methods RF, BART and Knockoff with random forest statistics have high AUROC scores. Additive models
BRR, BL and GAM have mediocre scores under the nonlinear settings. Some model (e.g., GAM) reports missing result in

n > p setting due to the restrictions in their implementations.
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Figure B.7: AUROC scores for adult data. In relatively low‐dimension settings (d = 25, 50), the standard methods
such as BART has higher AUROC scores than FDT. However, when the dimension is higher (d = 100, 200), FDT

performs better consistently. Some model (e.g., GAM) reports missing result in n > p setting due to the restrictions in
their implementations.
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Figure B.8: AUROC scores for heart data. In relatively low‐dimension settings (d = 25, 50), the standard methods
such as BART has higher AUROC scores than FDT. However, when the dimension is higher (d = 100, 200), FDT

performs better consistently. Some model (e.g., GAM) reports missing result in n > p setting due to the restrictions in
their implementations.
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Figure B.9: AUROC scores for mi data. In low‐dimension setting (d = 25), the standard methods such as BART has
higher AUROC scores than FDT. However, when the dimension is higher (d = 50, 100), FDT and GAM perform better

consistently. Some model (e.g., GAM) reports missing result in n > p setting due to the restrictions in their
implementations.

159



linear rbf matern32 complex

25
50

100
200

250 500 750 1000 250 500 750 1000 250 500 750 1000 250 500 750 1000

0.3

1.0

3.0

0.3

1.0

3.0

0.3

1.0

3.0

0.3

1.0

3.0

n

Te
st

in
g 

M
S

E

method
RF−FDT (Ours)
NN (Ours)

GAM (Ours)
RFF (Ours)

BRR
BKMR

BL
BART

BAKR

Figure B.10: Testing MSE for synthetic‐mixture data. FDT generally performs better or competitively with baselines,
except in the linear case where BL unsurprisingly does best. BKMR consistently performs worse than other methods,
except in the low data size, high dimension setting when BAKR performs worst. Some model (e.g., GAM) reports missing

result in n > p setting due to the restrictions in their implementations. Notice that this dataset contains a setting
n = p, which can lead to the double descent phenomenon for some random‐feature‐based models29.
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Figure B.11: Testing MSE for synthetic‐continuous data. A method will not be shown if they share the model fit with
another method (RF‐Impurity and RF‐Knockoff), or if the method does not produce valid result due to small sample size

(GAM).

161



linear rbf matern32 complex

25
50

100
200

250 500 750 1000 250 500 750 1000 250 500 750 1000 250 500 750 1000

0.3

1.0

3.0

0.3

1.0

3.0

0.3

1.0

3.0

0.3

1.0

3.0

n

Te
st

in
g 

M
S

E

method
RF−FDT (Ours)
NN (Ours)

GAM (Ours)
RFF (Ours)

BRR
BKMR

BL
BART

BAKR

Figure B.12: Testing MSE for adult data. A method will not be shown if they share the model fit with another method
(RF‐Impurity and RF‐Knockoff), or if the method does not produce valid result due to small sample size (GAM).
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Figure B.13: Testing MSE for heart data. A method will not be shown if they share the model fit with another method
(RF‐Impurity and RF‐Knockoff), or if the method does not produce valid result due to small sample size (GAM). Notice

that this dataset contains a setting n = p, which can lead to the double descent phenomenon for some
random‐feature‐based models 29.
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Figure B.14: Testing MSE for mi data. A method will not be shown if they share the model fit with another method
(RF‐Impurity and RF‐Knockoff), or if the method does not produce valid result due to small sample size (GAM).

164



B.9 Additional Experiments: Regularization Path for Bangladesh birth co-

hort study

We propose a way to visualize the selection path that incorporates the uncertainty of variable impor-

tance scores. Specifically, we consider the posterior survival function S(s) = P(ψj > s), j = 1, . . . , d

for increasing s starting from 0. Larger value of S(s) indicates larger probability of that certain fea-

ture being relevant. This is analogous to the regularization path under the LASSOmethod. How-

ever, our approach incorporates posterior uncertainty, and does not require repeated model fitting

at different levels of regularization strength84.

We apply this to Bangladesh birth cohort study67 (a well-established dataset in the environmental

health literature), where we fit models to learn the association between infant’s neural development

scores and key environmental factors such as hospital location (clinic), sex (sex), levels of macro

nutrient intake (prot, fat, carb, fib, ash) and levels of measured concentration of environmental

toxins in body fluids (as_ln, mn_ln, pb_ln), while controlling for other socio-economic and biolog-

ical factors (family income, parent education levels, etc). In general, the level of macro-nutrient in-

take (in particular fiber and protein) indicates a child’s general nutrition status (i.e., whether he/she

is eating well), and is known to be positively associated with neural development. On the other

hand, the existing studies in the Bangladesh population have established a neurotoxic effect between

arsenic exposure (i.e., as_ln), through drink water) on the early-stage cognitive development47, as

well as weak but significant effect of the joint mixture of other environmental toxins (manganese

(mn_ln) and lead (pb_ln)))43,115. Furthermore, due the fact that the model has already controlled for

biological and socio-economic confounding factors, non-nutrient-related factors such as hospital

location and sex should not have a significant effect on the children’s neural development status.

The result of variable importance estimation is shown in Figure B.15, where we plot the posterior

survival function P(ψj > s) for s ∈ (0, 1), and compare it to the survival function under Bayesian
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Approximate Kernel Regression (BAKR), Bayesian Ridge Regression (BRR), Bayesian LASSO (BL),

and also the frequentist LASSO regularization path under the GAMmodel. We normalized all

variable importance scores within the range (0, 1). As a result, the variable selection performance

is indicated by the relative magnitudes of the area under the curve for each variable (and not by the

absolute magnitude due to the normalization).

As shown in Figure B.15, the top variables selected by our method (FDT) correspond well with

existing conclusions in the literature: it correctly picked up the larger impact of macro-nutrients

(in particular, fibre, fat and protein) and smaller but still significant effects of environmental toxins

(arsenic, manganese and lead), also notice that it ranked known non-causal factors such as hospital

location and sex to be the lowest. In comparison, the linear methods (GAM, BRR and BL) all incor-

rectly reported high effect from hospital location on children’s neural developement outcome (likely

due to their restrict model form), while the nonlinear model (BAKR, based on RBF kernel) did not

properly pick up the effect of environmental toxins.
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Figure B.15: Regularization path for Bangladesh birth cohort study. The top variables selected by our method (FDT)
correspond well with established toxicology pathways in the literature.
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B.10 Detailed Comparisonwith RelatedWork

Liu (2021)76 is a closely-related work that derives posterior concentration and BvM result for the

partial-derivative estimator of variable importance under Bayesian neural networks. Comparing to

the current work,76 focuses narrowly on the Deep Bayesian neural network model, while our work

establishes a general set of conditions that is applicable to a much wider classes of machine learning

models (GAMs, decision trees, random-feature models, DNNs, ensemble). More specifically,76’s

result relies on specific assumptions on hidden weights and network width of a ReLU network (Sec-

tion 2 and Assumption 1), and cannot be generalized straightforwardly to the wider class of models.

In comparison, this work established much more generalized conditions in terms of the Lipschitz

condition of predictive function, and the effective dimensionality of the model space (see Appendix

B.2.1 for a summary), and we consider in detail the implication of these assumptions for different

model classes (Appendix B.5). On the empirical side,76 only studied model performance on simu-

lated data sampled i.i.d. from fixed simple distributions, while our work investigated performance

of the metric on a wide range of model classes and on non-simulated, realistic data distributions

and on correlated, discrete variables (see Section 2.4 and Appendix B.7). Furthermore, some of our

model variants (e.g., FDT) strongly outperforms neural network in almost all situations.

He et al. (2021)56 is another closely-related work that employ partial derivative-based kernel

method to realize variable selection.56 shares similarity with this work in that we both consider gra-

dient norm as the variable importance estimator, but with drastically different focus in theoretical

results and empirical investigations. Specifically,56 (1) studies a frequentist variable selection ap-

proach based on thresholding (2) does not address uncertainty in the variable importance estimators,

and (3) focuses on classical, non-adaptive Gaussian process kernels (e.g., linear, quadratic, RBF ker-

nels, see Sections 4 and 6 of56) and does not consider generalization across modernMLmodels. In

comparison, our framework (1) focuses on Bayesian estimation of variable importance, (2) explicitly
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incorporates model uncertainty and derives its theoretical guarantee, (3) considers and empirically

investigates the generalization of the approach across wide range of modernMLmodels, in partic-

ular tree-ensemble models whose compatibility to kernel-based variable importance method is not

obvious.
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B.11 Further Discussion of Limitations

Our proposed framework provides principled uncertainty quantification by performing exact

Bayesian inference on the weights β of a feature map φ(x). We do not consider uncertainty in the

feature map itself. This means, for example, that if the feature map is given by the last hidden layer

of a neural network trained by maximizing the posterior, then our model class corresponds to the

neural linear model. This model is different from a fully Bayesian neural network, which performs

posterior inference also on the kernel hyperparameters (i.e., the hidden weights)96,110,112. Likewise,

the kernel induced by the featurized decision tree studied here does not consider uncertainty in

the tree’s partitioning process. However, as discussed in the method section (Section 2.2.1), this

“linearity” of the model parameter does not impact the expressiveness of the GPmodel, since the

basis functions φ = {φk}
D
k=1 themselves are nonlinear and are allowed to be updated as part of the

learning process. At the same time, the fact that the full posterior inference is performed only with

respect to β indeed places a limitation on the model’s ability in uncertainty quantification, as the

uncertainty in the model hyperparameters is not accounted for. Yet, this does not seem to be a sig-

nificant limitation in the method’s empirical performance (e.g., FDT outperforms BART in our

experiments), although this point still merits further investigation in the future.

The theoretical results of the current paper assume fixed data dimension d = O(1). However,

this does not restrict the significance and practicality of our theoretical results. On the theoretical

side, even for fixed d, a general framework to nonparametric Bayesian inference of feature impor-

tance is currently missing in the field. On the application side, the majority of the machine learning

applications fall into the fixed dimension setting. For example, in vision tasks, we usually handle

images with fixed dimensions (i.e. height, width, and number of channels); in language tasks, we

handle sentences with fixed vocabulary size and maximum sentence length; and in tabular tasks, we

often work with tables with fixed number of columns. Furthermore, as commented in Section 2.3.2,
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the posterior concentration of variable importance (Theorem 1) does not rely on this assumption

in its proof. Therefore, posterior concentration can occur even for high-dimensional settings with

d = o(n). In contrast, the BvM theorem usually represents a much stronger type of convergence

(i.e., convergence in the predictive CDF of the entire Bayesian predictive posterior) and usually

requires a stricter set of conditions. This is especially true in our setting, where our BvM results

consider the quadratic functional of the nonlinear model, rather than the predictive function of

the model itself. To this end, we highlight that most of the modern BvM results in MLmodels

are derived by assuming fixed dimension. This includes120 for Bayesian neural networks,16,126 for

Gaussian process models,103 for BART (i.e., Bayesian tree models), and finally21 for general semi-

parametric models. Therefore, our setting is consistent with the modern literature in Bernstein von-

Mises results for MLmodels. At the same time, it should be acknowledged that in recent years, there

have been a few ”high-dimensional” Bernstein vonMises results for specialized settings. The more

recent ones include10 for linear regression, and82 for Bayesian inverse problems with nonlinear for-

ward dynamics. However, extending these results to the quadratic functionals of a general nonlinear

model is non-trivial and out-of-scope for our current work, but is an important and interesting di-

rection of future theoretical investigations.

In our experiments, we focused on kernels based on tree ensembles, kernel methods and linear

models. In the future, it would be worth expanding this framework to other model classes (e.g.,

MARS38) and estimating the importance of interaction effects and higher-order terms. We would

also like to apply this method to large-scale scientific studies (e.g., epidemiology studies based on ex-

tremely large EHR datasets) where an uncertainty-aware nonlinear variable importance estimation

method is typically impossible due to challenges with scalability.
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C
Appendix for Chapter 3

C.1 Additional Background and Technical Derivations

C.1.1 Neural Network Representation of Decision Tree65

Given a trained decision tree, letwi ∈ Rd, i = 1, 2, . . . ,D − 1 be the one-hot encoding vector

indicating the feature used for splitting node i, bi ∈ R, i = 1, 2, . . . ,D − 1 be the threshold value at
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node i. Also, define s(i, l) as:

s(i, l) =



−1 if l-th leaf ∈ left subtree of node i,

+1 if l-th leaf ∈ right subtree of node i,

0 otherwise,

hl as the number of the l-th leaf’s predecessors.

Then the decision f(x;W, b, S, h, β) can be written as:

f(x;W, b, S, h, β) =
D∑
l=1

ql(x;W, b, S, h)βl, where

ql(x;W, b, S, h) = σstep(
D−1∑
i=1

sign(w⊤
i x + bi) · s(i, l) − hl), where (C.1)

σstep(x) = 1, if x ≥ 0, and σstep(x) = 0, if x < 0, and (C.2)

sign(x) = 2σstep(x) − 1.

Handling σstep. We use σstep defined in (C.2) to compute the tree prediction. However, during

computing the variable importance, we use softer version of the decision tree. In particular, we con-

sider the following variant of the ql function, that applies softmax for the outer σstep in (C.1):

q̃l(x;W, b, S, h) ∝ exp(
D−1∑
i=1

sign(w⊤
i x + bi) · s(i, l) − hl),

where the normalization constant ensures that
∑

l q̃l = 1. To compute the gradient of the sign

function, we use the straight-through estimator defined as: ∂sign(x)
∂x = 1|x|≤1.
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Figure C.1: Transforming a trained decision tree to a neural network: d = 3,D = 3. Yellow lines represent weight 1
while green lines −1. No connection means weight 0.
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C.2 Proof for Posterior Convergence

Please refer to Appendix C of31.
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C.3 Proof for Asymptotic Normality

Consider an exponential family with density q(y | η) = exp{η⊤s(y) − κ(η)} with respect to

a sigma-finite Borel measure λ on Y ⊆ Rd where s : Y → Rk, η ∈ E ⊆ Rk, and κ(η) =

log
∫

Y exp(η⊤s(y))λ(dy). Any exponential family onRd can be put in this form by choosing λ

appropriately and possibly reparametrizing to η. LetQη(E) =
∫
E q(y | η)λ(dy) and denote

Eetas(Y) =
∫

Y s(y)Qη(dy). For anym ∈ N, we giveRm the Euclidean metric and the resulting

Borel sigma-algebra.

Remark 5 (Condition for Exponential Families). Assume q(y | η) is of the form above, E = {η ∈

Rk : |κ(η)| < ∞}, E is open and nonempty, and η → Qη is one-to-one (that is, η is identifiable).

This condition is that the exponential family is full, regular, nonempty, identifiable, and in natu-

ral form; these are standard conditions that hold for most commonly used exponential families59,91.

Proof. According to Theorem 13 in90, we know

√
n(γ − γ0)

d→ N (0,H−1).

Since ψj(h) = fγ(γ) = 1
nγ

⊤ ∂Φ
∂zj

∂Φ⊤

∂zj γ, Bj = ∂Φ
∂zj

∂Φ⊤

∂zj , we have
∂
∂γ fγ(γ) = 2Bjγ is a continuous

function. According to the first order approximation of a Taylor series using Taylor’s theorem,

fγ(γ) = fγ(γ0) + 2Bjγ|γ=γ̃(γ − γ0),

where γ̃ lies between γ and γ0. Note that since γ P→ γ0 and |γ̃ − γ0| ≤ |γ − γ0|, it must be that γ̃ P→

γ0 since
∂
∂γ fγ(γ) is continuous, applying the continuous mapping theorem yields 2Bjγ̃

P→ 2Bjγ0.
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Therefore, it follows immediately from appeal to Slutsky’s theorem that,

√
n(ψj(h) − ψj(h0))

d→ N (0, 4γ⊤
0 B

⊤
j H−1Bjγ0). (C.3)

On the other hand, from central limit theorem, we have

√
n(ψj(h0) − Ψj(h0))

d→ N (0, σ2φ), (C.4)

where σ2φ is the variance of γ⊤ ∂Φ
∂zj

∂Φ⊤

∂zj γ.

Combining Equation (C.3) and Equation (C.4), we know

√
n(ψj(h) − Ψj(h0))

d→ N (0, σ2φ + 4γ⊤
0 B

⊤
j H−1Bjγ0).

Remark 6. The same proof will give us the BvM for h and β together.

Remark 7. Ψj(f) is a smooth function of γ and β. Therefore, we can apply delta method to h.
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C.4 Further Experiment Detail

C.4.1 Methods

We consider three main classes of models (Table 3.1).

I Random Forests (RF)

• FDT: Given a trained forest, we quantify variable importance using ψj by translating it to an

ensemble of FDT (Section C.1). We use a variant of random forest here, extra trees41 since it

performs better. We use 20 trees to build the forest and maximum number of leaf nodes for

each tree is
√
n log(n). We use scikit-learn package in Python to train the random forest.

• RF-Impurity14: It measures variable importance with their impurity based on the aver-

age reduction of the loss function were the variable to be removed. We also use extra trees

here. We use 20 trees to build the forest and maximum number of leaf nodes for each tree is
√
n log(n). We use scikit-learn package in Python to train the random forest.

• RF-Permutation: It is the decrease in a model score when a single feature value is randomly

shuffled. We also use extra trees here. We use 20 trees to build the forest and maximum num-

ber of leaf nodes for each tree is
√
n log(n). We use scikit-learn package in Python to train

the random forest.

• RF-Knockoff 19: It uses random forest statistics to assess variable importance in our case.

We use knockoff package in R to calculate the statistic.

II (Approximate) Kernel Methods & Neural Networks

• Neural Networks (NN): We apply ψj to a 1-layer neural network and L1 regularization (i.e.,

LASSO net) on the hidden layer, implemented in the tensorflow.keras framework. We
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train the model with Adam optimizer and early stopping with respect to validation loss (de-

pending on the distribution of the responses). We sweep the regularization strength of L1,

dropout rate in the hidden layer, number of hidden units and learning rate, and chose the

best combination based on Testing Loss.

• Bayesian kernel machine regression (BKMR)8: It is based on a GP with exact RBF kernel

and spike-and-slab prior, using posterior inclusion probabilities to perform variable selection.

We use bkmr package in R to train the model and the number of iterations of the MCMC

sampler is set to be 4000.

• Bayesian Approximate Kernel Regression (BAKR)26: It is based on random-feature model

with a projection-based feature importance measure and an adaptive shrinkage prior, using

squared estimates of the parameter coefficients to perform variable selection. We use BAKR

repository from the author’s GitHub to train the model and the number of iterations of the

MCMC sampler is set to be 2000.

III Linear Models

• GAM: We apply ψj to a featurized GP representation of theGAM, with the prior center

μ set at the frequentist estimate of the original GAMmodel obtained from a sophisticated

REML procedure125. We use pygam package in Python to train the model.

• Bayesian Ridge Regression (BRR)58: It applies a fixed prior for each feature, using squared

estimates of the parameter coefficients to perform variable selection. We use BGLR package in

R to train the model and the number of iterations of the MCMC sampler is set to be 2000.

• Bayesian Lasso (BL)97: It developed a Bayesian way to access the Lasso estimate which allows

tractable full conditional distributions, using squared estimates of the parameter coefficients

to perform variable selection. We use BGLR package in R to train the model and the number
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of iterations of the MCMC sampler is set to be 2000.

The results in this paper were obtained using R 4.1.0 or Python 3.7. All experiments were run on

a Linux-based high performance computing cluster using SLURM-managed CPU resources.

C.4.2 Data

Outcome-generating function Based on 3.11, Define

g̃(Z) = g0(Z1) + g0(Z2) − g0(Z3) − g0(Z4) + Z3Z4, (C.5)

where g0(z) = (2z + 0.5)2, Zj ∼ Unif(−1, 1).

For BKMR simulated datasets, the outcome-generating function is exactly 3.11. ForAdult, af-

ter pre-processing variables (see below), we standardize all the variables and the exposure-response

relationships are expit{0.57X1 + 0.79X2 + 0.61X3 + 0.1g̃(Z) − 1} in binary distribution and

exp{0.57X1 + 0.79X2 + 0.61X3 + 0.1g̃(Z) − 1} in Poisson distribution. ForClaim, after pre-

processing variables (see below), we standardize all the variables and do a principal component analy-

sis to the variables. The exposure-response relationships are expit{0.26X1 +0.06g̃(Z)− 1} in binary

distribution and exp{0.26X1 + 0.06g̃(Z) − 1} in Poisson distribution. The reason why we do a

principal component analysis to the variables is that almost all models’ AUROC’s are 1 if we use the

original variables.

Pre-processing Adult/Claim Datasets

• Adult: 1994 U.S. census data of 48842 adults with 8 categorical and 6 continuous features68. The

data is publicly available* and does not contain personally identifiable information or offensive

*https://archive.ics.uci.edu/ml/machine-learning-databases/adult/
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content. We concatenated the training data (adult.data) and testing data (adult.test), and re-

move all observations with missing features. Additionally, we removed the redundant feature

”education”, and performed suitable re-categorization for discrete features: For ”race”, we en-

coded ”White” as 1 and the rest as 0; for ”sex”, we encoded ”Female” as 1 and ”Male” as 0; for

”relationship”, we encoded ”Wife/Husband” as 1 and the rest as 0; for ”workclass”, we en-

coded ”Private” as 1 and the rest as 0; for ”marital_status”, we encoded ”Married-civ-spouse” as 1

and the rest as 0; for ”occupation”, we encoded ”Prof-specialty/Craft-repair” as 1 and the rest as

0; for ”native_country”, we encoded ”United-States” as 1 and the rest as 0. The final features in

the dataset are: (”age”, ”race”, ”sex”, ”education_num”, ”occupation”, ”hours_per_week”,

”martial_status”, ”native_country”, ”workclass”, ”fnlwgt”, ”relationship”, ”capital_gain”,

”capital_loss”).

• Claim: A motor third-party liability insurance dataset of 678013 observations with five categorical

and four continuous features94. The data is publicly available† and does not contain personally

identifiable information or offensive content. We removed observations with ”DrivAge” less than

23 or greater than 64, ”VehAge” greater than 11, ”VehPower” greater than 7, ”BonusMalus” greater

than 59 or ”Density” greater than 999. Then, we selected the first 60k observations. After that, we

used ordinal encoder to ”VehBrand”, ”VehGas”, ”Region” and ”Area”. The final features in the

dataset are: (”Area”, ”DrivAge”, ”Region”, ”VehPower”, ”Density”, ”VehGas”, ”VehBrand”,

”BonusMalus”, ”VehAge”).

†https://www.openml.org/search?type=data&sort=runs&id=41214&status=active
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Table C.1: Complete results of Adult dataset.

Distribution model AUROC AUPRC F1 Testing Loss

binary

RF-FDT (Ours) 0.831 0.857 0.82 0.027
NN (Ours) 0.61 0.7 0.677 0.113
GAM (Ours) 0.7 0.718 0.685 0.023
RF-Impurity 0.804 0.754 0.8 0.059

RF-Permutation 0.91 0.914 0.859 0.059
RF-Knockoff 0.731 0.776 0.857 NA

BRR 0.858 0.839 0.876 0.062
BL 0.84 0.828 0.882 0.062

Poisson

RF-FDT (Ours) 0.935 0.92 0.902 -1.124
NN (Ours) 0.994 0.992 0.983 -1.075
GAM (Ours) 0.798 0.798 0.742 -1.157
RF-Impurity 0.754 0.791 0.717 -0.809

RF-Permutation 0.735 0.765 0.691 -0.809
BRR 0.81 0.763 0.846 0.053
BL 0.792 0.749 0.842 0.054

Table C.2: Complete results of Claim dataset.

Distribution model AUROC AUPRC F1 Testing Loss

binary

RF-FDT (Ours) 0.725 0.807 0.771 0.23
NN (Ours) 0.489 0.632 0.709 0.443
GAM (Ours) 0.438 0.618 0.727 0.504
RF-Impurity 0.488 0.715 0.667 0.252

RF-Permutation 0.491 0.664 0.667 0.252
RF-KnockOff 0.388 0.457 0.673 NA

BRR 0.375 0.407 0.667 0.585
BL 0.375 0.407 0.667 0.585

Poisson

RF-FDT (Ours) 0.787 0.759 0.884 -3.805
NN (Ours) 0.709 0.657 0.836 -3.729
GAM (Ours) 0.797 0.773 0.889 -3.161
RF-Impurity 0.75 0.679 0.889 -3.612

RF-Permutation 0.75 0.679 0.889 -3.612
BRR 0.022 0.31 0.667 -0.566
BL 0.025 0.31 0.667 -0.565
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Figure C.2: Correlation matrix for Adult dataset, where the black box indicates the four causal exposures and the
upper left three are the linear confounders.
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Figure C.3: Correlation matrix for Claim dataset when generating binary distribution data, where the black box
indicates the four causal exposures and the upper left one is the linear confounder.
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Figure C.4: Correlation matrix for Claim dataset when generating Poisson distribution data, where the black box
indicates the four causal exposures and the upper left one is the linear confounder.
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Figure C.5: Model performance under quadratic exposure‐response relationship and with four causal exposures. Title
of each column refers to the value of d. Therefore, the variable importance scores of the four causal exposures are

expected to be higher than the rest variable importance estimations. The x‐axis represents the observed sample sizes
n ∈ {200, 500, 1000, 1500, 2000, 3000, 4000, 5000}. The ranking of FDT (solid purple) outperforms other

methods in most of the scenarios. The rankings of performance are roughly consistent between prediction and variable
importance estimation.
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