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Abstract

Chapter 1: Single cell RNA-Seq (scRNA-Seq) profiles gene expression of individ-
ual cells. Recent scRNA-Seq datasets have incorporated unique molecular identi-
tiers (UMlIs). Using negative controls, we show UMI counts follow multinomial
sampling with no zero-inflation. Current normalization procedures such as log of
counts per million and feature selection by highly variable genes produce false vari-
ability in dimension reduction. We propose simple multinomial methods, includ-
ing generalized principal component analysis (GLM-PCA) for non-normal distri-
butions, and feature selection using deviance. These methods outperform current
practice in a downstream clustering assessment using ground-truth datasets.

Chapter 2: For scRNA-Seq data lacking UMIs, we propose quasi UMIs: quan-
tile normalization of read counts to a compound Poisson distribution empirically
derived from UMI datasets. In an assessment using datasets for which both UMIs
and read counts were available, quasi UMIs counts were closer to UMI counts than
competing normalization methods such as census counts.

Chapter 3: Aging is a complex process with poorly understood genetic mech-
anisms. Recent studies have sought to classify genes as pro-longevity or anti-
longevity using a variety of machine learning algorithms. However, assessments
based on held-out test data are lacking. Further, it is not clear which types of fea-

tures are best for improving classification accuracy and precision. Leveraging gene
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annotations for two model organisms from the GenAge database, we use gene on-
tology and publicly available gene expression datasets as features to systematically
compare five popular classification algorithms. Elastic net regularized logistic re-
gression (GLM-Net) performs well. Using GLM-Net, we make predictions for pro-

and anti-longevity genes among those not found in GenAge.
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Chapter 1

Feature Selection and Dimension

Reduction for Single Cell RNA-Seq

based on a Multinomial Modell

1.1 Background

Single cell RNA-Seq (scRNA-Seq) is a powerful tool for profiling gene expression
patterns in individual cells, facilitating a variety of analyses such as identification
of novel cell types [33, 70]. In a typical protocol, single cells are isolated in liquid
droplets and messenger RNA (mRNA) is captured from each cell, converted to
cDNA by reverse transcriptase (RT), then amplified using polymerase chain reac-
tion (PCR) [48, 37, 85]. Finally, fragments are sequenced and expression of a gene
in a cell is quantified by the number of sequencing reads that mapped to that gene
[16]. A crucial difference between scRNA-Seq and traditional bulk RNA-Seq is

the low quantity of mRNA isolated from individual cells, which requires a larger

1Co-authored with Stephanie Hicks, Martin Aryee, and Rafael Irizarry
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number of PCR cycles to produce enough material for sequencing (bulk RNA-Seq
comingles thousands of cells per sample). Thus, many of the reads counted in
scRNA-Seq are duplicates of a single mRNA molecule in the original cell [60]. Early
scRNA-Seq studies using protocols such as SMART-Seq2 [58] analyzed these read
counts directly, and several methods were developed to facilitate this [38]. How-
ever, newer protocols typically include unique molecular identifiers (UMIs) which
enable computational removal of PCR duplicates [31], producing UMI counts. Al-
though a zero UMI count is equivalent to a zero read count, nonzero read counts
are larger than their corresponding UMI counts. In general, all scRNA-Seq data
contain large numbers of zero counts (often > 90% of the data, sometimes called
dropouts). Here, we focus on the analysis of scRNA-Seq data with UMI counts.

Starting from raw counts, a scRNA-Seq data analysis typically includes nor-
malization, feature selection, and dimension reduction steps. Normalization seeks
to adjust for differences in experimental conditions between samples (individual
cells), so that these do not confound true biological differences. For example, the
efficiency of mRNA capture and RT is variable between samples (technical varia-
tion), causing different cells to have different total UMI counts, even if the number
of molecules in the original cells is identical. Feature selection refers to excluding
uninformative genes such as those which exhibit no meaningful biological varia-
tion across samples. Since scRNA-Seq experiments usually examine cells within a
single tissue, only a small fraction of genes are expected to be informative since
many genes are biologically variable only across different tissues. Dimension re-
duction aims to embed each cell’s high-dimensional expression profile into a low-
dimensional representation to facilitate visualization and clustering.

While a plethora of methods [47, 50, 3, 85, 18] have been developed for each

of these steps, here we describe what is considered to be the standard pipeline



[18]. First, raw counts are normalized by scaling of sample-specific size factors,
followed by log-transformation, which attempts to reduce skewness. Next, feature
selection involves identifying the top 500-2,000 genes by computing either their
coefficient of variation (highly variable genes [9, 11]), or average expression level
(highly expressed genes) across all cells [18]. Alternatively, highly dropout genes
may be retained [4]. Principal component analysis (PCA) [29] is the most popular
dimension reduction method (see for example tutorials for Seurat [11] and Cell
Ranger [85]). PCA compresses each cell’s 2,000-dimensional expression profile into,
say, a 10-dimensional vector of principal component coordinates or latent factors.
Prior to PCA, data are usually centered and scaled so that each gene has mean zero
and standard deviation one (z-score transformation). Finally, a clustering algorithm
can be applied to group cells with similar representations in the low-dimensional
PCA space.

Despite the appealing simplicity of this standard pipeline, the characteristics
of scRNA-Seq UMI counts present difficulties at each stage. Many normalization
schemes derived from bulk RNA-Seq cannot compute size factors stably in the
presence of large numbers of zeros [46]. A numerically stable and popular method
is to set the size factor for each cell as the total counts divided by 10° (counts per
million, CPM). Note that CPM does not alter zeros, which dominate scRNA-Seq
data. Log-transformation is not possible for exact zeros so it is common practice
to add a small pseudocount such as one to all normalized counts prior to taking
the log. The choice of pseudocount is arbitrary and can introduce subtle biases
in the transformed data [45]. For a statistical interpretation of the pseudocount
see Section 1.3.2. Similarly, the use of highly variable genes for feature selection is
somewhat arbitrary since the observed variability will depend on the pseudocount:

pseudocounts close to zero arbitrarily increase the variance of genes with zero



counts. Finally, PCA implicitly relies on Euclidean geometry, which may not be
appropriate for highly sparse, discrete, and skewed data, even after normalizations
and transformations [82].

Widely used methods for analysis of scRNA-Seq lack statistically rigorous justi-
fication based on a plausible data generating mechanism for UMI counts. Instead,
it appears many of the techniques have been borrowed from the data analysis
pipelines developed for read counts, especially those based on bulk RNA-Seq [78].
For example, models based on the lognormal distribution cannot account for exact
zeros, motivating the development of zero-inflated lognormal models for scRNA-
Seq read counts [22, 59, 42, 41]. Alternatively, ZINB-WAVE uses a zero-inflated
negative binomial model for dimension reduction of read counts [62]. However, as
shown below, the sampling distribution of UMI counts differs markedly from read
counts, so application of read count models to UMI counts needs either theoretical
or empirical justification.

We present a unifying statistical foundation for scRNA-Seq with UMI counts
based on the multinomial distribution. The multinomial model adequately de-
scribes negative control data and there is no need to model zero inflation. We show
the mechanism by which PCA on log-normalized UMI counts can lead to distorted
low-dimensional factors and false discoveries. We identify the source of the fre-
quently observed and undesirable fact that the fraction of zeros reported in each
cell drives the first principal component in most experiments [28]. To remove these
distortions, we propose the use of GLM-PCA, a generalization of PCA to exponen-
tial family likelihoods [15]. GLM-PCA operates on raw counts, avoiding the pitfalls
of normalization. We also demonstrate that applying PCA to deviance or Pearson
residuals provides a useful and fast approximation to GLM-PCA. We provide a

closed-form deviance statistic as a feature selection method. We systematically



compare the performance of all combinations of methods using three ground-truth
datasets and assessment procedures from [18]. We conclude by suggesting best

practices.

1.2 Results and discussion

1.2.1 Datasets

We used five public 10x genomics UMI counts datasets from [85] to benchmark our
methods. The first dataset is a highly controlled experiment specifically designed to
understand technical variability. No actual cells were used to generate this dataset.
Instead, each of the 1,015 droplets received the same ratio of 92 synthetic spike-in
RNA molecules from External RNA Controls Consortium (ERCC). We refer to this
dataset as the technical replicates negative control as there is no biological variability
whatsoever and, in principle, each expression profile should be the same.

The second dataset was generated by processing a homogeneous population
of 2,612 monocyte cells. The cells were purified using fluorescence activated cell
sorting (FACS). We refer to this dataset as the biological replicates negative control.
Because these cells were all the same type, we did not expect to observe any signif-
icant differences in unsupervised analysis.

The third dataset consists of 68,579 fresh, unsorted peripheral blood mononu-
clear cells (PBMCs). This dataset was used to compare computational speed of
different dimension reduction algorithms. We refer to it as the PBMC 68K dataset.

The remaining two datasets were created by [18]. In the Zheng 4eq dataset, there
are 3,994 PBMCs divided equally into four cell types. In the Zheng 8eq dataset,
there are 3,994 PBMCs divided equally into eight cell types. In these positive



control datasets, the cluster identity of all cells was assigned independently of gene

expression (using FACS), so they served as ground truth labels.

1.2.2 UMI count distribution differs from reads

To illustrate the marked difference between UMI count distributions and read count
distributions, we created histograms from individual genes and spike-ins of the
negative control data. Here, the UMI counts are the computationally de-duplicated
versions of the read counts; both measurements are from the same experiment,
so no differences are due to technical or biological variation. The results suggest
that while read counts appear zero-inflated and multimodal, UMI counts follow a
discrete distribution with no zero inflation (Figure 1.1). The apparent zero inflation

in read counts is a result of PCR duplicates.

1.2.3 Multinomial sampling distribution for UMI counts

Consider a single cell i containing t; total mRNA transcripts. Let n; be the total
number of UMIs for the same cell. When the cell is processed by a scRNA-Seq
protocol, it is lysed, then some fraction of the transcripts are captured by beads
within the droplets. A series of complex biochemical reactions occur, including
attachment of barcodes and UMIs, and reverse transcription of the captured mRNA
to a cDNA molecule. Finally, the cDNA is sequenced and PCR duplicates are
removed to generate the UMI counts [85]. In each of these stages, some fraction
of the molecules from the previous stage are lost [76, 85, 60]. In particular, reverse
transcriptase is an inefficient and error-prone enzyme [20]. Therefore the number
of UMI counts representing the cell is much less than the number of transcripts

in the original cell (n; < t;). Specifically, n; typically ranges from 1,000 — 10,000
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Figure 1.1: Comparing read counts and UMI counts sampling distribution from technical and
biological replicates negative control datasets. a) Read count distribution for spike-in ERCC-00163
across technical replicates. b) Read count distribution for gene ENSG00000114391 across biological
replicates (purified monocytes). c) as a) but without PCR duplicates. d) as b) but without PCR
duplicates.

while ¢; is estimated to be approximately 200,000 for a typical mammalian cell
[65]. Furthermore, which molecules are selected and successfully become UMIs is
a random process. Let x;; be the true number of mRNA transcripts of gene j in
cell 7, and Yij be the UMI count for the same gene and cell. We define the relative
abundance 71;; as the true number of mRNA transcripts represented by gene j in cell
i divided by the total number of mRNA transcripts in cell i. Relative abundance

is given by 71;; = x;;/t; where total transcripts t; = Z]- xjj. Since n; < t;, there



is a “competition to be counted” [67]; genes with large relative abundance 7;; in
the original cell are more likely to have nonzero UMI counts, but genes with small
relative abundances may be observed with UMI counts of exact zeros. The UMI
counts y;; are a multinomial sample of the true biological counts x;;, containing
only relative information about expression patterns in the cell [54, 67].

The multinomial distribution can be approximated by independent Poisson dis-
tributions, and overdispersed multinomials by independent negative binomial dis-
tributions. These approximations are useful for computational tractability. Details
are provided in the Methods.

The multinomial model makes two predictions which we verified using nega-
tive control data. First, the fraction of zeros in a sample (cell or droplet) is inversely
related to the total number of UMIs in that sample. Second, the probability of an
endogenous gene or ERCC spike-in having zero counts is a decreasing function of
its mean expression (equations provided in Methods). Both of these predictions
were validated by the negative control data (Figure 1.2). In particular, the empirical
probability of a gene being zero across droplets was well calibrated to the theoret-
ical prediction based on the multinomial model. This also demonstrates that UMI
counts are not zero inflated.

These results are consistent with [81], which also found that the relationship
between average expression and zero probability follows the theoretical curve pre-
dicted by a Poisson model using negative control data processed with Indrop [37]
and Dropseq [48] protocols. This suggests our data generating mechanism is an

accurate model of technical noise in real data.
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Figure 1.2: Multinomial model adequately characterizes sampling distributions of technical and
biological replicates negative control data. a) Fraction of zeros is plotted against the total number of
UMI in each droplet for the technical replicates. b) As a) but for cells in the biological replicates. c)
After down-sampling replicates to 10,000 UMIs per droplet to remove variability due to differences
in sequencing depth, the fraction of zeros is computed for each gene and plotted against the log
of expression across all samples for the technical replicates data. The solid curve is theoretical
probability of observing a zero as a function of the expected counts derived from the multinomial
model (blue) and its Poisson approximation (green). d) As c) but for the biological replicates dataset
and after down-sampling to 575 UMISs per cell. Here we also add the theoretical probability derived
from a negative binomial model (red).

1.2.4 Normalization and log transformation distorts UMI data

Standard scRNA-Seq analysis involves normalizing raw counts using size factors,
applying a log transformation with a pseudocount, and then centering and scaling

each gene before dimension reduction. The most popular normalization is counts



per million (CPM). The CPM are defined as (yij /n;) * 10° (ie. the size factor is
n;/10°%). This is equivalent to the MLE for relative abundance 7t;j multiplied by 10°.
The log-CPM are then log, (c + 7;;10°) = log, (7;;) + C, where 7;j is a maximum a
posteriori estimator (MAP) for 71;; (mathematical justification and interpretation of
this approach provided in Methods). The additive constant C is irrelevant if data
are centered for each gene after log transformation, as is common practice. Thus,
normalization of raw counts is equivalent to using MLEs or MAP estimators of the
relative abundances.

Log transformation of MLEs is not possible for UMI counts due to exact zeros,
while log transformation of MAP estimators of 71;; systematically distorts differ-
ences between zero and nonzero UMI counts, depending on the arbitrary pseu-
docount ¢ (derivations provided in Methods). To illustrate this phenomenon, we
examined the distribution of an illustrative gene before and after the log transform
with varying normalizations using the biological replicates negative control data
(Figure 1.3). Consistent with our theoretical predictions, this artificially caused
the distribution to appear zero inflated and exaggerated differences between cells

based on whether the count was zero or nonzero.
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Figure 1.3: Example of how current approaches to normalization and transformation artifi-
cially distort differences between zero and nonzero counts. a) UMI count distribution for gene
ENSG00000114391 in the biological replicates negative control dataset. b) Counts per million
(CPM) distribution for the exact same count data. c) Distribution of log, (1 + CPM) values for the
exact same count data.
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Focusing on the entire negative control datasets, we applied PCA to the log
transformed CPMs and observed a strong correlation between the first principal
component (PC) and the fraction of zeros, consistent with [28]. Additionally, the
first PC correlates with the log of total UMI, which is consistent with the multino-
mial model (Figure 1.4). Based on these results, the log transformation is not nec-
essary and in fact detrimental for analysis of UMI counts. The benefits of avoiding
normalization by instead directly modeling raw counts have been demonstrated in
the context of differential expression [79]. Where normalization is unavoidable, we
propose the use of approximate multinomial deviance residuals (defined in Section

1.3.4) instead of log-transformed CPM.

1.2.5 Zero inflation is an artifact of log-normalization

To see how normalization and log-transformation introduce the appearance of zero
inflation, consider the following example. Let y;; be the observed UMI counts fol-
lowing a multinomial distribution with size n; for each cell and relative abundance
mt; for each gene, constant across cells. Focusing on a single gene j, y;; follows
a binomial distribution with parameters n;, p;. Assume 7; = 10~% and the #;
range from 1,000 — 3,000, which is consistent with the biological replicates neg-
ative control data (Figures 1.1 and 1.2). Under this assumption we expect to see
about 74-90% zeros, 22-30% ones, and less than 4% values above one. However,
notice that after normalization to CPM and log transformation, all the zeros re-
main log2(1+0) = 0, yet the ones turn into values ranging from log, (1 + 1/3000
10°) = log,(334) ~ 8.4 to log,(1001) ~ 10. The few values that are 2 will have
values ranging from log, (668) ~ 9.4 to log,(2001) ~ 11. The large, artificial gap be-
tween zero and nonzero values makes the log-normalized data appear zero-inflated

(Figure 1.3). The variability in CPM values across cells is almost completely driven
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Figure 1.4: Current approaches to normalization and transformation induce variability in the frac-
tion of zeros across cells to become the largest source of variability which in turn biases clustering
algorithms to produce false positive results based on distorted latent factors. a) First principal com-
ponent (PC) from the technical replicates dataset plotted against fraction of zeros for each cell. A
red to blue color scale represents total UMIs per cell. b) as a) but for the biological replicates data.
c) Using the technical replicates, we applied t-distributed stochastic neighbor embedding (tSNE)
with perplexity 30 to the top 50 PCs computed from log-CPM. The first two tSNE dimensions are
shown with a blue to red color scale representing the fraction of zeros. d) as c) but for the biological
replicates data. Here we do not expect to find differences, yet we see distorted latent factors being
driven by the total UMIs. PCA was applied to 5,000 random genes.

by the variability in #;. Indeed, it shows up as the primary source of variation in

PCA plots (Figure 1.4).
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1.2.6 Generalized PCA for dimension reduction of sparse counts

While PCA is a popular dimension reduction method, it is implicitly based on Eu-
clidean distance, which corresponds to maximizing a Gaussian likelihood. Since
UMI counts are not normally distributed, even when normalized and log trans-
formed, this distance metric is inappropriate, causing PCA to produce distorted
latent factors (Figure 1.4). We propose the use of PCA for generalized linear mod-
els (GLMs) [15], or GLM-PCA as a more appropriate alternative. The GLM-PCA
framework allows for a wide variety of likelihoods suitable for data types such
as counts and binary values. While the multinomial likelihood is ideal for mod-
eling technical variability in scRNA-Seq UMI counts (Figure 1.2), in many cases
there may be excess biological variability present as well. For example, if we wish
to capture variability due to clusters of different cell types in a dimension reduc-
tion, we may wish to exclude biological variability due to cell cycle. Biological
variability not accounted for by the sampling distribution may be accomodated
by using a Dirichlet-multinomial likelihood, which is overdispersed relative to the
multinomial. In practice, both the multinomial and Dirichlet-multinomial are com-
putationally intractable, and may be approximated by the Poisson and negative
binomial likelihoods, respectively (detailed derivations provided in Methods). We
found that numerical convergence of GLM-PCA with negative binomial likelihood
was unstable, due to the difficulty of estimating the dispersion parameter, so we
focused on the simpler Poisson likelihood in our assessments. Intuitively, using
Poisson instead of negative binomial implies we assume the biological variability
is captured by the factor model and the unwanted biological variability is small
relative to the sampling variability. We ran Poisson GLM-PCA on the technical and
biological replicates negative control datasets and found it removed the spurious

correlation between the first dimension and the total UMIs and fraction of zeros
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Figure 1.5: GLM-PCA dimension reduction is not affected by unwanted fraction of zeros variabil-
ity and avoids false positive results. a) First GLM-PCA dimension (analogous to first principal
component) plotted against the fraction of zeros for the technical replicates with colors representing
the total UMIs. b) as a) but using biological replicates. c) Using the technical replicates, we applied
t-distributed stochastic neighbor embedding (tSNE) with perplexity 30 to the top 50 GLM-PCA
dimensions. The first two tSNE dimensions are shown with a blue to red color scale representing
the fraction of zeros. d) as c) but for the biological replicates data. GLM-PCA using the Poisson
approximation to the multinomial was applied to the same 5,000 random genes as in Figure 1.4.

1.2.7 Deviance residuals provide fast approximation to GLM-PCA

One disadvantage of GLM-PCA is it depends on an iterative algorithm to obtain

estimates for the latent factors, and is at least ten times slower than PCA. We there-
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fore propose a fast approximation to GLM-PCA. When using PCA a common first
step is to center and scale the data for each gene as z-scores. This is equivalent to
the following procedure. First, specify a null model of constant gene expression
across cells, assuming a normal distribution. Next, find the MLEs of its parameters
for each gene (the mean and variance). Finally, compute residuals of the model
as the z-scores (derivation provided in Methods). The fact that scRNA-Seq data
are skewed, discrete, and possessing many zeros suggests the normality assump-
tion may be inappropriate. Further, using z-scores does not account for variability
in total UMIs across cells. Instead, we propose to replace the normal null model
with a multinomial null model as a better match to the data generating mecha-
nism. The analogs to z-scores under this model are called deviance and Pearson
residuals. Mathematical formulae are presented in Methods. Use of multinomial
residuals enables a fast transformation similar to z-scores that avoids difficulties of
normalization and log-transformation by directly modeling counts. Additionally,
this framework allows straightforward adjustment for covariates such as cell cycle

signatures or batch labels.

1.2.8 Feature selection using deviance

Feature selection, or identification of informative genes, may be accomplished by
ranking genes using the deviance, which quantifies how well each gene fits a null
model of constant expression across cells. Unlike the competing highly variable
or highly expressed genes methods, which are sensitive to normalization, ranking
genes by deviance operates on raw UMI counts. An approximate multinomial de-
viance statistic can be computed in closed-form (formula provided in the Methods).
We compared gene ranks for all three feature selection methods (deviance, highly

expressed, and highly variable genes) on the 8eq dataset, which contained eight
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different known cell types. We found strong concordance between highly deviant
genes and highly expressed genes (Spearman’s rank correlation r = 0.9987), while
highly variable genes correlated weakly with both high expression (r = 0.3835) and
deviance (r = 0.3738); see also Figure 1.6.
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Figure 1.6: Comparison of top 1,000 genes selected as most informative in the Zheng 8eq dataset.
The variance to mean ratio for each gene is plotted against the average expression. Counts were
normalized using scran [46]. Colors represent genes that are in the top 1,000 ranked by variability
(blue, red) and top 1,000 ranked by approximate multinomial deviance (green, red). Red indicates
genes identified by both criteria, while purple indicates genes identified by neither criteria. Note
that highly expressed genes have large values on the horizontal axis. The number of genes in each
category is shown in parentheses.

1.2.9 Multinomial models improve unsupervised clustering

Dimension reduction with GLM-PCA or its fast multinomial residuals approxima-

tion improved clustering performance over competing methods (Figure 1.7). Fea-
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ture selection by multinomial deviance was superior to highly variable genes (Fig-

ure 1.8).
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Figure 1.7: Dimension reduction with GLM-PCA and feature selection using deviance improves
Seurat clustering performance. Each column represents a different ground-truth dataset from [18].
The top 1,500 informative genes were identified by approximate multinomial deviance. The Poisson
approximation to the multinomial was used for GLM-PCA. Dev. resid. PCA: PCA on approximate
multinomial deviance residuals. Only results with the number of clusters within 25% of the true
number are presented.

Using the two ground-truth datasets described in Section 1.2.1, we systemati-
cally compared the clustering performance of all combinations of previously de-
scribed methods for normalization, feature selection, and dimension reduction. In
addition, we compared against ZINB-WAVE since it also avoids requiring the user
to pre-process and normalize the UMI count data (e.g. log transformation of CPM)
and accounts for varying total UMIs across cells [62]. After obtaining latent factors,
we used Seurat and k-means to infer clusters, and compared these to the known

cell identities using Adjusted Rand Index (ARI, [30]). We varied the number of
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latent dimensions and number of clusters to assess robustness. Where possible, we
used the same combinations of hyperparameters as [18] to facilitate comparisons

to their extensive benchmarking (details are provided in Methods Section 1.3.6).
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Figure 1.8: Feature selection using deviance improves Seurat clustering performance. Each column
represents a different ground-truth dataset from [18]. The top 1,500 genes identified by deviance
and highly variable genes were passed to two different dimension reduction methods: GLM-PCA
and PCA on log transformed CPM. Only results with the number of clusters within 25% of the true
number are presented.

We compared the Seurat clustering performance of GLM-PCA (with Poisson ap-
proximation to multinomial) to running PCA on deviance residuals, which adhere
more closely to the normal distribution than log-CPM. We found both of these
approximate multinomial methods gave similar results on the 4eq dataset, and
outperformed PCA on log-CPM z-scores. However, GLM-PCA outperformed the
residuals method on the 8eq dataset. Also, performance on ZINB-WAVE factors
degraded when the number of latent dimensions increased from 10 to 30, whereas
GLM-PCA and its fast approximation with deviance residuals was robust to this
change (Figure 1.7). The performance of Pearson residuals was similar to that of
deviance residuals (Figure 1.9).

Focusing on feature selection methods, deviance outperformed highly variable
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Figure 1.9: Comparison of Seurat clustering performance for all dimension reduction and feature
selection methods on ground-truth datasets from [18]. The number of informative genes was fixed at
1,500. The Poisson approximation to the multinomial was used for GLM-PCA. Only results with
the number of clusters within 25% of the true number are presented. Abbreviations: dimreduce:
dimension reduction method, pca_rd: PCA on deviance residuals, pca_rp: PCA on Pearson residuals,
pca_log: PCA on log-CPM.

genes across both datasets and across dimension reduction methods (Figure 1.8).
Filtering by highly expressed genes led to similar clustering performance as de-
viance (Figure 1.9), because both criteria identified strongly overlapping gene lists
for these data (Figure 1.6). The combination of feature selection with deviance and
dimension reduction with GLM-PCA also improved clustering performance when
k-means was used in place of Seurat (Figure 1.10). A complete table of results is

publicly available at https://github.com/willtownes/scrna2019.
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Figure 1.10: Dimension reduction with GLM-PCA and feature selection using deviance improves
k-means clustering performance. Each column represents a different ground-truth dataset from [18].
The top 1,500 informative genes were identified by approximate multinomial deviance and highly
variable genes. The Poisson approximation to the multinomial was used for GLM-PCA. Only results
with the number of clusters within 25% of the true number are presented.

1.2.10 Computational efficiency of multinomial models

We measured time to convergence for reduction to two latent dimensions of GLM-
PCA, ZINB-WAVE, PCA on log-CPM, PCA on deviance residuals, and PCA on
Pearson residuals. Using the top 600 highly deviant genes, we subsampled the
PBMC 68K dataset to 680, 6,800, and 68,000 cells. All methods scaled approxi-
mately linearly with increasing numbers of cells, but GLM-PCA was 23-63 times
faster than ZINB-WAVE across sample sizes (Figure 1.11). Specifically, GLM-PCA
processed 68,000 cells in less than seven minutes. The deviance and Pearson residu-

als methods exhibited speeds comparable to PCA: 9-26 times faster than GLM-PCA.
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We also timed dimension reduction of the 8eq dataset (3,994 cells) from 1,500 highly
deviant genes to ten latent dimensions. PCA (with either log-CPM, deviance, or

Pearson residuals) took 7 sec, GLM-PCA took 4.7 min, and ZINB-WAVE took 86.6
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Figure 1.11: Computational speed comparison of dimension reduction methods GLM-PCA (glm-
pca), ZINB-WAVE (zinbwave), PCA on deviance residuals (pca_rd), PCA on Pearson residuals
(pca_rp), and PCA on log-CPM (pca_log).

1.3 Methods

1.3.1 Multinomial Model for scRNA-Seq

Let y;; be the observed UMI counts for cell or droplet i and gene or spike-in j. Let

n; = ).;yij be the total UMIs in the sample, and 77;; be the unknown true relative
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abundance of gene j in cell i. The random vector y; = (y;1,...,y;;) | with constraint

Z]- yij = n; follows a multinomial distribution with density function

. n; Yij
) = 7T,
f ) (yﬂ’ - .,yﬂ) L7

Focusing on a single gene j at a time, the marginal distribution of y;; is binomial
with parameters 7; and 7t;;. The marginal mean is E[yi]-] = n;7;; = Wij, the marginal
variance is Var[yij] = ninij(l — nij) = Wij — nll P‘zzj/ and the marginal probability of a
zero count is (1 — 71;;)" = (1 - Z—’Z)nl The correlation between two genes j, k is

(1 — ;) (1 — 1)

cor[y;j, Yik] = \/

The correlation is induced by the sum to n; constraint. As an extreme example, if
there are only two genes (] = 2), increasing the count of the first gene automatically
reduces the count of the second gene since they must add up to n; under multino-
mial sampling. This means when | = 2 there is perfect anti-correlation between the
gene counts which has nothing to do with biology. More generally, when either |
or n; is small, gene counts will be negatively correlated independent of biological
gene-gene correlations, and it is not possible to analyze the data on a gene-by-gene
basis (for example, by ranking and filtering genes for feature selection). Rather,
comparisons are only possible between pairwise ratios of gene expression values
[19]. Yet this type of analysis is difficult to interpret and computationally expen-
sive for large numbers of genes (i.e. in high dimensions). Fortunately, under certain
assumptions, more tractable approximations may be substituted for the true multi-
nomial distribution.

First, note that if correlation is ignored, the multinomial may be approximated

by | independent binomial distributions. Intuitively, this approximation will be
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reasonable if all 77;; are very small, which is likely to be satisfied for scRNA-Seq
if the number of genes | is large, and no single gene constitutes the majority of
mRNAs in the cell. If n; is large and 7;; small, each binomial distribution can be
further approximated by a Poisson with mean n;7;;. Alternatively, the multino-
mial can be constructed by drawing | independent Poisson random variables and
conditioning on their sum. If | and n; are large, the difference between the condi-
tional, multinomial distribution and the independent Poissons becomes negligible.
Since in practice n; is large, the Poisson approximation to the multinomial may be
reasonable [52, 6, 25, 72].

The multinomial model does not account for biological variability. As a re-
sult, an overdispersed version of the multinomial model may be necessary. This
can be accommodated with the Dirichlet-multinomial distribution. Let y, be dis-
tributed as a multinomial conditional on the relative abundance parameter vector
w; = (my,...,my) . If 7; is itself a random variable with symmetric Dirichlet
distribution having shape parameter «, the marginal distribution of y; is Dirichlet-
multinomial. This distribution can itself be approximated by independent negative
binomials. First, note that a symmetric Dirichlet random vector can be constructed
by drawing | independent gamma variates with shape parameter a and dividing
by their sum. Suppose (as above) we approximate the conditional multinomial dis-
tribution of y; such that y;; follows an approximate Poisson distribution with mean
n;7tj. Let A;; be a collection of non-negative random variables such that 77;; = %
We require that 7r; follow a symmetric Dirichlet, which is accomplished by hav-
ing Aj; follow indendent Gamma distributions with shape a and mean n;/]. This
implies X Aij follows a Gamma with shape Ja and mean n;. As | — oo this dis-
tribution converges to a point mass at n;, so for large | (satisfied by scRNA-Seq),

>; Aij ~ n;. This implies that y;; approximately follows a conditional Poisson dis-
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tribution with mean A;;, where A;; is itself a Gamma random variable with mean
n;/] and shape a. If we then integrate out A;; we obtain the marginal distribution
of y;; as negative binomial with shape a« and mean n;/]. Hence a negative binomial
model for count data may be regarded as an approximation to an overdispersed
Dirichlet-multinomial model.

Parameter estimation with multinomial models (and their binomial or Poisson
approximations) is straightforward. First, suppose we observe replicate samples y;,
i =1,...,I from the same underlying population of molecules, where the relative
abundance of gene j is 77;. This is a null model because it assumes each gene
has a constant expected expression level and there is no biological variation across
samples. Regardless of whether one assumes a multinomial, binomial, or Poisson

model, the maximum likelihood estimator (MLE) of 7; is 7; = %i” where n; is the

total count of sample i. In the more realistic case that relative abundances 7;; of

is A — Ji

genes vary across samples, the MLE is 7;; = 3.
An alternative to the MLE is the maximum a posteriori (MAP) estimator. Sup-
pose a symmetric Dirichlet prior with concentration parameter «; is combined with

the multinomial likelihood for cell i. The MAP estimator for 77;; is given by

. &+ Yij 1 .
= T Vi + (1 — w;) 7

where w; = Ja;/(Ja; 4+ n;), showing that the MAP is a weighted average of the prior
mean that all genes are equally expressed (1/]) and the MLE (7;;). Compared to
the MLE, the MAP biases the estimate toward the prior where all genes have the
same expression. Larger values of «; introduce more bias, while «; — 0 leads to the
MLE. If «; > 0, the smallest possible value of 7;; is a;/(Ja; + n;) rather than zero
for the MLE. When there are many zeros in the data, MAP can stabilize relative

abundance estimates at the cost of introducing bias.
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1.3.2 Mathematics of distortion from log-normalizing UMIs

Suppose the true counts in cell i are given by x;; for genes j = 1,...,]. Some of
these may be zero, if a gene is not turned on in the cell. Knowing x;; is equivalent to
knowing the total number of transcripts f; = }_; x;; and the relative proportions of
each gene 71;;, since x;; = t;71;;. The total number of UMI counts n; = Y. Yij does not
estimate t;. However, under multinomial sampling, the UMI relative abundances
tij = % are MLEs for the true proportions 7;;. Note that it is possible that 7;; = 0
even though 77;; > 0, indicating a dropout. Because ) ; 71;; = 1 regardless of n;, the
use of multinomial MLEs is equivalent to the widespread practice of normalizing
each cell by the total counts. Furthermore, the use of size factors s; = n;/m leads
to 7+ m (if m = 10° this is CPM).

Traditional bulk RNA-Seq experiments measured gene expression in read counts
of many cells per sample rather than UMI counts of single cells. Gene counts from
bulk RNA-Seq could thus range over several orders of magnitude. To facilitate
comparison of these large numbers many bulk RNA-Seq methods have relied on a
logarithm transformation. This enables interpretation of differences in normalized
counts as fold changes on a relative scale. Prior to the use of UMIs, scRNA-Seq
experiments also produced read counts with wide ranging values, and a log trans-
form was again employed. However, with single cell data, more than 90% of the
genes might be observed as exact zeros, and log(0) = —oco which is not useful
for data analysis. UMI data also contain large numbers of zeros, but do not con-
tain very large counts since PCR duplicates have been removed. Nevertheless, log
transformation has been commonly used with UMI data as well.

The current standard is to transform the UMI counts as log, (c + 7;; * m) where
c is a pseudocount to avoid taking the log of zero, and typically ¢ = 1. As before, m

is some constant such as 10° for CPM. Finally, the data are centered and scaled so
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that the mean of each gene across cells is zero, and the standard deviation is one.
This standardization of the data causes any subsequent computation of distances
or dimension reduction to be invariant to constant additive or multiplicative scal-
ing. For example, under Manhattan distance d(x +c,y+¢) = [x+c— (y+¢)| =
|x —y| = d(x,y). In particular, using size factors such as CPM instead of relative
abundances leads to a rescaling of the pseudocount, and use of any pseudocount is
equivalent to replacing the MLE with the MAP estimator. Let k = ¢/m and a; = kn;.
Then the weight term in the MAP formula becomes w; = Jk/(1 + Jk) = w which is

constant across all cells i. Furthermore [k = w/ (1 — w), showing that

log, (c + 7tij * m) = log, (k + ﬁij) + log, (m)
w 1 .
= logz <m7 + ﬂl]) + logz(m)

= log, (w% +(1- w)ﬁij> —log, (1 — w) + log, (m)

= log, (7t;;) +C

Where C is a global constant that does not vary across cells or genes. For illustra-
tion, if c = 1 and m = 10° this is equivalent to assuming a prior where all genes
are equally expressed and for cell i, a weight of w = ]/ (10° + ) is given to the
prior relative to the MLE. Since the number of genes | is on the order of 10%, we
have w ~ .01. The prior sample size for cell i is Ja; = 107%Jn; ~ .01 * n; where
n; is the data sample size. The standard transformation is therefore equivalent
to using a weak prior to obtain a MAP estimate of the relative abundances, then
log-transforming before dimension reduction.

In most scRNA-Seq datasets, the total number of UMIs n; for some cells may
be significantly less than the constant m. For these cells, the size factors s; =

n;/m are less than one. Therefore, after normalization (dividing by size factor),
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the counts are scaled up to match the target size of m. Due to the discreteness of
counts, this introduces a bias after log transformation, if the pseudocount is small
(or equivalently, if m is large). For example, let c = 1 and m = 10 (CPM). If
n; = 10* for a particular cell, we have s; = .01. A raw count of y;; = 1 for this cell
is normalized to 1/.01 = 100 and transformed to log,(1 + 100) = 6.7. For this cell,
on the log scale there cannot be any values between zero and 6.7 because fractional
UMI counts cannot be observed, and log,(1 4+ 0) = 0. Small pseudocounts and
small size factors combined with log transform arbitrarily exaggerate the difference
betwen a zero count and a small nonzero count. As previously shown, this scenario
is equivalent to using MAP estimation of 7;; with a weak prior. To combat this
distortion, one may attempt to strengthen the prior to regularize 77;; estimation at
the cost of additional bias, as advocated by [45]. An extreme case occurs when ¢ =1
and m = 1. Here, the prior sample size is [n; so almost all the weight is on the
prior. The transform is then log, (1 + 7;;). But this function is approximately linear
on the domain 0 < tij < 1. After centering and scaling, a linear transformation is
vacuous.

To summarize, log transformation with a weak prior (small size factor, such as
CPM) introduces strong artificial distortion between zeros and nonzeros, while log
tranformation with a strong prior (large size factor) is roughly equivalent to not

log transforming the data.

1.3.3 Generalized PCA

PCA minimizes the mean squared error (MSE) between the data and a low-rank
representation, or embedding. Let y;; be the raw counts and z;; be the normalized

and transformed version of y;; such as centered and scaled log-CPM (z-scores). The
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PCA objective function is:
- 2
min ) (zij — ujo;)
’ l,]

where u;,vj € REfori=1,..., I,j=1,...,]. The u; are called factors or principal
components and the v; are called loadings. The number of latent dimensions L
controls the complexity of the model. Minimization of the MSE is equivalent to
minimizing the Euclidean distance metric between the embedding and the data. It

is also equivalent to maximizing the likelihood of a Gaussian model
Zl']' ~ N(uﬁv]’, 0’2)

If we replace the Gaussian model with a Poisson, which approximates the multino-

mial, we can directly model the UMI counts as

yij ~ Poi (n;exp{ujv;})

or alternatively, in the case of overdispersion, we may approximate the Dirichlet-

multinomial using a negative binomial likelihood

yij ~ NB (n;exp{ujv;}; ¢;)

We define the linear predictor as 17;; = log n; + ujv;. It is clear that the mean p;; = e?].
appears in both the Poisson and Negative Binomial model statements, showing
that the latent factors interact with the data only through the mean. We may then
estimate u;,v; (and ¢;) by maximizing the likelihood (in practice, adding a small
L2 penalty to large parameter values improves numerical stability). A link function
must be used since u;, v; are real valued whereas the mean of a Poisson or negative

binomial must be positive. The total UMIs n; term is used as an offset since no

normalization has taken place; alternative size factors s; such as those from scran
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[46] could be used in place of n;. If the first element of each u; is constrained
to equal 1, this induces a gene-specific intercept term in the first position of each
v, which is analogous to centering. Otherwise, the model is very similar to that of
PCA,; it is simply optimizing a different objective function. Unfortunately, MLEs for
u;, vj cannot be expressed in closed form, so an iterative Fisher Scoring procedure is
necessary. We refer to this model as GLM-PCA. Just as PCA minimizes MSE, GLM-
PCA minimizes a generalization of MSE called the deviance [1]. While generalized
PCA has been discovered before by [15], our implementation is novel in that it
allows for intercept terms, offsets, and non-canonical link functions. We also use a
blockwise update for optimization which we found to be more numerically stable
than that of [15]; we iterate over latent dimensions [ rather than rows or columns.
This technique is inspired by non-negative matrix factorization algorithms such as
hierarchical alternating least squares and rank-one residue iteration, see [36] for a
review.

As an illustration, consider GLM-PCA with the Poisson approximation to a
multinomial likelihood. The objective function to be minimized is simply the over-

all deviance:
_ Yij
D=} yijlog | == | — (yij — pij)
i Hij
L
lOg Hij = Nij = log S; + ufvj = log S; + Uj1 + Z Uilvj]
[=2

where s; is a fixed size factor such as the total number of UMIs (n;). The optimiza-
tion proceeds by taking derivatives with respect to the unknown parameters: vj; is
a gene-specific intercept term, and the remaining u;, v;; are the latent factors.

The GLM-PCA method is most concordant to the data generating mechanism

since all aspects of the pipeline are integrated into a coherent model rather than
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being dealt with through sequential normalizations and transformations. The inter-
pretation of the u; and v; vectors is the same as in PCA. For example, suppose we
set the number of latent dimensions to two (i.e. L = 3 to account for the intercept).
We can plot u;; on the horizontal axis and u;3 on the vertical axis for each cell i to
visualize relationships between cells such as gradients or clusters. In this way, the

u; and v; capture biological variability such as differentially expressed genes.

1.3.4 Residuals and z-scores

Just as mean squared error can be computed by taking the sum of squared residuals
under a Gaussian likelihood, the deviance is equal to the sum of squared deviance
residuals [1]. Since deviance residuals are not well-defined for the multinomial
distribution, we adopt the binomial approximation. The deviance residual for gene

jin cell i is given by

—Yij
.”z]

d . . Yij
ri(,- ) = sign(y;; — fiy) \/ 2yijlog y—] 2(n; — yij) log
7

where under the null model of constant gene expression across cells, fI;; = n;7;.
The deviance residuals are the result of regressing away this null model. An alter-
native to deviance residuals is the Pearson residual, which is simply the difference
in observed and expected values scaled by an estimate of the standard deviation.

For the binomial, this is

(p) _ _ Yii — Hij

T
According to the theory of generalized linear models (GLM), both types of residu-
als follow approximately a normal distribution with mean zero if the null model is

correct [1]. Deviance residuals tend to be more symmetric than Pearson residuals.

In practice, the residuals may not have mean exactly equal to zero, and may be stan-
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dardized by scaling their gene-specific standard deviation just as in the Gaussian
case.

The z-score is simply the Pearson residual where we replace the multinomial
likelihood with a Gaussian (normal) likelihood, and use normalized values instead
of raw UMI counts. Let g;; be the normalized (possibly log-transformed) expres-
sion of gene j in cell i without centering and scaling. The null model is that the

expression of the gene is constant across all cells:
2
qij ~ N (), o7)

The MLEs are fi; = % Y.i ijs (Asz = %Zi(%’j — ﬁj)z, and the z-scores equal the Pearson

residuals z;; = (q;; — )/ 0}

1.3.5 Feature selection using deviance

Genes with constant expression across cells are not informative. Such genes may
be described by the multinomial null model where 7;; = 71;. Goodness of fit to
a multinomial distribution can be quantified using deviance, which is twice the
difference in log-likelihoods comparing a saturated model to a fitted model. The
multinomial deviance is a joint deviance across all genes and for this reason is
not helpful for screening informative genes. Instead, one may use the binomial

deviance as an approximation:

Vi (i)
iR + (n; ]/z]) log ni(1— 7%]')

1
A large deviance value indicates the model in question provides a poor fit. Those
genes with biological variation across cells will be poorly fit by the null model and

will have the largest deviances. By ranking genes according to their deviances, one

may thus obtain highly deviant genes as an alternative to highly variable or highly
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expressed genes.

1.3.6 Systematic Comparison of Methods

We considered combinations of the following methods and parameter settings, fol-
lowing [18]. Italics indicate methods proposed in this manuscript. Feature selection:
highly expressed genes, highly variable genes, and highly deviant genes. We did not
compare against highly dropout genes because [18] found this method to have poor
downstream clustering performance for UMI counts and it is not as widely used in
the literature. Number of genes: 60, 300, 1,500. Normalization, transformation, and
dimension reduction: PCA on log-CPM z-scores, ZINB-WAVE [62], PCA on deviance
residuals, PCA on Pearson residuals, and GLM-PCA. Number of latent dimensions: 10,
30. Clustering algorithm: k-means [27], Seurat [11]. Number of clusters: all values

from 2-10, inclusive. Seurat resolution: 0.05, 0.1, 0.2, 0.5, 0.8, 1, 1.2, 1.5, 2.

1.4 Conclusions

We have outlined a statistical framework for analysis of scRNA-Seq data with UMI
counts based on a multinomial model, providing effective and simple to compute
methods for feature selection and dimension reduction. We found that UMI count
distributions differ dramatically from read counts, are well-described by a multino-
mial distribution and are not zero-inflated. Log transformation of normalized UMI
counts is detrimental, because it artificially exaggerates differences between zeros
and all other values. For feature selection, or identification of informative genes,
deviance is a more effective criterion than highly variable genes. Dimension reduc-
tion via GLM-PCA, or its fast approximation using residuals from a multinomial

model, leads to better clustering performance than PCA on z-scores of log-CPM.
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Although our methods were inspired by scRNA-Seq UMI counts, they may be
useful for a wider array of data sources. Any high dimensional, sparse dataset
where samples contain only relative information in the form of counts may con-
ceivably be modeled by the multinomial distribution. Under such scenarios our
methods are likely to be more effective than applying log-transformations and stan-
dard PCA. A possible example is microbiome data.

We have not addressed major topics in the scRNA-Seq literature such as pseudo-
time inference [75], differential expression [68], and spatial analysis [69]. However,
the statistical ideas outlined here can also be used to improve methods in these
more specialized types of analyses. In addition, adapting the GLM-PCA model
to incorporate covariates such as batch labels or cell cycle signatures would be
straightforward.

Our results have focused on (generalized) linear models for simplicity of expo-
sition. Recently, several promising nonlinear dimension reductions for scRNA-Seq
have been proposed. The variational autoencoder (VAE, a type of neural network)
method scVI [43] utilizes a negative binomial likelihood in the decoder, while the
encoder relies on log-normalized input data for numerical stability. The Gaussian
process method tGPLVM [80] models log-transformed counts. In both cases, we
suggest replacing log-transformed values with deviance residuals to improve per-
formance. Nonlinear dimension reduction methods may also depend on feature
selection to reduce memory consumption and speed computation; here, our de-
viance method may be utilized as an alternative to high variability for screening
informative genes.

The statistical approaches described here have not been validated against scRNA-
Seq data without UMISs, such as SMART-Seq2 and other plate protocols [58], since

non-UMI data contain PCR duplicates. To apply the ideas to these data, one would
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need to be able to infer the UMI counts for data with PCR replicates [60].
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Chapter 2

Quantile Normalization of Single Cell
RNA-Seq Read Counts without

Unique Molecular Identifiers!

2.1 Background

Single cell RNA-Seq (scRNA-Seq) has become a standard tool for measuring gene
expression patterns from individual cells. The initial molecule capture and reverse
transcription (RT) steps in scRNA-Seq protocols result in low quantities of mRNA,
so a large number of PCR cycles are needed to produce enough material for mea-
surement. The resulting libraries, that are then sequenced, contain many duplicates
of each of the single mRNA molecules extracted from the original cell [60]. To ac-
count for this distortion, current protocols include unique molecular identifiers
(UMIs), which enable computational removal of PCR duplicates [31]. However,

read count datasets generated without UMIs are still in use for at least two reasons.

1Co-authored with Rafael Irizarry
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The first is that many public datasets were produced before the UMI adaptation
was developed. The second is that current UMI protocols sequence only the 5-
prime or 3-prime end of the mRNA molecule, and therefore prevent quantification
of transcript isoform levels within the same gene [64] or allele specific expression
[17].

In both UMI and read count data, the fraction of zeros per cell is often a domi-
nant source of variation. Not only does the zero fraction strongly correlate with the
tirst principal component, but it also affects the entire gene expression distribution
[28]. This is a result of cell-to-cell differences in capture and RT efficiency, which
has nothing to do with underlying biology. For UMI counts, systematic variation
introduced by these technical components can be addressed by using multinomial
models [74]. However, for read counts, such models are precluded by the addi-
tional multiplicative distortions of PCR. Here, we focus on the analysis of read
counts from non-UMI protocols such as Smart-Seq2 [58]. Note however that read
counts (with PCR bias) may also be obtained from UMI protocols if the UMIs are
simply ignored when constructing the expression measurements.

The substantial distortions in read counts have motivated the development of
sophisticated normalization procedures. One approach is to attempt to transform
the data to more closely follow a normal (Gaussian) noise model. For example, log-
normalized counts from transcripts per million (TPM), SCRAN [46], or SChorm
[5] may be used as input to principal component analysis (PCA) which implicitly
assumes Gaussian noise. However, due to the large number of zeros in scRNA-Seq,
log transformation of normalized counts requires a pseudocount, which introduces
substantial bias [45]. The resulting distributions can be far from Gaussian, even for
UMI count data [74]. In contrast, [60] proposed census counts, a transformation of

read counts that attempts to match the underlying UMI distribution based on the
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key observation that the mode of the nonzero UMI count distribution is typically
one. Rather than matching a normal distribution, this approach needs only to
remove PCR bias to be effective. The resulting census counts can be analyzed
as if they were UMI counts by methods specifically developed for UMI data [26,
74]. Census count normalization relies on a complex mechanistic model of scRNA-
Seq biochemistry and applies a linear transformation [60]. However, due to the
nonlinearity of PCR, this approach is inadequate for removing bias.

Here we present quasi UMIs (QUMIs), a normalization technique for scRNA-
Seq read counts that, like census counts, attempts to match the UMI count distri-
bution. Our approach differs from census counts in that we apply quantile normal-
ization rather than a linear transformation, producing a discrete distribution. In
general, quantile normalization forces all cells to follow a specific target distribu-
tion. The most widely implemented version of quantile normalization generates
the target distribution by averaging over empirical distributions from the data [7].
In the case of scRNA-Seq, however, we know that if we could remove PCR du-
plicates from read counts we would obtain UMI counts, which have a markedly
different distribution from any of the read count distributions [74]. We therefore
use the characteristics of UMI counts as a guide to construct the QUMI target dis-
tribution such that it will approximate a true UMI count distribution. Specifically,
we fit Poisson-lognormal models to three public datasets from different species
and UMI protocols. The Poisson-lognormal distribution has a heavy tail that ap-
proximates a power law, and power laws have been observed previously in gene
expression [24, 77]. This target QUMI distribution depends on a single shape pa-
rameter and makes no assumptions about biochemical mechanisms. On three in-
dependent benchmark datasets where both read and UMI counts were available,

we transformed read counts to QUMIs and census counts. We assessed accuracy
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by computing distances between normalized read counts and the true UMI counts.
QUMIs had higher accuracy than census counts and read counts. Finally, using a
dataset without UMIs, using QUMIs combined with a UMI count based dimension

reduction reduced batch effects and increased detection of biological groups.

2.2 Results and discussion

2.2.1 Datasets

We used seven public scRNA-Seq datasets (Table 2.1). For the three training datasets,
we only obtained UMI counts. For the three test datasets, we obtained both UMI
counts and read counts. Finally, for the prediction dataset, we obtained only read

counts. We refer to each dataset using the first author’s last name.

Table 2.1: Single cell RNA-Seq datasets used. Training data contained only UMI counts. Test data
contained UMI counts and read counts. Prediction data contained only read counts.

first author | year | species tissue protocol cells | use
Cao [12] 2017 | C. elegans Several sci-RNA-seq | 32,061 | train
Klein [37] 2015 | M. musculus | embryonic stem cells | inDrops 2,717 | train
Zeisel [84] 2015 | M. musculus | brain STRT 3,005 | train
Macosko [48] | 2015 | M. musculus | retina dropseq 7,581 | test
Tung [76] 2016 | H. sapiens induced stem cells SMARTer 564 test
Zheng [85] 2017 | H. sapiens monocytes 10x 2,612 | test
Patel [55] 2014 | H. sapiens glioblastoma Smart-Seq2 | 430 predict

2.2.2 Current normalization methods inadequate for scRNA-Seq

read counts

We obtained read counts from UMI protocols and produced both UMI counts and,
by ignoring the UMISs, read counts. For each gene we then had both UMI and read

count measurements. The variability introduced by PCR resulted in hundreds of
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genes with read counts above 100 that mapped back to less than five UMI counts, in
some cases just one (Figure 2.1). Current normalization methods such as transcripts
or counts per million (TPM, CPM) and census counts apply linear transformations
to read counts from non-UMI protocols, which preserve the PCR distortions and
result in variable distributions even when the data are generated with the same
cell type [76] (Figure 2.2a-c). Different distributions can be observed when data
are processed in different batches (Figure 2.2d-f) which can then lead to apparent
differences in the low-dimensional representations used, for example, to discover
new cell types [28]. For example, [55] studied data from five glioblastoma tumors,
with one of these processed in two batches. Current normalizations do not remove
the substantial variation in distributions between the batches (Figure 2.2e-f). Since
not only the scale but also the shape of the distribution of expression values is
highly variable between cells of the same biological condition, normalization based

on linear transformation is insufficient.

2.2.3 UMI counts follow a Poisson-lognormal distribution

To quantile normalize read counts to match UMI counts, we identified the qualita-
tive characteristics of the target UMI count distribution. Due to the heavy tail of
UMI counts, log-log plots are an effective way to visualize their distribution (Fig-
ure 2.3a). Log-log plots are essentially histograms with both axes log transformed
and if the right tail of the distribution appears linear it is suggestive of a power
law distribution [14]. Stacking log-log plots for 500 randomly chosen cells, we ob-
served a monotonic decreasing trend for all cells but with substantial variability in
the observed proportions for each UMI count value (Figure 2.3b). Consistent with
[60], the most prevalent nonzero value was one.

Recent studies of network data have shown that many apparent power law re-
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Figure 2.1: PCR amplification produces a wide range of read count values originating from genes
represented by small UMI count values in the Zheng dataset. Each pane is a cell. Color indicates
UMI count value.

lationships are better described by lognormal distributions [10]. We therefore con-
sidered both the Poisson-Lomax, which has a true power law tail, and the Poisson-
lognormal families as candidates for the quantile normalization target distribution.
Probability mass functions (PMFs) are listed in Methods. While both distributions
fit the training data well overall, the Poisson-Lomax tended to overestimate the
probability of high magnitude outliers (Figure 2.4). Also, maximum likelihood
estimation of the parameters of the Poisson-Lomax model was numerically less
stable. Hence, we focused on the Poisson-lognormal model in our subsequent as-

sessments.
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Figure 2.2: Current normalizations do not remove distributional variation across biological repli-
cates and batches. a) Kernel densities of nonzero read count values for 20 random cells from indi-
vidual NA19098, replicate r3 of the Tung dataset. b) as a) but normalized to counts per million.
c) as a) but normalized to census counts. d) Kernel densities of nonzero read count values for 20
random cells from each batch of tumor MGH26 in the Patel dataset. Color indicates batch. e) as d)
but normalized to transcripts per million. f) as d) but normalized to census counts.

2.24 Quantile normalization of read counts to quasi UMIs

Assuming the underlying UMI count distribution is Poisson-lognormal, only two
parameters are needed to describe each cell: scale and shape. If UMI data is avail-
able these are easily estimated using maximum likelihood (MLEs). However, in
read count data without UMIs this is not possible due to PCR distortion. Con-
veniently, if the shape parameter is known a priori, the scale parameter can be

estimated from the fraction of zeros. This is useful because the zero fraction de-
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Figure 2.3: Log-log plots reveal monotonically decreasing, heavy tailed distributions in UMI counts.
a) Log-log plot of UMI counts from cell cele-002-090 in the Cao dataset. b) as a) but with 500 random
cells. Vertical gray bar indicates discontinuity due to horizontal axis log scaling.
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Figure 2.4: Log-log plots of UMI counts (points) with maximum likelihood fits (curves). a) Cell
cele-002-090 in the Cao dataset. b) Cell 1146 from the d2 group in the Klein dataset. c) Cell
1772067059_H11 from the Zeisel dataset.

rived from read counts equals the zero fraction in the UMI counts for the same cell;
zero is the only expression value in read count data that is not altered by PCR bias.
Therefore, if the shape parameter is assumed known, the target distribution for a

given cell can be determined from the read count data. Our method requires the
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shape parameter to be fixed and to determine reasonable default shape parameter

values, we computed MLEs for all cells in the training data (Figure 2.5).
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Figure 2.5: Poisson-lognormal shape parameter maximum likelihood estimates (MLEs) for the three
training datasets. klein_2015_d0d7 and klein_2015_d2d4 indicate different experimental conditions
within the same dataset.

While it was necessary to fix the shape parameter before applying quantile
normalization to the test data, each cell was allowed to have its own scale parameter.
If the scale parameter were also held fixed, the QUMI target distribution would be
identical for every cell and would predict a constant zero fraction across cells. But
this is discordant with the fact that UMI count data exhibit variation in the zero
fraction across cells [74]. Since the varying zero fractions in read counts exactly
match the zero fractions in underlying UMI counts, it would be inappropriate to

alter these correct expression values by normalizing to a global target distribution.
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Instead, we estimated each cell’s scale parameter directly from the zero fraction in
read counts using the method of moments (MOM). A detailed explanation of the
estimation procedure is provided in the Methods. Because this approach matched
each cell’s zero pattern, only the nonzero read counts needed to be adjusted by the
normalization, which improved computational efficiency.

After estimating the scale parameter for each cell, we obtained empirical quan-
tiles (ranks) from read counts, and transformed the ranks to QUMI counts by

matching to the target distribution’s theoretical quantiles.

2.2.5 Quasi UMIs approximate UMIs more closely than census

counts

Using the three test dataset UMI counts as ground truth, we compared the accuracy
of Poisson-lognormal quasi UMI (QUMI) counts with census counts and unnormal-
ized read counts. We quantified the accuracy of a normalization method for a given
cell by computing the Euclidean distance between the log of the normalized count
vector and the log of the UMI count vector. Zero values were omitted from the com-
putation because all of the normalization methods preserved the sparsity structure
of the read counts.

Across datasets, QUMI counts had the highest accuracy (smallest median dis-
tance from UMIs counts), while census counts were more accurate than read counts
(Figure 2.6). The improvement from using QUMI normalization was most dramatic
on the deeply sequenced Tung dataset. The Macosko and Zheng datasets came
from droplet protocols with shallow sequencing, while the Tung data came from a
plate protocol. The latter is more similar to non-UMI protocols such as Smart-Seq?2,

suggesting QUMI normalization is likely to be effective in those settings.
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As a sensitivity analysis, we repeated the QUMI normalization for all datasets
with fixed shape parameter values of 1.0 and 2.0. While altering the shape pa-
rameter affected the accuracy of QUMI counts, with shape of 2.0 leading to better
accuracy, the difference was small compared to the difference between QUMIs and

census counts (Figure 2.6).
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Figure 2.6: Quasi UMI counts approximate UMI counts more closely than census counts.
qumil,qumi2: Poisson-lognormal QUMI counts with shape parameters of 1.0 and 2.0 respectively,
census: census counts, reads: read counts.

2.2.6 Quasi UMIs enable dimension reduction of read counts

Quasi UMI counts may be analyzed as if they were UMI counts. To illustrate this,
we applied the Poisson-lognormal QUMI normalization (with shape 2.0) and cen-
sus to TPM values from the Patel dataset [55]. We used TPM values instead of raw
read counts as input because full-length scRNA-Seq protocols exhibit gene length
bias [57]. This dataset lacked UMIs and profiled 430 cells from five glioblastoma
tumors. One tumor (MGH26) was processed in two batches on two different se-

quencing machines. These two batches differed in the fraction of zeros [28]. We
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then reduced the dimensionality with GLM-PCA [74] and compared this to PCA
dimension reduction on log>(1 + TPM) from the original read count data. GLM-
PCA was specifically designed to handle UMI counts. Only the 5,685 genes used
by the original authors were included as input to dimension reductions.

PCA applied to log-transformed TPM from read counts failed to merge the two
batches of MGH26 and poorly separated tumors MGH28, MGH29, and MGH30.
In contrast, GLM-PCA applied to either QUMI or census counts merged MGH26
batches and separated all tumors. GLM-PCA applied to QUMI counts better sepa-
rated MGH31 tumor compared to census counts (Figure 2.7). Consistent with [28],
the dominant source of variation in log-transformed TPM was the fraction of zeros;
the correlation between the first PC and zero fraction was 0.96. GLM-PCA reduced
correlations between the first latent dimension and zero fraction to 0.58 and 0.26
for census and QUMI counts respectively (Figure 2.8). This showed that QUMI nor-
malization, like UMIs, does not remove all technical variation. Rather, it enables
application of methods specifically designed for analysis of UMI counts to datasets

that lack UMIs.

2.3 Conclusion

We have shown that UMI counts can be approximated by quantile normalization
of read counts to quasi UMIs (QUMIs) in scRNA-Seq. The Poisson-lognormal
model fits UMI count data well and can be used as a target distribution for QUMI
normalization. However, the conceptual framework is generalizable to any two-
parameter discrete distribution that can be calibrated against UMI data, such as
the Poisson-Lomax. Using test datasets with read counts and UMI counts from the

same cells, we confirmed QUMI counts approximate UMI counts more closely than
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Figure 2.7: Dimension reduction of non-UMI glioblastoma dataset before and after QUMI and
Census normalizations. pca_log_tpm: PCA on transcripts per million from original data, glmpca_cc:
GLM-PCA on census counts, glmpca_qumi: GLM-PCA on QUMI counts.

census counts and unnormalized read counts.

QUMI normalization mitigates the distortion of PCR amplification in scRNA-
Seq protocols that lack UMIs while preserving sparsity. However, just like the
use of proper UMISs, it does not normalize differences between cells resulting from
variation in efficiency of capture or reverse transcription. This contributes to differ-
ences in the zero fraction across cells, which are intentionally preserved in QUMI
normalization. These sources of technical variation should be addressed through
UMI-specific count models such as GLM-PCA or its approximations using residu-

als [74, 26].
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Figure 2.8: GLM-PCA reduces correlation between zero fraction and first latent dimension in a
non-UMI glioblastoma dataset. pca_log_tpm: PCA on transcripts per million from original data,
glmpca_cc: GLM-PCA on census counts, glmpca_qumi: GLM-PCA on QUMI counts.

QUMI counts do not directly account for PCR bias arising from differences in
gene length or GC content. These biases are not specific to single cell protocols and
have been addressed in the bulk RNA-Seq literature [44]. Since QUMI normaliza-
tion only requires the rank ordering of genes in each cell along with the fraction of
zeros, bias-adjusted TPM values from pseudoaligners [8, 56] can be used as input
instead of raw read counts. We followed this approach in analyzing the Patel data.

A major advantage of QUMI counts is that they can be analyzed as if they were
UMI counts. This avoids the need to develop customized methods of dimension

reduction and feature selection for the read count distribution. Here, we have fo-
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cused specifically on scRNA-Seq read counts, but traditional bulk RNA-Seq read
count data is also affected by distortion from PCR amplification. While it may
be possible to extend the QUMI framework to bulk RNA-Seq data, an appropri-
ate target distribution would need to be identified. This is challenging because a
bulk RNA-Seq sample, unlike scRNA-Seq, is typically a mixture of cell types with
unknown proportions. Such a mixture is unlikely to be easily characterized by a
simple two parameter distribution. PCR distortion is also present in read counts
from metagenomics experiments [66].

Finally, we caution that QUMISs are not substitutes for proper UMIs. If the latter
can be used in an experiment, they will certainly be more effective than QUMIs in
removing PCR distortions. QUMI normalization relies on assumptions, such as a
global, fixed shape parameter, which may not be met in certain datasets. Indeed,
we observed in the Klein dataset that the shape parameter was not constant across

experimental conditions, although our method was robust to this choice.

2.4 Methods

2.4.1 Data acquisition and preprocessing

The Cao dataset UMI counts [12] were obtained by following instructions
on the authors” website http://atlas.gs.washington.edu/worm-rna/docs/. A
preprocessed version of the Klein dataset UMI counts [37] was downloaded
from https:/ /hemberg-lab.github.io/scRNA.seq.datasets/mouse/esc/. The Zeisel
dataset UMI counts [84] were downloaded from the authors” website http://
linnarssonlab.org/cortex/ and low quality cells were removed according to the

same criteria used in the original publication. Read and UMI counts for the
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Zheng dataset [85] were obtained by processing the per-molecule information file
from https://support.10xgenomics.com/single-cell-gene-expression/datasets/1.1.
0/cd14_monocytes. Read and UMI counts for the Macosko dataset [48] were
obtained by quasi-aligning raw FASTQ files from Sequence Read Archive using
Kallisto version 0.45.1 [8] to produce BUS files [53]. We only included sample
r6 from this dataset. Read and UMI counts for the Tung dataset [76] were ob-
tained by following instructions on the authors” website https://jdblischak.github.
io/singleCellSeq/analysis/compare-reads-v-molecules.html. Finally, the glioblas-
toma dataset read counts and TPM values [55] were downloaded from https:

/ / github.com /willtownes/patel2014gliohuman.

2.4.2 Compound Poisson distributions

The probability mass function (PMF) of a compound Poisson distribution is ob-

tained by placing a prior on the rate parameter of an ordinary Poisson distribution.
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Let m and v represent the mean and variance of a given prior distribution in a
compound Poisson model. The marginal mean of the compound Poisson is also
m and the marginal variance is m 4+ v. For example, for the Poisson-lognormal,
the mean is exp(y + 02/2) and the variance is m + (exp(c?) — 1) m?. The Poisson-
Lomax distribution has such a heavy tail that its moments are only finite in certain
parameter regions. If « > 1 then the mean is 0/ (x — 1). If « > 2 then the variance
is m + —%;m?. The quadratic variance function in both families is shared with the
negative binomial distribution, so none of them can be distinguished based on coef-
ficient of variation. The Poisson-lognormal has a strictly heavier tail than negative
binomial, and Poisson-Lomax has a strictly heavier tail than Poisson-lognormal.
For Poisson-lognormal we evaluated the PMF using the R package sads. For

Poisson-Lomax we evaluated the PMF by using 1,000 numerical quadrature points.

2.4.3 Method of moments estimates from zero fractions

For each cell in the test data, we obtained a target quasi UMI distribution by
estimating the cell-specific scale parameter from the empirical zero fraction in
read counts using the method of moments (MOM). Specifically, let f(x; ;) be the
Poisson-lognormal probability mass function (PMF) with fixed shape parameter o
and unknown cell-specific scale parameter y;. For a given cell i, the theoretical
probability of a zero is f(0; ;) (a function of y; only). The empirical probability
of zero is simply the fraction of genes with zero read counts in that cell, which we
denote with pg;. A MOM estimate of y; is obtained by finding a root of the function

£(0; ;) — po; with respect to ;.
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Chapter 3

Identifying pro-longevity genes by

integrating gene expression and

curated annotations!

3.1 Background

Identifying the genetic and molecular basis for aging is a long standing goal in
medical science [32, 61]. Many studies have investigated whether individual genes
are pro-longevity or anti-longevity on a case by case basis [2]. Typically, a direct
intervention such as a knockout or chemical perturbation is applied to a small num-
ber of genes in a model organism such as nematode worm (Caenorhabditis elegans)
or yeast (Saccharomyces cerevisiae) followed by quantification of lifespan. For yeast
this may be replicative lifespan [51], whereas for worm it could be chronological
lifespan [73]. These experiments are capable of identifying causal relationships, but

are slow and expensive. Suppose a particular gene is knocked out or its expression

1Co-authored with Jeffrey Miller
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is reduced in an experiment, for example by RNA interference, and the organism’s
lifespan decreases. Alternatively, suppose the gene is overexpressed and the organ-
ism’s lifespan increases. Such a gene is considered pro-longevity. Genes for which
knockouts lead to increased lifespan, or overexpression leads to decreased lifespan
are considered anti-longevity [71]. Many genes may not fall clearly into either cat-
egory and may have no effect on lifespan. A common screening technique is to
randomly knock out or disrupt many genes, for example by radiation, in a pop-
ulation, observe which organisms live longest, then determine which genes were
knocked out by profiling these survivors. This simple method can rapidly iden-
tify anti-longevity genes, but methods for identifying pro-longevity genes are less
straightforward. Indeed, among the small number of genes annotated as having
some impact on longevity in worms and yeast, there are more anti-longevity genes
than pro-longevity genes.

In order to prioritize which genes to examine next and speed up the process,
recent studies have used annotations like the Gene Ontology (GO) to computation-
ally predict the effect of any gene on aging. A survey of such efforts is provided
by [21]. Recent studies suffer from several limitations. First, annotations like GO
may be biased by the scope of the existing literature. Second, there is no consis-
tency between studies in algorithms, feature sets, or predictive outcome, making it
difficult to compare results. Finally, most recent studies do not report a predictive
score on a held-out test dataset, leading to overestimating the performance of the
algorithms.

We address these gaps in the computational aging literature by systematically
assessing the performance of five popular machine learning algorithms on predict-
ing pro- versus anti-longevity status of genes in S. cerevisiae and C. elegans. We

compare the efficacy of GO terms versus gene expression profiles as feature sets
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for prediction. We use a consistent outcome in all comparisons, drawn from the
GenAge database [71]. Finally, we provide predictions for top candidate genes
that were not annotated in GenAge to suggest directions for future experimental

studies.

3.2 Results

3.2.1 Data sources and algorithms

In all our analyses, we used pro- versus anti-longevity annotation of individual
genes from GenAge as the outcome. As features for prediction, we considered
GO terms and ARCHS4 [40] gene expression profiles for both yeast and worm.
For yeast only, we also included gene expression from deleteome [35]. For worm
only, we included gene expression from the worm cell atlas [12]. The five final
feature sets for each species were ARCHS4 alone, GO alone, gene expression alone
(deleteome for yeast or worm cell atlas), GO combined with ARCHS4, and GO
combined with gene expression. Normalization, filtering, and other preprocessing
steps are described in Methods.

As a contrast to the binary annotations from GenAge, we also explored a con-
tinuous replicative lifespan (RLS) outcome from a comprehensive yeast study by
[51], which we refer to as the McCormick dataset.

We considered five machine learning classification algorithms: elastic net pe-
nalized logistic regression (pglm) [23], support vector machine with radial basis
function (svm) [34], gradient boosted machines (xgb) [13], naive Bayes (nb) [49],

and k-nearest neighbors (knn) [63].
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3.2.2 Identifying the best performing classification algorithms and

feature sets

The performance of algorithms was compared across two species and five different
feature sets, each with five cross-validation (CV) folds, resulting in 50 area under
receiver-operator curve (AUC) values for each algorithm (Figures 3.1,3.2). For each
pairwise comparison of algorithms, the fraction of times one algorithm had higher
AUC than the other was calculated across all combinations of species, feature set,

and CV fold. The pglm and svm algorithms consistently outperformed the others
(Table 3.1).
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Figure 3.1: Comparison of predictive performance of machine learning algorithms on classifying
genes as pro- or anti-longevity. pglm: elastic net penalized logistic regression, svm: support vector
machine with radial basis function, xgb: gradient boosted machines, nb: naive Bayes, knn: k-nearest
neighbors, gxp: gene expression, ROC: receiver-operator curve.
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Figure 3.2: Comparison of predictive performance of different feature sets on classifying genes as pro-
or anti-longevity. pglm: elastic net penalized logistic regression, svm: support vector machine with
radial basis function, xgb: gradient boosted machines, nb: naive Bayes, knn: k-nearest neighbors,

gxp: gene expression, ROC: receiver-operator curve.

Table 3.1: Ranking machine learning algorithms based on AUC. Numeric values indicate the
fraction of replicates in which the row algorithm had higher classification performance than the
column algorithm. pglm: elastic net penalized logistic regression, svm: support vector machine with
radial basis function, xgb: gradient boosted machines, nb: naive Bayes, knn: k-nearest neighbors.

pglm svm xgb nb knn
pglm | O 054 074 0.88 092
svm |046 O 0.72 0.88 0.9
xgb 026 028 0 0.74 0.86
nb 012 012 026 0 0.66
knn [ 008 01 014 034 O

Focusing on only the best two algorithms (svm and pglm), the predictive perfor-

mance of different feature sets was compared using AUC. GO terms generally gave
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better predictions than gene expression features alone, but combining GO and gene
expression together increased AUC above the performance of GO alone. Finally, the
ARCHS4 data gave better performance than the cell atlas data for worms, but for
yeast the deleteome features were superior to ARCHS4. This could be simply due
to the fact that the number of features in the worm cell atlas data was much less
than the worm ARCHS4 data. Alternatively, it could be due to the greater variation
in experimental conditions across deleteome features (comprehensive knockouts of

genes) compared to worm cell atlas features (different tissues in normal worms).
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Figure 3.3: Combining gene expression (gxp, archs4) with gene ontology (GO) terms as features
improved classification performance (area under receiver-operator curve, AUC). pglm: elastic net
penalized logistic regression, sum: support vector machine with radial basis function. An AUC
value of 1 is a perfect classifier, while AUC of 0.5 signifies performance no better than random.
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3.2.3 Predicting longevity effects of unannotated genes

We retrained the elastic net penalized logistic regression (pglm) classifier on the
full GenAge database with the combined GO terms and ARCHS4 gene expression
as features (see Methods for hyperparameters) for both worm and yeast species.
We then used the model to generate a predictive score for longevity effects of all
genes not annoted by GenAge. The score was defined as the probability of the gene
being pro-longevity. A value close to zero indicated a prediction that the gene was
anti-longevity, while a value close to one indicated a prediction that the gene was
pro-longevity. We identified the unannotated genes with the highest confidence
levels of being pro- and anti-longevity for worm (Tables 3.2,3.3) and yeast (Tables
3.4,3.5).

Table 3.2: Top worm pro-longevity genes not in GenAge.

Gene Prob | ID Description
CLEC-196 | 0.868 | WBGene00009156 | C-type LECtin
F44E5.4 0.866 | WBGene00009691
CEH-13 0.859 | WBGene00000437 | Homeobox protein ceh-13
LPR-3 0.853 | WBGene00012261 | LiPocalin-Related protein
HIL-7 0.845 | WBGene00001858 | HIstone H1 Like; Histone H1.Q
WO04A8.4 | 0.836 | WBGene00012239
TTH-1 0.816 | WBGene00006649 | Thymosin beta

GST-1 0.814 | WBGene00001749 | Glutathione S-transferase P
F44E5.5 0.812 | WBGene00009692
F20C5.6 | 0.807 | WBGene(00008971

3.2.4 Limitations of the GenAge dataset

We found that the elastic net penalized logistic regression (pglm) classifier had
a strong bias toward predicting both annotated and unannotated genes as anti-

longevity rather than pro-longevity (Figure 3.4). This bias was due to imbalance in
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Table 3.3: Top worm anti-longevity genes not in GenAge.

Gene Prob | ID Description
MSP-59 0.985 | WBGene00003452 | Major sperm protein
Y59E9AR.7 | 0.982 | WBGene00022002 | Major sperm protein
RPL-39 0.982 | WBGene00004453 | 60S ribosomal protein L39
MSP-57 0.981 | WBGene00003450 | Major sperm protein
MSP-81 0.981 | WBGene(00003467 | Major sperm protein
MSP-113 0.979 | WBGene00003468 | Major sperm protein
MSP-19 0.978 | WBGene00003426 | Major sperm protein
NLP-27 0.977 | WBGene00003765 | Neuropeptide-Like Protein
RPL-11.1 0.977 | WBGene00004422 | 60S ribosomal protein L11-1
Table 3.4: Top yeast pro-longevity genes not in GenAge.
Gene | Prob | ID Description
ACS1 | 0.882 | YAL054C | Acetyl-coA synthetase isoform
UBC5 | 0.863 | YDR059C | Ubiquitin-conjugating enzyme
ETR1 | 0.824 | YBR026C | 2-enoyl thioester reductase
UBI4 |0.779 | YLLO39C | Ubiquitin
PDI1 |0.72 | YCL043C | Protein disulfide isomerase
PRE3 | 0.713 | YJLOOIW | Beta 1 subunit of the 20S proteasome
POR1 | 0.705 | YNLO55C | Mitochondrial porin (voltage-dependent anion channel)
PRE7 | 0.701 | YBLO41W | Beta 6 subunit of the 20S proteasome
HSP12 | 0.698 | YFLO14W | Plasma membrane protein involved in maintaining membrane organization
SBA1 | 0.695 | YKL117W | Co-chaperone that binds and regulates Hsp90 family chaperones
Table 3.5: Top yeast anti-longevity genes not in GenAge.
Gene Prob | ID Description
RPS30B | 1 YOR182C Protein component of the small (40S) ribosomal subunit
TMA23 | 1 YMR269W Nucleolar protein implicated in ribosome biogenesis
URA3 |1 YEL021W Orotidine-5"-phosphate (OMP) decarboxylase
RPS29B | 0.999 | YDL061C Protein component of the small (40S) ribosomal subunit
RLP24 | 0.999 | YLROOOW Essential protein required for ribosomal large subunit biogenesis
COX9 | 0.999 | YDL067C Subunit VIIa of cytochrome c oxidase (Complex IV)
HOR7 | 0.999 | YMR251W-A | Protein of unknown function
TOM7 | 0.999 | YNLO70W Component of the TOM (translocase of outer membrane) complex
MFA1 | 0.999 | YDR461W Mating pheromone a-factor
TAR1 0.999 | YLR154W-C | Protein potentially involved in regulation of respiratory metabolism

the training data; the majority of genes annotated in GenAge were anti-longevity.

The GenAge training data, and the pglm classifier fit to it, both exhibited lim-

ited concordance with McCormick replicative lifespan (RLS) yeast dataset. While,
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Figure 3.4: Distribution of predictive probabilities after training elastic net penalized logistic regres-
sion (pglm) on the full GenAge dataset with GO terms and ARCHS4 gene expression as features.

as expected, deletion of an annotated pro-longevity gene was likely to decrease
RLS, for annotated anti-longevity genes the effect was less obvious. Furthermore,
the effect of deletion of unannotated genes on RLS did not appear to have any
correlation with the predicted score of whether the gene was pro- or anti-longevity
(Figure 3.5). It is not clear whether this discrepancy is due to the bias and relatively
small sample size of the GenAge database or perhaps limitations of the McCormick
assay. Focusing on the latter possibility, recent studies have identified mechanisms

by which disruption of a gene through knockout can activate compensatory mech-
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anisms leading to a dramatically different phenotype than disruption of the same
gene through knockdown (i.e. reducing but not eliminating expression) [83]. If
deletion of a single gene activated similar compensatory mechanisms in yeast, this
would undermine our assumption that changes in RLS can be used to identify pro-
or anti-longevity genes. A comprehensive assay of knockdowns would shed light

on this intriguing question.
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Figure 3.5: Predicted probability of a gene being pro-aging versus effect of deletion on replicative
lifespan (RLS) in yeast. Probabilities are from the pglm classifier trained on the full GenAge dataset.
Solid curve: nonparametric smoother.

3.2.5 Interpreting genetic factors influencing longevity

To facilitate model interpretation, we retrained the elastic net penalized logistic
regression classifier (pglm) on the full GenAge datasets for each species with only
GO terms as features. We extracted the top 20 influential GO terms from the trained

model by ranking the regression coefficients (Tables 3.6,3.7). A positive log-odds
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ratio (logOR), or equivalently, an odds ratio (OR) greater than one, indicates that
genes annotated to that GO term are more likely to be pro-longevity. A negative
logOR (or OR less than one) indicates that genes annotated to that GO term are
more likely to be anti-longevity.

Table 3.6: Top GO terms for worm. OR: odds ratio. Positive logOR indicates a gene annotated to

that GO term is more likely to be pro-longevity. BP: biological process, CC: cellular component, MF:
molecular function.

ID logOR | OR | Type | Description

GO:0006412 | -0.98 | 0.38 | BP | translation

GO:0005634 | 0.89 24 | CC | nucleus

GO:0015031 | 0.82 23 | BP | protein transport

GO:0005789 | 0.77 21 | CC | endoplasmic reticulum membrane
GO:0005840 | -0.73 | 0.48 | CC | ribosome

GO:0009792 | 0.68 2 BP | embryo development ending in birth or egg hatching
GO:0006511 | 0.66 19 | BP | ubiquitin-dependent protein catabolic process
GO:0009408 | 0.66 19 | BP | response to heat

GO:0043005 | 0.65 19 | CC | neuron projection

GO:0030150 | 0.6 1.8 | BP | protein import into mitochondrial matrix
GO:0055120 | -0.6 0.55 | CC | striated muscle dense body

GO:0005783 | 0.6 1.8 | CC | endoplasmic reticulum

GO:0046872 | -0.53 | 0.59 | MF | metal ion binding

GO:0005739 | -0.52 | 0.59 | CC | mitochondrion

GO:0006281 | -0.52 | 0.59 | BP | DNA repair

GO:0035556 | -0.52 | 0.59 | BP | intracellular signal transduction

GO:0045893 | 0.52 1.7 | BP | positive regulation of transcription; DNA-templated
GO:0008289 | 0.52 1.7 | MF | lipid binding

GO:0048477 | 0.5 1.6 | BP oogenesis

G0:0003824 | 0.49 1.6 | MF | catalytic activity

3.3 Conclusions

We systematically compared the performance of popular machine learning algo-
rithms in classifying genes as pro- or anti-longevity using the GenAge database
and combinations of gene expression and gene ontology (GO) feature sets. We

identified elastic net penalized logistic regression (pglm) as the most effective clas-
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Table 3.7: Top GO terms for yeast. OR: odds ratio. Positive logOR indicates a gene annotated to
that GO term is more likely to be pro-longevity. BP: biological process, CC: cellular component, MF:
molecular function.

ID logOR | OR | Type | Description

GO:0001302 | 1.8 58 | BP | replicative cell aging

GO:0006915 | 0.87 24 | BP apoptotic process

GO:0016020 | -0.82 | 044 | CC | membrane

GO:0005634 | 0.73 2.1 | CC | nucleus

GO:0000183 | 0.72 21 | BP | chromatin silencing at rDNA
GO:0005624 | 0.71 2 CC | membrane fraction

GO:0007049 | 0.67 1.9 | BP cell cycle

GO:0005739 | 0.64 1.9 | CC | mitochondrion

GO:0005515 | -0.64 | 0.53 | MF | protein binding

GO:0003824 | 0.61 1.8 | MF | catalytic activity

GO:0031307 | 0.56 1.7 | CC | integral component of mitochondrial outer membrane
GO:0000723 | 0.55 1.7 | BP telomere maintenance

GO:0005758 | 0.53 1.7 | CC | mitochondrial intermembrane space
GO:0055085 | 0.53 1.7 | BP transmembrane transport
GO:0017111 | 0.52 1.7 | MF | nucleoside-triphosphatase activity
GO:0006811 | 0.51 1.7 | BP ion transport

GO:0006281 | 0.5 1.7 | BP DNA repair

GO:0034599 | 0.48 1.6 | BP | cellular response to oxidative stress
GO:0008270 | -0.48 | 0.62 | MF | zinc ion binding

GO:0045861 | 0.47 1.6 | BP | negative regulation of proteolysis

sifier and made predictions for unannotated genes. The pglm model fit to GenAge
data was only weakly concordant with the McCormick replicative lifespan (RLS)
assay, which was based on single gene deletion strains in yeast. This discrepancy
could be due to compensatory mechanisms which are known to mitigate the effects
of knockouts [83]. We suggest future comprehensive longevity assays should con-
sider knockdowns instead of deletions and knockouts. Furthermore, there is a need
for increased focus on pro-longevity genes rather than anti-longevity genes, since
the latter are much more common in the GenAge database. We offer our predic-
tive probability scores as one possible tool to prioritize future experimental studies
which can validate individual genes as pro-longevity mechanistically. We encour-

age computational researchers to use metrics such as area under receiver-operator
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curve (AUC) on held-out data from standard databases such as GenAge to assess
classification performance and facilitate comparisons across studies. Finally, our
approach of combining feature sets to improve predictive performance is general-
izable in principle to a wider variety of model organisms as more annotations and

datasets become available over time.

3.4 Methods

Binary pro/anti longevity annotations were accessed from the GenAge [71] model
organisms database http://genomics.senescence.info/genes. We subset on yeast
and worm and excluded ambiguous annotations. GO annotations for all genes
were downloaded from BioMart ENSEMBL database using Bioconductor package
biomaRt. For both species, gene expression (RNA-Seq read counts) data were
obtained from the ARCHS4 [40] database https://amp.pharm.mssm.edu/archs4/
archs4zoo.html. Additionally, for yeast only, deleteome [35] microarray expression
measurements were acquired from http://deleteome.holstegelab.nl. Finally, for
worm only, gene expression from the single cell RNA-Seq Worm Cell Atlas [12]
http:/ /atlas.gs.washington.edu/worm-rna was utilized. Unique molecular identi-
fier (UMI) counts were summed across all cells within the same tissue.

Replicative lifespans (RLS) for 4,698 single gene knockout yeast strains were
obtained from the authors of [51]. Perturbation genotypes with percent_change
greater than 30 and set_lifespan_count less than or equal to five were excluded
based on the authors’ instructions. We merged results for the same genotype across
replicate experiments. The outcome for each genotype was then quantified as the
mean of RLS in the perturbation group minus RLS in the control group, weighted

by the sample sizes in each group. We refer to this as the McCormick dataset.
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All gene expression measurements were normalized to account for sample-
specific biases. Specifically, the Deleteome data were already normalized, the
ARCHS4 read counts were converted to transcripts-per-million (TPM), and the
worm atlas UMIs to counts-per-million (CPM). The normalized counts were then
log transformed with a pseudocount of one. For deleteome, genes that were vari-
able in controls and non-responsive mutants were excluded. For each species, the
data were subset by taking the intersection of genes with no missing values across
all feature types (GO and two types of gene expression), resulting in 703 worm
genes (246 pro, 457 anti longevity) and 368 yeast genes (46 pro, 322 anti longevity).
Features with no variation across the included genes were discarded. For yeast, the
number of retained features was 3268, 700, and 1390 for ARCHS4, deleteome, and
GO terms respectively. For worms, the number of features was 2935, 270, and 2051
for ARCHS4, cell atlas, and GO terms respectively. All gene expression features
were centered and scaled to have mean zero and standard deviation 0.5, while bi-
nary features (GO) were left as-is. The five final feature sets for each species were
ARCHS4 alone, GO alone, gene expression alone (deleteome for yeast or worm cell
atlas), GO combined with ARCHS4, and GO combined with gene expression.

To assess predictive performance of different combinations of feature sets on
pro- versus anti-longevity status of each gene, each dataset was split into 5 cross-
validation (CV) folds. Within each fold, machine learning classifiers were fit using
the R package caret [39] only on the training data. The algorithms used were k near-
est neighbors (knn), naive bayes (nb), gradient boosted machines (xgb), support
vector machine with radial basis function (svm), and logistic regression with elas-
tic net penalty (pglm). Hyperparameters (Table 3.8) were selected by grid search
using two iterations of 10-fold CV within each training fold using the Kappa cri-

terion. For all algorithms except naive bayes, the grid consisted of default caret
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values. For naive bayes, the laplace correction was set to zero, kernel smoothing
was always used, and the adjustment to the probabilities was chosen between 0.5
and 1.0. Additionally, for naive bayes only, many features with near-zero variance
caused numerical instabilities and were excluded. Having chosen a final model
for each training fold, the predicted probabilities were computed for the held-out
test data and the area under the receiver-operator curve (AUC) was computed to
quantify prediction performance (discrimination). An AUC value of 1 is a perfect
classifier, while AUC of 0.5 signifies performance no better than random, or simply

always predicting the majority class.

Table 3.8: Hyperparameters used. pglm: elastic net penalized logistic regression, svm: support
vector machine with radial basis function, xgb: gradient boosted machines, nb: naive Bayes, knn:
k-nearest neighbors.

algorithm hyperparameter  values

nb laplace 0
usekernel TRUE
adjust 0.5;1

knn kmax 5,7,9
distance 2
kernel optimal

xgb eta 0.3;0.4
max_depth 1,2,3
gamma 0

colsample_bytree 0.6; 0.8
min_child_weight 1

subsample 0.5; 0.75; 1.0
nrounds 50; 100; 150
svm C 0.25;0.5; 1.0
sigma automatic
pglm alpha 0.1; 0.55; 1.0
lambda automatic

The best-performing algorithm (pglm) was retrained on all of the genage data
for each species with the combined GO and ARCHS4 feature set. The hyperpa-

rameter grid was expanded to 21 alpha values (evenly spaced between zero and
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one, inclusive), and 97 automatically selected lambda values using five-fold CV.
For worm, the optimal alpha was .05 (close to an L2 ridge penalty). For yeast, the
optimal alpha was 0.5 (an even mix between ridge and the L1 lasso penalty). Using
the optimal hyperparameters, predictive probabilities were computed for all genes
not annotated by genage.

The pglm algorithm as also retrained on the full GenAge dataset for each
species with GO features only. This was used to enable interpretation of regres-
sion coefficients. Here, the hyperparameter grid was the same 21 alpha values
and 97 automatically selected lambda values with five-fold CV. The optimal alpha

values were 0.15 for worm and 0.10 for yeast (both closer to ridge than lasso).
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