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ABSTRACT

This thesis presents the WSR Framework, a decentralized framework for multi-robot exploration
in environments with limited communication and no shared global map. The system enables teams
of robots to coordinate using only onboard sensing and lightweight relative position estimates de-
rived from wireless signal exchanges from WiFi and UWB sensors. Each robot selects exploration
targets independently, guided by a utility function that accounts for local information gain and in-
ferred teammate positions. A key contribution is a confidence-based failure detection mechanism
that allows each robot to respond to teammate failures using only motion history. The confidence
value adjusts how exploration targets are selected, which helps to redistribute coverage progress. The
tull system is validated through both simulation and hardware experiments. The results show signif-
icant reductions in robot overlap compared to zero-coordination baselines, and performance that

approaches that of centralized strategies, without requiring explicit communication or shared maps.
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Introduction

OFF THE COAST OF DOMINICA, a team of marine biologists and roboticists deploys a small fleet of
autonomous drones from a boat into open water. Their goal is to rendezvous with sperm whales,
elusive animals that can dive for over an hour and reappear kilometers away with little warning.

Each robot is equipped with directional sensors designed to detect faint acoustic or radio signals,



and scans for bearings that might point toward a surfacing whale. The environment, however, of-
fers little support. There is no GPS underwater, no centralized coordinator to assign tasks, and only
intermittent signals to guide each robot. Coordination must come from the robots themselves.

This is precisely the aim of Project CET], an interdisciplinary effort to decode sperm whale com-
munication. '® In the kinds of extreme environments required by tasks like this, teams of robots are
increasingly being used to carry out tasks that humans cannot. However, these extreme settings of-
ten lack reliable infrastructure and break the core assumptions that many multi-robot systems rely
on, like consistent communication or access to a centralized coordination system.

While these assumptions simplify algorithm design, they rarely hold in practice. Many frame-
works in the multi-robot exploration literature still rely on them, limiting their applicability in the
real world. Centralized approaches require a global map and high-bandwidth communication to
share states or assign roles. Fully distributed approaches, on the other hand, can scale well but sufter
from redundant coverage, poor adaptation to teammate failures, or reliance on pre-modeled heuris-
tics that may not generalize. Even methods that claim to operate under communication constraints
tend to assume consistent packet delivery or a shared reference frame.

This thesis presents a system designed with these constraints in mind: a decentralized, communication-
light framework for multi-robot exploration. Built on the WiFi-Sensor-for-Robotics (WSR) Tool-
box, 7 and thus called the WSR System, this system allows each robot to independently select ex-
ploration targets using a utility function that accounts for both expected information gain and the
inferred positions of its teammates. Rather than relying on shared maps or explicit communica-

tion, the WSR System uses local mapping, onboard sensing, and relative pose estimation to support



real-time coordination. In practice, the sensing pipeline exchanges data at no more than 32 kb/s,
compared to up to 3 Mb/s in full communication-sharing systems. This substantial reduction in
data sharing rates is why we refer to it as “implicit communication.”

A central contribution of this work is the introduction of a continuous confidence metric that al-
lows each robot to reason about its teammates’ functionality based solely on local observation. This
enables the system to detect and adapt to failures (e.g. stagnation, degraded performance, or com-
plete disconnection) without any shared state or failure messages. These behaviors are integrated
directly into the frontier selection process, eliminating the need for a separate failure protocol.

The system is validated through both simulation and hardware experiments. Results show that
the WSR algorithm reduces redundant coverage and accelerates exploration compared to uncoor-
dinated baselines, while approaching the performance of centralized, full-information strategies. It
achieves this while using only local sensing and lightweight estimation.

This thesis presents the full system and its extensions, building on research I contributed to as
part of ongoing work in Harvard’s REACT Lab, and partially presented in collaboration with Jad-
hav et al. (2024).%5 The remainder of this thesis is structured as follows. Chapter 1 reviews the state
of the literature on communicaton-constrained multi-robot exploration. Chapter 2 presents the
system setup, including hardware components, the position estimation pipeline, and the WSR al-
gorithm. Chapters 3 describes the experimental design and experimentation. Chapter 4 introduces
the failure detection and adaptation framework. Finally, Chapter 5 concludes with a discussion of
broader implications and future directions for decentralized coordination in real-world environ-

ments.



Related Works

1.1 INTRODUCTION

THE CHALLENGE of enabling robot teams to cooperate effectively and efficiently has been studied
extensively, both in homogeneous and heterogeneous robotic systems. Homogeneous teams consist

of robots with the same capabilities, sensing modalities, and physical design, while heterogeneous



teams include agents with different sensors, designs, capabilities or computational resources.

While progress in multi-robot coordination strategies has been made in controlled settings, the
real world introduces a different set of obstacles. In noisy or partially observable environments,
where infrastructure is sparse, GPS may be unavailable and communication may be unreliable.
Robots thus must navigate, reason, and act with limited shared knowledge. These constraints bring
about a few consistent problems that any practical multi-robot team must address: (1) Robots need
to localize themselves and interpret their surroundings without access to a global frame of reference,
(2) Robots often lack the bandwidth and connectivity resources needed for consistent communica-
tion and, despite this, must (3) make intelligent, coordinated decisions about where to go and how
to contribute, ideally while reducing redundancies in such tasks.

Much of the existing work in this space focuses on addressing one or more parts of these broader
challenges, including, for example, target generation, task allocation, or motion planning. While
these works have advanced the field considerably, they often operate under assumptions that limit
their applicability to real-world conditions, such as the availability of high-bandwidth communica-
tion or access to global state information.

In the sections that follow, we focus specifically on prior work in target generation and path plan-
ning, beginning with learning-based methods and then discussing non-learning-based approaches.
We then turn to literature on coordination under communication constraints. Throughout, our
attention is on systems composed of homogeneous teams of robots tasked with performing collabo-

rative exploration in unknown environments.



1.2 TARGET GENERATION AND PaTH PLANNING

Broadly speaking, approaches to path planning and exploration can be divided into learning-based
and non-learning-based methods. Learning-based methods, often driven by reinforcement learning
or neural networks, aim to learn exploration policies from data. These systems adapt over time and
can handle complex, high-dimensional inputs, but they often require significant training, prior
knowledge, or centralized infrastructure. In contrast, non-learning-based methods rely on heuristics,
sampling techniques, or rule-based logic to guide exploration. These tend to be more lightweight

and interpretable, which them easier to deploy in decentralized or resource-constrained settings.

1.2.1 LEARNING-BASED EXPLORATION

Reinforcement learning (RL) has emerged as a widely used approach for path planning in multi-
robot systems, particularly via multi-agent reinforcement learning (MARL). RL and MARL are
well-suited to this application because they offer the potential to learn exploration strategies directly
from interaction with the environment, often without relying on human-defined heuristics. Model-
free and deep-RL, in particular, has proven effective in navigating high-dimensional or partially
observable spaces, making it a compelling choice for exploration in unknown environments, #57°
including for multi-agent exploration. 473!

In multi-robot exploration, RL is often deployed in one of two ways.>® The first method uses
RL for high-level target selection, while traditional planners handle local navigation to these targets.

Niroui et al. (2019) use deep-RL to select targets in noisy urban search and rescue environments,



and then employ a traditional 4 path planner to navigate to the selected target.5*

The second method uses RL to control low-level motion, while high-level target identifications
are made by heuristic or non-learning methods. Liu et al. (2017) selects targets by choosing the far-
thest visible point, then uses an RL Q-learning policy to guide the robot through the environment
to the chosen target. ** A smaller set of approaches attempt full end-to-end learning via RL, where
sensor inputs and teammate positions are processed directly to generate robot actions. 49.6° These
methods generally use convolutional neural networks or other deep learning models to process spa-
tial information, but they come with very high computational costs.

While RL-based methods show strong performance in simulation, their reliance on centralized
training, substantial levels of global state information, and high computational resources make them
less ideal for a decentralized, lightweight multi-robot system operating in the kinds of unknown,

communication-limited environments considered in this work.

1.2.2 NON-LEARNING-BASED EXPLORATION

Non-learning-based methods for multi-agent exploration offer practical advantages because of their
simplicity and low computational cost in decentralized, resource-limited environments. These ap-
proaches rely on heuristics or sampling-based strategies. Typically, they use sensor data to identify
promising regions of space, such as frontiers or randomly sampled waypoints, and then apply rule-
based logic or cost functions to select the next navigation target.

A major class of this approach are sampling-based planners. These algorithms build a navigation

tree or graph by randomly sampling points in the environment and connecting them through feasi-



ble paths. Probabilistic Roadmaps (PRM), for example, construct a graph by connecting paths be-
tween randomly sampled, collision-free samples. '+3*#> Other sampling-based techniques combine
random sampling with grid-based searches to implement next-best-view planning, where robots
prioritize unexplored areas expected to yield high information gain. #**

An important extension of this class is the use of Rapidly-Exploring Random Trees (RRT) for
online exploration. Originally proposed by Frazzoli et al. (2002), RRT incrementally builds a tree by
rapidly expanding toward unexplored regions of the environment, biasing its growth toward areas
that have not yet been reached. ** Kuwata et al. (2009) later proposed an efficient online-planning
version, #*75 which was optimal for real-time exploration. This algorithm has also been extended

to multi-robot exploration tasks, >**%9

providing a scalable algorithm for large environments. In
general, however, sampling-based techniques for multi-agent systems require a shared state or cen-
tralized coordination, and can be realtively more computationally expensive.

Other exploration methods take a divide-and-conquer approach by partitioning the environment
into subregions and assigning robots to specific areas. Fu et al. (2009) use Voronoi decomposition,
while Solanas et al. (2004) propose k-means clustering. >*°© On the other hand, some strategies use

63,64,

market-based systems to divide robot exploration tasks, such as bids and auctions 7 or market-

based techniques, *7-¢

> in which each robot is incentivized to maximize its own “profit” or efficiency
in the exploration task. Again, these approaches rely on high levels of inter-robot communication
and centralized planning which limit their use in fully decentralized exploraiton.

Among the most widely used non-learning-based strategies for multi-robot exploration is frontier-

based exploration. Yamauchi (1997) first proposed this algorithm, introducing the concept of a



“frontier” as the boundary between explored and unexplored space.®’ In his approach, robots select
frontier cells as navigation targets to incrementally expand their known environment.

Multi-robot extensions of Yamauchi’s method followed shortly after, including early implemen-
tations that assumed a shared global map to coordinate exploration. ** Related approaches also
emerged during this period, where robots identify goal regions based on spatial proximity or cov-

erage needs, *>5"

though many of these works did not include formal utility or cost models for prior-
itizing frontiers. Later work introduces explicit utility-based scoring to rank frontiers based on their
expected information gain and travel cost.*** Wurm et al. (2003) further improves this approach
by combining frontier-based selection with Voronoi graph partitioning to allocate exploration tasks
more efficiently.”®

More recent efforts have aimed to improve the scalability and efficiency of multi-agent frontier-
based exploration. Several methods reduce communication overhead by sharing only a subset of
frontiers or frontier summaries, *:¢ while others attempt to balance coverage across the team by
optimizing for overall area explored. ** These methods preserve the core strengths of frontier-based

exploration while addressing its coordination challenges. Ongoing work continues to push the ap-

proach toward greater efficiency, and scalability.

1.3 DECENTRALIZED AND COMMUNICATION-CONSTRAINED EXPLORATION

Designing a fully decentralized, multi-robot exploration system, especially under communication

constraints, introduces a range of new challenges. In decentralized settings, each robot makes naviga-



tion decisions based on local, onboard information. The key difficulty lies in enabling coordination

between agents. These systems also operate under varying assumptions about communication avail-
ability, ranging from intermittent connectivity to complete communication loss.* We outline below
three common strategies used to address this challenge: relay agents, intermittent rendezvous, and

implicit communication through sensor-based observations.

1.3.1 RELAY AGENTS

One approach to enabling coordination under communication constraints is to designate some
robots as relay agents and others as explorers,” as proposed by De Hoog et al. (2009) and later devel-
oped by Cesare et al. (2015).'7? Relay agents travel between the exploring robots and a central sys-
tem or base station, carrying information across areas where direct communication is not possible.
Stump et al. (2011) explores implementing this using line-of-sight communication, ®® while Pei et
al. (2013) incorporates bandwidth limitations into the coordination strategy through optimization-
based methods. >” While promising, the relay-based approaches assume the presence of a centralized

system and depend on maintaining contact with it to preserve overall system function.

1.3.2 INTERMITTENT RENDEZVOUS

Another strategy involves intermittent rendezvous, where robots periodically reconnect with each
other to exchange information. Hollinger et al. (2012) proposes a system where robots synchronize
with a central agent at fixed time intervals. > Other works use scheduled rendezvous at predefined

16,

meeting points.*>*> These strategies tend to lack flexibility and can fail when environmental con-
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straints prevent rendezvous.

1.3.3 IMrLICIT COMMUNICATION

Sensor-based implicit communication provides an alternative to explicit messaging by allowing
robots to infer the behavior or positions of their teammates through onboard perception. For ex-
ample, Xu et al. (2022) propose a vision-based system that coordinates robot behaviors using cam-
eras.® Niu et al. (2021) use QR codes for UAV landing,** and Zhu et al. (2023) propose LIDAR-
based state estimation for use in swarm systems. *°

Another common form of implicit communication involves estimating the relative positions of
nearby robots and adapting local strategies accordingly. Vision-based approaches again dominate,
including optical wireless communication methods and LED signaling. 61,77 However, these systems
typically require line-of-sight and perfect or favorable environmental conditions, which makes them
less robust in cluttered, noisy, or occluded settings.

Recently, Ultra-Wideband (UWB) sensors have gained traction for their low-bandwidth require-
ments and strong potential to support implicit coordination. Xianjia et al. (2021) highlight their
low cost, minimal setup, and robustness to environmental interference.”? While UWB sensors are
already incorporated in tasks such as safety and state detection, 85 and sometimes fused with other
sensing modalities like vision, *® it has not yet been widely adopted for decentralized exploration
strategies.

Thus, a still underexplored area of research is the use of implicit information exchange to actively

reduce redundancy in decentralized exploration. Some recent methods integrate relative position
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estimates into coverage strategies, "> but there are very few systems that offer a fully decentralized,
ad-hoc exploration framework with a clear, low-cost pose estimation pipeline.

In this work, we propose a novel approach that combines UWB and WiFi-based sensing to es-
timate relative robot poses in real time. This pose information can be used to guide decentralized
exploration without the need for map sharing, explicit message passing, or explicit coordination.

The full system is described in the following sections.
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System Set Up

2.1 INTRODUCTION

THIS CHAPTER DESCRIBES THE WSR sYSTEM, designed to enable multi-robot teams to explore un-
familiar environments using only local sensing and estimation. Each robot operates independently,

without shared maps or direct communication, and relies on lightweight observations to make deci-
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sions in real time. Coordination is not driven by a central plan but rather through local observations
and onboard decision-making.

At the core of the system is a sensing and estimation pipeline that allows robots to keep track of
their neighbors using onboard range and bearing measurements. These relative estimates are fused
into local pose tracks that allow each robot to maintain a rough sense of where its teammates are
over time. This information is then used by a utility-based planner, which scores candidate explo-
ration targets based on two main factors: how informative the region is expected to be, and how far
it is from other robots. The goal is to guide each robot toward frontiers that are both informative
and unlikely to have been already covered by neighbors. As each robot explores, it adjusts its behav-
ior to shift away from explored regions and adapt if teammates fall behind or drop out.

The rest of this chapter outlines the system in detail. Section 2.2 explains how the full system is
structured in practice on a robot. Section 2.3 describes how relative position estimates are obtained
from the onboard sensors. Finally, Section 2.4 presents the core WSR algorithm and utility formula-

tions that guide exploration.

2.2 SYSTEM STRUCTURE

Each robot in the team runs the same software stack, making decisions based only on its own sens-
ing and estimation. There is no shared map and no central controller keeping track of the team. In-
stead, each robot builds its own understanding of the environment, tracks nearby teammates using

onboard signal-based sensing, and selects exploration targets based on local information. While each
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robot acts independently, they contribute to the shared exploration task by adapting to what they
observe. This includes determining when to stop. Termination is handled asynchronously, with
each robot deciding for itself when the environment has been sufficiently explored based on its own
view of coverage.

The onboard system of each robot is organized into four core modules, shown in Figure 2.1,
which operate in parallel and exchange information internally. Each module is described in detail
below.

Sensor Stack and Robotic Platform. Each robot is built on a TurtleBot WafHle 2.0 chassis
equipped with a 360° LiDAR for local mapping, a Qorovo UWB module for range measurements,
and a pair of WiFi antennas for directional bearing estimation. These sensors provide the raw mea-
surements used by the rest of the framework, and are emitted as lightweight 32 kb/s ping packets
that can pass through occlusions and operate under non-line-of-sight conditions. This is signifi-
cantly lighter than full communication-based systems, which can require data rates of up to 3 Mb/s.
We thus refer to this as “implicit communication” due to its minimal bandwidth and robustness. All
software runs onboard, managed through the Robot Operating System (ROS), which handles the
sensor drivers and all inter-module communication.

Localization and Mapping. Each robot builds a local 2D occupancy grid map using LIDAR
scans and odometry, processed by the ROS GMapping SLAM package. > This map evolves as the
robot moves. Localization is handled through real-time scan matching against the current map. No
global map is shared during the exploration task, and the system does not perform real-time map

merging or alignment between robots. Instead, it assumes that individual maps can be consolidated

IS



after the mission, once exploration is complete.

Implicit Pose Estimation. Each robot tracks the positions of its teammates using only local sens-
ing, combining UWB range and WiFi bearing data into relative pose estimates. These observations
are filtered over time using an Extended Kalman Filter, which allows each robot to build a smooth
estimate of where its neighbors have traveled. The full sensing and estimation pipeline is described
in detail in Section 2.3.

Target Selection and Planning. The WSR planning module extends a frontier-based explo-
ration strategy implemented on top of the m_explore ROS package.** At each planning step, the
robot identifies frontier cells from its local map and scores them using a utility function that ac-
counts for both the distance to each frontier and the estimated positions of nearby teammates. The
frontier with the highest utility is selected as the next goal. A full description of the WSR forntier se-
lection algorithm is provided in Section 2.4. A trajectory to the chosen goal is then computed using
the ROS Search-based Planning with Motion Primitives (SBPL) planner, ** and executed through

the ROS navigation stack, which translates the plan into low-level velocity commands to the robot.
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Figure 2.1: Onboard system architecture showing the four modules run by each robot: sensing, mapping, implicit com-
munication, and planning.

2.3 OBTAINING RELATIVE POSITION ESTIMATES

At the core of this system is the ability for each robot in the team to estimate the positions of their
teammates using only lightweight, onboard sensing. The relative position estimate system fuses two
types of signal-based measurements to achieve this. The first is ultra-wideband (UWB) range sens-
ing, and the other is a novel system developed by Jadhav and Wang (2022) called the WiFi-Sensor-
for-Robotics (WSR) toolbox which computes relative bearing using the phase of received WiFi
packets. 37

The UWB sensor provides direct range measurements to neighboring robots using low-bandwidth
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ping packets. These measurements are relatively robust, even in cluttered indoor environments, and
are collected passively by each robot over short time windows. In parallel, each robot also uses the
WSR Toolbox to estimate the angle-of-arrival (AOA), or bearing, of incoming WiFi packets from
neighboring robots. Instead of using a physical antenna array, the system constructs directional
signal profiles by oscillating the WiFi antennas across a 180° arc on a servo platform. As the robot
collects signal phase data from incoming packets, it also records its own motion using inertial mea-
surements. These two streams are combined to generate an angle-of-arrival (AOA) profile, which
estimates how strongly the incoming signal aligns with each possible bearing angle. The profile typ-
ically shows a clear peak in the direction of the transmitter, and that peak angle is selected as the es-
timated bearing. At the same time, UWB measurements provide a direct estimate of the distance to
the same robot. Together, these two signals define a relative position estimate in polar coordinates,
which is then passed to a filtering layer.

During each sensing cycle, the system collects several bearing and range measurements. Bearing
measurements are filtered to reduce the impact of multipath noise (e.g. signals that reflect on sur-
rounding surfaces and create misleading direction estimates). Range measurements are filtered and
averaged. The resulting bearing and range are fused into a single relative pose estimate, which is then
refined over time using an Extended Kalman Filter (EKF) to maintain a smooth track of each neigh-
bor’s position. The EKF is a standard tool in robotics for recursive state estimation, particularly
under uncertainty, so it is well suite for noisy environments. 7374

These smoothed pose estimates are then stored in a local structure known as an hgrid. The hgrid

is a spatial grid that each robot maintains independently, which tracks how frequently its neighbors
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have been observed in difterent areas of the environment. Each cell in the grid is a fixed-size that
matches the robot’s sensing range. Over time, the hgrid accumulates evidence about which parts of
the environment have been covered by its neighbors, based solely on relative pose estimates. This
structure allows robots to reason about shared coverage without sharing maps.

In simulation, this sensing pipeline is accurately reconstructed by generating range and bearing
data using ground truth robot positions. These positions are perturbed with Gaussian noise to
mimic real-world sensor characteristics. Then, the same signal processing pipeline, including the
AOA estimation and EKF smoothing, is applied to these estimates to produce relative pose estimates

that closely match what would be observed on hardware.

2.4 WSR ALGORITHM

At a high level, the WSR algorithm operates as follows: robots identify frontiers in their local map,
estimate where their teammates are, and select the next goal by evaluating which frontier is most
informative and least likely to overlap with others. This decision is based on a utility function that
balances both coverage potential and spatial separation. The selected target is then passed to a local
planner, which computes and executes a trajectory. Although each robot acts independently, this
structure encourages team-wide dispersion and efficient coverage over time.

To implement this behavior, each robot 7 maintains a local frontier set F;, representing potential
exploration targets in its current map. To estimate the relative position of neighboring robots 7,

robot 7 fuses bearing measurements w obtained from the WSR Toolbox with distance measurements
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D acquired via the UWB sensor. These are combined to produce a preliminary relative position
estimate M i(£) = [AverageDist(D), w], which is then filtered using an Extended Kalman Filter
(EKF) to obtain £;(z), a smoothed relative position estimate for each neighbor. These estimates are
logged in its local spatial hgrid.

To evaluate a given frontier /; € F, the robot computes an information gain IZT, which reflects

the expected utility of exploring that region. Information gain is defined as:

77 = max (o,s(Dﬁ) . E(bﬂ)) (2.1)

€Ly

Here, Eris the set of unexplored cells within a fixed radius of frontier f;, and Dy, is the Euclidean
distance between the robot and cell ¢. Information gain is calculated by summing over a set of unex-
plored grid cellsc € Efnear f;, and is modulated by two key terms: (i) a sigmoid function S(Dy),
which prioritizes grid cells closer to the robot, and (ii) an information loss term E(Dj[),which esti-

mates the likelihood that neighbors have already observed those cells. These are given by:

(2.2)

E(Dﬁ) = Z min <1, Tr[Zl(fc])}> -S(bj[) (2.3)

ek,
To avoid wasted effort, any frontier for which the estimated information loss exceeds 90% of the
unpenalized gain is discarded. For the remaining frontiers, the robot computes a utility score that

20



balances exploration value against travel cost. The cost Cris defined as the Euclidean distance from
the robot’s current position x; to the center of the frontier cell, C{ = ||x, — x;||. The utility score Uf '

is then computed as:

U’?:ar max (ﬁj};> 2.
i g e (2.4)

where parameter j is a weighting parameter that modulates the exploration—effort tradeoff. This

utility is additionally scaled by a proximity factor @, computed as

o= logy (min < - 1) (o)
X

This value penalizes frontier points near other robots by scaling down their utility. The robot
selects the frontier f; € JF, hat maximizes this adjusted utility. If no valid frontiers remain or if a
global exploration threshold is met, the robot ends its exploration and stops.

For further reference, Tables 2.1,2.2, 2.3, and 2.4 summarize the key sensing and estimation vari-

ables used throughout this section, and the full WSR planning cycle is provided in Algorithm 1.
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Variable Description

w Bearing measurements from the WSR Toolbox

D Distance measurements from the UWB sensor

Mj(t) Preliminary relative position estimate of robot 7 at time #
%(2) Refined relative position estimate from EKF

2(%;) Covariance matrix of z;

Tr[X(%;)] Trace of the covariance matrix, representing uncertainty

Table 2.1: Sensing and Estimation

Variable Description

F; Local frontier set of robot 7

fi € F;  Aspecific frontier in robot ’s set

o Center coordinate of frontier f;

x’; Viewpoint associated with frontier f;

X; Current position of robot 7

H Discretized H-grid used for spatial storage and retrieval

Table 2.2: Frontier and Spatial Representations
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Variable Description

Ef Set of unexplored grid cells near frontier f;

Dg = ||x’: —x,|| Distance from frontier viewpoint to cell ¢

IZ.T  Ip, Information gain for frontier f;
E(i)J ) Information loss from estimated overlap with robot j
S (Dﬁ) Sigmoid weighting function prioritizing closer cells

Table 2.3: Information Gain and Loss

Variable Description

C’; = ||xf — x;||  Navigation cost to frontier f;

& Scaling factor to penalize frontiers near other robots
oA Utility of frontier f; for robot 7
i Selected next-best frontier for robot 7

Table 2.4: Utility and Frontier Selection

The system described in this chapter forms the backbone of the exploration framework that fol-
lows. Each robot operates autonomously, sensing and reasoning locally, while still contributing to
the global task. The modules described here allow the team to adapt, cover space efficiently, and re-
spond to failures without requiring centralized control. In the next chapter, we validate this system

through controlled experiments in both simulated and real-world environments.
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Algorithm 1 Frontier Exploration Algorithm

Require:

I

[N I A

o N

9
10

11
12
13
14
15
16
17
18
19
20
21

22

Local frontier set F; of robot 7
Bearing measurements @ (from WSR Toolbox)
Distance measurements D (from UWB sensor)

while Selecting Next Frontier do

¢ < StableBearingAngle(p) > Extract stable bearing angle
M,(¢) < AverageDist(D), ¢ > Compute relative pose estimate
X EKF(Mj(t)) > Estimate position using EKF

Insert &; into local hgrid

for each f; € F, do

7] « InformationGain(f;) > Compute expected information gain
if E(Dyc)/S(Dy) > 0.9 then
Remove f; from F; > Filter out low-quality frontiers
else
C’j — ||lx — x| > Compute cost to frontier
Uf < arg max,, (ﬂIf / (7:) > Utility-based frontier evaluation
end if
end for

if | ;| = 0 OR Termination Coverage Threshold Met then
Terminate exploration
else

Ji < argmaxzer, A > Select next frontier
end if

23 end while
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System Validation

3.1 INTRODUCTION

THE PREVIOUS CHAPTER OUTLINES the core components of the WSR exploration system: a fully
onboard architecture for mapping, planning, and peer estimation in decentralized robot teams. This

chapter turns to the question of performance. How well does this algorithm function when a team
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of robots are tasked with a decentralized exploration mission?

To this end, this chapter presents a series of validation experiments in both simulated and real-
world environments. The focus is on measuring how efficiently teams of robots running the WSR
algorithm cover space and how effectively they avoid redundant effort, without sharing maps or
explicit communication.

These evaluations establish a performance baseline for the WSR algorithm prior to introducing
any failure conditions. Sections 3.2 and 3.3 define the specific evaluation goals used throughout the
experiments. Section 3.4 describes the experimental environments in both simulation and hardware
and the experimentation in practice. Results are then presented in Section 3.5, and are discussed in

detail in Section 3.6 in the context of decentralized, communication-light multi-robot coordination.

3.2 EvVALUATION GOALS

The primary objective of this evaluation is to assess how well the system performs as a decentralized,
communication-light approach to multi-robot exploration. To do so, we focus on three core goals:
(i) exploration efficiency, (ii) coverage completeness, and (iii) redundancy reduction. These reflect
the practical requirements of real-world settings, where robots must act autonomously and avoid
duplicating work.

We measure exploration efficiency using the total time required to reach a predefined coverage
threshold. In these experiments, the coverage threshold was 95%. This metric reflects how quickly

the system can map an environment without centralized control. To evaluate coverage completeness,
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we use the final percentage of the environment successfully explored by the team. Lastly, we assess
redundancy through coverage overlap, defined as the average number of robots that visit the same
grid cell over the course of a trial. This metric captures how effectively the system disperses the team
and prevents wasted effort.

These metrics were chosen to reflect both performance and efhiciency. Fast exploration is not use-
tul if it leads to incomplete maps or repeated work, and complete coverage is not valuable if it leads
to excessive time or robot effort. To track performance, we use a global merged map that records
cumulative coverage in real time. This map is constructed for evaluation purposes only and plays no
role in the robots’ decision-making. Each robot operates entirely on its own local map and relative
pose estimates, without access to a global state or shared mapping. The merged map simply provides
a way to monitor overall progress and compare algorithms consistently across trials, without violat-

ing the decentralized structure of the system.

3.3 BASELINES

To evaluate the performance of the WSR algorithm, we compare it against two baseline exploration
strategies that reflect the extremes of coordination capability. These baselines are chosen to bracket
the performance range: one represents a fully decentralized system with no coordination between
robots, while the other assumes centralized planning with complete information. This framing al-
lows us to test whether WSR, despite operating with minimal communication, can outperform the

uncoordinated algorithms and approach the performance of full information-sharing algorithms.
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Baseline 1 (Independent Exploration) involves each robot running the utility-based frontier
exploration package independently. Robots select frontiers based only on local utility and do not
consider the positions or plans of their teammates. This setup is a common lower-bound algorithm
where robots are autonomous but make decisions individually.

Baseline 2 (Full Information Exchange) simulates a centralized coordination system using the
RRT-based ROS exploration package.” In this algorithm, a central “assigner” node has access to the
global shared map between all robots, as well as the real-time positions of the robots. It assigns fron-
tiers in a way that maximizes coverage of the environment while minimizing overlap, representing

an idealized upper bound on coordination.

3.4 EXPERIMENTAL SETUP

We conducted experiments in both simulation and hardware. Each trial began with all robots ini-
tialized at known positions with an empty map. Robots selected exploration targets using either the
WSR algorithm or baseline logic, and metrics, as described in Section 3.2, were recorded throughout
the trial. In simulation, for each exploration method (e.g. WSR, full information exchange, and in-
dependent exploration), we ran 20 trials. In hardware, we ran 3 trials each. Robot starting positions
were randomized across trials but constant across the different exploration methods to maintain fair
comparisons. Some configurations placed robots close together (e.g. within one meter) while others

initialized them several meters apart in different regions of the environment.
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3.4.1 SIMULATION ENVIRONMENT

Simulated experiments were conducted using a multi-robot exploration simulator built in ROS and
Gazebo, shown in Figure 3.1. Robots operated in a 40 x 40 meter indoor environment modeled as
a cluttered office space. Each robot ran the full WSR stack described in Chapter 2, including simu-
lated UWB and WiFi-based sensors for range and bearing estimation. The simulation incorporated
key physical effects such as motion noise and limited sensor accuracy to approximate real-world

conditions.

3.4.2 HARDWARE ENVIRONMENT

For real-world validation, WSR was deployed on a team of two mobile robots running in an 8 x
8 meter indoor space with sparse static obstacles. Each robot ran the full onboard WSR software
stack described in Chapter 2. To support early validation, motion capture (mocap) data was used
to generate ground-truth range and bearing estimates, allowing us to simulate sensor inputs in a
controlled setting.

We also conducted preliminary experiments using real UWB modules for range sensing and rotat-
ing WiFi antennas for bearing estimation. These tests confirmed the feasibility of collecting signal-
based relative position estimates in hardware, but complete end-to-end exploration trials using only
onboard sensing have not yet been performed.

The primary aim of this thesis is to validate the WSR framework algorithmically through exten-

sive simulation, using hardware experiments as an initial step toward future full-system deployment.
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3.5 RESULTS

The results from both simulation and hardware experiments support the core design goals of the
WSR framework. As shown in Figure 3.2, robots using WSR consistently achieve higher map cover-
age in less time compared to the independent baseline, and closely approach the performance of the
tull-information exchange strategy. In simulation, WSR outperforms the independent approach by
more than 22% by the end of the run and maintains a significant lead throughout. Hardware trials
show a similar trend, with WSR finishing approximately 14.6% ahead of the independent strategy
and closing much of the gap to the full-information baseline.

Figure 3.3 highlights the efficiency of this performance. Robots using WSR cover more of the en-
vironment while significantly reducing overlap. In both simulation and hardware, the independent
baseline exhibits high redundancy due to the lack of coordination. WSR cuts this overlap by more
than half in simulation and by over 10% in hardware, achieving levels comparable to the centralized
strategy. These results are particularly notable given that WSR operates without shared maps or
direct communication between robots.

Altogether, these findings suggest that WSR supports efficient multi-robot exploration using

only local pose estimates and onboard sensing. Its ability to reduce redundancy and improve cover-

age without centralized control highlights the potential of this decentralized approach in communication-

limited environments. A more detailed interpretation of these results is presented in the following

discussion.
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Figure 3.1: Ground truth layout of the simulated environment (left) and the corresponding occupancy grid map built
using SLAM (right).

100

90

80

70

60

50

40

Map Coverage Percent

30

20

10

100

Simulation

22.2%

34.0%

—— Baseline-1: Independent Exploration
— WSR
—— Baseline-2: Full Information Exchange

200 300
Time Elapsed (s)

400

500

Map Coverage Percent

50

Hardware
14.6% 22.6%
;’___/‘/.

7z

—— Baseline-1: Independent Exploration
— WSR
—— Baseline-2: Full Information Exchange

100 150 200 250
Time Elapsed (s)

Figure 3.2: Map coverage over time for each exploration method in simulation (left) and hardware (right).

3.6 DiscussiON

The results presented above demonstrate that WSR enables coordinated exploration using only

lightweight and local estimations. Its performance in both simulation and hardware experiments

consistently outperforms a non-coordinated baseline and closes the gap to a centralized, full-information
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Figure 3.3: Average coverage overlap as a function of total map coverage in simulation (left) and hardware (right).

sharing approach. These results highlight the value of implicit coordination in decentralized systems
where consistent or high-bandwidth forms of communication are not available.

One of the key observations from these results is that WSR achieves this performance through rel-
atively simple signals. By using only range and bearing estimates to maintain rough tracks of nearby
teammates, robots can make make informed target selections that overall reduce overlap and im-
prove coverage efficiency. This suggests that full communication and shared maps may not be nec-
essary in a lot of exploration settings, as long as relative motion can be estimated with reasonable
accuracy. Rather than assigning set roles or a global plan, the WSR algorithm can influence behavior
based on observed spatial context. Furthermore, the system’s ability to generalize across randomized
start positions and different trial conditions speaks to its robustness.

At the same time, the limits of this approach are also worth noting. In very noisy or dynamic
environments, or settings with a large numbers of robots, local estimation alone may begin to break

down, particularly if signal quality degrades. These challenges could lead to drift in relative pose
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tracks and reduce the effectiveness of the coordination. Still, the results here show that even without
shared maps or direct messaging, teams of robots can achieve coordination. Rather than suggesting
that full information sharing is unnecessary, these findings highlight how much can be accomplished
with far less.

What this chapter shows is that implicit communication can support effective team behavior.
The next chapter builds on this idea by introducing failure awareness into the system, allowing

robots to reason about how well their neighbors are functioning.
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Failure Detection and Diagnosis

4.1 INTRODUCTION

FAILURE DETECTION is a critical component of autonomous multi-robot exploration, ensuring
that individual agents can identify and adapt to operational issues without requiring external inter-

vention. In real-world environments, robots encounter numerous challenges that can lead to task
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stagnation or complete failure, including navigation difficulties, sensor degradation, unforeseen
obstacles, and communication loss. Without an effective failure detection mechanism, robots may
become immobilized. This wastes exploration resources and potentially compromises the success of
the entire team.

Traditional failure detection methods often rely on centralized monitoring or explicit inter-robot
communication to diagnose and recover from failures. However, such approaches are not always
viable in decentralized, communication-sparse multi-robot systems, where each robot must make
independent decisions based on local observations. In these settings, robots must be able to detect
failures on their own, assess the severity of stagnation or operational degradation, and adjust their
behavior accordingly.

This section presents a fully decentralized, observation-based failure detection framework de-
signed for multi-robot exploration. The proposed method operates by continuously monitoring
robot movement patterns and classifying failures using a lightweight heuristic approach based on

position history and movement thresholds.

4.2 RELATED WORKS

Reliable failure detection and diagnosis (FDD) is essential for deploying autonomous agents in the
field, particularly when robots must adapt to unexpected behavior or degraded performance. This
challenge becomes more complex in multi-robot teams with shared goals, where agents may differ in

roles, capabilities, and sensing modalities. In decentralized systems operating under limited commu-
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nication, robots must detect failures such as immobilization, sensor loss, or disconnection without
relying on centralized control or explicit coordination.

Broadly, robots can detect failures by monitoring their own internal state (endogenous detection)
or by observing the behavior of teammates (exogenous detection). Endogenous methods focus on
internal signals like actuator faults or sensor anomalies, while exogenous approaches rely on local
observations to infer whether another agent is functioning as expected. Because our system operates
without explicit communication and relies on passive sensing, we focus this review on exogenous
failure detection strategies, which are more applicable to decentralized, observation-based systems.

Prior research in this space spans model-based, consensus-driven, and fully decentralized ap-
proaches, each offering trade-offs in accuracy, scalability, and communication requirements. The
sections that follow highlight representative work across these categories, with a focus on multi-

robot teams performing shared exploration in uncertain environments.

MOoDEL-BASED AND CENTRALIZED FAILURE DETECTION SYSTEMS

Model-based and centralized failure detection systems rely on predefined models of expected robot
behavior or team coordination. These systems typically monitor sensor data or task performance
and compare them to predicted outcomes derived from a global model. When discrepancies arise,
the system flags potential faults. Centralized architectures often aggregate information across the
entire team to detect and localize failures.

Tarapore (2015), for instance, proposes a bio-inspired immune system model that detects behav-

ioral anomalies by comparing real-time observations to an internal baseline.”* This system treats
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unexpected deviations as potential indicators of failure and is structured around principles observed
in natural immune responses.

Kalech et al. (2006) present a model-based failure detection framework that uses structured co-
ordination models to identify inconsistencies between robot behaviors. ' Their approach encodes
task-level constraints and uses these to detect when robots violate expected coordination patterns.
Although the system distributes some decision-making across the team, it still depends on a shared
coordination model and assumes that all robots understand the structure of the task. This reliance

on global knowledge makes it better suited to centralized or model-dependent systems.

CONSENSUS-BASED FAILURE DETECTION SYSTEMS

Consensus-based failure detection approaches allow robots to make local decisions by exchanging
partial state information and collectively agreeing on task status or agent behavior. These systems
often rely on distributed communication protocols and are well-suited for teams where agents must
adapt roles or reassign tasks dynamically in response to failures.

Parker (1998) proposes the ALLIANCE architecture, where robots use internal motivation levels
and observations of team activity to detect when a teammate has failed or is underperforming. 5°
When a failure is suspected, another robot can take over the abandoned task. The system relies on
consensus over observed progress and task completion to trigger shifts in action.

In another framework, Gerkey et al.(2002) present a task allocation framework based on auction
mechanisms, where robots bid on available tasks based on local utility and availability.>” While not

designed solely for failure detection, the auction system inherently supports fault tolerance, since
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failed agents stop participating and others dynamically assume their responsibilities through the
bidding process.

Dias et al. (2004) extend this concept through a market-based optimization system. Their ap-
proach maintains global task health by continuously reallocating tasks among robots in response to
failures or performance degradation. The system uses distributed negotiation to preserve coordina-

tion.*°

DECENTRALIZED AND OBSERVATION-BASED FAILURE DETECTION SYSTEMS

Decentralized, observation-based failure detection systems operate without shared maps, centralized
models, or explicit communication. Instead, each robot must infer whether a teammate is func-
tional based entirely on its own local observations. This capability is essential in low-bandwidth or
communication-constrained environments where robots cannot rely on status messages or central-
ized coordination.

Some of the earliest approaches use line-of-sight visual signaling to indicate robot health. For ex-
ample, Christensen et al. (2009) proposes a simple system where robots flash LEDs to signal they
are operational. > Others interpret the absence of signals as a sign of failure. These methods are
lightweight but fragile, as they rely on clear visibility and are easily disrupted by occlusion or envi-
ronmental noise.

A number of more recent methods apply data-driven models to detect behavioral anomalies.
These include neural network classifiers trained to recognize abnormal motion patterns or swarm

behaviors. For instance, Ahn et al. (2024) and Castaldi et al. (2021) use learned residual models to
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flag deviations from expected behavior. »* Christensen et al. (2007) propose a leader-follower archi-
tecture with pre-trained networks. '*5* Other work applies techniques like principal component
analysis (PCA) and exponentially weighted moving averages (EWMA) to detect statistical outliers
in sensory data.** Some work also incorporates blockchain or distributed trust modeling to iden-

tify faulty robots in large teams, ¢7*!

though these systems tend to assume reliable communication
and are less focused on exploration tasks. Although in general these methods are eftective, they re-
quire large training datasets, tuning, and computational resources, which make them less suited for
lightweight and decentralized exploration systems.

The most relevant class of methods for our purposes are those based on distributed observers
and residual analysis. These systems use models of expected robot behavior to estimate internal
states and compare them with observed sensor data. When the difference between expected and
actual behavior (e.g., the residual) exceeds a threshold, a fault is flagged. This includes dynamic
observer-based methods,” inter-robot range consistency checks, 76:09 and infrared-based behavior
modeling using evolved classifiers.”" More recent systems, such as those proposed by Arrichiello et
al. (2015) and Ramachandran et al. (2022), apply unknown input observers (UIOs) and local mod-
els to monitor neighbors” motion and isolate faults based on residual trends. 57 Others extend these
frameworks with adaptive thresholds or event-triggered updates. " *+35% These methods form the

foundation for our own approach, which uses local sensing to perform fully decentralized failure

detection during exploration.
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4.3 METHODOLOGY

4.3.1  OVERVIEW

We begin by discussing the practical implementation of such a system given our system constraints.
We recall that the system operates by evaluating the available frontiers to a robot, then uses its own,
on-board information gain and loss evaluation of each frontier in the possible set of frontiers, based
on the positions and historical trajectories of the other robots, to determine which frontier to navi-
gate to in the next timestep.

To enable fully decentralized failure detection, each robot must rely on its own onboard sensing
to determine when a nearby teammate is no longer functioning effectively, and then adapt its explo-
ration strategy based on that assessment.

We recall the information loss equation from Chapter 2:

E(D;) = )  min (1, Tr[zl(xj)}> -S(Dye) (4.1)

ek,

which accounts for, based on the exploration trajectory of neighboring robot &;, the maximum
amount of information that can be gained in a given frontier region based on if its neighbors have
explored the area.

Thus, to reason about teammate reliability in a fully decentralized setting, we introduce a con-
fidence parameter tau, 7 € [0, 1], that each robot maintains for its teammates. This value reflects

how confident a robot is that a given peer is actively and effectively contributing to the exploration
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task. A tau value close to one indicates high confidence in the teammate’s performance, while values

approaching zero suggest degradation or potential failure.

E( Aﬁ) = Z 7; - min (1, Tr[Zl(fc])]> S(ch) (4.2)

This formulation is derived from decentralized trust modeling in multi-robot systems, where
robots update peer trust levels based on local observations. Gharbi et al. (2023) develop a trust
framework that uses a weighted average of performance feedback to adaptively down-weight con-
tributions from unreliable agents.*® Similarly, in our proposed system, tau is updated over time for
each neighbor using only local sensing, and directly influences the degree to which a robot’s fron-
tiers are prioritized by its peers.

We explore several types of failure scenarios in this chapter and handle them using the confidence
parameter tau. In cases of complete failure or prolonged disconnection, where a robot stops trans-
mitting and its map becomes inaccessible, tau for that neighbor set to zero. This causes other robots
to treat the affected regions as unexplored and reassign exploration accordingly. If the robot later
reconnects, it is reintegrated into the system.

Robots that remain online but operate at reduced capacity (e.g., moving slowly or experiencing
intermittent sensor issues) retain a tau value of one. While they continue contributing, the system
implicitly accounts for their limited performance through dynamic task distribution.

For robots that appear stagnant (e.g., still connected but not exploring) tau decays gradually over

time, reflecting growing uncertainty about their ability to contribute new information. In these
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cases, the decay is applied only to the robot’s current frontiers, not its full exploration history. This
prevents premature remapping and ensures past contributions remain valid, while still encouraging
nearby agents to cover the immediate area around the stagnant robot.

The following sections describe how this failure detection mechanism is implemented in practice,

followed by results from simulation-based validation.

4.3.2 STAGNATION FAILURE

OVERVIEW

The stagnant failure detection system utilizes a heuristic-based approach, leveraging both time-based
and movement-based metrics to classify failures. Each robot maintains a position history buffer that
stores its recent trajectory, allowing the system to analyze whether the robot has made meaning-

tul progress. To detect stagnation, the system calculates the average position of a robot over its last
recorded timesteps and compares it to its most recent location. If the robot has moved less than a
threshold window within a given time window, it is flagged as “stuck.” To prevent immediate clas-
sification of minor slowdowns as failures, the robot’s continuous tau value is linearly decayed by a
percentage per update whenever stagnation is detected. If tau fully decays to zero, the robot is classi-

fied as non-functional, triggering a failure warning.
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IMPLEMENTATION

To begin, the robot maintains a fixed-length history of each robot’s recent estimated positions.
Specifically, for every neighbor tracked by a robot, it stores the eight most recent position estimates
in a queue-like data structure. This sliding window of position data provides temporal context for
evaluating motion and allows us to mitigate the effects of occasional noisy readings.

At each timestep, the robot estimates its neighbor’s motion by computing the Euclidean distance
between its most recent position estimate and a smoothed trajectory average. To reduce the influ-
ence of short-term noise in these estimates, an Exponentially Weighted Moving Average (EWMA)
is applied. This helps to caputre consistent movement trends and filter out brief fluctuations, simi-
lar to the smoothing techniques used by Millard et al. (2014) to manage drift and noise in position

estimates. ’° The smoothing equation is as follows:

X = ax; + (1 — a)x,—y (4.3)

¥ =ay+ (1—a)y— (4.4)

Here, (x;, ;) is the latest estimated position of the robot at time ¢, (%, ;) is the smoothed posi-
tion,and 2 € (0,1) is a smoothing factor that decides the tradeoff between recent and historical

data. Using this smoothed position, we compute a scalar distance metric:
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de =\ — %)% + (e — 31? (4:5)

This distance serves as a proxy for meaningful robot movement. Then, to avoid reacting to short-
term noise, we introduce two confidence counters: Cstagnant and Ciyobile- Each counter is bounded
by a maximum value C,,x which serves as a threshold to prevent runaway growth. We then define
two motion thresholds: Gagnant, below which the robot is likely considered stuck, and &y, opile, 2bove
which the robot is likely considered mobile. When the observed distance d, falls between these

thresholds, the counters remain unchanged. The update rules are given by:

min(cma)u Cstagnant + 9) ifdt < 5stagnant
Cstagnant = max(O, Cstagnant - 3’) lfdt > ‘9m0bile (46)

Cstagnant otherwise

maX(Ov Cmobile - 5/) lfdt < ﬁstagnant
CmObﬂe A min(Cma)n Cmobile + 3) ifdt > emobile (4'7)

Crobile otherwise

The thresholds Giagnane and Gnobile Were empirically selected by plotting the distribution of move-

ment distances during real and simulated exploration scenarios. They were chosen to minimize
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overlap between known stagnant and moving behaviors. The confidence threshold Cyy,x, smoothing
constant «, and tau update rates y, ¥/ were tuned to balance responsiveness and stability. In Figure
4.1, it can be seen that across the environments used in this application, a robot typically moved be-
tween 0 and 2 meters on average during periods of manually induced stagnation. (Additional details
are provided in the sections that follow).

Estimated Distance Moved Over Time for Stagnant Robot

—— Avg. Estimated Distance Moved (m)
=== Stagnation Detected
5 Recovery Detected

Distance Moved (m)
w

20 40 60 80 100 120 140
Time Since Stagnant (s)

Figure 4.1: Estimated distance moved by a stagnant robot, as observed by neighbors. Red and yellow lines indicate
stagnation and recovery detection, respectively.

Based on the observed relationship between distance moved and tau values, we set the stagnation
threshold to approximately 2.1 meters and the functional threshold to 3.52 meters. Distances falling
between these thresholds define an ambiguous zone, during which neither confidence counter is

incremented. This behavior is illustrated in Figure 4.2.
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Figure 4.2: Tau values as a function of estimated distance moved. Vertical lines mark thresholds separating stagnant,
ambiguous, and functional motion zones

When a robot is determined to be stuck, its neighbors begin reducing the confidence score, tau,
they assign to it, reflecting diminished trust in its ability to contribute. Conversely, when the robot
resumes consistent motion, its assigned tau value is gradually restored. The 7 value is begins by being
initialized to 1.0 and is treated as a continuous scalar in the range [0, 1]. Its update logic is driven by

the outcome of the confidence counters described earlier:
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T T Adecay if Coruck = Crmax (4-8)

T < 7+ Arccover if Cunstuck = Chax (4-9)

Here, we define a decay constant, denoted as A gecay, Which controls how quickly a neighbor re-
duces the confidence score tau it assigns to a robot that appears to be stuck. This value is typically
set to a small positive number (e.g., 0.05) to ensure gradual decay. In contrast, a separate constant
Arecover decides how quickly the assigned confidence score increases once the robot resumes motion.
This recovery rate is typically set slightly higher (e.g., 0.1) to encourage faster reintegration. The
confidence score itself is restricted to within the bounds, 7 € [0, 1], at all times.

Thus, the tau parameter allows the WSR algorithm to strike a balance between caution and re-
sponsiveness. It helps to modulate how each robot trusts and adapts to its neighbors overtime based

on observed behvaior only.

4.3.3 HETEROGENEITY IN ROBOT BEHAVIOR

It is important to note that not all failures manifest as complete stagnation. In real-world settings,
robots may exhibit heterogeneous behavior: some may move slowly or at reduced capacity due to
hardware limitations or uneven terrain. In such cases, the robot’s position estimates may indicate
movement that is consistently above the stagnation threshold. Consequently, these robots are never

classified as “stuck,” and their tau values remain close to one. This outcome is by design: rather than
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penalizing imperfect but functional behavior, the tau formulation allows such robots to continue
contributing to the team’s exploration objectives.

The WSR framework naturally accounts for this kind of behavioral degradation through its
observation-driven planning. If a slow or degraded robot fails to make significant progress, its team-
mates will observe a persistent lack of new coverage around this robot. As a result, they begin to
select nearby frontiers themselves, effectively remapping the stalled region without requiring any
explicit diagnosis. This local response allows the system to adapt fluidly to partial failure. Unlike
baselines that assume robots are either fully functional or completely failed, WSR supports a more

nuanced response grounded in what is actually observed.

4.3.4 CoMPLETE CONNECTION Loss

To ensure robust coordination in decentralized multi-robot systems, it is essential to detect and
account for complete communication failures. In our implementation, we monitor each robot’s
communication activity using a timestamp-based mechanism.

For every neighboring robot 77, a robot maintains the time t]‘?‘“ at which it last received a valid
update (e.g., pose or measurement). During each failure-checking cycle at current time 4y, it com-

putes the time elapsed since the last update:

Al = toow — 1 (4.10)

If this elapsed time exceeds a predefined threshold 7y, it interprets the lack of sufficient updates
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as a complete communication failure:

If At; > Ty,  then robot 7; is marked as unresponsive. (4.11)

Upon detecting such a failure, the robot updates its internal state variables associated with robot
7 that is, its failure flag tau 7} to zero. This results in the failed robot being excluded from collabo-
rative computations such as utility evaluation and frontier allocation. The robot is also added to a
failed-robot registry to prevent repeated notifications and to streamline later processing. However,
this status is not permanent. If the robot resumes communication by emitting detectable signals or

providing valid pose updates, it is removed from the registry and reintegrated into the team.

4.4 RESULTS

All failure detection experiments were conducted in simulation, following the same setup and proce-

dure outlined in Chapter 3, Section 3.4.

4.4.1 STAGNANT BEHAVIOR DETECTION

To evaluate the effectiveness of the tau-based failure detection and response mechanism, we imple-
mented a simulated stagnation condition during exploration. At a randomly selected map coverage
threshold (between 50 — 60%), one robot was programmatically forced into a stagnant state by
continuously publishing zero-velocity commands to its motor commands. This prevented the robot

from moving despite ongoing planning and sensing activity, simulating a realistic case of stagnation
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failure or obstruction.

The results for this scenario are summarized in Table 4.1 as well as Figure 4.3, which help to
quantify how quickly and reliably neighboring robots detected the failures, adjusted their internal
trust (tau) and eventually recognized recovery. The average exploration time across trials was approx-
imately 498.25 &+ 149.65 seconds. Within this total time, the ability to quickly detect failures and
recoveries is essential: longer delays result in inefficient exploration.

Thus, on average, the system detected that a robot had become stagnant within 29.76 & 11.56
seconds. This detection window includes time to smooth out noisy position estimates using an
EWMA and to accumulate confidence based on sustained lack of movement. The use of a smooth-
ing technique and a confidence counter proved robust to occasional noise or minor fluctuations in
robot movement. Once the robot resumed motion, it was detected as recovered in 20.50 + 6.29
seconds, showing the system’s ability to reverse prior judgments efficiently. The time difference be-
tween detection events of non-stagnant robots averaged 3.19 & 11.82 seconds. The variability in this
value stems from natural differences in robot motion patterns and detection abilities.

Critically, what can be observed from the data, is that a robot’s estimation of the tau value for a
stagnant neighbor does not change instantaneously. The average time for tau to decay to zero was
19.020.11 seconds, which shows that robots avoid premature isolation of a robot based on transient
noise. Similarly, tau values increase gradually upon recovery, providing a buffer before reintegration.

Figure 4.3 illustrates the evolution of the tau value over time for a robot that becomes stagnant
and later resumes movement. The red line represents the tau value calculated using ground-truth

position estimates, which are noise-free and reflect the robot’s actual position as tracked in simula-
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tion. The blue line, on the other hand, shows the tau value computed from noisy, onboard position
estimates as would be perceived by neighboring robots using range and bearing data. The yellow ver-
tical lines indicate the average timestamps at which the system detected the robot as stuck and later
recovered based on the confidence threshold.

Despite the presence of noise, the blue and red curves follow a similar trajectory, confirming that
the tau estimation system, especially with its use of EWMA smoothing and confidence counters,
is robust to imperfect sensing. This close tracking between noisy and ground-truth tau values sup-
ports the conclusion that decentralized robots using local sensing can reliably infer the functional

status of teammates without requiring centralized or high-bandwidth communication.

Metric Average Time (s) + Std Dev

Exploration Time

Average exploration duration 498.25 £ 149.65

Detection Time

Time to detect a stagnant robot 29.76 £ 11.56

Time to detect a recovered robot 20.50 £ 6.29

Time difference between detections 3.19 £ 11.82
Tau Decay

Time for tau value to decay to zero 19.02 fo.11

Table 4.1: Time required to detect failures, recoveries, and for 7 to decay, averaged over 20 trials.
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Figure 4.3: Tau 7 value over time for a stagnant robot, as calculated by stagnant robot’s neighbors. The yellow line marks
stagnation onset. Ground-truth and noisy position estimates are shown for reference.

4.4.2 HETEROGENEITY IN RoBOT BEHAVIOR

In this failure scenario, we consider a robot that remains operational but is unable to perform at
tull capacity, such as one with motor issues that limit its speed. To evaluate the resilience of our
method to heterogeneity in robot performance, we conducted a series of trials in which one robot
was randomly selected to operate at a reduced speed, simulating a degraded robot. In traditional
divide-and-conquer strategies, each robot is assigned a fixed region, and the overall task completion
time is dictated by the slowest robot. This rigid allocation fails to accommodate heterogeneous per-
formance across team members, leading to inefficiencies and prolonged exploration durations.

In contrast, the WSR algorithm implicitly adapts to heterogeneous performance without requir-
ing explicit adjustments to robot priorities. Even if a slow or degraded robot maintains a taue value
of one, indicating it is still functional, its reduced contribution to the shared map is inherently recog-
nized by neighboring robots. Since each robot maintains and exchanges information about explored

regions, the team is able to infer which areas remain uncovered. This enables faster robots to redi-
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rect their efforts toward under-explored spaces, dynamically compensating for underperforming

teammates. This behavior is reflected in the exploration maps in Figure 4.4: while the divide-and-

conquer baseline suffers from rigid partitioning, resulting in a slow robot extending exploration

time by, on average 103 seconds (See Table 4.2), versus the WSR algorithm which is able to acccount

for a degraded robot by having the other robots in the team dynamically account for its poor perfor-

mance, saving overall time in the exploration.

41% 39%

16%

|
t

| 71 T “,.l'r‘ﬂr
32% 32% 32%
A - 4

Figure 4.4: Map coverage distribution in the slow robot scenario. The WSR algorithm reallocates exploration effort away

from the slower robot (highlighted), improving efficiency.

Metric

Average Time (s) = Std Dev

Average Termination Difference

Termination difference between divide-
and-conquer baseline and WSR at the
same map coverage percentage

103.00 £ 9.2

Table 4.2: Time savings achieved by WSR over a divide-and-conquer baseline in the slow robot scenario, measured at

equal coverage levels.
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4.4.3 CoMPLETE CONNECTION Loss

The complete connection loss scenario represents the most severe failure mode in our framework,
building upon the stagnation and degraded performance cases described earlier. While those sce-
narios involve robots that are still partially functional or intermittently observable, complete loss
simulates the full removal of a robot from the team, including all of its onboard map data and com-
munication. The affected robot provides no positional updates and cannot be reached through any
sensing or networking channel. This test serves as an evaluation of the system’s resilience, assessing
whether the remaining robots can autonomously detect the failure and adapt by reallocating respon-
sibilities.

To simulate this, we ran experiments for two scenarios. In the manual scenario, one robot at ran-
dom was removed from the environment during runtime, but the robot was deleted by without
neighbor awareness. In the WSR scenario, the removed robot intentionally stopped broadcasting
to neighboring agents, allowing them to recognize the failure and respond accordingly. The expec-
tation was not just timely detection but effective coverage recovery and strategic adjustment by the
remaining, funcitonal robots.

The results, shown in Tables 4.3 and 4.4, as well as in Figure 4.5, highlight the WSR algorithm’s
ability to adaptively replan and redistribute effort in response to this failure. While both conditions
exhibited a similar exploration duration (463.06s for baseline vs. 498.25s for WSR), the coverage
recovery performance diverged significantly. At termination, the WSR system achieved 91.66% +

9.27% map coverage, compared to only 81.86% =+ 8.33% for the baseline; an, on average, 9.8%
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improvement in final coverage. The distributions can also be viwed in Figure 4.6. This margin is
significant and reflects how previously unexplored regions have successfully reclaimed after robot

loss.

Metric Average Time (s) + Std Dev

Failure Time

Failure time 154.58 £ 46.94

Exploration Duration with Failure
Duration for baseline 463.06 £ 68.83
Duration for WSR 498.25 T 112.12

Table 4.3: Timing metrics for complete connection loss. WSR slightly increases total exploration time but provides
robustness to failure.

Metric Percent (%) £ Std Dev

Detection Time
Manual terminating map coverage 81.86 £8.33

WSR terminating map coverage 91.66 £ 9.27

Table 4.4: Final coverage achieved after a complete connection loss. WSR maintains higher map coverage compared to
manual termination.
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Failure Recovery Over Time
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Figure 4.5: Coverage recovery over time after a robot fails. WSR enables more complete recovery than manual methods.
Shaded regions highlight key phases (failure with map loss, then termination coverage).
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Figure 4.6: Distribution of final map coverage following robot failure. WSR consistently achieves higher coverage than
manual baselines.

4.5 DiscussioN

The failure scenarios explored in this chapter show that failure in a decentralized robot team does
not need to be flagged through a formalized broadcast or model-based protocol. Rather, failure can
be inferred both gradually and locally, using only the signals that a functioning teammate would
naturally produce (e.g., motion, signal strength, and presence over time). The tau-based framework

takes advantage of this fact. Rather than classifying robots into binary states, it tracks changes in
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behavior over time and adjusts trust accordingly. This enables the system to respond to degraded
performance and complete loss of connectivity.

What is particularly notable about this approach is that failure detection is not a separate pro-
cess layered on top of the system. Rather, it is built directly into the mechanics of the main explo-
ration task. The tau value evolves in line with the rest of the planning logic, implicitly adjusting how
each robot evaluates utility and assigns responsibility. As confidence in a teammate decreases, that
robot’s influence declines from the decision-making process. This naturally leads to a redistribu-
tion of robots gradually remapping the affected area without needing to pause or trigger an explicit
failure response. Even in the case of full disappearance, the changes unfold through the same mecha-
nism.

Thus, these results point to the fact that failure adaptation does not need to be treated as an ex-
ternal mechanism. It can instead be embedded directly into the local decision-making loop that are
shaped by the same observations that inform planning and coordination. This makes the system
more robust not just in theory, but in the kinds of dynamic environments where teams of robots are

set to operate in.
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Conclusion

THIS THESIS PRESENTS a decentralized framework for multi-robot exploration in environments
where communication is limited and and central coordination is not assumed. The system builds on
the idea that coordination can emerge from a combination of local sensing and structured reasoning

about the behavior of nearby teammates. A core contribution of this work is the introduction of
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a continuous confidence score that allows each robot to adjust its planning based on local observa-
tions of peer behavior. This mechanism enables the system to detect and adapt to a range of failure
scenarios, including stagnation, degraded performance, and complete disconnection.

The approach was validated across both simulated and hardware platforms. Under fully-functioning
conditions, the system achieved efficient coverage and reduced redundancy. Under failure condi-
tions, it demonstrated the ability to adjust exploration patterns dynamically and recovery lost explo-
ration progress to a degraded robot. Together, these results suggest that effective coordination in
multi-robot teams can be achieved with far less information than many traditional systems require.

Several directions remain open for future work. One important area is scaling the system to larger
teams, where the complexity of maintaining position estimates begins to grow quickly. This might
require robots to prioritize which neighbors to track, or to group nearby teammates into clusters, or
“neighborhoods,” that share responsibility for coordination. Another direction involves handling
more structured exploration tasks, such as those where robots are expected to return to a shared base
or coordinate handoffs. The system could also be extended to handle heterogeneity, allowing robots
with different sensing capabilities or tasks to work together within a shared coordination framework.

More broadly, this thesis contributes to a growing body of work that challenges the assumption
that high-bandwidth communication or global centralization are prerequisites for team-level auton-
omy in robotic teams. The framework presented here takes a different view. It demonstrates that
coordinated behavior can come from simple pieces of data as long as the structure that interprets
them is robust itself. This represents a shift toward systems that do more with less overall.

This perspective is especially relevant for the kinds of environments where robotics is increasingly
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being deployed. Whether underwater or on remote terrain, robots cannot always rely on ideal con-
ditions. The systems that succeed in these places will not be the ones that assume too much, but the

ones that make the most of the little information that they have.
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