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ABSTRACT

Analytics is a growing part of modern soccer, with many teams utilizing a variety
quantitative methods to help improve their odds of winning. In this paper, I develop
two novel all-in-one metrics for player performance in soccer through applying
supervised learning methods. One metric is a goal probability added (GPA) metric,
while the other is a win probability added (WPA) metric. I also contribute one of
the first efforts in the literature to formalize a unified meta-evaluation procedure for
assessing all-in-one player performance metrics. Running the meta-evaluation
procedure, I find that both GPA and WPA perform well across the criteria of ease

of understanding, granularity, modeling performance, and feature-level stability.
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Introduction

In the era of big data, sports teams can gain an advantage through effectively using
player data to help them make key decisions. Sports analytics is the organized field
dedicated to leveraging data for understanding and optimizing the details of sports
better. One of the central goals of sports analytics is to develop and apply
data-driven methods to help improve on-field performance of teams and players. To
quantify this performance, teams rely on metrics, which measure various aspects of
the game.

The focus of this paper is on all-in-one metrics, specifically in the case of soccer.
These metrics aim to capture a holistic picture of players’ contributions to their
team, rather than focusing on any individual part of the game, such as scoring.
Ideally, such a metric should capture both offensive and defensive contributions,
ultimately giving an idea of how much each player contributed to their team’s

performance. In this paper, I first formalize a procedure for meta-evaluating



all-in-one player performance metrics in soccer. I then utilize machine learning
methods to develop a goal probability added (GPA) metric and win probability
added (WPA) metric that improve upon existing metrics.

I now provide an outline of this paper. Chapter 2 gives more background on
soccer analytics and summarizes the existing literature on all-in-one performance
metrics, Chapter 3 discusses the dataset and the main preprocessing steps taken,
Chapter 4 covers the pipeline of metric construction and evaluation, Chapter 5
details the development of the GPA metric, Chapter 6 covers the development of the

WPA metric, and Chapter 7 provides a discussion of the results and a conclusion.



Background

In this chapter, we first provide an introduction to sports analytics. Then we
discuss the overall current state of soccer analytics, before moving on to survey the

existing literature on all-in-one performance metrics in soccer and other sports.

2.1 SPORTS ANALYTICS

Sports analytics lies at the intersection of statistics, computer science, and sports.
This field uses quantitative and computational methods covering data wrangling,
data analysis, and statistical modeling, for the ultimate goal of improving sports
teams’ decision-making. Applications of sports analytics include post-game
performance analysis, player recruiting, opposition analysis, among others (Singh,
2020).

As far as the specific methods used in sports analytics, the construction and



analysis of metrics still often involves looking at basic concepts such as mean,
median, and variance. The challenge in such basic analyses is actually interpreting
the data and making decisions based on them. For more involved approaches,
statistical methods such as regression models, Bayesian statistics, causal inference
methods, and even deep learning have gained more traction in recent years. To get
an idea of what this might look like, consider the recent paper Florez et al. (2025),
which applies a Bayesian bivariate Conway—Maxwell-Poisson regression model to
correlated count data. Coupled with these developments in methodology have been
technological innovations such as optical player tracking systems, wearable
technology, and automated video analysis (Terpstra, 2024). In recent years, there
has been a wide-scale adoption of analytics departments across various professional
leagues and teams (Hintz, 2024). Furthermore, there has been a rise in demand for
sports data businesses like StatsBomb, which provide processed data that teams’

analytics departments rely on for their work (StatsBomb, nd).

2.2 SOCCER ANALYTICS

Soccer analytics has had a major evolution from when the first statistics began
being recorded to the modern day. For a rough timeline, SoccerTAKE (2023) details
that the most simple statistics, such as goals scored, began to be recorded in the
late 19th century. Over the course of the 20th century, recording efforts expanded,
with metrics like assists and saves being added to the list of statistics recorded for
each game. At the same time, the rise of computers during the late 20th century
facilitated the digitization and mass storage of these data at scale. However, it was
not until the 21st century that statistical analyses began to be applied to these
datasets to generate novel insights, such as on recognizing undervalued players.
Throughout the 2000s and 2010s, better data and analyses continued to be collected
and implemented respectively, and at the same time, analytics rose in popularity
among professional soccer clubs, which used data-driven insights to make strategic
decisions. Currently, analytics is a crucial component of many of the top-performing

teams, and new advancements within machine learning and statistics are still being



leveraged to develop even more advancements within this field. One of the early
teams to push for analytics-driven decision making was FC Midtjylland of the
Danish Superliga. Starting in 2014, they utilized analyses to exploit inefficiencies in
areas of the game such as throw-ins to ultimately win three titles in six years (Ingle,
2020). Another example is Gotham FC of the National Women’s Soccer League
(NWSL), which has collaborated with the Harvard Statistics Department for several
years now, resulting in a championship win in the 2023 season.

There are many specific metrics in soccer analytics which capture performance
along dimensions such as scoring, defense, and passing (Minkus, 2019). Some
specific examples of metrics include expected goals (xG), possession percentage,
pass completion percentage, shots on target, tackles, interceptions, set-piece success
rate, save percentage, fouls committed and received, progressive carries and dribbles
completed, pressing intensity, and total distance covered, among many others
(SoccerTAKE, 2023; First Touch, 2024). Out of these, xG is the only model-based
metric, and more generally it is the most widely used model-based metric in soccer.
In summary, xG can be thought of as the probability that a shot attempt leads to a
goal. Thus, even if a player misses a shot, they can be rewarded by xG if it was a
good attempt given the context of the game at the point when it was taken. To
train such a model, a logistic regression can be trained to classify shot attempts
based on whether or not they result in a goal scored (Pollard et al., 2004). Various
features can be used for prediction, but some standard ones include location of
shooter, i.e. distance and goal to the goal, distance to the nearest defender, and

features related to the action(s) preceding the shot.

2.3 ALL-IN-ONE METRICS

In the previous section, we covered some of the most commonly used metrics in
soccer analytics. However, a common problem with these specific metrics is that
they ultimately only focus on individual parts of the game. For instance, xG is only
defined for shot attempts, so we only get information on a limited subset of the

actions in a game (around only 1 percent in our dataset), even though we may want



to study and quantify the effect of passing, defensive actions, and goalkeeper
actions, among others.

All-in-one metrics are intended to provide a more holistic measure of player
performance, compared to metrics like xG. These metrics have been more popular
in sports outside of soccer. Hockey metrics are of particular interest because hockey
is also a low-scoring game like soccer. Hockey has two popular all-in-one metrics
called Corsi and Fenwick, which are plus-minus metrics measuring shot attempts
(O’Connor, 2017). Plus-minus essentially measures the number of some quantity
that a player’s team generates during a given period minus the quantity that the
other team generates during that same period. This quantity can be goals, expected
goals, or in the case of Corsi and Fenwick, shot attempts. Game score is a bit of a
more arbitrary metric that originates from basketball but is also used in hockey.
Game score is constructed as a weighted average of various individual metrics such
as goals and assists, with weights chosen so that the final expression takes on
“reasonable” values (Luszczyszyn, 2016). As far as some more all-in-one metrics
from other sports, basketball has the player efficiency rating (Hollinger, 2007), and
adjusted plus-minus (Ilardi, 2007), while the American football analytics company
Pro Football Focus provides a value rating for each play on the field (Pro Football
Focus, nd).

The world of all-in-one metrics for soccer is a bit more limited, although there is
existing literature proposing various metrics. For instance, Hoang et al. (2022)
develops a regularized adjusted plus-minus model, Ho (2019) proposes another
plus-minus based model called WOWY, and Laidig (2019) and Grammer (2018)
describe a points above replacement model. In this paper, we focus on possession
value models, which aim to measure the contribution of all events on the field. The
key paper in this literature is Decroos et al. (2019), which develops a model called
VAEP—Valuing Actions by Estimating Probabilities. The VAEP metric measures
each actions contribution to the probability of scoring and conceding in the “near”
future. Specifically, the metric defines the near future as the next k actions, with
k = 10, and it uses various features from the past r actions, with r = 3, to

separately predict whether a goal will be scored in the near future and whether a



goal will be conceded in the near future. The metric then computes the change in

this quantity, yielding the formula
VAEP = AP(score) — AP(concede)

Other possession value models are constructed in a similar fashion. Compared to
x@G, we see that VAEP applies to all actions on the field rather than just shots.

One other idea which has only been explored in a limited fashion within soccer is
that of win probability added models, which quantify the impact of actions on the
overall probability of that player’s team winning. Robberechts et al. (2023)
constructs their version of this metric through first learning models of the number of
goals scored by the home and away team in the remainder of the game. More
precisely, they model the number of goals that the home/away team will score past
the current time ¢ as

Ys¢ ~ Binomial(T — ¢, 6,),

where T is the total duration of the game and 6, is learned from the data. Then
they can use the probability mass functions of the home and away team models to
estimate the probabilities of winning, drawing, and losing. While this is an
interesting approach, it involves many moving parts that potentially affect

interpretability and ease of understanding of the final metric.



Data

We now provide an overview of the raw dataset, a summary of the key data
preprocessing steps taken, and a brief exploratory analysis to provide more context
for the dataset.

3.1 OVERVIEW

The dataset for this project comes from the StatsBomb API. This API allows one to
access several different types of tables, each with data at a different level. For
instance, these types include matches, lineups, events, and end-of-season aggregated
player stats. We focus on event-level data for the 2021, 2022, and 2023 seasons of
the NWSL. These data cover a total of 397 unique matches, with around 3,300
events per match, totalling just north of 1.3 million observations. This tabular data

contains a total of 136 features, covering basic identifying information, general event



characteristics, event-specific characteristics, and metrics uniquely computed by
StatsBomb. Table 3.1.1 contains some specific features that we focus on, along with

brief descriptions.

Table 3.1.1: Esssential Features in the StatsBomb Dataset
Feature Name Description
match id Unique ID for the game
player Player corresponding to the event
position Position (e.g. goalkeeper) of the player
location Location where the event occured/started
* end location | Location where the event ended
minute Timestamp information: minute in the game
second Timestamp information: second in the game
duration Duration of the event
type Type of event
possession Possession number in the game
possession_team | Team with possession of the ball
team Team corresponding to the event
under pressure | Indicator for facing defensive pressure
* _outcome Outcome for certain actions, e.g. shots
obv_* Metrics related to OBV (unique to StatsBomb)

We now provide some helpful context for certain features. StatsBomb defines 23
unique player positions based on zone on the field. These include the goalkeeper, as
well as granular subdividions of forwards, midfielders, and defensive backs. An
example of one of these granular positions is “Right Attacking Midfielder.” The
position feature captures the exact position each player was playing at the time of
the action, but we note that this can change during the course of a game depending
on the team formation, which makes sense given the granular nature of these
positions. The location features are stored as a tuple of length two, where the
elements are the x and y coordinates on the field. Note that StatsBomb assumes the
field is 120 x 80. We skip the event type feature for now, as we will cover it in the
next section. Another group of features worth noting are the outcome features.

These are uniquely defined for certain event types such as shots and passes.



Examples of outcomes for these types are goals and incomplete passes.

3.2 PREPROCESSING

Before using the data for analyses and modeling, I performed a series of
preprocessing steps. Firstly, I contructed timestamps from the minute and second
features, since the raw provided timestamps were unique to each half of each game.
Next, I created a season column based on the match ID’s. In the 2021 season, there
were 10 teams, which each played 24 regular season matches. Then, there were 5
playoff matches. This totals to 125 matches for the season, but our dataset is
missing two matches. The dataset contains every match from the 2022 and 2023
seasons, which both total to 137 matches per season. Note that two new teams were
added to the NWSL for the 2022 season. Then, I created a zone feature after
dividing the field into 35 zones, inspired by how StatsBomb divides the field to

categorize different tactical positions. Figure 3.2.1 provides a visual of this zoning.
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Soccer Pitch with Zones

Zone 1-1 Zone 1-2 Zone 1-3 Zong 1-4 Zone 1-5 Zone 1-6 Zone 1-7
Zone 2-1 Zone 2-2 Zone 2-3 Zong 2-4 Zone 2-5 Zone 2-6 Zone 2-7
ne 31 Zone 3-2 Zone 3-3 Zong 3-4 Zone 3-5 Zone 3-6 Zene 3
Zone 4-1 Zone 4-2 Zone 4-3 Zong 4-4 Zone 4-5 Zone 4-6 Zone 4-7
Zone 5-1 Zone 5-2 Zone 5-3 Zong 5-4 Zone 5-5 Zone 5-6 Zone 5-7

Figure 3.2.1: Zoning of the field into 35 regions.

Next, I filtered the data based on event type for actions corresponding to specific
players, dropping rows which corresponded to events like “Half End” and “Half
Start.” Furthermore, this event type filtering involved dropping action types which
were redundant. For instance, the “Ball Receipt” event type is not needed because
whenever a player succesftully receives a pass, they will already have a “Carry”
event logged for them, as carries correspond to players having control of the ball
(either while stationary or moving). After filtering, we are left with 13 event types.
The descriptions from StatsBomb for these particular types have been provided in
table 3.2.1.

I also created a ts_end column using the existing timestamp and duration
columns, as well as columns for distance covered during the action, as well as
distance and angle to the goal at the start and end of the action. Then, I added in
columns for the score for the team associated with each action, along with the score

for the opposing team. I used these columns to compute the goal differential at the

11



Table 3.2.1: Action Types

Event Type Description

Pass Pass ball to teammate

Carry Controls the ball while still or moving
Clearance Defensive action to clear the danger

Block Blocking the ball by standing in its path
50/50 2 players challenging to recover a loose ball
Pressure Applying defensive pressure to player with the ball
Interception Interception of a pass

Shot Attempt to score a goal

Foul Committed Any infringement penalized by the referee
Goal Keeper Actions that can be done by the goalkeeper
Shield Shield ball going out of bounds

Offside Offside infringement

Own Goal Against | Score goal against own team

start of each action. Additionally, I added a label capturing the contribution of each
action to the goal differential, such as whether a shot resulted in a goal scored, or
whether a goalkeeper action was followed by a goal conceded. Finally, I added
columns storing the values of the features for the previous 15 actions, as I use a

subset of these later to develop models.

3.3 EXPLORATORY ANALYSIS

I now perform an exploratory analysis on the 2021 and 2022 seasons, as I plan to
use the 2023 season as a test set in my metric construction pipeline (I detail the
reason for this in the next chapter). First, I examine the distribution of action types
over both seasons in Figure 3.3.1. We see that passes, carries, and defensive pressure
are the most common action types by far, while duels and cards are rare, as we
would expect.

We also examine some statistics on all action types, shots, goals, and passes, both

at the match level and the player-season level. We see in Table 3.3.1 that matches

12



Distribution of Action Types
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T T T T

Action Type

Figure 3.3.1: Distribution of the 15 action types.

tend to consist of 2000 actions, with an average of 900 being passes and 26 being
shots. These matches usually have around 1 to 3 goals scored. Table 3.3.2 and
Table 3.3.3 show these statistics at the player level for the 2021 and 2022 seasons.
We see that most players do not attempt many shots through the course of a
season, although positions such as striker may attempt several times the mean of 12
per season. Passes are much more common, and we see that the ratio of passes to
actions lines up with the overall distribution from 3.3.1. As far as playing time, the
average appears to be around 900 minutes, which translates to around 40 minutes
per match for roughly 24 matches each season. The statistics look fairly similar
between 2021 and 2022, although it seems like players in the 2021 season overall
performed slightly more actions. This may be due to the fact that fewer players
played in the 2021 season, so they each had a bit more playing time.

In Figure 3.3.2, we visualize the distribution of the number of actions in each

possession. We see that most possessions consist of fewer than 20 actions, a fact

13



Table 3.3.1: Match Level Offense Statistics

Total Actions Total Passes Total Shots Total Goals

Mean 2145 907 26.6 2.5
Std 211 89 6.6 1.5
Min 1498 636 11 0
25% 2008 851 22 1
50% 2155 907 26 2
75% 2267 964 30 3
Max 3000 1338 56 7

Note: Based on 260 matches.

Table 3.3.2: Player Level Statistics for 2021 Season

Actions Passes Shots Goals Minutes Played

Mean 1030 431 12.8 1.0 980
Std 817 370 18.0 2.0 724
Min 1 0 0 0 3

25% 292 113 0 0 306
50% 961 373 6 0 911
75% 1654 681 16 1 1593
Max 3524 1747 98 11 2569

Note: Based on 263 players.

Table 3.3.3: Player Level Statistics for 2022 Season

Actions Passes Shots Goals Minutes Played

Mean 950 406 11.8 1.2 949
Std 742 346 15.3 2.3 698
Min 4 0 0 0 3
25% 278 94 1 0 292
50% 843 320 5 0 863
75% 1456 644 19 2 1552
Max 3020 1489 107 16 2272

Note: Based on 302 players.

14



that we keep in mind when later constructing metrics based on the idea of the “near

future.”

Distribution of Possession Length

17500 -
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y T T T T
0 20 40 60 80 100 120
Possession Length

Figure 3.3.2: Distribution of the 15 action types.

Now we provide some context on where actions are occuring on the pitch. We
provide heatmaps for possessions in which teams score a goal, possessions in which
teams concede a goal, and all other possessions where the score remains unchanged.
In Figure 3.3.3, we see that actions in scoring possessions occur more towards the
opponent’s goal. Mostly symmetric behavior is observed in Figure 3.3.4 for
conceding possessions, where actions occur mostly around the team’s own goal. In
fact, the bias here appears slightly stronger than for scoring possessions. Figure
3.3.5 tells a noticeably different story than the other two figures, showing a more
even distribution across the field for actions that occur in neutral possessions.
Interestingly, though, there is a hotspot of actions near the team’s own goal in these
possessions.

Finally, we examine in Figure 3.3.6 the distribution of where shot attempts
leading to goals occured on the field. As one would expect, most of these shot

attempts occur very close to the goal, but there are some taken slightly further back.
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Actions in Scoring Possessions

0.6% 1.4% 2.2% 3.9% 3.3% 3.0% 1.7%

0.4% 2.0% 2.5% 2.4% 3.1% 4.1% 4.1%

2.3% 1.5% 2.1% 3.%% 3.2% 4.6%

0.6% 2.3% 2.5% 3.9% 3.6% 4.0% 3.8%

0.5% 1.0% 2.5% 3.4% 3.3% 4.0% 2.6%
1 2 3 4 5 6 7

500

- 400

- 300

200

100

Figure 3.3.3: Distribution of actions in scoring possessions.

Actions in Conceding Possessions
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Figure 3.3.4: Distribution of actions in conceding possessions.
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Actions in Neutral Possessions
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Methods

In this chapter, we first cover the meta-evaluation procedure used to compare the
metrics that we end up developing. This includes a detailed walkthrough of all the
criteria as well as their motivations. Secondly, I provide an overview of the entire

evaluation pipeline, including how I split the data for evaluation.

4.1 META-EVALUATION

Before constructing new metrics, we wanted to formalize a meta-evaluation
procedure for determining what truly constitutes a “good” all-in-one player
performance metric. While previous work like Decroos et al. (2019) and Franks
et al. (2017) propose some criteria for meta-evaluating sports metrics, I did not
come across a standard set of benchmarks in my literature review, especially for

evaluating all-in-one metrics. As such, this section is dedicated to formalizing the
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procedure that we use to meta-evaluate metrics. Note that this procedure can be
applied to other sports beyond soccer, as I generally do not make any assumptions
specific to soccer.

We begin with some qualitative attributes, as there are ultimately subjective
considerations that coaches and teams have to take into account when using a

metric. We settled on the following criteria:

1. Ease of Understanding: Is the definition of the metric intuitive? For
instance, if I'm told that Sophia Smith has an end-of-season rating of 95 while
Mallory Swanson has a rating of 90, what does this difference mean on the

scale of the metric?

This is important because if metrics are used to make decisions for a given
team, the intuition behind the metrics should be easily explainable to provide

transparency.

2. Granularity: What is the most granular level at which this metric is defined?
For instance, OBV is defined for every action on the field, but raw plus-minus

would only be defined at the possession level.

More granular metrics allow for more detailed analyses, such as analyzing

performance for specific action types like blocks.

3. Ease of Implementation: How demanding are the training and data
requirements? Is a very tall or wide dataset required? Is a specific data
format, e.g. tracking data which captures every player on the field in each

frame, required to compute the metric? Is the computation costly?
This is an important consideration because teams may be constrained by data
or compute when seeking to implement such a metric.

4. Eyeball Test: Do the top and bottom players captured by this metric make
sense, as evaluated by those familiar with the game?

Note that we of course do not want to just perfectly align with existing

notions of the top players, as this would be circular, but it should not be the
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case that a metric rates a widely acclaimed player as a very poor performer.
One potential frame of reference are the Best XI and Second XI end-of-season

awards for the top performers in the NWSL.

5. Applicability: How many potential use cases would this metric be
well-suited for? For instance, can we use this metric to identify both the top

offensive and defensive players in the league?

Being able to use this metric for a wide variety of applications is desirable
because it prevents teams from having to reconcile the takeaways from many

different metrics tailored towards certain use cases.

We now proceed to describe several quantitative criteria for meta-evaluating

metrics:

1. Stability: Building upon Franks et al. (2017), we evaluate the stability of a
given (player, season)-level metric M, through computing the empirical

version of

s01) — 1 - BolVar(,.)
Var,s(M,s)

The numerator of the fraction is an average over all players of the

season-to-season variance for that player, while the denominator is the

variance over all player-seasons of the metric. The idea here is that the

stability of a (player, season)-level metric is captured by the proportion of the

total variance in this metric that is not captured by within-player variation

from season-to-season.

Teams want a stable metric because it is an indicator that the metric is

reliable and can be intrepreted in a consistent manner.

2. Similarity to Other Rankings: compare the ranking by the metric to an
external ranking, as measured by Spearman correlation and Kendall’s tau
distance, two statistical methods for calculating the similarity between

rankings «,y. Spearman’s rank correlation coefficient, denoted as r;, is
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defined as 63 2
Ti — Yi
(wy) =1 2=
where n is the total length of the rankings. Kendall’s tau distance between

two rankings is given by:

K(z,y) = Z (2 — 25)(yi — ;) < 0],

1<j

Some examples of rankings to compare to include rankings by expected goals,
rankings by expected assists, rankings by expected goal contribution (xG +

xA), minutes played, and even something like salary.

The idea here is to make sure that we are not overrating average players who
benefit from disproportionately from good teammates. Top players should, in
theory, still do well when measured by specific statistics such as total xG over

the season.

. Modeling Performance (if applicable): What is the quality of any
intermediate predictions that we use to formulate the metric? For instance, if

a classifier is used, then what is the validation classification accuracy?

Any intermediate models used in the construction of a metric should perform
well because otherwise the metric suffers in interpretability and potentially

performance due to inaccurate intermediat quantities.

. Feature-Level Stability: When examining the distributions of a metric for
different values of a given feature, say the player position, how stable is the
metric over the different values of that feature? Let Cr(M) be the center, e.g.
the mean or median, of the metric conditional on the value of some feature F'.
Note that in this paper we use the mean. Then we define feature-level

stability as
. VarF(C’F(M))

Var(M)

The idea here again is to capture the proportion of the total variance in the

Sp(M) =1
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metric that is not attributed to variance over the centers of the conditional
metric distributions. Particular features of interest are the action zone, player

position, action type, and goal differential at the start of the action.

4.2 END-TO-END PIPELINE

I now give a summary of the pipeline for metric construction and evaluation from
the raw data to the final metric. In this thesis, I focus on action-level metrics. Thus,
we start off with the raw events data, and then perform the filtering to obtain the
actions dataset described in the previous chapter. Next, I perform a train-test split.
Recall that I have three seasons worth of NWSL data. I use the 2021 and 2022
seasons as training data and keep the 2023 season as test data for a final evaluation.
All intermediate modeling work, such as training and validating a model of in-game
win probability, are done on the training set. The analysis of the metrics and
revisions are also based solely on the training set. Once the final metrics have been

constructed, they are meta-evaluated on the test set.
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Goal Probability Added

In this section, we develop a goal probability added (GPA) metric as a first step.
This is essentially the same idea as VAEP and OBV, which is to quantify the
impact of each action on the probability of scoring and conceding in the near future.
However, we make a modification, which is to define the near future in terms of
future actions within the same possession rather than a fixed number of actions in
the future.
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5.1 VAEP As A BASELINE

5.1.1 CONSTRUCTING VAEP

As a baseline, we first implement VAEP, following the specification in Decroos et al.
(2019). Recall this metric has the form

AP(score) — AP(concede),

where we use two classification models to estimate these probabilities separately.
Recall that we train and validate our classifiers on data for the 2021 and 2022

seasons. Our feature set consists of the following base features:

1. Action team, possession team, player, start and end time, action type.

2. Number of team and opponent goals scored at the beginning of the action,
goal differential at the beginning of the action, goal differential at the end of

the action.

3. Start and end location, distance and angle to the goal at the start and end of

the action.

4. Body part associated with the action, whether the player faced defensive

pressure when performing the action.

We utilized these features from the current action, as well as from the past two
actions. This can be thought of as a hyperparameter r tracking how many actions
are used for the features. Here r = 3. As for the labels, we examine the current
action as well as the next £ = 10 actions to see if a goal is scored or conceded by the
current team within this window capturing the “near future.”

For this context, we sought to minimize the Brier score of our classification

model, which is defined as such:

1 al 2
BS= L3 (5~ y)

n=1
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Note that this is simply the mean squared-error of the probabilistic output of our
classification model compared to the true labels. We focus on this metric because
our model is built upon the exact values of the predicted probabilities. In
particular, even if we output p = 0.4 when y = 1, this would be a more accurate
representation of the truth than p = 0.1. Decroos et al. (2019) uses the Brier score
along with ROC AUC and owverall accuracy as metrics. As a brief reminder, ROC
AUC (area under the receiver-operating characteristic curve) is a measure of model
performance across all possible classification thresholds, while overall accuracy is
simply the proportion of samples which have the predicted class equal to the true
class. We provide these two metrics in our evaluation reports as well.

Following the approach of Decroos et al. (2019), we focus on CatBoost as our
classification model class of choice, noting that it performed the best in that study.
It is reasonable to assume similar behavior in this context given the data type is the
same. We also note that some preliminary comparisons not detailed in this paper
were made and confirmed that focusing on CatBoost was well-founded. We now
present a brief reminder of the gradient boosting ensembling method. A gradient

boosting machine has the form

where each m is an iteration, and h,, is some weak learner, such as a shallow

decision tree. The quantity =, is a weight that is fit at each iteration. The weak

)

learners h,, are fit with the pseudo-residuals rﬁﬁf as targets. These pseudo-residuals

are defined in terms of the loss function L(y™, f(z™)) as such:

o) OL(y™, f(x™))

" Of( @) = poma)
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Finally, the optimal step size 7,, is determined by minimizing:

N
= avgmin 3 L(5, F0 (@) £ b )
7 n=1
and we obtain the update

f(m)(w) = f(mil)(w) + Ymhm ().

CatBoost is unique compared to other gradient-boosting methods because of how it
handles categorical features. Traditionally, these are often just handled with one-hot
encoding, but this can lead to issues such as overfitting if the cardinality of the
feature is high. CatBoost utilizes an approach called ordered boosting, which at a
high level replaces a given categorical value x with a single numerical value
(Prokhorenkova et al., 2018). This numerical value is called a target statistic &, and
is usually defined to approximate the conditional mean of the target value for that
category, i.e.

CatBoost performs this approximation through introducing an ordering o at each
step of boosting and only using information prior to each sample for calculating
that sample’s target statistic.

We then perform hyperparameter tuning on the CatBoost model through a 5-fold
cross-validation procedure, according to the guidance in CatBoost (nd). For the
scoring model, we obtain an average cross-validation Brier score of 0.00744, an
average cross-validation ROC AUC of 0.823, and an average accuracy of 0.992. For
the conceding model, we obtain an average cross-validation Brier score of 0.00370,
an average cross-validation ROC AUC of 0.814, and an average accuracy of 0.996.
We observe that our Brier scores are similar to those from Decroos et al. (2019),
although our AUC values are noticeably higher, as their highest value was 0.769.
This can possibly be explained by the different datasets used—we use two seasons of

American women’s soccer data, while Decroos et al. (2019) uses six seasons of
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European men’s soccer data. The difference could also be explained by differences
in the hyperparameter choices.

We then train the VAEP model on the entire training set. For the scoring model,
we obtain a Brier score of 0.00718, a ROC AUC of 0.885, and an overall accuracy of
0.992. For the conceding model, we obtain a Brier score of 0.00362, a ROC AUC of
0.839, and an overall accuracy of 0.996. Figure 5.1.1 and Figure 5.1.2 displays the

feature importances based on the training set.

Feature Importances: Team Scores in 10
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Figure 5.1.1: Feature importances for the action scoring model.

These results line up with intuition—we see that the top features for the scoring
model include features related to the location of the ball to the goal at the start and
end of the action, the action outcome, and the action type. For the conceding
model, the set of most important features is similar, although the order is a bit
different. Across both models, we see that similar types of features from the
previous two actions also appear in the charts.

With these soft classification models trained, we then constructed VAEP through

applying the aforementioned formula.
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Feature Importances: Team Concedes in 10
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Figure 5.1.2: Feature importances for the action conceding model.

5.1.2 EvaLuaTiNG VAEP

We now touch upon the evaluation of VAEP, addressing each criterion. First, we

cover the qualitative criteria:

1. Ease of Understanding: The definition of the metric is fairly intuitive. To
recap, we can interpret VAEP as the net change in expected goal differential
in the near future associated with this action. One potential pitfall, though, is
the lack of rigorous justification for why we chose k = 10 actions to represent

the near future.

2. Granularity: VAEP is defined on the action level, which is the most granular

we can get with action-level data.

3. Ease of Implementation: We require action-level data for on-ball events
with a base feature set that is relatively small, i.e. fewer than 20 features are
required. These features are also some of the most basic details such as the

event location and the player who performed the event. We need to train and
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tune two classifiers to estimate the intermediate probabilities that we use to

construct the metric.

4. Eyeball Test: Examining the top ten players by VAEP per 90 minutes in
2021 and 2022, there appears to be a bias in favor of goalkeepers. For
example, Michelle Betos ranks in the top two in both seasons. Kailen
Sheridan was named as the goalkeeper in the NWSL Best XI both years, but
she only appears in the VAEP ranking in 2021. Still, several of the other
players with different positions who appear seem reasonable picks for top
performers. These include Megan Rapinoe, Mallory Swanson, Rachel Daly,

and Sophia Smith, among others.

5. Applicability: Since this is an action-level metric, we can aggregate this
metric across various other features, such as event type and player position to
determine specific rankings such as the top passers in a given game, or the top

forwards in a given season.
Next, we cover the quantitative criteria:
1. Stability: Over the 2021 and 2022 seasons, we obtain a value of 0.624,

indicating moderate stability from season to season.

2. Similarity to Other Rankings: We see in Table 5.1.1 that there is not too
much similarity between VAEP and the offense-driven individual metrics of

goals, goals plus assists, and expected goals.

Table 5.1.1: Similarities of VAEP with various metrics for the 2021 and 2022 seasons.

A Metri
Season Similarity Measure geregate Vetric

Goals Goals + Assists Expected Goals

2021 Spearman 0.440 0.462 0.254
Kendall Tau 0.354 0.365 0.192
9092 Spearman 0.531 0.477 0.356
Kendall Tau 0.423 0.375 0.263
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3. Modeling Performance: this is displayed in Table 5.1.2. We see overall

reasonable performances on the classification tasks.

Table 5.1.2: VAEP modeling performance with a 5-fold cross-validation procedure.

Model Brier Score  ROC AUC  Accuracy
Action Scoring 0.00744 0.823 0.992
Action Conceding 0.00370 0.814 0.996

4. Feature-Level Stability: We note that VAEP is stable along a variety of
features, both at the action level and game level. Specifically, we have
stability for action-level VAEP by position as 0.998, stability for action-level
VAEP by type as 0.928, stability for action-level VAEP by goal differential at
the start of the action as 1.00, and stability for game-level VAEP (per 90
minutes) by position as 0.917. We do see in Figure 5.1.3 that although the
centers of the distributions are all around 0, shots and goalkeeper actions have
higher variance. This may be an indicator of the goal-oriented construction of
VAEP, as the aforementioned action types are most associated with goals
scored or conceded. In Figure 5.1.4, we again see some differences in variance,
despite the centers being aligned. Notably, we see that the more
offense-oriented positions have higher variances, while the goalkeeper has the

most spread out distribution.

Examining the distribution of the metric over the 35 zones on the field, we see
in Figure 5.1.5 that the median for each zone is roughly around 0 all over the
field. We do see some relatively more extreme values near the goals, with the
opponent’s goal having a slightly more negative median value, and the team’s
own goal having a slighlty more positive median value. Also, more towards
the center of the field it appears like there may be a gradient going from left

to right which is increasing in value. Still, the scales here are quite small, so
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VAEP Heatmap by Zone

Figure 5.1.5: Heatmap of median VAEP by zone on the field.
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these may just be spurious patterns.

5.2 GPA: ApjusTING VAEP 1O THE POSSESSION LEVEL

5.2.1 CoNSTRUCTING GPA

To potentially improve the stability and ease of understanding of VAEP, we consider
a modification to its construction. We call our modified metric Goal Probability
Added, or GPA for short. Rather than constructing our labels based on scoring or
conceding in the next £ = 10 actions, we now use labels based on whether a goal is
scored or conceded within the remaining future actions in the same possession. The
intuition here is to base the metric on an arguably more natural way for players to
think about impact on the field. Namely, players and coaches often are focused on
the current position at hand, seeking to reduce the probability of conceding during
this possession if they are currently defending, or seeking to increase the probability
of scoring during this possession if they currently have possession of the ball.
Besides this change in labels, the other aspects of the classification model training

pipeline remain the same. Namely, our metric still has the form
AP(score) — AP(concede),

we use the same feature set based on r = 3 actions and past actions, we train and
validate our two classifiers on data from the 2021 and 2022 seasons, and we use
Brier score as our training metric.

We again consider a random forest classifier with and without an adjustment for
class imbalance, gradient boosting via CatBoost, and a multi-layer-perceptron, but
ultimately focus on tuning CatBoost via the same 5-fold cross-validation procedure
as before. For the scoring model, we obtain an average cross-validation Brier score
of 0.00937, an average cross-validation ROC AUC of 0.821, and an average accuracy
of 0.990. For the conceding model, we obtain an average cross-validation Brier score
of 0.00307, an average cross-validation ROC AUC of 0.932, and an average accuracy

of 0.997. We observe that these value are fairly similar to those that we obtained for
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VAEP, indicating no major improvement or decline in modeling performance.
Next, we train these classification models on the entire training set. For the
scoring model, we obtain a Brier score of 0.00902, a ROC AUC of 0.883, and an
overall accuracy of 0.990. For the conceding model, we obtain a Brier score of
0.00285, a ROC AUC of 0.959, and an overall accuracy of 0.997. Figure 5.2.1 and

Figure 5.2.2 displays the feature importances based on the training set.

Feature Importances: Possession Scores
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Figure 5.2.1: Feature importances for the action scoring model.

These results still line up with intuition like we saw for VAEP. Again we see that
the top features for the scoring model and conceding model include features related
to the location of the ball to the goal at the start and end of the action, the action
outcome, and the action type. The features that appear in both models are in
slightly different orders, but overall quite similar. One difference from the
importance charts for VAEP is that only features from the previous action appear
here, rather than features from the previous two actions, which was the case for
VAEP.

With these soft classification models trained, we then constructed GPA through
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Feature Importances: Possession Concedes
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Figure 5.2.2: Feature importances for the action conceding model.

applying the aforementioned formula.

5.2.2 EvaLUuATING GPA

We now touch upon the evaluation of GPA, running through each criterion. First,

we cover the qualitative criteria:

1. Ease of Understanding: This metric has a similar ease of understanding as
VAEP given its nearly identical setup. However, we can now interpret GPA as
the net change in expected goal differential for this possession associated with
this action. This is arguably more concrete than the idea of the “near future”
that VAEP relied on.

2. Granularity: GPA is defined on the action level, which is the most granular

we can get with action-level data.

3. Ease of Implementation: We require action-level data for on-ball events
with a base feature set that is relatively small, i.e. fewer than 20 features are

required. These features are also some of the most basic details such as the
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event location and the player who performed the event. We need to train and
tune two classifiers to estimate the intermediate probabilities that we use to

construct the metric.

4. Eyeball Test: The top ten players by GPA per 90 minutes in 2021 and 2022
contain almost exclusively forwards, reflecting the offensive focus of GPA.
There appear to be a slightly greater number of widely acclaimed players here
than with VAEP. These players include Rachel Daly, Alex Morgan, Megan
Rapinoe, Sophia Smith, Debinha, and Ashley Hatch.

5. Applicability: Since this is an action-level metric, we can aggregate this
metric across various other features, such as event type and player position to
determine specific rankings such as the top passers in a given game, or the top

forwards in a given season.
Next, we cover the quantitative criteria:

1. Stability: Over the 2021 and 2022 seasons, we obtain a value of 0.629, again

indicating moderate stability from season to season.

2. Similarity to Other Rankings: We see higher similarities for this metric
than for VAEP. Table 5.2.1 shows the relationship between GPA and the
offense-driven individual metrics of goals, goals plus assists, and expected

goals.

Table 5.2.1: Similarities of GPA with various metrics for the 2021 and 2022 seasons.

A Metri
Season Similarity Measure geregate Metric

Goals Goals + Assists FExpected Goals

2021 Spearman 0.717 0.732 0.653
Kendall Tau 0.568 0.564 0.465
9092 Spearman 0.739 0.690 0.636
Kendall Tau 0.590 0.532 0.447
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3. Modeling Performance: This is displayed in Table 5.2.2. We again see overall
reasonable performances on the classification tasks, with similar values to
those for VAEP.

Table 5.2.2: GPA modeling performance with a 5-fold cross-validation procedure.

Model Brier Score  ROC AUC  Accuracy
Possession Scoring 0.00937 0.821 0.990
Possession Conceding 0.00307 0.932 0.997

4. Feature-Level Stability:

Like with VAEP, the action-level GPA by player position and type are fairly
stable, with values of 0.995 and 0.917 respectively. However the stability for
action-level GPA by goal differential at the start of the action is now lower,
with a value of 0.621. The stability of game-level GPA per 90 minutes by
player position is still relatively high, with a value of 0.855. As we see in
Figure 5.2.3, shots still have a bit of a higher spread than the other features,
while the goalkeeper action spread has reduced compared to VAEP. Figure
5.2.4 shows that although the feature-level stability is lower now, the
distributions still seem fairly similar and centered around 0. As seen in Figure
5.2.5, the phenomenon still stands of more offense-driven roles, especially
forwards, having a higher variance in GPA per 90 minutes. We do see here,

though, that the goalkeeper variance is no longer so large.

Figure 5.2.6 displays the distribution of the metric over the 35 zones on the
field. This time, there seems to be a bit of a clearer pattern, although we note
that the scale of the values is still quite small. The pattern that could exist is
higher values the closer you get to the opponent’s goal without being in that

tight region right ahead of the goal. Again, there also seems to be a slightly
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GPA by type
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Figure 5.2.4: Action-level distributions of GPA by goal difference at the start of the action.
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GPA_per_90 by position_primary
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Figure 5.2.5: Game-level distributions of GPA per 90 minutes by player position.

boosted spot right near the team’s own goal on the left.

5.3 TAKEAWAYS

An initial takeaway from the development of these two metrics is that they perform
relatively similarly, which makes sense given their similar constructions. The
advantages of VAEP and GPA is that they are easy to understand, granular,
decently stable from season-to-season, and have solid intermediate modeling
performances. Based on Figure 5.1.4 and Figure 5.2.5, something to keep in mind
about these metrics is that they may be too focused on goal-related actions and
positions. For instance, they may overrate forwards attempting shots, while

underrating goalkeepers who fail to stop an opponent from scoring.

39



GPA Heatmap by Zone

Figure 5.2.6: Heatmap of mean GPA by zone on the field.
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Win Probability Added

Although goals determine the outcome of a given soccer game, they are not the
complete story behind player impact. Given the potential that we saw in the
previous chapter for VAEP and GPA to focus too much on goal-related events, we
consider a metric that does not use labels based on scoring. This motivates the idea
to construct a win probability added (WPA) model, like done in Robberechts et al.
(2023), which more directly measures the impact that a player has on their team’s
odds of winning. However, unlike the relatively involved two step modeling
approach of Robberechts et al. (2023), we seek to formulate a simpler model that
directly uses the match outcome of each action as a target for training a classifier

on, for the sake of improving the final metric’s ease of understanding.
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6.1 WPA

6.1.1 CONSTRUCTING WPA

This metric is based upon a real-time win probability for each team that changes

with each action. As such, the metric is simply defined to have the following form
AP(win),

which quantifies the impact of each action on the probability of winning the match
by reporting the change from the value after the previous action.

We again see that this form requires a soft classification model, although this time
the label is whether or not the match was a win for the team rather than whether or
not the team scored/conceded in the near future. We use the same feature set as
was used for computing GPA, which includes basic identifying information for the
action, information on number of goals before and after the action, start and end
location of the action, and more specific details like body part associated with the
action and an indicator for defensive pressure. We still utilized these features from
the current action, as well as from the past two actions so that » = 3. Just like with
VAEP and GPA, we train and validate our classifier on data for the 2021 and 2022
seasons and seek to minimize the Brier score of our predictions.

Again, we focus on CatBoost as our classification model of choice and perform
hyperparameter tuning through the same 5-fold cross-validation procedure as
before. We obtain an average cross-validation Brier score of 0.0725, an average
cross-validation ROC AUC of 0.966, and an average accuracy of 0.895. These are
similar to the values from VAEP and GPA, although the AUC is higher and the
overall accuracy is lower.

We then train the WPA model on the entire training set, obtaining a Brier score
of 0.00671, a ROC AUC of 0.972, and an overall accuracy of 0.905. Figure 6.1.1
displays the feature importances based on the training set.

The most important features line up with what we would expect, as we see that
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Feature Importances: Match Outcome
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Figure 6.1.1: Feature importances for the match outcome model.

the goal differential at the start and end of the action are top features, as well as
features related to the player and team associated with the action. We do see the
presence of similar features from the previous two actions.

With this soft classification model trained, we then constructed GPA through

applying the aforementioned formula.

6.1.2 EvALUATING WPA

We now discuss each meta-evaluation criteria, starting with the qualitative
attributes of WPA:

1. Ease of Understanding: The definition of the metric is similarly intuitive to
those of VAEP and GPA since it is also a net change in some quantity,
specifically the net change in win probability. However, this is arguably more
intuitive because it does not rely on an assumed definition of the “near future”
like VAEP, and it is more directly tied to the outcome of the overall game,
whereas VAEP and GPA are respectively focused on the near future and the

current possession.
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2. Granularity: WPA is defined on the action level, which is the most granular

we can get with action-level data.

3. Ease of Implementation: We require action-level data for on-ball events
with a base feature set that is relatively small, i.e. fewer than 20 features are
required. These features are also some of the most basic details such as the
event location and the player who performed the event. We only need to train
and tune one classifier to estimate the intermediate probabilities that we use to

construct the metric, as opposed to two classifiers for each of VAEP and GPA.

4. Eyeball Test: The top ten players by WPA per 90 minutes in 2021 and 2022
consists of a fairly diverse mix of positions and names. There are several who
do appear in the NWSL Best XI and Second XI, including Bethany Balcer,
Midge Purce, Kerolin, Alex Morgan, and Adrianna Franch. There are also
other arguably less known but still decorated players who show up, such as
Fuka Nagano in 2022.

5. Applicability: Since this is an action-level metric, we can aggregate this
metric across various other features, such as event type and player position to
determine specific rankings such as the top passers in a given game, or the top

forwards in a given season.
We now cover the quantitative criteria:

1. Stability: Over the 2021 and 2022 seasons, we obtain a value of 0.257, which
is noticeably lower than the values around 0.6 for VAEP and GPA. WPA

appears to vary a decent amount from season to season for a given player.

2. Similarity to Other Rankings: We see that WPA yields season-level
rankings that are not really similar to thoes based on the offensive metrics at
all.

3. Modeling Performance: this is displayed in Table 6.1.2. We see overall

reasonable performances on the classification tasks that are similar to the
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Table 6.1.1: Similarities of WPA with various metrics for the 2021 and 2022 seasons.

. A Metri
Season Similarity Measure geregate Metric

Goals Goals + Assists Expected Goals

9021 Spearman -0.022 -0.013 -0.042
Kendall Tau -0.012 -0.004 -0.023
9022 Spearman 0.031 0.007 0.018
Kendall Tau 0.022 0.005 0.015

results for VAEP and GPA.

Table 6.1.2: WPA modeling performance with a 5-fold cross-validation procedure.

Model Brier Score  ROC AUC  Accuracy
Match Outcome 0.00725 0.966 0.895

4. Feature-Level Stability: We see that WPA does fairly well on this metric.
Action-level WPA is stable across different positions, with a value of 0.996.
Furthermore, action-level WPA is stable along action type and goal
differential at the start of the action, with respective values of 0.916 and
0.971. Finally, game-level WPA per 90 minutes is stable along player position,
with a value of 0.979. We do make some notes about the distributions,
though. Note that goalkeeper actions, duels, blocks, shields, and offsides tend
to have a lower tail, as seen in Figure 6.1.2. We also see lower tails for every
position in Figure 6.1.3, possibly indicating that are more very low-performing

players at each position than very high-performing ones.

Finally, we analyze the distribution of WPA over the 35 zones on the field in
Figure 6.1.4. There does not appear to be any major patterns on the field,

except the first column near the team’s own goal, which shows up as relatively
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WPA Heatmap by Zone
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Figure 6.1.4: Heatmap of median WPA by zone on the field.

47



negatively valued.

6.2 UsING GPA AS A FEATURE

In this section, we consider using GPA as a feature for the match outcome
classification model used as an intermediate step to computing WPA. While we
already have goal information from features such as score before the action and goal
differential after the action, GPA provides a probabilistic quantity that
complements this raw goal count. As such, we consider the possibility that GPA
provides additional information that can help with predicting and even potentially
transfer some of the desirable properties of GPA, such as stability, to WPA. On this
note, we did not try using VAEP because it was less stable than GPA.

However, the results of the experiments we tried did not yield any improvements.
The performance of the match outcome classifier based on GPA as the only feature
was too poor, as the model always predicted the majority class. The performance of
the classifier with the same feature set as before but with GPA added performed
essentially identically to WPA without GPA as a feature. As such, I have not
included the results here because they would essentially be a duplicate of the base

WPA results.

6.3 TAKEAWAYS

The main takeaway from this section is that WPA provides an alternative to GPA
that is similar qualitatively but different across several quantitative meta-metrics.
For instance, WPA yields end of season rankings that are the least similar to those
from purely looking at goals, goals plus assists, and expected goals. Also, WPA is
generally centered across all feature values, but it does tend to have long negative
tails. We note that WPA is not very stable from season to season, compared to

VAEP and GPA.
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Discussion and Conclusion

7.1 COMPARING AND INTERPRETING GPA AND WPA

While I have touched on the differences in the meta-evaluation of GPA and WPA| 1
now directly compare the two metrics. First, we examine the Pearson correlation
between GPA and WPA at the action and player-match levels. Recall that the

Pearson correlation is defined as

o g) — 2 D )
VR — Py - )

and it is a signed measure of the strength of the linear relationship between vectors
x and y. The respective values are -0.01 and -0.08, which quantitatively indicate
that GPA and WPA appear to be rating actions quite differently.

We now examine some specific sequences of actions to gain a better
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understanding of how to interpret these two metrics. In particular, we are interested
in cases where either metric take on extreme values (relative to the other values), or
when the absolute difference between the two metrics takes on an extreme value.
Table 7.1.1 shows that the top ten actions by GPA within our training data
consist of several shots, all of which resulted in goals, and passes. The passes are a
bit more difficult to interpret, as they do not generally lead to goals within the
immediately following actions. In fact, we see that one of the passes is incomplete.
The bottom 10 actions by GPA include several goalkeeper actions which all resulted
in the opponent scoring. These also include are all failed save attempts by
goalkeepers. These all occur when the score is tied or the team associated with the
action is down. For both top top and bottom actions, we see that these interestingly
all occur right near the middle of the game. Given how GPA is trained on labels
related to scoring and conceding goals, it makes sense that the goals and goalkeeper

actions are the ones that appear in these lists.

Table 7.1.1: Top and Bottom 10 Actions by GPA

Top 10 GPA Actions \ Bottom 10 GPA Actions

GPA Type Minute Score Outcome | GPA Type Minute Score Outcome
1.063 Shot 47.5 0-0 Goal -0.989 Pass 45.3 0-1

1.009 Shot 49.6 2-0 Goal -0.990 Pass 45.7 4-1

1.008 Pass 45.4 0-1 Incomplete [-0.990 GK 48.2 1-1 No Touch

1.006 Shot 45.4 1-0 Goal -0.993 GK 46.0 0-0 No Touch

1.004 Shot 45.9 1-0 Goal -0.993 GK 45.4 1-1 Touched In
1.004 Pass 45.3 1-1 -0.994 GK 45.6 1-4 No Touch

1.002 Shot 52.1 0-1 Goal -0.997 Carry  45.6 4-1

1.001 Shot 47.3 1-1 Goal -0.997 Pressure 46.0 0-0

1.000 Pass 45.4 1-1 -1.002 GK 47.5 0-1 Touched In
0.998 Pass 46.0 0-0 -1.003 Pressure 45.9 1-0

Note: Score format is [score of team associated with the action]-[score of opponent].
Outcome is not provided for all actions.

Table 7.1.2 paints a different picture for WPA. Namely, we see that the top
actions here are a mix of various types, primarily carries and passes. While some of

these do lead up to shot attempts, others do not. It appears that the rating has
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some association with positioning the ball away from defenders, but the nature of
the dataset being on-ball limits the interpretations that we can make. We see that a
handful of these actions occur either fairly late into the game or fairly early, rather
than the midgame timestamps of the top and bottom GPA actions. As for the
bottom WPA actions, these seem to occur more towards the end of the game. These
consist of an incomplete pass and a blocked shot attempt, which intuitively make
sense. The remaining actions are carries and defensive pressure events, which are a
bit harder to interpret as they do not generally lead to any goals conceded. A
possible explanation is that these actions are suboptimal given the counterfactual
actions that could have been performed. For instance, a defensive pressure action
may be lowly rated despite the opponent not scoring because the opponent still had

a good opportunity to score as a result of the defense being ineffective.

Table 7.1.2: Top and Bottom 10 Actions by WPA

Top 10 WPA Actions \ Bottom 10 WPA Actions

WPA Type Minute Score Outcome| WPA Type Minute Score Outcome
0.915 Carry 77.8 1-0 -0.999 Pass 59.4 0-0 Incomplete
0.913 Carry 81.3 1-0 -0.999 Shot 89.3 0-0 Blocked
0.911 Carry 76.6 1-0 -0.999 Carry  71.7 0-0

0.910 Carry 8.2 0-0 -0.999 Carry 79.4 0-0

0.909 Block 76.7 1-0 -0.999 Pressure 78.2 0-0

0.908 Carry 6.7 1-0 -1.000 Pressure 86.0 1-1

0.907 Pass 35.3 2-0 -1.000 Pressure 48.8 0-0

0.907 Pass 76.1 1-0 -1.000 Carry 45.6 0-1

0.903 Carry 31.0 2-0 -1.000 Pressure 68.5 0-0

0.901 Pass 10.3 0-1 -1.000 Pressure 33.0 1-0

Note: Score format is [score of team associated with the action]-[score of opponent].

Studying specific cases where the two metrics do not align, we see that the
clearest discrepancy between them is how they treat scoring and conceding. In
Figure 7.1.1, we visualize a sequence in which the Portland Thorns scored against
the Seattle Reign. We note that GPA assigned a value of 0.03 to the goalkeeper’s
save attempt, while WPA assigned a value of -0.98. Furthermore, GPA assigned a
value of 0.71 to the shot leading to the goal while WPA assigned a value of -0.20.
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The story that GPA tells here may be one in which the shot was relatively more
important in determining the outcome than the goalkeeper’s attempted save. In
other words, a very good shot met a decent attempt at a save. On the other hand,
WPA indicates that the shot was not a particularly good one, which means the
goalkeeper really messed up by failing to stop the shot. It is not clear which story is
more accurate, but the fact that WPA rates the shot as low as -0.20 may be a

reason to doubt its portrayal of this sequence.

I s

(a) GPA Values (b) WPA Values

Figure 7.1.1: Comparison of how GPA and WPA rate different actions in a sequence leading
to a goal. Blue corresponds to the Portland Thorns while orange corresponds to the Seattle
Reign.
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7.2 ROBUSTNESS CHECK

Recall that we have held out our test set up to this point to avoid making modeling
decisions that are not generalizable. We now briefly comment on the performance of
GPA and WPA on the test set, which we cover in more detail in Appendix A.1.
Overall, the results on the test set for GPA and WPA are fairly similar to what we
saw on the training set, indicating robustness. The main potential area of concern is
a decrease in model performance for the match outcome classifier used to construct
WPA. While the decline in performance is not excessive, this could still be a
concern because the interpretation of the metric in terms of win probabilities

becomes less clear as the win probability estimates decrease in quality.

7.3 FINAL REMARKS

In this paper, we have developed a novel goal probability added (GPA) and win
probability added (WPA) metric for quantifying all-in-one player performance in
soccer. Furthermore, we have provided one of the first efforts to formalize a
comprehensive meta-evaluation pipeline for comparing all-in-one metrics, which we
use to evaluate GPA and WPA. Both metrics perform well across a variety of
criteria, such as ease of understanding, granularity, feature-level stability, and
modeling performance, but they do still have their limitations. GPA potentially
gives more extreme ratings to actions directly related to goals, while not assigning
as much importance to other actions in the game. WPA has some issues with
season-to-season stability, and there is more work to be done in interpreting its
values. Ultimately, both metrics are viable options, with GPA being a bit more
robust in its current state, but WPA potentially offering more novel insights due to
having a less direct focus on goals.

There are myriad future directions building upon the work in this paper. As we
have discussed, GPA and WPA are very applicable metrics, in the sense that they
have many potential use cases. For instance, we can use the metrics to compile

rankings of the best shooters and passers, and we can also analyze which player
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features are predictive of high ratings by these metrics. A larger scale analysis of
this flavor could be used by teams for recruiting purposes. We can also aggregate
these individual metrics at the team level and get a measure of team performance in
various dimensions, such as passing and defense. Furthermore, these metrics can be
used to assess individual and team performance in various specific game states,
since the metrics provide values for every single action in the game. Teams can run
analyses of performance in these game states and develop new strategies based on
their findings. Finally, there is work to be done on the metrics themselves. In
particular, improving the stability and interpretability of WPA appears to be a

promising direction.
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Appendix

A.1 TEST SET QUANTITATIVE EVALUATION

Here we focus on the quantitative metrics, since the qualitative metrics depend

more on the metric construction, which is unchanged for the test set.

A1.1 GPA

1. Stability: For this metric, I also combine the training set because the metric
cannot be computed on one season alone. Over the 2021, 2022, and 2023
seasons, we obtain a value of 0.704, which is higher than the values we

previously obtained for VAEP and GPA on the training set.

2. Similarity to Other Rankings: The values in Table A.1.1 are in line with what

we observed on the train set, indicating moderate similarity to goals, goals
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plus assists, and expected goals.

Table A.1.1: Similarities of GPA with various metrics for the 2023 season.

Season Similarity Measure Aggregate Metric

Goals Goals + Assists Expected Goals

Spearman 0.746 0.778 0.729
Kendall Tau 0.587 0.614 0.526

2023

3. Modeling Performance: this is displayed in Table A.1.2. We see that
performance on the test set is still similarly as high as before, although the

AUC for the scoring model is a bit lower.

Table A.1.2: GPA modeling performance on the test set.

Model Brier Score  ROC AUC  Accuracy
Possession Scoring 0.00981 0.768 0.990
Possession Conceding 0.00329 0.925 0.997

4. Feature-Level Stability: The results here are similar to on the train set. I have
provided all the relevant graphs in Figure A.1.1, Figure A.1.2, Figure A.1.3,
Figure A.1.1, and Figure A.1.1.

A.1.2 WPA

1. Stability: Over the 2021, 2022, and 2023 seasons, we obtain a value of 0.406,
which is higher than the value of 0.257 that we had previously obtained on the

training set.
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GPA by goal_diff_start

n=732 n=1,367 n=3,869 n=18,918 n=53,661 n=146,144 n=49,565 n=16,051 n=3,849 n=1,368 n=633
104
0.5 1
<
& 00{ @ L -4 <> <> — -2 L -4 - —+—
—0.5
-1.0
M T - o - S - ~ - < n
goal_diff_start

Figure A.1.3: Action-level distributions of GPA by goal differential at the start of the action
on the test set.
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Figure A.1.4: Game-level distributions of GPA per 90 minutes by player position on the test
set.
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Figure A.1.5: Heatmap of median GPA by zone on the field for the test set.
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2. Similarity to Other Rankings: The values in Table A.1.3 are also in line with
what we observed on the training set, again indicating that WPA is not very

similar to the offensive metrics we compare it to.

Table A.1.3: Similarities of WPA with various metrics for the 2023 season.

Aggregate Metric

Season Similarity Measure
Goals Goals 4+ Assists Expected Goals

Spearman -0.037 -0.087 -0.132
Kendall Tau -0.024 -0.060 -0.090

2023

3. Modeling Performance: this is displayed in Table A.1.4. Tt seems like our
model is a bit overfit, as all three metrics are noticeably worse on the test set

than on the training set. Still, the performance on the test set is not too poor.

Table A.1.4: WPA modeling performance on the test set.

Model Brier Score  ROC AUC  Accuracy
Match Outcome 0.211 0.744 0.716

4. Feature-Level Stability: The results here are mostly similar to those from the
train set. I have provided all the relevant graphs in Figure A.1.6, Figure
A.1.7, Figure A.1.8, Figure A.1.6, and Figure A.1.6.

A.2 CODE

Code for this project can be found at this GitHub URL.
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https://github.com/gsun62/thesis-whole-package
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Figure A.1.7
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Figure A.1.8: Action-level distributions of WPA by goal differential at the start of the action

on the test set.
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Figure A.1.9: Game-level distributions of WPA per 90 minutes
set.
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Figure A.1.10: Heatmap of median WPA by zone on the field for the test set.
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