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Improved Generative Evaluation

ABSTRACT

Reliably diagnosing and evaluating generative models remains an
open problem. The most common metric employed to measure the
performance of image generating models has been the Fréchet
Inception Distance (FID) score. It has been shown to correlate well
with human judgement and it is sensitive to mode collapse. However,
recent papers have demonstrated issues with the metric, such as poor
performance on certain tasks, long computation time, and failure to
match human perception. We propose a novel formulation,
Class-Aware Latent Distance (CALD), to alleviate these issues. The
proposed score can be applied across domains, is quicker to compute,
and matches human judgement where FID fails. To demonstrate the
capability of this approach, we perform an empirical study on three
image generation tasks and compare our metric to FID and Intrinsic
Multiscale Distance (IMD). Across these experiments, we show that
the proposed metric offers significant speedup over existing methods,
is more reliable, and can be used to diagnose and perform early

stopping during the training of Generative Adversarial Networks.
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If you don’t make mistakes, you’re not working

on hard enough problems.

Frank Wilczek

Introduction

1.1 MOTIVATION

Data is everything in machine learning. In the past, applications of
deep learning have been prohibited by the need for enormous
datasets. For example, in computer vision, deep convolutional
networks have been shown to perform extraordinarily well, achieving
state of the art performance in many areas [13]. However, a drawback
of their typical implementation is that they are prone to overfitting.
For that reason, much effort has been put into collecting and labeling
large datasets, as well as into augmenting existing data [42].
Unfortunately, many applications still suffer from a shortage of data,
even with traditional data augmentation. Medical image analysis is

one such area. Additionally, other tasks suffer from extreme class



imbalance, which prevents the training of well-fitting classifiers. For
example, class imbalance is common in astronomical classification [6].
One attempt at improving performance on these tasks has been
through the application of generative models.

Generative models attempt to model a probabilistic distribution
and generate artificial examples that closely resemble those in the
training set. Generative adversarial networks (GANs) have been
shown to perform extremely well on a wide range of applications [17]
[2]. In fact, [16] used GANs for data augmentation with medical
image analysis and were able to improve classification performance
over traditional data augmentation techniques: they improved
sensitivity from 78.6% to 85.7% and specificity from 88.4% to 92.4%.

In addition to their use for data augmentation, GANs have also
been successfully applied to other interesting problems. For example,
they have been used widely for domain transfer. Domain transfer
seeks to learn a non-linear mapping G : X — Y from source domain
X to target domain Y. Image to image translation is one example in
which GANs have enabled state-of-the-art performance [51] [21]. This
technique can be used to create additional training samples, such as
by mapping daytime footage to nighttime footage to train self-driving
cars. Additionally, GANs have been applied to drug discovery. They
have proven to be useful tools to search over the chemical space and
optimize known compounds for desired functionality [8].

In order for generative models to be effectively trained and the
literature advanced, we must be able to compare their results.
Therefore, reliable evaluation methods are needed. Many different
measures have been proposed [9], but even some of the most popular
metrics suffer from extensive issues (see section 2.3). Proper model

evaluation remains an open area of research.



1.2 PROBLEM

One popular metric, Fréchet Inception Distance (FID), utilized
extensively to analyze generated images, suffers from a number of
issues. It has a long computation time, it may not be applicable to
many tasks, it suffers from large bias, and it does not incorporate
class information.

This thesis proposes a novel technique to generative model
evaluation. Rather than evaluating samples using the feature
distribution of an existing, pre-trained classifier, this thesis proposes
training an autoencoder (AE) from scratch to learn a non-linear
representation of the data in an unsupervised manner. We then
sample training data x, and their corresponding labels y,., generate
synthetic samples using y,, reduce the dimensionality of these data
using the AE, and then compute their average optimal transport
(OT) distance in their latent representation. We call this metric
Class-Aware Latent Distance (CALD).

This approach offers a number of advantages over classical FID.
First, computation time is reduced because the dimensionality of the
latent space is much smaller than the dimensionality of the input, and
we can utilize accelerated methods for OT calculation [12]. Second,
the metric requires training a domain-aware AE, allowing it to be
applied across domains. Third, the proposed technique does not suffer
from high bias because we relax the single-manifold Gaussian
assumption and calculate the OT distance between the empirical
distributions in the latent space directly. Finally, the method allows
for class information to be incorporated by calculating the distance
for each class and averaging these distances.

We evaluate this method and compare performance with existing
metrics on three image-generation tasks that require different

autoencoders and approaches.



1.3 ROADMAP

This thesis proceeds as follows. In chapter 2 we provide an overview
of past works and motivate our method as follows: (1) an outline of
the data generation setting, (2) common decoder-based approaches to
data generation, and (3) an overview of popular generative evaluation
techniques. In chapter 3 we introduce Class-Aware Latent Distance
(CALD). In chapter 4 we outline our experiments and their results.
This includes comparing and evaluating CALD across three image
generation tasks. Finally, in chapter 5 we discuss important

implications and limitations of our research, as well as future works.



Literature Review

2.1 DATA GENERATION SETTING

We begin by outlining the data generation setting and some of the
issues with the classical approach.

The data generation setting can be described as an attempt to learn
a probability distribution and then to use this distribution to generate
additional, synthetic samples. This begs the question, how do we
learn a probability distribution given our data? As formally outlined
in [2], this is typically done by defining a parametric family of
densities (Pg)gerae with density function Pp, then finding the density



that maximizes the log-likelihood on these data {x("}™, such that

1

— loo Pa(x).
gé%gm; og Py(x1)

As shown in [1], maximizing the expectation is equivalent to
minimizing the Kullback-Leibler (KL) divergence between our
unknown data distribution P, and our parameterized distribution Py

when we assume that they have continuous densities P, and F. Then

P (x)
KL(P,||Py) = /XPT(X) log Py(x) dx.
Of note, the KL divergence is not symmetric and is uniquely
maximized when P, = Py. Furthermore, it only requires samples from
the unknown P, and no knowledge of the density itself in order to
minimize it.

Despite these good properties, it has been shown in [1] that we are
not assured that the model density Py exists when we are dealing with
the common situation in which the distributions are supported by low
dimensional manifolds. This situation is common because of the
manifold hypothesis. It states that many real-world high-dimensional
data lie on a low-dimensional manifold embedded in high-dimensional
space [31]. In this case, the KL divergence is not defined. In order to
deal with this, the classical solution is to add a noise term to the
parameterized distribution. We typically assume this noise comes
from a Gaussian distribution; however, this noise term degrades the
quality of generated samples, and in the case of image data, it results

in blurry images [49].



2.2 DECODER-BASED MODELS

This section outlines classical and current approaches to data
generation, then examines the advantages and limitations of each
method. In this thesis, we restrict ourselves to decoder-based
techniques. In this domain, a decoder is used to transform an input
sample from a simple distribution (e.g., Gaussian) into a synthetic
sample. In this way, the decoder learns a mapping from the prior

distribution to the posterior distribution learned from the data.

2.2.1 AUTOENCODERS

Autoencoders (AEs) serve as inspiration for decoder-based generation
techniques. AEs were first introduced in [37] as a pair of neural
networks that are trained to reconstruct their input. Their primary
purpose is to learn, in an unsupervised fashion, a lower dimensional
representation. This can be used in a variety of settings such as
clustering, dimensionality reduction, or naive data generation. The
problem as formally outlined in [3] and [4] is as follows. The goal is to
learn functions a pair of functions A : R" — R? (encoder) and

B :RP — R™ (decoder) that satisfies

arg rgiél E[A(x, B o A(x))],
where E is the expectation over the distribution of x and A is a
function that measures the dissimilarity or distortion over some metric
space D between the output of the decoder and the input. In practice,
this function is typically the Ly-norm, but it can be any distance
function. An example of the classical setup for an autoencoder is
shown in Figure 2.2.1. The compressed representation between the

encoder and decoder is referred to as the bottleneck and the dimension



Original Compressed Reconstructed
input representation input

Figure 2.2.1: An encoder transforms an input image into the latent space,
while the decoder attempts to reconstruct the input from that compressed
representation. The reconstructed image is trained to be close to the original
input [4].

of that latent space, p, is known as the bottleneck dimension.

The goal of dimensionality reduction is to learn a lower-dimensional
manifold that approximates the underlying structure of the data [4].
In the special case in which the functions A, B are linear, we get a
linear autoencoder. Since A and B are typically neural networks, this
is equivalent to leaving out the non-linear activations between layers.
In this case, it has been shown that the weights learned in A span the
same subspace as the one spanned by the principal component loading
vectors found by Principal Component Analysis (PCA) [33]. Hence,
an autoencoder is a non-linear generalization of PCA where the
encoder is able to learn a non-linear manifold on which the data lives
rather than a low-dimensional hyperplane. This motivates the rather

straightforward use of autoencoders in dimensionality reduction: the



encoder is used to transform data from R™ — RP, and when p < n,
this serves to reduce the dimensionality of the input.

Naively, one could think to use AEs to generate data by sampling
from the latent space and passing that sampled point through the
decoder. Why can we not do this? What are the issues?

Autoencoders have been shown to focus on the dominant structure
in data and may not uncover sufficiently hidden underlying structure,
this can result in a confused latent representation in which classes are
not well-separated [36]. This is particularly possible in the
low-dimensional p case (i.e. {1,2,3}). An example is shown in
Figure 2.2.2. Furthermore, a traditional AE is not trained to have a
continuous latent space; further, the structure of that latent space
depends on the architecture of the encoder, architecture of the
decoder, and the chosen bottleneck dimension. Since there are no
distributional assumptions on the latent space, it is not clear how to
meaningfully sample from the compressed representation. For
example, should one sample from a multivariate Gaussian with
dimension equal to p? Since the encoder projects the data onto a
non-linear manifold, it is not clear how to sample from that manifold
without knowing the function of the encoder. Given that the encoder
is a neural network and the function is possibly very complex, it is not
obvious how to do this.

In order to tackle these issues, researchers developed the method of

variational autoencoders.

2.2.2 VARIATIONAL AUTOENCODERS

First proposed by [23], the Variational Autoencoder (VAE) model is a
probabilistic, generative model that follows from the variational
Bayesian (VB) approach. This approach involves optimizing an

approximation to an intractable posterior. Formally, given a dataset
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Figure 2.2.2: An example of a confused latent space in which classes are not
well separated. The legend shows the colors of the 10 classes. Notice that
they are all stacked on top of one another and no clear clusters are visible.

X = {x@}N, of i.i.d. samples and a set of unobserved latent variables

z, we model the joint distribution

P(Xi, 2;) = p(Xi|z:)p(2s).

The prior over the latent variables is typically chosen to be a standard
Gaussian distribution. Meanwhile, the data likelihood p(x;|z;) is a
Gaussian or Bernoulli distribution whose properties depend on a deep
neural network, the probabilistic decoder py, with its associated
parameters #. An additional neural network, the probabilistic encoder
¢p with parameters ¢, is trained to approximate p(z;|x;). Given this

setup, we want to maximize the variational lower bound [23], which is

10



given as
L£(0,¢;xY) = —Drcr(qo(2/x?)[[ps(2)) + Ey ) [log po(x7]2))].

In words, we aim to maximize the marginal log-likelihood that is
bounded below by the above expression. It says that we want to
minimize the KL-divergence between the prior on z and the
distribution of the probabilistic encoder that predicts z from datum
x| while at the same time maximizing the expectation over the
decoder of the datum coming from the latent distribution given by z.
In practice, calculating the gradients from the above equation
results in high variance and they cannot practically be used to train a
VAE. Therefore, the authors propose a re-paramaterization trick that
allows for the networks to be trained efficiently [23]. Of note, training
a VAE does not result in an explicit formulation for the probability
distribution. This will be a drawback faced by variational-based

techniques.

CoMMON USE CASE: NORMAL DISTRIBUTION

In this case, we approximate p(z|x) with a Gaussian distribution such
that g(z|x) = N (g(x), h(x)), where g(x) and h(x) are the mean and
covariance output by the probabilistic encoder for datum x. Utilizing
the re-paramaterization technique, sampling z from ¢,(z|x) is done in

the following manner:

z = g(x) + h(x)§,

where & ~ N(0,1I) [4]. Denoting the decoder as function f where

f(z) = x, the loss then becomes

U(f,9,h;x) = cl[x — f(@)|]* + Drr (N (9(x), h(x))|IN(0,1)),

11



where ¢ € R scales the reconstruction loss relative to the

KL-divergence.

2.2.3 GENERATIVE ADVERSARIAL NETWORKS

Encoder-based techniques that perform dimensionality reduction
using a pixel-wise error function can produce distorted samples due to
this loss [17]. This is particularly true for image generation because
pixel-wise error, such as the L2-norm, do not properly reflect human
perceptions. For example, a small image translation may result in a
large pixel-wise error, however to a human these images are nearly
identical [25]. In some domains, this error may be better suited, for
example in signal processing and time series analysis [41]. Traditional
VAESs suffer from this issue because their loss functions typically
contain a pixel-wise error.

In 2014, [17] proposed a revolutionary approach to generative
modeling that sidesteps the aforementioned generative issue. Rather
than attempting to reconstruct the input data, they propose the
training of two networks pit against one another: the generator and
the discriminator. Together, this group of networks is called a
Generative Adversarial Network (GAN).

In this adversarial setting, the discriminator is trained to
distinguish between real samples drawn from the training data, and
generated samples supplied by the generator. The authors motivate
this approach through analogy: the generator is a group of
counterfeiters trying to create fake currency, while the discriminator is
the police trying to catch the counterfeiters. If these groups are pit
against one another in a game where they can iteratively improve
their techniques, then the counterfeiters must adapt to the police and
vice versa. As the game progresses, each side improves until the

counterfeit currency is indistinguishable from the real currency.
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Continuing this analogy, it is also evidently true that if either one
of the two groups becomes significantly better at their task than the
other, then the counterfeiters will not create convincing currency at
the end. If the police become much better than the counterfeiters,
then small improvements to the fake bills will not be enough to fool
the police. Therefore, the bills never can get any better since the
counterfeiters are unlikely to make the huge improvements necessary.
On the other hand, if the counterfeiters beat the police early on and
the police never catch up, then they will never have to fix the small
flaws in their fake currency, preventing it from being truly
indistinguishable at the end. The same is true of training a GAN. If
either the generator or the discriminator become significantly better
than the other, then training degenerates.

In the original setup, the generator G is trained to maximize the
probability of the discriminator D making a mistake, while the
discriminator attempts to estimate the probability that a sample is
drawn from the training data rather than produced by the generator
[17]. This setup equates to a min-max, two-player game where a
unique solution exists with GG learning the distribution of the training
data and D predicting 0.5 on every sample. In addition, the generator
is passed some noise drawn from a distribution p,, which is typically a
multi-dimensional Gaussian distribution.

In other words, G and D are in involved in a two-player game with
the value function V (D, @) such that

minmax V(D, &) = Exeupyp, () [108 D(X)] + Egop, ) [log(1 — D(G(2))].

As previously mentioned, training can degenerate easily. If the two
networks are not properly synchronized during training, then G can
collapse and map too many values of z to the same output. When this

occurs, it is known as mode collapse. This is detrimental because it

13



results in a generator that does not produce diverse outputs. In this
way, the network has not learned a good mapping from the latent
space to the data distribution. While the generator may be able to
fool the discriminator, it has failed to learn the complex real-world
distribution of the training data. Figure 2.2.3 shows an extreme

example of mode collapse in practice.

Figure 2.2.3: Samples generated from a GAN utilizing the standard formu-
lation. These samples show a significant degree of mode collapse as many of
the same images are repeated despite different latent samples. This generator
has collapsed too many latent values to the same output [2].

In addition to mode collapse, GANs can suffer from highly unstable
training. Many recent papers have been dedicated to heuristically
finding better GAN architectures and training procedures that are
more stable [40] [18]. Figure 2.2.4 shows the loss functions of the
generator and discriminator during a failed training session. In
practice, small changes to the architecture of either model or to the
training procedure can result in wildly different results, even with the
same training data and hyperparameters.

In fact, [1] proves that as the discriminator gets better, the updates
from the original cost function become worse. One might expect that
we could train the discriminator until close to optimal with a fixed
generator, and then update the generator with the gradients from this

trained discriminator, repeating until convergence. This “optimal

14



discriminator” between P, and PP, is formulated as

P.(x)

D =@+ B

In practice, approaching D* leads to vanishing gradients, mode
collapse, and unstable training. The authors show that the value
function formulated above and the version without log both suffer
from properties that make training unstable as the discriminator
improves. In particular, they show that the norm of the gradient
updates to G grow as D is trained towards optimality, and that the
variance of these updates also increases. In other words, as the
discriminator comes close to D*, the generator will suffer from
convergence issues.

They then verify these results in practice by training a Deep
Convolutional GAN (DCGAN) [35] to various stages of convergence
and measuring the gradient updates as the discriminator is trained
towards optimality, holding the generator fixed. Their experiments
empirically confirm their theoretical finding that the original loss
formulation leads to poor generator updates the longer the
discriminator is trained. As a result, it is very tricky to find the right
number of updates to make to the discriminator for every update of
the generator, and if the discriminator ever gets too good, then
training will break down. This can happen even after a very small
number of discriminator updates; this may explain why GANs suffer
from such notorious stability issues.

One popular modification to the original method of GAN training
has been shown to be very effective at stabilizing training. This
formulation is known as the Wasserstein GAN (W-GAN) [2]. This
approach re-frames the training objective utilizing an approximation
of the Earth Mover (EM) distance, also known as the Wasserstein-1

15
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Figure 2.2.4: An example of an unstable training run of a GAN. Of note,
the training appears to be progressing normally for the first 40 epochs, only

for the generator and discriminator losses to explode and for training to fail
around epoch 50.

(W) distance. This distance is defined as

W(P,,Py) = Aleni(%ipg)E(x,y)Nv[Hx —yll],
where II(P,,P,) denotes the set of all joint probability distributions
v(x,y) whose marginals are respectively P, and P, [2]. We can think
of y(z,y) as indicating how much “mass” has to be transported from
z to y to transform the distribution of Py to PP,. Under this
interpretation, this distance is a measure of how much “mass” must
be transported under the optimal transport plan. This distance
metric has been shown to converge in relatively simple examples in
which other common distance measures such as Jensen-Shannon (JS)
divergence and KL-divergence do not. Please refer to [2] for more
information on this topic.

Given the nice properties of the EM distance, the authors propose
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to use an approximation to this distance as the training objective of
the discriminator. Of note, the Kantorovich-Rubinstein duality [48]

provides an alternative formulation to the Wasserstein-1 distance,

W(P:,Py) = sup Eop, [f(2)] — Eop, [f(2)],

[1f]lL<1

where the supremum is over all the 1-Lipschitz functions f : X — R.
The authors propose an algorithm shown in Figure 2.2.5 that

minimizes the loss functions
L(D; G) = Exnpypa(x0)[D(X)] = Egmp,2)[D(G(2))],

L(G; D) = —Eyp, ) [D(G(2))],

where D and G are neural networks and D is approximately
k-Lipschitz. Under this formulation, D is no longer a direct critic, but
instead helps estimate the Wasserstein-1 distance between the real

and generated probability distributions.
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Algorithm 1 WGAN, our proposed algorithm. All experiments in the paper used
the default values a = 0.00005, ¢ = 0.01, m = 64, Ncritic = 5.

Require: : «, the learning rate. c¢, the clipping parameter. m, the batch size.
Neritic, the number of iterations of the critic per generator iteration.
Require: : wyg, initial critic parameters. 6y, initial generator’s parameters.
1: while 6 has not converged do
2 for t =0,...,ngitic do
3 Sample {z()}™, ~ P, a batch from the real data.
4: Sample {2}, ~ p(z) a batch of prior samples.
5: Gw < Vu [% 2211 fw(x(i)) - % Z:i1 fw(gg(z(i)))}
6:
T
8
9

w + w+ o - RMSProp(w, g,,)
w < clip(w, —c¢, ¢)
end for
Sample {z()}7, ~ p(z) a batch of prior samples.
100 go+ —Vot 17 fulge(z))
11: 0 < 6 — o - RMSProp(0, go)
12: end while

Figure 2.2.5: The Wasserstein generative adversarial network algorithm pro-
posed by [2]. Notice how weight clipping is used to enforce k-Lipschitzness on
the discriminator.

The difficulty that remains with this formulation is that of
enforcing the Lipschitzness of the discriminator function. The authors
propose employing weight-clipping to enforce this constraint, however,
they show that this is not perfect since it requires additional
hyperparameter tuning and may result in undesirable behavior. An
improved method was proposed by [18] that penalizes the norm of the
norm of the gradient of D with respect to an interpolated input. This
method is known as the Wasserstein GAN with Gradient Penalty
(WGAN-GP). The authors demonstrate that their method of
enforcing the Lipschitz constraint on the critic outperforms the
original method and results in stable training on a wide variety of

architectures with little required hyperparameter tuning.

CLASS-CONDITIONAL GENERATIVE ADVERSARIAL NETWORKS

A natural extension to the data-generating problem is to introduce a
class label, y, from which to generate samples. The original GAN

formulation can be easily modified to include the class label in both
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the generator and the discriminator [28]. In this formulation the

two-player game with value function V' (D, G) becomes
minmax V(D, G) = Bxeupyy, () [10g D(X[Y)HEsrp, () [log(1-D(G (2]y))]-

The specific way in which the class information is incorporated into D
and G is flexible. One possible implementation appends an embedding
of y to z and x in the generator and discriminator, respectively.

Another approach to generating conditional samples is that of the
Auxiliary Classifier GAN (AC-GAN) [32]. The authors propose
introducing an additional, auxiliary task of class prediction to the
discriminator for both real and fake samples. The generator is trained
to minimize this classification error. Importantly, the discriminator is
not handed any class information, only the generator is given the class
label. Experimentally, this setup results in improved results and
increased training stability. An AC-GAN trained on ImageNet
128x128 resolution images successfully generates visually coherent
images with global structure [38]. This result was shown, both
qualitatively and quantitatively, to produce superior samples
compared to previous work [32] [40]. Finally, the authors of the
WGAN-GP paper utilize this method for conditional generative tasks
[18].

2.3 EVALUATION OF GENERATIVE MODELS

Just as methods of image generation are important, so are the ways
they are evaluated. It is important to have accurate diagnostic tools
in order for researchers to draw accurate conclusions. Without proper
information, one is unable to choose between architectures, or
methods, successfully. This is particularly important when evaluating

GANSs because of their unstable training and their sensitivity to
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architecture and formulation. There are two main forms of evaluation

methods: quantitative and qualitative.

2.3.1 QUALITATIVE METRICS

Qualitative metrics seek to measure how convincing a generated
sample is perceived by a human observer. One technique known as
the Human Eye Perceptual Evaluation (HYPE) technique proposes a
“human-in-the-loop” evaluation method to measure sample quality
[50]. For this thesis, we focus on quantitative metrics for sample
evaluation. While qualitative metrics are important for evaluating
visual or auditory data, the use of a small sample size can result in a
misleading understanding of the model’s density estimation. In
addition, many of these measures cannot be easily extended to areas
where human perception is not reliable, such as time series. Finally,
they are time consuming to perform as such, are not useful as an
on-the-run diagnostic. We refer the reader to Section 3 of [9] for more

information on emerging qualitative evaluation techniques.

2.3.2 QUANTITATIVE METRICS

The field of quantitative evaluation has focused on the image data
domain. There have been some metrics proposed to deal with other
types of data, such as video data using Fréchet Video Distance (FVD)
[47], as well as audio data using Fréchet Audio Distance (FAD) [22].
However, these metrics suffer from having to be adapted to the
specific task at hand and are not data-agnostic.

A classical approach to model evaluation is to use models’
log-likelihood to compare one to another. Unfortunately, this
approach has documented issues. There are many cases where a
model may have a high log-likelihood, yet produce poor quality

samples, while the opposite is also possible: a model can have low
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log-likelihood, yet produce high quality samples [45].

INCEPTION SCORE AND FRECHET INCEPTION DISTANCE

The two most common approaches to GAN evaluation on image data
are the Inception Score (IS) [40], and the Fréchet Inception Distance
(FID) [19]. Both of these approaches utilize the a pre-trained
InceptionNet classifier trained on ImageNet [44]. Further, both scores
seek to quantify two important properties: image diversity and image
quality. Any successful quantitative metric should be able to capture
these two properties.

IS is calculated using the conditional class probabilities output by
the Inception model on a sample input. Using these class probabilities,
the KL-divergence between the conditional class probabilities and the

marginal class distribution is calculated. Formally,

IS(G) = exp(Exp, [Drr(p(y[x)|lp(y))]),

where p(y|x) is the conditional class distribution and p(y) is the
marginal class distribution, defined as p(y) = [, p(y[x)p(x). This score
can be approximated using a sample of generated images. It is derived
from the idea that images containing meaningful objects should be
easily discriminable, while blurry, poor quality images should have
noisier class predictions. In addition, the generative model should
output a high diversity of images that the Inception model predicts
are from a wide variety of classes. In this way, the authors hope to
capture both the image diversity and image quality of synthetic
samples. However, it has been shown that the metric contains
suboptimalities and has been shown to give poor results when applied
to models not trained on ImageNet [5]. Furthermore, a simple
class-conditional model that memorizes one example per ImageNet

class obtains a very high IS. Finally, in practice, the score is not good
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at measuring intra-class diversity.

FID calculates the Wasserstein-2 (Fréchet) distance in the
embedding space of the Inception model between real and generated
data samples. FID assumes that the distribution in the embedding

space is multivariate Gaussian. The score is calculated as
FID(P:,Py) = ||pr — Ng||2 +Tr(E, + 2 — 2(27"29>1/2)7

where p is the mean of the embedding and ¥ is the auto-covariance of
the embedding. FID has been widely adopted because it has been
shown to be consistent with human evaluation.

Despite its wide adoption, FID has known issues. First, the
Gaussian assumption on the embeddings may not hold in practice.
This assumption is particularly troubling for datasets containing
multiple classes, since the single-manifold Gaussian assumption may
not fit the feature distribution well; this has been confirmed through
experimentation [27]. The authors show that this is also true for
unlabeled data. They propose a modification they call Class-Aware
FID (CAFID) that makes a Gaussian Mixture Model (GMM)
assumption rather than the original, multivariate Gaussian
assumption. In addition, [29] advocate utilizing the state-of-the-art
self-supervised representations on Non-ImageNet benchmarks rather
than the Inception model. In their paper, the authors show that
utilizing these representations, typically obtained through contrastive
learning, produce a more reasonable ranking of models; pre-trained
classifier embeddings do not generalize well to other tasks.

Second, FID has high bias. The original authors suggest using at
least 50k samples to calculate the score, while others advocate using
at least 10k samples. The authors show that FID is negatively biased
and is linear with respect to  [11]. In addition, FID is

computationally expensive because one must calculate 3,3, for a
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large number of samples and embeddings. Meanwhile, the embeddings
are slow to compute because of the size of the Inception model. For
these reasons, it is unreasonable to calculate FID every epoch nor
every couple epochs. Therefore, it cannot be used effectively for early
stopping or as a responsive, on-the-fly diagnostic.

To summarize the issues with FID:
« It makes a single-manifold, Gaussian assumption
o It does not incorporate class information
o It has high bias, resulting in a large minimum sample size
o It has a long compute time
o It is not readily applicable to other domains

To our knowledge, there are no existing metrics that overcomes

these limitations.

INTRINSIC MULTI-SCALE DISTANCE

A recent approach to GAN evaluation has been proposed by [46] that
does not rely on a pre-trained classifier. Instead, they compare
properties of the data manifolds directly. They make use of the
manifold hypothesis, which states that high-dimensional data, such as
images or text, lie on a low-dimensional manifold embedded in
high-dimensional space [31]. They illustrate that FID is insensitive to
the global structure of the data because it only takes into account the
first two moments of the data distribution. The authors propose
Intrinsic Multi-Scale Distance (IMD), which takes advantage of
geometric manifold properties to provide a lower bound estimate of
the distance between the real and generated data manifolds. The

authors claim that IMD takes all data-moments into account, is
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intrinsic (it is invariant to isometric transformations of the manifolds),
and multi-scale (it captures both local and global properties).

IMD addresses many of the issues with FID. It presents a
data-agnostic approach, does not use a pre-trained classifier, and
makes no Gaussian assumptions on the inputs. However, the runtime
is only slightly faster than FID according to the authors. According
to their experimentation, the runtime falls between Kernel Inception
Distance (KID) [7] and FID. In our experiments however, we find that
IMD has a similar computation time to FID and more accurately
reflects human perception for small images, however its runtime
quickly becomes intractable (Chapter 4).

In addition, the authors suggest using at least 10000 samples and
show that smaller sample sizes result in less accurate IMD measures.
This means that there are no clear ways to speed up the computation
of this measure.

In this thesis we utilize their implementation found at

www.github.com/xgfs/imd to calculate IMD.
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Methodology

This thesis proposes a framework for conditional generative model
evaluation. As opposed to existing quantitative measures, this metric
is domain-agnostic: it can be applied anywhere an autoencoder can be
trained. In addition, it takes advantage of class-information similar to
anoother class-aware metric [27]. This method can be applied to
unlabelled tasks, however this thesis does not evaluate this use case
explicitly.

The use of autoencoders has three main advantages over traditional
approaches. First, the dataset-specific embedding makes it more
robust to degenerate cases where FID struggles to match human
perception [27]. Second, the use of dimensionality reduction enables
direct calculation of the EMD between the real and generated

empirical distributions. Existing methods of calculating EMD scale
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poorly with the dimensionality of the data and the number of
histogram samples (i.e. the size of the sample used to calculate the
score). However, by utilizing dimensionality reduction we are able to
apply existing methods to calculate the Wasserstein distance directly,
reducing the bias of our method. Third, autoencoders can be trained
on a larger corpus of data because they are unsupervised. For specific
tasks, this means that the embedding can be more robust than

labeled data, or poorly labeled data.

3.1 CLASS-AWARE LATENT DISTANCE

We now propose our metric, Class-Aware Latent Distance (CALD).

3.1.1 APPLICATION-SPECIFIC ENCODING

Our goal is to map the real and generated data into a
lower-dimensional space using domain-specific features. Existing
metrics, such as FID, utilize a classifier trained on the ImageNet
dataset [38]. As mentioned in section 2.3, IS is not consistent on
non-ImageNet datasets, however FID has generally been considered
robust. In [27], the authors show that FID may not be as robust as
previously thought. They demonstrate that FID fails to match human
perception on an unlabeled dataset that has been distorted. They
suggest that the feature-embeddings used to calculate FID are not
applicable to other tasks outside of ImageNet. For this reason, we
propose utilizing an autoencoder (AE) to learn dataset-specific
features. The training setup is shown in figure 3.1.1.

Given real data x, with labels y,, we utilize an AE with encoder F
and decoder D, such that

D(E(x,)) =~ x,.
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The reconstruction loss is typically the Ly norm, but the choice is
flexible to the target domain. The ideal bottleneck dimension depends
on each application and must be tuned to balance reconstruction loss
with overfitting. For example, we would not want our AE to
memorize the training data, which can happen if the latent dimension
is not sufficiently restrictive. We explore the effect of different
bottleneck dimensions in Section 4.2.3.

In this thesis, we demonstrate the flexibility of this approach: we
both train an AE from scratch and utilize transfer learning. On
datasets where an existing classifer exists, an AE learned through
transfer learning will speed up its training at the cost of features

learned in an entirely unsupervised manner.

Autoencoder Training Setup

Trained such that
- «
X = X'r

Figure 3.1.1: The classical setup for autoencoder training to be used for di-
mensionality reduction with domain-specific features. The AE is trained to
minimize the reconstruction error between the output and the input. This
model learns a non-linear mapping from the high dimensional data to a low
dimensional manifold.
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3.1.2 SINKHORN DISTANCE

The earth mover distance (EMD) is a nice measure for calculating the
distance between two probability distributions (Section 2). However,
calculating the EMD can be computationally intensive. Calculating
OT distances requires solving a linear program whose cost becomes
prohibitive if the support is large, or the histogram dimension exceeds
a few hundred. In the majority of our analysis, we consider at least
10,000 samples from each distribution. In this case, the histogram
dimension will be large enough that it can become computationally
infeasible to solve this linear program.

Fortunately, there exist methods to speed up OT computation. In
this thesis, we utilize the Sinkhorn distance [12]. The Sinkhorn
distance is a regularized version of EMD that can be computed orders
of magnitude quicker for certain regularization terms. Specifically, it
is a smoothed version of the classical OT problem with an entropic
regularization term, governed by a parameter A > 0.

Through experimentation, the author shows that the distance
converges to the EMD as A approaches 100, however larger values of A
are slower to compute [12]. This presents a trade-off: A\ can be
increased to improve EMD approximation at the cost of a longer
runtime. In this thesis, we demonstrate that A € {10, 50,100} provide
a good approximation to EMD. For A > 50, our metric is able to
accurately evaluate degenerate cases in which FID fails. For this
reason, we use A > 50 unless otherwise stated. Of note, even large
values of A are orders of magnitude quicker than existing EMD
algorithms when the number of samples is large [12]. However, we
notice that the linear programming-based algorithm is feasible for
small sample sizes, and can even be preferred to regularized methods.

This thesis utilizes the Python Optimal Transport (POT) library to
solve the OT problem [14]. This library makes it very easy to test
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various distance metrics. Their EMD and Sinkhorn implementations

are utilized throughout our experiments.

3.1.3 CrLASS-AWARE LATENT DISTANCE

Let r; be a sample from x, with class i € [K] and n; entries. Let g; be
a generated sample with class i € [K] and m; entries. Let E; be the
empirical histogram with j entries in which the probability of each is
1/j. Finally, let S(x,y; En, Em, A) be the Sinkhorn distance between
the empirical distributions of x,y € R? with regularization factor

A > 0, using the squared Euclidean distance. Finally, let

K
1
CALD-S = — 2; S(ri, 8 En,, B,y A).

This metric can also use the un-regularized EMD solver EM D that
has no entropic regularization and uses the squared Euclidean

distance as its metric. Using the same notation, we can alternatively
define CALD-E as

K
1

The process for calculating CALD is shown in figure 3.1.2. In both
metrics, we attempt to approximate the empirical Wasserstein-2
distance between the real probability distribution, P,, and the

generated probability distribution, P,, averaged over the classes.
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Class-Aware Latent Distance Framework

Figure 3.1.2: The process for calculating the Class Aware Latent Distance
(CALD) utilizing a generator G, encoder E, and Wasserstein distance method
EMD. For CALD-E, this is the non-regularized algorithm while for CALD-S,
this is the regularized, Sinkhorn algorithm.
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Experiments

4.1 EXPERIMENTAL SETUP

4.1.1 DaAtA

In the following experiments we apply our proposed metric,
Class-Aware Latent Distance (CALD), to the evaluation of image
data. We stick to image generation in this thesis because we wish to
compare our metric to FID, which is only applicable in this domain.
For image generation, we use three datasets that increase in
difficulty, from easy to challenging. First, we apply our metric to
MNIST, a dataset of 60,000, 28-by-28 pixel handwritten digits with
6,000 training examples per class [26]. Next, we test our metric on
CIFAR-10, a collection of 10 classes of 6,000, 32-by-32 pixel images
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[24]. Finally, we apply our method to Imagenette, a subset of 10
classes from Imagenet that are the easiest to classify, with 9,469 total

training examples and 64-by-64 pixel images [20] [38].

4.1.2 METRIC COMPUTATION

To compute the CALD metric, we train domain-specific autoencoders
on each dataset. The architectures of each are included in

Appendix A. In our experiments, we examine how the choice of latent
dimension and the choice of sample size affect our metric. In addition,
we compare across architectures during the image perturbation
experiment. On each dataset, we train a WGAN-GP [18] to produce
synthetic images. For MNIST, the GAN utilizes the standard
formulation to incorporate conditional information by including label
information as an input to both the generator and the discriminator.
For the more complex CIFAR-10 and Imagenette, we utilize the
AC-GAN formulation [32] (see 2 for details on AC-GAN).

In this thesis, we compare the CALD measure using two methods
to calculate the Wasserstein-2 distance: the computation through a
linear programming-based algorithm and the approximate, regularized
Sinkhorn distance. We compare the Sinkhorn variant across values of
A in {10,50,100}. All of these computations utilize the Python
Optimal Transport (POT) library [14].

To calculate FID, we employ the classical implementation. We
utilize the feature embeddings from the penultimate layer of the
InceptionV3, pre-trained model, available through Keras. Specifically,
we sample 10,000 data and labels from the training set, generate
synthetic data conditioned on these labels, calculate their Inception
embeddings, and then calculate FID using the Numpy package (See
Section 2.3).

To calculate IMD, we use their implementation available through
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Github. This code can be found at www.github.com/xgfs/imd.

4.2 EXPERIMENTS

Summary of experiments. We examine the ability of CALD to
successfully diagnose and evaluate generative models. We first
consider the metric’s sensitivity to common failure cases and compare
its performance to FID and IMD. Next, we examine the effect of
sample size and latent dimension on CALD across our various tasks.
Subsequently, we compare runtimes across FID, IMD, CALD-E, and
CALD-S. Finally, we apply CALD to each task and compare its
evaluation of training to that of FID and IMD.

4.2.1 METRIC SENSITIVITY TO IMAGE PERTURBATION

A useful metric must accurately reflect human perception, as well as
identify common failure cases of generative models. In this
experiment we modify the training data with three transformations:
added uniform noise (noise), random exchanges of blocks of pixels
(exchange), and random corruption of parts of the image (shelter). To
the noise images we add random uniform noise in [—33, 33| to each
pixel, with pixel values in the range of [0, 255], clipping the noisy
image to be in this range. For exchange, we randomly perform two
swaps of 7x7 regions on MNIST, two swaps of 7x7 regions on CIFAR,
and two swaps of 16x16 on Imagenette. Finally, for sheltering, four
random 4x4 regions are replaced with a pixel chosen from that region
for CIFAR and MNIST, while 8x8 regions are used for Imagenette.
The region sizes are double for Imagenette because the resolution is
double; we wish to preserve the relative effect of each transformation
across each dataset. Examples of these transformations are pictured
in Figure 4.2.1. For each, we calculate the measure of FID, IMD,
CALD-E, and CALD-S, with various choices of A\, between the
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unperturbed input and the transformed data. We perform 10 runs
and report the approximate 95% confidence interval for each, using a
sample size of 10,000. We report the ratio relative to the value for

noise for comparison.

Original Noise Exchange Shelter
. . |
/ F g r
E
Original Noise Exchange

Figure 4.2.1: We present each image perturbation. Noise adds random uni-
form noise in [—33, 33] to the pixel values in [0, 255], clipping them to remain
in this range. Exchange swaps random, equal-sized chunks of the image. Fi-
nally, shelter randomly corrupts random sections of the image with a single
pixel value from that region. On the top is an example of each applied to
MNIST, in the middle an example of each applied to CIFAR-10, and on the
bottom an example of each applied to Imagenette.

Table 4.2.1 shows the results on MNIST, Table 4.2.2 shows the
same for CIFAR-10, and Table 4.2.3 for Imagenette. FID has been
shown previously to be inconsistent with human perception across
these transformations on unlabeled data [27]. Our results confirm this
for non-Imagenet, labeled datasets. According to human perception
on MNIST, exchange appears to be the worst, sheltering better, and

noise the least impactful. However, FID fails to rank them as such.
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According to FID, exchange is worst, then noise, and finally sheltering.
On the other hand, CALD-E and CALD-S (A > 50) match human
perception. On CIFAR, exchange is the worst, sheltering better, and
noise the best. Again, FID does not match human perception while
CALD does. Finally, on Imagenette, FID ranks noise as the worst,
then exchange, and finally sheltering. We may expect FID to perform
well on these data because it is an applicable domain: Imagenette is a
subset of InceptionV3’s training data, Imagenet. However, we see that
this is not the case. On these transformed data, the effects of
sheltering and noise are not as noticeable and at worst appear roughly
comparable. This is reflected by CALD. In addition, IMD agrees with
CALD on MNIST and CIFAR, while the metric could not be
computed on Imagenette due to its poor computational complexity

with respect to the size of images and the number of experiments.

Metric Transformation
Noise Exchange Shelter
FID 1.004+£0.02 | 1.08 £0.06 | 0.66 4 0.045
IMD 1.00 = 0.87 | 45.97 +1.40 | 23.27 £ 0.91
CALD-E 1.004+£0.00 | 3.31 £0.06 | 1.74+0.03

CALD-S (10) | 1.00£0.01 | 1.05+0.02 | 1.01 £0.01
CALD-S (50) |1.00+0.01 | 1.17£0.02 | 1.01 £0.01
CALD-S (100) | 1.00 £0.00 | 1.28 +0.00 | 1.02 £ 0.01

Table 4.2.1: Comparison between each metric, rounded, across the three im-
age transformations on MNIST, where the ratio relative to noise are reported
with approximate 95% confidence intervals. The values of A are included in
parentheses for CALD-S. We notice that IMD, CALD-E, CALD-S (100) all
match human perception, while the rest do not.
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Metric Transformation
Noise Exchange Shelter
FID 1.00 + 0.005 | 0.59 £ 0.004 | 0.13 £0.23
IMD 1.004+£0.41 | 14.71 +£0.87 | 1.27 £0.64
CALD-E 1.00+0.00 | 9.89+0.11 | 2.63 £ 0.00
CALD-S (10) 1.00+=0.00 | 0.98 +£0.01 | 0.99 & 0.00
CALD-S (50) 1.00+:0.00 | 1.47+0.01 | 1.06 £0.01
CALD-S (100) | 1.004£0.00 | 2.96 +£0.01 | 1.26 +0.01

Table 4.2.2: Comparison between each metric, rounded, across the three
image transformations on CIFAR-10, where the ratio relative to noise are re-
ported with approximate 95% confidence intervals. The values of A are in-
cluded in parentheses for CALD-S. We notice that IMD, CALD-E, CALD-S
(50), and CALD-S (100) all match human perception, while the rest do not.

4.2.2 METRIC SENSITIVITY TO MODE COLLAPSE

A good quantitative metric must be able to assess the diversity of the
learned distribution. In this experiment, we evaluate how CALD
compares to FID and IMD on this task. Each dataset is perturbed by
randomly sampling half of each class and duplicating these data. This
results in resampled data with two duplicate examples from half of
the original data sample. We repeat this transformation 10 times and
report the approximate 95% confidence interval for each dataset. The
difference between each metric and its minimum is reported in

Figure 4.2.4. The minimum is obtained by calculating each metric
using the same, unperturbed sample for both the real and generated
inputs. For CALD-S, this value changes based on the AE and the
data, while IMD changes based on the scale of the data and the data
itself.

We note that FID, IMD, and CALD are all able to correctly
identify a severe case of mode collapse. Interestingly, even for large
values of A\, the Sinkhorn variant does not identify mode collapse on
MNIST to the same degree as CALD-E. This suggests that CALD-E
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Metric Transformation
Noise Exchange | Shelter

FID 1.00 & 0.00 | 0.88 = 0.00 | 0.29 £ 0.00
IMD N/A N/A N/A

CALD-E 1.00 £ 0.01 | 2.01 £0.06 | 0.96 £+ 0.02
CALD-S (10) 1.00+=0.01 | 0.93 £0.02 | 0.99 +0.01
CALD-S (50) 1.00+=0.00 | 1.02 £0.01 | 0.99 +0.01
CALD-S (100) | 1.00 £0.00 | 1.16 £0.03 | 0.99 + 0.00

Table 4.2.3: Comparison between each metric, rounded, across the three
image transformations on Imagenette, where the ratio relative to noise are
reported with approximate 95% confidence intervals. The values of \ are
included in parentheses for CALD-S. We notice that CALD-E and CALD-S
(100) both match human perception, while the rest do not. The IMD scores
are not reported due to their intractable runtimes on this dataset (12+ hours).

should be preferred to CALD-S for its ability to identify less severe
mode collapse. A drawback of each of these metrics is that we are
unable to identify the cause of a large metric value. The issue could
be poor sample quality, mode collapse, or both. Any single-value
quantitative metric, such as FID or IMD, suffers from the same issue.
CALD is also responsive to class-switching. This behavior can be
understood as the generator learning a poor mapping from the label
input to the generated output. This is particularly common when the
discriminator is not passed a label explicitly, such as AC-GAN. In this
case, the generator may produce a good example from the wrong
class. Because FID and IMD do not utilize class information, they are
unable to identify this failure. On MNIST, when 200 examples were
swapped between classes, CALD-E reported a score of 0.28 while
CALD-S (A = 1) reported a difference of 0.08 from its minimum. This

demonstrates how the class-aware nature of our metric.
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MNIST CIFAR-10 | Imagenette
FID 162.47 £5.98 | 8.64 +0.11 9.22+0.12
IMD 102.38 £3.15 | 120.324+2.90 | 111.45+ 1.38
CALD-E 0.056 £ 0.001 | 0.241 4+ 0.003 | 0.144 + 0.003
CALD-S (10) | 0.002 +0.001 | 0.002 + 0.003 | 0.003 + 0.003
CALD-S (50) | 0.002+0.000 | 0.121 +0.001 | 0.021 + 0.002
CALD-S (100) | 0.004 £+ 0.000 | 0.208 £ 0.003 | 0.049 + 0.001

Table 4.2.4: Metric scores on the mode collapse example across each
dataset, with the approximate 95% confidence interval included. The differ-
ence between the score and its minimum are reported. Values greater than 0
suggest that the metric is sensitive to mode collapse. Here we see that each
metric successfully identifies this failure case.

4.2.3 EFFECT OF SAMPLE SIZE AND LATENT DIMENSION

In this experiment we split MNIST and CIFAR into k-folds to
compare sample sizes and the effect of latent dimension. Imagenette is
not large enough to perform this task, therefore we restrict ourselves
to the other two datasets for this experiment. Given the results from
the previous section, we examine only CALD-E and CALD-S with A
in {50,100}, since these were the measures that matched human
perception. Theoretically, it has been shown that the convergence of
the empirical Wasserstein-p distance is quicker than O(N~?/?), where
N is the number of samples and d is the dimensionality of the samples
[15]. Therefore, our estimate converges to the true W distance in
O(N~%/4) where d is governed by the AE latent dimension and N is
the sample size. Empirically, [43] find that at least 10,000 samples are
needed in practice to achieve a reasonable estimate of the W distance
between samples from a 20 dimensional Gaussian. They note that
even at this large sample size the error is significant.

Empirically, we find that average of each sample size across the
k-folds have very high Pearson correlation coefficients (> 0.95),

however the confidence interval is larger for smaller sample sizes on
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CIFAR (Figure 4.2.3). In addition, the reported distance is greater for
smaller sample sizes compared to larger. This suggests that a
standard sample size of at least 8,000 should be used. We recommend
using 10,000 samples where possible given our results, as well as the
theoretical properties of empirical W5 convergence. On some tasks, a
larger sample size is not needed. On the MNIST dataset, 2,000
samples were sufficient to form a very tight confidence interval

because the latent representation is only 5-dimensional (Figure 4.2.2).
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Figure 4.2.2: Evaluation of training on MNIST across each algorithm using
a 2,000 sample size and bottleneck dimension 5. Notice that the confidence
intervals are tight for CALD-E and CALD-S with larger values of A.

We also examine the effect of latent dimension on the CALD
metric. We work with the CIFAR-10 dataset in this experiment. For

each dimension, we train an AE while monitoring the validation loss
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Figure 4.2.3: Evaluation of training on CIFAR for CALD-E using various
sample sizes and an AE with bottleneck dimension 20. Notice how the dis-
tances become close for 8,000 and 10,000 samples, but that there is a large
gap between these and 2,000 samples. Our analysis suggests that the metric
should use a large sample size of at least 10,000.

and stop after 20 epochs of no improvement. See Appendix A for
architecture details. In Figure 4.2.4, we note that all latent
dimensions are highly correlated, with Pearson correlation greater
than 0.8. Given an AE trained to be “good enough,” we do not notice
any issues with any reasonable choice of bottleneck dimension. Given
the convergence results mentioned previously, a small latent
dimension should be used to improve estimates of W5 when possible.
In this thesis, we qualitatively determine whether an AE is
well-trained by qualitatively examining its reconstruction on the test
data and the validation loss during training. We leave for future work

the standardization of training and evaluation to ensure that an AE
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meets the threshold required for this metric to be accurate. In
practice, we found that an AE which reasonably reconstructs its input

worked well for GAN evaluation.
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Figure 4.2.4: Comparison between latent dimensions on CALD-E measure
using a sample size of 10,000. While each measure is highly correlated, the
change in distance throughout training and the gap in actual distances shows
that the choice of latent dimension affects the absolute reported scores. How-
ever, their high correlation shows that the metric is robust to latent dimension
for well-trained AEs.

While CALD-E is robust to the choice of latent dimension, not all
dimensions work well. In Figure 4.2.5, the scaled distance of CALD-E
is plotted as a function of GAN training on CIFAR-10. We note that
the metrics calculated with bottleneck dimensions two and 100 often
move in opposite directions and the smaller AE would suggest
stopping very early. Examining the generated samples throughout

training, this does not line up with human perception. Further, in
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Table 4.2.5, we note that the measure calculated with bottleneck
dimension two is not well correlated with any of the other dimensions
(all less than 0.53). However, even this relatively poor AE correctly
distinguishes between exchange and the other transformations. The
CALD-E measures relative to noise are 1.00 + 0.00, 3.71 + 0.14, and
1.29 4+ 0.00 for noise, exchange, and shelter, respectively. These ratios
are much smaller than what was find using a larger bottleneck
dimension, but the relative orderings still reflect human perception.
While CALD-E performed reasonably on this latent representation,

the Sinkhorn variants failed to distinguish between the

transformations.
Latent Dimension | Pearson Correlation
10 0.52
20 0.42
30 0.44
50 0.23
100 0.23

Table 4.2.5: Correlation between CIFAR evaluation with latent dimension
two and other choices of latent dimensions. All share the same architecture
and utilize the same samples. The low correlation shows that too small of a
bottleneck dimension will result in unreliable CALD measures.

4.2.4 RUNTIME COMPARISON

This experiment compares the average runtime of each measure while
computing the first experiment. These runtimes are available in
Table 4.2.6. Neither the time to pre-compute the Inception feature
embeddings for FID, nor the time to project the real sample into its
latent space, are included. We do not include these because they can

be pre-computed once per dataset. In addition, we do not include the
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Figure 4.2.5: Comparison between scaled distances on the same data be-
tween latent dimensions two and 100. The trend of each is moving in opposite
directions, converging to a similar scaled distance. This shows how too small
of a latent dimension is detrimental, since we would stop early into training
using latent dimension two. Qualitatively, the samples increase in quality
throughout training.

time to train the AE. In theory, this step could take the most time,
however CALD-E is robust to latent representation and this training
only needs to be done once. In practice, this means that the AE does
not need to be trained for long in order to accurately rank samples—in
our experiments, this autoencoder was typically trained for fewer than
200 epochs. However, our experiments suggest that a better AE will
produce more differentiated distances and will support the Sinkhorn
variant.

Of note, the runtimes depend on the type of autoencoder used. On
the Imagenette task, the AE is learned through transfer learning,
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using the pre-trained VGG16 architecture available through Keras as
the top layers of an encoder, using weights from Imagenet. We learn
the final few layers and the decoder while holding the weights of most
of the encoder fixed. This serves to masssively speed up training. This
network is more complex than the AE used on MNIST or CIFAR,
therefore we would expect it to take longer to perform inference. Of
note, while Sinkhorn offers speedup in theory, we do not notice any
such improvement at the regularization factor needed to correctly
distinguish between image transformations (A > 50) and this sample
size. Entropy may be difficult and slow to estimate in the latent space,
however more work would need to be done to verify this. Interestingly,
the GPU implementation of Sinkhorn, also available through the POT
package, was slower than the CPU version. For very large sample
sizes greater than 10,000, CALD-S and its GPU implementation may
be faster since they scale better than EMD for large histograms [12].

MNIST | CIFAR-10 | Imagenette
FID 25.0 24.8 26.5
IMD 34.5 196.5 N/A
CALD-E 2.9 4.1 5.6
CALD-S (10) 1.9 2.6 4.9
CALD-S (50) 2.5 9.0 10.1
CALD-S (100) 5.3 9.0 9.9

Table 4.2.6: Average runtime per 10,000 sample computation in seconds.
These results were taken from running the first experiment and do not include
the time to pre-compute the Inception embeddings or the latent representation
of the sample. Notice that CALD-E provides at worst a 5x speed-up compared
to FID.

4.2.5 CALD ror GAN EVALUATION

In this experiment, we compute FID, IMD, and CALD, and compare

their evaluation of training on our three datasets. We train a
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conditional WGAN-GP and utilize the AC-GAN formulation for
CIFAR-10 and Imagenette.

Correlation: 0.949 Py Correlation (IMD and EMD): 0.912
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Figure 4.2.6: Scaled distances as a function of GAN epochs on MNIST. On
the left we have FID and CALD-E. On the right we have IMD and CALD-E.
We notice that both are highly correlated and the generated samples appear
to improve throughout training.

In figures 4.2.6, 4.2.7, and 4.2.8, we notice that CALD is correlated
with both FID and IMD. However, the measures are not perfectly
correlated. This is to be expected since they ranked transformations
differently in the first experiment. In fact, we have reason to prefer
the value of CALD-E and CALD-S (for large enough \) to the other
metrics because of those results. Our plots suggest that we can use
CALD to monitor training, however the frequent spikes may motivate
using a rolling average when performing early stopping.

On MNIST, CALD-E decreases steadily and does not spike too

much, indicating that training is going well. This agrees with
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Figure 4.2.7: Scaled distances as a function of GAN epochs on CIFAR-10.
On the left we have FID and CALD-E. On the right we have IMD and CALD-
E. We notice that the generated samples appear to improve throughout train-
ing according to CALD-E and FID. However, IMD suggests that the images
become as good as they get early into training (20 epochs). Qualitatively,
these samples seem far from good at this point.

qualitative examination of the generated samples shown in

Figure A.3.1. On CIFAR-10, training appears to progress well,
however the curve is more jagged. In addition, the distance does not
decrease as much as MNIST. Qualitatively, the generated samples at
the end of training are decent, but not amazing (Figure A.3.2). This
suggests that the generator needs to be trained for longer. On
Imagenette, FID shows steady progress as a function of epoch,
however our metric reveals a much more erratic training process.
Even after 100 epochs, the generated samples are not of good quality
(see Figure A.3.3). This suggests that there may be an issue with the
architecture, training process, or the number of samples. The entire
Imagenette dataset set has fewer than 10,000 samples, which may not
be enough to train a good conditional GAN. The failure of the GAN
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Figure 4.2.8: Scaled distances as a function of GAN epochs on Imagenette.
On the left we have FID and CALD-E. On the right we have IMD and CALD-
E. We notice that the generated samples appear to improve throughout train-
ing according to FID. IMD suggests that the images become as good as they
get early into training (20 epochs) and remain about the same. CALD-E
shows a more fluid training, with samples never improving much after epoch
20. This generator fails to converge, suggesting that CALD-E offers the most
accurate picture of training.

to converge suggests that CALD-E offers the most accurate
understanding of the GAN’s performance.

Given CALD’s relatively quick runtime, robustness, and ability to
match human perception, it is a good choice to evaluate GAN
training. Often, practitioners calculate FID every X epochs and
monitor this value to perform early stopping. If X is too large, then
they will not have a high-fidelity understanding of training’s progress.
However, CALD can be computed at least every X/5 epochs and still
be faster than FID, which allows for a responsive understanding of the
model’s improvement. Having an up-to-date picture of training is

useful because of the instability of GANs. This allows us to perform
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early stopping if things fall off the rails, saving time and

computational resources.

4.3 RESULTS

We provide a summary of the above experiments and present key
takeaways. Based on the image perturbation experiment, we find that
CALD-E most accurately reflects human perception. CALD-S was
also consistent with human perception for A at least 50. Both
measures are able to identify mode collapse and class switching;
however, the CALD-E metric was better able to identify severe mode
collapse compared to the Sinkhorn variant.

The minimum sample size for CALD depends on the dimensionality
of the latent space. In practice, we notice that a sample size of 10,000
performs well for latent dimensions 100 and smaller. The smallest
bottleneck dimension that still results in a good AE is the best choice
for calculating CALD-E, however we show that the metric is robust to
this choice. On the one hand, if the dimensionality is too small, then
the metric is not reliable. On the other hand, the metric is more
variable for larger bottleneck dimensions and these large latent
dimensions can lead to poor estimates of W, for even large sample
sizes.

CALD is significantly faster to compute than other metrics. In fact,
CALD-E provides at least a 5x speedup compared to FID and IMD
when using 10,000 samples. Unlike IMD, CALD scales well with the
size of the input. Further, on Imagenette, we show that transfer
learning can be used to rapidly train an AE when a pre-trained
classifier already exists. Interestingly, CALD-E was faster to compute
than CALD-S across all of our tasks. CALD-E should be used by
default given its quicker runtime at this sample size and its

convergence to 0.
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CALD can be used effectively to diagnose training on-the-fly. It is
useful as either a diagnostic or to perform early stopping when
training degenerates. Furthermore, the dimensionality reduction
available through the AE can be used to visualize the training
process. In Section A.5 we demonstrate how this can be done.

Overall, CALD can be used to make informed decisions in choosing
an architecture, comparing different generative frameworks, and
advancing the state of the art in data generation, as a diagnostic and

evaluative tool. Particularly as a metric to perform early stopping.
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Conclusion

Improving on existing methods requires an intimate understanding of
their limitations and a way to compare them. This is particularly true
in the realm of data generation. In this domain, state of the art
methods such GANSs are incredibly difficult to train, and even
well-behaved models can degenerate quickly during training. In order
to advance this field, practitioners must be able to make informed
decisions. This requires understanding how well generative models
perform, and the ability to compare them. Despite the importance of
this task, many of the most popular metrics suffer from major flaws
(see Section 2.3 for more details).

Often, data used to train deep models has very high dimensionality.
Despite this, the manifold hypothesis states that these high

dimensional data are actually concentrated around a lower
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dimensional manifold. On benchmark data such as CIFAR-10, the
dimension of this manifold is around 20 [34]. On this high
dimensional data it is infeasible to calculate the distance between two
probability distributions straight up. Instead, the most popular
methods, such as FID, take advantage of existing classifiers to
compare their feature distributions rather than work with the raw
data. FID has been shown to be strongly correlated with human
perception on image generation tasks [19], however there are common
cases where the metric breaks down. This happens most often when it
is applied beyond Imagenet-related datasets where the feature
embeddings of the Inception network are no longer be meaningful.

In this thesis, we propose a new measure, Class-Aware Latent
Distance (CALD), that takes advantage of autoencoders to reduce the
data’s dimensionality and estimate the Wasserstein-2 distance in this
latent space. We show in Chapter 4 that our metric matches human
perception where FID fails. We also show that our distance can be
calculated in a fraction of the time of FID. Further, it can be used to
evaluate and diagnose GAN training to perform early stopping. In
addition, the metric can be applied to domains outside of image data:
anywhere an autoencoder can be trained, it can be applied. Finally,
we show that transfer learning can be used to quickly train an
autoencoder anywhere there is a pre-trained classifier.

However, this metric is not without drawbacks. We show that the
CALD metric depends not only on the sample size and the choice of
latent dimension, but also the architecture of the autoencoder. Thus,
in order for models to be compared between users, they must use the
same autoencoder with the same choice of sample size. If one AE is
much better than another, then the first may be able to identify small
changes to the input whereas the second will struggle. In the
experiments section we show that an AE with too small of a latent

dimension could not identify between three image transformations to
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the same degree as the AE with sufficient latent dimension. Having to
share a trained model is a significant drawback. However, as a
diagnostic tool or for early stopping where the autoencoder doesn’t
need to be shared between researchers, we show that this metric is an
incredibly useful tool to improve decision making.

Future works. We have shown the usefulness of CALD on image
generation tasks, however it is not restricted to this domain.
Self-supervised representations have feature embeddings that have
been shown to outperform classifiers for generative evaluation [46].
Therefore, CALD should be compared to a variant of FID that
utilizes a self-supervised approach, such as SwAV [10]. Further,
CALD could be modified to use a self-supervised rather than
unsupervised representation for conditional tasks. Next, we are not
limited to calculating the W5 distance: conceivably, any Wasserstein-p
distance could be estimated instead. Additionally, ideas such as
precision and recall, or fidelity and diversity, could be applied to the
latent representation [39] [30]. These measures aim to evaluate the
quality and coverage of generative models separately, in turn allowing
the authors to distinguish between mode collapse and poor sample
quality. Next, the encoder and decoder could be used for transfer
learning to speed up or improve GAN training. Finally, it would be
useful to have a theoretical understanding of how good AE needs to

perform in order for the CALD score to be meaningful.
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Appendix A

A.1 ARCHITECTURE OF GANS

We include tables showing the architecture of each dataset’s GAN. In
each, we utilize the WGAN-GP formulation. For MNIST, the
generator and discriminator are both given the class label, whereas
only the generators are passed the class label for CIFAR-10 and
Imagenette. For CIFAR-10 and Imagenette, we utilize the AC-GAN
configuration. On these datasets, the discriminator only receives the
image and has two outputs, one estimating the Wasserstein distance,
and the other predicting the class. The MNIST GAN was trained
using the Adam optimizer with learning rate 2 x 107*, 8; = 0.5, and
B2 = 0.9. The CIFAR-10 and Imagenette GANs were trained using
B2 = 0.999.

The MNIST generator is shown in Table A.1.1 and its discriminator
in Table A.1.2. Further, the CIFAR-10 generator is shown in
Table A.1.3 and its discriminator in Table A.1.4. Finally, the
Imagenette generator is shown in Table A.1.5 and its discriminator in
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Generator G(z,y)
Kernel size Dropout Output shape

z - - 128

(1) Dense, linear - - 4 x4 x 256
Yy, embedding - - 50

(2) Dense, linear - - 4x4x1
Concatenate (1) and (2) - - 4 x 4 x 257
Conv block [3 x 3] - 8 x 8 x 128
Conv block (3 x 3] - 16 x 16 x 64
Conv block, tanh (3 x 3] - 32x32x1
Cropping - - 28 x 28 x 1

Table A.1.1: Generator architecture for MNIST. The generator takes a latent
vector z and label y. Both are passed through a fully-connected layer and
concatenated prior to the Conv blocks. The output is cropped to 28 by 28.
The Conv block consists of nearest-neighbor upsampling followed by a 2D
convolution, batch normalization, and LeakyRelLU(0.2) activation except the
final layer.

Table A.1.6.

A.2 ARCHITECTURE OF AES

In this section, we include tables of each autoencoders architecture.
For MNIST, we utilize a traditional encoder, decoder pairing with
convolutions in the encoder (Table A.2.1) and transpose convolutions
in the decoder (Table A.2.2). For CIFAR-10, we utilize an encoder
(Table A.2.3) with very similar architecture to the discriminator and
a decoder (Table A.2.4) with very similar architecture to the
generator. Meanwhile, for Imagenette, we utilize transfer learning
with the VGG16 network for the encoder (Table A.2.5) and a large
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Discriminator D(x,y)
Kernel size Dropout Output shape

(1) Zero padding (x) - - 32x32x1
Yy, embedding - - 20

(2) Dense, linear - - 32x32x1
Concatenate (1) and (2) - - 32 x32x2
Conv block [5 x 5] - 16 x 16 x 64
Conv block [5 x 5] 0.3 8 x 8 x 128
Conv block [5 % 5] 0.3 4 x 4 x 256
Conv block [5 x 5] - 2 x 2 x512
Flatten - - 2048

Dense, 1linear, softmax - 0.2 1, 10

Table A.1.2: Discriminator architecture for MNIST. The label is appended

to the input through an embedding that is concatenated to the zero-padded
input. The zero padding modifies the input to be 32 by 32. The Conv block
consists of a 2D convolution with 2 by 2 strides and LeakyReLU(0.2) activa-
tion.

transpose convolution-based decoder (Table A.2.6).

A.3 EXAMPLES OF REAL AND GENERATED DATA

In this section, we show images from each dataset. An example from
each class is included from both the training data and generated
samples from the last epoch of training. See Figures A.3.1, A.3.2, and
A.3.3.

A.4 MORE IMAGE TRANSFORMATION RESULTS

Here we present additional image transformation results.

Tables A.4.1, A.4.2, and A.4.3 display the differences to the
minimums of each metric, where the minimum is calculated using the
unperturbed data sample as both the real and generated data. For
FID and CALD-E, this value is 0. For the other metrics, this value
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Generator G(z,y)
Kernel size Resample Output shape

Z - - 128

(1) Dense, RelLU - - 4 x4 x 323
Yy, embedding - - 50

(2) Dense, ReLU - - 4x4x1
Concatenate (1) and (2) - - 4 x 4 x 324
Residual block Bx3]x2 Up 8 x 8 x 128
Residual block 3x3]x2 Up 16 x 16 x 128
Residual block 3x3]x2 Up 32 x 32 x 128
Conv, tanh 3x3 - 32 x32x3

Table A.1.3: Generator architecture for CIFAR-10. The generator takes a
latent vector z and label y. Both are passed through a fully-connected layer
and concatenated prior to the residual blocks. The residual block is a pre-
activation residual block with LeakyRelLU(0.2) activation using batch normal-
ization. We perform nearest-neighbor upsampling on some blocks before the
second convolution.

changes depending on the input.

A.5 TRAINING VISUALIZATION USING AN AE

Here we show how the dimensionality reduction of the trained AE can
be used to visualize training. We apply this method to MNIST and
display epoch 1 (Figure A.5.1), epoch 15 (Figure A.5.2), and epoch 40
(Figure A.5.1). We apply PCA to obtain the first two principal
component loadings, which we use to visualize the output of the
autoencoder. The p.c. scores are scaled to be between 0 and 1 for
visualization purposes.
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Discriminator D(z)
Kernel size Resample Output shape

Residual block [5x 5] x2 Down 16 x 16 x 128
Residual block [5%x 5] x2 Down 8 x 8 x 128
Residual block [5x 5] x2 Down 4 x4 x128
Flatten - - 2048

Dense, linear, softmax - - 1, 10

Table A.1.4: Discriminator architecture for CIFAR-10. The first output has a
linear activation while the second output has a softmax activation. The resid-
ual block is a pre-activation residual block with LeakyReLU(0.2) activation.
We perform mean pooling on some blocks before the second convolution to
downsample.

Generator G(z,y)
Kernel size Resample Output shape

z - - 128

(1) Dense, ReLU - - 8 x 8 x 323
y, embedding - - 50

(2) Dense, ReLU - - 8x8x1
Concatenate (1) and (2) - - 8 x 8 x 324
Residual block Bx3]x2 Up 16 x 16 x 128
Residual block Bx3]x2 Up 32 x 32 x 128
Residual block 3x3]x2 Up 64 x 64 x 128
Conv, tanh 3x3 - 64 x 64 x 3

Table A.1.5: Generator architecture for Imagenette. The generator takes a
latent vector z and label y. Both are passed through a fully-connected layer
and concatenated prior to the residual blocks. The residual block is a pre-
activation residual block with LeakyReLU(0.2) activation using batch normal-
ization. We perform nearest neighbor upsampling on some blocks before the
second convolution.
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Discriminator D(z)
Kernel size Resample Output shape

Residual block [5x 5] x2 Down 32 x 32 x 128
Residual block [5x 5] x2 Down 16 x 16 x 128
Residual block [5x 5] x2 Down 8 x 8 x 128
Flatten - - 8192

Dense, 1linear, softmax - - 1, 10

Table A.1.6: Discriminator architecture for Imagenette. The first output

has a linear activation while the second output has a softmax activation. The
residual block is a pre-activation residual block with LeakyReLU(0.2) activa-
tion. We perform mean pooling on some blocks before the second convolution
to downsample.

Encoder FE(z)
Kernel size Strides Output shape

Conv [3 x 3] 2x2  14x14x32
Conv [3 x 3] Ix1 14x14x64
Conv [3 x 3] 2x2  TxTx128
Flatten - - 6272

Dense, ReLU - - 16

Dense, 1inear - - )

Table A.2.1: MNIST encoder architecture with bottleneck dimension 5 using
ReLU activations after each convolutional layer.

Decoder D(z)
Kernel size Strides Output shape

Dense, ReLU - - 7TXxX7Tx64
Conv2D Transpose [3 x 3] 2x2  14x14x64
Conv2D Transpose [3 x 3] 2x2 28 x28x 32
Conv2D, Sigmoid  [3 x 3] Ix1 28x28x1

Table A.2.2: MNIST decoder architecture using ReLU activations after each
convolution except the last layer.
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Encoder FE(z)
Kernel size Resample Output shape
Residual block [5 x 5] x 2 Down 16 x 16 x 128
Residual block [5 x 5] x 2  Down 8 x 8 x 128
Residual block [5 x 5] x 2  Down 4 x4 x128
Flatten - - 2048
Dense, linear - - latent dim

Table A.2.3: CIFAR-10 encoder architecture using pre-activation residual
blocks with LeakyRelLU(0.2) activation. We perform mean pooling on some
blocks before the second convolution to downsample.

Decoder D(z)
Kernel size Resample  Output shape

z - - latent dimension
Dense, ReLU - - 4 x4 x 324
Residual block [3 x 3] x2 Up 8 x 8 x 128
Residual block [3 x 3] x2 Up 16 x 16 x 128
Residual block [3x 3] x2 Up 32 x 32 x 128
Conv, tanh 3x3 - 32 x32x3

Table A.2.4: CIFAR-10 decoder architecture using pre-activation residual
blocks with LeakyRelLU(0.2) activation. We perform nearest-neighbor upsam-
pling before the second convolution to upsample.

Encoder FE(z)
Kernel size Resample Output shape

VGGI16 architecture - Down 2 x 2 x512
Flatten - - 2048
Dense, ReLU - - 1024
Dense, linear - - 50

Table A.2.5: Imagenette encoder architecture using transfer learning with
the VGG16 architecture. We use the top of the model with fixed weights and
learn the last two layers to get our embedding.
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Decoder D(z)

Kernel size Strides Output shape
Dense, ReLU - - 1024
Dense, ReLU - - 2 X 2x5H12
Conv2D Transpose [3 x 3] 2x2 4x4x512
Conv2D Transpose [3 x 3] 2x2 8x8x256
Conv2D Transpose [3 x 3] 2x2 16 x 16 x 128
Conv2D Transpose [3 x 3] 2x2  32x32x64
Conv2D Transpose [3 x 3] 2x2  64x64x32
Conv2D, Sigmoid [3 x 3] Ix1 64x64x3

Table A.2.6: Imagenette decoder architecture using RelLU activations after

each convolution except the last layer.
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Figure A.3.1: Random real and generated images from MNIST using the last

epoch of training.
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Figure A.3.2: Random real and generated images from CIFAR using the last
epoch of training.

Metric Transformation
Noise Exchange Shelter
FID 231.45+5.66 | 251.09 + 13.61 | 152.69 £+ 10.53
IMD 0.376 +£1.499 | 90.159 + 1.755 | 42.313 + 3.623
CALD-E 0.035£0.000 | 0.116 +0.002 | 0.061 4 0.001

CALD-S (10) | —0.002 £0.001 | 0.014 +0.005 | —0.002 + 0.002

CALD-S (50) 0.002 +0.000 | 0.031 +=0.002 | 0.005 4 0.001

CALD-S (100) | 0.003£0.000 | 0.041£0.002 | 0.008 £ 0.000

Table A.4.1: Comparison between each metric across the three image trans-
formations on MNIST, where the difference between each score and its mini-
mum are reported for the sake of comparison. The values of A are included in
parentheses for CALD-S.
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Real Images

Generated Images (Epoch 100)
0.0 10

Figure A.3.3: Random real and generated images from Imagenette using the

last epoch of training.

Metric Transformation
Noise Exchange Shelter
FID 120.78 4+ 0.65 71.28 +£0.47 15.41 +£0.23
IMD 1.863 = 1.147 | 40.430 +2.448 | 2.611 £ 1.800
CALD-E 0.019 £ 0.000 0.188 +0.002 0.050 4+ 0.000
CALD-S (10) 0.005 4+ 0.000 | —0.001 4+ 0.004 | —0.001 +£ 0.002
CALD-S (50) | —0.001 £0.000 | 0.091 + 0.001 0.009 4+ 0.001
CALD-S (100) | 0.000 + 0.000 0.145 £+ 0.001 0.020 4+ 0.000

Table A.4.2: Difference between metric and the minimum across the three
image transformations on CIFAR-10.
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Metric Transformation
Noise Exchange Shelter

FID 74.58 +0.35 65.87 + 1.08 21.44 +0.32
IMD N/A N/A N/A
CALD-E 0.089 + 0.001 0.179 £ 0.005 0.085 £ 0.002
CALD-S (10) —0.024 £0.003 | —0.048 £ 0.007 | —0.023 4+ 0.007
CALD-S (50) 0.004 + 0.001 0.021 £ 0.007 0.004 £ 0.002
CALD-S (100) | 0.029 + 0.000 0.075 £ 0.007 0.027 + 0.001

Table A.4.3: Difference between metric and the minimum across the three
image transformations on Imagenette. The IMD scores are not displayed be-
cause of their extremely long runtime on this dataset (8+ hours).
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Visualization of AE Latent Space (PCA 2 component) 1 Epochs
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Figure A.5.1: Visualization of MNIST training at epoch 1. The CALD-E
scores for each label at each epoch are displayed.
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Visualization of AE Latent Space (PCA 2 component) 15 Epochs

10 label: 0, CALD-E Dist: 0.022 10 label: 1, CALD-E Dist: 0.052
« real « real
0.8 . fake 08 . fake
0.6 0.6
. o .
0.4 1 0.4 . 3
e .
L .
0.2 4 0.2
0.0 T T T T 0.0 T T T T
0.0 02 04 0.6 08 10 0.0 02 0.4 0.6 0.8 10
10 label: 2, CALD-E Dist: 0.045 10 label: 3, CALD-E Dist: 0.023
« real « real
0.8 « fake 0.8 « fake
0.6 4 0.6
N * vesy
. -
0.4 R .4, 04 . o ~
0.2 4 2 LD 0.2 ..
. ot' w‘:“ -
0.0 T T T T 0.0 T T T T
0.0 0.2 0.4 0.6 0.8 10 0.0 0.2 0.4 0.6 0.8 10
10 label: 4, CALD-E Dist: 0.038 10 label: 5, CALD-E Dist: 0.024
. « real . « real
0.8 1 « fake 0.8 « fake
0.6 ° 0.6
0.4 4 044 *
0.2 4 0.2
0.0 T T T T 0.0 T T T T
0.0 0.2 0.4 0.6 0.8 10 0.0 0.2 0.4 0.6 0.8 10
10 label: 6, CALD-E Dist: 0.038 10 label: 7, CALD-E Dist: 0.027
. « real . « real
0.8 1 . « fake 0.8 « fake
0.6 1 .. 0.6 .
R
- .
0.4+ ey, 0.4 .
0.2 4 02
0.0 T T T T 0.0 T T T T
0.0 0.2 0.4 0.6 0.8 10 0.0 0.2 0.4 0.6 0.8 10
10 label: 8, CALD-E Dist: 0.038 10 label: 9, CALD-E Dist: 0.021
. « real .
0.84 . fake 08
.o
0.6 1 . s 0.6
0.41 . ’ 04
' . - .
0.2 4 0.2
0.0 T T T T 0.0 T T T T
0.0 02 04 06 08 10 0.0 02 04 06 08 10

Figure A.5.2: Visualization of MNIST training at epoch 15. The CALD-E
scores for each label at each epoch are displayed.
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Visualization of AE Latent Space (PCA 2 component) 40 Epochs
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Figure A.5.3: Visualization of MNIST training at epoch 40. The CALD-E
scores for each label at each epoch are displayed.
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