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Abstract

This thesis presents three self-contained chapters: a dynamic linearmodel for rating athletes using their

game scores (Game), new perspectives power analysis for multisite trials (Site), and a synthetic matching

method for observational causal inference (Match).

Matching is the most transparent strategy for conducting causal inference with observational data. In

Chapter 1, we generalize Coarsened ExactMatching (Iacus et al, 2012) and augment it with local synthetic

controls (Abadie et al. 2010). We demonstrate how our method improves performance while preserving

the spirit of exact matching, leading to theoretical and practical benefits.

Chapter 2 turns to the analysis of game data. Athletic organizations oftenwant to rate athletes’ abilities

based on their past performances. For sports with multiple competitors in each event, Bayesian dynamic

linear models (DLMs) provide a natural framework for doing so. In Chapter 2, we extend DLMs us-

ing monotone transformations to account for non-normality in game scores and illustrate the use of our

method on Olympic athletes.

Multisite trials, where randomized experiments are conducted within each of many sites (e.g., schools),

are popular in education. In Chapter 3, we consider the problem of power analysis for these trials. We

clarify common misunderstandings in this setting and propose a new approach using average margins of

error.
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0
Introduction

Statistics is hard. Implementing even simple statistical methods can require practitioners to under-

stand aplethora of complex concepts. Thus, when facedwithnewproblems, practitioners typically default

to standard methods which are familiar and easy to use.

These standard approaches, however, often struggle when faced with real-world data. Statisticians have

long developed powerful methods to tackle such challenges. As these methods grow more complex, they

can become difficult to explain and understand, which can cause practitioners to feel uncomfortable ap-

plying them to new problems. The challenge of building powerful statistical methods that preserve the

transparency and intuitiveness of familiar approaches is a difficult task.

With these considerations inmind, the three chapters in this thesis propose and study appliedmethods

for causal inference and Bayesian modeling. Chapters 1 and 2 develop novel methodology that transpar-

ently builds on standard methods to better handle difficult data. Chapter 3 builds upon the themes of

causal inference from Chapter 1 and applied Bayesian modeling from Chapter 2, developing deeper un-
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derstanding of a standard Bayesian model for causal inference.

0.1 Matching

Chapter 1 develops amatchingmethod for observational causal inference. Matching promises transparent

causal inferences for observational data, making it an intuitive approach for many applications. In prac-

tice, however, standard matching methods often perform poorly compared to modern approaches such

as response-surface modeling and balancing. Chapter 1 proposes Caliper Synthetic Matching (CSM) to

address these challenges while preserving simple and transparent matches and match diagnostics. CSM

extends Coarsened Exact Matching (CEM; Iacus et al., 2012) by incorporating general distance met-

rics, adaptive calipers, and locally constructed synthetic controls. We show that CSM can be viewed as

a monotonic imbalance bounding (MIB) matching method, so that it inherits and improves upon the

usual bounds on imbalance and bias enjoyed by MIB methods. Using a simulation study, we illustrate

how CSM can outperform modern matching methods in certain settings, and finally illustrate its use on

canonical datasets.

0.2 Athlete Rating

Chapter 2 proposes a dynamic linear model with transformations for athlete rating. Sports organizations

often want to estimate athlete strengths. For games with scored outcomes, a common approach is to as-

sume observed game scores follow a normal distribution conditional on athletes’ latent abilities, which

may change over time. In many games, however, this assumption of conditional normality does not hold.

To estimate athletes’ time-varying latent abilities using non-normal game score data, Chapter 2 proposes a

Bayesian dynamic linear model with flexible monotone response transformations. The model learns non-

2



linearmonotone transformations to address non-normality in athlete scores and can be easily fit using stan-

dard regression and optimization routines. The method is demonstrated on data from several Olympic

sports, including biathlon, diving, rugby, and fencing.

0.3 Multisite Trials

Chapter 3 considers the problem of power analysis for multisite trials. When conducting multisite trials,

stakeholders often want precise estimates of site-level treatment effects. We provide advice for powering

multisite trials to achieve this goal. We clarify common misconceptions about the properties of interval

estimates in multisite trials and propose the use of an average margin-of-error metric for power analyses

in these settings. We support our suggestions with an extensive simulation study and provide an example

power analysis for the Scaling Up College Completion Efforts for Student Success (SUCCESS) initiative.
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1
Caliper Synthetic Matching: Radius

Matching with Local Synthetic Controls

1.1 Introduction

Matchingprovidesa simpleapproachfordrawing causal conclusions fromobservational data. In

a basic setting, matching methods pair each treated unit with a similar control unit, producing a matched

control sample that mirrors the treated sample in terms of observable covariates. Under standard assump-

tions, the samples may then be analyzed as if treatment were randomly assigned. The simplicity of this

approach has led matching to be a popular method for observational causal inference (Imbens, 2004).

The gold standard of matching methods is exact matching. For each treated unit, exact matching finds

a control unit with the same observed covariates. Exact matching therefore perfectly balances the joint

covariate distribution between the treated and matched control units, eliminating any potential bias due

to associations between observable covariates and potential outcomes (Imai et al., 2008; Rosenbaum and
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Rubin, 1985a). Exact matching also produces transparent matched datasets, since the difference in out-

comes between a treated unit and its exactly matched control is an unbiased (albeit noisy) estimate of the

treatment effect for that unit. This leads to the familiar statistical idea of averaging noisy observations to

estimate a target estimand, e.g., the average treatment effect among all (or some subset) of the treated units.

In practice, however, exact matching is impossible. Researchers have therefore developed a variety of

methods for conducting principled causal inference without exact joint covariate balance. For example,

most standard matching approaches aim for balance on the marginal distributions; researchers construct

a matched dataset, check the marginal means of the matched sets, and repeat this process if the means are

too different.

Modern methods have extended this core idea in a variety of directions. Balancing approaches (e.g.,

Hainmueller, 2012; Zubizarreta, 2015; Ben-Michael et al., 2021a) improve on this ad-hoc procedure by di-

rectly targeting approximate balance on specified features of the joint distribution. Semiparametric mod-

eling approaches, such as doubly robust (Robins et al., 1994; Rotnitzky et al., 1998), double machine

learning (Chernozhukov et al., 2018), targeted maximum likelihood estimation (Van Der Laan and Ru-

bin, 2006), and outcome modeling methods (e.g., Hill, 2011) use model-assisted averages to target the

estimand of interest, leading to provably efficient and unbiased estimates if the models perform reason-

ably well.

Thesemodernmethods produce effective causal estimates by targeting overall objectives across all units,

such as overall covariate balance or good model fit. In doing so, however, they lose many of the simple

intuitions underlying exact matching. In this paper, we build on a body of literature that focuses on the

original spirit of exact matching. We provide four opinionated maxims for methods in this literature:

1. Distances should be intuitive
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2. Matches should be local

3. Overlap should be known

4. Estimates should be transparent

and we directly construct Caliper Synthetic Matching (CSM) to effectively and clearly address each of

these ideas.

CSMmay be viewed as an extension toCoarsened ExactMatching (CEM; Iacus et al., 2012), a popular

method that coarsens1 continuous covariates before exactly matching observations on these coarsened co-

variates. As a result, CSM inherits and improves upon the Monotonic Imbalance Bounding (MIB; Iacus

et al., 2011) properties of CEMwhile preserving its intuitiveness.

The rest of the paper proceeds as follows. In Section 1.2, we provide background and motivate CSM

with a toy example. In Section 1.3, we construct CSM in a stepwise manner to address the four maxims

proposed above. We thendiscuss the properties ofCSMinSection1.4. In Section1.5,we conduct a variety

of simulation studies to illustrate how CSM performs compared to other observational causal inference

methods. Finally, we step through an applied example in Section 1.6 to demonstrate how CSM may be

used on a real dataset.

1.2 Background

1.2.1 Setup

Suppose we have n independent and identically distributed observations, with nt treated units and nc

control units. For each unit i, let Zi ∈ {0, 1} denote its binary treatment status, Yi ∈ R denote its

observed real-valued outcome, and Xi ≡ {X1i, . . . ,Xpi}T ∈ Rp denote its p-dimensional real-valued co-

1E.g., splitting an age covariate into four buckets: 0-25, 25-50, 50-75, 75+.
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variate vector. We use the potential outcomes framework and denote the observed outcome for unit i as

Yi ≡ (1 − Zi)Yi(0) + ZiYi(1), for potential outcomes Yi(1) and Yi(0) under the stable unit treatment

value assumption. We make the standard conditional ignorability assumption:

(Y(1),Y(0)) ⊥⊥ Z | X,

so that conditioning on the observed covariates is sufficient to identify the causal effect of Z. Under a

population sampling framework, we write εi ≡ Yi(Zi)− fZi(Xi), where f0(X) ≡ E[Y(0)|X] and f1(·) ≡

E[Y(1)|X] are the true conditional expectation functions of the potential outcomes under control and

treatment, respectively. We write the set of all treated units’ indices as T = {i : Zi = 1}, the set of all

control units’ indices as C = {i : Zi = 0}, and the set of the indices of the control units matched to

treated unit t as Ct = {i : unit i is matched to unit t}. Finally, we denote the size of a set S as |S|.

In this paper, we will focus on estimating the Sample Average Treatment effect on the Treated (SATT):

τ =
1
nt

∑
j∈T

Yj(1)− Yj(0).

Under a population sampling framework, the SATTapproaches the overall PopulationAverageTreatment

effect on the Treated (PATT) as the number of treated units increases. While matchingmethods can easily

be extended to estimate sample and population average treatment effects (SATEs and PATEs), we focus

on the SATT to clarify key ideas and simplify exposition.

1.2.2 Motivation: the spirit of exact matching

To motivate the importance of locality and joint balance, we provide a pair of toy examples. Figure 1.1

plots the covariatesX1 andX2 of control units ci and treated units tj. The colors and contours visualize the

response surface f0(·). To conduct causal inference, we use the observed outcomes of the control units ci
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(a) Toy Example 1 (b) Toy Example 2

Figure 1.1: Toy examples demonstrating utility of locality and joint balance.

to impute the unobserved counterfactual outcomes of the treated units tj.

Example 1 (Figure 1.1a) illustrates the dangers of “unknownunknowns.” In Example 1, accurate causal

inference is not possible due to a lack of overlap; we cannot accurately impute outcomes for t1 and t2 be-

cause we do not observe any nearby evaluations of f0(·). Many causal inference methods, however, would

fail to acknowledge this problem. For example, a matching or balancing approach may exactly balance

both X1 and X2 on the margin by assigning weights of 1 to all four units. Similarly, an outcome model

may fit a flat response surface to the observed outcomes of c1 and c2. Because the usual marginal balance

checks and outcome models appear good, the analyst is left unaware that these analyses significantly un-

derestimate counterfactual outcomes, i.e., overestimate the SATT. Approximate exact matching would

also fail here, as there are no control units close to the treated units. Failing to find local matches, however,

would alert the analyst to “known unknowns,” i.e., a lack of overlap which may lead to biased estimates.

Example 2 (Figure 1.1b) highlights the role of transparent local matches. Because f0(·) is smooth, using

only the outcomes of local control units (i.e., controls c3 and c4 within the dotted circles) leads to accu-
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rate counterfactual estimates. Local matches also produce transparent estimates; unlike using a black-box

outcome model, it is immediately clear how each control unit contributes to each treated unit’s counter-

factual estimate. Finally, local matches encourage joint balance. In Example 2, assigning weights of 1 to c1

and c2 again leads to perfect marginal balance. Clearly, however, it is worth sacrificing some marginal bal-

ance to upweight c3 and c4, since doing so greatly improves joint balance and the resulting treatment-effect

estimates.

These toy examples illustrate how following “the spirit of exact matching” by finding local matches can

help both improve causal estimates and diagnose when they may be biased. In some situations, focusing

on joint balance in this way is unnecessary or even harmful; for example, if the conditional expectation

function is additive in its covariates, i.e., if f0(X) =
∑p

j=1 gj(Xj) for functions gj(·) : R → R, marginal

balance suffices (Zubizarreta, 2015). In such settings, attempting to balance the full joint covariate distri-

bution is excessively conservative, as it protects estimates from bias that does not exist (e.g., bias due to

imbalances in all covariate interactions).

Observational causal inference, however, is often conducted in settingswhere little is knownor assumed

about f0(·), and there are many covariates which may interact with each other in unknownways. Because

we cannot visually assess joint balance inmore than a few dimensions, researchers are advised to check low-

dimensional summaries, e.g., marginal means and two-way interactions, to build intuition for whether

covariate imbalance is a concern. While these low-dimensional summaries help identify significant de-

partures from joint covariate balance, they cannot confirm when joint balance is approximately achieved,

particularly when there are many covariates and possible interactions. The toy examples illustrate how,

in these settings, leveraging local matches protects analyses against bias that may be otherwise difficult to
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detect or diagnose.

1.2.3 Relatedwork

Matching methods have a long history in observational causal inference (Stuart, 2010). Rather than at-

tempt an exhaustive review, we briefly trace how these methods have operationalized the spirit of exact

matching over time and provide details in Section 1.3 as we develop the method introduced in this paper.

Early work in matching incorporated locality via nearest-neighbor (Rubin, 1973), caliper (Cochran

and Rubin, 1973; Rosenbaum and Rubin, 1985b), and radius matching (Dehejia and Wahba, 2002) ap-

proaches. These methods were typically combined with dimension reduction, e.g., via propensity scores

(Rosenbaum and Rubin, 1983), to circumvent the challenge of near-exact matching with multiple covari-

ates, though some approaches, e.g., Mahalanobis distance matching (Rubin and Thomas, 2000), directly

operated on a scaled version of the original covariate space. To evaluate their matched sets, researchers

would typically conduct iterative balance checks, revising their matching scheme if it led to poor marginal

mean balance.

To circumvent the need for these iterative balance checks, Iacus et al. (2012) introduced Coarsened

Exact Matching (CEM), which we discuss in further detail in Section 1.3.2. Instead of fixing the sample

and returning the resulting level of balance, CEM fixes a user-specified level of joint balance and returns

the resulting sample. By making local matches a primary rather than a secondary criterion, CEM enjoys

the desirable transparency and joint balance properties of exact matching.

More recently, researchers have developed matching methods that flexibly learn notions of locality

rather than using user-specified defaults, as we discuss in Section 1.3.1. Genetic matching (Diamond and

Sekhon, 2013) learns to more precisely match covariates that appear to be important for overall covari-
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ate balance, while “almost-exact” matching methods for discrete (Dieng et al., 2019; Wang et al., 2021)

and continuous (Morucci et al., 2020; Parikh et al., 2022) data aim to more precisely (or exactly) match

covariates that are more predictive of the potential outcomes.

Work outside of matching has also noted the importance of locality in observational causal inference.

For example, Abadie and L’hour (2021) augments the popular synthetic controls methodology with a

penalty for using control units far from the treated unit. In a similar setting, Ben-Michael et al. (2021b)

tunes the extent to which synthetic controls may extrapolate away from the control units. More gener-

ally, Kellogg et al. (2021) explicitly trades off the bias from extrapolating beyond local matches with the

bias from linearly interpolating between distant units. While these approaches do not attempt to directly

emulate exact matching, they highlight the use of local data for principled causal inference.

1.3 Caliper SyntheticMatching

Stuart (2010) decomposes matching analyses into two phases. In the design phase, researchers select a

distance measure, use it to run a matching method, and diagnose the quality of the resulting matches. In

the subsequent analysis phase, researchers use the matched units to estimate treatment effects.

In this section, we propose a matching method that satisfies key principles from these two phases. We

construct our method in a modular fashion; at each stage, we increase the complexity of the method to

improve its use of the data. While we believe that the final proposed method simultaneously maximizes

transparency and performance, in practice researchers may make different choices at each stage to limit

complexity as necessary.

11



1.3.1 Principle 1: Distances should be intuitive

In the absence of exact matches, matching algorithms find control units as “close” as possible to their

treated counterparts to improve joint covariate balance and reduce potential bias (Rosenbaum andRubin,

1985a). For matching, one popular distance measure is propensity score distance:

d(e)(Xi,Xj) = |e(Xi)− e(Xj)|, (1.1)

where the propensity score e(·) = P(Zi = 1 | Xi) represents the probability that a unit is treated, given

its covariates (Rosenbaum and Rubin, 1983).

While matching units with similar propensity scores leads to principled causal estimates, it does not

construct intuitive matched sets. Propensity score distance is not formally a distance metric onRp,2 so it

can violate our natural understanding of “closeness.” For example, two units that are “close” in terms of

propensity score distance may have very different covariate values. If a researcher matches two such units,

it can be unclear whether they should trust this match, fit a better propensity-score model, or find a closer

propensity-score match.

Formal distance metrics provide a more natural approach for assessing similarity between units. Re-

searchers are generally familiar with the covariates in their data, so directly attaching a distance metric to

the space of covariates builds upon existing intuitions. Multidimensional distance metrics typically take

the form of a scaled Euclidean (i.e., L2) distance metric:

d(2)V (Xi,Xj) =
√
(Xi − Xj)T(VTV)(Xi − Xj) (1.2)

2For example, d(e)(Xi,Xj) = 0 does not imply thatXi = Xj. For a simple introduction to distance metrics on
Rp, see Appendix A.2.1.
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or scaled L∞ distance metric:

d(∞)
V (Xi,Xj) = sup

k=1,...,p
|V(Xi − Xj)|k, (1.3)

for a given p × p symmetric positive definite matrix V. The matrix V scales the raw differences in the

covariates and their two-way interactions. For example, ifV11 were large, then the resulting distancemetric

would magnify, i.e., upweight, differences in the first covariate.

A variety of scaled distancemetrics have been proposed in the literature. One popular scaledL2 distance

metric is Mahalanobis distance, which uses VTV = Σ−1, the inverse covariance matrix estimated from

the control group (Rubin, 1980). Other L2 approaches restrict the scale matrix VTV to be diagonal and

directly estimate its optimal value. For example, genetic matching (Diamond and Sekhon, 2013) uses

the diagonal scale matrix which maximizes a given covariate balance metric. Matching After Learning to

Stretch (Parikh et al., 2022) selects the diagonal scalematrix whichminimizes the resulting predictive error

over a hold-out training set, and the synthetic controlmethod (Abadie et al., 2010) selects the diagonal scale

matrix which minimizes the resulting predictive error across hold-out outcome variables in a time-series

setting.

In this paper, we let V be a diagonal matrix implicitly determined by a given covariate-wise caliper, as

formalized in Proposition 1.4.1. We consider both scaled L2 and scaled L∞ distance metrics, though we

note that L∞ metrics can be particularly intuitive in higher dimensions. Specifically, with L∞ metrics,

coordinates are “independent” in the sense that changing any non-maximal absolute difference in coordi-

nates between two units does not affect the L∞ distance between them. This is naturally related to the

Monotonic Imbalance Bounding (MIB; Iacus et al., 2011) property, which we discuss in Section 1.4.1.
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1.3.2 Principle 2: Matches should be local

Given a chosen measure of “closeness,” there are many ways to select the closest matched units. One pop-

ular approach is nearest-neighbors matching, where each treated unit is matched with the control unit(s)

closest to it. This can be done either greedily for each treated unit (Rubin, 1973) or optimally over all

treated units (Rosenbaum, 1989).

While nearest-neighbors approaches are intuitive, they can quietly fail to achieve covariate balance.

Nearest-neighbors approaches guarantee that each treated unit is matched with its closest controls, but

the closest controls may still be quite far. Large distances between treated units and their matched con-

trols, i.e., low match quality, can lead to poor joint covariate balance.

Tocombat this problem,manymethods apply calipers coupledwithnearest-neighbormatching. Calipers

are a distance c beyond which matches are forbidden, so they modify the distance metric as:

d(Xi,Xj) =


d(Xi,Xj) if d(Xi,Xj) ≤ c

∞ if d(Xi,Xj) > c

Using calipers, nearest-neighbor approaches can avoid problems associatedwith poormatch quality, using

the closest matches only if they are “close enough.”

In this paper, we directly use all control units within a given L∞-norm caliper of each treated unit,

maximizing the number of local matches used to produce causal estimates. This is known as radiusmatch-

ing (Dehejia and Wahba, 2002), though previous proposals used propensity score distances. We relegate

discussion of caliper selection to Appendix A.1.1.

Using all units within a given L∞-norm caliper has strong connections to Coarsened Exact Matching

(CEM) (Iacus et al., 2012). In CEM, continuous variables are first coarsened into discrete bins, e.g., an
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age variable may be coarsened into the bins 0-25, 25-50, 50-75, and 75-100. Observations are then ex-

actly matched on their coarsened covariates. Using L∞ calipers generalizes this idea of exact matching on

coarsened covariates, as we discuss in further detail in Section 1.4.5.

1.3.3 Principle 3: Overlap should be known

An important step in any matching procedure is to assess the resulting matches. Marginal balance checks

may reveal significant departures from joint balance but cannot confirm when joint balance is approxi-

mately achieved, as demonstrated inToy Examples 1 and 2. Checking low-dimensional summaries of joint

balance also fails to assess overlap or identify subsets of the treated units for which it may be easier or more

difficult to estimate treatment effects, leaving room for potential challenges with overlap and “unknown

unknowns.”

Using a distance-metric caliper, on the other hand, directly ensures good covariate balance (e.g., see

Proposition 1.4.2), so practitioners no longer need to assess it (Iacus et al., 2012). The resulting loss of

data, however, can significantly change the target estimand. Calipers identify treated units that do not

have close matches, i.e., the treated units that have poor overlap with the control units. Dropping these

difficult-to-match units improves the quality of the resulting estimate but changes the estimand from the

SATT to the feasible sample average treatment effect (FSATT):

τF =
1
|F|

∑
t∈F

Yt(1)− Yt(0),

whereF denotes the set of indices of treated units with at least one control unit within caliper c, i.e.,F =

{t ∈ T : ∃ j ∈ C with d(∞)
V (Xt,Xj) ≤ c}.

To target the SATT, we assign each treated unit t an adaptive caliper ct. We let ct = max{c, dt}, where c
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is a global caliper and dt = minj:Zj=0 d(Xt,Xj) is the distance between unit t and its nearest control-unit

neighbor (Dehejia and Wahba, 2002). In data-rich contexts, the adaptive caliper may also be selected so

that the resulting matched sets work well with synthetic controls (introduced in the following section),

e.g., by letting ct be the smallest caliper such that treated unit t has p+ 1 within-caliper controls.

Adaptive calipers ensure that every treated unit receives at least one match, allowing the resulting es-

timate to target the SATT. The wider calipers, however, lead to lower-quality estimates. We assess this

estimate-estimand tradeoff using the adaptive calipers, creating balance-sample-size frontier plots (King

et al., 2017) to show how dropping poorlymatched treated units affects both potential bias and the SATT

estimate for the remaining sample. We also summarize characteristics of units with different ct values to

better understand regions with poorer overlap.3 Overall, rather than using diagnostic plots to attempt

to assess joint balance using low-dimensional summaries, we use plots to clearly characterize the estimate-

estimand tradeoff, allowing researchers to qualitatively assess the potential bias they are willing to accept

to estimate the SATT.

1.3.4 Principle 4: Estimates should be transparent

Givenmatched units from the design phase of a matching analysis, the final step is to produce an estimate.

With high-quality matches, the SATTmay be estimated with a simple average:

τ̂avg =
1
nt

∑
t∈T

(
Yt −

1
|Ct|

∑
j∈Ct

Yj
)
.

In practice, however, researchers typically view matching as a preprocessing step (Ho et al., 2007) before

applying outcome models, e.g., weighted linear regression, to the matched dataset to adjust for residual

3See Section 1.6 for an example of these assessments on the Lalonde dataset (LaLonde, 1986).
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covariate imbalances.

In this paper, we use the synthetic control method (SCM; Abadie et al., 2010) within matched sets.

For each treated unit t, we find convex weights, i.e., weights wjt ≥ 0 that sum to 1, for its matched control

units that minimize covariate imbalance as measured by a scaled distance metric dV(·, ·):

argmin
{wjt:j∈Ct}

dV(Xt,
∑
j∈Ct

wjtXj)

s.t.
∑
j∈Ct

wjt = 1

0 ≤ wjt ≤ 1 for j ∈ Ct,

where we have written the weight for control unit j associated with treated unit t as wjt. For consistency,

we typically use the same distance metric dV(·, ·) used for the caliper. The “synthetic control” unit for

treated unit t gets covariates
∑

j∈Ct wjtXj and outcome
∑

j∈Ct wjtYj, and the ATT estimate is taken as a

simple difference-in-means between the outcomes of the treated units and their synthetic controls:

τ̂SCt =
1
nt

∑
t∈T

(
Yt −

∑
j∈Ct

wjtYj
)
.

The setup above deviates from the traditional SCM setup in a fewways. First, while Abadie et al. (2010)

introduces SCMas a quadratic programming problemusing scaledL2 distance, we also allow SCM to also

be implemented as a linear programusing scaledL∞ distance (seeRemark ?? inAppendixA.2.7 for details).

Second, while synthetic controls are typically used in time-series settings with past outcomes as additional

covariates, we do not require the use of past outcomes in our setting. Finally, the SCM variant introduced

in Abadie et al. (2010) includes an outer optimization to learn an “optimal” scaling matrixV, whereas we

simply use theVmatrix implied by the given covariate-wise caliper, whichwewill formalize in Proposition
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1.4.1.

Using synthetic controls in the analysis phase provides two primary benefits. First, synthetic controls

are highly transparent. Because synthetic controls explicitly produce a counterfactual for each treated unit,

researchers can directly check whether each counterfactual seems reasonable. Second, synthetic controls

naturally reduce bias within calipers, since they are mathematically equivalent to linear interpolation.4

While linear interpolation over long distances can lead to bias, interpolating over short distances, such as

within a caliper, typically improves results due to the local linearity of smooth outcome functions, as we

discuss in Section 1.4.4

Wedenote theuse of synthetic controlswithin adaptiveL∞ calipersCaliper SyntheticMatching (CSM).

As previously discussed, CSM uses a scaled L∞ distance for its simplicity and its connections to exact

matching. Adapting the caliper enables clear diagnostic plots of the estimate-estimand tradeoff and syn-

thetic controls produce interpretable local bias corrections.

1.4 Properties

1.4.1 Monotonic Imbalance Bounding

Iacus et al. (2011) introduces theMonotonic ImbalanceBounding (MIB) class ofmatchingmethods. MIB

matching methods directly control covariate balance between the treated and matched control groups,

independently for each covariate.5 As a result, MIB matching methods enjoy desirable properties such as

bounded covariate imbalance and bounded estimation error, under reasonable assumptions.

4See Appendix A.2.7 for details.
5Technically, Iacus et al. (2011) defines the MIB property with respect to a particular function of the data and a

particular discrepancy measure. In the manuscript, however, the authors casually describe methods as MIB if they
are MIB with respect to all covariate-wise absolute differences between matched units. We use this convention here
and relegate further discussion of technical MIB details to Appendix A.2.3.
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Distance-metric calipermatchingmethods areMIBas long as the caliper for each covariatemaybe tuned

without affecting the caliper for any other covariate (Iacus et al., 2011). Any such covariate-wise caliper

can be satisfied by a scalar caliper on an appropriately scaled distance metric. For example, if p = 2 and

we want to ensure |Xt1 − Xj1| ≤ 2 and |Xt2 − Xj2| ≤ 5, we may define V =

 1
2 0

0 1
5

 so that restricting

d(∞)
V (Xt,Xj) ≤ 1 satisfies the desired caliper. This idea is formalized by Proposition 1.4.1.

Proposition 1.4.1. Given covariate-wise caliper π ∈ Rp
+ on units t and j, for scalingmatrixV = diag{ 1

π}:

(a) d(2)V (Xt,Xj) ≤ 1 =⇒ |Xtk − Xjk| ≤ πk for k = 1, . . . , p

(b) d(∞)
V (Xt,Xj) ≤ 1 ⇐⇒ |Xtk − Xjk| ≤ πk for k = 1, . . . , p

Proof. (a) Without loss of generality, suppose for contradiction that |Xtk−Xjk| > πk for k = 1. Then:

d(2)V (Xt,Xj) =

√√√√ p∑
k=1

(Xtk − Xjk)2

π2k
≥

√
(Xt1 − Xj1)2

π21
> 1.

(b) This follows from definitions:

d(∞)
V (Xt,Xj) ≤ 1 ⇐⇒ sup

k=1,...,p
|
Xtk − Xjk

πk
| ≤ 1

⇐⇒ |Xtk − Xjk| ≤ πk for k = 1, . . . , p

Proposition 1.4.1 shows how any given covariate-wise caliper π naturally induces a scale V for the dis-

tance metric.6 Tighter calipers on a covariate imply that distances in that covariate are more important,

i.e., scaled up relative to distances in other covariates.

6Note that the choice toboundd(2)V (Xt,Xj) andd(∞)(Xt,Xj)by1 is arbitrary, e.g., boundingd
(∞)
V (Xt,Xj) ≤ 1

is equivalent to bounding d(∞)
V (Xt,Xj) ≤ c for c > 0 and V = diag{ c

π}. In Proposition 1.4.1, we choose c = 1
for simplicity.
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CSM with fixed calipers is a member of the MIB class of matching methods. With adaptive calipers,

CSM isMIB for the feasible treated units withinF but extrapolates for the other treated units, though the

adaptive calipers still provide transparency about the extent to which CSM leaves the MIB class. In the

subsequent sections, we focus on CSMwith fixed calipers, restating and clarifying some of the important

properties of MIB matching methods.

1.4.2 Bounded joint covariate imbalance

MIBmatchingmethods bound the distance between each treated unit and its matched controls, naturally

making the treated and matched-control covariate distributions similar. This similarity can be quantified

in many ways. For example, Iacus et al. (2012) shows that CEM bounds the absolute differences between

the treated and matched control units’ marginal moments and distributions.

Rather than focusing on marginal balance, we directly show how distance-metric caliper matching

methods control joint covariate imbalance. To do so, we introduce some notation. Write the empirical

joint covariate distributions of the treated and control units as:

fT(x) ≡
1
nT

∑
t∈T

δXt(x)

fC(x) ≡
1
nT

∑
t∈T

∑
j∈Ct

wjtδXj(x),

where δX(·) represents a Dirac delta function at X, i.e., δX(y) = 1 if y = X and 0 otherwise. These

empirical distributions are simply weighted sums of point masses located at the matched units’ covariates.

To demonstrate how distance-metric calipers control the difference between fT and fC, we use Wasser-

stein distance. Formally, the q-Wasserstein distance between probability distributions P and Q with dis-
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tance metric d(·, ·) is:

Wq(P,Q) = inf
X∼P
Y∼Q

E
[
d(X,Y)q

]1/q
,

where the infimum is over all couplings of P andQ, i.e., joint distributions with marginals P andQ. More

intuitively, Wasserstein distance is also known as “earth-mover’s distance”: viewing P and Q as piles of

soil each with total mass 1,Wq(P,Q)measures the minimum “cost” to move soil to make PmatchQ (or

vice-versa), where the “cost” of moving k units of soil from x to y is k · d(x, y). Wasserstein distance uses

distance metrics between points inRp to measure distance between full probability distributions onRp.

Proposition 1.4.2 now shows that radius matching bounds theWasserstein distance between fT and fC.

Proposition 1.4.2. For caliper c > 0 and a given matching method:

(a) For all t, d(2)V (Xt,Xj) ≤ c for all j ∈ Ct =⇒ W(2)
q (fT, fC) ≤ c

(b) For all t, d(∞)
V (Xt,Xj) ≤ c for all j ∈ Ct =⇒ W(∞)

q (fT, fC) ≤ c

Proof. The full proof is given in Appendix Proposition A.2.3. To illustrate the main ideas, let X(C)
t =∑

j∈Ct wjtXj denote the weighted sum of the covariates of the control units associated with each treated

unit t, and let f∗C denote the empirical joint distribution ofX(C)
t for t = 1, . . . , nT.

Notably, fT and f∗C are each constructed using nT point masses, one for each treated unit. As a result,

we may express the q-Wasserstein distance between fT and f∗C using the distance metric d(·)V (·, ·) as:

W(·)
q (fT, fC) = inf

X∼fT
Y∼f∗C

E
[
d(·)V (X,Y)q

]1/q
= inf

π

( 1
nT

∑
t∈T

d(·)V (Xt,X
(C)
π(t))

q
)1/q

,

21



where π(·) : {1, . . . , n} → {1, . . . , n} represents a permutation of n elements and the superscript onW

indicates L2 or L∞ distance. This is because the set of couplings of the empirical distributions fT and fC is

simply equivalent to the set of possible pairings of all of their nT point masses. As a result:

W(·)
q (fT, fC) = inf

π

( 1
nT

∑
t∈T

d(·)V (Xt,X
(C)
π(t))

q)1/q
≤

( 1
nT

∑
t∈T

d(·)V (Xt,X
(C)
t )q

)1/q
[Choose π(t) = t]

≤ c. [d(·)V (Xt,X
(C)
t ) ≤ c]

The last line holds because d(·)V (Xt,Xj) ≤ c for all control units j ∈ Ct, andX(C)
t is a convex combination

of the control units in Ct.

We make two remarks about Proposition 1.4.2. First, while the notation is technical, the intuition

is straightforward: distance-metric calipers control how far each treated unit’s covariates can be from its

matched controls’ covariates, and since fT and fC are weighted sums of the point masses associated with

these covariates, the calipers must also control the distance between fT and fC. Second, note that for an

exact caliper c = 0, Proposition 1.4.2 simply states that exact matching guarantees that fT coincides with

fC. In practice, however, reducing the caliper size to c = 0 drops all of the treated units, leaving the

proposition to be vacuously true, so cmust be chosen with the estimate-estimand tradeoff in mind.

Control over joint covariate imbalance naturally implies control overmarginal imbalances. For example,

Proposition 1.4.3 shows how calipers also bound the distance between the empirical means of the treated

and matched control units’ covariates, denoted X̄T and X̄C, respectively. Proposition 1.4.3 is similar to

results shown for other MIB methods such as CEM (Iacus et al., 2011), though we note that Proposition

1.4.3 directly bounds the p-dimensional distance between X̄T and X̄C rather than bounding each of the p

22



marginal distances.

Proposition 1.4.3. For c > 0, dV(·, ·) = d(2)V (·, ·) or d(∞)
V (·, ·):

For all t, dV(Xt,Xj) ≤ c for all j ∈ Ct =⇒ dV(X̄T, X̄C) ≤ c

Proof. See Appendix A.2.5.

In summary, distance-metric calipers enable precise control of joint covariate imbalance. These bounds

guarantee that observed imbalance cannot be too great, even in the worst case. This leads to a variety of

desirable properties illustrated in the following sections.

1.4.3 Bounded bias

Because MIB matching methods bound the distance between the covariates of matched units, they nat-

urally bound the distance between smooth functions f : Rp → R of those covariates as well. Recall

that we may write the control potential outcome for unit i as Yi(0) = f0(Xi) + εi. Then assuming that

f0(·) is smooth, i.e., Lipschitz (see Appendix A.2.2 for technical details about Lipschitz functions inRp),

immediately bounds the bias of any FSATT estimate produced by a method which uses distance-metric

calipers.

Proposition 1.4.4. Suppose f0 : Rp → R is Lipschitz(λ) with respect to dV(·, ·) = d(2)V (·, ·) or d(∞)
V (·, ·).

Then for any weighting procedure such that, for all t, 0 ≤ wjt ≤ 1,
∑

j∈Ct wjt = 1, and dV(Xt,Xj) ≤ c for

all j ∈ Ct, we have: ∣∣E[τF − τ̂F ]
∣∣ ≤ λc.
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Proof.

∣∣E[τF − τ̂F ]
∣∣

=

∣∣∣∣ 1
nT

∑
t∈T

(∑
j∈Ct

wjt
(
f0(Xj)− f0(Xt)

))∣∣∣∣
≤ 1

nT

∑
t∈T

(∑
j∈Ct

wjtλd(Xj,Xt)
)

≤ λc.

Proposition 1.4.4 shows that for any distance-metric caliper matching method using convex (but not

necessarily synthetic control) weights, worst-case bias is proportional to the caliper size c. Again, similar

results have been shown for otherMIBmethods such as CEM (Iacus et al., 2011). As in Proposition 1.4.2,

setting c = 0 shows that exact matching leads to unbiased estimates, but in practice we must use c > 0 to

navigate the estimate-estimand tradeoff without dropping all of the treated units.

While it is possible to estimate the Lipschitz constant λ via fitting a response surface to the data (e.g.,

Wood and Zhang, 1996; Virmaux and Scaman, 2018), this is not typically done, so λ is usually unknown

and Proposition 1.4.4 does not generate empirical bias bounds. Nonetheless, Proposition 1.4.4 illustrates

how distance-metric calipers control bias. If each treated unit is close to all of its matched controls in

covariate space, its expected counterfactual outcomemust be close to their expected outcomes, for smooth

outcome functions. As a result, any weighted average of the control units’ outcomes cannot differ too

much in expectation from the treated unit’s true counterfactual outcome, regardless of the specific form

of f0(·).
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1.4.4 Bias reduction from synthetic controls

While using distance-metric calipers bounds bias, using synthetic controls within these calipers actively

reduces bias. Specifically, synthetic controls naturally remove linear bias by conducting local linear inter-

polation.7 Thismeans that if f0(·) is linear, exact synthetic controls, i.e., synthetic controls for treated unit

t such that Xt =
∑

j∈Ct wjtXj, completely eliminate bias. Otherwise, bias is controlled by higher-order

nonlinear trends in f0(·), which are less influential within tight calipers. Proposition 1.4.5 formalizes these

ideas.

Proposition 1.4.5. Let dV(·, ·) = d(2)V (·, ·) or d(∞)
V (·, ·). Suppose f0 : Rp → R is differentiable and

Lipschitz(λ) with respect to dV. Then for a matching procedure such that for all t, dV(Xt,Xj) ≤ c for all

j ∈ Ct, if
∑

j∈Ct wjtXj = Xt for all t: ∣∣E[τ− τ̂]
∣∣ ≤ o(c).

Proof. See Appendix A.2.6.

In Proposition 1.4.5, the o(c) term represents higher-order terms which go to zero more quickly than

does the caliper c as c shrinks toward zero. In practice, shrinking c to zero drops all treated units, but the

notation highlights how implementing synthetic controls within calipers takes advantage of local linearity:

while linear interpolation of nonlinear functions across large distances can lead to significant interpolation

bias (Kellogg et al., 2021), restricting the donor-pool units to be within a caliper distance from the treated

unit reduces the impact of nonlinearities, which play a much smaller role across short distances.

Proving Proposition 1.4.5 requires some additional mathematical exposition. Specifically, we require

f0(·) to be differentiable in order to Taylor expand it with respect to the given distance metric. The result-

7See Appendix A.2.7 for further details.
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Figure 1.2: Comparison of coarsened exact matching with radius matching usingL∞ calipers. Dashed gridlines represent CEM
calipers. Shaded box represents scaled L∞ caliper around point t1.

ing expansion differs from the usual multivariate Taylor expansion, since it uses directional derivatives to

better utilize the distance-metric calipers. We provide further details in Appendix A.2.6.

1.4.5 Comparison to CEM

As discussed in Section 1.3.2, radiusmatchingmethods havemany similarities with coarsened exactmatch-

ing (CEM) (Iacus et al., 2012). Indeed, as an MIB method, CEM possesses the imbalance-bounding and

bias-bounding guarantees discussed in the previous sections.

To clarify the benefits of radius matching, Figure 1.2 visualizes the CEM caliper grid defined by a uni-

form coarsening of two covariates,X1 andX2, along with the equivalently sized L∞ caliper around treated

unit t1. Because t1 lies near a boundary defined by the covariate coarsening, CEM does not match t1 to c1,

while the L∞ caliper does. On the other hand, CEMmatches t1 to c2 because they lie in the same caliper
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grid, even though the two units lie more than one L∞ unit apart from each other. Figure 1.2 shows how,

given a fixed caliper size, CEM guarantees that treated units lie within two L∞ units of their matched con-

trols whereas the L∞ caliper guarantees the distance is no more than one unit. By centering calipers on

each treated unit, radiusmatchingmatches each treated unit to all nearby control units while guaranteeing

imbalance and bias bounds that are twice as tight as those guaranteed by CEM.

Naturally, there are tradeoffs for these improved bias bounds. Computationally, radius matching re-

quires computing distances between each treated unit and the control units, an operation of order ntnc,

unlike CEMwhich only requires a frequency tabulation of order nt + nc. Non-uniform calipers are also

slightly easier to implement via covariate coarsenings, though we argue that for many common covariates

it can be more straightforward to directly transform the covariate and use a uniform caliper rather than at-

tempting to define a non-uniform caliper.8 Overall, however, radius matching preserves the transparency

and interpretability ofCEMwhile significantly improvingon its useful bias and imbalanceboundingprop-

erties.

1.4.6 Bias-variance tradeoff

Reducing caliper sizes reduces the potential bias of the resulting SATT estimate, as shown by Proposition

1.4.4, but may increase the estimate’s variance. To formalize this idea, we introduce the (conditional)

mean-squared error for the SATT τ:

CMSE = E[(τ̂− τ)],

8E.g., rather than non-uniformly coarsening income as { $0-20k, $20k-50k, $50k-100k, $100k+ }, it may be
more reasonable to log-transform the income covariate and use a uniform caliper to avoid, e.g., concluding that an
individual earning $20k is as far from an individual earning $20.1k as they are from an individual earning $50k.
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where the expectation is implicitly conditioned on the observed covariates and treatment assignments.

Standard algebraic manipulation then shows that:

CMSE = B2 + V2

B2 =
( 1
nT

∑
t∈T

∑
j∈Ct

wjt
(
f0(Xt)− f0(Xj)

))2

V2 =
1
n2T

∑
t∈T

σ2t +
1
n2T

∑
j∈C

(
∑
t∈T

wjt)
2σ2j ,

where σi represents the population sampling variance of unit i conditional on its covariates Xi (Kallus,

2020). If we assume homoskedasticity (i.e., σi = σ) and the conditions of Proposition 1.4.4 with caliper c,

we can bound CMSE as:

CMSE ≤ (λc)2 +
σ2

nT

(
1+

∑
j∈C(

∑
t∈T wjt)

2

nT

)
. (1.4)

Equation 1.4 clarifies the relationship between caliper size and the bias-variance tradeoff. For a given

estimand, increasing the caliper size c naturally exposes the resulting estimate to more bias. On the other

hand, increasing c enables weight to be dispersed across more control units, reducing
∑

j∈C(
∑

t∈T wjt)
2,

i.e., the variance associated with the control units.

The optimal caliper size in terms of CMSE depends on the data. In settings with high overlap, overall

variance is typically dominated by the variance associatedwith the treated units, which remains unchanged

as c increases. For example, assuming homoskedasticity for a single treated unit t with matched controls

j ∈ Ct given uniform weights, the variance associated with the treated unit is σ2
1 while the variance asso-

ciated the controls is σ2
|Ct| . Increasing caliper size therefore has diminishing returns on variance reduction,

suggesting that it may typically be better, in terms of CMSE, to use smaller calipers. On the other hand,
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whenmatchingwith replacement in settings with low overlap, a single control jmay be assigned significant

weight for multiple treated units t. As a result,
∑

j∈C(
∑

t∈T wjt)2

nT may be greater than 1, so that the variance

associatedwith the control units is not dominated by the variance associatedwith the treated units. In such

settings, larger calipers may help reduce CMSE. Though it is possible to estimate and optimize CMSE by

estimating λ and σ from the data, we generally recommend that researchers select c primarily based on

domain knowledge to preserve straightforward interpretations of the resulting matched sets.

1.4.7 Inference

Variance estimation formatching procedures requires careful treatment. Bootstrapping nearest-neighbors

matching famously does not lead to consistent variance estimates (Abadie and Imbens, 2008). Intuitively,

this is because the naive bootstrap fails to reproduce the distribution of unit-level weights; the random

dropping and duplication of control observations changes the treated units’ matched sets, which affects

the total weight assigned to each control unit.9 To address these challenges, Otsu andRai (2017) propose a

weighted bootstrap procedure which resamples units along with their weights, preserving the distribution

of unit-level weights and therefore producing consistent variance estimates.

In this paper, we estimate the variance of the point estimate produced by CSM using a weighted boot-

strap based on Otsu and Rai (2017).10 The proposed bootstrap procedure is conducted as follows:

9Interestingly, for synthetic controls, duplicating a control unit does not affect the total weight assigned to it;
for each synthetic control, the same weight would simply be divided between the control unit and its duplicates.
Dropping units, however, still affects the total weight assigned to control units.

10Our procedure differs in two primary ways. First, we use synthetic control weights rather than average k-
nearest-neighbors weights. Second, we exclude the model-based bias-correction term f̂0(Xt) −

∑
j∈Ct

wjt̂f0(Xj).
While this leads to asymptotic bias, we argue that because synthetic controls minimize extrapolation bias f̂0(Xt) −
f̂0(

∑
j∈Ct

wjtXj) and calipers bound linear interpolation bias f̂0(
∑

j∈Ct
wjtXj) −

∑
j∈Ct

wjt̂f0(Xj)), this bias is well-
controlled.
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1. (Run CSM) Run CSM on the full dataset and construct synthetic control outcomes
Ysct ≡

∑
j∈Ct wjtYj for each treated unit t using the synthetic control weights.

2. (Run a wild bootstrap) For each bootstrap sample b = 1, . . . ,B:

(a) Sample wild bootstrap weightsw(b)
1 , . . . ,w(b)

nT , wherew
(b)
t = −

√
5−1
2 with probability

√
5+1

2
√
5

and
√
5+1
2 otherwise.

(b) Compute an SATT “residual” as τ̂(b) =
∑

t∈T w(b)
t (Yt − Ysct ) − τ̂, where τ̂ is the SATT

estimate computed using the non-bootstrapped dataset.

3. (Aggregate results) Use sd(τ̂(b)) as an estimate of the standard error of τ̂.

We leave the precise theoretical treatment of this procedure for future work, noting that it performs

well empirically in most of our simulations.

We highlight the computational efficiency of this bootstrap procedure. Rather than repeatedly resam-

pling and constructing local synthetic controls, the procedure constructs the synthetic controls only once

for the initial ATT estimate using the full dataset. We also note that in step 2(a), we sample wild boot-

strapweights, thoughOtsu andRai (2017) note that under standard conditions, many different bootstrap

weight distributions can lead to valid inference.

1.5 Simulation Studies

To understand how CSM performs, we consider a range of simulation studies. First, we examine a simple

simulation based on the toy examples in Section 1.2.2, where local matches tend to be important. We then

consider a few canonical simulated datasets to assess general performance.

1.5.1 Methods

We compare CSM to a variety of popular matching, balancing, outcome regression, propensity score, and

doubly robust methods, as described in Table 1.1. We use default settings for all of the algorithms to stan-
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Method class Method name Description
Baseline diff Difference-in-means estimator

match-1NN One nearest neighbor matching
match-CEM Coarsened exact matching

match-CEMb CEM using synthetic controls within
each cellMatching

match-CSMb CSM using simple averages of matched
control units

or-lm Linear model on all two-way interactionsOutcome model or-BART Bayesian additive regression tree (BART)

ps-lm Logistic model for propensity score
on all two-way interactionsPropensity score ps-BART BARTwith binary outcome (probit link)

bal-SBW1 Stable balancing weights (SBW)
on marginal means

Balancing bal-SBW2 SBW onmarginal and two-way
interaction means

dr-AIPW1
Augmented inverse propensity weighting
(AIPW) using SuperLearner on
linear models

dr-AIPW2 AIPW using SuperLearner on
machine-learning models

dr-TMLE1
Targeted maximum likelihood estimation
(TMLE) using SuperLearner on
linear modelsDoubly robust

dr-TMLE2 TMLE using SuperLearner on
machine-learning models

Table 1.1: Methods used in simulation studies. References for methods are: CEM (Iacus et al., 2012), BART (Chipman et al.,
2010), SBW (Zubizarreta, 2015), AIPW (Robins et al., 1994), SuperLearner (Van Der Laan Mark et al., 2007), and TMLE (Van
Der Laan and Rubin, 2006).
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dardize comparisons. We implement BART, TMLE, and AIPW in R using defaults from the dbarts

(Dorie, 2023), tmle (Gruber and Van Der Laan, 2012), and AIPW (Yongqi Zhong et al., 2021) packages,

respectively. The SuperLearner on linear models selects between a simplemean, linear regression, and gen-

eralized linear regressionmodels; the SuperLearner onmachine-learning models selects between the afore-

mentioned linear models, generalized additive models, random forests, BART, and XGBoost (Chen and

Guestrin, 2016). While we runmatch-CEMb andmatch-CSMb, we exclude their results from the figures

in the following sections because their performances typically lie between theperformances ofmatch-CSM

and match-CEM.

To standardize comparisons for the matching methods, for each dataset we use the distance metric im-

plied by the covariate-wise caliper generated by coarsening each numeric covariate into five equally spaced

bins, i.e., d(∞)
V for diagonalVwith entriesVkk = 5/(max(Xk)−min(Xk)). We do not tune the covariate-

wise caliper, assuming zero domain knowledge about variable importance. We conduct CEM using the

same uniform coarsening of each covariate into five bins.

1.5.2 Toy example simulation

To build intuition for situations in which CSMmay perform well, we first show results from the simula-

tion based on the toy examples in Section 1.2.2. We simulate the covariates for 50 treated units each from

multivariate normal distributions centered at (0.25, 0.25) and (0.75, 0.75), and 225 control units each

frommultivariate normal distributions centered at (0.25, 0.75) and (0.25, 0.75), all with covariance ma-

trices

0.12 0

0 0.12

. We then simulate the covariates for 100 control units uniformly on the unit square.
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Figure 1.3: Sample simulated toy dataset of nT = 100 treated units and nC = 500 control units.

We finally generate outcomes for each unit (x1, x2) as:

Y = f0(x1, x2) + Z ∗ τ(x1, x2) + ε,

where f0 is the density function for a multivariate normal distribution centered at (0.5, 0.5) with covari-

ance matrix

 1 0.8

0.8 1

, τ(x1, x2) = 3x1 + 3x2 is the true treatment effect, and ε ∼ N(0, 0.52) is ho-

moskedastic noise. Figure 1.3 plots a sample simulated dataset.

Figure 1.4 visualizes the root mean-squared error and absolute bias of the point ATT estimates gener-

atedby the variousmethods. We see thatCSMperformswell, even compared to complexmachine-learning

methods.

We emphasize that the goal of this simulation is not to demonstrate CSM’s performance, but rather

to illustrate settings in which we may expect good performance. In the toy example, the interaction be-

tween the two covariates drives both the control potential outcome function f0(X1,X2) and the implicit
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Figure 1.4: Method results on simulation based on toy example across 250 simulations.

propensity score. Because the two covariates are interacted with each other, joint covariate balance is very

important. As a result, methods that do not target joint balance or otherwise do not have access to the

interaction term between X1 and X2 perform poorly, even if they precisely balance the marginal distribu-

tions.

In summary, the toy simulation shows that CSM may perform well in settings where many variables

exhibit important interactions so that joint covariate balance is important to preserve. In such settings,

CSM produces accurate yet transparent estimates that do not require complex models or methodologies.

1.5.3 Canonical simulations

Thedatasets fromKang andSchafer (2007),Hainmueller (2012), and the 2016AmericanCausal Inference

Conference competition (Dorie et al., 2017) have canonically been used to compare methods for observa-

tional causal inference. Table 1.2 contains basic information about the settings we used for each dataset.

We refer readers to the original papers for further details.
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Dataset p nt nc
Heterogeneous
effects?

Kang & Schafer, (2007) 4 ≈ 500 ≈ 500 No
Hainmueller et al. (2012) 6 50 250 No
ACIC 2016 10 ≈ 350 ≈ 650 Yes

Table 1.2: Basic descriptions of simulated datasets. We use the Kang and Schafer (2007) simulation as‐is from the original
paper, the “high overlap” and “highly nonlinear” outcome model condition for the simulation from Hainmueller (2012), and the
“step‐function” propensity and treatment model conditions for the ACIC 2016 data using only 10 numeric covariates.

Figure 1.5: Method results on canonical simulated datasets across 250 simulations. Results for CSM highlighted in bold font.

Figure 1.5 summarizes the results of our simulations using these datasets and illustrates the tradeoffs

made by CSM. We see that CSM tends to outperform the simple matching, balancing, and outcome or

propensity-score modeling approaches, but that it is outperformed by the complex machine-learning ap-

proaches known to do well on these types of datasets (Dorie et al., 2017). CSM is designed to maximize

performance while preserving the simple intuitions underlying exact matching. Like the other matching

and balancing approaches, it also avoids the use of outcome data in the design stage of the analysis. Un-

der such constraints, it is remarkable that CSM performs nearly as well as black-box machine-learning

approaches on the Kang and Schafer (2007) and Hainmueller (2012) datasets.
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The trends in Figure 1.5 highlight key concepts regarding locality in observational causal inference. As

thenumber of covariates increases, thematchingmethods tend todeteriorate inperformance relative to the

complex modeling methods. Caliper-based matching methods only use local information. This behavior

protects them against incorrect extrapolation, but also prevents them from correctly extrapolating in cases

where overlap is unnecessary (e.g., the “toenail problem,” see Parikh et al., 2022).

In many simulated (and real) datasets, extrapolating marginal effects can improve counterfactual pre-

dictions. For example, suppose high values ofX1 are clearly associatedwith high outcomes among controls

which have low values of X2, and we would like to predict the counterfactual outcome for a treated unit

with high values ofX1 andX2. A linearmodel fit to the controls would extrapolate and assume that increas-

ing X1 always increases outcomes regardless of the value of X2, while an exact matching estimator would

suggest that we cannot make predictions for units with high values of X2. Increasing the number of co-

variates reduces overlap, which exaggerates this behavior; the simple linear model would extrapolate more

marginal trends, while the exact matching estimator would avoid estimating effects for more treated units.

Figure 1.5 shows us that this type of model-based marginal extrapolation generally improves results for

these simulated datasets, since there are few high-dimensional interactions to falsify such extrapolation.

Matching aims to produce transparent, model-free causal inferences. As shownby Figure 1.5, this trans-

parency generally comes with a cost in terms of performance. The simulations also show that while avoid-

ingmodel-based extrapolation controls bias in the worst case (e.g., Proposition 1.4.4), it can be too conser-

vative in settings where such extrapolation is helpful. Whether these costs are outweighed by the ability to

clearly explain how counterfactual predictions aremade depends on the particular causal inference setting.

Nonetheless, CSM performs competitively in these canonical simulations, making it an attractive option
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in settings where explainability is paramount.

1.6 Applied example: Lalonde (1986)

1.6.1 Background

To illustrate the diagnostic tools available to CSM, we analyze the canonical Lalonde dataset (LaLonde,

1986). The goal is to estimate the effect of a job trainingprogramonparticipants’ 1978 earnings. Measured

covariates include demographic information and past earnings, as shown in Table 1.3.

Researchers typically augment the experimental National Supported Work Demonstration (NSWD)

datawithobservational data to studywhethermethods recover the experimental difference-in-means SATT

estimate of $1,794. For this example, we use the 185 NSWD treated units studied by Dehejia andWahba

(1999) and 15,992 observational controls from the Current Population Survey (CPS) dataset. Unlike

many analyses of these data, we purposely exclude the 260 experimental NSWD control units. As seen in

Table 1.3, the treated units are, on average, quite similar to the NSWD controls, as expected for a random-

ized experiment. In this example, we focus on a more typical observational setting where we do not have

such high-quality controls.

1.6.2 Methods

To conduct CSM,we first select a distancemetric and a covariate-wise caliper. We choose to use scaledL∞

distance. We exactly match on binary covariates (X1 = indicator for black, X2 = indicator for hispanic,

X3 = marital status, X4 = degree status) and set covariate-wise calipers of 3 years on X5 = age, 1 year

on X6 = years of education, and $5,000 on X7 and X8, real earnings in 1974 and 1975, respectively.11

11Appendix A.1.1 provides guidance on caliper selection in the absence of prior preferences and domain knowl-
edge.
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Dataset

Variables NSW
(Treated)

NSW
(Control) CPS

% Black 84 83 7
%Hispanic 6 11 7
%Married 19 15 71
%No degree 71 84 30
Average age 25.8 25.1 33.2

Average years of education 10.3 10.1 12.0
Average earnings, 1974 ($) 2,096 2,107 14,017
Average earnings, 1974 ($) 1,532 1,267 13,651

Table 1.3: Marginal means of covariates in Lalonde datasets.

According to Proposition 1.4.1, for a distance-metric caliper of c = 1 this implies a diagonal scalingmatrix

of:

V = diag{K,K,K,K, 1
3
, 1,

1
5000

,
1

5000
},

whereK is a large constant ensuring that units are exactly matched on X1, X2, X3, and X4.12

We then conduct CSM using d(∞)
V as defined above. For each treated unit t, we use an adaptive caliper

ct = max{1, dt}, so that treated units without any matches within the chosen covariate-wise caliper are

matched to their nearest neighbor. We finally construct synthetic control units using the linear program

described in Appendix A.2.7 and estimate the FSATT and SATT.

1.6.3 Model Assessment: covariate balance

Our chosen distance-metric caliper results in 174 feasible treated units (out of 185 total treated units) with

at least one control within the fixed caliper c = 1. Figure 1.6 shows how marginal mean balance changes

12In general, wemay selectKi, i = 1, 2, 3, 4 to reflect the importance of exactlymatching binary covariateXi. For
example, if we set K3 = 1, we would consider two units who are exactly matched on all covariates except marital
status to be “closer” to each other than two units who are exactly matched on all covariates except X5 = age, where
they differ bymore than 3 years. In this example, we simply setKi = 1000 to force exactmatches on these covariates.
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Figure 1.6: Love plot of marginal covariate means

as we add treated units and their corresponding matched controls, in order of increasing adaptive caliper

size (not shown), until all 185 treated units are included.

The caliper ensures that the 174 feasible matched units are within 3 years of age, 1 year of education,

and $5,000 of earnings in 1974 and 1975 of each other, so by Proposition 1.4.3 average imbalance in the

respective marginal means must also be bounded at these levels. Figure 1.6 shows that observed marginal

imbalance, i.e., the distances between the red and blue lines in Figure 1.6, is actuallymuch better. This will

generally be the case in practice. The bounds in Section 1.4 provide worst-case guarantees; e.g., marginal

mean imbalance in age is at most 3 years, which occurs when every treated unit is matched to a control that

is 3 years older. More typically, imbalances can cancel out across matched sets; in Figure 3, for example,

the marginal mean imbalance in age is less than 0.2 years for the feasible units.

Researchers typically use marginal balance plots like Figure 1.6 to assess match quality. As discussed

in Section 1.3.3 and shown in Proposition 1.4.2, distance-metric calipers directly guarantee approximate
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Set of units
Mean

d(∞)
V (Xt,

∑
j∈Ct Xj)

Median
d(∞)
V (Xt,

∑
j∈Ct Xj)

ESS

Treated units N/A N/A 174
Control units
(SCMweights) 0.219 0.048 72.6

Control units
(average weights) 0.472 0.444 129.9

Control units
(1-NNweights) 0.476 0.333 67.0

Table 1.4: Effect of synthetic controls on potential bias and variance of FSATT estimate.

joint covariate balance, obviating the need for marginal balance checks to ensure validity. As such, while

Figure 1.6 visualizes the extent towhichbalance is better than this guarantee, we emphasize that its purpose

is not to assess balance but rather to help researchers assess the estimate-estimand tradeoff, as we discuss in

greater detail in Section 1.6.5.

1.6.4 Model Assessment: synthetic controls

Table 1.4 illustrates how synthetic controls impact the bias and variance of the FSATTestimate, comparing

them to two common estimation strategies which also impute the counterfactual outcome of each treated

unit t using
∑

j∈Ct wjtYj for convex weights wjt:

1. Simple average: let wjt =
1

|Ct| for each control unit.

2. One-nearest-neighbor13: let wjt =

{
1 if unit j is closest to unit t
0 otherwise

The first two columns of Table 1.4 show potential extrapolation bias (Kellogg et al., 2021). Extrapola-

tion bias captures the idea that the farther
∑

j∈Ct wjtXj is fromXt, the worse
∑

j∈Ct wjtYj may be as an ap-

proximationofYt(0). Since synthetic controls are constructedprecisely tominimized(∞)
V (Xt,

∑
j∈Ct wjtXj),

they strongly reduce potential extrapolation bias for the feasible treated units.

13If unit t has k tied-for-nearest neighbors, we assign each a weight of wjt =
1
k .
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The final column of Table 1.4 shows effective sample size (ESS) values for the Lalonde data, where we

define the ESS of a set S of units with weights wi as:

ESS(S) =
(
∑

i∈S wi)
2∑

i∈S w2
i

.

Section 1.4.6 shows that under homoskedasticity, the variances associated with the treated and control

units equal σ2
ESS(T ) and

σ2
ESS(C) , respectively, where wi = 1 for i ∈ T and wi =

∑
t∈T wit for i ∈ C. Evenly

dispersing weights across many units increases ESS, so average weights typically lead to greater ESS values,

i.e., lower variance. In this example, all three methods produce control samples with ESS values less than

the ESS of the treated units. As previously discussed, low overlap typically increases the variance of the

resulting estimate. Because nearly all of the CPS control units are very different from the NSWD treated

units, distance-metric calipers match the few high-quality control units to multiple treated units. As a

result, the resulting effect estimates are sensitive to the variance in these control units’ outcomes.

Researchersmust navigate the bias-variance tradeoff shownbyTable 1.4. In some low-data settings, syn-

thetic controls may not reduce bias enough to justify how they increase variance. Here, synthetic controls

perform quite well. Relative to averaging, they reduce mean andmedian d(∞)
V (Xt,

∑
j∈Ct wjtXj) values by

54% and 89%, respectively, while decreasing the ESS by 44%.

1.6.5 Results: FSATT and SATT estimates

Analyses of the Lalonde datasets typically show that causal-inference procedures recover estimates close to

the experimental benchmark of $1,794while naive approaches (e.g., difference-in-means, linear regression)

underestimate it. Because individuals in the CPS dataset tend to have features associated with greater

earnings (Table 1.3), naive procedures overestimate the counterfactual outcomes for the NSWD treated
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Figure 1.7: Estimate‐estimand tradeoff plot. Intervals represent 95% bootstrap confidence intervals of ($19, $3,172) for the
FSATT (left) and (‐$258, $2,946) for the full SATT (right), generated using 1,000 bootstrap samples. Maximum adaptive caliper
sizes range from 1 (for the FSATT) to 2.62 (for the full ATT).

units, i.e., underestimate their treatment effects.

Figure 1.7 visualizes the main results of our analysis. Without using the experimental controls, CSM

estimates an FSATT of $1,595, as represented by the leftmost point estimate, similar to the experimental

benchmark.14 Interestingly, as worse CPS controls are used, the ATT estimate generally decreases until

we reach the full SATT estimate of $1,344 at the far right, though we note that this decrease is negligible

compared to the uncertainty represented by the 95% bootstrap intervals.

Moving toward the right-hand side of Figure 1.7 makes an estimate-estimand tradeoff: the estimand

approaches the full SATT, but the estimate is exposed to more potential bias. If the FSATT and SATT

intervals differ significantly, it is worth exploring why this may be the case. In some settings, the infeasible

treated units may look very different from the feasible treated units, suggesting that the true FSATT and

14For the same caliper using the experimental controls along with the observational controls, the FSATT and
SATT estimates are $1,826 and $1,771, respectively.
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SATT values differ due primarily to heterogeneous treatment effects; here, we may lean more heavily on

the SATT estimate if we are interested in studying average effects across the full treated sample. In other

settings, we may see trends in how match quality deteriorates, suggesting a direction in which the SATT

estimate is biased and leading us to trust the FSATT estimate more.

In this example, we suspect that the difference between the estimated FSATT and SATT is largely due

to bias, though there is some evidence that their true values differ. Table 1.3 suggests that low-quality

matcheswould generally pairNSWD individuals with low-earning characteristics toCPS individuals with

higher-earning characteristics. For example, the worst match (where ct = 2.62) pairs a NSWD individual

with zero earnings in 1974 and 1975 to a CPS individual with more than $10,000 of earnings in both

years, naturally leading to a very negative effect estimate. Figure 1.6 shows that the marginal imbalances in

1974 and 1975 earnings grow as we add treated units, strengthening this hypothesis. On the other hand,

Figure 1.6 also shows that infeasible treated units tend to be slightly older and less educated, with greater

prior earnings, and wemay suspect lesser treatment effects for these types of individuals. While it is worth

exploring this potential heterogeneity, the clear patterns in potential bias in our SATT estimate lead us

to trust our FSATT estimate more, which suggest that for the majority of individuals, the NSWD job

training program slightly increased 1978 earnings.

1.7 Discussion

Matching methods enable researchers to simply and intuitively draw causal conclusions from observa-

tional data. In practice, however, standard matching approaches typically need to sacrifice either per-

formance or transparency to achieve results comparable to modern optimization and machine-learning

methods for causal inference. To address this challenge, this paper introduces Caliper SyntheticMatching.
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CSM builds on the spirit of exact matching by preserving four key principles: intuitive distances, local

matches, known overlap, and transparent estimates. Even so, we show that CSM can achieve compara-

ble performance to modern methods on standard benchmark datasets, particularly when many covariates

exhibit interaction effects.

CSMprovides a framework for transparent causal inference, and each stage may be extended in various

ways. Future work may reconsider the question of distance-metric and caliper selection, optimizing the

distance-metric scaling matrix V using held-out data or incorporating estimated covariate densities to op-

timize caliper lengths. Interpretable estimation methods other than standard synthetic controls may also

be used, such as the modified synthetic controls approaches proposed by Abadie and L’hour (2021) and

Ben-Michael et al. (2021b). Ultimately, CSM represents a promising addition to the toolkit for researchers

conducting causal inference using matching methods.
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2
Athlete rating in multi-competitor games

with scored outcomes via
monotone transformations

2.1 Introduction

AstandardDLMforratingathletesmodels each athlete’s observed scores as normally distributed

around their latent ability, which evolves over time. The model likelihood for the score observed from a

single athlete competing during time t takes the form:

p(yt | θt, σ2) = N(yt | θt, σ2), (2.1)

where yt is the observed score, θt is the athlete’s latent ability parameter at time t, and σ2 is the observation

variance. In this paper, we allow the latent ability parameter to evolve between time points as a normal
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random walk:

p(θt+1 | θt, σ2,w) = N(θt+1 | θt, σ2w), (2.2)

wherew is an additional parameter that controls howmuch latent abilitiesmay vary over time relative to the

observation variance. Other stochastic processes may also be considered for the evolution of latent ability

parameters, such as a mean-preserving randomwalk (Glickman andHennessy, 2015) or an autoregressive

process (Glickman and Stern, 1998). In this paper, we use a simple normal random walk rather than an

autoregressive process to acknowledge that weak athletes’ latent abilities are not likely to improve, i.e., re-

vert to the mean, when they avoid playing games over several time periods. Unlike these other stochastic

processes, the normal random walk diverges over time; in practice, however, data are typically modelled

over relatively few time points, so this phenomenon does not pose practical problems.

In a general sporting setting, we divide time into discrete rating periods, with multiple games within

each rating period and multiple athletes within each game. The choice of rating period should reflect

the structure of the data. Our model assumes that athletes’ latent abilities remain constant within each

rating period, but that they may vary between rating periods. Sports typically have regularly spaced sea-

sons which serve as natural rating period breakpoints; for example, the biathlon season spans November

through March, so we may assign the full season to a single rating period or split each season into two

rating periods to allow mid-season changes in ability. Shorter rating periods generally reduce prediction

bias, sincemore recent data is used for prediction, but they increase variance, since fewer games are used to

infer latent abilities within each period. Appendix B.1.2 provides further guidance on this bias-variance

tradeoff and illustrates how different choices of rating periods marginally affect results on real data.

Let p denote the total number of athletes in the data. Let T denote the total number of discrete rating
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periods, indexed by t = 1, . . . ,T. Finally, let nt denote the total number of observed scores within rating

period t. Athletes may compete in any number (including zero) of games within each rating period. The

data model (Equation 2.1) and innovation model (Equation 2.2) may now be rewritten in multivariate

form as:

p(yt | θt, σ2) = N(yt | Xtθt, σ2Int)

p(θt+1 | θt, σ2,w) = N(θt+1 | θt, σ2wIp).

Here, yt is thent×1 column vector of observed scores, θt is the p×1 column vector of athlete latent abilities

for rating period t, and Ik denotes the k× k identity matrix. The nt × pmodel matrix Xt simply matches

each athlete’s observed score(s) to their latent ability parameter.1

2.1.1 Addressing game effects

In practice, athlete-rating DLMs need to account for conditions that affect game scores in a manner un-

related to latent athlete abilities. For example, a hot day might make all athletes in a race run more slowly,

but the increased race times do not indicate weaker athletes. One approach to incorporate game-specific

variation is to assume game-specific intercepts as part of the outcomemodel. This approach has been used,

for example, by Glickman and Stern (1998).

Insteadof assuming game-specific intercepts,wepre-process thedataby subtracting game-specificmeans

from the observed scores. This approach avoids concerns relating to the arbitrary specification of priors

for the intercepts, which could affect downstream results. Each game-centered score ỹtg for an individual

1Temporarily suppressing the time subscript t, thematrixX has a single nonzero entry per row. Per row r, if entry
r of the column vector y corresponds to a score earned by athlete a, then Xra is set to equal 1.
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athlete in game gwithin rating period tmay then be modeled using a game-centered latent ability, as:

p(ỹtg | θt, σ2) = N(ỹtg | θt − θ̄tg, σ2).

The value θ̄tg denotes the average latent ability across all of the players in game g within rating period t.

Subtracting θ̄tg from each athlete’s latent ability adjusts for the fact that competing against a stronger pool

of opponents in a game naturally results in worse scores relative to the competition.

The variation in scores may also differ across games within a sport. For example, biathlon races vary

in length. Longer races give strong athletes more time to build a larger lead and weak athletes more time

to fall behind, increasing the observed variation in scores. Ideally, the transformation introduced in the

following section would address this issue by shrinking extreme game-centered scores toward the mean.

If the variation in scores significantly differs from game to game in a particular application, however, it

may be reasonable to additionally pre-process the scores e.g., by log-transforming them, prior to game-

centering, or (for large multicompetitor sports) by game-centering and then scaling each game’s scores to

have variance 1.

To simplify notation for vector of pre-processed, game-centered scores ỹt, we write:

p(ỹt | θt, σ2) = N(ỹt | X̄tθt, σ2Int), (2.3)

where ỹt ≡


ỹt1
...

ỹtq

 and X̄t ≡


Hnt1Xt1

...

HntgtXtgt

, for centering matricesHk ≡ Ik − 1k1Tk with 1k denoting the

k× 1 column vector with entries equal to one. For games g = 1, . . . , gt within rating period t, the ng × 1

vector of scores and ng × pmodel matrix for game g are written as ỹtg and Xtg, respectively.
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2.1.2 Addressing non-normal outcomes

In many games, we might also suspect that athletes’ game-centered scores are not normally distributed

around their game-centered latent abilities as assumed by Equation 2.3. Instead, wemay assume that some

transformation of the athletes’ scores is normally distributed around their latent abilities, so that the result-

ing model for transformed outcomes is:

p(τλ(ỹt) | θt, σ2, λ) = N(τλ(ỹt) | X̄tθt, σ2Int).

The transformation τλ(·) is a function parameterized by a vector-valued parameter λ.

In this paper, we use the monotone spline transformation from Ramsay (1988), but any monotone

transformation with a computable Jacobian would work as well. The monotone spline transformation

is a polynomial spline built from an I-spline basis (see Ramsay (1988) for more detail). For a given poly-

nomial order d and knot sequence k, an I-spline basis consists of B fixed, monotonically increasing basis

functions Ib(y | d, k), b = 1, . . . ,B. The monotone spline transformation is then constructed as a linear

combination of these basis functions:

τMS
λ (y) = λ0 +

B∑
b=1

λbIb(y | d, k),

where λ0 represents an intercept term and λ1, . . . , λB determine the shape of the transformation. We treat

λ0 as fixed, and define the transformation parameter λ as λ ≡
[
λ1 . . . λB

]T
. Note that because each basis

function Ib(·) is monotone increasing, constraining the parameters λ1, . . . , λB to be non-negative ensures

that the resulting spline transformation is also monotone increasing. Also, the sum
∑B

b=1 λb determines

the range of the monotone spline transformation function, so we constrain it to equal a constant c for

identifiability.
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Choosing the number and placement of the spline knots is generally a challenging problem. In this

paper, we simply place three interior knots at evenly spaced quantiles (James et al., 2013, Section 7.4.4).

Adding more knots increases the flexibility of the transformation, but also increases the number of pa-

rameters that will need to be optimized in our model-fitting procedure. In our application, we found that

three interior knots provided sufficient flexibility whilemaintaining computational efficiency and stability.

Appendix B.1.1 provides further guidance about knot choice.

2.1.3 Full Bayesian model

The full DLMwith transformations is therefore as follows:

p(ψt | θt, σ
2, λ) = N(ψt | X̄tθt, σ2Int) (2.4)

p(θt+1 | θt, σ2,w) = N(θt+1 | θt, σ2wIp), (2.5)

where we define ψt ≡ τλ(ỹt), the transformed, game-centered observations, suppressing dependence on λ

to simplify notation. To complete the model specification, we specify prior distributions for θ1, σ2,w, and

λ:

p(θ1 | σ2, v0) = N(θ1 | 0, σ2v0Ip)

p(σ2) = Inv-Gamma(σ2 | a0, b0)

p(w) = Half-Normal(w | s2w)

p(λ) = c ·Dirichlet(λ | α).

The hyperparameters v0, a0, b0, sw, c, and αmay be set to reflect prior beliefs about θ1, σ2, w, and λ. In the

absence of available prior information, we set v0 = 10, a0 = b0 = 0.1, and sw = 1 to keep the priors fairly
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uninformative about θ1, σ2, and w (Gelman et al., 1995). We set α to be proportional to the λ parameters

corresponding to the identity transformation, but keep
∑B

b=1 αb = 1 to keep the prior diffuse. If more

shrinkage toward the identity transformation is desired,
∑B

b=1 αb can be set to a higher value. Finally, we

set λ0 to equal the lowest score in the data and c to equal the range of the scores in the data so that the

learned transformation roughly preserves the scale of the original data.

The Dirichlet prior on λ constrains the transformation parameter λ to have nonnegative components

that sum to c. In practice, we find that using a weakly regularizing unconstrained prior for λ (Kowal and

Canale, 2020) often results in better performance:

p(λb) = N+(λb | αb, s2λ) for b = 1, . . . ,B,

whereN+ indicates a normal distribution truncated below at 0. Theoretically, the shape of themonotone

spline transformation is unidentifiable without a constraint on
∑B

b=1 λb; empirically, the mild regulariza-

tion induced by the truncated normal priors effectively addresses this issue. For this unconstrainedmodel,

we set α equal to the λ parameters corresponding to the identity transformation and control shrinkage

toward the identity transformation using s2λ. To allow maximum flexibility, we set s2λ to a large value.

Figure 2.1 displays the graphical model representing the relationships between the model parameters

{θt}t=1,...,T, σ2, w, and λ and the transformed data {ψt}t=1,...,T. Figure 2.1 displays the conditional inde-

pendences implied by Equations 2.4 and 2.5, which allowus to factor the joint distribution of our untrans-

formed data and model parameters as:

p(y1:T, θ1:T, σ2,w, λ) =

J(ψ1:T → y1:T)× p(σ2)p(w)p(λ)×
T∏
t=1

p(ψt | θt, σ
2, λ)×

T∏
t=1

p(θt | θt−1, σ2,w),
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θ1 θ2 θ3 . . .

ψ1 ψ2 ψ3 . . .

w

λ

σ2

Figure 2.1: Graphical model for DLM with transformations

where J(ψ1:T → y1:T) is the Jacobian of the inverse transformation, τ−1
λ (·). The Jacobian term is vital

to appropriately account for how the transformation rescales the data. For example, the Jacobian of the

inverse monotone spline transformation is:

JMS(ψ → y) =
B∑

b=1

λbMb(y | d, k).

The I-spline basis functions used for the monotone spline are constructed by integrating M-spline basis

functions; here,Mb(·) are theM-spline basis functions corresponding to their respective I-splines. Figure

2.2 displays the seven spline basis functions constructed for the biathlon relay training dataset we study in

Section 2.3. Figure 2.2 shows how each I-spline basis function is constructed as the integral of anM-spline

basis function.

2.1.4 Head-to-head games

While the general multi-competitor setup introduced above can be used for games with any number of

players, we introduce a slightly simpler setup for the special case of head-to-head games. In head-to-head
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Figure 2.2: Spline basis functions for biathlon relay training set

games, it is generally more natural to consider monotone transformations of score differences, which have

no direct analogues in themulti-competitor setting. Instead ofmodeling the 2gt×1 vector of athlete scores

yt, we canmodel the gt× 1 vector of score differences zt, where we subtract the second athlete’s score from

the first athlete’s score. The resulting model likelihood is:

p(τλ(zt) | θt, σ2, λ) = N(τλ(zt) | Ztθt, σ2Int).

Note that we have simply replaced the model matrix X̄t with the model matrix Zt, which we define as a

matrix with two nonzero entries per row: 1 in the column corresponding to the first athlete and -1 in the

column corresponding to the second athlete. Each observed score difference is taken as the first athlete’s

score minus the second athlete’s score, so that each transformed score difference is normally distributed

around the latent ability parameter difference between the two competing athletes.
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2.2 Model fitting

2.2.1 Model-fitting procedure

We estimate the model parameters (θ1:T, σ2,w, λ) via a two-step procedure. In our application of interest,

we would like to be able to quickly update athlete ratings (i.e., latent ability estimates) shortly after the

results from a game. While we could estimate the full posterior distribution of all of themodel parameters

after each game, this may be an unnecessarily slow and computationally expensive process. Instead, we fit

the model using the following procedure:

1. Estimate w and λ: using a training subset consisting of the first Ttrain rating periods in the dataset,
obtain estimates ŵ and λ̂.

2. Estimate θ1:T and σ2: given ŵ and λ̂, use the full dataset to obtain estimates θ̂1:T and σ̂2.

While step 1 is computationally expensive, step 2 can be implemented efficiently. When the results

from a new game become available, we can just run step 2 using the previously learned values of ŵ and λ̂

to quickly update ratings.

We first describe step 2, the final estimation of θ1:T and σ2. Given fixed values for w and λ, we can

transform the full dataset using tλ(·) and then use standard Kalman filter equations for a model with an

unknown constant variance parameter to estimate the posterior distributions of θ1:T and σ2 (Prado and

West, 2010, Section 4.3.2). The posterior distributions of θt and σ2 after each time step t can be expressed

as:

p(θt | σ2,w, λ,ψ1:t) ∼ N(θt | mt, σ2Vt)

p(σ2 | w, λ,ψ1:t) ∼ Inv-Gamma(σ2 | at, bt),
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wheremt,Vt at, and bt are computed using the transformed data as:

Vt = ((Vt−1 + wIp)−1 + X̄T
t X̄t)

−1

mt = Vt((Vt−1 + wIp)−1mt−1 + X̄T
t ψt)

at = at−1 +
1
2
nt

bt = bt−1 +
1
2
[mT

t−1(Vt−1 + wIp)−1mt−1 + ψTt ψt −mT
t V−1

t mt]

= bt−1 +
1
2
(ψt − X̄tmt−1)

T(Int + X̄t(Vt−1 + wIp)X̄T
t )

−1(ψt − X̄tmt−1),

where we initializeV0 = v0 · Ip andm0 = 0.

It is worth noting that theVtmatrix allows the variance of θt to vary from athlete to athlete as a function

of sample size. Athletes with many observed scores in a particular rating period will have less posterior

uncertainty around their latent ability parameter for that period. The observation variance parameter σ2,

on the other hand, is drivenby residual variation across all athletes, as demonstratedby theupdate equation

for bt. Finally, we note that under this framework, if an athlete does not compete in a given time period,

the estimated mean of their latent ability parameter does not change. The variance of their latent ability

parameter, however, still increases by w · σ2 to reflect the increased uncertainty about their current ability.

To estimate w and λ for step 1, we use the marginal posterior density of w and λ where θ1:T and σ2 are

integrated out, which can be expressed in closed form (up to a normalizing constant) as:

p(w, λ | y1:Ttrain) ∝ J(ψ1:Ttrain
→ y1:Ttrain)p(w)p(λ)

Ttrain∏
t=1

p(ψt | ψ1:t−1,w, λ)

for the priors on w and λ and posterior predictive densities:

p(ψt | ψ1:t−1,w, λ) = t2at−1(ψt | X̄tmt−1,
bt−1

at−1
[Int + X̄t(Vt−1 + wIp)X̄T

t ]),
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where the Vt, mt, at, and bt values are all computed using the Kalman filter as described above. We can

obtain samples of w and λ from p(w, λ | y1:Ttrain) using standard Markov Chain Monte Carlo (MCMC)

methods. We implement our model in Stan (Stan Development Team, 2021), which uses Hamiltonian

Monte Carlo and a no-U-turn sampler (Hoffman et al., 2014).

In practice, we can instead take a maximum a posteriori (MAP) approach using standard optimization

routines to greatly reduce the computational burden. Note that each evaluation of p(ψt | ψ1:t−1,w, λ)

for t = 1, . . . ,Ttrain in the marginal posterior density p(w, λ | y1:Ttrain) requires a Kalman filter to be run

on the full training dataset. MCMC sampling requires many such likelihood evaluations, so even though

eachKalmanfilter run is relatively efficient,MCMCsampling ultimately requires significant computation.

For most applications, however, we are only interested in estimating reasonable values for w and λ, not in

conducting full Bayesian inference on them; as such, it often makes sense to simply find the posterior

mode of p(w, λ | y1:Ttrain), which requires fewer evaluations of p(ψt | ψ1:t−1,w, λ) for t = 1, . . . ,Ttrain.

Importantly, integrating θ1:Ttrain and σ2 out of the posterior instead of maximizing p(w, λ, θ1:Ttrain , σ2 |

y1:Ttrain)with respect to each parameter produces a better-informed posterior mode of w and λ.

Any nonlinear optimization algorithm can be used to obtainMAP estimates. For the constrained opti-

mization (with aDirichlet prior on λ), we choose to use theAugmented LagrangianAdaptive BarrierMin-

imization Algorithm (Varadhan, 2015). For the unconstrained optimization (with normal priors on the

λb parameters), we find that theNelder-Mead algorithm (Nelder andMead, 1965) generally gives themost

stable results, though the L-BFGS algorithm (Liu and Nocedal, 1989) is much faster in practice. While

these optimization-based approaches may theoretically get stuck in local modes, we find that in practice

they produce reasonable and effective results.

Full implementation details for our model-fitting procedure can be found in Appendix B.1.1, and a
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simulation study confirming appropriate parameter recovery can be found in Appendix B.2.

2.2.2 Smoothing

The Kalman filter equations produce estimates of the filtered latent ability parameter distributions p(θt |

ψ1:t, σ
2, λ). In the second stage of themodel-fitting procedure, wemay alsowish to calculate the smoothed

latent ability parameter distributions p(θt | ψ1:T, σ
2, λ), where the full dataset informs each latent ability

parameter estimate. The Rauch-Tung-Striebel smoother (Rauch et al., 1965) provides a simple algorithm

for doing so. We can compute the smoother updates as:

p(θt | ψ1:T, σ
2, λ) = N(θt | ms

t, σ2Vs
t)

for:

ms
t = mt + St(ms

t+1 −mt)

Vs
t = Vt + St(Vs

t+1 − Vt − wI)STt

for scaling matrix St = Vt(Vt + wI)−1, where the mt and Vt values are the original mt and Vt values

computed using the Kalman filter equations. The smoother updates are computed starting from rating

period t = T backwards to rating period t = 1, starting fromms
T = mT andVs

T = VT.

2.3 Empirical results

2.3.1 USOPC athletic data

We illustrate our model on a variety of Olympic sport datasets provided to us by the US Olympic and

Paralympic Committee. The data roughly span from 2004 to 2019 and include the score outcomes from

selected national and international competitions. We briefly describe each dataset below:
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Biathlon The biathlon data come from the men’s 20km individual biathlon and the men’s 4× 7.5

km relay. In the 20km biathlon, athletes ski a cross-country track between four rifle-shooting rounds.

In each shooting round, they shoot at five targets. Each miss incurs a penalty, which may be extra time

added or a penalty skiing lap, depending on the particular race’s rules. The biathlon relay is similar, with

two shooting rounds per relay leg. In both competitions, athletes compete to finish the race as quickly as

possible, so we use each athlete’s total time (in seconds) as their score.

Diving The diving data come fromwomen’s 3m springboard. In diving competitions, athletes receive

scores for each of their dives in a round. After each round of diving, only the top-scoring athletes may

qualify for the next round. Only the scores from the final round of competition are recorded, so we use

these scores as the game outcomes.

Fencing The fencing data come from women’s sabre fencing. In each bout, the first athlete to score

fifteen points wins. We record the score difference between the two athletes as the outcome of each game.

Rugby The rugby data come frommen’s rugby sevens. We record the score difference between the two

teams as the outcome of each game.

Table 2.1 summarizes the dimensions of the five datasets. We see awide range in the numbers of athletes

and events across the five sports. For example, the biathlon dataset contains over 700 individual athletes

who compete in only one or two largemulticompetitor events per rating period, with each event averaging

over 100 competitors. At the other end of the spectrum, the rugby dataset contains only 90 national teams

that compete inmanyhead-to-head games across the 71 ratingperiods. In the individual-competitor sports

(i.e., biathlon, diving, fencing), there is significant right skew in the number of events per athlete; most

athletes in the data compete in only a couple of events, but some athletes compete in many events. The
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Sport Athletes T Events Avg. Athletes
Event Min. Events

Athlete Med. EventsAthlete Max. Events
Athlete

Biathlon 703 31 56 106 1 4 49
Biathlon Relay 30 31 80 18.6 1 60 80
Diving 459 32 218 15 1 3 80
Fencing 489 35 5806 2 1 14 361
Rugby 90 71 6639 2 5 57 784

Table 2.1: Summary table of sport dataset dimensions, containing number of athletes, number of rating periods, number of
events, average number of athletes per event, and minimum/median/maximum number of events per athlete.

teams in biathlon relay and rugby tend to compete more consistently.

For the multicompetitor sports of biathlon, biathlon relay, and diving, we divide the sixteen years of

data into biannual (i.e., six-month-long) rating periods, resulting in roughly 30 rating periods. The head-

to-head sports of fencing and rugby naturally have more games, so we divide them into quarterly (i.e.,

three-month-long) rating periods.2 Choosing a shorter rating period allows more flexibility for athlete

abilities to change, but reduces the number of games that can be used to infer abilities within the rating

period. The results shown in this section are generally robust to the choice of rating period (see Appendix

B.1.2 for details).

2.3.2 Model fitting and validation

We fit our unconstrained model to the biathlon, biathlon relay, diving, fencing, and rugby datasets. We

conduct full MCMC (four chains, 1000 burn-in iterations, 1000 samples) as well as MAP estimation us-

ing the Nelder-Mead and L-BFGS optimization algorithms. To assess the convergence of our MCMC

estimates of the posterior distributions of w and λ, we check trace plots and the R̂ diagnostic for Hamilto-

nianMonte Carlo. Visual inspection of the trace plots does not suggest any evidence of non-convergence,

and R̂ is nearly equal to one for all model parameters. TheNelder-Mead and L-BFGS algorithms converge

2The fencing data starts in 2010 rather than 2004, so there are only 35 total rating periods.
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Figure 2.3: Comparison of algorithms for estimating λ. Dotted line represents the identity transformation, y = x.

under default convergence tolerances.

Before examining the DLM results, we first confirm that the MAP estimates produce similar results as

fullMCMC. Figure 2.3 compares the posteriormean of the transformations learned using fullMCMC to

the transformations learned using MAP with the Nelder-Mead and L-BFGS algorithms. We see that the

learned transformations are essentially the same across all three algorithms for all five sports. The learned

w parameters (not shown) are also very similar. As a result, using MAPmethods rather than full MCMC

doesnot significantly impactmodel performance,while it can lead to significant speedups. For example, for

the biathlon dataset (~6000 observations from ~700 athletes over ~60 events), full MCMC took roughly

8 hours, but the Nelder-Mead optimization took only 30 minutes, and L-BFGS converged in less than

one minute (all on a laptop with an Intel Core i7-8550U CPU). To simplify assessment, visualization,

and discussion of our results, we will focus on the transformations estimated using full MCMCmoving

forward, though results are naturally similar for the transformations estimated using MAP.

60



Figure 2.4: Q‐Q plots of test‐set residuals compared to standard normal quantiles

Next, we assess the fit of the DLM on our transformed datasets. To do so, we use the first two-third

rating periods as a training set to learn an appropriate transformation and leave the last one-third rating

periods as a test set. We then visualize (ψt − X̄tmt−1), i.e., the one-step prediction residuals, on the test

set. If the learned transformation is effective, the residuals should be approximately normally distributed.

Figure 2.4 shows Q-Q plots of standardized test-set residuals against standard normal quantiles. While

the residuals show some slight outliers at the extremes, they are largely normally distributed. The learned

transformations thus appear to produce reasonable fits of the standard DLM to these datasets.

2.3.3 Case studies: biathlon and rugby

We use the biathlon and rugby datasets to illustrate the results from our model. For both datasets, we

learn an unconstrained monotone spline transformation using MCMC, transform the dataset, and run

the Kalman filter on the transformed data.

Figure 2.5 shows the smoothed biannual latent ability point estimates for the 25 biathletes with the
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Figure 2.5: Smoothed estimated means of ability parameters of 25 biathletes with the most races entered, over time. 90%
central posterior interval shown for Ole Einar Bjørndalen and Martin Fourcade.

most biathlons entered. In the biathlon, low race times are better, so negative ability parameters indicate

strong athletes. Of the visualized latent ability trajectories, two stand out, and Figure 2.5 additionally

shows their 90% central posterior probability intervals. The trajectory in blue belongs to the “King of

Biathlon,” Ole Einar Bjørndalen, the winningest biathlete of all time at the Olympics, Biathlon World

Championships, and the BiathlonWorld Cup tour. Though the scope of our dataset does not include the

start of his career in the 1990s, the model clearly notes his dominance in the early 2000s. The trajectory

in red belongs toMartin Fourcade, who began serious international competition in 2008 (hence the wide

probability intervals prior to 2008) and proceeded to put together a record-breaking string of seven overall

World Cup titles in a row from 2011 to 2018. Bjørndalen and Fourcade are the two names considered in

discussions of the greatestmale biathlete of all time. Ourmodel notes Fourcade’s quick rise to prominence,

projecting that he would begin to outperform Bjørndalen as early as 2009, though interestingly it never

projects Fourcade’s latent ability to exceed Bjørndalen’s peak latent ability in 2005.
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Figure 2.6: Smoothed estimatedmeans of ability parameters and 90% central posterior intervals shown for Fiji andNewZealand
national teams.

Figure 2.6 shows the smoothed quarterly latent ability point estimates and corresponding 90% poste-

rior intervals for the national rugby teams of Fiji and New Zealand, two countries popularly known for

their strong rugby teams. Here, more positive latent ability estimates represent stronger teams. While the

two teams have similar estimated strengths during the time span of the data, we see that the model briefly

estimates New Zealand to be significantly stronger in 2007 and Fiji to be significantly stronger in 2015.

2.3.4 Model results

Another result of interest is the monotone spline transformation learned by the DLM with transforma-

tions. Figure 2.7 displays 100 posterior transformation samples for each of the five sports, under the un-

constrained optimization. The transformations generally reflect conventional wisdom about scores from

these sports. For example, we sometimes see very slow race times in the biathlon and biathlon relay, which

occur when an athlete makes a few shooting mistakes and takes penalties. We expect to see a negative

feedback loop in the biathlon where taking penalties causes athletes to get more frustrated or tired from
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Figure 2.7: Transformations learned by DLM with transformations

penalty laps, which causes more penalties. This means that extremely slow race times may not reflect ex-

tremely poor skill. The learned transformation shrinks the very slow race times to be less extreme, which

intuitively helps tomake thembetter reflect athlete skill in the normalDLM.On the other hand, the trans-

formation learned for fencing magnifies extreme score differences. In a fencing bout, points are scored

one-at-a-time; after each touch (i.e., point scored), the fencers reset to their starting positions. This makes

very one-sided matches relatively rare, since even outmatched fencers can typically score some number of

lucky points in a match to fifteen points. The transformation notes this and indicates that when a fencer

wins by many points, they are much stronger than their opponent, even more so than the large score gap

may suggest.

Table 2.2 shows the posterior means of the
√
w and σ parameters for each of the five sports. Recall

that σ2 represents the observation variance and w represents the ratio of the innovation variance to the
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Sport
√
w σ

Biathlon 0.28 98.5
Biathlon relay 0.22 71.6
Diving 0.40 49.7
Fencing 0.06 3.2
Rugby 0.18 14.5

Table 2.2: Posterior means of variance parameters. Note that the σ parameters are on the scale of the transformed data rather
than the original scale of the data.

observation variance, so σ and σ
√
w would represent the observation and innovation standard deviations,

respectively. For example, in the biathlon data, themodel estimates that the innovation standard deviation

is approximately 28% as large as the observation standard deviation of 98.5. We make two notes about

the
√
w values estimated in these datasets. First, we see that

√
w < 1 in all five datasets, i.e., that the

athletes’ period-to-period variability in their latent abilities is generally much smaller than the game-to-

game variability in their scores. The competitors in our datasets are all professional-level athletes. As such,

while they may still improve or worsen over time, their game scores are largely driven by how well they

perform in each particular game rather than by major changes to their skill level. Secondly, we note that

the
√
w values vary across sports. In addition to capturingperiod-to-period variability, the value of

√
w also

reflects the extent to which skill, rather than random chance, appears to drive game results; for example, a

game with results driven almost entirely by skill would have minimal game-to-game variation, i.e., σ ≈ 0,

so any period-to-period variation in athlete abilities would imply a large value of
√
w. The results in Table

2.2 therefore suggest that of the five sporting events, the results from diving competitionsmay be themost

driven by skill. On the other hand, the random chance associated with particular performances appears

to play a significant role in the outcomes of fencing bouts, which has been noted by other sources as well

(e.g., Zappalà et al. (2022)).
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2.3.5 Comparing rating methods

To evaluate the DLM with transformations, we compared the accuracy of its predictions to predictions

made by other models for multi-competitor and head-to-head athlete rating. Formulti-competitor sports,

we compared theDLMwith transformations (LM-T) to theDLMwithout transformations (LM) and the

dynamic rank-order logit model (ROL) from Glickman and Hennessy (2015). For head-to-head sports,

we compare to the Glicko rating system (GLO;Glickman, 1999). We use the first two-third rating periods

in each dataset as a training set to tune the model hyperparameters w and λ, fit the model on the full

dataset, and finally evaluate its predictions for the test set (i.e., the last one-third rating periods). Formulti-

competitor games, we evaluate predictions using the Spearman correlations between the observed and

predicted athlete rankings in each game. This approach was taken in Glickman and Hennessy (2015) to

evaluate predictability on a test set. We summarize these game correlations ρtg over the test set using a

game-size-weighted average (Glickman and Hennessy, 2015):

ρ =

∑T
t=⌈ 2

3T⌉
∑gt

g=1(ntg − 1)ρgt∑T
t=⌈ 2

3T⌉
∑gt

g=1(ntg − 1)
. (2.6)

Note that we limit ourselves to using rank-based metrics to facilitate comparison with the ROL model,

which predicts athlete ranking probabilities rather than scores. For head-to-head games, we evaluate pre-

dictions using the average accuracy of winner predictions in the test set.

Tables 2.3 and 2.4 show the weighted Spearman correlation (Equation 2.6) of the ranking predictions

for themulti-competitor sports and the accuracy of winner/loser predictions for the head-to-head sports.

Across the five datasets, we see some evidence that the LM-Tmodel outperforms the othermodels in terms

of predictive performance. While it is difficult to generally evaluate the relative empirical performance of
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Model
Sport LM-T LM ROL

Biathlon .64 .61 .61
Biathlon Relay .77 .75 .75

Diving .64 .62 .61

Table 2.3: Weighted spearman correlations of predictions for the 18 biathlon events, 27 biathlon relay events, and 83 diving
events in the test sets.

Model
Sport LM-T LM GLO
Fencing .70 .67 .68
Rugby .71 .72 .70

Table 2.4: Accuracy of winner predictions across the 1,785 fencing events and 2,503 rugby events in the test set.

the LM-T model with only five datasets, we see that it improves predictive accuracy across nearly all of

the datasets. The only exception is the rugby dataset, where the LM-Tmodel essentially learns an identity

transformation, so we would not expect it to outperform the LM model. The results of athletic compe-

titions are generally challenging to predict; small improvements in predictive performance, such as those

demonstrated above, can therefore be fairly valuable for generating a competitive edge.

2.4 Discussion

In this paper,we introduce anovelmodel to rate athleteswhocompete inhead-to-head andmulti-competitor

sportswith score outcomes. Using observed scores rather than rankings to rate athletes provides additional

information, which generally improves predictions in the settings we consider. We can fit themodel either

usingMCMC or anMAP approach, both which utilize the computational efficiency of the Kalman filter

to learn an appropriate transformation to apply to the score outcomes.

The simple normal DLM at the core of our model makes a variety of extensions possible. For example,

we choose to use a normal random walk as the innovation process for athletes’ latent abilities, which may
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easily be replaced by alternative innovation processes, such as a mean-preserving random walk (Glickman

andHennessy, 2015) or an autoregressive process (Glickman and Stern, 1998). Also, external covariates re-

lated to athletes (e.g., height, age, experience), events (e.g., weather conditions), and/or other factorsmaybe

assigned fixed or time-varying coefficients and straightforwardly incorporated into the normal likelihood

and innovation equations. If transforming outcomes to normality is infeasible in a particular setting, the

normal likelihood could be also extended to the likelihood of a generalized linearmodel (West et al., 1985).

Themodel introduced in this paper assumes a constant observation variance parameter σ2 for computa-

tional efficiency and conceptual simplicity. While theVt matrices enable athletes’ latent ability parameters

to have different variances based on the number of games they have played, they do not allow two athletes

who have played the same number of games in each rating period to have different variances. In the sports

settingswe consider,many athletes play only a few games,making it challenging to estimate athlete-specific

variance parameters. Future work in more data-rich settings may consider extending this model to allow

athlete-specific observation variances.

While we focus on athlete rating, our model may be used for a wide range of different problems. Dy-

namic linear models are very popular for analyzing time series data in fields ranging from engineering and

finance to health and ecology. In many of these applications, the normal likelihood in a standard normal

DLMmay bemisspecified, which can be addressed by learning an order-preservingmonotone transforma-

tion using the model introduced in this paper.

The problem of athlete rating has interested organizations and individuals alike for many years. Appro-

priately using the information contained in game scores is an important but challenging task, due to the

unusual features of score information in different games. This paper provides a general method to address

these challenges, which can be applied to a wide range of multi-competitor and head-to-head games.
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3
On power analyses for site-level treatment

effects in multisite trials

3.1 Introduction

Researchers typically powermultisite trials to estimate whether their intervention of interest

improves outcomes on average, across all sites. They can use existing tools to design multisite trials that

have high power for this overall average treatment effect (e.g., Hunter et al., 2021; Bulus et al., 2021). If

desired, researchers can also power multisite trials to detect given levels of cross-site impact variation (e.g.,

Raudenbush and Liu, 2000).

In many applications, however, it may also be important to estimate the treatment effects within in-

dividual sites. Site stakeholders, for example, are often much more interested in whether the treatment

improved outcomes within their individual site than in whether the treatment appeared to be effective

overall. Estimation of site-level treatment effects becomes particularly important when researchers sus-

69



pect substantial unmodeled impact heterogeneity across sites, which occurs in many settings (Weiss et al.,

2017).

This paper provides guidelines for researchers interested in designing multisite trials to effectively esti-

mate individual site-level treatment effects. We suggest that to achieve this goal, researchers should focus

on characterizing the average margins of error from the interval estimates produced by their estimation

method of choice, for their design of choice. We support our suggestion via a careful study of the site-

level interval estimates produced by standard methods for analyzing multisite trials, clarifying common

points of confusion regarding their interpretation. We then use a detailed simulation study to illustrate

how design factors affect average margin of error for individual site-level estimates.

To our knowledge, multisite trials research contains limited guidance on conceptualizing and calculat-

ing power for individual site-level effects. Our primary contribution leverages awide literature to construct

a simple framework for conducting power analyses in these settings, motivated by the question of whether

a prospective studymay be sufficient to detect these individual effects. We also provide a software package

to help those designing their own experiments conduct these analyses.

The paper proceeds as follows. Section 2 provides background on site-level treatment-effect estimation

inmultisite trials. In Section 3 we introduce our simulation framework andmodeling methods. Section 4

steps through an illustrative example that motivates the suggestions we make in this paper, and Section 5

elaborates via an extensive simulation study. Finally, in Section 6 we provide a useful template for a power

analysis conducted under our proposed framework, based on the Scaling Up College Completion Efforts

for Student Success initiative.
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3.2 Background

In a multisite trial, the same randomized trial is conducted within each of several sites. Rather than sep-

arately estimating the treatment effect for each site, it is well known that shrinking the noisy site-level

treatment-effect estimates toward an overall average produces a better collection of estimates in terms of

mean-squared error (James and Stein, 1961). For J total sites, this shrinkage can be motivated by the fol-

lowing mathematical framework:

τ̂j ∼ N(τj, sej), j = 1, . . . , J

τj ∼ G.

Under this framework, site-level treatment-effect estimates τ̂j are noisy realizations of true site-level treat-

ment effects τj, with observed standard errors sej. If the standard errors sej are estimated using only data

from site j, the multisite trial can be viewed as a “planned meta-analysis.” In this paper, we simply assume

that the sej values are fixed, so they can be computed using data from all sites. This accommodates a wide

range of popular models for analyzingmultisite trials, e.g., the fixed-intercepts, random coefficients model

proposed in Bloom et al. (2017). We further assume that the true site-level treatment effects τj themselves

come from somedistributionG. The assumed formof this distributionGdetermines the level of shrinkage

that should be applied to the site-level treatment-effect estimates.

3.2.1 Estimation methods

There aremany differentmethods for producing point and interval estimates of site-level treatment effects.

Thesemethods can generally be categorized using two factors: whether they are parametric or nonparamet-

ric, and whether they are completely unpooled, empirical Bayes, or fully Bayesian.
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Applied researchers typically useparametricmethods to analyzemultisite trials. EmpiricalBayes random-

effects andmixed-effectsmodels are particularly popular due to their ease of implementation (Bloom et al.,

2017), though Bayesian methods have been used in many applications as well (Rubin, 1981). The litera-

ture on random-effects meta-analysis (Higgins et al., 2009) and empirical Bayes confidence interval meth-

ods (Morris, 1983; He, 1992; Gene Hwang et al., 2009) also contains many parametric procedures for

problems similar to the analysis of multisite trials. Standard parametric methods assume G ∼ N(μ, σ2)

for unknown mean and variance parameters μ and σ2, which must then be estimated. Empirical Bayes

methods typically usemaximum likelihood and/or restrictedmaximum likelihood approaches to estimate

μ and σ, while fully Bayesian methods set parametric priors on μ and σ and either analytically derive or use

Monte Carlo Markov chain (MCMC) sampling to estimate their posterior distributions.

In recent years, semi- and non-parametric methods for this problem have received significant attention

in the theoretical literature. These methods avoid placing strong parametric assumptions on the distribu-

tion of G while maintaining the statistical properties and computational feasibility of parametric meth-

ods. Semiparametric empirical Bayes procedures flexibly estimateG from the data (Laird and Louis, 1987;

Tseng and Brown, 1997; Yu and Hoff, 2018), while nonparametric empirical Bayes methods assume a

general class of distributions forG (Ignatiadis andWager, 2022) or avoid distributional assumptions onG

entirely (Armstrong et al., 2020). Nonparametric Bayesianmethods place highly flexible priors onG, such

as Dirichlet process priors (e.g., cite some DP stuff).

In this paper, we focus on parametric empirical Bayes and Bayesian methods for analyzing multisite tri-

als, since they aremuchmore frequently used than their nonparametric counterparts. Also, some evidence

suggests that contexts typical to education, where multisite trials contain modest numbers of relatively
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small sites, do not provide enough information for nonparametric approaches to strongly outperform

parametric methods. While parametric models are relatively simple, advice for conducting power analyses

when concerned with the estimation of individual site-level treatment effects remains unclear. We aim to

clarify the use of parametric models for this task and leave the evaluation of nonparametric methods to

future work.

3.2.2 Empirical Bayes coverage

To conduct power analyses for the site-level treatment effects τj in multisite trials, we must first define

coverage for the interval estimates of the τj values. In a single-site randomized trial, standard interval esti-

mates cover the site’s true treatment effect 100(1 − α)% of the time for a given significance level α, across

(hypothetical) repeated trials. Because of shrinkage, the interval estimates produced by empirical Bayes

and Bayesian procedures generally do not have this property for the site-level treatment effects τj in multi-

site trials.1 Instead, these intervals typically possess a so-called empirical Bayes coverage property (Morris,

1983), which guarantees 100(1 − α)% coverage across the collection of τj values for all J sites, rather than

100(1 − α)% coverage for each individual site. In particular, shrinkage induces the intervals generated by

these procedures to overcover for values of τj close to the overall mean and undercover for values far from

it (Snijders and Bosker, 2011).

While this behavior is well-understood in a statistical sense, it can lead to practical confusion for site

stakeholders and research analysts alike. For example, what should a site stakeholder expect from the final

interval estimate for their particular site? Is the notion of power induced by the definition of empirical

Bayes coverage useful for the research analyst who wants to design multisite trials interested in estimat-

1Some interval estimates, such as those proposed by Tseng and Brown (1997) or Yu and Hoff (2018), satisfy
coverage for each τj, but these types of estimates are not common in the literature.
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ing site-level treatment effects? In the sections that follow, we use an illustrative example along with a

simulation study to clarify the statistical properties of empirical Bayes and Bayesian interval estimates for

multisite trials, which in turn helps to answer these questions and provide a practical path forward.

3.3 Methods

3.3.1 Simulation setup

For our simulation studies, we simulate data from a multisite trial and estimate the site-level treatment

effects τj. We simulate multisite trial data using the blkvar package in R. Specifically, we sample observed

outcomes Yij for student i in site j as:

Yij = αj + τjZij + εij

αj = α+ u0j

τj = τ+ u1ju0j

u1j

 ∼ N


0

0

 ,

σ2α ρ01

σ2τ




εij ∼ N(0, σ2y ),

where the αj are random site-level intercepts and the τj are the true site-level treatment effects. We conduct

the simulation in effect-size units, soVar(Yij | Zij = 0) = 1, i.e., σ2α + σ2y = 1. We also set ρ10 = 0 so the

intercept and treatment random effects are uncorrelated.

For simplicity, we condense the data within each site to an average treatment effect τ̂j and an estimated

standard error ŝej before applying shrinkage estimators. We let τ̂j be the simple difference-in-means esti-
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mate, τ̂j = 1
n1j

∑
i ZijYij − 1

n0j
∑

i(1 − Zij)Yij, where n1j and n0j represent the number of treated and

control units within site j, respectively. The estimate of sej varies with the analytic method; some meta-

analytic approaches use standard errors separately estimated within each site, while other methods can

pool information across sites to estimate these standard errors.

3.3.2 Analytic methods

We apply two different methods to produce interval estimates for each site-level treatment effect. For a

baseline comparison,we record 90%confidence intervals on τj from single-site t-tests, conducted separately

at each site using data only from that site (“Single”). We also record the 90% credible intervals on τj from

a fully Bayesian multilevel model (“MLM”), with G ∼ N(τ, σ2), priors τ ∼ N(0, 52) and σ ∼ N(0, 1),

and treatment-condition-pooled site-level standard error estimates (Bloom et al., 2017).2

We choose to use a fully Bayesian model for two reasons. First, Bayesian models provide a standard

framework for model comparison, since many parametric empirical Bayes approaches are equivalent to

Bayesian models with particular priors. More importantly, though, Bayesian models naturally estimate

intervals for the τj parameters. Standard parametric empirical Bayes procedures estimate intervals for the

overall τ and σ2 parameters, but they typically only produce point estimates of the τj parameters. While

analysts can generate interval estimates for the τj parameters (e.g., via the bootstrap), such estimates typ-

ically fail to include the uncertainty associated with the estimation of the overall τ parameter; regardless,

this is not common practice, so standard software packages often do not include this functionality.

The MLMwe use is well-specified under our simulation setup, so the simulation results generally rep-

resent best-case results. While it is well-known that parametric normal models can produce suboptimal

2Specifically, we let sej =
σ21
n1j +

σ20
n0j , where σ1 and σ0 are estimates of the observation-level outcome variance for

treated and control units, respectively, pooled across all sites.

75



Figure 3.1: Interval estimates for one simulated dataset. Intervals overlapping the dotted line cover their respective true τj
values.

results when G is non-normal (Armstrong et al., 2020), the normal model is decently robust in most ap-

plied settings [CITE]. In any case, our simulation study focuses on studying the behavior of shrinkage

estimators. Though misspecification affects the performance of these estimators, it does not strongly af-

fect their general behavior, so we proceed with the simple well-specified model.

3.4 Howshouldwethinkaboutcoverageandpower for individ-
ual sites?

Wehighlight themain ideas in this paper using a single simulated dataset of 100 sites. Figure 3.1 shows the

90% interval estimates produced by the Bayesianmultilevel model and single-site t-tests for each of the 100

sites. In this example, overall coverage is roughly 90% for both approaches, as expected; 90 of the MLM

intervals and 91 of the single-site intervals contain their respective true τj values.

The twomethods, however, achieve this approximate 90% coverage in different ways. As seen in Figure

3.1, theMLM shrinks its point estimates toward the overall average. This shrinkage improves coverage for
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Figure 3.2: Interval estimates for one simulated dataset. Intervals for τj ≈ 0.6 are highlighted.

moderate τj values, but causes theMLMto overestimate the lowest τj values and underestimate the highest

τj values. For example, Figure 3.2 highlights the intervals for sites with true τj ≈ 0.6. While the single-site

intervals are randomly scattered around the dotted line, shrinkage pulls the MLM intervals downward,

causing many of them to fail to cover.

On the other hand, shrinkage ensures that when an MLM estimates that a site has a relatively extreme

value of τj, the site’s true τj value is indeed likely to be extreme. Figure 3.3 replicates Figure 3.2, now

highlighting intervals for sites with large estimated site-level treatment effects (τ̂j ≈ 0.55). We notice that

the largeMLMestimates aremore clustered toward the right-hand side of the plot than are the large single-

site estimates. In other words, the largeMLM estimates are more likely to correspond to truly large values

of τj.

This example reviews how to properly interpret the interval estimates produced by MLMs. While spe-

cific coverage properties depend onmodel specification (Armstrong et al., 2020), MLM intervals will gen-
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Figure 3.3: Interval estimates for one simulated dataset. Intervals for τ̂j ≈ 0.55 are highlighted.

erally contain their respective true parameters at close to the correct rate; given observed data, each interval

estimate has a high probability of containing its respective τj value. MLM shrinkage means, however, that

extreme τj values will categorically be difficult to correctly estimate. This property is theoretically concern-

ing but leads to few issues in practice. After a multisite trial is analyzed, each site stakeholder receives an

interval estimate for the true treatment effect τj at their site. Extreme interval estimates motivate changes

in policy; as such, it is very important that extreme interval estimates indeed correspond to extreme τj val-

ues. As demonstrated in the illustrative example,MLMshrinkage promotes this behavior, while single-site

estimates do not. This comes at the cost of poor interval coverage for sites that happen to have extreme

τj values. Site stakeholders, however, never know the true τj values; as a result, it would be unusual to

interpret intervals and make decisions conditional on this unknown information.
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3.4.1 A full simulation

Tomore precisely quantify these ideas of coverage conditional on τj or τ̂j value, we simulate 1000multisite

trial datasets and summarize the results in the figures below. In a traditional power analysis, the analyst

posits an effect size c and computes power for that effect size. An analogous procedure for the site-level

treatment effects in a multisite trial is to compute power for each true site-level treatment effect size τj.

Figure 3.4 visualizes the results of a power simulation under this setup.3 Figure 3.4a plots the average

rejection rate against the average site size for sites with τj = 0, 0.2, and 0.4. Clearly, MLMs improve power

relative to the single-site interal estimates. Unfortunately, we also notice that the curve corresponding to

τj = 0 exceeds the horizontal dashed line at α = 0.1, i.e., when τj = 0, shrinkage causes MLMs to make

false rejections at a rate higher than α = 0.1. As previously noted, this is due to the fact that the interval

estimates produced byMLMs undercover extreme values of τj (Figure 3.4b).

Figure 3.5a illustrates power conditional on estimated site-level treatment effects τ̂j. We again notice

that MLM intervals have better power than the single-site intervals. Importantly, Figure 3.5b) shows that

this increased power does not come at the cost of invalid tests; instead, we notice that while MLMs are

approximately valid, the single-site intervals undercover, particularly for extreme estimated τ̂j values. As

shown in the illustrative example, the small sample sizes within each site cause single-site intervals to be

noisy; as a result, they often estimate extreme τ̂j values for sites that do not have extreme true τj values,

resulting in poor coverage across the collection of extreme interval estimates. MLMs use shrinkage to

avoid this problem.

3For clarity, we round the true site-level treatment effects τj to the nearest 0.05 prior to simulating site-level data,
and we only visualize the power curves for τj = 0, 0.2, and 0.4.
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(a) Rejection rate

(b) Coverage

Figure 3.4: Power and coverage for τj = 0, 0.2, 0.4 at α = 0.1, from 1000 simulations (J = 25, ICC=0.2, τ = 0.2, σ = 0.2).

3.4.2 Initial conclusions

Traditional power analyses help researchers compute the sample size needed to achieve 80% power for a

range of potential effect sizes. As the example above demonstrates, however, this concept of “potential

effect sizes” becomes unwieldy inmultisite trials. The empirical Bayes coverage targeted bymany shrinkage

methods targets average coverage across a distribution of effect sizes. As a result, multilevel model intervals

are invalid conditional on particular true effect sizes τj. Without shrinkage, though, naive t-test intervals
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(a) Rejection rate

(b) Coverage

Figure 3.5: Power and coverage for τ̂j = 0, 0.2, 0.4 at α = 0.1, from 1000 simulations (J = 25, ICC=0.2, τ = 0.2, σ = 0.2).

are too noisy to be reliable indicators of treatment effects.

To avoid these challenges, we suggest that researchers focus on characterizing the average length of the

interval estimates produced by their method of choice, across the posited distribution of τj values. Averag-

ing any metric of choice across the distribution of τj achieves two goals. On a basic level, doing so mirrors

the concept behind empirical Bayes coverage, which considers average coverage across the distribution of

τj. More practically, averaging interval lengths across τj values results in simpler prospective power analy-
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ses. Prior to conducting a multisite trial, it is difficult to predict where a particular site’s treatment effect

τj may fall in the distribution G. Analyzing the average performance of an interval estimator, however,

gives some indication of how that estimator will perform for any particular site, even without specifying

the site’s τj value.

We suggest usingmargin of error as themetric of choice to simplify interpretation. Themargin of error

is half the width of a symmetric interval estimate, often calculated as roughly two standard errors (for

α = 0.05). Given a significance level α, the margin of error may be thought of as the worst-case distance

between our estimate and the truth. Ideally, wewould consider some formof averageminimumdetectable

effect size (MDES), so that the multisite trial could be powered to consistently detect a particular effect

size. Unfortunately, it makes no sense to average MDES values across the distribution of τj values, since

theMDES values themselves are the minimum τj values that achieve 80% power. Margins of error, on the

other hand, can be averaged across the distribution of τj values while still maintaining some of the primary

motivations behind MDES. Researchers can design a multisite trial to achieve some acceptable average

margin of error for the site-level treatment effects. Then, as a rule of thumb, the study would generally be

powerful enough to detect effects larger than this average margin of error.

3.5 Simulation study

3.5.1 Setup

We conduct a simulation study to explore trends in how different characteristics of amultisite RCTmight

affect average margin of error. In particular, we let the number of sites J = 10, 25, 100; the overall average

treatment effect τ = 0.1, 0.2, 0.3; the cross-site effect heterogeneity σ2τ = 0.1, 0.2, 0.3; and the intraclass

correlation coefficient ICC ≡ σ2α
σ2α+σ2y

= 0.1, 0.2, 0.3. These choices are intended to mirror standard data
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settings in education trials (Weiss et al., 2017); we provide code so researchersmay replicate our simulations

with other parameters of interest. Tokeep the simulation simple, weuse the illustrative example simulation

as our base case (J = 25, n̄ = 5, 10, . . . , 200, τ = στ = ICC = 0.2) and study the main effects of varying

these factors one at a time. For each set of data-generating parameters, we simulate 10,000 total sites.4

3.5.2 Results

Increasing the number of sites slightly improves average margin of error, particularly when sites are small.

Figure 3.6 plots the averagemargin of error for different values of J. We see that, e.g., when n̄ = 25, increas-

ing the number of sites from 10 to 25 reduces the average margin of error by roughly 0.06 effect-size units,

i.e., by about 15%. This reduction is roughly equivalent to the reduction associated with increasing n̄ to

40 for the 10 sites. In general, however, we note that the gains from adding more sites are overshadowed

by the gains from adding more observations to each site; if given a choice between the two, researchers in-

terested in understanding site-level treatment effects should prioritize increasing sample sizes within study

sites rather than adding more sites to their study.

Low cross-site treatment-effect heterogeneity leads to significantly smaller average margins of error. As

shown in 3.7, decreasing στ values significantly improves average margins of error. This indicates that our

proposed power analyses are generally sensitive to the specification of στ; incorrectly specifying low στ

values can lead to serious overoptimism about the average margin of error. Researchers should carefully

consider a range of reasonable values for στ when powering their multisite trials to avoid this potential

pitfall.

Varying τ and the ICC has little effect on average interval length in our simulations, so we omit these

4We keep the total number of sites constant across data-generating parameters to clarify our visualizations, i.e.,
we simulate 1000 datasets for J = 10, 400 datasets for J = 25, and 100 datasets for J = 100.
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Figure 3.6: Average margin of error across different values of J (τ = 0.2, στ = 0.2, ICC = 0.2). Dashed line represents
average margin of error using single‐site t‐tests.

results. The simulations sample τj ∼ N(τ, σ2τ), so shifting τ naturally has no effect on average interval

length. If there is good reason to suspect that the site-level treatment effects do not come from a location

family of distributions, however, itmaybecomenecessary to specify reasonable values of the overall average

treatment effect for a power analysis. Increasing the ICChas veryminimal effects on average interval length.

We conduct our simulations in effect-size units, i.e., σ2α+σ2y = 1, so increasing ICC decreases σ2y . As a result,

increasing ICC in our simulations leads to very slightly smaller average margins of error.

Overall, the simulations show that site-level sample size is the primary driver of average margin of error.

This result is intuitive; if site-level treatment effects are of interest, large site-level samples are required

to precisely estimate them. For the data settings we considered, approximately 50-100 observations were

required on average per site in order to achieve a margin of error of around 0.25 at 90% confidence. If

these sample sizes are unavailable, researchers may still be able to achieve reasonable average margins of

error if there happens to be little cross-site treatment-effect heterogeneity. Increasing the number of sites
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Figure 3.7: Average margin of error across different values of στ (J = 25, τ = 0.2, ICC = 0.2). Dashed line represents
average margin of error using single‐site t‐tests.

also improves average margins of error, but by far less than does increasing average site-level sample sizes.

3.6 Case study: Scaling Up College Completion Efforts for Stu-
dent Success (SUCCESS)

To illustrate our suggested approach for powering multisite trials to detect site-level treatment effects, we

conduct an example power analysis. We base our case study on the Scaling Up College Completion Ef-

forts for Student Success (SUCCESS) initiative designed by MDRC. SUCCESS aims to improve 3-year

degree completion rates for traditionally underserved college students by implementing programs proven

to work in these settings, such as “frequent proactive advising; financial incentives tied to service usage;

strategies focused on increasing academic momentum; and the use of real-time data to support student

progress” (MDRC, 2022). Our prospective study will be conducted in ten community colleges across five

states, with projected sample sizes known in advance. Each school is interested in a principled estimate of

the treatment effect at their site. Scaling the program would likely involve state funding, so we are also
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interested in understanding average treatment effects across colleges within each state.

3.6.1 Data-generating model

To conduct the power analysis, we simulate data under the following simplified model:

Yij ∼ Bernoulli(pij)

pij = αj + Zijτj

αj = α+ u0j

τj = τ+ u1ju0j

u1j

 ∼ N


0

0

 ,

σ2α ρ01

σ2τ


 .

We truncate pij to keep it within the interval (0,1).5 We use this simplistic model rather than a logistic

regression model for pij for clarity, since it allows for direct translation of postulated effect sizes into the

model. Past experimental evidence suggests that τj values are typically moderate, about 0-5 percentage

points, though they can be as large as 18 percentage points. With the onset of COVID-19, however, early

treatment-effect estimates suggest more moderate effects, in the 2-4 percentage point range. Base gradu-

ation rates are low, in the 15-20% range. We therefore simulate data using α = 0.175, σα = 0.01, and

τ = 0.03. We let στ ∈ {0.01, 0.02, 0.03, 0.04, 0.05} and ρ01 ∈ {0, 0.3, 0.6}. Because each site/state’s

projected sample size is already fixed and known in advance, we fix these values and aim to infer how pre-

cisely we can expect to estimate their treatment effects under the posited distribution of treatment effects.

We also conduct a secondary simulation with a more realistic distribution for (αj, τj). Given that the

5For context, we truncate fewer than 1% of the pij values for the data-generating parameters we consider in the
simulations in this section.
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Figure 3.8: Gamma distributions considered for site‐level treatment effects.

treatment program is elective, it seems unlikely that it could have a negative effect. We also expect right

skew in the distribution of site-level treatment effects, where it has minimal effect in most schools but a

large effect in some schools. To capture this skew, we simulate site-level treatment effects from a Gamma

distribution:

α ∼ N(α, σ2α)

τj ∼ Gamma(a, b).

We again use α = 0.175 and σα = 0.01, but we fix the mean of the distribution of τj at 0.03 and vary its

skew using the parameters (1.5, 50), (4.5, 150), and (7.5, 250). Figure 3.8 shows the resulting distribu-

tions of site-level treatment effects. Note that we still use normal multilevel models to analyze these data

even though they are misspecified, since we are interested in understanding the performance of standard

modeling procedures in this setting.

3.6.2 Results

Wefirst showthemain results for the college-level analysis. Figure 3.9 visualizes the averagemargins of error,

plotted against the baseline single-site-estimate margins of error for comparison. Naturally, the largest

87



Figure 3.9: Average margin of error in case study with τj ∼ N(0.03, στ). Points correspond to prospective sample sizes at 10
community colleges. Dashed black line represents single‐site‐estimate margins of error.

colleges enjoy the smallest averagemargins of error, though thesemargins unfortunately remain quite large.

For example, the simulations indicate that the estimated effect at the largest site is expected to have a 4-5

percentage point margin of error, which is very substantial considering most effects are projected to be in

the 0-5 percentage point range. The average margin of error is not sensitive to ρ01, so we exclude those

results, but it is very sensitive to the amount of cross-site treatment-effect heterogeneity. For example, as στ

increases from 1 percentage point to 5 percentage points, the average margin of error for the smallest site

increases by nearly 50%.

The state-level analysis produces slightlymore promising results. Figure 3.10 replicates Figure 3.9, with

points being states rather than individual colleges. In the best case, the largest state’s average margin of

error is nearly 3 percentage points, suggesting that we may be able to detect moderate effect sizes within

that state.

The secondary simulation produces similar results, so we only visualize its results for the state-level
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Figure 3.10: Average margin of error in case study with τj ∼ N(0.03, στ). Points correspond to prospective sample sizes
within 5 states. Dashed black line represents single‐site‐estimate margins of error.

analysis in Figure 3.11. Similar to the first simulation, we notice that average margin of error decreases as

the tails of the site-level treatment-effect distribution decrease, i.e., as the sites becomemore homogeneous.

We again find that the best-case results in average margins of error of nearly 3 percentage points.

Overall, the case study suggests that it will be challenging to precisely estimate effectswithin each college

or state with the prospective dataset, particularly if there is indeed significant impact variation. While av-

eragemargins of error will vary strongly with the true dispersion of the site-level treatment effects, they are

generally larger or on the same order ofmagnitude as the expected 2-4 percentage point site-level treatment

effect. Ideally we would increase the site-level sample sizes to improve estimate precision, but regardless,

the simulation study helps to set expectations for the possible precision of the site-level treatment-effect

estimates, accounting for the benefits of partial pooling on precision.
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Figure 3.11: Average margin of error in case study with τj ∼ Gamma(a, b). Greater values of b correspond to greater right
skew. Points correspond to prospective sample sizes within 5 states. Dashed black line represents single‐site‐estimate margins
of error.

3.7 Conclusion

Inmany settings, analystsmaywish to powermultisite trials to consistently detect effects at individual sites.

While this task appears straightforward at first glance, it is important to carefully consider how it interacts

with the shrinkage models typically used to estimate site-level treatment effects. In this paper, we suggest

that simulating the average error margin of the interval estimates is the clearest, simplest method to power

multisite trials for site-level treatment effects. The averagemargin of error provides aminimum-detectable-

effect-size-style metric that avoids having to specify individual site-level treatment effects while still being

practically interpretable. Our simulation and case studies show that the average margin of error is still

primarily driven by within-site sample sizes (although contexts with little cross-site variation are generally

more precise), though increasing the total number of sites can produce slight improvements.
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A
Appendices for Chapter 1

A.1 Practical considerations

A.1.1 Selecting a caliper

The choice of caliper size is a notorious practical problem for caliper-basedmatchingmethods. Ideally, the

researcher would have a covariatewise caliper π in mind, so that the distance-metric caliper can be simply

equal 1, as in Proposition 1.4.1. More generally, given a fixed distance metric, the choice of c should be

chosen based on an a priori desired level of bias control rather than a post hoc assessment based on the

observed data. For example, a researcher who wants to ensure that all matches lie within 0.5 standard

deviations of each other in each covariate, may restrict d(∞)
V (Xt,Xj) ≤ 0.5 for V = diag{ 1

sd(Xk)
, k =

1, . . . , p}.

In practice, however, researchers may want to select a caliper c that “optimally” trades off data use and

potential bias. To visualize this tradeoff, we suggest making a histogram of the distances between the
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Figure A.1: Histogram of distances between treated units and control units.

treated and control units in the data. CSM requires the computation of an nt × nc distance matrix to de-

termine which control units lie within the fixed caliper for each treated unit. Directly plotting a histogram

of the entries in this distance matrix provides a simple summary of how “far” the control units tend to be

from the treated units. Figure A.1 visualizes this for the Lalonde dataset discussed in Section 1.6, for units

that are exactly matched on the categorical covariates. While most of the control units lie quite far from

the treated units, a couple thousand still lie within a distance of 1, so we may achieve reasonable results

using c = 1. In other settings, there may be peaks around particular values of d(Xt,Xj) which would

suggest that expanding the fixed caliper to include those peaks can greatly increase the effective sample size

of the data.

A.2 Technical details

A.2.1 Distance metrics inRp

Formally, a distance metric on Rp is a (non-negative) function d(·, ·) : Rp × Rp → R that satisfies the

following for x, y, z ∈ Rp:

94



1. d(x, y) = 0 ⇐⇒ x = y

2. d(x, y) = d(y, x)

3. d(x, z) ≤ d(x, y) + d(y, z) [Triangle inequality]

These three properties satisfy our intuitive understanding of measuring distance between two points:

wemeasure a distance of zero if and only if the two points concide with each other; the distance is the same

regardless of which point we start measuring from; and the distance cannot be made shorter by passing

through a third point.

Now consider a scaled L2 norm onRp, which measures the length of a given vector u ∈ Rp as:

||u||(2)V =
√
ut(VTV)u.

We say that the scaled distancemetric in Equation 1.2 is induced by the scaledL2 normdefined above, since

for x, y ∈ Rp we can write:

d(2)V (x, y) = ||x− y||(2)V .

The same relationshipholds for the scaleddistancemetric inEquation1.3 and the scaledL2 norm ||u||(inf)V =

max |Vu|.

Induced distance metrics inRp possess desirable properties for x, y ∈ R:

• Translation invariance: for c ∈ R, d(x, y) = d(x+ c, y+ c)

• Absolute homogeneity: for c ∈ R, d(cx, cy) = |c|d(x, y)

Again, these properties are intuitive: moving two points by the same amount does not change the distance

between them, and scaling two points scales the distance between them.
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A.2.2 Lipschitz functions inRp

Recall that if a function f : R → R is Lipschitz(λ), then for any x, a ∈ R:

|f(x)− f(a)| ≤ λ|x− a|.

This implies that the function’s derivatives, if they exist, are bounded by λ.

In higher dimensions, Lipschitz functions must be defined with respect to a distance metric. Formally

speaking, we equipRp with a distance metric d(·, ·) of the form given by Equation 1.2 or 1.3. Then f(·) :

(Rn, d(·, ·)) → (R, | · − · |) is Lipschitz(λ) if for any x, a ∈ R:

|f(x)− f(a)| ≤ λd(x, a).

Notably, this implies that functions are Lipschitz relative to a given distancemetric, so, e.g., a function that

is Lipschitz(λ)with respect to L∞ distance may not be Lipschitz(λ)with respect to Euclidean distance.

Multivariate Lipschitz functions have bounded derivatives like their unidimensional counterparts. In

particular, LemmaA.2.1 shows that the directional derivatives of any Lipschitz function are bounded, for

most typical distance metrics (e.g., d(2)V (·, ·) and d(∞)
V (·, ·)).

Lemma A.2.1 (Lipschitz bound on directional derivative). Suppose f : (Rp, d(·, ·)) → (R, | · − · |)

is Lipschitz(λ) and is differentiable, and suppose d(·, ·) is a translation-invariant, absolutely homogeneous

distance metric. Then for unit vector v = x−a
d(x,a) :

∇vf(a) ≤ λ
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Proof.

∇vf(a) = lim
h→0

f(a+ hv)− f(a)
h

[def. directional derivative]

= lim
h→0

f(a+ hv)− f(a)
d(a+ hv, a)

Lemma A.2.2

≤ λ. def. Lipschitz

Most common distance metrics satisfy translation invariance (d(x, y) = d(x+ a, y+ a) for any a) and

absolute homogeneity (d(αx, αy) = |α|d(x, y) for any scalar α). This allows us to simplify d(a+ cv, a) for

any scalar c and unit vector v.

Lemma A.2.2. For any translation-invariant, absolutely homogeneous distance metric d(·, ·) on a metric

space, d(a+ cv, a) = c for c ∈ R and unit vector v ∈ Rp.

Proof.

d(a+ cv, a) = d(cv, 0) [translation invariance]

= |c| · d(v, 0) [absolute homogeneity]

= c · ||v|| [def. metric-induced norm]

= c [unit vector v]

A.2.3 Monotonic Imbalance Bounding

Iacus et al. (2011) defines themonotonic imbalance bounding (MIB) class ofmatchingmethods as follows:
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Definition A.2.1. A matching method is MIB for a function f(χ) of the dataset χ with respect to distance

metric d(·, ·) if there exists some “monotonically increasing” γf,d(·) such that:

d(f(χmT(π)), f(χmC(π))) ≤ γf,d(π)

for given tuning parameter π ∈ Rk which produces matched sets of treated units mT(π) and control units

mC(π).

In other words, MIB matching methods enable users to directly tune the distance between particular

functions of the treated and matched control sets. For example, a matching method may be MIB for

the marginal mean function that maps the treated and matched control datasets to their p-dimensional

marginal mean vectors. The calipering function γf,d(·) is defined to be monotonically increasing if it is

increasing in each of its inputs, so, e.g., for the marginal mean function, increasing any element of the

p-dimensional tuning parameter π would relax how tightly the difference in that covariate is controlled.

As given, DefinitionA.2.1 is difficult to workwith, so in practice Iacus et al. (2011) focuses onmethods

that are marginallyMIB in each covariate. In other words, rather than using a p-dimensional distancemet-

ric, they focus on the one-dimensional distancemetricd(x, y) = |x−y| in conjunctionwith functions that

maybemarginallywritten as f(χ) =
[
f1(χ1) . . . fp(χp)

]T
for fj(·) : Rn → R. For example, rather than

considering the marginal mean function f(·) : χ → Rp and directly controlling d(f(χmT(π)), f(χmC(π)))

for a p-dimensional distance metric d, they control d(fj(χmT(π)), fj(χmC(π))) =| fj(χmT(π))− fj(χmC(π)) |

for j = 1, . . . , p, where fj(·) maps the dataset to the marginal mean of covariate j and d(x, y) is the one-

dimensional absolute difference |x− y|. Notably, in this case, changing any element of the tuning param-
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eter π clearly does not affect the MIB condition for any other covariate.

The distance-metric calipers in Proposition 1.4.1 imply that thematchingmethod ismarginallyMIB in

each covariate, for each treated unit and its matched controls (i.e., for d(x, y) = |x− y|, f(χ) = observation

of interest, γ(π) = π). Using p-dimensional distance-metric calipers greatly simplifies notation compared

to marginally calipering imbalances in each covariate; rather than working with the monotonic function

γ(·), we directly work with a scalar caliper c using scaled distance metric dV(·, ·).

As a result, Proposition 1.4.3 nearly shows that caliper matching is MIB with respect to f(χ) = X̄, but

the caliper is now implicitly defined using the diagonalVmatrix in the distance metric. Proposition 1.4.4

is also very similar to Proposition 1 in Iacus et al. (2011), though it generalizes Proposition 1 to allow for

any p-dimensional distance-metric caliper rather than only considering marginal calipers in each covariate.

A.2.4 Proof of Proposition 1.4.2

We restate Proposition 1.4.2, and provide its full proof here.

Proposition A.2.3. For a matching method:

(a) d(2)V (Xt,Xj) ≤ 1 for all t, j =⇒ W(2)
q (fT, fC) ≤ 1

(b) d(∞)
V (Xt,Xj) ≤ 1 for all t, j =⇒ W(∞)

q (fT, fC) ≤ 1

Proof. For ℓ = 2 or∞:

W(ℓ)
q (fT, fC) = inf

FX,Y(fT,fC)
E
[
d(ℓ)V (X,Y)p

]1/p
,

where we defineFX,Y(fT, fC) to be the set of joint distributions ofX andY such that, marginally,X ∼ fT

and Y ∼ fC.

We choose a coupling, generated as:
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1. SampleX ∼ fT asX ∼ Uniform({X1, . . . ,XnT}), soX = Xt for some t ∈ 1, . . . , nT.

2. Given the sample X = Xt, sample Y ∼ Weighted Uniform({Xj : j ∈ Ct}), with weights wjt

determined by the synthetic control weights for controls associated with treated unit t.

This coupling naturally produces the correct marginals, so we can write:

Wp(fT, fC)p ≤ E X∼fT
Y∼fC|Xt

[
d(X,Y)p

]
= EX∼fT

[
EY∼fC|X

[
d(X,Y)p | X

]]
=

1
nT

∑
t∈T

[∑
j∈Ct

wjtd(Xt,Xj)
p
]

≤ cp · 1
nT

∑
t∈T

[∑
j∈Ct

wjt

]

= cp.

The Proposition is stated for caliper c = 1.

A.2.5 Proof of Proposition 1.4.3

Denote the (p-dimensional) weighted marginal covariate means of the treated and matched control units

using X̄T and X̄C, respectively. Proposition1.4.3 is trivially provedusing the fact thatd
(2)
V (·, ·) andd(∞)

V (·, ·)

are induced norms (see Appendix A.2.1). We restate Proposition 1.4.3 below and prove it.

Proposition A.2.4. For c > 0, dV(·, ·) = d(2)V (·, ·) or d(∞)
V (·, ·):

For all t, dV(Xt,Xj) ≤ c for all j ∈ Ct =⇒ dV(X̄T, X̄C) ≤ c

Proof.

dV(X̄T, X̄C) = dV(
1
nT

∑
t
Xt,

1
nT

∑
t

∑
j∈Ct

wjtXj)
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= dV(0,
1
nT

∑
t

∑
j∈Ct

wjtXj −
1
nT

∑
t
Xt) [translation invariance]

= dV(0,
1
nT

∑
t

∑
j∈Ct

wjt(Xj − Xt)) [
∑
j
wjt = 1]

= || 1
nT

∑
t

∑
j∈Ct

wjt(Xj − Xt)||V [|| · ||v induces dV(·, ·)]

≤ 1
nT

∑
t

∑
j∈Ct

wjt||Xj − Xt||V [triangle inequality]

=
1
nT

∑
t

∑
j∈Ct

wjtdV(Xj − Xt)

≤ 1
nT

∑
t

∑
j∈Ct

wjtc [dV(Xj,Xt) ≤ c]

= c

A.2.6 Details for Proposition 1.4.5

To effectively use the Lipschitz property, standardmultivariableTaylor expansion does not suffice. Instead,

we use Taylor expansion in a distance metric.

Lemma A.2.5 (Taylor expansion in a distancemetric). Suppose f : Rp → R is differentiable. LetXj,Xt ∈

Rp, and write vj ≡
Xj−Xt
d(Xj,Xt)

for a scaled distance metric of the form given by Equations 1.2 or 1.3. Then:

f(Xj) = f(Xt) + dV(Xj,Xt)∇vjf(Xt) + o(dV(Xj,Xt))

Proof. By standard multivariate Taylor expansion, we know that:

f(Xj) = f(Xt) + (Xj − Xt)
T∇f(Xt) + o(||Xj − Xt||)
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for the usual Euclidean norm || · ||.

Recall that the directional derivative ∇vjf ≡ ∇f · vj, so rewriting the above using vj =
Xj−Xt

dV(Xj,Xt)

produces:

f(Xj) = f(Xt) + dV(Xj,Xt)∇vjf(Xt) + o(||Xj − Xt||)

Finally, we note that ga(x) = o(||x− a||) =⇒ ga(x) = o(dV(x, a)):

lim
x→a

ga(x)
dV(x, a)

= lim
x→a

ga(x)
||x− a||

· ||x− a||
dV(x, a)

= lim
x→a

ga(x)
||x− a||

· lim
x→a

||x− a||
dV(x, a)

if both limits exist. We know limx→a
ga(x)
||x−a|| = 0 since ga(x) = o(||x − a||), so it remains to show that

limx→a
||x−a||
dV(x,a) exists.

lim
x→a

||x− a||
dV(x, a)

= lim
t→0

||tv||
dV(a+ tv, a)

[tv = x− a]

= lim
t→0

(∑
i v2i

)1/2
d
dtdV(a+ tv, a)

[L’Hospital]

= 0 [
d
dt
dV(a+ tv, a) constant w.r.t. t]

So ga(x) = o(dV(x, a)).

Lemma A.2.5 is technical, but it captures a very simple intuition. Standard multivariate Taylor expan-

sion takes the dot product of the p-dimensional gradient of f(·) with the p-dimensional vector of differ-

ences between x and the point a. Calipers, however, only control the scalar quantities d(Xt,Xj). Lemma

A.2.5 simply rewrites standard multivariate Taylor expansion to better utilize the fact that Lipschitz func-

tions control scalar directional derivatives (as discussed in Appendix A.2.2).
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Similar to Iacus et al. (2011), we may also prove a statement similar to Proposition 1.4.4 under slightly

weaker conditions.

Proposition A.2.6. Let dV(·, ·) = d(2)V (·, ·) or d(∞)
V (·, ·). Suppose f0 : Rp → R is differentiable, with

bounded directional derivatives∇uf0(X) ≤ λ. Then for a matching procedure such that dV(Xt,Xj) ≤ c

for all t, j: ∣∣E[τ− τ̂]
∣∣ ≤ λc+ o(dV).

Proof. For each treated unit t, by Taylor expansion (Lemma A.2.5) for control units j ∈ Ct aroundXt:

∑
j∈Ct

wjtf0(Xj) =
∑
j∈Ct

wjt

[
f0(Xt) + dV(Xj,Xt)∇vjf0(Xt) + o(dV(Xj,Xt))

]

= f0(Xt) +
∑
j∈Ct

wjtdV(Xj,Xt)∇vjf0(Xt) +
∑
j
wjto(dV(Xj,Xt)).

Then:

∣∣E[τ− τ̂]
∣∣

=

∣∣∣∣E[ 1
nT

∑
t∈T

(
Yt(1)− Yt(0)

)
− 1

nT

∑
t∈T

(
Yt(1)−

∑
j∈Ct

wjtYj(0)
)]∣∣∣∣

=

∣∣∣∣ 1
nT

∑
t∈T

E
[∑
j∈Ct

wjtYj(0)− Yt(0)
]∣∣∣∣

=

∣∣∣∣ 1
nT

∑
t∈T

(∑
j∈Ct

wjtf0(Xj)− f0(Xt)
)∣∣∣∣

=

∣∣∣∣ 1
nT

∑
t∈T

(∑
j∈Ct

wjtdV(Xj,Xt)∇vjf0(Xt) +
∑
j∈Ct

wjto
(
dV(Xj,Xt)

))∣∣∣∣
≤

∣∣∣∣ 1
nT

∑
t∈T

∑
j∈Ct

wjtλc
∣∣∣∣+ ∣∣∣∣ 1

nT

∑
t∈T

∑
j∈Ct

wjto
(
dV(Xj,Xt)

)∣∣∣∣
= λc+ o(dV).
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In the final step, we use the notation o(dV) to represent a function that approaches 0more quickly than

dV(Xj,Xt) approaches 0 asXj approachesXt for any j, t.1

Proposition A.2.6 states that for distance-metric caliper matching methods, worst-case bias is propor-

tional to the Lipschitz constant λ as the distance between the control units and treated units approaches

0. The bias bound on the overall τ̂ directly arises from the bias bounds on the estimated control potential

outcome for each treated unit, which in turn arise from the local matches and the assumed smoothness of

f0.

Finally, we provide the proof for Proposition 1.4.5, where we use the fact that by Lemma A.2.1, Lips-

chitz functions have bounded directional derivatives.

Proof. Recall that by Taylor expansion, we have:

∑
j
wjtf(Xj) = f0(Xt) +

∑
j
wjtdV(Xj,Xt)∇vjf0(Xt) +

∑
j
wjto(dV(Xj,Xt)).

Consider the linear term:

∑
j
wjtdV(Xj,Xt)∇vjf0(Xt) =

∑
j
wjt∇f0(Xt)

T(Xj − Xt) [def. ∇vj ]

=
∑
j
wjt

p∑
k=1

ck(Xjk − Xtk)

=

p∑
k=1

ck(
∑
j
wjtXjk − Xtk)

= 0 [exact SC]

where c = [c1 . . . cp]T is the fixed (unknown) gradient of f0(·) atXt.

1Because dV(·, ·) is translation-invariant, the rate at which it approaches 0 remains constant regardless of the
values ofXj andXt.
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A.2.7 Synthetic controls

Synthetic controls naturally control linear bias, due to the following observations.

Proposition A.2.7. Synthetic control weights project the treated unit’s covariates onto the convex hull of the

donor pool units’ covariates.

Proof. Recall that the convex hull ofX = {X1, . . . ,XJ} forXj ∈ Rp is the set of all convex combinations

of points in X:

conv(X) =
{ J∑

j=1
wjtXj |

∑
wjt = 1,wjt ≥ 0 for j = 1, . . . , J

}
(See, e.g., Boyd et al. (2004).)

Recall also that the Euclidean projection ofXt onto the set conv(X) in the norm || · || is defined as:

argmin
u

||Xt − u||2

subject to u ∈ conv(X)

Note that the resulting optimization problem is equivalent to standard SCM.

The covariates of the donor pool generally form a p-dimensional convex hull, assuming that there are

at least p + 1 non-collinear donor-pool units. This hull is a p-dimensional polygon (i.e., polytope) that

contains the points corresponding to each of the donor pool units’ covariates, as well as the lines between

those points. Geometrically, synthetic controls simply find the point in this convex hull that is “closest”

to the treated unit’s covariates (i.e., “project” the treated unit onto the convex hull), where “closeness”

is defined using the given distance metric. Importantly, every point in a convex hull can be written as a

convex weighted average of the points generating the hull, so the “closest” point corresponds to a set of

non-negative donor-pool-unit weights that sums to one.
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To impute the counterfactual outcome for the treated unit (i.e., the outcome for the constructed syn-

thetic control unit), synthetic controls linearly interpolate the donor-pool units’ outcomes to the projected

point. Slightly more formally:

Remark 1. Suppose we use Y∗t ≡
∑

j∈Ct wjtYj as our estimate of the counterfactual outcome for treated unit

t, for control units j with convex weights wjt. Then wemay interpret Y∗t as a linear interpolation of the control

units’ outcomes to
∑

j∈Ct wjtXj.

Proof. Write Yj = f(Xj), without noise. If we suppose that f(·) is linear, by the definition of a linear map

we have:

∑
j∈Ct

wjtYj =
∑
j∈Ct

wjtf(Xj)

= f(
∑
j∈Ct

wjtXj).

I.e., Y∗j may be interpreted as the evaluation of f(·) at
∑

j∈Ct wjtXj. Convex weights ensure that this is

interpolation, not extrapolation.

In summary, synthetic controls linearly interpolate the donor-pool units’ outcomes to the point on the

convex hull closest to the treatedunit. As a result, they are subject to linear interpolationbias (Kellogg et al.,

2021) in this first stage, though it is controlled by the maximum distance across which they are allowed to

interpolate. Synthetic controls then flatly extrapolate this outcome to the treated unit, i.e., impute the

treated unit’s outcome as the linearly interpolated value. This second step is subject to potential extrap-

olation bias (Kellogg et al., 2021) proportional to dV(Xt,
∑

j∈Ct wjtXj), assuming the potential outcome

function is Lipschitz. Both interpolation and extrapolation bias are therefore controlled by the caliper size

in CSM.
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For a scaled L2 distance, the SCM optimization is typically directly solved as a quadratic programming

problem. For a scaled L∞ distance, we may transform the SCM optimization into the following linear

programming problem:

minimize y

subject to − y ≤
[
V(Xt −

∑
j∈Ct

wjtXj)
]
k
≤ y for k = 1, . . . , p

∑
j∈Ct

wjt = 1

0 ≤ wjt ≤ 1 for j ∈ Ct
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B
Appendices for Chapter 2

B.1 Model implementation details

B.1.1 Practical implementation details

We make a few minor changes to the model presented in section 2.2. We clear the off-diagonal elements

of the Vt matrix between rating periods in the Kalman filter equations. This keeps the matrix operations

relatively sparse, which speeds up computation time. The correlations between players induced by playing

in the same games tend tobeweak in any case, so this change does not hurtmodel performance. We also cap

the diagonal entries ofVt at v0, assuming that we cannot be less certain about a player’s ability than we are

before seeing any data. Appendix B.2 contains a simulation study confirming that these approximations

do not significantly hurt model performance.

In this paper, we consider splines of degree three, with three knots placed at the 25th, 50th, and 75th per-

centiles of the raw centered data. In experiments (not shown here) with the datasets analyzed in this paper,
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we found that three knots generally provided sufficient flexibility such that the transformations estimated

with four or more knots did not produce substantially different transformations from those estimated

with three knots. Increasing the knots past six typically led to unstable optimization results and unusual

transformations with poor predictive power for our datasets. We suggest trying a few different placements

of three knots to determine sensitivity to knot placement. In particular, some applications may require

significant flexibility in the tail regions of the transformation, so more knots may need to be placed at ex-

treme quantiles. Knot choices may be evaluated either by visual inspection of the learned transformation

for unusual or unexpected nonlinearities, or simply by evaluation of the resulting predictions on a test set

using a scale-free outcome metric.

We implement the monotone spline transformations using the splines2 package in R (Wang and Yan,

2021). We implement the Bayesian model using the rstan package in R (Stan Development Team, 2021),

which uses Hamiltonian Monte Carlo to generate posterior samples. For MAP estimates, we primarily

use the Nelder-Mead algorithm (Nelder and Mead, 1965) as implemented in the optim() function in R.

The L-BFGS algorithm (Liu and Nocedal, 1989) is implemented via the optimizing() function in the

rstan package.

B.1.2 Sensitivity to choice of rating period

The choice of rating period length reflects a bias-variance tradeoff; as rating period length increases, we

subject our estimates to more potential bias, but decrease their variance. Using different rating periods

has minimal effects on our models for the datasets we consider in the paper, as we show at the end of

this Appendix. Nonetheless, we will first show a toy example to illustrate how the bias-variance tradeoff

generally occurs. Figure B.1 plots three examples of a single athlete’s performances across six games. The
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athlete’s latent ability is plotted as the red curve, and the observed performances are plotted as points.

Figure B.1: Toy example illustrating bias‐variance tradeoff in rating period length.

Consider the problem of predicting the athlete’s score y in game seven. As analysts, we can divide the

six previous games into any number of rating periods. Our best estimate of y would then be the inferred

distribution of θ after game six. The lowest-variance estimate of θwould come from grouping all six games

into a single rating period, since doing so avoids adding any between-rating-period innovation variance

into our estimate of θ. Such an estimate would be ideal for Example 1, where the athlete’s latent ability

remains constant over time. Importantly, using scores from games 1-5 does not incur any bias in Example

1, since these scores are all generated by the same latent ability parameter as is game six.

The lowest-bias estimate of θ, on the other hand, comes from assigning each game its own rating period.

Doing so effectively upweights more recent outcomes, which tend to be the most predictive of future

outcomes. This approach would provide the best results in Example 2, where the athlete’s latent ability

changes after every game according to a normal randomwalk. Adding innovation variance after each game

allows the estimated latent ability to strongly adapt to each new data point In Example 2, this means that

the final latent ability estimate will be closer to the result from game six, and won’t be biased as much by
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the observed outcomes from games 1-5, which were generated under different latent ability parameters.

In practice, we recommend navigating this bias-variance tradeoff by choosing rating periods that reflect

domain knowledge about how frequently athletes’ abilities may experience significant changes. To predict

an athlete’s score in a new game, the analyst would ideally relymost heavily on all prior observations gener-

ated under the athlete’smost recent latent ability parameter. In Example 3, thiswould be achieved byusing

three-game-long rating periods; using shorter rating periods would reduce the precision of the final latent

ability estimate, and using longer rating periods would introduce additional bias. While analysts do not

know how frequently athletes’ latent ability parameters experience significant changes, the seasonal struc-

ture of most sports provides a reasonable framework for deciding rating periods. For example, athletes’

abilities will likely change between seasons due to offseason training. Longer sporting seasons may exhibit

a “play oneself into shape” effect, which would require shorter rating periods to account for significant

within-season ability changes.

To study the sensitivity of our results to choice of rating period, we run ourmodels on each sport using

a variety of reasonable rating periods. For biathlon, biathlon relay, and diving, which generally have fewer

events, we consider annual and biannual rating periods. We consider annual, biannual, and quarterly

rating periods for fencing, and we consider annual, biannual, quarterly, bimonthly, and monthly rating

periods for rugby. We keep the same events in the test set regardless of the choice of rating period, and

estimate w and λ on the training set using MAP (so results here differ slightly from the results shown the

main text).

The primary results of our analyses remain relatively constant across different choices of rating period.

Figure B.2 shows the transformations learned under the different rating period lengths. We see that using

different rating periods has very little effect on the optimal transformations for the datasets we consider.
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Figure B.2: Learned transformations for each sport, using different rating period lengths.

Rating Period
Sport Annual Biannual Quarterly Bimonthly Monthly

Biathlon 98.0 96.7 – – –
Biathlon Relay 69.1 69.5 – – –

Diving 48.6 49.0 – – –
Fencing 3.11 3.11 3.11 – –
Rugby 14.4 14.4 14.2 13.4 14.3

Table B.1: Posterior means of σ parameter, using different rating periods.

As a result, using different rating periods also has little effect on the posterior means of the observation

standard deviation, as seen in Table B.1. The estimated innovation standard deviation
√
w, on the other

hand, naturally decreases as the rating period grows shorter, since there is less time between rating periods

for athletes’ latent abilities to change.

Though rating period has little overall effect, we see some evidence of the bias-variance tradeoff as we

shorten the rating period. Tables B.3 and B.4 show performance of the models on the test set under differ-

ent rating periods. As the rating periods decrease in length, themodels’ predictions experience slightly less

bias, which in turn results in slight improvements in predictive performance. On the other hand, shorter

rating periods lead to slightly greater variance in the estimates of athletes’ θ parameters. Recall that the

posterior variance of θt equals σ2Vt after each rating period t, so the diagonal entries ofVt indicate how the
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Rating Period
Sport Annual Biannual Quarterly Bimonthly Monthly

Biathlon .39 .28 – – –
Biathlon Relay .30 .21 – – –

Diving .43 .39 – – –
Fencing .13 .10 .08 – –
Rugby .23 .17 .17 .15 .10

Table B.2: MAP estimates of w parameter, using different rating periods.

variance in each athlete’s θt parameter relates to σ2. To compare athlete variances across different choices

of rating period, we record the diagonal entries of Vt for t = 1, . . . ,T that correspond to the end of each

annual rating period.1 We then average these values over all athletes, over all rating periods to produce an

average value for the entries in theVt matrices given a choice of rating period. By definition, shorter rating

periods always result in larger diagonal entries inVt at the end of each annual rating period, since they add

more innovation variance while maintaining the same total number of events in the annual rating period.

As Table B.5 shows, however, the average increases in standard deviation are generally quite small across all

of the datasets we consider. For example, in the biathlon relay, changing from annual to biannual rating

periods only increases the average
√
Vt value by about 0.02σ. Of course, depending on their pattern of

games played, particular athletes may see smaller or larger increases in the standard deviation of their θt

estimates as the timing window changes; for example, the largest individual change for an athlete in the

diving dataset is 0.52σ.

Overall, while the choice of a rating period theoretically reflects an important bias-variance tradeoff,

we found that any reasonable choice led to similar results for the datasets we considered. Nonetheless, we

recommend using the shortest possible rating period if the research goal is tomaximize predictive accuracy,

1E.g., for a biannual rating period, we would record the diagonal entries ofV2,V4, . . . , which correspond to the
ends of annual rating periods 1, 2, . . . .
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Rating Period
Sport Annual Biannual

Biathlon .63 .64
Biathlon Relay .77 .78

Diving .61 .64

Table B.3: Weighted spearman correlations of predictions for events in test set, using different rating periods.

Rating Period
Sport Annual Biannual Quarterly Bimonthly Monthly
Fencing .70 .70 .71 – –
Rugby .70 .70 .71 .71 .71

Table B.4: Accuracy of predictions for events in test set, using different rating periods.

and to use slightly longer rating periods if the research goal is to conduct principled inference on the θt

parameters.

B.2 Simulation study

In this paper, wemake a number of approximations, as described inAppendix B.1.1. To confirm that these

approximations do not significantly hurt performance, we validate our method using a simulation study.

In particular, we evaluate howwell the LM-Tmodel can recover the true data-generating parameters σ2,w,

and λ.

We simulate data according to the data-generating process implied by the model:

1. Set data size and data-generating parameters: pick values for p, T, {gt}, and {ntg}; also, pick
true values for v0, σ2, w, and λ for a true transformation τλ(·).

2. Generate athlete latent abilities: draw θ1 ∼ N(0, σ2v0) and θt ∼ N(θt−1, σ2w) for t = 1, . . . ,T.

3. Generate untransformed scores: for each game g in rating period t, randomly sample ntg athletes
and generate untransformed scores as: ψtg ∼ N(θtg − θ̄g, σ2).

4. Generate observed scores: compute ytg = t−1
λ (ψtg).
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Rating Period
Sport Annual Biannual Quarterly Bimonthly Monthly

Biathlon 1.43 1.44 – – –
Biathlon Relay 0.82 0.84 – – –

Diving 1.57 1.68 – – –
Fencing 1.05 1.07 1.07 – –
Rugby 0.97 0.97 1.06 1.06 1.06

Table B.5: Average value of diagonal entry of
√
Vt, averaged across athletes and rating periods, using different rating periods.

Note that while the simulated untransformed scores are not explicitly game-centered, theirmean is zero

within each game.

To evaluate parameter recovery and compare model predictions, we simulate 50 datasets for each of a

variety of data-generating parameters. We fix p = 100 and T = 20, and consider ntg = 2, 10, and 50

to correspond to head-to-head games and small/large multi-competitor games. For each setting, we set gt

such thatntg∗gt equals a range of values from20 to 250 to simulate low to high data environments. Finally,

we fix v0 = 10, σ2 = 100, and w = 0.5, and we consider data-generating Yeo-Johnson transformations

(Yeo and Johnson (2000)) with λ = 0.7, 1, 1.3 to see howwell the DLMwith transformations can recover

transformations that shrink, preserve, and stretch the data. After simulating the multi-competitor data,

we run the LM-T model. We record its estimate of the hyperparameters (w, λ) and the posterior mean of

σ2.

B.2.1 Simulation results: parameter recovery

In this section, we verify that the LM-T model can accurately recover the data-generating parameters in

multi-competitor games.

First, we verify that the LM-Tmodel can accurately recover the λ parameter for the data-generating Yeo-

Johnson transformation. Figure B.3 plots the estimated value of λ against the number ofmulti-competitor
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games per rating period, aggregated across 50 simulations in each setting. The dotted lines represent the

true data-generating value of λ. We see that λ recovery is generally extremely accurate; even with only two

Figure B.3: LM‐T model recovery of λ. Dotted line represents the true data‐generating λ parameter.

ten-player games per rating period, the estimated value of λ is rarely more than 0.01 away from the true

value of λ.

Figure B.4 plots the value of w estimated by the LM-T model against the number of games per rating

period, across 150 datasets.2 We see that w recovery is less accurate than λ recovery. The LM-Tmodel gen-

Figure B.4: LM‐T model recovery of w. Dotted line represents the true data‐generating w parameter.

erally underestimates wwhen there are few games, and only consistently recovers the true data-generating

2We aggregate across the true λ values in the simulations, since results for w are qualitatively identical regardless
of λ.
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wwith 25 ten-player games per rating period. This behavior is appropriate; when there are few games per

rating period to accurately estimate player strengths, itmakes sense to bemore conservativewhenupdating

the estimates between rating periods, i.e., to have a lower w.

Similarly, Figure B.5 plots the value of σ estimated by the LM-Tmodel against the number of games per

rating period, again across 150 datasets. We see that σ recovery is also less accurate than λ recovery for small

Figure B.5: LM‐T model recovery of σ. Dotted line represents the true data‐generating σ parameter.

data sizes, but that the behavior of the σ estimates is still appropriate. When there are few observations

per rating period, we cannot be too certain of our estimated latent ability parameters within each rating

period; this inflates our σ estimate (which in turn deflates our w estimate). Again, it makes sense for the

model to be somewhat conservative when the data do not provide much information.
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