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Abstract

This dissertation contains essays that explore the incentives, mechanisms and strategies of

platforms in concentrated internet markets.

The first essay studies how two-sided platforms compete and set dynamic prices. In the

daily deals industry, an expected increase in competition for seller participation prompted a

cross-side response by the dominant platform, Groupon, to lower prices on deal coupons

sold to attract platform users. I use a dynamic model of competing daily deals platforms to

investigate why we observe a larger downward price response in markets where platforms

have similar shares of users. Simulations show a sharp increase in value of an additional

user as cross-side competition intensifies for profits from being the future platform leader.

The second essay—coauthored with Benjamin G. Edelman—examines how competition

is mediated by search intermediaries, looking at the design of search engines’ own services

and the effects on users’ choices. We evaluate a natural experiment, and find that Google’s

prominent placement of its Flight Search service increased clicks on paid advertising listings

while decreasing the clicks on organic search listings by a similar quantity. Empirical results

and a controlled experiment links the mechanism to users’ heterogeneous methods of search.

The third essay—coauthored with Michael Egesdal and Che-Lin Su—develops empirical

tools for estimating dynamic discrete-choice games. We formulate the maximum-likelihood

estimator as a constrained optimization problem to be solved using state-of-the-art con-

strained optimization solvers. Monte Carlo results show that the constrained optimization

approach has improved convergence properties over other popular computational methods.
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Introduction

Platforms often play dynamic strategies to maximize long-run profits, especially in many

growing internet markets where expected future profits are large relative to current profits.

These markets are usually highly concentrated, and contain a dominant platform seeking to

retain and increase market share over time. This dissertation contains essays that explore

the incentives, mechanisms and strategies of these internet platforms. In particular, I

study two internet markets with dominant platforms—two-sided daily deals markets and

search engine services for flights—and analyze the empirical patterns of these industries

using datasets that contain richer detail than what is usually available in datasets of offline

industries.

Chapter 1 investigates how two-sided platforms compete and set dynamic prices in

the daily deals industry. Chapter 2 examines how competition is mediated by search

intermediaries through the design of Google’s Flight Search service and its effects on users’

choice of search results. Both of these chapters rely on a knowledge of industry-specific

institutions to conduct a reduced-form analysis of platforms’ strategies, but take different

methdological approaches to analyze their underpinning mechanisms. Chapter 1 develops

a model of two-sided platform competition based on the dynamic framework of Ericson

and Pakes (1995), and uses simulations to explain the economic rationale behind observed

price patterns. Chapter 2 relies on empirical results and also uses a controlled experiment

on Amazon Mechanical Turk to analyze user substitution patterns. In an independent study,

Chapter 3 introduces a constrained optimization approach for estimation of dynamic games,

and presents Monte Carlo results showing computational gains in speed and convergence.
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Dynamic Cross-Side Pricing By Competing Daily Deals Platforms

Chapter 1 studies how two-sided platforms compete and set dynamic prices. Specifically, it

explores a dynamic consideration which is salient in many internet markets organized as

two-sided platforms: Under a two-sided format, expected future profits from establishing

large network effects on one side of the market may motivate current pricing decisions

on the other side of the market. Thus far, theoretical models have yet to provide sharp

predictions around a switch in market leadership under platform competition and there has

been limited empirical work, perhaps due to a lack of systematically-organized panel data,

on the dynamic effects of pricing in two-sided platform markets (Levin, 2011).

I investigate a dynamic cross-side pricing relationship in the two-sided daily deals

industry, where an expected increase in local competition for seller participation prompted

a cross-side response by the dominant platform, Groupon, to lower prices on promotional

coupons sold to attract platform users. The identification of empirical patterns takes

advantage of geographic variation in platform competition across local markets as well

as platform guidelines in how factors specific to deal categories influence pricing. I use

simulations from a dynamic model of competing daily deals platforms to explain emprical

patterns of low coupon prices in the data.

Model simulations calibrated to industry data indicate that the value of attracting an

additional platform user increases sharply in markets where the two largest platforms were

closest in shares of platform users, and it became dynamically optimal for platforms to

depress prices under competition for the higher profits associated with being the expected

future platform leader. These results not only provide an explanation for low prices in

daily deals markets specifically, but also highlight how dynamic considerations can have a

significant impact on prices under a more general two-sided platform setting.

Design of Search Engine Services: Channel Interdependence in Results

Chapter 2—coauthored with Benjamin G. Edelman—examines how competition is mediated

by search intermediaries, looking at the design of search engines’ own services and the

2



effects on users’ choices. Specifically, we study the prominent placement of search engine’s

own services and how this affects users’ choice of which search engine listings to click.

This constitutes an issue of striking impact in many internet markets where an electronic

format provides platforms with a high degree of control over the user’s engagement with

the market.

We focus on a natural experiment where Google presented different search results

to users who performed similar searches for flights: For a time, Google systematically

displayed its Flight Search service above the top organic listing in response to a list of

search queries (e.g. “flights to Orlando”) but not in response to others of a slightly different

phrasing (e.g. “flights to Orlando fl”). Reliance on this variation for identification mitigates a

key endogeneity concern—that the display of a search engine’s service is a function not only

of search engine’s exogenous design choices but also of users’ intent and search behavior.

We find that Google’s placement design increased the clicks on paid advertising listings

by more than half while decreasing the clicks on organic search listings by about the same

quantity. An analysis of the effect over different sites clicked, as well as a follow-up online

experiment, links the mechanism to users’ heterogeneous methods of search. In particular,

users who decide what to click based on listings’ relevance became more likely to select paid

listings, while users who are influenced by listings’ visual presentation and page position

became more likely to click on Google’s own Flight Search listing. We discuss these findings

and our measurement of the effect, in light of its implications for recent antitrust activity,

and for more general guidance over the formation of competition policy in internet search.

Estimating Dynamic Discrete-Choice Games of Incomplete Information

Chapter 3—coauthored with Michael Egesdal and Che-Lin Su—expands on the methodolog-

ical toolkit used to estimate structural models of dynamic games—a key framework for the

analysis of strategic behavior both in internet markets and more broadly in the industrial

organization and applied econometrics literatures. Research in these fields have developed

increasingly sophisticated models of dynamic games, which add to the computational

3



challenges of backing out underlying structural parameters, hence requiring faster and more

accurate methods of estimation.

We focus on formulating the maximum-likelihood estimation of dynamic discrete-choice

games of incomplete information as a constrained optimization problem to be solved us-

ing modern, state-of-the-art constrained optimization solvers. Using this formulation, we

conduct Monte Carlo experiments to investigate the numerical performance and finite-

sample properties of the constrained optimization approach for the maximum likelihood

estimator, in comparison with other popular econometric methods, such as the two-step

pseudo maximum-likelihood estimator and the nested pseudo-likelihood estimator, im-

plemented both by the nested psuedo-likelihood algorithm (NPL) and a modified nested

psuedo-likelihood algorithm (NPL-Λ).

Our Monte Carlo experiments over the setup used in the entry/exit model of Aguirre-

gabiria and Mira (2007) suggest that the constrained optimization approach is more robust

and reliable than both the NPL and the NPL-Λ algorithms. In particular, the constrained

approach converged for all data sets in all experiments, while in some cases, the NPL and

NPL-Λ algorithms failed to converge. We show that the constrained optimization approach

also works well when the size of the state space in the model increases, as long as the state

transition matrix remains sparse. This presents the constrained optimization approach as a

potentially promising tool for empirical researchers.

4



Chapter 1

Dynamic Cross-Side Pricing By

Competing Daily Deals Platforms

1.1 Introduction

Participation on two-sided daily deals platforms has grown exponentially in recent years,

supported by cross-side network effects and price strategies linking both sides of the market.

To maximize profits from seller transaction fees, daily deals platforms can adjust fees to

optimize over seller participation in the short run, and adjust coupon prices to promote the

growth of platform users and attract a larger number of sellers in the long run. Optimal

prices and fees can respond dynamically to market structure. For example, Kim et al. (2013)

finds that the daily deals industry leader, Groupon, decreased prices on its promotional

deal coupons in response to increased platform competition and the entry of rivals.

I investigate how industry dynamics interact with the cross-side linkages between coupon

prices and seller demand on daily deals platforms. Growth in platform users, especially

relative to rival platforms, produces a persistent advantage in platform competition for

seller participation. These industry dynamics, and the consideration of future profits, may

motivate platforms to decrease prices on one side of the market when expected platform

competition increases on the other side of the market. In contrast, the literature on two-sided
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markets generally suggests that prices on one side of the market increase as competition

on the other side of the market intensifies. For example, Godes et al. (2009) shows that

increased competition in media markets lowers the number of advertisers participating

on media platforms. This reduces the platform’s return per customer impression, and

platforms become less willing to charge low prices to increase customer demand. In an

empirical study, Seamans and Zhu (2012) shows that the entry of Craigslist, which increased

competition for classified ads on one side of the market, led local newspaper platforms to

increase subscription rates on the other side of the market.

In the daily deals industry, I analyze how this dynamic cross-side relationship leads to

empirical patterns of low coupon prices in markets where the industry leader Groupon’s

dominance is eroded by the growth in users of Living Social, the next largest deals platform.

The first part of this study works with a dataset containing platforms’ coupon prices, user

participation on platforms and daily deals sellers’ choice of platforms. I exploit variation in

market structure across a panel of local geographic markets, as well as variation in platforms’

prices across different deal categories within each market. To address endogeneity of changes

in market structure, I construct an instrument from the platform’s previous coupon prices in

other deal categories. Under an assumption that platforms set coupon prices independently

across deal categories, the instrument influences future coupon prices only through its

effect on the market structure of users. Estimates from instrumental variable regressions of

coupon prices on changes to platform users indicate that Groupon lowered coupon prices

as Living Social caught up in the relative platform shares of users, particularly in markets

where platforms had similar shares of users.

The second part of this study presents a dynamic model of competing daily deals

platforms. I tie the two-sided platform model closely to industry features to ensure that

it remains realistic, and specify the influence of coupon prices on state transitions within

a computationally tractable Ericson and Pakes (1995)-styled dynamic framework. This

establishes the cross-side linkage between coupon prices and expected future profits at

every state. I show that model simulations of equilibrium coupon prices fit with Groupon
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and Living Social’s observed price responses to changes in expected future competition.

Close to the point where the market changes in platform leadership (when Living Social

overtakes Groupon in platform users), a closing of the gap in platform users is associated

with downward pressure on equilibrium coupon prices.

Computation of platforms’ expected profits provides an explanation for the observed

relationship between prices and market dynamics of daily deals platforms. Platforms face

varying dynamic incentives at each state to lower coupon prices to leverage on cross-side

effects over sellers. Comparative statics on market structure indicate that these marginal

incentives to lower coupon prices are highest when platforms are in close competition for

the expected profits associated with being the future incumbent. Dynamic incentives to

lower coupon prices as a long-run strategy to remain or become the incumbent are especially

significant in markets where expected future profits are large relative to current profits, such

as when the number of platform users is small relative to the potential total market size.

These cross-side dynamic pricing incentives are present across a wide range of two-

sided markets, such as buyer-seller intermediaries (which offer promotions to buyers to

attract sellers later) and hardware-software platforms (which discount hardware products to

early adopters to attract software developers later). A recent example involves competition

between transportation network platforms, where the incumbent Uber lowered prices of

rides as competition for drivers increased from Lyft, a late entrant growing rapidly in riders.

A general intuition from the model indicates that profits associated with being the expected

future incumbent can result in intense price competition due to large dynamic cross-side

effects when the market is close to changing platform leadership. This is especially relevant

in nascent industries where large network effects can lead to a persistent market advantage.

Existing literature on two-sided platform markets have characterized equilibrium prices

in relation to demand elasticities and costs under joint optimization over both sides of

the market (Armstrong, 2006; Rochet and Tirole, 2003, 2006).1 However, these models are

usually static and do not consider how prices on one side can endogenously influence

1See Rysman (2009) for a concise survey of the literature on pricing in two-sided platform markets.
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competitive advantage on the other side in subsequent periods. This rules out dynamic

cross-side pricing incentives—the focus of this chapter. Closely related to this chapter are

studies on indirect network effects, which can result in a market structure shift to monopoly

(Dube et al., 2010), and may deter entry into platform markets (Zhu and Iansiti, 2012).2

Related theoretical work considers dynamic strategies that produce competitive advan-

tage, such as predatory pricing (Cabral and Riodan, 1994; Besanko et al., 2012), advertising

(Doraszelski and Markovich, 2007) and learning-by-doing (Besanko et al., 2010). Other

studies address the daily deals industry more specifically (Kim et al., 2013; Edelman et al.,

2011; Song et al., 2012). This chapter extends dynamic pricing strategies to two-sided daily

deals markets, where the availability of market-level daily deal participation data facilitates

an analysis of the economic intuition behind observed industry patterns.

1.2 Dynamic Price Competition in the Daily Deals Industry

1.2.1 Data

This study uses a dataset on the daily deals industry from Yipit Data, a commercial database

provided by a leading website aggregator of daily deals promotions. The data sample is

understood to provide comprehensive coverage of all deal promotions offered in the US

from March 2010 to September 2012, and includes deals from the two largest deals platforms,

Groupon, Living Social, and about four hundred other smaller sources.3

The dataset provides the terms, description and outcomes of each promotion conducted.

Terms include the discount enjoyed by platform users and redemption value of deal coupons.

Description includes the title and category of the deal promotion, and the identity and

address of the deal seller. I also observe the number of deal coupons sold. I exclude deal

promotions conducted in isolated geographic regions where we observe a total of less than

2In an empirical study, Lee (2013) measures the impact of exclusive contracts on market structure in the
two-sided video game industry where indirect network effects are present.

3Every day, Yipit uses automated web crawlers to collect data on daily deals activity from several hundred
websites, primarily using this data for their daily deals personalization services (RRE Ventures, 2010).
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50 promotions (less than 1 percent of sample), as well as duplicate entries of promotions

listed in multiple categories on the same platform (also less than 1 percent of sample). I

restrict the sample to promotions by local sellers (as opposed to nationwide promotions),

which later facilitates empirical analysis across a panel of local markets.

Table 1.1 reports summary statistics from a sample of about 300,000 daily deals pro-

motions. Normalized by the coupon’s redemption value, Groupon’s median coupon price

is 45.9%, which is about 3% lower than that of Living Social and other deals platforms.4

Platforms offered a similar composition of deals across categories.5

Table 1.1: Summary Statistics of Daily Deals

Groupon Living Social Other
platforms

Entire Sample:

No. of deal promotions listed (in ’000s) 159 63 85

Quantity of deal coupons sold (in ’000s) 48,867 21,688 7,845

Median price of deal coupon .459 .490 .486
(normalized by redemption value )

By Category:

Composition of daily deals promotions

Arts & Entertainment .023 .038 .037
Beauty & Spa .347 .266 .324
Experiences .150 .162 .144
Health & Fitness .072 .080 .074
Restaurants .189 .177 .226
Services .063 .061 .082
Shopping .018 .012 .026
Other .138 .204 .087

4I use only local deals and drop all deals offered nationwide. Excluding nationwide deals, local deals are
similar on observables across all deal platforms

5While the classification of deals into categories involved some discretion, for example teeth whitening
deals were classified under “beauty & spa” rather than “health”, the same rules were applied across all deals.

9



Table 1.2 reports summary statistics of sellers and their participation on deals platforms.

Daily deals in US markets were offered by about 180,000 unique sellers, with some sellers

offering multiple deals over the two and a half years observed in our dataset. I define sellers

as multi-homing if they ever participate on at least two platforms within the same month.

8.3 percent of sellers ever multi-home, while the remaining sellers only single-home. By

platform, sellers participating on Living Social are more likely to multi-home (8.5 percent)

than sellers participating on Groupon (5.9 percent). Nevertheless, sellers participating on

Groupon and Living Social are likely to single-home, especially when considered relative to

sellers on other fringe DD platforms (where 11.3 percent multi-home).

Table 1.2: Summary Statistics of Daily Deal Sellers

Single-homing only Multi-homing

Total (in ’000s) % Total (in ’000s) %

Entire Sample:

All sellers 164.5 91.7 14.9 8.3

By Platform:

Groupon 69.2 94.1 4.3 5.9
Living Social 45.9 91.5 4.3 8.5
Other platforms 49.3 88.7 6.3 11.3

1.2.2 Price Competition Between Daily Deals Platforms

We study how the daily deals platform sets coupon prices and seller fees in its intermediary

role between platform users and deal sellers. Platforms sell deal coupons at a discounted

price upfront, and users redeem these coupons for the deal seller’s services at a later date.

Figure 1.1 illustrates the price structure of the daily deal, which divides the redemption

value of the coupon into three parts: The discount enjoyed by the buyer d, the fee to the

platform, and the revenue kept by the seller c. The coupon price and seller fees are set as a

10



Buyer enjoys discount d

Seller keeps revenue cSeller pays platform fee 1 – c – d

Redemption Value of Coupon (normalized to 1)

Buyer’s coupon price, 1 – d

Seller’s participation price, 1 – c

Figure 1.1: Price Structure of Daily Deal

percentage of the redemption value of the coupon, and platforms typically propose these

deal terms when they approach sellers to run a daily deals promotion.

Sellers may accept lower deal revenues in order to participate on a daily deals platform

with a larger number of users. To reach a large local audience, sellers are willing to pay

more because they usually face limited options at the scale provided by a large daily deals

platform that can email thousands of its users. (See Figure 1.2 for an example of marketing

provided by a “daily deals” email.) Large-scale daily deals advertising is attractive to sellers:

The seller pays no upfront cost and fulfills discount obligations only at coupon redemption.

 

Figure 1.2: Example of Daily Deal
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Since sellers value advertising to a large number of users on the other side of the platform,

daily deals platforms may compete to attract sellers not only via setting low seller fees but

also by adding more platform users. A key dynamic strategy for daily deals platforms is

to make forward-looking investments to increase users through setting low coupon prices

and encouraging word-of-mouth sharing of deeply discounted daily deals (Groupon Inc,

2011).6 This creates a dynamic trade-off in how daily deals platforms set coupon prices: On

the one hand, high coupon prices allows platforms leeway to raise seller fees, increasing

this period’s profits.7 On the other hand, low coupon prices provides platforms with future

cross-side effects in competition to attract sellers, increasing next period’s profits.

Besides dynamic considerations, daily deals platforms set coupon prices and seller fees

to follow different category and local market guidelines. These guidelines are influenced by

factors related to the price elasticity of demand for participation on daily deals platforms.

Gupta et al. (2011) summarize key category-specific factors such as gross margins, capacity

utilization, likelihood of new and repeat customer acquisition, and extra spending on sellers’

other services upon coupon redemption.8 Categories and local markets also differ by the

number and closeness of available daily deals substitutes, since the level of competition

can vary from alternatives such as print coupons and niche deals platforms that focus

exclusively on certain local areas and types of deals (Compete Inc., 2011).

In the dataset, Figure 1.3 illustrates how daily deals platforms can set different coupon

prices (normalized as a percentage of coupon redemption value) across categories of deals.

Bars summarize the average normalized coupon price of the six largest categories. Besides

differences in category-specific factors, price guidelines can also change differentially across

categories when platforms periodically review and adjust price levers to hit profitability

and user growth targets, especially in young expansion markets (Groupon Inc, 2011).

6Groupon Inc (2011) states that “by delivering a compelling value proposition to consumers... many new
subscribers originate from word-of-mouth and other non-paid referrals from existing subscribers”. Other
investments to acquire users include online marketing campaigns.

7See Figure 1.1 for an illustration of how coupon prices constitute an upper bound for seller fees.

8Gupta et al. (2011) discuss how these factors contribute to observing low coupon prices in categories of
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1.3 Descriptive Evidence

1.3.1 Evolution of Daily Deals Industry to Platform Duopoly

From 2010 to 2012, Groupon faced increasing competition from other daily deals platforms.

Groupon was the early incumbent in the daily deals industry, and grew rapidly in users

and seller participation upon entry. By the end of 2010, Groupon operated in about 150

markets in North America, from which it reported annual revenues of half a billion dollars

(Groupon Inc, 2011). Figure 1.4 displays monthly total revenues of the US daily deals

industry. Through the end of 2010, Groupon captured about 90 percent of revenues.

By 2012, Living Social, the next largest daily deals platform, had grown rapidly in users.

Daily deals markets in most US urban areas had evolved to a platform duopoly. Figure 1.4

shows that Groupon’s monthly revenues still made up about 60 percent of the industry’s

total in September 2012, but Living Social also captured a sizeable share of revenues, at

about 30 percent. About 400 fringe platforms collectively accounted for the remainder.9

deals associated with high-priced, high-margin services.

9By mid-2011, Groupon had a large lead over all platforms (except for Living Social), and it was difficult for
smaller rivals to compete for sellers while offering attractive discounts. Most rivals shifted from lowering prices
to pursuing (unsuccessful) differentiated, vertical-focused strategies in a bid to attract users (comScore, 2011).
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1.3.2 Dynamic Price Patterns Across Local Markets

I investigate when daily deals platforms set low coupon prices, taking advantage of geo-

graphic variation in platform competition across local markets. Industry anecdotes indicate

that Groupon maintained relatively constant seller fees and lowered coupon prices as com-

petition from Living Social intensified from 2010 to 2012 (Del Rey, 2013; Kim et al., 2013).

These patterns increased sellers’ cost of participation on deals plaforms and represented a

cross-side transfer from sellers to subsidize the larger discount on coupons sold to users.

To delineate local markets, I use mapping software and reverse geo-code sellers’ ad-

dresses to 193 geographic areas. These follow U.S. Census Bureau definitions of Core Based

Statistical Areas (or CBSAs), which specify urban clusters of at least 10,000 people. I treat

each CBSA as an independent market. In every CBSA, I proxy for each platform’s users at

the start of every month using the cumulative deal coupons sold from previous months.

Table 1.3 reports how local market shares of users change over the months post-entry of

both platforms. Three months after entry by Living Social, Groupon’s average market share

was three times that of Living Social’s. In the subsequent nine months, Groupon’s average

market share grew five-fold while Living Social’s market share grew eight-fold.
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Table 1.3: Daily Deal Markets Over Time

Post-entry of Living Social

3 months after 6 months after 12 months after

Groupon’s Market Share:

Mean .063 .165 .336
Standard deviation (.087) (.101) (.136)

Living Social’s Market Share:

Mean .023 .073 .178
Standard deviation (.029) (.058) (.125)

To explore the relationship between coupon prices and changes in expected local platform

competition, I assume that daily deals platforms set coupon prices independently across local

markets and categories. To test this assumption, I conduct a 193 (local markets) × 8 (deal

categories) analysis of variance (ANOVA) to decompose the variance of platforms’ coupon

prices over time. An ANOVA on Groupon’s coupon prices revealed a main effect for market

(F(192, 10565) = 2.97, p < .001), a main effect for category (F(7, 10750) = 344.74, p < .001),

and an interaction of market and category (F(837, 9920) = 2.49, p < .001). An analysis

of Living Social’s coupon prices yielded similar findings.10 This is consistent with the

discussion in Section 1.2.2 of daily deals platforms which set coupon prices subject to local

market guidelines and differences in how managers account for category-specific factors.

1.3.3 Reduced Form Regressions

From 2010 to 2012, coupon prices changed as the local market structure of platform users

shifted. Table 1.4 reports estimates from regressions of the logarithm of median coupon

10An ANOVA on Living Social’s coupon prices revealed a main effect for market (F(192, 10565) = 2.48, p <
.001), a main effect for category (F(7, 10750) = 258.15, p < .001), and an interaction of market and category
(F(837, 9920) = 2.01, p < .001).
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prices on platform users in local markets.11 To control for heterogeneity in how prices

are set, I include variables for whether the market (indexed m) was a metropolitan area,

and also add category and month fixed effects (indexed c and t respectively).12 I use the

specification,

log(Pricemct) = β0 + β1 · log(UsersGroupon
mt ) + β2 log(UsersLivingSocial

mt )

+ β3 ·MetroAream + Categoryc + Montht + εmct .

Table 1.4: Groupon’s Prices vs. Difference in Log of Platform Users

Dependant Variable: Log Price on Log Price on
Groupon Deals Living Social Deals

(1) (2) (3) (4)

log(Groupon Users) .024*** -.002
(.004) (.005)

log(Living Social’s Users) -.011** .008
(.004) (.005)

log(Previous Groupon Users) -.002 -.003
(.002) (.002)

log(Recent Groupon Users) .023*** .001
(.004) (.004)

log(Previous Living Social Users) -.003* .001
(.001) (.002)

log(Recent Living Social Users) -.001 .009*
(.003) (.004)

Metropolitan area -.017 -.001 -.002 -.011
(.046) (.046) (.039) (.039)

Constant -.926*** -1.037*** -.772*** -.815***
(.060) (.065) (.049) (.057)

Fixed Effects: Month, Category yes yes yes yes
No. of Observations 9235 9235 9235 9235

Note: Standard errors in parentheses. Asterisks indicate * p<.05, ** p<.01, *** p<.001.

11Living Social had more users than Groupon in less than ten percent of observations, and these markets are
excluded from regression analysis.

12The U.S. Census Bureau divides CBSAs into metropoitan areas (>50,000 people) and micropolitan areas.
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I first regress on logarithms of Groupon and Living Social users. Columns 1 and

3 of Table 1.4 report estimates from regressions of Groupon and Living Social’s prices

respectively. Groupon sets higher coupon prices in markets where it has more users, and

lower coupon prices in markets where Living Social has less users. This is consistent with

several explanations, for example, Groupon may charge higher prices in markets where it is

more popular with users relative to Living Social. Coefficient estimates from regressions of

Living Social’s prices are similar in direction although statistically insignificant at the 5%

level.

Columns 2 and 4 of Table 1.4 report estimates from regressions which decompose users

into recent users added in the immediate month prior, and users added in previous months.

Each platform’s recently-added users had an effect on its own prices that was statistically

significant at least at the 5% level: Doubling the volume of recently-added Groupon users

was associated with a 2.3% increase in Groupon’s coupon prices, while doubling the volume

of recently-added Living Social users was associated with a smaller .9% increase in Living

Social’s coupon prices. Groupon also decreased coupon prices by .3% in local markets as

Living Social’s users, at the start of the previous month, doubled to catch up with Groupon.
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Figure 1.5: Groupon’s Prices vs. Log Ratio of Platform Users
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Changes to the relative ratio of platform users may beget shifts in intensity of cross-side

platform competition for seller participation, and lead to a response in coupon prices.

To investigate this relationship, Figure 1.5 plots Groupon’s median coupon price against

the difference in log ratio of Living Social’s to Groupon’s users. For interpretability, the

figure simplifies the visualization by grouping about ten thousand local market-category

observations into twenty equal-sized bins. In local markets where Living Social catches up

to Groupon in users, we observe that Groupon sets lower coupon prices to users.

I analyze this relationship across different types of local markets, depending on Groupon’s

previous dominance in users over Living Social. Markets are stratified into two groups—

above-median and below-median—depending on the ratio of Groupon’s over Living Social’s

users at the start of the previous month. To examine how prices responded to an increase in

expected platform competition for sellers, I regress prices on the log ratio of Living Social’s

to Groupon’s new users recently added in the previous month. This proxies for the expected

increase in cross-side competition for sellers when Living Social gains in users on Groupon.

log(Pricemct) = β0 + β1 ·
(

log(NewUsersLivingSocial
m,t-1 )− log(NewUsersGroupon

m,t-1 )
)

+ β2 ·MetroAream + Categoryc + Montht + εmct .

One concern is that platforms’ change in users and prices may be correlated with the

quality of its daily deals promotions. To address potential endogeneity, I construct an

instrument for the log ratio of recently added platform users by taking the platform’s

average coupon prices charged across all other deal categories in the prior month. This

instrument relies on the assumption that daily deals platforms set their coupon prices

independently across categories.13 Specifically, the instrument requires that prices in one

category in the previous month be uncorrelated with prices in another category this month,

except through the effect that last month’s prices had on shifting the current market structure

of users.

13See Section 1.3.2 for a discussion of why this assumption is defensible.
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The first four columns of Table 1.5 report estimates from a regression over markets

where Groupon and Living Social were of similar size. Coefficient estimates from the OLS

regressions in Columns 1 and 2 are statistically insignificant. However, Columns 3 and 4

of Table 1.5 report estimates from the instrumental variable approach that are statistically

significant at least at the 5% level. Doubling the ratio of Living Social’s to Groupon’s

recently added users led Groupon to decrease its coupon prices by 13.2%, and Living Social

to increase coupon prices by 15.9%. The last two columns of Table 1.5 take an instrumental

variable approach and report estimates from a regression over markets where Groupon held

a dominant lead in market share over Living Social. In these markets, changes to the market

structure of users did not have a statistically significant effect on prices.

In summary, observed prices of daily deals coupons suggest the following stylized facts:

1. Daily deals platforms set coupon prices that are increasing with their own users,

especially with recently added users.

2. As Living Social closes the gap with Groupon in users, Groupon decreases prices:

This suggests that prices depend dynamically on the relative shares of platform users.

3. These dynamics are salient in markets where platforms have similar shares of users:

Groupon’s price response occurs primarily when Living Social has nearly caught up.

1.4 Model

To explain empirical patterns, I present a dynamic model of two-sided platforms who

compete in platform fees and users to attract seller participation. The setup of the model

considers two competing platforms, and is tailored to features of the daily deals industry

described earlier. On one side of the market, sellers single-home in any given time period

(as suggested by Table 1.2). On the other side of the market, platform users potentially

multi-home, and the model allows coupon prices to influence the stochastic growth path of
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users (as suggested by the analysis of Section 1.3.3).14

1.4.1 Setup and Timing

Consider a discrete-time, infinite-horizon setup where two platforms, a and b, are each

associated with different levels of users. Let the number of users be at one of L levels,

−∞ < n0 < n1 < ... < nL−2 < nL−1 < ∞. Denote the vector of platform users as n = (na, nb)

Each platform sets a single coupon price and platform fee on all its deals every period.15

At each period t, the timing follows:

Stage Game: Period t competition between platforms

1. Platforms observe n, and set coupon prices and platform fees for period t

2. Sellers observe coupon prices, platform fees, and choose one platform (if any) to

participate on (by offering a deal on the platform)

3. Platform users observe coupon prices and decide whether to participate on platform

State Transition: Transition to period t + 1 market structure

4. Platform users evolve stochastically and market structure transitions from n to n′

1.4.2 Stage Game

I now model the stage game. Given n, let platforms compete in prices by choosing (c, d) =

(ca, cb, da, db) where coupon prices to users are (1− da, 1− db) and platform fees to sellers

are (1− ca, 1− cb). Daily deals platforms set prices normalized to a percentage of coupon

redemption value. (See Figure 1.1 for visualization of price structure.) I present the setup

for platform a, with analogous derivations for platform b.

14Note that the daily deals model reverses the usual setup of two-sided platform models where buyers
single-home and sellers multi-home, for example, in newspaper and advertiser markets (Reisinger, 2012).

15I define time periods according to the interval at which platforms make pricing decisions. Small platforms
may offer one deal every period and set coupon prices on a deal-to-deal basis. Large daily deals platforms often
set and review price guidelines to govern over all deals within a longer time period, for example, monthly.
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I start from platform users’ decision to participate and solve the stage game backwards.

Platform a’s users (na of them) observe da and decide whether to participate on platform a

in period t. Let Xa be the number of participating users on platform a, and γ denote price

elasticity of user participation. Participation function X(·) is given by

Xa = X(da, na) = (da)
γ · na . (1.1)

This functional form of X(·) simplifies the model using assumptions that match with

intuition from the daily deals industry. First, it assumes that users decide whether to

participate on platforms based only on their discounted savings from the deal. Byers et al.

(2012) finds that, once we control for market and category-level differences, deal purchases

are primarily driven by variation in the deal’s discount (or coupon price). Second, the

functional form assumes that users’ decisions are independent of the number of sellers.

Platform marketing emails usually highlight a single deal seller each time period (for

example, daily). This format, with a headline proclaiming the deal discount, acts as the

primary driver for attracting platform users to make purchase decisions, rather than the

appeal of having multiple deals from a wide variety of sellers. (See format in Figure 1.2.)

Next, I study sellers’ choice of platform given expected user participation in period t.

Sellers expect that platforms will have user participation of (Xa, Xb) given the observed

coupon prices (1− da, 1− db), and also observe platform fees of (1− ca, 1− cb). Adapting the

model of Rochet and Tirole (2003) to the daily deals context, I assume that each participating

user purchases a single deal coupon which creates a per-transaction surplus of α to be

shared among the platform, seller and user.16 Supposing µ is the seller’s gross margins on

this surplus, let seller j’s payoff from participating on platform a be

caµαXa + ε ja , (1.2)

where the first term denotes the seller’s share of the total surplus created on the platform,

16Groupon and Living Social usually limit users to a single purchase to maximize total unique purchasers.
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and ε ja is an additional taste shock.17 Following standard discrete-choice models, I assume

that εj0, εja and εjb are independently and identically distributed following a type 1 extreme

value distribution, and allow sellers to opt for a fixed outside option of payoff ū0 + εj0. Let

Sa be the share of sellers on platform a, where

Sa = Sa(c, d; n) =
exp(caµαXa(da, na))

exp(ū0) + exp(caµαXa(da, na)) + exp(cbµαXb(db, nb))

=
1

1 + exp(ū0 − caµαX(da, na)) + exp(cbµαX(db, nb)− caµαX(da, na))
.

With M sellers in the market, let πa be platform a’s profit from the stage game where

πa = πa(c, d; n) = (1− ca − da) · µαX(da, na) · Sa(c, d; n)M . (1.3)

1.4.3 State Transition

I now model how platform users change between periods. Specifically, I allow these

transition processes to depend on αda, which is the user’s share of the surplus created on

each deal. As described in Section 1.2.2, daily deals platforms typically grow in platform

users when satisfied coupon purchasers publicize the platform via word-of-mouth—For

deal promotions, purchaser satisfaction is strongly correlated with the purchaser’s perceived

value of the deal.18 I use δ to denote the rate of decay of platform users over time, and let κ

capture the users’ cost of signing up on the platform’s email list.

Using a framework similar to Ericson and Pakes (1995), I take these elements and specify

the state transition function of platform a’s users from na to n′a as

17For parsimony, the model allows seller heterogeneity only through ε.

18Byers et al. (2012) finds that offering a daily deal leads to a subsequent increase in reviews on Yelp.com
that describe an account of the user’s perceived value of the daily deal.
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for na ∈
{

n1, ..., nL−2
}

, f
(
n′a|na, da

)
=



(1−δ)(αda−κ)
1+αda−κ

1−δ+δ(αda−κ)
1+αda−κ

δ
1+αda−κ

if n′a = na + 1

if n′a = na

if n′a = na − 1 .

At the lowest and highest levels of users, the state transition function is set to

for na = n0, f
(
n′a|na, da

)
=


αda−κ

1+αda−κ

1
1+αda−κ

if n′a = n1

if n′a = n0 ,

for na = nL−1, f
(
n′a|na, da

)
=


1−δ+αda−κ

1+αda−κ

δ
1+αda−κ

if n′a = nL−1

if n′a = nL−2 ,

where in each bucket, state transition probabilities are normalized to sum to one.

1.4.4 Platform’s Two-Sided Pricing Problem

Next, I describe how the two competing platforms set prices. Platform a sets (ca, da) to solve

the dynamic profit maximization problem

Va(n) = max
ca,da

πa(c, d; n) + β
nL−1

∑
n′a=n0

Wa(n′a) f (n′a|na, da) , (1.4)

where 0 < β < 1 is the discount factor and Wa(·) denotes platform a’s expectation over all

possible future states n′ given that platform a chooses to set da(n) in the current market

state of users n. In equilibrium, with platform b’s policy functions of (c∗b(n), d∗b(n)), we have

Wa(n′a) =
nL−1

∑
n′b=n0

Va(n′) f (n′b|nb, d∗b(n)) .

The first order conditions to the Bellman equation (1.4) with respect to ca and da are
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0 = 1 − c∗a − d∗a −
1

(1− S∗a ) · µαX∗a
, (1.5)

0 =
∂πa(c∗, d∗; n)

∂d∗a
+ β

nL−1

∑
n′a=n0

Wa(n′a)
∂ f (n′a|na, d∗a(n))

∂d∗a
. (1.6)

I adopt the approach taken by Doraszelski and Markovich (2007) to simplify (1.6). For

na ∈
{

n1, ..., nL−2}, this reduces to an interior solution given by

0 =
∂πa(c∗, d∗; n)

∂d∗a
+ βα

[
(1− δ)

(
Wa(na + 1)−Wa(na)

)
+ δ
(

Wa(na)−Wa(na − 1)
)]
·
(

1 + αd∗a − κ
)−2

,

where

∂πa(c∗, d∗; n)
∂d∗a

=

[
−1 + γ

(
1 + c∗a µαX∗a (1− S∗a )

)(1− c∗a − d∗a
d∗a

)]
· µαX∗a · S∗a M ,

and we can likewise simplify the first order conditions at the boundary where na ∈
{

n0, nL}.

1.5 Results

Under the dynamic framework, I investigate the relationship between coupon prices and

expected changes to cross-side competition for seller participation. First, I simulate platforms’

two-sided policy functions to find the Markov perfect equilibrium of the game. Next, I

analyze how equilibrium simulations from the dynamic model fit with Groupon’s observed

cross-side response to lower coupon prices in light of increased future competition for sellers

from Living Social, especially in markets where platforms have similar shares of users.

1.5.1 Computation

I solve the model by simulating platforms’ policy functions across a grid of duopoly

market structures, and find the set of equilibrium coupon prices and platform fees that
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satisfy the first order conditions (1.5) and (1.6). For two platforms, I use a grid of L = 20

levels of users. This generates a state space consisting of 20 × 20 = 400 states. The

two-sided duopoly model of homogeneous platforms leads to symmetric profit functions,

where πa(na, nb) = πb(nb, na) and Va(na, nb) = Vb(nb, na), as well as policy functions

ca(na, nb) = cb(nb, na) and da(na, nb) = db(nb, na). In equilibrium, this simplifies the problem

to requiring the solution, at each state, to a system of control variables c(n), d(n), as well as

dynamically consistent value functions V(n), i.e. 3× 400 = 1200 variables.

I adopt Markov perfect equilibrium as the equilibrium concept. This enables a tractable

solution to the dynamic two-sided problem. In particular, Markov perfection limits the

dynamic cross-side interaction between current platform fees and future coupon prices, and

between current coupon prices and future platform fees, to an impact on the future market

structure of users. This rules out dynamic strategies based on non-payoff relevant cross-side

interactions, such as when platforms use their rival’s past coupon prices to coordinate on

setting platform fees.

To compute the equilibrium, I iterate the value function to convergence for each guess

of policy functions c(n), d(n), and repeat guesses until the optimization solver reports an

optimization and feasibility tolerance of less than 1.0e-6 for satisfying first order conditions.

In this two-sided pricing model, policy functions are normalized as a share of the coupon

redemption value and are bounded between the ranges of 0 ≤ d(n) ≤ 1− c(n) ≤ 1. With

this upper bound, existence of a Markov perfect equilibrium in pure strategies follows

from Doraszelski and Satterthwaite (2003). I explore a large grid of starting values and

different parameterizations, but computations always led to a unique solution even though,

in principle, multiple equilibria may exist.

1.5.2 Parametrization

I choose parameters of the model by calibrating it from the daily deals data. I use α = 125 to

match the median redemption value of daily deals in our sample. I assume seller markups

of µ = .33, and that users can obtain an outside option of ū0 = 5 from, for example, a print
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coupon. I pick M = 200 to approximate the average number of deal sellers in a CBSA.

I set a low user sign-up cost of κ = .1, discount rate to .98 and take the rate of decay of

platform users to be δ = .05. Equilibrium policy functions are computed over a grid given

by n0 = .175 up to n19 = .65, representing platform shares of users.

Following the functional form in (1.1), I also calibrate γ using the price elasticity of user

participation. To estimate this from the daily deals data, I run a regression of the logarithm

of the share of platform users purchasing a deal on the deal discount enjoyed by users.

Because the quality of each deal may be correlated both with the quantity of deals sold as

well as its promotional discount, I construct an instrument from the average discount of all

other platform deals in the same category and month. Columns 1 and 2 of Table 1.6 reports

estimates from an ordinary least squares regression and instrumental variable specification

respectively. These regressions include fixed effects for CBSA, deal category and month,

and estimates are statistically significant at the one percent level. I use the coefficient from

the IV specification, and set γ = .849, which can be interpreted as the following: Increasing

deal discount by a factor of 1.1 boosts sales of daily deals by about 8 percent.

Table 1.6: Calibration of Price Elasticity of User Participation

Participating Share of Users

OLS IV

log of deal discount -.170** .849***
(.021) (.158)

Fixed Effects: Month, Category, CBSA yes yes
No. of Observations 167,304 159,154
Adjusted R2 .617 .596

Note: Standard errors in parentheses. Asterisks indicate * p<.05, ** p<.01, *** p<.001.

1.5.3 Optimal Prices in a Two-Sided Dynamic Model of Platform Competition

Policy simulations of the calibrated dynamic model correspond with empirical patterns

in the daily deals data. The left panel of Figure 1.6 illustrates the relationship between
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equilibrium coupon prices and market structure. Corresponding with the observed data,

simulated coupon prices are increasing with the platform’s own users. This relationship

arises because smaller platforms obtain a higher marginal benefit from additional users—

additional platform users help to attract seller participation and increase cross-side profits.

For smaller platforms, it is dynamically optimal to attract future sellers by lowering current

coupon prices instead of lowering future platform fees.

The right panel of Figure 1.6 shows that simulated platform fees exhibit the opposite

trend and are decreasing with the platform’s own users. This relationship arises because

sellers have more price elastic demand for participating on larger platforms. Intuitively,

sellers keep a share of the total surplus from platform transactions, and lower per-transaction

fees allow sellers to retain a disproportionately larger amount of surplus as the volume of

platform transactions grow. Hence, larger platforms have more leverage to attract sellers via

lower platform fees. Profit-maximizing platforms may also lower platform fees to attract

more sellers as they grow large, since each participating seller conducts a higher volume of

transactions and generates more total surplus.
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Figure 1.6: Dynamic Two-Sided Model: Equilibrium Prices vs. Duopoly Structure

Next, I analyze whether the relationship between simulated prices and platforms’ relative

market shares correspond with actual daily deals data, where the incumbent platform,

Groupon, lowered coupon prices in markets as Living Social caught up in platform users.
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To better visualize this analysis, Figure 1.7 collapses the simulated coupon prices shown

in the left panel of Figure 1.6 into a two-dimensional plot of prices against the platform’s

advantage in users over the rival platform. Simulated prices and platform’s advantage in

users are positively correlated, indicating that it is dynamically optimal for platforms to

lower coupon prices as cross-side platform competition for seller participation intensifies

(i.e. when the rival platform catches up or increases its lead in users).

In particular, simulated coupon prices are lower in markets where the incumbent

platform’s advantage in users in small. In Figure 1.7, this is represented by the shaded

region around when the market changes in platform leadership (which I define as na = nb).

I add a linear fit to approximate the relationship between coupon prices and platforms’

advantage in users, separately for markets within and outside the shaded region and for the

incumbent and follower (respectively triangle and plus symbols). Within the shaded region,

coupon prices display a “kink” and slope downwards discontinuously as the gap in users

between the incumbent and follower shrinks. Specifically, the incumbent lowers prices more

aggressively and the follower is slower to increase prices, as their relative market shares of

users equalize. This simulated relationship matches the empirical analysis reported in Table

1.5, where estimates of the relationship between coupon prices and expected cross-side

competition in the daily deals industry are statistically significant in markets with platforms

of similar size.

Figure 1.7: Coupon Price vs. Advantage in Users Figure 1.8: Expected Profit vs. Advantage in Users
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1.6 Incumbent Advantage and Dynamic Cross-Side Pricing

1.6.1 When is Cross-Side Pricing Dynamically Optimal?

A closer examination of the model provides an explanation for why platforms’ cross-side

pricing response was largest in daily deals markets where Living Social had nearly caught up

to Groupon in users. Figure 1.8 visualizes the relationship between the platform’s simulated

expected profits and its advantage in users over the rival platform. A platform follower’s

expected profit function is slightly convex as it reduces the incumbent’s advantage in users.

Conversely, the incumbent’s expected profit function is concave. Hence, the steepest gradient

of the platform’s value function occurs within the shaded region, when the market is about

to switch platform leadership. In this region, the marginal gain of attracting additional users

is high, and this provides both the incumbent and follower platforms with an increased

dynamic incentive to lower coupon prices to attract users as platforms approach a change

in platform leadership.

This discontinuity in expected payoffs arises due to an equilibrium state transition

process (specified in Section 1.4.3) where the incumbent platform always has a higher

probability of having more users than the platform follower in the subsequent period.

Hence, in expectation, platform leadership is associated with a persistent advantage in

users and profits that is increasing over time. This makes having additional users especially

valuable in states where the probability of a subsequent change in platform leadership is

high. While the stochastic transition process smooths out any changes to expected profits in

these states, this feature of the model nevertheless allows for a representation of dynamics

in two-sided platform markets where different long-run regimes are associated with being

the incumbent platform and the platform follower.

1.6.2 Dynamic Pricing in Markets with Large Cross-Side Network Effects

Differences in the gradient of expected payoffs around the switch in platform leadership

also arise due to cross-side network effects that amplify the difference in seller payoffs
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between participating on the incumbent and on the platform follower. We examine how this

impacts the value of having additional users by taking comparative statics against the size

of cross-side network effects. Recall from (1.2) that network effects, or sellers’ payoff from

each participating platform user on the other side, is increasing in its per-user markup µ.

Figure 1.9 simulates the platform’s expected profits against its advantage in users when

network effects are small (due to low per-user markup µ = .2). A daily deals platform has

lower incentives to depress coupon prices (gradient of expected profits is flat) when gaining

additional users relative to its rival does not allow the platform to vertically differentiate

itself to sellers. Conversely, Figure 1.10 shows that large network effects (µ = .4) drown out

the role played by sellers’ idiosyncratic tastes for each platform, making additional users

especially valuable as the market approaches a change in platform leadership.

Figure 1.9: Small Cross-Network Effects, µ = .2 Figure 1.10: Large Cross-Network Effects, µ = .45

1.6.3 Dynamic Pricing in Markets with Low Platform Adoption

Figures 1.11 and 1.12 provide additional intuition for which platforms are likely to decrease

prices most aggressively as platforms compete for the expected profits associated with being

the future incumbent. Figure 1.11 zooms in on the platform follower’s policy functions.

Horizontal arcs trace out the follower’s coupon prices as its users stay fixed but as the

incumbent’s users vary. Platform followers with few users (bottom horizontal arcs) are

most responsive to changes in the incumbent’s users: In markets where the incumbent
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platform is also small, the follower initially increases coupon prices as it gains in users on

the incumbent but decreases coupon prices aggresively to try to become the platform leader

once market structure enters into the shaded region. Similarly, Figure 1.12 traces out the

incumbent’s coupon prices for each level of platform users, as the follower’s users vary.

Prices for smaller incumbents (bottom horizontal arcs) are more responsive to changes in

the platform follower’s users, and these platforms may optimally decrease coupon prices to

preserve the higher expected profits from being the incumbent when the market is at risk of

switching platform leaders.

These model dynamics suggest that, in markets with cross-side effects such as daily

deals, it may be optimal for platforms to set prices strategically over one side of the market

in order to preserve or create an advantage in future competition over the other side of

the market. Payoffs for these dynamic strategies depend on expected future profits as well

as on the likelihood of becoming the future incumbent. Hence these dynamic strategies

are particularly attractive when the follower is not too far behind the incumbent or when

platforms have relatively low market shares. In daily deals, dynamic considerations around

preserving its incumbent platform status may explain why Groupon decreased its coupon

prices in markets where Living Social was catching up in platform users.

Figure 1.11: Platform Follower Figure 1.12: Platform Incumbent
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1.7 Conclusion

This chapter proposes a dynamic two-sided model of how daily deals platforms make

pricing decisions. As expected future competition for seller participation increases, the

model allows platforms to set lower equilibrium coupon prices and addresses the economic

intuition behind why they do so. This modeling approach yields three primary insights.

First, simulated coupon prices fit with the empirical analysis of Groupon’s response to

lower coupon prices as Living Social catches up in the relative gap of platform users. This

suggests that theoretical predictions of cross-side dynamic effects are consistent with actual

data on the coupon prices and market shares of daily deals platforms.

Second, analysis of model simulations suggests that dynamic incentives for lowering

coupon prices reach its apex when the market is about to switch in platform leadership.

Expected profits increase or drop off sharply with any perturbation of market state variables,

which provides an explanation for observed price patterns. With dynamics, incumbent

platforms enjoy compounding cross-side network effects, and hence lower coupon prices to

preserve their lead in users.

Third, intuition from these cross-side dynamic patterns can be applied to more general

settings. Apart from daily deals, industries exhibiting strong network effects and intense

competition to become the platform leader are likely to use dynamic pricing strategies in

equilibrium due to large incentives over long-run expected profit.
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Chapter 2

Design of Search Engine Services:

Channel Interdependence in Results1

2.1 Introduction

Far from their roots providing solely unformatted links to web sites operated by independent

publishers, search engines now operate platforms that include their own content within

search results (Sullivan, 2012). For example, Google search results include the company’s

specialized search services for flights, hotels, images, maps, shopping, videos, and more.2

Thus, a user searching for a celebrity musician might see not only links to that musician’s

web site, fan pages, and media coverage, but also image thumbnails directly within search

results, as well as previews of videos available at a single click.

As of 2015, search engines present results drawn from three distinct channels. Search

engines are typically best known for organic results which select destinations via crawler-

based examination of, in principle, the entire web. Second, paid advertising results link to

advertisers that pay to show their offers to users running a given search. Finally, search

1Co-authored with Benjamin G. Edelman

2For a partial list of Google’s specialized search services, see: http://www.google.com/about/
products. Other search engines, such as Bing and Yahoo, also incorporate their own specialized services into
search results.
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engine services highlight other offerings from the company that provides the search engine.

As search engine designs change, it is important to understand how these changes

influence user interactions. Web sites make significant channel-based investments to obtain

both paid advertising and organic search traffic from search engines. For one, search engine

optimization adjusts site design and code in hopes of obtaining additional organic traffic

from search engines’ algorithms. (See, for example, Berman and Katona, 2013.) In parallel,

search engine marketing entails submitting and updating bids in paid advertising auctions.

(See, for example, Edelman, Ostrovsky and Schwarz, 2007.) The market is large: In the US

alone, advertisers spent $18.4 billion on search engine optimization and marketing in 2013

(Internet Advertising Bureau, 2014), and reasonable estimates suggest that organic traffic,

though unpriced, is at least as valuable. This chapter examines users’ online search behavior

by exploring how the design of search results influences sorting of search engine users

into different channels. We also consider implications for the online marketing industry,

including for the effectiveness of common practitioner strategies.

Relying on a natural experiment, this chapter considers how the prominent placement

of search engine services affects users’ tendency to click on organic search listings and paid

advertising listings. Specifically, we examine a natural experiment in Google’s display of

its Flight Search service (henceforth GFS): for a time, Google systematically displayed GFS

above the top organic listing in response to certain search queries but not others, based

on minor differences in how users expressed their search intent. For example, GFS was

reliably displayed in search query results for “flights to Orlando” but not for “flights to

Orlando fl” because the former phrasing was identified by Google’s algorithm as associated

with a GFS-supported destination whereas the latter was not. The analysis exploits the

variation in timing of users’ search queries around the introduction of GFS to conduct a

differences-in-differences estimation of its effects, focusing on clicks to the airlines and

online travel agents (OTAs) that are the most natural results for the keywords at issue.

This difference-in-differences estimation mitigates a key endogeneity concern—that the

display of a search engine’s service is a function not only of the search engine’s exogenous
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design choices but also of users’ intent and search behavior. Measurement of this effect limits

possible endogenous variation in users’ intent and search behavior by restricting analysis

to a narrowly-specified set of searches involving unbranded search queries for flights to

US destinations. (Results ignore branded search queries because GFS did not appear for

queries that include keywords specifying a company name within the search phrase, such

as “expedia flight to new york.”) In this sample of searches, Google’s assignment of GFS

relies on idiosyncratic variation in users’ input of search phrases and is exogenous to factors

correlated with users’ propensity to click differentially between paid and organic listings.

This approach is used to infer the causal effect of search engine services on user demand

for paid advertising listings and organic search listings that are simultaneously displayed

on the search results page. By relying on searches within four months before and after the

introduction of GFS, the analysis abstracts away from long-run effects that may confound

measurement, such as whether a search engine can influence how users specify search

phrases or whether search engine services ultimately affect the brand awareness of OTAs.3

Results indicate a shift in user clicks from organic listings to paid listings on Google.

Regression estimates show that the display of GFS results increased the volume of paid

clicks by about 65% and decreased the volume of organic clicks by about 55%. Based on cost

data from Google Keyword Planner, this shift in incoming site traffic would increase OTAs’

marketing expenditures by about a dollar per click on average. Checks using additional data

on search volumes show that results are not driven by differential trends in seasonal travel

searches, and also that results are robust to key alternative explanations for the findings.

The literature on search engine marketing suggests several explanations for users’

substitution patterns as a result of design changes. Under an ordered user search process,

prominent search engine listings are substitutes for less prominent listings (Armstrong et al.,

2009; Athey and Ellison, 2007; Chen and He, 2011). At the same time, the inclusion of an

additional listing channel may increase total user demand and clicks on search results (Yang

3Over time, reduced prominence may lower clicks for organic and paid listings (Baye, Santos and Wilden-
beest, 2013; Yao and Mela, 2011). During the period of our study, GFS has limited effect on long-run brand
awareness of already-popular OTAs.
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and Ghose, 2010). These cross-channel relationships in user demand are mediated by search

engines’ efforts to manage users’ perceptions of each listing channel. For example, Berman

and Katona (2013) present a model where, in equilibrium, users expect the organic search

channel to offer a higher probability of finding a high quality result in equilibrium, and hence

users first examine organic search listings before (perhaps) proceeding to paid advertising

listings. Changes to advertisers’ bids can also affect the search engine’s positioning of ads

and volume of user clicks (Ghose and Yang, 2009).

We study the underlying mechanisms for observed patterns of interdependence in

user demand between search engine services, organic search, and paid listing channels.

Using data on the set of advertisers and their respective advertising intensity, we rule out

advertising-side explanations by showing that Google’s search algorithm did not systemati-

cally alter the ordering and selection of advertisers based on the display of GFS. However,

additional analysis shows differences in magnitude of observed GFS effects across OTAs,

which suggests that users’ search preferences interact with the display of GFS. In particular,

GFS led users to substitute from organic to paid listings in a way that most affected the

OTAs which previously presented listings most relevant to users’ queries. In a follow-up

experiment on Amazon Mechanical Turk, we confirmed this finding. We find that salience

searchers, who prefer to click attention-grabbing listings, were more likely to click on the

GFS result when it appeared, whereas relevance searchers, who prefer to click a listing based

on its relevance to the query, were more likely to select paid listings when GFS results

pushed organic results downwards. In light of these mechanisms, we discuss implications

for antitrust policy debate and for internet marketing strategies across a range of industries

which rely on traffic from Google and other search engines.

Our results extend a literature examining how users perceive different channels of

search results. For example, Hotchkiss, Alston and Edwards (2005) find that over 75% of

participants trust the ordering of organic listings to be an unbiased indicator of quality.

In contrast, Jansen (2007) finds that paid advertising listings are often more relevant than

organic search listings for e-commerce search queries. We also join a broader line of papers
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that explore how users interact with search engine results. Blake, Nosko and Tadelis

(forthcoming) measure the response of eBay users to changes in that company’s search

engine advertising. Rutz and Bucklin (2012) estimate the effect of spillover between non-

branded and branded search on conversion rates, while Jeziorski and Segal (2012) quantify

the effect of ad substitutability on the click-through rates of competing ad listings. We

add to this literature by examining a search engine’s impact on organic search and paid

advertising traffic when it assigns prominent placement to its own services. Finally, our

results complement the literature that studies interactions between organic search and paid

advertising (Taylor, 2013; White, 2013).

2.2 Search Engine Services and Search Result Placement

Search engine results have evolved from providing paid and organic links to displaying

multi-channel offerings that include a search engine’s own services and content. For

example, a search engine may display a result that immediately answers a user’s question,

such as reporting the time of sunset at a user’s location (left screenshot of Figure 2.1). Some

search engines may also respond to search queries by recommending their own services,

such as hotels (right screenshot of Figure 2.1), image search, maps, restaurants, shopping,

videos, and—the focus of this chapter—air travel.

1 

 

 

 

 Figure 2.1: Special Display of Search Results

When a search engine’s own services appear within search results, they typically receive
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both prominent placement and differentiated visual format. This placement (above the top

organic search listing in Figure 2.1) is usually reserved exclusively for the search engine’s

own service. Historically, organic and paid search listings took the format of plain text links.

In contrast to those simple “blue links,” search engine services often include unusual layout,

color, images and even interactivity. These features attract user attention, allow for greater

user engagement, and create an additional channel which search engines may utilize to

influence users’ online search behavior.

2.2.1 Google’s Flight Search Service

Shortly after acquiring ITA Software, Google launched Google Flight Search (GFS). Initially,

GFS results were available at http://www.google.com/flights. Later in 2011, Google

started to show special GFS listings within Google search results. Displayed above organic

search listings, GFS listings present air carriers, their respective flight itineraries and price

quotes in the format of interactive tables that allow users to check fares on alternative dates

and apply custom sorting and filtering. (The left screenshot of Figure 2.2 shows search

results before the change, and the right screenshot of Figure 2.2 shows search results after

the change.) In contrast, organic search and paid advertising listings to other travel services

usually appear in the traditional format of one header line and a brief summary, without

notable colors or images.

Within Google search results, GFS listings include interactive features that allow users to

adjust search criteria (including dates and nonstop versus connecting itineraries), as well

as links that point users to landing pages showing the full GFS tool (URLs that begin with

“google.com/flights/. . . ”). Once in the GFS tool, a user can invoke additional GFS features

such as selecting a specific flight option and clicking a “Book” button to proceed to a chosen

travel provider (left screenshot of Figure 2.3). By clicking the “Book” button, a user avoids

reentering flight preferences and instead reaches the travel provider’s site with the desired

origin, destination, dates, and flights all preselected. In contrast, organic search and paid

advertising listings do not allow interactivity and link to a website’s home page where a
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Figure 2.2: Google Results With and Without GFS

1 

 

 

Figure 2.3: GFS Landing Page vs. OTA Home Page

40



user must reenter travel details (right screenshot of Figure 2.3).

Google indicates that GFS displays flights based on Google’s assessment of a user’s

requirements, and that GFS rates a flight equally whether or not the airline pays to participate

in GFS (Gharachorloo, 2011). Instead, it seems that the appearance of the “Book” button

is contingent on an airline’s participation in GFS: If an airline participates, the button

turns red and works as expected; if not, the button is grey and nonfunctional. Notably, an

airline’s participation in GFS is understood to require paying fees, though there may be

some exceptions (particularly immediately upon launch).4 At launch, Google indicated that

GFS would link the “Book” button only to airlines’ own sites (and not to OTAs).5

2.2.2 Google’s Algorithm for Display of GFS Listings

When Google added GFS listings to search results, it said that GFS listings would appear

for flight-related searches specifying origins and destinations that were supported by GFS

(Connolly, 2011). To implement this approach, Google’s search algorithms must parse search

phrases for a combination of flight-related intent and valid representations of pre-approved

origin and destination keywords.

In practice, users can express their flight intent and location requirements through many

idiosyncratic forms, and some but not all random user-generated perturbations of these

search phrases will allow the automated algorithm to trigger the display of a GFS listing.

(Appendix B.2 provides sample search phrases that, in our testing, did and did not trigger

GFS.) Google indicates that it utilizes users’ searches to improve its algorithms, although its

exact algorithms and methods of parsing search phrases are trade secrets.

Over time, we observed that Google displayed GFS listings for an increasing number of

flight-related search queries. For example, Google initially limited the display of GFS listings

4Google has not publicly discussed the terms on which airlines participate in GFS. But Google labels GFS as
“sponsored,” suggesting that money changes hands. Multiple airlines have told us that they pay to activate their
“Book” links or that they were asked to pay.

5Throughout the period we study, GFS “Book” buttons linked to airline sites only. Outside the period we
study, Google briefly tested links to some OTAs.
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to search queries with US-based origins and destinations, but added international locations

in February 2012. Even for domestic destinations, GFS display conditions broadened; for

example, Google initially treated “orlando” but not “orlando fl” as a valid destination for

GFS display, but later broadened GFS display conditions to capture both searches. Our

sense is that Google started with a relatively narrow “whitelist” of exact matches of exact

cities where Google knew GFS could provide flight results. Only later did Google broaden

the display conditions to allow perturbations such as the addition of state names and state

abbreviations. This focus on exact match to a whitelist is consistent with prior targeting

observed for Google’s display of specialized services (Edelman, 2010). One might think of

Google’s initial GFS display conditions as needlessly narrow, compared to GFS’s ultimate

capabilities and Google’s ultimate implementation. Google’s arbitrarily-imposed initial

display conditions appear to be random, at least in the sense that they are uncorrelated with

user characteristics and hence, we will argue, facilitate a natural experiment.

2.3 Methodology and Data

In this section, we measure whether Google’s display of its GFS listings affected users’

tendency to click on organic search listings and paid advertising listings. Specifically, we

examine how the display of GFS listings impacted the volume of clicks to OTAs across

different listing channels.

2.3.1 Research Design

An ideal experiment would rely on random assignment of displaying GFS results across a

sample of internet searches. If search results sometimes randomly listed GFS and sometimes

randomly did not, we could determine the effect that the design of GFS has on user demand

by simply comparing behavior in the two randomly-assigned conditions. With random

assignment, we would not worry that a search engine chose the display of its search engine

service based on result relevance. Unfortunately, we do not have the ability to run such a

randomized experiment on actual search engines.
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Instead, we rely on a quasi-experiment resulting from Google’s introduction of GFS

listings into its search results. Google’s algorithm decides whether to display GFS listings

based on the specific phrasing of the users’ search request, and for a time immediately

after the introduction of GFS, the algorithm checked for only a portion of the phrases users

reasonably chose to express a particular search. For example, a Google search for “flights to

orlando” displayed GFS, but a Google search for “flights to orlando fl” did not because the

former phrase was identified by Google’s algorithm to be associated with a GFS-supported

destination whereas the latter was not. We used multiple user profiles, computers, and

locations to verify these patterns at multiple occasions throughout the relevant time period,

and Google’s algorithm to display GFS listings appeared to remain constant for the patterns

of search terms we examined. In particular, user profile, computer type, and user’s location

did not affect whether GFS appeared, but even a small change to the word choice of the

search query could make GFS appear or disappear. These differences were systematic and

persisted through at least the first four months of 2012.

Within the set of possible flight-related search queries specifying GFS-supported origins

and destinations, our analysis relies on the identifying assumption that Google’s classifica-

tion of GFS-eligible versus GFS-ineligible search queries is orthogonal to users’ decisions

about which site and type of listing to click. Our quasi-experiment helps rule out alternative

explanations for users’ clicks. Consider two users who searched for “flights to orlando” and

“flights to orlando, fl” respectively. The appendage of “, fl” is effectively random—the sort

of addition that some users type almost instinctively. There is little reason to think that

users who search for the former term differ systematically from those who search for the

latter. If they systematically click different links, we will argue that the difference should be

ascribed to the impact of GFS, which in the relevant period appeared for only the former

search term and not the latter.

Our quasi-experiment also relies on additional assumptions about advertiser behavior

and Google’s approach. First, we assume that advertisers seek to display ads only based

on the quality of the match between the advertiser’s content and the user’s intent, i.e. the
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likely click-through rate and conversion rate. We similarly assume that Google’s incentive

to display GFS is only based on attempting a high-quality match with user intent. This

rules out both Google and advertisers idiosyncratically seeking to reach users who are

more likely to click on ads, but whose search terms otherwise reflect identical search intent.

These assumptions are supported by the institutional details surrounding GFS: First, Google

does not select GFS results based on whether sites pay to obtain click links in GFS. Second,

Google only allowed airlines and not OTAs to place booking links into GFS landing pages

during the time period we study, which ruled out OTAs making strategic shifts in marketing

budgets and thereby influencing users’ click decisions.

With data on which listings users clicked, we perform a before-and-after comparison of

clicks to travel sites across groups of similar searches with idiosyncratic differences in user

expression of search queries.

2.3.2 Data

Our primary dataset comes from ComScore Search Planner, a commercial database tracking

the online behavior of a panel of internet users. ComScore observes users’ search activities

and tracks both searches and destinations. The panel is understood to be nationally repre-

sentative and includes adjustments based on panel and census-based weights. ComScore

tracks both algorithmic clicks and paid advertising clicks from Google. However, when a

user clicks a GFS listing, ComScore records that click using a destination URL that starts

with google.com/flights. Because we study traffic flowing from Google to external web

properties, we omit these GFS clicks. During the relevant period, ComScore did not collect

(or our ComScore dataset does not provide) reliable data on users’ clicks on paid advertising

listings embedded inside GFS landing pages. Our data includes users’ searches for flights

to US destinations during the four months prior to the launch of GFS, from May to August

2011, as well as four months after the launch of GFS, from January to April 2012. This

sample of searches included search queries matching Google’s criteria for displaying GFS

as well as similar search queries that express the same user intent but did not trigger the
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display of GFS due to minor variations in search phrase.

We exclude clicks arising from three types of searches in our data sample. First, we omit

searches for non-US destinations because GFS added international support significantly

later. Second, we omit the four months immediately surrounding the launch of GFS.

During this transition period, Google used a variety of GFS result formats and triggering

conditions. For example, Google sometimes displayed the GFS result in a sidebar (linked

to google.com/flights) while displaying various flight schedule information within the

main body of search results (sometimes, but not always, with links to airlines’ sites). These

many variations prevent us from assessing whether a GFS result appeared for a given

search in this period, removing the exogenous variation that underpins our research design.

Third, we only analyze searches involving unbranded search queries for identified travel

destinations. Thus, we ignore searches which do not specify a flight destination (e.g. “cheap

flights”) or directly specify a desired site (e.g. “Orbitz,” “Jetblue”). We take this approach

because generic and branded search queries never prompted the display of GFS during

the time period we consider. This exclusion allows us to focus on search queries that state

a flight destination; these queries tend to have higher conversion rates (clicks yielding

actual purchases) and hence are particularly valuable to travel sites. Appendix B.1 provides

instructions for replicating our data construction.

Because a user can enter any search query, there are idiosyncratic variations in phrasing

that require us to aggregate over searches. To allow some expression of heterogeneous user

intent, we group searches on two dimensions. First, we subdivide searches by the flight

destination specified in the search query. As described in Appendix B.1, we divide flight

destinations into six geographic regions within the US. Due to data constraints, we are

unable to test more granular levels of geographic aggregation. Nevertheless, our grouping

of searches allows us to control for some region-specific differences in flight search behavior,

such as differences in the online search behavior of business travelers to the northeast

versus snowbird vacationers to the southeastern states. We also tested perturbations of these

definitions of geographic aggregation, and results were robust to changes.
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Second, we classify clicks as being associated with either “GFS-eligible” or “GFS-

ineligible” search queries based on the exact wording of the user’s search phrase. To

infer Google’s criteria for displaying GFS, we conduct search queries at google.com, both

manually and using automation. We tag Google searches as belonging to the GFS-eligible

category if a Google search query would trigger the display of a GFS listing after December

2011. Thus, the “treatment effect” of displaying GFS differentially affects groups of searches

in our data.

Table 2.1: Composition of Google Searches

Sample of Google Searches
All Searches GFS-eligible GFS-ineligible

All Clicks:
total 6,789,299 4,648,012 2,141,287

Paid Clicks Only:
total 3,127,869 2,302,005 825,864
by time period

5/2011-6/2011 531,336 326,074 205,262
7/2011-8/2011 781,571 514,922 266,649
1/2012-2/2012 949,633 740,309 209,324
3/2012-4/2012 865,329 720,700 144,629

Organic Clicks Only:
total 3,661,430 2,346,007 1,315,423
by time period

5/2011-6/2011 1,020,540 690,890 329,650
7/2011-8/2011 1,173,245 851,769 321,476
1/2012-2/2012 722,104 386,473 335,631
3/2012-4/2012 745,541 416,875 328,666

By Destination:
“popular” OTAs 6,165,021 4,152,925 2,012,096
other OTAs 182,063 126,187 55,876
airline sites 442,215 368,900 73,315

46



Our dataset consists of the reported traffic volumes for each site for each time period and

classification of GFS-eligibility. Of the more than 6 million clicks on organic search results

within our sample, 68% of clicks were associated with a GFS-eligible search query. Clicks

were roughly evenly distributed across two-month time periods within our sample. Table

2.1 describes the detailed composition of traffic volumes. Clicks on paid listings constituted

slightly more than half of our sample, consistent with the high commercial value of these

searches. 93% of clicks led to an OTA, while the rest of clicks led to an airline site. We limit

our analysis to 17 popular OTAs which account for about 91% of all clicks. Other OTAs in

our sample each received less than 25,000 clicks from search queries matching the patterns

we specify.

We augment our primary dataset on click traffic with a secondary dataset containing

Google search volumes for each group of search phrases during the time periods of our

study. We constructed this dataset from two data sources. First, we used Google Trends to

obtain normalized historical search volume patterns for each search phrase in our primary

dataset. Next, we used recent search traffic estimates from Google Keyword Planner to

match the tail end of each search phrase’s historical trend and to obtain re-scaled estimates

of historical search volumes during the time periods of our study. With this common scaling,

we aggregate search volume patterns across groups of search phrases. Figure 2.4 presents

trends in total Google search volume for GFS-eligible and GFS-ineligible search queries. We

observe that search volumes associated with GFS-eligible and GFS-ineligible search queries

follow similar seasonal patterns. There is no apparent differential trend in the volume

of searches between groups, nor is there a noticeable change in searches for GFS-eligible

queries.

2.3.3 GFS-eligible vs. GFS-ineligible Search Queries

Next, we check Google’s classification of search phrases for apparent differences between

groups of GFS-eligible versus GFS-ineligible search queries. This provides support for our

empirical strategy, which requires groups of search queries to be comparable except for
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Figure 2.4: Google Search Volume Trends

phrasing differences exogenous to user intent.

Table 2.2 reports the average query length for GFS-eligible and GFS-ineligible search

queries. While imperfect, we use query length as a proxy for the amount of detail conveyed

by the search phrase. We infer that searchers in our sample are relatively close to purchase

because the dataset consists only of specific queries which are fairly descriptive (average

query length of about six words). Average query length is similar for GFS-eligible and

GFS-ineligible searches. (The difference is less than a single word and less than one standard

deviation.) A comparison of keywords also suggests that both groups of queries entail

similar user intent. In both groups, about 40 percent of search phrases express user intent

for competitive pricing by including “cheap” or “deal,” and about 1 percent of search

phrases express desire for “non stop.” Table 2.3 provides examples of GFS-eligible and

GFS-ineligible search queries. Although the phrasing differs, manual examination of search

phrases shows that search intent is virtually identical. For example, as the first row suggests,

the display of GFS results are triggered when a user queries “flights from <US city name>
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Table 2.2: Query Characteristics

GFS-eligible GFS-ineligible
mean sd mean sd

All Search Queries:
no. of words in search query 5.46 (1.38) 6.02 (1.88)

Including “cheap”, “deal”:
no. of words in search query 5.76 (1.35) 5.88 (1.77)
share of search queries .418 .399

Including “non stop”:
no. of words in search query 6.55 (1.43) 5.94 (1.78)
share of search queries .011 .014

to <US city name>” but not for “flights from <US state name> to <US city name>.” Table

2.4 presents example queries for flights to Tampa Bay, Florida with no apparent systematic

difference between GFS-eligible and GFS-ineligible queries.

We next check whether queries classified as GFS-eligible are comparable to queries

classified as GFS-ineligible based on differences in what users click. Table 2.5 reports a

logistic regression of the probability that the search query entered during the pre-GFS

period (May to August 2011) was eventually classified as being GFS-eligible. Although

GFS-eligible queries account for about twice as many clicks as GFS-ineligible queries (since

Google’s algorithm correctly identifies user intent for the majority of flight-related search

queries), we see in Column 1 that GFS-eligible and GFS-ineligible queries are not statistically

different in their pre-GFS probabilities of users clicking on paid listings. Column 2 adds

a supplementary dataset of ad exposures for each group of searches. With this addition,

we check whether Google classified GFS-eligible and GFS-ineligible queries according to

whether they were likely to lead to sites for which users were exposed to a high volume

of paid advertising at search engines. GFS-eligible and GFS-ineligible queries are not

statistically significantly different in their probability of a user visiting a site within the

top half of advertising exposures, either via an organic search or paid advertising listing.
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Table 2.3: Examples of GFS-eligible vs. GFS-ineligible Queries

GFS-eligible queries GFS-ineligible queries

flights from atl to dallas tx flights from nj to houston tx

plane ticket to vegas plane ticket to vegas discount

austin to nyc flights nebraska to new york flight

flights to green bay from miami flights to kansas from sf

direct flight from portland, maine to orlando direct flights to miami from michigan

cheap flights from sfo to san cheaper flights from sfo to san

cheap airline tickets from omaha ne to cheap tickets from salt lake intl to
los angeles philadelphia intl

cheap tickets to washington dc cheap airline tickets to california

cheap flights to phoenix from baltimore cheap flights to massachusetts

fly from detroit to new orleans dirt cheap flights from chicago to atlanta

As of January 2013. Search queries are not case-sensitive.

Table 2.4: Example Queries with Flight Destination as Tampa Bay, Florida

GFS-eligible queries GFS-ineligible queries

cheap flight to tampa cheap flights to tampa fl
cheap flights to tampa cheap flights to tampa, fl
cheap flights to tampa bay cheap one way flights to tampa
cheap flights to tampa florida cheap airline tickets to tampa fl
cheap tickets to tampa florida cost of tickets to fly to tampa bay
flights from chcago to tampa, florida flights from chicago to tampa, fl
flights from newark to tampa flights to tampa fl
flights to tampa flights to tampa, fl
nyc to tampa flights flights to tampa bay fl
flights to tampa florida from dfw flights tampa fl from shreveport, la

As of January 2013. Search queries are not case-sensitive.
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Table 2.5: Exogeneity of GFS Criteria Using Pre-Introduction Click Behavior

Probability Query is GFS-eligible
(1) (2) (3)

Search led to click on paid listing .683
(-1.44)

Search led to click on organic listing .811 .925
to low advertising website (-.59) (-.20)

Search led to click on organic listing 1.650 1.301
to high advertising website (.74) (.48)

Search led to click on paid listing .412 .520
to high advertising website (-1.14) (-.97)

Region FEs for flight destination no no yes (not
significant)

Note: An observation is a Google search during May to August 2011, in the period before GFS
was introduced. Reported values are odds ratios from a logistic regression on probability that
the search query used was later classified by Google as GFS-eligible. T-statistics in parenthesis
are calculated from robust (White) standard errors, clustered at level of website and one of six
US geographic regions for flight destination. Asterisks indicate * p<.10, ** p<.05, *** p<.01.

Column 3 shows that this result holds when controlling for the flight destination stated in

the search query.

We also look for evidence of selection on users’ click-through behavior to individual

online agents across groups of treatment and control searches. For example, we would

observe systematically higher paid click-through rates on GFS-eligible searches if Google’s

classification of search phrases is correlated with users’ click-through behavior on search

queries with strong commercial intent. For each group of search queries, we calculate the

fraction of clicks received by each travel agent’s organic and paid listing channels (which we

report as organic CTR and paid CTR in Table 2.6). Travel sites differ greatly in their relative

ability to attract clicks, and some OTAs receive a higher proportion of organic traffic than
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others. This results in a large standard deviation of click-through rates across groups of

searches. Prior to the introduction of GFS, GFS-eligible and GFS-ineligible search queries

had similar CTR (within half a standard deviation).

Table 2.6: Descriptive Statistics of Click-through Rates

Organic CTR Paid CTR
GFS-ineligible GFS-eligible GFS-ineligible GFS-eligible

Entire Period
mean .060 .046 .047 .046
s.d. .071 .049 .055 .070

Pre-FS Only (5/2011-8/2011)
mean .052 .055 .045 .030
s.d. .070 .058 .056 .037

Post-FS Only (1/2012-4/2012)
mean .068 .035 .050 .064
s.d. .071 .035 .054 .089

Figure 2.5 presents the distributions of organic CTR and paid CTR during this pre-

period for a more detailed comparison of user click-through behavior between groups of

GFS-eligible and GFS-ineligible searches. Both groups of searches have comparable CTR

distributions, despite the high standard deviation in CTR, and we do not observe any

systematic differences between treatment and control groups during the pre-period, which

could influence the interpretation of results on CTR differences after the introduction of

GFS. While our dataset is restricted to specific search queries of similar intent, these overall

findings are consistent with Google’s display of GFS results being exogenous to factors

related to users’ click decisions.
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Figure 2.5: CTR Distributions Across Treatment and Control Groups

2.4 Results

To better understand users’ propensity for clicking across paid and organic listing channels,

we look at change over time in CTR to individual OTAs. Descriptive statistics suggest that

GFS caused a drop in organic CTR and an increase in paid CTR. Table 2.6 indicates that

even without controls, organic CTR to individual OTAs dropped from an average of 0.055 to

0.035 for GFS-eligible searches (a decrease of 36%), whereas paid CTR increased from 0.030

to 0.064 (an increase of 113%). For GFS-ineligible searches, changes were much smaller.

The change in organic and paid CTR is particularly apparent in Figure 2.6. The shaded

region indicates the period during which GFS was gradually introduced. The dashed line

presents the average difference in organic CTR between GFS-eligible and GFS-ineligible

queries for the OTAs in our sample. This difference becomes negative (GFS-ineligible

organic CTR greater than GFS-eligible organic CTR) after Google began to display GFS

results. Meanwhile, paid listings show the opposite pattern. The solid line shows an increase

in CTR for paid listings on GFS-eligible searches, relative to ineligible searches. The change

in CTR indicates that introducing GFS led to user substitution from organic to paid listings.
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More granular data illustrates how the display of GFS results impacted relative traffic

volumes to individual sites from organic and paid listings. Figure 2.7 provides a visual

representation. The panels present total clicks to OTAs within our ComScore sample, with

and without the display of GFS results. The dark bars denote traffic from paid listings,

while the light bars denote traffic from organic listings. Searches with GFS results are

associated with a higher proportion of web traffic from paid listings. For example, Orbitz

received about 225,000 clicks from organic listings and 10,000 clicks from paid listings when

GFS results were not displayed, a ratio of about 22:1. When GFS results were displayed,

Orbitz received about 70,000 clicks from organic listings, compared to 35,000 clicks from

paid listings, making the ratio approximately 2:1. In short, the introduction of GFS greatly

skewed the composition of incoming traffic from an unpaid channel to a paid channel.

2.4.1 Regression Analysis

With data on traffic volumes to OTAs over time, we use a difference-in-difference approach

to estimate the causal effect of displaying GFS on users’ choices of which listings to click.

We regress the number of clicks to OTA listings on Google’s display of GFS results. To

control for cross-sectional heterogeneity, we include fixed effects for each group of searches

(partitioned along the dimensions of website i, flight destination region j, and GFS-eligibility

k). These fixed effects allow for a consistent estimate of GFS impact when the differences in

expected group-level errors remain correlated with unobserved components of user intent.

We include dummy variables for each two-month period t in our sample, which controls for

time-varying factors such as seasonal differences in search advertising expenditures and

users’ purpose for traveling, both of which may be correlated with users’ search intent.

Identification relies on Google’s differential treatment across similar searches in its GFS

display criteria and on the discrete change when GFS was introduced in search results. In

the following specification, we interpret the interaction β as measuring the causal effect of

GFS results on clicks to OTAs’ organic search and paid advertising listings:

55



log(Clicksijkt) = β(GFSeligiblek)× (GFSintroducedt) + FEijk + Timet + ε ijkt

Columns 1 and 2 of Table 2.7 report our estimates of β in regressions of the logarithm of

the number of paid clicks. On average, the display of GFS results increased the number of

paid clicks to OTAs by 70%. Column 2 controls for the number of searches in each group

using data from Google Trends and Keyword Planner. The display of GFS results increased

users’ propensity to click paid listings by about 64%, showing that a large portion of our

result is not driven by a post-introduction increase in search volume for GFS-eligible search

phrases. Column 3 shows that display of GFS is associated with an increase in the share

of clicks on an OTA’s paid listings from 5.5% to 9%, making it nearly twice as likely that a

search engine user visits the OTA using a paid listing rather than an organic listing.

Table 2.7: Paid Clicks to Online Travel Agents

Dependent variable: log(Paid clicks) Paid CTR
(1) (2) (3)

GFS result displayed .700** .636** .035**
(.315) (.297) (.016)

Google Trends Data
log(no. of searches) 1.145*** .023

(.357) (.025)
Dummy Variables: Time

July to August .304 .363 .001
(.238) (.224) (.009)

January to February .139 .059 .000
(.329) (.341) (.002)

March to April .393 .314 .001
(.338) (.359) (.016)

FE: destination X site X eligible yes yes yes
No. of observations 324 324 324

Note: An observation is a group of searches which terminate with the user clicking on either
a paid or organic Google listing to either one of seventeen OTAs. Robust (White) standard
errors are reported in parenthesis, clustered at the level of website and one of six US geographic
regions specified for flight destination. Asterisks indicate * p<.10, ** p<.05, *** p<.01.
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Columns 1 and 2 of Table 2.8 report estimates of β from a similar difference-in-difference

regression of the logarithm of the number of organic clicks. The display of GFS results

decreased the number of organic clicks to OTAs by 46%. Controlling for total searches, GFS

results decreased users’ propensity of clicking on organic listings by about 57%. Column 3

shows that this translates to a decrease in the share of clicks on an OTA’s organic listings

from 6.5% to 3%. Clustering standard errors at the level of site and destination region, all

estimates are statistically significant at the 5% level or less. Combined, Tables 2.7 and 2.8

indicate that the net impact of displaying GFS results was to encourage user substitution

from organic search clicks to paid advertising clicks, shifting the resulting composition of

traffic to OTAs.

Table 2.8: Organic Clicks to Online Travel Agents

Dependent variable: log(Organic clicks) Organic CTR
(1) (2) (3)

GFS result displayed -.459** -.569** -.035***
(.221) (.227) (.011)

Google Trends Data
log(no. of searches) .562*** -.013

(.199) (.013)
Dummy Variables: Time

July to August .088 .072 -.012
(.161) (.161) (.009)

January to February .169 .176 .004
(.188) (.190) (.012)

March to April .197 .191 .008
(.193) (.190) (.011)

FE: destination X site X eligible yes yes yes
No. of observations 435 435 435

Note: An observation is a group of searches which terminate with the user clicking on either
a paid or organic Google listing to either one of seventeen OTAs. Robust (White) standard
errors are reported in parenthesis, clustered at the level of website and one of six US geographic
regions specified for flight destination. Asterisks indicate * p<.10, ** p<.05, *** p<.01.
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2.4.2 Robustness Checks

Our identifying assumption requires us to consider unobserved factors that may explain

why users prefer to click paid listings and that are also correlated with Google’s display of

GFS results. One possibility is that Google modified its search algorithm to complement

GFS results with the simultaneous display of paid listings, promoting OTAs that were

systematically trending up in paid traffic over time. Another possibility is that Google

distinctively displayed GFS results on searches for flight destinations that were expected to

be in high seasonal demand, and that holiday travelers who searched for flights to these

destinations were more likely to be attracted to click on paid listings. A third concern is

that the GFS effect on clicks was driven by differential seasonal trends in online searches or

in online advertising between GFS-eligible and GFS-ineligible search phrases.

We check the robustness of our results by expanding our regression specification to

include interactions of time-period dummy variables by website and by flight destination:

log(Clicksijkt) = β(GFSeligiblek)× (GFSintroducedt)

+FEijk + Sitei × Timet + Regionj × Timet + ε ijkt

Columns 1 and 3 of Table 2.9 report our estimates of β using this expanded specification.

When we add controls to account for destination and site-specific, time-varying unobserv-

ables, the effect of displaying GFS results remains statistically significant. The magnitude of

the GFS effect also increases, showing that our earlier estimates were conservative: Clicks

increase by 76% on paid listings and decrease by 62% on organic listings, compared to

earlier estimates of 70% and 46% from Tables 2.7 and 2.8 respectively.

Next, we use our supplementary dataset of ad exposures to control for the total number

of paid listings viewed by users across each time period and group of search queries. This

addresses the possibility that Google may have endogenously affected the number of paid

listings, for example by choosing whether to display paid ads across different search queries.

Columns 2 and 4 of Table 2.9 show that the effects of GFS remain robust when we consider

differences in the number of ads displayed in search results.
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Table 2.9: Robustness to Additional Controls

Dependent variable: log(Paid clicks) log(Organic clicks)
(1) (2) (3) (4)

GFS result displayed .762** .786* -.615*** -.788*
(.373) (.424) (.223) (.466)

Google Trends Data
log(no. of searches) 1.378*** 1.527*** .663** -.375

(.456) (.525) (.261) (.544)
log(no. of ad exposures) -.141 .339*

(.210) (.184)

FE: destination X site X eligible yes yes yes yes
time X destination yes yes yes yes
time X site yes yes yes yes

No. of observations 324 287 435 218

Note: Asterisks indicate * p<.10, ** p<.05, *** p<.01.

Table 2.10: Seasonal Trends in Searches and Ad Expenditure

Dependent variable: log(no. of searches) log(no. of ad exposures)

GFS result displayed .288 .196
(.294) (.149)

Dummy Variables: Time
July to August .097 .359***

(.161) (.088)
January to February -.077 .166*

(.139) (.088)
March to April .079 .152

(.158) (.111)

Fixed effects destination X eligible destination X site X eligible
No. of observations 48 508

Note: In the first column, an observation is a group of queries for a flight destination. In the
second column, an observation is either one of seventeen online travel agencies advertising on
Google for a group of queries. Robust (White) standard errors are reported in parenthesis,
clustered at the level of the fixed effects used. Asterisks indicate * p<.10, ** p<.05, *** p<.01.
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Finally, we check if our results arise due to corresponding seasonal patterns either in the

volume of travel-related searches or in the volume of Google advertising purchased by OTAs.

Although search and advertising volumes may vary seasonally for travel-related queries,

we examine whether the assumption of parallel trends is violated between GFS-eligible

and GFS-ineligible queries. We test this hypothesis by running regressions using the same

difference-in-difference setup on Google search volumes and on OTA’s ad exposures across

groups of GFS-eligible and GFS-ineligible queries during the time periods before and after

the introduction of GFS:

log(Searchesjkt) = β(GFSeligiblek)× (GFSintroducedt) + FEjk + Timet + ε jkt

log(AdExposuresijkt) = β(GFSeligiblek)× (GFSintroducedt) + FEijk + Timet + ε ijkt

Column 1 of Table 2.10 reports our estimate of β in a regression of the logarithm of the

number of Google searches. If seasonal trends in searches on GFS-eligible search phrases

drive the GFS effect on clicks, we would expect to observe a positive significant coefficient

on β. The lack of a significant coefficient indicates that seasonal trends do not cause the GFS

effects we analyze. Likewise, column 2 of Table 2.10 reports our estimate of β in a regression

of the logarithm of the number of ad exposures by each OTA. The lack of a significant

coefficient indicates that seasonal trends in online advertising do not drive the GFS effect on

clicks. In summary, these checks are consistent with our interpretation of the GFS effect as

evidence of a shift in user clicks from an organic listing channel to a paid listing channel.

2.5 How Search Result Design Affects Search Engine Traffic

Having established the observed shift in user clicks from organic to paid listings, we

now investigate mechanisms that might explain this effect. In a model of sequential user

search, we expect the volume of organic clicks to decrease because Google’s display of GFS

results pushes organic listings downwards, below other prominent listings that users would

likely consider first. For paid listings, the volume of paid clicks can increase or decrease
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depending on advertising changes and advertiser participation as well as user preferences

and substitution patterns between listing channels. To assess these possibilities, we first

examine evidence for synchronous changes to keyword auctions and bids from advertising-

side channels. Next, we consider how the display of GFS results influences the search

behavior of different segments of users and how this may correlate with heterogeneous

effects observed across OTA brands.

2.5.1 Advertising-Side Channels

We first explore whether Google’s introduction of GFS in search results was accompanied

by changes to the selection and ordering of paid listings shown. For example, Google could

have changed its search algorithm to show a different set of advertisers whenever GFS was

displayed. Advertisers could also have responded to the display of GFS by re-assembling

their portfolio of sponsored keywords or by re-allocating bids and advertising budgets

within their keyword portfolio.

Figure 2.8 lists the ten top OTAs by their share of paid listing exposures after the

introduction of GFS (January to April 2012). Nine out of the top ten advertisers remain the

same across GFS-eligible and GFS-ineligible queries, and the relative frequency of having

a paid listing shown is ordered in a similar fashion across the two sets of advertisers.

These comparisons indicate that Google’s search algorithm did not systematically differ

in its display of paid listings across treatment and control groups. As seen from the

insignificant coefficient in Column 1 of Table 2.10, OTA brands did not respond to GFS

either by increasing advertising levels to substitute paid clicks for organic clicks, or by

decreasing advertising levels on queries facing competition from GFS. These advertising

patterns are consistent with an interpretation that rules out changes in paid listing results

as the primary reason for the increase in paid clicks.
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Figure 2.8: Comparison of Advertisers Across Queries

2.5.2 User Search Behavior and Preferences for OTA Brands

We now use our research design to explore whether different user search preferences are

associated differentially with the GFS effects we reported above. If advertising-side channels

remain fixed, our quasi-experiment introduces two sources of exogenous variation into

Google search results. First, users now have the added option to click on GFS listings.

Second, users’ click decisions are affected by the decreased prominence of organic listings.

Linking user search preferences with their responses to these display changes allows us to

better understand the mechanisms causing the observed user substitution patterns.

Several mechanisms could cause the display of GFS results to yield a lower volume

of clicks on both organic and paid listings. For example, GFS results may take clicks

from competing listings using differentiated visual features that capture users’ attention.

Users may also infer that GFS is of a higher quality than other travel sites based on the

lowered position of organic listings on the search results page. If user preferences for this

position-implied quality is high, the display of GFS results may lead to a lower volume of
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clicks on OTAs’ organic listings and, by brand association, their paid listings as well.

Alternatively, the display of GFS could cause an increase in volume of OTA paid clicks if

users infer the quality of travel sites based on the relevance of listing destination to query

intent. An example of this occurs if organic and paid listings contain similar content, i.e.

promoting the same sites, making them close substitutes for each other.6 When the display

of GFS results makes an OTA’s organic listing less prominent by pushing it down the page,

users with a strong preference for that listing (and its relevance-implied quality) would

substitute to the OTA’s paid listing. The OTA’s volume of paid clicks would increase if the

net substitution effect to paid listings is stronger than the substitution effect to the GFS

result.

In addition, a search preference for relevance-implied quality would suggest that the

volume of paid clicks will increase most at brands which primarily attract users by offering

the listings that are most relevant to users’ queries. Conversely, this hypothesis would

predict the smallest effect on OTAs which focus on attracting users through prominent paid

listings. We examine this hypothesis by dividing OTAs in the treatment group according to

three categories:

• Organic: Airfarewatchdog, Cheapflights, Cheaptickets, Expedia, Farecompare, Tripadvisor

• Balanced: Cheapoair, Kayak, Orbitz, Priceline, Travelocity

• Paid: Bookingbuddy, Farespotter, Lowfares, Onetravel, Travelzoo, Tripmama

We classify OTAs using a proxy for their relevance-implied quality based on their ratio

of organic to total clicks received during the months before the introduction of GFS. On

travel-related queries, Google search results displayed both organic and paid listings for the

seventeen popular OTAs in our sample, and OTAs that received a higher ratio of organic to

total clicks were positioned more prominently in Google’s organic listings relative to the

OTA’s total exposure in search results. Category assignments are also consistent with the

heterogeneity in observed GFS effects across brands as shown in Figure 2.7.

6The experiment in Blake, Nosko and Tadelis (forthcoming) suggests that paid and organic listings to the
same site can be close substitutes. In removing paid listings on searches containing the phrase “eBay,” users
substituted almost completely to clicking eBay’s organic listings.
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Table 2.11 present results from the regressions in column 2 of Tables 2.7 and 2.8, expanded

to separate out the treatment effect by our classification of organic, balanced, and paid OTAs.

Consistent with our hypothesis, the effect of displaying GFS results is strongest for organic

OTAs: These sites lost about 75% of organic clicks while increasing paid clicks by more than

200% (although having a smaller base of paid clicks by definition). Only the effect on paid

clicks was statistically significant for balanced OTAs, while effects on both organic and paid

clicks were statistically insignificant for paid OTAs. Although some of the coefficients are

statistically insignificant (largely due to fewer observations), we observe that the magnitude

of coefficients on the GFS effect is ordered similarly to our proxy for relevance-implied

quality. These estimates indicate that the display of GFS affects user substitution patterns

primarily through users who are less influenced by listings’ visual presentation and position

in search rankings, but who evaluate the sites displayed on the relevance of the search result

listing to their query.

Table 2.11: Differential GFS Effects Across OTAs

Dependent variable: log(Paid clicks) log(Organic clicks)

GFS displayed X Organic OTA 2.287*** -.773***
(.325) (.229)

GFS displayed X Balanced OTA 1.126** -.356
(.559) (.360)

GFS displayed X Paid OTA .303 -.140
(.316) (.665)

Google Trends Data
log(no. of searches) 1.170*** .595***

(.326) (.204)
Dummy Variables: Time

July to August .355 .066
(.230) (.160)

January to February .055 .173
(.346) (.192)

March to April .301 .188
(.363) (.190)

FE: destination X site X eligible yes yes
No. of observations 324 435
Note: Asterisks indicate * p<.10, ** p<.05, *** p<.01.
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2.5.3 User Substitution Patterns: An Experiment on Amazon Mechanical Turk

To collect additional data on the mechanism behind the observed user substitution effect, we

construct a controlled environment that allows us to link users’ preferred method of parsing

search results with their decisions about which link to click. We conduct our experiment

on Amazon Mechanical Turk (MTurk), an online labor platform. (See Goldstein et al. (2014)

for another example of MTurk in research on online advertising.) Notably, our experiment

mimics the layout of the GFS natural experiment. (See screenshots in Figure 2.9.)

Figure 2.9: Search Result Layout in Experiments

The experiment begins with a screenshot of search results for a flight search. We ask

the user to envision needing to buy a plane ticket for the specified destination, and we

ask the user to click the listing that he/she would select in that circumstance. Half of the

participants saw a treatment with GFS results, while the other half saw no GFS results. The

algorithmic and paid results were identical. We then ask participants to answer questions to

explain their search preferences and prior search experience. Our analysis includes a total

of 300 MTurk participants. We restricted the task to US-based participants. Appendix B.3

presents additional details about the experimental setup.

Notably, one question provides participants with a list of statements containing possible

reasons for their choice, asking them to assess whether each statement correctly captures
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their reasoning. Statements include:

(A) I clicked this because it captured my attention the most

(B) I clicked this because it was the most useful link to get me where I want to go

Based on participants’ stated search preferences, we divide respondents into two groups.

We identify 45 respondents who assign a strictly higher score to (A) over (B); these are

salience searchers who are more likely to be affected by visually prominent search listing

features. We also identify 175 respondents who assign a strictly higher score to (B) over

(A); these are relevance searchers who are more likely to make click decisions based on the

relevance of search result listings to their query. 7

Table 2.12: GFS Effect in Online Experiment

Salience Searchers Relevance Searchers

No GFS With GFS No GFS With GFS

Clicked Organic 40.9% 26.1% 95.7% 63.4%

(9 of 22) (6 of 23) (89 of 93) (52 of 82)

Clicked Paid 59.1% 17.4% 4.3% 7.3%

(13 of 22) (4 of 23) (4 of 93) (6 of 82)

Clicked GFS 56.5% 29.3%

(13 of 23) (24 of 82)

Total 100.0% 100.0% 100.0% 100.0%

(22 of 22) (23 of 23) (93 of 93) (82 of 82)

Clicked GFS believing

GFS is organic link 13.0% 15.9%

(3 of 13) (13 of 24)

GFS is paid link 26.1% 7.3%

(6 of 13) (9 of 24)

don’t know 17.4% 6.1%

(4 of 13) (5 of 24)

7We drop 77 respondents who assigned equal scores to (A) and (B) and three respondents who skipped this
question.
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Table 2.12 reports the fraction and number of respondents contained within each bucket

of our experiment. For salience searchers, the display of GFS results reduced the probability

of choosing a paid listing from 59.1% to 17.4% (statistically significant at the 1% level).8

Salience searchers were likely to substitute to the GFS channel and we find, from the

subsequent survey, that salience searchers who clicked on GFS results were more likely to

indicate that GFS is a paid rather than organic link. For relevance searchers, the display

of GFS reduced the probability of choosing an organic listing from 95.7% to 63.4% (also

significant at 1%). Relevance searchers were about half as likely as salience searchers to

substitute to GFS (29.3% for relevance searchers versus 56.5% for salience searchers) and

although statistically insignificant, we observe a small increase in the probability of choosing

a paid listing (from 4.3% to 7.3%). This substitution pattern for relevance searchers was

similar in direction to the GFS effect observed in our quasi-experiment.

Table 2.13 reports additional results on these substitution patterns across searcher types

based on participants’ prior experience purchasing plane tickets on OTA sites. We classify

participants as “experienced” users if they indicated that they previously bought plane

tickets at an OTA site displayed in our experiment, and as “inexperienced” users if they did

not. Substitution patterns are similar across our sample of experienced and inexperienced

users both for salience and relevance searchers. Salience searchers who saw GFS results

became less likely to click paid listings whether they were experienced (from 50.0% to 18.2%)

or inexperienced (from 62.5% to 16.7%). Relevance searchers who saw GFS results became

more likely to click paid listings whether they were experienced (from 3.5% to 6.8%) or

inexperienced (from 5.6% to 7.9%). This suggests that the GFS effect is likely to persist

over time, and will not drop as user experience increases, so long as participants’ search

preferences do not change. Overall, our online experiment indicates that GFS most increases

the paid clicks of users who consider search result relevance when deciding which listings

to click.

8We evaluate statistical significance using a logistic model with a dependent variable of respondents’ choice
of listing, regressed on whether GFS was displayed.
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Table 2.13: GFS Effect By User Experience in Online Experiment

Salience Searchers Relevance Searchers

No GFS With GFS No GFS With GFS

Experienced Users

Clicked Organic 50.0% 45.4% 96.5% 70.5%

(3 of 6) (5 of 11) (55 of 57) (31 of 44)

Clicked Paid 50.0% 18.2% 3.5% 6.8%

(3 of 6) (2 of 11) (2 of 57) (3 of 44)

Clicked GFS 36.4% 22.7%

(4 of 11) (10 of 44)

Total 100.0% 100.0% 100.0% 100.0%

(6 of 6) (11 of 11) (57 of 57) (44 of 44)

Inexperienced Users

Clicked Organic 37.5% 8.3% 94.4% 55.3%

(6 of 16) (1 of 12) (34 of 36) (21 of 38)

Clicked Paid 62.5% 16.7% 5.6% 7.9%

(10 of 16) (2 of 12) (2 of 36) (3 of 38)

Clicked GFS 75.0% 36.8%

(9 of 12) (14 of 38)

Total 100.0% 100.0% 100.0% 100.0%

(16 of 16) (12 of 12) (36 of 36) (38 of 38)

2.6 Implications and Conclusion

Based on actual behavior from a large panel of internet users, this chapter documents

patterns of interdependent traffic flows across search engine services, organic search, and

paid listing channels. The analysis of substitution patterns indicates that users’ preferences

for method of search are correlated with users’ responses to the display of search engine
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services within search results. From this, three broad conclusions are reached about the

effects of search result design on web traffic flows and about the users who favor each listing

channel.

First, search engines have significant influence over salience searchers, as the layout and

format of search results significantly influence the destinations these users visit. Control

over search result page layout and format thus allows a search engine to influence whether

salience searchers discover competing sites, and this power could be used to impede

competitors’ access to users. Among the proposed requirements recently proposed in

European Commission investigation of Google for possible competition violations, the

EC proposed to require that Google more clearly label its own services as paid offerings

(European Commission, 2013). But results suggest that this approach may be ineffective. For

one, most salience searchers who select GFS already view them as paid offerings rather than

organic search, suggesting that the label would not change the information available to them

and thus would not change their click patterns. Furthermore, for these salience searchers,

the prominence of a search result plays the strongest role in decisions about which listing to

click, regardless of whether searchers have past experience visiting and purchasing at less

prominently displayed options. Notably, these effects hold even for established firms with

known brands.

Second, understanding users’ substitution patterns can help explain seemingly-surprising

outcomes. At first glance, it might seem odd for the insertion of GFS to cause a large increase

in paid clicks; after all, GFS appears in the portion of the page where algorithmic links

previously appeared, and the paid advertising section remains unchanged when GFS is

added. But the analysis and AMT experiment reveal relevance searchers who examine

search results by assessing a listing’s relevance to the searcher’s query. The substitution

patterns of these relevance searchers explain why the addition of GFS causes an increase

in clicks on paid listings: These users found the paid links more relevant than GFS, and

moved their clicks accordingly. More generally, this divergence in user behavior suggests

that heterogeneity in user search behavior should be considered in models that optimize the
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selection, ordering, and pricing of search results. (See, for example, Katona and Sarvary

(2012).) Also, analysis suggests that labeling search engine services more clearly as paid

offerings may not lead relevance searchers back to the organic search channel; rather, it

may divert more traffic to paid listings. While available data offers limited insight into

the full welfare effects of such a labeling requirement, results make clear that obscuring,

reducing, or otherwise deemphasizing organic search listings brings direct cost increases to

commercial sites, which must then pay for traffic they previously received from organic links

without charge. These industry-wide cost increases may be passed back to users through

higher prices when firms jointly optimize their price-setting and advertising expenditures

(Dorfman and Steiner, 1954), and could also deter entry (Katz, 2011; Stoppelman, 2011).9

While this chapter’s analysis operates in the context of flight search, the same reasoning

applies in the myriad other sectors that receive traffic from search engines, including all

manner of e-commerce sites.

Third, these findings should shape online marketing strategy for sites that rely on search

engine traffic. Historically, many online marketers relied both on search engine optimization

as well as keyword advertising. As search engines shift traffic towards their own services,

online marketers must re-optimize their efforts and consider the changing selection of search

engine users who click on organic search and paid listings. The results suggests that search

engine services are well-positioned to capture a disproportionate share of salience searchers,

and that independent sites will mostly reach relevance searchers but, even then, primarily on

a paid basis. Online marketers may want to change their ad targeting strategies, adjust the

content of their landing pages to serve a differing mix of users, and revise their valuations

of clicks from each listing channel. Online marketers may also develop new strategies

to engage salience searchers, particularly in industries where both sites and users have

access to new search engine listing channels. Measurement of this effect establishes that

the introduction of Flight Search into Google search results led to sizeable traffic volume

9In Senate testimony, Yelp CEO Jeremy Stoppelman and Nextag CEO Jeffrey Katz indicated that their
companies would not have launched if Google was using these practices to display its own search engine
services at the time when their respective companies began operation.
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changes for US-based OTAs, and these effects are expected to have an even larger impact on

OTA marketing strategies in Europe, where travelers rely more heavily on Google and less

on OTAs in their online search for flight tickets.10

Further research should build deeper understanding of these implications. Our current

empirical work is limited in part by the lack of clickstream-level user data. With full

observation of such a panel, researchers could identify more specific user-level search

strategies, allowing additional analysis of the effect of search result design on search and

welfare. Meanwhile, our MTurk experiment suggests possible extensions, including showing

users alternative result pages in an experimental context. Through both passive monitoring

panels and active experiments, future research could usefully assess the extent to which

search result design influences users, and investigate if and how users’ search preferences

adapt over time.

10PhoCusWright (2011) report that European travelers are less familiar with OTAs and that over half of
travelers in France, Germany and the UK visit general search sites when shopping for flights. The report also
notes that Google’s market share in Europe is significantly higher than in the US.
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Chapter 3

Estimating Dynamic Discrete-Choice

Games of Incomplete Information1

3.1 Introduction

Empirical models of dynamic games of incomplete information are an important framework

within which to study firms’ strategic behavior. In the past decade, developing econometric

methods to estimate these models has become an active research topic in the empirical

industrial organization and applied econometrics literatures. As models of dynamic games

become increasingly sophisticated, estimating the underlying structural parameters and

decision policies adopted by firms becomes increasingly challenging computationally. For

example, Igami (2013) and Igami (2014) both estimate a dynamic oligopoly game using a

nested fixed-point algorithm that could easily take a few weeks to compute.

The high computational costs of solving dynamic games during the estimation stage has

motivated researchers to propose econometric methods that provide consistent estimates in

large-sample theory, and that are computationally light and easy to implement in practice.

Most of these computationally simple methods belong to the class of two-step estimators.

For example, see Bajari et al. (2007); Pakes et al. (2007); Pesendorfer and Schmidt-Dengler

1Co-authored with Michael Egesdal and Che-Lin Su
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(2008); Arcidiacono and Miller (2011); Srisuma (2013) as well as Sanches et al. (2013). The

potential drawbacks of two-step estimators are that their estimates can have large biases

in finite samples because insufficient data exists to obtain precise estimates in the first

step, and that researchers might not use an appropriate criterion function in the second

step; see the discussion in Pakes et al. (2007).2 To address these issues, Aguirregabiria and

Mira (2007) have proposed the nested pseudo-likelihood (NPL) estimator and the NPL

algorithm to compute the NPL estimator. Using Monte Carlo experiments, Aguirregabiria

and Mira (2007) demonstrated that the NPL estimator is less biased than the two-step

pseudo maximum-likelihood (2S-PML) estimator.

Pakes et al. (2007); Pesendorfer and Schmidt-Dengler (2008); Pesendorfer and Schmidt-

Dengler (2010); and Su (2014) have shown that the NPL algorithm can frequently fail to

converge. Even worse, the NPL algorithm may not provide consistent estimates. Kasa-

hara and Shimotsu (2012) analyzed the convergence properties of the NPL algorithm and

suggested modifications in implementing the NPL algorithm to improve its convergence.

Using a simplified version of a dynamic game model derived from Aguirregabiria and Mira

(2007), they illustrated that their modified NPL (NPL-Λ) algorithm indeed converged and

performed well in a Monte Carlo experiment, while the original NPL algorithm failed.

Su and Judd (2012) have proposed a constrained optimization approach to estimating

structural models, while Dubé et al. (2012) applied the constrained optimization approach

to the estimation of random-coefficients logit demand models, successfully solving exam-

ples having tens of thousands of variables and constraints. Su (2014) illustrated that the

constrained optimization approach can be applied to estimating static games of incomplete

information with multiple equilibria (under the assumption that only one equilibrium is

played in each market in the data) and that it performed better than the NPL estimator in

Monte Carlo experiments. Even so, some researchers remain unsure whether the constrained

2In their Monte Carlo experiments, Pakes et al. (2007) find that two-step estimators can be biased in small
samples although these biases shrink rapidly as sample size increases. Further, they find that the simplest
criterion function performs best. These results are further supported by Pesendorfer and Schmidt-Dengler
(2008), who find that biases for two-step estimators are relatively small with sample size T = 1000, but not for
T = 100.
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optimization approach is practical to estimate dynamic games because it requires solving

high-dimensional optimization problems, which can be computationally demanding.

Following Su and Judd (2012) as well as Su (2014), we have formulated the maximum-

likelihood (ML) estimation problem of dynamic discrete-choice games of incomplete in-

formation as a constrained optimization problem. Using the dynamic game provided by

the entry/exit model of Aguirregabiria and Mira (2007), we have conducted Monte Carlo

experiments to investigate the finite-sample properties and the numerical performance of

the 2S-PML estimator, the NPL estimator implemented by the NPL and NPL-Λ algorithms,

and the ML estimator implemented by the constrained optimization approach. Our Monte

Carlo results suggest that the constrained optimization approach is more robust and re-

liable than both the NPL and the NPL-Λ algorithms. Indeed, the constrained approach

converged for all data sets in all experiments, while the performance of the NPL and NPL-Λ

algorithms varied. In some cases, the NPL and NPL-Λ algorithms failed to converge. The

constrained optimization approach also works well when the size of the state space in

the model increases, but the state transition matrix remains sparse. Although the 2S-PML

estimator always converged in our experiments, this estimator is much less accurate than

the ML estimator under the constrained optimization approach. Overall, when compared to

alternative estimators, using the constrained optimization approach to ML estimation offers

valuable returns: reliable convergence, computational speed, and accurate estimates.

3.2 Model

We consider a model of discrete-time, infinite-horizon dynamic games based on the research

of Aguirregabiria and Mira (2007). In each period t = 1, 2, ..., ∞, N potential entrants exist,

each indexed by i ∈ I = {1, ..., N}; these players operate in a market characterized by size

st ∈ S = {s1, . . . , sL}. We assume that market size is observed by all players and evolves

according to the exogenous stationary transition probability fS (st+1|st), where st, st+1 ∈ S .

At the beginning of each period t, player i observes a vector of common-knowledge

state variables xt and private shocks εt
i . Players then simultaneously choose whether to
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be active in the market. Let at
i ∈ A = {0, 1} denote player i’s action in period t and

at = (at
1, . . . , at

N) denote the collection of all players’ actions. The common-knowledge

state variables, xt consist of market size and all players’ actions in the previous period,

namely, xt =
(
st, at−1) ∈ X = {S × {×i∈IA}}. Each player i also privately observes

εt
i =

{
εt

i
(
at

i
)}

at
i∈A

, a vector of choice-contingent shocks to per-period payoffs. We assume

that εt
i
(
at

i
)

has a type-I extreme value distribution that is independent as well as identically

distributed across actions and players as well as over time, and that opposing players do

not observe the realization of εt
i , but know only its probability density function g(εt

i).

The state variables (xt, εt
i) evolve after the decisions at have been made, so their evolution

is described by the exogenous probability distribution function p(xt+1, εt+1
i |xt, εt

i , at). We

further impose the conditional independence assumption. That is,

p
[

xt+1 = (s′, a′), εt+1
i |x

t = (s, ã), εt
i , at

]
= fS (s′|s)1{a′ = at}g(εt+1

i ), (3.1)

where 1 is the indicator function.

Denote by θ the vector of structural parameters and by at
−i = (at

1, . . . , at
i−1, at

i+1, . . . , at
N)

the current actions of all players other than i in period t. We specify player i’s per-period pay-

off function as Π̃i
(
at

i , at
−i, xt, εt

i ; θ
)
= Πi

(
at

i , at
−i, xt; θ

)
+ εt

i
(
at

i
)
, which is additively separable

in a common-knowledge component and a private shock. Here, the common-knowledge

component Πi
(
at

i , at
−i, xt; θ

)
depends on the current actions of all players at, publicly-

observed state variables xt, and θ. Let β ∈ (0, 1) denote the discount factor. Given the

current state (xt, εt
i), player i chooses a sequence of decisions to maximize the following

total expected discounted payoff:

max
{at

i ,a
t+1
i ,at+2

i ,...}
IE

[
∞

∑
τ=t

βτ−tΠ̃i
(
aτ

i , aτ
−i, xτ, ετ

i ; θ
) ∣∣∣(xt, εt

i)

]

where the expectation is taken over the state evolution p(xt+1, εt+1
i |xt, εt

i , at) given in equa-

tion (3.1) and beliefs about how other players choose their actions.

Since state transition is stationary, we adopt Markov perfect equilibrium as the equi-

librium concept. Thus, we can drop the time index t. It is also convenient to characterize
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the equilibrium in terms of the observed state x. Let Pi(ai|x) be the conditional choice

probability of player i choosing action ai ∈ A at state x. Given Pj(aj|x), ∀j 6= i, the expected

payoff of the common-knowledge component Πi (ai, a−i, x; θ) for player i from choosing

action ai at state x is

πi (ai|x, θ) = ∑
a−i∈AN−1

{[
∏

aj∈a−i

Pj
(
aj|x

)]
Πi (ai, a−i, x; θ)

}
. (3.2)

We denote by Vi(x) the expected value function for player i at state x and define

P = {Pi(ai|x)}ai∈A,i∈I ,x∈X and V = {Vi(x)}i∈I ,x∈X . A Markov perfect equilibrium for this

game is a tuple (V , P) that satisfies the following two systems of nonlinear equations.

I. Bellman Optimality. ∀i ∈ I , x ∈ X

Vi (x) = ∑
ai∈A

Pi (ai|x)
[
πi (ai|x, θ) + eP

i (ai, x)
]
+ β ∑

x′∈X
Vi
(
x′
)

f P
X
(
x′|x

)
= ΨV

i (x; V , P, θ).
(3.3)

The first system of nonlinear equations specifies that for each i and x, given conditional

choice probabilities of all players P, the expected value function Vi(x) satisfies the Bellman

equation. Here, f P
X (x′|x) denotes the state transition probability of x, given P. Specifically,

f P
X
[
x′ = (s′, a′)|x = (s, ã)

]
=

[
N

∏
j=1

Pj

(
a′j|x

)]
fS (s′|s). (3.4)

Given the assumption that ε i (ai) follows a type-I extreme value distribution with the

scale parameter σ, we have3

eP
i (ai, x) = Euler’s constant− σ log [Pi (ai|x)] . (3.5)

3For additional details, see the discussion on page 10 of Aguirregabiria and Mira (2007).
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II. Conditional Choice Probability (CCP) Equation.

The second system of equations characterizes conditional choice probabilities P. First,

we define player i’s conditional choice-specific expected value function as

vi (ai|x) = πi (ai|x, θ) + β ∑
x′∈X

Vi
(
x′
)

f P
i
(
x′|x, ai

)
, (3.6)

where f P
i (x′|x, ai) denotes the state transition probability conditional on the current state x,

player i’s action ai, and his beliefs P over the conditional choice probabilities of all other

players. Specifically,

f P
i
[
x′ = (s′, a′)|x = (s, ã), ai

]
= fS

(
s′|s
)

1
{

a′i = ai
}

∏
j∈I\i

Pj

(
a′j|x

)
. (3.7)

After the private shocks εi = [ε i(0), ε i(1)] are observed, player i chooses action ai = j if

and only if

j ∈ arg max
k∈A
{vi (ai = k|x) + ε i (ai = k)} .

The conditional choice probability is then defined as

Pi (ai = j|x) = Pr
[

εi

∣∣∣∣vi (ai = j|x) + ε i (ai = j) > max
k∈A\j

{vi (ai = k|x) + ε i (ai = k)}
]

.

The assumption of a type-I extreme value distribution for εi yields the following closed-form

expression to characterize conditional choice probabilities P:

Pi (ai = j|x) =
exp [vi (ai = j|x)]

∑
k∈A

exp [vi (ai = k|x)]

= ΨP
i (ai = j|x; V , P, θ), ∀i ∈ I , j ∈ A, x ∈ X ,

(3.8)

where vi (ai = j|x) is defined in equation (3.6). In what follows, we refer to equation (3.8) as

the CCP equation.

This second system of nonlinear equations specifies that across all states, players’ condi-
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tional choice probabilities are in mutual best response, given that each player’s beliefs are

consistent with the choice-specific expected value functions of all players.

To simplify the notation, we define ΨP(V , P, θ) = {ΨP
i (ai = j|x; V , P, θ)}ai∈A,i∈I ,x∈X and

ΨV (V , P, θ) = {ΨV
i (x; V , P, θ)}i∈I ,x∈X . We denote the two systems of equations (3.3) and

(3.8) that characterize a Markov perfect equilibrium at a given vector of parameters θ by

V = ΨV (V , P, θ) ,

P = ΨP (V , P, θ) .
(3.9)

In a dynamic game, multiple Markov perfect equilibria can exist. For a given θ, we

denote the set of all Markov perfect equilibria that satisfy equation (3.9) by

SOL(Ψ, θ) =

(P, V)
∣∣∣ V = ΨV (V , P, θ)

P = ΨP (V , P, θ)

 .

3.3 Estimation

In this section, we first describe the data generating process and then present a constrained

optimization approach for ML estimation of this dynamic game.

3.3.1 Data Generating Process

The data consist of observations from M independent markets over T periods. We assume

these M markets follow the same exogenous process fS (s′|s) for the market-size transitions

and that players’ decisions are independent across these markets. In each market m and time

period t, researchers observe the common-knowledge state variables x̄mt and players’ actions

āmt = (āmt
1 , . . . , āmt

N ). Let Z =
{

āmt, x̄mt}
m∈M,t∈T denote the collection of data observed

across markets and time.

Denote by θ0 the true value of structural parameters in the population. The vector (V0, P0)

contains the corresponding expected value functions and conditional choice probabilities that

simultaneously solve equation (3.9) at θ0. If multiple equilibria exist at θ0, then we assume
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that only one equilibrium is played across all markets in the data, a common assumption in

the literature; see Aguirregabiria and Mira (2007); Bajari et al. (2007); Pakes et al. (2007); as

well as Pesendorfer and Schmidt-Dengler (2008).4 Thus, the data Z =
{

āmt, x̄mt}
m∈M,t∈T are

generated from only one Markov perfect equilibrium (V0, P0) at true parameter values θ0.

3.3.2 ML Estimation

In this subsection, we define the ML estimator and present an equivalent reformulation of

the ML estimator as a constrained optimization problem.

For a given vector θ, let (P(θ), V(θ)) ∈ SOL(Ψ, θ) be an equilibrium that satisfies

equation (3.9). Given data Z =
{

āmt, x̄mt}
m∈M,t∈T , the logarithm of the likelihood of

observing data Z at the parameters θ is

L (Z; θ) = max
(P(θ),V(θ))∈SOL(Ψ,θ)

1
M

N

∑
i=1

M

∑
m=1

T

∑
t=1

log Pi
(
āmt

i |x̄mt) (θ).
The ML estimator is then defined as

θML = argmax
θ

L(Z; θ)

= argmax
θ

{
max

(P(θ),V(θ))∈SOL(Ψ,θ)

1
M

N

∑
i=1

M

∑
m=1

T

∑
t=1

log Pi
(
āmt

i |x̄mt) (θ)} .
(3.10)

This formulation motivates researchers to apply the nested fixed point algorithm of

Rust (1987) to compute a solution of the ML estimator: in the outer loop, choose θ to

maximize the logarithm of the likelihood function L(Z; θ); in the inner loop, for a given

θ, find all Markov perfect equilibria (P(θ), V(θ)) ∈ SOL(Ψ, θ) to correctly evaluate the

objective function L(Z; θ) at θ.

Researchers face two computational challenges when they apply the nested fixed point

algorithm. First, one has to solve for all the Markov perfect equilibria at each candidate of

the structural parameter vector when computing a ML estimator; see Aguirregabiria and

Mira (2007) as well as Kasahara and Shimotsu (2012). Second, the objective function L(Z; θ)

4Moment inequality estimators, such as those investigated in Ciliberto and Tamer (2009) or Pakes et al.
(2015) or Tamer (2003), do not require this assumption.
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can be a discontinuous function in θ; see Su (2014) for such an example in static discrete-

choice games. In what follows, we reformulate the ML estimator (3.10) as a constrained

optimization problem that overcomes these two computational challenges: we do not need

to solve for all Markov perfect equilibria and the objective function and constraints in our

reformulation are smooth functions.

Suppose that, with data Z =
{

āmt, x̄mt}
m∈M,t∈T , observed actions āmt at observed state

x̄mt are generated by some choice probabilities P for all m and t. We then define the

logarithm of the augmented likelihood function as

L (Z; V , P, θ) =
N

∑
i=1

M

∑
m=1

T

∑
t=1

log ΨP
i (āmt

i |x̄mt; V , P, θ). (3.11)

To ensure that the conditional choice probabilities P and expected value functions V

are consistent with a Markov perfect equilibrium at the given structural parameters θ, we

impose equation (3.9) as constraints. Thus, a constrained optimization formulation of the

ML estimation problem of this dynamic game is

max
(θ,P,V)

1
M
L (Z; V , P, θ)

subject to V = ΨV (V , P, θ) (3.12)

P = ΨP (V , P, θ) .

The equivalence of the two optimization problems (3.10) and (3.12) in the optimal

objective value and the optimal solution immediately follows from Proposition 1 in Su

and Judd (2012). Aitchison and Silvey (1958) have demonstrated that the ML estimator

formulated in (3.12) is consistent as well as asymptotically normal; see also Section 10.3 in

Gourieroux and Monfort (1995). We state this result and the proof in Appendix C.1.

It is easy to verify that the objective function and constraints in (3.12) are smooth func-

tions of (θ, P, V), and hence, Newton-based optimization methods can be applied. When

solving the constrained optimization problem (3.12), one does not need to solve for all

Markov perfect equilibria at every guess of the structural parameters. Two reasons exist:
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first, modern constrained optimization solvers do not force the constraints to be satisfied

during the iteration process; constraints are satisfied (and an equilibrium solved) only when

the iterates converge to a (local) solution; second, the constrained optimization approach

only needs to find those equilibria together with structural parameters that are local solu-

tions and satisfy the corresponding first-order conditions of the constrained optimization

problem (3.12). Any pair of a vector of structural parameters and a corresponding equi-

librium that does not satisfy the first-order conditions of (3.12) is not a solution to the ML

estimation problem. This characterization permits one to eliminate a large set of equilibria

and structural parameters that do not need to be solved by the constrained optimization

approach.

3.3.3 Scalability of the Constrained Optimization Approach

Since the constrained optimization approach requires optimizing over a much larger number

of dimensions, one potential concern is its capability to estimate empirically relevant

dynamic games; see Aguirregabiria and Mira (2007) as well as Kasahara and Shimotsu

(2012). To address this concern, we demonstrate below that the constraint Jacobian as well

as the Hessian of the Lagrangian of the constrained optimization problem (3.12) are sparse

under certain modeling specifications. State-of-the-art constrained optimization solvers use

sparse matrix routines to exploit this sparsity. Consequently, the solvers can accelerate the

computations, economize on memory usage, and permit users to solve high-dimensional

optimization problems, those on the order of 100,000 variables and constraints.5

We derive an upper bound on the density of the constraint Jacobian and Hessian of the

Lagragian, denoted by DJ and DH respectively, of the constrained optimization problem

(3.12).6 Recall that |S| is the number of grid points in the market size state space and |θ|

is the number of structural parameters. Let δs denote the maximum incremental change

5All researchers need to do is provide sparsity information to optimization solvers, although insufficient
computer memory may continue to limit applications involving more than 100,000 variables and constraints.

6The density of a matrix is the ratio between the number of nonzero elements and the total number of
elements in the matrix.
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in market size in one period; for example, given st, the market size in the next period

st+1 ∈ {st − δs, st − δs + 1, . . . , st, . . . , st + δs − 1, st + δs}.

Proposition 1 (Density Bounds).

(a) Given a binary action space A = {0, 1}, we have

DJ ≤
2
9

(
2δs + 1
N · |S| +

|θ|+ 1
N · |S| · 2N +

1
|S| · 2N−1

)
,

DH ≤
1
9

(
2δs + 1
N · |S| +

4
|S| · 2N +

4 · (2δs + 1)
|S| +

6 · |θ|
N · |S| · 2N +

(
|θ|

N · |S| · 2N

)2
)

.

(b) The upper bounds on DJ and DH are decreasing in |S| and N.

(c) For fixed |S| and N, the upper bounds on DJ and DH decrease when δs decreases.

(a) Constraint Jacobian. (b) Hessian of the Lagrangian function.

Figure 3.1: Sparsity Pattern of Constraint Matrices with |S| = 5 and N = 5

The proof is provided in Appendix C.2.1. Proposition 1 states that as the size of the state

space grows large, the number of non-zero elements in the constraint Jacobian and Hessian

matrices grow more slowly than the total number of elements. Even though the total number

of non-zero elements still grows, the constraint Jacobian and Hessian matrices become more

sparse, which helps to alleviate the increase in computational burden arising from having

more variables and constraints. We calculate the density of the constraint Jacobian and
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Hessian matrices for different values of |S|, N, and |θ| in Table C.1 in Appendix C.2.2. Figure

3.1 illustrates the sparsity pattern of the constraint Jacobian and the Hessian for an example

with N = 5, |S| = 5, and δs = 1, which results in a constrained optimization problem with

2400 constraints and 2408 variables. The densities of the corresponding constraint Jacobian

and Hessian matrices for this example are around 2.7 percent and 23 percent, respectively.

3.4 Monte Carlo Experiments

We conducted Monte Carlo experiments to investigate the performance of the ML estimator,

the 2S-PML estimator, and the NPL estimator implemented by both the NPL algorithm and

the NPL-Λ algorithm. The alternative livelihood-based estimators and associated estimation

algorithms used are described in Appendix C.3. We describe the experimental design in

Section 3.4.1 and report the Monte Carlo results in Section 3.4.2.

3.4.1 Experimental Design

We considered three experiment specifications, with two cases in each experiment. In the first

experiment, we used the example of Kasahara and Shimotsu (2012), which is a simplified

version of the example of Aguirregabiria and Mira (2007). In the second experiment, we

used the example of Aguirregabiria and Mira (2007). In the third experiment, we increased

the set of possible market size values used in the second experiment. We describe the details

of our experimental design below.

Experiment 1: Kasahara and Shimotsu (2012) example

This example has N = 3 players. The set of possible values for market size is S = {2, 6, 10},

and the total number of grid points in the state space is |X | = |S| × |A|N = 3× 23 = 24.

The common-knowledge component of the per-period payoff Πi is given as
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Πi
(
at

i , at
−i, xt; θ

)
=


θRS log

(
st)− θRN log

(
1 + ∑

j 6=i
at

j

)
− θFC

i − θEC
(

1− at−1
i

)
, if at

i = 1,

0 if at
i = 0,

where θ =
(

θRS, θRN , θFC, θEC
)

is the vector of structural parameters with θFC = {θFC
i }N

i=1.

For this experiment, the ML estimator solves the constrained optimization problem (3.12)

with 216 constraints and 218 variables.

Following Kasahara and Shimotsu (2012), we chose the discount factor β = 0.96 and

the scale parameter of the type-I extreme value distribution σ = 1. We fixed the values of

structural parameters θFC = (1.0, 0.9, 0.8) and θEC = 1, and estimated only θRS and θRN .

We considered two sets of parameter values for θRS and θRN in this experiment:

Case 1: (θRN , θRS) = (2, 1);

Case 2: (θRN , θRS) = (4, 1).

Experiment 2: Aguirregabiria and Mira (2007) example

This example has N = 5 players and five possible values for market size, S = {1, 2, . . . , 5}.

The number of points in the state space is |X | = |S| × |A|N = 5× 25 = 160. The function

Πi is given as7

Πi
(
at

i , at
−i, xt; θ

)
=


θRSst − θRN log

(
1 + ∑

j 6=i
at

j

)
− θFC

i − θEC
(

1− at−1
i

)
, if at

i = 1,

0 if at
i = 0.

Following Aguirregabiria and Mira (2007), we fixed β = 0.95 and σ = 1. In this

experiment, we estimated all the structural parameters θ. For this experiment, the ML

estimator solves the constrained optimization problem (3.12) with 2,400 constraints and

2,408 variables.

7The first term in Πi is given as θRS log
(
st) in equation (48) of Aguirregabiria and Mira (2007); however,

their Gauss code am_econometrica_2007_montecarlo.prg used the term θRSst. Thus, we decided to
follow the specification in their code.
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We chose θFC = (1.9, 1.8, 1.7, 1.6, 1.5) and θEC = 1 as true parameter values. For θRN and

θRS, we considered the following two cases:

Case 3: (θRN , θRS) = (2, 1);

Case 4: (θRN , θRS) = (4, 2).

Note that the choices of parameter values in Case 3 are the same as those in Experiment

3 in Aguirregabiria and Mira (2007).

Experiment 3: Examples with increasing |S|, the number of market size values

In this experiment, we considered two sets of market size values:

Case 5: |S| = 10 with S = {1, 2, . . . , 10};

Case 6: |S| = 15 with S = {1, 2, . . . , 15}.

All other specifications remain the same as those in Case 3 in Experiment 2. Our purpose

is to investigate the performance of these estimators when estimating games with a larger

number of states. For this experiment, the ML estimator solves the constrained optimization

problem (3.12) with 4,800 constraints and 4,808 variables for |S| = 10, and 7,200 constraints

and 7,208 variables for |S| = 15.

In all three experiments, the market size transition probabilities are given by the following

|S| × |S| matrix:

fS (st+1|st) =



0.8 0.2 0 · · · 0 0

0.2 0.6 0.2 · · · 0 0
...

...
. . . . . .

...
...

0 0 · · · 0.2 0.6 0.2

0 0 · · · 0 0.2 0.8


.

Finding an Equilibrium used in the Data Generating Process

Given the model primitives, we solved equation (3.9) for (V , P) by using AMPL as the

programming language and KNITRO, a nonlinear optimization solver, at the structural
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parameter values specified in each of the six cases above. For each case, we used 100

different starting values to search for multiple equilibria. The starting values for P and V

at each state are chosen from equally-spaced grid points from 0.1 to 1 and from 0 to 20,

respectively. We found only a single equilibrium for each case from those 100 starting values.

Hence, we do not consider equilibrium selection issues in the data generating process.

When we changed the support of market size from S = {1, 2, . . . , 5} in Case 3 to

S = {1, 2, . . . , 10} and S = {1, 2, . . . , 15} in Case 5 and 6, respectively, we do not change the

nature of equilibria. In fact, further examining the equilibrium solutions for Cases 3, 5 and

6 indicate that the equilibrium strategies (or conditional-choice probabilities Pi(ai|x)) are

almost identical across these three cases for market size smaller than or equal to 5.

In their Monte Carlo experiments, Aguirregabiria and Mira (2007) and Kasahara and

Shimotsu (2012) also stated that they found a unique equilibrium at the true parameter

values for the examples in Cases 1 and 3, respectively. Furthermore, the equilibrium we

found in those two cases is identical to the equilibrium reported by Kasahara and Shimotsu

(2012) and Aguirregabiria and Mira (2007).8

Data Simulation

As in Aguirregabiria and Mira (2007) and Kasahara and Shimotsu (2012), we draw the

initial observations (t = 1) for each market (m = 1, . . . , M) from the steady state distribution

implied by the equilibrium computed above. For the subsequent observations (t = 2, . . . , T),

we then simulated the observed market size st and observed actions at using draws based on

market size transition probabilities fS , and the equilibrium conditional choice probabilities

P, respectively.

For each case in Experiments 1 and 2, we constructed data sets with M = 400 markets

and T = 1, 10 and 20 periods. For each T, we simulated 100 data sets. For Cases 5 and 6 in

Experiment 3, we constructed 50 data sets with M = 400 markets and T = 10 periods.

8We confirmed this finding by checking the output of the Matlab code provided by Kasahara and Shimotsu
(2012) for Case 1 and the equilibrium solution reported on Aguirregabiria’s website for Case 3.
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Algorithm Implementation

We used AMPL and KNITRO to solve the constrained optimization problem (3.12) for

the ML estimator.9 In solving these optimization problems, we used the default relative

optimality and feasibility tolerance of 1.0e-6 in the KNITRO solver.

In determining the convergence of the NPL and the NPL-Λ algorithms, we chose

tolNPL = 1.0e-6 as the convergence tolerance. If the difference of parameter values and

equilibrium probabilities in successive iterates is less than the chosen tolerance before the

maximum number of iterations K̄ is reached, then we declared that the NPL or the NPL-Λ

algorithm converges; otherwise, we declared that they failed to converge in that run. For

Experiment 1, we set the maximum number of NPL and NPL-Λ iterations to be K̄ = 250.

For Experiments 2 and 3, we set K̄ to 100.

Since the optimization problems are nonconvex programs, we used multiple starting

values to find a better local solution for each estimator. For Experiments 1 and 2, we used

10 starting values for each of the 100 data sets; for Experiment 3, we used 5 starting values

for each of the 50 data sets. For the starting values of θ, we used 10 equally-spaced grid

points for Experiments 1 and 2, and 5 equally-spaced grid points for Experiment 3, ranging

from zero to three times the true parameter values. For the starting values in P and V , we

used the frequency estimator and the mean value of V0 over all players and states from the

equilibrium, respectively. In reporting, the average time per run was computed by taking

an average over all runs, including those failed to converge. However, in computing mean

estimates and standard deviations, we ignore data sets that did not converge.

3.4.2 Numerical Results

Experiment 1. In Table 3.1, we have collected the results for Case 1, with (θRN , θRS) = (2, 1).

In this case, all estimation algorithms converged for all data sets. All estimators produced

9KNITRO uses sparse matrix techniques to solve the resulting Karush-Kuhn-Tucker system of linear
equations of the optimization problem. In our implementation, we use an interior-point method that directly
solve the primal-dual KKT matrix at each step; if the direct approach for a certain step cannot be guaranteed to
be of good quality, then KNITRO switches to a projected conjugate gradient approach.
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fairly precise estimates, except for the 2S-PML estimator with T = 1. As expected, these

estimates become more precise as T increases. Recall that for each data set, we used 10

starting values. The constrained optimization approach converged for around 920 runs for

T = 1 and 980 runs for T = 20; all the other algorithms converged in all 1,000 runs. Note

that the 2S-PML estimator was around 2 to 25 times faster than the constrained optimization

approach. However, the constrained approach was faster than either NPL or NPL-Λ; with

T = 1, the constrained approach took only 0.27 seconds per run compared to 0.45 seconds

per run for NPL, a factor of about 1.6. The speed advantage increases as T increases. With

T = 20, the constrained approach took only 0.15 seconds per run compared to 1.01 seconds

per run for NPL, a factor of more than 6.

Table 3.1: Monte Carlo Results for Case 1.

M T Estimator Estimates Data Sets Runs CPU Time Avg. NPL(-Λ)
θRN θRS Converged Converged (in sec.) Iter.

Truth 2 1 – – – –
400 1 MLE 1.895 0.961 100 917 0.27 –

(0.580) (0.156)
400 1 2S-PML 1.134 0.753 100 1000 0.02 –

(0.616) (0.171)
400 1 NPL 1.909 0.964 100 1000 0.45 30

(0.628) (0.168)
400 1 NPL-Λ 1.909 0.964 100 1000 0.42 28

(λ = 0.5) (0.628) (0.168)

400 10 MLE 1.970 0.992 100 964 0.16 –
(0.158) (0.042)

400 10 2S-PML 1.819 0.951 100 1000 0.03 –
(0.236) (0.062)

400 10 NPL 1.963 0.991 100 1000 0.61 22
(0.191) (0.050)

400 10 NPL-Λ 1.963 0.991 100 1000 0.56 20
(λ = 0.5) (0.191) (0.050)

400 20 MLE 2.001 1.000 100 979 0.15 –
(0.118) (0.033)

400 20 2S-PML 1.923 0.979 100 1000 0.06 –
(0.158) (0.042)

400 20 NPL 1.999 0.999 100 1000 1.01 22
(0.129) (0.036)

400 20 NPL-Λ 1.999 0.999 100 1000 0.91 20
(λ = 0.5) (0.129) (0.036)

In Table 3.2, we have collected the results for Case 2, with (θRN , θRS) = (4, 1). In this case,

the NPL algorithm failed to converge before reaching the maximum number of iterations
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K̄ = 250 for all data sets. In contrast, both the constrained approach and 2S-PML converged

for all 100 data sets, although the constrained optimization approach converged for only

735 out of 1,000 runs for T = 1, and 820 runs for T = 20. The constrained approach also

yielded more precise estimates than the 2S-PML estimator. With T = 1, the constrained

approach yielded mean estimates of 4.055 for θRN (standard deviation 0.613) and 1.003 for

θRS (standard deviation 0.158), while 2S-PML gave imprecise mean estimates of 3.107 for

θRN (standard deviation 0.442) and 0.839 for θRS (standard deviation 0.099).

Table 3.2: Monte Carlo Results for Case 2.

M T Estimator Estimates Data Sets Runs CPU Time Avg. NPL(-Λ)
θRN θRS Converged Converged (in sec.) Iter.

Truth 4 1 – – – –
400 1 MLE 4.055 1.003 100 735 0.61 –

(0.613) (0.158)
400 1 2S-PML 3.107 0.839 100 1000 0.02 –

(0.442) (0.099)
400 1 NPL N/A N/A 0 0 4.07 250

(N/A) (N/A)
400 1 NPL-Λ 3.986 0.990 100 1000 1.50 93

(λ = 0.5) (0.143) (0.059)

400 10 MLE 4.003 1.000 100 767 0.50 –
(0.039) (0.016)

400 10 2S-PML 3.902 0.983 100 1000 0.04 –
(0.099) (0.025)

400 10 NPL N/A N/A 0 0 7.61 250
(N/A) (N/A)

400 10 NPL-Λ 4.006 1.001 100 1000 2.34 79
(λ = 0.5) (0.047) (0.018)

400 20 MLE 4.003 1.001 100 820 0.47 –
(0.032) (0.011)

400 20 2S-PML 3.954 0.992 100 1000 0.06 –
(0.084) (0.019)

400 20 NPL N/A N/A 0 0 12.38 250
(N/A) (N/A)

400 20 NPL-Λ 4.002 1.001 100 1000 3.50 72
(λ = 0.5) (0.035) (0.011)

Experiment 2. In Tables 3.3 and 3.4, we have collected the results of the experiment for

Case 3. In this case, NPL converged for only 53 data sets for T = 1 to 67 data sets for

T = 20.10 The NPL-Λ algorithm worked quite well in this experiment. It significantly

10In contrast to our findings, Aguirregabiria and Mira (2007) reported that the NPL algorithm converged
for all runs in their experiments for Case 3. The most plausible explanation for this difference in findings is
probably due to the choice of convergence tolerance; they used 1.0e-5, while we used 1.0e-6.
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Table 3.3: Convergence Results and Computational Time for Case 3.

M T Estimator Data Sets Runs CPU Time Avg. NPL(-Λ)
Converged Converged (in sec.) Iter.

400 1 MLE 100 736 216.31 –

400 1 2S-PML 100 1000 1.34 –

400 1 NPL 53 530 45.85 64

400 1 NPL-Λ (λ = 0.5) 90 882 36.78 49

400 10 MLE 100 995 32.11 –

400 10 2S-PML 100 1000 1.40 –

400 10 NPL 58 580 52.39 72

400 10 NPL-Λ (λ = 0.5) 100 1000 24.31 33

400 20 MLE 100 999 29.74 –

400 20 2S-PML 100 1000 1.54 –

400 20 NPL 67 664 55.27 71

400 20 NPL-Λ (λ = 0.5) 100 1000 23.75 32

Table 3.4: Monte Carlo Results on Parameter Estimates for Case 3.

θFC,1 θFC,2 θFC,3 θFC,4 θFC,5 θEC θRN θRS
True Value 1.9 1.8 1.7 1.6 1.5 1 2 1

M T Estimator Estimates
400 1 MLE 1.941 1.847 1.765 1.656 1.570 0.959 2.485 1.139

(0.272) (0.251) (0.260) (0.266) (0.279) (0.201) (1.542) (0.425)
400 1 2S-PML 1.608 1.496 1.425 1.306 1.196 1.174 0.162 0.433

(0.222) (0.213) (0.214) (0.210) (0.187) (0.141) (0.295) (0.093)
400 1 NPL 1.907 1.815 1.716 1.573 1.473 1.074 1.413 0.843

(0.217) (0.201) (0.203) (0.196) (0.189) (0.111) (0.484) (0.137)
400 1 NPL-Λ 1.923 1.830 1.740 1.619 1.528 0.997 2.077 1.027

(λ = 0.5) (0.241) (0.231) (0.235) (0.237) (0.238) (0.145) (0.994) (0.282)

400 10 MLE 1.895 1.794 1.697 1.597 1.495 0.990 2.048 1.011
(0.077) (0.078) (0.075) (0.074) (0.073) (0.046) (0.345) (0.095)

400 10 2S-PML 1.884 1.774 1.662 1.548 1.425 1.040 0.805 0.671
(0.066) (0.069) (0.065) (0.062) (0.057) (0.039) (0.251) (0.068)

400 10 NPL 1.894 1.788 1.688 1.581 1.478 1.010 1.812 0.946
(0.075) (0.077) (0.069) (0.071) (0.073) (0.041) (0.213) (0.061)

400 10 NPL-Λ 1.896 1.795 1.697 1.597 1.495 0.991 2.039 1.008
(λ = 0.5) (0.077) (0.079) (0.076) (0.074) (0.073) (0.044) (0.330) (0.091)

400 20 MLE 1.903 1.801 1.701 1.600 1.502 0.996 2.020 1.005
(0.056) (0.050) (0.050) (0.049) (0.050) (0.028) (0.241) (0.067)

400 20 2S-PML 1.902 1.795 1.684 1.572 1.459 1.027 1.210 0.785
(0.052) (0.046) (0.042) (0.042) (0.043) (0.025) (0.198) (0.052)

400 20 NPL 1.909 1.805 1.704 1.600 1.498 1.006 1.879 0.969
(0.055) (0.048) (0.050) (0.050) (0.049) (0.028) (0.169) (0.051)

400 20 NPL-Λ 1.903 1.801 1.701 1.600 1.501 0.996 2.014 1.004
(λ = 0.5) (0.055) (0.050) (0.049) (0.048) (0.050) (0.029) (0.250) (0.069)
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Table 3.5: Convergence Results and Computational Time for Case 4.

M T Estimator Data Sets Runs CPU Time Avg. NPL(-Λ)
Converged Converged (in sec.) Iter.

400 1 MLE 100 582 273.88 –

400 1 2S-PML 100 1000 1.71 –

400 1 NPL 2 20 103.77 99

400 1 NPL-Λ (λ = 0.5) 84 840 74.22 70

400 10 MLE 100 812 149.65 –

400 10 2S-PML 100 1000 1.59 –

400 10 NPL 0 0 102.69 100

400 10 NPL-Λ (λ = 0.5) 63 630 78.12 77

400 20 MLE 100 871 121.71 –

400 20 2S-PML 100 1000 1.67 –

400 20 NPL 0 0 107.07 100

400 20 NPL-Λ (λ = 0.5) 53 530 84.30 79

Table 3.6: Monte Carlo Results on Parameter Estimates for Case 4.

θFC,1 θFC,2 θFC,3 θFC,4 θFC,5 θEC θRN θRS
True Value 1.9 1.8 1.7 1.6 1.5 1 4 2

M T Estimator Estimates
400 1 MLE 1.923 1.830 1.723 1.613 1.508 1.023 3.898 1.974

(0.267) (0.265) (0.252) (0.245) (0.246) (0.140) (0.680) (0.246)
400 1 2S-PML 1.681 1.595 1.474 1.319 1.073 1.369 0.624 0.759

(0.255) (0.241) (0.241) (0.227) (0.208) (0.144) (0.393) (0.150)
400 1 NPL 1.997 1.891 1.747 1.676 1.389 1.481 1.958 1.340

(0.115) (0.175) (0.230) (0.129) (0.134) (0.069) (0.142) (0.013)
400 1 NPL-Λ 1.963 1.863 1.759 1.631 1.506 1.056 3.680 1.907

(λ = 0.5) (0.273) (0.272) (0.255) (0.258) (0.263) (0.147) (0.739) (0.269)

400 10 MLE 1.897 1.797 1.697 1.594 1.496 0.993 4.015 2.004
(0.084) (0.084) (0.082) (0.085) (0.095) (0.045) (0.216) (0.086)

400 10 2S-PML 1.934 1.824 1.703 1.556 1.338 1.123 2.297 1.409
(0.090) (0.085) (0.079) (0.079) (0.085) (0.049) (0.330) (0.117)

400 10 NPL N/A N/A N/A N/A N/A N/A N/A N/A
(N/A) (N/A) (N/A) (N/A) (N/A) (N/A) (N/A) (N/A)

400 10 NPL-Λ 1.900 1.801 1.700 1.600 1.500 0.991 4.023 2.007
(λ = 0.5) (0.079) (0.081) (0.077) (0.080) (0.091) (0.052) (0.255) (0.098)

400 20 MLE 1.908 1.806 1.707 1.607 1.514 0.991 4.046 2.017
(0.057) (0.056) (0.053) (0.055) (0.059) (0.031) (0.137) (0.054)

400 20 2S-PML 1.946 1.840 1.722 1.593 1.413 1.070 2.931 1.635
(0.066) (0.062) (0.059) (0.059) (0.059) (0.039) (0.224) (0.079)

400 20 NPL N/A N/A N/A N/A N/A N/A N/A N/A
(N/A) (N/A) (N/A) (N/A) (N/A) (N/A) (N/A) (N/A)

400 20 NPL-Λ 1.905 1.804 1.706 1.607 1.517 0.988 4.077 2.027
(λ = 0.5) (0.063) (0.062) (0.058) (0.058) (0.063) (0.038) (0.173) (0.065)
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improved the convergence properties of the NPL algorithm, converging in 90 data sets for

T = 1 and all 100 data sets for T = 10 and T = 20. The NPL-Λ algorithm also obtained

more accurate estimates in θRN and θRS than those of the NPL algorithm for T = 20. The

mean estimates of the 2S-PML estimator for parameters θRN and θRS are quite biased for

T = 1 and T = 10, and are more than two standard deviations away from the true parameter

values. The constrained optimization approach converged for all 100 data sets for each T.

Its computational time and accuracy of estimates are comparable to those of the NPL-Λ

algorithm for T = 10, and T = 20. For T = 1, however, the constrained optimization

approach was slow, needing 216 seconds per run, on average; its mean estimates are more

biased than those of the NPL-Λ algorithm.

While it might seem surprising that the constrained optimization approach produced

worse finite-sample properties than the NPL or NPL-Λ algorithm for T = 1, further

inspection of the converged likelihood values revealed that the constrained optimization

approach yielded higher likelihood values than both the NPL and NPL-Λ algorithms. This

indicates that, for all 100 data sets with T = 1, the constrained optimization approach found

a better solution (in terms of the objective value) than the NPL or NPL-Λ algorithm.

In Tables 3.5 and 3.6, we have collected the results for Case 4. NPL converged for only 2

out of 100 data sets for T = 1 and failed to converge for all 100 data sets for T = 10 and

T = 20. NPL-Λ performed reasonably well in this case: It performed better than the NPL

algorithm, but failed more frequently than it did in Case 3, converging in 84 out of 100 data

sets for T = 1 and only in 53 data sets for T = 20. Similar to the findings in Case 3, the

2S-PML estimator produced inaccurate estimates of parameters θRN and θRS, particularly

for T = 1 and T = 10; for instance, with T = 1 the mean 2S-PML estimates of θRN and θRS

are 0.624 (standard deviation 0.393) and 0.759 (standard deviation 0.150), respectively, while

the true values are θRN = 4 and θRS = 2. For T = 20, the mean estimates of θRN and θRS of

2S-PML are 4 standard deviations away from the true values. The constrained optimization

approach converged for all 100 data sets for different T, although it converged for only 582

runs (out of 1,000) for T = 1; it also produced fairly accurate estimates of all structural
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parameters.

Note that in Experiments 1 and 2, the constrained optimization approach failed to

converge more frequently and needed longer computing time for T = 1 than for T = 10

or 20. One possible explanation for this finding is that with fewer observations in the data

(T = 1), the likelihood function is flatter than that with more observations (T = 10 or 20),

which makes the optimization problem in the former case more challenging to solve.

Experiment 3. Tables 3.7 and 3.8 presents the results of Case 5 and 6. With |S| = 10, the

NPL algorithm often failed to converge, finding a solution for only 23 of 50 data sets (or

76 out of 250 runs), and produced highly biased estimates of the parameter θRS for the

converged data sets, with a mean estimate of 1.966 (standard deviation 0.036) versus the true

value θRS = 1. The constrained optimization approach and the NPL-Λ algorithm converged

for all 50 data sets and produced similar estimates for all structural parameters. However,

with |S| = 15 as shown in Table 3.6, the NPL algorithm failed to converge for all 50 data

sets, and the NPL-Λ algorithm converged for only 1 of 50 data sets.11 The constrained

optimization approach converged for all 50 data sets (or 222 out of 250 runs), and produced

accurate estimates of all parameters. In both Cases 5 and 6, the 2S-PML estimator produced

highly biased estimates of θRN and θRS. In terms of computational speed, the 2S-PML

estimator was around 25 to 30 times faster than the constrained optimization approach.

Recall that the specifications in Experiment 3 are identical to those in Case 2 in Experi-

ment 2 except that we increased the number of grid points in the market size state space

from 5 to 10 and 15 in Case 5 and 6, respectively. It is surprising that the NPL and NPL-Λ

algorithms failed to converge for almost all data sets when we simply increased the size of

the state space to 15, but fixed the true parameter values in the data generating process.

11This observation holds when we loosen the convergence tolerance from 1.0e-6 to 1.0e-5 or increase
the number of iterations. The stopping error of the NPL or NPL-Λ algorithm typically cycles back to a large
value every few iterations while not falling below 1.0e-5. Loosening the convergence tolerance even further to
1.0e-4 or 1.0e-3 can induce NPL and NPL-Λ to report convergence more frequently in this experiment.
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Table 3.7: Convergence Results and Computational Time for Cases 5 and 6.

|S| Estimator Data Sets Runs CPU Time Avg. NPL(-Λ)
Converged Converged (in sec.) Iter.

10 MLE 50 240 231.52 –

10 2S-PML 50 250 7.44 –

10 NPL 23 76 552.85 89

10 NPL-Λ (λ = 0.5) 50 241 289.39 43

15 MLE 50 222 762.78 –

15 2S-PML 50 242 31.45 –

15 NPL 0 0 1560.08 100

15 NPL-Λ (λ = 0.5) 1 3 1658.08 100

Table 3.8: Monte Carlo Results on Parameter Estimates for Cases 5 and 6.

θFC,1 θFC,2 θFC,3 θFC,4 θFC,5 θEC θRN θRS
True Value 1.9 1.8 1.7 1.6 1.5 1 2 1

|S| Estimator Estimates
10 MLE 1.882 1.780 1.677 1.584 1.472 0.999 2.031 1.004

(0.092) (0.087) (0.079) (0.084) (0.068) (0.046) (0.201) (0.048)
10 2S-PML 1.884 1.792 1.679 1.583 1.469 1.039 1.065 0.755

(0.102) (0.088) (0.082) (0.087) (0.068) (0.048) (0.222) (0.053)
10 NPL 1.919 1.810 1.699 1.606 1.485 1.011 1.851 1.966

(0.092) (0.089) (0.068) (0.079) (0.071) (0.050) (0.136) (0.036)
10 NPL-Λ 1.884 1.781 1.678 1.584 1.472 0.997 2.032 1.005

(λ = 0.5) (0.095) (0.089) (0.081) (0.085) (0.070) (0.049) (0.211) (0.051)

15 MLE 1.897 1.800 1.694 1.597 1.492 0.983 2.040 1.011
(0.098) (0.107) (0.087) (0.093) (0.090) (0.059) (0.311) (0.069)

15 2S-PML 1.792 1.705 1.595 1.506 1.394 1.046 0.766 0.664
(0.119) (0.123) (0.119) (0.114) (0.114) (0.059) (0.220) (0.053)

15 NPL N/A N/A N/A N/A N/A N/A N/A N/A
(N/A) (N/A) (N/A) (N/A) (N/A) (N/A) (N/A) (N/A)

15 NPL-Λ 1.922 1.821 1.671 1.611 1.531 1.012 1.992 1.007
(λ = 0.5) (N/A) (N/A) (N/A) (N/A) (N/A) (N/A) (N/A) (N/A)
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3.5 Conclusion

In this chapter, we have formulated the ML estimation of dynamic discrete-choice games

of incomplete information as a constrained optimization problem. We have compared the

numerical performance of our constrained approach to the 2S-PML estimator, which suffers

from large finite-sample biases in many cases, and to the NPL and NPL-Λ algorithms, which

suffer from convergence issues.

Our Monte Carlo experiments have demonstrated that the lack of convergence of NPL

and NPL-Λ is not a trivial issue in practice. In contrast, the constrained optimization ap-

proach for ML estimation produces accurate parameter estimates and has better convergence

properties when compared to the NPL and NPL-Λ algorithms. The performance of the

constrained optimization approach is robust to changes in both the size of the model and

to the true values of the structural parameters. Our results suggest that the constrained

optimization approach for ML estimation is, indeed, practical and computationally feasible

for estimating dynamic games with a moderate number of grid points in the state space, so

long as the constraint Jacobian and the Hessian of the constrained optimization problem are

relatively sparse.
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Appendix A

Appendix to Chapter 1

A.1 Optimal Prices in Two-Sided Static Model

As a point of reference for the dynamic two-sided platform model, I also examine what

equilibrium price competition would look like under a two-sided static model of platform

duopoly. Using the model of Section 1.4, I set β = 0 and simplify the first order conditions

(1.5) and (1.6) to the following closed-form solutions for equilibrium prices,

Coupon prices to users, 1− d∗a =
1

1 + γ
, (A.1)

Platform fees to sellers, 1− c∗a =
γ

1 + γ
+

1
(1− S∗a ) · µαX∗a

, (A.2)

where the first term in (A.2) represents the amount of cross-subsidy from sellers to users,

and the second term in (A.2) denotes the amount of per-transaction fee collected by the

platform.

Figure A.1 illustrates the equilibrium policy functions from solving the static two-sided

pricing model. The left panel shows that coupon prices remain fixed regardless of platforms’

share of users. An analysis of (A.1) indicates why this is the case. First, users decide

whether to participate on deal platforms independent of cross-side network effects from

sellers. Hence, deal platforms optimize profits by setting coupon prices only depending

on the price elasticity of user participation. Second, because users make participation
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decisions independently, deal platforms’ coupon prices do not generate externalities that

would influence market structure, for example, by affecting the future number of platform

users.

The right panel of Figure A.1 indicates that simulated platform fees are decreasing with

the platform’s own users, dropping rapidly to below one percent of the per-transaction

coupon value at about 40 percent of user participation. These patterns follow similar

intuition as described in the analysis of the dynamic model in Section 1.5.3: Specifically,

platforms with more users charge lower fees since seller demand becomes more elastic

and the opportunity cost of charging higher fees to sellers grow with the total number of

platform transactions conducted.
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Figure A.1: Static Two-Sided Model: Equilibrium Prices vs. Duopoly Structure
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Appendix B

Appendix to Chapter 2

B.1 Description of ComScore Dataset

Our primary dataset originates from ComScore Search Planner, a commercial service track-

ing online behavior of a panel of internet users. More information on the dataset is available

at: http://www.comscore.com/Products/Audience_Analytics/Search_Planner.

ComScore Search Planner provides the destination URL and corresponding internet traffic

volumes of outgoing US search engine users, grouped by their exact search queries.

We compile our dataset using the following steps:

B.1.1 Identify Search Phrases

First, we identify the search query terms that led to outgoing search engine traffic to 17

popular online travel agencies (OTAs). We limit our analysis to 17 popular OTAs which

account for about 91% of all clicks. Other OTAs in our sample each receive less than 25,000

clicks from search queries matching the patterns we specify. These 17 OTAs are:

1. www.airfarewatchdog.com

2. www.bookingbuddy.com

3. www.cheapflights.com

4. www.cheapoair.com
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5. www.cheaptickets.com

6. www.expedia.com

7. www.farecompare.com

8. www.farespotter.com

9. www.kayak.com

10. www.lowfares.com

11. www.onetravel.com

12. www.orbitz.com

13. www.priceline.com

14. www.travelocity.com

15. www.travelzoo.com

16. www.tripadvisor.com

17. www.tripmama.com

We identify these search query terms for four bi-monthly time periods: May to June 2011,

July to August 2011, January to February 2012, and March to April 2012. We intentionally

omit the four months immediately surrounding the launch of GFS because the appearance

of GFS links was unpredictable during this period. In the main text, we provide further

explanation about why we omitted this period.

To collect the exact wording of all search queries that led to these sites in each of the

bi-monthly time periods, we used the “Site Profile” tab in Comscore Search Planner. Because

Google began to offer its international flight search tool significantly later, on March 15,

2012, we retain only search queries that mention a US destination, and we delete references

to international destinations. We also delete all search queries that mention a phrase that

disqualifies search intent for flights (for example, “flight attendant school”) or that directly

specify a desired site (for example, “Orbitz” or “Jetblue”).

B.1.2 Classification of Search Phrases

Next, we classify these search queries into 12 groups. First, we classify each search query

as being either “GFS-eligible” or “GFS-ineligible,” based on whether the exact wording
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of the search query specified would trigger the display of GFS results in a Google search

after December 2011. To verify the classification of these query patterns, we used multiple

user profiles and computers at different US locations to conduct searches at http://www.

google.com, both manually and by using automation. We conduct this verification exercise

three times, in June 2012, November 2012, and January 2013. Across these occasions, we

checked that Google’s eligibility criteria for display of GFS results did not depend on user

profile, computer or location, but that it depended only on the exact word choice of the

search query. Our checks also reveal that Google’s eligibility classification was persistent:

search queries classified as “GFS-eligible” maintained their classification during checks at

subsequent dates.

Second, each search query expresses an intended flight destination, which we use to

classify the search queries into six groups by geographic region. We divide the 50 US states

into the following six geographic regions:

1. Midwest Region. Includes Illinois, Indiana, Iowa, Kansas, Michigan, Minnesota,

Missouri, Nebraska, North Dakota, Ohio, South Dakota, Wisconsin.

2. Mountain West Region. Includes Arizona, Colorado, Idaho, Montana, Nevada, New

Mexico, Utah, Wyoming.

3. Northeast Region. Includes Connecticut, Delaware, Maine, Maryland, Massachusetts,

New Hampshire, New Jersey, New York, Pennsylvania, Rhode Island, Vermont (plus

Washington DC).

4. Pacific West Region. Includes Alaska, California, Hawaii, Oregon, Washington.

5. Southeast Region. Includes Alabama, Florida, Georgia, Kentucky, Mississippi, North

Carolina, South Carolina, Tennessee, Virginia, West Virginia (plus Puerto Rico).

6. Southwest Region. Includes Arkansas, Louisiana, Oklahoma, Texas.

We tested perturbations to our definitions of geographical aggregation, and results were

robust to changes.
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B.1.3 Obtaining Google Traffic

For each classified group of search queries, we obtain the outgoing organic traffic volumes

and paid advertising traffic volumes to each destination URL. We use the Search Planner

interface to require that traffic originate from searches that correspond with an “exact”

match of the specified search queries rather than a “broad” match, and that traffic occur

during one of our specified bi-monthly time periods. Search Planner reports outgoing

Google traffic volume separately for user clicks on organic search listings and on paid

advertising listings.

Table 2.1 describes the composition of searches in our sample.

B.2 Sample Lists of Search Phrases

From Search Planner data, we obtain several thousand different versions of exact wording of

queries entered by users searching for flights. We note that GFS-eligible and GFS-ineligible

queries are similar in user intent. Below, we provide a sample list of 500 search phrases.

Table B.1: Search Phrases Classified As GFS-Eligible

Search Phrases
air flights to las vegas cheap flights to seattle
airfare to las vegas cheap flights to sfo
airfare to orlando cheap flights to tampa
airfare to seattle cheap flights to vegas
airfare to vegas cheap flights to washington dc
airline tickets to las vegas cheap tickets to atlanta ga
cheap air tickets to chicago cheap tickets to boston ma
cheap airline tickets to chicago cheap tickets to boston massachusetts
cheap flight to las vegas cheap tickets to charlotte nc
cheap flight to new york cheap tickets to chicago
cheap flight to vegas cheap tickets to detroit
cheap flights from las vegas to chicago cheap tickets to las vegas
cheap flights to atlanta cheap tickets to miami
cheap flights to boston cheap tickets to new york
cheap flights to charlotte cheap tickets to nyc
cheap flights to chicago cheap tickets to orlando
cheap flights to chicago il cheap tickets to orlando fl
cheap flights to cleveland ohio cheap tickets to orlando florida
cheap flights to dallas cheap tickets to orlando, fl

Continued on next page
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Table B.1: Search Phrases Classified As GFS-Eligible (continued)

Search Phrases
cheap flights to dayton ohio cheap tickets to philadelphia
cheap flights to dc cheap tickets to phoenix
cheap flights to denver cheap tickets to portland or
cheap flights to detroit cheap tickets to portland oregon
cheap flights to flint cheap tickets to reno from new york
cheap flights to fort lauderdale cheap tickets to sacramento ca
cheap flights to houston cheap tickets to sacremento
cheap flights to kansas cheap tickets to salt lake city utah
cheap flights to kansas city mo cheap tickets to san diego
cheap flights to la cheap tickets to san francisco
cheap flights to las vegas cheap tickets to tampa florida
cheap flights to lax cheap tickets to tampa from new york
cheap flights to los angeles cheap tickets to tulsa
cheap flights to miami cheap tickets to utah salt lake city
cheap flights to michigan detroit cheap tickets to vegas
cheap flights to msp cheap tickets to vegas from portland
cheap flights to new orleans cheap tickets to virginia beach
cheap flights to new york cheap tickets to washington dc
cheap flights to ny cheap tickets to washington state
cheap flights to nyc cheapest flights to allentown pa
cheap flights to orlando cheapest flights to atlanta
cheap flights to philadelphia cheapest flights to baltimore
cheap flights to phoenix cheapest flights to chicago
cheap flights to san diego cheapest flights to fresno
cheap flights to san francisco cheapest flights to las vegas
cheapest flights to savannah ga flights to daytona
cheapest flights to vegas flights to dc
flight to atlanta flights to denver
flight to baltimore flights to denver colorado
flight to charlotte flights to detroit michigan
flight to las vegas flights to fort lauderdale
flight to los angeles flights to fort myers
flight to miami flights to ft lauderdale
flight to nashville flights to grand rapids michigan
flight to new orleans flights to honolulu
flight to new york flights to kansas city
flight to newark flights to key west
flight to ny flights to las vegas
flight to orlando flights to las vegas cheap
flight to san diego flights to lexington ky
flight to seattle flights to los angeles
flight to sfo flights to los angeles cheap
flight to vegas flights to memphis
flights austin to chicago flights to miami
flights from boston to chicago flights to miami fl

Continued on next page
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Table B.1: Search Phrases Classified As GFS-Eligible (continued)

Search Phrases
flights from portland oregon to lawton oklahoma flights to milwaukee
flights from portland oregon to phoenix flights to new orleans
flights from providence to dc flights to new york
flights from raleigh to atl flights to new york cheap
flights from rochester ny to baltimore md flights to new york new york
flights from rochester to flint flights to ny
flights from sacramento ca to seattle wa flights to nyc
flights from sacramento to philadelphia flights to orlando
flights from san antonio tx to nashville tn flights to orlando cheap
flights from san antonio, tx to chicago o’hare flights to orlando florida
flights from san diego to cleveland flights to portland oregon
flights from san diego to miami flights to rapid city sd
flights from san diego to missoula mt flights to reno
flights from tampa to chicago flights to rochester
flights to anchorage flights to sacramento
flights to atl flights to salt lake city
flights to atlanta flights to san diego
flights to atlanta ga flights to san francisco
flights to baltimore flights to san jose
flights to bloomington il flights to sarasota
flights to boise flights to seattle
flights to boston flights to seattle cheap
flights to charleston sc flights to sfo
flights to charlotte flights to st louis mo
flights to charlotte nc flights to tampa
flights to chicago flights to vegas
flights to cleveland flights to vegas cheap
flights to colorado springs fly to las vegas
flights to dallas fly to vegas
flights to dallas tx las vegas to new york
lowest air fare from msp to boston plane tickets from boston mass to sacramento ca
lowest air fare to new york la guardia plane tickets from buffalo to vegas
lowest airfare from syracuse to sarasota plane tickets from charleston to d.c.
lowest airfare san diego to san francisco plane tickets from charlotte to miami
lowest airfare to atlanta plane tickets from charlotte to new york
lowest airfare to las vegas plane tickets from charlotte to orlando
lowest airfares from msp to memphis plane tickets from chattanooga to miami
lowest fare from iah to sna plane tickets from el paso, tx to los angeles, ca
new york to chicago flight plane tickets from halifax to portland oregon
non stop flight phoenix to colorado springs plane tickets from houston to new york
non stop flight to panama city florida plane tickets from los angeles to san francisco
non stop flights form milwaukee, wisconsin to orlando plane tickets from montgomery to newyork
non stop flights from baltimore to memphis plane tickets from orlando to augusta ga
non stop flights from hartford ct to augusta georgia plane tickets from pullman to sanfrancisco
non stop flights from knoxville to nashville plane tickets from salt lake city neto portland mai

Continued on next page
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Table B.1: Search Phrases Classified As GFS-Eligible (continued)

Search Phrases
non stop flights from new orleans to orlando plane tickets from san antonio texas to fresno ca
non stop flights from san diego to las vegas plane tickets from san antonio to phoenix
non stop flights ny to san francisco plane tickets from san francisco to boston massachusetts
non stop flights to myrtle beach plane tickets from seattle wa to sacramento ca
non stop flights to new york city plane tickets from spokane to springfeild mo
non stop flights to philadelphia plane tickets from syracuse ny to nyc
non stop flights to san antonio tx plane tickets greensboro nc to rochester ny
non stop las to fll plane tickets greensboro nc to rochester ny
non stop los angeles to philadelphia plane tickets greenville sc
non stop new orleans to orlando florida tallahassee to ft myers flights
non stop oklahoma city to charlotte tallahassee to miami flights
non-stop flight atlanta to gunnison colorado ticket from fort walton to new york
nonstop flights to chicago ticket from seattle to san antonio
plane tickets chattanooga to joplin mo tickets ny to vegas
plane tickets chicago to los angeles washington dc to detroit flights
plane tickets dallas to jackson ms washington dc to las vegas cheap flight
air fare prices to las vegas cheap flights from springfield, il to phl az
air fare to grands rapids north dakota cheap flights from stockton ca to dallas
air fares from philadelphia to florida cheap flights from syracuse
air to las vegas cheap flights from tampa
airline tickets to daytona fla cheap flights from tampa to nicholasville ky
airline tickets to florida cheap flights from tucson
airline tickets to texas cheap flights from virginia to atlanta
cheap airline tickets to philadelphia to las vegas cheap flights milwaukee to oklahoma
cheap airline tickets to philadelphia to los vegas cheap flights to atlantic city from greenville, sc
cheap airline tickets to texas cheap flights to baltimore bwi
cheap airlines to chicago cheap flights to dallas fort worth texas
cheap airlines to vegas cheap flights to florida
cheap flight to jacksonville fl cheap flights to ft lauderdale fl
cheap flight to orlando fl from san diego cheap flights to iowa
cheap flights for dallas from newport news cheap flights to jacksonville fl

Table B.2: Search Phrases Classified As GFS-Ineligible

Search Phrases
air fare prices to las vegas cheap flights from springfield, il to phl az
air fare to grands rapids north dakota cheap flights from stockton ca to dallas
air fares from philadelphia to florida cheap flights from syracuse
air to las vegas cheap flights from tampa
airline tickets to daytona fla cheap flights from tampa to nicholasville ky
airline tickets to florida cheap flights from tucson
airline tickets to texas cheap flights from virginia to atlanta
cheap airline tickets to philadelphia to las vegas cheap flights milwaukee to oklahoma
cheap airline tickets to philadelphia to los vegas cheap flights to atlantic city from greenville, sc
cheap airline tickets to texas cheap flights to baltimore bwi

Continued on next page
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Table B.2: Search Phrases Classified As GFS-Ineligible (continued)

Search Phrases
cheap airlines to chicago cheap flights to dallas fort worth texas
cheap airlines to vegas cheap flights to florida
cheap flight to jacksonville fl cheap flights to ft lauderdale fl
cheap flight to orlando fl from san diego cheap flights to iowa
cheap flights for dallas from newport news cheap flights to jacksonville fl
cheap flights to kennewick washington cheapest airline to las vegas
cheap flights to kentucky from atlanta cheapest airlines tickets sfo to charlotte
cheap flights to killeen texas cheapest airlines tickets to houston
cheap flights to las vegas from stockton cheapest airlines tickets to las vegas
cheap flights to mn st.paul cheapest airplanes tickets to houson
cheap flights to orlando fl cheapest flight from melboune fl to atlanta ga
cheap flights to palm beach florida from nc cheapest flight from nc to chicago
cheap flights to stockton california cheapest flight from pa to dallas
cheap flights to tacoma washington cheapest flights from gulf shores al to missouri
cheap flights to take into columbia, sc cheapest flights from sfo or oakland to albuquerque
cheap flights to tampa fl cheapest flights to killeen texas
cheap flights to tampa, fl cheapest flights to seattle washington from philidelphia
cheap flights to walnut ridge cheapest route from new york to nashville
cheap flights to washington state cheapest route from ny to los angeles
cheap flights washington dc flight sarasota,fl. to portland,me
cheap flightsd flight to california
cheap last minute flights to atlanta flight to colorado
cheap last minute flights to denver flight to florida
cheap last minute flights to houston flight to fort hood texs
cheap last minute flights to la flight to jacksonville fl
cheap last minute flights to miami flight to kansas
cheap last minute flights to seattle flight to puerto rico
cheap miami new york tickets flight to west memphis arkansas
cheap nonstop flights from fll to iah flight to wisconsin
cheap nonstop flights nyc to tpa flights from akroncaton to tampa florida
cheap nonstop flights to orlando flights from ft.myers,fl to portland,me
cheap round trip tickets to killeen tx flights from grand junctions to durango
cheap round trip tickets to las vegas flights from greenville to atlantic city
cheap ticket to fort lauderdale fl from san francisco flights from melbourne fl to key west
cheap tickets for atlanta georgia flights from memphi to colorado springs
cheap tickets from boston to kc flights from memphis tn to arizona
cheap tickets from salt lake intl to philadelphia intl flights tickets from charlotte to west palm beach
cheap tickets from sfo to san diego flights to alaska
cheap tickets to florida flights to aneheim ca
cheap tickets to georgia atlanta one way flights to anehiem ca
cheap tickets to kansas flights to arizona
cheap tickets to kansas on any flight flights to arizona from seattle
cheap tickets to new york without tax flights to atlantic city from buffalo
cheap tickets to north co flights to beaumont tx from phoenix
cheap tickets to nyc in july flights to california

Continued on next page
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Table B.2: Search Phrases Classified As GFS-Ineligible (continued)

Search Phrases
cheap tickets to oklahoma flights to charleston sc from tampa fl
cheap tickets to pr from ct flights to colorado
cheap tickets to puerto rico flights to corona del mar,ca.
cheap tickets to rdu to atl flights to dallas tx from sanford fl
cheap tickets to reno from las vegas flights to dc from montego bay
cheap tickets to sa flights to destin fl
cheap tickets to san francisco to seattle wa flights to duck key, fl
cheap tickets to sanfrancisco,ca flights to florida
cheap tickets to texas flights to forks, wa
cheapest airline tickets to orlando fl flights to ft lauderdale fl from lax
flights to go to greensboro nc lowest price flights from charleston wv
flights to jacksonville fl nashville to newark flights deals
flights to kansas from sf nashville, tn flights to sarasota, fl
flights to kentucky niagara falls flights to nyc
flights to laguna niguel california non stop flight to arizona
flights to lake havasu city non stop flight to chattanoga,ga
flights to lake orion michigan non stop flights from anchorage
flights to landover maryland non stop flights from charleston sc
flights to larenburg nc non stop flights from chicago
flights to las vegas from michigan non stop flights from denver
flights to laurinburg non stop flights from killeen tx to fort lauderdale
flights to massachusetts non stop flights to puerto rico from virginia
flights to menominee mi non stop to myrtle beach,sc
flights to methow valley from seattle non stops flights to charlotte from ny
flights to miami fl from cedar rapids nonstop stl bangor me
flights to miami fl one way cheap nonstop to san diego to oakland ca
flights to miami florida airlines one way flight from raleigh, nc to fort lauderdale, fl
flights to michigan one way flight tampa to lexington
flights to nebraska one way flights from knoxville tn to detroit mi
flights to new jersey from dfw one way flights from pdx to phf
flights to new york city new york one way flights from raleigh, nc to fort lauderdale, fl
flights to new york from puerto rico one way flights to houston
flights to newport oregon one way flights to las vegas
flights to newport ri one way flights to san francisco
flights to oregon one way from miami to washington dc flights
flights to orlando fl one way plane from philadelphia to hollywood fl
flights to pensacola fl one way ticket from san antonio to st louis
flights to providence ri one way ticket from savannah to syracuse
flights to puerto rico plane from philadelphia to hollywood fl
flights to seattle from ms[ plane ticket to dallas texas from fort walton beach fl
flights to seattle washington plane tickets from austin to orlando florida round trip
flights to seattle washington from phl plane tickets from maine to pittsburgh
flights to sierra vista az plane tickets from new braunfels tx to chicago il
flights to tampa bay fl plane tickets from new jersey to detroit
flights to tampa fl plane tickets to atlanta georgia for cheap

Continued on next page
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Table B.2: Search Phrases Classified As GFS-Ineligible (continued)

Search Phrases
flights to texas plane tickets to orlando cheap
flights to topeka, ks plane tickets to purto rico
fliht from new orlean to jackson, tn plane tickets to san diego from charlotte round trip
flint michigan airfare prices from philadelphia plane tickets to seattle washington
fly from atlanta to orleans plane tickets to vegas cheap
fly to hartford wi really cheap flights to vegas from chicago
fly to santa ana, ca for cheap really cheap tickets to chicago
last minute airfare from charlotte to vegas round trip from seattle to louisvlle
last minute airfare to orlando round trip from stockton to long beach
lowest airline prices from atlanta ga to oklahoma round trip modesto los angeles
lowest fare from oregon to norfolk virginia round trip plane tickets denver to maryland
lowest fare to new york round trip plane tickets from boston to pittsburgh pa
lowest fares from sfo to chicago round trp tickets to lexington ky
lowest flight from dc to la roundtrip airfare nashville to augusta ga
lowest flight rates from atlanta to los angeles roundtrip airfare to san antonio
salt lake city to chicago cheap flight ticket tickets from dc to providence
seattle to san jose cheep airline ticats tickets from houston to fresno california
stockton to vegas flight tickets from la to seattle
the cheapest flight from san antonio to st louis tickets from milwakee to ft lauderdale
the cheapest flight to new york tickets to atlantic city
the cheapest flights from seattle to san antonio texas tickets to boston
ticket to bakersfield ca tickets to miami
tickets from boise to cleveland tickets to miami from ny
tickets from boston to washington tickets to tacoma washington
tickets from chicago to portland tickket price from dallas to new york

B.3 Description of Online Experiment

We conduct an online experiment to link users’ preferred method of considering search

results with their decisions of which link to click. Our experimental subjects were 300

participants recruited on Amazon Mechanical Turk. The task was restricted to US-based

participants with Amazon Masters qualification. We paid each participant $.50.

The experiment began by showing each participant a screenshot of search results. Half of

participants saw a treatment with GFS results while the other half saw no GFS results. The

remaining algorithmic and paid results were identical. Participants received the following

instructions:
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When searching online to buy a plane ticket, you run a search engine query for (GFS condition:
“flights from boston to orlando”; non-GFS condition: “flights from boston to orlando fl”) and the following
links appear in your browser. In this situation, which would you choose?

• Please click on one of the results you see below as if you were facing this situation for real.
• Then answer the questions that follow.

Participants assigned to the treatment group then saw search results that included GFS.

(See Figure B.1.)

 

 

Figure B.1: Online Experiment With GFS results

while participants who were assigned to the control group saw search results without GFS.

(See Figure B.2.)
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Figure B.2: Online Experiment Without GFS results

We recorded each participant’s choice of search result. Next, we asked participants brief

questions about their click decisions:

1. Please indicate the extent to which each of the following reasons influenced your choice of why you may
have clicked the link labeled (insert participants’ choice of link here).

• I clicked this because it captured my attention the most
(1: strongly disagree, 2: disagree, 3: slightly disagree, 4: neither agree or disagree, 5: slightly agree, 6: agree,
7: strongly agree)

• I clicked this because it captured my attention the most and would get me to where I want to go
(1: strongly disagree, 2: disagree, 3: slightly disagree, 4: neither agree or disagree, 5: slightly agree, 6: agree,
7: strongly agree)

• I clicked this link because moving my link to click on a link in another position would have been a
little more effort
(1: strongly disagree, 2: disagree, 3: slightly disagree, 4: neither agree or disagree, 5: slightly agree, 6: agree,
7: strongly agree)

• I clicked this because it was the most useful link to get me where I want to go
(1: strongly disagree, 2: disagree, 3: slightly disagree, 4: neither agree or disagree, 5: slightly agree, 6: agree,
7: strongly agree)

• I clicked this because I trust the destination site
(1: strongly disagree, 2: disagree, 3: slightly disagree, 4: neither agree or disagree, 5: slightly agree, 6: agree,
7: strongly agree)

• I know that the link is not a paid ad
(1: strongly disagree, 2: disagree, 3: slightly disagree, 4: neither agree or disagree, 5: slightly agree, 6: agree,
7: strongly agree)

2. Do you know the difference between a paid ad and an organic link in search engine results? (yes/no)
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3. Classify the links below as either paid ads or organic links (participants were again shown the search results
they had previously seen and asked to select one of three options next to each link: Organic, Paid, Not Sure)

4. Which of the following statements best describes your attitude towards paid ads and organic links in the
search engine results page (participants had to select one of the following options)

• I only click on organic links on the search engine results page
• I usually click on organic links but sometimes also click on paid ads in search engine results
• I usually click on paid ads but sometimes click on organic links in search engine results
• I only click on paid ads on the search engine results page
• I do not care about which link I click, as long as I believe that the link will take me to the website I

want to visit

5. Which internet search engines have you ever used to search for plane tickets? (participants had to select one
of the following options)

• I have used Google to search for plane tickets
• I have never used Google to search for plane tickets, but I have used other search engines (such as

Bing, Yahoo, AOL and Ask.com) to search for plane tickets
• I have searched for plane tickets online, but never used search engines (such as Bing, Yahoo, AOL

and Ask.com) to search for plane tickets
• I have not previously searched for plane tickets online

6. How familar are you with each of the following websites? (For each website, participants had to select one of
the following options: Never heard of / Heard of, not visited / Visited, not bought / Visited, bought at)

• Cheapoair
• Expedia
• Jetblue
• Kayak
• Onetravel
• Orbitz
• Travelzoo

We used participants’ answers to question 1 to classify each participant as either a salience

searcher or a relevance searcher. Respondents who assigned a strictly higher score to the

first option (compared to the fourth option) were classified as salience searchers, while

respondents who assigned a strictly higher score to the fourth option were classified as

relevance searchers.

We also used participants’ answers to question 6 to classify them as either experienced

users or inexperienced users. During the experiment, organic and paid listings to seven

sites (listed in question 6) were displayed to participants. Respondents were classified as

experienced with using online travel agencies if they selected the option “Visited, bought

at” for at least one of the six online travel agencies in the displayed list of sites (all sites

excluding Jetblue).
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Appendix C

Appendix to Chapter 3

C.1 Large Sample Properties of ML Estimator

In this appendix, we establish the large sample properties of the ML estimator solved

by a constrained optimization approach. Section C.1.1 formulates more precisely the ML

estimator as a constrained optimization problem. Section C.1.2 proves existence, consistency

and asymptotic normality of the ML estimator under a set of conditions analogous to

those provided in Aitchison and Silvey (1958). Section C.1.5 provides an alternative set of

conditions for consistency and asymptotic normality which are analogous to those provided

in Pakes and Pollard (1989).

C.1.1 Constrained Optimization Formulation

Let γ = (V , P, θ) ∈ Rs represent the vector containing the choice probabilities, expected

value functions and structural parameters of the dynamic game. A solution of the dynamic

game satisfies the system of equations

V − ΨV (V , P, θ) = 0 (C.1)

P − ΨP (V , P, θ) = 0.
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Let h, a function from Rs to Rr with h(γ) = 0, represent the system of constraint equations

(C.1) above. The ML estimator solves the constrained optimization problem

max
γ

1
M
L (Z, γ) (C.2)

subject to h(γ) = 0

where Z denotes observed data, and L (Z, γ) is the logarithm of the likelihood function.1 In

this dynamic game,

L (Z, γ) = log

(
M

∏
m=1

T

∏
t=1

N

∏
i=1

Pi
(
āt

i |x̄t)) =
M

∑
m=1

log

(
T

∏
t=1

N

∏
i=1

Pi
(
āt

i |x̄t))

For markets m = 1, 2, ..., M, let zm be the vector of observations with probability density

function f (zm, γ0), where γ0 is the true parameter vector of the data generating process.

Here, f (zm, γ) is given by ∏T
t=1 ∏N

i=1 Pi
(
āt

i |x̄t), and the random vectors zm are independently

and identically distributed across markets. We re-write the objective function as

L (Z, γ) =
M

∑
m=1

log f (zm, γ)

Let L (Z, γ, λ) = 1
ML (Z, γ) + h(γ)′λ be the Lagrangian function, where the vector of

Lagrange multipliers is λ ∈ Rr. The ML estimator γ̂, along with Lagrange multipliers λ̂,

are a solution to the system of equations

1
M
∇γL (Z, γ)′ +∇γh(γ)′λ = 0 (C.3)

h(γ) = 0

1Letting PΨ,γ denote ΨP (V , P, θ), we can actually work with the objective function LΨ (Z, γ) =

log
(

∏M
m=1 ∏T

t=1 ∏N
i=1 PΨ,γ

i
(
āt

i |x̄
t)) = ∑M

m=1 log
(

∏T
t=1 ∏N

i=1 PΨ,γ
i

(
āt

i |x̄
t)) = ∑M

m=1 log f Ψ(zm, γ) so that the
information matrix at the true parameter vector may be invertible as required for our proof. Note that
doing this does not change the set of solutions to our constrained optimization problem, and that at any
solution to our dynamic game LΨ (Z, γ) = L (Z, γ). The key requirement, which is satisfied, is that
f Ψ(zm, γ0) = ∏T

t=1 ∏N
i=1 PΨ,γ

i
(
āt

i |x̄
t) = f (zm, γ0) at γ0, the true parameter vector of the data generating

process. Also, functions f Ψ(zm, γ) are a family of probability distributions for the dynamic game we examine.
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C.1.2 Existence, Consistency and Asymptotic Normality

Proposition 2 establishes the large sample properties of the ML estimator. The proof and its

required assumptions are adapted from Aitchison and Silvey (1958). We use F and H to

label the assumptions required on the likelihood and constraint functions respectively.

The assumptions are:

(F1) There is a true γ0 ∈ Rs, and for all γ within an α-neighborhood N α
γ0

= {γ : ||γ− γ0|| ≤ α},

(a) There exist probability density functions f (z, γ) with z ∈ Rk.

(b) The derivatives ∂ log f (z,γ)
∂γi

, ∂2 log f (z,γ)
∂γi∂γj

and ∂3 log f (z,γ)
∂γi∂γj∂γk

exist, for i, j, k = 1, . . . , s.

(c) The first and second derivatives ∂ log f (z,γ)
∂γi

and ∂2 log f (z,γ)
∂γi∂γj

are continuous and bounded

by finitely integrable functions F1(z) and F2(z), and the third derivatives ∂3 log f (z,γ)
∂γi∂γj∂γk

are

bounded by a function F3(z) with a finite expectation for i, j, k = 1, . . . , s.

(F2) The information matrix I(γ) = −E
[

∂2 log f (z,γ0)
∂γ∂γ′

]
exists, and is positive definite with minimum

latent root µ0.

(H1) There is a continuous function h(γ) : Rs 7→ Rr such that h(γ0) = 0, r < s and for all γ ∈ N α
γ0

,

(a) The partial derivatives ∂hk(γ)
∂γi

exist and are continuous for i = 1, . . . , s, and k = 1, . . . , r.

(b) The partial derivatives ∂2hk(γ)
∂γi∂γj

exist and are bounded for i, j = 1, . . . , s, and k = 1, . . . , r.

(c) The matrix ∇γh(γ0) is of rank r.

The statement of the proposition is:

Proposition 2. Suppose assumptions F1, F2 and H1 hold. Then

(a) (Existence) For an arbitrarily small δ > 0, and any 0 < ε < 1, there exists Mε,δ such that if

M > Mε,δ, there exists with probability greater than 1− ε a solution (γ̂, λ̂) to the constrained

maximum likelihood problem defined by (C.3) with ||γ̂− γ0|| < δ.

(b) (Consistency Under Uniqueness) If there exists M0 such that a solution to (C.3) is unique for

all M > M0, then γ̂
p−→ γ0.
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(c) (Asymptotic Normality)
√

n(γ̂− γ0, λ̂)
d−→ N (0, Σ) where Σ =

 Σγ 0

0 Σλ

. Letting

I = I(γ0) and H = ∇γh(γ0), Σγ is the s× s matrix I−1(Is − H(H ′ I−1H)−1H ′ I−1) and Σλ

is the r× r matrix (H ′ I−1H)−1. The rank of Σγ is s− r.

Following the steps in Aitchison and Silvey (1958), we prove existence and consistency

under uniqueness in Section C.1.3, and asymptotic normality in Section C.1.4.

C.1.3 Proof of Existence and Consistency

Let || · || denote the norm operator in Euclidean space. Denote an α-neighborhood of γ0

using N α
γ0

= {γ : ||γ− γ0|| ≤ α}. Let δ < min {α, 1}, and consider γ ∈ N δ
γ0

. First, expand

(C.3) about γ0.

1
M
∇γL (Z, γ0)

′ +
1
M

∂2L(Z, γ0)

∂γ∂γ′
(γ− γ0) +

1
M

r1(Z, γ) +∇γh(γ)′λ = 0 (C.4)

h(γ0) +∇γh(γ0)(γ− γ0) + r2(γ) = 0

where r1 and r2 denote remainder terms involving higher order derivatives. From F1

and H1, the following statements hold.

(i) 1
M∇γL (Z, γ0)

′ + 1
M r1(Z, γ) = op(1) + op(||γ− γ0||)

(ii) − 1
M

∂2L(Z,γ0)
∂γ∂γ′ − I(γ0) = op(1)

(iii) r2(γ) = O(||γ− γ0||2)

(iv) h(γ0) = 0

Substituting (i)-(iv) into system (C.4) leads to

−I(γ0)(γ− γ0) +∇γh(γ)′λ + op(1)− op(1)(γ− γ0) + op(||γ− γ0||) = 0 (C.5)

∇γh(γ0)(γ− γ0) + O(||γ− γ0||2) = 0
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Since δ < 1, this can be written as

−I(γ0)(γ− γ0) +∇γh(γ)′λ + op(1) = 0 (C.6)

∇γh(γ0)(γ− γ0) + O(||γ− γ0||2) = 0 (C.7)

F2 and H1(c) allow us to pre-multiply (C.6) by ∇γh(γ0)I(γ0)
−1.

−∇γh(γ0)(γ− γ0) +∇γh(γ0)I(γ0)
−1∇γh(γ)′λ + op(1) = 0 (C.8)

F2 and H1(c) imply ∇γh(γ0)I(γ0)
−1∇γh(γ0)

′ is invertible. When δ is sufficiently small,

∇γh(γ0)I(γ0)
−1∇γh(γ)′ is also invertible. Inverting (C.8) and substituting in (C.7) yields

λ = [∇γh(γ0)I(γ0)
−1∇γh(γ)′]−1(∇γh(γ0)(γ− γ0)) + op(1)

= [∇γh(γ0)I(γ0)
−1∇γh(γ)′]−1(O(||γ− γ0||2)) + op(1)

= O(||γ− γ0||2) + op(1) (C.9)

Substitute (C.9) back into (C.6). Consolidating the op(1) terms, we have

−I(γ0)(γ− γ0) +∇γh(γ)′O(||γ− γ0||2) + op(1) = 0 (C.10)

Assumption H1(b) allows us to re-write (C.10) as

−I(γ0)(γ− γ0) + δ2v(γ) + op(1) = 0 (C.11)

where v(γ) is a bounded continuous function of γ, so that ||v(γ)|| < K.

We will now make use of a result which is equivalent to Brouwer’s fixed point theorem.

Interested readers may find a proof of the following lemma in Aitchison and Silvey (1958).

Lemma 3. If g is a continuous function mapping Rs into itself with the property that, for every γ

such that ||γ|| = 1, γ′g(γ) < 0, then there exists a point γ̂ such that ||γ̂|| < 1 and g(γ̂) = 0.

From (C.11), we define a function g on the unit sphere in Rs. The function g is defined

to be

g
(

γ− γ0
δ

)
= −I(γ0)(γ− γ0) + δ2v(γ) + op(1) (C.12)
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Fix ε such that 0 < ε < 1. Pick δ small and let Mε,δ be such that for any M > Mε,δ, we

have Pr(||op(1)|| < δ2) > 1− ε. When M is sufficiently large, we then have with probability

greater than 1− ε that

1
δ
(γ− γ0)

′g
(

γ− γ0
δ

)
= −1

δ
(γ− γ0)

′ I(γ0)(γ− γ0) + δ(γ− γ0)
′v(γ) +

1
δ
(γ− γ0)

′op(1)

≤ −1
δ

µ0||γ− γ0||2 + δK||γ− γ0||+
δ2

δ
||γ− γ0||

where the inequality follows from F2 and H1(b). Setting δ = ||γ− γ0||, if δ is sufficiently

small and M is sufficiently large, we have with probability greater than 1− ε that

1
δ
(γ− γ0)

′g
(

γ− γ0
δ

)
≤ −δµ0 + δ2K + δ2 < 0 (C.13)

Applying the lemma, we have that for an arbitrarily small δ > 0, and any 0 < ε < 1,

there exists Mε,δ such that if M > Mε,δ there is, with probability greater than 1− ε, a

solution to our problem with ||γ̂− γ0|| < δ. Then, as long as the solution to problem (C.3)

is unique when M is sufficiently large, the solution γ̂ is consistent.

C.1.4 Proof of Asymptotic Normality

Suppose that (γ̂, λ̂) is a solution to the system of equations (C.3). Further suppose that

the solution to problem (C.3) is unique when M is sufficiently large, so that our solution is

consistent. At (γ̂, λ̂), the system of equations is

1
M

∂2L(Z, γ0)

∂γ∂γ′
(γ̂− γ0) +

1
M

r1(Z, γ̂) +∇γh(γ̂)′λ̂ = − 1
M
∇γL (Z, γ0)

′ (C.14)

∇γh(γ0)(γ̂− γ0) + r2(γ̂) = 0

We can re-write (C.14) by grouping the remainder terms with the expected value of the

derivatives at the true value of γ0.

−(I(γ0) + Î)(γ̂− γ0) + (∇γh(γ0) + Ĥ)′λ̂ = − 1
M
∇γL (Z, γ0)

′ (C.15)

(∇γh(γ0) + H̃)(γ̂− γ0) = 0
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Here Î = O(||γ̂− γ0||) + op(1) = op(1), Ĥ = O(||γ̂− γ0||) = op(1), and H̃ = O(||γ̂−

γ0||) = op(1) because γ̂ is consistent.

Let I = I(γ0) and H = ∇γh(γ0). The linear system (C.15) in matrix form is−(I + Î) (H + Ĥ)′

H + H̃ 0

 ·
γ̂− γ0

λ̂

 =

− 1
M∇γL (Z, γ0)

′

0

 (C.16)

F2 and H1 imply that
[−I H ′

H 0

]
is non-singular. If M is sufficiently large, the ma-

trix
[ −(I+ Î) (H+Ĥ)′

H+H̃ 0

]
will also be non-singular with arbitrarily high probability. Since

− 1√
M
∇γL (Z, γ0)

′ d−→ N (0, I(γ0)), we can invert system (C.16) and apply Slutsky’s the-

orem to get a sandwich variance,

√
M

γ̂− γ0

λ̂

 d−→ N

0,

Σγ 0

0 Σλ




where Σγ is the s × s matrix I−1(Is − H(H ′ I−1H)−1H ′ I−1) and Σλ is the r × r matrix

(H ′ I−1H)−1. The rank of Σγ is s− r, which represents the number of structural parameters

in the model. This completes the proof of asymptotic normality.

C.1.5 Large Sample Properties Under Alternative Assumptions

Proposition 4 establishes large sample properties of the ML estimator using a different set

of assumptions, adapted from Pakes and Pollard (1989). Let system (C.3) be represented by

GM(γ, λ) = 0 (C.17)

and let G(γ, λ) be defined as

G(γ, λ) =

 E[∇γ log f (zm, γ)′] +∇γh(γ)′λ

h(γ)

 (C.18)

Suppose that our model correctly specifies the data generating process, so that there

exists γ0 such that f (zm, γ0) is the distribution of the true data generating process and
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h(γ0) = 0. Then E[∇γ log f (zm, γ0)
′] = 0 and, if ∇γh(γ) is of rank r, λ0 = 0, we have

G(γ0, λ0) = 0. (C.19)

The assumptions P required on G and GM for consistency are:

(P1) Our estimator minimizes ||GM||

||GM(γ̂, λ̂)|| = inf
(γ,λ)
||GM(γ, λ)||+ op(1) (C.20)

(P2) There is identification from G

For any δ > 0 there exists εδ > 0 such that inf
||(γ,λ)−(γ0,λ0)||>δ

||G(γ, λ)|| ≥ εδ (C.21)

(P3) There is a Uniform Law of Large Numbers for GM (note we only need it for the likelihood)

sup
(γ,λ)
||GM(γ, λ)− G(γ, λ)|| = sup

γ
|| 1

M
∇γL (Z, γ)′ − E[∇γ log f (zm, γ)′]|| = op(1) (C.22)

Proposition 4. Under assumptions P , we have that (γ̂, λ̂)− (γ0, λ0) = op(1).

Proof of Consistency

Fix δ > 0, and let εδ be as in Assumption P2. Note, by Assumption P2, that

P(||(γ̂, λ̂)− (γ0, λ0)|| > δ) ≤ P(||G(γ̂, λ̂)|| ≥ εδ) (C.23)

So it suffices to show that ||G(γ̂, λ̂)|| = op(1).

||G(γ̂, λ̂)|| ≤ ||G(γ̂, λ̂)− GM(γ̂, λ̂)||+ ||GM(γ̂, λ̂)||

≤ sup
(γ,λ)
||G(γ, λ)− GM(γ, λ)||+ ||GM(γ̂, λ̂)||

≤ op(1) + ||GM(γ0, λ0)||

≤ op(1)
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C.2 Scalability of Constrained Optimization Approach

C.2.1 Proof of Proposition 1

We first consider the constraint Jacobian matrix. For any Bellman Optimality constraint

gradient row, there are at most 2N(2δs + 1) + |θ|+ 2N non-zero elements. The first term

comes from the derivative with respect to Vi(x′) for the same player i, the second term

comes from the derivative with respect to the structural parameters, and the third term

comes from the derivative with respect to choice probabilities of all players across the

binary action space at the current state x. This applies to N · |S| · 2N Bellman Optimality

constraints. Similarly, inspecting the CCP equation (3.8) leads, by the same derivation, to

at most |2|N (2δs + 1) + |θ|+ 2N non-zero elements for each constraint gradient row. This

refers nontrivially to each of N · |S| · 2N rows. Finally, we add at most 2 non-zero elements

per row for each of the remaining N · |S| · 2N CCP equations, forcing the choice probabilities

to sum to 1. This corresponds to the probabilities of each player’s actions at the current

state x.

Summing up these terms yields the numerator as the number of non-zero elements in

the constraint Jacobian matrix. The denominator comes from there being (2 + 1) ·N · |S| · 2N

constraints and (2 + 1) · N · |S| · 2N + |θ| variables. This leads to the following upper bound:

DJ ≤
N·|S|·2N ·(2·(2N(2δs+1)+|θ|+2N)+2)
((2+1)·N·|S|·2N)·((2+1)·N·|S|·2N+|θ|) (C.24)

= 2
3

(
2N(2δs+1)+|θ|+2N+1

3N·|S|·2N+|θ|

)
≤ 2

9

(
2δs+1
N·|S| +

|θ|+1
N·|S|·2N + 1

|S|·2N−1

)
The derivation for DH is similar. We can sum over five terms to construct the numerator

of the upper bound. The first corresponds to the ∂2V derivative terms, the second corre-

sponds to the ∂2P derivative terms, the third corresponds to the ∂V∂P derivative terms, the

fourth corresponds to both the ∂V∂θ and ∂P∂θ derivative terms, and the fifth corresponds

to the ∂2θ derivative terms. The denominator corresponds to the square of the number

of variables. Combining these numerator and denominator terms leads to the following
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expression:

DH ≤
N·|S|·2N ·(2N ·(2δs+1))+|S|·2N ·(2N)2+4N2·|S|·2N ·(2N ·(2δs+1))+2·((2+1)·N·|S|·2N)·|θ|+|θ|2

((2+1)·N·|S|·2N+|θ|)2 (C.25)

≤ 1
9

(
2δs+1
N·|S| +

4
|S|·2N + 4·(2δs+1)

|S| + 6·|θ|
N·|S|·2N +

(
|θ|

N·|S|·2N

)2
)

Proposition 1b and 1c follow immediately.

C.2.2 Sparsity Information

Table C.1: Upper Bounds on Density of Constraint Matrices Varying |S| and N

|S| N θ Constrained Jacobian Hessian
Non-zero elements Density DJ Non-zero elements Density DH

5 5 8 187200 3.24% 1676900 28.9%
6 5 8 224640 2.70% 2012260 24.1%
7 5 8 262080 2.31% 2347620 20.7%
8 5 8 299520 2.03% 2682980 18.2%
9 5 8 336960 1.80% 3018340 16.1%

10 5 8 374400 1.62% 3353700 14.5%
11 5 8 411840 1.47% 3689060 13.2%
12 5 8 449280 1.35% 4024420 12.1%
13 5 8 486720 1.25% 4359780 11.2%
14 5 8 524160 1.16% 4695140 10.4%
15 5 8 561600 1.08% 5030500 9.68%
16 5 8 599040 1.01% 5365860 9.08%
17 5 8 636480 0.95% 5701220 8.55%
18 5 8 673920 0.90% 6036580 8.07%
19 5 8 711360 0.85% 6371940 7.65%
20 5 8 748800 0.81% 6707300 7.27%

5 3 6 9360 7.07% 44704 33.4%
5 4 7 42240 4.54% 283601 30.3%
5 5 8 187200 3.24% 1676900 28.9%
5 6 9 829440 2.50% 9388921 28.2%
5 7 10 3682560 2.04% 50337424 27.8%

Note: With δs = 1.
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C.3 Alternative Dynamic Games Estimators

This appendix discusses alternative likelihood-based estimators and their associated estima-

tion algorithms.

Hotz and Miller (1993) proposed a two-step estimation strategy within the context

of single-agent dynamic models. The main insight was to estimate the expected value

function directly from the data without solving the Bellman equation, hence reducing

the computational burden of estimating dynamic models. Subsequently, researchers have

generalized this idea to estimate multi-agent dynamic games and have developed various

two-step estimators that are computationally light and easy to implement. For example, see

Bajari et al. (2007); Pakes et al. (2007); as well as Pesendorfer and Schmidt-Dengler (2008). A

potential drawback is that two-step estimators can be more biased than the ML estimator

in finite samples, particularly when the first-step estimates are imprecise, or if a suitable

criterion function is not used in the second step; see the discussion in Pakes et al. (2007).

In an effort to reduce finite-sample bias associated with two-step estimators, Aguirre-

gabiria and Mira (2007) proposed the NPL estimator and the NPL algorithm, a recursive

computational procedure over the 2S-PML estimator, to compute the NPL estimator. While

the NPL estimator performed well in their Monte Carlo experiments, convergence of the

NPL algorithm can be a problem. Furthermore, the NPL algorithm may converge to the

wrong estimates if the data are generated by an equilibrium that is unstable under best

response iterations; see Pesendorfer and Schmidt-Dengler (2010) for such an example and Su

(2014) on the performance of the NPL algorithm in a static discrete-choice game. Kasahara

and Shimotsu (2012) provided theoretical analysis of the convergence of the NPL algorithm

and proposed modified NPL algorithms to alleviate these convergence issues.

We describe three approaches to estimating dynamic games: the 2S-PML estimator in

C.3.1, the NPL algorithm of Aguirregabiria and Mira (2007), and the NPL-Λ algorithm of

Kasahara and Shimotsu (2012) for computing the NPL estimator.2

2Kasahara and Shimotsu (2012) also proposed a recursive projection method and a q-NPL algorithm. These
two methods are more computationally demanding and we do not consider them in this paper.
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C.3.1 Two-Step Pseudo-Maximum Likelihood

In the first step of a two-step estimator, one can nonparametrically estimate the conditional

choice probabilities from the observed data Z using, for example, the frequency estimator.

Denote by P̂ a consistent estimator of the true conditional choice probabilities P0. This

nonparametric estimate P̂ is then fixed and used to evaluate the right-hand side of the

Bellman optimality equation in (3.9):3

V = ΨV
(

V , P̂, θ
)

.

The second step of the 2S-PML estimator involves solving the following optimization

problem:

max
(θ,V)

1
ML

(
Z; V , P̂, θ

)
subject to V = ΨV

(
V , P̂, θ

)
.

(C.26)

From equation (3.3), we can see that once P is fixed at P̂, the variables V and θ

are additively separable. Define V i = [Vi(x)]x∈X ∈ IR|X |, FP̂
X =

[
f P̂
X (x′|x)

]
x,x′∈X

∈

IR|X |×|X |, P̂i(ai) = [P̂i(ai|x)]x∈X ∈ IR|X |, eP̂
i (ai) = [eP̂

i (ai, x)]x∈X ∈ IR|X |, and πi(ai, θ) =

[πi(ai|x, θ)]x∈X ∈ IR|X |. Equation (3.3) can then be rewritten in matrix notation as

[
I− βFP̂

X

]
V i = ∑

ai∈A

[
P̂i(ai) ◦πi(ai, θ)

]
+ ∑

ai∈A

[
P̂i(ai) ◦ eP̂

i (ai)
]

where I is an identity matrix in IR|X |×|X | and the notation A ◦ B denotes the Hadamard

product of two matrices A and B. Thus, one can explicitly express V i in terms of structural

parameters θ:

V i =
[
I− βFP̂

X

]−1
{

∑
ai∈A

[
P̂i(ai) ◦πi(ai, θ)

]
+ ∑

ai∈A

[
P̂i(ai) ◦ eP̂

i (ai)
]}

, ∀i ∈ I , (C.27)

or in a compact notation

V = Γ(θ, P̂). (C.28)

3This requires researchers to evaluate f P
X (x′|x), eP

i (ai, x), and f P
i (x′|x, ai) using P̂ in equations (3.4), (3.5),

and (3.7), respectively.
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By replacing the constraint in problem (C.26) with equation (C.28), through a simple

elimination of variables V , the optimization problem (C.26) is equivalent to the unconstrained

optimization problem

max
θ

1
M
L
(

Z; Γ(θ, P̂), P̂, θ
)

.

The 2S-PML estimator is then defined as

θ2S−PML = argmax
θ

1
M
L
(

Z; Γ(θ, P̂), P̂, θ
)

. (C.29)

The 2S-PML estimator is considered computationally light because it avoids solving the

CCP equation in (3.9); researchers estimate P̂ directly from the data. Nevertheless, solving

the optimization problem (C.29) or, equivalently, solving problem (C.26) in the second step,

although easier than problem (3.12) for the ML estimator, may not be trivial. Researchers

still need to solve the Bellman equation for each player as constraints in (C.26) or invert

the matrix
[
I− βFP̂

X

]
in (C.27) for every guess of structural parameters θ in solving the

unconstrained optimization problem (C.29), a task that can be computationally expensive

when the size of the state space |X | is large.

Note, too, that at the solution θ2S−PML, the first-step estimate P̂ may not satisfy the CCP

equation in (3.9), and hence is not a Markov perfect equilibrium. In finite samples, the

bias in the first-step estimate P̂ can potentially lead to large biases in parameter estimates

θ2S−PML in the second step, particularly when the pseudo-likelihood function is used as the

criterion function; see the discussion in Pakes et al. (2007).

C.3.2 NPL Estimator

Aguirregabiria and Mira (2007) proposed an NPL estimator for estimating dynamic discrete-

choice games. Any point (θ̃, P̃) that satisfies the conditions below is called an NPL fixed

point:

θ̃ = argmax
θ

1
M
L
(

Z; Γ(θ, P̃), P̃, θ
)

.

P̃ = ΨP
(

Γ(θ̃, P̃), P̃, θ̃
)

.

(C.30)
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In principle, more than one NPL fixed point can exist. An NPL estimator (θNPL, PNPL) is

the NPL fixed point that yields the highest objective value in (C.30). Note that the NPL

estimator satisfies the CCP equation in (3.9). Thus, one would expect it to perform better

than the 2S-PML estimator in finite samples.

Aguirregabiria and Mira (2007) also proposed a computational procedure referred to

as the NPL algorithm to find an NPL fixed point. The NPL algorithm recursively iterates

over the 2S-PML estimator and is described as follows. First, choose an initial guess of

equilibrium probabilities P̃0. For K ≥ 1, the NPL algorithm iterates the following steps until

convergence or until the maximum number of iterations K̄ is reached:

Step 1. Given P̃K−1, solve θ̃K = argmax
θ

1
M
L
(

Z; Γ(θ, P̃K−1), P̃K−1, θ
)

.

Step 2. Given θ̃K, update P̃K by P̃K = ΨP
(

Γ(θ̃K, P̃K−1), P̃K−1, θ̃K

)
; increase K by 1.

To declare convergence of the NPL algorithm, the following condition needs to be

satisfied ∥∥∥(θ̃K, P̃K)− (θ̃K−1, P̃K−1)
∥∥∥ ≤ tolNPL, (C.31)

where tolNPL is the convergence tolerance and is chosen to be a small number, for example,

1.0e-6. If the NPL algorithm converges after K iterations with K ≤ K̄, then (θ̃K, P̃K−1)

approximately satisfies the NPL fixed-point conditions (C.30). If the maximum number of

iterations K̄ is reached before the NPL algorithm converges, then we declare a failed run

and restart with a new initial guess.

Researchers have expressed concerns involving the convergence properties of the NPL

algorithm. For example, see Pakes et al. (2007); Pesendorfer and Schmidt-Dengler (2010);

and Su (2014). In a recent paper, Kasahara and Shimotsu (2012) demonstrated that the NPL

algorithm will converge, provided that a local stability condition is satisfied at the solution.

Without knowing the true parameter values, however, this local stability condition cannot be

verified. Therefore, in practice, the theoretical analysis provided by Kasahara and Shimotsu

(2012) does not inform researchers a priori whether the NPL algorithm will converge or

whether it converges to the correct estimates.
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C.3.3 A Modified NPL Estimator

To improve the convergence properties of the NPL algorithm, Kasahara and Shimotsu (2012)

introduced the NPL-Λ algorithm to compute an NPL estimator. The NPL-Λ algorithm alters

the updating of P̂K in Step 2 of the NPL algorithm to

P̃K =
(

ΨP
(

Γ(θ̃K, P̃K−1), P̃K−1, θ̃K

))λ (
P̃K−1

)1−λ
(C.32)

where λ is chosen to be between 0 and 1. Note that when λ = 1, the NPL-Λ algorithm is

identical to the NPL algorithm; when λ = 0, P̃K is not updated by the algorithm, and the

NPL-Λ algorithm solves the 2S-PML estimator (C.29).

The idea behind modifying the second step of the NPL algorithm is similar to that of

the successive over- and under-relaxation methods in numerical analysis. Such methods

are used to improve the contraction rate of diverging iterative processes; see Ortega and

Rheinboldt (1970). The scalar λ represents a partial step length used in the dampening

procedure. Ideally, the choice of λ depends on the spectral radius of a Jacobian matrix at

the solution θNPL. In practice, since θNPL is unknown prior to estimation, the choice of the

value of λ becomes a delicate issue. If λ is chosen to be close to 1, then the NPL-Λ algorithm

may not converge (if the NPL algorithm does not converge); if λ is chosen to be close to

0, then the NPL-Λ algorithm takes small incremental steps and may need many iterations

and, hence, much longer computational time to converge. Kasahara and Shimotsu (2012)

proposed computing the spectral radius of the Jacobian matrix evaluated at the two-step

estimator or, if it is computationally demanding to calculate all eigenvalues of the Jacobian

matrix, using a small value of λ. However, as discussed earlier, using a small value of λ

will lead to more iterations and longer computational time before the NPL-Λ algorithm

converges.

The convergence criterion for the NPL-Λ algorithm also warrants some discussion. If

researchers simply use criterion (C.31) to determine the convergence of the NPL-Λ algorithm,

there is no guarantee that the CCP equation in (C.30) will be satisfied with the desired

accuracy, tolNPL, when the NPL-Λ algorithm converges. In fact, one can show that when
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the NPL-Λ algorithm declares criterion (C.31) to be satisfied, the error of the CCP equation

in (C.30) can remain as large as
tolNPL

λ
; that is,∥∥∥ΨP

(
Γ(θ̃K, P̃K−1), P̃K−1, θ̃K

)
− P̃K−1

∥∥∥ ≤ tolNPL

λ
. (C.33)

If researchers choose a very small value for λ (for example, λ =1.0e-5) but use the

convergence criterion (C.31) with tolNPL =1.0e-6, then the NPL-Λ algorithm may de-

clare convergence quickly but the error of the CCP equation in (C.30) can be as large as
tolNPL

λ
=1.0e-1.

In determining the convergence of the NPL-Λ algorithm, we use the following condition

∥∥∥∥∥∥∥
(θ̃K, P̃K)− (θ̃K−1, P̃K−1)

ΨP
(

Γ(θ̃K, P̃K−1), P̃K−1, θ̃K

)
− P̃K−1

∥∥∥∥∥∥∥ ≤ tolNPL. (C.34)

If this condition is met after K iterations with K ≤ K̄, then we declare the convergence of

the NPL-Λ algorithm and use (θ̃K, P̃K−1) as a solution to the NPL fixed point (C.30). This

convergence criterion (C.34) ensures that when the NPL-Λ algorithm converges, the iterate

(θ̃K, P̃K−1) approximately satisfies the CCP equation in (C.30) with an error that is at most

tolNPL.
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