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Essays on the Economics of Information

Abstract

Information plays a central role in economic activities. How do people acquire information,
individually or collectively, and what are the implications for markets? In this dissertation, I
formalize these questions and provide theoretical answers. Chapter 1 considers the problem
of optimal dynamic information acquisition from many correlated information sources.
Conditions are given such that the myopic information acquisition rule is optimal. Chapter
2 extends the analysis to situations with overabundant information, where observation of
all information sources is not necessary in order to learn the unknowns. Depending on the
correlation structure across sources, sequential information acquisition by self-interested
agents may lead to efficient information aggregation or learning traps. Chapter 3 investigates
the effect of information arrival on durable-goods pricing. When the seller is uncertain
about how buyers learn about their values over time, a constant price path delivers the

greatest profit guarantee.
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Chapter 1

Optimal and Myopic Information

Acquisition!

1.1 Introduction

In a classic problem of sequential information acquisition, a Bayesian decision-maker (DM)
repeatedly acquires information and takes actions. His payoff depends on the sequence
of actions taken, as well as on an unknown payoff-relevant state. We consider a setting in
which the DM acquires information from a limited number of flexibly correlated information
sources, and allocates a fixed number of observations across these sources each period. The
optimal strategy for information acquisition is of interest.

Neglecting dynamic considerations, a simple strategy is to acquire at each period the
signal (or the set of signals) that maximally reduces uncertainty about the payoff-relevant
state. We refer to this as the myopic (or greedy) rule, as it is the optimal rule if the DM
mistakenly believes each period to be the last possible period of information acquisition.

This myopic rule turns out to possess strong optimality properties in a widely used

setting. Suppose that the available signals are jointly normal. If signal observations are

1Co-authored with Annie Liang at the University of Pennsylvania and Vasilis Syrgkanis at Microsoft
Research New England.



acquired in sufficiently large blocks each period, then myopic information acquisition is
optimal from period 1 (Theorem 1). We provide a sufficient condition on the required size of
the block; this condition depends on primitives of the informational environment but not on
the payoff function. Theorem 2 characterizes a condition on the prior and signal structure,
given which myopic information acquisition is optimal from period 1 for any block size. In
both of these cases, the optimal information acquisition strategy can be exactly and simply
characterized. Additionally, instead of solving for the optimal decision rule and information
acquisition strategy jointly (as would otherwise be required), our results show that one can
separate these two problems, and solve for the optimal decision rule in this setting as if
information acquisition were exogenous.

Finally, for generic signal structures, and for any block size, the optimal strategy proceeds
by myopic acquisition after finitely many periods (Theorem 3). These results hold across all
payoff functions (and in particular, independently of discounting); thus, myopic information
acquisition is (eventually) “robustly" best.

Why does the myopic rule perform so well? The main inefficiency of myopic planning
is that it neglects potential complementarities across signals. A signal that is individually
uninformative can be very informative when paired with other signals; thus, repeated
(greedy) acquisition of the best single signal need not result in the best sequence of signals.?
A key observation is that whether the DM perceives two signals as providing complementary
information depends on his current belief over the state space.?> This means that comple-
mentarities across signals are not intrinsic to the underlying signal correlation structure:
As the DM'’s beliefs about the states evolve, so too do his perceptions of the correlations
across signals. It is clear that as information accumulates, the DM’s beliefs become more

precise about each of the unknown states. This does not itself lead to optimality of myopic

2See Section 1.4.1 for a concrete example and further discussion.

3 As a simple example, suppose the payoff-relevant state is 61, and the available signals are about 6] + 6,
and 6,. These signals are “complementary” when the agent’s prior belief is that 8; and 6 are independent:
observations of the first signal improve the value of observing the second signal, and vice versa. But suppose
the DM’s prior is such that 6, = 6;; then, these signals in fact become substitutes.



information acquisition (see Section 1.4.2 for more detail). We show that the key force
comes from a second effect of information accumulation: The DM’s beliefs evolve in such
a way that the signals endogenously de-correlate from his perspective, and are eventually
perceived as providing approximately independent information. At the limit in which all
signals are independent, the value of any given signal can be evaluated separately of the
others. The dynamic problem is thus “separable,” and can be replaced with a sequence of
static problems. Given sufficiently many signal observations, we have only approximate
separability, which we show is sufficient for the myopic rule to be optimal.

The mechanism we identify is different from the one underlying a classic result from
the experimentation literature. In “learning by experimentation" settings, myopic behavior
is eventually near-optimal: in the long run, the DM’s beliefs converge, so the value of
exploration (i.e. learning) becomes second-order relative to the value of exploitation of
the perceived best arm.* In our paper, signal acquisition decisions are driven by learning
concerns exclusively, as there is by design no exploitation incentive. To see this, recall
that in the classic multi-armed bandit problem (Gittins, 1979; Bergemann and Valimaki,
2008), actions play the dual role of influencing the evolution of beliefs and also determining
flow payoffs. In our setting (which does not fall into the multi-armed bandit framework),
there is a separation between signal choices, which influence the evolution of beliefs, and
actions, which determine (unobserved) payoffs. Myopic signal choices become optimal in
our framework because they maximize the speed of learning, and not because they optimize
a tradeoff between learning and payoff. (Additionally, a myopic strategy is immediately
optimal in multi-armed bandit problems only under very restrictive assumptions (Berry and
Fristedt, 1988; Banks and Sundaram, 1992).)

Our results simplify the analysis of optimal dynamic information acquisition in an

informational environment that is commonly used in economics: normal signals. However,

“Easley and Kiefer (1988) and Aghion et al. (1991) show that if there is a unique myopically optimal policy
at the limiting beliefs, then the optimal policies must converge to this policy. In our setting, every policy
(signal choice) is trivially myopic at the limiting beliefs (a point mass at the true parameter), so we do not have
uniqueness and cannot use this argument to identify long-run behavior.



the core of our analysis—the “endogenous de-correlation" of signals described above—does
not rely on the assumption of normality. As we discuss further in Section 1.4.1, this de-
correlation derives from a Bayesian version of the Central Limit Theorem, which holds for
arbitrary signal distributions. This suggests that our eventual optimality result (Theorem 3)
generalizes.’

We conclude by demonstrating several extensions. To facilitate application of our results,
we extend our environment to a multi-player setting in which individuals privately acquire
information before playing a one-shot game at a random final period. This extension
connects our results to a literature on games with Gaussian information (Hellwig and
Veldkamp, 2009; Myatt and Wallace, 2012; Colombo et al., 2014; Lambert ef al., 2018).6 We
present corollaries of our main results, and use these to extend results from Hellwig and
Veldkamp (2009) and Lambert et al. (2018) in an online appendix. Finally, we demonstrate
extensions to environments with choice of information “intensity" (the number of signals to
acquire each period), to multiple payoff-relevant states (for a class of prediction problems)
and to a continuous-time setting.

Our work primarily builds on a large literature about optimal dynamic information
acquisition (Moscarini and Smith, 2001; Fudenberg et al., 2018; Che and Mierendorff, 2018;
Mayskaya, 2017; Steiner et al., 2017, Hébert and Woodford, 2018; Zhong, 2018) and a
related literature on sequential search (Wald, 1947; Arrow et al., 1949; Weitzman, 1979;
Callander, 2011; Ke and Villas-Boas, 2017; Bardhi, 2018). In contrast to an earlier focus
on optimal stopping and choice of signal precision, our framework characterizes choice
between different kinds of information, as in the work of Fudenberg et al. (2018) (where the

sources are two Brownian motions), and Che and Mierendorff (2018) and Mayskaya (2017)

5Specifically, we conjecture that for general signals, the optimal rule eventually proceeds myopically when
we restrict to certain decision problems (e.g. prediction of the payoff-relevant state). Immediate optimality of
the myopic rule given sufficiently many signals, and also the independence of our results to the payoff function,
do rely on properties of the normal environment (see Section 1.4.3 for further details).

®For games of information acquisition beyond the Gaussian setting, see e.g. Persico (2000), Bergemann and
Vilimaki (2002), Yang (2015) and Denti (2018). All of these papers restrict to a single signal choice.



(where the sources are two Poisson signals).” Compared to this work, we allow for many
(i.e. more than two) sources with flexible correlation.?

Another strand of the literature considers a DM who chooses from completely flexible
information structures at entropic (or more generally, “posterior-separable") costs, such as
in Steiner et al. (2017), Hébert and Woodford (2018) and Zhong (2018). Compared to these
papers, our DM has access to a prescribed and limited set of signals.?

Finally, acquisition of Gaussian signals whose means are linear combinations of unknown
states appears previously in the work of Meyer and Zwiebel (2007) and Sethi and Yildiz
(2016). In particular, Sethi and Yildiz (2016) characterizes the long-run behavior of a DM
who myopically acquires information from experts with independent biases. See Section 1.7

for remaining connections to the literature.

1.2 Preliminaries

1.2.1 Model

Time is discrete. At each time t =1,2,..., the DM first chooses from among K information
sources, and then chooses an action a; from a set A;.1°

The DM’s payoff U(ay,ay, . ..;61) is an arbitrary function that depends on the sequence
of action choices and a payoff-relevant state 6; € R. We assume that payoffs are realized only

at an (exogenously or endogenously determined) end date; thus, the information sources

7Che and Mierendorff (2018) and Mayskaya (2017) consider choice between two Poisson signals, each of
which provides evidence towards/against a binary-valued state. The Poisson model (with a finite state space)
is more suited to applications such as learning about whether a defendant is guilty or innocent, while the
Gaussian model describes for example learning about the (real-valued) return to an investment.

8Callander (2011) also emphasizes correlation across different available signals. But the signals in Callander
(2011) are related by a Brownian motion path, which yields a special correlation structure. Similar models are
studied in Garfagnini and Strulovici (2016) and in Bardhi (2018).

9In Section 1.6.1, we do allow the DM to also control the intensity of information acquisition by endogenously
choosing how many signals to acquire in each period. But even in that extension, we assume that the incurred
information cost is a function of the number of observations. This is analogous to Moscarini and Smith (2001)
and is distinguished from the above papers that measure information cost based on belief changes.

10Thus, the action a; can be based on the information received in period t. The timing of these choices is not
important for our results.



described below are the only channel through which the DM learns. This assumption
distinguishes our model from multi-armed bandit problems, see Section 1.7 for further
discussion.

Stylized cases of such decision problems include:
Exogenous Final Date. An action is taken just once at a final period T that is determined
by an arbitrary distribution over periods.!! The DM’s payoff is U(ay, ay, .. .;01) = ur(ar, 61)
where T is the (random) final time period, and ar is the action chosen in that period. The

time-dependent payoff function ur(ar, 1) may incorporate discounting.

Endogenous Stopping with Per-Period Costs. Take each action a; to specify both the
decision of whether to stop, and also the action to be taken if stopped. The DM’s payoff
is U(ay,az,...;601) = ur(ar,01) where T is the (endogenously chosen) final time period,
and ar is the action chosen in that period. The payoff-function ur(ar, ;) may incorporate
discounting and/or a per-period cost to signal acquisition. Costs are fixed across sources in

a given period, but can vary across periods.!?

Apart from the decision problem, there are K information sources, which depend on the
unknown and persistent state vector 6 = (0y,...,0k)" ~ N (u°, V°).13 This vector includes
the payoff-relevant unknown 6; and additionally K — 1 payoff-irrelevant unknowns 65, . .., k.
The role of these auxiliary states is to permit correlations across the information sources
conditional on 6; this allows, for example, for the sources to be afflicted by common and
persistent biases. In each period, the DM chooses B sources (allowing for repetition), where
B € IN™ is interpreted as a fixed time/attention constraint (see Section 1.6.1 for extension to

endogenous choice of B). Choice of source k = 1, ..., K produces an observation of

Xk = <Ck,9> + €, €~ N(O, 0’]3)

H8pecial cases include geometric discounting, in which every period (conditional on being reached) has a
constant probability of being final, as well as Poisson arrival of the final period.

12Gee e.g. Fudenberg et al. (2018) and Che and Mierendorff (2018) for recent models with constant waiting
cost per period.

13Here and later, we exclusively use the apostrophe to denote vector or matrix transpose.



where the coefficient vectors ¢y = (ck1,...,ckk)’ and signal variances 0’,% are fixed (and
known), but the Gaussian error terms are independent across realizations and sources.
Throughout, we use C to denote the matrix of coefficients whose k-th row is c§<.

We impose the following assumption on the informational environment:

Assumption 1 (Non-Redundancy). The matrix C has full rank, and no proper subset of row
vectors of C spans the coordinate vector ). Equivalently, the inverse matrix C~! exists, and its first

row consists of non-zero entries.

Heuristically, this means that the DM can and must observe each source infinitely often to
recover the value of the payoff-relevant state 6;. Since in this paper we restrict the number of
sources to be the same as the number of unknown states, the above assumption is generically
satisfied.!41°

Assumption of no redundant sources simplifies our analysis, as it guarantees that all
sources will be sampled infinitely often under the criteria we consider. With redundant
sources, a new question emerges regarding which subset of sources the DM will choose

from. Characterization of that subset is the focus of Liang and Mu (2018).

1.2.2 Interpretations

We provide below several interpretations of this framework.

News Sources with Correlated Biases. On election day T, a DM will choose which of two
candidates I and ] to vote for, where his payoff depends on 6; = v; — vy, the difference
between the candidates” qualities v; and v;. In each period up to time T, the DM can
acquire information from different news sources. All sources provide biased information,
and moreover the biases are correlated across the sources. As the DM acquires information,
he learns not only about the payoff-relevant state 1, but also how to de-bias (and aggregate)

information from the various news sources.

4Throughout, “generic" means with probability 1 for randomly drawn coefficient matrices C.

15 Although we have assumed that the number of sources and signals are the same, our results extend to
cases in which there are fewer sources than states, so long as e'1 is spanned by the whole set of signal coefficient
vectors and not by any proper subset.



Attribute Discovery. A product has K unknown attributes 0, ...,0x. Its value 6; is some
arbitrary linear combination of these attribute values. For example, the DM may want to
learn the value of a conglomerate composed of several companies, where each company i
is valued at 6; and the value of the conglomerate is ¢ := 2101 + - - - + axfx. The DM has
access to (noisy) observations of different linear combinations of the attributes; for example,
he might have access to evaluations of each §; individually.'® At some endogenously chosen

end time, the DM decides whether or not to invest in the conglomerate.

Sequential Polling. A polling organization seeks to predict the average opinion in the
population towards an issue. There are K demographic groups in the population, and
opinions in demographic group k are normally distributed with unknown mean pj and
known variance 02. The fraction of the population in each demographic group k is py, so the
average opinion is 01 := ) pxpx. It is not feasible to directly sample individuals according
to the true distribution py, but the organization can sample individuals according to other
non-representative distributions py # px. Each period, the polling organization allocates a
tixed budget of opinion samples across the available distributions (polling technologies),
and posts a prediction for ;. Its payoff is the average prediction error across some fixed

number of periods.

Intertemporal Investment. Each action a; is a decision of how to allocate capital between
consumption, and two investment possibilities: a liquid asset (bond), and an illiquid asset
(pension fund). The return to the liquid asset is known: 1 dollar saved today is worth e
dollars tomorrow. The return to the illiquid asset is unknown, and it is the payoff-relevant
state in the worker’s problem; that is, every dollar invested today in the pension fund
deterministically yields ¢ dollar(s) tomorrow. The worker works for T periods, and in
each of these periods he learns about 0; (from some information sources) and then allocates
his wealth across consumption, saving and investment. In period T + 1, the worker retires
and receives all the returns from his investments into the illiquid asset. His objective is to

maximize the aggregated sum of his discounted consumption utilities and the payoff after

16This model can be rewritten in our framework above, where the state vector is (61, 0,,..., 91().



retirement.!”

1.3 (Eventual) Optimality of Myopic Rule

1.3.1 Myopic Information Acquisition

A strategy consists of an information acquisition strategy and a decision strategy. An infor-
mation acquisition strategy is a measurable map from possible histories of signal realizations
to multi-sets of B signals, and a decision strategy is a map from histories to actions.

We will say that an information acquisition strategy is myopic if it proceeds by choosing

signals that maximally reduce (next period) uncertainty about the payoff-relevant state.

Definition 1. An information acquisition strategy is myopic, if at every next period, it prescribes
choosing the B signals that (combined with the history of observations) lead to the lowest posterior

variance about 0.

Note that the B signals which minimize the posterior variance also Blackwell dominate any
other multi-set of B signals (see e.g. Hansen and Torgersen (1974)). Thus, myopic acquisition
is optimal if the current period is the last chance for information acquisition, and this is true
no matter what the payoff function is.

Our results below reveal a close relationship between the optimal information acquisition
strategy and the myopic information acquisition strategy. We do not pursue a characteri-
zation of the optimal decision strategy, which in general depends on the payoff function,
although we point out one application of our main results towards simplification of this

characterization.

7 An important assumption of this example is that the return to investment is deterministic and only
observed at the end. However, our model and results extend to a situation where there are “free" signals
arriving each period that do not count toward the capacity constraint B. By considering the realized log return
as a particular free signal, the extension of our model covers the case where investment returns are stochastic
and the DM observes past return realizations.



1.3.2 Main Results

We present three results regarding optimality of the myopic information acquisition rule:
Theorem 1 says that myopic information acquisition is optimal from period 1 if B (the
number of signals acquired each period) is sufficiently large. Our next two results hold for
arbitrary B: Theorem 2 provides a sufficient condition on the prior and the coefficient matrix
C under which myopic information acquisition is optimal from period 1, and Theorem 3

states that the optimal rule is eventually myopic in generic environments.

Theorem 1 (Immediate Optimality under Many Observations). Fix any prior and signal
structure, and suppose B is sufficiently large. Then the DM has an optimal strategy that acquires

information myopically.'8

Optimally, the DM chooses the most informative B signals in the first period based on
his prior, then chooses the most informative B signals in the second period based on his
updated posterior, and so on. Note that since posterior variances are independent of signal
realizations, and we have assumed that there is no feedback from actions, the above myopic
strategy is history-independent, and can be represented as a deterministic signal path. This
implies that instead of solving for the optimal decision strategy and information acquisition
strategy jointly (as would otherwise be required), one can solve for the optimal decision
strategy with respect to an exogenous stream of information.'?

We additionally mention that Theorem 1 can be strengthened to optimality of myopic
information acquisition at all histories, including those in which the DM has previously
deviated from the myopic rule. Finally, a precise bound for how large B must be appears in

Section 1.4.2.

Our next two results hold for arbitrary block sizes B. First, the myopic rule is again

18Without further assumptions on the payoff function U, we cannot assert strict optimality of the myopic
information acquisition strategy. For instance, this would not be true if there exists a “dominant" action sequence
that maximizes U(ay, 4y, ...;61) for every value of #;. But in most other cases, strictly more precise beliefs do
lead to strictly higher expected payoffs, which implies unique optimality of the myopic rule.

19 An application of this two-step approach (in continuous time) appears in the concurrent work of Fudenberg
et al. (2018), Section 3.5. See Section 1.6.3 for a brief discussion of how our model extends to continuous time.
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optimal from period 1 in a class of “separable" environments. Let f (g3, ...,qx) denote the
DM'’s posterior variance about ¢;, updating from g; observations of each signal X;. An
informational environment is separable if its posterior variance function can be decomposed

in the following way:

Definition 2. The informational environment (V°,C,{0?}) is separable if there exist convex

functions g1, ..., 8k and a strictly increasing function F such that

flqu,...,qx) = F(g1(q1) + - + 8k (qk))-

Intuitively, separability ensures that observing signal i does not change the relative value
of other signals, but strictly decreases the marginal value of signal i relative to every other
signal.

Note that separability is not defined directly on the primitives of the informational
environment (VO, C, and {(712}), as it is based instead on the posterior variance function f.
Nevertheless, f can be directly computed from these primitives, and so is not an endogenous
object.

The result below says that myopic information acquisition is optimal in all separable

informational environments.

Theorem 2 (Immediate Optimality in Separable Informational Environments). Suppose the
informational environment is separable. Then for every B € INT, the DM has an optimal strategy

that acquires information myopically.

Separability encompasses several classes of informational environments that are of

independent interest. For example:

Example (Orthogonal Signals). The DM’s prior is standard Gaussian (V? = Ix), and the row
vectors of C are orthogonal to one another.?
Example (Multiple Biases). There is a single payoff-relevant state t; ~ N(0,v1). The DM has

access to observations of X; = 01 + 6> + - - - + 0k + €1, where each 0; (i > 1) is a persistent

20This is because the signals are independent from each other, see also Example 2 in Figure 1.1.
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“bias" independently drawn from A(0,v;), and €; ~ N(0,07) is a noise term i.i.d. over
time. Additionally, the DM has access to signals about each bias X; = 0; + €; (i > 1), where
e ~N(0,07).2

In all remaining cases, optimal signal choices are eventually myopic.

Theorem 3 (Generic Eventual Myopia). Fix any prior covariance V° and signal variances {02 }X ;.
For generic coefficient matrices C, there exists a time T* € IN that depends only on the informational
environment. For this T*, and for any B and any decision problem, the DM has an optimal strategy

that acquires information myopically after T* periods.

That is, at all late periods, the optimal signal acquisitions are those that maximally reduce
posterior variance in the given period.

The result above tells us that the optimal rule eventually proceeds by myopic signal
acquisition; this is different from the statement that acquisition of signals myopically (from
period 1) leads to the optimal signal path. We show in Appendix A.11 that this latter
statement is also true. This complementary result (that the myopic signal path is eventually
optimal) depends critically on Assumption 1 (no redundant signals). In particular, in
environments with redundant signals, it is possible for the myopic and optimal signal
paths to eventually sample from disjoint subsets of signals.?? In contrast, we conjecture that
Theorem 3 (the optimal rule eventually proceeds myopically) extends beyond Assumption 1.

We leave this conjecture as an open question for future work.

2IThe DM’s posterior variance about 6 is given by

2
Y%

2 2 :
41 K . i
vo+ a tLlio (Ul vi+‘7i2/qi>

f(‘ilz---z‘ﬂ() =700 —

This can be written in the separable form.

2For example, suppose the available signals are X; = 0.5601 + €1, Xy = 61 + 02 + €3, X3 = 01 — 05 4 €3, where
noise terms are standard normal, states are independent, and prior variance about 6, is larger than 3. Myopic
information acquisition (from period 1) leads to exclusive sampling of signal X;, while a patient DM eventually
samples only from X, and X3. This example is generalized in Liang and Mu (2018).
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1.4 Discussion

1.4.1 Intuition for Theorems 1-3

We begin with a simplified argument for two periods and B = 1: Suppose that the best
signal to acquire in period 1 is a part of the best pair of signals to acquire. In this case, no
tradeoffs are necessary across the two periods, and it is optimal in both periods to acquire
information myopically. In general however, signals that are individually uninformative
(from the perspective of period 1) can be very informative as a pair; thus, myopic information
acquisition in the first round can preclude acquisition of the best pair of signals.

At a high level, myopic information acquisition fails to be optimal when there are strong
complementarities across signals. A key part of our argument is that complementarities
“wash out" as information is acquired, so that signals are eventually perceived as providing
(approximately) independent information. After sufficiently many observations, the best
next signal to acquire is (generically) a part of the best next pair of signals to acquire (and
the best batch of B signals, where B is sufficiently large, is always a part of the best batch of
2B signals).

We now proceed with a more detailed intuition.

Consider a one-shot version of our problem, in which the DM allocates t observations
across the available signals. Define a t-optimal “division vector” n(t) to be any optimal
allocation of these signals:

n(t) = (ny(t),...,ng(t)) € argmin f(g1,---,9x)
(q1---4K) 01 €2+ Tiy Gi=t
where 7;(t) is the number of observations allocated to signal i. Applying Hansen and
Torgersen (1974), this allocation maximizes expected payoffs for any decision.

We study the evolution of the vectors n(t) as the number of observations f varies. If each

count 7;(t) increases monotonically in ¢, then the division vectors (#(t));>1 can be achieved

under some sequential sampling rule; moreover, this sampling rule corresponds to myopic
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information acquisition.”® A key “dynamic Blackwell" lemma shows that a sequence of
normal signals is better than another sequence (for all decision problems depending on 6)
if and only if it leads to lower posterior variances at every period.?* Thus, optimality of
myopic information acquisition directly follows from existence of a sequence (n(t));>1 of
monotonically increasing division vectors.

Existence of such a sequence depends on whether there are strong complementarities
across signals. In Example 2 of Figure 1.1, signals are “independent," and any allocation
that is as close to balanced across the signals as possible is t-optimal. It is thus possible to
find t-optimal division vectors that evolve monotonically. Theorem 2 generalizes Example
2 to a class of environments in which n(t) evolve monotonically, and the optimal rule is
myopic from period 1.

In general, the division vectors n(t) need not be monotone, as shown in Example 1
of Figure 1.1. Because signals X, and X3 are strong complements (observation of either
increases the value of observation of the other), we have that n(5) = (4,1,0) but n(6) =
(3,2,1); that is, after four signal acquisitions, the best next signal to acquire is X, but
the best pair of signals to acquire is { X3, X3}. The optimal allocation of six signals is not
achievable from the best allocation of five signals.?’

An important step in our proofs is to show that environments which start off like
Example 1 necessarily become “like" Example 2 (as observations of each signal accumulate).
To facilitate this comparison, rewrite Example 1 in the following way: Define a new set of
states §; = 01 — 0, B, = 6, — 63, and A3 = 65. The original prior over (0y,65,63) defines a
new prior over (51, 0, 9~3), and the original payoff-relevant state can be re-expressed in the

new states as 0; = 0; + 6, + 05. The signal structure in Example 1’ is the same as in Example

2Proceed by induction: in the first period the myopic rule chooses the signal that minimizes posterior
variance. In the second period, he again wants to minimize posterior variance at the given period; since the
division chosen by the totally optimal rule is best and feasible given the period 1 choice, this is what myopic
information acquisition will yield. So on and so forth.

A This generalizes a result from Greenshtein (1996), see Section 1.7 for further discussion.

2To see these are the t-optimal divisions, we calculate that at t = 5, f(4,1,0) = 1 < I = £(3,1,1) =
£(3,2,0). Whereas at t =6, f(3,2,1) = 3 < ¥ = f(4,1,1) = f(4,2,0).
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Example 1
01,602,605 ~iiqa. N(0,1)

Payoff-relevant state: 0
X1 =01 -0+ ¢
X2 = 02 - 03 + €9
X3 = 93 + €3

complementarities across signals
independent prior

|

Example 1’ Example 2
01,02,05 ~ii4. N(0,X) ' o 01,02,03 ~i5.4. N(0,1)
B N N beliefs over (61,065, 03)
Payoff-relevant state: , + 65 + 03 “de-correlate” as number of Payoff-relevant state: 1 + 0 + 03
~ observations increase
X1=01+¢ Xi=0+€
Xo = 0y + €5 Xo =02+ €
7 X3=03+¢
X5 =03+ €5 s=0Ostes
“independent” signal structure “independent” signal structure
correlated prior independent prior
Figure 1.1

2, with the crucial difference that the prior is correlated in Example 1” and independent in
Example 2. Given sufficiently many observations of each signal in Example 1’, however, the
DM’s posterior beliefs over (81, ...,0x) become almost independent. That is, not only does
learning about each 8 occur, but the states 0 “de-correlate.” Thus, eventually the signals
can be viewed as approximately independent.

The above heuristic statements about de-correlation roughly follow from a Bayesian
version of the Central Limit Theorem. We establish a technical lemma (Lemma 6 in Appendix
A.1) that strengthens this with a comparison of the value of different signals. Specifically,
we characterize the externality that observation of a given signal X; has on the marginal
value of future observations. We show that the effect of observing X; on the value of future
observations of X; (eventually) far outweighs its effect on future observations of any Xj,

j # i. That is, the only effect that observation of X; can have on the ranking of signals is by
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reducing the position of signal i. This property is immediate when the covariance matrix
is the identity (as in Example 2), and holds also when the covariance matrix is close to
diagonal (almost independent). At late periods we have a setting much like Example 2, and
the problem is “near-separable."

Now finally, observe that the transformation we used to rewrite Example 1 as Example 1
was not special. Indeed, we can rewrite any signal structure in the following way: For each
signal k, define a new state 0 = {(cx, ), so that the signal X is simply 0 plus independent
Gaussian noise. Under Assumption 1 (no redundant signals), the payoff-relevant state can
be rewritten as a unique linear combination of the transformed states 01,...,0k, and the
original prior defines a new prior over (§1,. ey 671(). The same assumption allows us to show
each signal is sampled infinitely often. Hence “de-correlation" necessarily occurs.

The arguments above form the core of our proofs of Theorem 1 and Theorem 3. They
establish that n(t) eventually evolves approximately monotonically.?® We introduce two
different conditions that allow us to strengthen this to (eventual) exact optimality of myopic
information acquisition.

Our first approach is to allow for acquisition of a larger number of signals each pe-
riod. We show that in transitioning from the t-optimal division to the (t + d)-optimal
division (where ¢ is sufficiently large relative to d), if some signal count decreases (failing
sequentiality), then every other signal count increases by at most one. Specifically, taking
d = K—1, we can show that n;(t + K — 1) > n;(t) for every signal i at every period t > T,
with T a large number depending on the informational environment. Thus, given block
size B > max{K — 1, T}, the division vectors n(Bt) are attainable using a sequential rule
from period 1. Applying the dynamic Blackwell lemma mentioned earlier, we have that
the optimal strategy immediately follows n(Bt), myopically. This is the intuition behind
Theorem 1.

Our second approach quantifies the “typicality” of failures of monotonicity of n(t).

26Gee Appendix A.9 for an example in which 7(t) fails to be monotone even when we restrict to arbitrarily
late periods.
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(Below, assume B =1 for illustration.) We show that at late periods t, these failures occur
for a purely technical reason: The vectors n(t) eventually seek to approximate an optimal
limiting frequency A € AX~! across signals, but do so under an integer constraint; and the
best integer approximations to At may not be monotone.”’ A key lemma demonstrates
these integer approximations do (eventually) evolve monotonically for a “measure-1" set
of coefficient matrices C.28 Thus, if the optimal strategy coincides with n(t) at some late
period t, it will follow these t-optimal divisions afterwards.

The last step is to verify that the optimal strategy will coincide with n(t). We argue
that if this were not true, then the DM could “deviate toward the t-optimal divisions" and
(in generic environments) improve the posterior variance at every period, contradicting
optimality of the original strategy. Hence generically, the optimal strategy will eventually

coincide with n(t) and subsequently follow it. This yields Theorem 3.

1.4.2 Precision vs. Correlation

With sufficiently many observations, the DM’s beliefs simultaneously become more precise
and less correlated, and these two effects are confounded in our main results. It is tempting
to think that Theorem 1 (or Theorem 3) follows from the eventual precision of beliefs.
However, as our discussion above suggests, the key feature is not how precise beliefs are,
but how correlated they are. Specifically, the block size B needed in Theorem 1 depends on
how many observations are required for the transformed states 01,...,0k to “de-correlate,”
at which point complementarities across signals are weak.

Below we make this formal with a bound on B. To state our result, we define transformed
states 0y = Ulk (ck,0) (dividing through by 0} normalizes all error variances to 1), and let V
denote the prior covariance matrix over these transformed states. The payoff-relevant state

01 can be rewritten as a linear combination of the transformed states: 6; = (w, ) for some

2’This is indeed the case for Example 2, see Appendix A.9 for details.

2The lemma follows from results in Diophantine approximation theory, which studies the extent to which
an arbitrary real number can be approximated by rational numbers.
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fixed payoff weight vector w € RX. In the following result we assume for simplicity that

w = 1 is the vector of ones, although our analysis can be easily adapted to any w.

Proposition 1. Let R denote the operator norm of the matrix (V)12 Suppose w = 1, then

B > 8(R + 1)K is sufficient for Theorem 1 to hold.

Notice that this bound is increasing in the norm of V~!. To interpret this, suppose first
that we adjust the precision of the DM’s prior beliefs over 61, ..., 0k but fix the degree of
correlation, for example by scaling V by a factor less than 1. Then the norm of V! increases,
and a larger number of signals B is needed. This is because a more precise prior can be
understood as “re-scaling” the state space by shrinking all states towards zero. Since signal
noise is not correspondingly rescaled, each signal now reveals less about the states, and
de-correlation takes longer.

In contrast, suppose we hold prior precision fixed and increase the degree of prior
correlation. This would correspond to fixing the diagonal entries of V and increasing the
off-diagonal entries, so that the variances about individual states are unchanged but their
covariances become larger in magnitude. Then the entire matrix V becomes closer to being
singular, the norm of its inverse increases and a larger B is required. That is, a more
correlated prior requires more observations to de-correlate.

Finally, we highlight that Proposition 1 only provides a sufficient condition on the block
size for the myopic rule to be optimal. However, the aforementioned comparative statics
hold not just for the B that we identify, but also for the smallest B that produces the result.
Indeed, these comparative statics are sharp in the continuous-time limit of our model (see
Section 1.6.3), where doubling the prior precision would also double the capacity B needed
for Theorem 1 to be true.

To summarize, optimality of myopic information acquisition obtains quickly when prior
beliefs are imprecise and not too correlated. Our results suggest that despite the amount of

(residual) uncertainty in these situations, there is not much conflict between short-run and

2The operator norm of a matrix M is defined as || M||,, = sup { HMT” : x € RE with x # 0}.

[[x
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long-run information acquisition incentives.

1.4.3 How Important is Normality?

De-correlation. The key part of our argument is that signals eventually de-correlate. This de-
correlation derives from a Bayesian version of the Central Limit Theorem, and does not rely
on special properties of normality. Consider a more general setting with signals X; = 0; +¢;,
where the noise term ¢; has an arbitrary distribution with zero mean and finite variance.
Then we have that the suitably normalized posterior distribution over (61, ...,0x) converges
towards a standard normal distribution (so that signals are approximately independent).
We thus expect that given sufficiently many observations, our previous comparisons on the

value of information extend beyond normal signals.

But if we drop normality, then our results weaken in the following ways. Specifically, in
working with general signal distributions, we sacrifice the potential for immediate optimality

of the myopic rule, and also the generality to all intertemporal decisions.

Immediate Optimality of the Myopic Rule. For normal signals, we established a T such that
given T observations of each signal, the posterior covariance matrix (over the transformed
states) is almost independent. Notably, this bound holds uniformly across all histories
of signal realizations, thanks to the fact that posterior variances do not depend on signal
realizations under normality. As mentioned above, we can use a Bayesian Central Limit
Theorem to argue a similar property for other signal distributions. The difference is that
the CLT gives us (near) independence almost surely, so that at every period ¢, there is still
positive probability (albeit vanishing as t increases) that the normalized posterior covariance
matrix is very different from the identity. This precludes us from demonstrating a block
size B given which the optimal rule would be myopic from period 1 (Theorem 1). For general
signal distributions, we thus conjecture that almost surely the optimal rule is eventually
myopic, but do not know what conditions would produce immediate optimality of the
myopic rule.

General Intertemporal Payoffs. The place where we rely most heavily on normality is the
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statement that our results hold for all payoff criteria that depend only on 6; (and actions).
Indeed, when payoff-relevant uncertainty is one-dimensional (as it is here), then all normal
signals can be Blackwell-ordered based on their posterior variances. We use this fact in
Section 1.3.1 when we define the myopic rule to maximize reduction in posterior variance.
We use this fact again in Section 1.4.1 when we define the f-optimal divisions n(t) without
explicit reference to the payoff function.

Finally, while the above uses of normality are concerned with static decisions (i.e.
taking an action once), we also need normality to be able to compare signal sequences.
Generalizing Greenshtein (1996), we show that the ranking of sequences of normal signals
is the same whether we consider the class of static decision problems or the broader class of
intertemporal decisions. This equivalence does not hold in general, see Greenshtein (1996)

for a counterexample involving Bernoulli signals.

1.5 Games with Dynamic Information Acquisition

We now extend our results to a multi-player setting in which individuals privately acquire
information before playing a normal-form game at a random (and exogenously determined)

end date.®0

There are N players (indexed by i), each of whom has access to a set of K signals
Xi= () +eb

The state vector 6’ = (61,65, ...,0}) represents persistent unknown states particular to player
i. Noise terms €i are (normalized to) standard normal and independent across signals,
players and time.

In each period up to and including the final period, each player i acquires B independent

observations of his signals described above, possibly obtaining multiple (independent)

30Reinganum (1983) considers a similar multi-agent model with private information acquisition (specifically,
firms engaging in R&D before competing in oligopoly). Her model is further developed by Taylor (1995) within
the context of research tournaments. However, these papers assume perfectly revealing signals and are thus
distinguished from our setting.
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realizations of the same signal. Signal choices and their realizations are both privately
observed. The final period is determined by an exogenous distribution 7r. At this period,
agents play a one-shot incomplete information game, where each player i’s payoff u;(a, w)
depends on actions a = (a!,...,a"N) in addition to a payoff-relevant state w.

We require that the players share a common prior over all states (w and the player-
specific state vectors (6%);<;<xn) with the following conditional independence property: For
each player 7, conditional on the value of 0}, both the payoff-relevant state w and also the
other players’ unknown states (6/) j#i are conditionally independent from player i's own
states 0'.3! This ensures that no player i infers anything about w or about any other player
j’s information beyond what he (player i) learns about 6, which makes 6! the only state of
interest for player 1.3
For concreteness, we provide examples (adapted from Lambert et al. (2018)) that do and

do not satisfy conditional independence.®

Example 1 (Satisfies Conditional Independence). In addition to the payoff-relevant state w,
there is a common unknown state ¢, and two player-specific unknown states b; and b,. All
states are independent. Player 1 has access to observations of w + p1& + by + €] (where p; is
a constant) and by + e%. Player 2 has access to observations of w + 028 + by + e% (where p; is
a constant) and b, + €3. To see that this example satisfies Conditional Independence, define

0} = w+ p1€ and 67 = w + poC.

Example 2 (Fails Conditional Independence). The payoff-relevant state is w, and there is
additionally a common unknown state ¢. These states are independent. Player 1 has access
to noisy observations of w + ¢ only. Player 2 has access to noisy observations of both w
and ¢. Because both states w and ¢ covary with w + ¢, there is no way to define the second

player’s “state of interest" 67 that would satisfy Conditional Independence.

3INote that we do not impose conditional independence between w and the other players’ states.
$2Conditional independence is imposed on players’ prior beliefs. However, this implies conditional inde-
pendence for subsequent posterior beliefs; given the value of 6, each signal is simply a linear combination of

player i’s other states plus noise, thus conditional independence is preserved under updating.

33Example 1 is based on Example OA.3 in Lambert et al. (2018). Example 2 is based on their Example 1.
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We maintain Assumption 1, so that signals are non-redundant (players must observe all
the signals available to them in order to learn ;). The following result generalizes Theorem

1 and 2. (Although we do not state it here, Theorem 3 also extends.)

Corollary 1. Suppose B is sufficiently large or the informational environment is separable. Then

there exists a Nash equilibrium of this model where each player acquires information myopically.

In fact, we show that the myopic information acquisition strategy is dominant in the following
sense: For arbitrary opponent strategies, player i’s best response involves acquiring signals
myopically.

In Appendix A.8, we apply the above corollary to extend results from Hellwig and Veld-

kamp (2009) and Lambert et al. (2018) to a setting with sequential information acquisition.

1.6 Extensions

1.6.1 Endogenous Learning Intensities

The main model imposes an exogenous capacity constraint of B signals per period. Suppose
now that in each period t, the DM can choose to observe any number N; € Z_ of signal
realizations (which are then optimally allocated across signals). The DM incurs a flow cost
of information acquisition, modeled as «(N;) for some increasing cost function «(-) with
%(0) = 0. This framework embeds our main model if we define x(N) = 0 for N < B and
k(N) = oo for N > B.
We assume that the DM’s payoff is U(ay, aa, . ..;01) — Y, 81 - k(N;) for some discount
factor 6.3* For the special case of endogenous stopping, the payoff function simplifies to
T
6T u(ar;00) — Y 6k (Ny)
t=1
whenever the DM stops after T periods. This is a discrete-time generalization of the

framework proposed in Moscarini and Smith (2001), although our focus is on allocation of

#Our analysis can accommodate more general payoff functions of the form U(Ny, a1, Ny, az,...;61).
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the signals instead of choice of intensity level.?

Theorems 1 and 2 generalize to this setting:

Corollary 2. Suppose B is sufficiently large or the informational environment is separable. Then
even with endogenous learning intensities, the DM has an optimal strategy that chooses signals

myopically.

In the above corollary, “myopic acquisition" means the following: In any period ¢, given
(endogenous) intensity choice N;, the optimal acquisitions are the N; signals that minimize
posterior variance about 6. We emphasize that while myopic signal choices are optimal,
myopic intensity choices need not be. However, knowing that the signal choices must follow
the myopic path provides a simplifying first step towards the characterization of optimal
intensity levels.

Generic eventual myopia (Theorem 3) also extends, but we omit the details.

1.6.2 Multiple Payoff-Relevant States

In the main model, the DM’s payoff function depends on a one-dimensional state. Our
results do not extend in general to payoff functions that depend on the full state vector
(61,...,0x). Loosely, this is because the signals can no longer be Blackwell ordered; thus,
even the statement that the signal which maximally reduces posterior variance is best for
static decision problems has no analogue when multiple states are payoff-relevant.
However, our results do extend for a class of prediction problems. Specifically, suppose
that at an exogenous end date (determined by an arbitrary distribution over periods), the

DM is asked to predict the state vector 6. At this time, he receives a payoff of
—(a—0)W(a—9),

where W is a given positive semi-definite matrix and a € RX is the DM’s prediction.

%Moscarini and Smith (2001) has a single state and a single signal (K = 1), so the DM chooses only the
learning intensities N;. Unlike Moscarini and Smith (2001), we do not characterize the optimal sequence
of intensity choices (N;);>1, but instead show how this problem can be separated from allocation of those
observations across different kinds of sources.
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In such a setting, our main results and their proofs extend essentially without modi-
fication. To see this, note that when W is diagonal, the DM simply minimizes a weighted
sum of posterior variances about multiple states. Generalizing Lemma 6 in Appendix A.1,
we can show that any such objective function exhibits “eventual near-separability,” which
is sufficient to derive Theorem 1 and Theorem 3. When W is not diagonal, we can use
the spectral theorem to write the DM’s objective function as a weighted sum of posterior

variances about some linearly-transformed states. Our proofs still carry through.

1.6.3 Continuous Time

In a working paper, we analyze a continuous-time version of our problem. In that model,
the DM has B units of attention in total at every point in time. He chooses attention
levels B1(t), ..., Bk(t) subject to B;(f) > 0 and }; B;(t) < B, and then observes K diffusion
processes Xi, ..., Xk, whose evolutions are affected by the attention rates in the following
way:
AXi(t) = Bi(t) - (c:,0) dt + \/Bi(t) dB,

where each B; is an independent standard Brownian motion. This formulation can be seen
as a limit of our discrete-time model in the current paper, where we take period length to
zero and also “divide" the signals to hold constant the amount of information that can be
gathered every instant.

In short, all results from this paper extend (and occasionally can be strengthened):
the optimal rule is eventually myopic in all informational environments (thus dropping
the generic qualifier in Theorem 3); additionally, we provide more permissive sufficient
conditions on the informational environment under which an optimal strategy is myopic

from period 1. We refer the reader to the working paper for more detail.
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1.7 Related Literature

Besides the references mentioned in the introduction, our setting is related to a recent
literature (Bubeck et al., 2009; Russo, 2016) regarding “best-arm identification" in a multi-
armed bandit setting: A DM samples for a number of periods before selecting an arm
and receiving its payoff. In Appendix A.10, we characterize the optimal information
acquisition strategy for the case of two states (K = 2), which exactly applies to the problem
of identifying the better of two correlated normal arms. However, due to our assumption of
an one-dimensional payoff-relevant state, we are not able to handle more than two arms.?

We note that correlation is the key feature of our setting, and are not aware of many
papers that study correlated bandits, either under the classical framework or under best-arm
identification (see Rothschild (1974), Keener (1985) and Mersereau ef al. (2009) for a few
stylized cases).

Our results on the comparison of sequential normal experiments (see the discussion in
Section 1.4, and results in Appendix A.2) generalize the main result in Greenshtein (1996).
Greenshtein (1996) compares two deterministic (i.e. history-independent) sequences of signals,
where each signal is 01 plus independent normal noise. His Theorem 3.1 implies that the
former sequence is Blackwell-dominant if and only if its cumulative precision is higher at
every time. Note that this statement does not refer to the prior beliefs, but if we impose
a normal prior on 0y, then higher cumulative precision is equivalent to lower posterior
variance. Thus, the result of Greenshtein (1996) coincides with ours when 6, is the only
persistent state, and when all signals are independent conditional on 6;. Our setting features
additional correlation across different signals through the persistent (payoff-irrelevant) states

6, ...,0k. Consequently, the dynamic Blackwell comparison in our model depends on prior

36With two arms, the DM only cares about the difference in their expected payoffs. Choosing among more
than two arms would involve multi-dimensional payoff uncertainty and a decision problem that is not prediction.
As we discussed in 1.6.2, the lack of a complete Blackwell ordering limits the generalization of our argument.
Incidentally, in related sequential search settings, Sanjurjo (2017), Ke and Villas-Boas (2017) and Chick and
Frazier (2012) also highlight the challenge of characterizing the optimal strategy once there are at least three
alternatives.
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beliefs.” This feature, together with the endogenous choice of signals (which may be
history-dependent), complicates our problem relative to Greenshtein (1996).

Finally, our work is closely related to optimal design, a field initiated by the the early
work of Robbins (1952) (see Chernoff (1972) for a survey). Specifically, the problem of
one-shot allocation of t signals (our t-optimal criterion in Section 1.4) is equivalent to a
Bayesian optimal design problem with respect to the “c-optimality criterion”, which seeks
to minimize the variance of an unknown parameter. Our analysis is however focused on
dynamics, and we demonstrate here the optimality of “greedy design" for a broad class of

(intertemporal) objectives.

1.8 Conclusion

A DM learns about a payoff-relevant state by sequentially sampling (batches of) signals from
flexibly correlated Gaussian sources. Under conditions that we provide, myopic information
acquisition is optimal and robust across all possible payoff functions. Generically, the optimal
strategy eventually acquires signals myopically. These results are robust to extension to
multi-player settings, to endogenous choice of the number of signals to acquire each period,
and to multi-dimensional uncertainty for certain payoff functions.

We conclude with a re-interpretation of the main setting. Suppose there is a sequence of
short-lived decision-makers indexed by time ¢, each of whom acquires information and then
takes an action a; to maximize some private objective u;(a;, 61). All information acquisition
is public.®® A social planner has (an arbitrary) objective function U(ay, 4y, .. .;6;); thus, his
incentives are misaligned with those of the short-lived decision makers. Our main results
demonstrate conditions under which this mis-alignment is of no consequence. If each DM

acquires sufficiently many signals, or if the environment is separable, then each DM will

37This is already the case for static comparisons: As the prior beliefs vary, it is not always the same signal
that leads to the lowest posterior variance about 6;.

38This separates our model from classic social learning frameworks (Banerjee, 1992; Bikhchandani et al.,
1992), where decision-makers only observe coarse summary statistics of past information acquisitions.
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acquire exactly the information that the social planner would have wanted. Generically, the
social planner will not be able to improve (at late periods) upon the information that has
been aggregated so far. We generalize this qualitative insight in our companion piece Liang

and Mu (2018) and demonstrate also how it can fail.
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Chapter 2

Overabundant Information and

Learning Traps>’

2.1 Introduction

Most informational environments are environments of informational overabundance: there
are more sources of information than any individual can attend to. A key decision that
individuals must make in such settings is which sources to observe. These informational
choices can have significant consequences: when agents choose information at different
times, the informational choices of earlier agents impose externalities on those of later
agents. We demonstrate the possibility for a small number of early inefficient choices to
propagate across time, and characterize the exact conditions on the available informational
sources under which this can happen.

To fix ideas, consider a development economist working on the question of how access
to microfinance affects poverty reduction. To contribute towards our understanding of
these questions, the development economist may run a randomized control trial in which
microcredit is provided to selected individuals. The key constraint is that the development

economist cannot choose to run this experiment in an ideal, “representative," sample of the

39Co-authored with Annie Liang.
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global population, but must choose a single setting: a village in the suburbs of Bangalore,
for example. Experiments conducted in any individual location provide an inevitably biased
estimate of the effect of microcredit on poverty, although the exact extent or direction of
this bias may be unknown. Moreover, the outcomes of experiments conducted in different
locations are related by a potentially complex pattern of correlations: two different villages
in the suburbs of Bangalore may yield close estimates, whereas the same experiment in
Morocco may yield a rather different outcome.

From the perspective of society, there is an optimal allocation of experiments across
locations, but the incentives provided for any single development economist can be in
conflict with this goal. In particular, each development economist may care only about
the marginal contribution of her experiment towards understanding (for example, if this is
the relevant criterion for publication). The question of interest is how the choices of these
short-lived decision-makers influence the choices of subsequent decision-makers, and the
speed at which the community learns.

We study these questions within a sequential learning model. There is an unknown
payoff-relevant state w (the true impact of microcredit on poverty) and additionally K — 1
possible biases or confounding terms, labeled by, ...,bx_1. Information sources (locations
where RCTs can be implemented) are modeled as different linear combinations of these K
unknowns, plus an independent Gaussian error. For example, it may be that microcredit is
a relatively more effective policy tool in India (relative to other countries), and there may
additionally be regional variation across India regarding suitability of this intervention.
Thus, running a RCT in a particular Indian village results in an estimate that is affected by a
country-specific and also a region-specific bias. We will say that there are “overabundant"
sources of information if experiments need not be conducted at every possible location in
order to recover w.

Agents (development economists), indexed by t € IN, sequentially choose locations at
which to conduct their experiment. Each RCT generates a public independent realization

of the corresponding (biased) signal of w. The feature that information is public contrasts
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with the classic sequential learning model (Banerjee, 1992; Bikhchandani ef al., 1992; Smith
and Sorenson, 2000). Public information permits us to focus on the externalities created
by choices of kind of information, as opposed to the more frequently studied frictions that
emerge from problems of inference. We assume that each agent takes an action based on all
information acquired up to (and including) himself in order to maximize a private objective
that depends only on w. As we will discuss, the specific choice of payoff function is not
important: the information choice that maximizes payoffs for each agent will be the one
that maximizes that period’s reduction of (society’s) uncertainty about w.

We show that there are two (exhaustive) possible long-run outcomes:

e Efficient information aggregation: when sources are related in a particular way (that we
characterize), the pattern of experimentation eventually mimics the “best" sampling
pattern across locations. In this case, development economists eventually conduct
RCTs only at the set of locations which jointly maximize the speed of society’s learning

about w.

o Learning traps: otherwise, depending on the common prior, there is a set of possible
long-run observation sets (that we characterize), including ones in which agents
become “trapped" conducting RCTs at a set of locations which do reveal w, but do so

inefficiently slowly.

Our main contribution is to demonstrate that which of these outcomes obtains depends
on a simple property of the correlation structure across sources.

Formally, we refer to any set of informational sources that reveal w as a spanning set, and
say that a spanning set is minimal if no proper subset of its sources reveals w. Whether the
long-run outcome is efficient aggregation or a learning trap depends critically on whether
there exists a minimal spanning set that is of lower-dimension than the state space. The
key intuition refers back to an observation used in Sethi and Yildiz (2016); recall that an
agent who observes a biased source learns both about the payoff-relevant state and also

about the source’s own bias. In our setting, where biases are correlated across sources, there
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is a further spillover effect: learning from a biased source helps agents to understand the
biases of all sources that are correlated with it. Suppose now that agents repeatedly observe
RCT outcomes at a set of K locations that collectively reveal all K — 1 unknown biases in
addition to the state w (say that these sources have “full rank"). Then, every time an agent
conducts a new RCT at one of these locations, he improves society’s understanding about
how to interpret RCT estimates not only at these locations, but also at all other locations. It
can be shown that eventually agents come to evaluate locations by an objective asymptotic
criterion that is prior-independent. We thus present the following positive result: if every
minimal spanning set has full rank, then long-run acquisitions are optimal, independently
of the prior belief.

In contrast, if it is possible to learn w by conducting RCTs at fewer than K locations,
then inefficient long-run learning may obtain. Intuitively, RCTs at k < K locations provide
bounded positive spillovers for sources outside of the set. This is because agents can at
most learn k — 1 unknown biases from these sources, while the other sources may depend
on the remaining K — k biases. Thus, the community’s understanding of locations where
experiments have not yet been conducted need not improve. Formally, we show that for
every minimal spanning set that is “best" in its subspace, there is an open set of priors
given which this set of locations is exclusively observed in the long run. The implied
inefficiency—measured as the ratio of the optimal speed of learning and the achieved speed
of learning—can be an arbitrarily large constant.

Our work combines ideas from two literatures. First, recent work (Sethi and Yildiz, 2016;
Che and Mierendorff, 2018; Fudenberg et al., 2018; Liang et al., 2018; Mayskaya, 2017; Sethi
and Yildiz, 2017) studies choice of information from a finite set of information sources. We
build specifically upon Liang et al. (2018), which introduced the framework we describe
in Section 2.3 under a restriction that the number of sources and states are the same (thus
ruling out the possibility of informational overabundance, which is the focus here). Our
work also builds on Sethi and Yildiz (2016, 2017), which study long-run acquisitions from

a large number of Gaussian sources. Our model differs from this related work in a few
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key ways: First, Sethi and Yildiz (2016, 2017) consider stochastic error variances, so that
the “best" sources vary from period to period, while we fix error variances, so that there is
(generically) a unique “best" asymptotic set. Second, Sethi and Yildiz (2016, 2017) focus on
correlation structures that fall under our Theorem 5, for which long-run acquisitions do not
necessarily achieve efficient learning, while we explore also those correlation structures that
lead to optimal learning. Thus, the welfare comparisons that we make here are particular to
our framework.

Finally, our model relates to the social learning and herding literatures (Banerjee, 1992;
Bikhchandani et al., 1992), which consider information aggregation by short-lived agents
who sequentially acquire information. At a high level, the externality identified in our
paper is related to the classic externality from this literature: in both settings, the precision
of public information can grow inefficiently slowly because of endogenous information
acquisitions driven by past choices. But in the present paper, all signal realizations are
publicly and perfectly observed, which turns off the inference problem essential to the
existence of cascades in standard herding models. Our focus is on a new mechanism, in
which externalities arise through choice of kind of information; as we will discuss, this
externality has a rather different structure from those studied previously.

Finally, recent papers introducing costly information acquisition to the sequential learn-
ing model include Burguet and Vives (2000), Ali (2018), and Mueller-Frank and Pai (2016).
Relative to this work, our paper considers choice from a fixed set of information sources
(with a capacity constraint), in contrast to choice from a flexible set of information sources

(with a cost on precision).

2.2 Example

Development economists sequentially run RCTs to uncover an unknown parameter w € R;
for example, the impact of microcredit on poverty. Each RCT yields a noisy estimate of w
that is biased by the specific social and market environment in which it are conducted. The

nature of these biases is correlated across different environments, and in particular, studies
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that are conducted in similar environments are biased in similar ways.

At each period t = 1,2,..., an economist chooses to run a RCT at the location that
will reduce (societal) uncertainty about w as much as possible in that period. The results of
all experiments are public. The question of interest is whether long-run acquisitions will
efficiently aggregate information about w, and whether RCTs will eventually be conducted
at the “best" set of sites. Below we contrast two patterns of correlations across potential RCT

sites.

Setting 1: RCTs can be conducted in Morocco or India, and there is additionally
heterogeneity over how urban the location is. Write byjorocco fOr @ Morocco-specific bias,
bmgia for an India-specific bias, and bypan for an urban bias. Additionally, suppose that
there is heterogeneity in how precise the estimates are across sites. The following is an

example set of sources with these biases:

X1 = W+ bindia + burban + €1

Xo = 2w + bidia + 2burban + €2
X3 = w+bmgia T+ €3

X4 = 2w + bymorocco + burban + €4
X5 = 5w + bmorocco + 2bUrban + €5
X6 = 3w ~+ bMorocco + €6

where error terms are i.i.d standard normals.*’

Given this correlation structure, application of our subsequent Theorem 4 yields that
the community’s speed of learning is maximized if agents eventually sample only from the
sites in Morocco (corresponding to observation of { Xy, X5, X4 }). But there is a set of priors
given which agents exclusively run RCTs in India in the long run (this follows from our
subsequent Theorem 5). Intuitively, observations of Xj, X, and X3 provide information not

only about the parameter of interest w, but also about the India-specific bias byqi,. Thus,

4ONote that larger coefficients on w correspond to more precise estimates.
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each RCT that is conducted in India helps future economists to de-bias subsequent RCTs in
India. This can create a self-reinforcing sequence of choices, where observations of Xj, X,
and X3 increase the value of future observations of these sources relative to the sources Xy,
X5, and Xg.

In contrast, consider the following setting:

Setting 2: There is heterogeneity across sites along the following dimensions: whether
lending is restricted to women, whether the location is urban, and the intensity to which
lending is targeting towards entrepreneurs. Write bwomenOnly, DEntrepeneurs, and burpan for
these biases. As before, there is additionally heterogeneity in the precision of estimates

across sites. The following is an example set of sources with these biases:

X1 =w+ bWomenOnly + 2bgntrepeneurs + DUrban + €1
X2 = 2w + bwomenOnly + DUrban + €2

X3 =w+ bEntrepeneurs + €3

Xy =2w+ bWomenOnly + bEntrepeneurs + DUrban + €4
X5 =b5w+ bEntrepeneurs + burban t+ €5

Xe =3w+ bWomenOnly + 3bEn’trepeneurs + €6

where error terms are i.i.d standard normals.

Again applying our subsequent Theorem 4, the community’s speed of learning is
maximized if agents eventually sample only from sites X;, X5, X5, and X¢. In contrast to
the above setting, however, economists will necessarily eventually conduct studies only in
the best subset of sites, and their information acquisitions will approximate the optimal
sampling over these sites. This conclusion holds irrespective of the common prior.

What differentiates these two informational environments? The framework that we
present in the next section includes these two correlation structures above as special cases,
and our subsequent analysis demonstrates that a simple property of the correlations (across

sources) separates the two settings.
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2.3 Framework

2.3.1 Model

There is a persistent unknown payoff-relevant state w, and additionally there are K — 1
persistent unknown biases by, .. ., br_1.4 Throughout, it will be convenient to write 6 =
(w,by,...,bx_1) for the K-dimensional vector of unknowns.*2 Assume that 0 follows a
multivariate normal distribution N (1%, V?), where the prior covariance matrix V? has full
rank.® Agents have access to N different sources of information, and observation of source

i corresponds to an independent realization of the signal
Xi = (ci,0) + €, € ~N(01).

where each ¢; = (¢j1,...,cik)’ is a constant vector, and the error terms ef are independent
from each other and over time. Our assumption that error terms have unit variance is
without loss since the coefficients c¢; are unrestricted. We let C denote the N x K matrix
whose i-th row is c/.

A countably infinite number of agents, indexed by t € IN, move sequentially. Each agent
t acquires an independent realization of one of the N signals, and then chooses an action
a € A to maximize an individual objective u;(a, w). He bases his action on the realization of
his own signal acquisition, as well as the history of signal acquisitions and realizations thus
far. (Thus, all signal realizations are public.)

Payoff functions may differ across agents, but we assume that the decision problems are

non-trivial in the following way.

Assumption 2 (Payoff Sensitivity to Mean). For every t, any variance 0> > 0 and any action

41We sometimes refer to the biases also as “states”, but we say that w is the only “payoff-relevant state"
among the K states.

42 A1l vectors in this paper are column vectors.

#3This assumption rules out linear dependence across the states. If there were linear dependence, we would
be able to work with a lower-dimensional state space without changing the model.
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a* € A, there exists a positive Lebesgue measure of y for which a* does not maximize E[u;(a, w) |

w ~ N(u,0?)].

In words, for any belief variance, we require that the expected value of w affects the optimal
action to take. This rules out cases with a “dominant” action and ensures that each agent
strictly prefers to choose the most informative signal.

We now introduce some terminology to describe possible informational environments.
Let [N] = {1,..., N} index the set of signals. We will call a set of signals S C [N] a spanning
set if the vectors {c¢; : i € S} span the coordinate vector e; = (1,0,...,0)’, so that it is
possible to learn w by exclusively observing signals from S. If S is spanning, and no proper
subset of S is spanning, then we will refer to S as a minimal spanning set.

Throughout this paper, we assume that the complete set of signals [N] is spanning, so
that w can be recovered by observing all signals infinitely often.** This assumption nests two
interesting cases. Say that the informational environment has exactly sufficient information if
[N] is minimally spanning. Then, it is possible to recover w by observing each informational
source infinitely often, but not by observing any proper subset of sources.

Our main setting of interest, which we refer to as informational overabundance, obtains
when [N] is spanning but not minimally spanning. Then, there are multiple different sets of
signals which allow for recovery of w, and a key point of our analysis is to compare the set
of sources that “should" be observed in the long run and the set of sources that is in fact
observed in the long run. Except for trivial cases, informational overabundance corresponds

to N > K (more signals than states).%?

#“0ur results do extend to situations where w is not identified from the N available signals. To see this,
we first take a linear transformation and work with the following equivalent model: the state vector @ is
K-dimensional standard Gaussian, each signal X; = (¢;, 9) + €;, and the payoff-relevant parameter is (u, 9) for
some fixed vector u. Let V be the subspace of RX spanned by ¢y, ...,éy. Then project u onto V: u = v+ w
with v € V and w orthogonal to V. Thus (u,8) = (v,8) + (w, ). By assumption, the random variable (w, 8)
is independent from any random variable (c,f) with ¢ € V (because they have zero covariance). Thus the
uncertainty about (w,f) cannot be reduced upon any signal observation. Consequently, agents only seek to
learn about (o, é), returning to the case where the payoff-relevant parameter is identified.

Bt is possible for w to be “overidentified" from a set of N < K signals, e.g. X1 = w+e€1, X = w+ b1 +

by + €3, and X3 = by + by + €3. In this case, the set {X3, X», X3} is spanning, but not minimally spanning since
both of its subsets {X;} and {Xj, X3} are also spanning. Although N = K = 3 in this example, it is equivalent
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2.4 Preliminaries

Each agent t faces a history h'~! € ([N] x R)~! = H'~! consisting of all past signal choices
and their realizations. Prior to making his own signal choice, his beliefs about the state
vector 0 are Gaussian, which we write as § ~ N (uf~!, V!~1). Thus, given an observation
of the signal i, his posterior beliefs become 6 ~ N (u!, V!). Here, the posterior covariance
matrix V! is a deterministic function of the prior covariance matrix V!~! and the signal choice
X;. On the other hand, the posterior expected value u' depends on the realization of X;; it is
a normal random variable with mean u'~! and covariance matrix V=1 — V*.

Thus, agent t's marginal posterior belief about the payoff-relevant state w is given by

w ~ N (pt, VL)% His maximum expected reward (after observing his signal) is
ma{i(IE[ut(a,w) | w ~ N (i, Vih)] 2.1)
ac

Each agent t chooses the signal that maximizes the expected value of (2.1), where the
expectation is taken with respect to the random variable ! ~ N (ui™1, Vi1 — V). From
this we see that the agent’s expected payoff is measurable with respect to the posterior
variance V7.

We use the following lemma, which says that the signal choice that achieves the greatest

reduction in posterior variance also maximizes expected payoffs:

Lemma 1 (Liang et al. (2018)). The optimal signal acquisition for every agent, at every history, is

the signal that minimizes posterior variance about w.

Using this lemma, we can track society’s acquisitions in the following way. Write
m(t) = (my(t),...,my(t)) for the division over signals at time ¢, where m;(t) is the number
of times that signal i has been observed up to and including time ¢. Let f(q3,...,qx) denote

the posterior variance V/,, given the initial prior covariance matrix V° and g; observations

to a model in which there is a single bias by = by + by, and the three signals are rewritten X; = w + €1,
Xy = w+ b1+ € and X3 = by + €3. Then, we do have N > K in this alternative model.

46Subscripts indicate particular entries of a vector or matrix.
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of each signal i.*” Then, m(t) evolves deterministically according to the following rule: m(0)

is the zero vector, and for each t > 0,

it +1) = mi(t) +1 if f(mi(t) +1,m_i(t)) < f(m;(t) +1,m_j(t)) Vj.
m;(t)  otherwise.

That is, in each period t the division vector increases by 1 in exactly one coordinate,
corresponding to the signal that allows for the greatest immediate reduction in posterior
variance.*®

We are primarily interested in the long-run signal acquisitions: which sources are
observed in the long run, and how often? We will characterize the asymptotic frequency
limy_,0o m;(t)/t with which source i is observed, and discuss the asymptotic observation
set, meaning the signals that are observed with positive frequency in the long-run. Our
subsequent results in Section 2.6 show that these limits are well-defined.

We will also be interested in how these long-run signal acquisitions compare to “optimal”
acquisitions that a social planner might impose. Below, we begin by characterizing an

optimal benchmark, corresponding to the choices that permit the greatest amount of

information revelation.

2.5 Benchmark: Social Planner

Throughout we evaluate society’s acquisitions relative to an “optimal" benchmark, which
we define as the limit of a sequence of solutions to finite horizon problems. Consider a
social planner who takes an action a € Asp on behalf of the society at some large period t,
P

with payoff function u7" (a, w).

The social planner’s payoffs are maximized if the history of ¢ signal acquisitions are

47With Gaussian prior and signals, the posterior covariance matrix does not depend on signal realizations.
See Appendix B.1 for the complete (closed-form) expression for f.

48We allow ties to be broken arbitrarily, so there may be multiple possible m(t).
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allocated across signals in the following way:
n(t) € argmin f(q1,...,9x%)-
(G1,-K):qi €275 Yi gi=t
That is, any allocation of the t observations that minimizes posterior variance about w will
maximize the social planner’s payoffs.*’ Generically, there is a unique optimal division
vector n(t) for every t.

We can interpret each n(t) as the optimal social benchmark for the finite horizon
problem with final period t. The limiting frequencies lim;_, 71(t)/t are well-defined under
a subsequent condition, and we refer to these as the optimal frequencies. If agents repeatedly
choose signals according to these limiting frequencies, then the empirical distribution over
signals at any large ¢t will be arbitrarily close to n(t)/t. Since payoffs are continuous in signal
frequencies, this stationary rule also approximates aggregate payoffs under a J-discounted
criterion, as § — 1.5

Below, we break up the characterization of lim;_,. 71(t)/t into two cases: in Section 2.5.1
we discuss settings with exactly sufficient information, where all sources must be observed
infinitely often to recover w. In Section 2.5.2 we consider informational overabundance, where

asymptotic learning can occur from a strict subset of sources.

2.5.1 Exactly Sufficient Information

Settings of exactly sufficient information, in which all signals must be observed in order

to recover w, have no more signals than states (N < I<).52 Moreover, in such settings, it is

“In more detail, the social planner should use any strategy that observes each signal i exactly n;(t) times. In
particular, this strategy does not condition on signal realizations; see Liang et al. (2018) for further discussion.

50Throughout the paper, “generic" means with probability 1 for signal coefficients Cij randomly drawn from
a full support distribution on RNX.

5We conjecture that under conditions on agents’ utility functions, for any & close to 1, the strategy that
maximizes the J-discounted objective eventually achieves the limiting frequencies lim;_,« n(¢) /t. That is, if d(t)
is the vector that counts the number of times each signal is sampled up to time f under this optimal strategy,
then we conjecture lim;_,0o d(t) /t = lims_yo0 n1(t) /.

1t is a simple fact in linear algebra that whenever the K-dimensional vector e; is spanned by vectors
c1,...,CN, it must be spanned by some K of these vectors.
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possible to decompose the first coordinate vector as a (unique) linear combination of all of

the available signals: e; = YN, B; - ¢;, where the coefficients ; are nonzero real numbers.
Assume for now that N = K. Then each ; admits the simple form B; = |[C~!]y;|, where

|-| represents the absolute value. In our prior work, we showed that the optimal frequency

with which each signal i is observed asymptotically is proportional to its coefficient B;:

Proposition 2 (Liang et al. (2018)). Suppose N = K and there is exactly sufficient information.
Then for every signal i, the optimal count satisfies

|Bil
()= ———-t+0(1). 2.2
n() Zjlil‘ﬁﬂ ( ) 22)

Throughout, O(1) represents a residual term that remains bounded as t — co.

The above result extends to environments with strictly fewer signals than states (N < K),
under the assumption of exactly sufficient information. This follows from the observation
that any environment with N < K can be transformed into an equivalent environment
with N = K. For example, suppose the available signals are X; = w + b; + by and
Xy, = w — by — by, so that the number of states (K = 3) exceeds the number of signals
(N = 2). We can define a new state b; = b; + b, and rewrite X; = w + by and Xo = w — by.
In this equivalent model, the number of states and signals are the same (N = K = 2).

This transformation applies in general: we can always choose N states (including w),
each a linear combination of the original K states, and re-define the original signals to be
linear combinations of the new states. The transformed model is equivalent to the original
problem, but it satisfies the conditions of Proposition 2. Thus, dropping the requirement

that N = K, we obtain the following corollary:

Corollary 3. Suppose there is exactly sufficient information. Then each n;(t) = 5 i i||ﬁ'\ -t4+0(1),
j=11Pj

for1 <i<N.

Thus, a sampling procedure in which each signal i is chosen with probability |B;|/ Zj]\il Bl
each period will eventually approximate n(t). The subsequent corollary describes the speed

of learning along the sequence n(t).
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Corollary 4. The minimum posterior variance after t observations satisfies the following approxima-
tion:

N 2
f(n(t)) = min f(q1,...,q9n) ~ <;’,Bi|> /t.

TN gi=t

where the notation “F(t) ~ G(t)” means lim;_, e % =1

Thus, eventually agents approximate a posterior variance of (Zf\il ],31|>2 /t.

A key property of the results above is that every signal is viewed with positive frequency
in the long run. This is natural when all signals must be observed in order to recover w. But
when there is informational overabundance, a question emerges regarding how many and

which signals will be observed asymptotically.

2.5.2 Informational Overabundance

Suppose now that the number of signals exceeds the number of states (N > K). In
informationally overabundant environments, w can be learned by exclusively observing signals
from any of several distinct spanning sets. In principle, speed of learning can be further
improved by combining observations from multiple spanning sets. We put this aside for the
moment, and consider first the simpler question of which minimal spanning set maximizes
speed of learning.

Observe that if we restrict to any minimal spanning set (effectively, throwing out the
remaining signals), then we return to a setting of exactly sufficient information. Let us
generalize the previous analysis in the following way: for each minimal spanning set &,
define B¢ to be the coefficients satisfying

e1 = Z ,B;g - .
ieS
By Corollary 3, optimal signal acquisitions from any minimal spanning set S yields a
posterior variance of approximately (¥;cs ],B;s\)z /t at all large times t. Notice that posterior

variance is strictly increasing in

¢(S) =Y 1B,

ieS
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as it can be rewritten as (¢(S))?/t. Throughout, we work with the simpler statistic ¢(S).
The smaller ¢(S) is, the faster the community learns.>®

We maintain throughout the following assumption on the coefficient matrix C:

Assumption 3 (Unique Minimizer). ¢(S) has a unique minimizer S* among minimal spanning

sets S C [N].

This assumption says that there is a unique minimal spanning set that maximizes speed of

learning. It fails in examples such as the following:

Example 3. The signals are X; = w + €1 and X, = w + €. Clearly these signals are duplicates

of one another, and learning occurs equally fast from either of the minimal spanning sets
{X1} or {Xz}.
Example 4. The signals are X1 = w+ by +€1, Xo = b1+ €, X3 = w+ by + €3, and Xy =
by 4 €4. In this environment, learning occurs equally fast from either of the minimal
spanning sets { X1, Xp} and {X3, X4}.

These examples are special, and Assumption 3 holds when we are permitted arbitrarily
small perturbations of the environments above.>*

From here on, we work under this assumption, so that there is a “best" minimal spanning

set S*. Define the frequency vector A* € AN~1 by

L vies
A;k — Zjes*“;j | (23)
0 VigS*

Then, A* is the optimal sampling rule when we restrict the social planner to sample

exclusively from a single minimal spanning set. Our first theorem, now stated, says that A*

53We can extend this definition to arbitrary set (not necessarily minimally-spanning) of signals A C [N] as
follows. For any set that contains a minimal spanning set, define

$(A) = min 9(S),

where the minimum is taken over all minimal spanning sets S contained in A. If such S does not exist (i.e.,
A is not itself spanning), we let ¢(A) = oo. In particular, ¢([N]) = ming- [y ¢(S) represents the minimum
asymptotic standard deviation attainable by observing only those signals in some minimal spanning set.

54Thus Assumption 3 is generically satisfied.
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remains optimal even when we do not impose any restrictions on the sampling procedure;
that is, so long as C satisfies Unique Minimizer, then the best long run strategy is to restrict

to the best minimal spanning set, and to sample from that set as in the previous section.

Theorem 4. Suppose that the coefficient matrix C satisfies Unique Minimizer, with S* uniquely

minimizing ¢(S). Let A* be given by (2.3). Then n;(t) ~ A} - t for each signal i.°

The conclusion can be loosely interpreted as stating that A* is the “most efficient linear
representation” of the payoff-relevant state in terms of the signal coefficients.*

The necessity of Assumption 3 for Theorem 4 is seen from the previous Example 3 and
Example 4, which did not satisfy Unique Minimizer. In Example 3, all divisions across
signals are (trivially) equally optimal. We show in Appendix B.5 that it is possible for
infinite observations of more than K signals to be strictly optimal, using the environment
given in Example 4.

Finally, we point out the following comparative static.

Corollary 5. Suppose that the coefficient matrix C satisfies Unique Minimizer. Write each signal as
Xi = a(c;, 0) +€; , so that the precision of signal X; is increasing in w. Then, either AY = 0 or A} is

locally decreasing in w.

That is, if signal 7 is viewed with positive frequency in the long run, then its asymptotic
frequency is (locally) decreasing in its precision. This implies loosely that a signal is most

frequently viewed when it is least informative subject to being in the most informative set.

2.6 Main Results

We move on now to our main analysis: characterization of long-run acquisitions, and when

these converge to the optimal acquisitions discussed above. In general, we may expect a

>>We conjecture that the stronger conclusion n;(t) = A} - t + O(1) also holds. In Remark 2 in the appendix,
we prove this conjecture assuming |S*| = K.

56Gpecifically, consider the following constrained minimization problem: min Efil | B;| subject to Zfil Bi-ci =

e1. It can be shown by linear programming that the minimum is attained exactly when B; = B} — that is, when
focusing on a single minimal spanning set.
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difference between the best one-shot allocation of t acquisitions, and the set of t acquisitions
that are chosen by sequential decision-makers. We show that whether society’s acquisitions
m(t) eventually approximate the optimal acquisitions n(t) depends critically on how many
signals are required to identify w.

We present below two versions of our main results. In Section 2.6.1, we restrict to a
special class of environments, where the main results are simpler to state and the main

intuition is clearer to see. We then turn to the general setting in Section 2.6.2.

2.6.1 Special Class of Environments

Throughout this section, we impose the following assumption:

Assumption 4 (Strong Linear Independence). N > K, and every K x K submatrix of C is of
full rank.

Strong Linear Independence holds generically, but rules out environments such as the

following:

Example 5. Suppose that the available signals are X; = w +b; +€1, Xo = by + €, X3 =
2w+ by +e€3, X4 = by + €4, X5 = 3w + bz + €5, and Xg = b3 + €6. Then K = 4 and the Signals

X1, X2, X3, X4 are not linearly independent.

The example below shows that sequential information acquisition need not lead to the
optimal sampling procedure; in particular, agents can become “stuck” observing signals

from a sub-optimal spanning set.

Example 6. There are three signals

Xi=w/24+¢€¢
X22w+b1—|—€2
Xz3=w—"b1+e€3

Note that ¢({X1}) =2 > 1 = ¢({X2, X3}), so the latter two signals maximize speed of

learning.
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However, consider a prior belief such that w and b; are independent, and the variance of
by exceeds 3. Prior to any observations, the precision of the first signal ¢ + by (interpreted
as a noisy observation of w) is %, whereas the latter two signals w + by + €2 and w — by + €3
each has lower precision.57 Thus the best choice in the first period is to observe X;. Since
this observation does not affect the variance of b;, the same argument shows that every agent

observes signal 1.

The result below (stated as a corollary, since it will follow from Theorem 5 in the
subsequent section) generalizes this example to show that different priors can lead to

different absorbing sets.

Corollary 6. Suppose Strong Linear Independence is satisfied. For any minimal-spanning set that
contains fewer than K signals, there exists an open set of prior beliefs under which agents exclusively

observe signals from this set.

We note that the implied inefficiency, measured as the ratio of the optimal speed of
learning and the achieved speed of learning, can be an arbitrarily large constant. Specifically,

for any positive number L, there exists an environment in which
P(S)/9(S*) > L

where S is the asymptotic observation set and &* is the optimal asymptotic observation
set. This can be shown by direct construction: modify the example above so that X, =
xw + by + €3, X3 = aw — by + e3 with a > %.58

Converse to the above result, our next result shows that if there is 70 minimal spanning
set consisting of fewer than K signals, then starting from any prior, information acquisition

eventually concentrates on the best set of signals.

The signal X; = w/2 + € is equivalent to w + 2¢7, which is distributed as N (w,4). Each of the signals
w + by + €2 and w + by + €3 has greater variance conditional on w.

8The set of “inefficient" priors (which result in sub-optimal learning) does decrease in size as the level of

inefficiency increases. As a increases, the prior variance of by has to be sufficiently large in order for the first
agent to choose Xj.
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Corollary 7. Suppose Strong Linear Independence and Unique Minimizer are satisfied. If every

minimal spanning set has size K, then starting from any prior belief, it holds that m;(t) ~ A - t,Vi.

One may argue that generically (for randomly drawn coefficient vectors), every minimal
spanning set is of size K. However, this notion of genericity ignores the fact that in many
economic situations, information sources are not determined by a random process. Indeed,
if we expect that sources are endogenous to design or strategic motivations, then important
informational environments may be “non-generic." For example, the existence of any source
that directly reveals w (that is, X = aw + €) is non-generic in the probabilistic sense, but
plausible in practice. Sets of signals that partition into different groups are also economically
interesting but non-generic.” Corollary 7 shows that inefficiency is a likely outcome in

these cases.

The intuition for the above results, and in particular the role of “small" minimal spanning
sets, is as follows. If a minimal spanning set consists of K signals, then it must also have “full
rank". As agents accumulate observations from any minimal spanning set, they learn not
only about w but also about all of the biases. The aggregated information in the community
must then eventually swamp the prior, so that the asymptotic evaluation of the value of
different signals at large periods t is prior-independent. In fact, this asymptotic evaluation
returns the optimal frequencies in Section 2.5.

The argument above is no longer valid when there is a smaller set of signals that is
minimally spanning. Intuitively, observation of k < K sources can be self-reinforcing, since
at most k unknown states are revealed from these sources. Thus, any uncertainty in the
prior about the other K — k states can persist, despite infinitely many observations of the k
signals. If the remaining sources depend on these K = k “poorly understood" states, then

agents can become locked in observing the original k sources.

5We point out that the set of coefficient matrices satisfying Unique Minimizer is “generic" in the following
stronger sense: fixing the directions of coefficient vectors, and suppose that the precisions are drawn at random,
then generically different minimal spanning sets correspond to different speed of learning. In contrast, whether
every minimal spanning set has size K is a condition on the directions themselves, so this stronger notion of
genericity does not apply.
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Returning to our previous example of sequential choice of locations for RCTs, application
of the results above yields two possible long run outcomes (depending on the pattern
of correlation across signals). One outcome is that information acquisitions eventually
approximate the best possible sampling rule over sites, and another is that information
acquisitions eventually concentrate on sites that do not jointly maximize speed of learning.
The key property that separates these two long-run outcomes is whether there is a set of
locations that are revealing—so that given sufficiently many RCTs at those locations, the
community will recover w—and moreover self-contained—so that they provide sufficient
information that would help future development economists interpret estimates at other
locations. If so, then long run learning will be efficient. In contrast, if these conditions are
not fulfilled, then optimal long run learning need not obtain.

Although we defer the proof of Corollary 7 to the appendix, we conclude this section
with a brief sketch of the formal argument. Our strategy is to work with the following

function, defined on frequency vectors:
f*()&l, .. -/)\N) = tlim t- f()\lt,. . .,ANt).
—00

We show in an intermediate step that signal acquisitions chosen according to a frequency
vector that minimizes f* will asymptotically also minimize the posterior variance function
f. This justifies our analysis of f* (see Lemma 16).

The function f* is convex in A, and its unique minimum turns out to be the vector A*
(see Lemma 18).%° The question of whether optimal long-run acquisitions are achieved is
equivalent to the question of whether signal acquisition frequencies converge to A*.

Society’s acquisitions follow a procedure of “pseudo’-gradient descent, where the vector

A(t) = m(t)/t evolves according to

t

/\(t) + mé’i.

The vector ¢; is the coordinate vector that yields the greatest (immediate) reduction in f (and

60Here we use the assumption that S* is the uniquely “best" minimal spanning set.
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roughly the greatest reduction in f*). Unlike standard gradient descent, the descent here
can occur only along a finite set of feasible directions, corresponding to the available signals.

However, this limitation is without loss whenever f* is differentiable at A, since then
all directional derivatives can be rewritten as a convex combination of partial derivatives
along basis vectors. We observe that f* is differentiable whenever A has at least K nonzero
coordinates.

It remains to show that A(t) will in fact eventually have at least K nonzero coordinates
(corresponding to positive frequency of observation of at least K signals). To show this, we
argue that society must eventually observe some minimal spanning set, or else it would not
recover w. Combining this with the above, if every minimal spanning set has size K, then
descent is well-behaved and ends at the global minimum A*. This yields Corollary 7, and
Theorem 6 (in the subsequent section) follows from a similar argument.

In contrast, pseudo-gradient descent can become “stuck" at vectors A with fewer than K
nonzero coordinates. Formally, f* can fail to be differentiable at these points. If that is the
case, observation of k < K sources can be self-reinforcing, as reflected in Corollary 6 and

more generally Theorem 5 below.

2.6.2 General Case

Towards the result for the general setting, we introduce the notion of subspace optimality.
For any spanning set of signals S, let S C [N] be the set of available signals whose
coefficient vectors belong to the subspace spanned by signals in S. Notice in particular that
S contains S. We say a minimal spanning set S is subspace-optimal if it uniquely minimizes
the asymptotic standard deviation ¢ among available subsets of S. For example, if the
available signals are X; = w/2 + €1 and X, = w + €, then {X; } is a minimal spanning set,

but it is not optimal in its subspace.

Theorem 5. Suppose S is a minimal spanning set that is moreover subspace-optimal. Then, there

exists an open set of prior beliefs under which long-run frequencies are strictly positive for signals in
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S, and zero everywhere else.1

Notice that under the earlier assumption of Strong Linear Independence, any minimal
spanning set with fewer than K signals is subspace-optimal.®? Thus, as we saw in Corollary
6, the possibility of inefficiency hinged on existence of such sets.

Converse to Theorem 5, our next result shows that starting from any prior, information
acquisition eventually concentrates on a set of signals that is subspace-optimal. We use an

assumption which strengthens Unique Minimizer.

Assumption 5 (Unique Minimizer in Every Subspace). For any spanning set A C [N],
argming _— ¢(S) has a unique solution, where the minimum is taken over minimal spanning sets

S.

This says that in every spanning subspace, there exists a unique minimal spanning
subset S that maximizes asymptotic speed of learning. It is clearly guaranteed if different

minimal spanning sets correspond to different values of ¢.

Theorem 6. Suppose that Assumption 5 is satisfied. Given any prior belief, long-run frequencies
exist for every signal. Moreover, if S denotes the signals viewed with positive frequencies, then S is a

minimal spanning set that is subspace-optimal.

Notice that if every minimal spanning set is of size K, then all minimal spanning sets
belong to the same subspace. Furthermore, if Unique Minimizer holds, there can only be
one minimal spanning set that is optimal in its subspace, and moreover this is the “best" set

(in the sense of Section 2.5). This yields the previous Corollary 7 from the theorem above.

2.7 Related Literature

In addition to the references mentioned in the introduction, our results build on prior

work regarding speed of learning (Vives, 1992; Golub and Jackson, 2012; Harel et al., 2017;

61 These frequencies are the optimal frequencies when only signals in S are available (i.e., given by Corollary
3).

62Any other signal that belongs to its subspace would violate linear independence.
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Hann-Caruthers et al., 2018), and is related also to the experimental design literature in
statistics (see Chernoff (1972) for a survey). Specifically, our results in Section 2.5 are related
to c-optimality, in which ¢ experiments are chosen to minimize the posterior variance of a
linear combination of the unknown states (in our case, simply the posterior variance of the
tirst unknown state). Theorem 4 can be seen as an integer design version of the problem
considered in Chaloner (1984). Chaloner (1984) showed that a c-optimal Bayesian continuous
design exists on at most K points, but does not provide a construction of this design.
Extending this, we supply a characterization of the optimal design itself; this improves on
the prior result by showing uniqueness of the optimal design, and demonstrating that for

certain correlational structures, optimal design exists on strictly fewer than K points.

2.8 Conclusion

We study a model of sequential learning, where agents choose what kind of information to
acquire from a large set of information sources. The key force of interest is the externality
that current informational choices generate on future agents.

Our main results characterize two starkly different possibilities and the conditions under
which either obtains: (1) the externality is beneficial: past information acquisitions help future
agents to discern which sources are most informative, and in the long run, agents converge
to acquiring information only from the most informative sources; (2) the externality is
harmful: past information acquisitions increase the value of “low-quality" sources relative to
“high-quality" sources, pushing future agents to acquire information from a set of sources
that yields inefficiently slow learning. A simple property of the correlation structure across
sources determines when such “learning traps" emerge, and which sources are a part of
them.

Finally, although in this paper we focus on informational demand given a fixed set of
information sources, one may also consider the reverse question of what kinds of information
will be endogenously provided by strategic sources. Our results suggest that the answer to

this question can be subtle: information sources most frequently viewed in the long run
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are those that are “least informative in a most informative set." Thus, a source that wants
to maximize frequency of viewership has two competing incentives: first, to be viewed at
all within the competitive market, it must provide sufficiently useful information; second,
conditional on being viewed, it wants to reveal information slowly (so as to increase the
number of observations). We leave characterization of the supply of information in an

“informationally overabundant" environment for future work.
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Chapter 3

Informational Robustness in

Intertemporal Pricing®

3.1 Introduction

Suppose a monopolist has invented a new durable product, and is deciding how to set
prices over time to maximize profit. Consulting the literature on intertemporal pricing,® the
monopolist would find that keeping the price fixed (at the single-period profit maximizing
price) is an optimal strategy when consumers understand the product perfectly and their
willingness-to-pay does not vary over time. But a wrinkle arises if consumers may learn
something that influences how much they like the product after pricing decisions have been
made, a salient issue since the monopolist’s product is completely new. For example, when
the Apple Watch, Amazon Echo, and Google Glass were released, most consumers had little
prior experience to inform their willingness-to-pay. In such a situation, the monopolist might
suspect that the buyers” purchasing decisions will depend on the available information-e.g.,

journalist reviews about the product-which may in turn depend on the pricing decisions.

63Co-authored with my classmate Jonathan Libgober.

4E.g., Stokey (1979), Bulow (1981), Conlisk, Gerstner and Sobel (1984), among others. These papers show
that a seller with commitment does not benefit from choosing lower prices in later periods.

52



The potential for information arrival presents a challenge to the monopolist’s problem.

In isolation, components of this setting have been studied extensively. The literature
on advertising (see Bagwell (2007)), for instance, has considered the value of information
for new products, treating it as given that there is some information that would inform
consumers of their willingness-to-pay. In the intertemporal pricing literature, Stokey (1979)
recognized that willingness-to-pay may change over time, and that such changes can
influence the optimal pricing strategy. And other papers on intertemporal pricing, such as
Biehl (2001) and Deb (2014), have used exogenous learning by consumers to motivate their
studies of stochastic changes in buyer values.

Despite this apparent interest, we are not aware of any papers that study dynamic
pricing while modeling information arrival explicitly. We suspect one major reason for this
absence relates to technical difficulties. Buyers” purchasing decisions depend on the value of
information, something that is (as far as we are aware) intractable in most general dynamic
environments. While Deb (2014) and Garrett (2016) restore tractability by considering specific
evolution of buyer values, the stochastic processes they consider violate the martingale
condition imposed by Bayesian updating. Their approaches are suitable for studying settings
with taste shocks, but they do not fully capture learning. So the question of how to price
optimally in the face of information arrival is left unanswered.

We introduce a model of intertemporal pricing that incorporates dynamic information
arrival, and proceed to demonstrate a benchmark result on the optimality of constant price
paths. To do this, we adopt the approach of the active literature on robust mechanism design.
A seller commits to a pricing strategy, while buyers observe signals of their values, possibly
over time, each according to some information structure (or more precisely, information
arrival process). We assume that the seller does not know any part of the information arrival
processes that inform the buyers of their values,®® and is concerned with the worst possible

information structures given the pricing decisions. One justification for this worst-case

65While we assume each buyer knows her entire information arrival process, we show in Appendix C.4.4
that the results continue to hold if buyers face maxmin uncertainty over what information they will receive in
the future.
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analysis is that the seller may want to guarantee a good outcome, no matter what the
information structures actually are.®® For our application, another justification would be that
an adversary (e.g. a competitor or disgruntled journalists) may be interested in minimizing
the seller’s profit. If the firm did not have total control over what information consumers
might have access to, our framework would be appropriate. As for the commitment
assumption, introducing it circumvents issues related to the Coase conjecture. Without seller
commitment, this result implies that the worst-case is approximately achieved when buyers
know their values, delivering profit to the seller equal to the minimum buyer valuation.®”

Our first result is that a longer time horizon does not increase the amount of profit
the seller can obtain from each buyer. One explanation is as follows: in each period, the
adversary could release information that minimizes the profit in that period. Doing so
would make the seller’s problem separable across time, eliminating potential gains from
decreasing prices. This intuition is incomplete, because the worst-case information structures
for different periods need not be consistent, in the sense that past information may prevent
the adversary from minimizing profits in the future. While this feature makes it difficult
to find the exact worst case for arbitrary price paths, we use partitional information arrival
processes to demonstrate how the adversary can hold the seller to a profit no larger than the
single-period benchmark. These information arrival processes involve the buyer learning
whether his value is above or below a given threshold, with this threshold declining over
time. As long as the seller desires robustness against this restrictive (yet intuitive) class of
information arrival processes, our results would continue to hold.

While the above argument shows that selling only once (at the single-period optimal
price) is an optimal strategy with only a single buyer, this pricing strategy forgoes potential
future profit when multiple buyers with i.i.d. values arrive over time. In the classic setting

with known values, a constant price path maximizes the profit obtained from each arriving

6 A more complete discussion of this justification can be found in the robust mechanism design literature,
in particular: Chung and Ely (2007), Frankel (2014), Yamashita (2015), Bergemann, Brooks and Morris (2017),
Carroll (2015, 2017).

67See Section 3.3.1 for a more complete discussion of the commitment assumption.
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buyer, who either buys immediately upon arrival or not at all. This argument does not
extend to our problem, since nature®® can induce delay by promising to reveal information
to the buyer in the future. Such delay could be costly for the seller, due to discounting.
However, we show that as nature attempts to convince the buyer to delay her purchase,
it must also promise a greater probability of purchase to satisfy the buyer’s incentives. It
turns out that, from the seller’s perspective, the cost of delayed sale is always offset by the
increased probability of sale. We thus show that a constant price path ensures the greatest
worst-case profit, equal to the profit when buyers can only possibly buy upon arrival.

Together, this analysis delivers a result qualitatively similar to one that has been shown
under known values (see e.g. Stokey (1979)): The seller’s optimal strategy is to hold the
price fixed at the single-period optimal price, and (in the worst-case) buyers purchase either
immediately or never. This holds even though the single-period optimum in our problem is
different from Stokey (1979) due to buyer learning.

A crucial assumption in our main model is that buyer information in each period can
depend on the entire history of realized prices. In Section 3.7, we consider several variants
of the model, which allow for less interaction between prices and information. These
alternative setups generalize the single-period models studied by Roesler and Szentes (2017)
and Du (2018). Though their one-period profit guarantee is typically higher than ours,
we discuss conditions on the information arrival process that ensure the single-period
benchmark is still achievable.

Section 3.8 shows that the difference between our profit guarantee and that of Roesler
and Szentes (2017) and Du (2018) disappears when players are patient and informational
externalities are present. Specifically, we consider a variant of the model where the value
for the product is common across buyers and information is publicly observed. In this
alternative model, whether or not information can depend on the current period price does
not influence the optimal profit guarantee when all players are sufficiently patient.

We begin by reviewing the literature, and then proceed to present the main model. The

%81t is convenient to think of “nature” choosing the information arrival process to hurt the seller.
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one-period benchmark is studied in Section 3.4, and we show that intertemporal incentives
do not help the seller in Section 3.5. Using this result, we demonstrate that constant price
paths are optimal in Section 3.6. The remaining sections discuss our timing assumptions,

informational externalities and other modifications. Section 3.10 concludes.

3.2 Literature Review

This paper is part of a large literature that studies pricing under robustness concerns, where
the designer may be unsure of some parameter of the buyer’s problem. Informational
robustness is a special case, and one that has been studied in static settings. The most
similar to our one-period model are Roesler and Szentes (2017) and Du (2018). Both papers
consider a setting like ours, where the buyer’s value comes from some commonly known
distribution, but where the seller does not know the information structure that informs the
buyer of her value.® Taken together, these papers characterize the seller’s maxmin pricing
policy and nature’s minmax information structure in the static zero-sum game between
them.”® The one-period version of our model differs from these papers, since we assume that
nature can reveal information depending on the realized price the buyer faces (see Section
3.3.1 for further discussion). Moreover, our paper is primarily concerned with dynamics,
which is absent from Roesler and Szentes (2017) and Du (2018).

Other papers have considered the case where the value distribution itself is unknown
to the seller. For instance, Carrasco et al. (2017) consider a seller who does not know the
distribution of the buyer’s value, but who may know some of its moments. If the distribution
has two-point support, our one-period model becomes a special case of Carrasco et al. (2017)

in which the seller knows the support as well as the expected value. But in general, even in

%Du (2018) extends the analysis to a one-period, many-buyer common value auction environment. He
constructs a class of mechanisms that extracts full surplus when the number of buyers grows to infinity. The
optimal mechanism for finitely many buyers is solved in the special case of two buyers and two value types by
Bergemann, Brooks and Morris (2016), and in the general case by Brooks and Du (2018).

70Roesler and Szentes (2017) actually motivate their model as one where the buyer chooses the information

structure to maximize utility; they show that the solution also minimizes the seller’s profit. See Appendix C.4.4
for a related interpretation of our model.
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the static setting, assuming a prior distribution constrains the possible posterior distributions
nature can induce beyond any set of moment conditions. This point is elaborated on in
Section 3.9.2.

In our model, nature being able to condition on realized prices is sufficient to eliminate
any gains to randomization, even if the randomization is to be done in the future. This
may be reminiscent of Bergemann and Schlag (2011), who show that a deterministic price
is maxmin optimal (in one period) when the seller only knows the true value distribution
to be in some neighborhood of distributions. However, the reasoning in Bergemann and
Schlag (2011) is that a single choice by nature yields worst-case profit for all prices. This
is not true in our setting, but we are able to construct an information structure for every
pricing strategy that shows randomization does not have benefits.

While most of this literature is static, some papers have studied dynamic pricing where
the seller does not know the value distribution. Handel and Misra (2014) allow for multiple
purchases, while Caldentey, Liu, Lobel (2016), Liu (2016) and Chen and Farias (2016) consider
the case of durable goods. As discussed above, information arrival restricts how the value
evolves, and rules out the cases considered in the literature. In addition, these papers look
at different seller objectives; the first three study regret minimization, whereas the last one
looks at a particular mechanism that approximates the optimum.

The literature on robust mechanism design has been able to provide optimality founda-
tions for certain simple mechanisms, which tend to be observed in practice. For instance,
Carroll (2017) shows how uncertainty over the correlation between a buyer’s demand for
different goods leads the seller to price the goods independently.71 In Carroll (2015), un-
certainty over the mapping from an agent’s actions to outputs leads the principal to align
compensation linearly with output. Similar alignment arises in Frankel (2014), when there
is uncertainty over the agent’s bias. At the moment, however, this literature has had less

to say about dynamic environments. Important exceptions are Penta (2015) and Chassang

"IThe general link between dynamic allocations and multi-dimensional screening has been long noted in
Bayesian settings (see e.g. Pavan et al. (2014) for discussion). While it is interesting that we obtain a result
similar to Carroll (2017), our focus on information arrival and single-object purchase is a significant difference.
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(2013), which are both rather different from our setting.72 We suspect there is much work
left to be done in this area.

Several intertemporal pricing papers (absent robustness concerns) allow for the value to
change over time without explicitly modeling information arrival. Stokey (1979) assumes
the value changes deterministically given the initial type. Deb (2014) assumes the value
is independently redrawn upon Poisson shocks. For Garrett (2016), the value follows a
two-type Markov-switching process. As mentioned above, these papers do not impose
the martingale condition for expectations. We are not aware of how to determine buyer
purchasing behavior under an arbitrary information arrival process. But the maxmin
objective allows us to focus on simple and intuitive information structures, making the
buyer’s problem tractable.

Finally, the closely related literature on information design has also begun to study
dynamics (see Ely, Frankel and Kamenica (2015) and Ely (2017)). While we are ultimately
concerned with pricing strategies, our work connects to information design because we
describe how receiver (buyer) behavior varies depending on how sender (nature) chooses
the information structure. Several of our results—in particular, the proof of Lemma 3—bear

resemblance to this literature, and they may be of interest outside of our setting.

3.3 Model

A seller sells a durable good at times t =1,2,...,T, where T < co. In each period ¢, a single
buyer arrives.”> We let t denote calendar time, and let 4 index a buyer’s arrival time. All

parties discount the future at rate 5. The product is costless for the seller to produce,’* while

72Penta (2015) considers the dynamic implementation of social choice functions, and Chassang (2013)
shows how dynamics allows a principal to approximate robust contracts that may be infeasible under liability
constraints.

730ur analysis is unchanged if the number of arriving buyers varies over time, provided the value distribution
is fixed.

74Introducing a cost of ¢ per unit does not change our results: it is as if the value distribution F were “shifted

down" by c, and the buyer might have a negative value. The transformed distribution G in Definition 3 below
would also be shifted down by c.
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each buyer has unit demand. We assume that each buyer has (undiscounted) value/utility
v, from purchasing the object, where v, is drawn from a distribution F and fixed over time;
when there is no confusion, we will omit the subscript and simply write the value as v. The
prior distribution F is common knowledge, with support on R, and 0 < E[v] < co. Until
Section 3.8, we assume different buyers have independent values.

However, buyers do not directly know their v; instead, they learn about it through signals
that arrive over time, via some information structure. To be precise, a dynamic information

structure I, for a buyer arriving at time a consists of:
e A set of possible signals for every time t > g4, i.e., a sequence of sets (S;){_,, and

e Probability distributions given by I, : R x St™1 x P! — A(S;), for all t witha <t <

T.

Without loss of generality, we assume that all buyers are endowed with the same signal
sets S;, although each one privately observes any particular signal realization. To avoid
measurability issues, each signal set S; is at most countably infinite.

We highlight that in the above definition, the distribution of signals s; at time t could
depend on the buyer’s true value v, € R, the history of her previous signal realizations

=1 _

Sp (Sa,8as1,---,8—1) € Si71, as well as the history of all previous and current prices

p' = (p1,p2,...,pt) € P'. This dependence is fully general since there is no need to correlate
information across buyers, whose values are independent.”

The timing of the model is as follows. At time 0, the seller commits to a pricing strategy
o, which is a distribution over possible price paths pT = (p;)L_;. We allow p; = co to mean
that the seller refuses to sell in period t. Note that the price the seller posts at time ¢ must be
the same for all buyers that have arrived and not yet purchased.”® After the seller chooses

the strategy, nature chooses a dynamic information structure for each buyer. In each period

t > 1, the price in that period p; is realized according to o(p; | p'~1). A buyer arriving

75The case of common values and public information is deferred to Section 3.8.

760Otherwise, multiple buyers do not introduce any extra difficulty beyond the case of a single buyer.
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at time a with true value v, observes the signal s; with probability I,(s; | v, sk~ !, p') and
decides whether or not to purchase the product.

Given the pricing strategy ¢ and the information structure Z,, the buyer arriving at time
a faces an optimal stopping problem. Specifically, they choose a stopping time 7, adapted
to the joint process of prices and signals, so as to maximize the expected discounted value
less price:

7, € argmax E [6" " (E[v,s, p*] — p)] -

The inner expectation E[v,|s], p*] represents the buyer’s expected value conditional on
realized prices and signals up to and including period 7. The outer expectation is taken
with respect to the evolution of prices and signals. We allow the stopping time 7, to take
any positive integer value < T, or 7, = oo to mean the buyer never buys.

The seller evaluates payoffs as if the information structures chosen by nature were the
worst possible, given his pricing strategy ¢ and buyers’ optimizing behavior. Hence the
seller’s payoff is:

T
sup inf Y E[§% “pr]s.t. 7; is optimal given o and Z, for each a.
ven(p™) T(w) ;=1
Note that when a buyer faces indifference, ties are broken against the seller. Breaking
indifference in favor of the seller would not change our results, but would add cumbersome

details.””

3.3.1 Discussion of Assumptions

Several of our assumptions are worth commenting on. First, following the robust mechanism
design literature, we assume that the buyer has perfect knowledge of the information
structure whereas the seller does not. More precisely, each buyer knows her information
structure, and is Bayesian about what information will be received in the future. In contrast,

the seller is uncertain about the information structure itself. Our interpretation is that the

77When ties are broken against the seller, it follows from our analysis that the sup inf is achieved as max min.
This would not be true if ties were broken in favor of the seller.
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buyer understands what information she will have access to; for instance, she may always
use some product review website and hence know very well how to interpret the reviews.
The seller, on the other hand, knows that there are many possible ways buyers can learn,
and wants to do well against all these possibilities.

In Section 3.9.1, we will show that our results extend even if the seller knows that buyers
begin with extra prior information (for instance when the seller releases information through
advertising). Thus, a deterministic constant price path remains optimal when nature is
constrained to provide some particular information (but could provide more) in the first
period. In Appendix C.4.4, we also show that, as long as the buyer is uncertainty averse, the
worst case for the seller involves a Bayesian buyer. Our results only rely on buyers knowing
how to interpret all signals they have received.

Second, we assume that the value distribution is common knowledge. This restriction is
for simplicity, allowing us to focus on information arrival and learning. The assumption also
enables us to compare our results to the classic literature on intertemporal pricing. In fact,
the known-value setting can be seen as an extreme case of our extended model in Section
3.9.1.

Third, we assume that the seller commits to a pricing strategy. The commitment as-
sumption avoids certain technical difficulties related to formalizing (seller) learning under
ambiguity (see Epstein and Schneider (2007)). In practice, firms like Amazon and Apple are
widely followed by consumers and industry experts, meaning that they are able to credibly
announce and stick to consistent pricing strategies. And while some strategies may be
difficult for a seller to commit to, constant price paths are significantly simpler to implement
since deviations are straightforward to detect. On the other hand, we restrict the seller to
using pricing mechanisms, and rule out for instance mechanisms that randomly allocate the
object as a function of reports. We view this as a restriction on the environment, but one
that is natural in our applications.

Finally, our key timing assumption is that the information structure in each period is

determined after the price for that period has been realized. As in the literature review, if the
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information structure is determined before the price is realized, then our one-period model
would coincide with Roesler and Szentes (2017) and Du (2018). The question of timing is
more delicate under dynamics. Although we believe our main model to be the most natural
setup, we consider several alternative models in Section 3.7, which generalize Roesler and
Szentes (2017) and Du (2018) to the dynamic setting. In any event, we think that information
could depend (at least somewhat) on price in practice. When shopping online, a buyer’s
information about a product may depend on how prominently it is displayed in the search
results. If she sorts products by how expensive they are, then the information structure will

be price-dependent.

3.4 Single Period Analysis

We start with the case where the seller does not worry about intertemporal incentives. For
simplicity, we do this by taking T = 1, although the results would be identical if buyers were
constrained to purchase only upon arrival (or never). To solve this problem, we define a
transformed distribution of the prior F. For expositional simplicity, the following definition
assumes F is continuous. All of our results in this paper extend to discrete distributions,

though the general definition requires additional care and is relegated to Appendix C.1.

Definition 3. Given a continuous distribution F, the transformed distribution G = P(F) is defined
as follows. For y € Ry, let L(y) denote the conditional expectation of v ~ F given v < y. Then G
is the distribution of L(y) when y is drawn according to F. We call G the “pressed” version of F,

and refer to the mapping P as “pressing.”

The pressed distribution G is useful because for any realized price p, nature can only
ensure that the object remains unsold with probability G(p). To see this, first observe that any
information structure is outcome-equivalent to another that directly recommends one of two
actions: to purchase the good or not. Given this simplification, the worse-case information
structure must have the following property: as long as the buyer is recommended to buy

with positive probability, the buyer who is recommended not to buy must have expected
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value exactly p. Otherwise nature could adjust its recommendation to further decrease the
probability of sale.

Finally, subject to the constraint that a buyer who does not buy has fixed expected
value (in our case, p), one can show that partitional information structures maximize the
probability of this recommendation (see e.g. Kolotilin (2015)). In a partitional information
structure, the buyer is told whether her value is above or below a certain threshold. Using
the above definition of G, we argue that the threshold must be F~!(G(p)), making 1 — G(p)
the probability of sale.

These remarks give us the following proposition:

Proposition 3. In the one-period model, a maxmin optimal pricing strategy is to charge a determin-

istic price p* that solves the following maximization problem:
p* € argmax p(1 — G(p)). (3.1)
P

For future reference, we call p* the one-period maxmin optimal price and similarly IT* = max, p(1 —

G(p)) the one-period maxmin profit.

It is worth comparing the optimization problem (3.1) to the standard model without
informational uncertainty. If the buyer knew her value, the seller would maximize p(1 —
F(p)). In our setting, the difference is that the pressed distribution G takes the place of F.
This analogy will be useful for the analysis in later sections.

The following example illustrates:

Example 7. Let v ~ Uniform[0,1], so that G(p) = max{2p, 1}. Then p* = } and IT* = §. With
only one period to sell the object, the seller charges a deterministic price 1/4. In response,

nature chooses an information structure that tells the buyer whether or not v > 1/2.7

In this example, relative to the case where the buyer knows her value, the seller charges

a lower price and obtains a lower profit under informational uncertainty. In Appendix C.4.4,

78There are other information structures that induce the same worst-case profit for the seller; for instance,
nature can reveal the value exactly when it is above the threshold 1/2, since the buyer will buy anyways.
Nonetheless, the lowest element of the partition cannot be further refined. That is, a buyer whose value is below
the critical threshold will be told so in every worst-case information structure.
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we show that this comparative static holds generally.

3.5 Intertemporal Incentives Do Not Help

In this section we present our first main result, that having multiple periods to sell does not
allow the seller to extract more surplus from any buyer.”” Stokey (1979) proved this result
for the known-value case, provided buyer value does not change over time. On the other
hand, she also demonstrated that if value does change over time, letting the buyer delay
purchase could enable the seller to obtain higher profits by facilitating price discrimination.
One may wonder whether information arrival, which affects the buyer’s value over time,
could similarly make price discrimination worthwhile.

However, it turns out these concerns do not arise for worst-case information structures.
For simplicity, we focus in this section on the case of a single buyer, who arrives in the
first period; the argument readily extends to multiple buyers. With only the first buyer,
the seller could always sell exclusively in the first period. Thus the one-period profit IT*
forms a lower bound on the seller’s maxmin profit from this buyer. To show that IT* is also
an upper bound, we explicitly construct a dynamic information structure for any pricing
strategy, such that the seller’s profit under this information structure decomposes into a
convex combination of one-period profits. Our proof takes advantage of the partitional form

of worst-case information structures from the single-period problem:

Proposition 4. For any pricing strateqy o € A(pT), there is a dynamic information structure T
and a corresponding optimal stopping time T* that lead to expected (undiscounted, per-buyer) profit
no more than IT*. So, for a single buyer, the seller’s maxmin profit against all dynamic information

structures is I1*, irrespective of the time horizon T and the discount factor J.

We will present the proof of this proposition under an additional assumption that the

7"We comment that the dynamics of information arrival are crucial for this result. For instance, suppose
the seller knew that information would not be released in some period t. Then he could sell exclusively in that
period and (by charging random prices) obtain the Roesler and Szentes (2017) profit level, which is generally
higher than IT* (see Section 3.7 for details). For § sufficiently close to 1, this pricing strategy does better than a
constant price path.
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seller charges a deterministic price path (p;)L_,. This is not without loss, because random
prices in the future may make it more difficult for nature to choose an information structure
in the current period that minimizes profit. However, our argument does extend to random
prices and shows that randomization does not help the seller. We discuss this after the more
transparent proof for deterministic prices.

Let us first review the sorting argument when the buyer knows her value. In this case,
given a price path (p;)[_;, we can find time periods 1 < t; < t, < --- < T and value cutoffs
Wy, > wy, > -+ > 0, such that the buyer with v € [wy;, wy, ,] optimally buys in period ¢,
(see e.g. Stokey (1979)). This implies that in period ¢;, the object is sold with probability
F(wy, ;) — F(wy,).

Inspired by the one-period problem, we construct an information structure under which
in period t;, the object is sold with probability G(wy,_,) — G(wy,) (that is, where G replaces

F). The following information structure Z has this property:

e In each period t;, the buyer is told whether or not her value is in the lowest G(wy,)-

percentile.

e In all other periods, no information is revealed.

This information structure is similar to the one-period problem, in that a buyer is told
whether her value is above or below a threshold. In the dynamic setting, this threshold is
now declining over time. We refer to any such dynamic information structure as a partitional
information arrival process, since different signal realizations partition the support of the
buyer’s value distribution into disjoint intervals. Note that the thresholds are chosen to
make the buyer indifferent between purchasing and continuing without further information.
The buyer therefore prefers to delay purchase when her value is below the threshold. On the
other hand, a buyer whose value is above the threshold does not expect to receive further
information, and hence purchases immediately. These observations are summarized in the

following lemma:
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Lemma 2. Given prices (p;)1_, and the information structure I constructed above, an optimal
stopping time T* involves the buyer buying in the first period t; when she is told her value is not in

the lowest G(wy, )-percentile.

The formal proof can be found in Appendix C.1, where we prove a general result for random

prices.

Using this lemma, we can now prove Proposition 4 by computing the seller’s profit

under the information structure Z and the stopping time 7*:

Proof of Proposition 4 for Deterministic Prices. We assume T = oo, but the same proof works
for finite T (with a minor modification to Abel summation used below). Since the buyer
with true value v in the percentile range (G(wy;), G(wy;_,)] buys in period t;, the seller’s

discounted profit is given by

1= Y0 py - (Glwy.) - Glwy)

j>1
= Y (0 py = 8 ) - (1= G(wy))

=1 (3.2)
- Z((Stjil - yjﬂil)wt; ’ (1 - G(wtj))

j>1
S 5t1—1 . ].—I*,

where the second line is by Abel summation,® the third line is by type w; /s indifference

between buying in period ¢; or t;,1, and the last inequality uses wy;(1 — G(wy;)) < I1%,Vj. B

Relative to the potential complexity of an arbitrary information arrival process, the
partitional information structures constructed above are very intuitive: Consumers buy
when they find out that their value is above some (price-contingent) threshold. Intertemporal
pricing cannot help the seller as long as she is concerned at least with this special class of

information arrival processes.

80 Abel summation says that Yi>1aibj = i1 <(a]- —aj11) E?:l bi> for any two sequences {a]-}]?“’zl, {bj}]?‘il
such that a; — 0 and Z{zl bj is bounded. We take a; = (St/’lptf and b; = G(wy, ,) — G(wy,).

66



Despite the analogy to the known-value case, we highlight that for an arbitrary declining
price path, the parititional information structures considered in our proof may not be the

worst case (even among partitional processes). The following example illustrates:

Example 8. Let T = 2, v = 0 or 1 with equal probabilities, and § = 1/2. Suppose the
seller set prices to be p1 = 11/40 and p» = 1/10. Under these prices, a buyer with
value 55 would be indifferent (in the first period) between purchase and delay. Hence the
partiational information structure constructed in Lemma 2 induces expected value 55 when
recommending the buyer not to purchase in the first period. The information structure
further induces expected value p, = 1/10 when recommending the buyer not to purchase
in the second period either.

If the probability of being recommended to buy in period ¢ (conditional on not having
bought) is r;, we have % =r+ 29—0(1 —r1) and % =1+ %(1 — r3). These equations give

r =1 andr = %. Hence the seller’s expected profit against this information structure is

1 1\ (7
L (1-=) (%) ~ 00427 < 0.0858 ~ TT*.
prog7 + (0p2) ( 11) <18> 0.0427 < 0.0858

Now suppose that instead, nature were to provide no information in the first period and
reveal the value perfectly in the second period. Note that the buyer would be willing to
delay, since

Efo] —p1 <6-Plo=1](1 - p2),

which in fact holds with equality. Under this alternative information structure, the seller’s

profit is therefore 6poIP[v = 1] = & < 0.0427.

The important feature of the example is that by promising more information to the buyer
in the second period, nature can create option value and induce delay. This turns out to
hurt the seller’s expected profit when prices decrease over time, and we will see in the next
section that the seller can be guarded against such damage with non-decreasing prices.

We mention that in the particular example above, the information structure we con-
sidered is indeed the worst case. However, it is in general challenging to characterize the

worst-case information structure against a given (decreasing) price path. As that is not nec-
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essary for our main result on the optimality of constant prices, we leave the characterization

for future work.

To conclude the section, we briefly discuss how random prices complicate our argument.
When prices are random, the threshold values wy, if defined using the buyer’s indifference
condition, will be random variables. A technical difficulty arises because these thresholds
may not be monotonically decreasing. When such non-monotonicity occurs, we will not be
able to express the seller’s discounted profit as a convex sum of one-period profits, and the
profit bound in Equation (3.2) will not be valid.

In Appendix C.1 we show that the basic intuition from the deterministic case extends to
random prices, but we need additional tools to generalize the construction appropriately.
Specifically, we modify the relevant indifference thresholds so that they are forced to be
decreasing. To be precise, we define v; to be the smallest value (in the known-value case)
that is indifferent between buying in period t at price p; and optimally stopping in the
future, and then let w; = min{vy,vy,...,v;}. We think of this as keeping track of the
“binding” thresholds, above which the buyer has already purchased. This circumvents the
potential non-monotonicity issue, and we can use the re-defined w;s to specify the otherwise
identical partitional information structure. The rest of the proof proceeds as before, with the
assistance of a key lemma (Lemma 23) that expresses the price as the expectation of present
and discounted future threshold w;s. This identity replaces the indifference condition we
utilized to derive the third line of Equation (3.2). Proposition 4 thus continues to hold for

random prices.

3.6 Optimality of Constant Prices

We now demonstrate the optimality of constant price paths. By Proposition 4, the seller’s
discounted profit from the buyer arriving at time a is bounded above by 6*~! - IT*. This
gives us an upper bound for the seller’s worst-case profit. In the other direction, if the seller
were able to set personalized prices (i.e., conditioning on the arrival time), this upper bound

could be achieved by selling only once to each arriving buyer. We will show that the seller
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can achieve the same profit level by always charging p*, without conditioning prices on the
arrival time.

Under known values, any arriving buyer facing a constant price path would buy
immediately or never, due to impatience. In contrast, the promise of future information
in our setting may induce the buyer to delay, even with constant prices. Nevertheless, in
the following lemma, we show that against non-decreasing price paths, nature cannot hurt
the seller more than providing information only upon arrival. So by committing to never

lowering the price, the seller can do no worse than the one-period worst case.

Lemma 3. In the multi-period model with only one buyer, the seller can guarantee IT* with any

deterministic price path (p;)L, satisfying p* = p1 < p:, Vt.

We present the intuition here and leave the formal proof to Appendix C.1. Fixing a
non-decreasing price path and an arbitrary dynamic information structure, we consider
an alternative information structure that gives a single recommendation to the buyer (to
purchase or not) when they arrive. The probability that the buyer is recommended to
purchase at time 1 in this replacement information structure leaves the discounted probability
of sale unchanged. In other words, we “push and discount” nature’s recommendation to
the buyer’s arrival time.

Our proof shows that for non-decreasing prices, the buyer would follow the recom-
mendations of this replacement information structure, while the seller’s profit is weakly
decreased. Since the seller receives at least II* under any information structure that releases
information only in the first period, we obtain the lemma. Note that Example 8 shows this

argument relies upon non-decreasing prices.

Armed with this lemma, we can show our main result of the paper. The proof is

straightforward given our discussions.

Theorem 7. The seller can guarantee IT* - % with a constant price path charging p* in every
period. This deterministic pricing strategy is optimal, and it is uniquely optimal whenever the

one-period maxmin optimal price p* is unique.
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Against a constant price path, a worst-case dynamic information structure simply gives each
buyer the same information they would have obtained with only one period. This completes

our analysis of the main model.

3.7 Timing

This section analyzes the implications of our assumption regarding the timing of information
acquisition relative to pricing. This assumption is captured in how we define dynamic
information structures, since we allow them to be contingent on all past prices as well as
the current price (but not on future price realizations).

When T = 1, the alternative model where information cannot depend on price is studied
in Roesler and Szentes (2017) and Du (2018), which together solve the optimal selling
strategy and the worst-case information structure.3! For completeness, we recall their result.
To make the connection with our paper most clear, we impose as in these papers that the
buyer’s value distribution F is supported on [0, 1]. Roesler and Szentes (2017) observe that
in choosing an information structure, nature is equivalently choosing a distribution F of
posterior expected values, such that F is a mean-preserving spread of F.82 They solve for
the worst-case distribution F as summarized below:

Theorem 1 in Roesler and Szentes (2017). For 0 < W < B < 1, consider the following

distribution that exhibits unit elasticity of demand (with a mass point at x = B):

(

0 x €[0,W)
Fi(x)=91-Y xe[W,B) (3.3)
1 x € [B,1]

In the one-period zero-sum game between the seller and nature, an optimal strategy by nature is

810ne may be further interested in cases where information interacts somewhat, but not arbitrarily, with the
price. We leave this for future work.

82This equivalence is separately observed by Gentzkow and Kamenica (2016) in the context of Bayesian
persuasion. The result appears in the early work of Rothschild and Stiglitz (1970).
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to induce posterior expected values given by the distribution Ff, such that F is a mean-preserving
spread of L, and W is smallest possible subject to this constraint.

The seller’s optimal single-period profit guarantee is found by computing the smallest
W defined above, which we denote by I1gsp. Conversely, Du (2018) constructs a particular
mechanism the seller can use to guarantee profit [1gsp against any information structure. In
Appendix C.4.1, we represent Du’s “exponential mechanism" as an equivalent random price
mechanism. We also note that IIgsp > IT* holds, and in Appendix C.4.2 we characterize

when the inequality is strict.

As alluded to in the Introduction and Section 3.3.1, specifying the role of prices in
dynamic information structures is more subtle than in a single period. Over time, there are
many more ways for information to interact with price. Our main model provides the most
cautious profit guarantee, but one may also be interested in how Roesler and Szentes (2017)
and Du (2018) extend to dynamic settings.

In this section, we re-define a dynamic information structure to be a sequence of signal sets
(St)L; and probability distributions I,; : Ry x St x P!t — A(S;). The crucial distinction
from our main model is that the signal s; depends on previous prices p'~! but not on the
current price p;. The seller chooses a pricing strategy to maximize worst-case profit against
(a subset of) these information structures.

As a warm up, we note that under the alternative setup considered here, a longer horizon

does not affect the seller’s problem when there is a single buyer.

Proposition 5. Suppose there is a single buyer. For any time horizon T and any discount factor

0, the seller’s maxmin profit when nature cannot condition on the current period price is given by
Igsp.

The reasoning is as follows: With multiple periods and a single buyer, the seller can
guarantee IIgsp by selling only once in the first period (using Du’s mechanism). On

the other hand, suppose nature provides the Roesler-Szentes information structure in the

first period and no additional information in later periods. Then the seller faces a fixed
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distribution of values given by F%. By Stokey (1979), selling only once is optimal against
this distribution, and the seller’s optimal profit is W = Ilgsp. This proves the result.
While both Proposition 4 and Proposition 5 show a longer selling horizon does not help
the seller, here the argument is more direct due to the duality between Roesler-Szentes and
Du. The above proof shows that nature can provide an information structure such that for
all pricing strategies, the seller’s profit is at most Ilgsp. In our baseline setting, however,
nature must condition the information structure on realized prices in order to hold profit
below IT*. In other words, there does not exist a minmax information structure in our main

model.

The same argument shows that even with arriving buyers, the seller cannot guarantee
more than ITgsp from each buyer. The question remains as to whether Ilgsp per buyer
is still achievable when buyers arrive over time (and personalized prices are not allowed).
We consider three different cases: In the first case, all dynamic information structures (as
defined in this section) are permitted, and we show that I1gsp per buyer is unattainable. In
the latter two cases, we show that IIgsp can be guaranteed from each buyer when nature is
restricted to certain subsets of information structures. Specifically, the profit bound is tight
either if signals do not depend on realized prices, or if each buyer receives a single signal

upon arrival.8

3.71 Case One: Information can arrive over time and depend upon past prices

First, we allow arbitrary dynamic information structures, so long as information in any
period depends only on past realized prices. Here, the one-period profit IIrsp cannot be

guaranteed from each buyer.34

Claim 1. Consider the model with two periods and one buyer arriving in each period. Assume that

83Note that the three cases coincide when T = 1.

84This result may be expected since each of Case Two and Case Three below requires a different generalization
of Du’s mechanism to achieve I1ggp.
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Igsp > I1* and that Du’s mechanism is uniquely maxmin optimal in the one-period problem.%

Then the seller’s total discounted profit guarantee is strictly below (1 4 6)I1gsp for any 6 € (0,1).

We prove this claim by constructing a specific information structure that nature provides.
When a buyer arrives, nature provides her with the Roesler-Szentes information structure.
This yields profit at most I1gsp from the second buyer, and similarly from the first buyer if
she expects no additional information in the second period. However, we let nature reveal
more information in the second period to induce some buyers to delay their purchase. In
more detail, in the second period nature reveals the value perfectly to any buyer who would
have purchased in the first period without this additional information. The key technical
step of the proof shows that delay occurs with positive probability and hurts the seller.
We comment that we are only able to show total profit is strictly below (1 + 6)IIggp for
this specific information structure. Since this is generally not the worst-case information
structure for every pricing strategy, we do not know how to solve for the actual maxmin
profit in the model considered here.

Note that in our construction above, the information structure in the second period
depends on the previous signal and the realized price in the first period (as well as the
expected price distribution in the second period). The possibility for information to be both
dynamic and price-dependent turns out to be crucial for the result of Claim 1, as we show in

the cases below.

3.7.2 Case Two: Information cannot depend on realized prices

Here we consider the case where information can arrive over time, but it is independent of
realized prices. Formally, we restrict to information structures given by I,; : Ry x St —
A(St). It turns out that an optimal strategy for the seller is to utilize a constant price path,

where the price is randomly drawn according to Du’s mechanism (instead of p* as in our

8TTgsp > I1* is clearly necessary for the result: We have shown in our main model that (1 + §)IT* can be
guaranteed. On the other hand, we impose an extra assumption that Du’s mechanism is strictly optimal. This is
for technical reasons that we explain in Appendix C.2, and it may not be necessary for the conclusion. In any
event, we show in Appendix C.4.1 that Du’s mechanism is indeed unique for generic value distributions F.
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main model).

Theorem 8. Suppose that information is independent of realized prices (though it may depend on
the pricing strategy). For any time horizon T and any discount factor J, the seller has a pricing

strategy that ensures profit at least Ilggp from each buyer.

This theorem involves new techniques that may be of independent interest. Recall that,
in allowing for random pricing strategies in Section 3.5, we defined “cutoff values" in two
steps—first using the buyer’s indifference condition, and then keeping track of the lowest
realized values (so that cutoff values are forced to be decreasing). Intuitively, these were the
relevant binding thresholds, above which consumers would have already bought. Using
these cutoff values, we constructed an information structure under which the seller’s profit
is decomposed into a convex sum of one-period profits.

Inspired by this technique, the proof of Theorem 8 introduces the dual definition of cutoff
prices (for a given, price-independent, information structure). Assuming that the seller uses
a constant price path, these cutoff prices enable us to similarly decompose the seller’s profit
into one-period profits. We then invoke several properties of Du’s mechanism to bound the

profit from below. Details are left to the appendix.

3.7.3 Case Three: Information only upon arrival

Finally, suppose that each buyer is endowed with an information structure I, : Ry x P! —
A(S;), and he receives the single signal upon arrival. In this way, we allow information to
respond to realized prices, although for each buyer information does not arrive over time
(which is exactly opposite to the previous case).

Here we immediately see that a constant price path does not in general guarantee
IIgrsp: If prices were perfectly correlated across periods, nature could provide the worst-case
partition to all buyers after the first period. Doing so would hold profit down to IT*, which is
generally lower than ITgsp. This observation suggests that the seller should avoid correlated
prices. Indeed, we find that the seller can still guarantee IIzsp per buyer by choosing

independent prices across periods:
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Theorem 9. Suppose each buyer only receives information once upon arrival (before the price in that
period realizes). For any time horizon T and any discount factor 5, the seller has a pricing strategy

that ensures profit at least I1gsp from each buyer.

Our proof shows how to set independent prices while replicating Du’s mechanism for
each arriving buyer. This is based on a key lemma (Lemma 24 in Appendix C.2) relating the

outcome under a static price distribution to that under a dynamic price distribution.

3.8 Informational Externalities

This section modifies the model from Section 3.3 to allow for interdependent preferences
and information to be conveyed across buyers. Notice that both modifications must be made
in order for the solution to the seller’s problem to be altered. Any information generated by
other buyers is simply a restriction on nature’s problem, and the worst-case profit could
only go up by introducing constraints. And such information is meaningless unless one
buyer’s value influences the conditional distribution of the other buyer’s value. In contrast,
we will show that when both features are present, then the seller will be able to achieve a
higher expected discounted profit.

We replace the independent value assumption with the other extreme, where all buyers
share the same value, assuming that v ~ F is drawn at the beginning of the interaction.
We also assume that nature chooses a single information arrial process, Z, consisting of
signal sets (S¢)1<;<t and distributions I; : R x S'=! x P! — A(S;) that are observed by
all parties. In particular, there are two additional restrictions we are imposing on nature’s
choice of information arrival processes. First, a buyer that arrives at time t observes the
signals observed by any buyer at time ' < t. Second, all buyers that have the opportunity
to buy at time ¢ observe the same signal realization. We return to this in Example 9.

Our first result restricts the set of relevant information arrival processes we need to
consider. It turns out that for increasing price paths, it is sufficient to provide a single signal

at time 1, which is observed by all subsequent buyers:

75



Lemma 4. Consider the model with common values and public signals suppose buyers are short lived.
Fix a weakly increasing price path (p1, ..., pr) with p1 < pa < --- < pr. Then the worst-case
profit is achievable by an information structure that involves a single signal that is observed by all

buyers.

This result is the analog of Lemma 3 for this setting. The steps are similar, but the exact
form of the replacement differs since buyers share the same set of information. Instead, we
conclude that the worst case is achieved by in an information structure consisting of a single
public signal.

Lemma 4 implies that for increasing price paths, it is sufficient to look at a single
distribution of posterior valuations to find optimal price paths. We can write the seller’s
discounted profit from an increasing price path as:

T
Ic = mﬁintz1 pi6' " (1= E(py)), (34)
where F is some distribution of posterior expected values arising from an information
structure.

Against decreasing price paths, the partitional threshold information arrival processes
we used in the independent values setting can also be used here to show that IT* is the
most the seller could achieve with a declining price path. In general, however, the seller
can do better with a strictly increasing price path. % Intuitively, since information is
shared across periods, using the worst-case partitional information structure against p;
(with threshold y1) makes it impossible to use the worst-case information structure against
p2 > p1 when p, < y;. While we conjecture that introductory pricing is in fact strictly
optimal, the difficulty is to a provide meaningful upper bound for the seller’s maxmin profit
against non-monotonic pricing strategies. This was not a concern in the independent value
setting, because information structures were constructed buyer-by-buyer. On top of this,

it is difficult to conjecture a tight upper bound to the profit guarantee, at least for fixed

86This result was included in an earlier version of this paper, which also showed that introductory pricing is
strictly optimal with two periods.
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parameters.

However, we are able to show that there is a sequence of introductory pricing strategies
that become optimal as 6 — 1 when T = co. We do this by appealing to a different upper
bound on the seller’s profit, namely IIgsp, which can be ensured if nature ignores price

dependence:®’

Theorem 10. Consider the model with common values and public signals. Let T1°(6, T) be the

seller’s optimal payoff and discount factor 6 and time horizon T. We have:

lim (1 —6)I1%(8, 00) = Ilgsp (3.5)
6—1

which is achieved by a sequence of introductory (i.e., strictly increasing) price paths.

The proof of this theorem uses that an upper bound for the left hand side of (3.5) is
obtained via a public Roesler-Szentes information structure for all buyers. We then use
our (random price) Du mechanism to construct a sequence of price paths such that as
6 — 1, the expression for the average per-period profit converges to the single-period profit
under a Du mechanism. These price paths, for uniformly distributed values, are shown
in Figure 2, for 6 = 9/10 and 6 = 95/100 (fixing the initial price to be IIzsp). We see that
they involve the monopolist raising prices steeply at first, eventually leveling out. When
the public signal is the Roesler-Szentes information structure, then the probability that the
monopolist sells in every period is bounded away from 0, since the largest value in the
support of the constructed price distribution is strictly below the supremum of the support
in the Roesler-Szentes distribution (see the Appendix for details).

The problem of optimal pricing when information is conveyed across buyers has been
studied in several other papers in other Bayesian settings, such as Bose et al. (2006, 2008)
(as well as papers cited therin). A major difference between this literature and our setting
is that we allow buyers to delay purchase. While some papers do allow for buyers to

make decisions over time, as far as we are aware, these all involve “small” buyers who

87The same result could be obtained if we replaced the left hand side of (3.5) with limr_, %Hc(l, T)

77



v~Uniform[0, 1]
Price
0.7

061 e

04;
03
0.2
01

L L L L L L L L L L L L L L L L L L Time
20 40 60 80 100

Figure 3.1: Illustration of constructed price paths. Blue is § = 9/10, orange is 6 = 95/100.

have a negligible impact on the information structure. This feature does not hold in our
setting, since delay by any buyer would influence information arrival. One can show that
for increasing price paths, the profit levels coincide in the worst-case.

We conclude by discussing the assumption that information is public (in that all buyers
observe the same signals). The following shows that without this assumption, the possibility

that buyers observe imperfectly correlated signals can lower the profit guarantee:

Example 9. Take T = 2, and suppose the common value is v € {0,1} with Plv =1] =1/2
with § = 1 (the same conclusion will hold for ¢ sufficiently high). Suppose the seller utilizes
prices p1 = 2/5 and p, = 1/2 > p;. With short lived buyers, if the first buyer observed
the second buyer’s signal following any delay, the worst-case information structure would
involve a signal observed by both buyers, whose posterior expected value is supported
on {2/5,1/2,1}. Under this restriction, one can show that the worst-case information
structure induces posterior value equal to 2/5 with probability 5/6, and posterior value of 1
otherwise, yielding profit to the seller of 5.

We show that if the second period signal need not be public, the seller does strictly
worse. First, suppose no information is provided to the first period buyer in the first period,

and no information is provided to the second buyer in the second period. However, in the
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second period, the buyer from the first period obtains a signal such that the probability of
having posterior expected value 1 in the second period is 1/5. The first buyer is willing to
delay, since purchasing in period 1 yields payoff 1/10, whereas the payoff from delay is
(1/5) - (1/2) = 1/10. In this case, the seller’s profit is 15 < 5.

This example shows that the equivalence to the short-lived benchmark of Bose et al. (2006,
2008) requires public information. Whether information is public within the same period is only
matters for profit when delay is possible, and when buyer behavior influences information.

Example 9 emphasizes distinction between public signals and outcome observations.

3.9 Our Robustness Concept

3.9.1 Seller Initial Information

Our model so far assumes that the seller has no knowledge over the information the buyer
receives. In practice, however, the seller may know that the buyer has access to at least some
information. For example, he may conduct an advertising campaign, and understand its
informational impact very well (Johnson and Myatt (2006)). While it may be impossible
or difficult for such an advertising campaign to remove all uncertainty, the seller may
nevertheless know that the buyer has access to some baseline information.®® In this section
we show that this possibility does not change our conclusions.

We modify the model in Section 3.3 by assuming that in addition to having the prior
belief F, the buyer observes some signal sy € Sp at time 0. The signal set Sy as well as the
conditional probabilities of sy given v are common knowledge between the buyer and the
seller, and we denote this initial information structure by H. We allow nature to provide
information conditional on sy but keep all other aspects of the model identical. Equivalently,
the seller seeks to be robust against all dynamic information structures in which buyer

learns H and possibly more information in the first period.

8Note that if the seller has complete control over what information he provides, it would be impossible to
do better than the full information outcome because nature could always reveal the value.
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A signal sy induces a posterior belief on the buyer’s value, which we denote by the
distribution F;,. Define G, to be the transformed distribution of F;,, following Definition 3.
The same analysis as in Section 3.4 yields the following result:

Proposition 3. In the one-period model where the buyer observes initial information structure H,
the seller’s maxmin optimal price py, is given by:
pu € argmax p(1 —Es[Gs, (p)])- (3.6)
p
We denote the maxmin profit in this case by 113,.
The expression (3.6) is familiar in two extreme cases: if H is perfectly informative, then

F

s, 1s the point-mass distribution on sp. This means G, (p) is the indicator function for

p > sp, so that Eg, [Gs,(p)] = F(p). In contrast, if H is completely uninformative, we return
to Equation (3.1).

For the multi-period problem, our previous proof also carries over and shows that the
seller does not benefit from a longer selling horizon.
Proposition 4'. In the multi-period model where the buyer observes initial information structure H,
the seller’s maxmin profit against all dynamic information structures is 113}, irrespective of the time
horizon T and the discount factor 6.

The proofs of these results are direct adaptations of those for the model without an

initial information structure. Thus we omit them from the Appendix.

3.9.2 Information versus Taste

An equivalent (albeit more abstract) formulation of our model would be to assume that each
buyer observes her value perfectly, but where the value follows a stochastic process, with the
buyer instead drawing a vector of values (vy,...,vr) ~ F, where each coordinate denotes
the value from purchasing the object at a given time. Nature’s problem can then be thought
of as choosing the stochastic process from some set of possible stochastic processes. Of
course, some restrictions on the stochastic processes must be made to avoid a degenerate

solution. However, one could instead follow Carrasco et al. (2017) and assume instead
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that the distribution of buyer values must have some fixed mean and support. We give an
example of such a calculation in the Online Appendix, where we show that if the seller only
knows E[v] = 1/2 with the distribution having support [0,1], the robustly optimal price is
%(2 —1/2) > 1/4 and profit is % —V2 < 1/8.

In this section, we argue that the restriction on how the buyer’s value evolves over time
(as implied by information arrival) is the significant feature that separates information arrival
from taste shocks. Consider the following formulation with a single buyer that highlights
the restrictions imposed by information arrival. For simplicity, we focus on the case of
T = 2. Suppose the first period buyer’s surplus from purchasing in the first period, vy, is
distributed according to F, a distribution chosen by nature to minimize the seller’s profits
given the pricing strategy. Suppose, in addition, F must second order stochastic dominate
the distribution F (as in our single-period model). Now let the second period value be
vy ~ F(- | v1), where this random and need only respect the condition that E[v; | v1] = v;.
In particular, we do not assume the second period value changes due to information arrival.
The second buyer’s problem is as before.

In this setting, the proof of Proposition 4 carries over without change, since any stochastic
process for the buyer’s value can be induced by the dynamic information structures we

construct. But actually the seller can be hurt much worse when there are arriving buyers:

Claim 2. Consider the two period model, with one buyer arriving in each period, and suppose each
buyer’s initial value is distributed according to a distribution F that second order stochastically
dominates F. Suppose the only restriction on the first period buyer’s value in the second period is
that the expectation is the equal to the first period problem. Then the maxmin profit for the seller
when there are two buyers is I1*. Hence the seller does not benefit at all from the presence of a second

buyer.

This case is extreme due to the lack of support restrictions for the second period value,
although similar (but less sharp) results could be obtained under more stringent restrictions
on the evolution of the buyer’s value process. When nature is not restricted by information

arrival, non-purchasing buyers delay because their second period value may result in
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negative surplus from purchasing (similar to Section 3.7.1). In particular, in this benchmark,
we are not able to “push the recommendation to time 1” as we are in Lemma 3. We consider
a value process such the first period buyer’s purchase probability is approximately 0 as
long as 6 > 0 against a constant, non-negative price path. But for information structures, we
cannot have E[v | Don’t buy] < p and IP[Don’t buy] ~ 1 whenever p < E[v] < c0.%

For general models with taste shocks, it may not make sense to restrict the mean in the
second period to be equal to the mean in the first period. The restriction was made here to
relate the model where the value evolution is restricted by information arrival to one where
it is not. Finding sensible restrictions on the evolution of values under taste shocks that
avoids degenerate solutions (or more general conditions that would yield our same results)

is left to future work.

3.10 Conclusion

In this paper, we have studied optimal monopoly pricing with dynamic information arrival
while utilizing a maxmin robustness approach. With no known informational externalities,
we show that the monopolist’s optimal profit is what he would obtain with only a single
period to sell to each buyer, and that a constant price path delivers this optimal profit. The
inability to condition on a buyer’s arrival time therefore imposes no cost on the seller (in
our main model). These conclusions depend on our assumptions regarding the timing of
information release, and we have illustrated how this is the case.

The question of how to design optimal mechanisms under general information structures
is one that we hope will be studied in other contexts and under other modeling assumptions.
One could also ask similar questions in settings where the agent’s problem may not be
represented by the choice of a stopping time. And settings with competition, changing

values, richer population dynamics and different seller objectives all seem intriguing as well.

89This is seen by recalling that for a given price, the probability a buyer does not purchase is maximized by a
partitional information structure which tells the buyer whether or not the value is below F~1(G(p)).. Whenever
p < E[v] < oo, there must be some positive probability that v is above this threshold.
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This paper contributes to a growing literature which employs the maxmin approach in
analyzing the optimal design of mechanisms. The literature has mostly focused on static
settings, although we suspect dynamic settings will receive significant attention in the future.

For us, the maxmin objective is useful in two respects:

e Motivating our focus on partitional information structures, and

e Simplifying the set of relevant information structures with increasing price paths.

We hope our analysis has suggested ways that such models could be analyzed to produce

new economic insights.
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Appendix A

Appendix to Chapter 1

A1 Preliminary Results

A.1.1 Posterior Variance Function

We begin by presenting basic results that are used throughout the appendix. The following
lemma characterizes the posterior variance function f mentioned in the main text, which

maps signal counts to the DM’s posterior variance about the payoff-relevant state 6;.

Lemma 5. Given prior covariance matrix VO and q; observations of each signal i, the DM’s posterior

variance about 6 is given by*
flqi,...,q5) = [VO = voC'="1cv)y, (A1)

where ¥ = CVC' + D~ and D = diag (g—%, ey Z—g) The function f is decreasing and convex in

each q; whenever these arquments take non-negative extended real values: g; € Ry = Ry U {400},

Proof. The expression (A.1) comes directly from the conditional variance formula for multi-
variate Gaussian distributions. To prove % < 0, consider the partial order = on positive
semi-definite matrices so that A > B if and only if A — B is positive semi-definite. As g;

increases, the matrices D1 and X decrease in this order. Thus X! increases in this order,

OWhen M is a matrix, we let M;j denote its (i, j)-th entry.
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which implies that V? — VOC'E~1CV? decreases in this order. In particular, the diagonal
entries of VY — VOC’271CV? are uniformly smaller, so that f becomes smaller. Intuitively,
more information always improves the decision-maker’s estimates.

To prove f is convex, it suffices to prove f is midpoint-convex since the function is clearly
continuous. Take ¢q1,...,9x, 11,...,7k € R, and let s; = #.91 Define the correspond-
ing diagonal matrices to be D;, D;, D;. We need to show f(q1,...,q9x) + f(r1,...,7k) >

2f(s1,...,sk). For this, we first use the Woodbury inversion formula to write
2 =(CVC'+D ) =] -] +D)7Y,

with ] = (CVC’)~1. Plugging this back into (A.1), we see that it suffices to show the

following matrix order:

(J+Dg) '+ (J+D)"
2

= (J+Ds)" L.

Inverting both sides, we need to show 2 ((J + D) '+ (J + D,) ') ! < J + Ds. From defi-

nition, D, + D, = diag(qﬁr1 e, q’}#) = 2D;. Thus the above follows from the AM-HM
K

2 7
7

inequality for positive definite matrices, see for instance Ando (1983). O
A.1.2 The Matrix Q;
Let us define for each 1 <i <K,

Qi =C'a;C ! (A.2)

where A;; is the matrix with ‘1’ in the (i,i)-th entry, and zeros elsewhere. We note that
[Qi]11 = ([CY]1;)?, which is strictly positive under Assumption 1. These matrices Q; will be

repeatedly used in our proofs.

91We allow the function f to take 400 as arguments. This relaxation does not affect the properties of f, and
it is convenient for our future analysis.
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A.1.3 Order Difference Lemma

Here we establish the asymptotic order for the second derivatives of f.

92
Lemma 6. As q1,...,qx — o, aqj; is positive with order il whereas qafq has order at most 12 2
for any j # i. Formally, there is a posztwe constant L depending on the informational environment,

Pf
Suchthataz 2 L3and|aqaq ’ — qq]

To interpret, the second derivative 9°f /947 is the effect of observing signal i on the marginal
value of the next observation of signal i. Our lemma says that this second derivative is
always eventually positive, so that each observation of signal i makes the next observation
of signal i less valuable. The cross-partial 0> /9q;dq; is the effect of observing signal i on
the marginal value of the next observation of a different signal j, and its sign is ambiguous.

The key content of the lemma is that regardless of the sign of the cross partial, it is
always of lower order compared to the second derivative. In words, the effect of observing a
signal on the marginal value of other signals (as quantified by the cross-partial) is eventually
second-order to its effect on the marginal value of further realizations of the same signal (as
quantified by the second derivative). This is true for any signal path in which the signal

counts 41, ..., gk go to infinity proportionally, which we will justify later.

Proof. Recall from Lemma 5 that f(qi,...,qx) = [V — V/C'E71CVY];; and therefore

7 _ [0;; (VO — Vo=~ 1cv), O [0;(VO = VOC'=71cVv))  (A3)
dq;99; J 9>

1

Using properties of matrix derivatives,
;T H=x1x)z o)zt -z g n)z t + (o) (o Z)x L. (A.4)
The relevant derivatives of the covariance matrix X are
o2 202

;X = % 5 0iiX = —-Ajj
‘11 q;
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Plugging these into (A.4), we obtain 9;;(X71) = —%(ZflAﬁzfl) +0 (;—4) . Thus by (A.3),

Ff [y FET) cvo} _ 27 [VOC/Z*lAﬁZ*lch} 10 <1> . (A5)
oq; oq; T 1 i

As qy,...,qk — 00, 2 — CVOC’ which is symmetric and non-singular. Thus the matrix
VOC'E~IA;271CV0 converges to the matrix Q; defined earlier in (A.2). From (A.5) and
[Qi]11 > 0, we conclude that ‘327{; is positive with order % Similarly, for i # j, we have

2j(Z ) =2 1on)Z ' @E)E ! =2 (D)= + (9T (9, Z)m L.

The relevant derivatives of the covariance matrix X are

o2 (7]'2
I 1 — —
8,-2 = _inii 8]2 = —?A]] 81]2 =0
i j

From this it follows that 9;;(X ') = O < 212>. The same holds for asjg;j because of (A.3),

completing the proof of the lemma. O

A.2 Dynamic Blackwell Comparison

A.2.1 The Lemma

This subsection establishes a dynamic version of Blackwell dominance for sequences of
normal signals. As an overview, we first generalize Greenshtein (1996) and show that a
deterministic (i.e. history-independent) signal sequence yields higher expected payoff than
another in every intertemporal decision problem if (and only if) the former sequence induces
lower posterior variances about 6; at every period. This will be a corollary of the lemma
below, which also covers strategies that may condition on signal realizations.

We introduce some notation: Since 0; is the only payoff-relevant state, the DM in our
model only needs to remember the expected value of 6; and the covariance matrix over
all of the states (that is, expected values of the other states do not matter). Thus, we can

summarize any history of beliefs by ht = (‘u(l), VY., le, VT), with ‘uﬁ representing the
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posterior expected value of 6; after t periods and V' the posterior covariance matrix. Since
the posterior covariance matrix is a function of signal counts, we can also keep track of the
evolution of posterior covariance matrices by a sequence of division vectors. That is, we
will write the history as hT = (49,d(0);...;uf,d(T)), where each d(t) = (d1(t),...,dk(t))
counts the number of each signal acquired by time . We can then view any information
acquisition strategy S as a mapping from such sequences of expected values and division
vectors to signal choices.

Consider a mapping G from possible sequences of divisions to these sequences them-
selves: For each (d(0),...,d(T)), G maps to another sequence (d(0),...,d(T)), subject to
the following “consistency” requirements. First, }; d;(t) = t, meaning that each d(t) must
be a possible division at time ¢. Second, d;(t) > d;(t — 1), meaning that the sequence d can

be attained via a sequential sampling rule. Lastly, we require
(d(0),...,d(T —1)) = G(d(0),...,d(T —1))

so that nesting sequences are mapped to nesting sequences.

The following lemma says that if d(-) represents the division vectors under an infor-
mation acquisition strategy S, and if G is a consistent mapping that uniformly reduces
the posterior variance, then we can find another information acquisition strategy S whose
division vectors are given by d(-). Moreover, our construction ensures that S leads to more
dispersed posterior beliefs than S at every period, so that in any decision problem, acquiring

signals according to S is weakly better than S (when actions are taken optimally).

Lemma 7. Fix any information acquisition strategy S and any consistent mapping G defined above.

Suppose that for every sequence of divisions (d(0),...,d(T)) realized under S, it holds that

fU(T)) < f(d(T)).

Then there exists deviation strategy S such that, at every period T, any history hT = (19,d(0);...; uT,d(T))

under S can be “associated with” a distribution of histories hT = (19,d(0);...;vT,d(T)) with the

following properties:
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1. the probability of hT occurring under S is the same as the probability of its associated h”

(integrated with respect to the probability of “association”) occurring under S;

2. the total probability that any h' is associated to (integrated with respect to different possible
hT)is1;

3. under the association, the distribution of v} is normal with mean ! and variance f(d(t)) —

f(d(t)) for each t.

Consequently, for any decision strategy A, there exists another decision strategy A such that the

expected payoff under (S, A) is no less than the expected payoff under (S, A).

To interpret, the first two properties require that the association relation is a Markov
kernel between histories under S and histories under S; this enables us to compare payoffs
under S to those under S. The third property guarantees that the alternative strategy S is
more informative than S.

We note the following corollary, which is obtained from the previous lemma by consid-

ering a constant mapping G.

Corollary 8. Define the t-optimal division vectors as in Section 1.4.1. Suppose each coordinate of

n(Bt) increases in t. Then it is optimal for the DM to achieve n(Bt) at every period.

A.2.2 Proof of Lemma 7

We construct § iteratively as follows. In the first period, consider the signal choice under
S (given the null history). This signal leads to the division d(1). Let S observe the unique
signal that would achieve the division d(1).

After the first observation, the DM’s distribution of posterior beliefs about 6, under S is 61 ~
N (i, £(d(1))) with ! a normal random variable with mean ;. and variance f(0) — f(d(1)).
By comparison, the distribution of posterior beliefs under S is 8; ~ N (v}, f(d(1))) with
vl drawn from N (19, £(0) — f(d(1))). Since f(d(1)) < f(d(1)), the latter distribution of
beliefs (under S) is more informative a la Blackwell. Thus, we can associate each belief

01 ~ N (ud, f(d(1))) under S with a more informative distribution of beliefs N'(v1, f(d(1)))
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under S. To be more specific, for fixed pi, the associated v} is distributed normally with
mean y! and variance f(d(1)) — f(d(1))). Thus by construction, all three properties are
satisfied at period 1. To facilitate the discussion below, we say this distribution of beliefs
under S “imitates" the belief (u1, f(d(1))) under S.

In the second period, the deviation strategy S takes the current belief (v}, f(d(1)))
and randomly selects some yi (with conditional probabilities under the Markov kernel)
to “imitate." That is, given any selection of ul, find the signal that S would observe in
period 2 given belief (u1, f(d(1))). This signal choice under S leads to the division sequence
(d(0),d(1),d(2)), which is mapped to (d(0),d(1),d(2)). Naturally, we let S observe the
signal that would lead to the division d(2). Such a signal is well-defined due to our
consistency requirements on G.

To proceed with the analysis, let us fix y} and study the distribution of posterior beliefs
about 0; after two observations. Under S, the distribution of posterior beliefs is 6; ~
N (43, £(d(2))) with p? normally distributed with mean u} and variance f(d(1)) — f(d(2)).

While under §, the distribution of posterior beliefs is 6; ~ (v2, f(d(2))) with v? drawn from

N (ul, £(d(1)) - (d(2)))2

Since f(d(2)) < f(d(2)), the distribution of beliefs under S Blackwell-dominates the
distribution under S, for each u}. We can thus associate each history (u},d(1); u2,d(2)) under
S with a distribution of histories (v{,d(1);v?,d(2)) under S, such that the corresponding
beliefs under S are more informative at both periods. Repeating this procedure completes
the construction of S, which satisfies all three properties stated in the lemma.

Finally, suppose A is any decision strategy that maps histories to actions. We need to
find A such that the pair (S, A) does no worse than (S, A). This is straightforward given
what we have done: at any history 7T under S, let hT randomly select h” to imitate, and

define A(hT) = A(hT). Then we see that a DM who follows the decision strategy A obtains

92Here we use the following technical result: suppose the DM is endowed with a distribution of prior beliefs
6 ~ N (u, V), with y; normally distributed with mean y and variance o2, then upon observing signal i and
performing Bayesian updating, his distribution of posterior beliefs is & ~ N (1, V), with fi; normally distributed
with mean y and variance ¢ + [V — V]y;. This is proved by noting that the DM’s distribution of beliefs about
; must integrate to the same ex-ante distribution of 6;.
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the same payoff along any belief history / as another DM who uses the decision strategy A
and faces the distribution of belief histories /. Integrating over /, we have shown that (5, A)

achieves the same payoff as (S, A). The lemma is proved.

A.3 Proof of Theorem 1 (Large Block of Signals)

By Corollary 8, it suffices to show that for sufficiently large B, each coordinate n(Bt) is
increasing in t. To do this, we first argue that the signal counts grow to infinity (roughly)
proportionally. In more detail, define

_ €] o
YR I[C | - o

(A.6)

i

Then we will show that for each signal 7, n;(t) — A; - t remains bounded even as t — oo.
Indeed, we must at least have n;(t) — co; otherwise the posterior variance f(n(t))
would be bounded away from zero, which would contradict the optimality of n(t) since

f(t/K, ..., t/K) — 0. Additionally, we compute from (A.1) that

N

9f (n(t) = =25 - [VOCTTAEICV . (A7)

~

As each n; — oo, the matrix & = CVC’ + D! (see Lemma 5) converges to CV°C’. So
VoC'y Az ICVO converges to the matrix Q; defined in (A.2). It follows from (A.7) that
—g?

alf ~Y n‘;

(because we are doing discrete optimization, d;f and d;f need only be approximately equal),

-[Qi]11 (ratio converges to 1). Since a t-optimal division must satisfy d;f ~ 0, f

we deduce that n; and #; must grow proportionally. Using [Qi]11 = ([C']1;)%, we have
ni(t) ~ )\it.
Next, note that because n;(t) ~ Ait, £ = CV'C'+ D! = CVOC'+ O(}).® Thus in

fact VOC'=1A,, 27 1CVO converges to Q; at the rate of % From (A.7), we obtain 0;f =

93“Big O" notation has the usual meaning.
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M t-optimality gives us the first-order condition 9;f = 9;f + O(%).** So

2+0(l) A+03)
n? n}z_ '

This is equivalent to )\%n]z - )\]2 2 = O(t), which yields A;nj — Ajn; = O(1) after factorization.
Hence n;(t) = A;j -t + O(1) as we claimed.

Having completed this asymptotic characterization of the t-optimal division vectors, we
will now show that n(t + K — 1) > n(t) (in each coordinate) whenever  is sufficiently large.
Theorem 1 will follow once this is proved.”

Suppose for the sake of contradiction that n;(t + K —1) < ny(t) — 1. Note we have
YR (mi(t+K—1) —n(t)) = K—1. So XX, (n;(t + K—1) — n;(t)) > K, and we can without
loss of generality assume 1, (t + K — 1) > ny(t) 4 2. To summarize, when transitioning from
t-optimality to t + K — 1-optimality, signal 1 is acquired at least once less and signal 2 at
least twice more. Below we will obtain a contradiction by arguing that at period t + K — 1,
the posterior variance could be further reduced by observing signal 1 once more and signal

2 once less.

Indeed, let us write n; = n;(t) and #; = n;(t + K — 1). Then t-optimality of n(t) gives us
f(l’ll — 1,712 + 1,. . .,l’lK) > f(l’ll,l’lz,...,n[().

With a slight abuse of notation, we let d;f to denote the discrete partial derivative of f:

9if(q) = f(qi+1,9-i) — f(gq). Then the above display is equivalent to

azf(i’l1 — 1, no,... ,nK) Z alf(i’ll — 1,1’12, e ,Tl[(). (AS)

We claim this implies the following:

azf(fl1,ﬁ2 —-1,.. .,1711() > alf(ﬁl,ﬁQ -1,.. .,ﬁK). (A9)

94That is, error terms due to discreteness are no larger than t% We omit the details.
9To be fully rigorous, this only proves Theorem 1 when B is sufficiently large and is a multiple of K — 1.

However, we can similarly show n(t 4+ K) > n(t) for sufficiently large t. The two inequalities n(t + K — 1) > n(t)
and n(t + K) > n(t) together are sufficient to deduce Theorem 1 for all large B.
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This would lead to

f(ﬁl,ﬁg,...,ﬁ[() >f(1711—|—1,ﬁ2—1,...,17l[<),

which would be our desired contradiction.

It remains to show (A.8) = (A.9). By assumption, we have /iy < ny —1, 7ip > np +2
and the difference between any 7i; and n; is bounded uniformly over t. Thus the LHS of
(A.9) exceeds the LHS of (A.8) by (at least) a second derivative d minus a finite number
of cross partial derivatives d,;. By Lemma 6, this difference on the LHS is positive with
order %3 The difference between the RHS of (A.9) and the RHS of (A.8) can be positive or
negative, but either way it has order O(t%) This shows (A.9) is a consequence of (A.8), and

the theorem follows.

A4 Proof of Theorem 2 (Separable Environments)

Suppose the informational environment is separable. We will show n(t) increases in t,
which implies the theorem via Corollary 8.
Note that in a separable environment, the definition of t-optimality reduces to the

following.
K

n(t) = (ny(t),..., nx(t)) € argmin Y 8i(q:)
(@1,-K): i €2+ L qi=t i=1

where g1, ..., gk are convex functions.

In this setting, the myopic information acquisition strategy sequentially chooses the
signal i that minimizes the difference g;(g; + 1) — gi(g;), given the current division vector 4.
But since the g-functions are convex, the outcome under the myopic strategy coincides with
t-optimality at every period t (This is fairly well known, and it can be proved quickly by

induction.) Hence n(t) can and will be sequentially attained.
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A.5 Preparation for the Proof of Theorem 3

A.5.1 Switch Deviations

We now introduce preliminary results that will be used to show that the optimal rule
eventually proceeds myopically in generic environments. Relative to the proofs of Theorems
1 and 2, the new difficulty that arises is that in general, the optimal information acquisition
strategy conditions on signal realizations. As a result, the induced division vectors d(-) are
stochastic, and we will need the full power of our dynamic Blackwell lemma.

In what follows, we will apply Lemma 7 using a particular class of mappings G.

Definition 4. Fix a particular sequence of divisions (d*(0),d*(1),...,d*(to)). Let i be the signal

observed in period ty and j be any other signal. An (i, j)-switch mapping G specifies the following:
1. Suppose T < toor d(t) # d*(t) for some t < tg, then let G(d(0),...,d(T)) be itself.

2. Otherwise T > to and d(t) = d*(t),Vt < to. If dj(T) = dj(to), then let d(T) = (d;(T) —
1,d](T) + 1,d_1](T)) Ifd](T) > dj(f()), then let J(T) = d(T)

(i,)-switch

O\

S1 S2 S3 S4 S5 ... Sp—1 Xl’ Stg+1 --- St—1 X] St+1
N———
Signals match divisions d*(0), ..., d*(tp—1) None of these are X;

Figure A.1: Pictorial representation of an (i, j)-switch based on a sequence of divisions d*(0),...,d*(tp).

Let us interpret this definition by relating to the resulting deviation strategy S constructed
in Lemma 7. The first case above says that S only deviates when the history of divisions is
d*(0),...,d*(to — 1) and S is about to observe signal i in period ty. The second case says
that S dictates observing signal j instead at that history; subsequently, S observes the same
signal as S (at the imitated belief) until the first period at which S is about to observe signal ;.
If that period exists, the deviation strategy S switches back to observing signal i and coincides

with S afterwards.
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The benefit of these “switch deviations" is that their posterior variances can be easily
compared to the original strategy. Specifically, d(t) = d(t) except at those histories that
begin with d*(0),d*(1),...,d*(to — 1) (and before signal j is observed again under S). At

such histories, the posterior variance is strictly lower under S if and only if

fdi(t) = 1,di(t) +1,d_(t)) < f(d(t)).

Using (absolute values of) the discrete partial derivatives, we can rewrite this condition as

0if (di(t) —1,d;(t),d_i;(t))] < [9;f(di(t) —1,d;(t),dij(t))]- *)
We can thus obtain the following corollary:

Corollary 9. Suppose we can find a history of divisions d(0),...,d(ty) realized under S such
that d;(to) = d;(to — 1) + 1 and moreover (*) holds for all divisions d(t) with d;(t) = d;(to) and

di(t) > di(to), Vk. Then the switch deviation S constructed above improves upon S.

Note that the condition d;(t) = d;(ty) captures the fact that d(t) differs from d(t) only
until signal j is chosen again by S. Meanwhile, di(t) > di(ty), Vk holds because we only

compare posterior variances after ty periods.

A.5.2 Asymptotic Characterization of Optimal Strategy

Below we will use the contrapositive of Corollary 9 to argue that if S is the optimal
information acquisition strategy, then we cannot find any history of realized divisions
such that (*) always holds. Technically speaking, we might worry that although S strictly
improves upon S in terms of posterior variances, it might achieve the same expected payoff
as S (for instance, when the DM faces a constant payoff function). Nonetheless, by Zorn’s
lemma we can choose S to be an optimal strategy that is additionally “un-dominated"”
in terms of posterior variances. With that choice, the deviation S cannot exist, and our
arguments remain valid. (Note that our theorems only state that the DM has an optimal

strategy ...)
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To illustrate, we now derive the asymptotic signal proportions for the optimal informa-

tion acquisition strategy S.

Lemma 8. Suppose S is the optimal information acquisition strategy, and d(-) is its induced
divisions. Let Ay be defined as in (A.6). In generic informational environments, the difference

dx(T) — Ay - T remains bounded as T — oo, for any realized division d(T) and each signal k.

Proof. For this proof, we only need the informational environment to be such that each
signal has strictly positive marginal value. That is, for any signal k and any possible division g,

we require
f@r+1,q-%) < £(q).

This is “generically” satisfied because any equality f(qx +1,9_x) = f(q) would impose a
non-trivial polynomial equation over the signal linear coefficients, and the number of such
constraints is at most countable.

Under this genericity assumption, let us first show dy(T) — oo holds for each signal
k, and the speed of divergence depends only on the informational environment. For
contradiction, suppose this is not true. Then we can find a sequence of histories {h!"}
such that T), — oo but d;(T},) remains bounded (these histories need not nest one another).
By passing to a subsequence, we may assume g = lim,_, dx(T},) exists for every signal
k, where this limit may be infinity. Define I to be the non-empty subset of signals (not
including signal 1) with g; = co. Furthermore, we assume that the signal observed in the last
period of each of these histories i’ is the same signal i. We also assume i € I; otherwise
just truncate the histories by finitely many periods.

Take any signal j ¢ I (for instance, j = 1 works). Choose T;, sufficiently large and
consider the (i, j)-switch deviation S that deviates from h'" by observing signal j instead
of i in period T,,. We will verify (*) for all possible divisions d(t) with d;(t) = d;(T,;) and
d;i(t) > d;(T,,), which will contradict the optimality of S via Corollary 9. Indeed, note that
as T,y — oo, di(T,) — oo because i € I. Since d;(t) > d;(T,,), the LHS of (*) approaches

zero as Ty, increases. By comparison, the RHS of (¥) is bounded away from zero because
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di(t) = d;(Ty) is bounded, and we assume each signal has strictly positive marginal value.
Hence (*) holds and we have shown that d(T) — oo in each coordinate.

Next, from (A.7), we have the following approximations for the partial derivatives:

o7 - [Qiln

(7]~2 [Qj
|0:f (di(t) — 1, d;(t),d—i(t))] ~ FAOL 0if (di(t) — 1,d;(t),d—ij(t))| ~ ——F~5—

d;(t)?

If limsup, Z;gg% > % (recall that A; is proportional to o; - \/[Q;]11), then the above

estimates would imply (*) whenever d;(t) > d;(to) (because t > to) and d;(t) = d;(to). That

would contradict the optimality of S. Hence, limsup, Zf Eigg < % for every pair of signals
]

i and j. It follows that di(to) ~ A - to, Vk.
Once these asymptotic proportions are proved, we know that the matrix & = CVC’ +

D! converges to CVC’ at the rate of % By (A.7), we can deduce more precise approxima-

tions:
2 1 2. 10, 1
0 -[Qi]u-i—O(;) Y [Q]]11+O(t)
|alf(dl(t) 1/ )| - di(t)z |a]f(dl(t) 1’ )’ - d](t)Z
If Z”_Eigg > % + O(%), then these refined estimates would again imply (*) whenever d;(t) >
]
di(to) and d;(t) = d;(to). To avoid the resulting contradiction, we must have ngig% <
]

% + O(%) for every pair of signals. This enables us to conclude di(ty) = Ag - to + O(1) as

O

desired.

A.6 Proof of Theorem 3 (Generic Eventual Myopia)

A.6.1 Outline of the Proof

To guide the reader through this appendix, we begin by outlining the proof of the theorem,
which is broken down into several steps. Throughout, we focus on the case of B = 1 (one
signal each period), but our proof easily extends to arbitrary B. We will first show a simpler
(and weaker) result that, in generic environments, the number of periods in which the
optimal strategy differs from the t-optimal division has natural density 1. Our proof of this

result is based on the observation that if equivalence does not hold at some time ¢, there
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must be two different divisions over signals for which the resulting posterior variances about
6, are within O(t%) from each other. This leads to a Diophantine approximation inequality,
which we can show only occurs at a vanishing fraction of periods t.

To improve the result and demonstrate equivalence at all late periods, we show that the
number of “exceptional periods" t is generically finite if there are three different divisions
over signals whose posterior variances are within O(t%) from each other. This allows us to
conclude that in generic environments, the t-optimal divisions eventually monotonically
increase in t.

In such environments, t-optimality can be achieved at every late period. Thus, whenever
t-optimality obtains in some late period, it will be sustained in all future periods. Since we
have already established that the optimal strategy achieves t-optimality infinitely often, we
conclude equivalence at all large t.

We highlight that in this appendix, we use a slightly different notion of “generic" where
we fix the signal coefficient matrix C and instead (randomly) vary the signal variances {¢?}.

This concept implies (and is stronger than) the previous genericity concept defined on C.

A.6.2 Equivalence at Almost All Times

We begin by proving a weaker result, that the optimal strategy induces the t-optimal division

n(t) at almost all periods t.

Proposition 6. Suppose the informational environment (V°,C,{0?}) has the property that for
any i # j, the ratio % is an irrational number. Then, at a set of times with natural density 1,7
d(t) = n(t) (which is unique) holds for every decision problem. In particular, the optimal strategy

induces a deterministic division vector at such times.

Proof of Proposition 6. Suppose that di(T) > n1(T) + 1 and do(T) < np(T) — 1. Consider the

%Formally, for any set of positive integers A, let A(N) count the number of integers in A no greater than N.

Then we define the natural density of A to be limy_,o %N), when this limit exists.
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last period ty < T in which the optimal strategy observed signal 1. Then
dl(to) = d1(T) > nl(T) +1; dz(to) < dz(T) < le(T) —1.

Using the contrapositive of Corollary 9 with the (1,2)-switch, we know that (*) cannot
always hold. Thus there exists a division d(t) such that the inequality (*) is reversed. That
is, we can find a division d(t) with dy(t) > dy(tp) and d(t) = da(to) such that (getting rid

of the absolute values)
o1f(d1(t) —1,da(t),d_12(t)) < 9af (dr(t) —1,da(t),d_12(t)). (A.10)
On the other hand, t-optimality of n(t) gives us
91f(n1(T),n2(T) —1,n_12(T)) > 0af (n1(T), n2(T) — 1, n_12(T)). (A.11)

Note that da(t) = da(to) implies t — to is bounded (due to Lemma 8). On the other hand,
we have d; (t) = d1(Tp) by construction (ty is the last period signal 1 was observed). Hence
to — T is also bounded. Combining both, we deduce t — T must be bounded. Applying
Lemma 8 again, we know that any difference d;(t) — n;(T) is bounded.

Now because di(t) —1 > dy(tg) —1 > n1(T), the LHS of (A.10) has size at least the LHS
of (A.11) minus a finite number of cross partial derivatives dy;. Similarly, the RHS of (A.10)
is at most bigger than the RHS of (A.10) by a number of cross partials. Together with the
order difference lemma, these imply that the only way (A.10) and (A.11) can both hold is if
the two sides of (A.11) differ by at most O (7).

To summarize: a necessary condition for d1(T) > n1(T) + 1 and da(T) < na(T) + 1 to

occur is that

F(m(T) +1,m(T) —1,....,n(T)) = F(n(T))| = O <T14> . (A12)

Hence, to prove the Proposition we only need to show that (A.12) holds at a set of times

with natural density 0. The following lemma proves exactly this property. O
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Lemma 9. Suppose % is an irrational number. For positive constants cy, ¢1, define A(co, c1) to be
the following set of positive integers:
{t:3q1,92,...,9xk € Z1,s.t. |gi — A - t| < co, Vi

AfFqua+1,. . q8) = fl+ 1,92, q1)| < e/}
Then A(co, ¢1) has natural density zero.

Proof of Lemma 9. The proof relies on the following technical result, which gives a precise

approximation of the discrete partial derivatives of f:

Lemma 10. Fix the informational environment. There exists a constant a; such that

o7 - [Qjn 1
flaja-) — flaj+1,9-)) = 2—-5+0 <4;c0) (A.13)
(g7 — aj) t
holds for all q1, ..., qx with |q; — Ait| < co, Vi. The notation O (%4, co) means an upper bound of t%,
where the constant L may depend on the informational environment as well as on co.”’
Assuming (A.13), we see that the condition

1

f(g,92+1,...,9x) — f(g1+1,92,...,9x)| < i

o2 [ o3 [Qolnn

. . . 23 Mo\2 A \2 C3 it
implies | 7207 — (a7 | < # and thus ’( aa) — (52) ‘ < 7 for some larger positive
. . . Al o )\2 [n .
constants cy, c3. This further implies ‘ PP <% which reduces to
)\2 Cs
g2 —az—3=(q1 —a1)| < —. (A.14)
A t

This inequality says that the fractional part of %ql is very close to the fractional part of
%lﬁ — ay. But since % is an irrational number, the fractional part of %ql is “equi-distributed”

in (0,1) as g1 ranges in the positive integers.”® Thus the Diophantine approximation (A.14)

7n applying Lemma 9 to prove Proposition 6, ¢y is taken to be the bound on 1n; — A; - t.
%8The Equi-distribution Theorem states that for any irrational number « and any sub-interval (a,b) C (0,1),

the set of positive integers n such that the fractional part of an belongs to (a,b) has natural density b — a. Itis a
special case of the Ergodic Theorem.
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only has solution at a set of times t with natural density 0, proving Lemma 9. Below we

supply the technically involved proof of (A.13). O

Proof of Lemma 10. Fix qy,...,qk and the signal j. Recall the diagonal matrix D = diag(%, ceey Z—I;)
1 K

Consider any 4; € [g;,q; + 1] and let D be the analogue of D for the division (4;,q—;). That

is, D = D except that [D];; = q’ . Let £ = CVOC’' + D~1. From (A.7), we have

2

g & S —
9if(dj,q9-j) = —qug : [VOC/Z A% 1CVO] 0 (A.15)
j

Here and later in this proof, d;f represents the usual continuous derivative rather than the discrete
derivative.
Let Dy = diag <)‘1t ,%) and ¥y = CVOC’ + Dal. For |q; — Ait| < ¢o, Vi we have
K

D — Dy = O(cp), where the Big O notation applies entry-wise. It follows that

A A 1 1
S =CcviCc'+ D1 =cvoc + D! +O(t—2, co) = ):0+O(t2, Co)-

Observe that the matrix inverse is a differentiable mapping at £y (which is CVOC’ + D! >~

CVC’ and thus positive definite). Thus we have

3 1
$l=3140 (tz;c0> :

Plugging this into (A.15) and using §; ~ A;t, we obtain that
o7 1
4 _ Y 0 1 110
3if(d4i,q9-j) = - [V C'sylazgicy ]1 i) <t4, ) (A.16)
]

2 2
Since g = CVOC’' + 1 - diag (%, cee K—’;), we can apply Taylor expansion (to the matrix
inverse map) and write

)
Ok

2
ot = (cvoc) ! - %(cvoc’)—1 - diag (ill W

) -(cv'cH)t+0 (;) . (A7)
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This implies

M:
VICEs Ag eV = vOC(CviC) Tiay(CvPC) Tieve — =2 4+ 0 (:2)
M,; 1
=Q-=+0(5), (A.18)

where M; is a fixed K x K matrix depending only on the informational environment. For
future use, we note that

2 2

M; = V°C'(CVOC)Vdiag ( 2L,..., 7K ) (cvOC) 1A, (CVOC!) tevP
N Ak

0 07\—1 0~ 0'2 ‘712<
+voC'(cvC)1A;(CcvOC’) ! diag

Ok 01\ —1~1,0
T ,AK>(CVC) 0%

— C ' diag a. % (CVOC) 1A C
M Ak i
+C1A;(CVOC) " dia S AV (A.19)
jj g A Ak . .

Using (A.18), we can simplify (A.16) to

0"2 M: 1
9if(4j,9-) = —q*]z [Qj - /L +0 (t4, > : (A.20)

]
Integrating this over 4; € [q;,q; + 1], we conclude that

2

o M.
f@p9-) = flaj+19) = ——- [Q; — ]} +0 (14,‘Co> . (A.21)
qi(q; +1) t t
We seta; = — (Aé[[QAf]’jl“ + %) Then
02 M; 14 2a,+1 [Q]] .
Pl (R ] = (@ 1Q -l-O(;c),
9;(qj +1) [ / o Q) 61]'(6/]'+1) (v/] —a;)2 e
G
implying the desired approximation (A.13). The last equality above uses 7 (qu;) = (q-—lu')z +
] ]

@) (%4 ; ¢o), which is because

(q;+1 2(a; +1 2a;+1
TR R AR ENC R
(qj = aj) 9j = 9 (aj Ajt t

dividing through by g;(g; +1). O
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A.6.3 A Simultaneous Diophantine Approximation Problem

The above Lemma 9 tells us that at most times f, there do not exist a pair of divisions
(differing minimally on two signal counts) that lead to posterior variances close to each
other (with a difference of 7). We obtain a stronger result if a triple of such divisions were

to exist.

Lemma 11. Fix V° and C, and let signal variances vary. For positive constants co,c1, define

A*(co, c1) to be the following set of positive integers:

{t : 3 q41,92,493,---,9K € Z+,S.t. ‘ql —)\it’ < Co,Vi
AFg, 2 +1,q3,.-.,q5) — f(q1 +1,92,93, - .., qx)| < c1/t*

A ‘f(qlquIqS + 1/- . -qu) _f(lh + 1#12#13;- -~rqK)‘ S Cl/t4}
Then, for generic signal variances, A*(co, c1) has finite cardinality.

Proof. So far we have been dealing with fixed informational environments. However, a
number of parameters defined above depend on the signal variances o = {0?}X . Specif-
ically, while the matrix Q; = C71A;C’~! is independent of ¢, the asymptotic proportions
Ai < 07 - [Qi]11 do vary with . In this proof, we write A;(¢) to highlight this dependence.
Next, we recall the matrix M; introduced earlier in (A.19). We note that for fixed matrices
V% and C, each entry of M;(0) is a fixed linear combination of +—— —K=

N )
Then the parameter a;(c) in (A.13) is given by (see the previous proof)

2 2
o3 o]
[

. 1 A](U)[M](O')]H _ 1 K - Uiz . 1 K o
a;j(0) = —5 210)In =—5+ Ai(or) ;bﬂm =—5+ » biioio;  (A.22)

1

for some constants Eﬁ, bji independent of ¢. In the last equality above, we used the fact that

Aj(o)

1 tant ti %
)\i(U) equa S a constant tumes ;j.

Thus Lemma 10 gives

o7 - 1Qj]
flai9-;) — fgj+1,q-5) = (q]]_a](];)l)z +0 (;;q})

whenever |q; — Ai(0) - t| < cp, Vi. We comment that the Big O constant here may depend
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on ¢. However, a single constant suffices if we restrict each ¢; to be bounded above and
bounded away from zero. Since measure-zero sets are closed under countable unions, this
restriction does not affect the result we want to prove.

By the above approximation, a necessary condition for + € A*(cp,c1) is that g1, 92,43

satisfy

(2 = a2(0)) = T2 (g1 — ()] < (A23)
as well as

(s = a3(0)) = =2 (= (@) < 8 (A24)

for some constant cs independent of ¢ (cs may depend on ¢, ¢ stated in the lemma). The
constant 7 is given by 7 = 1/[Q2]11/[Q1]11, and similarly for «.

It remains to show that for generic o, there are only finitely many positive integer
triples (41, 92, 3) satisfying the simultaneous Diophantine approximation (A.23) and (A.24). To
prove this, we assume that each ¢; is i.i.d. drawn from the uniform distribution on [%, L],
where L is a large constant. Denote by F(q1,42,493) the event that (A.23) and (A.24) hold
simultaneously. We claim that there exists a constant cy such that P(F(g1,92,43)) < % holds
for all g1, g2, q3. Since F(q1,42,93) cannot occur for q2,q3 > csq1, this claim will imply

2

Y P(F(qug093) <Y, ¥ <Y < (A.25)

4
q1.42/93 n qaas<csm 11 m 11
Generic finiteness of tuples (g1, 42,43) will then follow from the Borel-Cantelli Lemma.*’
To prove this claim, it suffices to show that if ¢ = (01,09,03,04,...,0¢) and ¢ =

(01,0%,03,04,...,0k) both satisfy (A.23) and (A.24), then |0y — 03], |03 — 03] < ;—2 for some
1

constant ¢.!% Without loss, we assume |03 — 73| > |03 — 03]. Using (A.22), we can rewrite

9Because of the use of Borel-Cantelli Lemma, this proof (unlike Lemma 9 above) does not allow us
to effectively determine for given ¢ whether (A.23) and (A.24) only have finitely many integer solutions.
Nonetheless, a modification of this proof does imply the following finite-time probabilistic statement: when
oy,...,0k are independently drawn, the probability that the optimality strategy coincides with t-optimality at
every period t > T is at least 1 — O(%), where the constant involved only depends on the distribution of ¢.

190This implies that the probability of the event F(q1,42,93) conditional on any value of 01,0y, ...,0x is
bounded by ;—Z, which is stronger than the claim.
1
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the condition (A.23) as

‘ (qﬁ-;) _ITz <q1+ )—{—2[310’20’1

h,—/
A B

for some constants B; independent of 0. A similar inequality holds at ¢’

1 _U'Ué 1 P
(o+) 5 D) o

——
A’ B

It follows from the above two inequalities that |[A + B — A’ — B| < % Furthermore, since

|A—A'| <|A+B—A"—B'|+|B— B/| (by triangle inequality), we deduce

. /_
‘M.<ql+1>‘<266+

A26
o > (A.26)

Zﬁ ohol — oa07) | .

Because o] = o; for i # 2,3, we have

Bi(o30] — 0n0;)| =

(02 — 02)0i + ) ioy (0] — 03)
i

' <El3 ) + P20y (03 — 02) + B3z (03 — 03)
< (K+2)L-max|Bi| - |03 — 0.
1
Plugging this estimate into (A.26), we obtain the desired result |o» — 07| < . This completes
the proof of the lemma. O

A.6.4 Monotonicity of t-Optimal Divisions

We apply Lemma 11 to prove the eventual monotonicity of t-optimal divisions in generic

informational environments.

Proposition 7. Fix V° and C. For generic signal variances {o?}X_,, there exists Ty such that for

t > Ty, the t-optimal division n(t) is unique, and it satisfies n;(t + 1) > n;(t), Vi.

Proof. Uniqueness follows from the stronger fact that in generic informational environments,

f(q1,...,qx) differs from f(q,...,q%) whenever g # q'. Below we focus on monotonicity.
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Using the order difference lemma, we can already deduce the difference |n;(t +1) —n;(t)]
is no more than 1 at sufficiently late periods t. Suppose that n1(t +1) = n;(t) — 1. Then
because Y ;(n;(t +1) — n;(t)) = 1, we can without loss assume ny(t + 1) = ny(t) + 1 and
n3(t+1) = n3(t) + 1.

For notational ease, write n; = n;(t), n; = n;(t + 1). By t-optimality, we have

f(n1/n2/n3/"-/nK) Sf(nl —1,n2+1,7’l3,...,n]<)

f(ny,ny,nh,...,ng) < f(nj+1,n5—1,n5,...,1%).

These inequalities are equivalent to
azf(nl — 1, np,ns,... ,Tl[() > alf(l’ll — 1, np,n3,... ,1’11() (A27)

Oof (ny,ny —1,n5,...,ng) <o1f(ny,ny—1,n5,...,1k) (A.28)

with 0;f representing the discrete partial derivative.

Since nj — 1 = ny, the LHS of (A.28) is at least the LHS of (A.27) minus a number of
cross partials. Similarly, the RHS of (A.28) is at most bigger than the RHS of (A.27) by a
number of cross partials. Thus the only way (A.27) and (A.28) can both hold is if the two

sides of (A.27) differ by no more than O(t%) That is, for some absolute constant c1,'% we
have
c
‘f(?ll —1,n+1,n;3,... ,711() — f(nl,nz, ns,.. .,YZK)| < I.Ti (A29)
An analogous argument yields
c
|f(1’ll —1,ny,n3+1,... ,nK) — f(nl,nz, ns,.. .,nK)| < t% (A.30)

But now we can apply Lemma 11 to show that in generic environments, there are only
finitely many integer tuples (11, ...,ng) that satisfy both (A.29) and (A.30). This proves the

result. O

10T A5 discussed in the proof of Lemma 11, we can find a single constant c; that works for all ¢ bounded
above and bounded away from zero.
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A.6.5 Completing the Proof of Theorem 3

By Proposition 7, generically there exists Ty such that n(#) is monotonic in ¢ after T periods.
Thus, using our dynamic Blackwell lemma, if the DM achieves t-optimality at some period
t > Ty, he will continue to do so in the future. By Proposition 6, such a time t does exist.

This proves Theorem 3.

A.7 Proof of Proposition 1 (Bound on B)

A.7.1 Preliminary Estimates

Throughout, we work with the linearly-transformed model, where each signal X; is simply
0; plus standard Gaussian noise, and the DM’s prior covariance matrix over the transformed

states is V. Let v = 9(qy, ..., qx) represent the following K x 1 vector:
y=V+E) 1 V.w (A.31)

with E = diag(qil, e, qu) For 1 <i < K, 7; denotes the i-th coordinate of v.
Here we re-derive the posterior variance function f, its (usual continuous) derivatives
and second derivatives. Our formulae below take as primitives V and w, but they are

equivalent to those presented in Appendix A.1 (for the original model).

Fact 1 (Posterior Variance).

flgqr,...,qx) =w' (V=V(V+E)"V)w.

Fact 2 (Partial Derivatives of Posterior Variance).

1 ¥, ¥, ~ ~
9if(q1,-- -, qx) = —? W V(V+E)'A;(V+E) Ww=—-L.
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Fact 3 (Second-Order Partial Derivatives of Posterior Variance).

%if(q1,-- -, qx)

2-wV(VHE) '"A;(V+E) "WV  2-0'V(V+E) 'A;(V+E)'A;(V+E) Ww
q q

:2ﬁ.@_KV+B*h)

q; qi

Fact 4 (Cross-Partial Derivatives of Posterior Variance).

) o _ - B - 4~
aijf(ql,...,qK):W-w’V(V—HE) "i(V+E) 'A;(V+E) Ww
ij

=27 5 1
= [(V+E) iy
a7 !

All of the above facts can be proved by simple linear algebra, so we omit the details.

A.7.2 Refined Asymptotic Characterization of n(t)

We now specialize to w = 1 and establish the next lemma, which refines our asymptotic

102

characterization of n(t) in Appendix A.3."%* Proposition 1 will immediately follow.

Lemma 12. For t > 8(R + 1)KV/K, it holds that |n;(t) — £| < 4(R+1)VK.

Proof. Note from (A.31) that (V + E)y = Vw. So V(w — ) = Ey = (B,..., %), and
!/
weg =t (2,2
=W

From the definition of the operator norm, we deduce

N 2 2 > (v 7]2

L (=7 =lw—qlP<R-{} 5] (A32)

i=1 j=11;
This holds for any division vector g and the corresponding < (which is a function of 7).

Now suppose without loss of generality that 1 (t) > +. Letq = (n1(t) — 1, na(t), ..., nk(t))

192Easy to see that in the transformed model, A; « |w;|. So A; = % here.

111



and consider the corresponding <y. Then from t-optimality we have
g +1q9-1) = f(@] 2 1f (g +1,q-5) = f@)], V).
Note that the discrete partial derivatives above are related to the usual continuous partials

by the following inequalities:!®®

0e v?
I < 1) — < 1,
@D S £ +1,9-j) = f(q)] 7
We therefore deduce
,YZ 72
RA J vj. (A.33)

>7’
2 7 gi(g;+1)

q

Combining (A.32) and (A.33) and using q% < W, we see that
i i\4j

K ,),2
Y (1—7:)* <2R*K- 1. (A.34)
i=1 1

In particular, we know that 7 —1 < Rv2K - % Easy to see this implies
2RVK
qf <2 (A.35)
1

whenever q; = ny(t) —1 > £ —1 > (2v/2+4 2)RVK. Plugging this back into the RHS of

7 <1+

(A.34), we then obtain

v >1- ZRq\/E >2-—1/2. (A.36)
1
Now use (A.33), (A.35) and (A.36) to deduce that

1_2R\/E
no 12( 4R\/E>-q1:q1—4R\R.

i
1> g > B 1— Y=
PTEE = 1+ 2RVK 0
1

Recall g; = n;(t) for j > 1 and g1 = n1(t) — 1. We thus have

ni(t) > m(t) — 4RVK - 2. (A.37)

103The RHS follows from the convexity of f; the LHS can be proved by using Fact 2, Fact 3 and noting that 'y]z
915(9) _ % (Vv + E)*l}j]- has the same sign of ;.
7

is an increasing function in g;, because
] aq
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Since n1(t) > %, the above implies n;(t) >  —4(R + 1)V/K for each signal j. This proves
half of the lemma.

For the other half, note that 1;(t) < £ must hold for some signal j. Thus (A.37) yields
m(t) < ¢ +4(R+ 1)v/K. This is not just true for signal 1, but in fact for any signal i with
ni(t) > L. So we conclude n;(t) < £+ 4(R + 1)K for each signal i. The proof of the

lemma is complete. O

A.8 Applications of Results from Section 1.5 (Multi-player Games)

A.8.1 Beauty Contest

Hellwig and Veldkamp (2009) introduced a beauty contest game with endogenous one-shot
information acquisition. We build on this by modifying the information acquisition stage so
that players sequentially acquire information over many periods (rather than once), and face
a capacity constraint each period (rather than costly signals). We show that the basic insights
of Hellwig and Veldkamp (2009) hold in this setting.

Specifically, suppose that at an unknown final period, a unit mass of players simultane-
ously chooses prices p; € R to minimize the (normalized) squared distance between their
price and an unknown target price p*, which depends on the unknown state w and also on
the average price p = [ p; di:

- 1 * * —
ui(pi’p’w):_(l_r)z'(Pi_p )2, wherep*=(1-7)-w+r-p (A.38)

The constant r € (—1,1) determines whether pricing decisions are complements or substi-
tutes.!04

In every period up until the final period, each player acquires B signals from the set
(X?), as in the framework we have developed. To closely mirror the setup in Hellwig and

Veldkamp (2009), we set each 6} = w. Assuming “conditional independence" of players’

104When r > 0, best responses are increasing in the prices set by other players, thus decisions are complements.
Conversely, » < 0 implies decisions are substitutes.
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signals, we can directly apply Corollary 1 and conclude that in every equilibrium, players
choose a deterministic (myopic) sequence of information acquisitions. This result echoes
Hellwig and Veldkamp (2009), who show that equilibrium is unique when players choose

from private signals (see their Subsection 1.3.4).105

Our extension is to introduce dynamics
and show how the dynamic problem can be reduced into a static one.

Let X(t) be the posterior variance about w after the first t myopic observations. Since the
players in our model acquire B signals each period, their (common) posterior variance at the
end of t periods is given by X(Bt). Thus, conditional on period t being the final period, our

game is as if the players acquire a batch of Bt signals and then choose prices. This means

that equilibrium prices are determined in the same way as in Hellwig and Veldkamp (2009):

(Tip) =
PAS<Bt  1—r+r-X(Bt)

- E(w|Zlp), (A.39)

where IiS 5 represents player i’s information set, consisting of Bt signal realizations.
We can use this characterization of equilibrium to re-evaluate the main insight in Hellwig
and Veldkamp (2009): the incentive to acquire more informative signals is increasing in
aggregate information acquisition if decisions are complements and decreasing if decisions
are substitutes. For this purpose, we augment the model with a period 0, in which each
player i invests in a capacity level B; at some cost. Afterwards, players acquire information
myopically (under possibly differential capacity constraints) and participate in the beauty
contest game.
Let u € A(Z™") be the distribution over capacity levels chosen by player i’s opponents.
Then, player i’s expected utility from choosing capacity B; is given by
Z(Bit)
(L=rr- [y 2(BE) du(B))”

EU(Bi, 1) = —Eiur (A.40)

1%5Hellwig and Veldkamp (2009) also study a case in which players observe signals that are distorted by
a common noise (which violates conditional independence). They show that multiple equilibria generally
arise with such “public signals". Dewan and Myatt (2008), Myatt and Wallace (2012) and Colombo et al. (2014)
restore a unique linear symmetric equilibrium by assuming perfectly divisible signals, similar to the continuous-
time variant of our model. In contrast, our equilibrium analysis relies on the informational environment (i.e.
conditional independence), but not on symmetry or linearity of the strategy.
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Above, the expectation is taken with respect to the random final period t distributed
according to 77, while inside the expectation, the term [, X(Bt) dy(B) is the average posterior
variance among the players. Similar to Proposition 1 in Hellwig and Veldkamp (2009), we

have the following result:

Corollary 10. Suppose B; > B; and fi > y in the sense of first-order stochastic dominance. Then
the sign of the difference EU(B;, ) + EU(B;, i) — EU(B;, 1) — EU(B;, ) is

(a) zero, if there is no strategic interaction (r = 0);
(b) positive, if decisions are complementary (r > 0);

(c) negative, if decisions are substitutes (r < 0).

When decisions are complements, the value of additional information is increasing in the
amount of aggregate information. Thus player i has a stronger incentive to choose a higher
signal capacity if his opponents (on average) acquire more signals. This incentive goes in
the opposite direction when decisions are substitutes, which confirms the main finding of

Hellwig and Veldkamp (2009).

A.8.2 Strategic Trading

We consider the strategic trading game introduced in Lambert et al. (2018), in which individ-
uals trade given asymmetric information about the value of an asset. We endogenize the
information available to traders by adding a pre-trading stage in which traders sequentially
acquire signals. As before, we suppose that trading occurs at a final time period that is
determined according to an arbitrary full-support distribution.

In more detail: At the final time period, a security with unknown value v is traded in a
market, and each of n traders submits a demand d;. There are additionally liquidity traders
who generate exogenous random demand u. A market-maker privately observes a signal
Om (possibly multi-dimensional) and the total demand D = ) ;d; + u. He sets the price
P(0r, D), which in equilibrium equals [E[v | 0y, D]. Each strategic trader then obtains profit
Il; =d;- (v—P(0um,D)).
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We suppose that in each period up to and including the final time period, each trader i
chooses to observe a signal from his set (X!) (described in Section 1.5). The requirement of
conditional independence is strengthened to apply to a payoff-relevant vector w = (v, O, 1)
(instead of a real-valued unknown): That is, for each player i, conditional on the value of 0,
the payoff-relevant vector w and the other players’ unknown states (¢/);.; are assumed to
be conditionally independent from player i’s states 6. Relative to the fully general setting
considered in Lambert et al. (2018), this assumption allows for flexible correlation within a
player’s signals, but places a strong restriction on the correlation across different players’

signals. Applying Corollary 1, we can conclude that:

Corollary 11. Under the above assumptions, there is an essentially unique linear NE in which
the on-path signal acquisitions are myopic, and in the final period, players play the unique linear

equilibrium described in Lambert et al. (2018).

Thus, the closed-form solutions that are a key contribution of Lambert et al. (2018) extend

to our dynamic setting with endogenous information.

A.9 Example in Which n(t) is Not Monotone Even for Large ¢

Here we continue to study Example 2 presented in Figure 1.1 of the main text. We will show
that the t-optimal division vectors n(t) fail to be monotone, even when we consider only
periods after some large T.

The posterior variance function is

1

_1+l+1_%
qn 1+E+W

f(q1,92,93) =1

This suggests that the t-optimal problem can be separated into two parts: choosing g1, and
allocating the remaining observations between g, and g3. The latter allocation problem is
simple: an optimal division satisfies g3 = g, — 1 or g3 = q»>. With some extra algebra, we

obtain that for N > 1:
1. If t = 3N + 1, then the unique t-optimal division is (N +2,N,N —1);
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2. If t = 3N + 2, then the unique t-optimal division is (N + 3, N, N — 1);

3. If t = 3N + 3, then the unique t-optimal division is (N +2,N + 1, N).

Crucially, note that when transitioning from t = 3N + 2 to t = 3N + 3, the t-optimal
number of X; signals is decreased. This reflects the complementarity between signals X,
and X3, which causes the DM to observe them in pairs. Due to this failure of monotonicity,

a sequential rule cannot achieve the t-optimal division vectors for all large ¢.

A.10 Additional Result for K =2

When there are only two states and two signals, we can show that for a broad class of

environments, the myopic information acquisition strategy is optimal from period 1.1%

Proposition 8. Suppose K = 2, the prior is standard Gaussian (V° = 1), and both signals have
b

a
variance 1.1 Write C = and assume without loss that |ad| > |bc|. Then the optimal
c d

information acquisition strategy is myopic whenever the following inequality holds:
(1+2b%) - |ad — be| > |ad + be|. (A.41)

In particular, this is true whenever abcd < 0.

To interpret, (A.41) requires that the determinant of the matrix C, ad — bc, is not too small
(holding other terms constant). Equivalently, the two vectors (in IR?) defining the signals
should not be close to collinear. This rules out situations where the two signals provide

such similar information in the initial periods that they substitute one another.

Proof. Under the assumptions, the DM’s posterior variance about 6; is computed to be

1+ bqu -+ d26]2
a2+ b?) g1 + (2 + d?)ga + (ad — be)?qge”

f(‘hqu) = 1+(

19n the proposition below, if the linear coefficients a,b, ¢, d were picked at random, then with probability %
we would have abed < 0.

107We make these simplifying assumptions so that the condition for immediate equivalence is easy to state
and interpret.
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Given g; observations of each signal i in the past, the myopic strategy chooses signal 1 if
and only if f(q1 +1,92) < f(q1,92 + 1), which reduces to

(ad — bc)?b?q? 4 (14 b?)(ad — be)?qy — (a®d* — b*c?)gy + (1 + 1) (A42)

<(ad — bc)*d*q3 + (1 +d*)(ad — be)?qy + (a*d* — b*c?)ga + a*(1 + d?).
The condition |ad| > |bc| ensures that the RHS is an increasing function of g, because the
coefficients in front of g3 and g5 are both positive. Meanwhile, the condition (1 + 2b2)|ad —
be| > |ad + be| implies the LHS is larger when g1 = 1 than when g1 = 0, so that the LHS is
also increasing in (integer values of) ;.
Even if f may not be written into separable form, (A.42) suggests that the comparison
between the marginal values of signal 1 and 2 “is separable." It follows that the t-optimal

division vectors are increasing in t. Proposition 8 is proved. O

A.11 Eventual Optimality of the Myopic Strategy

Below, write m(t) for the division vector at time t achieved under the (history-independent)
myopic rule.'’® We have discussed that when Theorems 1 or 2 apply, the myopic division
vector m(t) is t-optimal at every period t. In this appendix, we argue that generically,
division vectors m(t) at late periods are t-optimal. This result complements our Theorem 3,
and suggests that a DM who naively follows the myopic rule all the way cannot do very
poorly.

To avoid repetition, here we only sketch the core argument. The main new step is to show
that the division vectors m(t) under the myopic rule grow to infinity in each coordinate;
that is, a myopic DM would not get stuck observing a subset of signals. Once this is shown,
we can repeat the (rest of the) proof of Lemma 8 and deduce that m;(t) — A; - t remains

bounded. And with these asymptotic characterizations, we can reproduce the proof of

18That is, m(t) = (my(t),..., mg(t)) where m;(t) is the number of times signal i has been observed under
myopic information acquisition prior to and including period t.
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Theorem 3 (now for the myopic strategy instead of the optimal strategy) without trouble.!®”

To see myopic signal choices never get stuck, we establish the following lemma.

Lemma 13. Fix an arbitrary division vector g € RX (need not be integral). The partial derivatives

of f at q are all zero if and only if g1 = - - - = gx = oo.

Intuitively, this holds because for normal linear signals, the posterior variance is globally
convex. So if each signal has zero marginal value relative to the division ¢, then ¢ must be a
global minimizer of posterior variance.

We conclude by mentioning that a similar result (i.e. myopic information acquisition
does not get stuck) would not in general be true for other signal structures. The following is

a counterexample with normal but non-linear signals.

Example 10. Consider three states 61, 6, 3 drawn independently. The DM has access to these

three signals:

X1 = 61 +sign(62) + €1
X, = sign(6203) + €2

X3 =05+ ¢€3

where €1, €, €3 are Gaussian noise terms. We focus on the prediction problem, in which (at
a random time) the DM makes a prediction about 0; and receives negative of the squared
prediction error.

Note that prior to the first observation of Xj, signal X3 is completely uninformative
about the payoff-relevant state 6; (even when combined with previous observations of Xj).
Similarly, signal X, is individually uninformative about 6,,''° and thus about 6;. These

imply that the DM’s uncertainty about 60; is not reduced upon the first observation of either

19These latter steps are actually simpler to carry out for the myopic strategy. This is because in constructing
a deviation from the myopic strategy, we only need to look for a lower posterior variance at a single period. So
we no longer need to make use of switch deviations.

10This is because the sign of 6263 does not contain any new information about 8, when 65 is equally likely to
be positive or negative.
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X, or X3. Hence, the myopic rule in this example is to always observe Xj, contrary to
Lemma 13.

Thus, if the DM acquires information myopically, he will never completely learn the
value of 0;. By contrast, if the DM is sufficiently patient, then his optimal strategy will
observe each signal infinitely often and identify the value of 8; in the long run. Thus, in this

example the myopic signal path does not eventually agree with the optimal path.
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Appendix B

Appendix to Chapter 2

B.1 Posterior Variance Function

B.1.1 A Basic Lemma

Here we review and extend a basic result from Liang et al. (2018). Specifically, we show that
the posterior variance about w weakly decreases over time, and the marginal value of any

signal decreases in its signal count.

Lemma 14. Given prior covariance matrix VO and q; observations of each signal i, society’s posterior

variance about w is given by

Flguqn) = [(V) T+ C'Q0) (B.1)

where Q = diag(q1,...,qn). The function f is decreasing and convex in each q; whenever these

arguments take non-negative real values.

Proof. Note that (V?)~! is the prior precision matrix, and C'QC = YN, g; - [cic!] is the total
precision from the signals. Thus the above formula simply represents the fact that for
Gaussian prior and signals, the posterior precision matrix is the sum of prior and signal
precision matrices. To prove the monotonicity of f, consider the partial order > on positive

semi-definite matrices where A > B if and only if A — B is positive semi-definite. As g;
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increases, the matrix Q and C'QC increase in this order. Thus the posterior covariance
matrix ((V°)~! + C’'QC)~! decreases in this order, which implies that the posterior variance
about w decreases. Intuitively, more information always improves the decision-maker’s
estimates.

To prove f is convex, it suffices to prove f is midpoint-convex since the function is clearly
continuous. Take q1,...,9n, 71,...,/n € R4 and let s; = q‘TH’ Define the corresponding

diagonal matrices to be Q, R, S. Observe that Q + R = 25. Thus by the AM-HM inequality

for positive-definite matrices, we have in matrix order
(V)™ +C'QC) ™ + (V) +C'RC) ™ = 2((VO) ' +C'sC) .

We conclude
f(ql,. . .,E]N) —|—f(1’1,. . .,TN) 2 Zf(Sl,. . .,SN).

This proves the convexity of f. O

B.1.2 Inverse of Positive Semi-definite Matrices

For future use, we provide a definition of [X~!]y; for positive semi-definite matrices X. When
X is positive definite, its eigenvalues are strictly positive, and its inverse matrix is defined

as usual. In general, we can apply the spectrum theorem to write
X =upu’

with U being a K x K orthogonal matrix whose columns are eigenvectors of X, and D being
a K x K diagonal matrix consisting of non-negative eigenvalues. Even if some of these
eigenvalues are zero, we can think of X 1 as
K1
X t'=(upuH'=ubpUu = ]; q [uju)
with u; being the j-th column vector of U. We thus define

(XM = i M (B.2)

j=1 dj
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with the convention that 8 = 0. Note that by this definition,

(X" = lim (i (<”161>)2> = [(X+elx) '
=1

e—0, d] + €

since the matrix X + eIk has the same set of eigenvectors as X, with eigenvalues increased
by €. Hence our definition of [X~1];; is a continuous extension of the usual definition to

positive semi-definite matrices. Note that we allow [X~!]1; to be infinite.

B.2 Proof of Theorem 4

B.2.1 Asymptotic Behavior of Posterior Variance

We first approximate the posterior variance as a function of the frequencies with which each

signal is observed. Specifically,

Lemma 15. For any Ay, ..., Ay > 0, let A = diag(Aq,...,AN). Then

f*()\l, .. .,)\N) = tlim t- f(/\lt, .. .,)\Nt>
e (B.3)
=[(C'AC)

Note that the matrix C' AC is positive semi-definite. So the value of [(C'AC) 1|11 is well defined,
see (B.2).

Proof. Recall that f(q1,...,qn) = [((V?)™' 4+ C'QC)~!],, with Q = diag(qy,...,qn). Thus

tf()\lt,,/\Nt) — <1(V0)1 +C,AC> -1

11

Hence by the continuity of [X~!];; in the matrix X, we obtain the lemma. O

We note that C'AC is the Fisher Information Matrix when the signals are observed
according to frequencies A. Thus the above lemma can also be seen as an application of the

Bayesian Central Limit Theorem.
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B.2.2 Reduction to the Study of f*
The development of the function f* is useful for the following reason:

Lemma 16. Suppose A uniquely minimizes f*(A) subject to A € AN~ (the N — 1-dimensional

simplex), then the t-optimal divisions satisfy n;(t) ~ A; - t for each i.

Proof. Fix any increasing sequence of times t1, 5, .. .. It suffices to show that whenever the

limit A; := lim;,—eo %fn”’) exists for each i, this limit A must be A. Suppose not, then by
assumption f*(A) > f*(A). For € > 0, define another vector A € RY with A; = A; +¢, Vi.
By the continuity of f*, it holds that f*(A) > f*(A) for sufficiently small e.

1 (tm)
t

Since A; = limy— oo 2, there exists M sufficiently large such that n;(t,) < A; - t, for

each i and m > M. Hence, for m > M,

tm -f(nl(tm),...,nN(tm)) > tn f(;\l . tm/---/)N\N . tm) —)f*(}\l,...,}\N)

The first inequality uses the monotonicity of f. On the other hand,
tm f(j\l b, .. -/;\N . tm) — f*(}\l,. . .,}\N).

Comparing the above two displays, we see that for sufficiently large m, f(n1(tm), ..., nx(tm)) >
f (}\1 gy AN tm). But this contradicts the t-optimality of the division n(t,,), as society

could do better by following frequencies A. The lemma is thus proved. O
B.2.3 Crucial Lemma

We pause to demonstrate the following technical lemma:

Lemma 17. Suppose S* = {1, ..., K} uniquely minimizes ¢(S) and let C* be the K x K submatrix
of C corresponding to the first K signals. Further suppose ﬁ‘]-s* = [(C*) =13 is positive for 1 < j < K.

Then for any signal i > K, we can write ¢; = Z]I‘<:1 wj - cj with |Z]I-<:1 il < 1.
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Proof. By assumption, we have the vector identity
K
e = Zﬁ] " Cj with ,B] = [(C*)_l]lj > 0.
j=1

Suppose for contradiction that 2][(:1 aj > 1 (the opposite case where the sum is < —1 can be
similarly treated). In particular, some «; is positive. Without loss of generality, we assume

% is the largest among such ratios. Then a; > 0 and

K K ﬁ’l ,Bl K
e =) Bici=|1Bi— _a)e|+ (e
j=1 j=2 1 Lo\j=1
This represents e; as a linear combination of the vectors ¢y, ..., cx and ¢;, with coefficients
B B B - S
B2 — 071 “0,..., Bk — a—l -xg and a—: Observe that these coefficients are non-negative: for
each2 <j<K,Bj— % -«; is clearly positive if a; < 0 (since B; > 0). And if a; > 0, then by
. g o L & . E . _ .

assumption ﬂ—i <& and B; — & - a;j is again non-negative.

By definition, ¢({2,...,K,i}) is the sum of the absolute value of these coefficients. This

sum is
K

K(ﬁ_@a)+ﬁ:iﬁ+&(1_za)<iﬁ
~ ] a ] a = ] o ]/ = J

j=1 j=1

]
But then ¢({2,...,K,i}) < ¢({1,2,...,K}), leading to a contradiction. Hence the lemma

must be true. [

B.2.4 Proof of Theorem 4 when |S*| = K

Given Lemma 16, Theorem 4 will follow once we show that A* uniquely minimizes f*(A)
over the simplex—recall that A* denotes the optimal asymptotic frequencies for the minimal
spanning set S* that minimizes ¢. In this section, we prove A* is indeed the unique
minimizer whenever this “best" subset S* contains exactly K signals. Later on we will prove

the same result even when |S*| < K, but that proof will require additional techniques.

Lemma 18. Suppose S* = {1,...,K} is the unique minimizer of ¢(S) over minimal spanning
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sets. Define A* € AN~1 by

N (=0 PR
SRAllC) 1y

|/ — _—
with C* = Cigyx),* and Af = 0,¥i > K. Then f*(A*) < f*(A) forany A € AN1, A # A%,

Proof. First, we will assume that [(C*)~!]y; is positive for 1 < i < K. This is without loss
because we can always work with the “negative" of any signal (replace c; with —c;), which
does not affect agents’ behavior.

Since f(q1,...,qNn) is convex in its arguments, f*(A) = lim; o t - f(A1t,..., ANt) is also
convex in A. To show f*(A*) < f*(A), we only need to show f*(A*) < f*((1—€)A* +€A) for
some € > 0. In other words, it suffices to show f*(A*) < f*(A) for A in an e-neighborhood
of A*. By assumption, §* is minimally-spanning and so its signals are linearly independent.
Thus its signals must span all of the K states. From this it follows that the K x K matrix
C'A*C is positive definite, and by (B.3) the function f* is differentiable near A* (see Remark
1 below).

We claim that the partial derivatives of f* satisfy the following inequality:
Ixf*(A") <9;f*(A*) <0,Vi > K. (**)
Once this is proved, we will have, for A close to A*,

My A AR, AN) 2 (M, Ak A+ Ak - AN, L0, 0) > FF(AT).
(B.4)
The first inequality is based on (**) and continuous differentiability of f*, while the second
inequality is because A* uniquely minimizes f* if society only observes the first K signals.

Moreover, when A # A*, one of these inequalities is strict so that f*(A) > f*(A*) strictly.

To prove (**), we recall that

(A1, ..., AN) = €l (C'AC) Ley.

1 For any subset Z C [N] and J C [K], write Cz 7 for the sub-matrix of C with row indices in Z and column
indices in J. Likewise, let C_z 7 be the sub-matrix of C after deleting rows in Z and columns in J.
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Since A = diag(Ay,...,AN), its derivative is 9;A = A;;, which is an N x N matrix whose
(i,1)-th entry is 1 and all other entries are zero. Using properties of matrix derivatives, we
obtain

9if*(A) = —e{(C'AC)'C'A;C(C'AC) !
As the i-th row vector of C is ¢}, C'A;;C is the K x K matrix c;c}. The above simplifies to
Aif*(A) = —[ei(C'AC) e,

At A = A*, the matrix C’AC further simplifies to (C*)" - diag(A],...,A%) - (C*), which is a

product of K x K invertible matrices. We thus deduce that
1 1 2
0" (1) = = [ (€1) - diag (ereeer g ) (€))7 ]
1 K

It is crucial for our analysis that the term in the brackets is a linear function of ¢;. To ease

notation, we write v’ = ¢} - (C*) ! - diag (A*, ey A*) ((C*))~'and v; = (v,¢;). Then
dif =—7%, 1<i<N. (B.5)

For 1 <i <K, ((C*)")~!-¢;is just ¢;. Thus, using the assumption [(C*)™'];; > 0,Vj, we

have

1 *\ — K
'yi:ei‘(C*)’l-diag <1*,...,*>-el-: [(C ) Z =¢(S%), 1<i<K
M Ak Al j=1
(B.6)
On the other hand, choosing any i > K, we can uniquely write the vector c¢; as a linear

combination of ¢y, ..., cx. By Lemma 17, for any i > K we have

M-

K
vi=(v,ci) =Y a;-(v,¢)) sz] vi=¢(S) - ) aj. (B.7)
=1

j=1
The last equality uses (B.6). Since |Z]I<:1 a;| < 1, the absolute value of v; for any i > K is

strictly smaller than the absolute value of yk. This together with (B.5) proves the desired

inequality (**), and the lemma follows. O

Remark 1. The essence of this proof is the following non-obvious fact: the subset {1,...,K}
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uniquely minimizes ¢ among all subsets of size K if and only if

o({1,...,K}) < ¢({1,..., K} U{iN{j}), V1 <j< K <i<N.

That is, if a set of K signals does not minimize ¢, then we can improve the speed of learning
simply by adding one signal to replace one existing signal. This property enables us to
reduce the general problem with N signals to the much simpler problem with K + 1 signals,
and we are able to use calculus to resolve the latter problem, see (**).

However, the above fact relies on the original set containing exactly K signals. To see this,
consider two states and three signals with coefficient vectors ¢; = (0.5,0),c2 = (1,1),¢c3 =
(1, —1). If we start with the first signal alone, adding either of the latter two signals does
not decrease ¢. However, the latter two signals combined yield a faster speed of learning, as
$({2,3}) =1 <2 =¢({1}). On the technical level, this occurs because at A = (1,0,0), f* is
differentiable along every direction but not differentiable as a multi-variate function (i.e. it
does not admit a gradient vector). Thus, even though the partial derivatives satisfy (**), we
cannot deduce that any directional derivative similarly satisfies (**). It is for this reason that

we need a different proof of Lemma 18 when |S§*| < K, which we present later.

Remark 2. Still assuming that the “best" subset S* contains exactly K signals, we now show
ni(t) = A7 -t 4+ O(1), Vi, which improves upon the conclusion of Theorem 4. First, we can
apply Lemma 17 to find a positive constant # < 1 such that for each i > K, if ¢; = Z]K:1 ;c;

then |Z]I'<:1 a;| <1—17. By (B.5), (B.6) and (B.7), we have

Aif(A) = =0kf(A") = —¢(S")% af(A) = —(1—y)* ¢(S)2Vi>K. (B
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For any A € AN™1, the convexity of f* implies!!?

M-

frA) = fHAT) + (A = A7) - aif7 (A7)

i=1

N
Zf*(?»*)Jr;(Ai—A?) (0if (A7) +¢(S7)?) (B.9)
N
> fr(A) + (27 = 1%) - p(S)? '7;1)\{-

The second line uses YN ; (A; — A¥) = 0 and the last inequality is due to (B.8).

Consider any division (g3, ...,qn) at time ¢. A straightforward refinement of Lemma 15
gives that whenever f*(A) is finite, ¢ - f(At) approaches f*(A) at the rate of 1. In particular
f(A*-t) =1 f*(A*) +O(3). For (q1,...,qn) to be a t-optimal division, it is necessary that
f(q1,...,9n) < f(A* - t). Thus

() sf*(A*>+O<1>- (B.10)

By (B.9) and (B.10), any t-optimal division n(f) must satisfy n;(f) = O(1) for each signal
i > K. Conditional on these signal counts, society’s optimal choice over signals 1 through K
must satisfy n;(t) = Af -t 4+ O(1),V1 < i < K, as shown in Proposition 2. This is what we

desire to prove here.

B.2.5 A Perturbation Argument

We have shown that whenever ¢(S) is uniquely minimized by a set S containing K signals,

min £ = F1(1) = min ¢(S)? = p(IN))?

We now show this equality holds more generally.

Lemma 19. For any coefficient matrix C,

(min f*(A) = ¢([N])* (B.11)

N2 A mentioned in Remark 1, it is crucial that f* is differentiable at A*. The argument here relies on the
directional derivative in the direction A — A* being well-defined and equal to a linear sum of partial derivatives.
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Proof. Because society can choose to focus on any minimal spanning set, it is clear that
min, f*(A) < ¢([N])? = ming(¢(S))?. It remains to prove f*(A) > ¢([N])? for any fixed
A € AN~1. By Lemma 15, we need to show [(C'AC)~1]1; > ¢([N])2.

This was already proved for generic coefficient matrices C; specifically, those for which
¢(S) is minimized by a set of K signals. But even if C is “non-generic", we can approximate

it by a sequence of “generic" matrices C,,.!'3 Along this sequence, we have
[(CLACw) ™11 = ¢m([N])

where ¢, is the speed of learning from the N signals given by coefficient matrix C,,. As
m — oo, the LHS above approaches [(C'AC)~!];;. Thus the lemma will follow once we
show that limsup,, . ¢n([N]) > ¢([N]).

For this we invoke the following characterization
N N
N]) = min | st e = i+ Cj.
#(IN]) = min D IPil st e1 =) pi-c

Ifey =Y ,BZ(m) . cgm) along the convergent sequence, then e; = ) ; B; - ¢; for any limit point

of B(™). This enables us to conclude lim infy, e ¢ ([N]) > ¢([N]), which is more than what

we need. O

B.2.6 Proof of Theorem 4 when |S*| < K

We now complete the proof of Theorem 4 for the case where the “best” subset S* contains
fewer than K signals. To be precise, let S* = {1,...,k} and define A* € AN=1 {0 be the
optimal frequencies when only the first k signals are observed. We will show n;(t) ~ A* -, Vi.
By Lemma 16, we only need to show that A* uniquely minimizes f*(A) over the simplex.
Since f*(A*) = ¢(S*)? = ¢([N])? by definition, we know from Lemma 19 that A* does

minimize f*(A).

113First, we may add repetitive signals to ensure N > K. This does not affect the value of min f*(A) or ¢([N]).
Whenever N > K, it is generically true that every minimal spanning set contains exactly K signals. Moreover,
the equality ¢(S) = ¢(S) for S # S induces a non-trivial polynomial equation over the entries in C. This
means we can always find C (m) close to C such that for the coefficient matrix C (m), different subsets S (of size
K) attain different values of ¢(S).
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It remains to show that A* is the unique minimizer. Suppose for contradiction that
f*(A*) = f*(A) for some A € AN~ distinct from A*. For 7 € R, define A7 = A* + 17 - (A —
A*), so that A = A*, Al = A. Observe that when n € (0,1), A" is a convex combination

between A* and A. Thus the convexity of f* implies
FrAN) < @=n)f ) +nfA) = f (A7)

Since f*(A*) is minimal, we must then have f*(A7) = f*(A*) for 4 € (0,1). But for
fixed A* and A, (B.3) shows that the value of f*(A”) is a rational function (quotient of
two polynomials) of #. Thus this rational function is itself a constant. Consequently,
F*(AT) = f*(A*) for all 57 (not just those in the unit interval) such that A7 € AN~1,

Because A # A*, there exists some j € {1,...,k} such that 5\]- < )\;‘. Without loss,

we assume

% is the smallest among such ratios. Let 1 = ATAEM’ then the vector A"

has first-coordinate 0 and all other coordinates non-negative. By our preceding analysis,

fH(AT) = f*(A*) for this 7. However, since A" “ignores" signal 1, Lemma 19 implies that
FONZ min FO) = o(IN\L

By assumption, S* = {1,...,k} is the unigue minimal spanning set that minimizes ¢. Thus

the RHS above is strictly larger than ¢(S*)? = f*(1*), leading to the contradictory result

1) > ).

This contradiction shows A* must uniquely minimize f*(A). Theorem 4 follows.

B.3 Proof of Theorem 5

Let signals 1,. ..,k (with k < K) be a minimally spanning set that is optimal in its subspace.
We will demonstrate an open set of prior beliefs given which all agents observe these k
signals. Since these signals are minimally spanning, they must be linearly independent.
Thus we can consider linearly transformed states 01,...,0k such that these k signals are
simply 01, ..., 0 plus standard Gaussian noise. This linear transformation is invertible, so

any prior over the original states is bijectively mapped to a prior over the transformed states.
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Thus it is without loss to work with the transformed model and look for prior beliefs over
the transformed states.

The payoff-relevant state w becomes a linear combination w10y + - - - + wf;. We may
without loss assume the weights w; are all positive. Moreover, since the first k signals
are optimal in its subspace, Lemma 17 implies that any other signal that belongs to this

subspace can be written as

k
Zaiéi + N(O,l)
i=1

with [Y5_; ;| < 1. On the other hand, if a signal does not belong to this subspace, it must

take the form of
K
Y Bibi + N(0,1)
i=1

with Byy1, ..., Bk not all equal to zero.
Now consider a prior belief such that 0,...,0k are independent from each other. Given
prior variances vy, . . ., vk, the reduction in the variance of w10; + - - - + w6 by any signal

Yy aif + N(0,1) is
(Lh aiw;o;)?
1+ Y ao;
If vy,..., v are small positive numbers and if the product w;v; is approximately constant

across 1 < i < k, then the above is approximately (YX ; a;)2w3v3. Since [Y5; o < 1, we

deduce that any other signal belonging to the subspace of the first k signals is worse than

signal 1 (in the first period), whose variance reduction is ﬁﬁ
Meanwhile, take any signal that does not belong to the subspace. The variance reduction
by such a signal Y'X ; 8:0; + N(0,1) is
(T Biwivi)?
1+ Y5, Boi
As Bi+1,- ., Pk are not all zero, the denominator above can be arbitrarily large if v, 1,..., vk
are chosen to be large. Then, this signal is again worse than signal 1 for the first agent,

similar to the situation in Example 6.

To summarize, we have shown that whenever the prior variances vy, ..., vk satisfy the
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following three conditions, the first agent chooses among the first k signals:
1. vq,...,v; are close to 0;
2. w1y, ..., wvx have pairwise ratios close to 1;
3. Uxa1,...,0k are large.114

To show that every agent chooses among the first k signals, it suffices to check that starting
from any prior beliefs satisfying the above conditions, the posterior beliefs after observing
a signal continue to satisfy these conditions. Since variances decrease over time, the first
condition is obviously satisfied. By independence, learning about 6y, ..., 8 does not affect
the variances of the remaining states. So vy, ..., vk are unchanged, and the third condition
is verified. Finally, the second condition holds for the posterior beliefs because the signal i

wjo?
1+U,‘

that is chosen has the greatest value of . This choice ensures that v; « wi’_, as shown also
in Liang et al. (2018). Hence Theorem 5 is proved.

Strictly speaking, the above construction does not provide an open set of prior beliefs
given which agents always observe the first k signals. This is because we restricted attention
to priors that are independent over 01,...,0k. But it could be shown that the argument

extends to mild correlation across states. We omit the somewhat cumbersome details, which

do not add any further intuition.

B.4 Proof of Theorem 6

B.4.1 Preliminary Steps

Given any prior, let A C [N] be the set of signals that are observed by infinitely many agents.
We first show that A is a spanning set.
Indeed, by definition we can find some period ¢ after which agents only observe signals

in A. Also note that the variance reduction of any signal approaches zero as its signal

M4Formally, we require that for some ¢ > 0, it holds that vy,...,0p < & maxj <<, wiv; < (14+¢) -
min; <;< w;v;; and Vg4 q,. .., Vg > %
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count gets large. Thus, along society’s signal path, the variance reduction is close to zero at
sufficiently late periods.

If A is not spanning, society’s posterior variance remains bounded away from zero. Thus
in the limit where each signal in A has infinite signal counts, there still exists some signal j

outside of A whose variance reduction is strictly positive.!'®

By continuity, at sufficiently
late periods, observing signal j would reduce the variance by a positive amount. This is a

profitable deviation from observing some signal in A4, leading to a contradiction!

Now that A is spanning, we can take S to be the optimal minimal spanning set in the
subspace spanned by A. To prove Theorem 6, we will show the long-run frequencies are
positive precisely for the signals in S. Ignoring the initial periods, it is without loss to
assume that only signals in A are available. It suffices to show that whenever the signals
observed infinitely often span that subspace, agents eventually sample from the optimal subset
S. To ease notation, we assume this subspace is the entire RX, and prove the following

result:

Theorem 6 Restated. Suppose that the signals observed infinitely often span RX. Then

society eventually observes signals in §* with frequencies A*.

The next sections are devoted to the proof of this restatement.

B.4.2 Controlling the Derivatives

To study the posterior variance function f, it will be convenient to instead work with the
homogenous function f* we introduced in Lemma 15. We formalize this connection as

follows:

115Formally, let s1,...,sny denote the limit signal counts, where s; = o if and only if i € A. Then there exists
j such that f(s; +1,5_;) < f(sj,s_;). This is because if f(s; +1,5_;) = f(sj,s_;) for each j, then the partial
derivatives of f at s are all zero. Since f is differentiable, this would imply all directional derivatives of f are
also zero. By the convexity of f, f(s) must achieve minimum value. But by assumption there exists a spanning
set, so f(q) = 01if 41, ...,gn are all infinite. This contradicts f(s) > 0.
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Lemma 20. Suppose that signals in A span RX. Then, as q; — oo for each i € A,

M=

Il
—_

Doo(@ ANy
f(g1,.-.,9N) ; f (t,..., t> with t=) g

1

The partial derivatives and second partial derivatives also satisfy the approximations
1 « (1 qN

if (g1, qN) ~ tlB A ()
Proof. Recall that

fqu-an) = (V) +CQ0) T |
Since q; — oo for i € A, the least eigenvalue of the matrix C'QC approaches infinity. That is,
for any € > 0, it holds eventually that (V°)~! < ¢ - C’QC in matrix order. Then

1
1+e

[(C'QC) T < flqu, -+ qn) < (C'QC) M

Equivalently, this shows

(e ) <l < (2,

Similar approximation holds for the derivatives, proving the lemma. O

Lemma 21. Under the same assumptions as in Lemma 20, it holds that

9jif(q1,---,qn)

—0
9if(q1,---,qn)

and similarly
o ()
Eoif (0 %)
Proof. It suffices to prove the first result. From f(q1,...,qn) = €] - [(V?) "1+ C'QC] 7! ¢

we compute that

dif = —ei - [(VO) ' +C'QCI ™ -} [(VO) T+ C'QC ey
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and
djif =2¢1- (V)1 +C'QCI " -¢j- - (V)1 +C'QCT ¢y - (V) H+C'QCT ! ey
Let yj = ¢} - [(V?) "' +C’'QC] ™" - ¢j, which is a number. Then the above shows
Of == Of =277 ¢ (V)T +C'QCT ! - ¢

Again, all eigenvalues of the matrix (V?)~! 4+ C'QC become large as q; — oo for i € A. Thus
for arbitrarily large constant L, eventually (V°)~! + C'QC = L - ¢;c} in matrix norm. Then
the number ¢} - [(VO)~1+C'QC] ! - ¢ is arbitrarily small, and the above display shows d;; f

is small compared to d; f. O

The above lemmata imply that at sufficiently late periods along society’s signal path,
the variance reduction of any discrete signal can be approximated by the continuous partial

derivative of f (or f*). A direct corollary is the following:

Lemma 22. For any € > 0, there exists sufficiently large t(€) such that if signal j is observed in
any period t + 1 later than t(€), then

0if* (mit)) <(1—¢€) min o;f* (mEt))

1<I<N

That is, the signal choice in any sufficiently late period almost minimizes the directional

derivative of f*.

B.4.3 (Pseudo) Gradient Descent of f*

We define A(t) = @ € ANTL If j is the signal choice in period t + 1, then it is easily

checked that

At+1) = A(t) +

11 F+17
The frequencies A(t) move in the direction of e;, which is the direction where f* decreases
almost the fastest (by Lemma 22). Thus, the evolution of A(t) over time resembles the

gradient descent dynamics—the value of f*(A(f)) roughly decreases over time, and we can
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expect that eventually A(t) approaches the unique minimizer A* of f*.

To formalize this intuition, we consider (for fixed € > 0 and sufficiently large ¢)

FOME+1) = F (ilA(t)+t+11ej>
t

(i) s o (i) w0 ()

Fr
<f <‘|t— <t>> 1;16 9f (t+1 <t>)
S

=L e+ T e )
< PN+ 1+ F D) + =2 min A (A()

(B.12)

The first inequality uses Lemma 21, the next equality uses the homogeneity of f*, and the
last inequality uses Lemma 22.
Write A = A(t) for short. Observe that f* is differentiable at A, since A;(t) > 0 fori € A,

which spans the entire space. Thus the convexity of f* yields
N
FrAT) = f1 M)+ 34 = A)) - 95 (A).
j=1

The homogeneity of f* implies 2}\]:1 Aj-9if*(A) = —f*(A). This enables us to rewrite the

above display as

N
LA a0 < S (00 =2 ().
Thus, in particular,
11<1}1<nN8f (A(t)) < fF(A") =2f"(A). (B.13)

Combining (B.12) and (B.13), we have for all large t:

frA(E+1)) < fH(A(D) + % (1 =2¢) - f1(A") = (1 —4e) - fH(A(H))]: (B.14)

We claim this implies f*(A(t)) < (1 +4e) - f*(A*) holds for all large t. Indeed, if this holds
for some t, then (B.14) implies the same is true at future periods. It thus suffices to show

the opposite inequality f*(A(t)) > (1 +4e€) - f*(A*) cannot hold at every large t. By (B.14),
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that would give f*(A(t+1)) < f*(A(t)) — w But since the harmonic series diverges,
f*(A(t)) would then decrease without bound, leading to a contradiction!
Hence we have shown that for any fixed €, f*(A(t)) < (1 +4e) - f*(A*) holds eventually.

As A* is the unique minimizer of f*, this implies A(t) — A*. Theorem 6 follows.

Remark 3. The above argument leaves open the possibility that some signals outside of
S* are observed infinitely often, yet with zero long-run frequency. We conjecture this cannot
happen, but we are only able to show this when |S*| = K.

Specifically, suppose |S*| = K and m;(t) ~ A7 -t,Vi, then we claim that the stronger
conclusion m;(t) = Af - t + O(1) also holds.!*® Together with Remark 2, this suggests that
the difference between m;(t) and the optimal 7;(t) remains bounded.

To prove this claim, we assume without loss that S* = {1, ..., K} is the first K signals.
By the previously established (**), the first K partial derivatives of f* are equal at A* and
they are strictly smaller (i.e., more negative) than the other partial derivatives. Since these
partial derivatives are continuous, we can find € > 0 such that whenever A is within €

distance from A*, it holds that

9ifr(A) < (1+€)-9if (A), VI<i<K<j

By assumption we have A(t) = @ — A*. Thus at sufficiently late periods, Lemma 22

implies that the signal choice must be within the first K signals. This shows signals outside

of §* are observed finitely often, as desired. And for any signal i in S*, its signal count

satisfies m;(t) = A} - t + O(1) by Proposition 2.

116Thys, the conclusion of Corollary 7 can be strengthened.
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B.5 Examples Failing Unique Minimizer

B.5.1 First Example

Example 11. There are K = 3 states w, b1, b, independently drawn with prior variances %, %,

==

N = 4 signals are available, and they are respectively

Xi=w+b+e€
Xo=b1+e
Xs=w+by+e€;3

Xs=br+e

with standard normal errors. Note that the former two signals and the latter two signals are
both spanning, and these two sets generate the same asymptotic variance. Thus Assumption
3 is not satisfied.

The posterior variance about w as a function of the number of observations 41,72, 43, g4
of each signal type can be derived as follows. First, given g observations of signal X,
and g4 observations of signal X4, posterior variance about 6, and 63 are 1/ (g2 + B) and
1/(q4 + 7v) respectively. Consider now ¢; additional observations of Xj; this provides the
same information about the payoff-relevant state w as the signal w + €, where €’ is an
independent noise term with variance - + —L. Similarly, g5 additional observations of X3

no ptp
. . " "o . . . .
are equivalent to the signal w + €”, where €” is an independent noise term with variance

L+ 1 From this we deduce that posterior variance about w is

93 qaty’
1 1
f(91,92,93,q4) = 1 LI RIS W ne
71 G2+pB q3 qa+y

The optimal division vector thus seeks to maximize

(B.15)
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It is useful to rewrite (B.15) in the following way:

1 (i —q2—B)* (q3—qa— 7)2>
g+ g+ B+qs+qs+— - .
4 <q1 RN 71+q+p 93 +qa+7y

Then, since q1 +q> + B+ g3 + ga +y = t + B + 7 is fixed at any time ¢, it is equivalent to

choose 41, 92, 93,94 to minimize the sum of ratios

(== B (33—g:—=7)"
qgi+q+p gs +q4+y

Ideally, if signals were perfectly divisible, the optimum would be to choose q; = g2 +  and
g3 = q4 + 7. But as each g; is restricted to integer values, this continuous optimum is not
feasible whenever B and -y are not integers.

The solution to this integer optimization problem is involved, and the details are
relegated to the next subsection. To express the solution, we need some additional notation.
Let 7 be the integer that minimizes |r — | (the distance to ) and let s be the integer that
minimizes |s — y|. Further, let (B) and (-y) be the value of these absolute differences. We

show that when the parity of t and r + s are the same, the optimal (41, 42,93, 44) satisfy

{B) (1)

Y 1o R L T (Y o B

-t

and otherwise the optimal (g1, 42, 93, g4) satisfy

® 1- (7)

R e O A IS B 1O

Thus, all four signals are observed with positive frequencies in the long run according to

the optimal criterion.

Although the example is involved, its intuition is simple: we would most like to set
q1 = q2 + B and g3 = g4 + 7, but this is not feasible when § and -y are not integers. Thus,
there is inevitably some loss from the ideal case where signals are continuously divisible.
This loss turns out to be convex in signal counts, so to minimize total loss, both groups of
signals are observed infinitely often.

The conclusion of Theorem 4 fails to hold in a strong sense in the example above, since
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all signals are observed infinitely often. Later we provide another example that does not
satisfy Unique Minimizer, but where the conclusion of Theorem 4 holds “qualitatively.”
The difference in these two examples, and in addition the complexity of derivation of the
asymptotic frequencies above suggest that characterization of optimal acquisitions is in

general difficult without the Unique Minimizer assumption.

B.5.2 Details for Example 11

To solve the integer maximization problem (B.15), let r be the integer that minimizes | — B
(the distance to B) and let s be the integer that minimizes |s — 7|. Further, let (8) and
(7) be the value of these absolute differences. We assume 2,2 are not integers, so that

0 < (B),{7) < 3. We also assume (B) # (7), and by symmetry focus on the case of

(B) < (7)-

With these assumptions, it is clear that when g1, > are integers, the minimum value of
lg1 — g2 — B| is (B), achieved if and only if q; = g, + r. Similarly the minimum value of
|93 — g4 — | is (y), achieved when g3 = g4 + s. Now if the total number of observations ¢
has the same parity as r + s, it is possible to choose 41, 42, 43, 44 such that their sum is ¢ and

q1 = g2 +1, 3 = g4 + s—any pair g, g4 with sum =5=* leads to such a solution. Given

(8)? (n?
2+7+p + 2q4—(&y-s+'y' The

these constraints, then, the optimum is to choose ¢, 44 to minimize %

t—r—s

optimal g, and g4 satisfy q2/g4 ~ (B) / (), which together with g, + g4 = *5=° implies

() R
MRy +2() 7 T 208y +2(1)

- t; - t.

On the other hand, suppose t has the opposite parity to r +s. In this case g1 = g2 +r
and g3 = g4 + s cannot both hold, thus |g; — g2 — B| and |g3 — g4 — | cannot both take their
minimum values () and (7). It turns out that the best one can do is choose g1 = g2 + r and

g3 = ga +s £ 1 so that |g1 — g2 — B| = (B) and |g3 — g2 — ¥| = 1 — (7). Then, the optimal

choice of g5, g4 with sum =*F! to minimize 5 q2<ﬁ>:+ g+ Zq(j;sﬁ;)il. This yields
{B)

~ 1= (1)
T 2 220 *

-t

T o v2-2()
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B.5.3 Second Example

In the following example, Unique Minimizer is violated. However, the qualitative conclusion
of Theorem 4 still holds. Namely, as t — oo, at most K signals are observed with positive

frequency under the t-optimal division.

Example 12. Consider state w and bias by (prior beliefs will be specified shortly). There are
three signals w + by + €1, w — by 4 €2 and w + €3, where each noise term is standard normal.
We assume the prior beliefs are such that w + by and w — by are independent, with variances
1 and % Observe that ¢({1,2}) =1 = ¢({3}), so Unique Minimizer fails.

We claim that whenever a — B is not an integer, t-optimal divisions choose the third signal
only a bounded number of times. Intuitively, this is because one observation of w + b1 + €;
combined with one observation of w — b; + €; contain at least as much information as their
sum 2w + €1 + €2, which is equivalent to two observations of w + €3. Thus, devoting any
level of attention to the third signal is weakly worse than splitting that attention evenly
between the first two signals. Moreover, the combination of the first two signals also informs
about b, which is correlated with the payoff-relevant state w whenever o # . Thus, society
optimally “ignores" the third signal if its (prior and posterior) beliefs about w + by and

w — by are asymmetric. As we show below, this occurs precisely when a — B is not an integer.

To formalize the above intuition, we observe that given q; observations of signal 1 and

. . . ’ . . . 1 1
g2 observations of signal 2, society’s posterior variance about w is ( s T o ﬁ) /4. Thus,

with g3 additional observations of the third signal, society’s posterior variance becomes

4
f(91,92,93) = 1/ <1 ; +q3> :
qi+a T q2+p

The optimal division at time ¢ thus maximizes

4
max

1 1
z+ =t
91,92,93€2Z Y ,q1+q2+93 o + PR

+ gs.
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The maximand can be rewritten as

(1 +a—q2—B)?
ntat+qgp+p

—— 1 tTB=ntat+tqp+tp+g—

4
L+
g1+« 02+p

Note that g1 +a +q> + B+ g3 =t + &« + B is fixed, so society chooses q1, > to minimize the

(q1+a—q2—B)*

ratio PR

Suppose a — B is not an integer, let (x — §) denote its distance to the nearest integer.

Then, as ¢, 4, are restricted to integers, the difference |q; + « — g2 — B| takes minimum
f— —_ 2 . . .

value (« — B) > 0. It follows that % is uniquely minimized by choosing g1, g2 such

that |[g1 +a — g2 — B| = (a — B) and g1 + g2 is as large as possible. Hence, both g; and ¢»

are close to 5. As we claimed, t-optimal division eventually focuses on the first two signals.
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Appendix C
Appendix to Chapter 3

C.1 Proofs for the Main Model

We first define the transformed distribution G in cases where F need not be continuous.
DEFINITION 3'. Given a percentile « € (0, 1], define g(«) to be the expected value of the lowest
a-percentile of the distribution F. In case F is a continuous distribution, g(a) = 1 fo UdF
In general, g is continuous and weakly increasing.
Let v be the minimum value in the support of F. For B € (v, [E[v]], define G(B) = sup{wa :
g(a) < B}. We extend the domain of this inverse function to R by setting G(B) = 0 for < v
and G(B) =1 for B > E[v].1¥

We now provide proofs of the results for the main model, in the order in which they

appeared.

C.1.1 Proof of Proposition 3

Given a realized price p, minimum profit occurs when there is maximum probability of
signals that lead the buyer to have posterior expectation < p. First consider the information

structure 7 that tells the buyer whether her value is in the lowest G(p)-percentile or above.

H7If F does not have a mass point at v, g(«) is strictly increasing and G(f) is its inverse function which
increases continuously. If instead F(v) = m > 0, then g(a) = v for « < m and it is strictly increasing for a > m.
In that case G(B) = 0 for B < v, after which it jumps to m and increases continuously to 1.
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By definition of G, the buyer’s expectation is exactly p upon learning the former. This shows
that, under Z, the buyer’s expected value is < p with probability G(p).

Now we show that G(p) cannot be improved upon. To see this, note that it is without
loss of generality to consider information structures which recommend that the buyer
either “buy” or “not buy”. Nature chooses an information structure that minimizes the
probability of “buy." By Lemma 1 in Kolotilin (2015), this minimum is achieved by a
partitional information structure, namely by recommending “buy” for v > « and “not buy”
for v < a. From this, it is easy to see that the particular information structure Z above is the
worst case.

Thus, for any realized price p, the seller’s minimum profit is p(1 — G(p)). The proposi-

tion follows from the seller optimizing over p.

C.1.2 Proof of Proposition 4

In the main text we showed that for any deterministic price path, nature can choose an
information structure that holds profit down to IT* or lower. Here we extend the argument
to any randomized pricing strategy o € A(PT). For clarity, the proof will be broken down

into three steps.

Step 1: Cutoff values and information structure. To begin, we define a set of cutoff values.
In each period ¢, given previous and current prices py, ..., p;, a buyer who knows her value

to be v prefers to buy in the current period if and only if

o > T—t | _ .
v—pr 2 max E[5* - (v — po)] (C1)

where the RHS maximizes over all stopping times that stop in the future. It is easily seen that

there exists a unique value v; such that the above inequality holds if and only if v > v;.!18

Thus, v; is defined by the equation

— — T—t . —
vt = pr = max E[6" - (vt — p)] (C2)

118 This follows by observing that both sides of the inequality are strictly increasing in v, but the LHS increases
faster.
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and it is a random variable that depends on realized prices p' and the expected future prices
o(- | p').
Next, let us define for each t > 1

wy = min{vy,0y,...,0:} = min{w;_1,v; }. (C.3)

For notational convenience, let wy = o0 and we = 0. w; is also a random variable, and it is
decreasing over time.

Consider the following information structure Z. In each period ¢, the buyer is told
whether or not her value is in the lowest G(w;)-percentile. Providing this information
requires nature to know w;, which depends only on the realized prices and the seller’s

(future) pricing strategy.

Step 2: Buyer behavior. The following lemma describes the buyer’s optimal stopping
decision in response to ¢ and Z:

Lemma 2": For any pricing strategy o, let the information structure I be constructed as above.
Then the buyer finds it optimal to follow nature’s recommendation: she buys when told her value is

above the G(w;)-percentile, and she waits otherwise.

Proof of Lemma 2°. Suppose period t is the first time that the buyer learns her value is above
the G(w;)-percentile. Then in particular, w; < w;_; which implies w; = v; by (C.3). Given
this signal, she knows that she will receive no more information in the future (because w;
decreases over time). She also knows that her value is above the G(w;)-percentile, which is
greater than w; = vy, the average value below that percentile. Thus from the definition of vy,
the buyer optimally buys in period t.

On the other hand, suppose that in some period ¢ the buyer learns her value is below
the G(w;)-percentile. Since w; decreases over time, this signal is Blackwell sufficient for
all previous signals. By definition of G, the buyer’s expected value is w; < v;. Thus even
without additional information in the future, this buyer prefers to delay her purchase. The

promise of future information does not change the result. ll

Step 3: Profit decomposition. By this lemma, the buyer with true value in the percentile
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range (G(w;_1), G(w;)] buys in period t. Thus, the seller’s expected discounted profit can

be computed as

II=E

T
Y87 (Gwim) — G(wy)) - Pt] :
t=1

We rely on a technical result to simplify the above expression:

Lemma 23. Suppose wy = v; < w;_1 in some period t. Then

pr=E

T-1
Y (1-6)8 "ws+ 6" twr | pt] (C.4)

s=t

which is a discounted sum of current and expected future cutoffs.

Using Lemma 23, we can rewrite the profit as

IM=E|Y ¢ (Gw,_1) — G(wy)) - E

T-1
Y (1-6)8 " ws + 6" wr | pt] ]
i

11~ Tt

071 (Gwi1) = G(wr)) - (Ti(l — 8)6"ws + 5T—fwT>]

s=t

N
Il
—_

(C.5)

T

=E 1(1 —0)8 tws (1 — G(ws)) + 6T 1wy (1 — G(wT))]
1

v
Il

<IT".
The second line is by the law of iterated expectations, because w;_; and w; only depend on
the realized prices p'. The next line follows from interchanging the order of summation,
and the last inequality is because ws(1 — G(ws)) < IT* holds for every w;. Hence it only

remains to prove Lemma 23.

Proof of Lemma 23. We assume that T is finite. The infinite-horizon result follows from
an approximation by finite horizons and the Monotone Convergence Theorem, whose
details we omit. We prove by induction on T — t, where the base case t = T follows from
wr = v = pr. For t < T, from (C.2) we can find an optimal stopping time T > t + 1 such

that

U — pr = IE[fSTit (v — po)]
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which can be rewritten as

pr =E[(1 =6+ 67 p,]. (C.6)

We claim that in any period s with t < s < 7, vs > v; so that ws = w; = v; by (C.3); while in
period 7, v < v; and w; = v < w._1. In fact, if s < 7, then the optimal stopping time T
suggests that the buyer with value v; weakly prefers to wait than to buy in period s. Thus
by definition of v;, it must be true that v; > v;. On the other hand, in period T the buyer
with value v; weakly prefers to buy immediately, and so v < v;.
By these observations, if T = co (meaning the buyer never buys), we have
T-1
(1=0"Nor+ 6 "pe=v,=)_ (1-6)6"w, + ST twy.
s=t

If T < T, we apply inductive hypothesis to p, and obtain

71 T-1
(1=0"No 46" pr =Y (1-06)6"ws + B | Y (1-0)8 "ws + 6" 'wr | p*
s=t s=T

Plugging the above two expressions into (C.6) proves the lemma. l

C.1.3 Proof of Lemma 3

Fix a dynamic information structure 7 and an optimal stopping time 7 of the buyer. Because
prices are deterministic, the distribution of signal s; in period ¢ only depends on realized
signals (but not prices). Analogously, we can think about the stopping time T as depending
only on past and current signal realizations.

As discussed in the main text, we will construct another information structure Z’ which
only reveals information in the first period, and which weakly reduces the seller’s profit.
Consider a signal set S = {5, s}, corresponding to the recommendation of “buy" and “not
buy", respectively. To specify the distribution of these signals conditional on v, let nature
draw signals sy, s, - - - according to the original information structure Z (and conditional on
v). If, along this sequence of realized signals, the stopping time T results in buying the object,
let the buyer receive the signal 5 with probability 67~!. With complementary probability

and when T = oo, let her receive the other signal s. In the alternative information structure
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7', nature reveals § or s in the first period and provides no more information afterwards.
We claim that under Z’, the buyer receiving the signal s has expected value at most p;.

We actually show something stronger, namely that the buyer has expected value at most

p1 conditional on the signal s and any realized signal s1.!'? To prove this, note that since

stopping at time T is weakly better than stopping at time 1, we have
E[v|s1] —p1 <E?2~T [5T’1(1E[v | 51,80, ,8¢] — pT)} : (C.7)

Here and later, the superscripts over the expectation sign highlight the random variables
which the expectation is with respect to. In this case they are sy, . ..,st, whose distribution
is governed by the original information structure Z and the realized signal s;.

Since p; > p1, simple algebra reduces (C.7) to the following.
E[v | s1] < E%27 T [5T’1]E[v | 51,82, -+ ,5¢] + (1 — 5771)]91} . (C.8)

Doob’s Optional Sampling Theorem says that E[v | s1] = % #T [E[v | 51,52, - - ,5¢]]. Thus

we derive the inequality:

Es2ST[(1 — 5T -E[v | s1,82,- -, 57]]

p1 2 IESZ""'ST[l — 51_1] (C.9)

The denominator E T[] — §7~1] can be rewritten as E> " #T [P(s | s,52,...,57)],
which is the probability of s given s;. Because T is a stopping time, the numerator in

(C.9) can be rewritten as
[ES2 ST [(1 — 5771) -E[v | 51,82, - ,sT]}
which can be further rewritten as
E® AT [(1 — 0" Y E[v| 1,52, ,sT,g]}

because s does not provide more information about v beyond sy, ..., sT.

9Technically we only consider those s; such that s occurs with positive probability given s;.
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With these, (C.9) states that

B> ST [P(s | 51,5,...,57)  E[0 | 51,5, ,51,5]]
]:ESZ/""ST I:]I)(é ’ 51,52, .. ,ST)]

p1 > = E[v|s1, ] (C.10)

just as we claimed.

Thus, under the information structure Z’ constructed above, a buyer who receives the
signal s has expected value at most p;, which is also less than any future price. Since
information only arrives in the first period, all sale happens in the first period to the buyer
with the signal 5. The probability of sale is at most E[67"!], and the seller’s profit is at
most [E[6771] - p;. This is no more than E[67~! - p.], the discounted profit under the original
dynamic information structure. We have thus proved that with a deterministic and non-
decreasing price path, the seller’s profit is at least what he would obtain by selling only

once at the price p;. Taking p; = p* proves the lemma.

C.1.4 Proof of Theorem 7

By the previous lemma, a constant price path p* delivers expected un-discounted profit
IT* from each arriving buyer. This matches the upper bound given by Proposition 4 and
shows that always charging p* is optimal. Moreover, suppose p* is unique, then from (C.5)
we see that the seller’s profit from the first buyer equals IT* only if ws; = p* almost surely.
This together with Lemma 23 implies p; = p* almost surely. Analogous argument for later
buyer shows that the seller must always charge p* to achieve the maxmin profit. Hence the

theorem.

C.2 Proofs for the Alternative Timing Model

We first present the proofs of Theorem 8 and 9, since Claim 1 is in fact built upon Theorem

9.
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C.2.1 Proof of Theorem 8

Consider a constant price p randomly drawn according to the Du distribution. Recall that p

1.1
log% p

is supported on [S, W], and its density is . We show the seller’s discounted expected
profit is at least W.
By assumption, each buyer’s expected value follows a martingale process vy, v, ... that

is autonomous (independent of the realized p). As mentioned in the main text, we define a

sequence of cutoff prices adapted to the v-process:

vy — 1y = max E[67 ! (vr —11)]
™>t

and then

gt = max {ry,...,1}.

This is exactly dual to the definition of cutoff values, and whenever q; = r; > q;_1, we have

(See Lemma 23):

T)t:IE

Z(l —6)5° g | 01,...,vt] .

s>t

If the random price p satisfies g;—1 < p < g, then purchase occurs in period t. Total profit

is thus:

II=E

Y ot /qt p dD(p)

>1 qe—1

1 .
_ o5 ‘E ;5 1(n(qt)—ﬂ(qt—1))]
B 103;% . ;(1 _5)5t_1n(qt)]

where we define 77(y) = min{(y — W)*,S — W} to be the integral of log & - p dD(p), and

use the convention that 7t(gp) = 0. In other words, 7(y) =0 fory < W, n(y) =y — W for
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y€[W,S] and (y) = S — W for y > S. Define:

fi(y) = min{y —W,S -W} =y—w—(y—8)"

to be a modified version of the function 77.12°

Indeed, 7t is smaller than 7t and strictly so when y < W. Then we have

1og§ M=E Z(l—é)ét_ln(qt)]

[>1

> E :(1 5)6t A (Qt)}
= E :(1 —8)8" g =W — (q: — S)*)}

— - W—E[(1-) (3~ ")

where we use the fact that the ex-ante expected value v is a discounted sum of cutoff prices.
Let y be a stopping time adapted to the v-process such that g, first exceeds S. Then we

can continue the above computation as follows

log%-HEUO—W—]E '(1 8)5' (g, — s)ﬂ
=0 —-W-E 5712 )67 (g — 5)]
>y

=09~ W—E |07 (0, - 9)]
> 09— W —E[(ve — S)7]
= E[ve — W — (v — 5) ]

= E[7(ve)].

The inequality holds since if + is finite, then v, — S < E[(veo — S)™ | v1,...,v,] by convexity.
And if v is infinite, then 67 (v, —S) = 0 < (v — S) .
To summarize, we first showed log % II>E[(1-6)6"17(q:)], and since 7 is concave,

this is smaller than #A(IE[(1 — §)6'~1g;]) = 7 (vo). However, the lower bound E[#%(ve)] holds

120[ntuitively, 7t coincides with 7 if the threshold prices never fall below W. We cannot assume this a priori,
although it is natural to expect that doing so would not be worst case, just as inducing a belief lower than the
price to a non-purchasing buyer is not worst case in the main model.
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by concavity, essentially because the distribution of v is more spread out than the cutoff
prices g;.

Letting F denoting the distribution of v., we have:'?!

log % T > B[ (v0)]

= OS(U—W)dF(v)+(S—W)(1—F(S))
=F(S)(S—W) — Osﬁ(v)d0+(S—W)(1—ﬁ(S))
=S—-W-— S?(v)dv

0

S

The first inequality follows from F being a mean preserving spread of F, and the second

follows from (3.3). Hence IT > W as desired. B

C.2.2 Proof of Theorem 9

Throughout, we represent the robust selling mechanism in Du (2018) by a random price,
with c.d.f. D(x); the details of this distribution can be found later in (C.24), but they
are not relevant for this proof. Because nature can provide each arriving buyer with the
Roesler-Szentes information structure (3.3), the seller at most obtains IIgsp from each buyer.
To complete the proof, we will construct a dynamic pricing strategy that yields I1zsp from
each buyer.

The following lemma proves the outcome-equivalence between static and dynamic

pricing strategies, and it may be of independent interest:

Lemma 24. Fix any continuous distribution function D, any horizon T and any discount factor

8 € (0,1). There exists a distribution of prices o € A(pT) such that if a buyer arrives in period t

121The stronger result log % -IT > E[71(ve )] would mean that profit is minimized by revealing all information
at once, which would easily complete the proof. But in order to use concavity, we have had to work with 7
rather than 7.
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and knows her value to be v, then her discounted probability of purchasing the object (discounted to

period t) is equal to D (v).

In words, for any static pricing strategy there is a dynamic pricing strategy which does not
condition on buyers’ arrival times, but which results in the same outcome as the static prices
for every type of each arriving buyer.

We state the lemma for continuous distributions so that the buyer’s optimal stopping
time is almost surely unique. From Du (2018), Du’s distribution D is continuous except
when it is a point-mass on W. In the latter case I1grsp = IT*, and Theorem 9 follows from
Theorem 7.

Lemma 24 is useful for our problem because it implies, via the Revenue Equivalence
Theorem, that a seller using strategy ¢ obtains the same profit from any buyer as if he sells
only once to this buyer at a random price distributed according to D. This is true whenever
the buyer’s value distribution is determined upon arrival and fixed over time, which is what
we assume for the current proposition. Since Du’s static mechanism guarantees profit Ilgsp

from every buyer, the proposition will follow once we prove the lemma.

Proof of Lemma 24. We will first prove the result for T = 2, then generalize to all finite T and

lastly discuss T = co.

Step 1: The case of two periods. In the second period, regardless of realized p; the
seller should charge a random price drawn from D. This achieves the desired allocation
probabilities for the second buyer.

Consider the first buyer. For any price p; in the first period, define v; as the cutoff
indifferent between buying at price p; or waiting till the next period and facing the random

price drawn from D. That is,
U1 —p1= 0 ]EPZND [max{vl — pz,O}] . (C].].)
As pj varies according to the seller’s pricing strategy o, v; is a random variable. As in the

proof of Proposition 4, we define w; = v and w, = min{vy, p2}, where p; is independently
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drawn according to D.
If the buyer has value x > wj, she buys in the first period. Otherwise if she has value
wy > x > wo, she buys in the second period. The discounted purchasing probability of such

a buyer is thus
P [x > wq] +6 - P 2wy > x > wy] = (1 —06) - P [x > wy] + 0 - P2 [x > wy].

Let w be the random variable that satisfies w = w; (or w,) with probability 1 — § (or J), then
the seller seeks to ensure that w is distributed according to D.

Suppose H is the c.d.f. of v1. Since w1 = v1 and wy = min{vy, p»}, the probability that
w is greater than x is given by (1 —8)(1 — H(x)) + 6(1 — H(x))(1 — D(x)).'?? This has to be

equal to 1 — D(x), which implies

1—D(x)
1-H(x)= T=oD(x)

(C12)
We are left with the task of finding a first-period price distribution under which v; ~ H.
This can be done because the random variables v; and p; are in a one-to-one relation (see
(C.11)). We have proved the lemma for T = 2.

Before proceeding, we remark that (C.12) implies the distribution H has the same support
as D. However, (C.11) suggests that when v; achieves the maximum of this support, p; is
in general strictly smaller than v; (unless the support is a singleton point, a case we have
discussed). Intuitively, charging this maximum price in the first period leads to delayed
purchase by buyers with high values, which is costly for the seller. On the other hand, the
minimum price p; is indeed equal to the minimum of the support of D, which we denote

by W; when D is Du’s distribution, this is the same W as in the Roesler-Szentes information

structure (3.3).

Step 2: Extension to finite 7. We conjecture a pricing strategy ¢ that is independent
across periods: do(ps,...,pr) = doi(p1) x - -- x dor(pr), where we interpret each o; as a

distribution. Define the cutoff values vy, ..., vr as in (C.2). Note that due to independence,

1221 — H(x) is the probability that w; > x, and (1 — H(x))(1 — D(x)) is the probability that w, > x.
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v; only depends on current price p; but not on previous prices.

Consider a buyer who arrives in period t. We can generalize the previous arguments
and show that if she knows her value to be x, then her discounted purchasing probability
is lP[w(f) < x]. The random variable w®) is described as follows: for t <s<T-1,
wt) = min{ovt, V41, ...,0s} with probability (1 — 6)6°f; and with remaining probability
6T, w® = min{vy, vi4q, ..., 01}

The result of the lemma requires each w(*) to be distributed according to D. Simple
calculation shows this is the case if v ~ D and vy, ...,vr—1 ~ H (since v; depends only on
pt, they are independent random variables).!?> We can then solve for the price distributions
oy, . ..,0r by backward induction: o7 must be D, and once the prices in period t +1,..., T are
determined, there is a one-to-one relation between p; and v; by (C.2). Thus, the distribution

of p; is uniquely pinned down by the desired distribution of v;.
Step 3: The infinite horizon case. If T = oo, we look for price distributions 01,02, ... such
that vy, vy, - - - ~ H. We conjecture a stationary ;. Recall that the cutoff v; is defined by

o1~ p1 = maxE [5T’1(vl - PT)} : (C.13)

The stopping problem on the RHS is stationary. Thus when p, < p; the buyer stops in
period 2 and receives v; — p;; otherwise she continues and receives v; — p;. (C.13) thus

reduces to
v —p1=20- EP? [max{vy — p1,v1 — PZ}]

which can be further simplified to

0
vy =p1+ 13 - EP? [max{p; — p2,0}]. (C.19)

123The reason H(x) should be the c.d.f. of vy is best understood in the infinite horizon problem (see below).
Under stationarity, the buyer with value x buys in period t with probability H(x), conditional on not buying
previously. Thus the discounted allocation probability is Y, 61 (1 — H(x))* "1 H(x). Setting this equal to D(x)
yields (C.12).
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Let P(x) denote the c.d.f. of p; (and of pp). When p; = x, (C.14) implies

5 X
x—|—m/o(x—z)dp( x+m/ dz.

Thus v; has c.d.f. H(x) if and only if

P(x) = <x+ S / ) (C.15)

To solve for P(x), we let

0 1
Q(x) =x+ m/ U(y) =1+ mH(]/) T T _ 5D (C.16)

(C.15) is the differential equation

U(Q(x)) = Q'(x). (C17)
Put V(y) = [J(1—6D(z)) dz, so that V'(y) = ﬁy) Then
VM) _ viomn . o'(x) = LE)

Inspired by the analysis for finite T, we conjecture that the minimum value of p; is W.
That is, we conjecture Q(W) = W. Since V(W) = W, we deduce from (C.18) that Q(x) is

characterized by

V(Q(x)) = x with V(y) = /O "1-4D(2)) d=. (C.19)

Since V is strictly increasing, there is a unique solution Q(x) to the above equation, and the

corresponding distribution of prices is

P(r) = 150 Q) - 1). (C.20)

Lemma 24 is proved, and so is Theorem 9. B

C.2.3 Proof of Claim 1

The proof is somewhat long, and we will present it in several steps. First, we review some

properties of Du’s static mechanism. Next, we focus on the pricing strategy ol that we
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constructed in the preceding proof. We construct a dynamic information structure (for the
tirst buyer) that yields profit below Ilgsp. This proves the proposition assuming that the
seller uses the strategy . Lastly, we apply continuity arguments and extend the result to

any pricing strategy o.

Step 1: Properties of the Optimal Single-Period Mechanism. While the solution to the
model with a single-period was provided by Roesler and Szentes (2017) and Du (2018), our
proof of Claim 1 requires us to demonstrate some properties of the solution. We defer this

to the Online Appendix C.4.1, since they are orthogonal to information arrival dynamics.

Lemma 25. For generic distributions F, there is a unique random-price mechanism that achieves

IIgsp.

For reference, the random-price mechanism which achieves the optimum Ilggsp is given

by:

D(x) ={ 98w c[w,s), (C.21)
log w
1 x €[S, 1]

where S € (W, B] is characterized by

S S
/ FB (v) do = / F(o) do, (C22)
0 0
where FI,}%, is the Roesler-Szentes worst-case information structure (3.3).

Step 2: The Information Structure. Consider now the model with two periods and one
buyer arriving in each period. The problem for the second buyer is static, so nature can
choose an information structure that yields profit at most I1gsp.

We construct the following dynamic information structure Z for the first buyer:

e In the first period, nature provides the Roesler-Szentes information structure. We

denote the buyer’s unbiased signal by & (which is also her posterior expected value),
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so as to distinguish from her true value v. Note that ¢ ~ F.

e In the second period, given the realized price p; as well as the buyer’s expected value
7 in the first period, nature reveals the buyer’s true value v if and only if 7 > v1(py).
Otherwise nature provides no additional information. Here the cutoff v (p1) is defined

as usual, assuming no information arrives in the second period:
01 — p1 = 6 - BP~70P) [max{v; — p,0}].

Note that in general, the distribution of p, may depend on p;.

Intuitively, nature targets the buyer who prefers to buy in the first period when she does
not expect to receive information in the second period. By promising full information to
such a buyer in the future, nature potentially delays her purchase and reduces the seller’s

profit. In what follows we formalize this intuition.

Step 3: Buyer behavior and seller profit. To facilitate the discussion, we consider another
information structure Z’ in which nature reveals 7 in the first period but does nothing in
the second period. Under 7/, the buyer’s value distribution Ff, does not change over time.
Thus by Stokey (1979), the seller’s profit would at most be IIgsp. We will show that the
seller’s profit under the dynamic information structure Z could only be lower than under 7’
(for any pricing strategy), and we also characterize when the comparison is strict.

There are three possibilities: first, if the price p; is relatively high so that 7 < v1(p1),
then the buyer does not buy in the first period under Z'. This is also her optimal decision
under Z, because she will not receive extra information in the second period. Secondly, if
the price is very low, then under both Z and Z’ the buyer buys in the first period. Lastly, for
some intermediate prices the buyer buys in the first period under Z’ but not under Z; the
opposite situation cannot occur because Z provides more information than Z’ in the second
period, and the buyer’s incentive to wait could only be stronger.

Thus, when nature provides Z rather than Z’, the seller’s profit changes only in the last
possibility above. Let us show that whenever the buyer delays her purchase from the first

period to the second, the seller’s profit decreases by at least (1 — §)W. This is because when
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the buyer chooses to not buy in the first period, the discounted social surplus decreases
by at least (1 — 6)3. Since the buyer’s payoff cannot decrease (because she chooses to delay
purchase), the loss must come from the seller’s discounted profit.

To summarize, we have shown:

Lemma 26. Consider the information structures Z and I’ constructed above. The seller’s profit
under I’ is no greater than 1grgp, and his profit under T is at least smaller by (1 — 5)W times the

probability that the buyer delays purchase.

Step 4: Proof of the claim for 0. Let o be the pricing strategy given by Lemma 24, which
we recall is robust to information that arrives only once (for each buyer). Here we show that
under the dynamic information structure Z, the seller’s profit from the first buyer is strictly
less than I'lgsp.

Recall from the proof of Lemma 24 that under ¢, the price in the second period p; is
drawn from Du’s distribution D, independent of p;. On the other hand, p; is (continuously
supported) on a smaller interval [W, S1], with W < S; < S; more precisely, the distribution
of p; is determined by the condition that v1(p1) ~ H (see (C.12)).

Suppose the buyer receives unbiased signal 7 € (W, S) in the first period. She delays
her purchase at some price p; € (W, S1) under information structure Z (compared to Z’)
if and only if knowing her true value strictly improves her expected utility in the second
period; because p, ~ D regardless of p;, delay occurs if p; is smaller than but close to
v, 1 (%). We will demonstrate a positive measure of such 3, so that the buyer delays purchase
with strictly positive probability.

Now recall from Step 1 that a signal & < S is only received when the true value also
satisfies v < S. Because we assume IIgrsp > IT*, Proposition 9 gives W > v. Thus a positive
measure of signals 7 € (W, S) is received when the true value v belongs to the interval

[0, W).12* We claim that for any such @, knowing the true value in the second period strictly

1241f TIgsp = IT*, then Proposition 9 implies W = v = p* and Du’s distribution is a mass-point at W.
Information in the second period is irrelevant, because a buyer waiting till the second period always buys at
price pp = W =.
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benefits the buyer. This is because according to her expected value @ > W, the buyer in the
second period buys at some price py; but if she were informed that v < W, she would not
buy at any price py (which is at least W). This proves that by providing Z rather than Z’,
nature induces a positive probability of delay. By Lemma 26, we deduce that profit from the

tirst buyer is less than Ilggsp.

Step 5: Proof for an arbitrary pricing strategy ¢. Finally, we turn to prove the proposition
in its full generality. The argument is as follows (omitting technical details): suppose for
contradiction that some pricing strategy ¢ guarantees profit almost I1grsp from each buyer.
Then because D is uniquely optimal in the one-period problem, the distribution of p;
conditional on pj is “close" to D (in the Prokhorov metric) with high probability; otherwise
nature could sufficiently damage the seller’s profit from the second buyer. Next, we can
similarly show that the distribution of v;(p;) under ¢ is close to H, which is its distribution
if o = ¢P.1% The rest of the proof proceeds as in Step 4: a positive measure of signals
7 € (W, S) is received when the true value satisfies v < W. For such 9, full information in
the second period is strictly valuable, and the buyer delays purchase if v1(p;) is smaller
than but close to 0. By what we have shown, this occurs with strictly positive probability.
But then Lemma 26 implies profit from the first buyer is bounded away from Ilgsp under

Z, leading to a contradiction. The proof of Claim 1 is complete. B

Let us conclude by commenting on the assumption that Du’s mechanism is uniquely
optimal. Suppose this assumption fails, so that another point § > S satisfies (C.25). This

means there are two different Du distributions D and D, supported on [W, S] and [W, §]

respectively. On their supports, both of these distributions have density proportional to %
(see (C.24)). This observation allows us to write
D=aD+ (1-a)E (C.23)

125Consider nature choosing F in the first period and doing nothing afterwards. The seller’s profit from the
first buyer can be written as IE¥[w(1 — F(w)], where the random variable w equals vy (p1) with probability 1 — &
and it equals min{v; (p1), p2} with probability ¢ (see (C.5)). The distribution of w must be close to D, otherwise

nature could choose F and damage profit from the first buyer. Since p, is approximately distributed according
to D, we can derive as in the proof of Lemma 24 that v; (p1) must be approximately distributed according to H.
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with & € (0,1) is a scalar and E is a distribution supported on [S, 5] (again with density
proportional to %).

When such non-uniqueness occurs, the previous proof of Claim 1 fails. Specifically, in
Step 5, we are not able to deduce that ¢ is “close" to either oP oroP. In fact, the following
pricing strategy o guarantees profit Ilgsp from the second buyer as well as from the first

buyer, if nature chooses the information structure 7 in Step 2.

e The seller chooses a distribution of p; so that v1(p;) ~ E, which is supported on
[S,S’]. Here v1(p1) is defined by the usual indifference condition v;1 — p; = ¢ -

EP2~D [max{v; — pa, 0}].
e Independent of the realized p;, the seller draws p, ~ D, supported on [W, S].

Because the price in the second period follows a Du distribution, the seller’s profit
from the second buyer is at least IIgsp. For the first buyer, consider first the information
structure 7' as in Step 3, where nature reveals 7 ~ Fv% in the first period and no additional
information afterwards. As shown in Footnote 125, the seller’s profit from this buyer is
E%[w(1 — F§ (w)]. This is as in the one-period model, where the seller charges price w and
nature provides the Roesler-Szentes information structure.

Recall that w is a random variable that equals v1(p;) with probability 1 — ¢ and
min{v;(p1), p2} with complementary probability. Because v1(p1) ~ E, whose support
is strictly above the support of p,, we deduce that w ~ 6D + (1 — §)E. Thus, by (C.23), the
distribution of w is a convex combination of D and D whenever § > «. Since the seller
ensures profit [Irsp by using a random price distributed according to either D or D, he
does just as well by charging w. We have thus shown that profit from the first buyer is at
least ITgrsp under information structure 7.

Moreover, we claim that when nature provides Z rather than Z’, no buyer delays her
purchase. To see this, consider a buyer who purchases in the first period under Z'. By
definition of v; and the fact that v; ~ E, this means the buyer’s signal 7 in the first period

satisfies & > v1(p1) > S. But then her true value v must also be at least S, as we showed in
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Step 1. Such a buyer purchases at any price p> € [W, S] regardless of any information in the
second period. Thus, although nature promises future information under Z, this information
does not improve the buyer’s expected utility in the second period. Consequently the buyer’s
behavior under Z is the same as under Z’, and profit under 7 is also equal to ITggp.

To summarize, we have constructed a pricing strategy ¢ such that if nature chooses the
particular information structure Z (for the first buyer), the seller’s total profit is at least
(14 9)IIgsp. This explains why our proof of Claim 1 requires the assumption that Du’s
mechanism is unique. We do not know whether the result generally holds without this

assumption.!2®

C.3 Proofs for the Informational Externalities Model

The Online Appendix presents a proof of Lemma 27 below, exhibiting the worst-case
information structure in the case of short-lived buyers (i.e., buyers who can only buy upon
arrival or never). The reader may find this proof help since with informational externalities,
the no-delay worst-case information structure does not follow from the T = 1 solution, in

contrast to the baseline model:

Lemma 27. Consider the model with common values and public signals suppose buyers are short
lived. Fix a weakly increasing price path (pa, ..., pr) with p; < pa < --- < pr. Then the worst-
case profit is achievable by an information structure that invovles a single signal that is observed by

all buyers.

Proof of Lemma 4. We prove the theorem for the case of finite T by induction; the infinite
horizon case follows from an approximation argument whose details are omitted. In
addition to the conclusion of the Lemma, we will show that any worst-case information

structure induces a buyer belief lower than p; with probability 0. The conclusion of the

12611 other words, suppose S is not unique and suppose the seller uses the strategy o constructed just now.
We do not know whether nature can damage the seller’s profit to be strictly lower than Ilggp by choosing an
information structure different from the 7 in our proof.
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Lemma holds for the case of T = 1 immediately, and the additional statement holds by
Proposition 3.

Fix some arbitrary finite T. Consider an arbitrary dynamic information structure for the
tirst buyer Z;, which we assume contains at least as much information as is generated by
the information structure after t > 2 (i.e., this buyer would see all information provided to
later buyers after delaying). By the inductive step, we take the signal space for all buyers
with arrival 2 > 2 to be a time s (possibly equal to T + 1), with the interpretation that a
buyer arriving at a purchases whenever a2 < s, and does not purchase whenever a > s; this
signal is commonly observed by all buyers with arrival time a > 2 (though the first buyer
may not observe this).

Following Lemma 3, consider the following replacement information structure for the
first buyer: let the signal space be {s,2,..., T+ 1}, and give the recommendation s if the
information structure dictates that this buyer not buy, as well as with probability 1 — 67! if
the information structure results in purchase at time 7. If the first buyer does not buy, then
reveal no information to later buyers. If the first buyer does buy, then also reveal to the first
buyer the time s at which purchasing will stop (recalling that all buyers with arrival time
a > 2 commonly observed this signal). Note that the replacement is a public information
structure.

By repeating the proof of Lemma 3, we can show that this replacement is obedient, and
that the payoff from the first buyer does not increase. Furthermore, if the first buyer does
not buy, then neither do any subsequent buyers, meaning that the seller’s surplus is also
minimized in this continuation history. On the other hand, if the first buyer does buy, then
the original information structure revealed some time s > 2 at which point buyers stopped
purchasing. Note that in any worst-case information structure, beliefs are never lower
than ps > py, since otherwise a recommendation to not buy could be induced with higher
probability. Hence the first buyer would still be willing to follow the recommendation in

the replacement. Therefore, the replacement can only hurt the seller. ll

Proof of Theorem 10. Note first that lims ,; (1 — )¢ < ITgsp, since nature can choose Fgs
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and reveal it publicly at time 1. In general, when nature chooses distribution D, we write

the seller’s average profit as:

((pe)iz1) Z ) (1 - 9).

Let F denote the random price distribution (with density f) corresponding to Du’s mecha-

nism (See (C.24)). Let (pf)f‘;l denote a sequence of price paths such that:

F(pl) —F(pj_y) — 61 (1-9)

with p; = Ilgsp = W. For any such price path, we have:

((p)i21) _>/ (1—D(p))f(p)dp = gsp,

as claimed. W

C.4 Other Proofs

C.4.1 Properties of Du’s mechanism used in the proof of Claim 1.

For the one-period model, Du (2018) constructs a mechanism that guarantees profit IIgsp
regardless of the buyer’s information structure. By considering the profile of interim
allocation probabilities as a c.d.f., we can equivalently implement Du’s mechanism as a

random price with the following distribution:

0 x € [0,W)

D(x) = { BL xe[W,s) (C24)

1 x € [S,1]

Here S € (W, B] is characterized by'?

1273 is strictly greater than W because otherwise D is a mass-point at W and TIgsp = IT*, contradicting the
assumption of the proposition.
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/OS FE(v) dv = /OS F(v) do (C.25)
where Pvlf, is the Roesler-Szentes worst-case information structure (3.3). To explain further,
Roesler and Szentes (2017) observe that the LHS in (C.25) must not exceed the RHS (for all
S) because F is a mean-preserving spread of F. However, when W is smallest possible, this
constraint must bind at some S.

The following observations will be crucial. Since the constraint [; F§ (v) dv < [ F(v) dov
binds at x = S, the first order condition gives Fk (S) = F(S). This implies that not only F
is a mean-preserving spread of F%, but in fact the truncated distribution of F conditional
on v < S is also a mean-preserving spread of the corresponding truncation of F%. In other
words, the Roesler-Szentes information structure has the property that a buyer with true
value v < S only receives signal < S (i.e., her posterior expected value is at most S), while a
buyer with true value v > S expects her value to be greater than S.

For completeness, we include a quick proof that the random price p ~ D guarantees
profit W = Ilgsp. Consider the one-period model in which nature chooses a distribution F

of the buyer’s posterior expected values. Then the seller’s profit is

HI/;P(l—ﬁ(m)dD(P): ! /5<1—F’(P>)dpz ! <5—W—/OSF(P)dP)

log % 1 log %

1 s 1 s
> s-w-/ F(p)dp) = s-w-/ EB d>=w.
_logvsv< ; (p) p) logvsv< ; w(p) dp

The penultimate equality uses (C.25) and the last one uses (3.3).

We note that in general, there could be more than one point S for which (C.25) holds.
Thus, the maxmin optimal mechanism in one period need not be unique even if we restrict
attention to the class of exponential mechanisms considered by Du (2018). But we do have

the following result:

Lemma 28. There is a unique maxmin optimal mechanism in the one-period simultaneous-move

model if and only if (C.25) holds at a unique point S.

We mention that for generic distributions F, there is a unique S that satisfies (C.25).
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However, the proof is tangential to the paper and we will leave it out. A sufficient condition

is that F(x) is convex, for example when F is uniform.!?8

Proof of Lemma 28. “Only if" is obvious, so we focus on the “if" direction. Suppose S is
unique, we need to show any random price that guarantees W must follow Du’s distribution

D. Suppose r(p) is the p.d.f. of the random price, then profit is

= [ perip)- (1 F(p)) dp. 26)

Given r(p), Nature’s problem is to choose a c.d.f. F to minimize IT, subject to [ F(v) dv <
s F(v) do for all x € (0,1], with equality at x = 1 (so that F has the same mean as F).

By Roesler and Szentes (2017), F = Ff, is a solution to nature’s problem. For this solution,
the integral inequality constraint only binds at x = S. Standard perturbation techniques in
the calculus of variations thus imply that F = FE cannot be improved upon only if p - r(p)
is a constant for p € (W, S).!? Similarly, p - (p) must also be a constant on the interval
p € (S, B); in fact, we can show this constant is zero.!*

Hence, r(p) must be supported on [W,S] and p - r(p) is a constant. This condition

together with [ Vfl r(p) dp = 1 uniquely pins down r(p), which must be the density function

associated with D. B

C4.2 Comparison Between I1* and Ilzsp

In what follows we focus on the alternative model described in Section 3.7, where nature
cannot condition on the current period price. We show that the relevant profit benchmark

IIgsp is in general higher than IT*, and the difference may be significant:

128Recall that F(S) = F (S). However, F(x) — F§ (x) = F(x) + ¥ — 1 is convex, and so it has at most two
roots xo < x1. Because F(x) > FE (x) for x < xo, S being xo would contradict (C.25). Thus S = x7 is unique.

129Suppose to the contrary that p-r(p) > p' - r(p’) for some p, p’ € (W, S). Then starting with F = F}, nature
could increase F around p and correspondingly decrease it around p’. The perturbed distribution F still satisfies
the feasibility constraints, and the profit IT is reduced.

1301f this constant were ¢ > 0, then on the interval [S, B] nature seeks to minimize c - | SB(l — F(v)) do
subject to the integral inequality constraint and equal means: [, 51 (1—-F(v)) do= [, 51 (1 —F(v)) dv. Thus nature
equivalently maximizes | Bl (1—F(v)) do. Choosing F = FJ results in 0 and is sub-optimal.
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Proposition 9. I1gsp > IT* with equality if and only if W = v (= p*), where W is as defined in
the Roesler-Szentes information structure (3.3). Furthermore, as the distribution F varies, the ratio

Igrsp /11" is unbounded.

Proof. The inequality IIgsp > IT* is obvious. Next, recall that IT* > v (seller can charge v)
and W = Ilgsp. Thus W = v implies IIgsp < IT*, and equality must hold.

Conversely suppose Ilgsp = IT*, then W = p*(1 — G(p*)). This implies p* > W.
Consider a seller who charges price p* against the Roesler-Szentes information structure
FB. By the unit elasticity of demand property, this seller’s profit is either W (when p* < B)
or 0. We have shown in our one-period model that the seller can guarantee IT* with a
price of p*. Thus the seller’s profit must be W when he charges p* and nature chooses the
Roesler-Szentes information structure. Since W = IT* by assumption, the Roesler-Szentes
information structure is a worst-case information structure for the price p*. This yields
W > p*, because a worst-case information structure cannot include any signal that leads to
a posterior expected value strictly less than p*. We conclude p* = W = p*(1 — G(p*)), from
which it follows that G(p*) = 0 and p* = v. Thus W = v must hold.

To study the ratio ITgsp /11", we restrict attention to a very simple class of distributions
F: with probability A, the buyer’s true value is 1; otherwise her value is 0. The optimal
price in the known-value case is p = 1, and the corresponding profit is IT = A. In our main
model, the maxmin optimal price p* solves

p* € argmax p(1— G(p)) = argmax p - Azp
p 0<p<A 1—p

Simple algebra gives p* = 1 —+/1— A, and IT* = (1 — /1 — A)? which is roughly %2 for
small A.

Because the distribution F has two-point support, it is clear that nature can induce any
F supported on [0, 1] with mean A as the distribution of posterior expected values. Thus the
Roesler-Szentes information structure involves the smallest W such that F}, has mean A for
some B < 1. From (3.3), we compute that the mean of F, is WlogB — WlogW + W. We

look for the smallest W such that log B = % +log W — 1 is non-positive. It follows that W
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is the smallest positive root of the equation

A
W +logW =1.
For A small, we have the approximation ITgsp = W ~ U()AW' Thus both ratios I'T/Igsp and

I1gsp/IT* are unbounded.'®! W

Example from Section 3.9.2. Suppose v ~ G, where G is some distribution that has expectation
u and support with upper bound v. First, via similar reasoning, it is without loss to
associate each signal with an action recommendation. Second, if a buyer buys, their value
should be as high as possible-in this case, equal to 7 (which contrasts with to the setting
with information). When the price is p, a buyer that does not buy should have expected
value exactly equal to p. Assuming p < u (otherwise, the seller would obtain 0 profits
via null information), we have the worst-case purchasing probability g therefore satisfies

q0 + (1 —q)p = p. Hence g = £=F, and profit is p%. The first order condition for p gives:

@—p)(u—2p)+p(p—p)=0=p=0—4/0(v—n),

which yields profit 20 — p — 2,/0(0 — u). Setting © = 1 and p = 1/2 yields the results

claimed in the main text. B

C.4.3 Proof of Claim 2

Suppose that P[p, < oo] > 0. Let the first period distribution be the same as the one
that arises in the construction of Proposition 4 (recalling that this allows for random
strategies by the seller), which involves v; € {wj, @}, which arises from a partitional
information structure where w; is indifferent between purchasing and waiting with no
further information. Consider the following choice of nature for a distribution D, ,, over

values for v5:

o If pp > W, then v, = v;.

131We conjecture that these profit ratios become bounded under certain regularity conditions on F.
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U1+Xx

P and v, = —x otherwise.

o If pp <@, then v = x2 with probability

Note that the buyer that arrives in the first period has a value that follows a martingale.
For the second buyer, reveal no information if p, > @, and otherwise utilize the worst-case
partitional information structure given p;.

The claim will follow by showing that whenever P[p, < @] > 0, the seller’s profit from
the first buyer can be made arbitrarily small, since the profit from the second buyer is at
most §IT* (noting that when p, > @ with probability 1, the best the seller can do is IT* under
the constructed value process). Indeed, a buyer with value @ has expected value @ — p;
from immediate purchase, but value ¢ - ;‘N’Jr%(x2 —E[p2 | p1])P[p2 < @], which approaches

oo as x approaches co. In contrast, since the seller charges positive prices, the probability of

U1+X

sale is poe

which approaches 0 as x approaches co. The same holds for the buyer who has
expected value w;. Hence nature can make the probability of sale to any first period buyer

arbitrarily small, thereby proving the claim. l

C.4.4 Miscellaneous Results

Uncertainty Leads to Lower Price

We prove here that uncertainty over the information structure leads the seller to choose a

lower price than if the buyer knew her value.

Proposition 10. For any continuous distribution F, let p be an optimal monopoly price under
known values:

p € argmax p(1 — F(p)). (C.27)
p
Then any maxmin optimal price p* satisfies p* < p. Equality holds only if p* = p = v.

Proof of Proposition 10. Tt suffices to show that the function p(1 — G(p)) strictly decreases
when p > p, until it reaches zero. By taking derivatives, we need to show G(p) + pG'(p) > 1
for p > pand G(p) < 1.

From definition, the lowest G(p)-percentile of the distribution F has expected value p.
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That is,
FI(G(p))
pG(p) = / vdF(v),Vp € [0, E[o]]. (C.28)
0

Differentiating both sides with respect to p, we obtain

G(p) +pG'(p) = ;;(F_l(G(P))) FH(G(p)) - F'(FTH(G(p))) = G'(p) - FT(G(p))- (C29)

This enables us to write G'(p) in terms of G(p) as follows:

G(p) = — ) (C.30)
W)= G
Thus,
G(p) - F(G(p))
G(p) + pG'(p) = . (C.31)
(p) +pG'(p) G - p
We need to show that the RHS above is greater than 1, or that F~1(G(p)) < %
whenever p > p and G(p) < 1. This is equivalent to G(p) < F (%), which in turn is
equivalent to
_r__. (1—F<p>> <. (C.32)
1-G(p) 1-c(p)) ="

From the definition of p, we see that the LHS above is at most p(1 — F(p)) < p < p, as we
claim to show. Moreover, when p > v, the last inequality p(1 — F(p)) < p is strict. Tracing
back the previous arguments, we see that G(p) + pG'(p) > 1 holds even at p = p. In that
case we would have the strict inequality p* < p as desired. Bl

Alternative Interpretation

In this section, we consider an information acquisition game for which our solution is of
interest. The motivation borrows heavily from Roesler and Szentes (2017). They consider a

game with the following timing:
e The buyer first chooses an information structure Z : V. — A(S).
e The seller then chooses a price p € R.

e The buyer finally decides whether or not to purchase the object.
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It turns out that the resulting information structure results in a payoff for the seller that
is optimal given that the information structure is the worst possible, and assuming that the
information structure does not depend on the price.

For our setting, first consider the T' = 1 case, and modify the Roesler-Szentes (2017) game
so that the buyer’s information structure can depend on the price. That is, we take the same
timing as above, but allow for information structures of the form Z(p) : V.— A(S). While
in practice it may be difficult to assume that the seller literally chooses this information
structure, the information may indeed be provided by a third party (such as Amazon) who

would have this power and potentially this objective as well.

Proposition 11. Consider a one-period setting where the buyer (or third party who acts to maximize
the buyer’s payoff) chooses the information structure. The seller’s profit in the equilibrium of this

game is equal to IT*.

Note that this does not say the equilibrium is payoff equivalent for the buyer. In general
it will not be. Still, if one were interested in buyer payoffs, the proposition shows that our

analysis is relevant for this case as well. Furthermore, the proof is relatively straightforward.

Proof of Proposition 11. We demonstrate that the optimal choice of information for the buyer
results in payoff of IT* for the seller.

Denote by Zy the completely uninformative information structure, and let Z*(p) be the
worst-case information structure for the seller when the price chosen is p. The buyer chooses
the following information structure:

iy p=1II*
Z(p) = :
I*(p) p#1I'

The seller chooses price IT*.

First we compute the profits of the buyer and the seller. Since IT* < E,.r[v] whenever F
is non-degenerate, trade happens with probability 1. Since trade is always efficient, total

surplus is E,r[v]. We thus have the buyer’s surplus is [E,p[v] — IT* and the seller’s surplus
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is IT*.

Suppose there were a choice of information structure for the buyer which obtained
some payoff u > ;. r[v] — IT*. Note that the seller’s payoff must be at least IT* in any
equilibrium, since this is defined to be the maxmin profit. Hence we have that total surplus
in this mechanism is larger than [E,.r[v], which is a contradiction. Therefore, the conjectured
information structure is optimal.

But if the buyer obtains E,.r[v] — IT*, the seller must obtain exactly IT*; again, if the
seller obtained more, total surplus would be larger than E,r[v], a contradiction. Hence the
seller’s payoff in this game is IT*. W

Note that, while the buyer obtains different payoffs than in the maxmin benchmark we
previously analyzed, they can still be computed simply once we have found IT*; since trade
always occurs, the buyer obtains E,_r[v] — IT*. Note that the same argument also goes
through when there are production costs, provided that trade is ex-ante efficient.!3?

The same construction works for an arbitrary horizon, replacing the choice of a single
price with the choice of a constant price path of IT*. The proof is identical, considering the

discounted buyer surplus instead of an individual buyer’s surplus.

Buyer Uncertainty

One may wonder why the sellers in our model are so much better informed than the
buyers, particularly over information in the far future. While this concern may also apply to
much of the literature on robustness in mechanism design, we admit that the reader may
find it particularly salient here since buyer knowledge of all future information buyers is
particularly demanding.

Part of the difficulty in allowing for buyer learning in contrast to seller learning is that
non-Bayesian updating is significantly more complicated (which is also why the commitment
benchmark is a more natural starting point than non-commitment). Nevertheless, we seek

to accommodate this as follows. Recall that a dynamic information structure 1 is a sequence

132The same equivalence fails for Roesler and Szentes (2017) in general when there are costs.

173



of signal sets S; and probability distributions I,; : Ry x Si™1 x P! — A(S;), for 1 <t < T.
We now assume that nature has the ability to choose a set (2, which we take to be a finite
set, and dynamic information structures {Z“},cq, with associated probability distributions
I#: Ry x S'=1 x P! — A(S;). Crucially, note that the signal set does not depend on w, as the
interpretation is that the buyer observes signal s; in period t. Let us denote by Q)(s') the set
of information structures the buyer believes is feasible after signal history s;. This allows us
to describe which information structures the buyer can “rule out” over time.

For simplicity, we assume that the buyer utilizes a maxmin objective, though similar
arguments would apply for general uncertainty averse preferences. It is easy to show that
without any restrictions, allowing for arbitrary uncertainty aversion can eliminate any seller

profits.

Proposition 12. Suppose nature can choose any set of dynamic information structures. Then the

seller’s worst-case single-period profit (as well as dynamic profit) is equal to 0.

Proof. Consider any price path (p;)L;, and let p = min; p;. Suppose p > 0. Let nature
choose S; = {0,1},Q = {0,1}.

e Attime 1, if w = 1, the buyer observes s; = 1if v > 4 and s; = 0 otherwise.
e Attime 1, if w = 0, the buyer observes s; = 0if v > p and s; = 1 otherwise.

In this case, since the buyer is maxmin, the expected payoff from purchasing is negative,
hence they will never purchase. If p = 0, define j = min,-op;. Repeating the same
argument above, replacing p with f, completes the proof. B

This result is straightforward, particularly since the martingale condition of expectations
is what allowed us to avoid degenerate solutions in the first place. Hence some restriction
must be made an updating, and the following appears to be the most-reasonable.
Definition 5. The buyer is a within-period Bayesian if all information structures I (v,s'~1, p*)

with w € Q(s'~1) are identical.
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In words, a within-period Bayesian does not face any uncertainty over the information
they have obtained up until that time. However, they may be non-Bayesian over information
they receive in the future. This rules out creating arbitrarily pessimistic Hence information
still has the same bite in terms of avoiding degeneracy, but no longer imposing that the
buyer has significantly more knowledge of future information than the seller.

Under the within-period Bayesian assumption, Proposition 4 carries through identically,
since this proposition only requires us to construct an information structure that holds the
seller down to the one-period benchmark. We can also show the following;:

Proposition 13. Under the assumption that all buyers are within period Bayesians, the optimal

seller strategy is a constant price path of p*, delivering discounted profits of IT* 11:‘5;.

Proof of Proposition 13. We consider the same replacement as in Proposition 3, except we
assume in addition that nature reveals the true information structure to a buyer at time 1

(in addition to pushing signals forward). Obedience and algebra still demonstrate that:
]E['U ’ Sl] < B2 ST [5T71]E[Z) ’ 1,82, - - /Sr] + (1 _ 5171)p1} .

Since E[v | s1] = E® T [E[v | 51,52, - ,S¢]] in the case where there is no uncertainty over
future information, we have E[v | s1] > E*>#T [E[v | 51,52, - - ,5¢]| . Hence we still obtain

the crucial inequality:

o B2 T[(1 =671 - Efo | 51,82, -+, 4]
p1 = 1E52""'ST[1 _ 51'71] :

Since the buyer is a Bayesian in the transformed setting, the same analysis applies and we
have p; > E[v | s1,s]. Hence the replacement is obedient, so the probability sale is E[5 1],
according to the realized information structure (noting that this is the parameter that matters

for the seller’s profit). Hence the seller is made no better off with the replacement. ll

We make two observations on general features of this model, where we do not restrict
buyer uncertainty to being of the maxmin variety: First, our result that the worst-case for

the seller is a Bayesian buyer under within-period Bayesianism should hold under more
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general models of ambiguity aversion than the one we present here. Indeed, Riedel (2009)
derives a version of the Optional Sampling Theorem for multiple-prior supermartingales, in
dynamic models of ambiguity where the agent is time-consistent.

Second, we should not expect our results to hold in cases where the buyer is ambiguity
loving but a within-period Bayesian. In that case, even in the case where the buyer is a
within-period Bayesian, nature can induce delay by utilizing ambiguity over the buyer’s
future information. In that case, preventing the buyer from purchasing in the future by
raising the price may help profits, even potentially at the expense of excluding future buyers,

in contrast to our main results.
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