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Abstract

Current stock markets are flawed. Although high-frequency trading has provided some ben-
efits to market liquidity, the designs of these markets incentivize high-frequency traders to
engage in a technological arms race that harms market efficiency. Moreover, the opacity of
many stock markets lets market operators give preferred treatment to some traders at the
expense of others, even when doing so is illegal. This thesis extends a recently proposed
design that reduces the profitability of high-frequency trading strategies, and by using cryp-
tographic techniques, allows traders and other parties to verify that the market operator
has not cheated. A new type of order to buy and sell assets allows traders to succinctly ex-
press preferences far more complex than those expressible with current order types, thereby
reducing the need for sophisticated and expensive order management systems. Ultimately,
this design promises to produce a more efficient and more trustworthy stock market.
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1 Introduction

1.1 Motivation

From 1835 to 1837, brothers Joseph and François Blanc, an enterprising pair of French

bankers, consistently beat the market. Speed and tactics of questionable legality held the

key to their success. For two years, the brothers bribed the operators who ran the optical

semaphore telegraph line from Paris to Bordeaux, paying them to send encoded messages

along the line detailing the daily price movement of the Paris stock market. Paris effectively

set the prices on the rest of the exchanges in France as it was the largest market in the

country. While news of the Parisian market’s swings typically took five days to travel from

Paris to Bordeaux, this scheme allowed the Blancs, who were based in Bordeaux, to learn the

news in far less time and trade accordingly at their local exchange. When the scheme was

eventually discovered in 1837, the brothers were put on trial. But, they were soon acquitted,

because while the telegraphs were meant for only government use, they technically did not

break any laws (Holzmann 1999).

Fast forward to 2010, when a company known as Spread Networks attempted a similar

(and similarly legal) project with slightly updated technology. In 2010, Spread Networks

finished building a $300 million fiber optic cable running from the NASDAQ stock exchange’s

computers just outside New York to those of the Chicago Mercantile Exchange (CME). This

new cable cut the time it took for data to travel between the exchanges from approximately

17 milliseconds to 13 milliseconds. This 'feat' was accomplished by laying the cable along

the straightest possible path between the two cities, cutting through mountains and under

rivers where necessary. Upon completion, this cable created the fastest connection between

the two exchanges at the time (Lewis 2014). Like the Blancs, the modern, high-frequency

traders, who were paying $300,000 per month to be on Spread’s connection, would be able

to see stock prices in both markets before anyone not on that line. The traders could easily

recoup their monthly fees by taking advantage of any price discrepancies they observed before
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other traders even knew they existed, a tactic known as sniping.1 Yet competition quickly

rendered Spread’s line obsolete — by 2011, other companies built microwave towers that

could send signals from NYC to Chicago in 10 milliseconds, and by 2015, in 8.1 milliseconds.

Any high-frequency trader who wanted to stay in business had to switch to these lines.2

As the Blanc brothers and Spread Networks show, speed has always been critical to

success in the stock market. At least for the Blanc brothers, success involved some deception

as well. A trader’s ability to receive and process information about the market faster than

other traders’ directly leads to profit – traders not only need to be right, but also to be

first. However, as the speed of trading technology approaches the theoretical limits defined

by the laws of physics and microsecond speed differences are worth millions of dollars, it is

necessary to consider the incentives that drove traders to require such extreme technology as

Spread Networks’ $300 million cable and the competing networking companies’ towers that

quickly made Spread’s cable obsolete.

As the title of this thesis suggests, these incentives are the symptom of poorly designed

stock markets. No single regulation or aggressive trader can explain these incentives – the

system as a whole has failed. Budish et al. (2015) characterize Spread Networks’ line as

part of the "never-ending socially wasteful arms race for speed" which is "a symptom of

flawed market design."3 Specifically, they demonstrate that the continuous double auction

design used by every stock market today, in which orders are processed and matched against

existing orders (the double auction) as soon as they arrive at the exchange (making it con-

tinuous), necessarily induces this arms race. Even when all traders are identical (they have

the same trading technology, information sources, etc.), the continuous processing of orders
1A sniping strategy would specifically work like this: (1) a high-frequency trader, or rather the trader’s

computer, sees stock A’s price fall on the CME from x to y, while A’s price stays at x on Nasdaq. (2) Traders
with slow computer programs, who have bids to buy A at x, take a comparatively long amount of time to
recognize the price drop. (3) Before the slow trader notices, the fast trader buys A on the CME for y and
sells it to the slow trader for x. (4) Therefore, the fast trader profits x− y.

2Budish et al. (2015), 1549. Also, note that the theoretical minimum speed to make the approximately
1420 mile round-trip between New York and Chicago would take 7.6 milliseconds if travelling at the speed
of light in a vacuum, so there is not much more traders can do to decrease their connection times.

3Budish et al. (2015), 1547-48
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guarantees that existing orders have a high probability of being sniped when traders learn

new information. Suppose there is an event that suggests a stock is much more valuable

than previously thought, causing the stock’s fundamental value to rise, and assume that all

traders react to this news simultaneously.4 Traders who had orders on the exchange to sell

the stock at the original, lower price will send a message to the exchange to update their

stale offers to sell at the new higher price. Simultaneously, other traders will try to snipe

these shares by sending a message to buy the stock at the stale price and then re-sell it at

the higher price, thereby making a profit with no risk, a process known as arbitrage. Because

the exchange processes messages one at a time, it will break ties between orders received at

the same time randomly. As a result, sniping is almost guaranteed, because the message to

update a stale price is unlikely to be processed before every other sniping order is.5 There-

fore, the continuous double auction design has this sniping arbitrage built into it, even when

there are no differences in technology and no information asymmetry. If a trader were even

infinitesimally faster than every other trader, the trader could capitalize on every sniping

opportunity that emerges. While the total values of these opportunities across all assets is

near impossible to estimate, Budish et al. (2015) estimate that for one particular futures

contract (a financial product that is very similar to a stock), there are approximately $75

million worth of sniping opportunities per year. And thus begins the arms race for speed.

The trading arms race has not only resulted in huge amounts of wasted resources but

also reduced liquidity across the market and increased trading costs, in the form of wider

bid-ask spreads. The liquidity of an asset refers to how much of the asset can be bought or

sold at any given time and how costly trading the asset is – an illiquid stock is one that takes

time to sell and may even have to be sold at a discount to find a willing buyer. The bid-ask

spread refers to the difference between the price of the highest bid (buy order) and the price

of the lowest ask (sell order) currently on an exchange. When an investor wants to buy a
4In practice, in a distributed network of people, the concept of a simultaneous event is often not well

defined, but we will assume that for this discussion it is (Lamport 1978).
5Budish et al. (2015), 1553-54. If there are N − 1 traders trying to snipe an old order, the chance that

the old order gets sniped by any of those N − 1 traders before its price gets updated is N−1
N .

3
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stock, the investor must cross the bid-ask spread by buying the stock at the lowest ask price,

and vice versa if the investor wants to sell. The investor’s trading cost is the amount paid

on top of the highest bid, which is equal to this spread. Because of the sniping risk created

by the continuous double auction, traders will place smaller buy/sell orders to reduce their

losses if their order is sniped, reducing the overall quantity of available stock. The sniping

risk also causes liquidity providers (short-term traders who are willing to buy or sell a stock

at any time and profit when an investor crosses the bid-ask spread that they set) to set wider

bid-ask spreads to offset any losses from sniping, which reduces the market’s efficiency by

making it.6

The concerns raised by Budish et al. (2015) are not purely academic. In fact, they are

quite aligned with concerns raised both by those in the public sector and by some in the

financial industry. The President’s Economic Report of January 2017 questions the societal

value of high-frequency trading, stating, "The returns of imperceptibly faster trading to the

fastest trader may be immense, but the social value is difficult to discern...Ultimately, trad-

ing becomes more expensive for all traders, with little evidence of substantially increasing

benefits to society." This precisely describes Budish’s arms race. Within the financial indus-

try itself, the Investors Exchange (IEX), founded in 2012 and currently the fourth largest

American stock exchange, has created an exchange designed to reduce the effectiveness of

high-frequency trading sniping strategies; however, it does not completely eliminate sniping

opportunities (Budish 2016).

To be clear, the problem with the currently used stock market design is not that it

rewards traders with faster trading technology. After all, somebody has to be the first

person to capitalize on new public information, and that person ought to be rewarded. The

problem is that these sniping opportunities are fundamentally built into market design and

the existence of these opportunities not only causes hundreds of millions of dollars to be
6While proponents of HFT often argue that the faster high-frequency traders become, the more liquid

the market is and the smaller bid-ask spreads become, the data only partially support this claim. Budish
et al. (2015) note that faster trading and better technology largely ceased to have an effect (either positive
or negative) on liquidity and bid-ask spreads by the mid 2000’s.

4
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wasted on incredibly fast computing power but also leads to a market that is less liquid

and costlier to trade in. Moreover, while policymakers in the American government have

identified these problems, the market design that this thesis will offer in response to these

problems need not be government-mandated. If implemented, such a system would merely

compete with the dozens of other exchanges and alternative trading systems (essentially

less regulated stock exchanges) currently operating to handle investors’ orders.7 Investors’

preferences, that is, the free market, would determine the success of the system.

In response to these failures of the continuous double auction, Budish et al. (2015) propose

an alternative market design based on Frequent Batch Auctions (FBA) that alleviates the

arms race and sniping-induced illiquidity by transforming the market from running continu-

ously to discretely. Instead of processing orders continuously, a FBA market would process

orders in batches every τ seconds. Such a market would wait τ seconds, receive traders’

bids and asks, run a uniform price auction to determine the market clearing price for each

asset, which is the price such that the maximum amount of the asset is traded and that no

trader buys the asset for more than his/her bid or sells the asset for less than his/her ask,

and allocate the asset accordingly. Effectively, this design treats all orders received during

the same batch as having been received simultaneously. This causes HFT strategies to be

significantly less profitable, because the number and size of the opportunities to profit is

reduced. Batching orders reduces the value of a high-frequency trader’s speed advantage,

because the only time during which this speed advantage matters is during the small window

toward the end of a batch when there is enough time for a fast trader to respond to some

event affecting stock prices, but not enough for slow traders to respond before the auction

is run.8 Additionally, during this window, stale order sniping is less profitable — in order to

snipe a stale order, a high-frequency trader will have to outbid all other traders that are fast
7See https://www.sec.gov/foia/docs/atslist.htm, https://www.sec.gov/fast-answers/divisionsmarket—

regmrexchangesshtml.html
8Formally, Budish et al. (2015) demonstrate that if the fastest trader can trade in δ1 seconds and the

second fastest trader in δ2 seconds, the trader’s speed advantage goes from being always beneficial to being
beneficial δ1−δ2τ of the time when trading on a market that uses FBA.

5
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enough to access this window. Therefore, we can expect there to be very little HFT on a

market that uses batching, because high-frequency traders are unlikely to invest in expensive

trading systems if their opportunities to profit have been reduced so significantly.

Using frequent batch auctions to run a market all the time may not be as much of a radical

shift from the continuous double auction as it may appear. Traders are already accustomed

to using batch auctions at special points in the day to trade. For example, the New York

Stock Exchange (NYSE), the largest American stock exchange, uses auctions at perhaps the

two most critical moments in the trading day to set each day’s opening and closing prices

(CBOE 2019). Like FBA, both of these auctions allow investors to place orders during a

specified window of time, at the end of which all of the orders are matched. The opening

auction allows the NYSE to set its prices using any new information the market has learned

since the market’s last closing. The closing auction is important because it sets the prices of

many financial contracts that are valued using the last price of the day and, according to the

NYSE, promotes the "liquidity...and the stability and transparency of our capital markets"

(NYSE "Why you should care about the NYSE Closing Auction"). Investors seem to agree

with the NYSE as the closing auction processes nearly 10% of the NYSE’s daily traded

volume (NYSE "Behind the Scenes"). Therefore, because investors are not only willing but

actually eager to trade during these auctions, a market using frequent batch auctions could

soon become a reality.

The market design presented here will use the frequent batches from Budish et al. (2015),

but will allow traders to submit preferences to buy or sell stocks that are more expressive

than simply giving a single price and a single quantity with each order. Instead, traders will

be able to submit a demand curve (a term made precise in Chapter 2) that expresses their

desire to buy or sell a stock (or portfolio of stocks) at different prices and quantities during

each batch auction. Allowing traders to express more complex preferences will ultimately

lead to better market-wide outcomes, because the market will have more information that

it can use to match trades. Therefore, by combining frequent batch auctions with these

6
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demand curve based orders, the market design presented will both resolve the arms race

for speed and eliminate sniping-induced illiquidity, ultimately finding more optimal trade

allocations for the whole market.

However, these benefits can be realized only if the person operating the market actually

follows the protocol laid out here. Under current stock market designs, market participants

have no way to verify that a market operator acted as it said it would. Even if the market

has been designed to prevent market participants from engaging in undesirable behavior,

when so much money is changing hands so quickly, and when the cost to an investor of not

receiving the best price on any given order is small and difficult to calculate precisely, the

opportunity for corruption on the part of the market operator is enormous.

Over the past decade, this sort of corruption has occurred on numerous non-exchange

trading platforms known as dark pools. Dark pools are dark because, unlike traditional

stock exchanges, they are not required by law to publish the bids and offers traders submit

in real time.9 Investors, especially large institutional ones, value the opacity dark pools

provide because they believe that having the size of their orders hidden from the rest of the

market will allow them to get better prices because other traders will be unaware of the large

demand to buy or sell in the market. As a result of these perceived benefits, nearly 40% of

equity (stock) trading in the United States now occurs on dark pools (CBOE 2019).

However, dark pools’ opacity is a double-edge sword. In September 2018, the Securities

and Exchange Commission (SEC) found that Citigroup misled users of its dark pool, Citi

Match, to believe that the pool would be free from high-frequency traders in spite of the fact

the two most active users on Citi Match could reasonably be described as high-frequency

traders. Without admitting or denying these findings, Citigroup paid a penalty of $12

million (SEC 2018). In December 2016, Deutsche Bank paid a $37 million settlement to

end the SEC’s investigations into its dark pool and trade management system. Allegedly,

despite the fact that they told investors otherwise, Deutsche Bank from January 2012 to
9Note that the darkness does not prevent order sniping or the arms race for speed because dark pools

still process orders continuously.

7
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February 2014 manipulated the rules of its trading system to match client orders within

its own dark pools, which would lower operating costs for the bank, instead of sending

the orders to other marketplaces where clients would be able to receive better prices for

their orders (Viswanatha and Strasburg 2016). And, in January 2016, Barclays and Credit

Suisse agreed to pay approximately $85 million and $70 million, respectively, (the largest

settlements relating to dark pools ever) in response to allegations made by the SEC and New

York Attorney General that they each misled users about how they would prioritize traders’

orders and how they would route those orders to other exchanges if necessary. Additionally,

Barclays allegedly downplayed the level of HFT in its own dark pools (Hope and Strasburg

2016). The three examples are merely some of the most recent in a list of violations, fines,

and dark pool closures that stretches back to at least the Great Recession of 2008.

While these fines clearly demonstrate that a dark pool operator’s word (or even regulated

investor documents) cannot be taken on faith, the fines also show two facts about the state of

(institutional) investors’ relationships with the dark pools: (1) the Citi Match and Deutsche

Bank incidents reveal that enough investors wish to trade in markets that are free from

high-frequency traders, presumably because they believe it will be cheaper to trade, that

Citigroup and Deutsche Bank set up markets designed to cater to these investors, and (2)

current systems give investors no means to verify that dark pool operators are acting the

ways they said they would, let alone in the best interest of the investors. The market design

that I will lay out over the course of this thesis should appeal to the investors who wish

to be protected in some sense from high-frequency traders, because it will use a modified

version of the batch auctions suggested by Budish et al. (2015), and will allow them to verify

the market operator has processed their order fairly and correctly given the preferences they

express to the operator. At the core of this verification process is a cryptographic technique

known as random split representations (Rabin et al. 2007; Rabin et al. 2012). From a high

level, once the optimal set of trades has been computed by the market, the market will release

encrypted versions of the trades made and bids and offers that were submitted, which will

8
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allow all market participants to verify that their orders were executed as promised.

Ultimately, under this new market design, investors will not need to trust that this

market is actually keeping out high-frequency traders or that their orders are being matched

correctly. Instead, the market’s design limits the profitability of high-frequency trading

strategies by orders of magnitude, thereby neutralizing the effect of these strategies on the

market. Meanwhile, the cryptographic framework using random representations allows users

of the market to check with near certainty that their orders have been processed correctly.

1.2 Summary of Contributions

Current stock exchanges and dark pools fail traders because they match buy and sell orders

using a continuous double auction, which induces the arms race for speed, and because these

markets operate opaquely, their operators can give preferred treatment to certain traders

even when doing so violates the law.

To solve these problems, this thesis will refine and improve upon recent ideas for a new

market design, drawing on work by Budish et al. (2015) and Kyle et al. (2017).10 The main

contributions of this thesis are:

• Establishing new constraints for the market design so that orders can be processed

correctly and optimal trades can be made (Chapter 2.1).

• Introducing a mechanism to preserve market stability which ensures that the market

clearing prices are always non-negative (Chapter 2.2).

• Creating a verifiable protocol that allows the market to handle partially filled orders

between successive batch auctions, ensuring that traders’ preferences are respected over

time (Chapter 2.3).
10The elements of the market design are laid out in a working paper, "Smart Markets for Financial Securi-

ties: From Block To Flow Trading" by Eric Budish, Peter Cramton, Pete Kyle, Jeongmin Lee, David Malec,
and David Parkes. During the course of my thesis, I have improved upon the design, including resolving
problems around the construction and analysis of the market’s quadratic program, and demonstrating how
to apply random representations to this market.

9



1. INTRODUCTION

• Identifying a meaningful economic interpretation of the market clearing prices produced

by this market design, which directly links these prices to traders’ demand curves

(Chapter 4.2).

• Designing a system that allows traders to use random representations to verify that

the market ran a fair batch auction, and that the results of this auction are optimal

with respect to the traders’ stated preferences (Chapter 4.4).

1.3 Outline

The rest of my thesis is structured as follows. Chapter 2 presents a new stock market

design that uses Budish’s batch auctions, allows traders to express complex preferences to

buy and sell assets succinctly, and that finds the utility-maximizing set of trades via a

quadratic program. Chapter 3 introduces random representations, demonstrates how to use

them to verify computations over addition, multiplication, and inequalities while keeping

the inputs to these computations secret, and demonstrates how random representations can

be used to run a simple auction securely. Chapter 4 derives the market clearing prices of

the market presented in Chapter 2, and demonstrates how random representations can be

used in conjunction with the Karush-Kuhn-Tucker (KKT) optimality conditions to verify

the correctness of a batch auction. Chapters 5 and 6 contain some future research directions

and concluding thoughts.

10



2 Market Design

Building on Budish et al. (2015), this chapter will present a new market design that will lead

to fairer and more efficient outcomes. This new market will fill orders solely on the basis of

price and not give preference to any particular trader or type of trader, and will ensure the

total value traders derive from the trades is greater relative to less expressive systems.

Modern stock exchanges allow traders to place orders with more complex instructions

than merely the price a trader wants to buy or sell a stock at. For example, one of New

York Stock Exchange’s subsidiary exchanges, the NYSE Arca, allows traders to submit one

of 37 different order types to buy or sell a stock (“Arca Order Type Usage”). Some order

types are straightforward. A limit order allows a trader to tell the exchange to buy (or sell)

some amount of stock at any price less (or greater) than some specified price. Others are

more complex. An immediate-or-cancel order functions like a limit order except that if a

trader’s order cannot be immediately matched after it arrives at an exchange, the exchange

should cancel it. Just as processing orders continuously can create undesirable incentives

for the whole market, so too can the order types an exchange accepts. While an investor,

who wants to protect his order from price swings, might use the immediate-or-cancel order,

a high-frequency trader, who wants to snipe another trader’s order if there is one available,

may use it just as well. More problematically, an exchange known as Direct Edge was fined

$14 million by SEC, because it had special order types that were not publicly disclosed and

were designed specifically to provide certain high-frequency trading firms with an advantage

over other traders (SEC 2015). Therefore, while a stock market that used batch auctions

would be free from the problems that continuous stock markets have, the order types a

market supports can still distort incentives and provide built-in advantages to certain types

of traders at the expense of others. The market design put forth in this thesis still allows

traders to submit highly expressive preferences using a single, but versatile order type, while

preventing some of the harmful order types that are currently allowed by many exchanges.

The market design set forth below will run frequent batch auctions every τ seconds to

11
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process orders. The key innovation of this design is that instead of submitting a single

price-quantity pair with each order (and possibly some other conditions, such as immediate-

or-cancel), traders will submit the total quantity of each asset they wish to buy or sell, as

well as a series of price-quantity pairs that form the trader’s demand curve for each asset.

Each price-quantity pair indicates how much of a stock a trader wants to buy or sell for a

given price during an individual batch auction. Therefore, these demand curves not only

allow traders to state how much they are willing to pay to buy a certain stock but also the

rate at which they are willing to buy it.

While buying and selling stocks at a specified rate may seem like a paradigm shift from

the current stock market in which traders place orders to buy and sell stocks in "blocks" using

limit orders, institutional investors have been thinking about the rate at which they trade for

decades, and invest tremendous resources optimizing the rate at which they trade (Lo and

Bertsimas 1998; Budish et al. 2019). While individual investors place orders that typically

are small enough to be filled instantly, institutional investors, who often wish to buy far more

stock than the market can supply at any one time, have to consider both how long it will take

to buy their desired quantity of stock and how quickly to buy it. The longer institutional

investors take to trade, the more uncertainty they face with respect to price. However, the

faster they trade (by placing bids on larger quantities more frequently), the more they will

move the price of the stock against them, because not only will they exhaust the supply of

lower priced stock, but also other traders will realize that there is a large amount of demand

and consequently offer higher prices.11 Therefore, in order to hide the total quantity they

wish to trade, institutional investors have been developing strategies to split their orders into

many smaller ones to reduce their market impact, a practice referred to as order shredding.

Although the concept of order shredding is conceptually simple, implementing an order
11Because all of the bids and offers are made public on a stock exchange, such as via the NYSE’s Integrated

Feed (https://www.nyse.com/publicdocs/nyse/data/XDP_Integrated_Feed_Client_Specification
_v2.2.pdf), if a trader places a very large bid on stock A, other traders, who wish to sell stock A, may
interpret the demand to buy the stock as a signal of its value and raise their offer prices. See Kyle (1985)
for more detail.

12
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shredding system can be technically difficult and expensive, because such a system has

to respond to market events in real time (Kyle and Lee 2017). By allowing traders to

specify their rate of trade within their orders, this thesis’s market will implement order

shredding for both individual and institutional traders automatically, thereby eliminating

institutional investors’ need for complex order shredding systems and providing small traders

with technology previously unavailable to them to receive better and cheaper trade execution

should they need it.

2.1 Demand Curve Based Orders

Now that much of the background and motivation of the market design has been established,

it is time to introduce the market mathematically. Note that for the purposes of defining the

model, I shall consider the market as though there were only one batch auction, and I will

assume that we can treat prices and quantities as continuous variables, although in practice

they are discrete – prices are often rounded to the nearest penny and quantities are almost

always integers. In Section 2.3, I will discuss the slight modifications needed to operate the

market so that orders can be filled over multiple batch auctions.

As mentioned above, traders will use a demand curve to express their desires to buy or sell

assets. The demand curve that traders submit will be a piecewise linear function that maps

the quantity of an asset that they wish to buy (or sell) during each batch auction to the price

they wish to pay (or receive) per share. A positive quantity indicates a buy order, while a

negative quantity indicates a sell order. Therefore, the y-axis on a plot with a demand curve

is price and the x-axis is quantity. After describing demand curves on individual assets, I

will explain how a trader can use a single demand curve to buy or sell an entire portfolio of

assets.

Definition 2.1. Demand Curve In this market, the demand curve for any trader t’s

order o is a piecewise linear function with kt,o segments defined by kt,o + 1 points, denoted

{(pt,o,0, qt,o,0), (pt,o,1, qt,o,1), ...(pt,o,kt,o , qt,o,kt,o)}. This set of points is ordered by quantity, i.e.
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qt,o,i < qt,o,j if i < j. The point (pt,o,i, qt,o,i) indicates that the trader will pay $pt,o,i for qt,o,i

shares of an asset if qt,o,i > 0, and sell at $pt,o,i if qt,o,i < 0. If a trader is allocated some

quantity between two endpoints, the price paid (or received) will be the linear interpolation

between the two prices at the endpoints. To make the demand curve compatible with the

cryptography presented in Chapter 3, p and q must be rational. Additionally, every demand

curve submitted to this market must satisfy the following two conditions. (1) A demand

curve must include zero (i.e. qt,o,0 ≤ 0 ≤ qt,o,kt,o), which indicates that the trader is okay

not buying or selling any amount of an asset. This requirement guarantees that the market

operator can always find a set of trades (even if that means trading nothing) that satisfies

traders’ preferences. (2) A demand curve must be downward sloping (i.e. pt,o,j < pt,o,i when

j > i), which reflects the fact that a trader will buy more of (or sell less of) an asset as

its price decreases. The downward sloping requirement guarantees that the trader’s utility

function (the integral of the demand curve over quantity) is concave, which allows the market

operator to find the optimal asset allocation for a batch auction efficiently.

Figure 1: A standard demand curve. We can see that this trader is willing to sell at most 3 shares per
batch at $15 per share and buy up to 10 shares at $2 per share. Note that each segment is downward sloping
and that this trader neither wants to buy nor sell at $12.75 per share.
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Using piecewise linear demand curves allows for tremendous expressiveness. No matter

how complex a trader’s demand curve for an asset is, it can be approximated to an arbitrarily

close degree by using arbitrarily many pieces. Alternatively, a trader who wishes to use the

less expressive limit orders can still do so by submitting a virtually flat demand curve with one

segment that extends from q = 0 to the desired quantity. The downward sloping requirement

naturally aligns with traders’ incentives because when the price of an asset is low, the trader

should want to buy more of the asset more quickly to capitalize on the good price, but when

the price is high, the trader will want to buy more slowly to keep the average price paid for

the asset lower as the trader enters this position. Conversely, as the price of an asset rises,

traders will sell a greater quantity more quickly.

We will now demonstrate how to extend these demand curve based orders to trade port-

folios of assets. To do so, we will need to generalize the meaning of "quantity" on a demand

curve so that it can be applied to a collection of assets.

Definition 2.2. Portfolio A portfolio is a collection of assets that are bought and sold in

fixed ratios. In this market, to specify these ratios, traders will assign a weight, wt,o,a ≥ 1,

to each asset in the portfolio they wish to trade, such that at least one asset in the portfolio

has weight 1. By fixing one weight in a portfolio to be 1, we define a portfolio unit to be

the set of assets that contains 1 share of the asset with weight 1 and wa shares of all other

assets a in the portfolio. Concretely, if a trader wanted to trade stocks A, B, and C in a

ratio of 1 : 2 : 3, one unit of this portfolio would be 1 share of A, 2 of B, and 3 of C. Because

asset weights are strictly positive, all of the assets in a portfolio will either all be bought or

all be sold.12

Given this definition, when a trader submits a demand curve on a portfolio of assets, the
12Although there are instances in which traders may wish to buy an asset while selling another, this is

a relationship that can only be expressed with negative asset weights. Despite the usefulness of negative
weights, the market does not allow negative weights because of the unrealistic outcomes they can produce.
Consider an order on stock A with demand curve {(0, $10), (1, $9)} that has a weight of -1 on A. If order is
filled, then this trader would be willing to pay $9 to sell A, which would not occur in reality. Therefore, until
we can better differentiate between the cases in which negative weights produce reasonable and unreasonable
results, they will not be included in this market.
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price-quantity pair (pt,o,i, qt,o,i) indicates that the trader will buy qt,o,i units of the portfolio

at a price of $pt,o,i per unit. Thus, instead of pricing each asset with multiple demand curves,

the trader will provide one price for the entire bundle. In practice, a trader would likely find

that trying to trade an entire portfolio using a single order would be too restrictive as all of

the assets in the portfolio would have to be available in the correct ratios. Instead, a trader,

who presumably values receiving the entire portfolio more than each individual asset, would

likely submit separate orders for each of the assets in the portfolio and then submit an order

on the entire portfolio that reflects the fact that the trader values the collection of items

more than each individual one.

2.2 Market Clearing Quadratic Program

Every τ seconds, once the market has received traders’ demand curves, it will find the set

of trades that will maximize the total value across all traders based on the utility functions

that are implied by traders’ demand curves. Because traders can use this new order type

to give the market more information about their valuation functions than they could with

a single limit order, the market can find a set of trades that is more desirable to market

participants in aggregate. Note that thesis will not discuss the precise techniques used to

solve these optimization problems and will simply take as given that optimal solutions can

be found.

We now define the quadratic program that will be used to compute the outcome of every

batch auction. If yt,o represents the total number of units of order o that are allocated

in a batch auction, then wt,o,ayt,o is the number of shares of asset a trader t is allocated.

Because the total quantity of an asset bought must equal the total quantity sold, the equation∑
t∈T

∑
o∈to

wt,o,ayt,o = 0 ∀a ∈ A must hold in each auction, where T is the set of all traders,

to is the set of trader t’s orders, and A is the set of all tradable assets. If asset a is not

in order o’s portfolio, then wt,o,a is 0. Additionally, let V (yt,o) represent the value trader t

derives from being allocated yt,o units of order o. If v(y) is the price on a demand curve
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associated with quantity y, then V (yt,o) =

∫ yt,o

0

v(y)dy. So, if yt,o = 0, V (yt,o) = 0. Critically,

because demand curves are piecewise linear and strictly decreasing in y, the function V will

be quadratic and concave, which will guarantee that the quadratic program can be solved in

polynomial time. Thus, the market will solve a quadratic program during each batch of the

form:

max
∑
t∈T

∑
o∈to

V (yt,o)

∑
t∈T

∑
o∈to

wt,o,ayt,o = 0 ∀a ∈ A

yt,o ≤ qmax
t,o ∀t ∈ T, ∀o ∈ to

yt,o ≥ qmin
t,o ∀t ∈ T, ∀o ∈ to

where qmin
t,o = qt,o,0 and qmax

t,o = qt,o,kt,o .

In order to solve this quadratic program using standard techniques and to be able to

analyze it, the valuation function V (yt,o) must be expressed as a quadratic polynomial, not

an integral. Moreover, in order to simplify the mechanics of the quadratic program, I will

renormalize traders’ valuation functions so that for any feasible quantity, they receive positive

utility. Using the above definition, if yt,o is negative, V (yt,o) will also be negative. While

this is not theoretically a problem, this formulation of the value function will unnecessarily

complicate the rest of the quadratic program, because the cases for when yt,o is greater than 0

and when it is less than 0 will have to be considered separately. Although the renormalization

will change the resulting objective value, the set of optimal trades will remain the same

because this renormalization is equivalent to shifting the objective by a constant factor.

To ensure that the value function is always positive, utility will be measured relative to

the minimum quantity specified on a demand curve, which may not be 0. Thus, let the

renormalized value function W (yt,o) be equal to
∫ yt,o

qmin
t,o

v(y)dy. Because v(y) (price) is non-

negative and yt,o ≥ qmin
t,o by definition, W (yt,o) will always be positive. W (yt,o) can easily be
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shown to be equal to V (yt,o) plus a constant:

W (yt,o) =

∫ yt,o

qmin
t,o

v(y)dy (1)

=

∫ yt,o

0

v(y)dy +

∫ 0

qmin
t,o

v(y)dy (2)

= V (yt,o)− V (qmin
t,o ) (3)

Therefore, if V (y) is replaced withW (y) in the quadratic program above, the objective value

will be altered by the quantity −
∑
t∈T

∑
o∈to

V (qmin
t,o ) which is a constant amount and so the set

of yt,o’s that maximize this objective will be unchanged.

Figure 2: A partially filled order that is allocated 8 units of a portfolio at $2.50/unit. The shaded sections
show the utility gained from making this trade. We see that z1 = 4, z2 = 5, and z3 = 2 from which we can
compute the shaded area. Additionally, the trader is indifferent between buying and selling at $12.75.

To represent W (yt,o) explicitly, introduce the variables zt,o,i where i ranges from 1 to kt,o

and corresponds to the amount of the ith section of a demand curve that is allocated (see

Figure 2 for more details). Therefore, if we let ∆t,o,i = qt,o,i−qt,o,i−1 (the width of segment i),
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we see that 0 ≤ zt,o,i ≤ ∆t,o,i. Additionally, using zt,o,i, we can rewrite yt,o as qmin
t,o +

kt,o∑
i=1

zt,o,i.

Lastly, let mt,o,i equal
pt,o,i−pt,o,i−1

qt,o,i−qt,o,i−1
, which corresponds to the slope of the ith segment. Now,

we are finally ready to state W (yt,o) and can see that W (yt,o) =

kt,o∑
i=1

mt,o,i

2
z2t,o,i + pt,o,i−1zt,o,i.

Having reformulated our objective function using the function W and the variables

zt,o,i and letting the integers from 1 to kt,o be denoted [kt,o], we arrive at the following

quadratic program:

max
∑
t∈T

∑
o∈to

kt,o∑
i=1

mt,o,i

2
z2t,o,i + pt,o,i−1zt,o,i

∑
t∈T

∑
o∈to

wt,o,ayt,o = 0 ∀a ∈ A : ϕa

qmin
t,o +

kt,o∑
i=1

zt,o,i = yt,o ∀t ∈ T, ∀o ∈ to : αt,o

zt,o,i ≤ ∆t,o,i ∀t ∈ T, ∀o ∈ to, ∀i ∈ [kt,o] : αt,o,i

zt,o,i ≥ 0 ∀t ∈ T, ∀o ∈ to, ∀i ∈ [kt,o] : αt,o,i

Because the demand curve is strictly decreasing and the market is solving a maximization

problem, the z variables will be filled in the order of their indices in any optimal solution.

In other words, at the optimal solution to this quadratic program zt,o,j can be non-zero if

and only if zt,o,i = ∆t,o,i for all i < j. Additionally, the variables ϕa, αt,o, αt,o,i, and αt,o,i

correspond to the value of the dual variable associated with each constraint. It can be

shown that at the optimum of a quadratic program, the dual variables’ values represent

how much the objective would change if the right hand side of the corresponding constraint

were increased by 1 (Boyd and Vandenberghe 2009). Therefore, the dual variables ϕa should

correspond to the market clearing price for each asset. Further discussion and analysis of

the solution to this quadratic program and what is meant by a dual variable will occur in

Chapter 4, but suffice it to say that when solved, at the end of each batch auction, this

quadratic program will determine the asset prices to clear the market by using the solution
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to the dual quadratic program.

One subtlety of this formulation of the quadratic program is that if there is a significant

amount of selling pressure on asset a, it is actually possible for the price ϕa to be negative.

Despite the fact that all demand curves must have positive prices, if an asset never appears

as the sole asset in an order, that asset can have a negative price, as the example presented in

the Appendix demonstrates. Although this situation would be unlikely to occur in practice,

illogical states should not be allowed in the market’s formulation if they can be avoided.

While certain exchanges will halt the trading of a stock if the stock’s price falls too much

too quickly, we will use a different solution that allows the stock to keep trading, albeit at

low, positive prices. To motivate our solution, we consider the following lemma:

Lemma 1. For any sufficiently low price p > 0, there is always a trader (or group of traders),

called the reserve trader, who is willing to buy a sufficiently large quantity of stock q so that

all of the excess supply is exhausted and the asset price is kept above 0.

Since a stock is always worth at least 0 by definition, this lemma seems reasonable because if

the price of an asset (at least from the perspective of the market operator) is going to become

negative, then this trader can set an arbitrarily low price (the reserve price) to buy the asset.

Therefore, in order to include the reserve trader, the market will add an order for each asset

such that the price that the reserve trader bids is below every other traders’ price, and the

maximum quantity of stock that the trader wants to buy is equal to the maximum total

quantity of stock that can be sold in a given batch auction. Additionally, to allow for there

to be excess supply that the reserve trader can buy should it exist, we relax the constraint∑
t∈T

∑
o∈to

wt,o,ayt,o = 0 and make it non-binding, i.e.
∑
t∈T

∑
o∈to

wt,o,ayt,o ≤ 0. By introducing this

reserve trader and altering the quadratic program in this way, I will show that in theory ϕa

will always be non-negative and that ϕa is positive in the specific example presented in the

Appendix.
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2.3 Operating Between Batches

Between running a batch auction at time τ1 and running the next batch at time τ2, the

market needs to add new orders to its quadratic program, and update the constraints related

to orders from past auctions that were not completely filled. For example, consider a trader

who wants to buy 1000 shares of stock A, and believes that no more than 600 shares should

be bought per batch to limit price impact. If the trader is able to buy 600 shares of stock

A in batch 1, then in batch 2 the trader will want to buy only 400 shares. Therefore, the

exchange needs to update the trader’s order to reflect this fact.

So, in general, recall that for trader t and order o, qmax
t,o is the maximum quantity to be

allocated per auction and Qmax
t,o is the overall desired quantity. If over all previous auctions

order o has been allocated Yt,o > 0 and qmax
t,o > Qmax

t,o − Yt,o, then to ensure the order is not

over allocated, the market must decrease ∆t,o,i and/or remove segments from the demand

curve entirely so that qmin
t,o +

kt,o∑
i=1

∆t,o,i = Qt,o − Yt,o. In short, if q∗ = Qt,o − Yt,o, the market

truncates o’s demand curve for all values of q > q∗ and recomputes the constraints according

to the truncated demand curve. Likewise, if qmin
t,o < Yt,o − Qmin

t,o and Yt,o < 0, the market

truncates o’s demand curve for all q < q∗ = Yt,o −Qmin
t,o , so that o is not over sold.
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3 Trustworthy Computation

Given dark pools’ history of misrepresenting the ways in which investors’ orders are exe-

cuted, investors should demand proof that they received the best execution on their orders.

The simplest way for a dark pool to prove they provided the best execution would be to

publicly reveal all of the other bids and offers that were in the pool when an order was pro-

cessed. Of course, doing so would defeat the entire purpose of the dark pool. At least with

current designs, investors must choose between holding a market operator accountable and

protecting their secrets. By and large, they have chosen the latter. Fortunately, applying two

cryptographic techniques known as Time-Lapse Cryptography and homomorphic encryption

to Chapter 2’s market design can simultaneously guarantee the trustworthiness of a market

operator and preserve the secrecy of an investor’s order details.

To understand how these two techniques are used, consider an auction with an auctioneer

and some bidders, known respectively as the Evaluator and Prover (EP) and the Verifiers in

the cryptography literature. After traders submit their bids and the auctioneer determines

the winner of the auction, the bidders will want to verify that the auctioneer followed the

auction’s rules. To convince a Verifier that the auction’s outcome was fair, the EP must

be able to demonstrate that none of the submitted bids were tampered with before the

auction was run, and, without revealing the bids, show that the computations carried out to

determine the winner comply with the auction’s stated rules.

To prevent any party from tampering with the bids, we use Time-Lapse Cryptography

(TLC) as described in Thorpe (2008). As the name suggests, TLC allows someone to encrypt

a message so that it can only be decrypted after some amount of time has elapsed. TLC

relies on a Service which at some time t, releases a public encryption key that can be used

to encrypt a message, and at a later time T , releases the corresponding decryption key.

Critically, this Service is constructed in such a way that it is essentially impossible for the

secret key to be released early or derived from the public key. Thus, if Alice wants to send

Bob a message that can only be opened in the future, she can use a TLC Service’s public key
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to encrypt her message now and then Bob will have to wait until the secret key is released

to open the message (Thorpe 2008).

Using homomorphic encryption will allow a Verifier to check the results of an auction. I

will refer to any protocol as a homomorphic encryption scheme if it allows an EP to perform

computations on some set of inputs in such a way that without revealing the inputs, the EP

can provide a public proof that the result of these computations is correct. In a homomorphic

encryption protocol, the EP releases a public key that bidders use to encrypt their bids before

sending them to the EP, who can decrypt them with the corresponding secret key. Depending

on the implementation of the homomorphic encryption, the EP may use the encrypted bids

themselves or some transformation of them to provide a proof of correctness.

Therefore, to provide both of these guarantees, a bid will be encrypted as required by

the homomorphic encryption scheme, encrypted with the public key of the TLC Service,

and then posted publicly. When the period to submit bids ends, the Service will release

the secret key, allowing the EP to decrypt the bids, determine the winners of the auction,

and provide a proof of correctness using homomorphic encryption. While I have elided the

details of what it means to "publicly post" the TLC encrypted values for the sake of brevity,

Chapter 6 of Thorpe (2008) demonstrates this posting process ensures that even after the

TLC secret key is revealed, the EP cannot tamper with the bids without alerting bidders.

3.1 Random Representations

We will use an efficient homomorphic encryption technique known as Random Representa-

tions to verify the outcome of each batch auction. Because this technique is probabilistic,

Verifiers cannot definitively know that the computations were correctly carried out. However,

Verifiers can nonetheless achieve an arbitrarily high degree of certainty that the computations

were correct with random representations. While there are other homomorphic schemes, such

as Paillier encryption, that are deterministic, as Rabin et al. (2012) and Parkes et al. (2015)

demonstrate, these alternatives are computationally intensive, and therefore likely too slow
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to be used in Frequent Batch Auctions.

The following discussion of random representations is based on Rabin et al. (2007) and

Rabin et al. (2012). Note that because the computations required for random representations

must be carried out over a prime field Fp, where p is a prime number on the order of 2128, we

will assume that all values used by the market are less than that. Given that global GDP

in 2017 was approximately $80 trillion (roughly $246), this is a safe assumption (The World

Bank 2017).

Definition 3.1. Random Representation Let the random representation of x ∈ Fp be

the vector X = (u, v) such that x = u+ v mod p, where u is a randomly selected element in

Fp. Let val(X) = u+ v mod p = x. u and v are referred to as the coordinates of X.

Additionally, in order to make the auction completely verifiable, the auctioneer must pro-

vide a public description of all the computations run on the submitted bids to determine the

auction’s outcome. Rabin et al. formalize this process by defining a straight line computation

(SLC).

Definition 3.2. Straight line computation A straight line computation, with inputs

(bids) x1, ..., xn ∈ Fp, intermediate values xn+1...xL, and outputs xL+1, ..., xL+k is a sequence

x1, ...xn, xn+1, ...xL+1, ...xL+k where for all m > n, there are i, j < m,L such that one of the

following relationships is true:

• xm = xi + xj

• xm = xi · xj

• xm = xi

• xm = Bool(xi ≤ xj) Note that these xm must be outputs, i.e. m > L.

Therefore, if the auctioneer needed to compute (x1 +x2 + ...+xn)2 as part of an auction,

the SLC x1, ... xn, xn+1, ... x2n−1, x2n, in which xn+1 = x1 + x2, xn+2 = xn+1 + x3 ... x2n =
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x2n−1 ∗ x2n−1, would produce the correct output, and allow all of the partial sums of this

computation to be checked. In order to check the correctness of an SLC without leaking any

information about the true values xi, xj, and xm, addition, multiplication, and (in)equalities

must all be verifiable in the sense that if Xi, Xj, and Xm are the random representations

of xi, xj, and xm, then the EP can provide evidence to a verifier that val(Xi) + val(Xj) =

val(Xm), val(Xi) ∗ val(Xj) = val(Xm), and val(Xi) ≤ val(Xj) without revealing both

coordinates of Xi, Xj, and Xm.

The key fact used to demonstrate the verifiability of addition, multiplication, and inequal-

ities in an SLC is that if either u or v (but not both) is revealed publicly, no information is

leaked about the underlying value x. This should be clear because u is just a random value

from Fp and thus has no relationship to x, and although v ≡ x− u mod p, v by itself is also

another value from Fp that provides no context about u or x. This property of random rep-

resentations will let the EP prove different relationships between inputs, intermediate values,

and outputs by revealing only one of these two coordinates for each random representation.

However, in order to ensure that the value of coordinate (either u or v) revealed by the EP is

actually the true u or v, the EP must publicly post commitments of u and v before revealing

one of these two values.

Definition 3.3. Commitment Function Let the commitment function for values u ∈

Fp be denoted COM : Fp × [m] → [m], where for a fixed value u, COM(u, ·) creates a

one-to-one mapping between [m] and [m]. In other words, {COM(u, r)|r ∈ [m]} = [m].

Additionally, COM is assumed to be computationally collision-free — it is not possible

for a polynomial-time algorithm to find two distinct pairs (u1, r1) and (u2, r2) such that

COM(u1, r1) = COM(u2, r2). The commitment of random representation X is COM(X) =

(COM(u, r1), COM(v, r2)) where r1 and r2 are randomly chosen from [m].

There are two important properties of COM . First, the COM function is information

theoretic hiding, because knowing COM(u, r) provides no information about u or r. Second,

it is computationally binding, which means if an EP claims that some value c, known publicly,
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equals COM(u, r) for some secret (u, r), and is asked to prove this claim, then because COM

is computationally collision-free, the only way for the EP to prove this claim is to reveal u

and r. The EP cannot (in a reasonable amount of time) find an alternative u′ and r′ that

produce the committed value c, and therefore, all observers know that the EP knew u and

r before asked to reveal them. In effect, by sharing c publicly, the EP is bound to u and r.

Having received random representations from all bidders, stated the SLC, and finally gen-

erated a commitment from each random representation, the EP publicly shares the sequence

COM(X1), ... , COM(Xn), COM(Xn+1), ... , COM(XL), xL+1, ... , xL+k and is ready to

start proving the correctness of the outputs xL, ...xL+k.

3.2 Verifiability of Addition

Let X = (u1, v1), Y = (u2, v2), and Z = (u3, v3), and suppose that the EP claims that

val(X) + val(Y ) = val(Z). Additionally, let COM(X) = [COM(u1, r1), COM(v1, s1)],

COM(Y ) = [COM(u2, r2), COM(v2, s2)] and COM(Z) = [COM(u3, r3), COM(v3, s3)], all

of which are known publicly. For the EP to present a proof of this addition, consider the fact

that val(X) + val(Y ) = val(Z) if and only if there exists w such that X +Y = Z+ (w,−w).

Proof. If X + Y = Z + (w,−w), then

(u1 + u2, v1 + v2) = (u3 + w, v3 − w)

→ u1 + u2 = u3 + w v1 + v2 = v3 − w

→ u1 + u2 + v1 + v2 = u3 + v3

→ val(X) + val(Y ) = val(Z)

Proof. If val(X) + val(Y ) = val(Z)

→ u1 + v1 + u2 + v2 = u3 + v3

→ u1 + u2 − u3 = −v1 − v2 + v3

→ u1 + u2 − u3 = −(v1 + v2 − v3) Let w = u1 + u2 − u3

→ X + Y = (u1 + u2, v1 + v2) = (u3 + u1 + u2 − u3, v3 + v1 + v2 − v3)

= (u3 + w, v3 − w) = Z + (w,−w)
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When a Verifier challenges the EP to prove the claim that val(X) + val(Y ) = val(Z),

the EP shares the value w with the Verifier, and then the Verifier selects challenge 1 or

2 with equal probability. If 1 is selected, then the EP reveals for j = 1, 2, 3 the values

uj, rj. Using these (uj, rj), the Verifier calculates COM(uj, rj), and checks if these match

first coordinates of the commitments posted earlier. If they do not, the proof is invalidated

at this step. Then, the Verifier checks that u1 + u2 = u3 + w. Likewise, if this is not true,

then the proof is invalidated. If this check succeeds, the Verifier has reason to believe that

val(X) + val(Y ) = val(Z), but cannot be certain, as explained below. Challenge 2 would

proceed similarly, but the EP reveals vj and sj instead. If the EP needed to prove the claim

that val(X) = val(Z), the EP could use virtually the same procedure, just by dropping

val(Y ), because val(X) = val(Z) ⇐⇒ X = Z + (w,−w).

To understand what a Verifier learns if this protocol is carried out, it is easiest to consider

the case in which the EP is lying and val(X) + val(Y ) 6= val(Z). In this case, there is no w

that can satisfy both u1+u2 = u3+w and v1+v2 = v3−w. Therefore, because the EP shares

w before challenge 1 or 2 is selected, the EP cannot select a w to fool the Verifier definitively.

Moreover, because COM is computationally binding, the EP cannot manipulate the values

that are revealed as part of the selected challenge — the values revealed must have been the

ones that were committed. If w has been selected to satisfy one of the two challenges, the

EP will be able to trick the Verifier, who selects a challenge at random, with probability 1
2
.

In other words, if the EP is lying, the Verifier will know half the time — these challenges

cannot show that the EP is telling the truth, but rather provide evidence the EP is not

lying. It should be clear that these challenges reveal no information about x, y, or z (the

true values), because knowing that u1 + u2 = u3 +w provides no information about v1, v2 or

v3, because that relationship would be true for any three random representations such that

val(A) + val(B) = val(C).

Of course, in practice, having only a 50% assurance of not being cheated is unacceptable.

To increase the probability of knowing that one is not cheated, Rabin et al. (2012) provide
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an extension to this protocol that, by using multiple random representations of the same

value, allows a Verifier to issue multiple challenges on the same computation and achieve an

arbitrarily high degree of certainty that the EP is not lying, thereby proving the correctness

of the EP’s computations. While the full details of this protocol are outside the scope of this

thesis, the result is summarized in Theorem 2, stated at the end of Section 3.4.

3.3 Verifiability of Multiplication

Like the addition proof above, the protocol to prove that val(Xi) · val(Xj) = val(Xm) relies

on the Verifier issuing certain challenges to the EP. Again, if the EP fails these challenges,

the Verifier knows the EP is lying. Additionally, the challenges are constructed in such a way

that if the EP is lying, the probability that the EP fools the Verifier is at most 3
4
. Theorem 2

also applies here and the protocol it uses can be used to make this probability arbitrarily

small.

As before, let Xi = (u1, v1), Xj = (u2, v2), and Xm = (u3, v3), and commit these random

representations to the SLC. In order to verify the multiplication, the EP calculates the

random representations Z0 = (u1 · u2, v1 · v2), Z1 = (u1 · v2 + w1, p − w1), and Z2 = (u2 ·

v1 + w2, p − w2) where w1, w2 are randomly chosen from Fp and adds the commitments

COM(Z0), COM(Z1), COM(Z2) to the SLC. Note that val(Xm) = val(Z0 + Z1 + Z2).

In this case, there are three possible claims the Verifier can challenge:

1. val(Z1) = u1 · v2

2. val(Z2) = u2 · v1

3. Z0 is (u1 · u2, v1 · v2) and val(Xm) = val(Z0) + val(Z1) + val(Z2)

The Verifier challenges Claim 1 and Claim 2 each with probability 1/4. If Claim 1 is

challenged, the EP reveals u1 from Xi, v2 from Xj, and both coordinates of Z1. Just as in

the addition verification, the Verifier can check that these revealed values can produce the

committed values. If the commitments are the same, the Verifier checks if Claim 1 is true. If
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Claim 1 is false, the Verifier knows that the EP is lying. Thus, if the EP has tried to produce

a multiplication proof that is false with respect to Claim 1, then the Verifier will accept the

proof at most 3/4 of the time (assuming the other claims are true). An equivalent procedure

would happen if Claim 2 were challenged, which also guarantees the 3/4 bound.

The Verifier challenges Claim 3 with probability 1/2 and also chooses c ∈ {1, 2} with

probability 1/2. If c = 1, then the first coordinates of Xi, Xj, Xm, and Z0 are decommitted

and revealed. The Verifier can check that u1 · u2 is the first coordinate of Z0, checking the

first part of Claim 3. Then by using the verifiability of addition, the Verifier issues challenges

to see that val(Xm) = val(Z0)+val(Z1)+val(Z2). Therefore, if the EP is lying with respect

to some part of Claim 3, the Verifier will catch the EP with probability that is at least

1/4, because the Verifier challenges Claim 3 with probability 1/2 and selects c with equal

probabilities. Thus, combining the results for Claims 1, 2, and 3, we can see that a Verifier

will accept a false multiplication claim with probability at most 3/4 and that the system is

information theoretically hiding.13

3.4 Verifiability of Inequalities

Now, we will show how the EP can supply a proof of correctness that xm = Bool(xi ≤ xj)

assuming that xi, xj ≤ b2 < p/32, where b2 is a publicly known value. There are three facts

that we will accept without proof to show that a Verifier can check an inequality. First, given

that 0 ≤ z ≤ b, the EP can prove to a Verifier that either p− b ≤ z < p or 0 ≤ z ≤ 2b while

still keeping z’s value secret (and without using ≤ as part of the proof, of course). Note that

(p − b)2 ≡ b2 mod p and so 0 ≤ z2 ≤ 4b2 (Brickell et al. 1988; Rabin et al. 2012). Second,

because x ≤ y if and only if (y − x) mod p < p/2, the EP will prove that the difference

xj − xi is less than p/2 to show that xi ≤ xj. Because xj, xi < b2, we also have xj − xi < b2.

Third, every integer x is equal to the sum of four square numbers, x = z21 + z22 + z23 + z24 , and
13As Rabin et al. note, if xi appears on both the left side and right side of a multiplication (e.g. both

xi ·xj and xk ·xi are part of the SLC), then the value of xi could be revealed by a Verifier’s making strategic
challenges. Thus, for any such xi, the EP ought to use two different random representations of xi, denoted
XLi and XRi for the left and right cases to preserve secrecy.
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these four integers can be computed in polynomial time (Rabin et al. 2012).

The EP begins by computing d = xj−xi and committing D, the random representation of

d, to the SLC. Then from d, the EP calculates z1, z2, z3, and z4 such that d = z21 +z22 +z23 +z24

and adds random representations of zi and z2i to the SLC, denoted Zi and Si respectively.

Because 0 ≤ d ≤ b2, 0 ≤ zi ≤ b. Therefore, by the second fact, the EP can prove that

−b mod p ≤ val(Zi) ≤ 2b. Using the verifiability of multiplication, the EP will also be able to

show that Si = Zi ·Zi, and using the verifiability of addition, the EP can show that val(D) =

val(S1) + val(S2) + val(S3) + val(S4). Having confirmed val(D) = val(S1) + ... + val(S4),

the Verifier can conclude that 0 ≤ d ≤ 16b2 < p/2 and that xi ≤ xj.

Because proving the inequality relationship xi ≤ xj relied solely on proofs of correctness

on addition and multiplication, we can conclude that this verification process is information-

theoretic hiding and the probability that a Verifier will accept a false proof is at most 3/4.

Theorem 2. If every bidder submits 3k random representations of each required input value

(bid), then the probability that the EP provides a fake proof of correctness for an SLC that

fools a Verifier is at most (1
2

+ 1
e2

)k + (1
2

+ 1
e2

)3k (Rabin et al. 2012).

3.5 Example: Second Price Auction

To make the protocols described above concrete and to have a simple example in mind when

applying random representations to batch auctions, we now show how random representa-

tions can be applied to the simple case of a second price auction. The winner of a second

price auction is the bidder who submits the highest bid for a good and pays the second

highest price to acquire that good. In our example, let there be n bidders, B1, ... , Bn, who

submit bids x1, ... , xn as random representations X1, ... , Xn. The auctioneer computes

the winner and claims that B1 wins and pays B2’s bid. By announcing this result, the auc-

tioneer effectively claims that B1’s bid was the highest and B2’s bid was second highest (i.e.

xn ≤ x2, xn−1 ≤ x2, ... , x3 ≤ x2, and x2 < x1). Using the techniques just demonstrated,

the auctioneer can produce a proof of correctness with an SLC that has output values that
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correspond to these inequalities and contains the intermediate values that are required to

show an inequality holds. While this example of a second price auction may be relatively

straightforward, the steps used to conduct this auction securely apply to all auctions — (1)

accept the input values from bidders, (2) determine the allocated quantities and prices ac-

cording to the auction’s rules, and (3) express the criteria that define an auction’s outcome

in terms of addition, multiplication, and/or inequalities so that a proof of correctness can

be constructed.
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4 Quadratic Program Analysis

The two objectives of this chapter will be to relate the dual variable ϕa of the quadratic

program constructed in Chapter 2 to the marginal value of each trader’s demand curve and

to unify Chapters 2 and 3 by showing that random representations can be used to prove

to all market participants that the market operator calculated the utility maximizing set

of trades given the demand curves submitted by all participants. In order to achieve these

objectives, I will need to introduce the Karush–Kuhn–Tucker (KKT) conditions.

4.1 The KKT Conditions

The KKT conditions are four conditions that hold for the optimal solution to any quadratic

program and more generally, for any local optimum in any constrained optimization problem.

To contextualize the KKT conditions, consider the following definitions.14

Definition 4.1. Primal Problem The primal problem is a constrained optimization prob-

lem in Rn of the form:

min f(x)

s.t. hi(x) ≤ 0 i ∈ [m] : ui

`j(x) = 0 j ∈ [r] : vj

Definition 4.2. Lagrangian The Lagrangian, L(x, u, v), of a primal problem is f(x) +
m∑
i=1

uihi(x) +
r∑

j=1

vj`j(x), where ui ∈ R and vj ∈ R.

Definition 4.3. Lagrangian Dual Function The Lagrangian dual function is

g(u, v) = min
x
L(x, u, v)

14The mathematics and definitions come from Boyd and Vandenberghe (2009), while the notation is from
Gordon and Tibshirani (2012).
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Definition 4.4. Dual Problem The Dual Problem is

max
u∈Rm,v∈Rr

g(u, v)

s.t. u ≥ 0

Definition 4.5. KKT Conditions The following four relationships are known as the KKT

conditions.

1. Stationarity: ∇f(x) +
m∑
i=1

ui∇hi(x) +
r∑

j=1

vj∇`j(x) = 0

2. Complementary Slackness: uihi(x) = 0 ∀i

3. Primal Feasibility: hi(x) ≤ 0, `j(x) = 0 ∀i, j

4. Dual Feasibility: ui ≥ 0 ∀i

Theorem 3. If x∗ and (u∗, v∗) are optimal solutions to the primal problem and dual problem,

respectively, then the four KKT conditions hold.

Theorem 4. If the KKT conditions hold for some x and (u, v), and functions f and hi ∀i ∈

[m] are convex, then x and (u, v) are the optimal solutions to the primal and dual problems.

In addition to Theorems 3 and 4, we will accept the fact that if the primal problem has a

solution, then using that primal solution we can find a (not necessarily unique) dual solution.

Proofs of these claims can be found in Boyd and Vandenberghe (2009). While there may not

always be a simple interpretation of the dual problem or the dual variables, I will show that

for the specific quadratic program (QP) derived at the end of Chapter 2, the dual variable

ϕa corresponds to the market clearing price of asset a.

4.2 Applying KKT

By applying the KKT conditions to the optimal solution of the order matching QP from

Chapter 2, I will show that the dual variables ϕa are not merely abstract quantities but
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can be directly linked to the prices specified on traders’ demand curves. Except for in two

edge cases, I will show that if we use ϕa as the price for asset a, traders will pay their

marginal values to receive y∗t,o. In the cases when this equality does not hold, I will show

that if the trader is buying the asset, then ϕa, the price paid by the trader, is less than

the trader’s marginal value, and if the trader is selling the asset, the trader is receives more

than his marginal value for the asset. Therefore, the only times when traders do not pay or

receive their marginal values are beneficial to traders – a trader will never pay more than

his marginal value for an asset or sell an asset for less. This equivalence is stated formally

in the following theorem.

From a broader perspective, this relationship shows that this thesis’s market will not

only reduce the effectiveness of harmful high-frequency trading strategies by employing batch

auctions, but also allows traders to set the asset prices on the market. This market’s ability

to set prices internally, a process known as price discovery, is a direct improvement over

the external price setting that occurs on IEX, the only currently operating exchange that is

designed to reduce the effectiveness of HFT. Instead of allowing traders’ orders to set the

prices on the exchange, as part of its solution to HFT, IEX itself sets the stock prices on its

exchange by comparing stock prices on all other exchanges and selecting the "best" ones,

according to certain specified criteria (IEX 2019). Thus, in order to price stocks, IEX needs

other exchanges to exist, because it must outsource price discovery to these exchanges. This

thesis’s proposed market, if implemented, would not only reduce the effectiveness of harmful

high-frequency trading strategies (as IEX is trying to do), but would be the first to do so in

a way that allows for price discovery.

Theorem 5. If y∗t,o is the optimal value of yt,o and ϕa, αt,o,kt,o , and αt,o,0 are the optimal dual

values, then

∑
a∈A

wt,o,aϕa = vt,o(y
∗
t,o)− αt,o,kt,o + αt,o,0 (4)
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Proof. To demonstrate this, we first rewrite the QP presented at the end of Chapter 2 so

that it matches the format of the above definitions, by using that fact that maximizing a

function is equivalent to minimizing its negative:

min −
∑
t∈T

∑
o∈to

kt,o∑
i=1

mt,o,i

2
z2t,o,i + pt,o,i−1zt,o,i

∑
t∈T

∑
o∈to

wt,o,ayt,o ≤ 0 ∀a ∈ A : ϕa

qmin
t,o − yt,o +

kt,o∑
i=1

zt,o,i = 0 ∀t ∈ T, ∀o ∈ to : αt,o

zt,o,i −∆t,o,i ≤ 0 ∀t ∈ T, ∀o ∈ to, ∀i ∈ [kt,o] : αt,o,i

−zt,o,i ≤ 0 ∀t ∈ T, ∀o ∈ to, ∀i ∈ [kt,o] : αt,o,i

Thus, the Lagrangian of our order matching QP is:

L(y, z, ϕ, α, α, α) = −
∑
t∈T

∑
o∈to

kt,o∑
i=1

mt,o,i

2
z2t,o,i + pt,o,i−1zt,o,i +

∑
t∈T

∑
o∈to

kt,o∑
i=1

αt,o,i(zt,o,i −∆t,o,i)

−
∑
t∈T

∑
o∈to

kt,o∑
i=1

αt,o,izt,o,i +
∑
t∈T

∑
o∈to

αt,o(q
min
t,o − yt,o +

kt,o∑
i=1

zt,o,i) +
∑
a∈A

ϕa

(∑
t∈T

∑
o∈to

wt,o,ayt,o
)

=
∑
t∈T

∑
o∈to

kt,o∑
i=1

−mt,o,i

2
z2t,o,i+(αt,o,i−αt,o,i+αt,o−pt,o,i−1)zt,o,i+

∑
t∈T

∑
o∈to

(
−αt,o+

∑
a∈A

ϕawt,o,a

)
yt,o

+
∑
t∈T

∑
o∈to

αt,oq
min
t,o −

kt,o∑
i=1

αt,o,i∆t,o,i

By applying the stationarity condition, we can see that at the optimum,
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∂L
∂yt,o

∣∣∣
y∗t,o

= −αt,o +
∑
a∈A

wt,o,aϕa = 0

→ αt,o =
∑
a∈A

wt,o,aϕa (5)

∂L
∂zt,o,i

∣∣∣
z∗t,o,i

= −mt,o,iz
∗
t,o,i + αt,o,i − αt,o,i + αt,o − pt,o,i−1 = 0

→ αt,o = mt,o,iz
∗
t,o,i + pt,o,i−1 − αt,o,i + αt,o,i (6)

Because eq. (5) resembles Theorem 5, the remainder of the proof will simplify eq. (6). To

do so, we consider three cases:

1. y∗t,o = qmin
t,o and z∗t,o,i = 0 ∀i ∈ [kt,o] (allocated minimum specified quantity)

2. y∗t,o = qmax
t,o and z∗t,o,i = ∆t,o,i ∀i ∈ [kt,o] (allocated maximum specified quantity)

3. qmin
t,o < y∗t,o < qmax

t,o

In case 1, by complementary slackness, αt,o,i, αt,o,i must equal 0. Equation 6 becomes

αt,o = pt,o,i−1 + αt,o,i. By dual feasibility, we see that αt,o ≥ pt,o,i−1. Moreover, because this

inequality holds for all i ∈ [kt,o], we conclude that αt,o ≥ max
i
pt,o,i−1 = pt,o,0 = v(qmin

t,o ) =

vt,o(y
∗
t,o). So, αt,o = vt,o(y

∗
t,o) + αt,o,0.

For case 2, we proceed similarly. By αt,o,i’s complementary slackness condition, αt,o,i = 0.

This implies αt,o = mt,o,i∆t,o,i + pt,o,i−1 − αt,o,i = pt,o,i − αt,o,i. Likewise, by dual feasibility,

αt,o ≤ min
i
pt,o,i = pt,o,kt,o = v(qmax

t,o ) = vt,o(y
∗
t,o). Thus, αt,o = vt,o(y

∗
t,o)− αt,o,kt,o

For case 3, when order o is not allocated the minimum or maximum quantity, let i∗ be the

minimum i such that 0 ≤ z∗t,o,i∗ < ∆t,o,i∗ . Additionally, because the concavity of a trader’s

value function ensures that at the optimum zt,o,j > 0 if and only if zt,o,i = ∆t,o,i for all i < j,

then if i < i∗, z∗t,o,i = ∆t,o,i and if i > i∗, z∗t,o,i = 0. If z∗t,o,i∗ = 0, then the order is allocated

an amount that is on the boundary of two segments on the demand curve. By applying the
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arguments used in case 1 and case 2 we see that max
i∗≤i

pt,o,i ≤ αt,o ≤ min
i≤i∗

pt,o,i, which directly

implies that αt,o = pt,o,i∗ = vt,o(y
∗
t,o). Alternatively, if z∗t,o,i∗ is between 0 and ∆t,o,i∗ , we have

that αt,o = mt,o,i∗z
∗
t,o,i∗ + pt,o,i∗−1 which equals vt,o(y∗t,o).

Because αt,o,0 = 0 in case 2 and case 3, and because αt,o,kt,o = 0 in case 1 and case 3, we

can combine the results from all three cases into this equation αt,o = vt,o(y
∗
t,o)+αt,o,0−αt,o,kt,o .

By setting eq. (5) equal to eq. (6), we conclude

∑
a∈A

wt,o,aϕa = vt,o(y
∗
t,o) + αt,o,0 − αt,o,kt,o (7)

Theorem 5 is a strong result with a good economic interpretation. It shows that the

values of the dual variables ϕa are the market clearing prices. Critically, by dual feasibility,

ϕa ≥ 0 and so ϕa represents a valid price. The left hand side of eq. (7) can be interpreted as

the amount it would cost to buy one unit of order o, because wt,o,aϕa is equal to the price of

purchasing wt,o,a shares of asset a. If y∗t,o is in case 3, this equation shows that the amount

that a trader pays to receive y∗t,o units of order o is exactly equal to that trader’s marginal

value. If y∗t,o = qmax
t,o , the RHS of eq. (7) becomes vt,o(y∗t,o)− αt,o,kt,o . Because dual feasibility

guarantees that αt,o,kt,o ≥ 0, when a trader’s order is allocated the maximum quantity, the

trader pays less per share than the trader’s marginal value. In other words, the trader would

have been willing to pay more for the shares but actually receives a discount. Of course, if

the trader wanted to sell and y∗t,o = 0 = qmax
t,o , then this relationship expresses the fact that

no trade occurred because the price that the trader wanted to sell at was greater than the

price the market was willing to pay. On the other hand, if y∗t,o = qmin
t,o , then the RHS of eq. (7)

becomes vt,o(y∗t,o) +αt,o,0 indicating that the trader will receive more than his marginal value

for selling y∗t,o. If qmin
t,o = 0, then this relationship shows that the trader bid too low of a value

for portfolio o and so nobody sold it to the trader.
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4.3 Existence and Uniqueness of Prices

Because the markets’s quadratic program is always feasible, some set of prices ϕa can always

be found, as shown above, and so prices exist. However, this set of prices is not guaranteed

to be unique – even if the primal problem (the market’s quadratic program) has a unique

optimal solution, the dual problem may have multiple solutions. While there are two cases

in which the market will not be able to determine a unique price for each asset, both of these

cases have reasonable resolutions that will still allow the market to function properly.

The first case occurs when an asset is not traded. If the maximum price that a trader is

willing to pay for an asset is less than the minimum amount that another trader is willing to

sell that asset for, then all that can be concluded is that the price of the asset is somewhere

between those two values. To demonstrate this, without loss of generality, consider the two

orders shown in Figure 3(a), in which buyer b wants to pay at most $13, and seller s wants to

sell for at least $15. Using Theorem 5, we see that the price of asset a is determined by these

two equations, ϕa = 12 + αb,1,1 and ϕa = 15− αs,1,2. However, as long as αb,1,1 + αs,1,2 = 3,

these equations will be satisfied and so 12 ≤ ϕa ≤ 15, because αb,1,1, αs,1,2 ≥ 0. Of course,

since the asset is not being bought or sold, it cannot have a price, because a price is what two

entities can agree upon to exchange a good. Thus, this design is functioning like a regular

market.

The second case, shown in Figure 3(c), occurs when the total supply and demand for

an asset are perfectly exhausted and the maximum price a seller has offered is strictly less

than the minimum price a buyer has bid. As in the no trade case, any price that is between

these two values is valid price, because a buyer is always happy to pay less and a seller is

always happy to receive more. However, in this case, because a trade can occur, the market

must pick a price between these two values. The average of these two prices seems to be

a reasonable choice for the asset to trade at, as this price favors neither the buyer nor the

seller. Importantly, situations such as this one are unlikely to occur or persist for more than

one batch auction. If such a gap existed, buyers would reduce their bids to match sellers’
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offers, while sellers would likewise raise their offers to match buyers’ bids. The price would

quickly converge to some value in this range.

Figure 3: In all plots, the red line represents a sell order and the blue line, a buy order on the same asset.
Plot (a) demonstrates a case in which no trade would occur and so ϕa could take on any positive value
between $13 and $15. Plot (b) shows an example in which the market clears, and 3 shares are traded for $15
each, as indicated by the dashed green line. Plot (c) shows that when supply and demand are simultaneously
exhausted, there is a range of valid prices, as the green band indicates. In this case, any price between $13
and $15 valid.

4.4 Provable Correctness of the Market

By Theorems 3 and 4, if the market operator can provide a proof of correctness using the

random representations of the inputs to the market (p, q,m,w), primal solution (y∗, z∗),

and dual solution (ϕ, α, α, α) that demonstrates all four of the KKT conditions hold, then

the operator will be able to show that the batch auction was computed fairly and the

optimal solution was found. The inputs to the market operator’s SLC will be all of the

values associated with the orders as well as the primal and dual solutions, and the output

values of the SLC will be the prices φa and a series of booleans and 0’s, indicating that

the KKT conditions were satisfied.15 Just as the second price auctioneer had to prove

x1 > x2 ≥ ... ≥ xn to show that bidder 1 was the winner, the market operator must show
15Additionally, the market will provide a proof that it correctly updated the constraints for partially filled

orders from the previous batch as discussed in Section 2.3. Because these computations rely on addition,
multiplication, and inequalities, they too can be verified.
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the KKT conditions hold given the allocation to show that an optimal allocation has been

found.

Since all four KKT conditions rely solely on addition, multiplication and inequalities, the

market should be able to use random representations. Constructing the proofs to demon-

strate dual feasibility is straightforward as the market just has to prove that ϕa ≥ 0, αt,o ≥ 0,

αt,o,i ≥ 0, and α ≥ 0. Similarly, the stationarity conditions eq. (5) and eq. (6) can be shown

by combining the fact that both addition and multiplication are verifiable. Complementary

slackness also relies on the verifiability of addition and multiplication for computing hi(x),

and so by adding the partial sums and other intermediate computations, the market can

prove that this condition holds as well at the proposed allocation. To show primal fea-

sibility, a few minor adjustments are needed because showing that values are less than 0

cannot be accomplished by random representations. Instead of showing zt,o,i−∆t,o,i ≤ 0 and

−zt,o,i ≤ 0 in the proof of correctness, the operator will show equivalently that zt,o,i ≤ ∆t,o,i

and 0 ≤ zt,o,i. Additionally, as previously mentioned, due to the reserve buyer, the constraint∑
t∈T

∑
o∈to

wt,o,ayt,o ≤ 0 will always bind at the optimum and so the market just needs to prove∑
t∈T

∑
o∈to

wt,o,ayt,o = 0 to complete its demonstration of primal feasibility.

However, this discussion has overlooked the fact that while the results on random rep-

resentations were shown only to be true for positive integers, many of the variables in this

quadratic program are either negative or non-integral. Therefore, in order for random rep-

resentations to be useful in this market, we must be able to extend these results to both

negative and non-integral values. Thorpe (2008) provides us with the following extensions.

Allowing negative values is easy as they can be encoded using the values in Fp that are

greater than p/2. Since all positive values must be less than p/32 so that they can be used in

inequality proofs, encoding the negative numbers this way will not introduce any ambiguity.

But, justifying the use of non-integral numbers is trickier and a complete discussion is out-

side the scope of this thesis. It is possible show that the results on random representations

can be extended to allow computations involving rational numbers. Thus, the computations
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4. QUADRATIC PROGRAM ANALYSIS

using mt,o,i, pt,o,i, and qt,o,i can also be verified. However, because a quadratic program is

being solved, the solutions to the primal and the dual may be irrational. Thorpe’s solution

to handle an irrational number x is to approximate it to d decimal places, and treat the trun-

cated value as a rational number. By introducing this approximation, some slight error is

introduced into the system and so the KKT conditions will no longer hold exactly. However,

the error that this truncation introduces is well understood. Therefore, the market operator

can introduce slight relaxations to the KKT conditions so that under this approximation,

the relaxations will hold, allowing the batch auction to be verified.
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5 Future Research Directions

This thesis makes important steps towards addressing the problems introduced by the con-

tinuous double auction and the opacity of today’s stock markets. However, in order to make

this market design a reality, there are a few theoretical and practical questions that will need

to be addressed.

• How do the KKT Conditions need to be relaxed so that after approximating

any irrational values in the solution, the EP can still provide a proof of

correctness?

As briefly discussed in Section 4.4, because random representations cannot encode

irrational numbers, irrational values that are part of the solution to a batch auction

will need to be given a rational approximation. As a result, the KKT Conditions will no

longer hold exactly. Thorpe (2008) provides techniques that can be used to determine

the margin of error that Verifiers will have to allow for when checking the market’s

correctness.

• We assume price and quantity are continuous variables so that the batch

auction clears in polynomial time and the KKT Conditions apply. What,

if any, guarantees remain if these values are required to be discrete?

Solving an integer quadratic program is known to be an NP-Hard problem, but given

sufficiently fast solvers the batch might be able to clear in a reasonable amount of

time. The more difficult problem will be to determine whether there is a necessary

and sufficient set of optimality conditions for an integer QP, which are compatible with

random representations. Baes et al. (2015) seem to present such conditions, but further

work is needed to show they can be used to present a valid proof of correctness.

• What should the batch length, τ , be so that the market is still efficient and

so that there is enough time to run these auctions?
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5. FUTURE RESEARCH DIRECTIONS

Budish et al. (2015) suggests a batch length between 100 milliseconds and 1 second,

but acknowledges that these bounds are rough estimates. However, given that the

original batch auctions use a less computationally intensive method to match orders,

these bounds may no longer be appropriate. Thus, simulations will need to be run to

estimate how the length of clearing a batch auction and providing a proof of correctness

scale as the number of orders increase.

• How should traders translate their preferences into demand curves?

We have assumed that traders will know how to express their preferences with demand

curves. However, given the complexity of professional traders’ strategies to shred or-

ders and participate in the stock market, it is not immediately obvious that these

techniques can be completely replicated with demand curves. Therefore, further re-

search is needed to determine how current trading strategies can be implemented, or

at least approximated, using demand curve orders.
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6 Conclusion

This thesis has presented a stock market design that is more economically efficient and

fairer than existing markets. This design mitigates a number of the deleterious effects high-

frequency trading has on the market, promotes price discovery, and lets traders and outside

observers, such as regulators, verify that the market is functioning correctly and allocating

assets fairly, while keeping the order data secret. By adopting the batch auctions of Budish

et al. (2015) and refining the order matching quadratic program of Budish et al. (2019),

we have developed a market that eliminates stale quote sniping and is more efficient. The

demand curve based order type builds order shredding into the market itself, thereby reducing

investors’ need for sophisticated shredding strategies, and it ensures that the gains from trade

are maximized by allowing traders to provide their valuation functions for both individual

stocks and entire portfolios of stocks. Additionally, the market clearing prices computed

at the end of each batch are guaranteed to be non-negative and closely tied to traders’

marginal values — buyers always pay at most the price they bid, while sellers always receive

at least the price they asked. Finally, every batch auction is governed by a cryptographic

protocol, which uses Time Lapse Cryptography and Random Representations, that allows

the market operator’s computations to be verified without revealing any information about

traders’ orders.

This market design has the potential to provide tremendous value to investors of all sizes

and the financial system as a whole. Simply put, this market possesses both the transparency

of an exchange and the secrecy of a dark pool, and would likely be more liquid and cheaper

to trade on than either. Given IEX’s success and investors’ desire to be insulated from HFT,

it seems reasonable that in the long run this market could outcompete markets that lack

these features.

Ultimately, this thesis has demonstrated that it is possible to protect markets from

unfavorable outcomes including those produced by high frequency trading, and to instill

trust in markets by empowering traders and regulators to ensure that markets are being
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6. CONCLUSION

run fairly. It has demonstrated, furthermore, that these improvements can be achieved

while allowing traders to express their preferences more accurately and completely, lead-

ing to more economically efficient trades. In an era in which both technology and finan-

cial markets are justifiably faced with increasing skepticism, this market design could re-

store confidence in their ability to provide transparent, trustworthy, and fair outcomes.
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A Demonstrating Negative Prices

Given demand curves that are structured as { [(price, quantity)], [asset weight] }:

Order 1: {[(0, 335), (10, 290)], [+1 AAPL, +2 GOOG, +3 MSFT]}

Order 2: {[(-8, 310), (0, 270)], [+1 AAPL, +2 GOOG, +3 MSFT]}

Order 3: {[(0, 400), (10, 280)], [+1 AAPL, +1 GOOG, +1 MSFT]}

Order 4: {[(-2, 300), (2, 290)], [+1 AAPL, 0 GOOG, 0 MSFT]}

Order 5: {[(-2, 310), (2, 280)], [ 0 AAPL, +1 GOOG, 0 MSFT]}

After solving the corresponding QP, we arrive at the following prices: AAPL = $295.42,

GOOG = $295.63, and MSFT = -$194.09. These results can be seen by running the attached

code negative_prices.py (copied below) with includeReserveBuyer set to 0. Addition-

ally, because none of the quantity constraints (αt,o,i and αt,o,i) are binding at the optimal

solution, we know that this set of prices is unique. If includeReserveBuyer is set to 1, the

prices become: AAPL = $319.96, GOOG = $0.001, MSFT = $0.001.

In some sense, this set of demand curves would be unlikely to occur because Order 1

indicates a trader would pay $330.50 to buy 1 share of Apple, 2 of Google, and 3 of Microsoft

while Order 3 indicates a trader would pay $388 to buy 1 share of Apple, 1 of Google, and 1

of Microsoft. However, it is always possible that as the system scales up and the number of

orders increases, there are complex interactions that cannot be easily predicted that would

allow for an apparently reasonable set of orders to be made that would still produce negative

prices.
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A. DEMONSTRATING NEGATIVE PRICES

# negative_prices.py
import sys
from gurobipy import *

def demandCurveToVars(model, obj, demandCurve, varNum):
y = model.addVar(lb = -GRB.INFINITY, name = "y%d" % varNum)

# Sort demand curve to be ascending in quantity and descending in price
q_sort = sorted(demandCurve, key=lambda x: x[0], reverse = False)
p_sort = sorted(demandCurve, key=lambda x: x[1], reverse = True)
# Make sure that they are the same
if filter(lambda x: x[0] != x[1], zip(p_sort, q_sort)) != []:

raise ValueError("Demand Curve %d wasn't downward sloping" % varNum)

demandCurve = q_sort

zs = []
n = len(demandCurve)
for (i, (q, p)) in enumerate(demandCurve):

# skip last point
if i == n - 1:

continue

next_q, next_p = demandCurve[i + 1]

z = model.addVar(lb = 0, ub = (next_q - q), name = "z%d%d" % (varNum, i + 1))
zs.append(z)

model.addConstr(z >= 0, "under_a_%d%d" % (varNum, i + 1))
model.addConstr(z <= (next_q - q), "over_a_%d%d" % (varNum, i + 1))

m = float(next_p - p) / float(next_q - q)

if obj is None:
obj = 0.5 * m * z * z + p * z

else:
obj = obj + 0.5 * m * z * z + p * z

q_min = demandCurve[0][0]
z_sum = q_min
for z in zs:

z_sum = z_sum + z

model.addConstr(z_sum == y, "a_%d%d" % (varNum, varNum))

return model, obj, y
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A. DEMONSTRATING NEGATIVE PRICES

if __name__ == "__main__":
if len(sys.argv) != 2 or sys.argv[1] not in ["0", "1"]:

print("Usage: python negative_prices.py includeReserveBuyer")
sys.exit(0)

includeReserveBuyer = (sys.argv[1] == "1")

try:

# Create a new model
m = Model("qcp")

# An Order is list of (DemandCurve, Weights) tuples. A DemandCurve is a
# list of (price, quantity) pairs.
orders = [

([(0, 335), (10, 290)], [1,2,3]),
([(-8, 310), (0, 270)], [1,2,3]),
([(0, 400), (10, 280)], [1,1,1]),
([(-2, 300), (2, 290)], [1,0,0]),
([(-2, 310), (2, 280)], [0,1,0]),

]

if includeReserveBuyer:
orders += [

([(0, 0.01), (10000, 0.0099)], [1,0,0]),
([(0, 0.01), (10000, 0.0099)], [0,1,0]),
([(0, 0.01), (10000, 0.0099)], [0,0,1])

]

demandCurves = map(lambda x: x[0], orders)
weights = map(lambda x: x[1], orders)

obj = None
ys = []
iters = len(demandCurves)

# Add y and z related constraints and construct the objective
for i in range(iters):

m, obj, y = demandCurveToVars(m, obj, demandCurves[i], i+1)
ys.append(y)

# Add constraints so that the amount bought equals the amount sold.
for j, ticker in enumerate(["AAPL", "GOOG", "MSFT"]):

constr = None
for i in range(iters):

constr = (weights[i][j] * ys[i] if constr == None
else constr + weights[i][j] * ys[i])
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A. DEMONSTRATING NEGATIVE PRICES

# Run the program with the appropriate constraint depending on whether
# the reserve buyer is present or not
if includeReserveBuyer:

m.addConstr(constr <= 0, "p_%s" % ticker)
else:

m.addConstr(constr == 0, "p_%s" % ticker)

m.setObjective(obj, GRB.MAXIMIZE)
m.optimize()

print("####################### PRIMAL SOLUTION ######################")
for v in m.getVars():

print(v.varName, v.getAttr("x"))

print("######################## DUAL SOLUTION #######################")
for c in m.getConstrs():

print(c.ConstrName, c.Pi)

print('Obj:', m.objVal)

except GurobiError:
print('Error reported')
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