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Abstract

I study the ability of folklore to transmit cultural attitudes and teachings from

the pre-industrial period to the present day. Despite their universal significance in

our communities, the heterogeneity and cross-generational influence of folklore is not

well understood. Why do societies tell vastly different stories? How are pre-industrial

narratives still relevant today? I answer these two questions by adapting models from

evolutionary anthropology to argue that (i) folklore inculcates practical and social skills

according to a society’s unique needs; and (ii) that it inherently serves as the medium

through which these teachings are transmitted inter-generationally. To quantitatively

test these hypotheses, I employ multiple machine learning techniques to extract se-

mantic insights on the salience of educational, STEM, and Humanities themes from

stories spanning over 900 globally distributed ethnic groups. By linking these insights

to data on historical group characteristics, climatic instability, and contemporary in-

dividual outcomes, I find suggestive evidence for the first hypothesis and moderately

causal evidence for the second. First, I observe that STEM themes in folklore are

more apparent in societies with practical needs, whilst Humanities themes are more

salient in groups that prioritize socialization. Second, I find that educational themes

in modern individuals’ ancestral folklore substantively impact both their educational

attainment and occupational choices. Taken together, my results imply that folklore

serves as a powerful instrument to not only understand the values and cultures of our

ancestors, but also our own.
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1 Introduction

“Wolf! Wolf! The Wolf is chasing the sheep!” In the late 6th century BCE, former Greek

slave Aesop conceived of a number of stories that came to be known as Aesop’s Fables.

Today, his stories are widely used as ethical guides, inculcating values ranging from honesty

to entrepreneurship in adults and children alike (Gibbs 2002). The enduring relevance of his

tales is indicative of the power of folklore. Indeed, narratives form the central building blocks

of our societies, and allow us to explain and make sense of a confusing world (Michalopoulos

and Xue 2021).

However, although stories such at “The Boy Who Cried Wolf” are irrefutable in their

present-day impact, the influence of local folklore, especially those contained within a single

ethnic group, is far less documented. Such narratives are incredibly diverse in their stylistic

choices and subject matters, which is a reflection of the diversity of the groups themselves.

This heterogeneity motivates a number of interesting questions. Why do different societies

create and tell vastly different stories? Despite their differences, do the lessons within each

story carry down from generation to generation? Economic literature has only recently

turned to the quantitative study of stories in general. Consequently, such questions are

largely unexplored.

In this paper, I investigate the inter-generational impact of folklore and mythology within

pre-industrial societies. Although studies have already argued that narratives provide a lens

through which we can observe a historical society’s culture (Bascom 1954), I further posit

that they serve as a cultural transmission instrument used to convey both practical and social

teachings across generations, even to the present day. In doing so, I define folklore in terms

of its functional use as a teaching mechanism fine-tuned to a group’s specific environment

and in turn needs, which explains why stories differ from each other.

Given the link between folklore and education, I specifically investigate the transmis-

sion of educational themes across time. Meanwhile, I analyze heterogeneity within folklore

through the delineation between STEM-facing folklore and Humanities-facing folklore, which
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I interpret as stories that teach practical and social skills respectively.

In order to build intuition on folklore’s heterogeneity and transmission, I adapt two

popular models which together form the foundation of my conceptual framework. To explain

why a society’s folklore might focus more on STEM relative to the Humanities, I turn to

Maslow’s Hierarchy of Needs (Maslow 1943), which categorises human needs into an ordered

pyramid (broadly with safety needs at the bottom and social needs at the top). Ethnic

groups that face a more hostile environment must focus on inculcating practical survival skills

through STEM salient narratives. Meanwhile, developed groups in stable environments are

more focused on fulfilling their social needs, and thus instill communication skills through

Humanities salient stories.

Meanwhile, to mechanize the passing down of folklore across generations, I adapt Giuliano

and Nunn’s model (2021) on the transmission of traditions. Individuals within the model

receive payoffs based on whether they choose the correct action given an uncertain state of the

world. They can either expend effort to find the best action or copy the actions of previous

generations by learning from ancestral folklore. The utility and thus cross-generational

influence of folklore is decreasing in environmental instability.

To quantitatively test these two frameworks, I rely upon a rich dataset, based on the

life’s work of anthropologist Yuri Berezkin, of folklore stories shared by ethnic groups from

across the world (Michalopoulos and Xue 2021). By using various machine learning models

to extract semantic meanings and themes from each motif, I score ethnic groups based on a

measure of how salient a role education, STEM, and the Humanities play within their stories.

Through qualitative inspection of the resultant scores, I operate under the assumption that

they reflect the importance these groups attribute to the three themes.

In order to analyze heterogeneity, I combine Berezkin’s data and my scores with societal

characteristics measured in the Ethnographic Atlas dataset (Murdock 1967), as well as a

global measure of climatic instability that I construct based on temperature anomaly data

(Mann et al. 2009). By regressing my scores against a plethora of societal characteristics
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related to subsistence practices and social complexity, as well as environmental instability, I

find suggestive evidence supporting my hypothesis. For example, a one standard deviation

increase in climatic instability results in a 0.1 standard deviation decrease in a folklore’s

Humanities salience relative to that of STEM, which is consistent with the hypothesis that

societies in harsher environments must focus on teaching practical skills, holding all else

equal (such as societal development characteristics).

The analysis of folklore’s intergenerational impact represents the core contribution of this

thesis. To link historical ethnic groups and folklore to contemporary people, I make use of

data on individuals from over 90 countries within the Standard Demographic and Health

Surveys (DHS). By using information on ethnicity and native language, I match survey

respondents to their ancestral ethnic group and in turn folklore scores. I then perform nine

sets of regressions that broadly fall into three angles of analysis.

First, I investigate the educational attainment and literacy of individuals descended from

societies that told folklore in which education played an important role. Second, I explore

whether the practical and social skills taught respectively by STEM and Humanities facing

folklore translate into a modern individual’s choice of occupation. Finally, I directly incor-

porate my adapted transmission model by testing whether climatic instability negatively

mediates the influence of ancestral folklore on contemporary outcomes. The vast majority

of results support my hypothesis. For example, when analyzing educational attainment I

estimate that a one standard deviation increase in one’s ancestral folklore education score

corresponds to an approximate 12 week increase in their time spent at school.

In all my regressions, I control for a rich set of potential confounding covariates. Moreover,

by focusing on within country variation, I hold constant the institutional environment of each

historical group and contemporary individual. I also employ various robustness checks to

further validate my results. Of course, I still face various challenges in definitively declaring

causality. Namely, I am unable to observe potential confounding variables such as individual

level wealth, nor am I able to control for alternate mediums of cultural transmission such as
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parent-child relationships. However, I attempt to address these concerns through qualitative

arguments.

My work makes four distinct contributions:

• First, I add to the growing literature on linking pre-industrial traits to modern day

attitudes (Becker 2019; Michalopoulos and Xue 2021; Suter 2010) by creating a novel

dataset that connects ancestral folklore with contemporary individuals.

• Second, I present an explanation as to why heterogeneity in folklore originate by fo-

cusing on both its practical functionality and the differing needs of historical societies.

• Third, I extend upon literature that use folklore to approximate historical attitudes

that influence modern views (Enke 2022b; Giuliano and Nunn 2018) by explicitly

proposing folklore as the medium through which such linkage occurs in the first place.

• Finally, to the best of my knowledge, this thesis represents one of the first attempts to

use contextual based deep learning methods to analyze and connect historical data to

the present-day. With the recent rapid rate of advancement in model robustness and

complexity, similar studies can potentially parse out exciting insights on the charac-

teristics of our predecessors.

The remainder of this thesis proceeds as follows. Section 2 introduces my conceptual

framework and provides background on folklore, machine learning, and the pre-industrial

interpretation of STEM and the Humanities. Section 3 introduces my data, whilst Section

4 outlines the methods I used to score the ethnic groups within Berezkin’s dataset. Section

5 presents my analysis on heterogeneity in folklore’s STEM and Humanities salience. In

section 6, I link historical societies to contemporary individuals and quantitatively test the

interpretation of folklore as a persistent instrument for cultural transmission. Section 7

concludes.
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2 Background and Conceptual Framework

2.1 The Role of Folklore

The influence of tradition across generations is remarkably varied. From determining women’s

naming practices (Suter 2010), to inclusive political institutions (Shils 1971), to restrictions

on women’s promiscuity (Becker 2019), societies have long informed their present day values

and practices from the beliefs of those who came before them. In many cases, folklore stories

and myths serve as a method to communicate and pass down such traditions through an

engaging and often relatable medium (Michalopoulos and Xue 2021).

Indeed, the use of folklore to teach both practical skills and social values is relatively well

documented. Minc (1986) for example finds that, for multiple hunter-gatherer groups within

the Yukon, folklore served a crucial role in teaching methods to adapt to multi-generational

food shortages. Across the globe, ethnic group elders have long used stories to teach young

members how to adapt to new challenges, whether it be temperature shifts and glacier

degradation (Cruikshank 2001), or extended periods of drought (McIlwraith 1992).

Thus, studying folklore provides us with a lens through which to view how societies have

translated historical practices and cultures to the present. For example, the Berezkin folklore

data-set has been used to link measures of market exposure with levels of prosociality and

moral universalism (Enke 2022b). Moreover, Giuliano and Nunn (2018) use the same folklore

to verify the persistence of attitudes related to gender roles, polygamy, and consanguineous

marriage in ethnic groups across time.

These examples rely on the assumption that folklore constitutes a rich and accurate

measure of a pre-industrial society’s beliefs and practices. However, I crucially extend upon

this interpretation by further arguing that folklore not only reflects historical beliefs, but

also acts as the medium through which they are translated to the modern day.

By measuring the salience of education, STEM and the Humanities in a historical group’s

folklore, then, I not only gain insight into their historical importance in that group’s tradi-
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tions, but also predict their importance in the values of modern day descendants.

2.2 STEM and the Humanities in Pre-Industrial Societies

As a precursor to my methodology in Chapter 4, I begin my analysis by developing a core

corpus of words that I use to represent the STEM, Humanities, and Education domains. To

create this dictionary, I used ConceptNet (Speer, Chin, and Havasi 2017), a freely-available

semantic network, to find the most related words to each of the four subjects in STEM and

the four most popular subjects in the Humanities. These words are listed in Table 1.

Category Core Words

STEM divide, number, calculus, add, subtraction, algebra,
science, biology, physics, chemistry, laboratory, math-
ematics, experiment, engineering, mechanic, applied,
technical, bionics, technology, tech, navigation, leather
working, printing

Humanities humanities, history, philosophy, linguistics, literature,
past, classical, historic, story, doctrine, philosopher, re-
ligion, cult, language, grammar, speech lore, semantics,
books, writing, literacy, written, art, letter

Education education, educate, school, college, learn, learning, uni-
versity, guide, teacher, teach, class

Table 1: Core corpus of words for each category derived from ConceptNet

However, our current conception of STEM and the Humanities is obviously vastly dif-

ferent to what it meant for the groups within the Ethnographic Atlas. As a result, it is

important to clarify what they actually constituted in order to interpret the scores that I

create. Although rich levels of science and technological innovation existed in large ancient

societies such as Greece (McClellan III and Dorn 2006), the societies that I investigate are

much smaller and in many cases much less complex (Murdock 1967). In other words, inno-

vations regarding house building or agricultural practices are likely to be more relevant in

the folklore I analyze than say a mathematical formula.
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Helpfully, this intuitively reduces the scope of meaning of STEM from the multidisci-

plinary, all-encompassing field that it is today to one that is decidedly more concrete. I

posit that my models’ STEM scores capture folklore stories that feature more “practical”

components and themes, from teaching the construction of tools to learning a particular

method of hunting. Although still vague, on aggregate folklore with STEM as a more salient

theme are stories that teach practical skills related to sustenance and survival. This assumed

definition is critical to my hypothesis on why differences occur. Looking even further ahead,

the scores that I construct support such an assumption. Examples of stories that had high

STEM scores include

• “Contest: a race”

• “Frame of canoe is made according to breast bone of a bird”

• “Hero hides in a smithy from a dragoness ... throws hot iron club in her mouth.”

Whilst the third motif is more fantastical than educational, all encapsulate that the concepts

within pre-industrial folklore drawn from my core STEM words boil down to functional tools

(iron club) and skills.

Turning to the Humanities, major subjects such as philosophy, history, and literature

were not likely to have been developed at the time when the majority of folklore within my

data were written. Indeed, such words rarely occurred throughout all the stories within my

data-set. To interpret how my core words manifest in early folklore, I draw on literature

outlining the role of the Humanities to develop complex and virtuous social structures and

an understanding of how to think critically and communicate with others (Holm, Jarrick,

and Scott 2015). Specifically, I hypothesize that my models identify motifs that deal with

self actualization, communication, and the development of complex social structures and

communities. This view mirrors literature in moral psychology, wherein moral systems are

defined as sets of values, norms, practices etc. that work to regulate self-interest and foster
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co-operation (Haidt 2013). Examples of stories that my models categorized as Humanities

facing include:

• “Stories act as particular persons: become harmful because they think that a certain

person does not treat them in a correct way”

• “One of the brothers steals a treasure for which all of them have equal rights or he is

a bastard.”

• “Two persons engaged into dialogue describe a series of objects”

As can be seen, motifs that score highly in the Humanities generally speak on moralization

and dialogue, both of which foster individual development and social co-operation.

Ultimately, my revised definitions raise a key question. If the meaning of STEM and

the Humanities is so different in these societies compared to the modern day, why choose to

analyze them in the first place? The answer is three-fold: First, the machine learning models

I utilize are trained on a vast library of modern texts, and so are better able to score text

given more modern labels (even if the interpretation of such labels are distinct). Moreover,

the distinction between STEM and the Humanities is easily defined and can simply be treated

as a proxy for the distinction between practical and social skills.

Finally, this paper’s main aim is to investigate the impact of folklore across generations.

Thus, it is important for my models to capture how modern concepts were interpreted in pre-

industrial times, and crucially whether these interpretations can be linked back to modern

outcomes through the medium of folklore.

2.3 Conceptual Frameworks

2.3.1 Origins of Heterogeneity

With these definitions in mind, I turn to explaining why a society’s folklore might focus more

on STEM themes relative to the Humanities, and vice versa. In line with the assumption
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that STEM and the Humanities in folklore act as a proxy for practical and social skills re-

spectively, I suggest that societies that have a greater incentive to inculcate practical survival

knowledge are likely to focus more on STEM. Factors that could induce this include a more

hostile environment or earlier and riskier forms of subsistence, such as hunting and gathering.

Meanwhile, societies that are more focused on developing robust social structures, values,

and interactions/trade with other communities are more likely to focus on the Humanities.

Whilst these two incentives do not appear to be mutually exclusive, we can develop in-

tuition as to why they might be substitutes by drawing parallels to a popular psychological

theory: Abraham Maslow’s Hierarchy of Needs (Maslow 1943). The theory is often repre-

sented as a pyramid with five hierarchical levels that each represent a different category of

human needs. The levels, from the most basic to the most advanced, progress as follows:

1. Physiological Needs: Fundamental needs for survival, such as air, water, food

2. Safety Needs: Physical safety, health, and stability

3. Love and Belongingness Needs: The desire to be loved and to form connections

with others

4. Esteem Needs: The desire to respect oneself and be respected by others

5. Self Actualization: Personal growth and development of creativity

Under our new definitions, the functions that STEM serve (levels 1 and 2) are lower

down on the pyramid compared to the Humanities (levels 3, 4, and 5). We also assume

that an ethnic group can only tell a finite amount of folklore. Ultimately, then, groups

that have a harder time fulfilling the first two levels due to factors like the environment are

must prioritize STEM values. For groups that are more settled and stable, STEM facing

folklore is unnecessary as their base needs are already fulfilled, and so they are more likely

to focus on the Humanities. Such an evolutionary framework is in line with literature on the

evolution of societies from hunter-gather to agricultural (Harari 2014) and the development
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of universalist religion (Enke 2022a). Note that this interpretation would be less applicable

to modern times as the core roles of STEM are now less related to subsistence and more to

intellectual development and collective well-being.

In section 9.1 within the appendix, I present this framework mathematically through a

simple two period model with constrained resources (the amount of folklore a group can

distribute is finite).

2.3.2 The Cross-Generational Persistence of Folklore

In order to conceptualize and motivate my view of folklore as an instrument of cultural

transmission, I follow Giuliano and Nunn (2021), who introduce a model that provides an

empirical measure of how persistent traditions are in society throughout time. Their model

draws on the function of tradition to provide knowledge to people about their environment.

In a given generation, individuals can choose either to listen to the traditions of previous

generations, or expend effort to form their own views. In such a way, Giuliano and Nunn both

provide a mechanism for propagation across generations and show that the strength of such

propagation varies with environmental factors. In this paper, I adapt the model to focus on

folklore, a change that is natural given that folklore approximates tradition (Michalopoulos

and Xue 2021).

The Model

Suppose that there is a continuum of members within a society. Each period a new generation

is born and the previous one dies. When an individual is born, they can choose to either

follow action a or b. They then receive a payoff based on the state of the world, which can

be in either state A or B. If they choose a in A they receive a payoff β > 0, conversely if

they choose b in A they receive a payoff −β. The same holds true for state B: choosing a

yields a payoff of −β, while selecting b results in a payoff of β. Thus, it pays to choose the

correct action.

In each period, with probability P ∈ [0, 1] there is a shock that redraws the world’s state.
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It is equally likely that the draw results in state A or B. Although the exact state of the

world is unobserved, individuals can perform inference through folklore.

There are two types of players: “folklorists” F or “non-folklorists” NF. Non-folklorists

pay a cost c where 0 ≤ c < β to learn the state of the world and thus the correct action to

take. Meanwhile, folklorists learn from passed-down stories and choose to adopt the action

of a random person from the previous generation. As a result, the distribution of traditions

through stories of the previous generation are on aggregate reproduced amongst the current

generation of folklorists. In assuming that a person’s type is inherited from their parents,

and that the number of offspring is an increasing function of one’s payoff, then the proportion

of type F and type NF individuals is determined by their respective expected payoffs.

Now, given that players of type NF know the state of the world with certainty, they

receive a set payoff of ΠNF = β − c. To calculate the expected payoff for players of type F,

we note the situations in which they choose the correct action with certainty. Letting x

represent the proportion of folklorists (and so 1 − x is the proportion of non-folklorists) in

the population, we have that:

1. A folklorist copies a non-folklorist and the environment does not experience a shock.

This occurs with probability (1− x)(1− p)

2. A folklorist copies a folklorist from the previous generation who in turn copies a non-

folklorist from the generation before that. This occurs with probability x(1−x)(1−p)2

3. Etc.

When we sum this infinite sequence we get P (correct with certainty) =
∑∞

t=1 x
t−1(1−x)(1−

p)t = (1−x)(1−p)
1−x(1−p)

. Now, with 1 minus this probability, a folklorist does not choose the correct

action with certainty. In this case, a shock must have occurred. Given that each state is

equally likely in a shock, the expected payoff here is simply 0. Thus, the expected payoff of
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a folklorist is:

ΠF = P (correct with certainty) ∗ β =
β(1− x)(1− p)

1− x(1− p)

In equilibrium, the payoffs must be equal ΠF = ΠNF . This allows us to solve for the

equilibrium proportion of folklorists:

x∗ =
c− Pβ

c(1− P )

Figure 1 plots the expected long-run payoffs of folklorists and non-folklorists as a function of

the proportion of folklorists within a society. Notice that when everyone is a non-folklorist,

then a folklorist on the margin will, with certainty, copy a non-folklorist and thus choose

the right action as long as no shock occurs (expected payoff β(1 − P ) represented by the

y-intercept of ΠF ).

Figure 1: The Equilibrium Proportion of Folklorists (F) and Non-Folklorists (NF)

Comparative Statics
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Ultimately, if we extrapolate the equilibrium proportion of folklorists x∗ as a measure of the

amount of folklore passed down from generation to generation, this model mechanizes the

core argument in this paper.

In Chapter 6.4 I leverage the fact that x∗ is decreasing in P, a measure of climatic

instability:

∂x∗

∂P
=


c−β

c(1−P )2
< 0 if P ∈ [0, c

β
]

0 if P ∈ [ c
β
, 1] as x∗ = 0

As a result, the strength of folklore’s cross-control influence should be a decreasing function

of climatic instability. By using data in 6.4 to quantitatively show this relationship, I provide

evidence for my interpretation of the persistence of folklore through time.

2.4 Machine Learning and Historical Data

Given the relatively recent development of machine learning to analyze text, there is little

literature on using such technologies to understand historical data. Thus far, the vast major-

ity of work that has been done has focused on translation, restoration, and summarization,

rather than capturing new insights. For example, neural networks have been developed to

tag and restore ancient Greek inscriptions (Assael et al. 2022).

Although some studies have studied the evolution of historical data over time, most do not

attempt to make connections to modern times. For instance, semantic analysis on European

astronomy books was used to study the evolution of teaching in universities between the

fifteenth and seventeenth centuries (Zamani, Tejedor, Vogl, et al. 2020).

As far as I am aware, Michalopoulos and Xue (2021) present the only study on using

machine learning techniques to connect historical stories and folklore with present day atti-

tudes. However, their methodology relies upon combining individual term semantic analysis

with manual labelling (MTurks) and regularised (Lasso) regressions. In this paper, I attempt
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to extend upon their techniques by employing more state-of-the-art (SOTA) learning models

that are able to take sentence context into consideration, rather than just individual words.

3 Data

3.1 Pre-Industrial Societies

3.1.1 Folklore

In order to score societies based on educational, STEM, and Humanities focus, I turn to a

data-set introduced by Michalopoulos and Xue (Michalopoulos and Xue 2021) that covers

the distribution and descriptions of thousands of folklore stories and motifs used in 958 world

societies.

The database represents the lifetime work of anthropologist and folklorist Yuri Berezkin

and covers 2564 motifs. To do so, Berezkin consulted over 6000 books and journal articles

from over 4000 authors spanning 32 languages. As shown in Table 2, the average society

has around 87 motifs drawn from articles spanning 12 authors and over 3 languages. Each

encoded motif comes with a short description that summarizes a story or image found in

two or more texts related to an ethnic group, for example in both books and journal articles.

As such, it is important to recognize that each ”motif” is not in itself a distinct story, but

rather represents two or more stories, potentially from different societies, that carry a very

similar plot or theme. Thus, motifs may be shared across different ethnic groups.

Statistic Number
of motifs

Number
of authors

Number of
languages

Average
Publication
Year

Count 958 958 958 958.0

Mean (by group) 87.2 12.3 3.5 1958.8

Std 88.1 11.2 2.4 19.8

Table 2: Summary statistics of the 958 groups within the Berezkin dataset
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For example, one motif that appears in 21 groups has the title ”Earth bigger than sky”

and the description ”When the earth was created it proved to be bigger than the sky and

had to be squeezed. This way mountains or swamps have appeared.” Importantly, motifs

with commonly shared themes, such as family or god, can appear in 100s of groups and span

every continent.

Moreover, although the articles that Berezkin consulted were generally published in the

mid-twentieth century, with the earliest (and usually key) publication date for the median

society dating back to 1904 (Michalopoulos and Xue 2021), such dates are generally not

indicative of the actual age of the stories themselves. Indeed, the attempt to precisely date

oral and written traditions has been criticized in literature due to the inherent uncertainty

surrounding not only the creation but also dissemination of stories (Goldberg 1984).

However, literature analyzing the most popular examples of Folklore, such as the Beauty

and the Beast or Rumpelstiltskin (Silva and Tehrani 2016), reveal origination dates between

2500 and 6000 years ago. Although an incredibly wide range, such results strongly imply that

the vast majority of stories within Berezkin’s dataset likely predate the recorded publication

year by hundreds of years. This observation is especially important in the second part of

this paper as it implies that contemporary individuals are many generations removed from

those that initially began telling stories.

3.1.2 The Ethnographic Atlas

I also utilize the Ethnographic Atlas data-set (Murdock 1967) to link my constructed folklore

scores with societal level development and agricultural characteristics. The dataset aggre-

gates various ethnographic reports to describe cultural and subsistence practices for 1291

globally distributed societies, depicted in Figure 2. These groups range from societies with

complex agricultural economies and political systems to small hunter-gatherer groups. In this

paper, I focus on variables that are relevant to a group’s subsistence practice, institutional

complexity, and level of interaction with other groups.
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Figure 2: Geographic distribution of recorded societies within the Ethnographic Atlas

Although rich, information tied to different groups are sampled in different periods of

time. However, at least throughout the pre-industrial period, most reported characteristics

remain stable (Giuliano and Nunn 2018) and thus time plays a minimal factor, although I

control for time nonetheless in my regression specifications. The majority of variables are

encoded categorically, although in all of the variables I investigate, these categories contain

strong ordinal qualities.

One example of a commonly used variables in the dataset is “v33”, which measures the

level of jurisdictional hierarchy complexity beyond a group’s local community and usually

represents state centralization and the development of large state communities (Gennaioli

and Rainer 2007). The values of v33 take on integers that indicate one of six categories: 1.

Missing, 2. Zero levels of authority beyond the local community (e.g., autonomous villages),

3. One level, and so on. Conveniently, Michalopoulos and Xue link the groups within the

Berezkin dataset to those within the Ethnographic Atlas, allowing me to connect my scores

with the relevant variables for each group. More specifically, each society that Berezkin

assigns folklore to is also assigned their corresponding Ethnographic Atlas group, if one

exists, through a one-to-one name match.
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3.2 Contemporary Individuals

In order to connect historical ethnic groups to contemporary individuals, I make use of data

from the Standard Demographic and Health Surveys (ICF 2017). These surveys are nation-

ally representative household surveys that span over 90 countries worldwide, with a focus on

developing nations. The program, supported by the United States Agency for International

Development (USAID) typically collects data on between 5,000 and 30,000 households for

each country. More specifically, the average country, after manual data cleaning, samples

from just over 19,000 individuals. Respondents generally tend to skew towards younger ages

but the vast majority of them are adults, as depicted in Figure 3.

Figure 3: Histogram showing the distribution of Respondents’ Ages (5 Year Intervals)

Moreover, although the main focus of the DHS revolves around the health and socio-

economic outcomes of women, surveys in most countries also collect data on men in the

same household. Across all countries, about 74.5% of respondents are women and 25.5%

of respondents are men. The DHS reports male responses using separate variable naming

conventions which I manually adjust to match with their female counterparts.

Outside of individual level control variables such as age and gender, I focus on the fol-
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lowing variables (described more in depth in Chapter 6):

• V131: Ethnicity (country specific)

• V149: Educational Attainment (e.g, Primary)

• V133: Years of Education

• V155: Literacy Ability

• V045C: Native Language

• V731: Employment within Last Twelve Months

• V717: Occupation Group (e.g., Clerical)

Finally, the fact that the DHS focuses on countries and individuals from developing coun-

tries is in itself an important attribute. Development literature generally agree that informal

institutions (e.g., families and local community) play a more salient role in developing coun-

tries (Casson, Della Giusta, and Kambhampati 2010). This intuitively applies to the role

of folklore and stories as informal educational and cultural transmission instruments. In

a country like the U.S., we would likely find that folklore has little impact on educational

outcomes due to the relatively standardized quality of the national education system. Com-

paratively, given weaker state level educational institutions in the DHS countries, the impact

that folklore has on educational attainment, for example, may be more apparent and thus

measurable.

3.3 Environment Data

In line with both Giuliano and Nunn’s model and my own, I use data on environmental

instability as an exogenous variable to test for the strength of folklore’s inter-generational

impact and heterogeneity in STEM vs. Humanities salience respectively.

I source climate data from Mann et al. (2009). In the dataset, annual temperature

anomalies are measured at a 5 degree resolution (555 km by 555 km grid cells) with global

coverage. Anomalies are defined as temperature deviations, in Celsius, from a 1961 to 1995

18



reference period average and are based on various data sources (1036 tree ring series, 32 ice

core series, 15 marine coral series etc.).

To create a single numeric measure of climate instability, I replicate Giuliano and Nunn

(2021). Specifically, I first aggregate annual data (ranging from a period between the years

500 and 2000) into 75 20-year “generation” averages, which solves for short-term uncertainty

within the Mann data. I then calculate the standard deviation of generation temperature

anomalies for each grid cell:

CLIc =

√√√√ 1

75

75∑
g=1

(TEMPg,c − ¯TEMPc)

where CLIc represents the climatic instability of grid cell c, TEMPg,c is the temperature

anomaly for generation g of grid cell c, and ¯TEMPc is the average anomaly across generations.

Finally, I match each society within the Ethnographic Atlas with their associated climatic

instability variable based on the geographic coordinates of each society contained within both

the Ethnographic Atlas and Berezkin datasets. Figure 4 provides a visual representation of

this matching.

4 Scoring Societies

With my data in hand, I turn to quantitatively measuring the salience of education, STEM,

and Humanities themes within Berezkin’s collected folklore. Recalling my interpretation of

each of the three scores, I aim to capture the extent to which folklore focuses on inculcating

the importance of education, practical skills, and critical thinking/communication ability

respectively.

In short, given the subjective nature of what it means for concepts and words to be “sim-

ilar” to one another, I employ three different methods. The first and most straightforward

technique measures salience by the frequency of concepts related to each category (education,
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Figure 4: Global environmental variation and ethnographic atlas society distribution

STEM, Humanities) within each story. The second two methods rely on relatively recent

machine learning techniques and thus are potentially more robust but harder to interpret.

4.1 Frequency of Key Concepts

In their presentation of the Berezkin data-set, Michalopoulos and Xue further take the

approximately 9000 most commonly used concepts in ConceptNet and encode the frequency

in which they, or related terms, occur across all folklore and motifs for each ethnic group.

Examples of concepts include “challenge” and “mother.”

I begin the first method by scoring each of these concepts. For each concept, I calculate

the average semantic similarity between it and the terms within my core corpora of STEM,

Humanities, and Education related words, which are displayed in Table 1. Ultimately, I get

three distinct scores for each concept: STEM, HUM, and EDU.

To calculate semantic similarity, I use a large pre-trained model from the spaCy python
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package. The model (Honnibal and Montani 2017) is trained in English using a large amount

of text sources, from Reddit comments to telephone conversations. It operates by creating

numerical embeddings of words (tokens). Crucially, words that appear in the same context

more often are deemed to be more semantically similar and thus have more similar numerical

embeddings. A simple two-dimensional example of this is shown in Figure 5.

Figure 5: An example representation of words as numerical embeddings (Carnegie Mellon
University)

In the Figure, words are represented as two-dimensional vectors with the x axis numeri-

cally representing Gender (male to female) and the y axis representing Age (young to old).

“Grandfather” is encoded as [1,9], “Man” is encoded as [1,7], and “Girl” is encoded as [9,2].

Intuitively, “Man” and “Grandfather” carry the same connotations for gender and thus share

the same x value, whilst “Grandfather” has a higher y value, representative of being older.

Meanwhile “Girl” is geometrically distant from the other two due to different gender and age

connotations. Generally, semantic similarity is measured by the Cosine Similarity between

two words.
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I also adjust the STEM and HUM scores as follows: STEMnew = 2STEMold − HUMold

and HUMnew = 2HUMold − STEMold. In doing so, the scores now reflect both the absolute

magnitude of the similarity score as well as the polarization of the word (how different it

is to the other field). Figure 6 depicts the concepts that scored most highly for STEM.

Although the concepts shown do not corroborate with my hypothesis on how STEM and the

Humanities were interpreted by these groups, this is because they represent modern terms

that are rarely used, if at all, in the motifs. More used and thus relevant concepts, such as

‘tool,’ still score highly. For example, ‘tool’ received a STEM score of 0.32, whilst the mean

score was 0.195 (0.14 standard deviation).

Figure 6: Top scoring STEM concepts include computing and experimentation

Figure 11 in the appendix highlights the positive correlation between STEM and HUM

scores. To some extent, this makes intuitive sense as a more STEM related term is probably

semantically closer to a more HUM related term than say a completely unrelated word (e.g.,

“more”). In any case, the majority of my analysis focuses on the relative salience of each,
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represented by the difference between the two scores.

With all concepts scored, I finally turn to assigning scores to Ethnographic Atlas groups.

For each of the Education, STEM, and Humanities categories, I take the top 250 scoring

concepts and iterate through each group to calculate a score based on the following formula:

Score =

∑
i∈C Si ∗ F

N

Where C represents the set of 250 concepts, Si represents the score for that concept, F

represents the frequency of the concept across all motifs for that group, and N represents the

number of motifs for that group (as a group with more motifs will likely have more concepts

included).

As a robustness check, I also directly score each individual motif using the same technique.

The resultant scores are intuitive. For example, a high scoring STEM motif is titled “The

destroyed ladder,” a high scoring HUM motif is titled “Prophecy of future sovereignty,” and

a high scoring EDU motif describes how “A man obtains knowledge of animal languages.”

4.2 Taking Context into consideration

Although Michalopoulos and Xue’s concepts allow for relatively straightforward scoring, I

further leverage recent developments in natural language processing (NLP) to obtain alter-

nate measures of STEM, humanities, and education salience. To do so, rather than focusing

on individual word frequency, I rely upon the short descriptions for each motif within the

Folklore data-set. In theory, incorporating these descriptions using NLP improves upon the

first methodology as the semantic meaning of a motif is determined not just by the relative

frequency of the words it contains, but also by the order and general context of the words.

The main challenge in incorporating such methods is the lack of a labelled training set.

Indeed, even if I was to manually label some motifs based on whether they are STEM or

Humanities based (a non-trivial task given that most motifs have no direct connection to
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either category), such labels would not have been seen by the model before. This in turn

means that we would need an extremely large labelled set for training to make a substantial

difference, which would not be feasible with the data that we have.

To overcome this, I turn to Zero-Shot Text Classification (Gera et al. 2022), a relatively

new NLP method that does not require a labeled data-set. Rather than direct training,

zero-shot models leverage general semantic knowledge learned from a wide variety of text

sources to allow them to define and delineate between new categories that they haven’t been

specifically trained on. Because the lack of task specification may create instability within

such models, I test two different architectures.

LBL2TransformerVec

The first architecture I test is ’Lbl2TransformerVec,’ a similarity-based approach (Schopf,

Braun, and Matthes 2022). The model uses an adapted BERT (Bidirectional Encoder Rep-

resentations from Transformers) transformer to create sentence embeddings that parallel

the numerical word representations exemplified in Figure 5, only with complete sentences.

Originally introduced by Google in 2018, BERT models capture contextual information by

considering both the left and right contexts of each word in a sentence (Devlin et al. 2019).

The Lbl2TransformerVec model creates embeddings of both sentence data and user-

introduced labels. After both sets of embeddings are created, the model then uses cosine

similarity to compute similarity scores between the label embeddings and data embeddings.

In testing on various text sources, from Medical Corpora to Yahoo! Answers threads, the

model achieves State-of-the-Art performance.

BART

I also use a BART model, which combines BERT and GPT (Generative Pre-trained Trans-

former) architectures and is adept at dealing with “noisy” sentences, something particularly

important in the folklore data-set (Lewis et al. 2019). I use a model trained on the “Multi-

Genre Natural Language Inference” (MultiNLI) corpus introduced by researchers from NYU

(Williams, Nangia, and Bowman 2022). The dataset contains 433,000 examples of human-
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annotated sentences spanning nine genres (Government, Letters, etc). By first corrupting

the given text with an arbitrary noise function, BART is trained by optimizing its ability to

back out both the original text and its labelled meaning. This allows it to be generalized to

multiple tasks, from text classification to summarization and translation.

As opposed to Lbl2TransformerVec, BART does not rely upon similarity scores to perform

zero-shot classification. Instead it employs a “premise-hypothesis” strategy. Put simply,

the model poses the text to be classified as an arbitrary premise and constructs multiple

hypotheses on its relation to a given label. Example hypothesis include “This text is about

this label” and “This text argues against this label.” The probabilities for such entailments

and contradictions are then converted to label probabilities.

For the two models, I pass in the descriptions of each motif given three potential labels:

STEM, Humanities, and Education. The Lbl2TransformerVec takes in descriptor words for

each label, so I include my manually created core corpora from Table 1 for each of the

categories.

Meanwhile, because the BART model only takes in single word labels, I use an ensemble

learning approach to incorporate as much information as possible. For each of the three

categories I use multiple models wherein each are given a single word from its respective

core corpora to use as a label. For example, for education I use eight models that employ

“education”, “school,” etc. as labels. After all models compute label probability scores for

the motifs, I perform some minor cleaning for outliers before averaging all scores within each

category to ultimately end with a single score. In essence, I employ multiply weaker models

and combine them to obtain robust results with higher implied accuracy (Dong et al. 2019).

For efficiency, I use a more restricted subset of my core corpora as labels:

• STEM: [calculus, algebra, science, building, physics, chemistry, mathematics, experi-

ment, engineering, technology, navigation]

• HUM: [humanities, history, philosophy, linguistics, literature, classical, stories, lan-

guage, writing, literacy, art]
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• EDU: [education, educate, school, learn, learning, university, guide, teacher, teach]

Tables 3, 4, 5 depict the Top 5 scoring motifs for the EDU, HUM, and STEM scores

respectively for the BART model. Tables 17, 18, 19 in the appendix depict the same for the

Lbl2TransformerVec model.

Motif Description Education
Score

The stronger predator demonstrates the
weaker one the right way to behave before at-
tacking the game. The weaker one does the
same (eyes are bloody, hindquarters trembling,
etc.)...

4.8455

People learn from aquatic birds how to make
canoes or how to paddle; or the first canoe is
a transformed bird or is made of bird bones

4.8156

A man gets to know about dangers that
threaten another man (and often about turn-
ing into stone of anybody who would warn
about these dangers).

4.7934

People learn to copulate after they see birds,
fish or animals doing it

4.7821

Powerful person leaves a token (letter) for a
small boy to demonstrate it when he becomes
adult and comes to him

4.7703

Table 3: Top 5 EDU Motifs, BART Model

The tables for the most part intuitively show that the models are picking up on the

right themes. For the BART model tables in particular, motifs that score high in Education

tend to reference learning from others. Meanwhile, motifs that score high in the Humanities

focus on dialogues between people and stories, and motifs that score high in STEM focus

on practical skills such as building boats. Interestingly, this is consistent with my interpre-

tation of STEM and the Humanities in the context of pre-industrial societies: that STEM

salient folklore inculcates practical values whilst Humanities salient folklore teaches inter-

personal communication. However, inconsistencies are still apparent. Most obviously, the

lbl2TransformerVec model gets too caught up on the notion of ’race’ when assigning STEM

scores.
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Motif Description HUM Score
After an extensive search powerful man finds
a smart wife for his son. Being caught by
his enemies he sends some a message to his
daughter-in-law ... The young woman under-
stands the real meaning of the received text,
destroys the enemies and releases her father-
in-law...

4.8219

Two persons engaged into dialogue describe a
series of objects and creatures as simultane-
ously giant and small

4.3826

It is told about Venus or other star that she
sold her mother or father to have a beautiful
attire

4.0149

In the beginning of time, a male and a female
persons meet each other and become engaged
into the dialogue

3.5884

Stories act as particular persons: become
harmful because they think that a certain per-
son does not treat them in a correct way

3.4654

Table 4: Top 5 HUM Motifs, BART Model. Some motifs in Russian excluded

Motif Description STEM Score
Two halves of one animal cut in two turn into
two new animals or into foreigners

3.7193

Finding a hole in the ground or making it, per-
son gets to see below another world. Usually
the earth is seen from the sky

3.1370

Person or his helper draws his enemies on the
unstable bridge and destroys it. The enemies
fall into water, into a precipice

3.0730

Creator takes many small sticks, transforms
them into people of both sexes and all ages

2.9684

The man who is able to build (to get) a ship
which can fly (travel on land) marries the
princess (inherits property)

2.933

Table 5: Top 5 STEM Motifs, BART Model. Some motifs in Russian excluded
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Finally, the motif descriptions I use were manually written and translated into English by

Berezkin. As a robustness check I also train the two model specifications on a description,

included by Michalopoulos and Xue, translated by the Google API. Comparisons for the

two are shown in Table 6, where it can be seen that the descriptions are similar but not the

same.

Motif Title Description translated by
Berezkin

Description translated by
Google API

The old sun Another sun, usually less benev-
olent and/or powerful, existed
before the present one

Another sun — usually less pow-
erful or less benign to humans —
existed before the present

The sun finds its
eyes

The sun gets his bright eye or
eyes from an animal

The sun gets its sparkling eyes
(eyes) from the animal

Table 6: Comparison of Translated Descriptions

Despite some variance, my resultant scores are generally positively correlated with each

other. An example for STEM scores is shown in Figure 13 within the appendix.

4.3 Choice of Model

In chapter 5, I use results from all three of my model specifications to report correlations

with the Ethnographic Atlas variables. However, because of the sheer number of regressions

that I run, I use only the BART model scores to quantify the inter-generational impact of

folklore in Chapter 6.

I choose to use BART over the concept frequency model simply because of the importance

of considering context. Intuitively, even if a story references education more, it does not

immediately follow that education plays a larger role in it. Moreover, the ability of the

machine learning models to capture meaning beyond word definitions is especially important

given my interpretation of STEM and the Humanities is distinct from any individual word

definition. I choose BART over lbl2TransformerVec due to my skepticism over the latter’s

STEM scores and that BART is trained on a more comprehensive dataset.
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5 Origins

Although this thesis focuses on folklore’s intergenerational impact, it relies upon heterogene-

ity in the significance of educational, STEM, and humanities themes to do so. Thus, it is

important to explore why these differences originate in the first place. To that end, I present

in this chapter suggestive evidence that the varying salience of STEM vs. the Humanities

across folklore can be explained by the functional needs of each originating society.

As outlined in Chapter 2, I argue that more developed societies rely on stable forms

of subsistence (agriculture as opposed to hunting, for example) and in turn are likely to

prioritize telling and spreading Humanities facing folklore. Meanwhile, societies that face

a more hostile environment and/or rely on riskier subsistence practices are more likely to

tell STEM salient folklore. In adapting Maslow’s Hierarchy of Needs, I posit that this is

because the practical needs of the latter societies are greater than the former. Moreover,

societies that trade and communicate with other external communities are incentivized to

develop Humanities facing folklore given its role in inculcating the values of community and

communication.

I test this hypothesis through two methods. In the first, I conduct basic exploratory

regressions of my constructed scores against the Ethnographic Atlas variables. This allows

me to observe the relationship between folklore and ethnic group characteristics. In the

second, I use climate instability data as an exogenous variable with plausible causal influence

on STEM vs. Humanities salience in folklore.

5.1 Ethnographic Atlas Correlations

In all my regression specifications in this section, I use the relative salience of Humanities in

folklore as my independent variable of interest. This results in the general equation:

yi = β0 + β1DIFFi + β2EDUi + β3X⃗i +
∑
c

γc ∗ Cc
i + ϵi
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where for an ethnic group i, yi denotes the value of the variable within the Ethnographic

Atlas, DIFFi denotes the relative salience of Humanities given by HUM−STEM
HUM

, EDUi denotes

the education score, Cc
i is a dummy variable representing the group’s country of origin, and

X⃗i is a vector of group level controls. These controls include the location of the group (marked

with Latitude and Longitude), the estimated population size of the group, and the year in

which the variable was recorded (which is of course distinct from the unobserved age of the

ethnic group). Figure 12 in the appendix demonstrates that DIFFi is largely uncorrelated

with EDUi, indicating that the relative importance of STEM versus the Humanities in

folklore captures differences external to just a focus on education in general.

For each of the three sets of scores I construct from the three models, I run 9 separate

regressions on variables in the Ethnographic Atlas relevant to my hypothesis. Again, al-

though the majority of these variables are categorical, I assume that the categories have a

uniform ordinal hierarchy for simplicity. The variables I focus on in the Ethnographic Atlas

are captured in Table 7.

Table 8 shows regression results for the BART model. For each EA dependent variable,

I report the β̂1 value and its significance level, both with and without country fixed effects.

Tables 20 and 21 within the appendix report the same results for the Concept Frequency

and lbl2TransformerVec models respectively.

In general, results from all models qualitatively agree with each other. However, both

the Concept Frequency and lbl2TransformerVec models largely lose significance in most

regressions with the inclusion of country fixed effects. This is not unexpected and speaks to

the issues explained in Chapter 4. In other words, I am skeptical as to the ability of these

two models to accurately capture STEM and Humanities themes in the context of each story.

As a result, I proceed with the assumption that only the BART model results are robust.

For the BART model with country fixed effects, I observe a significant negative relation-

ship between Humanities salience and an ethnic group’s reliance upon the more primitive

subsistence practices of gathering and hunting (EA001 and EA002). Conversely, agricul-
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Variable
Name

Description Ordinal Distinctions Hypothesis Rela-
tion

Subsistence:
Gathering
(EA001)

Dependence on the gath-
ering of plants and fauna.

Percent Dependence, for
example 1: 6-15 percent,
2: 16-25 percent

Less developed and fo-
cused on survival and
practical skills

Subsistence:
Hunting
(EA002)

Dependence on hunting
and trapping.

Percent Dependence Less developed and fo-
cused on survival and
practical skills

Subsistence:
Agriculture
(EA005)

Dependence on agricul-
ture

Percent Dependence More developed and
focused on culture and
external communica-
tion

Domestic Or-
ganization
(EA008)

The prevailing form of
domestic or familial orga-
nization.

Size and Complexity of
families (Independent
families to extended
families)

Societies with com-
plex domestic struc-
tures are more focused
on developing socia-
bility

Agriculture: In-
tensity (EA028)

Intensity of cultivation. Intensity of cultivation Same as EA005

Settlement Pat-
terns (EA030)

The prevailing type of
settlement pattern.

Ranges from nomadic
bands to complex vil-
lages

Measures societal
complexity

Jurisdictional
Hierarchy, Local
(EA032)

The number of jurisdic-
tional levels in the local
community.

Ranges from indepen-
dent families to extended
families and clan-barrios

Measures societal
complexity and in-
teraction with other
groups

Jurisdictional
Hierarchy, Be-
yond (EA033)

The number of jurisdic-
tional levels beyond the
local community.

Ranges from indepen-
dent villages to large
states

Measures societal
complexity and in-
teraction with other
groups

Religion: High
Gods (EA034)

The range of beliefs in
high gods. A high god
is a being who created all
reality.

Measures presence and
level of involvement of
god

Measures interaction
with other groups
(Enke 2022a)

Table 7: Ethnographic Atlas Variable Descriptions
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No Country FE Country FE

Variable Description P Value Coefficient P Value Coefficient

EA001 Gathering 0.000 -0.544 0.001 -0.306
EA002 Hunting 0.000 -0.564 0.031 -0.259
EA005 Agriculture Dep 0.000 0.958 0.000 0.740
EA008 Domestic Org 0.000 0.636 0.032 0.382
EA028 Agri Intensity 0.000 0.503 0.000 0.391
EA030 Nomadic to settled 0.050 0.312 0.212 0.215
EA032 Family Jurisdiction 0.000 0.154 0.000 0.159
EA033 Community Jurisdiction 0.000 0.278 0.372 0.045
EA034 High God 0.0000 0.479 0.274 0.089

Table 8: The relationship between DIFF and EA Variables: BART Model

tural dependence (EA005, EA028) is positively related to my Humanities score. Moreover, I

further find that Humanities salience is significantly positively correlated to some measures

of societal complexity and exposure to other groups (EA008, EA032). Given that my ad-

justed Humanities score decreases as my raw STEM score increases, we can infer that the

relationships between these variables and STEM salience is flipped.

Taken together, these results are in line with my interpretation of the qualitative differ-

ences between STEM and Humanities facing folklore.

5.2 A note on causality

I am unable to definitively claim causality in either direction given uncertainty surrounding

both the age of ethnic groups and their corresponding folklore. However, given literature

on the stability of Ethnographic Atlas society characteristics, such as subsistence practices,

over time (Giuliano and Nunn 2018), I tentatively posit that these groups already possessed

such characteristics when they started creating and spreading the folklore within Berezkin’s

dataset. Intuitively, social complexity and subsistence practices could come about as a result

of stable environmental factors such as soil fertility.

Moreover, recall that although most motifs are shared across different ethnic groups, this

does not mean that the stories themselves are shared. Rather, Berezkin collected motifs
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and stories that were largely unique to each group and aggregated ones with similar themes

together. This means that it is likely that each ethnic group played at least some role in

creating their own folklore, rather than simply adopting the same stories as neighboring

groups (which country fixed effects and location controls somewhat account for).

In any case, I view these regressions as a simple exploratory exercise to motivate why

I use different educational themes as the medium by which I study cultural transmission

through folklore. The positive correlation results suggest some heterogeneity in how STEM

and Humanities facing folklore came about.

5.3 Environmental Instability

In an attempt to obtain some degree of causal evidence, I also regress my constructed measure

of climate instability against the relative Humanities score obtained by the BART model.

Given that I interpret STEM facing folklore as an instrument to teach practical/survival

skills, ethnic groups residing in harsher climates should prioritize STEM themes, holding all

else equal.

Represented mathematically in my model within the appendix (Section 9.1), increasing

climate instability corresponds with an increase in the probability P of a shock and the cost

θ of said shock. The optimal salience of STEM (S∗) is increasing with P and θ.

My regression equation is:

DIFFi = β0 + β1CLIi + β2E⃗Ai + β3X⃗i +
∑
c

γc ∗ Cc
i + ϵi

where for an ethnic group i, CLIi represents climate instability, E⃗Ai represents a vector of

Ethnographic Atlas variable controls, X⃗i is location controls (latitude and longitude), and

Cc
i is country fixed effects.

Table 9 reports regression results. I find a significant negative relationship between an

Ethnic Group’s climate instability and its BART relative Humanities score. Although it
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is difficult to exactly quantify the impact, a one standard deviation increase in climatic

instability (0.1166) results in a 0.1 standard deviation decrease in relative Humanities score

(standard deviation of 0.398).

Dependent variable: (HUM-STEM)/STEM (BERT)

No controls EA controls All controls

Climate Instability -0.289∗∗ -0.308∗∗ -0.339∗∗∗

(0.117) (0.125) (0.125)
EA001 (Gathering) 0.020 0.015

(0.013) (0.013)
EA002 (Hunting) -0.009 -0.009

(0.011) (0.011)
EA005 (Agriculture) 0.003 0.001

(0.009) (0.010)
EA008 (Domestic) 0.008 0.007

(0.007) (0.007)
EA032 (Local Juristic) 0.042∗ 0.041

(0.025) (0.025)
EA033 (External Juristic) 0.005 0.003

(0.015) (0.015)
Latitude -0.004

(0.003)
Longitude -0.001

(0.000)

Country FE Yes Yes Yes
Observations 735 735 735
R2 0.495 0.504 0.506
Adjusted R2 0.401 0.406 0.407
Residual Std. Error 0.308 0.307 0.307
F Statistic 5.277∗∗∗ 5.277 5.087∗∗∗

Note : ∗p<0.1; ∗∗p<0.05; ∗∗∗p<0.01

Table 9: Regression Results: Relative Humanities Score against Climate Instability

To interpret this relationship, notice that DIFFi =
HUM−STEM

STEM
= −STEM−HUM

STEM
. Thus,

we have that the relative salience of STEM in an ethnic group’s folklore is increasing in

climate instability. This is, of course, consistent with my hypothesis.

It is also interesting to note that my Ethnographic Atlas variables largely lose significance

once climatic instability is included. The subsistence practice variables (EA001, EA002,
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EA005) are likely products of climate in the first instance. Meanwhile, although the social

complexity variables (EA032, EA008) lose significance, they only barely do so (for example,

the estimated coefficient of EA032 has a P value of 0.112). This could also be a function of

a lack of control variables such as population size and variable year, which I include in my

previous regressions.

6 Intergenerational Impact

Of course, investigating heterogeneity in folklore provides insight on only the first of the two

questions this thesis poses. In this chapter, I turn towards measuring the potential impact of

folklore on contemporary individuals many generations removed from their ancestral groups.

Specifically, I attempt to find evidence that the salience of educational themes in folklore

drives present-day educational and professional outcomes. In doing so, I strengthen the

interpretation of folklore as a proxy for culture that is readily transmitted across generations,

in line with the adjusted Giuliano and Nunn model. Again, I proceed with only the scores

derived from the BART model.

6.1 Matching Individuals to Societies

In order to link the individuals surveyed within the DHS to their ancestral ethnic group,

I broadly follow a language-based matching method drawn from related literature (Becker

2019; Giuliano and Nunn 2018). Each of the 85 DHS country surveys contain information

on individuals’ self-reported ethnicity and native language. To match one’s present-day

ethnicity with their Ethnographic Atlas group, I utilize the Glottolog language dataset,

which is a comprehensive catalogue, sorted as a hierarchical tree, of the world’s languages

(Hammarström et al. 2021).

Based on the respondents’ reported ethnicity, I assign them a unique glottocode, which

identifies with as much specificity as possible their “language family”. If the individual
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did not report an ethnicity, or if there is no immediate glottocode match, I alternatively

try to assign them a code based on their reported native language. Crucially, each group

within the Ethnographic atlas has an associated glottocode, and so I match individuals

to a group if their codes match. Finally, as a last resort, I also match individuals whose

reported ethnicity exactly matches the name of a group within the Ethnographic Atlas. Like

Becker, if an individual is matched to more than one society (due to Ethnographic Atlas

societies sharing the same language), I assign all matches to that individual. In so doing, I

effectively create duplicate respondents. Such a strategy is reasonable given that one could

be descended from multiple sets of ancestors, and that societies sharing the same language

are probably closely related. Once individuals are matched, they are assigned their group’s

Education, STEM, and Humanities scores. In this way, the scores now reflect the salience

of such themes in one’s ancestral culture.

It is important to note that my linking methodology relies on the assumption that indi-

viduals are descended from the pre-industrial group(s) that share their language. This would

be incredibly problematic if we were considering cross-societal languages such as English or

German. However, the languages assigned to each Ethnographic Atlas group are decidedly

more location-specific and niche. In many cases, the language spoken by an ethnic group is

unique and thus shares the same name as the group itself.

After matching and cleaning, I am left with a dataset spanning 21 countries and 233

thousand matched individuals from 75 different Ethnographic Atlas groups. Figure 7 high-

lights the five most represented groups within my dataset. As an added robustness check for

the analysis below, I also experiment with less restrictive cleaning methods (namely allow-

ing for missing variables and selective imputation) which result in a dataset containing 45

countries, 348 thousand matched individuals, and 95 different Ethnographic Atlas groups.

Results using both are similar in both trend and significance.

It is also of note that there exists substantial within-country variation regarding the

ancestral makeup of individuals. Within the more restrictive dataset, there are on average
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Figure 7: Most represented Ethnographic Atlas Societies in the more restrictive dataset. I
exclude ”New Englanders” and ”Tristan Da Cunha” given they are associated with matches
to the English language (I discard these in future regressions).

5.5 Ethnographic Atlas groups represented within each country that contain my Education,

STEM, and Humanities scores. Intuitively, this is due to both the historical location of

pre-industrial ethnic groups and migration over time. Figure 8 shows the distribution of the

number of unique societies across countries.

6.2 Educational Attainment

In this section, I find suggestive evidence that more salient educational themes in a pre-

industrial ethnic group’s folklore leads to better educational outcomes for individuals de-

scended from that ethnic group. Interpreting these results as evidence of the cross-generational

educational power of folklore is relatively intuitive given existing literature on the function

of stories to educate children on culture and values (Bascom 1954).

In other words, I hypothesize that on aggregate societies with higher education scores pass

down stories that place more importance on the direct role of education. This perspective

is in turn imparted from generation to generation, resulting in higher levels of educational
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Figure 8: The number of unique Ethnographic Atlas groups within each country. For visual
clarity I exclude Cameroon (CM: 24 groups) and Uganda (UG: 11 groups).

attainment, holding all else equal.

6.2.1 Regression Specifications Overview

I construct multiple regression specifications to quantify the link between an individuals’

ancestral education score and their modern-day educational attainment.

All specifications follow the following general structure:

yi,j = α + β0 ∗ EDUj +
∑
c

γc ∗ Cc
i + β1X⃗

1
i + β2X⃗

2
j + ϵi,j

where the target variable yi,j represents one of the educational outcomes for an individual i

descended from the Ethnographic Atlas group j. EDUj is that individual’s matched Educa-

tion score, Cc
i is a dummy variable indicating the country that the individual was surveyed in

(country fixed effects), X⃗1
i represents a vector of individual controls, X⃗2

j represents a vector

of group level controls, and ϵi,j is the error term.
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Importantly, given that here we have variation in our explanatory variable (education

score) occurring at the Ethnographic Atlas group level, we cannot assume independence

between individuals within the same ethnic group. As a result, I cluster standard errors by

Ethnographic Atlas group.

Regarding controls, I include gender and age at the individual level. The DHS does

not contain sufficiently detailed individual level data on wealth to include as a control.

Meanwhile, I also include a number of societal development variables used in the first part

of the thesis to control for heterogeneity in the level of ancestral sophistication:

• EA001, EA002, EA005: Historical dependence on gathering, hunting, and agriculture

respectively. Given that the first half of this thesis identifies such factors as having

potential explanatory power on why heterogeneity in my scores occur, controlling for

them hones in on the exogenous impact of the scores rather than just capturing the

effect of confounding variables.

• EA008, EA032, EA033, EA008: Complexity of the society’s domestic, jurisdictional

(local) and jurisdictional (external) communities respectively. These variables reflect

the level of development in Ethnographic Atlas groups and serve as a proxy to control

for ancestral educational attainment and institutions.

Although these group level controls, which come from the Ethnographic Atlas, measure

historical information reported by ethnographers, Bahrami-Rad et al. show positive asso-

ciations between Atlas information and contemporary variables in the DHS (Bahrami-Rad,

Becker, and Henrich 2021). In doing so, they not only argue for the validity of the Ethno-

graphic Atlas dataset, but also provide suggestive evidence that controls within the Atlas

can serve as imperfect proxies of contemporary development and Socio-economic status at

the group level.

Figure 14 in the appendix displays a correlation matrix between variables of interest.
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6.2.2 Attainment (OLS)

The first variable of interest contained within the DHS surveys is “Educational Attainment.”

Outside of some small variations that I manually corrected for, individuals across all coun-

tries report their education level as one of six discrete categories: No Education, Incomplete

Primary, Complete Primary, Incomplete Secondary, Complete Secondary, Higher Education.

The majority of individuals either report no education or incomplete secondary school, al-

though there are significant numbers of individuals that fit into each category, highlighted

by Figure 15 in the appendix.

Despite the discrete nature of the variable, I assume that they share a relatively consistent

ordinal hierarchy across and thus encode each level with a number ranging from 0 to 5 (e.g.,

2 = Incomplete Primary) in order to perform an OLS regression. Regression results are

shown in Table 10. All specifications indicate a significant positive relationship between

my constructed BART education score and educational attainment, with coefficient size

and significance increasing with added controls. In my most robust model, I find a β̂0 =

1.240 (p < 0.01).

Given the black box nature of the scores – due to the use of encoder-transformer archi-

tecture for training – it is somewhat hard to comment on the size of the coefficients and in

turn the magnitude of the relationship between education salience (as opposed to the scores

themselves) and attainment. In general, the regression including all controls indicates that

a one standard deviation increase in education score (0.09) results in an increase of 0.116 in

ordinal educational attainment.

Hypothetically, if we assume a linear relationship and say that the average difference

between each successive category, for example “No education” to “Incomplete primary,”

is 2 years worth of schooling, then a one standard deviation increase in education score

corresponds to an approximate 12 week increase in schooling length.

Also of note are the estimated coefficients on the individual and group level controls,

which are generally shared across all regressions in this chapter. Using the same 2 year
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Dependent variable: Educational attainment

No controls Individual controls All controls

Education Score 0.957∗∗ 0.931∗∗ 1.240∗∗∗

(0.475) (0.470) (0.440)
Gender -0.458∗∗∗ -0.471∗∗∗

(0.052) (0.061)
Age -0.035∗∗∗ -0.030∗∗∗

(0.005) (0.004)
EA001 (Gathering) -0.358∗∗∗

(0.101)
EA002 (Hunting) -0.048

(0.143)
EA005 (Agriculture) -0.020

(0.076)
EA008 (Domestic) -0.045

(0.061)
EA032 (Local Juristic) 0.178∗

(0.100)
EA033 (External Juristic) -0.077

(0.081)

Country FE Yes Yes Yes
Observations 113794 139980 113794
R2 0.180 0.234 0.238
Adjusted R2 0.180 0.234 0.237
Residual Std. Error 1.459 1.415 1.406
F Statistic 640.711∗∗∗ 1002.132∗∗∗ 484.547∗∗∗

Note 1: ∗p<0.1; ∗∗p<0.05; ∗∗∗p<0.01
Note 2: Errors clustered by Ethnographic Atlas Group

Table 10: Regression Results: Attainment (OLS) against Education Score
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assumption, I find in particular:

• The strongly significant and negative estimated coefficient for gender (1 if female)

indicates that females on average attend 58 less weeks of school

• The strongly significant and negative estimated coefficient for age (note that the vast

majority of respondents are above the age in which they would have completed school-

ing) indicates that a one year increase in age leads to a 3 week reduction in schooling

length

• The estimated coefficients on some group levels controls (EA001: dependence on gath-

ering, EA032: jurisdictional complexity) suggest that individuals descended from more

developed ethnic groups attain more schooling

These results are all intuitive and act as useful sanity checks: Especially in developing

countries (the focus of the DHS surveys), gender gaps in educational attainment are still

apparent (Grant and Behrman 2009). Literature also generally agree on the increasing trend

in schooling years within developing countries over the last century, implying that older

generations attend less schooling than younger generations (Barro and Lee 2013; Murnane

and Ganimian 2014).

As an additional robustness check, Table 22 in the appendix contains regression results

using the less restrictive dataset, with comparable results. Moreover, I also get similar results

when restricting the dataset to countries with more substantial ethnic group variation (at

least 3-4 unique ethnic groups).

6.2.3 Attainment (Ordered Probit)

Of course, given that I do not know the exact distance between each attainment category,

I further employ an ordered probit model which assumes an ordinal dependent variable but

does not require the distances between categories to be uniform. By using a probit link

function based on the CDF of the normal distribution, the model estimates the probability
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of each ordinal outcome, as well as threshold values – for each independent variable – that

correspond to changes between the outcomes. Regression results are reported in Table 11.

Like my OLS specification, I obtain a significant positive relationship between my education

score and attainment.

Dependent variable: Educational attainment

No controls Individual controls All controls

Education Score 0.745∗∗ 0.752∗∗ 1.019∗∗∗

(0.355) (0.373) (0.344)
Gender -0.355∗∗∗ -0.362∗∗∗

(0.046) (0.044)
Age -0.023∗∗∗ -0.023∗∗∗

(0.003) (0.003)
EA001 (Gathering) -0.274∗∗∗

(0.075)
EA032 (Local Juristic) 0.128∗

(0.075)
EA033 (External Juristic) -0.061

(0.059)
No Ed/Incomp Prim 1.398∗∗∗ 0.414 0.714

(0.443) (0.493) (0.543)
Incomp Prim/Comp Prim -0.368∗∗ -0.316∗ -0.308∗

(0.171) (0.164) (0.165)
Comp Prim/Incomp Sec -1.351∗∗∗ -1.302∗∗∗ -1.296∗∗∗

(0.165) (0.159) (0.160)
Incomp Sec/Comp Sec -0.219∗∗ -0.189∗∗ -0.184∗∗

(0.091) (0.094) (0.093)
Comp Sec/Higher -0.591∗∗∗ -0.597∗∗∗ -0.594∗∗∗

(0.096) (0.096) (0.097)

Country FE Yes Yes Yes
Observations 113794 113794 113794

Note 1: ∗p<0.1; ∗∗p<0.05; ∗∗∗p<0.01
Note 2: Errors clustered by Ethnographic Atlas Group
Note 3: Some insignificant group controls omitted

(Hunting, Agricultural dependence, Domestic Complexity)

Table 11: Regression Results: Attainment (Ordered Probit) against Education Score
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6.2.4 Attainment (Logistic)

To relax the ordinal assumption, I aggregate the six distinct categories into two groups in

order to create a binary indicator for educational attainment. More specifically, I assigned in-

dividuals that reported “No education,” “Incomplete primary,” and “Complete primary” to 0

and individuals that reported “Incomplete secondary,” “Complete secondary,” and “Higher”

to 1. This gives the specification

ln(
pi

1− pi
) = α + β0 ∗ EDUj +

∑
c

γc ∗ Cc
i + β1X⃗

1
i + β2X⃗

2
j + ϵi,j

where pi is the probability that individual i reports an educational attainment of “Incom-

plete secondary” or higher and ln( pi
1−p i

) represents the respective log odds. Table 23 in the

appendix reports regression results that are, unsurprisingly, also in agreement with the OLS

specification.

We can exponentiate the coefficient to find the odds ratio: e1.768 ≈ 5.86. Thus, a one

standard deviation increase in education score (0.09) corresponds to an adjusted odds ratio

of 5.860.09 = 1.17, meaning that for a one standard deviation increase in education score

we expect the odds of an individual reporting an educational attainment of “Incomplete

secondary” or higher to increase by 17%.

6.2.5 Education in Single Years

As it happens, the DHS also reports information on individuals’ “Education in Single Years,”

which allows for a more direct interpretation of related OLS regressions.

It is important to note, however, that the DHS does not directly ask respondents to report

the number of years of education they completed. Instead, the DHS artificially constructs

the variable by summing respondents’ reported educational attainment, converted into years

through country-specific estimates of years per educational attainment category, with their
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reported grade at that level.

Although this methodology seems reasonable, the ability of the variable to accurately

capture each individuals’ years of schooling must nevertheless be taken with a grain of salt.

To that end, I view these results as an additional robustness check for the “Educational

Attainment” regressions.

Table 24 in the appendix reports my regression results and again I find a positive sig-

nificant relationship between education score and schooling years. More precisely, a one

standard deviation increase in education score (0.09) results in an approximate 8.3 week

increase in schooling length. Whilst smaller in magnitude compared to my education at-

tainment specification (if we go by the 2 year category assumption), I again observe general

agreement in the relationship between my two variables of interest.

6.2.6 Literacy

Finally, I also look at data on respondents’ literacy levels. The DHS divides respondents

into three relevant categories: Cannot read at all, Can read part of a sentence, Can read a

whole sentence. Given the ambiguity of the second category, I create a binary indicator by

encoding respondents who cannot read as 0 and those who can read the whole sentence as

1. As a result, my regression specification mirrors that contained in the logistic educational

attainment section.

Whilst at first glance it seems that testing literacy provides us very similar insights

to educational attainment, closer inspection reveals the variable as one that measures a

substantively different dimension of education level. Indeed, in a study on 31 Sub-Saharan

African countries within the DHS data, Smith-Greenway finds that educational attainment

is an imperfect predictor of literacy skills (Smith-Greenaway 2015). Using the exact same

variables, instances where women with several years of primary education could not read,

and where women with no education could read, were commonplace. Thus, although the

two measures are correlated, highlighted in Figure 9, the substantial variation suggests that
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educational attainment may be a relatively poor proxy for literacy, and thus presumably

measures a distinct outcome.

Figure 9: Strength of Correlation between women’s literacy skills and primary education
attainment across 31 Sub-Saharan Africa countries (Smith-Greenaway 2015)

Of course, despite this difference literacy still serves as a universally recognised indicator

for educational and social development (Raikes et al. 2019). I hypothesize that whilst both

the “Educational attainment” variable and “Literacy” variable capture a combination of both

state level institutional quality and the more informal/familial value placed upon education,

the “Literacy” variable places more emphasis on the latter.

Table 12 reports the logistic regression results. Again, despite weaker significance levels

(p < 0.05), we still see a positive relationship between our education score and the log odds

of the respondent being (in the context of the survey) literate. To put numbers to the

interpretation, we get an odds ratio of e1.783 ≈ 5.95. A one standard deviation increase in

education score (0.09) corresponds to an adjusted ratio of 5.950.09 = 1.17, so a one standard
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Dependent variable: Literacy

No controls Individual controls All controls

Education Score 1.193∗ 1.225∗ 1.783∗∗

(0.628) (0.697) (0.744)
Gender -0.909∗∗∗ -0.927∗∗∗

(0.082) (0.080)
Age -0.056∗∗∗ -0.057∗∗∗

(0.004) (0.004)
EA001 (Gathering) -0.581∗∗∗

(0.195)
EA033 (External Juristic) -0.054

(0.154)

Country FE Yes Yes Yes
Observations 100594 100594 100594

Note 1: ∗p<0.1; ∗∗p<0.05; ∗∗∗p<0.01
Note 2: Errors clustered by Ethnographic Atlas Group
Note 3: Some insignificant group controls omitted

(Hunting, Agriculture, Domestic, Local Juristic)

Table 12: Regression Results: Literacy Indicator against Education Score

deviation increase in education score results in the odds of an individual being literate

increasing by 17%.

Again, such a positive result indicates a relationship driven by the education score that

is distinct from the previous specifications.

6.3 Occupation

Whilst measuring education directly seems to be the most intuitive way to test my hypoth-

esis, I also try to make use of my STEM and Humanities scores. In order to do so, I use

the fact that respondents are asked to report whether they are employed, and if so, what

occupation they work in. I then connect these results to my constructed scores.

The reasoning behind such a methodology stems from present evidence surrounding the

link between the two fields and professional outcomes. Specifically, in attempts to justify

modern-day STEM focused policies, researchers point to greater individual employment and
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income (Andrée and Hansson 2019), as well as collective measures of economic and social

well-being (Bacovic, Andrijasevic, and Pejovic 2021), as a result of prioritizing STEM in

education. Moreover, literature also suggests that an individuals’ occupation choice is heavily

correlated with their prior exposure to one of STEM or the Humanities (American Academy

of Arts & Sciences 2024; Blotnicky et al. 2018; Vaziri et al. 2019). Obviously, given that

these studies are mostly centered upon the U.S. and other developed countries, and that,

as discussed in Chapter 2, the interpretation of my scores are very different from modern

day conceptions of STEM and the Humanities, I can not reasonably argue that the same

mechanisms apply here. However, these studies nevertheless show some link between one’s

field of study/interest and their career prospects.

In this paper, I interpret STEM salience as capturing a preoccupation with teaching

more “practical” skills such as hunting, and Humanities salience as focused on developing

an understanding of oneself and the building of communities. At the risk of being overly

crude, I view a higher Humanities score as teaching more critical thinking as opposed to

practical practices. When placed in the context of occupation, this roughly mirrors skilled

vs. unskilled professions.

Thus, I argue that an ethnic group with folklore in which STEM plays a more salient role,

for example, inculcates in community members a greater cross-generational interest towards

practical subjects, both in schooling and in the workforce. In turn, I posit that individuals

descended from such a group are on aggregate more likely to enter into practical professions.

Ultimately, I recognise that the link presented here is largely based on intuition and

counterpoints may be easily constructed. Thus, results in this section should be viewed

simply as supplementary evidence to my educational attainment results.

6.3.1 Data Overview

Within each DHS survey, respondents are asked to categorize their job as one of a number

of country-specific occupation fields. I manually clean and group each field to standardize
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these categories. Ultimately, respondents were sorted into one of 11 categories: Not Work-

ing, Agriculture, Sales and Services, Professional/Technical/Managerial, Skilled Manual,

Unskilled Manual, Clerical, Household and Domestic Services, Other, Industrial Worker,

Armed Forces.

As a sanity check, Figure 16 in the appendix plots the average agricultural dependency

score (EA005 within the Ethnographic Atlas) of an individual’s pre-industrial ethnic group

against their occupation. The fact that those working in Agriculture average the highest

score indicates that there exists some linkage between an individual’s outcomes today and

their ancestral characteristics, which I extend to folklore.

The dependent variables within my analyses include a binary indicator of employment, a

distinction between skilled and unskilled occupations, and binary indicators for working in

agriculture and sales/services (the two most popular occupations). In all cases I use logistic

regressions and so the specification is:

ln(
pi

1− pi
) = α + β0 ∗DIFFj +

∑
c

γc ∗ Cc
i + β1X⃗

1
i + β2X⃗

2
j + ϵi,j

where pi represents the probability of the positive case occurring for each binary indicator. As

discussed previously, given multicollinearity between my STEM and HUM scores, I collapse

the two into a single variable DIFFj =
HUMj−STEMj

HUM j
, which measures the relative salience of

HUM scores, compared to STEM scores, in a given ethnic group’s folklore. All other controls

are the same as in previous sections. In all my regression specifications, my constructed

education score is not a significant predictor and so I omit the variable from the displayed

tables for clarity.
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6.3.2 Employment

I begin by first regressing my relative difference score against a binary indicator for a respon-

dents’ employment status, that is, whether their reported occupation is not “Not Working.”

As Table 13 reports, I find a significant positive relationship between the relative salience of

the Humanities within an individual’s ancestral folklore and the log odds of the individual

reporting employment.

Dependent variable: Occupation ̸= Not Working

No controls Individual controls All controls

(HUM-STEM)/(HUM) 0.231∗∗ 0.313∗∗ 0.308∗∗

(0.113) (0.128) (0.132)
Latitude 0.045

(0.031)
Longitude -0.002

(0.019)
EA005 (Agriculture) 0.031

(0.067)
EA032 (Local Juristic) -0.030

(0.108)
EA033 (External Juristic) 0.011

(0.100)
Gender -1.175∗∗∗ -1.176∗∗∗

(0.192) (0.193)
Age 0.088∗∗∗ 0.088∗∗∗

(0.006) (0.006)

Country FE Yes Yes Yes
Observations 112860 112860 112860

Note 1: ∗p<0.1; ∗∗p<0.05; ∗∗∗p<0.01
Note 2: Errors clustered by Ethnographic Atlas Group
Note 3: Some insignificant group controls omitted.

(Hunting, Gathering, Domestic Complexity)

Table 13: Regression Results: Education in Single Years (OLS) against Education Score

Specifically, a one standard deviation increase in DIFF (0.3) corresponds to a 9.7% higher

probability that an individual is employed. However, there is no clear connection between

simple employment and my scores. One interpretation that could potentially support the
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view of folklore as a proxy for culture arises from a study that found substantial heterogeneity

in unemployed individuals’ attitude toward job searching in developing countries (Strobl

and Byrne 2004), wherein some individuals – especially in rural areas – prioritize seeking

employment less. Moreover, seeking and gaining employment in general can be seen as an

increasing function of social and critical thinking ability (Deming 2017). Taken together,

these observations support the idea that individuals who experience greater exposure to

the importance of community-building and inter-personal ability (represented by a higher

relative hum score) are more likely to search for, and successfully obtain, employment.

Obviously, much more work needs to be done to convincingly argue for the validity of

such an interpretation. For example, perhaps it is exactly the different outcomes of rural

and urban based respondents that is driving this relationship. Although I include Latitude

and Longitude controls within my regression to attempt to control for this, they are clearly

not perfect indicators of urbanity. Abstracting the specific mechanism, these results at least

provide some support for the inter-generational impact of folklore.

Long-Term Unemployment

The DHS also asks respondents to record whether they have worked within the last 12

months. As an additional data point and further robustness check, I also regress my difference

score against this metric, with the outcomes reported in Table 25 within the appendix. I

obtain comparable results with the previous regression. Given that a negative response here is

an indicator for more long-term unemployment rather than short-term idiosyncratic factors,

concurring results provide relatively distinct supporting evidence for the above suggested

relationship.

6.3.3 Skilled vs. Unskilled

Analyzing respondents’ choice of occupation provides a potentially more promising test for

the impact of folklore. Unfortunately, it is difficult to place any of the occupation categories

within the surveys into a STEM or Humanities bucket given how broad they are. Thus,

51



I proxy this division through a more apparent distinction: skilled vs. unskilled. To do

so, I find the average education score (from my BART model) of individuals within each

job occupation category, displayed in Figure 10. I intuitively assume that on aggregate

occupations the average higher education scores are more “skilled.” Luckily, there is a clear

division in the scores, with the clerical, sales and services, and skilled manual categories

averaging far higher scores compared to the unskilled manual, armed forces, and household

and domestic services categories. As a result, I collapse the occupations into two buckets

(skilled and unskilled) accordingly.

Figure 10: Average BART education score of each occupation

As an aside, the divisions on the whole appear to make sense. For example, we would

expect the skilled manual and clerical occupations to require more “skill” than that of un-

skilled manual. However, the seemingly high scores for the “Not working” category (which

I exclude in my regressions) appear worrying at first glance. To address such an outlier,
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we need only inspect the gender makeup of the category, visualized in Figure 17 within the

appendix. Although the majority (70 percent) of the respondents within my dataset are

female, the “Not working” category is still an outlier at 87 percent. Meanwhile, the other

occupations generally hover around the 70 percent proportion. Thus, we can reason that

unemployed respondents are not working largely because of structural gender biases (which

are especially apparent in developing countries), not because of individual ability.

Dependent variable: Skilled Work (Binary)

No controls Individual controls All controls

(HUM-STEM)/(HUM) 0.277∗ 0.268∗ 0.210∗

(0.153) (0.151) (0.120)
Gender 0.171 0.172

(0.216) (0.218)
Latitude 0.056∗∗∗

(0.020)
Age 0.015∗∗∗ 0.015∗∗∗

(0.005) (0.005)
EA005 (Agricultural Dependency) 0.171∗∗∗

(0.043)
EA032 (Local Juristic) -0.038

(0.077)
EA033 (External Juristic) -0.009

(0.062)

Country FE Yes Yes Yes
Observations 39043 39043 39043

Note 1: ∗p<0.1; ∗∗p<0.05; ∗∗∗p<0.01
Note 2: Errors clustered by Ethnographic Atlas Group
Note 3: Some insignificant group controls omitted.

(Hunting, Gathering, Domestic Complexity)

Table 14: Regression Results: Skilled labor against Difference Score

As shown in Table 14, results are promising and suggest a weakly significant positive

relationship between my relative HUM score and the odds of a respondent working in a

skilled occupation, given that they are working. Within the third specification, we have

that a one standard deviation increase in difference score results in a 6.5 percent increase in

skilled occupation probability. Also of note is the observed positive coefficient on age, which
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suggests that older individuals are more likely to be working skilled jobs.

Linking back to my initial hypothesis, I suggest that individuals with greater exposure to

interpersonal and critical thinking education (due to the impact of Humanities salient folk-

lore) are more likely to enter into skilled occupations as opposed to more practical unskilled

jobs.

6.3.4 Individual Occupations

Of course, the division between skilled and unskilled occupations is still somewhat arbitrary

and imprecise. In this section, I hone in on the two most popular job occupations: Agriculture

and Sales and Services. Both categories were placed into the “Skilled Occupation” bucket in

the previous section and possess the highest average education scores amongst respondents.

Recall that in the first half of this thesis, I find that ethnic groups with more Humanities

facing folklore tend to be more dependent upon agriculture as opposed to hunting and gather-

ing. Although I argue that it is agricultural dependency (a proxy for more complex societies)

that drives higher humanities scores, it is reasonable to suggest that, holding folklore con-

stant, a bi-directional relationship would develop over time. Specifically, if more developed,

agricultural-reliant, pre-industrial groups created and disseminated more humanities leaning

folklore, such folklore is also likely to include themes of agricultural importance. In other

words, my relative HUM score acts as a pseudo Agriculture score. Thus, finding evidence

that higher relative HUM scores drive greater modern interest in agriculture implies some

degree of cultural influence across generations that folklore possesses.

This interpretation is supported by the logistic regression results shown in Table 15,

wherein I find that a one standard deviation increase in relative HUM score results in an ap-

proximate 4.3% increase in the probability that a working respondent’s occupation is within

Agriculture. Importantly, I control for pre-industrial ethnic group agricultural dependence

(EA005) within my regression. Assuming my interpretation above to be valid, this ensures

that the regression measures the exogenous impact of the score rather than the effect of
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ethnic group characteristics that cause higher or lower scores in the first place.

Dependent variable: Working in Agriculture

No controls Individual controls All controls

(HUM-STEM)/(HUM) 0.415∗∗ 0.427∗∗ 0.463∗∗

(0.196) (0.196) (0.227)
Gender -0.195∗ -0.191

(0.119) (0.120)
Age 0.003 0.004

(0.004) (0.004)
EA005 (Agricultural Dependency) -0.058

(0.087)
EA032 (Local Juristic) 0.061

(0.117)
EA033 (External Juristic) -0.278∗∗∗

(0.088)
Latitude 0.123∗∗∗

(0.037)
Longitude 0.038

(0.043)
Country FE Yes Yes Yes

Note 1: ∗p<0.1; ∗∗p<0.05; ∗∗∗p<0.01
Note 2: Errors clustered by Ethnographic Atlas Group
Note 3: Some insignificant group controls omitted.

(Hunting, Gathering, Domestic Complexity)

Table 15: Regression Results: Working in agriculture (binary indicator) against difference
score

In Table 26, I also find a significant positive relationship between my scores and the

odds of a chosen respondent being in the sales and services field. The interpretation of

such a result is far more straightforward. By definition, such a field requires both a strong

interest and ability in inter-personal communication, which is consistent with the values that

I suggest humanities focused folklore impart.
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6.4 Environmental Instability

Finally, recall that in our adapted version of Giuliano and Nunn’s model of cultural persis-

tence we have that:

∂x∗

∂P
=


c−β

c(1−P )2
< 0 if P ∈ [0, c

β
]

0 if P ∈ [ c
β
, 1] as x∗ = 0

where ∂x∗

∂P
represents the change in the equilibrium proportion of folklorists as environmental

instability changes. Given the negative sign, and that the proportion of folklorists approxi-

mately mirrors the strength of folklore transmission across generations, the model suggests

that climate instability has a negative mediating effect on the relationship between my scores

and contemporary outcomes. In other words, the importance of folklore is lower in areas

that experience more dramatic environmental change.

As a result, empirically testing for this phenomenon provides an additional validity test

against my interpretation of folklore’s influence. In order to do so, I create a first-order inter-

action term between my constructed measure of climate instability and my BART education

score. I then include this variable in my regression specifications targeting both the discrete

“Educational Attainment” variable and continuous “Education in Single Years” variable:

yi,j = α + β0 ∗ EDUj +
∑
c

γc ∗ Cc
i + β1X⃗

1
i + β2X⃗

2
j + β3 ∗ CLIj + β4 ∗ CLIj ∗ EDUj + ϵi,j

where yi,j represents one of the educational outcomes for an individual i descended from the

ethnic group j, EDUj is that individual’s education score, CLIj is the climatic instability

matched to ethnic group j, Cc
i is a dummy variable indicating country, X⃗1

i represents a

vector of individual controls, X⃗2
j represents a vector of group level controls (now including

latitude and longitude), and ϵi,j is the error term.

The results reported in Table 16 show β̂4 values of −18.278 (p = 0.108) and −5.796

(p = 0.086) for the “Education in Single Years” and “Educational Attainment” variables
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respectively. The negative sign on the coefficients generally agree with my hypothesis of

a negative mediating effect. However, these results are only weakly significant (and not

significant at all without the presence of controls), and thus should be viewed with a healthy

degree of skepticism.

Moreover, another potential concern arises from the fact that, as I posit in the first part

of my thesis, the folklore itself may be impacted by the environment. Although including

climatic instability in my regression specifications largely controls for this overlap, I exper-

iment with restricting my climate data to only include observations post 1900, given that

the vast majority of the folklore stories are written prior to the 20th century. Although the

resultant instability scores are correlated with my original data (correlation score of 0.83),

variation does exist, likely due to industrialization. Results are reported in Table 27 in the

appendix, where the signs on the interaction terms remain the same but I lose significance

(p = 0.175 and p = 0.152 for “Education in Years” and “Educational Attainment” respec-

tively). However, this is very likely due simply to a lack of valid data, as I only have 5

temperature anomaly data-points post 1900.

6.5 Discussion

All in all, both my educational attainment and occupation results imply that folklore is able

to transmit certain values and perspectives across multiple generations. Although my results

are promising, I would be remiss not to reiterate that there exists a number of concerns that

prevent strong arguments of causality from being made. I am not generally worried about

reverse causality given the time differential between my scored folklore and contemporary

outcomes. However, although I attempted to control for a plethora of confounding covariates,

I was unable to source data on potentially impactful factors such as individual level wealth

and the urbanity of respondents.

Moreover, recall that my scores are reflective of how much historical societies prioritize

education, STEM, and/or the Humanities. Whilst my hypothesis argues that folklore is the
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Dependent variable

Education in Years Educational Attainment

Climate Instability 15.762 4.848
(12.279) (3.678)

Climate Instability x Education Score -18.278 -5.796∗

(11.276) (3.371)
Education Score 6.148∗∗∗ 1.938∗∗∗

(1.810) (0.539)
Gender -1.453∗∗∗ -0.450∗∗∗

(0.214) (0.065)
Latitude -0.321∗∗ -0.107∗∗∗

(0.125) (0.038)
Age -0.093∗∗∗ -0.031∗∗∗

(0.012) (0.004)
EA001 (Gathering) -1.635∗∗∗ -0.509∗∗∗

(0.289) (0.089)
EA002 (Hunting) -0.018 -0.061

(0.416) (0.121)
EA005 (Agriculture) -0.195 -0.074

(0.222) (0.066)
EA008 (Domestic Complexity) -0.317∗∗ -0.100∗∗

(0.135) (0.041)
EA032 (Local Juristic Complexity) 0.595∗∗ 0.187∗∗

(0.286) (0.085)
EA033 (External Juristic Complexity) -0.165 -0.055

(0.225) (0.070)

Country FE Yes Yes
Observations 104692 104696
R2 0.266 0.258
Adjusted R2 0.266 0.258
Residual Std. Error 4.149 1.381
F Statistic 90.404∗∗∗ 93.737∗∗∗

Note 1: ∗p<0.1; ∗∗p<0.05; ∗∗∗p<0.01
Note 2: Errors clustered by Ethnographic Atlas Group

Table 16: Regression Results: Educational Attainment (OLS) and Education in Single Years
against education score, climate instability, and the interaction term between the two
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medium through which these priorities are passed down across time, other mechanisms are

also plausible. Examples include the formation of local institutions (imperfectly controlled

for by the Ethnographic Atlas measures of societal complexity) and in-person cultural trans-

mission (parents teaching children). As a result, my scores could be simply capturing his-

torical perspectives (which is of course still of interest), whilst another mechanism carries

these views to the modern day.

However, I suggest that folklore is the most compelling and logical medium because of its

stability. Specifically, institutions are likely to drastically change over centuries, and parent-

to-children interactions are even more dynamic and variable across multiple generations.

Meanwhile, the fact that folklore generally retains its core story and meaning over time

(e.g., Rumpelstiltskin and the Boy Who Cried Wolf) makes it the most compelling way to

link perspectives of individuals who are many generations removed from each other. This is

even more so the case given that folklore can be written down and easily spread across an

entire ethnic group, rather than just individual families.

Ultimately, rather than using a single regression specification, I attempt to support my

hypothesis through a number of moderately supportive results across different angles of

analysis.

7 Conclusion

The practice of telling stories, from classical parables to family traditions, is core to the

shared human experience. In other words, the importance of folklore transcends cultural,

ethnic, and geopolitical borders. Whilst the prevalence of historical stories in the present

day is readily apparent, there has been little effort to study the link between the stories of

our ancestors and our own present-day outcomes.

In this paper, I conjecture that folklore serves two distinct functions. First, it provides

us with a lens through which we can observe and analyze historical attitudes and cultures.
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Perhaps more interestingly, however, it also serves as the medium through which these values

are passed on from generation to generation.

Through a novel application of context-observing machine learning models to a global

dataset of folklore, I score historical ethnic groups based on how salient a role educational,

STEM, and Humanities themes play in their folklore. By connecting these scores to climate

data and societal characteristics, I obtain suggestive evidence that heterogeneity in these

themes occur due to variation in whether groups need to prioritize practical survival skills

or more abstract social and communication abilities.

The crux of my analysis lies in my linkage of these scores to contemporary individuals

within developing countries through shared ethnicity and language. In doing so, I find

moderately strong causal evidence that, on aggregate, one’s ancestral folklore plays a role in

their educational and occupational outcomes. Taken together, my results demonstrate the

intergenerational impact of folklore.

Of course, more work is needed to substantiate the conclusions that I make. Given that

I focus on education, STEM, and the Humanities, future research on the transmission of

other themes in folklore, such as religion or morality, could be interesting directions to take.

Moreover, rapid advancements in machine learning and semantic text analysis provide a

myriad of potential research opportunities, from utilizing models tuned on historical data to

parsing out more complex shared concepts and themes. In my analysis, I also assume that

the influence of folklore is uniform across time. It would be interesting to investigate whether

advancements in technology and the standardization of education quality has mitigated its

impact. Finally, extending the scope of study to more developed countries such as the U.S.

could lead to vastly different results.

In summary, by showing how educational themes in folklore continue to influence indi-

vidual outcomes today, this thesis speaks to the power of sharing the stories of those who

came before us.
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9 Appendix

9.1 Modelling Origins of Heterogeneity

To represent the trade-off between teaching STEM versus Humanities facing folklore mathe-

matically, we can construct a very simple two period model for a pre-industrial group G. We

assume that each group is endowed with an amount of folklore F that they can distribute

across STEM salient stories S or Humanities salient stories H in the first period. They

then reap the benefits of this investment in the second period. We make our utility function

constant i.e. U(c) = c and model returns through a simple Cobb-Douglas function with

constant returns to scale I(S,H) = SαH1−α where 0 < α < 1.

To capture the variable effect of STEM and the Humanities, we include a potential

shock with probability P in period two with cost θ
S
where θ ≥ 0. I use this shock as a

representation of the environment’s hostility/variability (a greater P and/or θ represents a

more hostile environment). In line with my hypothesis, the cost of this shock is decreasing
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in the amount of teaching invested into STEM (e.g., learning how to build tools to rebuild

shelter). In both scenarios, I provide an additional benefit i ∗H where i ≥ 0 represents the

additional gain one gets from teaching the Humanities due to its inculcation of values such

as interacting with other societies. Assuming no cost to teaching folklore and a discount

rate β = 1, we can abstract out period one and write a group’s utility purely from its second

period returns:

Ug(S,H) = P [SαHγ − θ

S
+ iH] + (1− P )[SαHγ + iH]

= SαH1−α − Pθ

S
+ iH

S +H ≤ F

where the second equation represents the budget constraint, assuming that there is a trade-

off between teaching STEM and the Humanities S + H ≤ F . Accordingly, we can use

the Lagrange multiplier method to express the optimal investment in STEM S∗ and the

Humanities H∗ (for simplicity, assume both quantities are positive).

L = SαH1−α − Pθ

S
+ iH − λ[F −H − S]

∂L
∂S

= αSα−1H1−α +
Pθ

S2
− λ

∂L
∂H

= (1− α)H−αSα + i− λ

∂L
∂λ

= F −H − S

At the optimal, all partials will equal to 0. Equating ∂L
∂S

and ∂L
∂H

and using ∂L
∂λ

= 0 =⇒

H∗ = F − S∗, we get the equation:

[
α− 1 +

α(F − S∗)

S∗

] [
S∗

F − S∗

]α
+

Pθ

S∗2 = i (1)
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Let us call the LHS f(S∗). Then we have:

∂f(S∗)

∂S∗ =
−(α− 1)αF 2

(
S∗

F−S∗

)α
S∗2(S∗ − F )

Notice that S∗2(S∗ − F ) < 0 as F = H∗ + S∗ > 0 and −(α − 1)αF 2
(

S∗

F−S∗

)α
> 0 as α < 1.

Thus, ∂f(S∗)
∂S∗ < 0, meaning that the LHS decreases as S∗ increases.

This allows us to qualitatively analyze relevant comparative statistics. Specifically, we

first have that ∂S∗

∂P
> 0 and ∂S∗

∂θ
> 0 because increasing P and θ clearly increase the LHS of

equation 1, requiring an increase in S∗ to bring it back down to equal the RHS. Meanwhile,

∂S∗

∂i
< 0 as in increase in i amounts to an increase in the RHS, and thus S∗ must decrease

to increase the LHS accordingly.

Interpreting these three results, we have that the proportion of STEM salient folklore

increases as the probability and severity of climate shocks increase, and decreases as the

additional benefit one gets from teaching the Humanities increases. BecauseH∗ = F−S∗, we

have exactly flipped relationships for Humanities salient folklore. This additional benefit of

Humanities is a function of societal development and in turn interaction with other societies.

Ultimately, then, the results from the model (by definition) agree with my interpretation in

Chapter 2.

9.2 Figures and Tables
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Figure 11: Concepts with high STEM scores also have high HUM scores

Figure 12: The correlation between my constructed difference and education scores (concept
frequency model)
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Descriptions STEM HUM EDU

When a girl or a boy is asked
where are her or his father,
mother, brother or other rela-
tions or what they are doing
she or he answers in such a
way that only a smart person
is able to understand

0.0869 0.3061 1.0000

A boy is born whose father
or (rare) mother is unknown.
He himself points at his par-
ent who as a rule occupies a
low social position. Usually
many men (women) come to-
gether and everyone hopes that
the boy points

0.1749 0.2141 0.6006

A man puts his children ques-
tions that seem easy to answer
(how they love him, who is
the elder in the family, etc.).
The elder children flatter, the
youngest daughter (rare: son)
is reserved and her father

0.0995 0.1867 0.5957

A youth gets to know that
a woman (usually his mother)
conceals from him important
information about his father,
brothers or bride. He causes
her pain (usually putting hot
scone, handful of hot grain,
etc. into her hand)

0.0496 0.3858 0.5732

A girl answers her father (rare:
brother) that she loves him like
she loves salt (or that salt is
the most valuable, etc.). He
becomes angry (usually drives
her away) but later satisfies
himself

0.0971 0.2081 0.5556

Table 17: Top 5 EDU Motifs, lbl2TransformerVec
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Descriptions STEM HUM EDU

Getting into the body of a certain be-
ing, a person obtains knowledge of ritu-
als, songs, ornaments, poison, or drugs
and then brings it to people

0.0596 1.0000 0.3061

Rituals are obtained from ghosts 0.0370 0.6280 0.0782
Humans acquire (the idea of) ornamen-
tation of vessels, baskets, body, etc.,
or the idea of the system of signs af-
ter somebody gets to see the pattern
on the body of a zoomorphic and/or
supernatural creature

0.0753 0.5943 0.2879

People or God get to know a secret
thanks to listening in its possessor
when he speaks aloud with himself or
with his relations. The received knowl-
edge is related to cosmogony or acqui-
sition of cultural values

0.0677 0.5943 0.4123

A person or animal swallows a sacred
book or its remains. During rituals,
this knowledge is actualized in the oral
text, in sounds of musical instruments
made of the animal body parts or in
animal body parts used for divination

0.0000 0.0000 0.0000

Table 18: Top 5 HUM Motifs, lbl2TransformerVec

Descriptions STEM HUM EDU

Contest: a race 1.0000 0.0596 0.0869
A contest: ball game 0.5870 0.0023 0.0995
A slow and a fast animal agree to race.
The fast one is sure that he will win
and is not in a hurry at all while the
slow one is moving persistently to his
aim and wins

0.5028 0.0524 0.1098

Snail is a participant of the race and
wins

0.4930 0.0308 0.0387

A contest: to climb a pole or tree 0.4791 0.1583 0.0777

Table 19: Top 5 STEM Motifs, lbl2TransformerVec
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Figure 13: Scores are sourced from the lbl2vec model

No Country FE Country FE

Variable Description P Value Coefficient P Value Coefficient

EA001 Gathering 0.029 -0.189 0.607 -0.054
EA002 Hunting 0.023 -0.238 0.714 0.059
EA005 Agriculture Dep 0.250 0.191 0.844 -0.048
EA008 Domestic Org 0.003 0.542 0.062 0.461
EA015 Marriage Community 0.016 -0.350 0.022 -0.322
EA028 Agri Intensity 0.434 0.082 0.153 -0.221
EA030 Nomadic to settled 0.476 0.118 0.863 0.037
EA032 Family Jurisdiction 0.006 0.164 0.766 0.021
EA033 Community Jurisdiction 0.219 0.096 0.858 0.018
EA034 High God 0.000 0.473 0.112 0.206

Table 20: The relationship between DIFF and EA Variables: Concept Frequency Model
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No Country FE Country FE

Variable Description P Value Coefficient P Value Coefficient

EA001 Gathering 0.617 -0.962 0.394 -0.505
EA002 Hunting 0.369 -1.852 -0.711 -0.203
EA005 Agriculture Dep 0.061 6.752 0.143 1.644
EA008 Domestic Org 0.006 9.823 0.143 1.801
EA015 Marriage Community 0.217 3.844 0.717 -0.418
EA028 Agri Intensity 0.133 -4.066 0.981 0.028
EA030 Nomadic to settled 0.000 12.249 0.005 2.840
EA032 Family Jurisdiction 0.035 -2.387 0.114 0.653
EA033 Community Jurisdiction 0.052 -2.886 0.448 -0.322
EA034 High God 0.001 -7.186 0.438 -0.474

Table 21: The relationship between DIFF and EA Variables: lbl2TransformerVec Model

Figure 14: Correlation matrix of variables within educational attainment regression specifi-
cations
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Dependent variable: Educational attainment

No controls Individual controls All controls

Education Score 0.878∗∗ 0.866∗∗ 1.240∗∗∗

(0.425) (0.433) (0.440)
Gender -0.389∗∗∗ -0.471∗∗∗

(0.062) (0.061)
Age -0.033∗∗∗ -0.030∗∗∗

(0.004) (0.004)
EA001 (Gathering) -0.358∗∗∗

(0.101)
EA002 (Hunting) -0.048

(0.143)
EA005 (Agriculture) -0.020

(0.076)
EA008 (Domestic Complexity) -0.045

(0.061)
EA032 (Local Juristic) 0.178∗

(0.100)
EA033 (External Juristic) -0.077

(0.081)

Country FE Yes Yes Yes
Observations 179311 179311 113794
R2 0.198 0.248 0.238
Adjusted R2 0.197 0.248 0.237
Residual Std. Error 1.462 1.415 1.406
F Statistic 15576.223∗∗∗ 15868.756∗∗∗ 484.547∗∗∗

Note 1: ∗p<0.1; ∗∗p<0.05; ∗∗∗p<0.01
Note 2: Errors clustered by Ethnographic Atlas Group

Table 22: Regression Results: Attainment (OLS) against Education Score, less restrictive
dataset. Note that the “All controls” regression here is the same as the one with the restric-
tive dataset given that the group control variables only occur in observations shared between
the two
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Dependent variable: Education attainment (Logistic)

No controls Individual controls All controls

Education Score 1.228∗∗ 1.322∗∗ 1.768∗∗∗

(0.572) (0.635) (0.603)
Gender -0.605∗∗∗ -0.619∗∗∗

(0.074) (0.072)
Age -0.055∗∗∗ -0.056∗∗∗

(0.005) (0.005)
EA001 (Gathering) -0.465∗∗∗

(0.128)
EA032 (Local Juristic) 0.194

(0.122)
EA033 (External Juristic) -0.083

(0.100)

Country FE Yes Yes Yes
Observations 113794 113794 113794

Note 1: ∗p<0.1; ∗∗p<0.05; ∗∗∗p<0.01
Note 2: Errors clustered by Ethnographic Atlas Group
Note 3: Some insignificant group controls omitted

(Hunting, Agriculture, Domestic Complexity)

Table 23: Regression Results: Attainment (Logistic) against Education Score
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Dependent variable: Education in single years

No controls Individual controls All controls

Education Score 1.398∗∗ 1.358∗∗ 1.536∗∗

(0.691) (0.688) (0.686)
Gender -0.612∗∗∗ -0.667∗∗∗

(0.105) (0.114)
Age -0.006 -0.008

(0.004) (0.005)
EA001 (Gathering) -0.528∗∗∗

(0.145)
EA008 (Domestic) -0.137∗

(0.075)

Country FE Yes Yes Yes
Observations 95447 95447 83458
R2 0.104 0.110 0.131
Adjusted R2 0.104 0.110 0.130
Residual Std. Error 3.355 3.344 3.323
F Statistic 154.234∗∗∗ 6837.633∗∗∗ 216.590∗∗∗

Note 1: ∗p<0.1; ∗∗p<0.05; ∗∗∗p<0.01
Note 2: Errors clustered by Ethnographic Atlas Group
Note 3: Some insignificant group controls omitted.

(Hunting, Agriculture, Local Juristic, External Juristic)

Table 24: Regression Results: Education in Single Years (OLS) against Education Score
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Dependent variable: Respondent worked in last 12 months

No controls Individual controls All controls

(HUM - STEM)/HUM 0.294∗∗ 0.400∗∗∗ 0.395∗∗∗

(0.124) (0.146) (0.151)
EA005 (Agriculture) 0.021

(0.068)
EA032 (Local Juristic) -0.021

(0.108)
EA033 (External Juristic) 0.011

(0.101)
Gender -1.256∗∗∗ -1.256∗∗∗

(0.196) (0.197)
Age 0.093∗∗∗ 0.092∗∗∗

(0.006) (0.006)

Country FE Yes Yes Yes
Observations 106755 106755 106755

Note 1: ∗p<0.1; ∗∗p<0.05; ∗∗∗p<0.01
Note 2: Errors clustered by Ethnographic Atlas Group
Note 3: Some insignificant group controls omitted.

(Hunting, Gathering, Domestic Complexity)

Table 25: Regression Results: A binary indicator of being employed within the last 12
months against relative difference score
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Dependent variable: Sales and Services (binary)

No controls Individual controls All controls

(HUM-STEM)/(HUM) 0.341∗∗∗ 0.325∗∗∗ 0.274∗∗

(0.109) (0.107) (0.115)
Gender 1.310∗∗∗ 1.308∗∗∗

(0.124) (0.124)
Latitude 0.068∗∗

(0.027)
Longitude -0.017

(0.014)
Age 0.005 0.006

(0.005) (0.005)
EA005 (Agriculture) 0.010

(0.050)
EA032 (Local Juristic) -0.043

(0.097)
EA033 (External Juristic) -0.091

(0.068)

Country FE Yes Yes Yes
Observations 47100 47100 47100

Note 1: ∗p<0.1; ∗∗p<0.05; ∗∗∗p<0.01
Note 2: Errors clustered by Ethnographic Atlas Group
Note 3: Some insignificant group controls omitted.

(Hunting, Gathering, Domestic Complexity)

Table 26: Regression Results: Working in sales and services (binary indicator) against dif-
ference score
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Dependent variable

Education in Years Attainment

Climate Instability (post 1900) 19.367 5.989
(16.356) (4.891)

Instability (post 1900) x Edu Score -20.212 -6.376
(14.898) (4.450)

Education Score 8.139∗∗ 2.574∗∗

(3.674) (1.112)
Latitude -0.304∗∗ -0.100∗∗∗

(0.125) (0.038)
Age -0.093∗∗∗ -0.031∗∗∗

(0.012) (0.004)
Gender -1.456∗∗∗ -0.451∗∗∗

(0.214) (0.065)
EA001 (Gathering) -1.619∗∗∗ -0.501∗∗∗

(0.276) (0.084)
EA008 (Domestic) -0.321∗∗ -0.100∗∗

(0.140) (0.042)
EA032 (Local Juristic) 0.645∗∗ 0.204∗∗

(0.284) (0.084)
EA033 (External Juristic) -0.118 -0.041

(0.234) (0.073)

Country FE Yes Yes
Observations 104692 104692
R2 0.266 0.258
Adjusted R2 0.266 0.258
Residual Std. Error 4.149 1.381
F Statistic 37.851∗∗∗ 59.643∗∗∗

Note 1: ∗p<0.1; ∗∗p<0.05; ∗∗∗p<0.01
Note 2: Errors clustered by Ethnographic Atlas Group
Note 3: Some insignificant group controls omitted

(Longitude, Hunting, Agricultural Dependence)

Table 27: Regression Results: Educational Attainment (OLS) and Education in Single Years
against education score, climate instability (post 1900), and the interaction term between
the two.
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Figure 15: Number of individuals with valid Education scores within each attainment cate-
gory
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Figure 16: Agricultural dependence score by occupation
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Figure 17: Gender makeup of respondents categorized as unemployed
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