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association studies and model averaged matching estimator

Abstract

In chapter 1, we develop a Markov random field-embedded linear mixed model to

correct for population stratification induced by a combination of sharp spatial phenotypic

distribution and geographically localized rare genetic variants in sequencing association

studies. We then derive variant-set association tests under the proposed model, and illus-

trate the effectiveness of the method using both simulated genotypes and real genotypes

from the 1000 Genomes Project.

In chapter 2, we continue the investigation of population stratification in sequencing

association studies due to nonlinear spatial variation in the mean of the phenotype. We

propose to model such nonlinear spatial variation using a natural thin plate spline con-

structed from the top two principal components, and prove that such a spline can be in-

corporated in a linear mixed model as a combination of fixed and random effects. Variant-

set association tests are developed under the spline-embedded linear mixed model. We

then demonstrate the effectiveness of our method via simulations, and illustrate its appli-

cation using sequencing data from the UK10K study.

In chapter 3, we consider the problem of accurately estimating the effect of a treat-

ment, intervention, or exposure on an outcome of interest in observational studies with

a large number of potential confounders. We devise a Bayesian model averaged match-

ing estimator to perform confounding adjustment in such studies, which simultaneously

accounts for confounder selection uncertainty and obviates model dependence. We exam-

ine the effectiveness of our method in a simulation study, and illustrate its application in

the assessment of comparative efficacy and safety of two anticoagulant medications using

patient data extracted from two health insurance databases with nationwide coverage.
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1.1 Introduction

In the past decade, Genome-wide association studies (GWASs) have successfully iden-

tified thousands of genetic variants associated with complex human traits and diseases

(Hindorff et al., 2009; Welter et al., 2014). However, current generation of GWASs mainly

focus on the identification of common genetic variants which usually have modest ef-

fect sizes and only explain a small portion of trait heritability (Manolio et al., 2009). It is

plausible that rare variants may be involved in the etiology of complex diseases and ex-

plain additional trait variability (Eichler et al., 2010), a hypothesis supported by a growing

number of genetic association studies (Cohen et al., 2004, 2006; Ji et al., 2008; Romeo et al.,

2007, 2009; Nejentsev et al., 2009; Rivas et al., 2011; Gudmundsson et al., 2012; Jonsson

et al., 2012; Huyghe et al., 2013). Recent rapid advances in DNA sequencing technologies

have provided an unprecedented opportunity to directly assess the contribution of rare

variants to complex diseases and traits.

However, similar to GWASs, the analysis of sequencing studies is complicated by

population stratification – the confounding due to correlated differences in phenotypes

and allele frequencies across unobserved subgroups, which has long been recognized to

cause spurious associations in genetic studies (Li, 1969; Devlin and Roeder, 1999; Cardon

and Palmer, 2003; Freedman et al., 2004; Marchini et al., 2004; Campbell et al., 2005; Hel-

gason et al., 2005). Mathieson and McVean (2012) demonstrated that when the phenotype

has a sharp spatial distribution due to local risk factors, popular methods of controling for

population stratification in GWASs such as principal components (PCs) adjustment (Price

et al., 2006) and linear mixed models (LMMs) (Kang et al., 2008, 2010; Zhou and Stephens,

2012) may fail to correct for the inflation in association test statistics. Moreover, these au-

thors showed that rare variants systematically exhibit a much stronger stratification than

common variants in such settings. This is because most rare variants have arisen rela-

tively recently and tend to be restricted to a few closely related populations (Mathieson

and McVean, 2014; Génin et al., 2015; 1000 Genomes Project Consortium et al., 2015). Baye

et al. (2011) and OConnor et al. (2015) have shown that rare variants may in fact contain

rich information about fine-scale population structure which may not be revealed by their
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common counterparts. However, several recent studies have shown that adjusting for

stratification using PCs based on rare variants alone is no more effective than PCs based

on common variants or all variants (Babron et al., 2012; Zhang et al., 2013).

In this paper, we propose to account for such sharp spatial variation in phenotypic

mean by segmenting the population into subgroups, the memberships of which are mod-

eled as a network arisen from a Markov random field (MRF). We then adjust for stratifi-

cation by incorporating the subgroup membership indicators in an LMM as explanatory

variables. The variance component of the LMM would also permit adjustment for broad-

scale population structure and cryptic relatedness. The proposed method only requires

fitting the MRF-embedded LMM once per genome scan under the null hypothesis of no

genetic effect, making it applicable to the analysis of large sequencing studies. We demon-

strate through simulations and an application to genotype data from the 1000 Genomes

Project (1000 Genomes Project Consortium et al., 2015) that the proposed method is effec-

tive in preserving the type-I error in the presence of sharp local risk.

The remainder of the paper is structured as follows. Section 3.2 presents our pro-

posed MRF-embedded mixed model. Section 3.3 describes a Monte-Carlo expectation-

maximization algorithm for parameter estimation, outlines variant-set association tests

under the proposed model, and devises a procedure for choosing the number of sub-

groups when it is unknown. Section 3.4 evaluates the performance of our method using

both simulated genotype data and 1000 Genomes data. Section 3.5 discusses strengths

and weaknesses of the proposed method, and suggests possible avenues of future re-

search. Detailed derivation of association test statistics is relegated to the appendix.

1.2 Proposed linear mixed model

Mathieson and McVean (2012) showed through simulations that when samples are drawn

from spatially continuous populations where the phenotype of interest has a sharp spa-

tial distribution – possibly due to localized risk factors such as pollution, lifestyle differ-

ences, or untyped causal variants – association test statistics for rare variants may exhibit

significant inflation because rare variants are typically recent in origin and tend to be

3



geographically clustered.

In order to take into consideration this type of spatial heterogeneity in the mean of

the phenotype, we propose to regard the overall study population as a mixture of K sub-

groups, where each subgroup has a distinct phenotypic mean, and K is assumed to be

known a priori for now. To fix notation, suppose n individuals are sequenced at q ge-

netic loci in a genomic region. Let Yi, Xi = (Xi1, . . . , Xip)
T , and Gi = (Gi1, . . . , Giq)

T ,

i = 1, . . . , n, denote the phenotype, covariate vector, and genotype vector of the ith indi-

vidual, respectively. Let Zi ∈ {1, . . . , K} be the subgroup membership for subject i. If Zi

were known, then one could simply fit the LMM

Yi = XT
i α+GT

i β +
K∑
k=1

ζk1[Zi = k] + bi + εi, i = 1, . . . , n. (1.1)

Here, α and β are regression coefficients associated with the covariate and genotype vec-

tors, respectively. ζk is the baseline phenotypic mean for the kth subgroup. εi are inde-

pendent and identically distributed Gaussian errors with mean 0 and variance σ2. bi is

the ith entry of the random effect vector b = (b1, . . . , bn), assumed to follow a multivariate

normal distribution with mean 0 and variance covariance matrix τcVc, where Vc is the

genetic relatedness matrix (GRM) computed from common variants, and τc is the asso-

ciated parameter. The term
∑K

k=1 ζk1[Zi = k] accounts for the sharp spatial variation in

phenotype distribution, whereas the random effect b adjusts for broad-scale population

structure and cryptic relatedness (Kang et al., 2008, 2010; Zhang et al., 2010; Price et al.,

2010; Zhou and Stephens, 2012; Svishcheva et al., 2012; Yang et al., 2014).

Unfortunately the subgroup memberships Zi are unknown in practice and would re-

quire modeling as well. This will be the focus of the next subsection. However, before

moving forward, we hasten to point out that the proposed model (1.1) differs from the

classical finite mixture models (see, for example, McLachlan and Peel, 2000) in two ways.

First, the subgroup memberships Zi are spatially correlated, since observations that are

in geographical proximity are more likely to belong to the same subgroup. Second, even

after conditioning on the subgroup memberships, the individuals across different sub-

groups are still dependent through the random effect b.
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1.2.1 Markov random field for subgroup memberships

Direct parameter estimation and inference based on model (1.1) are infeasible in prac-

tice since the subgroup memberships Zi, i = 1, . . . , n, are unobserved. Therefore, it is

necessary to model Z = (Z1, . . . , Zn)T and Y = (Y1, . . . , Yn)T jointly. Note that upon

conditioning on Z, Y simply follows the LMM (1.1). Hence to obtain a joint model for

(Z,Y ), it suffices to specify the marginal distribution of Z. We propose to model these

subgroup memberships using a discrete MRF – a classical tool for the analysis of discrete

data arising from a spatially correlated network (Cross and Jain, 1983; Geman and Ge-

man, 1984; Dubes and Jain, 1989; Held et al., 1997; Forbes and Peyrard, 2003; Li, 2012).

More specifically, we specify the following MRF distribution for Z:

Pr(Z = z; γ) =
1

C(γ)
exp

{
n∑
i=1

∑
j 6=i

γVij1[Vij > 0]1[zi = zj]

}
, γ > 0, (1.2)

where γ is an interaction strength parameter that controls the level of correlation in

subgroup memberships between individuals, Vij is the ijth entry of the GRM and in-

dicates the level of genetic resemblance between individuals i and j, and C(γ) =∑
z exp

{∑n
i=1

∑
j 6=i γVij1[Vij > 0]1[zi = zj]

}
is the normalizing constant, where the sum

extends over all possible configurations Z can assume.

Mathematically, only large positive values of Vij combined with concordant subgroup

memberships would significantly contribute to this MRF distribution (or likelihood). This

specification therefore favors a configuration where closely related individuals belong

to the same subgroup. Such a stipulation is guided by the fact that, in the absence of

recent migration, genetically closely related individuals are geographically close as well.

Consequently they are more likely to belong to the same phenotype subgroup, as they

are exposed to presumably similar levels of genetic and non-genetic risk factors. On the

other hand, subgroup memberships of genetically distant individuals should be relatively

independent from one another. We propose to use the GRM computed from rare variants

in order to leverage their strength in revealing fine-scale population structure (Baye et al.,

2011; OConnor et al., 2015).

Assuming thatZ, b, and ε = (ε1, . . . , εn) are mutually independent, then conditioning
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on Z and b, the matrix form of the LMM that we consider is given by

Y = Xα+Gβ + Z̃ζ + b+ ε. (1.3)

Here, Y = (Y1, . . . , Yn)T , X and G are matrices with ith rows equal to Xi and Gi re-

spectively. Z̃ is an n × K matrix with ith row given by (1[Zi = 1], . . . , 1[Zi = K]), and

ζ = (ζ1, . . . , ζK)T . We will henceforth refer to our proposed model as MRF-LMM.

1.3 Methods

1.3.1 Parameter estimation

Since the MRF-LMM involves two unobserved random vectors in Z and b, and the

marginal likelihood of observed data Y is intractable, classical optimization methods

such as Newton-Raphson, Quasi-Newton and gradient descent methods are not directly

applicable. The expectation-maximization (EM) algorithm proposed by (Dempster et al.,

1977), on the other hand, obviates the need for a closed-form expression for the marginal

likelihood of observed data by considering the complete-data likelihood, which involves

both observed and unobserved data.

In brief, the EM algorithm iterates between an E-step which computes the conditional

expectation of the complete-data log-likelihood given the current parameter estimates,

and an M-step which updates the parameters by maximizing this conditional expected

log-likelihood, until convergence is reached. Wu (1983) showed that the observed-data

likelihood is guaranteed to be nondecreasing if model parameters are updated in this

fashion, and therefore must converge to a stationary point, provided that the likelihood

is bounded. We next describe the computational details of the E- and M- steps for MRF-

LMM.

E-step

Let θ = (αT ,βT , ζT , τc, σ
2, γ)T denote all parameters in model (1.3). Since the phenotypes

Yi, i = 1, . . . , n, are conditionally independent given the subgroup memberships Z and
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random effect vector b, the complete-data likelihood for θ is

Lc(θ) = f(Y |Z, b) · f(b) · Pr(Z = z; γ)

= (2π)−
n
2 (σ2)−

n
2 exp

(
− 1

2σ2
(Y −Xα−Gβ − Z̃η − b)T (Y −Xα−Gβ − Z̃η − b)

)
· (2π)−

n
2 |τcVc|−

1
2 exp

(
− 1

2τc
bTV −1c b

)
· 1

C(γ)
exp

{
n∑
i=1

∑
j 6=i

γVij1[Vij > 0]1[zi = zj]

}
.

The corresponding complete-data log-likelihood is given up to a constant by

lc(θ) = −n
2

log(σ2)− 1

2σ2
(Y −Xα−Gβ − Z̃η − b)T (Y −Xα−Gβ − Z̃η − b)

− n

2
log(τc)−

1

2
log |Vc| −

1

2τc
bTV −1c b

+ log

[
1

C(γ)
exp

{
n∑
i=1

∑
j 6=i

γVij1[Vij > 0]1[zi = zj]

}]
.

Let θ(ν) denote the νth iteration parameter estimates. In the (ν + 1)th iteration, the

E-step computes the expectation of sufficient statistics for elements of θ with respect to

the conditional distribution of the unobserved data Z and b, given the observed data Y

and current parameter estimates θ(ν) = (α(ν)T ,β(ν)T , ζ(ν)
T
, τ

(ν)
c , γ(ν))T . However, these

conditional expectations do not have closed forms, hence we resort to a Gibbs sampler to

obtain draws from f(Z, b|Y ;θ(ν)), and approximate the desired conditional expectations

using these Markov chain Monte-Carlo samples. The Gibbs sampler consists of iterating

between the following two steps:

1 Sampling from the full conditional distribution Pr(Zi|Y ,Z−i, b ;θ(ν)) sequentially

for i = 1, . . . , n, where Z−i = (Z1, . . . , Zi−1, Zi+1, . . . , Zn).

2 Sampling from the full conditional distribution f(b|Y ,Z;θ(ν)).

We now derive these full conditional distributions. For 1 , we have

Pr(Zi = k|Y ,Z−i, b ;θ(ν))

∝ exp

{
− 1

2σ(ν)2

n∑
i=1

(
Yi −XT

i α
(ν) −GT

i β
(ν) −

K∑
l=1

ζ
(ν)
l 1[Zi = l]− bi

)2}
· exp

{∑
j 6=i

γ(ν)Vij1[Vij > 0]1[Zj = k]

}

∝ exp

{
− 1

2σ(ν)2

(
Yi −XT

i α
(ν) −GT

i β
(ν) −

K∑
l=1

ζ
(ν)
l 1[Zi = l]− bi

)2
}
· exp

{∑
j 6=i

γ(ν)Vij1[Vij > 0]1[Zj = k]

}
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= exp

{
− 1

2σ(ν)2

(
Yi −XT

i α
(ν) −GT

i β
(ν) − ζ(ν)k − bi

)2

+
∑
j 6=i

γ(ν)Vij1[Vij > 0]1[Zj = k]

}
.

Since
∑K

k=1 P (Zi = k|Y ,Z−i, b ;θ(ν)) = 1, conditioning on (Y ,Z−i, b), Zi must follow a

categorical distribution with probability mass function

P (Zi = k|Y ,Z−i, b;θ(ν))

=

exp

{
− 1

2σ(ν)2

(
Yi −XT

i α
(ν) −GT

i β
(ν) − ζ(ν)k − bi

)2

+
∑
j 6=i

γ(ν)Vij1[Vij > 0]1[Zj = k]

}
K∑
l=1

exp

{
− 1

2σ(ν)2

(
Yi −XT

i α
(ν) −GT

i β
(ν) − ζ(ν)l − bi

)2

+
∑
j 6=i

γ(ν)Vij1[Vij > 0]1[Zj = l]

} , (1.4)

where k ∈ {1, . . . , K}. For 2 , we have

f(b|Y ,Z;θ(ν))

∝ exp

(
− 1

2σ(ν)2
(Y −Xα(ν) −Gβ(ν) − Z̃ζ(ν) − b)T (Y −Xα(ν) −Gβ(ν) − Z̃ζ(ν) − b)− 1

2τ
(ν)
c

bTV −1c b

)
∝ exp

(
− 1

2σ(ν)2

[
bT b− 2(Y −Xα(ν) −Gβ(ν) − Z̃ζ(ν))T b

]
− 1

2σ(ν)2
bT
(σ(ν)2

τ
(ν)
c

V −1c

)
b

)
= exp

(
− 1

2σ(ν)2

[
bT
(σ(ν)2

τ
(ν)
c

V −1c + In

)
b− 2(Y −Xα(ν) −Gβ(ν) − Z̃ζ(ν))T b

])
∝ exp

(
− 1

2σ(ν)2

(
b− b̃(ν)

)T(σ(ν)2

τ
(ν)
c

V −1c + In

)(
b− b̃(ν)

))
∼ N (b̃(ν), Ũ (ν)),

where

Ũ (ν) = σ(ν)2
(σ(ν)2

τ
(ν)
c

V −1c + In

)−1
=
( 1

τ
(ν)
c

V −1c +
1

σ(ν)2
In

)−1
,

b̃(ν) =
(σ(ν)2

τ
(ν)
c

V −1c + In

)−1
(Y −Xα(ν) −Gβ(ν) − Z̃ζ(ν)) =

1

σ(ν)2
Ũ (ν)(Y −Xα(ν) −Gβ(ν) − Z̃ζ(ν)).

At the end of the above Gibbs sampler, the E-step uses the generated Monte-Carlo

samples to calculate the conditional expectation of sufficient statistics for elements of θ,

which appear in equations (1.6)-(1.10) in the next subsection.
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M-step

Denote by Sc(θ) the score based on the complete-data likelihood Lc(θ). The system of

complete-data score equations is

Sc(θ) =


∂lc(θ)
∂β

∂lc(θ)
∂α

∂lc(θ)
∂ζ

∂lc(θ)
∂τc
∂lc(θ)
∂σ2

 =


1
σ2G

T (Y −Xα−Gβ − Z̃ζ − b)
1
σ2X

T (Y −Xα−Gβ − Z̃ζ − b)
1
σ2 Z̃

T (Y −Xα−Gβ − Z̃ζ − b)
−n

2
1
τc

+ 1
2τ2c
bTV −1c b

−n
2

1
σ2 + 1

2σ4 (Y −Xα−Gβ − Z̃ζ − b)T (Y −Xα−Gβ − Z̃ζ − b)

 = 0,

(1.5)

the solutions of which are given by

β̂ = (GTG)−1GT (Y −Xα− Z̃ζ − b),

α̂ = (XTX)−1XT (Y −Gβ − Z̃ζ − b),

ζ̂ = (Z̃T Z̃)−1Z̃T (Y −Xα−Gβ − b),

τ̂c =
1

n
bTV −1c b,

σ̂2 =
1

n
(Y −Xα−Gβ − Z̃ζ − b)T (Y −Xα−Gβ − Z̃ζ − b).

The M-step updates the components of θ with

β̂(ν+1) = (GTG)−1GT (Y −Xα− E Z,b|Y [Z̃]ζ − b), (1.6)

α̂(ν+1) = (XTX)−1XT (Y −Gβ − E Z,b|Y [Z̃]ζ − b), (1.7)

ζ̂(ν+1) = E Z,b|Y [(Z̃T Z̃)−1Z̃T (Y −Xα−Gβ − b)], (1.8)

τ̂ (ν+1)
c =

1

n
E Z,b|Y [bTV −1c b], (1.9)

σ̂2(ν+1) =
1

n
E Z,b|Y [(Y −Xα−Gβ − Z̃ζ − b)T (Y −Xα−Gβ − Z̃ζ − b)], (1.10)

where the conditional expectations are computed using Monte-Carlo samples obtained

from the E-step. Unlike the parameters enumerated in equations (1.6)-(1.10), the interac-

tion strength parameter γ does not have a closed form update. Ideally we would like to

update γ by maximizing the conditional expectation of

log

[
1

C(γ)
exp

{
n∑
i=1

∑
j 6=i

γVij1[Vij > 0]1[zi = zj]

}]
(1.11)
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which is the log of the Markov random field distribution (1.2). However, computation of

the normalizing constant C(γ) is infeasible as it requires summing over all Kn possible

configurations of Z. Hence we adopt the pseudolikelihood for MRFs proposed by Besag

(1986), and maximize the conditional expectation of

n∑
i=1

log
exp

{∑
j 6=i γVij1[Vij > 0]1[zj = zi]

}
∑K

l=1 exp
{∑

j 6=i γVij1[Vij > 0]1[zj = l]
} . (1.12)

This approach circumvents the need for computing C(γ), and is justified by the fact that

the maximizer of the log-pseudolikelihood (1.12) is consistent for γ in the original MRF

distribution (1.2) (Geman and Graffigne, 1986).

Note that since Z is discrete, some of the Monte-Carlo samples may repeat. In fact

when the phenotype has a sharp spatial distribution, most Monte-Carlo samples of Z

would be the same, since the full conditional distribution (1.4) would place most of its

mass on one particular k ∈ {1, . . . , K}. Suppose we haveM distinct Monte-Carlo samples

(z(1), . . . ,z(M)) for Z from the current E-step, each with conditional probability Pr(Z =

z(m)|Y ) = π(m). Then maximization of the conditional expectation of (1.12) amounts to

maximization of

M∑
m=1

π(m)

[
n∑
i=1

log
exp
{∑

j 6=i γVij1[Vij > 0]1[z
(m)
j = z

(m)
i ]
}

∑K
l=1 exp

{∑
j 6=i γVij1[Vij > 0]1[z

(m)
j = l]

}]

with respect to γ, which can be carried out using a grid search or the Newton-Raphson

algorithm. This concludes the M-step of the EM algorithm.

1.3.2 Association test for a set of variants

It has been shown that single-marker based tests are considerably underpowered to de-

tect rare variant associations, especially those of moderate or small effect sizes (see, for

example, Asimit and Zeggini, 2010; Lee et al., 2014). Moreover, since rare variants are

more numerous than their common counterparts, a more stringent significance thresh-

old needs to be defined in order to adjust for multiple testing, further reducing power

of single-marker based tests. Finally, a number of past studies also provide evidence for
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the hypothesis that alleles at multiple genetic loci may jointly affect a particular pheno-

type (Cohen et al., 2004; Bodmer and Bonilla, 2008; Nejentsev et al., 2009; Ramagopalan

et al., 2011; Cruchaga et al., 2012; Kenny et al., 2014; Cogan et al., 2015; Priest et al., 2016).

In light of these considerations, several multi-marker based association tests have been

proposed, including the burden test (Li and Leal, 2008; Madsen and Browning, 2009) and

the sequence kernel association test (SKAT) (Wu et al., 2011). In brief, burden test col-

lapses the weighted rare variant counts in a gene or pathway into a single score which

is then tested for association with the phenotype of interest. However, such an approach

loses power if the collapsed variants affect the phenotype in different directions. SKAT

addresses this loss of power by first assessing the association signal between each variant

and the phenotype of interest, and then aggregating the association signals across all the

variants within the gene or pathway to form an association statistic that is then tested for

significance. We refer the interested reader to the article by Lee et al. (2014) for a thor-

ough review of the advantages and shortcomings of various multi-marker based tests for

rare-variant association.

We next outline the burden test and SKAT under the proposed MRF-LMM. Denote

by fY (y) the marginal likelihood of the observed data Y . Louis (1982) showed that the

observed-data score S(θ) = ∂
∂θ

log fY (y) is equal to the conditional expectation of the

complete-data score Sc(θ) = ∂
∂θ

logLc(θ), namely

S(θ) = E Z,b|Y [Sc(θ)]. (1.13)

Furthermore, Louis (1982) also showed that the observed-data information I(θ) =

− ∂2

∂θ∂θT
log f(Y ) can be computed in terms of the conditional expectation of first and sec-

ond derivatives of the complete-data log-likelihood as

I(θ) = E Z,b|Y

[
− ∂2lc(θ)

∂θ∂θT

]
−E Z,b|Y

[
Sc(θ)STc (θ)

]
+ E Z,b|Y

[
Sc(θ)

]
E Z,b|Y

[
STc (θ)

]
. (1.14)

We note that all conditional expectations in the observed-data score (1.13) and the

observed-data information (1.14) can be calculated using Monte-Carlo samples from the

final iteration of the EM algorithm. The precise forms of S(θ) and I(θ) are derived in the

appendix.
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Denote by Iββ(θ) the efficient information matrix for β derived from I(θ), and

θ̂ = (β̂T = 0, α̂T , ζ̂T , τ̂c, σ̂2)T the maximum likelihood estimates under the null hypothe-

sis of no genetic effect, H0 : β = 0. Let W be a diagonal matrix of pre-specified weights

associated with the variants within the genomic region or pathway, possibly reflecting

functional information or prior belief that effect size is a given function of minor allele

frequency. Then the burden test statistic is formed by summing over the weighted com-

ponents of the observed-data score, namely

TBT = JTWS(θ̂),

which follows aN (0,JTWIββ(θ̂)WJ) distribution in the limit, where J is a q× 1 vector

of ones.

The SKAT statistic is formed by summing over the squared weighted components of

the observed-data score, namely

TSKAT = ST (θ̂)WWS(θ̂),

which follows a mixture of chi-squared distribution, with mixing coefficients given by

the eigenvalues of WIββ(θ̂)W . p-values can be computed using Davies’ exact method

based on inversion of characteristic function (Davies, 1980).

1.3.3 Selection of the number of subgroups

It has been assumed throughout the foregoing exposition that the total number of sub-

groups is known. While such information may often be ascertained from previous epi-

demiological studies on the phenotype of interest, it is not always available in practice.

Therefore a procedure for choosing the number of subgroups in such situations needs to

be developed.

Stanford and Raftery (2002) devised a BIC-type expression termed the pseudolikeli-

hood information criterion (PLIC) to choose the number of subgroups in a spatial mixture.

More specifically, for any given number K of subgroups, they proposed to approximate

the maximized observed-data likelihood using the pseudolikelihood of Besag (1986) and
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Qian and Titterington (1991) with

L(Y |K) =
n∏
i=1

K∑
k=1

f(Yi|Zi = k, θ̂) Pr(Zi = k|Ẑ−i, θ̂),

where θ̂ and Ẑ are estimates of the model parameters and subgroup memberships, re-

spectively. The PLIC for K subgroups is then computed as

PLIC(K) = 2 log(L(Y |K))− dK log(n),

where dK is the number of parameters in the model with K subgroups.

However, the PLIC is not directly applicable to our method, since individuals in our

model specification have an extra layer of dependence through the random effect vector

b. We propose to adapt the PLIC to our setting by considering

PLIC∗(K) = 2 log

∫ [ n∏
i=1

K∑
k=1

f(Yi|Zi = k, bi, θ̂) Pr(Zi = k|Ẑ−i, θ̂)
]
f(b; τ̂c) db− dK log(n).

(1.15)

In order to selectK, we first compute PLIC∗(K) atK = 1, which is equal to the BIC of the

classical LMM without MRF, then incrementally increase the value ofK. At each step, the

values of PLIC∗(K) and PLIC∗(K − 1) are compared, and the process is stopped when

a local maximum of PLIC∗(K) is found. The corresponding K is the final choice for the

number of subgroups.

In practice, for a givenK > 2, the integral in (1.15) can be evaluated numerically in the

following way. Let b(m) = (b
(m)
1 , . . . , b

(m)
n )T and Z(m) = (Z

(m)
1 , . . . , Z

(m)
n )T , m = 1, . . . ,M ,

denote the Monte-Carlo samples from the final EM iteration. Then equation (1.15) can be

approximated as

PLIC∗(K)

≈2 log
1

M

M∑
m=1

{
n∏
i=1

K∑
k=1

f(Yi|Zi = k, b
(m)
i , θ̂) Pr(Zi = k|Ẑ−i, θ̂)

}
− dK log(n)

=2 log
1

M

M∑
m=1

{
exp

[ n∑
i=1

log

( K∑
k=1

f(Yi|Zi = k, b
(m)
i , θ̂) Pr(Zi = k|Ẑ−i, θ̂)

)]}
− dK log(n).

Then using the well known log-sum-exp inequality

max(x1, . . . , xM) 6 log
[ M∑
m=1

exp(xm)
]
6 max(x1, . . . , xM) + log(M),
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The value of PLIC∗(K) can be tightly bounded as

2 log
1

M
+ 2 max

m∈{1,...,M}

{
n∑
i=1

log

( K∑
k=1

f(Yi|Zi = k, b
(m)
i , θ̂) Pr(Zi = k|Ẑ−i, θ̂)

)}
− dK log(n)

6PLIC∗(K)

62 log
1

M
+ 2 max

m∈{1,...,M}

{
n∑
i=1

log

( K∑
k=1

f(Yi|Zi = k, b
(m)
i , θ̂) Pr(Zi = k|Ẑ−i, θ̂)

)}
− dK log(n) + 2 log(M).

1.4 Simulations

1.4.1 Results using simulated genotypes and phenotypes

We performed 100 simulation replicates. In each simulation replicate, genotypes for

1,000,000 genetic variants from 10,000 independent genomic regions (100 loci per region)

were simulated using the ms software (Hudson, 2002) according to a coalescent model for

6,000 individuals from a 20× 20 grid of spatially continuous populations (15 individuals

per grid square). Following Mathieson and McVean (2012), we set migration rate between

adjacent cells M = 0.01 to mimic population structure in a worldwide sample. The left

panel of Figure 1.1 plots the top two principal components (PCs) computed based on

common variants (minor allele frequency (MAF) > 4%) from a typical simulation repli-

cate. The grid structure is clearly discernable from the plot.

All phenotypes were simulated as normal variates with standard deviation equal to

1. However, individuals had different phenotypic mean depending on which grid square

they belong to. The right panel of Figure 1.1 illustrates the phenotype distribution – indi-

viduals from the white and red squares have a phenotypic mean of 0 and 2.0, respectively.

The following two methods of adjustment were compared: (a) MRF-LMM, where the

variance component GRMVc is computed from common variants, and Vij in the MRF (1.2)

is set to the ijth entry of the GRMVr computed from rare variants with MAF< 1%, and (b)

LMM including top 10 common-variant PCs as fixed effects, and a random effect based

on Vc (PCc-Vc-LMM). Following Wu et al. (2011), a Beta(MAF; 1, 25) weight was applied

to all variants in all of our simulations, where Beta(MAF; 1, 25) denotes the density of the
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Figure 1.1: Left panel plots PC1 vs. PC2 computed from common variants. Right panel
illustrates the phenotype distribution for individuals arising from different grid squares.

beta distribution with shape parameters 1 and 25 evaluated at the MAF of the variant.

The left and right panels of Figure 1.2 display the quantile-quantile (QQ) plots of the

1,000,000 p-values obtained from these 100 simulation replicates using the proposed MRF-

LMM and using PCc-Vc-LMM adjustment, respectively. We can see that both the burden

test and SKAT developed under our model effectively control for test statistic inflation in

the presence of sharp spatial distribution of phenotype. This is in sharp contrast with the

traditional PCc-Vc-LMM adjustment, which led to conspicuously inflated significance.

We can also assess the performance of our method by examining classification of in-

dividuals based on the estimated subgroup memberships Z. The left and right panels of

Figure 1.3 display for each grid square the posterior expectation of the number of indi-

viduals belonging to the subgroup with elevated mean phenotype using (a) a naive finite

mixture model which assumes that the observations are independent, and (b) our pro-

posed method, respectively, averaged over 100 simulation replicates. From the left panel

of Figure 1.3, we observe that when not taking into account the spatial correlation be-

tween individuals, the maximum number of people classified to the higher mean pheno-

type subgroup is only 9 (out of 15) on average in all red squares. Subgroup memberships

from this round of naive classification were used as initial values for our method. We

notice from the right panel of Figure 1.3 that our method had far superior performance

in terms of classification. In fact, our method achieved perfect classification in all 100

simulation replicates for all but two grid squares. The bottom left and bottom right cor-
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ners of the red region experienced minor difficulty in classification mainly because they

are surrounded by more green squares than red squares, but the misclassification rate is

remarkably low at (0.2 + 0.2)× 2/6000 ≈ 0.0133%.

Figure 1.2: QQ plots of 1,000,000 p-values obtained from 100 simulation replicates. The
two methods under comparison are MRF-LMM (left panel) and PCc-Vc-LMM (right
panel).

Figure 1.3: Average heatmap of classification from 100 simulation replicates using naive
finite mixture model (left panel) and (right panel). The number in each square indicates
the average number of people (out of 15) classified to the subgroup with higher pheno-
typic mean by each method.
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1.4.2 Results using 1000 Genomes genotypes and simulated pheno-
types

We also applied our method to 1,594 individuals belonging to the 14 ancestral popula-

tions from the 1000 Genomes Project. Table 1.1 summarizes the provenance and number

of samples for each population. Since a basic assumption of our method is that the ge-

netic similarity between individuals is a faithful reflection of the actual geographical dis-

tance between them, we elected to exclude the other populations from the 1000 Genomes

Project due to significant recent migration (for example, Utah Residents with Northern

and Western European Ancestry, Indian Telugu from the UK, etc.) or admixed ancestry

(for example, Mexican Ancestry from Los Angeles USA, Puerto Ricans from Puerto Rico,

etc.).

Table 1.1: Summary of 14 ancestral populations from the 1000 Genomes Project included
in the analysis

Super Population Population Population Number
Code Code Description of Samples
AFR ESN Esan in Nigeria 99
AFR GWD Gambian in Western Divisions in the Gambia 113
AFR LWK Luhya in Webuye, Kenya 99
AFR MSL Mende in Sierra Leone 85
AFR YRI Yoruba in Ibadan, Nigeria 108
EAS CDX Chinese Dai in Xishuangbanna, China 93
EAS CHB Han Chinese in Bejing, China 103
EAS CHS Southern Han Chinese 105
EAS JPT Japanese in Tokyo, Japan 104
EAS KHV Kinh in Ho Chi Minh City, Vietnam 99
EUR FIN Finnish in Finland 99
EUR GBR British in England and Scotland 91
EUR IBS Iberian Population in Spain 107
EUR TSI Toscani in Italia 107
SAS BEB Bengali from Bangladesh 86
SAS PJL Punjabi from Lahore, Pakistan 96

We simulated Gaussian phenotypes with sharp spatial variation by setting the phe-

notypic mean to 3 for the KHV population and 0 for the other populations, as illustrated

by Figure 1.6. Figure 1.4 and Figure 1.5 plot the common-variant (minor allele frequency

(MAF)> 4%) PCs and rare-variant (MAF< 0.5%) PCs, respectively, for the 1,594 indi-

viduals included in the analysis, where the 99 KHV individuals and the other 405 EAS
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individuals were color-coded. It can be observed from both PC plots that while the EAS

group is easily distinguishable from the other individuals, it may be challenging to sepa-

rate the KHV from the rest of the EAS populations on the basis of PCs.

Figure 1.4: Matrix of scatterplots of common-variant (MAF> 4%) PCs

Figure 1.5: Matrix of scatterplots of rare-variant (MAF< 0.5%) PCs

The following five methods of adjustment were compared:

(1) MRF-LMM, where the variance component GRM Vc is computed from common vari-

ants, and Vij in the MRF is set to the ijth entry of the GRM Vr computed from rare

18



Figure 1.6: Spatial variation in the mean of simulated phenotypes

variants;

(2) LMM with top 10 common-variant PCs as fixed effects, and a random effect based on

Vc (PCc-Vc-LMM);

(3) LMM with top 10 common-variant PCs as fixed effects, and a random effect based on

Vr (PCc-Vr-LMM);

(4) LMM with top 10 rare-variant PCs as fixed effects, and a random effect based on Vc

(PCr-Vc-LMM);

(5) LMM with top 10 rare-variant PCs as fixed effects, and a random effect based on Vr

(PCr-Vr-LMM).

We restricted our analysis to choromosome 1, from which 5,007,034 biallelic variants were

grouped into 50,070 windows and subsequently tested for association using burden test
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and SKAT, where a Beta(MAF; 1, 25) weight was applied to all variants. We performed

a total of 200 simulation replicates, yielding 10,014,000 p-values using each of the above

five methods. Figure 1.7 displays the QQ plots of these p-values. From the first panel

of Figure 1.7, we observe that our proposed method MRF-LMM effectively prevented

inflation in test statistics for both burden test and SKAT. From the other four panels of

Figure 1.7, we notice that all combination methods of PC and LMM, with the exception of

PCr-Vr-LMM, generated quite similar results: association tests with SKAT had unequivo-

cal inflation, whereas burden test appeared robust to the sharp spatial jump in phenotypic

mean and effectively preserved Type-I error. The last panel of Figure 1.7 suggests that,

despite the fact that rare variants are more apt at revealing fine-scale population structure

than common variants, an LMM including PCs and a GRM solely based on rare variants

will lead to even more severe inflation.

1.4.3 Simulations for choosing the number of subgroups

We also conducted a numerical experiment of 100 simulation replicates to examine the

performance of PLIC∗(K) in selecting the number of subgroups. The parameter settings

of this experiment were identical to those presented in Section 1.4.1, except the total sam-

ple size was set to 2,400, which translated to 6 individuals per grid square. The true

number of subgroups was K = 2. Table 1.2 summarizes the number of times out of 100

simulation replicates each value of K was selected. It turned out that PLIC∗(K) chose

the correct number of subgroups 94% of the times – a remarkable rate. When it did se-

lect a wrong number of subgroups, a more parsimonious model was preferred half of the

time.

Table 1.2: Number of times out of 100 simulation replicates eachK (number of subgroups)
was selected

Number of subgroups Number of times selected
K = 1 3
K = 2 94
K = 3 3
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Figure 1.7: QQ plots comparing observed quantiles of 10,014,000 p-values obtained from
200 simulation replicates using genotype data of 14 ancestral populations from the 1,000
Genomes Project to the quantiles of the Uniform(0,1) distribution. From left to right and
from top to bottom, the five methods under comparison are: (1) MRF-LMM, (b) PCc-Vc-
LMM, (3) PCc-Vr-LMM, (4) PCr-Vc-LMM, and (5) PCr-Vr-LMM.

1.5 Discussion

We proposed a Markov random field-embedded linear mixed model to perform rare vari-

ant association analysis in the presence of sharp spatial variation in the mean of the phe-

notype. The method operates by segmenting the overall study population into a given

number of phenotype subgroups, and infers on the individuals’ subgroup memberships

by taking into account the spatial correlation between them. The proposed method is an

extension of both the classical finite mixture models and spatial mixture models in that

we introduced an extra layer of dependence between the individuals through the ran-

dom effect b, which allows us to adjust for broad-scale population structure and cryptic

relatedness in addition to accounting for the sharp spatial change in the phenotype distri-
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bution. The model also includes traditional linear mixed model – a widely employed tool

in genetic association studies – as a special case when the number of subgroups is equal

to one.

The incorporation of the MRF within the LMM allows us to develop score-based hy-

pothesis tests, such as the burden test and SKAT, which only require fitting the null model

once per genome scan. Through numerical experiments using simulated genotypes and

real genotypes extracted from the 1000 Genomes Project, we have shown that the associ-

ation tests based on our proposed model effectively guards against inflated Type-I errors.

We have also devised a modified pseudolikelihood information criterion to choose the

number of subgroups when such information cannot be ascertained from previous stud-

ies, and demonstrated its validity via simulations.

It is also possible to extend our method to the analysis of case-control phenotypes.

However, it turns out that this is unnecessary, as we have shown through simulations

that a generalized linear mixed model adjustment including top common-variant PCs

and a random effect based on common-variant GRM is sufficient to preserve Type-I error

rate (see appendix). The difference in behavior between association tests for continuous

and binary phenotypes is presumably due to the paucity of information contained in

dichotomous traits.

One shortcoming of the proposed method is that it is computationally intensive. The

Monte-Carlo EM algorithm for parameter estimation has a complexity of O(NM(n(n +

K))), where N is the total number of EM iterations (which could be as large as several

thousand due to linear convergence rate), M is the number of Monte-Carlo samples to

be drawn within each EM iteration, n is the total sample size, and K is the number of

subgroups. One modification of the proposed method that may potentially lead to speed

gain is to draw Monte-Carlo samples using non-local algorithms such as the Swendsen-

Wang algorithm (Swendsen and Wang, 1987) or the Wolff algorithm (Wolff, 1989), instead

of the Gibbs sampler.

Another limitation of the proposed method is that it specifically targets the case of

sharp change in the spatial distribution of the phenotype. A phenotypic mean with

smoother spatial variation may not be susceptible to discrete segmentation, and our
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method will fail to preserve the Type-I error rate for such phenotypes. We include in

the appendix the results of a small set of simulations to provide some insight into the

robustness of our method with respect to the spatial smoothness of the phenotype.

We made the assumption of no recent migration or admixture throughout the paper

to ensure that genetic relatedness acts as an accurate surrogate to the geographical dis-

tance between individuals. In practice, if the study samples’ geographical information is

actually available, one could modify our method by directly incorporating the geograph-

ical distances within the MRF density (1.2). It is, however, important to recognize that

if actual geographical data were used in specifying the MRF for a population with sig-

nificant recent migration and admixture, then any spatial heterogeneity in the phenotype

captured by our method is most likely due to environmental risk factors.

1.6 Appendix

1.6.1 Derivation of association tests for a set of variants

We first derive the score S(θ) = ∂
∂θ

log f(Y ) of the observed data Y . Using the relation-

ship S(θ) = E Z,b|Y [Sc(θ)], we have

S(θ) = EZ,b|Y



∂lc(θ)
∂β

∂lc(θ)
∂α

∂lc(θ)
∂ζ

∂lc(θ)
∂τc
∂lc(θ)
∂σ2

 = EZ,b|Y


1
σ2G

T (Y −Xα−Gβ − Z̃ζ − b)
1
σ2X

T (Y −Xα−Gβ − Z̃ζ − b)
1
σ2 Z̃

T (Y −Xα−Gβ − Z̃ζ − b)
−n2

1
τc

+ 1
2τ2

c
bTV −1c b

−n2
1
σ2 + 1

2σ4 (Y −Xα−Gβ − Z̃ζ − b)T (Y −Xα−Gβ − Z̃ζ − b)

 .

Louis (1982) showed that the observed information I(θ) = − ∂2

∂θ∂θT
log f(Y ) can be

computed in terms of the conditional expectation of first and second derivatives of the

complete-data log-likelihood as

I(θ) = E Z,b|Y

[
− ∂2lc(θ)

∂θ∂θT

]
− E Z,b|Y

[
Sc(θ)STc (θ)

]
+ E Z,b|Y

[
Sc(θ)

]
E Z,b|Y

[
STc (θ)

]
(1.16)

where the expectations can be calculated using MCMC samples from the E-step. We now

compute the three terms in (1.16) explicitly. Let r = (Y −Xα −Gβ − Z̃ζ − b). For the

first term in (1.16) we have
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EZ,b|Y

[
−∂

2lc(θ)

∂θ∂θT

]
= EZ,b|Y


1
σ2G

TG 1
σ2G

TX 1
σ2G

T Z̃ 0 1
σ4G

Tr
1
σ2X

TG 1
σ2X

TX 1
σ2X

T Z̃ 0 1
σ4X

Tr
1
σ2 Z̃

TG 1
σ2 Z̃

TX 1
σ2 Z̃

T Z̃ 0 1
σ4 Z̃

Tr
0 0 0 −n

2
1
τ2c

+ 1
τ3c
bTV −1c b 0

1
σ4r

TG 1
σ4r

TX 1
σ4r

T Z̃ 0 −n
2

1
σ4 + 1

σ6r
Tr

 .

Note that at convergence,

E
[
− ∂2lc(θ)

∂τc∂τc

]
=

n

2τ 2c
,

E
[
− ∂2lc(θ)

∂σ2∂σ2

]
=

n

2σ4
.

For the second term in (1.16) we have

EZ,b|Y

[
Sc(θ)STc (θ)

]
= EZ,b|Y



1
σ4G

TrrTG 1
σ4G

TrrTX 1
σ4G

TrrT Z̃ 1
σ2G

Tr ∂lc(θ)∂τc
1
σ2G

Tr ∂lc(θ)∂σ2

1
σ4X

TrrTG 1
σ4X

TrrTX 1
σ4X

TrrT Z̃ 1
σ2X

Tr ∂lc(θ)∂τc
1
σ2X

Tr ∂lc(θ)∂σ2

1
σ4 Z̃

TrrTG 1
σ4 Z̃

TrrTX 1
σ4 Z̃

TrrT Z̃ 1
σ2 Z̃

Tr ∂lc(θ)∂τc
1
σ2 Z̃

Tr ∂lc(θ)∂σ2

1
σ2 r

TG∂lc(θ)
∂τc

1
σ2 r

TX ∂lc(θ)
∂τc

1
σ2 r

T Z̃ ∂lc(θ)
∂τc

[
∂lc(θ)
∂τc

]2
∂lc(θ)
∂τc

· ∂lc(θ)∂σ2

1
σ2 r

TG∂lc(θ)
∂σ2

1
σ2 r

TX ∂lc(θ)
∂σ2

1
σ2 r

T Z̃ ∂lc(θ)
∂σ2

∂lc(θ)
∂τc

· ∂lc(θ)∂σ2

[
∂lc(θ)
∂σ2

]2


.

Note that upon taking another expectation with respect to Y , the off-diagonal terms in

the above expression that do not involve rrT would vanish. For the third term in (1.16)

we have

EZ,b|Y

[
Sc(θ)

]
EZ,b|Y

[
STc (θ)

]

=


1
σ4G

TE [r|Y ]E [rT |Y ]G 1
σ4G

TE [r|Y ]E [rT |Y ]X 1
σ4G

TE [r|Y ]E [rT Z̃|Y ] 0 0
1
σ4X

TE [r|Y ]E [rT |Y ]G 1
σ4X

TE [r|Y ]E [rT |Y ]X 1
σ4X

TE [r|Y ]E [rT Z̃|Y ] 0 0
1
σ4 E [Z̃Tr|Y ]E [rT |Y ]G 1

σ4 E [Z̃Tr|Y ]E [rT |Y ]X 1
σ4 E [Z̃Tr|Y ]E [rT Z̃|Y ] 0 0

0 0 0 0 0
0 0 0 0 0

 .

Let Iββ(θ) denote the efficient information matrix for β computed from I(θ), and let
θ̂ = (β̂T = 0, α̂T , ζ̂T , τ̂c, σ̂2)T denote the maximum likelihood estimates under the null

hypothesis of no genetic effect, H0 : β = 0. Let J = [1, . . . , 1]Tq . Then the burden test

statistic is given by

TBT = JTWE Z,b|Y

[∂lc(θ)

∂β

]
=

1

σ2
JTWGTE Z,b|Y [r]

∼ N (0,JTWIββ(θ)WJ)
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The SKAT statistic is given by

TSKAT = E Z,b|Y

[∂lc(θ)

∂β

]T
WWE Z,b|Y

[∂lc(θ)

∂β

]∣∣∣∣
θ=θ̂

=
1

σ4
E Z,b|Y [rT ]GWWGTE Z,b|Y [r]

∣∣∣∣
θ=θ̂

=

(
1

σ4
E Z,b|Y [rT ]GI−

1
2

ββ (θ)

)(
I

1
2
ββ(θ)WWI

1
2
ββ(θ)

)(
I−

1
2

ββ (θ)GTE Z,b|Y [r]

)∣∣∣∣
θ=θ̂

∼
q∑
t=1

λtχ
2
1,t,

where W is a diagonal matrix of weights, χ2
1,t, t = 1, . . . , q are independent chi-square

random variables with one degree of freedom, and λt, t = 1, . . . , q are the eigenvalues of

WIββ(θ)W .

1.6.2 Simulations for binary phenotypes

We conducted additional simulations to investigate whether a combination of PC ad-

justment and generalized linear mixed model (GLMM) analysis would lead to inflated

significance when testing for association between a set of variants and a binary trait in

the presence of sharp spatial phenotype risk. Fifty simulation replicates were performed,

where in each simulation replicate the genotypes were simulated for 6,000 individuals (15

per grid square) in an identical way as in Section 1.4.1. The phenotypes were simulated as

Bernoulli random variables according to Figure 1.8. Individuals from the white squares

have a risk of 5%, whereas those from the 4×4 red region have an elevated risk of 30% – a

six-time increase. We employed an GLMM including common-variant PCs and a random

effect based on common-variant GRM in fitting the null model (PCc-Vc-GLMM), and per-

formed association tests using burden test and SKAT. Figure 1.9 displays the QQ plot of

500,000 p-values obtained from 50 simulation replicates, and no inflation was observed.

1.6.3 Simulations for phenotypes with smoother spatial variation

Since our method is specifically designed to handle sharp jump in the phenotypic mean

between contiguous geographical regions, we also conducted additional simulations to

investigate its breaking point – namely, how much we can “bend” the phenotypic mean
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Figure 1.8: Spatial variation in the mean of simulated binary phenotypes

Figure 1.9: QQ plot of 500,000 p-values from 50 simulation replicates using PCc-Vc-
GLMM adjustment

at the boundary (where the sharp jump occurs) before our method breaks down.

In each simulation replicate, the genotypes were simulated for 6,000 individuals in

an identical way as in Section 1.4.1. The phenotypes were simulated as Gaussian ran-

dom variables according to Figure 1.10. Essentially, we gradually varied the phenotypic

mean at the boundary of the elevated-mean region from 1.9 to 1.75 in decrements of 0.05.

We performed 20 simulation replicates, yielding 200,000 p-values for each phenotypic

mean configuration. Figure 1.11 presents the QQ plots of these p-values. We observe that

when the mean was 1.9 at the boundary, the MRF-LMM did not produce inflated p-values.

However, when the mean was set to 1.85, 1.8, and 1.75, drastic inflation occurs, indicating

that the breaking point lies somewhere between 1.85 and 1.9.
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Figure 1.10: Spatial variation in the mean of simulated phenotypes, where µ ∈
{1.9, 1.85, 1.8, 1.75}

Figure 1.11: QQ plots of 200,000 p-values obtained from 20 simulation replicates for four
different phenotypic-mean configurations. From left to right and from top to bottom, we
gradually decreased the phenotypic mean at the boundary of the elevated-mean region
from 1.9 to 1.75 in decrements of 0.05.
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2.1 Introduction

Genome-wide association studies (GWASs) have successfully discovered thousands of

genetic loci associated with complex human diseases and traits (Hindorff et al., 2009; Wel-

ter et al., 2014). Nevertheless, these studies primarily identify common genetic variants

with modest to weak effect sizes, which only explain a small proportion of heritability

(Manolio et al., 2009). With the rapid development and decreasing cost of next-generation

sequencing technologies, it is now possible to directly assess the contribution of rare vari-

ants to diseases and quantitative traits.

However, since rare variants have typically arisen from recent and de novo events and

tend to be geographically sharply localized (Mathieson and McVean, 2014; Génin et al.,

2015; 1000 Genomes Project Consortium et al., 2015), sequencing studies are particularly

vulnerable to the effects of population stratification: when the distribution of the phe-

notype of interest exhibits considerable spatial variation – possibly due to localized risk

factors such as regional pollution, lifestyle differences, or simply by mere chance – any

rare variant particular to a region where the phenotypic mean significantly differs from

that of its surrounding areas will appear to be associated with the phenotype, regardless

of the actual biological relevance of that genetic variant.

Current popular methods to control for population stratification in GWASs include

principal component adjustment (PCA) (Price et al., 2006) and linear mixed model (LMM)

analysis (Kang et al., 2008, 2010; Zhang et al., 2010; Zhou and Stephens, 2012; Svishcheva

et al., 2012), which have long been recognized as effective in common variant studies such

as GWASs. In the context of genetic association studies, principal components (PCs) are

computed through spectral decomposition of a genetic relatedness matrix (GRM), and

serve to expose any hidden population structure in the data and reflect the geographi-

cal positions of the samples’ ancestral populations. Adjustment for stratification is then

usually conducted by including the top PCs as covariates in a regression model. LMM

analysis on the other hand directly incorporates the GRM into the variance-covariance

matrix of the random effect, and thereby accounts for population structure and cryptic

relatedness. However, since PCs are eigenvectors of the GRM, LMM analysis is essen-
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tially equivalent to including all PCs as random-effect variables in the regression model.

In essence, both PC adjustment and LMM analysis operate on the premise that either the

spatial gradient of allele frequency or the overall spatial variation in the phenotype of in-

terest can be approximated by a linear combination of the PCs, and therefore may both fail

when stratification is induced by a combination of geographically clustered rare variants

and highly nonlinear spatial variations in the phenotypic mean (Novembre and Stephens,

2008; Mathieson and McVean, 2012).

One promising method to account for highly nonlinear spatial variation in the mean

of a phenotype is to employ a thin plate smoothing spline, which has frequently been used

for the estimation of smooth surfaces. We refer the reader to Wahba (1990) and references

therein for a comprehensive and rigorous treatment of the mathematical foundations of

spline models. In this paper, we show that a natural thin plate spline (see, for exmaple,

Green and Silverman, 1993) can be seamlessly integrated into an LMM as a combination

of fixed and random effects. The resulting model enables simultaneous adjustment for

spatial variation in phenotypic mean, broad-scale population structure and cryptic re-

latedness. We also develop variant-set association tests based on our proposed model.

Apart from deriving the extensively employed sequence kernel association test (SKAT)

(Wu et al., 2011) and burden test (Li and Leal, 2008; Madsen and Browning, 2009) for our

proposed model, we also generalize the mixed effects score test (MiST) proposed by Sun

et al. (2013) to models with random effects. This unified testing procedure includes both

SKAT and burden test as special cases, and offers a powerful alternative to these tests.

All three tests only require fitting the null model once per genome scan, and are therefore

computationally efficient – a crucially important property for the analysis large sequenc-

ing studies. We demonstrate through simulations that all three testing procedures based

on our proposed spline-embedded LMM are effective in preserving the Type-I error rate

in the presence of nonlinear spatial variation of phenotypic mean, and illustrate their ap-

plication to sequencing data from the UK10K Project (The UK10K Consortium, 2015).

The remainder of the paper is structured as follows. In section 3.2, we briefly re-

view thin plate smoothing spline in two-dimensional space, then show that they can be

embedded within an LMM. Section 3.3 develops SKAT, burden test, and MiST for the
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proposed spline-embedded LMM. Section 3.4 presents our simulation results. Section 3.5

illustrates application of the proposed method to the UK10K data. Section 2.6 discusses

strengths and weaknesses of the proposed method, and suggests possible directions for

future research. Proofs and detailed derivation of association tests are relegated to the

appendix.

2.2 Methods

2.2.1 Natural thin plate spline for quantitative traits

To fix notation, suppose the sample is composed of n individuals, each with a quantitative

trait measurement Yi, a q×1 genotype vectorGi for a genomic region, and a p×1 covariate

vectorXi without the intercept. Denote by ti = (ti,1, ti,2)
T ∈ R2 the longitude and latitude

of subject i’s location, or the values of the first two PCs for subject i if geographical infor-

mation is unavailable. Finally, let S(t1, t2) : R2 → R be a twice continuously differentiable

surface. We assume that Yi, i = 1, . . . , n, follow the LMM

Yi = XT
i α+GT

i β + S(ti,1, ti,2) + bi,1 + εi, (2.1)

whereα and β are regression coefficients associated with the covariates and the q variants

in the genomic region, respectively; bi,1 is the ith entry of the n × 1 random effect vector

b1 distributed as N (0, τcVc), where Vc is the GRM estimated using common variants; εi is

the ith entry of the n × 1 random error vector ε distributed as N (0, σ2In). Furthermore,

we assume that b1 and ε are independent. In matrix form, model (2.1) can be written as

Y = Xα+Gβ + S + b1 + ε, (2.2)

where the covariate and genotype matricesX andG have rowsXT
i andGT

i , respectively,

and S =
(
S(t1), . . . , S(tn)

)T .

We note that model (2.2) includes the traditional LMM as a special case, where the

random effect vector b1 adjusts for broad-scale population structure and cryptic related-

ness (Price et al., 2010; Yang et al., 2014). In addition, the incorporation of the surface S

in model (2.2) also enables us to simultaneously account for nonlinear spatial variation in
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the mean of the phenotype of interest. For given variance component parameters τc and

σ2, the log-likelihood for (α,β,S) is given up to a constant by

l(α,β,S) = −1

2
log |τcVc + σ2In|

− 1

2
(Y −Xα−Gβ − S)T (τcVc + σ2In)−1(Y −Xα−Gβ − S). (2.3)

However, our goal is to capture macroscopic spatial variation in the phenotype distri-

bution. Hence, to prevent the fitted surface Ŝ = (Ŝ(t1), . . . , Ŝ(tn)) from rigidly following

any fine-scale structures or being driven by noises, we impose on S the roughness penalty

J(S) =

∫ ∫
R2

{(
∂2S

∂t21

)2

+ 2

(
∂2S

∂t1∂t2

)2

+

(
∂2S

∂t22

)2}
dt1 dt2

where (t1, t2)
T denotes the coordinates of a generic point in R2, and attempt to maximize

the penalized log-likelihood

l(α,β,S)− λ

2
J(S), (2.4)

where λ is the smoothing parameter balancing the smoothness and goodness-of-fit of the

estimated surface. It turns out that maximization of the penalized log-likelihood (2.4)

necessarily leads to a natural thin plate spline estimator of S =
(
S(t1), . . . , S(tn)

)T (proof

in Appendix), which takes the form

S = Tγ +Eδ, subject to T Tδ = 0,

where E is an n× n matrix with 0 on the diagonal and ijth entry given by Eij = 1
16π
||ti −

tj||2 log ||ti − tj||2, T is the n× 3 matrix 1 tT1
...

...
1 tTn

 ,
δ and γ are unknown coefficients. This proves to be a considerable advancement, because

instead of having to estimate an infinite dimensional parameter S, we now only need to

estimate the finite dimensional parameters γ and δ.

It can be shown that for a natural thin plate spline, the roughness penalty function

satisfies J(S) = δTEδ (see, for example, Theorem 7.1 in Green and Silverman 1993; the
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fact that δTEδ is always positive when E is defined as above and when δ satisfies the

constraint T Tδ = 0 was proven by both Duchon 1977 and Matheron 1973). Applying

this result to the penalized log-likelihood (2.4) and substituting S by its natural thin plate

spline form leads to the constrained maximization criterion

− 1

2
log |τcVc + σ2In| −

1

2
(Y −Xα−Gβ − Tγ −Eδ)T (τcVc + σ2In)−1(Y −Xα−Gβ − Tγ −Eδ)

− λ

2
δTEδ, subject to T T δ = 0. (2.5)

We next mimic Wood (2004) and translate the constrained maximization of (2.5) into an

unconstrained one. Let Z be an n × (n − 3) matrix whose columns form an orthogonal

basis for the null space of T . The constraint T Tδ = 0 is then equivalent to confining

δ to the column space of Z. Hence we write δ = ZδZ , say. Therefore the constrained

maximization of (2.5) is equivalent to the unconstrained maximization of

− 1

2
log |τcVc + σ2In| −

1

2
(Y −Xα−Gβ − Tγ −EZδZ)T (τcVc + σ2In)−1(Y −Xα−Gβ − Tγ −EZδZ)

− λ

2
δTZZ

TEZδZ . (2.6)

It can be shown that, given variance component parameters (τc, σ
2) and smoothing pa-

rameter λ, the estimates of α, β and S = Tγ + EZδZ obtained from maximizing (2.6)

coincide with the best linear unbiased predictors (BLUPs) (see, for example, Henderson,

1975; Robinson, 1991) of α, β and S = Tγ + b2 for the LMM

Y = Xα+Gβ + Tγ + b1 + b2 + ε, (2.7)

where b1, b2 and ε are mutually independent random effects and random errors. b1 and

ε are inherited from the LMM (2.2) and have the same N (0, τcVc) and N (0, σ2In) distri-

butions as before, respectively. The additional random effect b2 constitutes part of the

natural thin-plate spline, and has aN (0, 1
λ
EZ(ZTEZ)−1ZTE) distribution. The detailed

justification is included in the Appendix.

We have thus successfully incorporated the natural thin plate spline in the LMM as a

linear combination of fixed effects γ and random effects b2. By including the smooth sur-

face S and the random effects b1 in the same model, we achieve simultaneous adjustment
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for nonlinear spatial variation in phenotypic mean, broad-scale population structure, and

cryptic relatedness.

The above exposition assumes that the variance component parameters (τc, σ
2) and

the smoothing parameter λ are given. However, they are usually unknown in practice

and need to be estimated from the data. This is facilitated by the fact that λ can sim-

ply be regarded as an additional variance parameter, and estimation of (τc, σ
2, λ) can be

carried out by maximizing the restricted maximum likelihood (REML) of Patterson and

Thompson (1971). Gilmour et al. (1995) proposed an efficient average information algo-

rithm for obtaining REML estimates of variance component parameters, which has been

implemented in some existing genetic association analysis softwares such as the GCTA

tool by Yang et al. (2011) and the GMMAT package by Chen et al. (2016).

2.3 Association tests for a set of variants

In GWASs, the standard practice is to test for association using a marker-based test. How-

ever, such tests are inappropriate for sequencing studies as they are underpowered in

detecting rare-variant associations (Asimit and Zeggini, 2010). To address this problem,

a variety of testing procedures based on a set of variants were proposed, including the

burden test (Li and Leal, 2008; Madsen and Browning, 2009), the sequence kernel asso-

ciation test (SKAT) (Wu et al., 2011), the optimal test (SKAT-O) (Lee et al., 2012) and the

mixed-effect score test (MiST) (Sun et al., 2013), to name a few.

Burden test essentially collapses the (possibly weighted) genetic information for mul-

tiple variants within a region or a pathway into a single score and examines the associ-

ation between this score and the phenotype. Such an approach is powerful when all of

the collapsed variants affect the phenotype in the same direction with the same magni-

tude of effect, but loses power when both variants with positive effects and variants with

negative effects exist in the region or pathway. SKAT resolves this issue by assuming

that the effect sizes of all the variants in the region or pathway follow an arbitrary dis-

tribution with mean 0 and variance ζ2, and tests the null hypothesis that ζ2 = 0 using a

variance-component score test. However, SKAT is less powerful than burden test when
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most variants truly affect the phenotype in the same direction.

In practice, the true underlying genetic architecture and effect directions of the alleles

are rarely known, therefore it may be difficult to determine which test one should employ.

Combination methods such as SKAT-O and MiST, which include burden test and SKAT as

special cases, have been proposed to alleviate this issue and stand robust to the proportion

of positive-effect and negative-effect variants. However, when the assumptions of burden

test or SKAT are true, combination methods may be slightly less powerful. We refer the

interested reader to Lee et al. (2014) for a comprehensive review and comparison of the

existing rare-variant association tests.

In the remainder of this section, we outline the derivation of burden test, SKAT, and

MiST for the proposed thin plate spline-embedded LMM. Proofs and computational de-

tails are included in the Appendix. We note that since all three tests are based on the

score statistic of the LMM under the null hypothesis of no genetic effect, and only require

fitting the null model once per genome scan, they are particularly suitable for the analysis

of large scale sequencing association studies.

2.3.1 Burden test and SKAT for spline-embedded linear mixed model

To test the hypothesis that the set of variants have no effect on the phenotype, i.e. β =

(β1, . . . βq)
T = 0, we first fit the LMM (2.7) under the null hypothesis, namely

Y = X∗α∗ + b1 + b2 + ε, (2.8)

where X∗ = [X T ] denotes the design matrix for all fixed effects and α∗ = (αT ,γT )T the

associated coefficients. The score statistic for β based on LMM (2.7) is

Uβ = GT V̂ −1(Y − µ̂)

where V̂ = τ̂cVc + 1

λ̂
EZ(ZTEZ)−1ZTE + σ̂2In and µ̂ = X∗α̂∗ are the estimated

marginal variance and predicted mean of Y under the null hypothesis, respectively. De-

fine P̂ = V̂ −1 − V̂ −1X∗(XT
∗ V̂

−1X∗)
−1XT

∗ V̂
−1, and let J = [1, . . . , 1]T be a q × 1 vector

of ones. Furthermore, let W = diag(w1, . . . , wq) be a diagonal matrix of pre-specified

weights, chosen either on the basis of external biological information on the variants, or
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as a function of the minor allele frequency (MAF) to reflect the belief that rare variants are

more likely to have larger effect sizes (Wu et al., 2011). The burden test statistic essentially

adds up the weighted components within the score vector Uβ and can be written as

TBT = JTWUβ,

which asymptotically follows a N (0,JTW (GT P̂G)WJ) distribution under the null hy-

pothesis.

SKAT assumes that the βj , j = 1, . . . , q in LMM (2.7) follow an arbitrary distribution

with mean 0 and variance ζ2. Hence to test whether the set of variants is associated with

the phenotype is equivalent to test ζ2 = 0. The SKAT statistic can be written as

TSKAT = UT
βWWUβ,

and asymptotically follows a mixture of chi-square distributions under the null hypoth-

esis, where the mixing coefficients are the eigenvalues of WGT P̂GW . The p-values can

be computed using Davies’ exact method based on inversion of characteristic function

(Davies, 1980).

2.3.2 Mixed-effect score test for spline-embedded linear mixed model

Sun et al. (2013) proposed MiST, which includes the burden test and SKAT as special

cases. However, they focused on linear models and generalized linear models without

variance components. We now extend their testing procedure to the LMM setting. Note

that the extension to models with variance components is crucial, since it is precisely

through the variance components b1 and b2 in the proposed spline-embedded LMM (2.7)

that we simultaneously adjust for nonlinear spatial variation in phenotypic mean, broad-

scale population structure, and cryptic relatedness.

More specifically, MiST assumes that in model (2.7), the effect size βj of the jth variant

can be specified as

βj = µ+ φj,

where µ is a scalar parameter denoting the shared effect of the q variants in the genomic

region or pathway, whereas φj is the jth element of the vector φ = (φ1, . . . , φq)
T of hetero-
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geneous effects of the q variants, assumed to follow an arbitrary distribution with mean 0

and variance ζ2. Under this formulation, model (2.7) becomes

Y = X∗α∗ +GJµ+Gφ+ b1 + b2 + ε. (2.9)

To test whether the set of variants is associated with Y is equivalent to test the null hy-

pothesis H0 : µ = 0, ζ2 = 0. It is easy to see that this test is reduced to the SKAT when

µ = 0, and to the burden test when ζ2 = 0. We also note that the model under the joint null

hypothesis H0 : µ = 0, ζ2 = 0 is precisely (2.8). Hence no additional model fitting is re-

quired for MiST. The score statistic for µ under the joint null hypothesis H0 : µ = 0, ζ2 = 0

is

Uµ = (GJ)T Ṽ −1(Y −X∗α̃∗) (2.10)

where Ṽ = τ̃cVc + 1
λ̃
EZ(ZTEZ)−1ZTE + σ̃2In, and α̃∗ are the maximum likelihood

estimates under H0 : µ = 0, ζ2 = 0.

Following Sun et al. (2013), for ζ2, instead of finding its score statistic under the joint

null hypothesis that both µ = 0 and ζ2 are zero, we consider the modified score statistic of

ζ2 under the simple null hypothesis H0 : ζ2 = 0 without restricting that µ = 0. Lin (1997)

showed that this modified score statistic is given up to a constant term by

Uζ2 = [Y −X∗α̂∗ − (GJ)µ̂]T V̂ −1GGT V̂ −1[Y −X∗α̂∗ − (GJ)µ̂] (2.11)

where α̂∗, µ̂, and V̂ = Ω̂−1 + τ̂cVc + 1

λ̂
EZ(ZTEZ)−1ZTE, are the maximum likelihood

estimates of α∗, µ, and V , respectively, under H0 : ζ2 = 0. Similar to burden test and

SKAT, it is possible to incorporate functional information on variants by weighting the

genotype matrices in (2.10) and (2.11), which lead to the following test statistics:

Tµ = (GWJ)T Ṽ −1(Y −X∗α̃∗),

Tζ2 = [Y −X∗α̂∗ − (GWJ)µ̂]T V̂ −1GWWGT V̂ −1[Y −X∗α̂∗ − (GWJ)µ̂].

Since each genomic region has a different valueGJ (orGWJ ) of rare variant burden, V

needs to be re-estimated under H0 : ζ2 = 0 for each genomic region (without restricting

that µ = 0) – a computationally prohibitive task when a large number of genomic regions
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need to be examined. Hence we assume that the estimate of V does not change much

from region to region, and estimate V once for all regions under H0 : µ = 0, ζ2 = 0. This

approximation is valid under the assumption that most genes or genomic regions only

have very small effects or no effect at all on the phenotype, and performed well in our

simulations.

The reason for considering the modified score statistic (2.11) rather than the true score

statistic of ζ2 under H0 : µ = 0, ζ2 = 0 is that U2
µ and Uζ2 , or their weighted versions

T 2
µ and Tζ2 , are asymptotically independent, and each follows a mixture of chi-square

distributions asymptotically (proofs in Appendix). This result greatly facilitates analytical

p-value calculation for different combinations of these test statistics.

One can, for example, construct a test statistic by forming the weighted average

Tρ = ρT 2
µ + (1− ρ)Tζ2 , ρ ∈ [0, 1].

It is easy to see that Tρ also asymptotically follows a mixture of chi-square distributions.

In practice, ρ is typically unknown and needs to be chosen based on the data. Using the

method of Lagrange multipliers, it can be shown that the variance of Tρ is minimized with

inverse-variance weights, namely with

ρ =
Var (Tζ2)

Var (T 2
µ) + Var (Tζ2)

.

One could also consider the inverse-standard-deviation weighted linear combination of

T 2
µ and Tζ2 ,

Tρ = [Var (T 2
µ)]−

1
2T 2

µ + [Var (Tζ2)]
− 1

2Tζ2 ,

which results in equal variance for both terms. The precise forms of Var (T 2
µ) and Var (Tζ2)

are derived in the Appendix.

Alternatively, instead of directly combining the test statistics T 2
µ and Tζ2 , one could

also combine their respective p-values using Fisher’s, Tippett’s, or Stouffer’s methods

(Fisher, 1932; Tippett, 1931; Stouffer et al., 1949). More specifically, let pµ and pζ2 be the

p-values of T 2
µ and Tζ2 , respectively. Then Fisher’s combination p-value is given by

pFisher = Pr(χ2
4 > −2 log(pµ)− 2 log(pζ2)),
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where χ2
4 denotes a chi-square random variable with four degrees of freedom. Tippett’s

combination p-value is given by

pTippett = 1− (1−min(pµ, pζ2))
2.

Stouffer’s combination p-value is given by

pStouffer = 1− Φ
( 1√

2

[
Φ−1(1− pµ) + Φ−1(1− pζ2)

])
,

where Φ denotes the standard normal cumulative distribution function.

2.4 Simulations

2.4.1 Type 1 error simulations

We performed 1,000 simulation replicates. In each simulation replicate, genotypes for

1,000,000 genetic variants from 10,000 independent genomic regions (100 loci per region)

were generated using the ms software (Hudson, 2002) according to a coalescent model, for

6,000 individuals from a 20× 20 grid of spatially continuous populations (15 individuals

per grid square), with migration rate between adjacent cells set toM = 0.01 to mimic pop-

ulation structure in a worldwide sample (Mathieson and McVean, 2012). All phenotypes

were simulated as normal variates with standard deviation equal to 1. However, indi-

viduals had different phenotypic mean depending on which grid square they belonged

to. The right panel of Figure 2.1 illustrates the spatial variation in the distribution of sim-

ulated phenotypes – individuals from the white, yellow, orange, and red squares had a

phenotypic mean of 0, 0.7, 1.5, and 2.0, respectively. The left panel of Figure 2.1 illustrates

the elevation of phenotypic means (blue knots) in different grid squares from a cross-

sectional perspective, with connecting line segments tracing the cross-sectional contour

of the phenotypic mean surface.

We compared our proposed natural thin plate spline-embedded LMM (LMM-TPS)

with an LMM that includes both PCs and a random effect component (LMM-PC). For

the latter method, we included as fixed effects the top ten PCs computed based on

the common variants (MAF> 4%) and one random effect with distribution N(0, τcVc),
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Figure 2.1: Left panel portrays the cross-sectional contour of the phenotypic mean surface.
Right panel illustrates the spatial variation in the mean of simulated phenotypes.

where Vc was the common-variant GRM computed using the GEMMA software (Zhou and

Stephens, 2012). For our proposed LMM-TPS method, we constructed the natural thin

plate spline using the top two common-variant PCs. Hence the fixed effects consisted

solely of these two PCs. The variance components included one random effect distributed

as N(0, τcVc) and another random effect derived from the spline with variance equal to
1
λ
EZ(ZTEZ)−1ZTE. For both adjustment methods, we followed Wu et al. (2011) and

applied a Beta(MAF; 1, 25) weight to each variant in order to confer more weight on rare

variants.

For each adjustment method, we tested each simulated genomic region for associa-

tion using burden test, SKAT, and MiST. Figure 2.2 and 2.3 display the quantile-quantile

(QQ) plots of 107 p-values from 1,000 simulation replicates using LMM-PC and using

LMM-TPS, respectively. The following observations could be made:

• From the left panel of Figure 2.2, we observe that when using LMM-PC, the SKAT

statistics had considerable inflation. The effect of stratification on burden test ap-

pears much more attenuated compared to SKAT, possibly due to effects of different

directions canceling each other out during collapsing.

• From the right panel of Figure 2.2, we observe that all combination methods of MiST

also generated noticeable inflation when LMM-PC is used to fit the null model.

Fisher’s and Stouffer’s combination p-values exhibited the strongest degree of in-
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flation among the five combination methods, whereas Tippet’s method and inverse-

standard-deviation weighting saw the least amount of inflation.

• From the left panel of Figure 2.3, we observe that using our proposed LMM-TPS

method, both burden test and SKAT yielded p-values that closely align with the

diagonal line.

• From the right panel of Figure 2.3, we observe that when using our proposed LMM-

TPS method, all five combination methods of MiST preserved the Type-I error as

well.

Figure 2.2: QQ plots of 107 p-values obtained from 1,000 simulation replicates using LMM
with 10 PC adjustment. Left panel displays the QQ plot of p-values obtained from bur-
den test and SKAT. Right panel displays the QQ plot of p-values obtained from various
combination methods using MiST.

2.4.2 Empirical power simulations

For the empirical power simulations, we generated the genotypes for 6,000 individuals

in the same way as in our Type-I error simulations. We then randomly sampled causal

variants from the variants with a MAF< 0.04 within a genomic region, and simulated

phenotypes as

Yi = Ri + β1g1 + · · ·+ βsgs + εi, εi ∼ N (0, 1),
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Figure 2.3: QQ plots of 107 p-values obtained from 1,000 simulation replicates using LMM
with natural thin plate spline adjustment. Left panel displays the QQ plot of p-values ob-
tained from burden test and SKAT. Right panel displays the QQ plot of p-values obtained
from various combination methods using MiST.

where Ri ∈ {0, 0.7, 1.5, 2.0} depending on whether individual i is from a white, yellow,

orange, or red square, and (g1, . . . , gs) are the genotypes for the selected causal variants.

Since it is often assumed that rare variants are more likely to have larger effect sizes,

we set βj = c| log10(MAFj)|, where MAFj is the MAF of the jth variant. We set c = 0.15

in our simulations which corresponds to an effect size of β = 0.6 for variants with

MAF= 10−4, for example. We considered simulations in which 20% or 50% of rare vari-

ants were causal, and 70% or 100% of these causal variants had a positive effect. Data sets

were generated 1,000 times for each configuration. We applied the same seven testing

procedures considered in the Type-I error simulations, plus SKAT-O, to each simulated

data set. Power was estimated as the proportion of p-values less than α = 10−6. The

results are summarized in Figure 2.4.

The following observations could be made based on Figure 2.4:

• Going from the left panels to the right panels of Figure 2.4, we observe that as the

percentage of positive-effect variants increased from 70% to 100%, all eight methods

under comparison increased in power.

• Going from the top panels to the bottom panels of Figure 2.4, we observe that as
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Figure 2.4: Empirical power of eight variant-set tests at α = 10−6 for four different com-
binations of proportion of causal variants (20% or 50%) and proportion of positive-effect
variants (70% or 100%). The error bars indicate the 95% confidence intervals for empirical
power.

the percentage of causal variants in the region increased from 20% to 50%, all eight

methods under comparison increased in power.

• From the left panels of Figure 2.4, we observe that when variants with different

effect directions were present in the region, burden test was drastically underpow-

ered. From the right panels, we observe that burden test became comparable to

other testing procedures in terms of power when all variants had the same effect

direction and as the proportion of causal variants increased.

• From the bottom panels of Figure 2.4, we observe that when the proportion of causal
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variants was large, SKAT, SKAT-O and MiST had similar power.

• From all four panels of Figure 2.4, we observe that SKAT and SKAT-O had quite

similar power.

• We also observe that Fisher’s combination method had the best empirical power in

all four configurations. Furthermore, we observe that the 95% confidence interval

for empirical power for Fisher’s combination method was completely above that

for SKAT-O in all four configurations, suggesting that aggregating signals on the

p-value scale may lead to improved power.

2.5 Application to UK10K data

We analyzed sequencing data from the cohort arm of the UK10K project (The UK10K

Consortium, 2015) which comprises a total of 3,621 unrelated individuals, of which 1,867

are from the Avon Longitudinal Study of Parents and Children (ALSPAC) (Boyd et al.,

2012) and 1,754 are from the TwinsUK study (Boyd et al., 2012). We included in our

analysis all rare variants with minor allele frequency < 1% that fell into coding exons,

splice sites, or UTR regions of known genes on the 22 autosomes based on GENCODE v14

(Harrow et al., 2012), where each gene functioned as a window for analysis. Pseudogenes

were removed from the analysis. In total we analyzed 5,548,212 rare variants in 37,573

genes, spread out in 21,412 windows.

We analyzed the log-transformed serum levels of adiponectin using the proposed

natural thin plate spline-embedded LMM, and adjusted for age, gender, and a study in-

dicator to control for potential batch effect in the analysis. Figure 2.5 displays the QQ

plots for the analysis. It turns out that none of the genetic regions we analyzed had a

statistically significant association with log-transformed serum levels of adiponectin.

2.6 Discussion

We proposed a natural thin plate spline-embedded LMM to perform rare variant asso-

ciation analysis. The proposed model has several appealing features. The incorporation
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Figure 2.5: QQ plot obtained from testing 21,412 regions. Left panel displays the QQ plot
of p-values obtained from burden test and SKAT. Right panel displays the QQ plot of p-
values obtained from various combination methods using MiST, with natural thin plate
spline-embedded LMM.

of a natural thin plate spline constructed on the basis of the top two PCs guards against

potential inflation in association test statistics induced by a combination of nonlinear spa-

tial variation in the phenotype of interest and geographically localized rare variants. The

model also includes the traditional LMM as a special case, and inherits its ability to ad-

just for broad-scale population structure and relatedness through the inclusion of a GRM-

based variance component.

The fact that natural thin plate spline can be directly integrated within an LMM also

enabled us to develop computationally efficient score-based association tests, such as the

burden test, SKAT, and MiST, for a set of variants. When prior information on the un-

derlying genetic architecture of the phenotype is available, researchers may choose to use

either burden test or SKAT accordingly. When such information is unavailable, it may be

more appropriate to test the global null hypothesis that both µ and ζ2 are 0 using a com-

bination test such as MiST. One advantage of employing MiST is that when a test statistic

is statistically significant, it is possible to pin-point the component that most heavily con-

tributed to its significance by examining the statistics U2
µ and Uζ2 separately.

We hasten to point out that even though the foregoing exposition specifically illus-

trated the integration of a natural thin plate spline in the LMM framework, it can be
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shown using a penalized quasi-likelihood (Breslow and Clayton, 1993) argument that our

method can also be applied to analyze any data type arising from the exponential family

(McCullagh, 1984) through the generalized linear mixed model

g(µb) = Xα+Gβ + Tγ + b1 + b2, (2.12)

where g is a link function, µb1 = (µb11 , . . . , µ
b1
n )T is the vector of conditional means µbi =

E (Yi|b1, b2). The random effects b1 and b2 are mutually independent, and distributed as

N (0, τcVc) and N (0, 1
λ
EZ(ZTEZ)−1ZTE), respectively. The fixed-effect design matrices

X ,G, and T are defined in the same way as in model (2.7).

Despite its attractive features, the natural thin plate spline does hold certain limita-

tions. Namely, it requires the true underlying surface to be reasonably smooth. When

this assumption is violated, for example when the phenotypic mean exhibits a steep in-

crease between contiguous geographical regions, its performance may be undermined.

We present additional simulations in the appendix to illustrate this issue.

One possible extension of the current work is to model multiple phenotypes jointly in

a linear mixed model where each phenotype has its associated natural thin plate spline to

account for possible nonlinear spatial variation. It would also be of interest to investigate

methods of modeling time-to-event data with smoothing splines in genetic association

studies. A mixed model approach is likely to be inapplicable in these settings due to the

presence of censoring.

2.7 Appendix

2.7.1 Theorems

We first restate, for the reader’s convenience, a theorem on the optimality of natural thin

plate spline interpolation taken from Green and Silverman (1993).

Theorem 1 (Theorem 7.3 in Green and Silverman (1993)) The natural thin plate spline

interpolant uniquely minimizes J(S) subject to the interpolation conditions S(ti) = zi

for all i = 1, . . . , n, where ti = (ti1, ti2)
T denotes a generic point in R2.

Proof. See section 7.5.2 in Green and Silverman (1993).
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Theorem 2 The maximizer of the penalized log integrated quasi-likelihood (2.4) neces-

sarily leads to a natural thin plate spline estimator of S.

Proof. Let S : R2 → R be any surface that is not a natural thin plate spline. Suppose

we have geographical coordinates ti = (ti1, ti2)
T , i = 1, . . . , n, of n individuals. Let S̄

be the natural thin plate spline interpolant to the values S(ti). Hence, S̄(ti) = S(ti) for

i = 1, . . . , n, by definition of interpolation. Then, for any given value of (α,β, φ, τc), we

have l(α,β, S, φ, τc) = l(α,β, S̄, φ, τc). By Theorem 1, J(S̄) < J(S), and therefore for any

λ > 0,

l(α,β, S̄, φ, τc)−
λ

2
J(S̄) < l(α,β, S, φ, τc)−

λ

2
J(S).

This means that we can always find a natural thin plate spline that attains a smaller value

for the penalized log-likelihood (2.4) if S is not a natural thin plate spline. It follows

that the minimizer Ŝ of the penalized log-likelihood (2.4) must be a natural thin plate

spline.

2.7.2 Integrating natural thin plate spline in linear mixed model

We show that, for given (τc, σ
2, λ), the estimates of α, β, and S = Tγ + EZδZ obtained

from maximizing the penalized log-likelihood

pl(α,β,γ, δZ)

=− 1

2
log |τcVc + σ2In|

− 1

2
(Y −Xα−Gβ − Tγ −EZδZ)T (τcVc + σ2In)−1(Y −Xα−Gβ − Tγ −EZδZ)

− λ

2
δTZZ

TEZδZ . (2.13)

coincide with the best linear unbiased predictors (BLUPs) of α, β and S = Tγ + b2 for

the LMM

Y = Xα+Gβ + Tγ + b1 + b2 + ε, (2.14)

where b1b2
ε

 ∼ N
0,

τcVc 0 0
0 1

λ
EZ(ZTEZ)−1ZTE 0

0 0 σ2In

 .
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For notational simplicity, let X∗ = [X G T ] denote the design matrix for all fixed effects,

and let α∗ = [αT ,βT ,γT ]T be all fixed effect parameters. Then taking the derivatives of

(2.13) gives the following score equations

∂pl(α∗, δZ)

∂α∗
= XT

∗ (τcVc + σ2In)−1(Y −X∗α∗ −EZδZ) = 0,

∂pl(α∗, δZ)

∂δZ
= ZTE(τcVc + σ2In)−1(Y −X∗α∗ −EZδZ)− λ(ZTEZ)δZ = 0.

This system of score equations can be translated into the following estimating equations,[
XT
∗ (τcVc + σ2In)−1X∗ XT

∗ (τcVc + σ2In)−1EZ
ZTE(τcVc + σ2In)−1X∗ λ(ZTEZ) +ZTE(τcVc + σ2In)−1EZ

] [
α∗
δZ

]
=

[
XT
∗ (τcVc + σ2In)−1Y

ZTE(τcVc + σ2In)−1Y

]
.

(2.15)

Comparing with Equation (3.8) in Harville (1977), one can see that these are exactly the

estimating equations for the LMM

Y = X∗α∗ + b1 +EZδZ + ε,

where δZ is now a random effect vector with distributionN (0, 1
λ
(ZTEZ)−1), b1 and ε are

independent and distributed asN (0, τcVc) andN (0, σ2In), respectively. Using result (3.1)

in Harville (1977), the solutions to the estimating equations (2.15) are given by

α̂(1)
∗ = (XT

∗ V
−1X∗)

−1XT
∗ V

−1Y , (2.16)

δ̂Z =
1

λ
(ZTEZ)−1ZTEV −1(Y −X∗α̂(1)

∗ ),

where V = σ2In+τcVc+ 1
λ
EZ(ZTEZ)−1ZTE. The resulting estimate for the natural thin

plate spline S is

Ŝ = T γ̂(1) +EZδ̂Z = T γ̂(1) +
1

λ
EZ(ZTEZ)−1ZTEV −1(Y −X∗α̂(1)

∗ ). (2.17)

For the LMM (2.14), again using result (3.1) in Harville (1977), the BLUPs of α∗, and b̂2

are given by

α̂(2)
∗ = (XT

∗ V
−1X∗)

−1XT
∗ V

−1Y , (2.18)

b̂
(2)
2 =

1

λ
EZ(ZTEZ)−1ZTEV −1(Y −X∗α̂(2)

∗ ).
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The corresponding estimate for the natural thin plate spline S is

Ŝ = T γ̂(2) + b̂
(2)
2 = T γ̂(2) +

1

λ
EZ(ZTEZ)−1ZTEV −1(Y −X∗α̂(2)

∗ ). (2.19)

Hence the estimates (2.16) and (2.17) are equal to the estimates (2.18) and (2.19), respec-

tively. This completes the proof.

2.7.3 Derivation of variant-set tests for spline-embedded linear mixed
model

Burden test and SKAT

We first derive the burden test and SKAT for the spline-embedded LMM (2.14). LetX∗ =

[X T ] and α∗ = [αT ,γT ]T . Its log-likelihood is given by

l(α∗,β,γ, σ
2, τc, λ)

=− 1

2
log

∣∣∣∣τcVc +
1

λ
EZ(ZTEZ)−1ZTE + σ2In

∣∣∣∣
− 1

2
(Y −X∗α∗ −Gβ)T

(
τcVc +

1

λ
EZ(ZTEZ)−1ZTE + σ2In

)−1
(Y −X∗α∗ −Gβ).

LetV = τcVc+
1
λ
EZ(ZTEZ)−1ZTE+σ2In andP = V −1−V −1X∗(XT

∗ V
−1X∗)

−1XT
∗ V

−1.

Recall that the BLUP estimate of α∗ is given by

α̂∗ = (XT
∗ V

−1X∗)
−1XT

∗ V
−1Y .

Let (α̂∗, σ̂
2, τ̂c, λ̂) denote the parameter estimates under the null hypothesis H0 : β = 0.

The score for β evaluated at (α̂∗,β = 0, σ̂2, τ̂c, λ̂) is

Uβ =
∂l(α̂∗,β = 0, σ̂2, τ̂c, λ̂)

∂β
= GT V̂ −1(Y −X∗α̂∗) = GT P̂ Y .

The variance of Uβ under the null hypothesis is

Var (Uβ|H0) = E
[∂l(α̂∗,β = 0, σ̂2, τ̂c, λ̂)

∂β

∂l(α̂∗,β = 0, σ̂2, τ̂c, λ̂)

∂βT

]
= E (GT P̂ Y Y T P̂G)

= GT P̂G,

the last equality holds because PV P = P .
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The burden test statistic is TBT = JTWUβ, which follows a N (0,JTWGT P̂GWJ)

distribution in the limit under the null hypothesis. The SKAT statistic is

TSKAT = UT
βWWUβ = UT

β (GT P̂G)−
1
2 (GT P̂G)

1
2WW (GT P̂G)

1
2 (GT P̂G)−

1
2Uβ. Since

UT
β (GT P̂G)−

1
2 follows a N (0, Iq) distribution in the limit, TSKAT follows a mixture of

chi-square distributions in the limit, where the mixing coefficients are the eigenvalues of

WGT P̂GW .

MiST

For MiST, we consider the LMM

Y = X∗α∗ +GJµ+Gφ+ b1 + b2 + ε, (2.20)

where µ is a scalar fixed effect coefficient denoting the shared effect of the q variants in

the genomic region or pathway, and φ = (φ1, . . . , φq)
T is now a vector of random effects

denoting the heterogeneous effect of each variant, with φ ∼ N (0, ζ2Iq×q). The marginal

distribution of Y based on this formulation is

Y ∼ N
(
X∗α∗ +GJµ, ζ2GGT + τcVc +

1

λ
EZ(ZTEZ)−1ZTE + σ2In

)
.

Now re-define V = ζ2GGT + τcVc+ 1
λ
EZ(ZTEZ)−1ZTE+σ2In. Then the log-likelihood

of (2.20) is given by

l(α∗, µ, ζ
2, σ2, τc, λ) = −1

2
log |V | − 1

2
(Y −X∗α∗ −GJµ)TV −1(Y −X∗α∗ −GJµ).

(2.21)

To test whether the set of variants is associated with Y is equivalent to test the joint null

hypothesis H0 : µ = 0, ζ2 = 0.

Score for µ under H0 : µ = 0, ζ2 = 0

Taking the derivative of (2.21) gives the following score statistic for µ under the joint null

hypothesis H0 : µ = 0, ζ2 = 0

Uµ = (GJ)TV −1(Y −X∗α∗ −GJµ).
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Let (α̃∗, µ = 0, ζ2 = 0, τ̃c, σ̃
2, λ̃) denote the MLE of l(α∗, µ, ζ2, τc, σ2, λ) under H0 : µ =

0, ζ2 = 0, and let

Ṽ = τ̃cVc +
1

λ̃
EZ(ZTEZ)−1ZTE + σ̃2In,

α̃∗ = (XT
∗ Ṽ

−1X∗)
−1XT

∗ Ṽ
−1Y ,

P̃1 = Ṽ −1 − Ṽ −1X∗(XT
∗ Ṽ

−1X∗)
−1XT

∗ Ṽ
−1.

Then the score evaluated at the MLE under H0 : µ = 0, ζ2 = 0 is

Uµ(α̃∗, µ = 0, ζ2 = 0, τ̃c, σ̃
2, λ̃) = (GJ)T Ṽ −1(Y −X∗α̃∗)

= (GJ)T P̃1Y .

The variance of Uµ under H0 is

Var (Uµ|H0) = E
[
Uµ
(
α̃∗, µ = 0, ζ2 = 0, τ̃c, σ̃

2, λ̃
)2]

= E
[
(GJ)T P̃1Y Y

T P̃1(GJ)
]

= (GJ)T P̃1(GJ),

the last equality holds because P̃1Ṽ P̃1 = P̃1. Hence Uµ ∼ N (0, (GJ)T P̃1(GJ)), or equiv-

alently, U2
µ has the same distribution as (GJ)T P̃1(GJ)χ2

1, where χ2
1 is a chi-square random

variable with one degree of freedom.

Score for ζ2 under H0 : ζ2 = 0

Instead of finding the score of ζ2 under the null that both µ = 0 and ζ2 are zero, we follow

Sun et al. (2013) and find instead the modified score statistic of ζ2 under H0 : ζ2 = 0

without restricting that µ = 0. This is because the resulting score will be asymptotically

independent of the score of µ obtained in the previous section, as will be shown later.

Let H = [X∗
... GJ ]. For given (ζ2, τc, σ

2, λ), the BLUP estimator (Robinson, 1991) of

(αT , µ)T is [
α̂∗
µ̂

]
(γ2, τc, σ

2, λ) = (HTV −1H)−1HTV −1Y .

The REML log-likelihood of (ζ2, τc, σ
2, λ) given (α̂T∗ , µ̂)T is

lR(ζ2, τc, σ
2, λ) = −1

2
log |HTV −1H| − 1

2
log |V | − 1

2
(Y −X∗α̂∗ −GJ µ̂)TV −1(Y −X∗α̂∗ −GJ µ̂)
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= −1

2
[log |HTV −1H|+ log |V |+ (V P2Y )TV −1(V P2Y )]

= −1

2
[log |HTV −1H|+ log |V |+ Y TP2V P2Y ]

= −1

2
[log |HTV −1H|+ log |V |+ Y TP2Y ],

where

V = ζ2GGT + τcVc +
1

λ
EZ(ZTEZ)−1ZTE + σ2In.

P2 = V −1 − V −1H(HTV −1H)−1HTV −1.

The REML-score of ζ2 (see equation (25) in Lin, 1997) is given by

∂lR
∂ζ2

=
1

2
[Y TP2GG

TP2Y − tr(GP2G
T )].

Let (α̂∗, µ̂, ζ
2 = 0, τ̂c, σ̂

2, λ̂) denote the MLE of l(α∗, µ, ζ2, τc, σ2, λ) under H0 : ζ2 = 0, and

let

V̂ = τ̂cVc +
1

λ̂
EZ(ZTEZ)−1ZTE + σ̂2I,

P̂2 = V̂ −1 − V̂ −1H(HT V̂ −1H)−1HT V̂ −1.

Following Sun et al. (2013), we will use the first term in the REML-score of ζ2 to test ζ2 = 0,

namely

Uζ2(α̂∗, µ̂, ζ
2 = 0, τ̂c, σ̂

2, λ̂) = Y T P̂2GG
T P̂2Y .

The variance ofGT P̂2Y is estimated by

V̂ar (GT P̂2Y ) = GT P̂2V̂ P̂2G = GT P̂2G.

Hence

Uζ2 = (Y T P̂2G)(GT P̂2G)−
1
2︸ ︷︷ ︸

N (0,I)

(GT P̂2G) (GT P̂2G)−
1
2 (GT P̂2Y )︸ ︷︷ ︸

N (0,I)

∼
q∑
j=1

ηjχ
2
1,j,

where (η1, . . . , ηq) are the eigenvalues of GT P̂2G, χ2
1,j are independent χ2

1 random vari-

ables.
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Independence between Uµ and Uζ2

Theorem Uµ and Uζ2 are independent.

Proof. Let V be the marginal variance of Y under H0 : ζ2 = 0, i.e.

V = τcVc +
1

λ
EZ(ZTEZ)−1ZTE + σ2I.

Recall that

P1 = V −1 − V −1X∗(XT
∗ V

−1X∗)
−1XT

∗ V
−1,

P2 = V −1 − V −1H(HTV −1H)−1HTV −1.

It suffices to show that (GJ)TP1Y and GTP2Y are independent since Uµ = (GJ)TP1Y

and Uζ2 = (Y T P̂2G)(GT P̂2Y ). Since both terms are linear combinations of the same

multivariate normal vector Y , to show that they are independent, it suffices to show that

their covariance is 0.

Cov ((GJ)TP1y,G
TP2y) = (GJ)TP1V P2G. (2.22)

Since V is positive-definite, there exists nonsingularQ s.t V = QQT , and V −1 = Q−TQ−1

with Q−T denoting (Q−1)T . Let M1 = Q−1X∗ and M2 = Q−1H . Note that since H =

[X∗
... GJ ], M1 is just M2 with the last column removed. We shall use this fact later. We

now simplify P1V P2.

P1V P2 = [V −1 − V −1X∗(XT
∗ V

−1X∗)
−1XT

∗ V
−1]V [V −1 − V −1H(HTV −1H)−1HTV −1]

= [Q−TQ−1 −Q−TQ−1X∗(XT
∗ Q

−TQ−1X∗)
−1XT

∗ Q
−TQ−1]Q

QT [Q−TQ−1 −Q−TQ−1H(HTQ−TQ−1H)−1HTQ−TQ−1]

= Q−T [I −Q−1X∗(XT
∗ Q

−TQ−1X∗)
−1XT

∗ Q
−T ][I −Q−1H(HTQ−TQ−1H)−1HTQ−T ]Q−1

= Q−T [I −M1(M
T
1 M1)

−1MT
1 ][I −M2(M

T
2 M2)

−1MT
2 ]Q−1

= Q−T [I −M2(M
T
2 M2)

−1MT
2 ]Q−1. (2.23)

The last equation is true because [I−M1(M
T
1 M1)

−1MT
1 ] and [I−M2(M

T
2 M2)

−1MT
2 ] are

the projection matrices onto the orthogonal complement of the column spaces ofM1 and
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of M2, respectively, and M1 is just M2 with its last column removed. Substituting (2.23)

into (2.22) gives

Cov ((GJ)TP1Y ,G
TP2Y ) = (GJ)TQ−T [I −M2(M

T
2 M2)

−1MT
2 ]︸ ︷︷ ︸

0

Q−1G = 0,

because the column space ofQ−1(GJ) is a subspace of the column space ofM2.

Weighted score statistics Tµ and Tζ2

Similar to burden test and SKAT, it is possible to weight the genotype matrix G by a

known diagonal matrixW , which lead to the following test statistics

Tµ = (GWJ)T Ṽ −1(Y −X∗α̃∗),

Tζ2 = [Y −X∗α̂∗ − (GWJ)µ̂]T V̂ −1GWWGT V̂ −1[Y −X∗α̂∗ − (GWJ)µ̂],

which are respectively distributed as

Tµ ∼ N (0, (GWJ)T P̃1(GWJ)),

Tζ2 ∼
q∑
j=1

ηjχ
2
1,j,

where (η1, . . . , ηq) are the eigenvalues of WGT P̂2GW , χ2
1,j are independent χ2

1 random

variables. P̃1 and P̂2 are defined the same way as before, except H is now [X∗
... GWJ ].

It can also be shown that Tµ and tζ2 are asymptotically independent. The proofs of these

results are completely analogous to those for Uµ and Uζ2 presented above, with weighted

genotype matrixGW in place of the unweighted versionG.

Combining score statistics Tµ and Tζ2

One possible way to combine Tµ and Tζ2 is to form the following linear combination

Tρ = ρT 2
µ + (1− ρ)Tζ2

which has the same distribution as ρλχ2
1,0 +

∑q
j=1(1 − ρ)ηjχ

2
1,j , where χ2

1,j , j =

0, . . . , q, are independent chi-square random variables with one degree of freedom, λ =

(GWJ)TP1(GWJ), and ηj , j = 1, . . . , q, are eigenvalues ofWGTP2GW , and ρ are adap-

tive weights.
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Inverse-variance weights

It can be shown by the method of Lagrange multipliers that using inverse-variance

weights would yield a test statistic Tρ that has minimum variance for all ρ ∈ [0, 1], namely

ρ =
Var (Tζ2)

Var (T 2
µ) + Var (Tζ2)

.

Using the formula that for multivariate normal vector d and symmetric matrix Λ,

Var (dTΛd) = 2tr(ΛVar (d)ΛVar (d)) + 4E (d)TΛVar (d)ΛE (d),

we can compute the variance of T 2
µ under H0 : µ = 0, ζ2 = 0 as

Var (T 2
µ) = Var [Y T P1(GWJ)(GWJ)TP1︸ ︷︷ ︸

Λ1

Y ]

= 2tr(Λ1V Λ1V ) + 4(X∗α∗)
TΛ1V Λ1(X∗α∗),

and the variance of Tζ2 under H0 : ζ2 = 0 as

Var (Tζ2) = Var [Y T P2GWWGTP2︸ ︷︷ ︸
Λ2

Y ]

= 2tr(Λ2V Λ2V ) + 4(X∗α∗ +GWJµ)TΛ2V Λ2(X∗α∗ +GWJµ).

Note that we can simplify 2tr(Λ1V Λ1V ) as

2tr(Λ1V Λ1V ) = 2tr[P1(GWJ)(GWJ)TP1V P1(GWJ)(GWJ)TP1V ]

= 2tr[P1(GWJ)(GWJ)TP1(GWJ)(GWJ)TP1V ]

= 2tr[(GWJ)(GWJ)TP1(GWJ)(GWJ)TP1V P1]

= 2tr[(GWJ)(GWJ)TP1(GWJ)(GWJ)TP1]

= 2(GWJ)TP1(GWJ)(GWJ)TP1(GWJ)

= 2{(GWJ)TP1(GWJ)}2.

Similarly, we can simplify 2tr(Λ2V Λ2V ) as

2tr(Λ2V Λ2V ) = 2tr[P2GWWGTP2V P2GWWGTP2V ]

= 2tr[P2GWWGTP2GWWGTP2V ]
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= 2tr[GWWGTP2GWWGTP2V P2]

= 2tr[GWWGTP2GWWGTP2]

= 2tr[(GW )TP2(GW )(GW )TP2(GW )].

Inverse-standard-deviation weights

We could also use inverse-standard-deviation weights, namely with

ρµ =
1√

Var (T 2
µ)
, ρζ2 =

1√
Var (Tζ2)

so that the two weighted test statistics have equal variances. The resulting test statistic is

Tρ = ρµT
2
µ + ρζ2Tζ2

which has the same distribution as ρµλχ2
1,0 +

∑q
j=1 ρζ2ηjχ

2
1,j , where χ2

1,j , j = 0, . . . , q,

are independent chi-square random variables with one degree of freedom. λ =

(GWJ)TP1(GWJ), and ηj , j = 1, . . . , q, are eigenvalues ofWGTP2GW .

Combining p-values

Following Sun et al. (2013), instead of directly combining the test statistics Tµ and Tζ2 ,

we could also exploit their independence and combine their respective p-values using

Fisher’s, Tippett’s, or Stouffer’s methods (Fisher, 1932; Tippett, 1931; Stouffer et al., 1949).

More specifically, let pµ and pζ2 be the p-values of Tµ and Tζ2 , respectively. pµ can be

computed from the null distribution Tµ ∼ N (0, (GWJ)TP1(GWJ)). pζ2 can be com-

puted from the null distribution Tζ2 ∼
∑q

j=1 ηjχ
2
1,j where (η1, . . . , ηq) are the eigenvalues

ofWGTP2GW . Fisher’s combination p-value is given by

pFisher = Pr(χ2
4 > −2 log(pµ)− 2 log(pζ2)).

Tippett’s combination p-value is given by

pTippett = 1− (1−min(pµ, pζ2))
2.

Stouffer’s combination p-value is given by

pStouffer = 1− Φ
( 1√

2

[
Φ−1(1− pµ) + Φ−1(1− pζ2)

])
,

with Φ denoting the standard normal cumulative distribution function.
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2.7.4 Computation algorithm

At the outset (before analyzing any genomic region):

(1) Obtain the variance estimate Ṽ = τ̃cVc+
1
λ̃
EZ(ZTEZ)−1ZTE+ σ̃2I by fitting the null

model, namely, under H0 : µ = 0, γ2 = 0.

(2) Compute P1 under H0 : µ = 0, γ2 = 0 as P̃1 = Ṽ −1 − Ṽ −1X(XT Ṽ −1X)−1XT Ṽ −1.

For each genomic region, perform the following steps:

(1) Compute T 2
µ = Y T P̃1(GWJ)(GWJ)T P̃1Y .

(2) Find Var (Tµ) = λ = (GWJ)T P̃1(GWJ).

(3) Using the identity P2 = P1 − P1GWJ [(GWJ)TP1(GWJ)]−1(GWJ)TP1, compute

Tζ2 = Y T P̂2GWWGT P̂2Y

= ||Y T P̂2GW ||2

= ||Y TP1GW − Y TP1GWJ [(GWJ)T P̃1(GWJ)]−1(GWJ)TP1GW ||2.

(4) Obtain eigenvalues η1, . . . , ηq ofWGT P̂2GW , which are eigenvalues of

(GW )TP2(GW ) = (GW )TP1(GW )− (GW )TP1GWJ
[
(GWJ)T P̃1(GWJ)

]−1
(GWJ)TP1GW .

(5) Let Λ1 = P1(GWJ)(GWJ)TP1. Compute

Var (T 2
µ)

=2tr(Λ1V Λ1V ) + 4(Xα̃)TΛ1V Λ1(Xα̃)

=2{(GWJ)TP1(GWJ)}2 + 4(Y − V P1Y )TP1(GWJ)(GWJ)TP1V P1(GWJ)(GWJ)TP1(Y − V P1Y )

=2{(GWJ)TP1(GWJ)}2 + 4(Y TP1 − Y TP1V P1)(GWJ)(GWJ)TP1V P1(GWJ)(GWJ)TP1(Y − V P1Y )

=2{(GWJ)TP1(GWJ)}2 + 4(Y TP1 − Y TP1)(GWJ)(GWJ)TP1V P1(GWJ)(GWJ)TP1(Y − V P1Y )

=2{(GWJ)TP1(GWJ)}2.

(6) Let Λ2 = P2GWWGTP2. Compute

Var (Tζ2)

=2tr(Λ2V Λ2V ) + 4(Xα̂+GWJ µ̂)TΛ2V Λ2(Xα̂+GWJ µ̂)

=2tr[(GW )TP2(GW )(GW )TP2(GW )] + 4(Xα̂+GWJ µ̂)TP2GWWGTP2V Λ2(Xα̂+GWJ µ̂)

=2tr[(GW )TP2(GW )(GW )TP2(GW )] + 4(Y − V P2Y )TP2GWWGTP2V Λ2(Xα̂+GWJ µ̂)

=2tr[(GW )TP2(GW )(GW )TP2(GW )] + 4(Y TP2 − Y TP2V P2)GWWGTP2V Λ2(Xα̂+GWJ µ̂)

=2tr[(GW )TP2(GW )(GW )TP2(GW )] + 4(Y TP2 − Y TP2)GWWGTP2V Λ2(Xα̂+GWJ µ̂)

=2tr[(GW )TP2(GW )(GW )TP2(GW )].
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(7) Compute

(i) Inverse-Variance-Weights:

ρIV =
Var (Tζ2)

Var (T 2
µ) + Var (Tζ2)

,

and test statistic

TρIV = ρIV T
2
µ + (1− ρIV )Tζ2 ∼ ρIV λχ

2
1,0 +

q∑
j=1

(1− ρIV )ηjχ
2
1,j.

(ii) Inverse-Standard-Deviation-Weights:

ρµ =
1√

Var (T 2
µ)
, ρζ2 =

1√
Var (Tζ2)

,

and test statistic

TρISD = ρµT
2
µ + ρζ2Tζ2 ∼ ρµλχ

2
1,0 +

q∑
j=1

ρζ2ηjχ
2
1,j.

(iii) Compute pµ by comparing Tµ to N (0, (GWJ)TP1(GWJ)).

(iv) Compute pζ2 from the null distribution Tζ2 ∼
∑q

j=1 ηjχ
2
1,j .

(v) Compute pFisher = Pr(χ2
4 > −2 log(pµ)− 2 log(pζ2)).

(vi) Compute pTippett = 1− (1−min(pµ, pζ2))
2.

(vii) Compute pStouffer = 1− Φ
(

1√
2
[Φ−1(1− pµ) + Φ−1(1− pζ2)]

)
.

2.7.5 Additional simulations

Since our method requires the true underlying surface to be at least twice differentiable,

in this section we examine via simulations its performance as the steepness of the phe-

notypic surface varies. We considered the spatial map presented in Figure 2.6 below.

Let µ1 and µ2 denote the phenotypic means of yellow region and orange region, re-

spectively. We considered all combinations of (µ1, µ2) with µ1 ∈ {0.75, 1.0, 1.25, 1.5, 1.5},

µ2 ∈ {1.5, 1.75, 2.0}, and µ1 < µ. For each combination, we performed 20 simulation repli-

cates, where each simulation replicate tested 10,000 independent genomic regions, each
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with 100 loci. This yields 2 × 105 p-values for each combination. The genotypes were

simulated in the same way as in section 2.4.1.

In Figures 2.7-2.18, each row displays the simulation results for a specific combina-

tion of µ1 and µ2 with µ1 < µ2. The left panels portray the cross-sectional contours of

phenotypic mean surfaces. The middle panels present the QQ plots of association p-

values obtained using burden test and SKAT. The right panels present the QQ plots of

association p-values obtained using various combination methods under MiST.

We observe that, in general, when the increase in phenotypic mean between adjacent

grid squares was less than 1, no noticeable inflation occurred. On the other hand, in

all the configurations we considered, whenever the increase was larger than 1 between

adjacent squares, inflation ensued in SKAT test statistics. For example, when µ1 = 0.75

and µ2 = 1.5, the QQ plots did not indicate any inflation; however as we increased µ2 to

1.75, and ultimately to 2, inflation in SKAT became apparent. Burden test, on the other

hand, stayed robust in all of the configurations we considered.

Figure 2.6: Spatial variation in the mean of simulated phenotypes, where µ1 ∈
{0.75, 1.0, 1.25, 1.5, 1.5}, µ2 ∈ {1.5, 1.75, 2.0}, and µ1 < µ2.
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Simulation results for µ1 = 0.75

Figure 2.7: Cross-sectional contour of phenotypic mean and QQ plots for µ1 = 0.75, µ2 =
1.5

Figure 2.8: Cross-sectional contour of phenotypic mean and QQ plots for µ1 = 0.75, µ2 =
1.75

Figure 2.9: Cross-sectional contour of phenotypic mean and QQ plots for µ1 = 0.75, µ2 =
2.0
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Simulation results for µ1 = 1.0

Figure 2.10: Cross-sectional contour of phenotypic mean and QQ plots for µ1 = 1.0, µ2 =
1.5

Figure 2.11: Cross-sectional contour of phenotypic mean and QQ plots for µ1 = 1.0, µ2 =
1.75

Figure 2.12: Cross-sectional contour of phenotypic mean and QQ plots for µ1 = 1.0, µ2 =
2.0
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Simulation results for µ1 = 1.25

Figure 2.13: Cross-sectional contour of phenotypic mean and QQ plots for µ1 = 1.25,
µ2 = 1.5

Figure 2.14: Cross-sectional contour of phenotypic mean and QQ plots for µ1 = 1.25,
µ2 = 1.75

Figure 2.15: Cross-sectional contour of phenotypic mean and QQ plots for µ1 = 1.25,
µ2 = 2.0
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Simulation results for µ1 = 1.5

Figure 2.16: Cross-sectional contour of phenotypic mean and QQ plots for µ1 = 1.5, µ2 =
1.75

Figure 2.17: Cross-sectional contour of phenotypic mean and QQ plots for µ1 = 1.5, µ2 =
2.0

Simulation results for µ1 = 1.75

Figure 2.18: Cross-sectional contour of phenotypic mean and QQ plots for µ1 = 1.75,
µ2 = 2.0
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3.1 Introduction

Observational studies offer a valuable tool for the estimation of the effect of a treatment or

exposure on an outcome of interest when randomization is unfeasible or unethical. How-

ever, unlike randomized studies where individuals assigned to different treatment arms

have, on average, comparable baseline covariate characteristics, observational studies are

especially susceptible to systematic difference in the empirical distribution of these base-

line variables across different treatment groups. Confounding ensues when these pre-

treatment variables are related to both treatment assignment and outcome, and needs to

be eliminated or minimized in order to accurately estimate the treatment effect of interest.

With the advancement in modern data collection techniques and the advent of large-scale

administrative databases, the choice of which variables to adjust for from a large set of

potential confounders is usually not immediately apparent.

As a motivating example, we consider a data set of 18,475 patients who initiated an-

ticoagulation with dabigatran or warfarin from October 2010 through December 2012,

identified from two health insurance databases with nationwide coverage. Both medica-

tions are used to prevent strokes in patients with non-valvular atrial fibrillation by reduc-

ing coagulation of blood, and include increased risk of bleeding as adverse effect (Con-

nolly et al., 2009). A total of 52 baseline covariates such as sex, age, pharmacy records,

prior health conditions, and other baseline patient health characteristics were extracted

on the basis of enrollment and insurance claims in the preceding 12 months. The goal of

the study is to compare the efficacy and safety of these medications. While all 52 baseline

variables could potentially be associated with the patients’ risk of stroke and bleeding,

as well as influence their anticoagulant prescription, this is unlikely. Care is therefore

needed in selecting the subset of variables to adjust for. On one hand, the inclusion of

many unessential variables in the analysis would lead to reduced efficiency. On the other,

the omission of true confounders would yield biased estimate of treatment effect.

One approach frequently adopted by researchers in practice is to use a subset selec-

tion method based on some type of information criterion such as the AIC (Akaike, 1972)

or BIC (Schwarz, 1978), or to employ a regularization technique (Tibshirani, 1996; Fan
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and Li, 2001; Zou, 2006; Zhang, 2010). These methods are usually applied to a model that

relates the outcome to the set of potential confounders, and may remove variables that

are only weakly associated with the outcome but strongly associated with the treatment,

resulting in biased treatment effect estimate. Another important drawback of confounder

selection based on any of these subset selection approaches is that all subsequent analy-

sis and inference are performed conditional on the chosen model being the true model,

which completely ignores the uncertainty in confounder selection and could lead to over-

confidence in the estimated quantity of interest.

Bayesian model averaging (BMA) (Madigan and Raftery, 1994; Raftery et al., 1997)

offers a solution to this problem by considering an entire family of possible models and

forming a weighted average of model-specific estimates, where the weights correspond

to posterior probability of each model given the observed data. While the original for-

mulation of BMA did not directly target the problem of confounder selection in treatment

effect estimation, several methods within the BMA framework have been proposed to ad-

dress this issue. Zigler and Dominici (2014) developed a Bayesian procedure that jointly

estimates the propensity score (PS) and a conditional treatment effect, and employs BMA

to account for model uncertainty in estimating the PS. Wang et al. (2012) also devised a

BMA method called Bayesian Adjustment for Confounding (BAC) to estimate treatment

effect for continuous outcomes, where they jointly considered a treatment model relating

the potential confounders to the treatment variable, and an outcome model relating the

potential confounders and treatment variable to the outcome of interest. In addition, they

specified a prior distribution on the model space such that any potential confounder that

is significantly associated with the treatment will a priori be conferred a large probability

of being in the outcome model as well, effectively controlling for confounding. Wang

et al. (2015) further extended the BAC methodology to accommodate any data type aris-

ing from an exponential family and to allow for the inclusion of interaction terms in the

outcome model.

While the methods of Zigler and Dominici (2014) and Wang et al. (2015) both ac-

count for model uncertainty, the direct inclusion of the treatment effect parameter of in-

terest within the outcome model imply that parameter estimation and variable selection
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are conducted simultaneously. One shortcoming of such practice is model dependence.

Namely, the models that are used to inform confounder selection are also used for treat-

ment effect estimation. Therefore, a misspecified outcome model could lead to substan-

tially biased estimate of treatment effect.

In this paper, we propose a general framework for treatment effect estimation in

observational studies that is applicable to a wide variety of data types. Our proposed

method, termed model averaged matching estimator, takes into account the uncertainty

in confounder selection by adopting the BMA groundwork laid by BAC, but introduces a

crucial modification which separates treatment effect estimation from confounder selec-

tion, and employs matching to eliminate model dependence in treatment effect estimation

(Ho et al., 2007). The rest of the paper is organized as follows. Section 3.2 describes the

proposed model averaged matching estimator and outlines the computation algorithm

for estimating model weights. Section 3.3 presents simulation results for both binary and

time-to-event data. Section 3.4 evaluates the comparative efficacy and safety of dabiga-

tran versus warfarin. We conclude with a discussion.

3.2 Methods

3.2.1 Accounting for uncertainty in confounder selection with model
averaging

In this section, we lay down the general framework of using BMA to estimate the effect

of a treatment while accounting for uncertainty in confounder selection in observational

studies. To fix notation, let X denote the treatment or exposure variable, Y the outcome,

and V = {V1, . . . , VQ} a set of Q measured potential confounders. Note that no variable

type restriction (e.g. binary, continuous, etc.) is placed on X and Y . Let ∆ denote the

marginal treatment effect on the treated.

Let M be the class of all possible models the researcher is willing to consider, where

we use the word “model” in the broad sense – meaning a set of potential confounders to

adjust for – without any implication of parametric assumption. Let k index the models in

the class M, and let K denote the total number of models considered. In order to take
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into account model uncertainty, we consider the entire model class M in lieu of choosing

a specific Mk. Then under the BMA framework, the posterior distribution of ∆ given the

observed data D is

p(∆|D) =
K∑
k=1

p(∆|Mk, D)p(Mk|D), (3.1)

where p(∆|Mk, D) is the posterior distribution of ∆ under model Mk, and p(Mk|D) is

the posterior probability of model Mk. Expression (3.1) allows us to derive the posterior

expectation of ∆ as

E (∆|D) =

∫
∆ · p(∆|D) d∆

=

∫
∆ ·

K∑
k=1

p(∆|Mk, D)p(Mk|D) d∆

=
K∑
k=1

[ ∫
∆ · p(∆|Mk, D) d∆

]
p(Mk|D)

=
K∑
k=1

E (∆|Mk, D)p(Mk|D). (3.2)

Namely, the posterior expectation of ∆ can be written as a weighted average of model-

specific posterior expectations E (∆|Mk, D), where the weights are determined by the

posterior model probabilities p(Mk|D). Upon replacing E (∆|Mk, D) in (3.2) by a model-

specific estimate of the marginal treatment effect on the treated, say ∆̂(Mk), we can ap-

proximate the posterior mean treatment effect on the treated by

∆̂MA =
K∑
k=1

∆̂(Mk)p(Mk|D). (3.3)

The resulting estimator ∆̂MA, referred to as the “model averaged estimator”, accounts

for model uncertainty by considering the entire model class M and by conferring more

weight on models that are deemed more likely on the basis of the observed data (Raftery,

1993; Draper, 1995). The posterior probability p(Mk|D) in (3.3) is given by

p(Mk|D) =
p(D|Mk)p(Mk)∑K
j=1 p(D|Mj)p(Mj)

,

where

p(D|Mk) =

∫
p(D|θk,Mk)p(θk|Mk) dθk,
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with θk denoting all the parameters in model Mk. p(D|θk,Mk) and p(θk|Mk) are the

pre-specified data likelihood and prior distribution of θk under model Mk, respectively.

We defer the computational details of posterior probability p(Mk|D) to a later section.

We hasten to point out that expression (3.3) is completely general, in that even though

the computation of posterior model weights p(Mk|D) requires the specification of a like-

lihood, there is absolutely no requirement on the model-specific estimates ∆̂(Mk) being

derived from the same likelihood. The dependence of ∆̂(Mk) on model Mk merely in-

dicates that the treatment effect should be computed while adjusting for the potential

confounders included in Mk, but no restriction is placed on the exact method of adjust-

ment. In fact, ∆̂(Mk) can be computed using nonparametric method such as matching to

eliminate model dependence (Ho et al., 2007; Iacus et al., 2012), which we describe next.

3.2.2 Model averaged matching estimator

Matching has long been recognized as an effective method to adjust for confounding in

observational data. Essentially, matching reduces imbalance in baseline characteristics

between different treatment groups by pairing each treated subject with one (or more,

with weights) control subject based on the degree of resemblance between their baseline

covariate characteristics, and thereby mimics the design of a randomized experiment.

One-to-one or one-to-many matching based on the propensity score (PS) (Rosenbaum

and Rubin, 1983), which is defined for a single subject i as the conditional probability

P (Vi) = Pr(Xi = 1|Vi) of receiving the treatment given observed baseline covariates Vi,

remains one of the most popular matching methods in practice (Pearl, 2010), presumably

due to a combination of the following factors. First, under the strong ignorable treatment

assignment assumption (also known as the no unmeasured confounder assumption), it

possesses the attractive theoretical property of being a balancing score (Rosenbaum and

Rubin, 1983), in that conditional on the propensity score, the distribution of pre-treatment

variables is comparable across treatment arms. Second, for binary treatment variables, PS

can be easily estimated via logistic regression, and finally, PS can often accommodate a

relatively large set of potential confounders.

LetVi be the set of baseline covariates included in a model Mk. Then one can perform
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one-to-one matching using an estimate of PS, say P̂ (Vi). The model-specific estimate

∆̂(Mk) in (3.3) can then be estimated by directly comparing the treated subjects to the

pooled matched control subjects since these two groups are now expected to be similar

in baseline characteristics. Denote by ∆̂PSM(Mk) this model-specific estimate of ∆. Then

based on equation (3.3), we can form the following “model averaged propensity score

matching estimator”

∆̂MA−PSM =
K∑
k=1

∆̂PSM(Mk)p(Mk|D).

Another matching method we considered in the illustration of our methodology is

kernel matching (Heckman et al., 1997). Unlike One-to-k matching methods where a

highly non-smooth weight is applied to the control subjects depending on their covariate

similarity to each treated individual, kernel matching avoids assigning zero weights by

placing heavier weights on closer control subjects and lower weights on more distant

control subjects. Since kernel matching estimators are asymptotically linear, bootstrap-

based inference is valid, which is not the case for one-to-k matching methods (Abadie

and Imbens, 2008).

Continuing with our previous notation, and further define T and C to be the treated

and untreated individuals, then for each treated subject i ∈ T , kernel matching assigns to

each control subject j ∈ C the following weight:

whi(Vi,Vj) =
κ(|P̂ (Vi)− P̂ (Vj)|/hi)∑
l∈C κ(|P̂ (Vi)− P̂ (Vl)|/hi)

,

where κ denotes a symmetric, nonnegative, unimodal kernel function, and hi a band-

width parameter, which we propose to find by solving the optimization problem

minhi

∣∣∣P̂ (Vi)−
∑

j∈C whi(Vi,Vj)P̂ (Vj)
∣∣∣ in hopes of minimizing the difference in baseline

characteristics between the ith treated subject and the pooled weighted control subjects.

Once the weights whi(Vi,Vj) are found for each treated-control pair, the overall weight

for the jth individual is computed as{
1 if j ∈ T ,∑

i∈T whi(Vi,Vj) if j ∈ C.
(3.4)
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The model-specific estimate ∆̂(Mk) in (3.3) can then be found by comparing the treated

subjects to the pooled weighted control subjects. For example, for binary outcomes and

survival outcomes, the marginal odds ratio and marginal hazard ratio for the treated sub-

population can be estimated via a weighted logistic regression and a weighted Cox pro-

portional hazards model, respectively, with treatment as the only variable and weights

given by (3.4). Denote by ∆̂KM(Mk) this model-specific estimate of the marginal treat-

ment effect on the treated. Then based on equation (3.3), we can form the following

“model averaged kernel matching estimator”

∆̂MA−KM =
K∑
k=1

∆̂KM(Mk)p(Mk|D).

We would like to point out that, even though we illustrate our model averaged match-

ing estimator specifically using the PS matching and kernel matching, other matching

methods can also be used since the formulation (3.3) is completely general.

In the following two sections, we describe in detail specification of prior distribution

for models in M and computation of posterior model probabilities p(Mk|D).

3.2.3 Prior distribution on the model space

Motivated by the effectiveness of BAC (Wang et al., 2012, 2015) in identifying true con-

founders while acknowledging model uncertainty, we adopt the same treatment model

and outcome model formulation of BAC, along with its specification of prior distribution

on the model space.

To fix notation, let Y = (Y1, . . . , Yn)T and X = (X1, . . . , Xn)T be the outcome and

treatment vectors for n study subjects, respectively. Denote by Vi = {Vi1, . . . , ViQ} the

vector of Q measured potential confounders for subject i, and V the design matrix with

ith row equal to Vi. When both Xi and Yi arise from an exponential family, BAC jointly

considers the following treatment model and outcome model for the ith subject:

f(E (Xi|Vi)) = δα
X

0 +

Q∑
q=1

αXq δ
αX

q Viq,

g(E (Yi|Xi,Vi)) = βα
Y

0 + βα
Y

X Xi +

Q∑
q=1

αYq β
αY

q Viq, (3.5)
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where αX ∈ {0, 1}Q and αY ∈ {0, 1}Q are indicators of inclusion for potential confounders

in the treatment model and outcome model, respectively, with 1 representing inclusion

and 0 otherwise.

If Yi are time-to-event measurements, one could replace the outcome model (3.5) by

h(t|Xi,Vi) = h0(t) · exp

(
βα

Y

X Xi +

Q∑
q=1

αYq β
αY

q Viq

)
,

where h(t) and h0(t) denote the hazard and baseline hazard, respectively, in a Cox pro-

portional hazards model, and (βα
Y

X , βα
Y

1 , . . . , βα
Y

Q ) are regression coefficients.

The above treatment and outcome models are jointly considered by BAC through a

prior distribution on the model space, which is formulated in terms of the following four

ratios of conditional distributions:

p(αYq = 1|αXq = 1)

p(αYq = 0|αXq = 1)
= ω,

p(αXq = 1|αYq = 0)

p(αXq = 0|αYq = 0)
=

1

ω

p(αYq = 1|αXq = 0)

p(αYq = 0|αXq = 0)
= ω,

p(αXq = 1|αYq = 1)

p(αXq = 0|αYq = 1)
= 1, q = 1, . . . , Q,

where ω ∈ [1,∞]. Setting ω to be a large number would a priori confer on potential

confounders included in the treatment model a large probability of being included in

the outcome model as well, effectively promoting true confounders to be selected by the

method. We refer the interested reader to Wang et al. (2012) for a thorough discussion of

this prior distribution. We next describe the computation of posterior model probability

p(Mk|D).

3.2.4 Computation of posterior model probabilities p(Mk|D)

There is a one-to-one correspondence between each model Mk and each unique vector

αY of indicators for the outcome model. The computation of p(Mk|D) is therefore equiv-

alent to that of the posterior distribution p(αY |D). However, the total number of possible

models is 2Q, which is usually prohibitively large in practice. For example, this number

is roughly 4.5 × 1015 for our real data application. Therefore, computation of posterior

probability of all models is impossible.
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We obtain an approximation to the posterior model probabilities p(αY |D) by sam-

pling from the joint posterior distribution p(αX , αY |D). This can be accomplished by iter-

ative sampling from P (αX |αY , D) and P (αY |αX , D) using the Markov chain Monte-Carlo

model composition (MC3) algorithm of Madigan et al. (1995), which traverses the model

space by visiting only models with non-negligible posterior support.

We now describe sampling from p(αY |αX , D) using the MC3 algorithm. Define the

neighborhood of αY to be all the models in the outcome model space that include one

more or one fewer potential confounder than αY . Suppose that the current Markov Chain

is in state (αX(0), α
Y
(0)). We randomly draw a model αY(1) from the neighborhood of αY(0). The

model is then accepted with probability

min

{
1,

p(αY(1)|αX(0), D)

p((αY(0)|αX(0), D))
= BF10 ·

p(αY(1)|αX(0))
p(αY(0)|αX(0))

}
,

where
p(αY

(1)
|αX

(0)
)

p(αY
(0)
|αX

(0)
)

can be computed using the BAC prior distributions described in the pre-

vious section, and BF10 stands for the Bayes factor comparing model αY(1) and model αY(0).

When the outcomes are from an exponential family distribution, or are time-to-event mea-

surements, BF10 can be approximated using BIC (Kass and Raftery, 1995; Volinsky et al.,

1997) as

BF10 ≈ exp
[1

2
(BIC0 − BIC1)

]
.

Sampling from P (αX |αY , D) is completely analogous.

3.3 Simulations

3.3.1 Simulations for binary outcomes

We simulated data for 1,000 subjects, each with 100 potential confounders.

V1, V3, V5, . . . , V99 were simulated from a multivariate normal distribution with mean 0

and exchangeable variance covariance matrix,
1 0.4 · · · 0.4

0.4 1 · · · ...
... . . . 0.4

0.4 · · · 0.4 1


73



and V2, V4, V6, . . . , V100 were simulated from independent Bernoulli distributions with suc-

cess probability equal to 0.4. For each subject, we simulated the treatment variable X

according to the following logistic regression model

logit (P (X = 1)) = δ0 + δ1V1 + · · ·+ δ100V100.

The coefficients (δ1, . . . , δ100) were set to (log(1.3), log(0.7), log(0.9), 0, . . . , 0), respectively.

The intercept δ0 was then fine-tuned using Monte-Carlo simulations so that on average

30% of the samples belonged to the treatment arm X = 1.

We then generated binary outcome for each individual from a Bernoulli distribution

with success probability

logit (P (Y = 1)) = βxXi + β1V1 + · · ·+ β100V100

The coefficients (β1, . . . , β10) were set to (log(2), log(1.25), log(1.75), 0, . . . , 0, log(1.5), log(0.7)).

By comparing these coefficients with those in the previous logistic model for treatment

probability, we find that only V1, V2, V3 are true confounders. V1 is strongly associated

with both treatment and outcome, whereas V2 is strongly associated with the treatment

but weakly associated with the outcome, and V3 is weakly associated with the treatment

but strongly associated with the outcome. Due to non-collapsibility of odds ratio (Green-

land, 1987), the conditional treatment effect βx had to be fine-tuned using Monte-Carlo

simulations to obtain a targeted marginal odds ratio in the treated subpopulation, which

was set to 0.6 in our simulations.

We compared the following estimators:

(1) our proposed model averaged kernel matching (MA-KM) estimator described in sec-

tion 3.2.2,

(2) our proposed model averaged PS matching (MA-PSM) estimator described in sec-

tion 3.2.2,

(3) kernel matching estimator obtained by matching on potential confounders with a pos-

terior inclusion probability greater than 50% (KM(PIP>0.5)), such models are some-

times called median probability models in the literature (Barbieri and Berger, 2004;

Ghosh, 2015),
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(4) PS matching estimator obtained by matching on potential confounders with a poste-

rior inclusion probability greater than 50% (PS(PIP>0.5)),

(5) Kernel matching estimator obtained by matching on the union of potential con-

founders selected by LASSO in the treatment model and in the outcome model

(KM(LASSO)) (Belloni et al., 2014),

(6) Propensity score matching estimator obtained by matching on the union of potential

confounders selected by LASSO in the treatment model and in the outcome model

(PSM(LASSO)),

(7) Kernel matching estimator obtained by matching on all potential confounders

(KM(all))

(8) Propensity score matching estimator obtained by matching on all potential con-

founders (PSM(all)).

We performed 100 simulation replicates. Figure 3.1 displays the boxplot of the 100

estimates of marginal odds ratio in the treated population using these eight methods.

Table 3.1 summarizes the bias, mean squared error (MSE), empirical standard error (SE)

for all methods under comparison, as well as bootstrap SE and 95% confidence inter-

val (CI) coverage based on MA-KM. The methods MA-KM and KM(LASSO) had the

best and very similar performance in terms of bias and variability. This is followed by

MA-PSM, which had very similar empirical standard error as MA-KM and KM(LASSO),

but slightly larger bias, though the difference is virtually negligible. PSM(PIP> 0.5) and

PSM(LASSO) essentially had the same performance in terms of bias and standard error.

While these methods had a similar bias as MA-KM, KM(PIP> 0.5), and KM(LASSO),

they had larger standard error (about 20% larger). KM(all) and PSM(all) had arguably the

worst performance, with substantially larger bias than the other methods – for example,

using PSM(all) engendered almost three times more bias than MA-KM or KM(PIP> 0.5) –

and empirical standard error similar to PSM(PIP> 0.5) and PSM(LASSO). Comparing the

rows for kernel matching based methods with rows for PS matching based methods, we

observe that kernel matching usually led to reduced bias and standard error. Finally, for
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MA-KM, the bootstrap standard error was very close to the empirical standard error, and

the bootstrap 95% confidence intervals had approximately the correct coverage based on

100 simulations, suggesting that it is a valid method of conducting inference.

Figure 3.1: Estimated marginal odds ratios in the treated population from 100 simulations.

Table 3.1: Summary of 100 simulations for binary outcomes
Method Bias Percent MSE Empirical Bootstrap Bootstrap

Bias (%) SE SE 95%CI coverage
MA-KM 0.012 2.0 0.006 0.079 0.079 93%
MA-PSM 0.015 2.5 0.006 0.079 – –
KM(PIP>0.5) 0.012 2.0 0.006 0.079 – –
PSM(PIP>0.5) 0.016 2.7 0.009 0.094 – –
KM(LASSO) 0.013 2.2 0.006 0.078 – –
PSM(LASSO) 0.016 2.7 0.009 0.092 – –
KM(all) 0.024 4.0 0.011 0.100 – –
PSM(all) 0.032 5.4 0.010 0.096 – –

3.3.2 Simulations for time-to-event outcomes

We then examined the performance of our method on time-to-event outcomes. We again

simulated data for 1,000 subjects. The 100 potential confounders V1, V3, V5, . . . , V99 and

the treatment variable X were simulated in the same way as the previous section, with

30% of the samples belonging to the treatment arm. For the outcome variable, we first
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simulated event times according to the procedure described by Bender et al. (2005). More

precisely, we first computed the linear term Li = βXXi +β1V1 + · · ·+β10V10, where the co-

efficients (β1, . . . , β10) were set to (log(1.5), log(0.5), log(0.7), 0, 0, 0, 0, 0, log(1.5), log(0.7)),

allowing for a wide range of effects on the hazard of experiencing an event. Again, V1, V2,

and V3 were true confounders. We then generated an event time for each individual by

first generating a random number u from the uniform (0,1) distribution and then comput-

ing − log(u)

(λexp(Li))1/η
. Here exp(βX) is the conditional hazard ratio between the two treatment

arms adjusting for the covariates V1, . . . , V10, and was fine-tuned using the procedure de-

scribed by Austin (2013) to induce a marginal hazard ratio of 0.6 in the treated population.

Finally, we simulated censoring times for each individual from an exponential distribu-

tion with mean equal to 500, yielding an observed event rate of 2/3.

We again performed 100 simulation replicates. Figure 3.2 displays the boxplot of the

100 estimates of marginal hazard ratio in the treated population using the eight methods

described in the previous section. Table 3.2 summarizes the bias, MSE, empirical SE for

all methods under comparison, as well as bootstrap SE and 95% CI coverage based on

MA-KM. The methods MA-KM, MA-PSM, KM(PIP> 0.5) and KM(LASSO) had the best

and very similar performance in terms of bias and variability. The three PS matching

methods that did not use model averaging all resulted in considerably more bias and

variability. Similar to the binary outcome case, kernel matching-based methods in general

led to reduced bias and standard error. Finally, for MA-KM, the bootstrap standard error

was again very close to the empirical standard error, and the bootstrap 95% confidence

intervals had roughly the right coverage based on 100 simulations, suggesting that it may

be a good way of conducting inference for time-to-event data as well.

3.4 Real data analysis

We now return to the assessment of comparative efficacy and safety of dabigatran versus

warfarin. The study sample consists of 6,025 patients who initiated anticoagulation with

dabigatran and 12,450 patients who initiated anticoagulation with warfarin from October

2010 through December 2012, identified from two commercial health insurance databases
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Figure 3.2: Estimated marginal hazard ratios in the treated population from 100 simula-
tions.

Table 3.2: Summary of 100 simulations for time-to-event outcomes
Method Bias Percent MSE Empirical Bootstrap Bootstrap

Bias (%) SE SE 95%CI coverage
MA-KM -0.004 0.6 0.002 0.045 0.043 92%
MA-PSM -0.003 0.6 0.002 0.046 – –
KM(PIP>0.5) -0.004 0.7 0.002 0.046 – –
PSM(PIP>0.5) -0.008 1.3 0.003 0.058 – –
KM(LASSO) -0.003 0.4 0.002 0.047 – –
PSM(LASSO) -0.007 1.2 0.003 0.055 – –
KM(all) 0.003 0.5 0.003 0.054 – –
PSM(all) 0.006 1.0 0.003 0.055 – –

with nationwide coverage. Follow-up begins the day after first pharmacy dispensing of

either medication and continues through the end of days of medication supplied. Follow-

up stops in the event of switch to another oral anticoagulant, nursing home admission,

death, disenrollment from the health insurer, or end of study period. We refer the inter-

ested reader to Seeger et al. (2015) for more details on the design of the study and the data

extraction and pruning process.

78



3.4.1 Efficacy comparison

We first compare the efficacy of dabigatran and warfarin in stroke prevention. A total

of 404 stroke events were observed during the follow-up period, which translates to an

event rate of 2.19%. Of these, 125 stroke events were observed among dabigatran takers,

corresponding to an event rate of 2.07% within the dabigatran arm, and the remaining

279 stroke events were observed among warfarin takers, corresponding to an event rate

of 2.24% within the warfarin arm.

We applied the eight methods described in the simulation section. Table 3.3 sum-

marizes the estimated marginal hazard ratio for stroke in dabigatran takers. All eight

estimates were slightly below 1, indicating that dabigatran may be associated with mod-

erately lower risk of stroke. However, the bootstrap SE obtained with MA-KM is rel-

atively large at 0.135, indicating that the estimated treatment effect may be quite vari-

able. This is not surprising given that the overall event rate in the study sample was only

2.19%. The bootstrap 95% CI was also very wide and included the value 1, suggesting

that the hazard of stroke in dabigatran takers would not substantially change had they

taken warfarin instead. Figure 3.3 displays the posterior inclusion probability for all 52

potential confounders in efficacy comparison. We notice that there is complete dichotomy

in terms of PIP for practically all 52 potential confounders. More specifically, 16 poten-

tial confounders were almost included in all models visited by the MC3 algorithm, where

as the other 36 either had very low or virtually 0 probability of being included in any

model. This provides support for the argument against blindly adjusting for all potential

confounders in the estimation of treatment effect.

3.4.2 Safety comparison

The safety outcome of interest is the risk of major bleeding events, including both intracra-

nial and extracranial bleeding. A total of 2,327 major bleeding events were observed in the

study sample, translating to an overall event rate of 12.6%. Of these, 618 major bleeding

events were observed among dabigatran takers, corresponding to an event rate of 10.3%

in the dabigatran arm, and 1,709 major bleeding events were observed among warfarin
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Table 3.3: Estimated marginal hazard ratio for stroke in dabigatran takers
Estimate Bootstrap SE Bootstrap 95% CI

MA-KM 0.869 0.135 [0.628, 1.168]
MA-PSM 0.892 – –
KM(PIP>0.5) 0.863 – –
PSM(PIP>0.5) 0.911 – –
KM(LASSO) 0.900 – –
PSM(LASSO) 0.852 – –
KM(all) 0.883 – –
PSM(all) 0.965 – –

Figure 3.3: Posterior probability of inclusion for each potential confounder in efficacy
comparison

takers, corresponding to an event rate of 13.7% in the warfarin arm.

Table 3.4 summarizes the estimated marginal hazard ratio for major bleeding events

in dabigatran takers. All eight estimates were between 0.72 and 0.75, indicating that

dabigatran may be associated with considerably reduced risk of major bleeding. The

bootstrap SE obtained with MA-KM was very small at 0.039, suggesting that the point

estimate was quite precise. The bootstrap 95% CI was [0.671, 0.820], suggesting that the

hazard of bleed in dabigatran takers would be higher had they taken warfarin instead.

Figure 3.4 displays the posterior inclusion probability for all 52 potential confounders in

safety comparison. We notice that unlike the efficacy comparison, there is more variety in

PIP across different potential confounders – 17 variables had a PIP above 90%, 6 variables
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had a PIP between 20% and 60%, 29 variables had a PIP below 20%. The fact that 6 vari-

ables had a mid-range PIP value speaks to the importance of acknowledging uncertainty

in confounder selection.

Table 3.4: Estimated marginal hazard ratio for major bleeding events in dabigatran takers
Estimate Bootstrap SE Bootstrap 95% CI

MA-KM 0.733 0.039 [0.671, 0.820]
MA-PSM 0.732 – –
KM(PIP>0.5) 0.731 – –
PSM(PIP>0.5) 0.732 – –
KM(LASSO) 0.740 – –
PSM(LASSO) 0.724 – –
KM(all) 0.742 – –
PSM(all) 0.734 – –

Figure 3.4: Posterior inclusion probability for each potential confounder in safety com-
parison

3.5 Discussion

We proposed a model averaged matching estimator to estimate the effect of a treatment

in observational studies. The method accounts for the uncertainty in confounder selec-

tion using BMA. Following the BAC approach proposed by Wang et al. (2012) and Wang

et al. (2015), our proposed method jointly considers a treatment model associating the
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treatment variable with the vector of potential confounders and an outcome model relat-

ing the outcome to the treatment variable and the potential confounders, and specifies a

prior distribution on the model space such that any potential confounder that is signif-

icantly associated with the treatment in the treatment variable will a priori have a large

probability of being included in the outcome model as well.

However, our method differs from BAC in that we do not perform confounder se-

lection and treatment effect estimation at the same time, as such a practice is vulnerable

to model dependence and may result in biased treatment effect estimate. Instead, our

method only uses the BAC approach to estimate posterior model uncertainty, and per-

forms parameter estimation separately. In order to avoid model dependence, we pro-

posed to compute the model-specific treatment effect estimates in the BMA framework

using matching estimators.

Through simulations, we have demonstrated the validity of our method, and have

shown that it performs at least as well as some other widely employed methods that do

not take into account the uncertainty in confounder selection. While our method success-

fully accounts for model uncertainty and avoids model dependence, it does have certain

limitations. First, an MC3 algorithm is needed to estimate the posterior model proba-

bilities, which can be computationally intensive for large n. This is, however, a com-

mon problem faced by Bayesian methods that require Monte-Carlo simulations. Second,

any shortcoming of matching estimators would carry over to our method. For example,

matching methods usually require substantial overlap in terms of baseline characteristics

between treatment groups, which is usually satisfied in large samples, but not always

guaranteed in small samples. A problem associated with this fact is that when the over-

lap is narrow between the treatment groups, then some treated subjects may need to be

pruned from the sample, and in our case, since multiple models in the model space are

considered, a different set of treated subjects may be pruned under each distinct model,

leading to difficulty in the interpretation of the final model averaged matching estimate.

Finally, while matching provides a useful way for the estimation of average treatment

effect on the treated subpopulation, estimation of any causal quantity for the entire pop-

ulation is not possible.
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Rare and low frequency variant stratification in the UK population: Description and

impact on association tests. PLoS ONE 7.

BARBIERI, M. M. and BERGER, J. O. (2004). Optimal predictive model selection. Annals

of Statistics 870–897.

BAYE, T. M., HE, H., DING, L., KUROWSKI, B. G., ZHANG, X. and MARTIN, L. J. (2011).

Population structure analysis using rare and common functional variants. In BMC pro-

ceedings, vol. 5.

BELLONI, A., CHERNOZHUKOV, V. and HANSEN, C. (2014). Inference on treatment effects

83



after selection among high-dimensional controls. The Review of Economic Studies 81 608–

650.

BENDER, R., AUGUSTIN, T. and BLETTNER, M. (2005). Generating survival times to sim-

ulate cox proportional hazards models. Statistics in medicine 24 1713–1723.

BESAG, J. (1986). On the statistical analysis of dirty pictures. Journal of the Royal Statistical

Society. Series B (Methodological) 48 259–302.

BODMER, W. and BONILLA, C. (2008). Common and rare variants in multifactorial sus-

ceptibility to common diseases. Nature genetics 40 695–701.

BOYD, A., GOLDING, J., MACLEOD, J., LAWLOR, D. A., FRASER, A., HENDERSON, J.,

MOLLOY, L., NESS, A., RING, S. and SMITH, G. D. (2012). Cohort profile: the ’children

of the 90s’the index offspring of the Avon Longitudinal Study of Parents and Children.

International journal of epidemiology 42 111–127.

BRESLOW, N. E. and CLAYTON, D. G. (1993). Approximate inference in generalized linear

mixed models. Journal of the American statistical Association 88 9–25.

CAMPBELL, C. D., OGBURN, E. L., LUNETTA, K. L., LYON, H. N., FREEDMAN, M. L.,

GROOP, L. C., ALTSHULER, D., ARDLIE, K. G. and HIRSCHHORN, J. N. (2005). Demon-

strating stratification in a European American population. Nature genetics 37 868–872.

CARDON, L. R. and PALMER, L. J. (2003). Population stratification and spurious allelic

association. The Lancet 361 598–604.

CHEN, H., WANG, C., CONOMOS, M. P., STILP, A. M., LI, Z., SOFER, T., SZPIRO, A. A.,
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