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Abstract 

Pathologists diagnose tumor biopsies under the microscope, navigating different 

levels of magnification to survey cellular composition, local glands, and global tissue 

landscapes across a slide. Recently, digital whole slide images (WSI) were approved by 

the FDA for use in clinical diagnosis by pathologists. Deep learning can be used to 

classify histology tissue images based on pathological representations to augment in 

clinical diagnoses and potentially prognoses. 

Digital scans of hematoxylin and eosin (H&E) biopsies are used in pathology 

image analysis, inclusive of cell and tissue segmentation, and extraction of expertly 

annotated features for classification with machine learning. Deep learning encodes 

several features of these images by using artificial neurons constructed in multiple layers, 

without the need for handcrafting features. There is an opportunity to leverage deep 

learning to characterize the tumor immune microenvironments (TIME) and to stratify the 

diagnoses of actionable biomarkers from biopsy images. 

The current implementation of deep learning models largely based on training 

select patches of whole slide images (WSI) is often at odds with pathology criteria of 

evaluating the TIME across the whole biopsy, particularly in precision medicine of drugs 

that target specific tumor mutations. The impact of tumor heterogeneity, stromal activity, 

immune infiltration cells, and other cells in the tumor microenvironment requires deep 

learning surveillance across wholes slides rather than just patches.   
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In this research, we integrate multiple magnification levels of the H&E biopsy 

slides to encode as much TIME information as possible in the deep neural network layers 

to improve the diagnostic task of predicting and classification of tumor proliferation. 

In a novel approach that we have named the Digital Biopsy, we could traverse 

both the epithelial level and the cellular level, spanning the whole tissue landscape. Using 

breast cancer biopsy images from the TCGA database, as curated by the TUPAC16 

Challenge, we found that convolutional neural network (CNN) classifiers trained on 

Digital Biopsies generalized better with a micro-average AUROC = 0.89 and quadratic 

weighted Cohen Kappa score of k = 0.774 compared to the benchmark of k = 0.567 that 

utilized individual level patches in the task of classifying mitotic score counts from 

pathology images. 

Our results open possibilities to maximize biopsy information from pathology 

images, accessing cell type changes and tumor immune responses influenced by genomic 

profiles. We marry the concept of the physical biopsy under the microscope into a digital 

framework that can thrive in AI and TIME studies, impacting clinical immune therapy 

treatments. The feasibility of our workflow mitigates the challenge of requiring a large 

amount of data for training deep learning models for every whole slide sample. As the 

notorious black boxes of deep learning are further opened, Digital Biopsies can help with 

interpretable AI diagnostics and generalizability across datasets.
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Frontispiece  

Tumor profiling from whole slide pathology images using deep learning. 
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Chapter I.  

Background 

The golden standard for clinical diagnosis is histopathology slide analysis. 

Traditionally performed under the microscope by pathologists, technology has paved way 

for digital versions of these microscope slides (Tizhoosh & Pantanowitz, 2018). The 

actions of zooming into the slide at different levels using microscope objective lenses, 

usually including 4x, 10x, 20x, 40x and up to 100x magnification times, can be replicated 

on a computer screen using digital slide analysis software (Boyce, 2017). Digital slides 

have long been used for research studies, utilizing computational image analysis 

(Madabhushi, 2009). Recently, the FDA approved the use of digital pathology software 

modules as alternative to glass slides for primary diagnosis, paving way for clinical use 

(Boyce, 2017). The capacity for remote reviewing and reporting of pathology slides 

proved critical during the COVID-19 pandemic, as pathologists could complete their 

work without complete need for being onsite. 

Digital slides aid pathologists in their diagnostic and research work. Effective 

computational image analysis should also streamline histopathology tasks, while talks of 

potentially replacing pathologists mostly serve as a distraction. Oncologic pathology 

tasks involve the diagnostic and prognostic assessment of cancer tissue, often in form of 

biopsies (Reading a Pathology Report, 2013). The tasks include tumor grading and 

staging, and with the advent of precision medicine, association with molecular and 

genomic status. Biopsies from tissue specimen are the sure way of diagnosing most 
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cancers (Reading a Pathology Report, 2013). Biopsy samples are analyzed by 

pathologists under the microscope in the laboratory, and via digital slide imaging, to 

determine whether the cells are cancerous. These samples are also analyzed to determine 

the type of cells involved in the breast cancer, the aggressiveness (grade) of the cancer, 

and whether the cancer cells have hormone receptors or other molecules that show which 

genes may be activated, changed, or missing (Dai et al., 2016). The extent of the cancer, 

referred to as the stage, also helps in determining prognosis and the best treatment 

options. 

Tumor proliferation is a measure of the increase in the number of cells, as a 

result cell growth and cell division (Veta et al., 2019). The assessment of tumor growth is 

an essential prognostic biomarker, where aggressive tumors are associated with worse 

outcomes compared to slowly proliferating tumors (Veta et al., 2019). These biomarkers, 

along with other comprehensive tests, help in characterizing the decisions on precise 

treatments for individual patients (Ginsburg & Phillips, 2018)(Schwartzberg et al., 2017). 

However, not all patients have the need or access to all the possible tests and procedures 

(Reading a Pathology Report, 2013). Practically, limited tissue specimen result in 

essential tests being prioritized. Doctors figure out specific tests based on specific 

circumstances which also involve symptoms and clinical history. Tumor grading is an 

essential assessment that must be included in the pathology report, and the grade is highly 

correlated with cell proliferation. 

The grade describes how much cancer cells deviate from looking like healthy 

cells when viewed under a microscope. Pathologists compare the cancerous tissue with 

healthy tissue, which usually contains many different types of cells grouped together. If 
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the cancer looks like healthy tissue and contains different cell groupings, it is considered 

³GLIIHUHQWLaWHG´ RU a ³ORZ-JUaGH WXPRU.´ II WKH caQcHURXs tissue looks very different from 

KHaOWK\ WLVVXH, LW LV caOOHG ³SRRUO\ GLIIHUHQWLaWHG´ RU a ³KLJK-JUaGH WXPRU.´ TKH caQcHU¶V 

grade is very important in helping the doctor predict how quickly the cancer will spread. 

Other factors also impact the rate of tumor proliferation. IQ JHQHUaO, WKH ORZHU WKH WXPRU¶V 

grade and the slower the rate of proliferation, the better the prognosis. (Stages of Cancer, 

2010). In addition to tumor size and lymph node status, mitosis counting is a prominent 

way to assess the tumor grade, and has been shown to have high correlation with 

prognosis (Veta et al., 2019)(Cree et al., 2021). As different types of cancer have 

different methods to assign a cancer grade, this type of analysis is focused on specific 

tissue types, and often subtypes of the cancer. 

Given the basis on morphological quality and quantity assessment for 

determining the rate of tumor growth, coinciding with the large-scale digitization of 

pathology slides, grading is a task that is ready for computational image analysis. Several 

algorithms have been explored in research, from analyzing manually handcrafted features 

to fully automated workflows (Munir et al., 2019)(Srinidhi et al., 2019) (Janowczyk & 

Madabhushi, 2016). The report from the TUPAC Challenge lists the top 12 teams that 

tackled the task for the mitosis count based score. Several teams (156) initially signed up 

for the challenge but only a handful successfully submitted results, likely due to well 

documented challenges in analyzing WSI, especially automated solutions (Tizhoosh & 

Pantanowitz, 2018). This project takes a practical approach to completing tasks 1 and 2 of 

the TUPAC Challenge, using whole slide images and deep learning techniques. 
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Chapter II.  

Data Accessing, Profiling and Exploration 

2.1 TUPAC Data Profile 

The Cancer Genome Atlas (TCGA) is a public database housing a catalogue of 

genetic mutations responsible for cancer, along with their genomic and molecular 

profiles. The samples include diagnostic biopsies and whole slide tissue images. There 

are 33 cancer types on TCGA, characterized within over 20,000 samples along with 

matched normal types. World Health Organization reports that breast cancer became the 

most common cancer globally as of 2021, and after lung cancer it is the second leading 

cause of cancer death in women. For the breast cancer type on TCGA, there are 778 

samples of ductal carcinoma along with 201 samples of lobular carcinoma. The Tumor 

Proliferation Assessment (TUPAC) Challenge, initiated in 2016, utilizes breast cancer 

data from the TCGA to evaluate competing teams across the world on tasks of predicting 

tumor proliferation from whole slide pathology images. The organizers provide 500 

breast cancer cases from TCGA in a training dataset of whole slide images paired with 

known tumor proliferation scores. The two main tasks involve assessing algorithms that 

predict proliferation score based on mitosis counting by pathologists and based on 

molecular proliferation. In the latter case, the score is the mean RNA expression of 11 

proliferation-associated genes, linked to cell cycle progression. While this provides a 

more objective measure of the score, sequencing is not always available for samples, 

especially in historical research context. The most common measure of the score, mitosis 

counting, involves pathologists counting the number of cells actively dividing as seen 

under a high-power field (HPF) that conventionally uses the ×40 objective, giving an 
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overall magnification of ×400 with a 10× eyepiece. Actively dividing nuclei are 

visualized as dark spots under the HPF on H&E stains, representing irregular nuclei and 

clumping chromatin.  

 

Figure 1. Example of mitotic cells, as dark spots under the 40x HPF. 

The green arrows show examples of mitotic cells in the 40x image patches. Densely 
clumped nuclei can be seen, with high contrast compared to other cells, regardless of the 
stain intensity and coloration.  

Within the bounds of a region of interest (tumor hot spot identified at low power), 

pathologists will assign scores of either 1, 2 or 3 that correspond with good to bad 

prognosis. Practically, score 1 equals less than 6 mitotic cell counts in 10 consecutive 

high power fields, while score 3 means a count of more than 10 mitoses in the 10 

consecutive fields. The score of 2 corresponds to intermediate cases. The dataset is 

provided with these ranked-classification labels as well as continuous labels for the 

molecular scores. 
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Figure 2a. The distribution of the dataset proliferation labels for n=821 images.  

The classes are imbalanced with n=383 cases (with a mitotic score of 1), n=194 (score 
2) and n=244 (score 3). The box-plot shows molecular scores increasing with the 
increasing mitosis score. 

 

Figure 2b. Molecular score distribution per mitosis class 

The mean molecular score for class 1 at -0.408 is lowest for the 3 classes, while mean for 
class 2 is -0.112 and highest for score 3 at 0.181. The total mean molecular proliferation 
score for the dataset is -0.176 with a standard deviation of 0.428. 
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Table 1. Distribution the training and testing datasets 

 
The data was randomly split into training and testing, stratified across the three classes 
of the mitotic score. The mean molecular score is slightly higher in the test that train set. 
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2.2 Accessing the Data 

The data for this work was downloaded from google drive links provided by the 

TUPAC Grand Challenge website. The training data of 500 images reaches up to 490GB, 

where the whole slide images are stored in the form of Aperio .svs file format. The 

structure of .svs files is such that images are stored in a multi-resolution pyramid, where 

pathologists and analysts can zoom in and out when viewing the images digitally. SVS 

files can be described as single-file pyramidal tiled TIFF, with non-standard metadata and 

compression. The size of the large resolution level can reach up to 50,000 by 50,000 

pixels, posing a challenge for transferring, storage and efficient analysis with automated 

algorithms. There are several open-source software for viewing the whole slide images, 

including ImageScope from Aperio. For programmatic access to the images, openslide is 

one of the common libraries used in python for pathology image operations. This project 

made use of openslide and we describe some functionality in the data exploration section. 

For efficient download from Google Drive, the open source Linux / Unix command line 

tool gdrive was used. Installation is done via GO language, with the command: 

go get github.com/prasmussen/gdrive 

Gdrive provides a fast download recursively from folders on Google Drive, with 

minimal latency. Once installed, the following command requires the google drive file or 

folder id, along with the local path for storing the images.  

gdrive [global] download query [options] <fileId> 

The training image data for the TUPAC challenge is located at the Google drive 

link: https://drive.google.com/drive/folders/0B--ztKW0d17XYlBqOXppQmw0M2M?resourcekey=0--

55Az4oiAslhMrvf8y0x_Q where folder id=0B--ztKW0d17XYlBqOXppQmw0M2M. 
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The following command downloads all 500 images to the current local folder.  

gdrive download -r 0B--ztKW0d17XYlBqOXppQmw0M2M  

Alternatively, download can be achieved by wget, a computer program that 

retrieves content from web servers. The following command can be run to download a 

large file with id=FILEID into a specific name=FILENAME. Looping the command will 

get multiple files. 

wget ² load-cookies /tmp/cookies.txt 

³https://docs.google.com/uc?export=download&confirm=$(wget ² quiet ² 

save-cookies /tmp/cookies.txt ² keep-session-cookies ² no-check-

certificate µhttps://docs.google.com/uc?export=download&id=FILEID' -O- 

| sed -rn µs/.*confirm=([0±9A-Za-z_]+).*/\1\n/p¶)&id=FILEID´ -O 

FILENAME && rm -rf /tmp/cookies.txt 

This approach requires that the file ids be known upfront. A custom google script 

ZaV GHYHORSHG WR OLVW aOO WKH 500 ILOH LG¶V. SLQcH PXOWLSOH ILOHV caQQRW bH downloaded 

directly from a single folder without looping, we recommend using the gdrive app for 

recursive download. 

2.3 Data Exploration 

The files are saved in svs format, and can be opened with openslide API in 

python. The OpenSlide object from the openslLGH cOaVV UHSUHVHQWV aQ µRSHQ ZKROH-slide 

LPaJH,¶ ZKLcK UHTXLUHV WKH filename parameter to open. A quick access to the slide 

landscape is to view the thumbnail using get_thumbnail, which gives an RGB thumbnail 

of the slide. Some properties include the level_count, which gives the number of levels in 

the slide pyramid, where level 0 is the highest resolution. Dimensions and scaling factors 
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of each level are given by level_dimensions and level_dowsamples, respectively. A useful 

property is read_region, which can be used to specify a region to extract as an RGBA 

Image, using the parameters location, level and size. The read_region property can be 

utilized to extract multiple patches in the region of interest. Several custom utility 

functions were developed to visualize the images and explore during pre-processing 

steps. Patches were extracted strategically from the large WSI and stored for modeling 

use. The torchvision library also provides functions for exploring the images, once they 

are saved in more friendly formats, such as tiff or png. 

 

Figure 3. Torchvision library quick access to image bunches 

It is important to visualize as many images as possible in bunches to ensure the right data 
is being used, assessing the extent to which further preprocessing might be required. 
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The training images were only provided along with the tumor proliferation labels 

for the two tasks, without any additional labels for the subtype or clinical data. The 

TUPAC dataset is a multicenter study, such that there is no single way of expecting tissue 

slide images. This poses a challenge for preprocessing steps that can consistently isolate 

the main tissue slice and viable region of interest.  

 

Figure 4. Random selection of whole slide images at 4x thumbnails 

Images showing the different tissue slice shapes, varying tumor ROI sizes and stain 
intensity. Several slides have more than one tissue slice, and some slides such as TUPAC-
TR-382.svs are annotated with a sharpie. 
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As seen in the random selection of cases in figure 4, some slides were manually 

annotated using sharpie markers by pathologists in the lab. Other slides have non-tissue 

debris and while many can have multiple tissue folding, large areas of stroma (non-

epithelial cell) and the darker epithelial areas (glands) where the tumor can be found. As 

is common with breast cancer morphology, most have significant bulky adipose tissue 

areas. While this heterogeneity in the dataset will increase training time, it will help with 

building robust models that can generalize across new datasets from various sites. 

Complex models that explores the molecular landscape might pick up on significant 

changes in the stroma and neighboring adipose tissue for signs of tumor proliferation and 

other prognostic measurements. Such activity that occurs outside of the tumor gland area 

is gaining further exploration and study in pathology research (Tyekucheva et al., 

2017)(Zhu et al., 2017), deep learning models need to also go beyond the tumor-only 

region of interest. 

Hematoxylin and eosin stain (H&E) is a classical histological technique used to 

highlight cells and tissue under brightfield light microscopy. Hematoxylin stains the 

nuclear material to a dark purple color, where the depth and intensity corresponds to 

nuclear activity. Eosin is the cytoplasmic counterstain, showing connective fibers and 

matrices in pink. Variation in H&E stains can be attributed to several factors beyond the 

biological morphology. Glands (epithelial regions) show as dark regions, and their 

density and regularity relate to the grade of the tumor. Other factors such as quality of lab 

staining technique, paraffin vs frozen tissue stains, time in stain, dilution of stain, and 

ultimately digital scanning technique impact the resulting color and intensity of scans. 

Pathologists look for relevant patterns and contrast ratios between known cells and 
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features of the same slide to practically normalize diagnosis from different labs, time of 

stain and quality of technique. Depending on the deep learning approach, a normalization 

step may be required before feeding inputs to the model, or as one of the intrinsic steps of 

the model.  

 

Figure 5. Decomposing the hematoxylin nuclear stain from the eosin counterstain 

Separating the H&E can reduce noise, clean up non-tissue areas or debris in the images 
and speed up training. The Macenko normalization was implemented within pytorch. 

Decomposition of the H&E stain to respective hematoxylin and eosin can be valuable in 

normalizing pathology images and cleaning up the background. Macenko et al., 

introduced a now widely used approach for normalizing pathology stains for quantitative 

analysis by correcting stain and intensity vector variation, using distribution thresholds of 

their respective histograms (Macenko et al., 2009). Since mitosis count is only done with 

hematoxylin intensity, it is possible to only use the hematoxylin layer for mitosis scoring 
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algorithms. It is important to note that pathologists can score the images despite variation 

in stain. 

 

Figure 6a. Mitosis score 1 sample images from 40x patches  

Low count of mitotic cells as defined by a count of less than 6 mitotic cells in 10 
consecutive high power fields within a tumor rich ROI under the microscope is assigned 
to mitosis score 1 by pathologists. 

 

Figure 6b. Mitosis score 2 sample images from 40x patches  

The average count of mitosis score 2, is assigned when the mitotic cell counts are 
between 6 and 10, over 10 consecutive high power fields in the tumor ROI. 
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Figure 6c. Random sample of 40x patches from the mitosis score 3 class 

Mitosis score 3 images are more likely to have higher frequency of actively dividing cells. 
The classes were assigned by pathologists as they count the visible dark spots under the 
high-power field. 

   

Figure 7. Distribution of the tumor proliferation scores  

Mitosis count scores assigned by pathologists correlate with the molecular scores from 
RNA expression of the proliferation genes. The non-linear separation of the classes based 
on molecular scores account for the subjective differences between pathologists and 
random measurement discrepancies. 

The differences between expert counting and objective molecular scores show 

there is more than one sure way of accounting for tumor proliferation. Computational 

scoring methods often attempt to mimic the approach done by pathologists, combining 
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manual steps of identifying regions of interest then calculating dark spots of mitosis 

within the H&E slides. Deep learning approaches have the potential to apply fully 

automated approaches, and an end-to-end solution using whole slides would be practical 

in the clinical and research settings. 
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Chapter III.  

Methods and Experiments 

3.1 Deep Learning Models 

Deep learning revolutionized the field of data modeling and analytics, in domains 

of visual object recognition, object detection and beyond. Deep learning models work by 

discovering intricate structures in large datasets, changing internal parameters by way of 

backpropagation across multiple layers. These network layers work similarly to the firing 

of biological neurons, where they can either be activated, deactivated, or somewhere in 

bHWZHHQ, GHSHQGLQJ RQ WKH LQSXW¶V aVVRcLaWLRQ ZLWK a Gesired output. Each layer is thus a 

function that can be connected to other layers, forming a composition of many functions 

approximating some unknown function f. The goal of a neural network is to define a 

mapping f (X; W) of an input X and learn the parameters W that result in the best 

approximation of the function. The neural network is thus layers of nodes that learn to 

map examples of inputs to outputs. An image classifier, y = f(X) would map the input X 

(pixel array) to a category y such as mitosis score. This definition constitutes feedforward 

networks as information is propagated forward from X via multiple layer computations of 

the function f until the output y. Recurrent neural networks are the alternative where 

feedback connections are considered.  

Parameters of the models are weights and biases used determine how activations 

on these layers are computed, by way of assigning importance for the given task. 

Activation functions take summations of these weights and their given inputs to decide if 

a node is active or not. While linear functions are easy to compute, they do not achieve 

remarkable results for complex tasks. The breakthrough with non-linear activation 
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functions, particularly the use of rectified linear activation units (ReLU) was a major 

milestone in deep learning, greatly improving the performance of feedforward networks 

and their adoption for routine development of models with deep layers. At the heart of 

deep learning is the algorithm that calculates the gradient for changing these parameters 

as they compute the representation from layer to layer while the model is being trained. 

Examples of these optimization algorithms include Stochastic Gradient Descent (SGD), 

RMSprop, Adam optimizer, Adagrad, Adadelta and many others. With many examples 

and repetitive learning, extracted feature representations get associated to the 

fundamentals of the input dataset, as well as key differences across labelled classes in 

supervised learning. This training process is both an art and a science since the 

architectures and parameters are too many to manually predetermine, but also technically 

efficient algorithms such as gradient descent are required to optimize the parameter 

search. Previously only used in parameter search, gradient descent is being extended to 

neural architecture search in approaches like AutoML, that subsequently do away with 

predetermining the model architecture. 

Fundamentals of deep learning are best described by Ian Goodfellow, Yoshua 

Bengio and Aaron Courville in the Deep Learning book (Goodfellow et al., 2016), and 

best introduced in the Nature paper, Deep Learning by Yann LeCun, Yoshua Bengio and 

Geoffrey Hinton (LeCun et al., 2015). 

3.1.1 Convolutional Neural Networks (CNN) 

Convolution is a mathematical linear operation that is more specialized than 

general matrix multiplication. Convolutional neural networks (CNNs) are models that 

utilize this convolution method of calculations in one of their layers. The convolution 
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approach works extremely well on grid-like topology data types, which includes image 

data that are considered as 2-D grid of pixels. CNN models spearheaded the current 

success in practical applications of deep learning. State-of-the-art models are often a 

combination of finding the best architecture of the basic convolutional building blocks 

and either the efficient solutions to convolution or massive computational resources to 

accommodate millions to billions of parameters. 

Convolution makes use of kernels, which are matrices of weights that slide across 

the input grid, multiplying individual cells differently to extract and enhance latent 

features of the input. This input can be an image, where a given kernel is passed across 

the image pixels in 2 dimensions, giving an intermediated output that may resemble a 

blurred image, sharpened image, or enhancement of relevant features. Outputs of this 

kernel operation can be multiplied by the next kernel of a new layer, propagating image 

features that the model will eventually learn to map to the final layer output. In deep 

learning, these kernel weights are not predetermined, rather learned by iterative 

optimization.  

In a network layer, a single 2D kernel can be used or multiple kernels can be 

concatenated by means of filters that form 3D matrices. For the most part, intermediate 

layers are not easily interpreted as human readable features, but in some cases visualizing 

these layers reveal some pixel patterns of the original image that were propagated. The 

field of interpretable AI is exploring ways of continuing to understand and even intercept 

information passed across these layers. The challenge, particularly in medical image 

analysis, is the black-box nature of deep learning models. The opportunity is discovering 
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new features of images associated with patient outcomes that humans have not previously 

accounted for. 

 

Figure 8. Convolutions across input image 

Illustration of how the kernel is used to calculate feature maps of input pixel grid. The 
feature map can be used as input to the next layer, until the final layer where the outputs 
are probabilities that the original images belong to one of the annotated classes.  

Multiple kernels can be sequentially applied to an image input, performing 

convolutions across the 3D axis (length x width x channels), such that the output of each 

convolution produces a 2D activation feature map output. Multiple activation maps can 

be stacked together to form the 3D input to the next layer of the network. Outputs of 

neighboring groups of neurons from the same kernel within the output feature map can be 
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pooled across CNN layers. The pooling layers summarize these neighborhoods using 

grids of pooling units. Overlapped pooling reduces overfitting in these neural networks, 

along with other techniques such as data augmentation and dropout. Data augmentation 

artificially enhances the dataset by means of mathematical transformations that present 

the same training images to the model in different orientations. Rotations, random crops, 

reflections and resampling the RGB channels of the training images are examples of data 

augmentation techniques, increasing the size of the dataset and anticipating future 

changes in other general datasets (Lecun et al., 1998). This reduces dependence of the 

model extracting patterns only particular to the given dataset, reducing overfitting. 

Dropout is another effective regularization technique whereby neurons with a given 

probability are randomly dropped from the network to build resilience in the model. 

Introduced in 2014, dropout improves generalization of models on a wide range of 

datasets (Srivastava et al., 2014). Randomly dropping connections in the model ensures 

that activation of each feature is not dependent on a single node. Multiple redundant 

nodes should activate whenever a robust model is presented with a different dataset with 

similar fundamental features.  

While inputs can differ in scales, technical measurements, and other deviations, 

normalizing inputs before feeding into the model can reduce the measurement biases. In 

deep learning, the term batch normalization is especially reserved for the technique of 

standardizing mini-batch inputs during training such that deep layers are not sensitive to 

initial random weights. Internal covariate shift occurs when the distribution of inputs 

change as weights are updated after each mini-batch training, causing the model to 

bounce around and take a long time to train. Batch normalization is common technique 
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implemented in CNN architectures to accelerate the training of deep networks (Ioffe & 

Szegedy, 2015).  

The architecture of the model describes the sum, combination, and connectivity of 

various layers, based on their kernels or filters, activation functions, dropout rates, and 

direction of propagation. We define a list of common layers that can be stacked and used 

in building CNN models. 

 

x Convolution (CONV) ± fundamental building block of CNN, performing 

PaWKHPaWLcaO µcRQYROXWLRQ¶ PXOWLSOLcaWLRQ RI PaWULcHV. 

x Activation function (eg. RELU) ± non-linear summations of weights and their 

given inputs to decide if a node (layer) is active or not. 

x Pooling (POOL) ± functions to systematically reduce the dimensions of the 

input spatial size, reducing parameters and computation. 

x Fully-connected (FC) ± applied at the end of the network sequence, where 

activations of the FC are all connected to the previous layer. 

x Batch Normalization (BN) ± technique for standardizing mini-batch inputs to 

accelerate deep learning model training, minimizing internal covariate shift 

after weights update. 

x Dropout (DO) ± regularization to prevent overfitting by introducing 

redundancy in feature activation nodes. 
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Hidden layers are all the layers found between the input and output of the model, 

performing the non-linear transformations. LeNet-5 is considered a pioneering CNN 

model, that was presented in 1998, using 7 layers in its architecture (Lecun et al., 1998). 

 

Figure 9. Architecture of LeNet-5 by Lecun et al., 1998 

LeNet-5 was successful in classifying handwritten digits. The figure shows the 7 layers 
after the inputs point, illustrating convolutions across the layers and the sizes of the 
resulting feature maps represented by each plane. 

Following LeNet-5, several CNN architectures have been introduced over the 

years, often with deeper layers and more trainable parameters. The success with such 

large models has been supported by major improvements in infrastructure, such as use of 

GPU and abstraction of complex implementation of tensors, such as the Keras API on top 

of tensorflow. Prominent computer vision architectures include AlexNet, VGG Net, 

GoogleNet, ResNet and RCNNN. Benchmark for image recognition is commonly based 

on the ImageNet dataset (Russakovsky et al., 2015). 
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Table 2. Accuracy and number of parameters of prominent architectures on ImageNet 

Architecture 
No. of 
Parameters 

Top 5 
Accuracy 

Top 1 
Accuracy 

AlexNet 62.4M 84.60% 63.30% 
VGG16 138.4M 91.90% 74.40% 
GoogLeNet 23M 92.20% 74.80% 
ResNet-152 25M 94.29% 78.57% 
Densenet 8M 93.34% 76.39% 
Xception 22.9M 94.50% 79.00% 
    

Top 5 accuracy and top 1 accuracy metrics on ImageNet Large Scale Visual Recognition 
Challenge (ILSVRC).  

Top-1 accuracy refers to the straightforward approach of assessing models based 

on the one class predicted with the highest probability matching the target label of the test 

data. Top-5 accuracy on the other hand, assesses whether the target label is among the 

five classes predicted with highest probabilities. This approach is best used on datasets 

with many labelled classes, such as ImageNet with over 1000 classes. In most cases, the 

models at least show the rationale behind the top five predictions, such as grouping fruits 

in the top five classes when asked to predict the raspberry class.  Practically, datasets for 

a specific task usually have fewer classes to assess, such as 3 classes for mitosis scores in 

the TUPAC dataset. ImageNet was set up to crowdsource the advancement of deep 

learning using very large datasets (Russakovsky et al., 2015).  

One of the biggest breakthroughs came in 2012 when the 7-layer AlexNet 

convolutional neural network outperformed the competition, achieving 84.6% top-5 

accuracy. The official ImageNet competition is run annually as the ImageNet Large Scale 

Visual Recognition Challenge (ILSVRC). As figure 10., from the website 
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paperswithcode.com shows, there are significantly more models assessed on the ILSVRC 

benchmark in the past five years. 

 

Figure 10a. Top-1 accuracy on ILSVRC from 2011 to 2021 

AlexNet significantly outperformed the previous models in 2012-2013. ResNet models 
have been popular since 2017.  

 

Figure 10b. Top-5 accuracy on the ILSVRC challenge from 2011 to 2021 
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ResNet variations have been popular top performers since their introduction in 2016. 
Note that DPN-131 takes the approach of combining ResNet principles with DenseNet. 

Another breakthrough in deep learning came by the introduction of Residual 

Networks (ResNet) (K. He et al., 2015). Many deep learning networks following the idea 

that the more layers added the better the accuracy, started facing the problem of 

exploding or vanishing gradients. These models rapidly degraded with more complexity 

of the models since identity mapping which allows real feature detection and data 

compression was difficult to estimate using y = f(X). With complexity, the models 

resolved to memorizing training inputs without learning feature extraction, such that 

more layered models were performing poorly than their few layer counterparts. When 

these layers are being connected along, if the activation weights are zero, then 

information from that layer is lost (K. He et al., 2015). ResNets resolved to estimating the 

function y = f(X) + X. This is described as the shortcut-connection, which made identity 

mapping work with deep learning. The residual function carries forward information via 

the shortcut-connection introduced, producing the identity mapping when the weights are 

zero and making sure the function is still differentiable for gradient training (K. He et al., 

2015). 
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Figure 11. Residual learning building block  

The ResNet building block as depicted in original paper (left), and skipped connection 
representation (right). The curved arrow shows the shortcut-connection.   

Given their effective use for deep learning, ResNet models are quite popular 

across different image domains, and were selected as sufficient feature extraction 

backbone for the mitosis scoring task in this project. Intuitively, information from layers 

that encode global features of the tumor landscape is still propagated even through layers 

that theoretically handle counting cells with dark chromatin. In our project, the use of 

various layers of the ResNet networks did not make a significant difference in the final 

accuracy, given more training time for deeper layered models. ResNet50 was used as the 

default for faster training during development. Starting with small sized models reduces 

the cost, while the sizes and complexity of the ResNet models can be scaled up if further 

accuracy is desired and more resources are available. The Keras API made available 

ResNet50, ResNet101, ResNet152, ResNet50V2, ResNet101V2, ResNet152V2. Table 3 

shows the list of all pre-trained models available in Keras, along with their sizes, 

inference step times and benchmarks on the ILSVRC. 
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Table 3. Keras Applications (models) available via the API  

Model Size Top-1 
Accuracy 

Top-5 
Accuracy 

Parameters Depth 
Time per 

inference 
step (CPU) 

Time per 
inference 

step (GPU) 

Xception 88 MB 0.790 0.945 22,910,480 126 109.42ms 8.06ms 

VGG16 528 MB 0.713 0.901 138,357,544 23 69.50ms 4.16ms 

VGG19 549 MB 0.713 0.900 143,667,240 26 84.75ms 4.38ms 

ResNet50 98 MB 0.749 0.921 25,636,712 - 58.20ms 4.55ms 

ResNet101 171 MB 0.764 0.928 44,707,176 - 89.59ms 5.19ms 

ResNet152 232 MB 0.766 0.931 60,419,944 - 127.43ms 6.54ms 

ResNet50V2 98 MB 0.760 0.930 25,613,800 - 45.63ms 4.42ms 

ResNet101V2 171 MB 0.772 0.938 44,675,560 - 72.73ms 5.43ms 

ResNet152V2 232 MB 0.780 0.942 60,380,648 - 107.50ms 6.64ms 

InceptionV3 92 MB 0.779 0.937 23,851,784 159 42.25ms 6.86ms 

InceptionResNetV2 215 MB 0.803 0.953 55,873,736 572 130.19ms 10.02ms 

MobileNet 16 MB 0.704 0.895 4,253,864 88 22.60ms 3.44ms 

MobileNetV2 14 MB 0.713 0.901 3,538,984 88 25.90ms 3.83ms 

DenseNet121 33 MB 0.750 0.923 8,062,504 121 77.14ms 5.38ms 

DenseNet169 57 MB 0.762 0.932 14,307,880 169 96.40ms 6.28ms 

DenseNet201 80 MB 0.773 0.936 20,242,984 201 127.24ms 6.67ms 

NASNetMobile 23 MB 0.744 0.919 5,326,716 - 27.04ms 6.70ms 

NASNetLarge 343 MB 0.825 0.960 88,949,818 - 344.51ms 19.96ms 

EfficientNetB0 29 MB - - 5,330,571 - 46.00ms 4.91ms 

EfficientNetB1 31 MB - - 7,856,239 - 60.20ms 5.55ms 

EfficientNetB2 36 MB - - 9,177,569 - 80.79ms 6.50ms 

EfficientNetB3 48 MB - - 12,320,535 - 139.97ms 8.77ms 

EfficientNetB4 75 MB - - 19,466,823 - 308.33ms 15.12ms 

EfficientNetB5 118 MB - - 30,562,527 - 579.18ms 25.29ms 

EfficientNetB6 166 MB - - 43,265,143 - 958.12ms 40.45ms 
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Model Size Top-1 
Accuracy 

Top-5 
Accuracy 

Parameters Depth 
Time per 

inference 
step (CPU) 

Time per 
inference 

step (GPU) 

EfficientNetB7 256 MB - - 66,658,687 - 1578.90ms 61.62ms 

 

Keras Applications are deep learning models that are made available alongside pre-
trained weights. These models can be used for prediction, feature extraction, and fine-
tuning. Weights are downloaded automatically when instantiating a model. Source: 
https://keras.io/api/applications/ 

ResNet models were superseded by EfficientNet models in 2020, which scaled up 

the training of CNNs in a more efficient manner. EfficientNet takes a systematic and 

µHIILcLHQW¶ aSSURacK b\ XQLIRUPO\ VcaOLQJ WKH VL]H RI WKH PRGHO GLPHQVLRQV XVLQJ 

compound coefficients, reducing the need for manually tuning the scale-up. EfficientNet-

B7 achieved state-of-the-art 84.3% top-1 accuracy on ImageNet, while being 8.4x smaller 

and 6.1x faster on inference than the best existing CNN at the time (Tan & Le, 2020). 

The current state of the art classifier on ImageNet dataset is ViT-G/14 (90.45% 

top 1 accuracy) trained with 1843 million parameters (Zhai et al., 2021), trivially edging 

out ViT-MoE-15B (90.35%) trained a whopping 14700 million parameters (Riquelme et 

al., 2021). Both approaches use transformers, defined as attention-based models that 

apply different weights to different regions of the input data. The increased complexity of 

model architectures, with minimal differences in accuracy reduces the focus of designing 

specific architectures for specific datasets, especially in exploratory studies. Development 

efforts can be redirected to making sure the right type and accurate data is utilized in 

specific domains like pathology. 
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3.1.2 Automated Machine Learning (AutoML) 

AutoML refers to the research that is targeting the application of deep learning 

models without extensive need for designing the topology of neural networks for specific 

tasks or expertly optimizing the model hyperparameters (X. He et al., 2021). It is driven 

in part by the desire to make deep learning accessible to non-experts in machine learning. 

AutoML is a fast-growing concept by which the tasks of data preparation, feature 

engineering, fine-tuning and architecture selection of baseline machine learning models 

are automated for a given prediction task. APIs like Auto-sklearn and TPOT have been 

popular for classical machine learning problems. For deep learning problems, neural 

architecture search (NAS) is proving powerful in automating the process of finding the 

best architecture for a given data type.  

NAS involves evaluating multiple architectures in parallel and adjusted based on 

the search algorithm converging to the best iteration (Elsken et al., 2019). Three main 

components of NAS involve defining the Search Space, the Search Strategy to 

implement over the search space and the Performance Estimation Strategy to feedback 

into the iterative loop. While NAS falls under automated machine learning, human 

expertise is still required to define the three components and implement the algorithm for 

given time and resources. 



 31 

 

Figure 12. Components of Neural Architecture Search 

The search space predefines the set of neural network architectures that can be selected 
using a defined search strategy. The selected architecture is evaluated and based on the 
performance estimation strategy, the feedback determines next iteration of the search 
strategy over the search space.  

The search space can specify the type of neural architectures a search strategy 

might discover. This space can be defined in terms of parameters that include the 

maximum number of layers, the type of layer operations (convolution, pooling, etc.), 

hyperparameters of the operations (filters, kernels, strides, etc.) and conditions of the 

search space. The simple form of a NAS model is a chain-structured neural network 

architecture, which is a sequence of layers from input to a specified n maximum layers. 



 32 

 

Figure 13. Illustrated example of different architectures spaces. 

Image source (Elsken et al., 2019). Each node in the graphs corresponds to a layer in a 
neural network, e.g., a convolutional or pooling layer. Different layer types are 
visualized by different colors. An edge from layer Li to layer Lj denotes that Li receives 
the output of Lj as input. Left: an element of a chain-structured space. Right: an element 
of a more complex search space with additional layer types and multiple branches and 
skip connections. 

Complexity in the NAS models can be introduced by way of shortcut-connections 

aQG VNLSSHG cRQQHcWLRQV, RU PXOWLSOH bUacKHV WR WKH SaWK RI WKH Oa\HUV¶ VHTXHQcH VXcK aV 

residual networks and dense networks (where previous layer outputs are concatenated). 

Cell search space approaches involve stacking pre-built blocks of networks to build a 

final architecture. The search strategy looks for cells, best convolutional layers as 

evaluated by the performance estimation strategy, that are stacked together in copies of 

the cell but with different parameters for each cell (Zoph et al., 2018). Google Brain 
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developed transferrable CNN architectures for scalable image recognition, NASNet 

model, which in 2017 achieved state-of-the-art accuracy of 82.7% top-1 and 96.2% 

top-5 on ImageNet. They introduced the ScheduledDropPath regularization technique, 

along with the NASNet models (Zoph et al., 2018). 

NASNet is available in the Keras API with pre-trained weights on imagenet, and 

can be used for transfer learning. For our experiments, NASNet was not significantly 

superior in performance than ResNet. To leverage the full concept of AutoML, we 

implemented the AutoKeras API for training baseline models. AutoKeras is an efficient, 

easy to use, open source framework built with Keras to implement neural architecture 

search (Jin et al., 2019). AutoKeras is a good library to quickly check the deep learning 

performance on the dataset. 

3.1.3 CNN for Tumor Profiling 

Pathology image analysis is challenged by the different level of biological detail 

required at multiple magnification. Most information is within the cellular level at high 

magnification. To access this detail, multiple patches (up to thousands per image) are 

often extracted at 20x or 40x level and pooled together before feeding into the model or 

analyzed for a consensus score. While this patch approach can be computationally 

expensive, it accounts for the heterogeneity of the tumor, allowing for tumor rich ROIs to 

be analyzed. Traditionally machine learning approaches such as random forest and 

support vector machines are used to classify images based on handcrafted features or 

segmentation outputs. Handcrafted features describe lines, edges, specific shapes, as 

manually drawn by pathology domain experts. A third task for the TUPAC challenge 

required the detection of manually annotated mitosis cell counts. Several datasets for 
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tumor grading utilize this annotation approach. Semantic segmentation is an end-to-end 

task of masking shapes, texture and colors of different regions of the image. A 

segmentation algorithm can isolate individual cells, glands and non-tissue areas on a slide 

image. Statistical information about the color and intensity of the regions of interest can 

be summarized for each slide and fed to a machine learning algorithm for classification. 

This can be quite effective, but still requires experts to annotate and review the 

segmentation in the pre-processing step.  

The handcrafted step can be superseded by deep learning models that extract 

patterns and features from the images without explicit instruction. Convolutional neural 

networks can uncover such unrecognized features and are trained to prioritize 

biologically relevant patterns for classification tasks. CNN models achieve this task by 

passing each image pixel information through layers of convolution filters to create 

feature maps that characterize the presence of detected features in the input image 

(LeCun et al., 2015). The models learn to compute these feature maps in the context of 

the prediction task, updating self-parameters with more examples and repeated training. 

Training deep learning models thus requires thousands of images for good performance, 

with prominent examples like VGG and AlexNet having been trained on the ImageNet 

dataset of over 15 million images (Russakovsky et al., 2015).  

While the previously mentioned approach of extracting patches can provide 

enough examples for training given the gigapixel level of pathology whole slide images, 

large computing power and storage is required for the task. The use of graphic processing 

units (GPUs) and efficient programming methods like tensorflow and pytorch speeds up 

computation significantly. Deep learning models are boosted by transfer learning 
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approaches whereby information learned from a previous robust task can be transferred to 

a new task by way of predetermined starting weights even across domains. As such, 

information of how to perform feature extraction learned from large models like ResNet, 

AlexNet and VGG on non-biological images can be transferred to pathology image 

analysis with success. In this research, we utilize transfer learning via pytorch and via 

Keras to complete the task of mitosis score classification of the TUPAC dataset. 

 

3.2 Practical Implementation 

It is prudent to run quick tests that can show the loss improving on the dataset. 

AutoKeras is a great tool for implementing baseline models. Limited batches for initial 

training, faster training gradients, lower resolution images, smaller model architecture 

and automated hyper-parameter tuning can all speed up early tests before training robust 

models for deployment. Given the success of AutoML so far, predictions from AutoKeras 

can already be good enough for research, requiring minimal tuning of the top performing 

architecture. As shown in figure 7., the images and their labels are saved as their 

respective arrays and fed into the AutoKeras models via the tf.data.Dataset class.  
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Figure 14a. Preparing image arrays and labels for training and testing 

Images and corresponding labels are split into train and test sets, and reshaped into 
dimensions compatible for the dataset loading class in tensorflow. 

 

Figure 14b. AutoKeras neural architecture search implementation  

AutoKeras used to check deep learning prediction capacity on the dataset. For large 
dataset of n=2000 training images, the model runs for over 1 hour on cpu machine to 
complete one trial of 3 epochs, and significantly less on GPU enabled machines.  
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Figure 14c. Additional search customization in AutoKeras 

AutoKeras can be customized for the type of architectures searched, and used with 
Boolean decisions for normalizing and augmenting the data. 

Within the current project scope, the baseline model for classification is shown in 

figure 15., as implemented within tensorflow Keras library. Additional fine-tuning and 

customization can be done beyond the preliminary AutoKeras model. A pre-trained 

ResNet50 backbone is used for transfer learning, replacing the final layers for either 

regression or classification. The dropout rate impacts the risk of the model overfitting on 

the training set, such that biologically relevant features are prioritized by the model. 

Controlling the dropout rate is better for generalizability than pre-processed normalizing 

of the images to fit user expectations. Given the rarity of mitotic cells, pre-processed 

normalization might relegate the dividing cells to outlier values and dilute their impact. 
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Figure 15. Exploratory models implemented in Keras with ResNet backbone  

Transfer learning with ResNet backbone pre-trained on ImageNet. Toggle between 
classification and regression changes the loss function from cross entropy to mean 
squared error and the metrics from accuracy to rmse. 
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Figure 16. General CNN architecture on input pathology images 

Feature extraction is done by multiple convolution layers, using transfer learning from 
prominent architectures such as ResNet. The classification step utilizes final pooled 
features for linear connections to final output layer.  

Both classification and regression can be performed using this approach, by 

changing the number of final layer nodes as well as loss functions for training the model. 

The training time depends on the computing resources available to the user. GPU usage is 

recommended over CPU, and for more advanced projects, parallel distributed data 

loading improves efficiency. 
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Chapter IV.  

Results 

A custom, proprietary deep learning model built in PyTorch achieved over 85% 

classification accuracy on cross validated blind test data. The corresponding regression 

PRGHO acKLHYHG a SSHaUPaQ¶V R2 VcRUH RYHU 0.86. TKH PRGHOV ZHUH UHJXOaUL]HG aQG ILQH-

tuned to generalize on the multi-site TUPAC dataset. 

    

Figure 17a. Classification results for train and test per epoch.  

Both train and validation losses decrease with training epochs, while the accuracy 
increases. The confusion matrix shows the accuracy per class, from which precision, 
specificity and sensitivity can be calculated. 
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Figure 17b. Classification results confusion matrix.  

Both train and validation losses decrease with training epochs, while the accuracy 
increases. The confusion matrix shows the accuracy per class, from which precision, 
specificity and sensitivity can be calculated. 

      

Figure 18. Evaluation metrics formulae for the multiclass classification problem.  

The predicted labels are counted against the true labels to get the true positive (TP) and 
true negative (TN) rates, as well as the false positive (FP) and false negative (FN) rates. 
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Figure 19. Classification results of each class on the test set (n=364) images.  

Class 1 has the highest accuracy, recall and F-score. Class 2 has the lowest recall but 
retains high specificity since the model is reluctant to predict the middle class unless 
there is high certainty. The formulae largely straightforward for the binary case, must be 
considered as a summation of each component for a given class.  
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Precision gives the rate of how many positive predictions are truly positive, 

giving a measure of certainty with the positive predictions. Recall (also called sensitivity) 

considers how many samples are predicted positive out of all the positive samples, giving 

the models capacity to pick out all the positive results. Specificity is the measure of truly 

negative samples predicted out of all the negative samples. 

Another evaluation metric used is in the classification problem is the Receiver 

Operating Characteristic (ROC) curve and the Area Under the ROC (AUROC or AUC).  

 

Figure 20. ROC curves and AUC results on the test data (n=364) images.  
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Micro and macro average Receiver Operating Characteristic (ROC) curves are 
calculated for the three classes, with the area at 0.89 and 0.84 respectively. ROC curves 
are shown per class, with class 1 and 3 being more balanced (higher area) than class 2. 

The ROC is the ratio of the true positive rate (TPR) against the false positive rate 

(FPR), while AUC is the integral of ROC. Note that true positive rate is the same as 

recall. ROC are plots of the TPR and FPR at different decision boundary thresholds, 

where lower thresholds for each would maximize true positives, but also increase false 

positives. AUC combines the performance of the model across the classification decision 

thresholds, providing a general interpretation of the likelihood that the classifier correctly 

predicts a random positive example of the class (true positive) more than it predicts a 

random negative as positive (false positive). The higher the AUC, the more reliable the 

model at predicting the desired class.  

Since there is nominal hierarchy to the classes, where class 1 is the lowest mitotic 

VcRUH, cOaVV 2 PLGGOH aQG cOaVV 3 WKH KLJKHVW, LW¶V LPSRUWaQW WR HQVXUH WKH GHHS OHaUQing 

PRGHOV XQGHUVWaQG WKLV RUGHU. II a IaOVH SRVLWLYH PXVW bH SUHGLcWHG, LW¶V bHWWHU IRU WKH 

mislabel to be of an adjacent class than the one most different to the ground truth. In 

other words, between classes 1 and 3, it should be more reasonable to guess the middle 

class 2 which is closer to both classes. As the decision threshold is established during 

training, the agreements between false positive and false negative rates is worth keeping 

WUacN, aV WKLV LPSOLHV WKH PRGHO¶V OHYHO RI XQGHUVWaQGLQJ WKH cOass hierarchy. Cohen 

Kappa score expresses the level of agreement between two annotators on a classification 

problem (Cohen, 1960), and can be implemented in sklearn metrics. Our custom models 

achieved a quadratic weighted score of k = 0.774 compared to the benchmark of k = 
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0.567 from the TUPAC dataset (Veta et al., 2019). For the regression case, a separate 

custom model was built and trained give one continuous output instead of three 

probabilities of classifying the three classes. SSHaUPaQ¶V and PHaUVRQ¶V R values are used 

to calculate the correlated agreement. 

     

Figure 21a. Regression results train and test per epoch. 

The line plots show the loss decreasing for training and test, while accuracy increases for 
both. Training is shown for the first 100 epochs.  
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Figure 21b. Regression results plot versus ground truth. 

The statistical Pearson’s R value is used to measure correlation between the true values 
and predictions. The Pearson’s R value reaches up to 0.93 after 200 epochs. The R2 
score is calculated at 0.8682. 

 

Figure 22. Distribution of the regression outputs per class predictions 

Correspondence of the regression model against classification model predictions. Class 3 
predictions show skewed distribution towards higher molecular score predictions. The 
test results distributions are similar to the distributions of the train dataset shown in 
figure 2b. 
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Additional results are shown for the progression of the training, tuning, and 

evaluating the models. These results show the classic case of a model overfitting on the 

training data, as seen by the high accuracy and decreasing loss only on the training data, 

but with no progress on the test data. The deep learning model when overfitting, uses 

artifacts, random patterns, color, and texture to memorize the training data, without 

learning biologically relevant patterns. Carefully stratified train and test spilt ensures that 

class imbalance is addressed and images from the same patient are not in both train and 

test sets. Custom regularization, adjusting the learning rate within the optimizer and 

adjusting the dropout rate also helps with reducing overfitting.  

 

Figure 23a. Overfitting model train and test loss per epoch  

The train vs test losses diverge while the model does not learn to classify the test data. 
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Figure 23b. Improvement on overfitting by means of regularization 

Incrementally closing the gap between train and test by increasing regularization can be 
achieved at the expense of wide swings of good vs bad performance while training. 

 

Figure 23c. Co-integrated train and test metrics as models improve 

With more regularization and dropout, model is starting to pick up patterns that are both 
in test and train sets as seen by the long-run relationship between train and test plots. 
Other aspects including the specific architecture and data preprocessing become more 
important to ensure the relevant biological features are extracted by the model. 
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Chapter V.  

Discussion  

While deep learning offers opportunities for pathology image analysis, there are 

several challenges that come with the approach. The foremost challenge is the size of the 

dataset images. A single WSI image alone can be up to 5GB, which quickly adds up to 

tens of terabytes if enough images are to be used in classic deep learning approaches. 

While storage is becoming less of a limiting factor, given improvements in hardware ± 

both machines with large storage, external hard drives, and cloud storage, it is often a 

lengthy time for transferring these files and processing them for deep learning. After 

exploring multiple solutions, the gdrive software that was developed in GO language was 

most efficient for transferring the svs files from their google drive server storage. It also 

makes a big difference to use multiple processing cores for parallel transfer of files.  

The next challenge is processing the images to extract regions of interest within 

tumor rich areas. There are at least 3 reasons for using ROI in this way. Training models 

with the full high resolution WSIs would require extremely large models with millions of 

parameters to optimize. Down-sampling the WSI loses the cellular level detail that is 

essential for tumor profiling. Secondly, extracting ROIs may help with cleaning up the 

training images to minimize the noise from non-biological patterns. The entire landscape 

of the WSI often contains debris, artifact, and tissue folds that may impact deep learning 

feature extraction. Finally, pathology workflow inspired approaches must focus on the 

regions that are used by pathologists to make diagnosis under the microscope. Additional 

areas of predominantly stroma, or adipose tissue have sparse density of cells and do not 
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have the same rate of mitosis per field of view. By the definition of mitosis score, 10 

consecutive high-power fields are analyzed in the tumor dense areas. 

   While it makes sense to extract the extract the ROIs, crucial information may be 

lost when it comes to molecular and genomic tumor profiling from the images.  Tumor 

heterogeneity is the observation whereby tumor cells within the same tissue show distinct 

histologic appearances, including their morphology, gene expression and proliferation. A 

confined ROI may not give the full picture of heterogeneity. Molecular and genomic 

changes may start showing up before histologic changes are distinct under the 

microscope.  Deep learning may pick up on these early changes, quantifying the tumor -

genomic profiles on a more continuous basis. This adds some measure of uncertainty 

while classifying the images into few discrete classes. Tumor details are best defined by 

cellular, epithelial, and global tissue landscape. Pathologists accomplish the need for 

detail by zooming in and out under the microscope. 

Deep learning models can be trained with multiple images from multiple scales, 

or relevant features from these images. This multi-scale approach is what we explored 

with the custom model, to more successful results than single level images. The 

architecture of the model plays a big role in the accuracy of the model, with attention-

based transformer models currently outperforming the landscape. The size and 

complexity of these models make it difficult to specify details of the model. AutoML can 

be used to achieve significant results in exploratory studies, implementing automated 

neural architecture search.  Fully automated approaches present a challenge with regards 

to limited interpretability, particularly for quantitative tasks like mitosis scoring. There is 

more potential with genetic and molecular based scores, where complex relationships are 
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not exhaustively understood such that deep learning can be used for pattern discovery in 

the automatically extracted features with tumor profile significance. 

Public datasets and open competitions such as the TUPAC grand challenge can 

help with advancing the deep learning research in pathology image analysis. Privacy of 

medical data, along with intellectual protection of successful ideas, makes it difficult to 

open source solutions like the ImageNet data challenges. There is need for WSI 

benchmark datasets in pathology analysis, with labels beyond tumor vs non-tumor 

diagnosis. In addition to predicting the grade, stage and other macro-morphology based 

labels, genomic based scores are more practical for precision medicine.
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Chapter VI.  

Conclusion 

This project explored the deep learning technical approach to predicting tumor 

profiles from pathology whole slide images (WSI). Convolutional neural networks were 

utilized, by way of transfer learning and automated machine learning for the neural 

network architectures. Tumor proliferation was profiled, as measured by discretely 

classified mitosis count scores and alternatively by regression based continuous 

molecular scores from genomic profiling. The modeOV LPSOHPHQWHG LQ WHQVRUIORZ¶V Keras 

library and using AutoML approach via AutoKeras API were discussed. The advanced 

custom model implemented in PyTorch is not discussed within the current scope. The 

results from the advanced model are shown, achieving over 85% accuracy on the 

classification problem, which is higher than previously reported performance on the 

difficult problem. The regression case also achieved over 0.86 correlation score, showing 

great promise in predicting genomic based molecular scores of tumor proliferation from 

images.  

While accuracy is often the most desired metric in deep learning predictions, 

recall and sensitivity may be equally or more valuable measures in diagnostics, 

GHSHQGLQJ RQ WKH WaVN. UQGHUVWaQGLQJ WKH PRGHO¶V SHUIRUPaQcH RQ IaOVH SRVLWLYH aQG 

false negative rates may help inform the critical decisions where intervention is only 

carried out following certainty in the results. IQ SUacWLcH, WKH PRGHO¶V GHcLVLRQ bRXQGaU\ 
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thresholds can be adjusted to optimize a truly positive or truly negative result, as desired 

for the task. 

The impact of a fully automated WSI analysis pipeline would augment existing 

profiling methods and reduce the number of expensive laboratory-based genomic assays. 

Current pathology image classifiers often fail to generalize across new datasets, 

effectively precluding their use in the real clinic and drug discovery settings. Designing 

custom models amenable to a specific task, such as counting mitosis, requires expertise 

for robust models that can be deployed with minimal model drift when the data inevitably 

changes over time. AutoML, particularly neural architecture search may aid in 

establishing the family of convolutional neural networks building blocks to consider. 

Importantly, more focus on the quality of data input, multiple scales of image input and 

workflows inspired by the specific SaWKRORJLVWV¶ WaVNV ZLOO JR a ORQJ Za\ WR LQVSLUH 

confidence of deep learning models utility. Finally, genomic tumor profiling from images 

as a regression-based score opens opportunities to discover patterns not previously 

observed and while provides decision support to funnel precision diagnostics steps to be 

carried out at research and clinical level. 
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