
Scalable Fragment-Based 3D

Molecular Design with Reinforcement

Learning

Citation
Zhigalin, Alexander.  2022.  Scalable Fragment-Based 3D Molecular Design with
Reinforcement Learning.  Bachelor's thesis, Harvard College.

Link
https://nrs.harvard.edu/URN-3:HUL.INSTREPOS:37376401

Terms of use
This article was downloaded from Harvard University’s DASH repository, and is made
available under the terms and conditions applicable to Other Posted Material (LAA), as set
forth at
https://harvardwiki.atlassian.net/wiki/external/NGY5NDE4ZjgzNTc5NDQzMGIzZWZhMGFlOWI2M2EwYTg

Accessibility
https://accessibility.huit.harvard.edu/digital-accessibility-policy

Share Your Story
The Harvard community has made this article openly available.
Please share how this access benefits you. Submit a story

https://dash.harvard.edu/submit-story?publicationId=770fc211-aac0-49c0-8468-613189f7cb56


Scalable Fragment-Based 3DMolecular
Design with Reinforcement Learning

A thesis submitted by
Alexander Zhigalin

to
The Department of Computer Science

and
The Department of Chemistry and Chemical Biology

of Harvard University

in partial fulfillment of the requirements
for the joint degree of

Bachelor of Arts (Honors)
in Chemistry and Computer Science

Harvard University
Cambridge, Massachusetts

November 2022



Thesis advisor: Professor Finale Doshi-Velez Alexander Zhigalin

Scalable Fragment-Based 3DMolecular Design with
Reinforcement Learning

Abstract

Machine learning has the potential to automate molecular design and drastically accel-
erate the discovery of new functional compounds. Towards this goal, generative models
and reinforcement learning (RL) using string and graph representations have been suc-
cessfully used to search for novel molecules. However, these approaches are limited
since their representations ignore the three-dimensional (3D) structure of molecules.
In fact, geometry plays an important role in many applications in inverse molecular
design, especially in drug discovery. Thus, it is important to build models that can
generate molecular structures in 3D space based on property-oriented geometric con-
straints. To address this, one approach is to generate molecules as 3D point clouds by
sequentially placing atoms at locations in space – this allows the process to be guided
by physical quantities such as energy or other properties. However, this approach is
inefficient as placing individual atoms makes the exploration unnecessarily deep, lim-
iting the complexity of molecules that can be generated. Moreover, when optimiz-
ing a molecule, organic and medicinal chemists use known fragments and functional
groups, not single atoms. We introduce a novel RL framework for scalable 3D molec-
ular design that uses a hierarchical agent to build molecules by placing substructures
sequentially in 3D space, thus attempting to build on the existing human knowledge in
the field of molecular design. In a variety of experiments with different substructures,
we show that our agent, guided only by energy considerations, can efficiently learn to
produce molecules with over 100 atoms from many distributions including drug-like
molecules, OLED-like molecules, and biomolecules.
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1
Introduction

1.1 Background

1.1.1 Exploring the Chemical Space

Making novel chemical compounds is an immensely important problem in multiple areas

of research and industry. In organic chemistry, the compounds in question are small or-

ganic molecules – they can serve as drugs, catalysts, pigments, pesticides, and more. The

chemical space – the set of all possible chemicals – is massive and would never be possible

to fully explore.

Narrowing the problem down, for instance, to small organic molecules with drug-like

properties still gives numbers that are far from realistic – the size of this chemical space is

estimated to be as large as 1060 molecules35, which makes discovering novel functional com-

pounds for drug design an immensely challenging task41. Traditionally, drug candidates
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were searched for using screening – large libraries of small organic molecules were tested

for how well they could bind to a protein that was believed to cause the disease. The largest

libraries of individual molecules today contain 106 − 107 compounds55. Modern methods

based on combinatorial synthesis may raise the bar to 109 screenable molecules15, which is

still an infinitesimally small fraction of the entire chemical space. The number of molecules

and the screening speed may be significantly increased by large-scale virtual screening,

where the molecules are evaluated by using some computational method without having

to synthesize and test them. However, although more molecules may be evaluated this way,

this would still explicitly traverse only a tiny fraction of the chemical space. Moreover, the

virtual library itself may come from a ”wrong” part of the chemical space – none of the

compounds may be even remotely relevant to the objective of the search. Therefore, some

thought has to go into selecting or generating the molecules that will be considered.

A promising approach to drug discovery is rational inverse design, where the compounds

are created and optimized to fit the drug target specifically. This approach has been devel-

oped and executed by medicinal chemists – recently, with the help of computer programs

such as MOE40 that evaluate the molecule and its goodness of fit. It is a task that requires

domain knowledge, intuition, and creativity, which is why it was previously believed to

only be doable by human experts. However, in recent years, this class of problems became

increasingly approachable and solvable with the help of machine learning.

1.1.2 Generating andOptimizing SmallMolecules: Example

Searching and sampling the chemical space has been done using generative machine learn-

ing models. A generative model is trained on a set of molecules and then tasked with out-
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Figure 1.1: Simplified Molecular‐Input Line‐Entry System (SMILES) generation algorithm 57 (figure from 59).

Figure 1.2: SMILES one‐hot encoding (figure from16).

putting more molecules that are similar to the ones it was trained on. A notable illustra-

tion of this approach is the Chemical VAE14 – a variational autoencoder (VAE) model that

learns to encode molecules as vectors of continuous features and reconstruct the original

molecules from these vectors. Molecules are represented to the VAE as one-hot encoded

SMILES strings (Figures 1.1, 1.2). The model is trained on molecules from the ZINC

dataset53 and learns to produce continuous latent representations for small molecules (see

Figure 1.3a). By attaching a property predicting function to the VAE, the authors also
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Figure 1.3: a. Structure of the Chemical VAE. b. Property‐driven exploration of the learned chemical space (figure
from 14).

make it possible to traverse the learned chemical space in a way that optimizes the desired

property without having to explicitly generate and screen all the molecules that the model

is theoretically capable of generating (Figure 1.3b). This opens up the possibility of rational

structure-based design in chemistry using machine learning.

Most of the current generative machine learning approaches aimed at accelerating the

search through chemical space use string representations5,14,27,28,46,57 of molecules (includ-

ing SMILES) or molecular graphs8,29,31,45,51 as inputs. However, in medicinal chemistry,

the 3D structure of a molecule is an important determinant of its properties as a drug and it

must be taken into account when anML-based method for generative design is developed.
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Figure 1.4: 3D structure of a drug (molecule in orange) bound to a protein (figure from18).

Figure 1.5: Lead optimization. a. The molecule on the right receives an ‐NH+
3 group that forms a hydrogen bond with a

G216 amino acid residue (dotted line, b). This strengthens the binding between the molecule and the protein, resulting
in a much lower IC50 ‐ the concentration of the drug at which half of the protein is inhibited by the bound molecule
(figure from 7).

1.1.3 Importance of 3D Information

A small molecule drug acts by binding to a target – usually, a protein. When binding, the

shape of the molecule is crucial because it has to match the shape of the protein part where
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the molecule binds (see Figure 1.4). As a result, any molecule generation or optimization

algorithm that will be used for drug discovery purposes should ideally take into account the

3D structure of the molecule when defining the objective.

One stage of drug discovery that is interesting and approachable using current machine

learning methods is lead optimization – at that stage, an initial binder molecule – ”hit” –

is modified by medicinal chemists to make it a better binder – ”lead”. In the process, new

pieces are added to the molecule that form binding interactions with the protein – Figure

1.5 shows how adding just one functional group increases the binding affinity of the lead

molecule dramatically. A medicinal chemist proposes the changes that might improve the

binding affinity of the molecule and then uses experiments or simulations to find out how

the structure and energy of the binding are changed.

Figure 1.6: Reinforcement Learning. An agent observes the state of the environment St, makes an action At, and
receives the rewardRt, as well as the information about the new state St+1 of the environment (figure from 58).

1.1.4 Reinforcement Learning

The sequential approach of a medicinal chemist doing lead optimization could be modeled

using Reinforcement Learning (RL) – an approach to machine learning where an ”agent”

learns by making actions in an environment and receiving a reward based on the state of the
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environment and the action that was performed (see Figure 1.6). Deep RL algorithms were

incredibly successful recently at tasks that were believed to only have been doable by hu-

mans – for instance, playing complex games like chess, shogi, Go47, and even StarCraft56.

Using RL to build a molecule in hope to optimize a certain objective is a promising ap-

proach because it mimicks human intuition about attaching new pieces step-by-step and

because the generated molecules would not be constrained by a distribution that, for in-

stance, a generative model would learn from. Therefore, in theory, an RL-based approach

could explore a more diverse set of molecular structures and it could more directly optimize

the molecular properties that we might be interested in, including those that depend on the

3D structure of a molecule.

1.2 PriorWork

At the time the research described in this thesis was performed, few recent approaches to

generating molecules existed that did take 3D structure into consideration. For example,

G-SchNet11 is an auto-regressive generative model that builds molecules as point clouds

of atoms. The model sequentially places atoms in Cartesian coordinates using a 3D grid

of interatomic distances. G-SchNet has demonstrated limited scalability only generating

small organic molecules fromQM9 – a dataset of relatively small molecules and their three-

dimensional structures36. In reinforcement learning, a few approaches were reported that

used strings and molecular graphs17,61.
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Figure 1.7: MolGym. An RL agent learns to place atoms sequentially in 3D space and build molecules (figure from48).

Figure 1.8: Construction of a molecule in MolGym. Left: Current state st with canvas Ct and remaining bag βt. Center:
Action at adds an atom from the bag (highlighted in orange) relative to the focus atom that the agent selects (highlighted
in blue). The relative coordinates (d, α, ψ) uniquely determine the absolute position of a new atom. Right: Resulting
state st+1 after applying action at in state st (figure from 48).

1.2.1 MolGym

To date, the closest approach to 3Dmolecular design was MolGym – an RL framework

where an agent placed atoms from a given bag of atoms onto a 3D canvas using internal co-

ordinates to guarantee translational and rotational invariance of the generation process48,

as depicted in Figures 1.7 and 1.8. MolGym uses a reward function based on the quantum
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mechanical energy of the molecule, thus it learns to build molecules that are chemically

stable and realistic without any prior assumptions about the structure of molecules. This

approach was further refined by the same authors through the use of a rotationally covari-

ant state-action representation based on a series expansion of spherical harmonics49. This

allowed the authors to generate structures from a larger class of symmetric molecules with

more complex geometries.

This approach shows that the rules of chemistry – how the atoms are positioned relative to

each other – may be learned by an agent from only the reward function based on molecular

energy. This is a general and important result that illustrates the power of reinforcement

learning at figuring out the implicit fundamental rules that govern the system.

1.2.2 Scaling Issues

It is difficult, however, for an RL agent to learn to build larger molecules using this ap-

proach. MolGym, for instance, has only been able to design small QM9-sized molecules.

Designing molecules in 3D space by placing individual atoms makes it necessary for the

agent to learn to build substructures from scratch. For models that place single atoms, there

will be considerable time spent explicitly placing individual hydrogen atoms in order to de-

sign valid molecules. Furthermore, to design important geometric substructures, the model

will be forced to generate intermediaries that are either chemically invalid or do not make

physical sense – the agent may be rewarded with unrealistic energies on the way to stable

structures, which will prevent it from exploring a potentially important part of the chem-

ical space. For this reason, when the generative process is guided by energy, it will be very

unlikely that the model learns to build important geometric substructures.
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Figure 1.9: Two RL agents – WALL‐E and EVE52 – have to design the antibiotic Tedizolid (left). WALL‐E places single
atoms in order to complete the task (top). In contrast (bottom), EVE uses our framework and places whole fragments
(visualized by rendering bonds within – but not between – individual fragments).

As was said above, scientific approaches to molecular design use previously discovered sub-

structures – molecular fragments32,34 and functional groups. This has motivated many

machine learning approaches to use fragments for graph-based molecular design21,22,23,24

but not in the context of 3D design with reinforcement learning.

1.3 Our Contributions

In this work, we introduce a scalable architecture for 3D fragment-based molecular design

with reinforcement learning. Our approach uses a hierarchical agent to sequentially place a

wide range of molecular structures in 3D space as visualized in Figure 1.9 (bottom), carried

out by the RL agent EVE.

Here, the agent learns to place chemically valid molecular fragments and attach new frag-

ments to the existing ones. This puts an implicit prior on the molecular geometry and

chemical connectivity of small organic molecules. Endowed with this prior, the agent can
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more efficiently learn to produce molecules that are larger and more complex. By using

some specific substructures, the design process can also be tailored to a particular distribu-

tion of molecules14,34. In essence, this allows for a more specialized agent that is efficient at

a particular task of assembling ”usual” organic molecules to which such prior applies. This

gives it the potential to be used in drug discovery if relevant reward functions are applied.

We experiment with our framework in a fixed space, focusing on the general task of design-

ing valid molecules in 3D using a variety of substructures. For that purpose, we devise a

general energy-based reward that accounts for our fragment-based generative process. We

demonstrate the scalability of our approach by building different kinds of molecules with

over 100 atoms including drug-like molecules, OLED-like molecules, and biomolecules.

Effectively, this approach combines the exploration of the chemical space with the explo-

ration of the conformation space of the molecules. This creates a more difficult learning

problem for the agent, but it shows that both can be tackled by a deep reinforcement learn-

ing model with access only to a high-level energy-based reward.
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2
Reinforcement Learning for

Fragment-Based 3DMolecular Design

2.1 Our Framework

2.1.1 ProblemDefinition

We represent a moleculeM = {(xi, ri)}ni=1 as a point cloud of n atoms with features

xi ∈ Rna and coordinates (positions) ri ∈ R3 where na is the number of unique possi-

ble atoms. We work with the set of atoms including {C, H, N, O, F, S}. The design task we

focus on is to construct a molecule in 3D space using every fragment in a fixed multisetF

ofm fragments, given byF = {(X1,R1), . . . , (Xf,Rf), . . . , (Xm,Rm)}. We denote the

fragment multiset as a Flask in reference to chemical reaction networks found in37. Each

fragment f is a small point cloud with 1 < nf < n atoms with its own initial positions

12



Rf = (r1, . . . , rnf) ∈ R3×nf and atom features Xf = (x1, . . . , xnf) ∈ Rna×nf .

The overall objective is to generate valid molecules in 3D space guided by the energy E(M).

After placing all the fragments fromF in space, the final moleculeMwill be a combina-

tion of all the fragments in the flask. Effectively, the design problem can be distilled into an

inference problem solved by specifying: 1) which hydrogens should be removed from the

fragment point clouds in order to tether the fragments together and 2) what should be the

final coordinates of the remaining atoms in the fragment point cloud after placement.

The initial positions of the atoms in each fragment define an implicit prior on geometry

for the molecule defined by the prior geometryRf for each structure in the flaskF . For this

prior, we can use predefined conformer generation from RDKit30 or OpenBabel33, as well

as recent machine learning approaches for conditional conformation generation10,12,50.

2.1.2 Fragment-Based Generation as aMarkov Decision Process

We assume a standard RL framework where an agent interacts with a fully observable envi-

ronment following deterministic dynamics in order to maximize some reward. We propose

a sequential molecular design process in the form of a point cloud generation task using

collections of molecular fragments, which are also represented as point clouds.

We formulate it as a Markov decision process (MDP) (S,A, T , γ,T, r). The state space

S is the set of states consisting of all final and intermediate molecules. The action space

A is the set of actions that describe the addition and orientation of a new fragment to the

current molecule at each step. The transition function T : S × A 7→ S determines the

outcome of carrying out an action and defines how the next fragment is placed. We also

define a discount factor γ ∈ (0, 1], a time horizon T, and a reward function r : S ×A 7→ R

13



Figure 2.1: RL Basics. a. The state st is defined by the moleculeMt at step t (left) and the current condition of the flask
Ft (center, faded fragments have already been attached to the molecule). A single action at (right) consists of expanding
the current molecule toMt+1 by placing a fragment or an entire molecule as a point cloud of atoms Xt with added
positionsRt. b. The rollout of an episode with flaskF = {C4H6N2,C4H5NS,C3H6,C3H7NO}. The agent
constructs a molecule with the formulaC14H22N4OS, starting with the substructureC4H6N2 by sequentially placing
fragments from the flask without replacement.

which quantifies how the action at impacts the molecule.

2.1.3 State and Action Representation.

State. We define the environment state st as the intermediate moleculeMt that has been

generated at step t, as well as the condition of the flaskFt.

The current molecule can be represented as a point cloud of all structures placed up to the

current step t: Mt = {(X0,R0), . . . , (Xt−1,Rt−1)}where each (Xℓ,Rℓ) are fragment point

clouds taken from the flask with some hydrogens removed during fragment placement at

each previous step. The current condition of the flask (fragments that have not been placed

yet) is also used: Ft =
{
f | (Xf,Rf) /∈ Mt

}
. The state representation is shown in Figure

2.1a. The agent starts from an initial fragment (X0,R0)which can be selected beforehand

or chosen at random from the flask. The agent can either start building by placing the first

14



fragment at the origin or by extending a given molecule.

Action. In our framework, we use a high level action – we can place any point cloud of

atoms at every step, including single atoms, fragments, or entire molecules. Every action

expands the generated moleculeMt by adding to it a molecular substructure at = (Xt,Rt)

which has been taken from the flask and had a single hydrogen removed, whose location

is used to tether the fragment to the molecule. However, we do not directly place every

individual atom in the point cloud. Rather, the agent learns a hierarchy of sub-actions to

find where and how to place an additional point cloud, as demonstrated in Figure 2.1a.

Figure 2.1b shows the rollout of an episode. Initially, a fragment is placed at the origin.

Fragments are then sequentially drawn and placed in space until none remain in the flask.

2.1.4 Reward Function.

As we are designing molecules using Cartesian coordinates, we can directly use energy to

guide our agent. Therefore, we can construct a reward function that allows us to design

molecules with lower energy E ∈ R. To do so, for the action at taken in the state st at every

step, we formulate the reward function r(st, at) as:

r(st, at) = −
[
E(Mt+1)− E(M+f

t )
]

(2.1)

where E(Mt+1) is the energy of the molecule after the action at is taken, and fragment f is

added to the molecule, so that

E(M+f
t ) = E(M−H

t ) + E({(Xt,R′
t)}) (2.2)
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where E(M−H
t ) is the energy of the current molecule at step twith the selected hydrogen

removed from the structure and E({(Xt,R′
t)} is the energy of the added fragment under

the prior geometryR′
t where the selected hydrogen has also been removed. Removing two

hydrogens and bringing the molecule and the fragment together is chemically equivalent to

forming a new covalent bond inMt+1.

The reward is essentially the negative difference in energy between the resulting molecule

and the two non-interacting building blocks that form the new bond. The agent is re-

warded for making the most stable covalent bonds and orienting the fragments in place

so that the most stable conformation is generated.

To compute a molecule’s energy E(M), we use a fast semi-empirical method (PM6)54 im-

plemented in the package Sparrow3,19.

2.2 Policy Network

The use of substructures with prior geometry makes the molecular design process substan-

tially more complicated. For the agent to learn how to place the fragments in space to build

a molecule, it has to make the three following decisions: 1) select where on the generated

molecule a new fragment should be added, 2) select a fragment to be added from the flask,

and 3) determine how the fragment should be placed on the molecule.

In order to enable the agent to make these decisions, we introduce two main networks in

our actor: one to learn the embeddings on the molecule and one to learn the embeddings

on the fragment being added at every step. These representations are used by the agent

to perform sub-actions that enable these three main decisions. Specifically, the action is

broken up into a set of discrete sub-actions for atom and fragment selections modeled by

16



categorical distributions and continuous sub-actions for geometry modeled by Gaussian

distributions.

First, the agent selects a hydrogen atom vM on the generated molecule, then conditionally

chooses a fragment f and a hydrogen uf on the fragment. Given a state s, we assume the

following joint distribution of selections:

p(uf, f, vM|s) = p(uf|f, vM, s)p(f|vM, s)p(vM|s) (2.3)

The hydrogens vM, uf are removed and the remaining atoms in the fragment are placed. In-

stead of placing them in Cartesian coordinates which are not invariant under translation

and rotation, we model the position of the fragment in internal coordinates and then map

each atom position back to Cartesian coordinates. Figures 2.2a-d show how the agent teth-

ers the fragment to the molecule by making a few sub-actions using the state as input.

2.2.1 Molecule Sub-policy

At every step, we use a network MolNet to produce embeddings of the atoms in the cur-

rent moleculeM:

{hv}v∈M = MolNet({xv, rv}v∈M) (2.4)

We want to produce a representation of each atom v inM using information about its lo-

cal neighborhood. We can use any domain-specific neural network for MolNet that is

invariant under translation and rotation. Since in this work we use point cloud representa-

tions of molecules, we use SchNet44.

In order to select an anchor location on the molecule to use when placing the fragment, we

17



Figure 2.2: The Policy Network. a. MoleculeM and the remaining fragments in the flaskF . b. Using the
representation of atoms in the molecule and fragments in the set, we select a hydrogen on the molecule. c. Using the
representations of the selected hydrogen and the fragment set, we select a new fragment to add to the molecule. d.
Using the fragment atomic embeddings and the representation of the flask, we select a hydrogen on the fragment to
anchor to the molecule. e. Selected hydrogens are removed and two MLPs produce the distance and rotation angle
between fragments using the embeddings of the selected hydrogens and the representations of the flask and the
chosen fragment. The added fragment is positioned in 3D space next to the molecule.

need to produce a distribution over atoms. We construct feature vectors [hv⊕hF ]v∈M where

hF = MLPF(xF) is the learned representation of the flask using a multilayer perceptron

MLPF with input xF = [nf for f ∈ F ]where nf is the count of fragments f in the current
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flaskF . Using a masked softmax, we compute the probabilities over candidate atoms:

p(vM|s) = Mv exp (MLPv([hv ⊕ hF ]))∑
v∈MMv exp (MLPv([hv ⊕ hF ]))

(2.5)

The maskMv = I[Zv = 1] ensures the selection of a hydrogen atom i.e. atom with atomic

number Zv = 1. The selected hydrogen atom to be removed is then sampled from a Cate-

gorical distribution: vM ∼ Cat(p(vM|s)) (Figure 2.2b).

2.2.2 Fragment Sub-policy

We must now attach a fragment in place of the selected hydrogen on the molecule. To do

this, we need another network to learn representations for the fragments. We call this sub-

policy network FragNet and it is only trained on fragment point clouds from the flask.

Instead of learning over all fragments at every step, we first conditionally select a single frag-

ment from the flask to place. Using the representation hf = MLPf([hvM ⊕ hF ]) of the

selected atom and the fragment space obtained by using another MLP, we compute a distri-

bution over the possible fragment selections:

p(f| vM, s) = Mf exp(hf)
/∑

f′∈F Mf′ exp(hf′) (2.6)

masking out the fragments that are already placed: Mf = I[nf > 0]. From this distribu-

tion, we sample a fragment to place as another sub-action. This is shown in Figure 2.2c.

Next, we select a fragment hydrogen atom u that will be used to anchor the fragment to the
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molecule. Now we can use the fragment f and FragNet to get atomic embeddings:

{hu}u∈f = FragNet({xu, ru}u∈f) (2.7)

then once again we construct the feature vectors for all atoms u in the fragment f:

Hf,vM
u = [hu ⊕ hvM ⊕ hF ⊕ xf] using the selected hydrogen embedding, the fragment space

representation, and the fragment one-hot encoding. Using a masked softmax, we compute

the probabilities over the candidate atoms:

p(uf|f, vM, s) =
Mu exp

(
MLPu[H

f,vM
u ]

)
∑

u′∈fMu′ exp
(
MLPu[H

f,vM
u′ ]

) (2.8)

We mask out non-hydrogens: Mu = I[Zu = 1] and sample a hydrogen atom on the se-

lected fragment from a Categorical distribution: uf ∼ Cat(p(uf|f, vM, s)). This is visual-

ized in Figure 2.2d. Every discrete sub-action serves some purpose to streamline the final

placement of the fragment using continuous sub-actions. In addition, selecting hydrogens

allows us to avoid keeping track of the graph and only make chemically valid placements.

2.2.3 Fragment Placement andOrientation

Using the discrete selections, the agent can now conditionally generate the final geometry

of the molecule using the prior geometry and two continuous sub-actions. The continuous

sub-actions are the distance d and the rotation angle ϕ. This means that the entire policy

πθ(d, ϕ, uf, f, vM|s) factorizes into two terms p(d, ϕ|uf, f, vM, s)× p(uf, f, vM|s).

The agent assumes that the distance and the rotation angle are independent and p(d, ϕ|uf, f, vM, s)
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is the product of two univariate Gaussians with standard deviations that are fixed global

parameters. Parameter d is the distance between the heavy atoms that were closest to the

removed hydrogens. We use anMLP to predict the mean distance d = ||raf − raM||where

aM and af are the heavy atoms anchoring the molecule to the fragment, that is

E[d] = MLPd([huf ⊕ hvM ⊕ hF ⊕ xf]) (2.9)

The agent also uses a rotation angle ϕ ∈ [−π, π] to orient the fragment in place. This

is a dihedral angle defined by the heavy atoms aM and af at which the molecule and the

fragment are tethers and their two closest neighboring atoms. Using the representations

from the discrete actions, we predict its mean with another MLP:

E[ϕ] = MLPϕ([huf ⊕ hvM ⊕ hF ⊕ xf]) (2.10)

As shown in Fig. 2.2e, the selected hydrogens are removed and the fragment is placed at

distance d from the molecule and rotated by ϕ. Using the rotation angle and distance, we

can map the fragment atom positions back to Cartesian coordinates {rv ∈ R3}v∈f. We then

model the sign of the rotation angle similar to48 (details in A4). We also use anMLP layer

to compute a value for the critic (see A3). To train the policy, we use PPO43 (details in A2).
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3
Results

3.1 Setup and Goals

We perform experiments to evaluate the ability of our agent to design valid molecules in

Cartesian coordinates, using a variety of fragment types as building blocks.

Specifically, in this work we use our framework to see if our agent can construct molecules

using increasingly complex actions in order to build larger, more structured molecular dis-

tributions. The complexity of the action our agent makes is defined by the size and struc-

ture of the molecular fragment being placed. We test our approach on three different kinds

of fragments to assess 1) if our agent can design molecules using a variety of small frag-

ments from single atoms to small rings, 2) if we can build complex molecules using many

medium-sized fragments containing single and fused rings, and 3) if we can use even larger

actions by combining molecules with several functional groups to build big molecules. De-

tails of the final model architecture and hyperparameters are in the Appendix A.

22



Drug-like Organic LED Biomolecules
Se
ts C14H22N4OS C16H27N5O2 C29H31N7O C34H23N5 C49H28N4O C67H50N6 C20H38N6O4 C27H44N10O6 C46H66N12O9

42 (20) 50 (23) 68 (37) 62 (39) 82 (54) 123 (73) 69 (34) 122 (57) 130 (63)

Fr
ag
m
en
ts

C3H7NO C4H9NO C8H9NO 2×C8H6N2 2×C8H4N2 2×C4H4N2 C5H9NO4 C12H21N3O3 C12H21N3O3

C4H5NS C2H5NO C5H12N2 3×C6H6 3×C6H6 3×C6H6 C4H8N2O3 C6H9N3O2 C11H12N2O2

C4H6N2 2×CH4 C4H4N2 H3N C8H6O 2×C7H8 C3H7NO3 C6H13NO2 C6H14N4O2

C3H6 C4H4N2 C5H5N C7H8 C15H15N C5H11NO2 C6H13NO2 C6H13NO2

CH5N C6H6 C12H9N C5H9NO4 C4H7NO4

C3H8 CH4 , H3N

Table 3.1: Fragments used in this study. Each column is a different flask, starting row‐wise. Listed are the overall
chemical formula of the entire flask, its total number of atoms (heavy atoms in brackets). In the lower row, we list the
chemical formula of each fragment in the flasks.

3.1.1 Setup

We apply our framework to a few different molecular distributions that represent different

potential application areas for molecular design.

We train the agent to build molecules using a variety of different fragment sets generated

from drug-like molecules, OLED-like molecules, and biomolecules. We generate the frag-

ments for drug-like and OLED-like flasks by taking molecules from those distributions

(drugs and OLEDs) and breaking them up into fragments. For the biomolecules, we take

the structures of amino acids. We use three different flasks for each distribution with in-

creasing size. Table 3.1 contains the chemical formulas of each set with its total number

of atoms, as well as the net formulas for every fragment. Figures 3.2a, 3.3a, 3.4a show the

structures of the selected fragments. We also plot the molecular graph of the largest frag-

ment in each flask in Figure 3.1.
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Figure 3.1: Largest fragments in each of the nine flasks. Respectively each column is from the drug‐like, OLED‐like, and
biomolecule fragments.

3.1.2 Training details.

We train the agent on all nine flasks shown in Table 3.1 for 50K (thousand) steps. Since we

are opting for a general demonstration of our framework for the prior geometry and the

exact Cartesian coordinates of the first fragment being placed do not matter, we use fixed

coordinates for each fragment that do not change during training.

3.1.3 Evaluation.

We generate molecular structures at specific evaluation points – terminal states during

training at every 1K steps starting from step 100. We evaluate the molecular structures in

order to determine how well the agent learns. To this end, we analyze the generated molec-

ular structures’ validity and energy.

Validity. To determine whether a generated molecular structure is valid, we use the XYZ2MOL20

tool based on25. If XYZ2MOL can successfully convert the point cloud of atoms into a

molecular graph and produce a valid SMILES string, then the structure is considered valid.

This is further divided into bond validity and rotation validity. For rotation validity, we al-
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low the smiles string to contain ’.’ – this happens when the agent has placed the fragments

too far from the anchor locations and the smiles string includes unconnected fragments

floating in space. For bond validity, we classify smiles strings with periods as invalid. We

plot the cumulative valid ratio (from step 100) at each evaluation point – that is the ratio

of valid to total molecules generated from step 100 to the current evaluation point. We

plot both forms of validity on the same plot – bond validity in blue and rotation validity in

black. Furthermore, we plot the time where the agent first begins to generate molecules

with rotation validity using a black dashed vertical line and we plot the time where the

agent begins to generate molecules that are always completely valid using a blue dashed

vertical line. On each plot, we show from the first five evaluation points (< 5K steps) one

example of a molecular structure that is completely invalid and one that is rotation valid.

Energy. To assess whether or not the agent does in fact learn to produce lower energy

molecules during training, we plot the energy in kcal/mol over the 50K training steps. We

use the molecules produced from the evaluation points during training and calculate their

energy with the same method used in the reward. We plot the lowest energy reached as a

dashed horizontal line. For the plots, we omit the energy frommolecules generated at step

100 if it is significantly larger than the subsequent energies. In addition, we display a few

examples of valid molecular structures obtained throughout training from two regions: 1)

on the energy plots, we plot structures from the time where the agent first starts to gener-

ate valid structures and is only beginning to generate lower energy molecules (typically at

less than 25K steps). 2) We plot separately the molecules obtained from the time when the

agent has learned to build lower energy structures (typically> 25K steps).
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3.2 Molecular Distributions

Figure 3.2: Drug‐like molecules. Column 1: C14H22N4OS, 2: C16H27N5O2, and 3: C29H31N7O. a. Fragments in each
flask shown in 3D. b. Validity plots for each set with 1‐2 examples of invalid molecules. Black lines ‐ rotation validity (ϕ),
blue ‐ bond validity (d). c. Energy plots for each set with examples of molecules generated during 10‐25K training steps.
d. Four examples of molecules produced near the end of training between 30‐50K steps.

Drug-like molecules. We build three flasks using fragments found by breaking molecules

with high QED2 at rotatable bonds. Two molecules with chemical formulas C14H22N4OS

and C16H27N5O2 were taken from the ZINC15 database and the third one is Imatinib

(C29H31N7O) – an oral chemotherapy medication used to treat chronic myelogenous
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leukemia and some other types of cancer. These fragment sets include a variety of struc-

tures from small molecules with one heavy atom to larger rings with branches. C14H22N4OS

has 2 five-membered rings, a cyclopropane fragment, and a 5-atom linear structure. C16H27N5O2

has 2 singular carbons in the form of CH4, 3 linear structures with 2-4 heavy atoms, and 2

rings. C29H31N7O has 5 rings – 2 of them with branches – and singular carbon and nitro-

gen (CH4 and NH3).

The results from training the agent on this fragment set are shown in Figure 3.2. For col-

umn/set 1, the agent takes around 10K steps to generate valid, low energy molecules. For

column/set 2, the agent takes around 15K steps to perform the same task. For column/set

3, the agent takes longer – around 35K steps to generate valid, low energy molecules. For

this set, convergence is noisy but the generated structures look reasonable (Figure 3.2d).

OLED-like molecules. The emissive layers of organic light-emitting diode (OLED) devices

are made from electroluminescent molecules. Due to their high efficiency and superior

color properties, OLEDs are being widely used in manufacturing displays for digital elec-

tronics (TVs, smartphones, etc.). To build some flasks for OLED-like molecules, we took

a few fragments from a library used in high-throughput virtual screening for OLED de-

sign13. The resulting flasks have the following chemical formulas: C34H23N5, C49H28N4O,

C67H50N6. C34H23N5 has 3 benzene rings, a nitrogen (NH3), and 2 fused bicyclic struc-

tures. C49H28N4O has 3 unsubstituted benzene rings, 1 CH3-substituted benzene (toluene),

a bicyclic fused ring, and 2 benzene rings with 2 nitrile groups. C67H50N6 has 3 benzenes, 2

toluenes, 2 tricyclic fused structures, and 2 aromatic heterocycles.

The results from training the agent on these flasks are shown in Figure 3.3. For column/set

1 and 2, the agent takes around 5-10K steps to generate molecules with lower energy but

27



Figure 3.3: OLED‐like molecules. Column 1: C34H23N5, 2: C49H28N4O, and 3: C67H50N6. a. Fragments in each flask
shown in 3D. b. Validity plots for each set with 1‐2 examples of invalid molecules. Black lines ‐ rotation validity (ϕ), blue
‐ bond validity (d). c. Energy plots for each set with examples of molecules generated during 10‐25K training steps. d.
Four examples of molecules produced near the end of training between 30‐50K steps.

learns to generate valid molecules very quickly – within the first 2K steps. For column/set

3, the agent takes 5K steps to learn to generate valid molecules. The energy distribution of

the generated molecules is more noisy and achieves consistent convergence to low energy

structures at 35K steps. For these OLED fragment sets, the produced molecules in 3.3c,d

do resemble typical OLED-like molecules13. Column one shows molecules with interesting

2D and 3D symmetries, which is remarkable given that the reward is only based on energy.
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Figure 3.4: Biomolecules. Column 1: C20H38N6O4, 2: C27H44N10O6, and 3: C46H66N12O9 a. Fragments in each flask
shown in 3D. b. Validity plots for each set with 1‐2 examples of invalid molecules. Black lines ‐ rotation validity (ϕ), blue
‐ bond validity (d). c. Energy plots for each set with examples of molecules generated during 10‐25K training steps. d.
Four examples of molecules produced near the end of training between 30‐50K steps.

Biomolecules. To test if we can use very large actions, we use amino acids as fragments

in order to build molecules. We do not restrict the possible connectivities and allow any

hydrogen to be used as an anchor point when adding the amino acids to the molecules.

Thus, the explored space is not limited to peptides but instead represents a broader range of

natural product-like biomolecules. The difficulty for this case arises because the fragments

have many hydrogens and therefore more locations to use as an anchor when performing
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an action. We experiment with three different sets of amino acids, denoted by single-letter

amino acid codes: 1) {E,N,S,V} 2) {H,E,L,L,O} 3) {W,O,R,L,D} (see 3.4a).

The results from training the agent on these amino acid flasks are shown in Figure 3.4. For

column/set 1, the agent takes around 20K steps to generate completely valid molecules with

consistently lower energy. For the flasks with 5 amino acids, the agent takes substantially

longer but eventually learns to generate valid molecules at around 40K steps. The agent

takes 10K steps to initially generate molecules with lower energy but only after 20K steps

it really starts to converge. For these amino acid actions, the produced molecules in 3.4c,d

resemble the 3D geometry of peptides and have similar structure: many branches extending

from a longer backbone.

3.3 Considerations

Discrete Exploration. The agent explores the discrete space of possible attachments and

the continuous space of possible conformations. Discrete space is explored when the agent

selects hydrogens which are to be replaced with fragments. To demonstrate the exploration

of the discrete space, we plot 10 or 20 molecules as graphs produced from XYZ2MOL from

the largest flask in all three distributions (Figure 3.5).

Comparison to other approaches. Previous approaches generate molecules by connecting

fragments with bonds, while our agent has to learn to exactly position the fragments in

Cartesian coordinates – this makes exploration more challenging. Regardless, our agent

can learn comparable validity and after training will produce molecules that are consistently

valid (> 95%) despite the added difficulty. For MolGym, which uses a fixed multiset of

atoms as well as an energy-based reward, we cannot make a direct comparison since they
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Figure 3.5: Discrete Exploration. Molecular graphs produced using XYZ2MOL from the largest flask for each
distribution. Specifically: a. C29H31N7O, b. C67H50N6, c. C46H66N12O9

place single atoms, however in general our approach consistently generates valid structures

within 50k steps, whereas MolGym takes 2-5 times longer to generate with a much lower

validity. In addition, Molgym is only capable of building small molecules with<30 atoms.

Limitations. We discuss some limitations of this approach and how to overcome them.

Fixed Space. Using a fixed multiset or flask of fragments is a double-edged sword – despite

its convenience, we are restricted to design molecules that have specific formulas and sets

of substructures. However, one could also pair the approach with a pretrained generative

model to suggest substructures and fine-tune it for a particular task4.

Reward Issues. Similar to other approaches that use energy as a reward, the agent will have

issues with lowmolecular diversity after convergence. To address this, the reward can be

combined with other metrics such as drug-likeness2 or synthesizability6.
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4
Conclusion and Future Directions

4.1 Potential Applications and Upgrades

Our approach can be modified for many potential applications such as small molecule and

peptide drug design, as well as design of ligands for catalysis. Modifying the reward func-

tion will make the agent optimize a different property other than total energy. For exam-

ple, rewarding hydrophilicity instead of just energy can make the model assemble differ-

ent functional groups from the same fragments – in this case, the functional groups will

be more hydrophilic. Since the system operates in three dimensions, imposing geometric

constraints in the environment will make the agent learn to assemble molecules that di-

rectly optimize some desired geometric properties. For example, the environment can be

constrained to the shape of the binding pocket and the agent can be rewarded for a good

docking score and stability of the molecule. Similarly, ligands for metal catalysts can be

constrained to a desired shape and rewarded for their electronic properties.
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Another potential direction of research would be decoupling the chemical space search

from conformational search because the complexity of the combined learning problem is

still likely limiting the meaningful exploration of the agent. If the task allows, the environ-

ment can be given more agency to allow for a more robust search of the chemical space.

For example, in drug discovery, it can be modified to use molecular dynamics simulations,

docking, or some other conformation generation tool that will output a stable and realistic

conformation of the molecule inside a protein binding pocket and return it to the agent as

the next observation, along with the docking score as a reward. Thus, while still using the

3D information to guide its decision-making, the agent might explore the possible connec-

tivities of the fragments better.

4.2 Conclusion

This work shows that the exploration of chemical space and the conformational search

of small organic molecules can be united into one task performed by an energy-guided re-

inforcement learning agent. We developed a deep RLmodel that hierarchically chooses

where to attach a fragment, what fragment to attach, and how this attachment should be

performed. Using the most recent policy gradient algorithms, we trained the model to as-

semble molecules that look reasonable to a chemist. We tried this agent on multiple sets

of fragments and observed that it takes advantage of the intuitive prior information such

as the geometry of the substructures and possible chemical bonds to generate much larger

molecules than was previously possible using RL in 3D. Although the total energy of the

molecule is a very general reward, we have reasons to believe that a fragment-based 3D-

informed approach is efficient and can be engineered to work with other reward functions
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for real, practical purposes. The goal of this study was to explore this approach and become

familiar with its advantages and limitations, as well as to ponder on how it could be modi-

fied for future uses.

In the world where Artificial Intelligence is becoming increasingly important for solving

complex problems at scale, we can imagine, for instance, the automated drug discovery

workflows where an AI model proposes drug candidates based on the known target, gen-

erates synthetic instructions42, and uses an autonomous lab38,39 to create and test the pro-

posed molecules. Hopefully, this may optimize and automate much of the tedious work

and give scientists more time to search for the underlying causes of diseases and create more

generalized approaches to drug discovery.
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A
A.1 Methods

A.1.1 Quantum-Chemical Calculations

For calculating the energy E, we use the fast semi-empirical ParametrizedMethod 6 (PM6)54

using the software package Sparrow19,3. For each calculation, a molecular charge of zero

and the lowest possible spin multiplicity are chosen. All calculations are spin-unrestricted.

For the quantum-chemical calculations to converge reliably, we ensured that atoms are not

placed too close (< 0.6 Å) or too far away from each other (> 2.0 Å). These thresholds can

be adjusted depending on the elements included in the experiment. If the agent places an

atom outside these boundaries, the minimum possible reward is awarded and the episode

terminates.
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A.1.2 Policy Gradient Details

We employ PPO43 to learn the parameters (θ, φ) of the actor πθ and the criticVφ as it can

handle both continuous and discrete action spaces. To help maintain sufficient exploration

throughout learning, we include an entropy regularization term over the policy’s categori-

cal distributions.

Policy gradient methods learn a parametrized policy πθ by performing gradient ascent to

maximize J(θ). The most widely used gradient is the REINFORCE policy gradient60:

∇θJ(θ) = E[∇θπ(at|st)Ât] (A.1)

where Ât is an estimator of the advantage function. A recent improved extension – proxi-

mal policy optimization (PPO) – employs a clipped surrogate objective that constrains the

policy updates in order to improve the stability during learning43. Denoting the probabil-

ity ratio between the updated and the old policy as rt(θ) = πθ(at|st)/πθold(at|st), the clipped

objective JCL is given by:

JCL(θ) = E
[
min(rt(θ)Ât, clip(rt(θ), 1− ε, 1+ ε)Ât)

]
(A.2)

where Ât is an estimator of the advantage function and ε is a hyperparameter that controls

the interval beyond which r(θ) gets clipped. To further reduce the variance of the gradient

estimator, we use actor-critic methods26. If the actor and the critic share parameters, the

objective becomes:

JAC(θ) = E
[
JCL(θ)− c1JV + c2H[πθ|st]

]
(A.3)

36



where c1, c2 are coefficients, JV = (Vθ(st) − Vtarget)2 is a squared-error loss, andH is an

entropy regularization term to encourage sufficient exploration. Further, PPO employs a

generalized advantage estimator (GAE) with:

Ât = Δt + (γλ)Δt+1 + · · ·+ (γλ)T−t+1ΔT−1,

where Δt = r(st, at) + γVπ(st+1) − Vπ(st) is the temporal-difference (TD) error and λ is a

hyperparameter.

A.1.3 The Critic

The critic needs to compute a value for the entire state s. A pooling operation is necessary

to aggregate over all atom embeddings added in the molecule with every additional frag-

ment that is placed. Hence, we compute the sum over all molecular atom embeddings hv so

the critic is given by:

Vφ(s) = MLPφ

(∑
v∈M

hv ⊕ hF

)
, (A.4)

where MLPφ is anMLP that computes valueV.

A.1.4 Predicting the sign of the rotation angle

The rotation angle ϕ for the attached fragment is difficult to learn because we choose the

nearest neighbors from the attachment atoms to calculate this dihedral. We can overcome

this issue by just learning the absolute value |ϕ| ∈ [0, π] instead as well as the sign of ϕ,

sgn(ϕ) ∈ {+1,−1}. So that p(sgn(ϕ)| |ϕ|, uf, f, vM, s) = Ber(psgn(ϕ))which is produced

using from anMLP using a sigmoid activation Ber(psgn(ϕ)) = MLP[huf ⊕ hvM ⊕ hF ⊕ xf].
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A.1.5 Model Architecture

We initialize the biases of eachMLP with 0 and each weight matrix as a (semi-)orthogonal

matrix. After each hidden layer, a ReLU non-linearity is used. Further, we rescale the

means of the continuous actions predicted so that the fragment distance mean is within

the min/max distance range and the mean rotation angle predicted is between 0 and π.

A.1.6 Hyperparameters

The hyperparameters are as follows. The min/max fragment distance range in (Å) is [1.10, 2.10].

During training, we use 8Workers. Clipping ε = 0.2. Gradient clipping: 0.5. GAE param-

eter λ = 0.97. VF coefficient c1 = 0.5. Entropy coefficient c2 = 0.01. Training epochs: 5.

Adam step size: 3 × 10−4. Discount γ: 1. Minibatch size: 100. Hidden layer size in MLPs:

128.

The hyperparameters for SchNet44 used in all experiments are:

Interactions: 3, Cutoff distance (Å): 5.0, Number of filters: 128, Number of atomic basis

functions: 64.
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