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Abstract

Chapter 1: The Pólya-gamma sampler was introduced by [33] for posterior sampling via data
augmentation in Bayesian logistic regression models. In this article we generalize the Pólya-gamma
sampler by introducing a family of probability densities parameterized by a ∈ (0, 1/2]with a =
1/2 corresponding to the original Pólya-gamma distribution in [33]. We derive properties of this
distribution and provide stochastic representations that allow for easy sampling. While it is possible
to use any a ∈ (0, 1/2] to construct a data augmentation scheme analogous to the Pólya-gamma
data augmentation scheme used in [33], we show that the samplers constructed using a < 1/2 will
have higher auto-correlation and thus are less efficient compared to a = 1/2. We show our family of
probability densities does not yield a valid probability distribution for a > 1/2 and in this sense the
Pólya-gamma sampling scheme in [33] is optimal.

Chapter 2: Many people interested in sports, from coaches to fans, desire to predict how athletes
will perform in future competitions. The main tool for predictions is ratings systems, such as Elo
[14] or Glicko [18]. While the ratings system provide a natural framework for athlete comparison,
they do not have predictive power because they do not provide any structure for future ratings. In
[30] growth curves were used to model observed ratings provides a flexible approach to predicting
future athlete skills. Here, we revisit the model from [30] in order to improve upon the computa-
tional strategy proposed in that work. We also provide examples on data frommen’s slalom and
women’s luge to demonstrate the benefits of this approach.

Chapter 3: In the era of big data, it is necessary to split extremely large data sets across multiple
computing nodes and construct estimators using the distributed data. When designing distributed
estimators, it is desirable to minimize the amount of communication across the network because
transmission between computers is slow in comparison to computations in a single computer. Our
work provides a general framework for understanding the behavior of distributed estimation un-
der communication constraints for nonparametric problems. We provide results for a broad class
of models, moving beyond the Gaussian framework that dominates the literature. As concrete ex-
amples we derive minimax lower and matching upper bounds in the distributed regression, density
estimation, classification, Poisson regression and volatility estimation models under communication
constraints. To assist with this, we provide sufficient conditions that can be easily verified in all of
our examples.
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0
Introduction

Statistics is often divided into three areas: applied statistics, statistical methodology, and statisti-

cal theory. Applied statistics tends to focus on the careful and accurate analysis of a given data set.

Statistical methodology seeks to develop newmethods to analyze types of data that can be applied

on a variety of data sets. Statistical theory seeks to understand the theoretical properties of popular

methods in order to provide guarantees on their performance or uncover unexpected behavior. This

dissertation will cover all three of these areas over the course of three distinct chapters; there is little
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dependence between the chapters and they can be read independently.

The first chapter, which was work supervised by Natesh Pillai, of the dissertation revisits a pop-

ular method for fitting Bayesian logistic regression. In the traditional frequentist setting, logistic

regression is fit using optimization and uncertainty quantification relies on asymptotic results. In

a Bayesian setting, we learn about regression coefficients by sampling their posterior distribution.

Bayesian logistic regression models are typically not conjugate, which means that Markov chain

Monte Carlo (MCMC) methods are used to draw samples from the posterior distribution. A com-

mon technique for constructing suchMarkov chains for Bayesian logistic regression takes advan-

tage of the Pólya-gamma data augmentation scheme. In this chapter we propose a generalization of

the Pólya-gamma distribution, derive important properties of this distribution, and show how the

distribution can be used for posterior sampling. We conclude, based on heuristics and simulation

results, that the generalization does not offer any advantages in a sampler.

The second chapter, containing work supervised byMark Glickman, will focus on an applied

problem in Bayesian forecasting. The United States Olympic Committee (USOC) has limited funds

that it can use to support athletes training for the Olympics. The Committee wants to allocate the

funds to athletes who are likely to win medals, which requires predicting who will win medals. In

order to do this, an essential step is to estimate the skill of each athlete at the time of the Games. In

this chapter we explore how to efficiently fit a flexible growth curve model for the athletes’ latent

skill levels. The primary model used in this chapter is essentially the same as the one developed in

[30]. The contribution include both statistical improvements, such as exploiting conditional inde-

pendence relationships in order to replace high dimensional problems with equivalent low dimen-

sional problems, and optimizations to the implementation of the model in R and C++. The chapter

includes examples of fitting the model to real data sets.

The final chapter, which was advised by Botond Szabó, focuses on the evaluation of distributed

nonparametric estimation procedures in the presence of communication constraints. Modern data
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sets have grown very quickly in size, which has prompted the development of methods that can be

run in a distributed computing framework where the data is divided across multiple machines. In

this setting, it is desirable to design procedures that minimize the communication between the ma-

chines on the network because transmission on the network is significantly slower than calculations

in the memory of the machine and transmission can cause congestion that adversely affects other

users of the network. In this chapter we derive the theoretical minimax rates in nonparametric esti-

mation problems in the distributed setting with communication constraints in a general setting. We

prove the utility of our results by showing that they apply to a variety of nonparametric problems.

We also provide matching upper bounds to show that our results are tight.
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1
Revisiting the Pólya-gamma sampler

1.1 Logistic regression in the Bayesian context

Consider a binary regression problem in which we observe (Yi, xxxi) for i = 1, . . . , n, where the

response Yi ∈ {0, 1} and the covariates xxxi are p × 1 vectors, which we aggregate in the response

vector YYY and the design matrix X. In logistic regression we assume P [Yi = 1] = eηi/(1 + eηi)where

ηi = xxx⊤i β is the linear predictor and β is an unknown p× 1 vector of regression coefficients.
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If π(β) denotes the prior for β, the posterior distribution is given by

π(β | YYY) = π(β)L(β;YYY)
p(YYY)

, (1.1)

where L(β;YYY) is the likelihood and p(YYY) =
∫
π(β)L(β;YYY) dβ is the marginal distribution of YYY.

The posterior π(β | YYY) is intractable, so it is necessary to construct a Markov chain with sta-

tionary distribution π(β | YYY). Polson, Scott, andWindle (henceforth PSW) [33] developed a data

augmentation [40] strategy for constructing such chains. The authors introduce the Pólya-gamma

(PG) distribution – a conjugate family for the latent variables in the data augmentation scheme and

show that conditional on the augmented Pólya-gamma random variables, the regression coefficients

β are distributed according to a multivariate Gaussian distribution. In this paper we revisit this algo-

rithm.

We introduce a family of distributions called theW-distribution, indexed by a ∈ (0, 1/2], with

a = 1/2 corresponding to the Pólya-gamma distribution in [33]. We derive the properties of the

W-distribution and explore its connections to the PG distribution. Using these properties, for any

a ∈ (0, 1/2]we construct a Gibbs sampler for sampling from the posterior distribution of β given

in equation (1.1) in a manner analogous to the Pólya-gamma sampler in [33]. Next, we show that

our family does not yield a valid probability density for a > 1/2. Finally, we show that the choice

a = 1/2 is optimal: the Gibbs samplers constructed using an augmentation scheme with theW

distribution for a < 1/2 will have higher autocorrelation and will thus be less efficient than the

Pólya-gamma sampler with a = 1/2.
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1.2 TheW distribution

1.2.1 TheW(a, b, 0) distribution

We shall construct a three-parameter family of distributionsW(a, b, c) that extends the Pólya-

gamma distribution PG(b, c)with a new parameter a ∈ (0, 1/2] for b, c > 0. Define the function

ga to be

ga(t) =
exp
(
(1− a)

√
2t
)
+ exp

(
−a
√
2t
)

2
, (1.2)

which generalizes the hyperbolic cosine function cosh(t) = (et + e−t)/2 with g1/2(2t) = cosh(
√
t).

The introduction of the asymmetry was motivated by a desire to use the new distribution in an

augmentation strategy with imbalanced data, as in [26]. Next, we define the Laplace transform of

γ ∼W(a, b, 0) to be

E [exp(−γt)] = (ga(t))−b . (1.3)

If we let a = 1/2, then g1/2(t)−b = (cosh
√

t/2)−b is the Laplace transform of PG(b, 0) (see equa-

tion 3 of [33]). ThusW(a, b, 0) generalizes the Pólya-gamma distribution withW(1/2, b, 0) =

PG(b, 0). The Pólya-gamma distribution can be as part of a data augmentation strategy for Binom(n, p)

likelihoods, generalizing the Bernoulli likelihood in logistic regression. With a Binom(n, p) likeli-

hood, the augmentation distribution will use the parameter b = n; in this article, we focus on results

for logistic regression with b = 1.

We must verify that the expression in (1.3) corresponds to the Laplace transform of a legitimate

probability distribution. Recall that the Lévy(c, μ) distribution is a two-parameter family with den-
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sity

p(x | c, μ) =
√ c

2π(x− μ)3
exp
(
− c
2(x− μ)

)
.

for x ≥ μ and zero otherwise.For a < 1/2, theW(a, 1, 0) distribution arises as an independent sum

of a PG(1, 0) random variable and a Lévy random variable:

Proposition 1. If a < 1/2, then γ ∼W(a, 1, 0) can be decomposed as:

γ =d L1/2−a + P1,0, (1.4)

where L1/2−a ∼ Lévy(0, (1/2− a)2) and P1,0 ∼ PG(1, 0) are independent.

Proposition 1 also provides an easy way to sample fromW(a, 1, 0) as packages provide samplers

for both the Lévy and Pólya-gamma distributions. This result characterizes theW(a, 1, 0) distribu-

tion, so the next step is to consider c 6= 0.

1.2.2 TheW(a, b, c) distribution

We define the generalW(a, b, c) by an exponential tilting ofW(a, b, 0); the density of aW(a, b, c)

distribution is given by:

p(γ | a, b, c) = exp(−γc2/2)p(γ | a, b, 0)
EW(a,b,0) [exp(−γc2/2)]

=
gba(c2/2)p(γ | a, b, 0)

exp(γc2/2)
. (1.5)

We can calculate the Laplace transform for this distribution:

E [exp(−γt)] =
∫

exp(−γt)g
b
a(c2/2)p(γ | a, b, 0)

exp(γc2/2)
dγ =

gba(c2/2)
gba (c2/2+ t)

, (1.6)
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which can be compared to equation (6) of PSW. Analogous to the case where c = 0, this also yields a

legitimate probability distribution, corresponding to the sum of two independent random variables.

Recall the inverse-Gaussian distribution which has the density

p(x | λ, μ) =
(

λ
2πx3

)1/2
exp
(
−λ(x− μ)2

2μ2x

)
.

Proposition 2. If a < 1/2, then γ ∼ W(a, 1, c) with c > 0 can be decomposed as a sum of indepen-

dent random variables:

γ =d IGλ,μ + P(1,c) (1.7)

where P(1,c) ∼ PG(1, c) and IGλ,μ ∼ InvGauss(λ, μ) with λ = (1/2− a)2 and μ = (1/2− a)/c.

Once again, Proposition 2 provides a very convenient way to sampleW(a, 1, c) random variables.

1.2.3 The case a > 1/2.

Based on the form of (1.2), it may seem natural to consider a ∈ (0, 1) as the parameter space. This is

not possible, as the following theorem demonstrates.

Theorem 1.2.1. The expression in equation (1.6) does not correspond to the Laplace transform of any

probability distribution when a > 1/2.

Theorem 1.2.1 implies that we cannot generalize the familyW(a, b, c) to a > 1/2, so Proposi-

tions 1 and 2 characterize theW(a, 1, c) distribution. As we show below, if the familyW(a, b, c)

generalized for a > 1/2, we could have obtained data augmentation samplers that are more efficient

than the Pólya-gamma samplers in PSW. Thus in this sense, the Pólya-gamma sampler of PSWwith

a = 1/2 is optimal.
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1.3 Data augmentation schemes for logistic regression using theW-family

As a generalization of PSW’s algorithm for Bayesian inference in logistic regression, we consider the

following generative process:

β ∼ N(μ0,Σ0) γi | β ∼W(a, 1,x⊤
i β) Yi | β ∼ Bern

(
ex⊤

i β

1+ ex⊤
i β

)

for any a ∈ (0, 1/2] and i = 1, . . . n. Let Ψ be the collection of all functions ψ : {1, . . . , n} →

{0, 1}. For each of these functions, we define the event

Eψ =

n⋂
i=1

{
I(ηi ≥ 0) = ψ(i)

}
.

We also define the vector aaaψ ∈ {a, 1 − a}n for each ψ by aaaψ,i = a if ψ(i) = 1 and aaaψ,i = 1 − a if

ψ(i) = 0. For each ψ we define the posterior covariance, mean, and mixture weight:

Σn =
(
X⊤ΓX+ Σ−1

0

)−1
, μψ,n = Σn

(
X⊤(YYY− aaaψ) + Σ−1

0 μ0
)

wψ =
Pψ[Eψ] exp

(
μ⊤ψ Γμψ/2

)
∑

ψ′∈Ψ Pψ′ [Eψ′ ] exp
(
μ⊤ψ′Γμψ′/2

)
where Pψ is the probability measure associated with aN(μψ, Γ

−1)where μψ = Γ−1(YYY − aaaψ) and

Γ = diag(γ1, . . . , γn). If we use truncN(x | μ,Σ,A) to denote the density of aN(μ,Σ) truncated to

the set A, then the full conditional distrution of β given the data and γ is

π(β | YYY, γ) =
∑
ψ∈Ψ

wψtruncN(μψ,n,Σn,Eψ).

If a = 1/2, this is exactly the model used by PSW and the full conditional for β is a normal dis-

tribution as the means μψ,n are all equal across ψ and the events Eψ form a partition. The different
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regions Eψ are cones extending from the origin that partitionRp when a < 1/2. Not only does us-

ing a < 1/2 result in a full conditional that is much more difficult to sample (mixture of truncated

normals instead of a normal), but—as we shall demonstrate in the next section—it also results in a

chain that has larger asymptotic variance.

1.4 Use in Bayesian inference: why a = 1/2 is ideal

In this section we explain why a = 1/2 should be preferred in practice when considering the asymp-

totic variance of the Markov chain. We contrast the algorithm for a < 1/2 with the parameter

expansion data augmentation (PX-DA) of [28].

We have a free parameter a that can be seen as parameterizing a transformation of a Pólya-gamma

latent variables ωi to a new latent variable γi following theW distribution (see Figure 1.1). Specifi-

cally, we first draw a PG random variable ωi, then transform ωi to γi by adding an inverse-Gaussian

random variable that depends on a according to Proposition 2.

If the transformation indexed by a did not depend on β, then we could construct a PX-DA algo-

rithm to improve the convergence of the PG algorithm (following Theorem 2 of [28]). However, as

represented in Figure 1.1, we see that the transformation from ω(t−1) → γ(t−1) has a dependence

on β(t−1). The parameters of the inverse-Gaussian in Proposition 2 depend on c, which will be equal

to xxx⊤i β
(t−1) in the algorithm. As the transformation from ω(t−1) → γ(t−1) depends on β(t−1), we

are actually increasing the dependence between β(t−1) and β(t), which suggests that using a < 1/2

will increase the autocorrelation. When a = 1/2 the transformation is the identity map (and so

does not depend on β) and the data augmentation is the original algorithm in PSW. The increase in

the autocorrelation of the chain was confirmed by simulations that have been omitted due to space

constraints.
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β(t−1) ω(t−1) γ(t−1) β(t)

Figure 1.1: A directed acyclic graph showing how the use of a < 1/2 increases the dependence between β(t−1) and

β(t).

1.4.1 Fisher information and convergence

Since the introduction of the expectation-maximization (EM) algorithm [11], it has been known

that the rate of convergence is determined by the fraction of missing information, which is related to

the amount of Fisher information in the missing (latent) data. Since MCMCwith data augmenta-

tion is a stochastic version of EM, the Fisher information provides a heuristic for the convergence

rate [41]. In the case of augmentation with theW distribution, the heuristic suggests slower conver-

gence.

Proposition 3. The Fisher information about c ofW(a, 1, c) increases as a ↘ 0. In particular, a =

1/2 has the least information about c. If c = xxx⊤β, then the difference between the Fisher information

matrices IW(a,1,c)(β)− IW(1/2,1,c)(β) is positive semi-definite.

Therefore the Fisher information in latent variables is larger (in the partial ordering on matrices)

when a < 1/2 than when a = 1/2. Thus suggests that it is not advisable to use any value of a other

than a = 1/2 in the EM algorithm or in a sampler. Proposition 3 confirms that adding the inverse-

Gaussian random variable to transform ω → γ is literally adding information about β, which tends

to increase the autocorrelation of the chain.

1.5 Conclusion

We introduce, characterize, and provide sampling techniques for theW distribution, which gen-

eralizes the Pólya-gamma distribution introduced by PSW.We further show that the Pólya-gamma
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distribution is on the boundary of the parameter space of theW distribution. As demonstrated in

Section 1.4, the samplers derived for parameters a < 1/2 have a larger asymptotic variance and

should not be used for inference.

1.6 Acknowledgements

This project was suggested by Natesh Pillai, who provided significant guidance throughout.

1.7 Proofs

Proof of Proposition 1. Wewill focus on the case when b = 1, which is what is needed for logistic

regression. To begin, note that

ga(t) = exp
[
(1/2− a)

√
2t
]
g1/2(t), (1.8)

which relates ga to g1/2. Using (1.8) we see that

g−1
a (t) = exp

[
(a− 1/2)

√
2t
]
g−1
1/2(t), (1.9)

which relates the Laplace transform forW(a, 1, 0) to the Laplace transform g−1
1/2(t) for PG(1, 0).

The remaining factorMa(t) = exp
[
−(1/2− a)

√
2t
]
is the Laplace transform of a Lévy(0, (1/2−

a)2) distribution if a < 1/2. Thus the Laplace transform ofW(a, 1, 0) in (1.9) factors into the

product of two known Laplace transforms, which proves the proposition.

Proof of Proposition 2. LetMW(a,1,c)(t) be the Laplace transform ofW(a, 1, c). Applying (1.8) to
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the numerator and denominator of (1.6), we get

MW(a,1,c)(t) =

(
g1/2(c2/2)

g1/2(c2/2+ t)

)
exp

(
(1/2− a)|c|

[
1−

√
1+

2t
c2

])
. (1.10)

The left term in (1.10) is the Laplace transform of PG(1, c) and the right term is the Laplace trans-

form of the Inverse Gaussian distribution whose parameters must satisfy

λ
μ
= (1/2− a)|c| μ2

λ
=

1
c2
.

Solving for μ and λ gives λ = (1/2 − a)2 and μ = (1/2 − a)/c. Both parameters are required to be

positive, which will be the case as long as a < 1/2. This establishes the Proposition.

Proof of Theorem 1.2.1. To begin, recall that when the the moment generating functionM(t) (or

Laplace transform) exists, then the characteristic function must satisfyM(t) = ϕ(it). In particular,

the characteristic function for aW(a, 1, 0) is

ϕa(t) =
2

exp
(
(1− a)

√
−2it

)
+ exp(

(
−a
√
−2it

) =
2 exp

(
a
√
−2it

)
exp
(√
−2it

)
+ 1

. (1.11)

In equation (1.11), we see
√
−i = (1− i)/

√
2. Using this, we see

ϕa(t) =
2 exp

(
a
√
t− ia

√
t
)

exp
(√

t− i
√
t
)
+ 1

so the modulus squared is

|ϕa(t)|
2 =

(
2 exp

(
a
√
t− ia

√
t
)

exp
(√

t− i
√
t
)
+ 1

)(
2 exp

(
a
√
t+ ia

√
t
)

exp
(√

t+ i
√
t
)
+ 1

)

=
4 exp

(
2a
√
t
)

exp(2
√
t) + 2 exp(

√
t) cos(

√
t) + 1

.
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To show that this is not a characteristic function of any distribution when a > 1/2, we will ap-

peal to the fact that the modulus of a characteristic function must be less than or equal to one. As

cos(
√
t) ≤ 1 and exp(

√
t) > 0 for all t ∈ R, we can bound |ϕa(t)|

2 below:

|ϕa(t)|
2 ≥

4 exp
(
2a
√
t
)

exp(2
√
t) + 2 exp(

√
t) + 1

.

Noting that |ϕa(0)| = 1 for all a (a general fact about characteristic functions), we will show that

the derivative of the bound is positive in a neighborhood of the form (0, c)when a > 1/2. The

derivative of the bound is

4
[
a exp

(√
t
)
+ a− exp

(√
t
)]

exp
(
2a
√
t
)

√
t
(
exp(3

√
t) + 3 exp(2

√
t) + 3 exp(

√
t) + 1

) , (1.12)

which is positive when log
(

a
1−a

)
>
√
t. For there to exist a positive twhere the derivative is posi-

tive, we need log(a/(1− a)) > 0 ⇐⇒ a > 1/2. Thus there exists a positive t for which the bound

is increasing in a neighborhood of the form (0, t) if and only if a > 1/2. The quantity |ϕa(t)|
2 must

increase on (0, ε) for some ε > 0 as well, meaning that it must take a value larger than one. Thus it

cannot be a characteristic function of any distribution, which proves the theorem.

Proof of Proposition 3. Factoring the out the terms that involve c from the density (1.5), we get

something of the form

p(γ | a, 1, c) = 2ga(c2/2) exp
(
−γc2/2

)
ψ(a, γ),
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where ψ is a function that does not depend on c. If we take the logarithm and then differentiate with

respect to c, we find:

d
dc

log p(γ | a, 1, c) = d
dc

log 2ga(c2/2)− γc.

The Fisher Information is the variance of this expression. The first term is a constant over γ, and so

IW(a,1,c)(c) = c2V(γ). Let γ1/2 ∼W(1/2, 1, c). Using Proposition 2 and recalling that the variance

of a inverse Gaussian distribution is μ3/λ, we can write this as

IW(a,1,c)(c) = c2V(γ1/2) +
1/2− a

c
≥ IW(1/2,1,c)(c).

Now suppose c =
∑

xiβi for some vector (x1, . . . , xp). Using the chain rule, we have

∇β log p(γ | a, 1, c) = ∇β log 2ga(c2/2)− cγ∇βc.

The variance is then

Iγ(β) = (∇βc)c2V(γ)(∇βc)⊤ = c2V(γ)xix
⊤
i .

Thus the difference in information between aW(1/2, 1, η) augmentation and aW(a, 1, η) aug-

mentation (for the same set of covariates) is

IW(a,1,η)(β)− IW(1/2,1,η)(β) = η2
[
V(γa)− V(γ1/2)

]
xix

⊤
i

= η2
(
1/2− a
|η|

)
xix

⊤
i ,

which is a positive semi-definite matrix. If we have multiple independent observations, the informa-

tion is added together and the result is still positive semi-definite. This proves the Proposition.
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2
Fast Prediction of Athlete Career

Trajectories

2.1 Predicting athlete skill trajectories

There is broad interest, both professional and recreational, in predicting the outcomes of athletic

competitions. A common tool for making such predictions is ratings systems, such as Elo or Glicko.
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Comparing athletes’ ratings is a natural way to predict a winner, but the models that produce these

ratings are not designed to extrapolate them into the future. To provide the structure necessary for

extrapolation, we can use growth curves, which provide a flexible approach to predicting future

athlete skills.

2.1.1 Full joint model

A fully Bayesian approach to the problem would posit a model as

fi
iid∼ p(f) (Y1t, . . . ,Ynt) | f1(t), . . . , fn(t) ∼ p(Y1:n,t | f1:n(t)), (2.1)

where fi is a growth curve for athlete i and Yit is the result of a competition occurring at time t. The

distribution p(f)would be a prior on functions, representing the distribution of growth curves in

the population. The observed data result for athlete i in a competition at time t, Yit, could take a

number of forms depending on the sport; in some sports Yit would be binary representing a win or

loss and in others it could represent a ranking (first, second, etc).

This model is appealing because the posterior is directly informed by the observed data, since

we would target p(f1:n | Y). Once we have a posterior distribution on the growth curves, we can

extrapolate using draws from the posterior predictive distribution to predict results for future com-

petitions. These predictions would have natural uncertainty quantification.

There are at least two challenges to working with the full joint model. A modeling challenge is

to determine a good prior on p(f) on the growth curves. The class of functions needs to be flexible

enough to capture realistic career trajectories, but also structured enough to prevent overfitting and

allow for extrapolation. The other challenge is the difficultly of posterior sampling because of the

likelihood p(Y1:n,t | f1:n(t)). The likelihood that arises from commonly used ratings systems will

generally not result in conjugate models, so numerical methods, such as Markov chainMonte Carlo
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(MCMC) must be used. In particular, MCMC sampling may be slow, difficult to tune, and only

applicable to the likelihoods associated with a specific rating system.

2.1.2 Common ratings systems

The likelihood of the model is determined by a choice of rating system. The rating system is a map

from athlete strengths to probability distributions over outcomes. We will focus on rating systems

for head-to-head competitions; for likelihoods in multi-competitor sports the most common choice

is the Plackett-Luce ([29, 32]) model based on the multinomial logit.

We observe n athletes over T distinct time periods. At each time period, each athlete i has an

ability parameter θit at each time t = 1, . . . ,T. For each time period t there areKt competitions,

indexed by k = 1, . . . ,Kt. The random variable Yij,tk = I(i beats j) is an indicator that i defeats j in

competition k in time period t. The distribution of the random variable is determined by

P(Yij,tk = 1 | θit, θjt) =
eθit

eθit + eθjt
. (2.2)

This model is known as the Bradley-Terry model ([4]), and it assumes a logistic link in the sense that

logit(pij,tk) = θit − θjt. Since only the difference between the strengths is relevant, it is common to

assume that the ratings are centered at zero for identifiability.

In [19] Glickman proposed the Glicko system to incorporate uncertainty in the estimates of the

athlete strengths. The model is an extension of the Bradley-Terry model, adding an assumption that

the player strengths θit update according to a stochastic process:

θi,t+1 | θit, σ2 ∼ N(θit, σ2). (2.3)

The posterior for θi,t is approximately Gaussian. The standard deviation of this approximately
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Gaussian posterior is denoted νi,t and is known as the “ratings deviation,” which captures uncer-

tainty about the athlete’s skill at time t. An athlete that competes more frequently will have a small

value for ν2i,t, as we can estimate θit more accurately if the athlete competes more frequently. The

incorporation of the uncertainty about the transition in skill between periods gives more reliable

predictions. The Glicko system is sometimes scaled so that the ratings are centered around 1500. A

similar system was developed for multicompetitor models by Glickman and Hennessy in [20].

When extrapolating the model assumes that the strengths in the next time period are normally

distributed with a mean equal to the current time period, which may be unrealistic given the data

we observe. If the strengths for a certain athlete show a clear upward (or downward) trajectory, we

may wish to incorporate this into our prediction so that E[θi,t+1] > θi,t. Furthermore, as athletes

age, their strength tends to decrease. For older athletes, we may wish to incorporate the effects of

aging by biasing the predicting strength downward. Such considerations motivate the integration of

growth curves as in [30].

2.1.3 Two-stage model

A joint model linking the growth curve to the observed competition result is philosophically com-

pelling, but practically challenging. The Bayesian model is not conditionally conjugate, so the full

conditionals are intractable. This means that it is common to resort to a gradient based sampling

method to sample from the posterior distribution, which may be slow to mix or difficult to tune.

An alternative approach is to divide inference into two stages. In the first stage, the observed

data is used to obtain point estimates of the skills for all athletes at all time periods θ given the ob-

served data YYY. Once we have the estimated strengths, then the growth curve can be fit to the inferred

strengths.

This approach is appealing for several reasons. First, the algorithms to infer skills from the ob-

served data are generally fast and easy to implement, making the first stage of inference tractable
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even for large data sets. In addition, the second stage of inference can also be significantly easier, as

the problem reduces to fitting the growth curve fixed data. Depending on the prior distribution on

the function, it may be possible to get the posterior distribution in closed form. Both steps of the

inference procedure are tractable.

The disadvantage of this approach relative to the joint model is the difficulty of obtaining proper

uncertainty quantification. If estimated strengths are used to fit the growth curve, any posterior

distribution over the growth curves will fail to take into account the uncertainty of the estimated

strengths. This will likely reduce result in prediction intervals that are too narrow. From another

perspective, given the estimated ratings, the growth curve is independent of the observed data. The

quality of the inference on the curve is entirely dependent on the quality of the estimated strengths.

If there is misspecification in the ratings model, then the estimated growth curves will be irreparably

tainted.

In this chapter, we build upon the model of [30], which allows for two-stage fitting of the growth

curves while accounting for the uncertainty in the estimated ratings. Our main contribution is the

development of an improved computation strategy for this model.

2.2 Approximate two-stage model

In this chapter, we assume that we are given estimated strengths and ratings deviations for each ath-

lete in each period in which they were active. We will assume a slightly modified model of the form

fi
iid∼ p(f) σ2 ∼ p(σ2) θit | fi, σ2

iid∼ N(fi(t), σ2) Yij,tk ∼ p(yij,tk | θit, θjt). (2.4)

In the original joint model, all uncertainty about the strengths was caused by the likelihood and

captured in the observed outcomes. In this model, there is a slack term σ2 that allows deviations

in the strength from the growth curve. One potential advantage for prediction is that the growth
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curves can take a simpler parametric form as they are not required to pass exactly through the esti-

mated strength at each time period, which can prevent overfitting and give better predictions.

Under this model, the object of inference is the joint posterior p(f1:n, σ2, θ | YYY). This distribution

can be factored as

p(f1:n, σ2, θ | YYY) = p(f1:n, σ2 | θ,YYY)p(θ | YYY)

= p(f1:n, σ2 | θ)p(θ | YYY).

When factored in this way, it is clear that we could sample from the marginal posterior distribu-

tion for θ and then conditional on this value draw from the posterior of f1:n and σ2. Since the poste-

rior of the growth curves is conditionally independent of the data YYY given the strength parameters θ,

a two-stage model would be appropriate if we can sample θ | YYY. In this setup, inference can proceed

in two simple steps. First we draw the strengths from the posterior on θ. Next, we fit the growth

curve to the sampled values of the strengths. If the prior on the growth curves is linear in parame-

ters, the full conditional distribution for the growth curve can be obtained in closed form. Such a

linearity assumption would be unrealistic, but it is often used for convenience. As the strengths are

simulated from the marginal posterior, we are capturing the uncertainty about the fitted strengths

that we are given as data.

In this paper, we shall assume that

p(θ | YYY) ≈
∏
i,t

N(θit | μit, ν
2
it),

where μit is the estimated strength of player i at time t from fitting Glicko ratings conditional on

all of the data (not just the data up to time t). The first major assumption is the normality of the

marginal posterior, or equivalently we can assume that a moment based normal approximation to
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the posterior is highly accurate. The second major assumption is the independence of all parameters

in the posterior. This is unlikely to be true, but the assumption is similar to the mean field assump-

tion used in variational inference (see [16] for an overview).. The validity of this assumption also

depends on the prior on the growth curves. Certain choices of prior will increase the validity of the

assumption.

The independence assumption can have the effect of increasing the uncertainty of predictions. In

the inference procedure, we will be drawing new data at each iteration. Since each of the data points

is being drawn independently, when in reality there should be correlation, we are increasing the

observed noise about the growth curve. As predictions will depend on the noise σ2, overestimating

the noise will result in wider prediction intervals.

2.2.1 Growth curve model

In order to obtain useful predictions, it is essential to specify an appropriate class of growth curves.

In this paper we use growth curves developed by [30]. McKeough proposes a growth curve of the

form

fi(t) = αi + e−(γ1+γ2zi)(t−t0,i)

 p∑
j=0

βij(t− t0,i)p
 , (2.5)

where zi is the age of the athlete at the start of his or her career and t0,i is the first period in which the

athlete competed. The growth curve is only a function of the time since the athlete’s first competi-

tion. There are three sets of parameters, αi, βi, and γ. The parameters αi and βi are random effects

parameters, with each athlete having a distinct set of parameters to describe his or her career tra-

jectory. These random effects are drawn from a common distribution, which allow for sharing of

information across individuals. The pooling of information induced by the hierarchical structure

on the random effects parameters can allow for better predictions for athletes with very short career
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trajectories, even when there is not enoough information to fit a degree p polynomial to the athlete’s

trajectory. The degree p of the polynomial part will need to be selected, but in the data sets analyzed

in this paper p > 4 resulted in overfitting the data. We have selected a specific parametric function

of t, but the approach can be extended to other parametric functions of t. As long as the full condi-

tional for the parameters is available, the techniques of this paper can be applied.

The parameters γ1 and γ2 are a more novel inclusion in the growth curve. The purpose of these

parameters is to prevent the polynomial fit from exploding when extrapolating into the future. Both

parameters are restricted to be non-negative, so that as time increases the exponential term goes

to zero and αi represents the limiting strength of the athlete over time. This is essential because all

(non-constant) polynomials will go to either infinity or negative infinity as t increases, which is unre-

alistic and detrimental to extrapolation. These are also the only parameters that are shared across the

whole population.

Since γ1 and γ2 are shared across the population of athletes, they are capturing a property of the

sport. The parameter γ2 is the coefficient of the athlete’s age at their start of the career. In early spe-

cialization sports, the age at which an athlete starts competing may be very important. In this case,

we would expect a large value of γ2 to penalize athletes that begin competing later. The parameter

γ1 can be thought of as related to the career for an athlete in the sport. Sports in which athletes have

short careers will have larger values of γ1.

In order to build intuition for the effect of γ1 and γ2, there are two factors to consider. The first

factor is the amount of shrinkage toward αi, which is represented by the value of the exponential

term. The second factor is the career length at which a certain amount of shrinkage is achieved. For

many sports the pinnacle of competition is the Olympics, which occur every four years. To simplify

the situation, assume that γ2 = 0 and ti,0 = 0. The shrinkage term is then e−γ1t, which represents

the factor by which the polynomial term is shrunk towards zero. For example, if e−γ1t = 0.9, then

we are shrinking the polynomial term by 10%. We also let t index quarters of a year. The values of
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Table 2.1: This table shows the value of γ1 (assuming γ2 = 0 and ti,0 = 0) that would be required to achieve the
specified amount of shrinkage in the specified number of years, assuming that t represents quarters of a year (so 4 years
is t = 16). Here shrinkage is 1− e−γ1t.

Shrinkage 4 years 8 years 12 years 16 years

10% 6.6×10−3 3.3×10−3 1.6×10−3 8.2×10−4

25% 1.8×10−2 9.0×10−3 4.5×10−3 2.2×10−3

50% 4.3×10−2 2.2×10−2 1.1×10−2 5.4×10−3

γ1 required to achieve a specified amount of shrinkage in the specified number of years are shown in

Table 2.1. Clearly changes in γ1 need to occur on the logarithm scale to reflect meaningful changes

in the value of the parameter. When sampling values of γ1 and γ2, we will propose changes in log γi.

In this setting, using γ1 = 1 would result in a four-year shrinkage rate of 1 − exp(−16) > .999,

so γ1 = 1 is a reasonable upper bound on γ when t represents a quarter. This formulation is useful

for thinking about constructing priors on γi by imagining howmuch decay in athlete strength we

expect in what we decide is an reasonable career length for an athlete in the sport we are analyzing.

While the shrinkage parameters are important for generating reasonable growth curves, they

present challenges for inference. If γ1 = γ2 = 0, the model would be linear in parameters and

therefore amenable to analysis. In particular, in a Bayesian analysis it would be possible to set up

a conditionally conjugate model by assigning normal priors to the random effects. There are no

obvious choices of prior distributions that would give a tractable full conditional distribution for

γ = (γ1, γ2). Furthermore, as noted above, small changes in γ represent large changes in the behav-

ior of the model. This requires very careful construction of a proposal distribution, which will be

discussed later.
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2.2.2 Orthogonal polynomials

Suppose we define the vector t = (0, 1, . . . ,Ti), 1 = (1, . . . , 1), and the Ti × (p+ 1) design matrix

for athlete i to be

XXXi =

[
1 t · · · tp

]
.

The problem with this design matrix is that the columns are very highly correlated. The correla-

tions are shown in the Table 2.2. These correlations are very high, as 0.7 is commonly viewed as a

threshold above which correlation between covariates in a linear regression are problematic [12].

The problem with the high correlations manifests in the matrix XXX⊤
i XXXi, which will become nearly

singular. This will make it impossible to construct the ordinary least squares estimator.

A common solution to the problem of high multicolinearity is to use orthogonal polynomials.

This strategy was also used in [30], though the details of the implementation are different in this

work. If we letX0 = [t, . . . , tp], then we seek to findQ such that the column space ofQ is the

same as the column space ofX0. We will also center the columns ofX0, as the quantity tp quickly

grows very large. IfP = I − 111111⊤/Ti is the centering matrix, then we perform a QR decompositon

to find matrices satisfyingQR = PX0, whereQ is an orthogonal matrix andR is upper triangu-

lar. We then use the design matrixX⊥
i = [111Q], which will have a much better condition number

thanXi.

We will need a map betweenXi andX⊥
i , as the former is useful for prediction (because it takes a

time period t as a covariate) and the latter is useful for estimation (because it is much more numeri-

cally stable). To construct this map, we need to know the vectorm = 111⊤X0/Ti of columnmeans
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Table 2.2: This table shows the high correlation between element‐wise powers of the vector t = (1, . . . , 20). In
regression tasks, correlations between predictors that are greater than 0.7 may be problematic.

t t2 t3

t 1 .965 .912
t2 .965 1 .986
t3 .912 .986 1

of X. The centering matrixP acts asPX0 = X− 111m⊤. We can define the block matrix

U =

1 m⊤

0 R

 .

so thatXi = X⊥
i U. The matrixUwill be invertible ifR is full rank.
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2.2.3 Model specification

In this section we give a specification of the model we will use for inference. The generative model is

as follows:

γm
iid∼ Beta(aγ, bγ) m = 1, 2

σ2k
iid∼ InvGamma(ak, bk) k = 0, . . . , p

σ2α
iid∼ InvGamma(aα, bα)

σ2 iid∼ InvGamma(aσ, bσ)

σ2η
iid∼ InvGamma(aη, bη)

ηk | σ
2
η
iid∼ N(0, σ2η) k = 1, . . . , p

αi
iid∼ N(1500, σ2α) i = 1, . . . n

βik | ηk, σ
2
k
iid∼ N(ηk, σ

2
k) i = 1, . . . n, k = 1, . . . p

θit | αi, βi, σ
2, γ iid∼ N(fi(t), σ2) i = 1, . . . , n, t = t0,i, . . . ,Ti,

where fi(t) is given in (2.5). This generative model specifies up to θit, which we assume is given. The

actual data would consist of observations Yij,tk given by an assumed model such as (2.2) conditional

on the strengths θ. The model that generates Yij,tk depends on whether the event is head-to-head

or multicompetitor. The estimation of the strengths θ, which we take as given, depends on this

specification. Since we are working on with the estimated θ values, we do not need to consider this

model moving forward. We will write θi = (θit0,i , . . . , θiTi) for a single athlete’s strength and θ =

(θ1, . . . , θn) for all athlete strengths.

The random effects distributions are βik ∼ N(ηk, σ
2
k), with ηk representing the average effects

across athletes and σ2k representing the variance of the random effects. We assume that the ηk are
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independent and mean zero a priori. The intercept random effects αi are centered on 1500, which is

a consequence of the design of the rating system. Other than the difference in the mean, the random

effects αi and βik are treated similarly in the model. The priors are structured such that there are

many conditional conjugacies. This means that inference for the model will be straightforward to

implement using a Gibbs sampler.

The selection of hyperparameters will of course be dependent on the particulars of the data set,

but we offer some general advice. The prior variance on σ2α needs to be relatively large to capture

the significant variance in starting values. For example, in the Glicko system it may be reasonable to

take aα = 2 and bα = 100 to get a prior mean of 50 and values of αi in the range from roughly

1400 to 1600. The variances of the random effects will be significantly smaller, as small changes in

the polynomial coefficients are enough to drastically change the fit of the curve. Taking ak = 2

and bk = 10 may be reasonable, giving a prior mean of five. If the data set is small (in this paper

we are generally concerned with cases where we have hundreds of athletes), then the prior can be

further refined by imposing b0 ≥ b1 ≥ ... ≥ bp so that the priors on the random effect variances

are decreasing with p. In general, as the power increases the needed coefficient size decreases, which

we are encoding in the prior by moving more mass toward zero. In the data sets we analyzed, the

random effect variances for βik with k ≥ 4 are less than one. The prior on the variance σ2η can also

be small; we again used aη = 2 and bη = 10. The variance σ2, like σ2α is capturing variance on the

scale of the ratings and thus needs to be large. We used aσ = 2 and bσ = 100 giving a prior mean

E[σ2] = 50. For more flexibile models (large p) it may be advisable to reduce bσ as there will be

smaller errors. The most challenging priors to select are the priors on γi. Selection should be guided

by consideration similar to that in Table 2.1. For example, consider a sport were we expectW%

shrinkage overQ years withR period per year for athletes with a starting age of z̄, then the prior can
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be selected as

aγ = 2

bγ = −
log (W/100)

z̄QR
,

which will result in a prior on γi that on average will have approximatelyW% shrinkage overQR

periods for athletes with starting age around z̄. We believe that it is good to encourage larger shrink-

age in order to control the tails of the polynomials, and prior parameters should be set to favor more

shrinkage.

2.2.4 Model fitting considerations

The goal of this paper is to develop a fast method for fitting growth curves that still provides uncer-

tainty and the ability to made predictions. As the posterior provides natural uncertainty quantifica-

tion, we use Markov chainMonte Carlo (MCMC) to sample the posterior.

The primary difficulty in fitting this model is the inclusion of the shrinkage parameters γi. If the

parameter γi were ommited, then the model would be conditionally conjugate and could be sampled

with a Gibbs sampler. There are no obvious prior distributions on γ that would result in a tractable

full conditional distribution. The inclusion of γi also makes optimization intractable. The objective

function is non-convex and has multiple local modes in which an optimizer can become trapped.

As sampling from the full condition distribution is impossible, we elected to use a random walk

Metropolis-within-Gibbs (see section 10.5 of [24]) approach where we propose a new γ∗i from a

uniform distribution centered at the current value of γi and accept the proposal with a probability

determined byMetropolis-Hastings ratio. More exactly, we propose log γ∗i from a uniform with

support length 2δ centered on log γi: log γ
∗
i ∼ Unif(log γi − δ, log γi + δ). Note that on the log

scale this proposal is not symmetric for γi. By proposing on the log scale, we allow for changes in γi
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by orders of magnitude, which, as discussed above, are necessary to reflect meaning changes in the

shrinkage effect of the parameter.

The parameters γi and βi are highly dependent, which must be acknowledged in the design of

the sampler in order to ensure good mixing. We block (γ, β) and sample them together, which

helps improve mixing. To see why this is necessary, consider Figure 2.1. The black curve at the cen-

ter shows the curve defined by the full conditional mean of βi conditional on the current value of

γ2 = 5 × 10−4. In a traditional Gibbs sampler, we propose a new value of γ while holding βi fixed.

The colored curves in the left panel show how growth curve changes as γ2 changes for a 20 year old

athlete. Each curve represents an increment of 1×10−4. The curves with γ2 = 4×10−4 or 6×10−4

are visually not ideal; the curves with γ = 3 × 10−4 or 7 × 10−4 are unacceptable because they are

consistently overestimating or underestimating the rating, respectively. The ability of the growth

curves to capture the athlete skill quickly deteriorates as the proposed value of γ2 moves away from

the current value. To quantify this for the purposes of analyzing the effect on mixing, we examine

the Metroplis-Hastings acceptance probability for a random walk conditional on βi:

α =
p(γ∗2)

∏n
i=1
[
p(θi | γ∗2, βi, ϑ)

]
p(γ2 | γ

∗
2)

p(γ2)
∏n

i=1
[
p(θi | γ2, βi, ϑ)

]
p(γ∗2 | γ2)

where all other parameters have been grouped together in ϑ. The right panel in Figure 2.1 shows the

value of

log p(θi | γ∗2, βi, ϑ)− log p(θi | γ2, βi, ϑ) =
Ti∑

t=t0,i

(θit − fi(t | γ2))
2 − (θit − fi(t | γ∗2))

2

σ2
.

A smaller log-likelihood value corresponds to a parameter that does not explain the data well, which

in this problem is the total squared prediction error for the athlete. We see that for the displayed

athlete, the difference in the log-likelihood is extremely negative. As the amount of data increases,
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the value of α will largely be determined by the likelihood ratio as opposed to the prior or proposal

distribution. We expect to see similar values of likelihood ratio across all athletes, so the value of α

will become extremely small as we take the product of very small values and likely underflow to zero.

In practice we work with α on the log scale, which can help avoid underflow but will still result in

acceptance probabilities that are too small.

The root of this problem is that we are attempting to update γ without acknowledging the ex-

treme dependence between γ and β; a small change in γmay result in a need to change β drastically

in order to maintain a good fit to the data. The solution, as mentioned above, is to block the up-

date of the two parameters. Instead of sampling from p(γ | β, ϑ, θ) and p(β | γ, ϑ, θ), we instead

draw from p(γ, β | ϑ, θ). A draw from the joint distribution can be obtained by proposing γ from

p(γ | ϑ, θ) and then β from p(β | ϑ, γ, θ) (which is simply the usual full conditional distribution). In

order for this to be tractable, we need to be able to integrate β out of the likelihood to get p(θ | ϑ, γ),

which can be done in closed form because both the likelihood and priors on α and β are normal.

After integrating out αi and βi, the resulting marginal likelihood is

θit | ϑ, γ ∼ N

(
1500+ e−(γ1+γ2zi)(t−t0,i)

p∑
k=0

tkηk, σ
2
it + σ2α +

p∑
k=0

σ2k

)
.

Therefore we can propose log γ∗i using a uniform walk centered on the current value and accept

with probability

α =
p(γ∗2)

∏n
i=1
[
p(θi | γ∗2, ϑ)

]
p(γ2 | γ

∗
2)

p(γ2)
∏n

i=1
[
p(θi | γ2, ϑ)

]
p(γ∗2 | γ2)

, (2.6)

then draw β from its full conditional distribution.

It is worth distinguishing between the technical details of this update and the practical imple-
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mentation details. In order to preserve stationarity, we must propose (γ, β) jointly and accept them

jointly. This means that if we do not accept the proposal with the probability given in (2.6), we do

not update β as well, which will reduce the number of distinct βwe observe and reduce the effective

sample size. A simple technique to avoid this problem is to first update the block (γ, β) and then

update β again from its full conditional distribution. Since the acceptance probability (2.6) does

not depend on the value of β proposed in the (γ, β) block update, there is no need to actually sam-

ple β. Instead, we act as if we drew β and then actually draw β from the full conditional based on

the current value of γ, which we always accept. We are therefore in theory drawing β twice within

each sweep of the Gibbs sampler, but there is no cost to this because in practice we draw only once.

One small but important point is that the draw of β from the full conditional should be done im-

mediately after the update for γ. This is because if γ changes we need to be working with a set of β

that are appropriate for this new γ (which are acquired by drawing from the full conditional with

the new value of γ). If we update some parameter that depends on both γ and βwithout actually

redrawing β, then the sampler would no longer have the correct stationary distribution. By ensuring

that we draw β before any other parameters, we avoid this issue.

2.2.5 Selection of p

One important issue affecting the performance of predictions is the selection of p. If p is too small,

then the growth curves will lack the flexibility to capture realistic career trajectories; if p is too large,

then the model will overfit the data and the predictions will be poor.

The goal of the model fitting is to make predictions of future strengths, so our model selection

criterion will be based on optimizing predictions. We therefore split the data into a training set and

a testing set and evaluated the predictive performance on the holdout observations. Since the data

have a longitudinal format with a time series for each individual, the split should also have structure.

When using the model for prediction, we fit a growth curve to each athlete and then extrapolate
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Figure 2.1: The left panel shows the curve given by the mean of the full conditional for βi in black for the current value
of γ2 = 5 × 104. The colored curves show how the growth curves changes as γ2 changes by 1 × 10−4 for a 20 year
old athlete if βi is held fixed. The right panel shows the difference in the log‐likelihood between the proposed value of
γ2 and the current value of 5× 10−4 with negative values implying a worse fit.

using the growth curve. In order to mimic this procedure as closely as possible, we train the model

on all athletes, but remove observations from the end of the time series for certain athletes. We re-

move the periods from the end of the time series (as opposed to points in the middle) because we

are interested in prediction with the growth curves, rather than interpolation within the observed

period.

There are still some tuning parameters that need to be set in order to perform this model selec-

tion. Let nh be the number of athletes in the testing set andV be the number of periods removed

for each holdout athlete. We want nhV to be approximately 20% to 50% of the total number of ob-

servations in the data, in line with the usual guidelines for train-test splits [27, 23]. In one extreme,

we can remove a small number of observations from all athletes (large nh, while in the other extreme

we can remove a large number of observations from a few athletes (largeV). We believe the that cor-

rect balance should be determined by the prediction problem at hand. For example, if the goal is to
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study athlete performance at a competition one year in the future and each period represents a quar-

ter, then we want to pickV = 4 to find a model that gives the most reasonable predictions a year

in the future. While it is tempting to try to predict far into the future, there are several downsides to

takingV too large. The first is that, in our experience applying this method to real data, uncertainty

explodes when predicting too far into the future. Based on the available data, it may simply be im-

possible to get good predictions for athletes even beyond a year into the future. The second issue to

consider is the ability to learn the behavior in the later portion of athletes’ careers. The parameter

γ is the most difficult to learn and the information about γ can be greatly reduced by takingV too

large. This can be seen in the left panel of Figure 2.1, where the curves overlap for small values of t

and only diverge for large t. The information about γ is contained in the trajectories of athletes with

the longest careers. By removing the tail of these careers, the model has less information to learn the

parameter γ.

The clear advantage of this method is that our criterion directly reflects our prediction goal,

rather than relying on somewhat arbitrary penalties on model complexity found in other meth-

ods. The disadvantage is that we are required to fit the model to the training set for all p that we are

considering, which multiplies the run time of the MCMC by the number of pwe want to fit.

A seemingly obvious improvement would be to useK-fold cross validation to select p using the

metric above. This would reduce the variance of the estimation of the test error and potentially give

better results when two different values of p appear to give similar performance, as seen in Table

2.5. We see two drawbacks with this approach. The first is that the run time increases by a factor of

K. As we envision this method being applied to a large number of data sets repeatedly, increasing

the run time by a factor of 5 or 10 is a significant cost. The second drawback is in the estimation

of γ. The estimation of γ is mostly dependent on a subset of athletes who have very long careers.

When using cross validation, there may not be enough athletes with long careers in the training data

to learn γ. This would increase the sensitivity of the model to the prior specification of γ. For this
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reason, we use a single train-test split that is designed to ensure that there is sufficient number of

athletes with long careers in the training data to learn γ.

2.2.6 Prediction

Once we have posterior samples, it is straightforward to make predictions for any desired athlete at

any desired time period. Let i ∈ I be a set of athletes for whom we want predictions at time t. We

can get predicted competition results for all i ∈ I as follows:

1. Draw (σ2, γ, {αi}i∈I, {βi}i∈I) from the posterior samples by randomly sampling an iteration.

2. Calculate fi(t) for all i using γ and (αi, βi).

3. Sample θ∗it ∼ N(fi(t), σ2) for all i ∈ I independently.

4. Simulate Y∗ij,tk given θ
∗
it and θ∗jt using a model such as (2.2) for i, j ∈ I.

One subtle point is that if we want to use the ratings to make predictions, we want to sample the

joint distribution of the ratings rather than the marginal distributions. Therefore in Step 1 it is im-

portant that we use the same iterations for all athletes instead of sampling distinct iterations for each

athlete. The model used to simulate competition results in step 4 depends on the nature of the com-

petition (head-to-to or multicompetitor).

2.3 Data analysis

In this section we describe the data we analyzed, study the convergence of the sampler on the data,

and show some results of the analysis. As the goal was to be able to perform the computations

quickly, we will look at some timing results to see how the computation time scales with both the

size of the data and the number of iterations.
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Table 2.3: The table below show some summary statistics for the four data sets analyzed in this paper. For each sport,
we include the total number of observations, the number of athletes, the average career length in periods for athletes in
the data, and the longest career for any athlete in the data.

Sport Num of observations Num of athletes Ave career Longest career

Men’s Slalom 4301 403 10.7 50
Women’s Luge 2253 170 13.3 50
Men’s Foil 7515 710 10.6 53
Women’s Judo 4881 586 8.3 51

2.3.1 Data set

The data in this paper was provided to us by the United States Olympic and Paralympic Commit-

tee. We analyze four data sets in this paper, which come from four distinct sports. The sports are

women’s judo, men’s foil, men’s slalom, and women’s luge. Women’s judo and men’s foil are head-

to-head sports and men’s slalom and women’s luge are multicompetitor. The data we are given have

already been processed to produce ratings in the Glicko system along with ratings deviations for

each time period. Some summary statistics for the data are shown in Table 2.3. The data sets all con-

tain thousands of observations and hundreds of athletes. The longest careers are similar across data

sets, while women’s luge has the longest average career.

2.3.2 Convergence diagnostics and timing

In this section we examine howmany iterations it takes for the MCMC to converge, time the execu-

tion of the code, and look at how the timing scales along various dimensions.

Notes on optimization

The code we wrote for this paper was intended to be put into production for the analysis of hun-

dreds of events on a regular basis. As the process is intended to be repeated hundreds of times, it is
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important to have a reasonable run time. Of course, the speed of the code depends on the efficiency

of the implementation and language used. The code for this paper was written in R, with certain

computationally intensive portions written in C++ using the package Rcpp.

Among all of the updates for the parameters, the two most time consuming updates are the up-

dates for γ and the updates for β. The update for β is time consuming because we must perform

matrix calculations to determine the mean and covariance matrix of the full conditional distribu-

tion for each of the n athletes. As this must be done n times for every iteration, any improvement

in speed will have a significant impact on the run time. The update for γ is computationally expen-

sive because it involves evaluation of the likelihood in order to calculate the acceptance probability

α. On the log scale, evaluating the likelihood involves summing thousands of terms. In order to

increase the speed of the code, we implemented both the calculation of the mean and covariance

matrix for βi and the evaluation of the log-likelihood in C++.

Timing results

In this portion of the paper we examine the convergence of the chain as well as the run time. As

the MCMC sampler needs to be used for hundreds of data sets multiple times a year, it is essential

that the code be able to run quickly. TheMCMC sampler runs in a reasonable amount of time and

converges to the stationary distribution quickly. A benefit of the rapid convergence is that we do not

need to run extremely long chains to get results.

With regards to timing, there are two dimensions along which we are interested in the scaling

of the run time. The first is how the run time scales as p increases. Many of the matrix calculations

involve p × pmatrices and areO(p3), so increases in p could potentially affect the run time. The

other dimension of interest is scaling with the number of athletes n. The size of the data set is very

dependent on the number of athletes, which is seen in Table 2.3.

We first look at the scaling of the run time with respect to the model complexity, indexed by p.
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Table 2.4: The table below shows the average run time in seconds across ten replications for various values of p for
2,000 iterations of the sampler and 10,000 iterations of the sampler. The last column shows the run time in seconds per
1,000 iterations of the sampler, which is estimated by fitting a linear model with intercept (to account for the initializa‐
tion) to the two data points.

p 2,000 10,000 per 1,000

2 76.1 364.2 36.0
3 85.0 410.1 40.6
4 91.3 442.9 44.0
5 97.4 477.3 47.5

Using the men’s foil data set (which is the largest), we run the MCMC sampler ten times for various

values of p and report the elapsed run time in seconds for 2,000 and 10,000 iterations in Table 2.4.

As p increases from 2 to 5, we see an increase in the run time of approximately 25% for both 2,000

and 10,000 iterations. The time per 1000 iteration is calculated as the slope between the two data

points for each p. We observe that as p increases by one, the run time for 1000 iterations increases

by approximately four seconds. Even though we expect to pay significant computation costs as p

increases (since the many matrix operations scale like p3), the effect on the run time seems modest

for practical values of p.

The other factor that significantly affects run time is the number of athletes, which determines

the size of the overall data set. In order to test scalability of the algorithm with the number of ath-

letes, we ran 2000 iterations of the MCMC sampler using the men’s foil data set (the largest). We

did this for nested subsets of size n = 100, 200, 300, 400, 500, 600, 700, running ten replica-

tions for each n. The results are shown in Figure 2.2. We fit a quadratic curve to the data using least

squares. Although the data looks linear, the residuals to a linear fit reveal a clear arch that demon-

strates the deficiency of the fit. The estimated model is

Time = 0.63+ 0.10n+ (4.2× 10−5)n2 + ε.
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Figure 2.2: This figure shows the mean run time of 10 replications of 2000 iterations of the MCMC for various values of
n. The red line is a quadratic fit by least squares.

The linear approximation to this curve suggests that for an increase of n by 100 increases the run

time per thousand iterations by about 7.5 seconds (13 seconds for 2,000 iterations).

2.3.3 Convergence analysis

Beyond the amount of time it takes for the code to execute, an equally important factor is how long

it takes for the MCMC sampler to converge to the stationary distribution. A chain that converges

quickly will almost always be faster because fewer iterations are needed. In this section we will exam-

ine the mixing and how long it takes the chains to converge.

The trace plots for 2000 (with the first 10 removed to improve readability) iterations of the

MCMC fitting to the foil data set with p = 5 are shown in Figure 2.3. The figure shows the trace

plots for eight parameters: σ2, η1, β11, σ
2
1 , γ1, η5, β15, and σ

2
5. The triples (ηj, β1j, σ

2
j ) are related to by

βij ∼ N(ηj, σ
2
j ). In general, the sampler seems to converge rapidly and mix well. The chain is still

moving to the stationary distribution for the first 500 iterations, as can be seen in the plots for η1, β11
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Figure 2.3: Trace plots for eight parameters from the MCMC fitting the model to the men’s foil data set. The trace plots
show from iteration 11 to 2000, with the first few iterations being removed because they were outliers that obscured
the behavior of the sampler revealed by the trace plot.

and σ21 . The only displayed parameter with poor mixing is σ21 . Across the four data sets analyzed, it

is consistently the case that σ2j had very high autocorrelation for small values of j and that the mix-

ing improves as j increases (as seen in the plot for σ25). If the goal is to perform inference quickly, it is

feasible to run 2000 iterations of the chain and drop the first 1000 as a burn-in.

The proposed algorithm has only one tuning parameter, which is the step size δ on the log scale

of the proposal for γi. We now examine how the mixing for γ changes as we vary δ. If δ is too small,

the chain will take small steps and have a very high autocorrelation. If δ is too large, the chain pro-

poses large moves that are unlikely accepted resulting in the sampler getting stuck. The results are

shown in Figure 2.4. Note that for δ = 0.5 the proportion of accepted proposals is high, but the

chain exhibits very high autocorrelation. For larger values of δ = 3 or δ = 4, the acceptance rate

of proposals is notably lower and the chain does not converge quickly. We found that the value of

δ = 2 to work well across all data sets that we considered in this paper.
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Figure 2.4: Trace plot for γ2 for 2000 iterations of the MCMC for the women’s judo data set. The value of δ used and
the proportion of proposals that were accepted are shown in the plot titles.

2.3.4 Results

We used the model selection procedure outlined above on the four data sets. The results are shown

in Table 2.5. The values in the table are the root mean squared error on the test set. In the notation

above, the number of periods removed for each holdout athlete wasV = 5 and nh was selected for

each sport to result in a holdout set that was about 20% of the total data. These root mean squared

errors give an idea of what sort of prediction errors we might expect if we used the method to ex-

trapolate. For slalom and judo the best value of pwas one, while for foil and luge the best value of p

was two. For all sports except judo, p = 5 has the worst performance. In all cases, the increase from

p = 3 to p = 4 had a drastic impact across all sports.

Figure 2.5 shows the result of fitting the model with various values of p to an athlete in the men’s

slalom data set. There are multiple features that are worth commenting on. The models were fit to

the data points represented by triangles and the circular points were removed to serve as a training
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Table 2.5: Table shows the root mean squared error on the testing set for model selection across various values of p.
For each data set and value of p, five observations were removed from the sequence of some athletes. The number
of athletes for which these observations were removed were 172, 200, 300, and 90 for slalom, judo, foil, and luge,
respectively.

Sport 1 2 3 4 5

Slalom 31.9 32.5 47.1 142.1 2119.6
Judo 33.3 34.4 44.6 83.2 157.1
Foil 181.2 34.7 36.5 64.8 108.7
Luge 35.4 31.9 37.8 61.8 127.9

set. The linear fit is shown in red. From the plot it is clear that the shrinkage from γ has not had a

significant effect. The linear model is insufficient as the residuals from the fit have a U shape. At-

tempts to extrapolate from the test data gave poor performance, as the predictions almost all under-

estimated the actual value. For all values of p > 1, the shape of the interval is very similar for the

training data. The important feature of the plot is the divergent behavior of predictions in the test

set of the data. We see that the width of the prediction intervals is increasing in p. The rapid increase

in the width of the posterior credible interval for the mean is caused by uncertainty in the higher

order coefficients. All values of p > 1 capture the increasing trend in the data by predicting curves

that grow faster than they decrease. The fit for p = 2 does not grow rapidly enough to match the

data. The curve for p = 3 covers the points well without being too wide. The curves for p = 4 and

p = 5 both cover the observations, but have posterior intervals that are too wide. Note that all of

the observations fall in an interval of length 100, but the posterior interval at time t = 50 for fi(t)

has width around 150 for p = 4 and 250 for p = 5. When calculating the root mean squared error,

the curves with large p perform poorly because the intervals are too large. The results of Figure 2.5

hold across athletes and data sets; large values of p perform poorly because they grow or shrink too

rapidly.

One important consideration is the sensitivity to the prior. While most parameters are insensitive
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Figure 2.5: The plot shows the pointwise 95% posterior credible interval for the mean function fi(t) under various
values of p. The data points represented by triangles were used to fit the model and the circles were the testing data
points.

to the prior specification, the parameter γ is highly dependent on the prior specification. Consider

Figure 2.6. This figure shows a kernel density estimate of the posterior for γ1 for the luge data set

and the foil data set (top row and bottom row, respectively) across various values of the prior pa-

rameter β in the prior γ1 ∼ Beta(α, β). In almost all cases, the prior distribution is very close to

the posterior; the data are not informative about the parameter γ because the parameter only has a

measurable effect on athletes with long career trajectories. Furthermore, the use of flexible polyno-

mials means that the data can be fit well with or without γ. If a reasonable growth curve can be fit

for all possible values of γ, then the model will not be able to select appropriate values of γ. These

results suggest that great care must be given to selecting the prior for γ based on prior knowledge, as

discussed in previous sections of this paper.

There is a trade-off between p and the prior on γ in the posterior credible intervals. Figure 2.7

shows the posterior credible intervals for an athlete in the slalom data set across different combina-
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Figure 2.6: This plot shows a posterior kernel density estimate for γ1 across the luge data set and the foil data set for
various values of the prior parameter β of the Beta distribution on γ1. The black curve is the estimated posterior density
and the red curve is the exact density of the prior distribution. The model was fit with p = 3.

tions of p and the prior parameter β for γ1. The posterior interval is extrapolated ten periods. The

blue curve corresponding to β = ∞ represents the model being fit with γi = 0 so that we can see

the effect of including the parameter γ in the model compared to the simple random effect polyno-

mial model. The first notable feature of Figure 2.7 is the difference in curves around the training

data. For small values of p, more shrinkage (smaller β) is associated with larger credible intervals. As

p increases, this effect disappears and the credible intervals for p = 4 are essentially identical over the

training set. The situation is essentially reversed when extrapolating. More shrinkage results in nar-

row confidence bands when extrapolating. For p = 3 or p = 4 the confidence band for β = 1× 102

is clearly the narrowest band, and the band widths are increasing with β for these values of p.
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Figure 2.7: This figure shows the posterior credible intervals for an athlete from the slalom data set across various values
of p (one value of p in each panel) and various values of the prior parameter β. The value β =∞ corresponds to a fixed
value of γ1 = 0.

2.4 Conclusion

In this chapter we have explained how to efficiently fit growth curves to model the evolution of

athletes’ skill and make predictions about future competition. We discuss details of model design,

sampler tuning, and implementation details that allow for efficient prediction. The biggest limi-

tation of the work is the sensitivity of the model to the shrinkage parameter γ. While sampling the

posterior, we had to carefully design the sampler to overcome the dependence between γ and the

other parameters. In addition, the posterior for γ is very sensitive to the choice of prior. As a result,

the prior for γmust be carefully selected; we have suggested guidelines to aid in this process. To fix

these issues, one could design a different parametric growth curve model that is less sensitive to the

shrinkage γ, but still allows for controlled extrapolation.

On a high level, this work is an example of two-stage modeling, which is used when trying to fit
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complex models efficiently. When presented with a complex model that is difficult to fit, we can

break the model into distinct parts that can be fit more easily. In this work, for instance, we use the

estimates θit as “data” when they are actually the output of another model. Both our model and

the model that fit estimated θ can be fit very quickly, but we can propagate uncertainty from one

model to the other only approximately through the use of the ratings deviations. In general, two-

stage models give up precise uncertainty quantification in exchange for computational simplicity.

The use of two-stage models is a unifying theme of [30], whose work we are directly extending. The

potential advantages of two-stage models are discussed more generally in [25], which emphasizes

potential advantages when one of the models is not correctly specified.

2.5 Full conditionals

To sample from the posterior, loop the following steps:

1. For k = 0, . . . , p draw ηk ∼ N(μηk,n, σ
2
ηk,n

)where

μηk,n = σ2ηk,n

( n∑
i=1

βik

)
/σ2k,

σ2ηk,n =

(
1
σ2η

+
n
σ2k

)−1

.

2. For k = 0, . . . , p draw σ2k from InvGamma(ασ2k ,n, βσ2k ,n)where

ασ2k ,n = ασ2k + n/2,

βσ2k ,n = βσ2k +
n∑
i=1

(βik − ηk)
2/2.
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3. Draw σ2α from InvGamma(ασ2α,n, βσ2α,n)where

ασ2α,n = ασ2α + n/2,

βσ2α,n = βσ2α +
n∑
i=1

(αi − 1500)2/2.

4. Draw σ2η from InvGamma(αη,n, βη,n)where

αη,n = αη +
p+ 1
2

,

βη,n = βη +
p∑

k=0

η2k/2.

5. Draw σ2 from InvGamma(ασ2,n, βσ2,n)where

ασ2,n = ασ2 +
1
2

n∑
i=1

(Ti − t0,i + 1),

βσ2,n = βσ2 +
1
2

n∑
i=1

Ti∑
t=t0,i

(Yit − fi(t))2.

6. Propose log γ∗i ∼ Unif(log γi − δ, log γi + δ) and accept γ∗i based on the marginal. To do

this, define

f̃i(t) = 1500+ efi(γ,t)
( p∑

k=0

tkηk

)
,

σ̃2it = σ2it + σ2α + e2fi(γ,t)
p∑

k=0

t2kσ2k,
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which are the mean and variance of the normal distribution

p(θit | γ, σ2, σ2k, σ2α) =
∫

p(θit | γ, αi, βi, σ
2)p(αi, βi | σ

2
α, σ2k) dαidβi.

Use f̃∗i (t) and σ̃2∗it to denote these quantities evaluated at γ∗ instead of γ. TheMetropolis-

Hastings acceptance probability is then

α(γ, γ∗) =
p(γ∗)p(γ | γ∗)p(θ | γ∗, σ2, σ2k, σ2α)
p(γ)p(γ∗ | γ)p(θ | γ, σ2, σ2k, σ2α)

,

where p(γ) is the prior, the marginal for YYY is a normal with the parameters above, and the

ratio of the proposals is

p(γ | γ∗)
p(γ∗ | γ)

=
γ∗

γ
.

7. For i = 1, . . . , n, draw (αi, βi) from aN(μβ,n,Σβ,n)with

Σβ,n = (X⊤
i Σ

−1Xi + Σ−1
0 )−1,

μβ,n = (X⊤
i Σ

−1Xi + Σ−1
0 )−1(Σ−1

0 μ0 +XiΣ−1Yi)

whereXi is the design matrix, μ0 = (1500, 0, . . . , 0) is the prior mean, and prior covariance

matrix Σ0 = diag(σ2α, σ20, . . . , σ2p).
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3
Minimax rates for distributed

nonparametric estimation

3.1 Distributed Estimation

As a consequence of the ever increasing amount of information being collected there has been sub-

stantial growth in distributed methods to handle data that is too large to store and analyze on a sin-
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gle machine. Distributed methods also arise naturally due to privacy considerations or scenarios

when data are collected and processed at multiple locations before being summarized centrally.

To statistically model a distributed estimation problem, we assume that we havemmachines or

servers observing independent, identically distributed (iid) data. We will perform calculations on

the local machines and transmit the results to a central machine or server for aggregation. In theory

any type of information transmission is allowed, but in practice we typically transmit a local estimate

(based on the local data). The local estimates are converted to a binary string and transmitted to a

central machine that may aggregate these estimates in any manner. In this paper we focus on pro-

cedures that use only a single round of communication: the local machines transmit to the central

machine only once and a final estimate is constructed based only on this single set of transmissions.

Communicating data across a network is orders of magnitude slower than working with the same

data on a machine. This means that methods communicating large amounts of data may be too

slow to be practically useful, forming the computational bottleneck of the problem. In addition,

excess communication can cause congestion on the computing network and inconvenience other

users. Therefore we introduce communication constraints in our network to minimize the run time

of the algorithm. In the absence of such communication constraints, one may transfer the whole

data set to the central machine and the distributed framework imposes no meaningful restriction.

We assume that each machine from k = 1, . . . ,m has a communication budget B(k), which is a

limit on the length of the binary string that can be transmitted to the central machine. LetFdist(BBB),

where BBB = (B(1), . . . ,B(m)), denote set of estimators that can be constructed with a single round

of communication subject to the budget constraint. Our goal is to determine the minimax rate for

estimators inFdist(BBB) in an abstract statistical framework and apply the derived results on various

specific models.

The theoretical study of statistical estimation and testing under communication constraints

has emerged only recently, with most of the work focusing on parametric models, see for instance
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[44, 13, 34, 5, 43, 15, 21, 6, 7] for estimation and [2, 1, 37, 38] for testing. Nonparametric models,

where the parameter of interest is infinite dimensional, have been studied in just the last few years in

context of specific models, focusing mainly on Gaussian likelihood functions. Distributed minimax

estimation rates were derived in context of the Gaussian white noise [45], and nonparametric regres-

sion models [35]. Adaptation to the unknown regularity parameter was investigated in [35, 36, 8].

Outside of the Gaussian framework only the closely related density estimation problem [3] has been

investigated so far. Thus up to now there is a lack of a general, abstract understanding of the limita-

tions and guarantees of distributed techniques under communication constraints in nonparametric

settings.

In this paper we take on this task and derive minimax lower and matching upper bounds in ab-

stract settings going beyond the Gaussian framework, requiring, roughly speaking, only appropriate

tail bounds on the likelihood ratio over an appropriately selected finite sieve. We demonstrate the

applicability of our results over a range of nonparametric models, including nonparametric regres-

sion, density estimation, binary and Poisson regressions and volatility estimation.

We organize the paper as follows: In Section 3.2 we formally introduce distributed methods and

our abstract modeling assumptions under which minimax lower and matching upper bounds are

derived in Sections 3.2.1 and 3.2.2, respectively. In Section 3.2.3 we provide simple sufficient con-

ditions that we can be used to apply our general theorems to the examples presented in Section 3.3.

We summarize our results and discuss further research questions in Section 3.4. The proofs for the

minimax lower and upper bounds are presented in Section 3.5, while in Section 3.6 we demonstrate

the validity of our sufficient conditions. The proofs of the examples are given in Section 3.7, while

auxiliary lemmas and their proofs are deferred to the Supplement.
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3.1.1 Notation

For two positive sequences an, bn we use the notation an ≲ bn if there exists an universal positive

constant C such that an ≤ Cbn. Then we denote by an � bn if both an ≳ bn and bn ≲ an hold

simultaneously. Furthermore, we write an � bn if an/bn = o(1). We denote by dbe and bbc the

upper and lower integer part of b ∈ R, respectively. For a set Iwe denote by |I| the cardinality of I.

Throughout the paper, c and C denote global constants whose value may change from one line to

another.

3.2 Main results

The goal of this paper is to derive theoretical limitations and guarantees for distributed methods

under communication constraints in a general, abstract setting. We assume that there aremma-

chines and in each machine k = 1, ...,mwe observe a sample X(k) = {X(k)
i }1≤i≤n from some

unknown distribution pf indexed by an infinite dimensional functional parameter f ∈ L2([0, 1])

of interest. The total (global) sample size is denoted byN = nm. We assume, that the function f

belongs to a Besov ball f ∈ Br2,2(L) for some known r,L > 0, see Section 3.10.1 in the Supplement

for a brief summary of Besov spaces and wavelets. As an example consider the distributed nonpara-

metric regression model with observations (T(k)
i ,X(k)

i ), i = 1, ..., n, k = 1, ...,m, satisfying that

T(k)
i ∼iid U(0, 1) and X(k)

i |T
(k)
i ∼iid φ(x− f(T(k)

i )), studied also in [35].

We consider estimation procedures where each machine can transmit a binary message Y(k) with

almost sure length constraint l(Y(k)) ≤ B(k) to the central machine where the information is ag-

gregated to form a global estimator f̂n,m = f̂n,m(Y(1), ...,Y(m)) depending only on the transmitted
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information; see display (3.1) below for a graphical representation.

X(1) - Y(1) PPq
... - ... -

X(m) - Y(m) ��1

f̂n,m. (3.1)

We derive minimax lower bounds under abstract conditions on the likelihood ratio in an ap-

propriately selected sieve and show the sharpness of the lower bounds by providing matching up-

per bounds (up to log n factor) under non-restrictive conditions. Before proceeding to the lower

bounds we quantify the information content in the communication-restricted, distributed setting

for recovering the functional parameter of interest f. For this end we define the bit adjusted sample

size (BASS)Nbass = Nbass(B(1), . . . ,B(m)) for estimating f ∈ Br2,2 as the solution to the following

equation:

Nbass = max
(
n logN, n

m∑
k=1

(B(k) logN
N1/(1+2r)

bass

∧ 1
))

. (3.2)

The exact form ofNbass will be verified below. The equation in (3.2) does not have a closed form

solution in general, but the BASS is always defined since the left-hand side of (3.2) is increasing in

Nbass and the right-hand side is decreasing inNbass. The expression can be greatly and easily simpli-

fied if we assume that B(1) = B(2) = · · · = B(m) = B, which is presented below.

Proposition 4 (Nbass in symmetric case). If B(k) = B for all k = 1, . . . ,m, then

Nbass =



N, if B ≥ N1/(1+2r)/ logN,

(NB logN)
1+2r
2+2r , if (n logN)1/(1+2r) /m ≤ B < N1/(1+2r)/ logN,

n logN, if B < (n logN)1/(1+2r) /m.

(3.3)
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We briefly discuss the above proposition. Based on (3.3), we see that in the symmetric budget

case the BASS is a continuous function of the budget B. Furthermore, note that it depends on the

smoothness r of the function f. For more regular functions communication constraints results less

information loss. Also note that if the communication budget is large enough, thenNbass = N and

there is no information loss due to the distributed architecture. However, if the communication

budget is very small (i.e. B < (N logN)1/(1+2r) /m) then there are no benefits in communicating

between machines and it is sufficient or even advantageous to use only the information available on

a single machine (assuming that the central machine also receives a local data set). In the interme-

diate case,Nbass depends on the communication budget B, the smoothness level r, and the overall

sample sizeN.

3.2.1 Lower bounds

In this section we present lower bounds for the distributed minimax estimation rate in a general

setting. To prove lower bounds one typically considers an appropriately chosen finite sieveF0 ⊂ F

of the function classF = Br2,2(L) of interest, i.e. note that

inf
f̂∈Fdist(BBB)

sup
f∈F

Efd(f, f̂) ≥ inf
f̂∈Fdist(BBB)

sup
f∈F0

Efd(f, f̂),

for arbitrary loss function d : F × F 7→ [0,∞). For Besov regularity classes it is natural to define

the finite sieve with the help of the wavelet basis functions. For resolution level j ∈ N, we define

F̃0(j,C0, ε) =
{
fβ(t) + C0 : fβ(t) = ε2−j(r+1/2)

2j−1∑
h=0

βhψjh(t) : β ∈ {−1, 1}2j
}
,

for parameters C0, ε ∈ R. The parameter C0 shifts the function to ensure that the modeling as-

sumptions are met; certain models, such as density estimation (where C0 + fβ is the density) or
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Poisson regression (where C0 + fβ is the mean of a Poisson), require C0 + fβ(t) ≥ 0. In our analysis

we consider compactly supported wavelets (e.g. boundary corrected Daubechies wavelets with S > r

vanishing moments), see Section 3.10.1 for a brief review. For convenience we consider a subset of

the basis functions at resolution level j, such that they have pair-wise disjoint supports. Therefore,

we divide the interval [0, 1] into a partition of d = c2j (for some constant 0 < c < 1 depending on

r) disjoint intervals I1, . . . , Id, such that each interval Ik contains the full support of a wavelet basis

function ψj,h for h ∈ {0, . . . 2
j − 1}. For Daubechies wavelets with S vanishing moments, this is

possible for c ≤ 1/(2S + 2). By slightly abusing our notation we re-index the basis functions so

that the subset of size d of wavelets with disjoint support are indexed by h = 1, . . . , d. Hence we

consider finite sieves of the form

F0(d,C0, ε) =
{
fβ(t) + C0 : fβ(t) = εd−(r+1/2)

d∑
h=1

βhψjh(t) : β ∈ {−1, 1}d
}
, (3.4)

where ψjh and ψjh′ have disjoint support for any 1 ≤ h < h′ ≤ d. For a fixed d, we will take wavelets

at resolution j, where j is the smallest resolution level that allows for the construction of d disjoint

wavelets.

We give our assumption in terms of the log-likelihood-ratios in the sieveF0(d,C0, ε). Let us

denote the log-likelihood ratio between two elements fβ(t) + C0, fβ′(t) + C0 ∈ F0(d,C0, ε) for a

single observation X(k)
i by

W(k)
d (X(k)

i , β, β′) = log
pfβ(X

(k)
i )

pfβ′ (X
(k)
i )

.

We assume below that the log-likelihood-ratio for the observations is sufficiently small, both in ex-

pectation and with high-probability, and that is satisfies a nonrestrictive decomposition structure.

This is formalized in the following Assumptions.
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Assumption 1 (Expectation control). Assume that there exists constant C > 0 such that

Eβ[W
(k)
d (X(k)

i , β, β′)] ≤ Cε2d−2r.

Assumption 2 (Decomposable structure). Assume that the sample space can be partitioned into

events χ1, . . . , χd such that Pβ(χh) = 1/d for all β ∈ {−1, 1}d, and for all i = 1, ..., n, k = 1, ...,m

and h = 1, ..., d it holds that the distribution X(k)
i |(X

(k)
i ∈ χh) only depends on βh and not on βh′

for h′ 6= h.

Assumption 3 (Tail control). Assume that for an = Cεd−1/2−r√n log(N) the event

E(k)h (a) =

X(k) : max
β,β′

∑
X(k)
i ∈χh

W(k)
d

(
X(k)
i , β, β′

)
≤ a

 (3.5)

satisfies

Pβh

(
E(k)h (an)

)
= 1+ o(m−2d−2) ∀ h ∈ {1, ..., d}, k ∈ {1, ...,m}, βh ∈ {0, 1}.

Remark 1. In Assumption 2 one can consider arbitrary fixed distribution over the partition events

χh, h = 1, ..., d, which for simplicity we take to be uniform. Our results can be easily generalised to

other distributions over the partition.

We provide a brief discussion of the above assumptions. Assumption 1 is equivalent to bounding

the KL divergence between pfβ and pfβ′ , which is a standard tool used for deriving minimax lower

bounds in various nonparametric models, see Theorem 6.3.2 of [17] as an example. Assumption 2

means that the dependence on the functional parameter must be spatially localized, which is true for

many commonmodels. When working with a wavelet based testing sieve, we can select the partition

based on the supports of the wavelets used in fβ. In Assumption 3 we require that the maximum of
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the likelihood ratio over the sieveF0(d,C0, ε) evaluated at the data belonging to bin Ih is bounded

(by an) with high probability. While the first assumption controls the mass (expected value) of the

likelihood ratio, this assumption controls the tail behaviour. Based on these assumptions we can

formulate our general lower bound theorem.

Theorem 1. Suppose Assumptions 1-3 hold. The distributed minimax rate with communication

constraints BBB = (B(1), . . . ,B(m)) for recovering f ∈ Br2,2(L) is bounded from below by

inf
f̂∈Fdist(BBB)

sup
f∈Br2,2(L)

Ef‖̂f− f‖22 ≳ N
− 2r

1+2r
bass .

The proof is deferred to Section 3.5.1, but we provide a few comments here. The proof is an

extension of the common technique for deriving minimax bounds using Fano’s inequality. The

general technique follows the ideas of [44], which studied parametric models. These techniques

were extended to the nonparametric regression model in [37]. In non-distributed models the main

step is to control the expected value of the log-likelihood-ratio of two distributions in the testing

sieve (the quantityW(k)
d discussed above). The difficulty of extending to distributed architectures

with communication constraints is that we must control not just the expectation of the likelihood

ratio (Assumption 1), but also the tail of the distribution of the ratio (Assumption 3).

3.2.2 Upper bounds

Here we introduce conditions that ensure that the general lower bounds derived in Theorem 1 are

tight by providing matching upper bounds (up to log-factors). We focus on the case where the com-

munication budget across machines are all equal, B = B(1) = · · · = B(m).

We will estimate the wavelet coefficients fjh of f(x) =
∑∞

j=0
∑2j−1

h=0 fjhψjh(x) using local estima-

tors f̂(k)n,jh on all machines k = 1, . . . ,m. The estimator f̂(k)n,jh should be thought of as the local version

of the standard estimator of the wavelet coefficient fjh that would be used in a non-distributed set-
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ting. We then compress f̂(k)n,jh of fjh into a log2N long binary string Y(k)jh following Algorithm 1 from

[39], which is reproduced as Algorithm 2 in the Supplement for reference. When |̂f(k)n,jh| >
√
N,

we transmit Y(k)jh = 0 to reduce communication costs. We denote the binary approximation of the

estimators f̂(k)n,jh by f̃
(k)
n,jh = f̃(k)n,jh(Y

(k)
jh ). We provide below general assumptions on the local estima-

tors to ensure that upper bounds match (up to a logarithmic factor) the lower bounds derived in the

preceding section.

Assumption 4. There exist σ2 > 0 such that the local wavelet coefficient estimators f̂(k)n,jh, j ≤

log(N)/(1+ 2r), h = 0, ..., 2j − 1 satisfy

1. Ef [̂f
(k)
n,jh] = fjh, var(̂f

(k)
n,jh) ≤ σ2/n,

2. Pf(̂f
(k)
n,jh >

√
N) ≤ o(m−1N−(3+4r)/(1+2r)).

We briefly discuss the assumptions. The condition on the mean and variance of the non-zero es-

timators are standard. The tail condition is necessitated by the communication constraint. In order

to ensure that our estimation procedure satisfies the communication constraint, we do not transmit

estimators larger than
√
N (see Algorithm 1 in the Supplement) as this would require too many bits.

Since we truncate large estimators before transmitting them, we need to control the probability that

an estimator is truncated in order to control the error introduced by this truncation. In all examples

considered in this paper, the local estimator f̂(k)n,jh is an average which converges almost surely to fjh

by the law of large numbers. In light of this, the tail condition is mild as long as the underlying true

wavelet coefficients do not explode as j, h → ∞. Section 3.2.3 gives sufficient conditions for the tail

condition in terms of existence of higher order moments.

When the communication budget is too small, we must select a subset of wavelet coefficients for

each machine to estimate. Our choice will extend the construction given in [39] in context of the

nonparametric regression model to our abstract setting. We divide the machines into groups of size
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κ, where

κ = max

(
1,

⌊(
B

log2N
m
) 1+2r

2+2r
n−

1
2+2r

⌋
∧m

)
. (3.6)

Machines in different blocks will transmit the binary strings Y(k)jh corresponding to different wavelet

coefficients. Machines in the ℓth block, i.e. machines k ∈ {(ℓ − 1)κ + 1, ..., ℓκ}with ℓ ∈

{1, ..., dm/κe}, will transmit the coefficients in the ℓth block, i.e. transmit Yjh with indices satis-

fying 2j + h = (ℓ − 1)bB/ log2Nc to ℓbB/ log2Nc. For all other values of j and hwe set f̂
(k)
n,jh = 0

and transmit nothing. See Figure 3.1 for graphical representation.

The aggregated estimator for the (j, h)th wavelet coefficient with 2j + h = (ℓ− 1)bB/ log2Nc to

ℓbB/ log2Nc is defined as

f̂jh =
1
κ

ℓκ∑
k=(ℓ−1)κ+1

f̃(k)n,jh

and the corresponding estimator of the functional parameter is

f̂n,m(·) =
jn∑
j=0

2j−1∑
h=0

f̂jhψjh(·), (3.7)

with jn = blog2 (nκ)/(1+ 2r)c being the maximum resolution level we will estimate with the given

budget. The theorem below states that this estimator achieves the minimax distributed rate up to a

logarithmic factor.

Theorem 2 (Upper bound on minimax rate). Under Assumption 4 the distributed estimator
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N
1

1+2r

m

B/ log2N

κ

N
1

1+2r
bass

Figure 3.1: Diagram of block estimators: columns correspond to wavelet coefficients and rows representm machines.
Each machine can transmit at most B/ log2 N coefficient estimates (with negligible approximation error). The gray
circles represent the coefficients estimated and transmitted at a given machine.

f̂n,m ∈ Fdistr(B) defined in (3.7) satisfies

sup
f∈Br2,2(L)

Ef‖̂fn,m − f‖22 ≲ (Nbass/ logN)−
2r

1+2r .

Remark 2. The logN factor in the upper bound is not optimized and in some regimes our esti-

mator performs better, for instance for large enough budget (i.e. N1/(1+2r) logN ≤ B) it can be

completely removed.

Assumption 4 can be easily verified for many models using the sufficient conditions given in

Section 3.2.3. Roughly speaking, if f is some functional of X given T, f(T) = E[h(X) | T], and

h(X) | T has enough moments, then Assumption 4 holds. We discuss this in the next section.

3.2.3 Sufficient conditions for regression type problems

In this section we consider “regression type” models and provide sufficient conditions for upper and

lower bounds for them. We assume that there aremmachines and in each machine k = 1, ...,mwe
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observe a sample (T(k),X(k)) = {(T(k)
i ,X(k)

i )}1≤i≤n whose density pf(x, t) factors as

X(k)
i | T

(k)
i ∼ pX|T(x | f(T

(k)
i )), T(k)

i ∼ pT(t), i = 1, ..., n, k = 1, ...,m, (3.8)

for distributions pT(t) and p(x | f(t)). For simplicity we take pT(t) to be the uniform distribution

on [0, 1], but it can be easily extended to bounded, positive densities in compact intervals. In this

more structured model it is possible to present sufficient conditions that are easier to verify in many

examples.

Sufficient conditions for lower bounds

In this section we collect sufficient conditions for Assumptions 1, 2 and 3 when we are consider-

ing models of the form (3.8). These conditions consider a more restrictive class of models, but are

typically easier to verify in a range of our examples. Without these results, verifying Assumption 3

requires us to establish a complicated tail bound on the likelihood-ratio (rather than the random

variable itself). First let us introduce some short hand notation for the log-likelihood-ratio, which

decomposes into a sum under (3.8):

W(k)
d =

n∑
i=1

W(k)
d,i =

n∑
i=1

W(k)
d (X(k)

i ,T(k)
i , β, β′).

First we show that in the model (3.8) Assumption 2 automatically holds. Consider the partition

χh = Ih × R for h = 1, . . . , d and note that the event (T(k)
i ,X(k)

i ) ∈ χh holds with proba-

bility 1/d. Furthermore, conditional on the preceding event, the random design point T(k)
i is uni-

formly distributed over Ih, while X
(k)
i ∼ fβ(T

(k)
i ) only depends on the value of βh as fβ(T

(k)
i ) =

εd−(r+1/2)βhψjn,h(T
(k)
i ). Next we give sufficient conditions for Assumptions 1 and 3.

Assumption 5. (Assumptions to bound likelihood ratio)
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1. The log-likelihood ratio for the ith observation takes the form

W(k)
d,i = g1(T

(k)
i )h(X(k)

i )− g2(T
(k)
i ),

for some functions g1, g2 and h.

2. The conditional distribution h(X(k)
i )|T(k)

i follows a sub-exponential distribution (see Section

3.8.1 for definition), i.e. h(X(k)
i )|T(k)

i ∼ SE
(
ν2(T(k)

i ), b(T(k)
i )
)

3. W(k)
d,i satisfies the following almost-sure bounds:

max
t

E[W(k)
d,i | T

(k)
i = t]−min

t
E[W(k)

d,i | T
(k)
i = t] = O(d−r),

max
t

ν2(t)g21 (t) = O(d−2r),

max
t

g1(t)b(t) = O(d−r).

4. For some c1 > 0 the expectation satisfy

E[W(k)
d,i ] = O(d−2r),

c1d−1−2r ≤ E
[
ν2(T(k)

i )g21 (T
(k)
i )1T(k)

i ∈Ih

]
.

The assumption that E[W(k)
d,i ] = O(d−2r) implies Assumption 1. Finally, Assumption 5 implies

Assumption 3.

Lemma 1. Form ≤ nγ, with γ < 2r, Assumption 5 implies Assumption 3.

The proof is deferred to Section 3.6.1.
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Sufficient conditions for upper bound

For model (3.8), we establish the upper bounds based on the assumptions below.

Assumption 6. Assume that for j ≤ jn and 0 ≤ h ≤ 2j − 1,

f̂(k)n,jh =
1
n

n∑
i=1

h(X(k)
i )ψjh(T

(k)
i ),

where the function h(X) satisfies

1. E[h(X) | T] = f(T),

2. for q = d3/r+ 6e, maxt∈[0,1] E[|h(X)|q | T = t] <∞.

The first condition on h is necessary to construct unbiased estimators, while the second is needed

to establish a tail bound that ensures that the truncation of the estimators has an asymptotically

negligible effect. For many models, we expect the density p(x | f(t)) to be continuous in t, in which

caseE[|h(x)|q | T = t] is also continuous in t. Therefore the maximum for t ∈ [0, 1] being bounded

is equivalent to the expectation being finite for any t ∈ [0, 1].

Lemma 2. Assumption 6 implies Assumption 4.

The proof of the lemma is given in Section 3.6.2

3.3 Examples

We apply our abstract theorem over various nonparametric examples, including nonparametric

regression, density estimation, binary regression, Poisson regression and heteroscedastic regression.

We consider the case where each machine has the same budget B = B(1) = ... = B(m) and show that
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in each case the L2-minimax estimation rate for f ∈ Br2∞(L) is εn,m,B = N−r/(1+2r)
bass , which can be

rewritten (up to a logarithmic factor) as

εn,m,B =



N− r
1+2r , B ≥ N1/(1+2r)/ logN,

(NB logN)−
r

2+2r , (n logN)1/(1+2r) /m ≤ B < N1/(1+2r)/ logN,

(n logN)−
r

1+2r , B < (n logN)1/(1+2r) /m.

(3.9)

3.3.1 Nonparametric regression

Assume that at each machine kwe observe a sample (T(k)
1 ,X(k)

1 ), (T(k)
2 ,X(k)

2 ), ..., (T(k)
n ,X(k)

n ), k =

1, ...,m, satisfying

X(k)
i | T

(k)
i

ind∼ N(f(T(k)
i ), 1), T(k)

i
iid∼ Unif(0, 1), i = 1, ..., n, (3.10)

and our goal is to recover the underlying functional parameter f ∈ Br22(L) of interest.

Minimax lower bounds and matching upper bounds for this model were already proved in [35].

We re-derive the same bounds using our general results. This is a fairly simple model to analyze be-

cause the likelihood ratioW itself has a Gaussian distribution whose expectation and tails are easily

controlled. The minimax rate for this model is given in the following proposition and the corre-

sponding proof is deferred to Section 3.7.1.

Proposition 5. The minimax estimation rate in the distributed nonparametric regression model

(3.10) over the class of distributed estimatorsFdist(BBB) is bounded from below by εn,m,B, given in (3.9).

This minimax rate is achieved for m ≤ nγ, γ < 2r, by the distributed estimator f̂n,m, given in (3.7),
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up to a logarithmic factor, i.e.

sup
f∈Br22(L)

Ef‖̂fn,m − f‖2 ≤ log(N)εn,m,B.

3.3.2 Density estimation

In the distributed density estimation problem in each machine k = 1, ...,mwe observe an iid sam-

ple

X(k)
i

iid∼ f, i = 1, ..., n, (3.11)

from an unknown density f ∈ Br22(L) of interest. This model„ unlike the other examples, can not

be formulated as in (3.8) in a natural way.

Proposition 6. The minimax estimation rate in the distributed density estimation model (3.11)

over the class of distributed estimatorsFdist(BBB) is bounded from below by εn,m,B, given in (3.9) and the

estimator f̂n,m given in (3.7) achieves this optimal rate up to a logarithmic factor, i.e.

sup
f∈Br22(L)

Ef‖̂fn,m − f‖2 ≤ log(N)εn,m,B.

3.3.3 Binary regression

In the distributed binary regression model each machine k = 1, ...,m, obtains the binary response

X(k)
i ∈ {0, 1}, i = 1, ..., nwith a generative model of the form

X(k)
i | T

(k)
i

ind∼ Bern(f(T(k)
i )), T(k)

i
iid∼ Unif(0, 1), i = 1, ..., n, (3.12)
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for f ∈ Br22(L), 0 ≤ f ≤ 1.

This model is flexible enough to analyze binary regression models with common link functions,

such as logistic and probit regression. If g is a smooth function, then the composition g(f(T(k)
i ))

shares the smoothness of f. Therefore to analyze the model P(Xi = 1 | T(k)
i ) = g(f(T(k)

i ))we

may simply consider P(X(k)
i = 1 | T(k)

i ) = f(T(k)
i ), slightly abusing our notations. The minimax

properties and adaptive estimators for binary regression in the classical non-distributed setting are

studied in [31]. Binary regression is an example of a model where the log-likelihood-ratiosW(k)
d are

bounded. The minimax behavior is summarized below.

Proposition 7. The distributed minimax estimation rate in the distributed binary regression model

(3.12) is bounded from below by (3.9) and for m ≤ nγ, with γ < 2r, the estimator f̂n,m given in (3.7)

achieves this optimal rate up to a logarithmic factor, i.e.

sup
f∈Br22(L)

Ef‖̂fn,m − f‖2 ≤ log(N)εn,m,B.

3.3.4 Poisson regression

In the distributed version of the nonparametric Poisson regression model, each machine k ∈ {1, ...,m}

receives an iid sample (T(k)
1 ,X(k)

1 ), ..., (T(k)
n ,X(k)

n ) satisfying

X(k)
i | T

(k)
i

ind∼ Pois(f(T(k)
i )), T(k)

i
iid∼ Unif(0, 1), i = 1, ..., n, (3.13)

with f ∈ Br22(L), f > 0.

In this case the log-likelihood-ratioW(k)
d is unbounded and has sub-exponential tails. This re-

quires a more careful analysis compared to the benchmark nonparametric regression model with

sub-Gaussian tails for the log-likelihood-ratio.
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Proposition 8. The distributed minimax estimation rate in the distributed Poisson regression model

(3.13) is bounded from below by (3.9) and for m ≤ nγ, with γ < 2r, the estimator f̂n,m given in (3.7)

achieves this optimal rate up to a logarithmic factor, i.e.

sup
f∈Br22(L)

Ef‖̂fn,m − f‖2 ≤ log(N)εn,m,B.

3.3.5 Heteroskedastic regression

Finally, we consider a distributed version of the heteroskedastic regression model where in each ma-

chine k ∈ {1, ...,m}we observe iid pairs of random variables (T(k)
1 ,X(k)

1 ), ....,(T(k)
n ,X(k)

n ) satisfying

X(k)
i | T

(k)
i

ind∼ N(0, f(T(k)
i )), T(k)

i
iid∼ Unif(0, 1), i = 1, ..., n, (3.14)

for some unknown, non-negative functional parameter f ∈ Br22(L).

This model also falls outside of the standard models as the corresponding log-likelihood ratio

W(k)
d is unbounded with sub-exponential tails and like the Poisson regression model requires a more

careful analysis.

Proposition 9. The distributed minimax estimation rate in the distributed version of the heteroscedas-

tic regression model (3.14) is bounded from below by εn,m,B, given in (3.9). For m ≤ nγ, with γ < 2r,

the distributed estimator f̂n,m given in (3.7) achieves this optimal rate up to a logarithmic factor, i.e.

sup
f∈Br22(L)

Ef‖̂fn,m − f‖2 ≤ log(N)εn,m,B.
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3.4 Concluding remarks and future work

In this paper we have studied the problem of nonparametric estimation in a distributed setting un-

der communication constraints. We introduced the bit adjusted sample size (BASS), which char-

acterizes the efficient information content in a distributed setting taking the communication con-

straint into account. We identified sufficient conditions on the model for deriving distributed mini-

max lower bounds and a sufficient condition on a block distributed estimator achieving the theoret-

ical lower bounds (up to a logarithmic factor). The abstract results were applied in a variety of non-

parametric models including nonparametric regression, density estimation, classification, Poisson

regression and volatility estimation. Extending our results to high-dimensional models with sparse

structure is a natural and interesting direction, which however, requires new ideas due to different

underlying model structure. Another possible future direction is to derive a adaptive distributed

procedure for the unknown regularity of the underlying functional parameter of interest achieving

the minimax lower bounds. Such kind of estimator was considered in context of the nonparametric

regression model based on the distributed Lepskii’s method in [35]. A final potential direction is

to derive adaptive estimators which minimize communication between machines while achieving

the non-distributed minimax rate; see [36, 8] for such approaches in context of the nonparametric

regression and the Gaussian white noise models.

3.5 Proofs of the minimax distributed lower and upper bounds

3.5.1 Proof of Theorem 1

The proof of the theorem can be viewed as the extension of Theorem 2.1 of [35] to a more gen-

eral, abstract framework. Here, however, we do not carry out explicit computations tailored to the

regression model, but keep the setting more general, allowing to apply our results to a variety of
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models.

We first put a prior on our testing sieve; let F ∈ {−1, 1}d be a uniform random element on the

discrete hypercube independent of T. This indexes a uniform distribution over the testing sieve by

the bijection F = β↔ fβ. First we give an upper bound for the mutual information I(F;Y) between

the prior on the sieve F and the transmitted information Y, which will be needed to apply Theorem

17 (a variant of Fano’s inequality).

Lemma 3. Under Assumption 1, we have I(F;Y(k)) ≤ Cε2nd−2r for all k = 1, . . . ,m.

Proof. Applying the data processing inequality to the Markov chain F → X(k) → Y(k) we get that

I(F;Y(k)) ≤ I(F;X(k)). From the definition of the mutual information, the convexity of the KL-

divergence, the independence of the observations and finally the definition ofW(k)
d together with

Assumption 1 we get that

I(F;Y(k)) ≤
∑
β

1
2d

KL

pf(X(k) | F = β),
1
2d
∑
β′

p(X(k)|F = β′)


≤ 1

22d
∑
β,β′

KL
(
p(X(k) | F = β), p(X(k) | F = β′)

)

=
1
22d
∑
β,β′

n∑
i=1

KL
(
p(X(k)

i | F = β), p(X(k)
i | F = β′)

)

=
1
22d
∑
β,β′

n∑
i=1

EβW
(k)
d (X(k)

i , β, β′) ≤ Cε2nd−2r.

The next bound on the mutual information following from Assumption 3 relates the commu-

nication constraint to the entropy of the binary stringH(Y(k)), which can be related to the length

of the code l(Y(k)) and therefore to the communication budget via a modified version of Shannon’s

source coding theorem.
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Lemma 4. Under Assumption 3 with d � N1/(1+2r)
bass we have for some C > 0 that

I(F;Y(k)) ≤ Cε2d−1−2rn log(N)H(Y(k)) + o(m−1).

Proof. Let us start by defining the latent variablesU(k)
i , i = 1, ..., n, k = 1, ...,m, such thatU(k)

i =

h if X(k)
i ∈ χh. Note thatU(k)

i s are independent, discrete uniformly distributed on the set [d] =

{1, ..., d}, and independent from F. Hence, in view of the chain rule and the nonnegativity of the

mutual information we get that

I(F;Y(k)) ≤ I(F;Y(k)) + I(F;U(k)|Y(k)) = I
(
F; (Y(k),U(k))

)
= I(F;Y(k)|U(k)) + I(F;U(k)) = I(F;Y(k)|U(k))

=
∑
uuu∈[d]n

I(F;Y(k)|U(k) = uuu)P(U(k) = uuu).

Furthermore, in view of the assumption that X(k)
i |(U

(k)
i = ui, Fui) is independent of Fu′i , u

′
i 6= ui,

we can apply Theorem A.13 of [35], implying that

I(F;Y(k)|U(k) = uuu) ≤
d∑

h=1

[
(log 2)

√
Pβh(E

(k)
h (an)∁|U(k) = uuu) (3.15)

+ (log |F0(r, ε)|)Pβh(E
(k)
h (an)∁|U(k) = uuu)

]
+ 2e2an(ean − 1)2I(X(k);Y(k)|U(k) = uuu), (3.16)

where the event E(k)h (an)was defined in (3).

Noting that log |F0(d,C0, ε)| ≤ d log 2, we have in view of Assumption 3, Jensen’s inequality

and that the mutual information with Y(k) is always bounded by the entropy I(X(k);Y(k)|U(k)) ≤
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H(Y(k)),

I(F;Y(k)|U(k)) ≤ log(2)
d∑

h=1

[√
Pβh(E

(k)
h (an)∁) + dPβh(E

(k)
h (an)∁)

]
+ 2e2an(ean − 1)2I(X(k);Y(k)|U(k))

= o(m−1) + 2e2an(ean − 1)2H(Y(k)).

Since d � N1/(1+2r)
bass , by Proposition 4 we get that d2r+1 ≥ cn logN and thus

a2n = C2ε2d−1−2rn logN ≤ C′ε2,

for some constant C′ > 0. Furthermore, by the convexity of ex, there exists a constant C such that

ex ≤ 1+ Cx for all x ∈ [0,C′]. Putting everything together we get that

I(F;Y(k)) ≤ Ca2nH(Y(k)) + o(m−1) = C′ε2d−1−2rn log(N)H(Y(k)) + o(m−1),

completing the proof.

Finally we note that one can adapt assertion (3.4) in [35] to the present setting. For completeness

we provide the proof of the lemma in the supplement.

Lemma 5. ForN1/(1+2r)
bass ≥ 20 we get that

inf
f̂n,m∈Fdist(BBB)

sup
f∈Br2,2(L)

Ef‖̂fn,m − f‖22 ≳ N−2r/(1+2r)
bass

(
1− I(F;Y) + log 2

N1/(1+2r)
bass /6

)
.

We are now ready to prove Theorem 1. Based on Lemma 5, it is sufficient to show that I(F,Y) <
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N1/(1+2r)
bass /7. In view of d � N1/(1+2r)

bass , and Lemmas 3 and 4,

I(F;Y) ≤
m∑
k=1

I(F;Y(k))

≤
m∑
k=1

min
(
Cnε2N−2r/(1+2r)

bass ,C′N−1
bassε

2n log(N)H(Y(k)) + o(m−1)
)

≤ ε2nN−2r/(1+2r)
bass

m∑
k=1

min

(
1,C′ logN

N1/(1+2r)
bass

H(Y(k))

)
+ o(1).

Furthermore, from Lemma 5.3 of [35] we know that

H(Y(k)) ≤ 2E[l(Y(k))] + 1 ≤ 2B(k) + 1,

so

n
m∑
k=1

min
(
1,C′ logN

N1/(1+2r)
bass

H(Y(k))
)
≲ n

m∑
k=1

min
(
1,

logN
N1/(1+2r)

bass

B(k)
)
≤ Nbass,

which in turn implies that I(F;Y) ≲ ε2N1/(1+2r)
bass . Picking ε > 0 small enough concludes the proof.

3.5.2 Proof of Theorem 2

First we show that f̂n,m ∈ Fdist(B). On machine k, consider l(Y(k)jh ), which is one if |̂f(k)jh,n| ≥
√
N

and log2 |̂f
(k)
jh,n| + (1/2) log2N ≤ log2N if f̂(k)jh,n <

√
N. Therefore l(Y(k)jh ) ≤ log2N almost surely.

The number of estimated coefficients is bB/ log2Nc, so the number of transmitted bits is bounded

above by log2N × bB/ log2Nc ≤ B bits on each machine. Thus the communication budget is

always satisfied.

Next we show that the estimator achieves the minimax distributed rate (up to a logarithmic fac-

tor). LetRn denote the event that none of the transmitted strings Y(k)jh , for j ∈ {0, ..., jn}, h ∈
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{0, ..., 2j − 1} and k ∈ {1, ...,m}, is equal to zero. Then

fjh − f̂jh = fjh − |Ujh|−1
∑
k∈Ujh

f̃(k)jh = Zjh + εjh, (3.17)

where εjh = |Ujh|−1∑
k∈Ujh

(̂f(k)n,jh − f̃(k)jh ), Zjh = |Ujh|−1∑
k∈Ujh

(fjh − f̂(k)n,jh) andUjh = {(ℓ− 1)κ+

1, ...., ℓκ}. Note that by Assumption 4 on the eventRn we have εjh ≤ |Ujh|−1∑
k∈Ujh

1/
√
N ≤

1/
√
N. Furthermore, by the same assumption, E[Zjh] = 0 andE[Z2

jh] = var(Zjh) = |Ujh|−2∑
k∈Ujh

var(̂f(k)n,jh) ≤

σ2/(κn).

Next we decompose the mean integrated squared error into two terms

Ef‖f− f̂n,m‖22 = Ef‖̂fn,m − f‖22IRn + Ef‖̂fn,m − f‖22IR∁
n

and deal with them separately. First note that in view of (3.17), and the inequality (a + b)2 ≤

2a2 + 2b2,

Ef‖̂fn,m − f‖22IRn =

∞∑
j=0

2j−1∑
h=0

Ef(fjh − f̂jh)2IRn

≤ 2
jn∑
j=0

2j−1∑
h=0

(
Ef(ε2jhIRn) + Ef(Z2

jh)
)
+
∑
j>jn

2j−1∑
h=0

f2jh

≲ 2jn+1(1/N+ σ2/(nκ)
)
+ 2−2rjnL ≲ N

− 2r
1+2r

bass ,

sinceNbass/2 < nκ ≤ Nbass ≤ N. Furthermore,

Ef

[
‖̂fn,m − f‖22IR∁

n

]
≤ 2Ef

[
‖̂fn,m‖22IR∁

n

]
+ 2‖f‖22P(R∁

n).
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Then note that ‖̂fn,m‖22 ≤
∑jn

j=0
∑2j−1

h=0 f̂2jh ≤ 2jn+1N ≤ 2N
2+2r
1+2r and by the union bound,

P(R∁
n) ≤

m∑
k=1

jn∑
j=0

2j−1∑
h=0

P(̂f(k)n,jh >
√
N) ≲ m2jno(m−1N− 3+4r

1+2r ) = o(N−2).

By combining the above bounds we get that

Ef

[
‖̂fn,m − f‖22IR∁

n

]
≲ N

2+2r
1+2r P(R∁

n) = o(N− 2r
1+2r ).

We conclude the proof by combining the above upper bounds on the eventsRn andR∁
n,

Ef‖̂fn,m − f‖22 ≲ N
− 2r

1+2r
bass + o(N− 2r

1+2r ) ≲ N
− 2r

1+2r
bass .

3.6 Proof of sufficient conditions for regression type models

In this section we collect the proofs for the sufficient conditions of our main assumptions.

3.6.1 Proof of Lemma 3

By factoring the joint density of (X,T) as the density of X | Tmultiplied by the density of T and

noting that the density of T does not depend on β, we see that the likelihood ratioW(k)
d,i is the likeli-

hood ratio the conditional distribution of X | T. First note thatW(k)
d,i (X

(k)
i ,T(k)

i , β, β′)|(T(k)
i ∈ Ih)

only depends on βh and β
′
h. Therefore, by slightly abusing our notations we write that

W(k)
[h] (βh, β

′
h) =

n∑
i=1

W(k)
d,i (X

(k)
i ,T(k)

i , βh, β
′
h)1T(k)

i ∈Ih
.

The event E(k)h in (3.5) concerns the maximum over different combinations of βh and β
′
h. As there

are only four possible combinations of these parameters, the union bound shows that the asymp-
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totic results are not affected if we show the tail bound only for fixed βh and β
′
h rather than the max-

imum. Finally let us denote by T (k)
h the set of indexes for which the corresponding observations

belong to the hth bin, i.e. i ∈ T (k)
h if T(k)

i ∈ Ih.

Note that in view of Lemma 9 below,W(k)
d,i |T

(k)
i ∼ SE(V(T(k)

i ), g1(T
(k)
i )b(T(k)

i )), withV(T(k)
i ) =

ν2(T(k)
i )g21 (T

(k)
i ). Furthermore, let us define the events

C(k)1 =

[
n
2d
≤ |T (k)

h | ≤
2n
d
, h = 1, . . . , d

]
,

C(k)2h =
[
E[W(k)

[h] | T
(k)] ≤ Cεd−1/2−r√n logN

]
,

C(k)3h =

[∣∣∣∣∣
n∑
i=1

(
V(T(k)

i )1T(k)
i ∈Ih

− ET(k)V(T(k)
i )1T(k)

i ∈Ih

)∣∣∣∣∣ ≤ Cε2d−2r−1/2√n logN

]
,

and their intersection as

C(k) = C(k)1 ∩

[ d⋂
h=1

C(k)2h

]
∩

[ d⋂
h=1

C(k)3h

]
. (3.18)

Then in view of Lemma 6 below, P
(
(C(k))∁

)
= o(m−2d−2) holds. Therefore by applying

Lemma 7 below with C′ > ε−2(2+ 2
1+2r)we get

Pβ

[
E(k)h (an)∁

]
≤
∫
t∈C(k)

Pβ

[
E(k)h (an)∁|T(k) = t

]
pT(t)dt+ P

(
(C(k))∁

)
≤ 4e−C′ε2 logN + o(m−2d−2) ≲ N2+ 2

1+2r−C′ε2 + o(m−2d−2) = o(m−2d−2),

concluding our proof.

The next lemma shows that under Assumption 5 the complement of C(k) has (asymptotically)

negligible probability.
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Lemma 6 (Bound on C(k)). Under Assumption 5 andm ≤ nγ, for some γ < 2r, it follows that

P
(
(C(k))∁

)
= o(m−2d−2).

Proof. By triangle inequality

P
(
(C(k))∁

)
≤ P

(
(C(k)1 )∁

)
+

d∑
h=1

P
(
(C(k)2h )

∁|C(k)1 )P(C(k)1 ) +

d∑
h=1

P
(
(C(k)3h )

∁|C(k)1
)
P(C(k)1 )

≤ 2d exp(−n/(8d)) + dP
(
(C(k)21 )

∁ | C(k)1
)
+ dP(C(k)31 | C

(k)
1 ), (3.19)

where the last line follows by applying Chernoff’s bound, see Lemma 5.2 of [35] and the symmetry

in h = 1, ..., d. We show below that each term on the right hand side multiplied by (md)2 tends to

zero.

The inequalitiesm ≤ nγ, γ < 2r and d � N1/(1+2r)
bass ≤ N1/(1+2r) imply d ≤ n(γ+1)/(1+2r) and

thus

m2d3 exp(−n/(8d)) ≤ exp
(
−n(2r−γ)/(1+2r)/8+

[
γ+

3γ+ 3
1+ 2r

]
log n

)
= o(1).

Wewill use Lemma 11 to bound P((C(k)21 )
∁ | C(k)1 ). The iid sequence X1, . . . ,Xn from Lemma 11

will be T(k)
1 , . . . ,T(k)

n with h(T(k)
i ) = E[W(k)

d,i | Ti]. With this choice we have Sn =
∑n

i=1 h(T
(k)
i )1Ti∈Ih =

E[W(k)
[h] | T

(k)]. Letting δn = d−r and χ = Ih, we have from Assumption 5.3 that the support con-

dition on h is satisfied with α = 1. For the expectation, we recall that P(T(k)
i ∈ Ih) = 1/d and

E[Wd,i | Ti ∈ Ih] is equal for all h and conclude that

E[h(T(k)
i ) | Ti ∈ Ih] =

d∑
h′=1

E[W(k)
d,i | T

(k)
i ∈ Ih′ ]P(Ti ∈ Ih′) = E[W(k)

d,i ] = O(d−2r).

The set I = T (k)
h satisfies the size constraint when rn = n/d based on the definition of C(k)1 . Note

that we have d−r√rn < 1 since d2r+1 ≳ Nbass � n. Therefore, for large enough C > 0 in the
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definition of C(k)21 we have for some C′ > 2γ+ 3(1+ γ)/(1+ 2r) that

m2d3P
(
(C(k)21 )

∁ | C(k)1
)
≤ m2d3n−C′

= n2γ+3(1+γ)/(1+2r)−C′
= o(1).

Finally, in view of Assumption 5, the support length ofV(T(k)
i ) is bounded by Cd−2r, hence by

Hoeffding’s inequality

P

[∣∣∣∣∣∑
i
V(T(k)

i )1Ti∈Ih − E

(∑
i
V(T(k)

i )1Ti∈Ih

)∣∣∣∣∣ > Cε2d−2r
√

n logN
d

]

≤ exp
(
−C2ε4d−4rn log(N)/d

d−4r(2n/d)

)
= exp

(
−(C2ε4/2) logN

)
,

which by the same arguments as above shows that the third term on the right hand side of (3.19) is

of o(m−2d−2), finishing the proof of the lemma.

Now we move on to the conditions controlling P(W(k)
[h] ≥ an | C(k)) under the sub-exponential

assumption on h(X).

Lemma 7 (Sub-exponential bound on conditional probability). Under Assumption 5 for an =

Caεd−r−1/2√n log(N)we have

P(W(k)
[h] ≥ an | T(k) = t) ≤ e−C′ε2 logN,

for all t ∈ C(k) and k ∈ {1, ...,m}, where C(k) is defined in (3.18),W(k)
[h] = W(k)

[h] (βh, β
′
h) for

arbitrary βh, β
′
h ∈ {−1, 1}, and C

′ can be made arbitrarily large by selecting Ca large enough.

Proof. First note, thatW(k)
[h] (1, 1) = W(k)

[h] (−1,−1) = 0, for which the statement trivially

holds, hence it remains to deal with the casesW(k)
[h] (1,−1) andW

(k)
[h] (−1, 1). Since by assumption
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h(X(k)
i )|T(k)

i ∼ SE
(
ν2(T(k)

i ), b(T(k)
i )
)
, we have in view of Lemma 9 that

W(k)
[h] | T

(k) ∼ SE

 ∑
i∈T (k)

h

V(T(k)
i ), max

i∈T (k)
h

b(T(k)
i )g1(T

(k)
i )

 ,

E[W(k)
[h] | T

(k)] =
∑
i∈T (k)

h

g1(T
(k)
i )E[h(X(k)

i ) | T(k)
i ]− g2(T

(k)
i ).

We show below that

0 ≤ an − E[W(k)
[h] | T

(k)] ≤

∑
i∈T (k)

h
V(T(k)

i )

maxi∈T (k)
h

b(T(k)
i )g1(T

(k)
i )

, (3.20)

(an − E[W(k)
[h] | T

(k)])2∑
i∈T (k)

h
V(T(k)

i )
≥ C′ logN, (3.21)

where C′ can be made arbitrary large by large enough choice of Ca. SinceW
(k)
[h] | T(k) is sub-

exponential, Lemma 8 gives, for all T(k) ∈ C(k),

P(W(k)
[h] ≥ an | T(k)) = P

(
W(k)

[h] − E[W(k)
[h] | T

(k)] ≥ an − E[W(k)
[h] | T

(k)]
∣∣∣T(k)

)
≤ exp

−(an − E[W(k)
[h] |T

(k)
h ])2∑

i∈T (k)
h

V(T(k)
i )

 ≤ e−C′ logN,

providing our statement.

Proof of (3.20). By picking Ca at least twice as large as the constant in the definition of C(k)2h , we

get 0 < an/2 < an − E[W(k)
[h] | T

(k) = t], for t ∈ C(k)2h . For the upper bound note that on the event

78



C(k)3h ∩ C
(k)
1 ,

n∑
i=1

V(T(k)
i )1T(k)

i ∈Ih
≥

n∑
i=1

E
[
V(T(k)

i )1T(k)
i ∈Ih

]
− Cε2d−2r−1/2√n logN

≥ nc1d−1−2r − Cε2d−2r−1/2√n logN ≥ (c1/2)nd−1−2r

for n large enough. Similarly we also get the upper bound
∑

i∈T (k)
h

V(T(k)
i ) ≤ C2nd−1−2r for some

C2 > 0. Therefore in view of the assumption maxt b(t)g1(t) ≤ Cd−r,

∑
i∈T (k)

h
V(T(k)

i )

maxi∈T (k)
h

b(T(k)
i )g1(T

(k)
i )

≳ nd−1−2r

d−r ≳ εd−1/2−r√n logN

≳ an ≥ an − E[W(k)
[h] | T

(k)],

where in the last inequality we used thatE[W(k)
[h] | T

(k)] is a KL-divergence, hence nonnegative.

Proof of (3.21). Using the bounds derived above, we have

(
an − E[W(k)

[h] | T
(k)]
)2∑

i∈T (k)
h

V(T(k)
i )

≥ a2n/4
C2nd−1−2r ≥ C2

aε2/(4C2) logN.

3.6.2 Proof of Lemma 2

Using iterated expectations we have

E
[̂
f(k)n,jh

]
= E

[
E[h(X(k)

1 ) | T(k)
1 ]ψjh(T

(k)
1 )]

]
=

∫ 1

0
f(t)ψjh(t) dt = fjh.
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Next note that by Jensen’s inequality for q ≥ 1,E[h(X)2 | T] ≤ (E[|h(X)|q | T])2/q, which in turn

implies var[h(X) | T] ≤ E[h(X)2 | T] < ∞. Take C = supt∈[0,1]max{f(t)2, var[h(X) | t]}. By the

law of total variance andE[ψjh(T)
2] = 1 we have

nvar
(
f̂(k)n,jh

)
= E

[
ψjh(T

(k)
1 )2var(h(X(k)

1 ) | T(k)
1 )
]
+ var

(
f(T(k)

1 )ψjh(T
(k)
1 )
)
≤ 2C,

which means that var(̂f(k)n,jh) ≤ 2C/n across all n, j and h, concluding the first part of Assumption 4.

Next consider the asymptotics of the tail bound. In view of Markov’s inequality

P(̂f(k)n,jh >
√
N) ≤ P

(
|̂f(k)n,jh|

q > Nq/2
)
≤

E[|̂f(k)n,jh|
q]

Nq/2 .

Then byMinkowski’s inequality we get

E[|̂f(k)n,jh|
q] ≤ E[|h(X(k)

1 )ψjh(T
(k)
1 )|q]

= E
[
E[|h(X(k)

1 )|q | T(k)
1 ]ψ2jh(T

(k)
1 )|ψjh(T

(k)
1 )|q−2

]
≤ C2(q−2)j/2E[ψ2jh(T

(k)
1 )] ≤ CN

(q−2)/2
1+2r

bass .

Putting this into the Markov inequality bound gives

P(̂f(k)n,jh >
√
N) ≲ N

(q−2)/2
1+2r

bass
Nq/2 ≲ N− qr+1

1+2r = o(m−1N− 3+4r
1+2r )

sincem = o(N).
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3.7 Verification of examples

Here we verify the conditions for a variety of models to demonstrate the broad applicability of our

sufficient conditions. For f ∈ Br22(L)we consider the sieve (3.4) with d = c2jn . Note that ‖fβ +

C0‖∞ = O(1).

3.7.1 Proof of Proposition 5 (nonparametric regression)

This model can be written in the form (3.8), hence it is sufficient to verify the assumptions given in

Section 3.2.3.

Lower bound: We verify that Assumption 5 holds which in view of Lemma 7 implies Assump-

tions 1 and 3 and as a consequence our proposition follows from Theorem 1. For nonparametric

regression we use the sieveF0(d,C0, ε) given in (3.4) with C0 = 0, d = cN1/(1+2r)
bass and ε > 0 small

enough. Then a term in the log-likelihood-ratio for T(k)
i ∈ Ih

W(k)
d,i = log

p(X(k)
i | fjnh = βh,T

(k)
i )

p(X(k)
i | fjnh = −βh,T

(k)
i )

= 2X(k)
i fβ(T

(k)
i ),

hence h(X(k)
i ) = X(k)

i , g1(T
(k)
i ) = 2fβ(T

(k)
i ), and g2(T

(k)
i ) = 0. Conditional on T(k)

i the distribu-

tion of X(k)
i is Gaussian which implies sub-exponentiality with ν2(T(k)

i ) = 1 and b(T(k)
i ) = 0. Since

E[X(k)
i | T

(k)
i ] = fβ(T

(k)
i )we have

E[W(k)
d,i | T

(k)
i ] = 2ε2d−1−2r

d∑
h=1

ψ2jh(T
(k)
i ).

By construction |ψ2jnh(T
(k)
i )/d| ≤ c−1‖ψ‖2∞ and using that the basis ψjnh, h = 1, ..., d has disjoint
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support we get that

max
T(k)
i

E[W(k)
d,i | T

(k)
i ]−min

T(k)
i

E[W(k)
d,i | T

(k)
i ] ≤ 4ε2d−2rc−1‖ψ‖2∞ = O(d−2r).

ForV(T(k)
i ) = ν2(T(k)

i )g21 (T
(k)
i ) = 4fβ(T

(k)
i )2 we also have

max
T(k)
i

V(T(k)
i )−min

T(k)
i

V(T(k)
i ) ≤ 8ε2d−2rc−1‖ψ‖2∞.

As X(k)
i is sub-Gaussian, we trivially have b(T(k)

i )g1(T
(k)
i ) = 0 = O(d−r). Thus we have verified

all needed almost sure bounds. We finish the proof by showing that the bounds in expectation also

hold, i.e.

E[W(k)
d,i ] =

∫ 1

0
E[W(k)

d,i | T
(k)
i = t] dt = 2ε2d−1−2r

d∑
h=1

∫ 1

0
ψ2jnh(t)dt = 2ε2d−2r,

E[V(T(k)
i )1T(k)

i ∈Ih
] =

∫
Ih
4fβ(t)2 dt = 4ε2d−1−2r.

Upper bound: We verify Assumption 6, providing sufficient conditions for Theorem 2 and im-

plying the stated upper bound. Note that h(X) = X and E[X | T] = f(T). As the density of

X | T is continuous in T and the normal distribution has all moments, we see thatE[|h(X)|q | T] is

bounded for T ∈ [0, 1].

3.7.2 Proof of Proposition 6 (density estimation)

This model falls outside of the regression framework (3.8). Therefore we verify Assumptions 1, 2

and 3 for the lower bound and Assumption 4 for the upper bound.

Lower bound: We consider the testing sieveF0(d,C0, ε) given in (3.4) with C0 = 1, d = c2jn =

cN1/(1+2r)
bass and 1 ≥ ε > 0 small enough that 1 + fβ(x) > 0 for all β ∈ {−1, 1}d. First note that by

82



considering the partition [0, 1] = ∪dh=1Ih we have that Pβ(Ih) = 1/d for all β ∈ {−1, 1}d due to

symmetry and the disjointedness of the support of the selected wavelets. Furthermore, the distribu-

tion of X(k)
i given that X(k)

i ∈ Ih only depends on βh and not on βh′ , h
′ 6= h. Hence Assumption 2

holds.

We now consider Assumption 1. The conditional density of p(x | x ∈ Ih, βh) is equal to d(1 +

fβ)1x∈Ih . Using the fact that the intervals {Ih}dh=1 form a partition, we see

E[W(k)
d,i ] =

d∑
h=1

1
d

∫
Ih
d(1+ fβ)W

(k)
d,i dx =

1
d

d∑
h=1

KL
(
p(x | x ∈ Ih, βh), p(x | x ∈ Ih, β′h)

)
.

The divergences on the right are equal to zero when βh = β′h and strictly positive otherwise. This

implies that for any β the divergence between 1+ fβ and 1+ fβ′ is maximized when βh 6= β′h for all h,

i.e. β′ = −β. We can therefore focus on bounding the divergence between 1+fβ and 1+f−β = 1−fβ.

By construction the testing sieve satisfies |fβ| ≤ εd−r‖ψ‖∞/
√
c ≤ ‖ψ‖∞/

√
cwhen ε ≤ 1 and

d−r ≤ 1. Using Lemma 14 we have

2fβ − 4f2β ≤W(k)
d,i = log

1+ fβ
1− fβ

≤ 2fβ + 4f2β.

We now calculate the expectation of 2fβ + 4fβ2, which will give the upper bound onE[W
(k)
d,i ]. We

see that

Eβ

[
ψjnh(X

(k)
i )
]
=

∫ 1

0
ψjnh(x)(1+ fβ) dx = 0+ εd−r−1/2βh ≤ εd−r−1/2,

Eβ

[
ψjnh(X

(k)
i )2

]
=

∫ 1

0
ψ2jnh(x)(1+ fβ) dx ≤ 1+ εd−r ‖ψ‖∞√

c
.
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Using these results we calculate

Eβ

[
W(k)

d,i

]
≤ 2E[fβ] + 4E[f2β] ≤ 2d(εd−r− 1

2 )(εd−r− 1
2 ) + 4d(ε2d−2r−1)(1+ εd−r ‖ψ‖∞√

c
)

≤ 2ε2d−2r + 4ε2d−2r + 4ε2d−3r ‖ψ‖∞√
c
≤ Crε2d−2r,

for a constant Cr that only depends on r.

Now we consider Assumption 3. The event E(k)h (an) only depends on βh and β
′
h. If βh = β′h, then

the probability of the event is zero because the log-likelihood ratio is zero. So consider βh 6= β′h. This

means the bounds derived above a fortiori apply for X(k)
i ∈ Ih = χh.

Let us introduce the latent variableU(k)
i such thatU(k)

i = h if X(k)
i ∈ Ih and letU(k) =

(U(k)
i )i=1,...,n. Define the event

D(k)
h =

[
n
2d
≤

n∑
i=1

1U(k)
i =h ≤

2n
d

]
,

which requires the number of observations in Ih to be close to the expected value of n/d. In view of

Chernoff’s bound (see for instance Lemma 5.2 of [35] for its application to the present setting), we

know that P(D(k)
h ) = 1+ o(m−2d−2). Using the law of total probability we have

P(E(k)h (an)) ≤ P(E(k)h (an) | D(k)
h ) + o(m−2d−2),

so it suffices to bound the conditional probability to be o(m−2d−2). We now want to apply Lemma

11 to bound the probability. The sequence X(k)
i is iid for i = 1, . . . , n and we take the function

h(X(k)
i ) = W(k)

d (X(k)
i , β, βh). The sum Sn =

∑n
i=1 h(X

(k)
i )1X(k)

i ∈Ih
is exactly the quantity for

which we seek to establish a tail bound. Let χ = Ih be the set of interest. The length of the support

ofW(k)
d,i = h(X(k)

i ) conditional on X(k)
i ∈ Ih is bounded by C′

rε2d−2r for a constant C′
r that only
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depends on r. From P(X(k)
i ∈ Ih) = 1/d and the above calculation we get

E[W(k)
d,i | Xi ∈ Ih] =

∫
Ih
W(k)

d (x, βh, β
′
h)d(1+ ψjnh(x)) dx ≤ Crε2d−2r.

If we let δn = d−r, then Lemma 11 holds with rn = n/d, I = {i : U(k)
i = h}, and α =

2. The lemma gives a bound of exp(−C′d2r logN) = o(m−2d−2) for each of the finitely many

combinations of βh and β
′
h. This establishes that Assumption 3 holds.

Upper bound: We verify Assumption 4 directly. Consider the local estimator f̂jh = 1
n
∑n

i=1 ψjh(Xi).

We see thatE[̂fjh] =
∫
ψjh(x)f(x) = fjh. As the target density f is continuous on a compact interval,

we can pick a C such that f(x) ≤ C for all x ∈ [0, 1]. The variance of f̂jh is bounded by the second

moment, which satisfies var(̂fjh) ≤ 1
n
∫
ψ2jhf ≤ C/n. Now we can establish the tail bounds us-

ing Hoeffding’s inequality. As the wavelet ψjh is bounded by |ψjh| ≤ CN1/(1+2r), we see that the

estimator satisfies

P
(
f̂jh >

√
N
)
≤ exp

(
−
2n2

(√
N− fjh

)2
2nCN1/(1+2r)

)
≤ e−Cn = o(m−1N(3+2r)/(1+2r))

as long asm is polynomial in n. Therefore all parts conditions of Assumption 4 are satisfied and

Theorem 2 holds.

3.7.3 Proof of Proposition 7 (binary regression)

This model can be written in the form (3.8), hence it is sufficient to verify the assumptions given in

Section 3.2.3.

Lower bound: Similarly to the proof of Proposition 5 it is sufficient to show that Assumption 5

holds.

We consider the sieveF0(d,C0, ε) given in (3.4) with C0 = 1/2, d = c2jn = cN1/(1+2r)
bass and

85



ε > 0 small enough to ensure that 0 ≤ f̃β = fβ + 1/2 ≤ 1. Note that 1 − f̃β = f̃−β, then a term in

the log-likelihood-ratio is

W(k)
d,i = log

f̃β(T
(k)
i )X

(k)
i
(
1− f̃β(T

(k)
i )
)1−X(k)

i

f̃−β(T
(k)
i )X

(k)
i
(
1− f̃−β(T

(k)
i )
)1−X(k)

i

= (2X(k)
i − 1) log

f̃β
f̃−β

(T(k)
i )

hence h(x) = 2x− 1, g1(t) = log(f̃β/̃f−β)(t), and g2(t) = 0.

The expectation conditional on T(k)
i is

E[W(k)
d,i | T

(k)
i ] = 2fβ(T

(k)
i ) log

f̃β(T
(k)
i )

f̃−β(T
(k)
i )

= 2fβ(T
(k)
i ) log

1+ 2fβ(T
(k)
i )

1− 2fβ(T
(k)
i )

.

In view of Lemma 14, when ε is small enough to ensure fβ ≤ 1/4, we have

0 ≤ E[W(k)
d,i | T

(k)
i ] ≤ 16f2β ≲ ε2d−2r.

This establishes that the length of the support isO(d−2r). By Hoeffding’s lemma, any bounded

random variable with support [a, b] is sub-Gaussian with parameter (b − a)2/4, so we know

(h(X(k)
i )|T(k)

i ) = (2X(k)
i − 1|T(k)

i ) ∼ SE(1, 0). Furthermore, again in view of Lemma 14 and

by noting that ν2(T(k)
i ) = 1, we have

∣∣∣ log 1+ 2fβ(T
(k)
i )

1− 2fβ(T
(k)
i )

∣∣∣ = O(d−r) =⇒ 0 ≤ ν2(T(k)
i )g21 (T

(k)
i ) ≤ Cd−2r.

We also have g1(T
(k)
i )b(T(k)

i ) = 0 = O(d−r), as needed.

Next note that E[W(k)
d,i | T

(k)
i ] ≤ cd−2r impliesE[W(k)

d,i ] = O(d−2r). Finally we establish a lower

bound onE[ν2(T(k)
i )g21 (T

(k)
i )1T(k)

i ∈Ih
]. When ε is small enough that |2fβ| ≤ (

√
2 − 1)/(

√
2 + 1),
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we can apply Lemma 16 to get

g1(T
(k)
i )2 =

(
log

1+ 2fβ(T
(k)
i )

1− 2fβ(T
(k)
i )

)2

≥ 2fβ(T
(k)
i )2.

Taking the expectation givesE[g21 (T
(k)
i )1T(k)

i ∈Ih
] ≥ 2

∫
Ih
fβ2(t)dt ≳ d−1−2r, finishing the proof of

the statement.

Upper bound: As with the nonparametric regression case it is sufficient to prove that the condi-

tions of Assumption 6 hold. We have X | T ∼ Bern(f(T)), hence we take h(X) = X from which it

is immediate thatE[X | T] = f(T). The function h(X) is bounded, so the moment condition is also

satisfied.

3.7.4 Proof of Proposition 8 (Poisson regression)

This model can be also written in the form (3.8), hence it is sufficient to verify the assumptions

given in Section 3.2.3.

Lower bound: Similarly to before it is sufficient to show that Assumption 5 holds. We consider

the sieveF0(d,C0, ε) given in (3.4) with C0 = 1, d = c2jn = cN1/(1+2r)
bass and ε > 0 small enough to

ensure that 0 < fβ.

First note that the log-likelihood-ratio is

W(k)
d,i = X(k)

i log
1+ fβ(T

(k)
i )

1− fβ(T
(k)
i )
− 2fβ(T

(k)
i )

=
(
X(k)
i − (1+ fβ(T

(k)
i ))

)
log

1+ fβ(T
(k)
i )

1− fβ(T
(k)
i )

−

(
2fβ(T

(k)
i )− (1+ fβ(T

(k)
i )) log

1+ fβ(T
(k)
i )

1− fβ(T
(k)
i )

)
,
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hence g1(t) = log 1+fβ
1−fβ (t), g2(t) = 2fβ(t)− (1+ fβ(t)) log

1+fβ(t)
1−fβ(t)

and h(x) = x− (1+ fβ(t)).

First note that in view of Lemma 10, h(X(k)
i )|T(k)

i = X(k)
i −

(
1+fβ(T

(k)
i )
)
|T(k)

i is sub-exponential

with parameters ν2(T(k)
i ) = 2(1+ fβ(T

(k)
i )) and b(T(k)

i ) = 1. The conditional expectation is

E[W(k)
d,i | T

(k)
i ] = −g2(T(k)

i ) = −2fβ(T
(k)
i ) +

(
1+ fβ(T

(k)
i )
)
log

1+ fβ(T
(k)
i )

1− fβ(T
(k)
i )

.

Then by Lemma 14

2fβ − (1+ fβ) log
1+ fβ
1− fβ

≥ 2fβ − (1+ fβ)(2fβ + 4fβ2) = −6fβ2 − 4fβ3 ≳ −d−2r,

2fβ − (1+ fβ) log
1+ fβ
1− fβ

≤ 2fβ − (1+ fβ)(2fβ − 4fβ2) = 2fβ2 + 4fβ3 ≲ d−2r,

resulting in a bounded support of sufficiently short length

max
t

E[W(k)
d,i | T

(k)
i = t]−min

t
E[W(k)

d,i | T
(k)
i = t] = O(d−2r).

We next consider the term ν2(t)g21 (t) ≥ 0. Taking square roots in Lemma 16 we have

∣∣∣ log 1+ fβ(t)
1− fβ(t)

∣∣∣ ≤ Cd−r,

which in turn implies

0 ≤ ν2(t)g21 (t) ≤ 2(1+ Cd−r)(Cd−2r) ≲ Cd−2r.

It also follows that g1(t)b(t) = g1(t) ≤ Cd−r.

Next we considerE[ν2(T(k)
i )g21 (T

(k)
i )1T(k)

i ∈Ih
]. Then in view of Lemma 16 we have (for n large
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enough or ε small enough to ensure ‖fβ‖∞ ≤ (
√
2− 1)/(

√
2+ 1))

ν2g21 = 2(1+ fβ)
[
log

1+ fβ
1− fβ

]2
≥ (1+ fβ)fβ2 ≥

2fβ2√
2+ 1

.

Integrating against the uniform distribution gives

E[ν2(T(k)
i )g21 (T

(k)
i )1T(k)

i ∈Ih
] ≥ 2√

2+ 1

∫
Ih
fβ2(t) dt ≳ d−1−2r.

Finally we showE[W(k)
d,i ] ≲ d−2r. Using Lemma 14 we have

E[W(k)
d,i | T

(k)
i ] =

(
1+ fβ(T

(k)
i )
)
log

1+ fβ(T
(k)
i )

1− fβ(T
(k)
i )
− 2fβ(T

(k)
i )

≤
(
1+ fβ(T

(k)
i )
)
(2fβ(T

(k)
i ) + 4fβ(T

(k)
i )2)− 2fβ(T

(k)
i )

= 6fβ(T
(k)
i )2 + 4fβ(T

(k)
i )3,

which in turn implies that

E[W(k)
d,i ] = E

[
E[W(k)

d,i | T
(k)
i ]
]
≤
∫ 1

0
6fβ(t)2 + 4fβ(t)3 dt ≲ d−2r.

Upper bound: To establish Theorem 2 we use the sufficient conditions in Assumption 6. Note

that for h(X) = Xwe haveE[X | T] = f(T). In addition, the distribution of h(X) | T is Poisson,

so we know that all moments are finite. Combined with the continuity of the model in T, this is

sufficient to establish the second point of the assumption.
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3.7.5 Proof of Proposition 9 (heteroskedastic regression)

This model can be also written in the form (3.8), hence it is sufficient to verify the assumptions

given in Section 3.2.3.

Lower bound: Similarly as before it is sufficient to show that Assumption 5 holds. We consider

the sieveF0(d,C0, ε) given in (3.4) with C0 = 1, d = c2jn = cN1/(1+2r)
bass and ε > 0 is chosen to

ensure that 0 < 1 + fβ. Since X
(k)
i | T

(k)
i ∼ N(0, 1 + fβ(T

(k)
i )), the corresponding log-likelihood-

ratio is

W(k)
d,i =

(X(k)
i )2

2

(
1

1− fβ(T
(k)
i )
− 1

1+ fβ(T
(k)
i )

)
− 1

2
log

1+ fβ(T
(k)
i )

1− fβ(T
(k)
i )

,

hence h(X(k)
i ) = (X(k)

i )2/2, g1(T
(k)
i ) =

(
1

1−fβ(T
(k)
i )
− 1

1+fβ(T
(k)
i )

)
, g2(T

(k)
i ) = 1

2 log
1+fβ(T

(k)
i )

1−fβ(T
(k)
i )

.

Note that by Lemma 9,

h(X(k)
i )|T(k)

i
d
= (1+ fβ(T

(k)
i ))Z2/2 ∼ SE

(
(1+ fβ(T

(k)
i ))2, 2(1+ fβ(T

(k)
i ))

)
,

where Z ∼ N(0, 1), hence Z2 ∼ SE(4, 4). Furthermore, the conditional expectation is

E[W(k)
d,i | T

(k)
i ] =

1
2

[1+ fβ(T
(k)
i )

1− fβ(T
(k)
i )
− 1
]
− 1

2
log

1+ fβ(T
(k)
i )

1− fβ(T
(k)
i )

.

Using Lemma 12 and Lemma 14 we have

2fβ + fβ2 ≤
1+ fβ
1− fβ

− 1 ≤ 2fβ + 4fβ2,

2fβ − 4fβ2 ≤ log
1+ fβ
1− fβ

≤ 2fβ + 4fβ2.
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Combining these bounds gives

−3
2
fβ(T

(k)
i )2 ≤ E[W(k)

d,i | T
(k)
i ] ≤ 4fβ(Ti)

2,

which in turn implies

max
t

E[W(k)
d,i | T

(k)
i = t]−min

t
E[W(k)

d,i | T
(k)
i = t] ≤ O(d−2r).

For the quantity ν2g21 = (
1+fβ
1−fβ − 1)2 we can use the above bound to get

4fβ2 − 16|fβ|3 ≤ ν2g21 ≤ 4fβ2 + 16|fβ|3 + 16fβ4. (3.22)

Since the term 4fβ2 dominates both sides the support is of orderO(d−2r). Furthermore,

g1(T
(k)
i )b(T(k)

i ) = 2

(
1+ fβ(T

(k)
i )

1− fβ(T
(k)
i )
− 1

)
≤ Cd−r.

Finally, note that the above establishedE[W(k)
d,i | T

(k)
i ] ≤ 4fβ2 impliesE[W(k)

d,i ] = O(d−2r)

and by multiplying (3.22) by 1T(k)
i ∈Ih

and taking expectations we have c1d−1−2r ≤ E[ν2g21 1T(k)
i ∈Ih

]

concluding the verification of Assumption 5.

Upper bound: We establish that Assumption 6 holds for this model. Since X ∼ N(0, f(T))we

have for h(X) = X2 thatE[h(X) | T] = f(T). Note that unlike in the previous examples here

a different function than h(X) = Xwas taken. We note that X2 | T ∼ f(T)χ21 , which has all

moments since the MGF exists. The second condition of Assumption 6 will therefore hold if f(T) is

continuous.
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3.8 Auxiliary lemmas

In this section we collect technical lemmas used in the proof of our main results.

3.8.1 Sub-Gaussian and sub-exponential random variables

In this paper we make use of sub-Gaussian and sub-exponential random variables for their tail prop-

erties. We briefly review the features of these classes of random variables that are most relevant to

our work.

Definition 1. A random variable X is sub-Gaussian if there exists a σ2 > 0 such that

E
[
eλ(X−E[X])

]
≤ eσ

2λ2/2, ∀λ ∈ R

in which case we write X ∼ SG(σ2). We say that X is sub-exponential if there exist ν2 > 0 and b ≥ 0

such that

E
[
eλ(X−E[X])

]
≤ eν

2λ2/2 for |λ| ≤ 1
b
,

in which case we write X ∼ SE(ν2, b).

Note that these random variables can posses non-zero means, only the above tail bound is re-

quired on the centered random variables. We allow b = 0 in the definition of sub-exponential

random variables (taking 1/0 = ∞, implying that the bound holds for all λ) so that SE(ν2, 0) =

SG(ν2). Recall that bounded random variables X ∈ [a, b] are sub-Gaussian with σ2 = (b− a)2/4.

Next we recall the Hoeffding’s tail bound for sub-exponential random variables, see Proposition

2.9 of [42] for a proof.
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Lemma 8 (Sub-exponential tail bound). Suppose that X ∼ SE(ν2, b). Then

P (X ≥ E[X] + t) ≤


e−

t2
2ν2 , 0 ≤ t ≤ ν2/b,

e−
t
2b , t > ν2/b.

Note that a similar bound for P(|X − E[X]| ≥ t) holds by including a multiplicative factor of

two on the right hand side. In the case when b = 0, we see that the bound for sub-Gaussian random

variables is exp(−t2/(2ν2)).

Lemma 9 (Properties of sub-exponential random variables). If Xi
iid∼ SE(τ2i , bi) then

aXi ∼ SE(a2τ2i , abi),
n∑
i=1

Xi ∼ SE
( n∑

i=1
τ2i ,max

i
bi
)
.

Proof. The second result is proved on page 29 of [42]. The first result is straight-forward but not

widely available. We have for the moment generating function of the centered random variable that

MaXi(λ) = MXi(aλ) ≤ exp
(λ2a2τ2i

2

)
, for |aλ| ≤ 1/bi,

so the MGF is bounded for |λ| ≤ (abi)−1.

Lemma 10 (Poisson is sub-exponential). Suppose X ∼ Pois(λ), then (X− λ) ∼ SE(2λ, 1).

Proof. Recall that ex ≤ 1+ x+ x2 for |x| ≤ 1. The moment generating function of X− λ is

E
[
et(X−λ)

]
= e−tλE

[
etX
]
= e−tλeλ(e

t−1) ≤ e−tλeλt+λt2 = et
2τ2/2

for |t| ≤ 1 and τ2 = 2λ.
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3.8.2 Additional technical lemmas

Lemma 11 (General sum bound). Suppose X1, . . . ,Xn are iid random variables. Let χ be a subset

of the support of these random variables and define the corresponding random index set I = {i :

Xi ∈ χ}. Assume that for a measurable function h

sup
Xi∈χ

h(Xi)− inf
Xi∈χ

h(Xi) ≤ c1δαn and E[h(Xi) | Xi ∈ χ] ≤ c2δ2n

for α ≥ 1 and constants c1 and c2. Define Sn =
∑n

i=1 h(Xi)1Xi∈χ to be the sum over I. Then the

following hold:

1. For any realization of I such that |I| ≤ c3rn we haveE[Sn | I] < c2c3δn
√
rn logNwhen

δ2nrn < logN.

2. When C > c2c3 and δ2nrn < logNwe have

P(Sn > Cδn
√

rn logN | |I| ≤ c3rn) ≤ e−C′δ2(1−α)
n logN, (3.23)

where C′ > 0 can be made arbitrarily large by taking C large enough.

3. Both of the above results, particularly (3.23), hold when we condition on c′3rn ≤ |I| ≤ c3rn

instead of |I| ≤ c3rn.

Proof. Using iterated expectations by conditioning on the realization of the set I, which is the same

as conditioning on 1Xi∈χ for all i = 1, . . . , n, we get

E[Sn | I] = |I|E[h(X1) | X1 ∈ χ] ≤ c2c3δ2nrn < c2c3δn
√
rn logN.

Note that the same argument works if we instead condition on c′3rn ≤ |I| ≤ c3rn. We now de-
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rive (3.23). Again, we condition on any realization of I such that |I| ≤ c3rn, which means that Sn

consists of |I| iid terms whose support length is bounded by c1δαn. By Hoeffding’s inequality

P(Sn > Cδn
√

rn logN | I) = P
(
Sn − E[Sn | I] > Cδn

√
rn logN− E[Sn | I] | I

)
≤ P

(
|Sn − E[Sn | I]| > (C− c2c3)δn

√
rn logN

)
≤ exp

(
−(C− c2c3)2δ2nrn logN

2|I|c21 δ
2α
n

)
≤ exp

(
−C′δ2(1−α)

n logN
)
,

with C′ = (C− c2c3)2/(2c3c21 ), which can be made arbitrarily large by increasing C. Equation (3.23)

then follows from the law of total probability by averaging over the distribution of I | |I| ≤ c3rn.

The same argument works if we average over the distribution of I | c′3rn ≤ |I| ≤ c3rn, which proves

the third point.

We now provide a number of simple inequalities that allow us to relate the log-likelihood ratio in

our examples to polynomials in the testing sieve functions fβ. These results do not have optimized

constants or the largest possible range of validity in x.

Lemma 12. For any−1 ≤ x ≤ 1/2 the following inequalities hold:

1+ 2x+ x2 ≤ 1+ x
1− x

≤ 1+ 2x+ 4x2,

x2 ≤
(
1+ x
1− x

− 1
)2
≤ 16x2.

Proof. By elementary algebra one can restate the first line as

0 ≥ −x2(1+ x) and 0 ≤ 2x2(1− 2x),
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and the second line as

(x− 3)(x+ 1) ≤ 0 and (x− 1/2)(x− 3/2) ≥ 0,

which all hold for x ∈ [−1, 1/2].

Lemma 13. For |x| ≤ 1/2,

−x− x2 ≤ log(1− x).

Proof. Define the function

h(x) = log(1− x) + x+ x2.

It is sufficient to show that h(x) ≥ 0 for |x| ≤ 1/2. The derivative of h is

h′(x) = x(1− 2x)(1− x)−1.

Since h′(x) is negative for−1/2 ≤ x < 0 and non-negative for 0 ≤ x ≤ 1/2, we see that the

minimum is achieved at x = 0. As h(0) = 0, we have h(x) ≥ 0, which proves the inequality.

We now combine the previous two lemmas to create a bound on log((1+ fβ)/(1− fβ)).

Lemma 14 (Log ratio bound). For |x| ≤ 1/2 we have

2x− 4x2 ≤ log
1+ x
1− x

≤ 2x+ 4x2 and 0 ≤ x log
1+ x
1− x

≤ 4x2.
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Proof. From Lemma 12 and the inequality log(1+ x) ≤ xwe have the upper bound

log
1+ x
1− x

≤ log(1+ 2x+ 4x2) ≤ 2x+ 4x2.

For the lower bound, we use Lemmas 12 and 13:

log
1+ x
1− x

≥ log(1+ 2x+ x2) ≥ log(1+ 2x) ≥ 2x− 4x2

when |x| ≤ 1/2, which establishes the first result. To establish the second result, first consider

0 ≤ x ≤ 1/2. In this case, the result just established gives

x log
1+ x
1− x

≤ x(2x+ 4x2) ≤ 4x2

for x ∈ [0, 1/2]. When x ∈ [−1/2, 0), we use the lower bound just established to get

x log
1+ x
1− x

≤ x(2x− 4x2) ≤ 4x2,

which establishes the upper bound for all |x| ≤ 1/2. The product is non-negative because x and

log((1+ x)/(1− x)) always have the same sign.

Lemma 15 (Bound on log squared). For 0 < x <
√
2 we have

(log x)2 ≥ (x− 1)2

2
.

Proof. First consider 0 < x < 1. Then it suffices to establish that 0 > (x − 1)/
√
2 > log x, which

follows from x − 1 > log x (by convexity) for all x > 0 and 0 > (x − 1)/
√
2 > x − 1 for x < 1.

Now consider the case 1 ≤ x <
√
2, when it suffices to establish that 0 ≤ (x − 1)/

√
2 ≤ log x.

97



Define the function h(x) = log x − (x − 1)/
√
2. The statement follows by noting that h(1) = 0

and h′(x) = 1/x− 1/
√
2 > 0 for x <

√
2.

Lemma 16 (Log ratio squared bound). When−1 < x < (
√
2− 1)/(

√
2+ 1)we have

(
log

1+ x
1− x

)2
≥ x2

2
.

Proof. When x < (
√
2 − 1)/(

√
2 + 1) then (1 + x)/(1 − x) <

√
2 so we can apply Lemma 15 to

get

(
log

1+ x
1− x

)2
≥ 1

2

(
1+ x
1− x

− 1
)2

.

As (
√
2− 1)/(

√
2+ 1) < 1/2, we can apply Lemma 12 to get the desired result.
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3.10 Supplement

3.10.1 Wavelets and Besov spaces

For the convenience of the reader, we include a brief overview of wavelets and Besov spaces, for more

details, see [22, 17]. Wavelets represent a particular choice of basis in which we can represent a func-
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tion of interest. For practitioners, wavelets are appealing because they often give sparse representa-

tions of functions, which can be useful for tasks like image compression.

We follow Daubechies’ construction, as in [10], of the father wavelet φ and the mother wavelet ψ

withN ∈ N vanishing moments and bounded support on [0, 2N − 1] and [−N + 1,N], respec-

tively. For a fixed base resolution level j0 (which we will always take to be zero in our paper), we set

φj0k(x) = 2j0φ(2j0x − k) for k ∈ Z. We then define the child wavelets ψjk(x) = 2j/2ψ(2jx − k)

for k ∈ Z and j > j0. The set
{
φj0k : k ∈ Z

}⋃{
ψjk : j > j0, k ∈ Z

}
then forms an orthonormal

multiresolution wavelet basis for L2(R). To simplify our expressions, we abuse notation slightly and

write ψj0k := φj0k. This construction gives wavelets on the whole real line.

In our work we are considering square integrable functions on the unit interval [0, 1]. The Daubechies’

wavelets can be transformed to an orthonormal wavelet basis over the domain [0, 1], called bound-

ary (corrected) wavelets, see for instance [9] or Chapter 4.3.5 of [17]. Let us denote by {ψjk : j ≥

j0, k = 0, ..., 2j − 1} the so constructed orthonormal multiresolution wavelet basis for L2([0, 1]),

which allows us to compactly express any f ∈ L2([0, 1]) as

f =
∞∑
j=j0

2j−1∑
k=0

fjkψjk,

where fjk = 〈f, ψjk〉 are the wavelet coefficients. The L2 norm of f is then expressed as

‖f‖22 =
∞∑
j=j0

2j−1∑
k=0

f2jk.

Wavelets naturally define Besov regularity spaces Brpq on the unit interval [0, 1] equipped with the
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Besov norm

‖f‖Brpq =
( ∞∑

j=j0

{
2j
(
r+ 1

2−
1
p

)[ 2j−1∑
k=0

|fjk|p
] 1

p
}q) 1

q
.

Then Besov balls with radius L are defined as

Brpq(L) =
{
f ∈ Lp([0, 1]) : ‖f‖Br22 < L

}
.

In our analysis we consider Br22 Besov classes (with parameters p = q = 2). This space is shown to

be equivalent with the standard Sobolev regularity class, see for instance [22, 17].

3.10.2 Proof of Lemma 5

We start by introducing some notations. For a finite set of functionsF0 and semimetric ρwe define

the quantities

Nmax
t = max

f∈F0

∣∣∣{̃f ∈ F0 : ρ(f, f̃) ≤ t}
∣∣∣ ,

Nmin
t = min

f∈F0

∣∣∣{̃f ∈ F0 : ρ(f, f̃) ≤ t}
∣∣∣ .

This allows us to state a version of Fano’s lemma given in Corollary 1 of [13].

Lemma 17 (Corollary 1 of [13]). If the semimetric space (F , ρ) contains a finite setF0 and |F0| −

Nmin
t > Nmax

t , then for all p, t > 0,

inf
f̂∈E(Y)

sup
f∈F

Efρ(̂f, f)p ≥ tp
(
1− I(F;Y) + log 2

log(|F0|/Nmax
t )

)
,

where E(Y) denotes the set of measurable functions of Y, I(F;Y) is the mutual information between
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the uniform random variable F (onF0) and Y, in the Markov chain F → X → Y, and Ef is the

expectation with respect to the distribution of Y given F = f.

The distance between two functions in the sieveF0(d,C0, ε) is

‖fβ − fβ′‖22 = ε2d−1−2r
d∑

h=1

I(βh 6= β′h).

This means that for t̃ = bt2d1+2r/ε2cwe have for ρ(f, g) = ‖f− g‖2 that

Nmax
t = Nmin

t =

t̃∑
i=0

(
d
i

)
.

Note that if t̃ < d/2, thenNmax
t = Nmin

t < 2d. We set t2 = ε2d−2r/6. This gives t̃ ≤ d/6, and thus

Nmax
t = Nmin

t < |F0(d,C0, ε)|/2 andNmax
t < |F0(d,C0, ε)| − Nmin

t . Hence by applying Lemma

17 with p = 2, t2 = ε2d−2r/6 we obtain

inf
f̂∈Fdist(BBB)

sup
f∈Br2,2(L)

Ef,T‖̂f− f‖22 ≳ d−2r
(
1− I(F;Y) + log 2

log(|F0(d,C0, ε)|/Nmax
t )

)
.

Since d−2r � N
− 2r

1+2r
bass it is sufficient to prove that the term in the bracket is bounded away from

zero.

Noting, that with t̃ = bd/6c,

Nmax
t =

t̃∑
i=0

(
d
i

)
< 2
(
d
t̃

)
≤ 2(ed/̃t)t̃ ≤ 2(ed/(d/7))d/6 = 2(7e)d/6

we get

log(|F0(d,C0, ε)|/Nmax
t ) ≥ log

2d

2(7e)d/6
= d log(2(7e)−1/62−1/d) > d/6
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for d ≥ 20

3.10.3 Algorithm for the upper bound

Algorithm 1 provides the schematic representation of the distributed method given in Theorem 2

achieving the theoretical lower bounds (up to a logarithmic factor).

Algorithm 1 Estimation procedure for block estimators

1: procedure BlockEstimator(B, n,m, f̂jh)
2: κ← κ(B, n,m) ▷Calculate κ using equation (3.6)
3: for ℓ = 1 tom/κ do
4: for k = b(ℓ− 1)κc+ 1 to bℓκc do
5: for 2j + h = (ℓ− 1)bB/ log2 Nc to ℓbB/ log2 Nc do
6: On machine k:
7: f̂(k)n,jh ← f̂jh(X(k),T(k)) ▷ Estimate coefficient
8: if |̂f(k)n,jh| ≤

√
N then

9: Y(k)
jh ←TransApprox(̂f(k)n,jh)

10: else
11: Y(k)

jh ← 0
12: end if
13: Ujh ← Ujh ∪ {k} ▷ Indicies of machines used to estimate fjh
14: end for
15: end for
16: end for
17: On the central machine
18: for 2j + h = 1 tom/κbB/ log2Nc do
19: f̂jh = κ−1∑

k∈Ujh
Y(k)
jh

20: end for
21: return: f̂ =

∑
2j+h:Ujh ̸=∅ f̂jhψjk

22: end procedure
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Binary approximation and communication constraints

In order to construct estimators, we need to actually specify how the communication budget will

be used. To do this, we translate the local estimates f̂(k)n,jh into a binary string Y
(k)
jh that can be trans-

mitted. Given any value x ∈ R, we can represent x in a scientific binary representation: |x| =∑log2 |x|
k=−∞ bk2k for bk ∈ {0, 1}. We can approximate x using y by taking the same binary expansion

up to the (D log2N)th binary digit, which gives |y| =
∑log2 |x|

k=−D log2 N+1 bk2
k. This process is de-

scribed in Algorithm 2, which is Algorithm 1 from [35]. The length of the binary string approxima-

Algorithm 2 Transmitting a finite-bit approximation of a number
1: procedureTransApprox(x)
2: Transmit: sign(x), b−D⌊log2 N⌋, . . . b⌊log2 |x|⌋
3: Construct: y = (2sign(x)− 1)

∑log2 |x|
k=−D log2 N

bk2k

4: end procedure

tion given by Algorithm 2 for |x| ≤
√
N is log2 |x|+D log2 n ≤ (D+1/2) log2N. TakingD = 1/2,

we can approximate our estimators with error bounded byN−1/2 using log2N bits. Therefore one

machine can transmit B/ log2N binary approximations to coefficient estimates with each having

error bounded byN−1/2 and satisfy the communication constraint of B bits in expectation.

The estimation algorithm for block estimators is shown in Algorithm 1. The algorithm takes

as input the communication budget B, the local sample size n, the number of machinesm, and an

estimator f̂jh for all j and h. By estimating wavelet coefficients, the algorithm is able to construct an

estimator f̂ for the unknown function.

In the algorithm, we transmit zero if the estimate |̂f(k)n,jh| >
√
N. This is necessary to construct

estimators that satisfy the communication constraint almost surely, rather than in expectation. In

practice, unless one needed to satisfy a communication constraint with probability one, there would

be no need to truncate to zero.
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