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AI-GENERATED SUMMARIES FOR COURSE SELECTION

KATHRYN JANE GAGNON

ABSTRACT. Many university students use course evaluation guides to select courses. However, these guides
do not present course feedback in a way conducive to the course selection process; many offer lists of written
comments without providing tools for students to easily analyze these data. A simple improvement to such
guides would be the inclusion of Al-generated summaries of the comments. This paper implements a sum-
marization tool for the Harvard Course Evaluation Guide which efficiently summarizes feedback comments
through few-shot prompting of ChatGPT with a focus on capturing the overall quality, instructor quality,
and workload of each course. Using summaries generated in this way, ChatGPT is better able to rate the
qualities of a course than random sampling, using summaries generated through zero-shot prompting, and
using the verbatim first five feedback comments. A user study investigating the difference between course
selection using feedback comments and using summaries of the comments generated by the summariza-
tion tool did not find statistically significant differences. However, summaries might potentially improve
understanding of a course’s workload, and qualitative feedback suggested Al-generated summaries offer dis-
tinct advantages, especially in terms of cost. Therefore, Al-generated summaries cannot replace feedback
comments, but tangibly improve the course selection process.

1. INTRODUCTION

Many institutions of higher-education collect course feedback from previous students and compile the data
into course selection guides, which aim to help other students choose classes in the future. These guides
offer not only quantitative information about how previous students scored various aspects of a course, but
also open-ended, written comments from students. At Harvard University, the official Course Evaluation
Guide, or Q guide, contains quantitative and qualitative feedback for nearly every course and is frequently
consulted by students trying to decide between various classes [Harvard FAS Course Evaluations, 2024].

Despite the importance of course evaluation guides in the process of course selection, their current design
is not conducive to this purpose. Quantitative and qualitative feedback from previous students is often
dumped on the screen with little thought as to presentation or helpfulness. For example, in the Harvard Q
Guide, all the comments left by previous students are displayed one after the other in a fixed order, resulting
in a list of unwieldy size that arbitrarily emphasizes the comments randomly placed at the top [Harvard
FAS Course Evaluations, 2024]. Even if students took the time to read through all of the comments of
large-enrollment courses, synthesizing this qualitative feedback remains an arduous task.

A simple way to improve the usefulness of course evaluation guides for students is to include brief sum-
maries of the feedback comments for each course. This paper implements and evaluates a custom summa-
rization tool for the Harvard Q Guide that uses a large language model to summarize feedback comments
according to pre-defined criteria. Inspired by Amazon’s use of generative Al to summarize customer re-
views [Schermerhorn, 2024], the tool uses ChatGPT and a few-shot prompting method to summarize course
feedback comments. The accuracy of these summaries was evaluated automatically using a question-answer
technique that compares ChatGPT’s estimates of the mean quantitative scores of several course criteria
to the actual means according to previous students’ feedback. In order to assess the effectiveness of these

Access to the OpenAl ChatGPT API was made possible through the Faculty of Arts and Sciences at Harvard College.
All code and data available at: https://github.com/kgagz/SummarizationToolforCourseFeedback.
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summaries in the course selection process for large-enrollment courses, a user study compared the abilities
of participants to evaluate a course using a list of feedback comments to their abilities to evaluate a course
using a summary of the same comments generated by the summarization tool.

The performance of these summaries during automatic evaluation indicates that ChatGPT is better able
to predict the quantitative qualities of a course using the Al-generated summary than prediction according
to random sampling from the histograms of the means of the criteria across all courses and prediction
using the first five feedback comments. Furthermore, few-shot prompting performs better than one-shot
prompting when predicting the workload means of courses. While the user study does not conclusively
prove Al-generated summaries to be more helpful than the comments, it suggests that summaries offer brief
overviews with low time and effort costs, and that both summaries and comments are valuable for course
selection.

2. RELATED WORK

Since the advent of large language models (LLMs), there has been an explosion of interest in harnessing
them for natural language processing (NLP) tasks. This interest has resulted in the development of tech-
niques to use LLMs for automatic summarization as well as a corresponding development in methods for
automatically evaluating the quality of these summaries.

2.1. Automatic Evaluation of Summaries. Researchers in NLP have developed numerous metrics to
evaluate the quality of automatic summaries. The ROUGE (Recall-Oriented Understudy for Gisting Evalu-
ation) score measures the similarity between an automatic summary and a human-written reference summary
by counting the number of overlapping sequences between the two texts, including n-gram, word sequences,
and word pairs [Lin, 2004]. The BERTscore metric, developed later, also compares an automatic summary
with a human-written reference summary; this method, however, uses token similarity based on pre-trained
BERT contextual embeddings [Zhang et al., 2020].

Despite the widespread use of these metrics, they remain imperfect. Instead of capturing the actual
amount of information overlap between the gold standard reference and the automated summary, these
metrics only reflect the extent to which both texts discuss the same topic [Deutsch and Roth, 2020]. These
techniques also lack an ability to evaluate ChatGPT-3 generated summaries reliably [Goyal et al., 2023].
These imperfections justify the custom approach to evaluation implemented in this paper, which adapts a
demonstrated question-answer method for evaluating Al-generated summaries [Deutsch et al., 2021].

2.2. Summarization using ChatGPT. Researchers have also demonstrated the efffectiveness of using
LLMs for general automatic text summarization. In terms of ROUGE scores, Chat GPT-generated summaries
perform as well as summaries generated by the fine-tuned summarization specific models traditionally used for
generating summaries [Yang et al., 2023]. Furthermore, the University of Texas at Austin has demonstrated
that, for the task of news summarization, humans overwhelming prefer GPT-3 generated summaries to the
summaries of these other models [Goyal et al., 2023]. This research justifies using ChatGPT for general text
summarization rather than older models specifically designed for summarization.

2.3. Course Feedback Summarization. There has been much research into automatic summarization
of course feedback in recent years. Omne group of researchers used a sentiment analysis model, an aspect
extraction model, and a greedy sentence extraction algorithm to glean relevant information from written
feedback responses and present them to the instructor in an effective manner [Hu et al., 2022]. This approach
relies on using specific models to extract and create summaries instead of general purpose LLMs and focuses
on improving the instructors’ experiences interacting with course feedback.

Other researchers at Virginia Tech have combined no-data driven NLP techniques with the new abilities
of LLMs to generate codebooks of student evaluations. “Codebook” is an official term used to describe a
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“scrubbed-down” version of qualitative feedback created through systematic analysis by human researchers.
In a codebook, key themes and concepts are used to identify and organize qualitative information. The
Virginia researchers were able to automate this human process and create codebooks of qualitative course
feedback [Katz et al., 2024]. However, they did not explore leveraging LLMs through prompt engineering
for the purpose of course feedback summarization.

Most recently, generative Al has been demonstrated to provide a feasible way for instructors to summarize
feedback comments into actionable items intended to help them improve their teaching [Zhang et al., 2024].
While this research demonstrated that using LLMs through prompt engineering is a feasible way to summarize
course feedback, it was focused on improving instructor interaction with course feedback. The summarization
tool implemented in this paper has a different goal: helping students use course feedback in the course
selection process.

3. DATA

Although this paper suggests a general method for summarizing the course feedback of any university,
it will focus particularly on implementing and evaluating automatic summarization for course feedback at
Harvard University due to the availability of the necessary data.

3.1. Harvard Course Evaluation Guide. The Harvard Course Evaluation Guide, hereafter referred to
as the @ guide, collects course evaluation data every semester for each course with at least five enrolled
students at Harvard University. A subset of these data is released to students in the form of reports which
include summaries of all numerical evaluation responses, including the mean of the course overall ratings
(overall mean), the mean of the instructor ratings (instructor mean), and a histogram of the distribution
of student responses to the question “On average, how many hours per week did you spend on coursework
outside of class? Enter a whole number between 0 and 168” (workload responses). The feedback comments
of previous students are anonymized and displayed in a table at the bottom of each report [Harvard FAS
Course Evaluations, 2024]. The data used to implement and evaluate the summarization tool were taken
directly from these Q Guide reports, which are accessible to all Harvard University ID holders.

3.2. Data Sources. Feedback data were collected for 31810 courses across 16 years from 2007 through
2022 and 5405 courses from 2023 through 2024. Each course’s data include the course name, overall mean,
instructor mean, mean of workload responses, and previous students’ written feedback comments answering
the question, “What would you like to tell future students about this course?”. Any courses lacking sufficient
feedback data were automatically excluded from this collection.

Because the Q Guide transitioned to a new platform in Spring 2019 and the regular academic schedule
was interrupted by the COVID-19 pandemic, data were collected for only 2057 courses from 2020 through
2022. As a result of this low amount of data and their possibly biased nature, these courses were only used
minimally during the process of prompt engineering and implementation testing. Courses from years 2007 to
2019 were used to iteratively improve the few-shot prompting method, and randomly sampled for inclusion
in the user study. Finally, courses from years 2023 to 2024 were set aside and only used in the final automatic
evaluation of the summarization tool.

3.3. Data Preprocessing. The course feedback data were pre-processed in several ways in order to stream-
line the implementation of the summarization tool. First, all courses without actual written feedback com-
ments were removed from the database. Then, the data entries were organized by year. At Harvard, the same
course is sometimes taught at multiple lecture times. Each of these lecture times has its own independent,
distinct group of enrollees and therefore counts as its own class even though all of the sections share the
same official course name. In order to account for these lecture sections, entries with the same course name
were renamed to avoid multiplicity of names. This involved adding suffixes to the necessary courses names.
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Finally, each entry was labelled with the appropriate quintile according to the word count of the comments
of that entry. The quintiles were calculated based on the histogram of total word count of all the comments
of each entry from years 2007 through 2022 because the Q Guide data from years 2023 through 2024 were
set aside for the final evaluation. Quintile 1 contains entries with comments of word counts between 1 and
100, Quintile 2 between 100 and 215, Quintile 3 between 215 and 393, Quintile 4 between 393 and 811, and
Quintile 5 between 811 and 28064.

3.4. Example Data Entry. An example data entry is included below. The “overallMean” field contains
the mean of the overall ratings of the course provided by previous students, hereafter referred to as the
overall mean. The “instructorMean” field contains the mean of the instructor ratings of the course provided
by previous students, hereafter referred to as the instructor mean. The “workloadMean” field contains the
mean number of hours reported by previous students as the amount of time they spent on course work
outside of scheduled class time each week, hereafter referred to as the workload mean.

FiGUrE 1. Example of Course Feedback Data Entry

"courseName": "AFVS 133",

"comments": [
"Loved it, you can decide your own project to work on
throughout the semester. Great for people of all skill
levels and backgrounds.",
"This class is rewarding particularly if you have a
goal/statement in mind as it is very self driven and
relies on your desire to push/define the project",
"This class is great for people who are deeply
integrated into the AFVS concentration and for new
comers. You get to explore your own project and
interests while supplementing them with deeply
engaging readings and discussions."

1,

"overallMean": 4.83,

"instructorMean": 5.0,

"workloadMean": 5.83,

"quintile": 1

4. OVERVIEW OF SUMMARIZATION ToOoOL

The summarization tool consists of a pipeline that processes course feedback data, prompts ChatGPT to
summarize feedback comments through an API call that uses a custom few-shot prompting method, and
saves the summaries to the data in an efficient manner. After testing several prompting approaches, few-
shot prompting was chosen as the best option. It provides ChatGPT with a few examples of comments and
corresponding summaries while also using explicit instructions about what the summary should capture and
how long it should be.
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4.1. Data Processing. In order to improve the utility of the summarization tool, multiple formats of
course feedback data are able to be processed and summarized, including HTML files of Q Guide reports,
HTML directories of Q Guide reports, JSON files, and JSON directories. Course feedback information
from each HTML Q Guide report is extracted to a JSON file in order to facilitate ChatGPT queries. Each
JSON file is processed in a way similar to the preprocessing steps previously described for the dataset (la-
belsec:datapreprocessing). Entries without sufficient data are removed, entries in the same location with
duplicate names are renamed, entries are alphabetically summarized, and entries are assigned to the appro-
priate quintile according to the word count of all their comments. In addition, for JSON directories, the
relative path from each JSON file to the directory is saved in each entry in order to facilitate saving the
summaries with the cleaned course feedback data.

4.2. Model. The implementation uses ChatGPT (Chat Generative Pretrained Transformer), a large lan-
guage model by OpenAl with a transformer architecture that uses deep learning to generate text in response
to prompts. Because of its large amount of training data and its reinforcement learning with human feed-
back (RLHF) training, ChatGPT exhibits versatile behavior across many natural language processing tasks.
The specific version used was GPT-40-mini, released by OpenAl in July 2024, because it surpasses the
performance of GPT-3.5 Turbo while being 60% cheaper [OpenAl, 2024a].

4.3. Prompt engineering. The quality of the generated summaries relies heavily on the quality of the
summarization prompt. Based on the guidelines provided by ChatGPT, an effective prompt (Fig. 2) was
developed to help guide the LLM’s summarization [OpenAl, 2024b]. Clear delimiters were used to indicate
the beginning of the concatenated course feedback comments in the input text as well as to mark the end
of each individual comment. Furthermore, specific instructions were included to help the model focus on
capturing the quality of the course overall, the quality of the instructor, and the workload of the course.
These three aspects were chosen as the focus of the summarization tool because most students read through
feedback comments with particular interest in these elements.

The prompt was refined further based on human analysis of input text and the output summary. These
improvements simplified the prompt and added necessary constraints, including a control on the length of the
summary. When the LLM was instructed to generate a one-paragraph summary, it was unable to commu-
nicate the essential information of the feedback comments of large-enrollment courses adequately. However,
when this restraint was removed and no particular length requirement was specified, many summaries for
small-enrollment courses contained details not found in any of the comments. ChatGPT likely hallucinated
information in order to fill in the rest of the summary. These observations led to a constraint that tells
ChatGPT to scale its summary according to the size of the input data.

FIGURE 2. Summarization Prompt

You will be given a collection of course feedback comments left by college students. Please summarize
these comments into a concise, thorough review of the class which will be useful to prospective students
interested in enrolling. The length of the summary should depend on the amount and size of the
comments. Pay attention to the overall sentiments of the comments in order to accurately represent
the balance of positive and negative comments. Focus especially on accurately capturing the quality of
the course overall, the course workload, and the quality of the instructor. Do not include any headers.

4.4. Few-shot prompting. Providing examples of course feedback comments and appropriate summaries
also helps ChatGPT generate better summaries. This method, known as few-shot prompting, resulted in
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better performance than providing no examples, which is known as zero-shot prompting. In order to provide
the model with examples, three courses with a small amount of comments were randomly chosen from all
courses years 2020 through 2022 and separated from the rest of the data. Then, three summaries were
handwritten according to the directions provided in the prompt. These three examples of comments and
their summaries (Fig. 3) are provided to ChatGPT along with the summarization prompt every time a
summary is requested.

FIGURE 3. Few-Shot Examples

(1) Comments:

This class is AWESOME for anyone who wants to study film scor-
ing/film music, video game music, or be a composer or music
theorist. It is also generally interesting for any film and video
game lover. You will really learn a lot from the readings, from
Frank, and through the discussions with your peers. The final
paper/project is also an incredible way to pursue an area of study
specific to you that you find interesting.

Professor Lehman is one of the best teachers I've ever had, in
my entire life. He is probably the most qualified person on Earth
to teach this class, and he clearly cares very deeply about his
students. He’s one of those teachers who is genuinely excited to
hear new ideas in every class discussion, and it was always exciting
to start a new topic. The assignments never felt like a hardship
to me - they were usually just an opportunity to explore the new
things we were learning and go a bit deeper than the readings.
I highly recommend this class to anyone who is interested (with
the caveat that students should have taken at least a feel year of
college music theory - or the equivalent - before enrolling).

Take basic music theory and NRT first! This is not a beginner
class.

Summary: This class is highly recommended for those interested in learning more about composing
music, especially film scores and video game sound tracks. Previous students recommend having a
background in music theory at the college level in order to get the most out of class. The instructor
is praised by some students for his genuine excitement and deep knowledge of the subject. The
assignments seem to be substantial because there is a final paper/project and having the right
prerequisites is emphasized. Nevertheless, the assignments are meaningful and allow students to
gain both general and nice knowledge. Overall, the course seems quite above average because of its
quality of instruction and the enthusiasm of the instructor.

(2) Comments:
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Take this class! Prof. Hartl is an amazing teacher and the content
about misinformation in science is directly relevant to everyday
life. The weekly discussions are always a joy to be a part of and I
genuinely feel like I have learned a lot by talking and listening to
my peers.
I would highly encourage you to take this course and keep an open
mind.
I would tell future students that this was one of the most engaging
classes I've ever taken. If you are remotely interested in the topic,
take it. It doesn’t exactly follow the topic but it a very relevant
and engaging course.
It is a laid-back class with not a lot of work, yet interesting and a
fun class dynamic.
This was the best class I've ever taken. Make sure to take it!
Professor Hartl is awesome
Participate and you will love it
Summary: This course is recommended for those interested in learning about scientific misin-
formation. Many previous students expressed great enthusiasm for the course while some simply
recommended it. The course has relevant material, meaningful discussions, and a laid-back, fun
environment, although the classes do not always stick to the topic. The professor is praised for her
knowledge on the subject and ability to open conversation. The work load is described as light.
Overall, the course seems above average due to its interesting material, fun discussions, and low time
commitment.
(3) Comments:
I would highly recomend taking this course as an engineering elec-
tive! The work was definitely more challenging and time consum-
ing than some of the other elective classes out there but there
is no course at Harvard that offers this much of a breath of the
engery consumption and production industry. I learned an in-
credbile amount in such a short time and the course provided me
a perspective of the energy world that I would have not gotten
otherwise. I really enjoyed the open ended term paper at the end
were | got to look into a research problem I enjoyed and eneded
up writing a very cool and insightful paper (there are not many
classes I can say that for). Definitely take if you are at all inter-
ested in the energy world.
Everyone at Harvard should take this class or another related to
the climate crisis
Super interesting material with great guest lecturers but be pre-
pared to invest a lot of time on semi-weekly problem sets.
Summary: This course is recommended for those interested in learning about the energy world
and the climate crisis. Previous students described its material as super interesting, emphasizing
that it offers students incredible insight into the energy industry. Previous students do not mention
the instructor in their reviews, but guest lecturers are praised for their insights as well. The work
load is definitely above average due to semi-weekly problem sets and an open ended term paper.
However, the term paper is praised for allowing students to research interesting energy problems.
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Overall, the course seems above average because of its interesting material and useful assignments,
despite its high work load.

4.5. Efficient Summarization. In order to optimize for performance, the summarization tool organizes
ChatGPT queries into batches that are sent to the API simultaneously. This paralellization greatly reduces
the amount of time needed to summarize entries. Users are able to set the size of the batches in order to
ensure a proper tradeoff between parallelizing the queries and saving progress incrementally. Each entry’s
relative file path allows the corresponding summary to be saved on an individual basis in the correct file.
In order to facilitate this multi-threaded summary saving, a file locking system was created using Python’s
asyncio library to guarantee each thread exclusive access to a data file. This prevents data races and ensures
each summary is saved properly.

5. AUTOMATIC EVALUATION

Because there are no reference gold standard summaries for this course feedback dataset, automatic evalu-
ation using reference-based metrics, such as ROUGE and BERTScore, was impossible. Instead, inspired by
a question-answer method modeled by other researchers [Deutsch et al., 2021], automatic evaluation of the
generated summaries was performed by prompting ChatGPT to predict three pieces of criteria for a course
under different evaluation methods: prediction using the few-shot generated summary, prediction using the
zero-shot generated summary, prediction using random sampling from the histograms of the criteria, predic-
tion using the first five course feedback comments, and prediction using all course feedback comments. The
overall mean, instructor mean, and workload mean was predicted for courses using each of these methods,
and the accuracy of the predictions based on few-shot Al-generated summaries was compared with the accu-
racy of the predictions of each of the other methods in order to evaluate the quality of few-shot Al-generated
summaries.

5.1. Different Prompts for Summary Generation. Two different prompting methods were used to
generate summaries for prediction of criteria means for evaluation: the few-shot technique designed for
this task (Figs. 2,3) and a basic prompting technique that simply prompts ChatGPT to “Summarize:”
without providing examples. Both prompting techniques were used in independent iterations of the automatic
evaluation workflow (Fig. 5) as inputs to the “Generate summary” step. The rating prompt used to instruct
ChatGPT to predict these values can be found in Fig. 4, and a diagram modeling this evaluation method
can be found in Fig. 5.
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FIGURE 4. Predict Ratings Prompt

Based on the following summarization, rate the course overall on a numerical scale from 1.0 to 5.0,
where 5.0 is the best and 1.0 is the worst. The mean course overall score across all courses is 4.23 with
a standard deviation of 0.55. Using the same scale, please rate the instructor overall. The mean
instructor score across all courses is 4.37 with a standard deviation of 0.53. Finally, please predict the
course load, which is the average hours per week students spend on this course outside of class time.
The mean course load across all courses is 5.82 hours with a standard deviation of 2.77 hours. Please
use logical reasoning to reach an evidence-based, well-supported rating. Please round your ratings and
hours prediction to three decimal places. You must put your ratings at the very end of your response
with commas between each rating, such that 5 characters are your course overall rating, then a
comma, then the next 5 your instructor rating, then a comma, and then the last 5 are your course load
prediction. For example, a course rating of 4.765 with an instructor rating of 2.765 and a course load
of 5.234 hours per week would be formatted as the string 4.765,2.765,5.234:

FIGURE 5. Automatic Evaluation Workflow

Course Feedback
Comments

Prompting
technique

Generate summary

Predict ratings

prempt Predict ratings

5.2. Baselines. The criteria were also predicted for three baseline methods that do not rely on Al-generated
summaries, including prediction through random sampling, prediction using the first five feedback comments,
and prediction using all feedback comments.

5.2.1. Prediction through random sampling. The histograms of the overall means, instructor means, and
workload means of all courses across years 2007 through 2022 (Fig. 6) were sampled to predict criteria
ratings in order to simulate random predictions of each criterion’s mean. Courses from years 2023 through
2024 were not sampled because these data were set aside for final evaluation.
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FIGURE 6. Histograms of Reported Criteria, 2007 - 2022
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5.2.2. Prediction using the first five feedback comments. To simulate a student reading only a subset of the
course feedback responses while going through course feedback data, ChatGPT was prompted to predict the
criteria values based on the first five feedback comments of a course. This required using a slightly different

rating prompt which communicated to ChatGPT that it was receiving feedback comments (Fig. 7) in place
of the usual “Predict ratings prompt” in Figs. 5, 4.
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FIGURE 7. Predict Rating Using Comments Prompt

The following is a collecton of course feedback comments of a college course. Please rate the course
overall on a numerical scale from 1.0 to 5.0, where 5.0 is the best and 1.0 is the worst. The mean
course overall score across all courses is 4.23 with a standard deviation of 0.55. Using the same scale,
please rate the instructor overall. The mean instructor score across all courses is 4.37 with a standard
deviation of 0.53. Finally, please predict the course load, which is the average hours per week students
spend on this course outside of class time. The mean course load across all courses is 5.82 hours with a
standard deviation of 2.77 hours. Please use logical reasoning to reach an evidence-based,
well-supported rating. Please round your ratings and hours prediction to three decimal places. You
must put your ratings at the very end of your response with commas between each rating, such that 5
characters are your course overall rating, then a comma, then the next 5 your instructor rating, then a
comma, and then the last 5 are your course load prediction. For example, a course rating of 4.765 with
an instructor rating of 2.765 and a course load of 5.234 hours per week would be formatted as the
string 4.765,2.765,5.234:

5.2.3. Prediction using all feedback comments. Finally, in order to establish an “upper-bound” baseline,
ChatGPT was prompted to predict the criteria values given all feedback comments of a course using the
same prompt as when predicting using the first five comments (Fig. 7).

5.3. Calculating Prediction Accuracy. The criteria were predicted for every course within a batch across
all batches, and then used to calculate distributions for comparing accuracy across prediction methods.
Suppose there are k courses to evaluate under the prediction method P. These k courses can be di-
vided into m batches of size n such that k& = nm. The set of m batches is Batches. Let Criteria =
{overall mean, instructor mean, workload mean}. For any course ¢ € b such that b € Batches, and any
criterion r € Criteria:
7, . = the predicted rating
2y . = the ground truth rating

The square loss for each predicted rating and course can be calculated.
square, = (a},, — 1)’

After all the square losses of the courses of b have been collected, the root mean square error (RMSE) of the
batch can be calculated for each criterion.

* 2
SUMypy = E square,,c = E (770 — Trc)

Veeb Vceb

RMSE,, = Sumrp
V n

where n is the total number of courses ¢ in the batch b. For each criterion r, there will be m total RMSEs
for the prediction method P, forming a distribution DRMSE, p.

After all of the distributions have been calculated (DRMSE, p Vr € Criteria A
P in the set of all prediction methods), the distributions of the RMSEs of the few-shot Al-generated
summary prediction method can be compared with each of the distributions of the RMSEs of the other
prediction methods across each criterion to determine how well few-shot prompting performs in comparison
to these other methods. This will reveal the quality of the summaries offered by few-shot prompting.



12 KATHRYN JANE GAGNON

5.4. Statistical Testing. The Wilcoxon Rank Sum statistical test was used to compare the distribution
of prediction RMSEs using few-shot Al-generated summaries with every other distribution of prediction
RMSEs for every criterion. The Wilcoxon Rank Sum test is a non-parametric test to determine whether
two dependent groups are significantly different [Team, 2025]. Each pair of distributions being compared is
dependent because both distributions of prediction RMSEs were generated using the same set of courses.
Furthermore, the distributions of overall means, instructor means, and workload means across all courses
from 2007 through 2022 are not normal. The distribution of the overall means and the distribution of the
instructor means are heavily skewed left, while the distribution of the workload means is skewed to the right
(6). This necessitates the use of a dependent non-parametric test like Wilcoxon. Because the tests aim to
show that few-shot prompting Al-generated summaries result in better estimates of the criteria than other
prediction methods, one-sided Wilcoxon Rank Sum tests will be used.

5.4.1. Hypotheses. For each pair of distributions being compared, the null hypothesis states that the distri-
butions of the prediction RMSEs are the same and the alternative hypothesis states that the distribution of
the prediction RMSEs using the few-shot prompting Al-generated summaries is less than the other distri-
bution. The Cartesian product of the tables of Fig. 8 represents all of the distributions that were compared
to the few-shot Al-generated summary distribution matching the relevant criterion. In order to limit the
total number of hypotheses, only the overall distributions for all quintiles and the distributions for quintile
5, which consists of courses with a large amount of feedback comment data, were tested. Quintile 5 courses
contain lots of comment data. Thus, they are heavily correlated with large enrollment courses, which are of
particular interest because they often have Q Guide reports with unwieldy lists of comments.

FIGURE 8. Automatic Evaluation Hypotheses

‘ Prediction Methods |

Zero-shot prompted | Criteria |

Al-generated summaries Overall Mean
. X X All
Random sampling Instructor Mean 5
First 5 comments Workload Mean

All comments

5.4.2. Multi-Hypothesis Testing. Testing multiple hypotheses results in a higher family-wise error rate
(FWER), that is, greater probability that at least one of these statistical tests results in a false positive,
rejecting the null hypothesis when it should have been accepted Bobbitt [2021]. In order to control the
FWER, Bonferroni correction was applied to the tests, reducing the significance level («) for each according
to the total number of tests being run. Using a standard significance level of 0.05, a was reduced in the
following manner:

Q@ a 0.05

p——— vyl YR 0.0020833333333333333
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6. AuToMATIC EVALUATION RESULTS

6.1. Evaluation Data. 5340 out of 5405 total courses from years 2023 through 2024 were randomly selected
and batched into sets of 30 courses while controlling for the word count of each course’s feedback comments.
This means that no batch had more courses from a certain quintile of feedback comments word count than
any other batch. The batches were controlled in this manner in order to allow for comparison across feedback
comments word count quintiles and so that the accuracy of the predictions of each batch was not biased by
the amount of comment data (Fig. 9).

FIGURE 9. Batch Composition Across Feedback Comments’ Word Count Quintiles

Quintile 2
5 entries
Quintile 3 (18.5%) Quintile 1

5 entries 4 entries
{18.5%) (14.8%)

6 entries 7 entries

(22.2%) (25.9%)

Quintile 4 Quintile 5

6.2. Hypothesis Testing. The results of the Wilcoxon Rank Sum tests (Fig. 10) indicate that estimating
the criteria using few-shot prompted Al-generated summaries is much more accurate than estimation using
random sampling, as all these null hypotheses were rejected. Using few-shot prompted Al-generated sum-
maries also results in more accuracy than prediction using the first five comments, except when predicting
the instructor mean for any amount of comment data. This suggests that it is better to read a summary
of the course feedback than merely to skim the first five comments. Finally, the few-shot prompted predic-
tion method performs significantly better than the zero-shot prompted prediction method for predicting the
workload mean for all quintiles. These results indicate that the few-shot prompting technique implemented
effectively summarizes and synthesizes useful course evaluation information.

The most significant p-values were observed for hypotheses relating to estimates of the workload mean. This
trend seems to indicate that course feedback in general offers important information regarding the amount
of work and effort courses require, and that the few-shot prompting technique extracts and summarizes this
information better than information regarding the overall mean and instructor mean of the course. These
results are supported by the following boxplots of the distributions of RMSEs, which display the spread of
the data and also indicate the means of the distributions with green triangles.
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FIGURE 10. Automatic Evaluation Wilcoxon Test Results
Prediction Method  Criteria Quintile p-value Rejection of Null Hypothesis(a = 0.0021)

Workload all 3.82 x 10731 Yes

Overall all 2.91 x 10731 Yes

Rand i Instructor all 5.00 x 10731 Yes
andor samping Workload 5 1.16 x 10~%7 Yes
Overall 5 1.54 x 1030 Yes

Instructor 5 3.15 x 10~26 Yes

Workload all 3.45 x 1077 Yes

Overall all 0.0002 Yes

First 5 comment Instructor all 0.4023 No
SL o COMIMEMS  Workload 5 1.71 x 10~10 Yes
Overall 5 3.46 x 10~ 11 Yes

Instructor 5 0.0007 Yes

Workload all 5.00 x 10~7 Yes

Overall all 0.0069 No

Instructor all 0.5426 No

Zero-shot prompted - yoo 00 5 0.0132 No
Overall 5 0.2716 No

Instructor 5 0.8377 No

Workload all 0.4340 No

Overall all 1.0000 No

All comment Instructor all 1.0000 No
comments Workload 5 0.9929 No
Overall 5 0.9994 No

Instructor 5 0.9985 No

7. USER STUDY

7.1. Motivation. While these results capture the overall quality of the summaries generated via few-shot
prompting, the summarization tool was created specifically to provide students selecting courses with concise,
helpful summaries of the course feedback comments. It was designed to be particularly helpful for students
reviewing large enrollment courses, which have long lists of feedback comments. In order to assess the
extent to which it helps in these situations, a user study was conducted in which students simulated the
course selection process for large-enrollment courses. They evaluated two courses using summaries of course
feedback comments generated via few-shot prompting and two others using the comments themselves. This
study allowed for investigation into student preferences between and performance using summaries and large
amounts of feedback comments, and thus provided essential user-centered feedback on the summarization
tool.

7.2. Study Design. After answering several preliminary questions and reading the task instructions, the
participants simulated the course selection process for four large-enrollment courses randomly selected from
years 2007 through 2019. For each course, participants were presented with information about the course,
including its title, a brief description scraped from the course catalog, and the written course evaluation
feedback either in the form of a summary of the comments or in the form of a list of the comments. Using
this information, they evaluated the quality of each course by answering several questions. After repeating
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FIGURE 11. Automatic Evaluation Boxplots
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this evaluation process for four courses, participants were asked for qualitative feedback on the differences
between using comments versus the summaries in a post-study survey.

7.2.1. Quantitative Feedback. Similar to the automatic evaluation process, participants were asked to es-
timate the overall mean, instructor mean, and workload mean for each of four large-enrollment courses
using a slider with the distribution of each criterion’s mean across all courses and years 2007 - 2022 in the
background, with the mean of the distribution denoted by a vertical red dashed-line(12). The participants’
estimates were compared with the ground truth criteria means of each course’s feedback in order to calcu-
late each participant’s root mean square error (RMSE) when using a summary and when using feedback
comments. The distributions of the RMSEs of all participants could then be compared to determine which
feedback format resulted in better estimates of the reported means.

—ﬁ

(A) Overall Means

(B) Instructor Means

0 16

(¢) Workload Means

FIGURE 12. Distributions of Criteria Means with Sliders

7.2.2. Qualitative Feedback. For each course, participants were asked to identify the particular aspects of
the course feedback they found most helpful in evaluating the course and estimating the criteria means. By
comparing answers based on feedback comments with those based on a summary of the comments, qualitative
differences between the two feedback formats could be identified.

At the end of the survey, participants were given additional opportunities to reflect on the experience of
reviewing a course using a summary of the feedback comments versus using the comments themselves. They
were asked to select which feedback format gave them greater confidence in their estimates, and to rank the
extent of this confidence. Finally, participants were requested to describe the advantages and disadvantages
of each format and to rank the redundancy of each feedback format given the other.

7.2.3. Time Constraint. During course selection at a typical university, students have limited time to research
classes of interest because they choose courses in the middle of a busy semester, consider multiple courses and
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schedules, and create contigency plans in case they are not granted enrollment in their first-choice courses.
In order to simulate this constraint on time and effort, a five minute timer was included for reviewing each
course and answering the evaluation questions. This timer was visible in the top right of the page at all
times. While this timer would not prevent students from submitting after five minutes had elapsed, the
participants were informed that they would only have five minutes to evaluate the course, and that they
must answer the questions within the allotted time even if they do not have enough time to read through all
of the information provided.

7.2.4. Randomly Selected Courses. The four courses used in this survey were randomly selected from all
courses years 2007 through 2019 in the fifth quintile in terms of total word count of all feedback comments
of each course. These courses therefore contain a high amount of comment data, which strongly suggests
that they are high enrollment classes. The table below describes the courses selected and the amount of
feedback data under each format (Fig. 13). All participants evaluated the same four courses. The format
of the feedback presented for each course was randomly chosen so that each participant would evaluate two
courses using summaries of feedback comments and two courses using a list of feedback comments. Each
course was evaluated an equal number of times across both formats, or as close to equal as possibles.

F1GURE 13. Randomly Selected Courses

Course Name Course ID Number of | Word Count | Word Count
Comments | of Comments | of Summary
Analysis of Biological Literature BBS 230 38 1013 217
and Experimental Design
Systems Programming CS 61 92 8673 310
and Machine Organization
Economics of ECON 1818 27 1060 206
Discontinuous Change
Introduction to SOC-STD 10B 61 2319 313
Social Studies, Part 2

7.2.5. Participants. Ideally, participants would have been randomly selected from all English-speaking, cur-
rent undergraduate and graduate students at higher educational institutions in the US because that pop-
ulation consists of those most likely to benefit directly from the summarization tool. However, the study
used course feedback from Harvard University, so Harvard affiliates were automatically excluded from par-
ticipation in the survey due to potential bias from personal experiences with or knowledge of the courses
included in the survey. The study was also implemented and distributed as an online survey, which limited
the randomizaton of participants. Instead of participants being randomly selected, snowball sampling was
used, a type of sampling technique where researchers reach out initially to a few participants who meet
the criteria of the study, and then these individuals are invited to reach out to others. Direct contacts at
non-Harvard institutions were first invited to fill out the survey themselves, and then forward it to their
school email lists and to any interested individuals. The study was also distributed through large mailing
lists and group chats with an emphasis on forwarding the information to individuals who fit the criteria in
order to reach as many as possible.

7.3. Statistical Test. Similar to the automatic evaluation tests (5.4), three one-sided Wilcoxon Rank Sum
tests were run [Team, 2025] in order to compare the participants’ predictions of the different criteria across
the two different feedback formats. The two data groups of the study, the RMSEs of the participants using
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the summaries of the course feedback comments and the RMSEs of the participants using the lists of the
comments, are dependent because the same individuals contributed one RMSE to each distribution under
each criterion. Furthermore, the distributions of the means of the overall ratings, the means of the instructor
ratings, and the means of the workload ratings reported in the course feedback across all courses from 2007
through 2022 are not normal (6). This necessitates the use of a non-parametric test for dependent groups.

7.4. Hypotheses. Because three tests were run, one for each of the criteria, three hypotheses were tested
using the quantitative data of the user study (Fig. 14). The null hypothesis for each criterion is that there is
no difference between the distribution of RMSEs when predicting that criterion using a generated summary
of course feedback comments and the distribution of RMSEs when predicting the same criterion using a
list of the comments. The alternative hypothesis for each criterion is that the distribution of RMSEs when
predicting the criterion using a generated summary of course feedback comments is less than the distribution
of RMSEs when predicting the same criterion using a list of the comments.

FIGURE 14. Hypotheses

Criterion Distributions | Null Hypothesis | Alternative Hypotheses

Overall Means RMSEs Hy Hq
Instructor Means RMSEs Hy oy
Workload Means RMSEs Hy Hy

7.4.1. Fized-Sequence Method. When testing multiple hypotheses simultaneusly, the Type I error probability
must be carefully controlled in order to minimize the chances of mistakenly rejecting null hypotheses which
are in fact true. In order to control this probability, the Fixed-Sequence Method was implemented rather
than Bonferroni correction, used in automatic evaluation, because some hypotheses are more important
than others. Under this method, hypotheses are first ordered according to decreasing sensitivity to bias
and importance. Then, statistical tests for significance are performed iteratively in order. At any point of
testing, if the null version of a hypothesis is rejected according to the preset a level of statistical power,
testing continues with the next hypothesis in order. If the null version of a hypothesis is accepted, then the
null versions of all hypotheses that come after it, according to the specified ordering, are also accepted. In
this manner, each hypothesis is iteratively tested, and the first null hypothesis accepted stops all testing.
[mul, 2017]

7.4.2. Order of Hypotheses. Because the automatic evaluation results showed that the few-shot prompted
Al-generated summaries performed the best when predicting the workload means, the workload means
hypothesis was tested first. The automatic evaluation results also showed higher performance when predicting
the overall mean than the instructor mean, so the overall mean hypothesis was tested next. The instructor
mean hypothesis was tested last.

FiGURE 15. Order of Hypotheses

1st | 2nd | 3rd
Hv | H° | H*
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8. USER STUDY RESULTS

8.1. Responses. 40 total responses were collected for the online survey. Out of these 40 responses, only
27 responses completed estimates of criteria values for all four courses. Only these responses were analyzed,
and the remaining 13 were discarded due to insufficient data. Six of these 13 had no data because they did
not meet the necessary qualifications to answer the survey; four were Harvard undergraduates and two were
neither undergraduate nor graduate students. The other seven responses lacked data because the participants
simply did not complete the survey. They quit before estimating any of the criteria for any course.

8.1.1. Participants. Of the 27 responses analyzed, 15 were from females (56%) and 12 from males (44%). 19
were from undergraduate students (70%) and 8 from graduate students (30%). The majority were STEM
majors, followed by humanities and biology/health majors (Fig. 16a). The participants were affiliated with 16
different schools, notably from Freed-Hardeman, MIT, UPenn, and Georgia Tech (Fig. 16b). Participants who
were affiliated with multiple universities were grouped with the first university they listed, and participants
who were the only students affiliated with their university were placed in the ‘Other’ category. These
characteristics demonstrate that participants represent a diverse variety of schools, majors, and backgrounds
in general.

FIGURE 16. Survey Participant Demographics

STEM (11)
Freed-Hardeman (4)
Other (7)

40.7%
14.8%
25.9%
MIT (4)
Humanities (5) 18.5% t 14.8%
R Boston University (1)
Career-Oriented (2) 3.7%
D 11.1% 7.4% Virginia Tech (1)
14.8% 11.1% 1109 74%
Undeclared / Other (2) UPenn (3) : Purdue (2)
Biology and Health (4)
Social Studies (3) Georgia Tech (3) Belmont Abbey College (2)
(A) Fields of Study (B) University Affiliations

8.2. Qualitative Results. All 27 respondents wrote comments about the particular aspects of each course’s
feedback they found most helpful during the evaluation and estimation of criteria process. By comparing
these qualitative responses for each course across the different methods of evaluating, qualitative differences
between the information offered by comments and summaries can be identified. 26 of the participants also
completed the post-survey questionaire which involved rating and offering feedback on the different evaluation
methods. After it was revealed that the summaries were Al-generated, participants were asked whether they
had suspected Al involvement and why or why not. Finally, participants were given an open-ended text box
to provide any final thoughts. The feedback was analyzed by hand by the research team, and suggests that
while participants slightly favored comments over summaries, they found both formats valuable in different
ways.

8.3. Helpful Aspects of Comments and Summaries. The aspects of the course feedback reported to
be helpful by participants for each course were compared across the different formats of course feedback
(Fig. 17). While most helpful aspects regarding the overall quality, instructor quality, and workload were the
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same across the formats, some aspects were only identified by those evaluating with the feedback comments.
About 23% of those evaluating ECON 1818 using the comments noted that the lectures were mentioned to
be useless. However, none of those evaluating the same course using the summary mentioned this aspect.
Similarly, those evaluating SOC-STD 10B using the comments noted that there were mixed student reactions.
However, none of those evaluating the same course using the summary mentioned the mixed student reactions.
This implies a slight qualitative difference in what the summaries capture. They tend to focus exclusively
on information regarding the feedback criteria, while comments offer information on many minute details of
the class. Furthermore, students seem to focus on and pay attention to different aspects of course feedback
for different courses, while automatically generated summaries often result in the same areas of focus for all
courses. When evauating courses using feedback summaries, students do not have the freedom to prioritize
the aspects of the feedback comments most important to them.

FI1GURE 17. Helpful Aspects of Course Feedback

Course Aspects % Responses Mentioning, % Responses Mentioning,
Evaluation using Comments Evaluation using Summaries

Heavy workload 58 64
Rewarding despite difficulty 17 21

BBS 230 Mixed student reactions 17 29
Instructor-dependent experience 17 14
Hard 71 83

CS 61 Rewarding 64 17
Great professors 36 67
Low workload 24 44
Uninvested professor 29 33

ECON 1818 Poor course structure 59 44
Useless lectures 23 0
Heavy workload 40 71

SOC-STD 10B Mixed student reactions 30 0

8.4. Post-Survey Questionaire.

8.4.1. Confidence and Redundancy. Participants were overall more confident in their estimates of the cri-
teria when evaluating a course using a list of feedback comments, although this confidence was not great
(Fig. 18a). Furthermore, participants overall ranked the redundancy of comments given a summary of the
same comments to be less than the redundancy of a summary given the comments that were summarized
(Figs. 18b, 18¢). These results indicate a preference for using the comments rather than the summaries for
course selection.
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F1GURrE 18. Confidence and Redundancy of Feedback Formats

14

12 4

10 4

1 2 3 4 5
Pro comments Pro summaries

(A) Confidence Across Feedback Formats

12 4

10 4

Count

0
1 2 4 5 2 4
Comments are not redundant Comments are redundant

——

5
Summaries are redundant Summaries are not redundant
———————— >

(B) Redundancy of Comments (¢) Redundancy of Summaries

8.4.2. Advantages and Disadvantages of Different Feedback Formats. The responses of the participants when
asked to describe the advantages and disadvantages of evaluating a course using the different feedback formats
suggests that the formats have different advantages (Figs. 19, 20). The summaries offer prospective students
a succint, impersonal overview of the information presented in the comments that is brief and readable. The
comments offer individual perspectives with specific details as well as a better understanding of the spread
and frequency of opinions that can be helpful for students looking more deeply into a course.
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FI1GURE 19. Feedback on Comments
% Responses Mentioning

The comments offer individual perspectives 46
with personal details.
The comments offer a range 42
and diversity of opinions.
The comments are less biased 19
because they are unfiltered.
Reading through all the comments is 38
expensive in terms of time and effort.
Synthesizing all the comments is difficult. 27
The comments are biased. 12

Advantages

Disadvantages

FIGURE 20. Feedback on Summaries of Comments

% Responses Mentioning

The summaries are succint and concise. 62
Advantages The summaries are easier and quicker 50
to read through.
The summaries lacked specific, 42
personal details.
The summaries are harder to trust. 27
The summaries do not provide enough information 15
information regarding the range and popularity
of the different opinions.
The summaries miss the nuance of what 12
makes a course good or bad.

Disadvantages

8.5. AI Suspicion. Only 25 responses were collected regarding the participants’ suspicions about Al in-
volvement. About half of the students suspected that the summaries were Al-generated (13 responses),
while half did not suspect any Al-involvement (12 responses). Furthermore, the written responses were
analyzed for sentiment in order to understand how the participants felt about Al-involvement (Fig. 21). The
majority of responses (13) were neutral, and reflected a view of Al as a malleable tool of technology that
is not inherently bad. 6 responses reflected a clearly negative view of Al; they described the Al-generated
summaries as formulaic, self-contradicting, and lacking in details. 8 responses reflected positive views of
AT; they characterized the Al-generated summaries as descriptive, formal, and in-depth. While these data
indicate split opinions on Al, they also reveal that the majority of participants are not indubitably opposed
to Al-generated summaries.
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FIGURE 21. AI Sentiment
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8.6. Final Thoughts Responses. 10 participants elected to share final thoughts, comments, and obser-
vations. 9 of these responses mentioned that both the summaries and comments were helpful and suggested
that both be made available during the course selection process. Other suggestions included allowing com-
ments to be upvoted or downvoted and providing a chart of the most commonly used words or phrases of
the course feedback. These responses indicate that students would prefer to have access to the summaries of
the course feedback, but not at the expense of losing access to the verbatim feedback comments. The other
suggestions demonstrate that students see the limitations of lists of feedback comments, and highlight areas
of further research for improving the course selection process.

8.7. Results of Statistical Tests of RMSEs Distributions. The results of the Wilcoxon tests show
no statistical difference between the distributions of RMSEs of criteria mean estimates when using a list of
feedback comments and when using a summary of the comments (Fig. 22). Further investigation using a
larger sample size may be required to detect distributional differences accurately.

The relatively low p-value for H"—the hypothesis concerning workload mean estimates—suggests a po-
tential but not conclusive improvement in workload estimation when using summaries. This implies that
the summaries effectively extract helpful information regarding this criterion from the comments. Further
prompt engineering could help refine and focus the summarization tool to optimize extraction of information
regarding a course’s workload.

As previously noted in the qualitative feedback, reading through summaries is much less expensive than
reading through lists of comments in terms of time and effort. Therefore, despite the lack of statistically sig-
nificant improvement in estimates while evaluating courses using summaries of comments, these Al-generated
summaries could still prove invaluable because of their cheapness. At the very least, including both com-
ments and summaries in course feedback would allow students a free-market choice with the classic tradeoff
between cost and assured quality.
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FIGURE 22. Wilcoxon Rank Sum Results

Criteria P-value Rejection (o = 0.05)

Workload 0.092737 FALSE
Overall - FALSE (testing ended...)
Instructor - FALSE (testing ended...)

8.8. Principal insights. The qualitative feedback of the user study suggests that summaries and comments
offer different advantages in the course selection process. Summaries offer brief, succinct overviews of the
most important parts of course feedback that are quick and easy to read. Comments offer specific, personal
details and an unfiltered view of the range and frequency of different opinions of past students. Although
students expressed greater confidence in comments and found them less redundant, they also expressed a
desire for access to both comments and summaries. The use of Al to generate the summaries was not
overtly identifiable according to the participants, and they overall exhibited a lack of negative biases against
Al-involvement. No statistically significant differences were found between the distributions of RMSEs for
estimating course criteria using a list of the feedback comments and using a summary of the comments.
Summaries could potentially improve on estimates of the workload, but further research is needed. While
summaries do not conclusively offer better feedback than long lists of comments, they remain valuable in
terms of offering students quick overviews of important information at low time and effort cost.
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9. CONCLUSION

A summarization tool for the Harvard Course Evaluation Guide offers a practical, simple improvement to
the process of course selection for undergraduate and graduate students. Through prompt engineering, the
tool harnesses ChatGPT to generate effective summaries focused on three course characteristics or criteria of
high interest: overall quality, instructor quality, and amount of work. The tool uses parallelized API queries
to optimize performance, and includes functions for data processing, evaluation, and saving results in an
efficient manner.

A custom automatic evaluation method was developed and utilized that prompted ChatGPT to predict the
three course criteria under different conditions. The few-shot prompting technique implemented resulted in
summaries that allow ChatGPT to predict the means of these criteria for courses consistently better than
prediction using random sampling and prediction using only the first five comments. Few-shot prompting
also outperformed zero-shot prompting in predicting the workload means for courses with any amount of
comment data, although it did not outperform prediction using all feedback comments.

This paper also sought to evaluate the difference in students’ experience of course selection when using real
comments versus Al-generated summaries. Therefore, a user study was run in which current undergraduate
and graduate students simulated the course selection process for four courses. They attempted to estimate
overall quality, instructor quality, and workload using verbatim feedback comments and, separately, using
Al-generated summaries of these comments. Participants were also asked to offer qualitative commentary
on both course feedback formats. Although no statistically significant differences between the formats were
found, a potential improvement in predicting the workload of a course using summaries rather than comments
was identified. Qualitative feedback suggests that comments offer an unfiltered view of feedback with specific
details while summaries offer concise overviews at a low time and effort cost. The use of Al for the creation of
the summaries was not overtly identifiable, and participants generally were not biased against Al-generation
of the summaries. These results indicate that simultaneous access to the full list of course comments and
to Al-generated summaries of this feedback facilitates course selection; many participants in the user study
expressed similar sentiments in their “final thoughts”.

The summarization tool offers students an efficient way to gain an overall understanding of the important
parts of a course’s feedback. It’s summaries statistically offer better information than the first five comments,
and are most helpful for extracting information regarding the workload of a course. While the summaries
cannot replace the verbatim feedback comments, their inclusion would tangibly improve the course selection
process for students.

Further research should run similar user studies using larger sample sizes in order to verify the results of
this paper’s survey and compare using both summaries and comments during course selection to simply
using one format. In order to correct the inability of the summarization tool to highlight specific details and
parameters that are particularly relevant to a certain course, an automatic method to identify the salient
features of feedback comments could be developed and used to direct the summarization process; such a
method would result in concise summarization tailored to each course.
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