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Abstract

Large-scale platformmarkets such as Amazon and Uber are playing an increasingly vital and perva-
sive role in today’s economy, especially during periods of economic shock such as during the COVID-
19 pandemic. Across many industries, platforms are able to more efficiently facilitate transactions
between buyers and sellers, distribute surplus amongst market participants, drive economies of scale,
and create value for consumers. However, platforms may also leverage their market power to extract
profit at the expense of their users. As such, it is crucial to understand when these scenarios occur by
characterizing the drivers of platform economies and systematically studying the complex interactions
that take place in these markets.

In this thesis, we use deep Reinforcement Learning (RL) to model platform behavior under vari-
ous objectives such as revenue, user welfare, and potential regulatory metrics. We then measure the re-
sulting impact on buyers, sellers, and the overall economy. Our contributions stem from the novel idea
of using RL to simulate these complex, multi-period platform economies and extend to our extensive
empirical simulations and resulting insights. We present a dynamic model in which the platform sets
its pricing and matching strategies, while buyers and sellers respond by deciding whether to subscribe
and transact on the platform based on the fees and matching quality. We create controlled experiment
settings to analyze the effect of various market structures, economic shocks, and platform objectives
on the health, diversity, and resilience of the resulting platform economies. We then use these insights
to quantify the impact of potential regulatory decisions. As a result, our framework provides a broad
foundation for future study and design of platform economies using RL that will hopefully lead to a
better understanding of these markets beyond analytical tractability.
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0
Introduction

Modern technology has led to the rise of large-scale economic platforms such as Amazon and Uber

that match buyers to sellers and facilitate transactions in the marketplace. Without such platforms,

buyers may have a limited knowledge of available sellers. They may lack up-to-date information on new

restaurant openings or stores appropriate for their price point, leading to sub-optimal transactions that

may not be the best fit for the buyer’s preferences. In addition, there may be higher transaction costs,

especially during a shock such as the COVID-19 pandemic where the risk of catching the disease may

further deter buyers from directly seeking out sellers. The role of an economic platform is to provide

buyers with access to additional sellers and a lower transaction cost, creating the opportunity for better

matches. In exchange, the platformmay charge the agents a registration fee or a referral fee as a fraction

of the transaction price, and agents may join or leave the platform depending on these factors. Our goal

is to simulate the pricing behavior and market dynamics of these systems in terms of efficiency, fairness,

sustainability, and robustness amongst other potential characteristics, by varying the objective of the

platform to maximize revenue, welfare, or some combination of both.

We are especially motivated by the example of food delivery platforms facilitating market transac-

tions during the COVID-19 pandemic. Pre-pandemic, food delivery apps such as Grubhub and Uber

Eats were only seen as incremental revenue sources for full-service restaurants and not essential to their

core businesses. With fees typically around 30%, smaller, independent restaurants with 3-5% revenue

margins did not find the platform services to be economical [Tkacik, 2020]. However, with the pan-

demic shutting down in-person dining in many states, restaurants turned to these platforms to survive.

A study by Raj et al. [2021] on order-level data fromUber Eats from February throughMay of 2020

showed that restaurants that remained open on delivery platforms experienced “significant and eco-
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nomically meaningful” increases in order counts, despite operating for fewer hours on the platform.

This may be a result of both demand-side effects, from consumers ordering more food online, and

supply-side effects, with many other restaurants shutting down or limiting their operations and reduc-

ing the competition on the platform. This data suggests that delivery platforms facilitated an increase

in demand and access to customers throughout the pandemic, which may have kept some restaurants

afloat.

On the other hand, the high service and commission fees, as well as policies requiring restaurants

to charge the same menu prices across platforms and in-person, have garnered a slew of complaints and

lawsuits from restaurants and consumers alike. Anti-trust concerns have been raised regarding the diffi-

culty for new emerging platforms to compete under these policies. High fees may also force restaurants

to raise prices across the board, pushing costs onto the consumer and even driving certain restaurants

out of business [Warerkar, 2020]. While New York and California have introduced regulation designed

to limit commission fees, consumers still face higher prices overall due to higher demand and new “reg-

ulatory response fees” or fees charged to benefit drivers, which evade these regulations [Stamm et al.,

2021]. As we move into a post-pandemic world, platforms such as DoorDash are already adapting to

keep restaurants and consumers on their platform by offering various tiers of commission rates ranging

from 15-30% [DiPalma, 2021].

Given the real-world impact of economic platforms as demonstrated by such empirical examples,

we use Reinforcement Learning (RL) to model these effects in a controlled, simulated environment.

Other alternatives such as aggregating data or conducting experiments in the real-world are difficult

to accomplish systematically and at a large scale. Furthermore, traditional analytical methods from the

economics realm fall short of this level of complexity given the multi-agent, multi-period, and multi-

action environment. Papadimitriou et al. [2016] show that for a dynamic, one-sided market with a

single buyer, setting optimal fees is computationally hard. Similarly, Mladenov et al. [2020] show that

even for a single time-period where fees are fixed, optimal matching on a two-sided platform is compu-

tationally hard. Motivated by recent progress made by RL in other complex economic settings [Brero

et al., 2021; Chen et al., 2019; Shen et al., 2020; Zhan et al., 2021; Zheng et al., 2021], we seek to model

a dynamic, multi-period environment with multiple buyers and sellers using RL.

2



0.1 Our Contributions

While platform economies have been studied from a theoretical and empirical perspective, prior models

have mostly focused on a single round of fee-setting in a static environment using equilibrium analysis.

Reinforcement learning has been used to study other complex economic systems such as recommender

systems and mechanism design, as well as single-sided market interactions between one platform and

one buyer [Section 0.2], but to our knowledge no prior work exists on using RL to simulate two-sided

platform economies, especially in a complex multi-period environment with shocks. Therefore, our

idea of using reinforcement learning to aid in the analysis of this problem is a novel one. As a result,

we are able to study dynamic platform economies that include economic shocks and multiple rounds

of platform fee-setting and consumer response, both of which are novel dimensions of study resulting

directly from the expanded capabilities of an RL simulation setting.

Our implementation model described throughout Section 2 may also contribute to future study

of this topic. While many concepts used in the design of our simulation have been studied for other set-

tings, our configuration and application of features such as agent inertia and the shock model are novel

to this space, as are our formulations of this problem as a Stackelberg equilibrium [Section 1] and a

partially observable Markov decision process [Section 2.7]. Many aspects of our simulation design have

been carefully tailored to suit our study, and we hope that our model and codebase may contribute to

future analysis of platform design. Lastly, the experimental results and insights that follow from our

model are novel contributions to the field as well [Section 3]. Our research questions and key contribu-

tions are threefold:

1) How do rational, heterogeneous buyer and seller agents behave in a dynamic environment with

shocks? Using the OpenAI Gym environment [Brockman et al., 2016], we simulate the behavior of

buyer and seller agents under different market structures, such as varying degrees of market knowl-

edge for buyers, varying levels of operating costs for sellers, and varying distributions of preferences in

the latent space. We model how these agents choose to join or leave the platform in response to plat-

form policies, how buyers choose sellers to transact with, and how sellers may go bankrupt after long

periods of inactivity. Furthermore, we model the effect of an economic shock, characterized by high
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off-platform transaction costs denoted as the “world friction”, and examine the impact it has on buyer

and seller behavior.

2) How do different objectives affect the pricing and matching strategy of the platform? Wemodel

the platform behavior, both in terms of pricing— setting buyer registration, seller registration, and

per-transaction fees — as well as matching—myopically or strategically recommending on-platform

sellers to buyers — under various economic objectives. We compare the total level of social welfare, as

well as the surplus breakdown between the various agents, in scenarios where the platform is revenue-

maximizing, is surplus-maximizing, or takes both into account. We track the changes to market effi-

ciency before, during, and after periods of economic shock to analyze how the platformmay leverage its

market power.

3)What are the effects of potential regulations on the overall welfare and composition of the ecosys-

tem? Given the impact of various platform objectives on the resulting market ecosystem, we analyze

potential mechanisms for regulatory intervention. Since it is difficult for the platform or social planners

to directly observe buyer and seller surplus, we examine various measurable proxies, such as the number

of transactions or the number of buyers and sellers on the platform, that can realistically be observed

and factored into the platform objective. We examine the impact that these proxies have on platform

revenue, buyer and seller surplus, seller survival rates, and the diversity of surviving sellers in the latent

space.

We have all felt the widespread impact of large-scale platforms such as Amazon and Uber, es-

pecially during difficult times such as the COVID-19 pandemic. As such, we hope that the results

enumerated in this paper may help researchers and regulators alike better understand the drivers of

platform economies, inform decisions that benefit everyday consumers, and ultimately foster a more

healthy, diverse, and resilient economy.

0.2 RelatedWork

Existing work on platform design focuses mainly on the effect of competing platforms with a single

round of fee-setting. Caillaud & Jullien [2003] study homogeneous buyers and sellers, where agents on
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each side share their net trade surplus linearly. For each pair of potential buyers and sellers, a match is

made with a certain probability only if both agents are on the platform, otherwise the match fails. The

intermediary matchmaker may charge buyer and seller registration fees, as well as transaction fees for

each match, to offset costs for each registered agent. In this two-stage model, platforms set fees in the

first stage, and buyers and sellers may choose to join the platforms based on their expected utility in the

second stage. When multi-homing, or the ability to simultaneously join multiple platforms, is enabled,

the paper finds that overall consumer welfare is lower even though the equilibria are more efficient.

Furthermore, in these settings, the per-match transaction fees may serve as an important differentiator

for platforms against their competition.

Rochet & Tirole [2003] complement this work by generalizing to heterogeneous buyers and sell-

ers, where the gross surplus associated with a transaction differs across agents and captures the network

externality. Given the resulting quasi-demand functions, the paper analyzes platforms’ ability to “steer”

some sellers to exclusively use their platform based on the loyalty or “single-homing index” of buyers

on the platform. The platforms may charge fixed and per-transaction fees, but only incur costs on a

per-transaction basis. The paper examines the differences in fee structure and welfare given various

objectives and governance structures, focusing mainly on the effects between the two competing plat-

forms. We use a similar model to compute user surplus and to model utility decisions for joining or

leaving the platform.

Armstrong [2006] also adopts a heterogeneous model, but assumes that the network benefit is the

same across all buyers or all sellers on a platform, while only the fixed benefit differs across agents on

the same side. They model the lump sum registration fees incurred when agents join the platform, as

well as marginal costs incurred by the platform for each agent. The demand for the platform is modeled

as a function of buyer and seller utility, and the paper examines the differences between a revenue-

maximizing monopoly and two competing platforms with single-homing, competitive bottlenecks, and

intra-platform competition.

Our study centers on a single platform with heterogeneous buyers and sellers, but in a dynamic,

multi-period environment with multiple rounds of fee-setting and consumer response. In the broader

context of economics and game theory, we can model such sequential move games as Stackelberg equi-
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libria, where the platform acts as the “leader” and commits to a strategy first, while buyers and sellers

“follow” by reacting to the platform’s strategy [Outrata, 1993]. Given the sequential nature of this

game, to show optimality for Stackelberg equilibria, we only have to demonstrate that the platform is

best-responding given the expected behavior of buyers and sellers under each strategy. This means that

for each platform strategy we consider, we can predict the buyer and seller decisions that will give them

the highest expected utility under this platform strategy. Then, using these predictions on buyer and

seller behavior, we can calculate the final reward to the platform to compare the various initial strate-

gies. This is in contrast to for Nash equilibria, where we would have to demonstrate that the platform

is best responding to all possible combinations of buyer and seller subscription decisions [Breton et al.,

1988; Cruz, 1975; Leitmann, 1978; Simaan, 1977]. Since our problem-setting requires the platform to

respond to multiple agent decisions and changes in the environment over time, purely theoretical tradi-

tional models may not be able to fully capture the resulting complexity and uncertainty. Therefore, we

turn to reinforcement learning as a useful tool for simulating controlled experiments on agent actions

and response to stimuli.

Papadimitriou et al. [2020] have explored a similar concept of using RL to model a Stackelberg

game between a platform designer and one buyer agent. In their paper, the buyer may move between a

set of states with corresponding transitions and rewards. For each possible state that can be occupied

by the buyer, the designer may decide to build a platform for that state at a fixed cost. The buyer may

then decide to adopt available platforms to change the transitions and rewards it experiences at that

state, generating rewards for the designer as well. The designer and buyer agent respectively build and

adopt platforms to optimize their total reward over time. Our approach differs in that we focus on

two-sided network effects with sellers in addition to buyers. The platformmay learn to set registration

and transaction fees, or change its matching policy, while the buyer and seller agents decide whether or

not to join the platform. Decisions by buyers will impact the decisions of sellers and vice versa, so the

platform will need to learn how to attract both sides to build a network ecosystem.

Reinforcement learning and RL simulation environments have been more widely used in the

study of recommender systems, a similar matching problem where providers suggest various types

of content to users with various preferences. Mladenov et al. [2020] study the problem of optimally
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matching queries to maximize social welfare with fixed platform parameters and user demand. Chen

et al. [2019] use reinforcement learning to tackle the issue of large and complex action spaces faced by

industrial recommender systems, as well as the potential bias of systems trained on logged feedback.

Zhan et al. [2021] use RL to explore the two-sided nature of dynamic recommender systems where

content-providers’ long-term utility are also taken into account. Ie et al. [2019] build a configurable

system to simulate recommender algorithms considering sequential interactions, latent space structure,

and user choice models in a dynamic environment, similar to what we seek to accomplish for platform

economies. Another area that RL has been used in is mechanism design, where platforms seek to allo-

cate buyer impressions to the appropriate advertisers [Cai et al., 2018; Tang, 2017]. Shen et al. [2020]

use reinforcement learning to study the dynamic problem of setting optimal reserve prices over time,

while Brero et al. [2021] use RL to learn an optimal sequential price mechanism.

Our work builds upon the OpenAI Gym environment developed by Brockman et al. [2016],

which provides a toolkit for developing RL algorithms, and the AI Economist framework developed

by Zheng et al. [2020], which uses reinforcement learning to model the effect of tax policies in a closed

economic system. Zheng et al. [2020] build a simulation environment where agents can move around,

gather and trade resources such as wood and stone, and build houses. They then model the effect of a

social planner who can levy taxes and redistribute resources, the idea being that taxation may discourage

labor but improve equality. Using multi-agent reinforcement learning to model agent decisions in this

simulated environment, Zheng et al. [2020] observe a learned tax policy that outperforms prominent

tax frameworks by 16%, as well as various tax-avoidance behaviors and strategies on the part of the

agents. Our simulation builds off the same code-base to examine the trade off between setting high fees

for higher revenues and enticing users to join the platform. We modify the framework to only include

reinforcement learning for platform policy decisions, leaving buyer and seller agents to make simple

utility comparisons. Furthermore, we modify the action set for agents frommove, gather, trade, and

build to query, match, and transact.

As for the other design features we include in our model, Rysman [2009] provides theoretical

background for dynamic pricing decisions on both sides of a platformmarket and potential regulatory

responses, which we use to inform our approach in building a sequential simulation with various plat-
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form objectives. We also model an “inertia” component to describe agents’ resistance to changing their

current mode of operation, such as a reluctance to join the platform after a long period of transacting

in the world. This type of behavior has been studied in other industries such as consumer packaged

goods [Dubé et al., 2010; Shum, 2004], health insurance [Handel, 2013], and auto insurance [Honka,

2014]. We adopt a similar model as prior work by incorporating the inertia as an additive term to the

agent’s utility and determining the agent’s final choice through a discrete-choice logit model, which

takes a probability over the choice set [Dubé et al., 2009; Farrell & Shapiro, 1988; MacKay & Remer,

2021]. Our model differs in that the inertia increases over time as agent convictions grow stronger.

Lastly, Raj et al. [2021] explain how platforms may have helped firms avoid bankruptcy by facili-

tating transactions during the COVID-19 pandemic. By examining order-level data on UberEats, Raj

et al. [2021] demonstrate the effect of digital platforms on business resilience in a post-shock econ-

omy. This resonates with the results we expect to see from our model in terms of how the platformmay

facilitate transactions and maintain buyer and seller welfare during a period of high world friction.
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1
Motivating Examples

Our hypothesis is that platforms may improve market efficiency by 1) reducing buyer search cost mod-

eled as the world transaction friction, 2) facilitating more optimal matches that were previously un-

known to buyers, and 3) matching sellers strategically to more equitably distribute surplus and prevent

seller bankruptcies. In Section 3, we will show through experimental simulations that modifying the

platform’s objective function may significantly improve total welfare and market efficiency. Here, we

present a simple unit example to demonstrate the basic mechanics of our model. We formulate the

interactions between agents as a Stackelberg game to examine their behavior in equilibria:

1. Given an objective, the platform sets a pricing policy by deciding a buyer registration fee PB and

a seller registration fee PS. In future chapters, the platformmay also set a per-transaction seller

referral fee Pref, but for this example, we set Pref = 0. The platform also sets a matching policy that

may be myopic, always matching queries to the closest on-platform seller and thus maximizing the

buyers’ utility, or otherwise.

2. Buyers and sellers decide whether or not to join the platform based on whether it will increase their

utility as described below.

3. Buyers submit queries and receive matches from sellers they “know” in the world. On-platform

buyers receive matches with on-platform sellers based on the platform’s matching policy. Each

buyer decides which match s to transact with for each query q based on the latent distance between

the query and the match d(q, s) ∈ [0, 3]. In this example, on-platform transactions generate utility

ub,p = 2 − d(q, s) for buyer b, while off-platform transactions incur an additional unit of world

friction cost ub,w = 2 − d(q, s) − 1. Each buyer will transact with the match that generates the
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highest positive utility or choose not to transact and gain 0 utility for each query q. A seller s gains

a unit revenue of 1 from each successful transaction, regardless of the distance from the query, as

they only care about the number of items sold and not necessarily the quality of the match.

4. For each epoch, an off-platform buyer receives surplus equal to the sum of utilities from each of

their completed transactions. An on-platform buyer receives that surplus minus the platform

registration fee PB.

5. For each epoch, sellers also incur a fixed costm > 1. An off-platform seller then receives surplus

equal to its number of successful transactions minusm. An on-platform seller receives that surplus

minus the additional platform registration fee PS. The seller goes bankrupt if their overall surplus is

negative. In future chapters, we replace the fixed costmwith a per-transaction cost ωs, and denote

sellers as bankrupt if they do not achieve positive surplus for a certain number λs = 2 of epochs.

6. In equilibrium, no buyer or seller agent may improve their surplus by changing their decision to

join the platform given the platform’s set pricing and matching policy.

7. In equilibrium, the platformmay not better accomplish its objective by changing its pricing or

matching policy given the projected response adapted by the buyer and seller agents.

Figure 1.1 illustrates a two-buyer and two-seller economy along a one-dimensional latent space.

Imagine that buyer B1 generatesm queries at each of the query locationsQ11 andQ12, whereas buyer B2

generates 2m queries at locationQ2. Each query represents a unit of demand from the buyer, and the

buyer derives higher utility from transacting with matches that are closer in latent distance to the query,

as is consistent with the buyer utility function. As shown in the figure,Q11 is distance ε away from seller

S1,Q12 is distance 1 + ε away from S1, so on and so forth where ε ∈ (0, 0.5). We assume that B1 only

knows S2, while B2 knows both sellers S1 and S2. Using this simplified example, we examine the Stackel-

berg equilibrium under four scenarios with varying platform objectives and policies to demonstrate the

potential value created by the platform.
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Figure 1.1: Simplified theoretical example to demonstrate the basic economics of our model.

Scenario 1 (Baseline Without Platform): Without the platform, B1 does not know its closest seller

S1. All queries are matched to S2, while S1 receives no transactions and goes bankrupt. As a result, total

welfare is low. Since B1 only knows S2, the queries atQ11 will generate negative transaction utility given

the world friction, u1,w = 2− d(Q11, S2)− 1 = 2− (1+ 1− ε)− 1 = ε− 1, and B1 will choose not to

transact for these queries. Them queries atQ12 will each generate utility u1,w = 2 − d(Q12, S2) − 1 =

2 − (1 − ε) − 1 = ε, for a total epoch surplus ofmε for buyer B1. By inspection, we also see that buyer

B2 will generate negative utility for both matches, u2,w = 2− (ε+ 1+ 1− ε+ 1)− 1 = −2 with S1 and

u2,w = 1 − (1) − 1 = −1 for S2. Therefore, B2 will choose not to transact and generate 0 utility. As a

result, S1 receives no matches and goes bankrupt with a negative surplus−m at the end of the epoch. S2

receivesm transactions, resulting inm−m = 0 surplus. In the end, the total welfare of the buyers and

sellers is only εmwithout the platform to facilitate transactions.

Scenario 2 (Increasing Welfare With Platform): With a revenue-maximizing platform that

uses myopic matching, the platform sets high fees such that S1 cannot afford to join the platform, and all

queries are still matched to S2. Total welfare is higher because buyers avoid paying world transaction costs,

but S1 still goes bankrupt because it receives no matches. With the fixed myopic matching strategy, we can

consider several options for platformmatches that will result from buyer and seller subscription deci-

sions. The platform will then set fees accordingly to select for the option that maximizes its revenue.

• If all buyers and sellers join the platform, then based on myopic matching, all queries atQ11 will

be matched to S1 while queries atQ12 andQ2 will be matched to S2 on the platform. Since S1 gains

m − m = 0 surplus, to maintain the equilibrium and keep all users on board, the platformmust

set PS = 0. Since B1 may receive (2 − ε)m + (2 − 1 + ε)m = 3m transaction surplus from the

platform while only achievingmε surplus in the world, B1 will still register for the platform if the
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platform charged fees 3m − εm. On the other hand, B2 may receive (2 − 1)(2m) = 2m surplus

from the platform and 0 surplus in the world, allowing the platform to charge 2m at most. Taking

the smaller of the two, the platform will be able to maintain equilibrium by charging PB = 2m,

resulting in an overall revenue of 2 ∗ 0+ 2 ∗ 2m = 4m.

• If S1 does not join the platform, then the platform will match all queries to S2. S2 will be able to

gain a surplus of 4m − m = 3m compared to 0 surplus in the world, allowing the platform to

charge PS = 3m. S1 will not be able to transact since it is not known by B1 in the world and it will

go bankrupt. B1 matches to S2 and gains utility (2− 1− 1+ ε)m+(2− 1+ ε)m+(2− 1)(2m) =

(1 + 2ε)m on-platform compared to εm in the world, such that the platformmay charge fees

(1 + 2ε)m − εm = (1 + ε)m to keep B1. The platformmay still charge B2 at most 2m. Therefore,

the platformmay charge the smaller of the two PB = (1 + ε)m, resulting in a total revenue of

3m+ 2 ∗ (1+ ε)m = (5+ 2ε)m.

• If S2 does not join the platform, then B2 will also stay off the platform since it cannot receive posi-

tive surplus anywhere. B1’s surplus will be (2− ε)m+(2− 1− ε)m = (3−2ε)m on-platform com-

pared to εm off-platform, allowing the platform to charge fees PB = (3− 2ε)m− εm = (3− 3ε)m.

S1 will generate 2m−m = m surplus compared to 0 in the world, allowing the platform to charge

PS = m. This results in total revenue for the platformm+ (3− 3ε)m = (4− 3ε)m.

Comparing these three options, we see that a revenue-maximizing platform will set fees to result in the

second equilibrium where S1 does not join the platform and the revenue is highest at (5 + 2ε)m. This

results in a user surplus of 3 ∗ 0+ 2m− (1+ ε)m = (1− ε)m from B2. The total welfare will be higher

at (1− ε)m+ (5+ 2ε)m = (6+ ε)m, although S1 still goes bankrupt.

Scenario 3 (Preventing Bankruptcy Through Platform Strategic Matching): With a revenue-

maximizing platform that uses non-myopic matching, the platform strategically provides matches such

that all agents can afford to join the platform, and the platform can collect as much in registration fees

as possible. S1 is able to find matches through the platform and does not go bankrupt. We can see from

the previous scenario that if there is only one seller joining the platform, then the revenue made by the
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platform is strictly less than 6m. On the other hand, if there is only one buyer who joins the platform,

then there will be at most 2mmatched queries, resulting in at most 2m − m = m surplus from sellers.

The buyers’ surplus will also be capped at 2 ∗ 2m = 4m, and the total revenue of the platform will less

than 6m. Therefore, the platform revenue can only reach 6mwhen both pairs of buyers and sellers join

the platform and a non-myopic matching strategy is used.

Since B2 will only accept matches to S2, the platformmust strategically match B1’s queries to S1 in

order to extract higher registration fees. Suppose the platform diverts x < m queries fromQ12 to S1,

keeping the remainingm − xmatched to S2. The surplus of B1 will be (2 − ε)m + x(1 + ε) + (m −

x)(1 − ε) = 3m − 2εm + 2εx on-platform compared to εm in the world. The surplus of B2 will be

2m on-platform compared to 0 in the world. This allows the platform to set PB = min{3m − 3εm +

2εx, 2m} = 2m. The surplus of S1 will be 2m − x − m = m − xwhile the surplus of S2 will be

2m+x−m = m+x on-platform compared to 0 in the world. The platform will then be able to charge

PS = min{m− x,m+ x} = m− x. This results in a platform revenue of 2 · (2m+m− x) = 6m−2x,

which is highest at 6mwhen x = 0. Therefore, no sellers will go bankrupt, and the total welfare will be

6m+ 3m− 2εm− 2m+ 3 ∗ 0 = (7− 2ε)m.

Scenario 4 (Preventing Bankruptcy Through Changing Platform Objective): With a surplus-

aware platform that uses myopic matching, the platform’s goal is to maximize user surplus in addition

to its own revenue. Therefore, it has an incentive to set lower fees such that S1 is able to join the platform

and does not go bankrupt. Suppose that instead of having the platform be solely revenue-maximizing,

we also insert an additive term in its objective taking into account the total on-platform buyer and seller

surplus, scaled by a normalizing term α > 0.5 + ε. For each registration fee p ≥ 0, increasing the fee to

p+Δ by some positive infinitesimal Δ increases the objective term by (1−α)Δ > 0, up to the threshold

required for the buyer or seller agent to leave the platform. Therefore, it is optimal to consider the fees

that maximize the platform’s revenue under this threshold given various combinations of agents on the

platform, as we did for Scenario 2.

If all agents join the platform, the platform should set fees PS = 0 and PB = 2m to maximize

revenue, with an objective reward of 4m + 3αm. If S1 does not join the platform, then the platform
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should set fees PS = 3m and PB = (1 + ε)m, with an objective reward of 5m + 2ε + αm. Lastly, if

S2 does not join the platform, then the platform should set fees PS = m and PB = (3 − 3ε)m, with

an objective reward of 4m − 3εm. Since 4m + 3αm > 5m + 2ε + αm > 4m − 3εm, the objective-

maximizing platform will set fees such that all agents may join the platform. This will result in no sellers

going bankrupt and a total welfare of 4m+ 3m = 7m.

These examples have shown that platforms can create surplus for the economy by facilitating trans-

actions and reducing bankruptcy, especially with flexible pricing and matching policy tools. In the next

section [Section 2], we describe in more detail the full dynamic model we use for our experimental sim-

ulations, generalizing many of the aspects mentioned here. The results of these larger experiments are

described in Section 3 and echo similar findings to this theoretical example.
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2
Simulation Dynamics

Based on the AI Economist framework [Zheng et al., 2020], we develop an agent-based simulation

model to examine the behavior of heterogeneous buyers B, sellers S , and a single platformP in a dy-

namic, multi-period environment. Buyers and sellers derive surplus from transactions and decide

whether to subscribe to the platform by comparing their expected utility in each scenario. The plat-

form uses reinforcement learning to decide how to set fees and provide matches for on-platform buyers

and sellers. This section outlines our design choices and model dynamics in more detail.

2.1 The Latent Space

Inspired by existing literature on the design of recommender systems [Salakhutdinov &Mnih, 2007],

we use an embedding-based representation to model a two-dimensional latent space V ∈ [0, 1]2 in

which the buyer and seller agents are distributed according to their characteristics. In the food-delivery

setting, the x-axis models the type of food that buyers prefer and sellers offer, such as sushi, noodles, or

hamburgers, while the y-axis represents the quality and price point, which we assume to be correlated,

normalized on a continuous scale from 0 to 1. For example, in the center graph of Figure 2.1, we see

that seller S6 in the top right provides a high quality product of type 0.7 at a high price, while buyer B8

on the lower right prefers cheaper and lower quality food of type 0.9. Initially, we assume that buyer

and seller latent locations remain fixed over time, but we relax this assumption for off-platform sellers

in Section 3.5. To examine the effect that various market structures have on agent behavior, as well as

to demonstrate the generalizability of the model, we examine three different types of latent structures,

represented by different distributions of buyer and seller latent locations as seen in Figure 2.1:
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• Core: Buyers and sellers are distributed according to a Truncated Gaussian(μ, σ, 0, 1)with parame-

ters μ = [0.5, 0.4] and σ = 0.2, representing a propensity for agents to locate towards the market

center with a few niche agents located further away. We choose the mean price to slightly bias to-

wards cheaper options.

• Two-Core: Buyers are sellers are separated into two groups and distributed according to two

separate Truncated Gaussians, one with μ1 = [0.7, 0.3] and σ1 = 0.17 and the other with

μ2 = [0.3, 0.7] and σ2 = 0.17. This represents a two-core market structure in which a group

of agents are centered around cheaper options and another around more expensive options, with

some degree of overlap.

• Uniform: Buyers and sellers are uniformly distributed across the latent space, v ∼ U[0, 1]2, such

that buyers have diverse preferences and sellers have diverse attributes in terms of price and food

type.

Figure 2.1: The latent space distribution for buyers and sellers under various market structures.

In each of these market structures, we model 10 buyers and 10 sellers, but we may easily generalize

the model to larger or smaller settings.
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2.2 Epoch-Based Decision-Making

We formulate our simulation as an epoch-based decision problem with discrete events occurring over

time [Figure 2.2]. We use fixed-length timesteps T = 100 and epochsK = 12 for each simulation

run, with 100 timesteps in each epoch and 12 epochs in each episode. Each epoch can be likened to a

month and an episode a year in the real-world. At the beginning of each epoch k, the platform decides

to set three fees: a buyer registration fee PB,k, a seller registration fee PS,k, and a per-transaction seller

referral fee Pref,k as a percentage of the seller price. The world transaction friction μk, defined as the cost

of transacting off-platform, is set exogenously by the environment and may also vary from epoch to

epoch.

At each subsequent timestep t in epoch k, a buyer will be sampled in round robin fashion and a

query will be generated around its latent location. If the buyer is off-platform, a match will be provided

with the closest known seller to the query. If the buyer is on-platform, an additional match will be

provided with the closest on-platform seller to the query. The buyer will have the choice to transact

with the known seller, the on-platform seller, or to not transact based on its utility choice model. We

refer to successful transactions with platform-provided matches as “platform transactions” and refer to

other successful transactions as “world transactions”.

At the end of each epoch k, the platform evaluates its total revenue while buyers and sellers evalu-

ate their total surplus. Sellers who reach their “shutdown threshold” λs, meaning they do not manage

to obtain positive surplus for λs consecutive epochs, will go bankrupt and leave the market. We set

λ = 2 for all sellers. Lastly, the platform will update its fees PB,k+1,PS,k+1,Pref,k+1, and buyers and

sellers will decide to join or leave the platform.

Figure 2.2 summarizes the timeline of events for each epoch, and we will describe each step in more

detail in the following sections.
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Figure 2.2: An illustration of the timeline of events within each epoch.

2.3 Query-Step

At each timestep t, a buyer b ∈ Bmay submit a query qb ∈ V for the type and price of product they

want, centered around their latent location vb ∈ V . The query is drawn from a Gaussian distribution

qb,t ∼ N (vb, σ2b)with variance σ2b = 0.02. Buyers are sampled in a round-robin fashion such that

each may submitN = 10 queries per epoch (10 buyers with 10 queries each results in 100 timesteps per

epoch). Each buyer is also given a per-epoch budget ψb = Nv1b, which is linearly proportional to that

buyer’s price preference in the latent space and the total number of queries.

2.4 Matching-Step

In the world, each buyer b has a set of known sellers Sb ⊆ S that may provide matches to their queries.

In our experiments, we vary the “knowledge level” ρ to represent the average fraction of sellers that each

buyer initially knows. For each buyer, we use a Bern(ρ) distribution to represent whether each seller is

in the buyer’s world network Sb. An example of a knownmatrix describing these relationships is shown

in Figure 2.3. For buyers that are subscribed to the platform, they may also receive additional matches

from a platform-recommended seller that they may or may not know through the world.

For a given query q and match s, the buyer may receive the following matching utility if the transac-

tion succeeds:

uB(q, s) = exp(−c ∗ ||q− vs||2). (2.1)
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This means that the quality of a match depends on the distance between the recommended seller and

the query. We choose c = 2 so that uB ∈ [0, 1]. A match is “myopic” if it provides the closest possible

seller to the query, thus generating the highest possible utility to the buyer. While world-provided

matches are always “myopic” within the given constraints, platform-matches may be either myopic or

strategic, depending on the experimental setting.

Figure 2.3: An example of a known matrix with ρ = 0.4 representing which sellers are known by each buyer in the world.

2.4.1 Matching in theWorld

For a given buyer bwith known-sellers Sb, the set of available sellers at timestep t are those whose price

is within the buyer’s remaining budget, Sb,t :=
{
s ∈ Sb : v1s ≤ ψb,t

}
. If Sb,t is not empty, the best

world seller will be:

swb,t := argmax
s∈Sb,t

uB(qb,t, s)− μk, (2.2)

where uB is the buyer matching utility and μk is the world friction at epoch k. Otherwise, swb,t = ∅.

Off-platform buyers may still match to on-platform sellers if they are in the buyer’s known network,

and this would constitute a “world transaction” since the match was not recommended through the

platform.
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2.4.2 Matching on the Platform

The platform adds value by introducing buyers to potentially more optimal matches than they would

otherwise have access to in the world. Since buyers maintain the choice between their world-match swb,t

and a platform-match spb,t, the platform simply offers more optionality for buyers to boost their utility

and the quality of their matches. Figure 2.4 demonstrates the value add of the platform for buyers.

The graph on the left contains the buyer queries and matches with the option of joining a platform

with myopic matching. The graph on the right represents the same set of buyers and sellers where the

only option is to transact in the world with limited knowledge (and myopic matching). The queries

are color-coded according to the sellers that they are matched to. We can see that the matches with a

platform option are more closely aligned with the color of the closest seller, whereas the world queries

on the right have more dispersed colors farther from their matched seller.

Figure 2.4: An example of buyer queries and matches under myopic matching with and without the option to join the platform.

Compared to in the world where buyers have full transparency over the location of all possible

sellers and are able to choose the best available option, the platformmaintains a degree of autonomy

over the sellers they choose to recommend. Therefore, instead of providing the myopic match to max-

imally benefit the buyer, the platformmay choose to strategically direct matches to benefit certain

sellers or improve its own revenue. The matching policy that the platform chooses will not be observ-

able to the buyers and sellers, who will only receive the final recommended match. We define the plat-

form’s matching policy using two parameters, which can vary from epoch to epoch and can be learned
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through reinforcement learning:

1. Matching Utility Threshold η ∈ [0, 1] discretized at 0.1, taken as a fraction of the buyer’s optimal

utility under a myopic match and defines the extent to which the platform is willing to tradeoff

buyer utility for more flexibility to further its own objective.

2. AMatching Rule indicating how the platform will prioritize matches amongst the sellers that meet

the matching utility threshold, breaking ties in the buyer’s favor:

(a) Seller-Aware: prioritize the welfare of the sellers by directing matches to the seller with the

smallest accumulated surplus on the platform so far in the epoch. Assume seller costs are

known to the platform and thus seller surplus can be calculated from platform-recommended

transactions, or use market estimations in practice.

(b) Revenue-Driven: prioritize the revenue of the platform by directing matches to the most ex-

pensive seller, since per-transaction platform revenue is gained through referral fees at a set

fraction of the seller price.

These matching rules are designed to represent two extremes of a space of possibilities for the plat-

form’s matching policy. Compared to the “Buyer-Aware” myopic strategy, which greedily maximizes

the buyer’s utility, the “Seller-Aware” and “Revenue-Driven” rules respectively benefit the sellers and

the platform in the short term. Please note that regardless of the rule, a matching threshold of η = 1

is equivalent to myopic matching. Optimizing this matching strategy will enable the platform to more

flexibly distribute surplus between agents, allowing it to better accomplish its ultimate objective in the

long run. For example, setting a seller-aware rule may help the platform prevent certain sellers from

going bankrupt, allowing it to collect more registration and referral fees in the future.

We model this learning problem as a Partially Observable Markov Decision Process (POMDP),

which is described in more detail later for the pricing policy in Section 2.7. The model for setting the

matching policy mostly follows the process for pricing, except the matching strategy is considered pri-

vate to the platform and is therefore set after buyers and sellers subscribe rather than before users join

the platform. Adjustments are made to the POMDP state space to reflect this assumption. We then
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use the Advantage Actor-Critic model described later in Section 2.7.1 to learn the matching policy.

Ultimately, the platform provides a match spb,t according to its learned matching strategy. The match

will be null spb,t = ∅ if the price of the recommended seller is higher than the buyer’s remaining budget

v1s > ψb,t, or if the buyer is not subscribed to the platform this epoch b /∈ Bk.

2.5 Transaction-Step

2.5.1 Buyer UtilityModel

Wemodel buyers as utility-maximizing agents who will choose to transact with the match that provides

them with the highest surplus. Buyer b has option set (swb,t, s
p
b,t), where swb,t is the optimal world match

and spb,t is the platform-provided match. Again, the platform-provided match will be null spb,t = ∅ if the

buyer is not subscribed to the platform. The surplus that the buyer could derive from the world match

is the matching utility minus the world friction:

uwb,t = uB(qb,t, swb,t)− μk. (2.3)

The buyer does not have to pay a referral fee to the platform, so the surplus they could derive from the

platformmatch is simply:

upb,t = uB(qb,t, s
p
b,t). (2.4)

If any of the matches are null, the surplus they could derive from that match is 0.

Since the buyer will select the match that provides the highest utility, and they will choose not

to transact if the expected utility is negative, the total surplus to the buyer for this timestep is rb,t =

max
{
uwb,t, u

p
b,t, 0

}
. The final seller the buyer chooses to transact with, denoted sb,t, will be the match

that provides the highest utility, or null if the rb,t = 0. Ties are broken in favor of the platformmatch.

If swb,t = spb,t, since the world friction μk > 0, the buyer will choose to transact through the platform.

We can also define Iwb,t to be an indicator variable for whether buyer b transacted with its world match

during timestep t. Then, the world transaction surplus rwb,t = uwb,t ∗ Iwb,t and the platform transaction
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surplus rpb,t = upb,t ∗ (1− Iwb,t).

2.5.2 Seller UtilityModel

For sellers, the utility only depends on the volume of transactions and not the quality of the matches,

whether on or off-platform, except for any fees or costs incurred. Sellers will gain utility from successful

transactions and cannot decline to transact if chosen by the buyer. For every successful transaction, the

seller s incurs a production cost ωs as a fraction of their price v1s . The production costs are uniformly

assigned to sellers ωs ∼ U[0.2, 0.4] and are fixed throughout the simulation. For any transactions

facilitated through the platform, the seller is also responsible for paying a referral fee Pref,k as a fraction

of the price. Therefore, the seller surplus is:

rs,t =


v1s(1− ωs − Pref,k) for platform-facilitated transactions,

v1s(1− ωs) for world transactions,

0 otherwise.

(2.5)

We use nps,k to indicate the number of platform transactions and nws,k to indicate the number of world

transactions fulfilled by seller s in epoch k. Sellers who are unable to reach positive surplus for λs = 2

consecutive epochs or more will go bankrupt and exit the market for the remainder of the episode /

simulation run.

2.6 EpochWelfare

At the end of every epoch k, we can calculate the buyer surplus, seller surplus, and platform revenue. A

buyer b’s epoch surplus rb,k is their total surplus from transactions less the platform registration fee PB,k
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if applicable:

rb,k =
∑
t∈k

rb,t − Ipb,kPB,k (2.6)

=
∑
t∈k

rwb,t +
∑
t∈k

rpb,t − Ipb,kPB,k

= rwb,k + rpb,k − Ipb,kPB,k,

where Ipb,k ∈ {0, 1} indicates whether the buyer is on-platform, rwb,k represents b’s total surplus from

world transactions, and rpb,k represents b’s total surplus from platform transactions. We can also define

the total buyer surplus from the world rwB,k =
∑

b∈B rwb,k and total buyer surplus from the platform

rpB,k =
∑

b∈B r
p
b,k.

A seller s’s epoch surplus rs,k is their total surplus from transactions less the platform referral and

registration fees Pref,k,PB,k if applicable:

rs,k =
∑
t∈k

rs,t − Ips,kPS,k (2.7)

= nws,k(v1s)(1− ωs) + nps,k(v
1
s)(1− ωs − Pref,k)− Ips,kPS,k

= rws,k + rps,k − Ips,kPS,k,

where Ips,k ∈ {0, 1} indicates whether the seller is on-platform. We can define the total seller surplus

from the world rwS,k =
∑

s∈S rws,k and total seller surplus from the platform rpS,k =
∑

s∈S r
p
s,k.

The platform’s total revenue in epoch k is the sum of all the buyer registration fees PB,k, seller regis-

tration fees PS,k, and per-transaction referral fees Pref,k it has collected during this epoch:

rp,k =
∑
b∈B

Ipb,kPB,k +
∑
s∈S

(
Ips,kPS,k + nps,kv

1
sPref,k

)
. (2.8)

The total welfare for all the aforementioned agents is the sum of all of these utilities:

rk =
∑
b∈B

rb,k +
∑
s∈S

rs,k + rp,k. (2.9)
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2.7 Setting Platform Fees

At the beginning of the next epoch k + 1, the platform sets its fee policy for the upcoming epoch: the

buyer registration fee PB,k+1 ∈ [0, 10] discretized at 0.2, the seller registration fee PS,k+1 ∈ [0, 10]

discretized at 0.2, and the per-transaction referral fee Pref,k+1 ∈ [0, 1] discretized at 0.1. While the

platform can observe the location of on-platform agents and on-platform transactions, it cannot use

private information such as the buyers’ utility to inform its decisions. Therefore, we formulate this as a

Partially Observable Markov Decision Process (POMDP), described as a 6-tuple (X ,A,P ,R,Ω,O)

with each component specified below [Kaelbling et al., 1998]:

• The state space xk ∈ X is defined before the platform sets fees at the start of epoch k and includes:

– Buyer attributes: the latent location vb, epoch budget ψb,k, query distribution qb ∼ N (vb, σ2b),

and list of known-sellers Sb.

– Seller attributes: the latent location vs, cost fraction ωs, and shutdown threshold λs.

– Last epoch attributes: updated platform fees for the last epoch PB,k−1,PS,k−1,Pref,k−1, platform

subscription status IpB,k−1 and I
p
S,k−1, agent inertia χB,k−1 and χS,k−1, queries, matches, and

transactionsQk−1 = {(qb,t, swb,t, s
p
b,t, sb,t)}t∈k−1,b∈B, and bankruptcy states for sellers IS,k−1.

– World attributes: world transaction friction for the upcoming epoch μk.

• The action space ak ∈ A is defined as the set of fees for the upcoming epoch (PB,k,PS,k,Pref,k),

modeled as discrete tick values.

• The state transition probability functionP : X × A → Δ(X ) describes how the states transition

from one to another based on the action space, generating the new state from old ones xk+1 ∼

P(xk, ak):

– Buyer attributes and seller attributes are assumed to remain the same across epochs.

– Last epoch attributes: platform fees for the last epoch PB,k,PS,k,Pref,k follow from the action

taken ak, platform subscriptions IpB,k, I
p
S,k and agent inertia χB,k, χS,k result from choice models
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[Section 2.8], queries, matches, and transactionsQk = {(qb,t, swb,t, s
p
b,t, sb,t)}t∈k,b∈B result from

the sequential events of previous sections, and bankruptcy states for sellers IS,k update based

on the shutdown threshold.

– World attributes: world transaction friction for the upcoming epoch μk+1 is updated accord-

ing to the experimental setting.

• The reward rk ∼ R(xk, ak) is generated at the end of the epoch k based on registration and trans-

action outcomes. The reward function may vary depending on the experimental setting to model

various design objectives such as revenue-maximization, buyer and seller surplus, or other suitable

proxies for welfare [Section 3].

• The platform’s observation ok ∈ Ω is generated according to probabilityO(xk) as a function of the

underlying state xk and reflects the observable information available to the platform. This consists

of most elements in xk, but notably excludes:

– The set of known-sellers for each buyer Sb, which is private information for that buyer.

– The full set of queries, matches, and transactionsQk = {(qb,t, swb,t, s
p
b,t, sb,t)}t∈k,b∈B because

it includes private information on world transactions. Instead, the platform can only observe

queries submitted by on-platform buyers, platform-recommended matches, and the buyers’

final decisions on whether to transact on-platform or in the world. The platform will not

be privy to the identity of the world match. Hence, the platform observes a partial sequence

Qp
k := {(qb,t, s

p
b,t, I{sb,t = spb,t})}t∈k,b∈Bk .

Given the entire history of actions and observations hk := {o0, a0, ..., ak−1, ok}, The platform seeks

to learn a pricing policy π(a|ok) overA to maximize its total reward across epochs. We use deep rein-

forcement learning to optimize the parameters θ of a neural network to extract sufficient information

from the history, T(hk), resulting in the learned pricing policy:

π∗(a|ok; θ) = max
π

Ea∼π,x∼P

[
K∑

k=0

γkrk

]
, (2.10)
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where γ = 0.99 is the discount factor over time,K = 12 is the total number of epochs, and rk is

the reward function based on the experimental setting [Section 3]. Representation learning has been

successfully used to solve POMDPs in prior work by Hausknecht & Stone [2015]; Heess et al. [2015];

Wierstra et al. [2007].

2.7.1 RL Implementation Details
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Figure 2.5: Implementation structure of the RL neural network for learning platform policies.

We use an Advantage Actor-Critic (A2C) framework [Degris et al., 2012; Sutton & Barto, 1998]

for the reinforcement learning model that the platform uses to learn its pricing and matching strate-

gies. The actor (policy network) and critic (value network) work together to respectively learn how to

select a policy from the action space and how to evaluate the policy based on the “advantage”, which

describes the benefits of choosing a particular action in terms of potential future discounted rewards

compared to other possible actions at the current state. In our implementation, shown in Figure 2.5,

the actor and critic share one fully-connected layer, an LSTM of cell-size 128, and then another fully-

connected layer. This allows the model to learn how to extract sufficient statistics from the history

in order to infer buyer and seller attributes and the elasticity of demand in response to platform fees.

Each network also possesses two fully-connected layers of its own— the actor sets policy πθ given an

observation owhile the critic calculates the valueVψ(o). For pricing, the policy network returns three
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separate output layers, each one representing a vector of probabilites for each type of platform fee,

PB,PS,Pref. For matching, the policy network returns a vector of probabilities over the matching rules

and utility thresholds.

We also apply entropy regularizationMnih et al. [2016]; Williams & Peng [1991] to the policy

gradient loss in order to encourage actor exploration. We useH to denote the entropy of the learned

action probabilities, resulting in the following loss functions for the policy network and value network

respectively:

Lπ = − log π(ak|ok; θ)(Rk − Vψ(ok))− βH(π(Ak|ok; θ)); (2.11)

LV = (Rk − Vψ(ok))2. (2.12)

We tune the network using various combinations of hyperparameters, choosing the setting that

maximizes the objective function. The parameters that we use for training the pricing policy are shown

in Table 2.1. The training curves for various market structures and objectives are displayed alongside

Bayesian Optimization (BO) [Nogueira, 2014] baselines in Figure 2.6. As we can see, training generally

converges and results in higher performance than the BO baselines, which do not utilize RL. The noise

in the training curves may result from randomness in buyer query locations leading to different levels of

reward that is possibly achievable in each simulation.

Parameters Value
RLAlgorithm A2C
Optimizer Adam
Learning Rate 0.0001 ∈ {0.0001, 0.0005, 0.001}
Batch Size 4 ∈ {4, 16, 32, 64, 128}
Reward Discount Factor 0.99
EntropyWeight 0.01 ∈ {0.001, 0.01, 0.05}
Training Episodes 25000
Number of Epochs per Episode 12
Linear Layer before LSTMDimension 256
LSTMCell Size 128
Linear Layers for Policy and Value Networks 128
Observation Size 282

Table 2.1: Hyperparameters used for training the platform pricing policy.
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Figure 2.6: RL training curves for the platform pricing policy under various objectives and market structures compared to baseline
performance without RL using Bayesian Optimization (BO).

RL results in Section 3 are averaged across two models trained on different torch seeds and tested

on 100 episodes.

2.8 Buyer and Seller Subscription

At the beginning of the new epoch k + 1, after the platform has updated its fees PB,k+1,PS,k+1,Pref,k+1,

buyer and seller agents decide whether to join or leave the platform.

2.8.1 Buyer ChoiceModel

Buyers compare the expected total utility they would gain on-platform in this upcoming epoch ξpb,k+1

to the total utility they may gain in the world ξwb,k+1, given the new registration fee PB,k+1 and world

transaction friction μk+1. They assume that the same queries will be submitted as in the last epoch, that
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the same sellers from last epoch will remain on-platform this epoch, and that the platformmatching

strategy will be the same as last epoch.

For a buyer that was previously on-platform in epoch k, the potential utility of staying on-platform

depends on the new registration fee PB,k+1 and the new world friction μk+1. In particular, the buyer will

re-evaluate each of its queries qb,t from epoch k and decide whether the new world friction will change

its transaction decision between the world uw′

b,t = uB(qb,t, swb,t) − μk+1 and platform upb,t = uB(qb,t, s
p
b,t)

matches it received. Then, it will evaluate whether the utility of staying on-platform outweighs the

registration costs ξpb,k+1 = −PB,k+1 +
∑

t∈kmax{uw′

b,t, u
p
b,t, 0}.

For a buyer that was off-platform in the previous epoch k, the potential surplus for joining the

platform will depend on the possible new matches it could receive from the platform, {sp
′

b,t} for queries

{qb,t}t∈k. We assume that the buyer is able to observe platform-recommended sellers, such as through

trial-periods in the real-world. The utility for these new platformmatches will then be up
′

b,t = uB(qb,t, s
p′
b,t),

and the total surplus of joining the platform would be ξpb,k+1 = −PB,k+1 +
∑

t∈kmax{uw′

b,t, u
p′
b,t, 0}.

For an on-platform buyer leaving the platform or an off-platform buyer remaining in the world,

the potential surplus will simply be the sum of expected utilities for world transactions ξwb,k+1 =∑
t∈kmax{uw′

b,t, 0}. Each buyer bwill then compare their expected surplus on the platform ξpb,k+1 com-

pared to in the world ξwb,k+1. If the platform is providing low-quality matches, or if the registration fee

is too high relative to the quality of the match, then buyers are more likely to leave the platform and

rely on their own network of known-sellers. On the other hand, if the world friction is high relative to

the registration fee and there are enough sellers on the platform to provide high-quality matches, then

buyers are more likely to join or stay on the platform.

2.8.2 Seller ChoiceModel

When deciding whether to join or leave the platform, sellers also compare the expected total utility

they would gain on-platform in the next epoch to the total utility they may gain in the world, given the

new registration fee PS,k+1 and per-transaction referral fee Pref,k+1. They assume that all queries remain

the same as the last epoch, that the same sellers remain on-platform, and that the platformmatching

30



strategy will be the same as last epoch. They then work through the potential transaction decisions of

buyers and derive a surplus for if they subscribe to the platform this upcoming epoch ξps,k+1 or if they

don’t ξws,k+1.

For an on-platform seller to remain on-platform, the expected surplus will account for how the

new world friction affects its number of transactions. For past transactions where swas selected as the

best platform-seller {(qb,t, swb,t, s)}t∈k, we re-calculate the number of platform transactions np
′

s,k given

the new world friction μk+1, based on the buyer utility argmax{uB(qb,t, swb,t) − μk+1, uB(qb,t, s), 0}.

For past transactions where swas selected as the best world-seller (this can happen if s is in a buyer b’s

known-network Sb, even if s is on-platform) {(qb,t, s, s
p
b,t)}t∈k, we re-calculate the number of world

transactions nw′

s,k given the new world friction μk+1, based on the buyer utility argmax{uB(qb,t, s) −

μk+1, uB(qb,t, s
p
b,t), 0}. The expected surplus for staying on-platform is then ξps,k+1 = −PS,k+1+np

′

s,kv1s(1−

ωs−Pref,k+1)+nw′

s,kv1s(1−ωs). For an off-platform seller to join the platform, the expected surplus should

account for the number of platform-introduced matches where smay be recommended as the best

platform-seller under the platform’s matching policy. In the real-world, sellers may ask the platform to

provide an estimate of potential transactions. np
′

s,k and nw
′

s,k will be calculated as above, and the surplus

remains ξps,k+1 = −PS,k+1 + np
′

s,kv1s(1− ωs − Pref,k+1) + nw′

s,kv1s(1− ωs).

For sellers previously on-platform in epoch k, the potential surplus of leaving the platform de-

pends on the number of transactions they will still be able to receive in the world nw′

s,k, accounting

for the new platform option that may be offered to some of their successful world matches and the

new world friction. For all of the previous transactions for which seller swas matched to as a world

seller, we know that swas the best option in the world and perhaps also on the platform. If seller

s leaves the platform, we denote an on-platform replacement sp
′

b,t based on the previous matching

policy, and buyer bwill face decision (s, sp
′

b,t) for query qb,t. With the new buyer utility framework

argmax{uB(qb,t, s) − μk+1, uB(qb,t, s
p′
b,t), 0}, we can calculate the number of transactions s is expected

to receive nw′

s,k, and the off-platform surplus ξws,k+1 = nw′

s,kv1s(1 − ωs). For an off-platform seller looking to

stay off-platform, the process is similar, but we assume that the on-platform option offered to buyers is

known based off previous transactions sp
′

b,t = spb,t. The surplus remains ξws,k+1 = nw′

s,kv1s(1− ωs) to account

for the new world friction.
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2.8.3 InertiaModel

In addition to the utility considerations above, the buyer and seller agents also carry a certain inertia for

the method of transaction they have previously relied on due to habit formation, loyalty, or inattention.

For example, if an agent has been on-platform for the n past epochs, they will be more likely to stay

on-platform, even if the utility considerations slightly favor moving off-platform. This models the real-

world phenomenon where buyers and sellers may be hesitant to try out new technology, or if they are

accustomed to one method of transaction, may be hesitant to build or modify their infrastructure to

join or leave the platform even if it results in mildly higher utility. Adding in inertia also results in more

realistic, sequential changes to the market rather than immediate adjustments to the new equilibrium.

Here, we will use the example of a buyer b to illustrate the concept, but we model all buyer and

seller inertia in the same way. For each epoch k in the simulation, buyer b carries inertia χb,k, which

maps to an additive bonus to the agent’s surplus [Dubé et al., 2009; Farrell & Shapiro, 1988; MacKay &

Remer, 2021] in the subscription choice model at the beginning of the next epoch k + 1. We define a

bias term:

σpb,k+1 := Ipb,k log(χb,k) + 1; σwb,k+1 := (1− Ipb,k) log(−χb,k + 1),

where Ipb,k ∈ {0, 1} is an indicator variable for whether buyer b is subscribed to the platform. We then

formulate the decision to join or leave the platform based on the adjusted surplus, using a standard

discrete-choice logit model [Dubé et al., 2009; MacKay & Remer, 2021] where the probability of sub-

scribing to the platform becomes δpb,k+1 := exp(ξpb,k+1+σpb,k+1)/
[
exp(ξpb,k+1 + σpb,k+1) + exp(ξwb,k+1 + σwb,k+1)

]
.

After the subscription decision at the beginning of the next epoch k + 1, if the inertia for the

previous epoch is positive χb,k > 0 and the buyer chooses to subscribe to the platform, then the inertia

parameter increments χb,k+1 = χb,k + 1. Otherwise, the parameter resets in the opposite direction

χb,k+1 = −1 and results in 0 bias for the following epoch. Similarly, if the inertia for the previous epoch

is negative χb,k < 0 and the buyer decides to stay off-platform, then the inertia parameter decrements

χb,k+1 = χb,k− 1. Otherwise, the parameter resets in the opposite direction χb,k+1 = 1, again resulting in
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0 bias for the following epoch. Therefore, the inertia parameter adds a bias to the surplus that increases

logarithmically the longer an agent remains with a particular channel, whether it’s on the platform or in

the world.

2.9 Parameter Initialization

We sample our initial states with a “warm-up epoch” in addition to theK = 12 epochs per episode in

order to provide a foundation for the platform to form policy decisions and for the buyers and sellers

to gather information for their subscription choice models. In this epoch k = 0, the world transaction

friction is set to be low μ0 = 0.1. The platform charges no fees PB,0 = 0,PS,0 = 0,Pref,0 = 0 and uses

myopic matching η = 1. Buyers and sellers are assigned an initial inertia χb,0 ∼ U[−2, 2]where χb,0 is

an integer. Larger, more positive values of χb,0 describe a stronger initial preference for subscribing to

the platform, whereas more negative values of χb,0 indicate an initial preference for transacting in the

world. The buyer subscribes in the first epoch k = 0 if and only if the initial inertia is positive χb,0 > 0.
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3
Simulation Results

Given the model outlined in the previous chapter, we run a series of experiments to simulate market

behavior under various settings. We examine the sequential decisions made by market participants and

the effect of the platform’s learned policies in pricing or matching. Our central questions are threefold:

1. How do rational, heterogeneous buyers and sellers behave in a dynamic environment with shocks?

2. How do different objectives affect the pricing and matching strategy of the platform?

3. How could potential regulations affect the overall welfare and composition of the ecosystem?

To learn both the platform pricing and matching policies, we rely on the Advantage Actor-Critic

(A2C) framework [Degris et al., 2012; Sutton & Barto, 1998] to optimize the discounted sum of re-

wards described in Equation 2.10. We model the per-epoch rewards function rk to describe different

design objectives below:

• Platform Revenue: rk = rp,k =
∑

b∈B I
p
b,kPB,k +

∑
s∈S

(
Ips,kPS,k + nps,kv1sPref,k

)
as in Equation 2.8

• Platform Revenue + On-Platform User Surplus: rk = rp,k + α(rpb,k + rps,k)where α = 0.5 and

rpb,k, r
p
s,k are defined as in Equation 2.6, Equation 2.7 respectively

Since the on-platform user surplus may be difficult to measure in practice by the platform or potential

regulators, we consider a series of proxy metrics that may be used instead to inform the objective:

• Platform Revenue + # On-Platform Buyers: rk = rp,k + α|Bk|where α = 3

• Platform Revenue + # On-Platform Sellers: rk = rp,k + α|Sk|where α = 3

• Platform Revenue + # On-Platform Transactions: rk = rp,k + α
∑

s∈S n
p
s,k where α = 0.3
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We choose normalizing values of α, resulting in roughly equal weight across these objectives, to facili-

tate better comparisons between the metrics. RL results described in this section are averaged between

two models trained on different torch seeds and tested on 100 episodes. The full set of implementation

details for the neural network is described in Section 2.7.1.

This chapter will be organized as follows. We will first run a series of baseline experiments with

no shock and a simple policy learning mechanism to demonstrate that the model fulfills basic desired

characteristics. Next, we will introduce the shock model, designed to simulate an environment with

economic shocks and periods of high world friction, such as during the COVID-19 pandemic. Next,

we will examine the effect of the platform’s learned pricing policy under various objectives while fixing

the matching strategy to be myopic. Then, we will examine the effect of the platform’s learned match-

ing strategy under various objectives while fixing the prices as constant. Lastly, we will account for

the possibility of sellers moving strategically in the latent space and examine the effect this has on the

composition of the ecosystem.

3.1 Baseline Experiments

To gain confidence in the basic validity and generalizability of our simulation environment, we first

evaluate whether the model exhibits desired economic characteristics, namely that buyer and seller

surplus increases with higher buyer world-knowledge and decreases with higher world friction. We

would also like to see the platform create value in environments with low buyer knowledge and high

world friction, as the platform facilitates transactions and reduces search costs. To do this, we calcu-

late the total welfare (buyer and seller surplus) that exists in the world without a platform option, the

total buyer and seller surplus with a platform option, and the total welfare (buyer and seller surplus +

platform revenue) that exists with the platform option. We simulate these experiments across a series

of single-epoch, no-shock environments with varying levels of buyer knowledge about sellers ρ and

world friction μ. Experiments with a platform option are run using a revenue-maximizing platform.

We retain the warm-up epoch to facilitate subscription decisions.
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3.1.1 Varying Buyer Knowledge

For each type of market structure: Uniform, Core, and Two-Core as described in Section 2.1, we gener-

ate three samples of latent plots from each distribution. For each of these nine latent plots with varying

buyer and seller locations, we vary the buyer known fraction ρ ∈ [0, 1] in increments of 0.2. Recall

that the known fraction ρ reflects the average number of sellers each buyer knows in the world [Sec-

tion 2.4]. For each of these knowledge levels, we generate ten different knowledge matrices, specifying

the exact list of sellers that each buyer knows. For each of these 450 environments, defined by a latent

plot, a knownmatrix with a given known fraction, and a fixed world friction μ = 0.6, we use Bayesian

Optimization (BO) [Nogueira, 2014] to find a set of platform fees that would maximize the platform’s

revenue. We run 100 single-epoch simulations on this environment without a platform option, where

transactions can only occur in the world, and with a platform option using the aforementioned fixed

fees, where agents can decide to subscribe or stay in the world.

Figure 3.1 shows the average of the experimental results by latent market structure. We normalize

the y-axis by the total welfare that is achievable in an ideal world with complete buyer knowledge ρ = 1

and no world friction μ = 0. As we can see, across all latent structures, the total buyer and seller surplus

generally increases as the known fraction increases, both with and without a platform option. This

makes sense intuitively as buyers are able to transact with more optimal matches as their knowledge

of world sellers increases. We can also see that the platform always increases total welfare compared to

when there is no platform option, by facilitating more optimal transactions and by reducing the search

costs imposed by the world friction. The revenue the platform is able to extract, the difference between

total welfare and buyer and seller surplus in the with-platform setting, is generally higher when the

buyers have less knowledge about the world and the platform has more market power. This confirms

our hypotheses about the basic economics of the model.

3.1.2 VaryingWorld Friction

We conduct a very similar set of experiments as above to examine the effect of world friction on the

value created by the platform. For each of the nine latent plots with varying buyer and seller locations,
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Figure 3.1: Varying buyer knowledge about sellers ρ with fixed world friction μ = 0.6.

we generate ten different knowledge matrices with a fixed known fraction ρ = 0.2. We vary the world

friction ρ ∈ [0, 1] in increments of 0.2. For each of these 450 environments, defined by a latent plot, a

knownmatrix with fixed ρ = 0.2, and a given world friction, we use BO to find a set of platform fees

that would maximize the platform’s revenue. We run 100 single-epoch simulations on this environ-

ment with and without the platform option with fixed fees.

Figure 3.2 shows the average of the experimental results by latent market structure. We again nor-

malize the y-axis by the total welfare that is achievable in an ideal world. As expected, across all latent

structures, the total buyer and seller surplus generally decreases as the world friction increases, both

with and without a platform option, as buyers are forced to pay higher search costs in the world. The

platform always increases total welfare compared to when there is no platform option, and the revenue

it is able to extract is generally higher when there is higher friction and the platform has more market

power.
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Figure 3.2: Varying the world transaction friction μ with fixed buyer known fraction ρ = 0.2.

37



3.2 The ShockModel

Recall that we model a time-varying world transaction friction μk ∈ [0, 1] as the cost of completing

off-platform transactions for buyers, such as the cost of visiting a physical brick-and-mortar store. To

simulate market behavior during economic shocks such as a pandemic, we raise the world friction

to simulate the increased difficulty of transacting in the world environment during certain epochs,

whether it be due to health and safety regulations or labor and supply-chain shortages. By doing this,

we can visualize the effect of different platform designs on the resilience of the market ecosystem, given

the platform’s heightened market power during this time.

To demonstrate the full effect of the shock on the economy, we represent pre-shock, shock, and

post-shock periods within the timespan of the 12 epochs, which can be likened to a year. We set the

pre-shock and post-shock periods to carry low world friction and last for 3 epochs each, μ1,2,3 = 0.1

and μ10,11,12 = 0.1. The shock stage can be characterized by a shock intensity parameter I ∼ U[Imin =

0.8, Imax = 1] that represents the peak value of the shock. We then sample the world friction μk for

each of the epochs 3-9 in the shock period from a Lognormal(μ = 0, σ = 0.5) distribution, normal-

ized to the shock intensity I. This forms a steep increase in world transaction friction in periods 3-5 and

a slow recovery through epochs 6-9. The shock is illustrated by the red line in Figure 3.3. Because of the

high world friction during this vulnerable period in the economy, the platform possess a high degree of

market power for facilitating transactions, and may be able to drive higher fees to maximize revenue. In

the following sections, we will examine the effect of various objective functions for the platform on the

market structure and post-pandemic economy.

3.3 Platform Pricing Experiments

To test the platform’s learned pricing policy, we first examine the surplus breakdown for the Core

market structure with three different scenarios: 1) baseline welfare in the world without a platform

option, 2) the world with a platform whose objective is to maximize revenue, and 3) the world with a

platform whose objective is to maximize revenue and on-platform user surplus. The results are shown
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in Figure 3.3, where the y-axis is normalized by the total welfare in an ideal world with complete buyer

knowledge and no friction or fees.

Figure 3.3: The welfare decomposition plot for a Core market structure under various objectives and scenarios.

We can observe from these plots that the total welfare, the sum of user surplus and platform rev-

enue if applicable, is always higher with the presence of a platform compared to the baseline without,

and is highest when the platform objective includes user surplus. We see that in the baseline world en-

vironment, when the market experiences the shock in epochs 4-8, user surplus is especially low due to

the higher cost of transacting in the world and the lack of alternative channels for transactions. Many

buyers may foresee negative utility for matches due to the high costs and thus decide not to transact in-

stead. As a result, many sellers may experience long periods without positive surplus and go bankrupt,

permanently reducing the welfare of the system. In the post-shock period, the total welfare is signifi-

cantly lower than it was before the shock and never recovers to pre-shock levels.

With the presence of a revenue-maximizing platform, buyers and sellers have access to an alter-

native channel of transacting that evades the high friction costs of the world, and the total welfare

during the shock is significantly higher than in the baseline. However, because the platform is revenue-

maximizing, it leverages its higher market power to extract the majority of the newly created surplus

for its own revenue. The platform is able to charge higher fees and boost its revenue during this period

because transacting in the world is so undesirable that buyers and sellers have no other choice but to

move onto the platform. Because of this, buyers and sellers end up receiving similar levels of surplus as

they did in the baseline, even though the size of the overall “pie” is larger. After the shock, the platform
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is able to retain some revenue due to the inertia it gained during the shock. The overall welfare in the

post-shock period recovers to a higher level than in the baseline due to some sellers surviving through

platform-facilitated transactions, but it still does not fully recover to pre-shock levels as sellers who are

not able to afford the platform fees are still unable to survive.

At the agent-level, we can see from the snapshot of the latent space at the end of epoch 12 [Figure

3.4] that there are no surviving off-platform sellers, reaffirming the value of the platform in keeping

sellers alive throughout the shock. However, there are still a handful of niche, poorly-positioned, or

cheap sellers who are not able to survive. For example, We can posit that s5 goes bankrupt because it is

a niche seller surrounded by fewer buyers, compared to the more central sellers. Seller 4 goes bankrupt

despite being a core seller because it is surrounded by s2, s7, and s3, who are better positioned in the

market and limit s4’s ability to win matches. s1, s8, and s9 go bankrupt because they are cheaper sellers

that are marginalized by the platform as a result of its high fees. The platform does not lower its fees

to become more accessible to these sellers under the revenue-maximizing objective because the seller

per-transaction referral fee is charged as a percentage of the seller’s price, and cheaper sellers contribute

less to the platform’s overall revenue. As a result of these bankruptcies, we can see that buyers such as

b0 and b8 are matched to farther away sellers than if s5 and s9 had stayed alive respectively, resulting in

lower overall welfare. From a social-planner’s perspective, we can see this as a drawback to the revenue-

maximizing model.

Figure 3.4: A snapshot of the latent space at epoch 12 under various platform objectives for a Core market structure.

Lastly, in the scenario where the platform exists and accounts for both revenue and on-platform
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user surplus, total welfare is higher than in any of the previous scenarios [Figure 3.3], while platform

revenue and fees are lower to benefit the users. This applies during the shock as well, as the platform

price hike is only marginal such that on-platform buyers and sellers are able to derive significant surplus

from platform transactions. Fewer sellers go bankrupt as the lower fees make the platformmore acces-

sible for sellers to join, which also provides higher surplus to buyers who now have more optionality

for their matches. After the economy recovers from the shock, the total welfare completely recovers to

its pre-shock levels and remains significantly higher than in the other scenarios. Examining the latent

view again in Figure 3.4, we see fewer bankrupt sellers at the end of the simulation. Most notably, niche

seller s5 and cheap sellers s8 and s9 remain alive due to their ability to join and transact on the platform

with lower fees. As a result, buyers b0 and b8 are also able to achieve better matches and derive higher

surplus.

3.3.1 Comparing Proxy Objectives

While directly factoring buyer and seller surplus into the platform objective is a useful baseline for

establishing the possible effects of a more altruistic platform, in practice, it may be very difficult for

the platform or a regulator to quantify those metrics. As a result, we examine the efficacy of various

easily-measurable proxies for on-platform user welfare, such as the number of on-platform buyers, the

number of on-platform sellers, and the number of on-platform transactions.

Figure 3.5 demonstrates the welfare breakdown under these various objectives, with epochs

grouped into pre-, during-, and post-shock categories to illustrate the overall effects of the policy. In

general, we see that the number of buyers or number of transactions on the platform are not good

proxies for user surplus, as a high number of sellers still go bankrupt during the shock [Figure 3.6], re-

sulting in lower long-term welfare after the recovery. This is perhaps due to the fact that transactions

are primarily driven by on-platform buyers and unevenly matched across sellers, with a few core sellers

providing the majority of transactions. This would cause the platform to set fees that tailor only to-

wards those sellers, pushing out and marginalizing niche sellers that contribute less to the overall objec-

tive. On the other hand, it appears that the number of sellers on the platformmay be an imperfect but
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Figure 3.5: The welfare breakdown under various platform objectives for the Core market structure.
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Figure 3.6: The breakdown of buyer and seller subscription numbers under various platform objectives for the Core market structure.
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Figure 3.7: The breakdown of platform fees under various platform objectives for the Core market structure.
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solid proxy for user surplus, as many more sellers are maintained and do not go bankrupt during the

shock, resulting in similar levels of post-shock welfare as pre-shock. From the fee breakdown displayed

in Figure 3.7, we can see that this may be due to the lower seller registration fees, allowing sellers to join

the platform and derive surplus frommatches despite the high referral fee. The buyer registration fee

is higher in the seller proxy metric compared to the original surplus metric because buyer surplus is not

taken into account, resulting in lower buyer surplus but higher platform revenue. However, this has a

less significant affect on the long-run welfare of the market as buyers do not go bankrupt, they simply

leave the platform after the shock and continue transacting in the world.

Next, we can examine the effect of the various objectives on survival rate of sellers and the over-

all diversity of the ecosystem. For the Core market structure, we classify sellers based on their loca-

tion in the latent space and the number of buyers around them. We define “core sellers” as sellers that

are located within one standard deviation of the center and have at least two nearby buyers, such as

s2, s3, s4, s7 in Figure 2.1. “Niche sellers” are defined as being at least two standard deviations away from

the core and with at most one buyer nearby, such as s0, s5, s6. Lastly, cheap sellers such as s1, s8, s9 have

price lower than 0.2. From the results listed in Table 3.1, we can see that cheap sellers often experience

significantly higher rates of bankruptcy across objectives. Even though the difference is smaller with the

surplus and on-platform seller objectives, they still experience higher rates of bankruptcy compared to

core or niche sellers. This suggests that when revenue is incorporated into the objective of the platform,

more expensive sellers who can bring in a higher fraction of revenue through referral fees may be viewed

more favorably than cheaper sellers who cannot do so, at least in the market structures that we examine.

Bankrupt Freq. Core Niche Cheap
Revenue 0.48 (0.02) 0.43 (0.02) 0.89 (0.02)
Rev. + Surplus 0.20 (0.02) 0.04 (0.01) 0.43 (0.03)
Rev. +#Buyers 0.50 (0.02) 0.36 (0.02) 0.90 (0.02)
Rev. +#Sellers 0.17 (0.02) 0.13 (0.02) 0.43 (0.03)
Rev. +#Tx 0.40 (0.02) 0.29 (0.03) 0.90 (0.02)

(a) Core

Bankrupt Freq. Cheap Expensive
Revenue 0.51 (0.03) 0.45 (0.02)
Rev. + Surplus 0.19 (0.02) 0.03 (0.01)
Rev. +#Buyers 0.71 (0.02) 0.48 (0.01)
Rev. +#Sellers 0.35 (0.01) 0.08 (0.01)
Rev. +#Tx 0.55 (0.02) 0.30 (0.02)
Rev. + Diversity 0.18 (0.02) 0.04 (0.01)

(b) Two‐Core

Table 3.1: Statistics on seller bankruptcy rates (standard error) from 100 test episodes.
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For the Two-Core market structure, we simply group sellers based on whether they belonged to

the “cheap” core in the lower right or the “expensive” core in the upper left. We also introduce a new

platform objective designed to measure market diversity, defined as a combination of platform revenue

and the product between the number of on-platform sellers in each core, with normalizing term α =

1.2. We see from Table 3.1 that this new diversity metric performs similarly to the surplus objective and

is better than the number of sellers objective in reducing bankruptcies and maintaining welfare. This

indicates that perhaps a similar diversity metric could be effective for regulators seeking to maintain the

health and diversity of the market economy. To examine this further, we can see from Figure 3.8 that

the seller diversity metric may even be a more effective proxy than the number of sellers metric, as the

post-shock surplus recovers to a slightly higher level. Indeed, from Figure 3.9 we can also see that the

number of bankrupt sellers post-shock is lower under the seller diversity metric than every other proxy

besides user surplus. Figure 3.10 demonstrates the average prices in each time period under various

objectives in the Two-Core market structure. This displays a similar trend as for the Core market fees

in that the majority of the economic burden is shifted onto buyers when seller diversity is used as a

metric compared to total user surplus, even though diversity is a good proxy in terms of total welfare

outcomes.
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Figure 3.8: The welfare breakdown under various platform objectives for the Two‐Core market structure.

We repeat these experiments for the Uniformmarket structure and find largely similar results. The

number of sellers remains the best proxy metric for preventing seller bankruptcy and maintaining total

welfare post-shock, although platform revenue does account for a larger share of the welfare than if user

surplus was directly factored into the objective. The fee trends in Figure 3.13 are similar as well, but the
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Figure 3.9: The breakdown of buyer and seller subscription numbers under various platform objectives for the Two‐Core market
structure.

pre, during, post
Revenue

pre, during, post
Rev. + Surplus

pre, during, post
Rev. + #Buyers

pre, during, post
Rev. + #Sellers

pre, during, post
Rev. + #Tx

pre, during, post
Rev. + Seller Diversity

0

1

2

3

4

5

Re
gi

st
ra

tio
n

Buyer Registration Seller Registration Seller Referral

0.0

0.1

0.2

0.3

0.4

Re
fe

rra
l

Figure 3.10: The breakdown of platform fees under various platform objectives for the Two‐Core market structure.

pre-shock and post-shock registration fees are much closer than they are under the Core market struc-

ture with the number of sellers objective. This is perhaps a reflection of how in the Uniformmarket

structure, maintaining the network of on-platform buyers becomes much more important in attracting

sellers other just than providing a low seller registration price, due to the greater uniformity of having

access to close buyers in the world.
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Figure 3.11: The welfare breakdown under various platform objectives for the Uniform market structure.
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Figure 3.12: The breakdown of buyer and seller subscription numbers under various platform objectives for the Uniform market
structure.
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Figure 3.13: The breakdown of platform fees under various platform objectives for the Uniform market structure.
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3.3.2 Pricing Ablation Study

To demonstrate the learned behavior of the RLmodel and responsiveness to environmental variables,

we conduct a simple ablation study on the pricing policy of a revenue-maximizing platform with re-

spect to the shock model and agent inertia. For simplicity, we examine only the buyer registration fee

PB,k in a Core market structure and fix the seller fees PS,k = 1.0 and Pref,k = 0.2 for each epoch k.

Figure 3.14 displays the prices set by the RL platform with and without shock and inertia.
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Figure 3.14: The learned buyer registration fee per epoch under various sequential factors.

The green and blue lines demonstrate the effect of agent inertia in an environment with constant

world friction μk = 0.1. We can see that in the setting with inertia, the platform gradually increases

its registration fee as buyers become increasingly reliant on the platform’s services and become willing

to pay more over time, while in the setting without inertia, the registration fee stays relatively constant

across epochs. This is in line with our hypothesized effects.

On the other hand, the red and yellow lines demonstrate the effect of shock anticipation on the

platform’s pricing policy across epochs. The red line is trained in an environment where shocks al-

ways occur, while the orange line is trained with shocks only occurring in half of the training episodes,

both tested in an environment with shock. As we can see, when the model is certain that a shock will

appear, it is able to anticipate the effects and preemptively raise its registration price in the pre-shock

period such that it can fully capitalize upon the wave of buyer registrations when the shock occurs.
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On the other hand, when the model is uncertain if a shock will occur, it sets conservative pre-shock

prices to capture buyer inertia in case there is no shock, and then it may slowly raise its prices as signs

of the shock begin to appear. These trends indicate that sequential shock and inertia are indeed having

intended effects on the learned policies.

3.4 PlatformMatching Experiments

Next, we examine the effect of the platform’s learned matching policy characterized by a matching

utility threshold η and a matching rule as described in Section 2.4. We are interested in evaluating the

efficacy of the platform’s learned matching policy in terms of platform revenue and total welfare, com-

pared to a purely myopic matching strategy, under revenue-maximizing and welfare-maximizing objec-

tives. Furthermore, we seek to understand the scenarios in which even a revenue-maximizing platform

can utilize various matching strategies to achieve alignment between its own revenues and the welfare

of the overall economy. We conduct these experiments on the Two-Core market structure shown in

Figure 2.1 to represent a diversity agent attributes.

First, to examine the baseline efficacy of the platform’s matching policy, we consider nine fixed

fee regimes and analyze the platform’s learned matching behavior under each. The fee regimes vary

in seller registration fee PS ∈ {2, 3, 4} and seller referral fee Pref ∈ {0.1, 0.3, 0.6}, while the buyer

registration fee is fixed at PB = 1.8 as a reasonable baseline. We refer to the three values of each seller fee

as “low”, “medium”, and “high” respectively. We also assume that the platform only sets the matching

policy once for the entire episode, instead of varying from epoch to epoch, in order to facilitate ease

of analysis. Table 3.2 displays the results of this experiment under a revenue-maximizing or welfare-

maximizing objective compared to the myopic matching baseline. In most scenarios, we see strong

alignment between the chosen matching policy under a revenue-maximizing and welfare-maximizing

objective, accompanied by similar levels of resulting revenue and welfare. The main exceptions occur in

scenarios with high seller referral fees Pref, where the chosen matching policy more significantly differs

between the two objectives and the realized revenue and welfare vary in opposite directions. In these

settings, the platform begins to utilize the revenue-driven matching rule instead of the seller-aware
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Price regimes Rev-max. obj Welfare-max. obj Myopic matching (η = 1)
η& rule Revenue Welfare η& rule Revenue Welfare Revenue Welfare

low PS, low Pref 0.9s 285 (1.3) 1040 (3.1) 0.9s 285 (1.3) 1040 (3.1) 282 (1.4) 1036 (3.3)
low PS, med Pref 0.9s 311 (1.4) 1000 (2.7) 0.9s 311 (1.4) 1000 (2.7) 307 (1.5) 989 (3.3)
low PS, high Pref 0.7s 282 (2.4) 818 (4.1) 0.4r 252 (2.1) 823 (4.7) 272 (2.6) 770 (4.8)
med PS, low Pref 0.8s 303 (1.6) 994 (3.2) 0.8s 303 (1.6) 994 (3.2) 298 (1.6) 978 (4.1)
med PS, med Pref 0.7s 309 (1.8) 941 (3.4) 0.7s 309 (1.8) 941 (3.4) 304 (1.9) 922 (4.2)
med PS, high Pref 0.8r 259 (2.4) 776 (6.7) 0.5r 246 (2.2) 796 (3.9) 258 (2.1) 765 (6.5)
high PS, low Pref 0.9s 307 (1.7) 941 (4.3) 0.8s 306 (1.9) 942 (4.4) 301 (1.8) 932 (4.1)
high PS, med Pref 0.7s 301 (1.9) 899 (3.9) 0.7s 301 (1.9) 899 (3.9) 291 (2.2) 866 (6.2)
high PS, high Pref 0.8r 246 (1.8) 772 (3.9) 0.5r 229 (1.9) 780 (3.0) 244 (1.9) 765 (5.2)

Table 3.2: The matching policy chosen by platforms with revenue and welfare‐maximizing objectives, and the resulting platform
revenue and total welfare (standard error). The s or r in the rule column stands for a seller‐aware or revenue‐driven matching rule. The
highlighted rows indicate misalignments between the revenue and welfare objectives.

rule to capitalize the most off of the high per-transaction fees. In addition, the chosen matching utility

η drops significantly under the welfare-maximizing objective compared to the revenue-maximizing

objective. This may be because the platform chooses to sacrifice buyer matching quality in order to

sustain sellers on the platform and distribute welfare given the higher per-transaction referral fee for

sellers. In all other settings, the platform is able to create generous revenue and welfare from the seller-

aware rule by bringing in more seller subscriptions and taking advantage of the seller registration fee.

Next, we specifically examine the revenue-maximizing objective under two of these fixed-fee sce-

narios, one with a high seller registration fee and low seller referral fee, and the other with a low seller

registration fee and high referral fee. In Figure 3.15, the curved lines indicate the amount of revenue

and welfare a revenue-maximizing platform is able to achieve with each fixed matching policy spanning

the action space, under each fixed-fee scenario. As we can see, under a high PS and low Pref regime, the

revenue-maximizing goals of the platform happen to be well-aligned with the total welfare of the econ-

omy in terms of determining an optimal matching policy. On the other hand, when PS is low and Pref

is high, misalignments can occur where the revenue-maximizing platformmay choose a revenue-driven

matching rule with a low utility threshold, which is more optimal in terms of generating platform rev-

enues but less optimal in generating total welfare for the rest of the economy. This suggests that in a

scenario where regulators are able to regulate prices but platforms are able to choose their own match-

ing policy, regulators should aim for a low per-transaction referral fee even if the seller registration fee
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has to be higher, such that the matching behavior of the revenue-maximizing platform will happen to

align with optimizing the welfare of the overall economy.

(a) Under high PS = 4, low Pref = 0.1. RL matching gives a rev‐
enue of 311 (2.1) and a welfare of 942 (4.2).

(b) Under low PS = 2, high Pref = 0.6. RL matching gives a rev‐
enue of 285 (3.5) and a welfare of 814 (6.2).

Figure 3.15: Platform revenue and welfare outcomes under two fixed fee regimes with a revenue‐maximizing objective. The curves rep‐
resent platform revenue and total welfare achieved for every fixed matching policy in the action space. The horizontal lines represent
platform revenue and total welfare achieved using the RL‐learned matching policy, which varies across epochs and is not specified here.

Furthermore, the horizontal lines in Figure 3.15 represent the amount of revenue and welfare

achieved by a revenue-maximizing platform using RL to set its matching policy dynamically under each

fixed-fee regime. Unlike for the analysis above where we fix a matching policy to examine the resulting

revenue and welfare, here we allow the platform to set its matching policy dynamically across epochs

using reinforcement learning. Because the exact policy varies across epochs, we omit them from the plot

above for simplicity, and graph the final resulting revenue and welfare instead as constant lines. Even in

this scenario, we see that the final revenue of the platform is well-aligned with the total welfare of the

ecosystem under the low registration high referral pricing regime, and that the results are less aligned for

the opposite pricing scenario.

In Figure 3.16, we display the distribution of the matching policies chosen by the RL platform

in the pre-shock, shock, and post-shock periods. In both fixed-fee regimes, the platform initially sets

a seller-aware matching rule with a relatively low buyer utility threshold to attract sellers to join the

platform before the shock. As the shock subsides, the platform in the high registration low referral fee

scenario increases the matching utility threshold to retain buyers on the platform by providing better

quality matches, thus retaining more sellers and extracting more registration fees. On the other hand,
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as the shock subsides in the low registration high referral fee regime, the platform chooses to utilize the

revenue-driven matching rule more in order to facilitate more expensive transactions and extract high

revenues from referral fees from epoch to epoch. The platform then uses a wider range of matching

strategies to keep buyers happy and important sellers alive despite these practices.

Figure 3.16: The probability density of the learned matching policy in the pre‐shock, during shock, and post‐shock phases.

3.5 SellersMoving Experiments

Up until now, we have assumed that buyers and sellers remain fixed in the latent space such that their

product type and price/quality remain constant over time. For this last section, we consider the possi-

bility that sellers may choose to move strategically in the latent space, similar to how sellers may adjust

their businesses to better suit market demand in the real world. To do this, we modify off-platform

sellers’ utility choice models to include calculations for potential surplus if they move 0.1 units left or

right in product type or 0.1 units up or down in price, in conjunction with deciding to join or leave the

platform. Notice that this remains a sequence of myopic decisions on the part of the seller and does not

involve RL.

Specifically, we model the transaction decisions of buyers from the perspective of seller s as we did

previously in Section 2.8, assuming the same queries and platformmatching strategy as the previous

epoch but taking into account the new fees and world friction for this upcoming epoch. Using this
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information, we compute the gain or loss in number of transactions for seller s if they stay in their cur-

rent latent location or make a move left, right, up, or down, and if they join the platform or stay in the

world. We aggregate the expected surplus for seller s given all their move possibilities if they stay in the

world, and then aggregate the same information in the case that they join the platform, to first decide

whether seller swill subscribe to the platform. We then select the move option (stay, left, right, up, or

down) that results in the highest expected surplus given their subscription decision. Throughout these

experiments, we use myopic platformmatching and set fees based on the platform’s learned pricing

policy under various objectives.

With this model, we track the movement of a single seller s4 in the Core market structure with the

presence of a revenue-maximizing platform, a fixed pricing and myopic matching policy, economic

shock, and agent inertia. Figure 3.17 displays the sequence of latent snapshots from epoch 1 to the

end of the episode at epoch 12. Recall from Section 3.3 that in the Core market structure, s4 went

bankrupt despite being a core seller because it was surrounded by s2, s7, s3 who were better able to fulfill

the demands of the nearby buyers. When s4 is given the opportunity to move in this scenario, it strate-

gically navigates to a more expensive price point in epoch 4 to better suit the cluster of more expensive

buyers originally served by s7. When the shock peaks in epoch 5, s4 is lucky to become the only core on-

platform seller and is matched to all the buyers seeking to avoid the higher world transaction fees. As

the other sellers slowly join the platform over the course of the shock, s4 is able to survive by moving in

the latent space to compete with s7, eventually dominating b3’s business due to its enhanced market po-

sitioning. In epoch 9, s7 goes bankrupt, so s4 returns to its original position to compete for more lower

price buyers instead. Throughout the remaining epochs, s4 continuously positions itself to capture a

wide array of buyer queries.

We can generalize this example to allow all sellers to move independently and examine the behavior

of the market as a whole under various market structures and platform objectives. We assume sellers

do not have knowledge of the other sellers’ plans or decisions to move until they observe the trans-

actions. Figure 3.18 displays the initial latent distribution of the Core market structure as well as the

final location of sellers under a revenue-maximizing platform and a user-surplus-aware one. We can

see that under the revenue-maximizing objective, the sellers have a tendency to move towards the core
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Figure 3.17: The sequence of latent snapshots for a seller s4, colored blue, who is the only seller enabled to move through the latent
space. Otherwise, legend is the same as in Figure 3.4.

Figure 3.18: The movement of sellers under a Core market structure with a platform that maximizes revenue (middle panel) or revenue
and on‐platform user surplus (right panel).
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to maximize their exposure to buyers. However, since they all make this decision independently and

at the same time, this results in significantly heightened competition at the core. This, coupled with

the platform’s preference for expensive sellers under the revenue-maximizing objective, results in many

seller bankruptcies at the end of the episode. On the other hand, with a platform that maximizes both

revenue and on-platform user surplus, the sellers have less of an incentive to move aggressively towards

the core because joining the platform becomes a more accessible option, and sellers will be able to access

buyers through the platform even if they are in a less central location.

Under the Two-Core market structure shown in Figure 3.19, a similar phenomenon occurs. Under

a revenue-maximizing platform, all sellers move aggressively towards the core, and the heightened com-

petition ends in many seller bankruptcies. However, under a surplus-aware platform, more agents are

able to join the platform and fulfill transactions with nearby buyers. The lower platform fees also allow

them to survive for longer to readjust as competition arises, resulting in a more diverse, equitable, and

healthy economy.

Figure 3.19: The movement of sellers under a Two‐Core market structure with a platform that maximizes revenue (middle panel) or
revenue and on‐platform user surplus (right panel).

Lastly, in the example of the Uniformmarket structure shown in Figure 3.20, instead of moving

towards the center of the latent space, sellers now have an incentive to move upwards in price point.

This is because buyers are uniformly distributed, so sellers will no longer gain an advantage from being

located in the core. However, since the surplus each seller gains from a transaction depends on their

price, with many options for buyers around them, sellers will aspire to become more expensive. Again,

the collective movement results in heightened competition that leaves many sellers bankrupt under a

revenue-maximizing platform. A surplus-aware platform however, will set lower fees that allow sellers
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to gain positive surplus and survive for longer through platform-facilitated transactions.

Figure 3.20: The movement of sellers under a Uniform market structure with a platform that maximizes revenue (middle panel) or
revenue and on‐platform user surplus (right panel).
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4
Conclusion

The results in this thesis demonstrate that changing the objective of the intermediary platform has

a significant effect on the dynamics of the market and the long-term health of the overall economy.

When platforms care about welfare in addition to revenues, whether because of altruism or regulatory

enforcement, the total surplus across on-platform buyers and sellers can significantly increase before,

during, and after a shock. In the case where it is impossible for the platform to directly observe the

surplus of its users, government regulators may suggest using the number or diversity of sellers on the

platform as a proxy.

So far, our model relies on the assumption that the platform is the only reinforcement learning

agent and that buyers and sellers make decisions using myopic utility choice models [Section 2.8].

We have demonstrated that sellers may tend to move towards the core of the market or towards more

expensive price points when given the opportunity to modify their latent location using a simple ex-

pansion of these choice models. However, if we expand into the realm of Multi-Agent Reinforcement

Learning (MARL), we may be able to derive more interesting and nuanced results where each seller is

able to better anticipate the movement of its competitors and the behavior of the platform. In addition,

it is often a common practice for sellers in the real world to carry a higher product price on the platform

to pass the platform fees onto buyers. Platforms have tried to discourage this practice by mandating

equal prices across all channels. It may be interesting to model this behavior and the resulting impact

on the economy using our simulation setting.

Furthermore, in the real world, market giants such as Amazon not only serve as a platform con-

necting third-party buyers and sellers, but they also participate directly in the market via private labels

or platform-sponsored brands. Future work may incorporate this practice into our model by analyzing
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the trade off decisions of a platform seeking to maximize revenue through its own sponsored sellers

as well as facilitating high quality transactions to retain other buyers and sellers. This may result in

interesting insights pertaining to the efficacy of various anti-trust regulations that can be imposed to

discourage this practice and the effects that such policies could have on the overall health and diversity

of the economy. We may also model this extension through the perspective of an information game,

where the underlying demand of the market is unknown to both the platform and third-party sellers

until a seller decides to enter the market at a specified latent location. The platformmay then learn

about the demand through third-party sellers and eventually decide to intervene by entering the market

themselves or acquiring an existing seller.

Lastly, other areas of future work can involve the study of two or more competing platforms. Ex-

isting economic research has studied the equilibria resulting from competing platforms under various

objectives, with and without multi-homing on either the buyer or seller side of the market. Our RL

simulation setting may enable future research to expand upon this topic by extending these research

questions into dynamic, multi-period environments with potential economic shocks. Analyzing a com-

bination of these factors may lead to interesting insights for studying the effects of potential anti-trust

regulation and the impact of competition on platform prices and user welfare.

In conclusion, our idea of applying reinforcement learning to the study of platform economies and

our resulting implementation model may open up a multitude of potential areas of future research. We

hope that the contributions here and in the future may help researchers and regulators better under-

stand the behavior of platform economies and inform decisions that benefit consumers and the overall

health of the economy in the long-run.
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5
Appendix: Model Notation & Summary

Model Parameters Notation and Value
Latent Space V ∈ [0, 1]2
Core Latent Structure v ∼ Truncated Gaussian (μ = [0.5, 0.4], σ = 0.2, 0, 1)
Two-Core Latent Structure v ∼ Truncated Gaussian

(
μ1 = [0.7, 0.3], σ1 = 0.17, 0, 1

)
or

(
μ2 = [0.3, 0.7], σ2 = 0.17, 0, 1

)
Uniform Latent Structure v ∼ U[0, 1]2
Timesteps T = 100
Epochs K = 12
World Friction μk ∈ [0, 1]
Shock Intensity Parameter I ∼ U[Imin = 0.8, Imax = 1]
Pre/Post-Shock Epochs μ1,2,3,10,11,12 = 0.1
Shock Epochs μ3,4,5,6,7,8,9 ∼ Lognormal(μ = 0, σ = 0.5); normalized to I
On-Platform Agent Inertia σpb,k+1 := Ipb,k log(χb,k) + 1; initial inertia χb,0 ∼ U[−2, 2]
Off-Platform/World Agent Inertia σwb,k+1 := (1− Ipb,k) log(−χb,k + 1)
Probability of Subscribing to Platform δpb,k+1 := exp(ξpb,k+1 + σpb,k+1)/

[
exp(ξpb,k+1 + σpb,k+1) + exp(ξwb,k+1 + σwb,k+1)

]
Buyers b ∈ B; |B| = 10
Buyer Known Fraction ρ ∈ [0, 1]
Buyer Known Sellers Sb ⊆ S; p(s ∈ Sb) ∼ Bern(ρ)
Buyer Query qb ∈ V ; qb,t ∼ N (vb, σ2b = 0.02)
Per-Epoch Budget ψb = Nv1b; N = 10 queries per epoch
Buyer Matching Utility uB(q, s) = exp(−c ∗ ||q− vs||2); where c = 2, uB ∈ [0, 1]
Best World Match swb,t := argmaxs∈Sb,t uB(qb,t, s)− μk or ∅; Sb,t :=

{
s ∈ Sb : v1s ≤ ψb,t

}
World Transaction Surplus rwb,t = uwb,t ∗ Iwb,t; uwb,t = uB(qb,t, swb,t)− μk or 0
Platform-ProvidedMatch spb,t or ∅
Platform Transaction Surplus rpb,t = upb,t ∗ (1− Iwb,t); upb,t = uB(qb,t, s

p
b,t) or 0

Final Transaction Surplus rb,t = max
{
uwb,t, u

p
b,t, 0

}
Final Epoch Surplus rb,k =

∑
t∈k rb,t − Ipb,kPB,k

Counterfactual World Surplus ξwb,k+1 =
∑

t∈kmax{uw′

b,t, 0}
Counterfactual Platform Surplus ξpb,k+1 = −PB,k+1 +

∑
t∈kmax{uw′

b,t, u
p′
b,t, 0}
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Model Parameters Notation and Value
Sellers s ∈ S ; |S| = 10
Production Cost ωs ∼ U[0.2, 0.4]
Number of World Transactions nws,k
World Transaction Surplus rws,t = v1s(1− ωs) or 0
Number of Platform Transactions nps,k
Platform Transaction Surplus rps,t = v1s(1− ωs − Pref,k) or 0
Final Epoch Surplus rs,k =

∑
t∈k rs,t − Ips,kPS,k

Shutdown Threshold λs = 2
Counterfactual World Surplus ξws,k+1 = nw′

s,kv1s(1− ωs)

Counterfactual Platform Surplus ξps,k+1 = −PS,k+1 + np
′

s,kv1s(1− ωs − Pref,k+1) + nw′

s,kv1s(1− ωs)

Platform P
Buyer Registration Fee PB,k ∈ [0, 10]; discretized at 0.2
Seller Registration Fee PS,k ∈ [0, 10]; discretized at 0.2
Seller Referral Fee Pref,k ∈ [0, 1]; discretized at 0.1
Matching Utility Threshold η ∈ [0, 1]; discretized at 0.1
Matching Rule Seller-Aware orRevenue-Driven
Platform Epoch Revenue rp,k =

∑
b∈B I

p
b,kPB,k +

∑
s∈S

(
Ips,kPS,k + nps,kv1sPref,k

)
Revenue Objective Reward rk = rp,k
Revenue + Surplus Objective Reward rk = rp,k + α(rpb,k + rps,k); where α = 0.5
Revenue + # Platform Buyers Objective Reward rk = rp,k + α|Bk|; where α = 3
Revenue + # Platform Sellers Objective Reward rk = rp,k + α|Sk|; where α = 3
Revenue + Platform Seller Diversity Objective Reward rk = rp,k + α|Sμ1,k||Sμ2,k|; where α = 1.2
Revenue + # Platform Transactions Objective Reward rk = rp,k + α

∑
s∈S n

p
s,k; where α = 0.3

Learned Policy π∗(a|ok; θ) = maxπ Ea∼π,x∼P

[∑K
k=0 γkrk

]
; where γ = 0.99

A2C Policy Loss Lπ = − log π(ak|ok; θ)(Rk − Vψ(ok))− βH(π(Ak|ok; θ))
A2C Value Loss LV = (Rk − Vψ(ok))2
Total EpochWelfare rk =

∑
b∈B rb,k +

∑
s∈S rs,k + rp,k
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