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Specifying and Verifying Imperative Models of Operating System
Structures

Abstract

Discovering bugs in complex, concurrent systems is challenging, even with extensive testing.
Model checking—the process of exhaustively verifying the correctness of a finite-state representa-
tion of a system—is one technique used to contend with this challenge.

Despite model checking’s power, it has several drawbacks which prevent its more widespread
use. One challenge is that the leading tools that exist for specifying checkable models are diffi-
cult to use. TLA+, a leading model specification language, uses syntax inspired by mathematical
notation, which is very different from the syntax of common programming languages. PlusCal
is a model specification language that compiles to TLA+. Unlike TLA+, however, PlusCal code
much more closely resembles common imperative programming languages, allowing programmers
to more easily create models of their systems. While PlusCal is a powerful tool, its functionality
is limited compared to TLA+. There is no module system, all variables have global scope, and
the syntax has confusing restrictions.

Operating systems are one class of complex concurrent systems for which model checking is
particularly attractive. In this thesis, we seek to improve the PlusCal language and use it to val-
idate the correctness of operating system components. Specifically, we make the following contri-
butions:

1. First, we present the design and implementation of the PlusCal Preprocessor, or PCalPP,
a language which compiles to PlusCal. PCalPP makes several changes to PlusCal. It re-
moves PlusCal’s strict formatting requirements, introduces a module system, and adds sup-
port for local variables.

2. Next, we leverage PCalPP’s modularity to implement a “standard library”—a set of ba-
sic components which can be reused in other models. These are designed to facilitate the
modeling of operating system components. Specifically, we provide models for locks and
schedulers.

3. Finally, we leverage this standard library to write a PCalPP model of the waitqueue ab-
straction from the Chickadee teaching operating system, used in Harvard’s CS161: Operat-
ing Systems course. The waitqueue allows processes to “block” while awaiting conditions.
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We show that the TLC model checker can successfully verify that our model conforms to
its specifications, thereby proving the correctness of our implementation, and that model
checking can detect subtle bugs in incorrect waitqueue designs that traditional testing is
unlikely to catch. We hope that future CS161 students will be able to use our tooling to
verify the correctness of their own waitqueue designs.
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0
Introduction

Discovering bugs in complex, multithreaded systems is challenging, and a large body

of research is dedicated to verifying the correctness of software systems. Several major annual

computer science conferences are focused entirely on software verification techniques.7,6,13

Traditionally, software is tested to verify its correctness. Testing involves observing the behav-

ior of software in particular situations and when given particular inputs, and ensuring that actual

behavior conforms to expectations. As a result of extensive, well-designed testing, the thinking

goes, one can be sure that software works. Testing, however, is imperfect. In large, real-world

systems, the number of scenarios and inputs that might occur greatly outnumbers the number of

tests that developers can feasibly write. As an extreme example, consider Facebook. Facebook

has over two billion daily active users.31 If Facebook’s code contained a bug with a mere one-in-

a-million chance of occurring each time a user used Facebook, it would almost certainly occur
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within a day:

1−
(
1− 1

106

)2×109

≈ 1

In fact, we would expect it to occur around 2,000 times in the first day alone.

Given the difficulty of manually testing millions of scenarios, many techniques have been de-

veloped to aid in software verification. These include automated techniques such as fuzz testing,

where structured random inputs are generated to expose unexpected behavior that might re-

sult from inputs not evaluated by manual tests, as well as formal verification, where software

is accompanied by a proof showing that the code conforms to a specification. For example, one

might write a proof that a certain variable never takes on a certain value or that a program al-

ways makes forward progress.

0.0.1 Model Checking

Model checking is one such formal verification technique. To model check a system is to exhaus-

tively explore every state of a finite-state representation, ensuring that it always conforms to a

specification. Unlike with traditional testing, once a property has been checked for a model of a

system, it is unequivocally true of the system. In contrast to other formal techniques, which re-

quire programmers to write formal proofs of their system’s correctness, model checking does not

require manual proof writing, making it attractive for verifying systems that are hard to reason

about.

To model check a software system, one must create a model and a specification. A model is

a representation of the system’s implementation, while a specification is a formal statement of

properties denoting what it means for the system to be correct. The model and specification are

written in formal specification languages. Once the model and specification are created, a model

checker will use the model to determine all of the states that the system could ever reach, and

will ensure that each property of the specification is true for every state.
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TLA+ (Temporal Logic of Actions Plus), created by Leslie Lamport in 1999, is one such for-

mal specification language. TLA+ is accompanied by the TLC Model Checker, which checks

TLA+ models against TLA+ specifications. A basic overview of TLA+ is given in Chapter 2.

0.1 PlusCal

While TLA+ is extremely powerful and includes tooling to model a wide variety of software sys-

tems, its syntax differs substantially from common programming languages. TLA+ is not an

imperative language; instead, to model a software system in TLA+, one must reformulate the

software in terms of states and explicit next-state relations, which define the state transitions. As

a result, TLA+ is not well suited for specifying sequential algorithms.25

To solve this problem, Leslie Lamport created PlusCal, an imperative specification language

which compiles to TLA+. As a result, a PlusCal model, in contrast to a TLA+ model, looks a

lot more similar to an implementation. PlusCal is particularly useful for modeling multithreaded

algorithms. Multiple concurrent procedures can be defined, and the generated TLA+ model will

take into account all possible interleavings of the individual threads. In Lamport’s own words,

“PlusCal is more convenient than TLA+ for describing the flow of control in an algorithm. This

generally makes it better for specifying sequential algorithms and shared-memory multiprocess

algorithms.”25

Although PlusCal is better suited than TLA+ to describing sequential and multiprocess al-

gorithms, it is a less powerful language than TLA+. While TLA+ has a robust module system,

PlusCal algorithms are entirely self contained and must fit within a single file—there is no way

to make use of one model within another. As a programmer, is natural to want to define a mod-

ule to represent some common data structure, and then leverage it when writing an algorithm.

For example, one might want to write a model describing the correct behavior of a graph data

structure, and then reuse it when writing models for graph algorithms. While TLA+ supports

this behavior, PlusCal does not. PlusCal has other limitations. Most notably, there are (seem-

ingly arbitrary) constraints on the layout of a PlusCal algorithm; different types of elements of
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the model must occur in a very specific order. Local variables cannot be created, making certain

constructs, such as a simple for-each loop, cumbersome to implement.

0.2 Operating Systems

Operating system kernels are a class of complex concurrent systems for which model checking

using an imperative language like PlusCal is particularly attractive.

It is the job of the operating system to isolate processes from each other, manage memory, and

handle communication between processes. The kernel code runs alone in “privileged mode,” some-

times known as “kernel mode.” Code that runs in privileged mode has access to all of the ma-

chine’s resources, which the kernel requires to carry out its responsibilities. In contrast, other

applications run in “user mode,” and can only access resources granted to them by the kernel.

As a result, application bugs are prevented from affecting other applications or the kernel, while

bugs in the kernel can corrupt any part of the operating system or any running application.1 As

a result, avoiding bugs in kernel code is critically important.

Software testing alone is demonstrably insufficient to eliminate all kernel bugs. The Linux

kernel, which was released in 1991, has the largest installed base of all general-purpose operat-

ing systems, including over 96% of the top one-million web servers.3 The system is extensively

tested and reviewed by its developers, as well as the open source community at large. Neverthe-

less, even after over thirty years of development, bugs continue to emerge. For example, in Febru-

ary, 2019, a security vulnerability was introduced in the Linux virtual file system that allowed

an unprivileged user to give themselves root privileges and execute arbitrary code. This bug was

present in all versions of the Linux kernel, and available on millions of devices; nevertheless, it

was not discovered and fixed until nearly three years later, in January, 2022.9
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0.3 This Thesis

This thesis explores the application of model checking techniques to avoid these types of criti-

cal operating system bugs. Specifically, we use a modified version of PlusCal, called PCalPP, to

model and verify a large component of the Chickadee teaching operating system, which is used

in Harvard’s CS161: Operating Systems course. Chickadee is based on the Linux kernel, but it

is much simpler. Due to its simplicity, it is an appropriate target for our model checking efforts,

while its similarity to popular kernels ensures that our models represent reasonable abstractions.

We model Chickadee’s waitqueue abstraction, which is based on its Linux kernel counterpart.

The waitqueue provides true blocking functionality, allowing processes to sleep while waiting for

a condition to become true. The waitqueue system has notably complicated synchronization be-

havior, which makes it challenging to reason about and test. Careful effort is required to ensure

that variation in the interleaving of events on different threads does not cause the waitqueue to

deviate from its expected behavior. Some critical bugs might occur with low probability on each

invocation, and are thus challenging to catch using conventional unit tests. Model checking is

thus particularly valuable for ensuring that a waitqueue implementation conforms precisely to its

specification, regardless of how concurrent events are ordered.8,11,14,12

The rest of this thesis is organized as follows.

1. Chapter 1 describes related work.

2. Chapter 2 provides a background on the syntax of TLA+ and PlusCal, as well as the pro-
cess by which PlusCal code is translated into TLA+.

3. Chapter 3 presents the design and implementation of the PlusCal Preprocessor, or PCalPP,
a language which compiles to PlusCal. PCalPP makes several changes to Pluscal. Primar-
ily, it removes Pluscal’s strict formatting requirements, introduces a module system, and
adds support for local variables. Though it is a very thin layer with a simple translation
to regular PlusCal, we contend that specifying models in PCalPP is easier than in regu-
lar PlusCal. While the current PCalPP compiler is simple in its implementation and error
handling, it is sufficient to compile all examples contained in this thesis; all results present
in this thesis were generated using modules compiled to PlusCal by our implementation.
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4. Chapter 4 leverages PCalPP’s modularity to implement a “standard library”—a series of
basic subroutines and data structures which can be reused in other models. These are de-
signed to facilitate the modeling of operating system components. Specifically, we provide
models for locks and schedulers.

5. Chapter 5 leverages this “standard library” to write PCalPP models of the Chicakdee
teaching operating system’s waitqueue abstraction. We highlight the similarity between
the C++ implementation and the PCalPP model.

6. Finally, chapter 6 shows that the TLC model checker can successfully verify that our wait-
queue model conforms to its specification, and demonstrates how model checking can be
used to identify a series of subtle bugs that unit testing is unlikely to catch.

Model checking is a valuable tool for finding bugs that testing alone is insufficient to catch,

especially in complex, concurrent systems. Developing tools that make model checking easier is

thus an important pursuit; the easier model checking becomes, the more people will use it, and

the more bugs will be avoided. PCalPP aims to help developers more easily create such models,

and its modularity can facilitate the abstraction and reuse of model components. In particular,

we hope that future CS161 students will find it useful for verifying the correctness of their own

waitqueue designs.∗

∗The PCalPP compiler and the complete models and specifications for all examples in this thesis are
available on Github
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1
Related Work

1.1 Model Checking Systems at Scale

Model checking has successfully been used to find bugs in real world systems.

Amazon used PlusCal and TLA+ models to find two bugs in their S3 fault-tolerant network-

ing algorithm, two bugs in their data redistribution algorithm, and three bugs in DynamoDB’s

replication and group-membership system. Notably, these bugs required traces of up to 35 steps

to emerge. Amazon notes that, despite the fact that such a sequence of events seems highly im-

probable, many sequences of events as or more complicated occur frequently in their real AWS

deployments, and that their existing testing strategies would not find bugs of this complexity. Af-

ter discovering these bugs, the TLA+ models were again used to verify the correctness of their

fixes.27 Deligiannis et al. used model checking to find and fix elusive bugs in three distributed

storage systems in the Microsoft Azure cloud computing platform.20
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1.2 Formally Verified Operating Systems

The value of formally verifying operating systems is well established. The seL4 operating system

is perhaps the most notable formally verified operating system.23 While model checking tech-

niques were not employed in the process of verifying that it conforms to its specification, it still

provides a valuable example of the benefits of having such a guarantee. The United States De-

fense Advanced Research Projects Agency (DARPA) has employed seL4 in critical applications

where bugs cannot be tolerated, including “on embedded computers in autonomous drones, heli-

copters, land robots and trucks.”26

Model checking techniques have also been employed in very lage scale operating systems con-

texts. Galloway et al. used the SMART model checker to verify Linux’s virtual file system (VFS).

The authors manually extracted their model from approximately 65,000 lines of C code. This

involved modeling numerous data structures, including the Linux superblocks, dentries, and in-

odes. The authors note that the most difficult part of this project was encoding their model in

SMART’s model specification language, which was not amenable to translating from Linux’s im-

perative C code. Specifically, the translation process involved “introducing a program counter

and circumventing the use of advanced and recursive data structures.”22 These modifications are

precisely the types of abstractions that PlusCal provides, and using an imperative model spec-

ification language like PlusCal may have made this translation process more straightforward.

However, their final model contained over 2,900 lines of SMART code. If the authors had used

PlusCal, organizing this model within a single file without any modularity would have been im-

practical. In Lamport’s own words:

“PlusCal’s simplicity limits the length of the algorithms it can conveniently describe.
The largest algorithm I have written in it is about 500 lines. I expect that PlusCal
would not work well for algorithms of more than one or two thousand lines.”24

PCalPP’s module system may have made PlusCal a feasible choice.

Schwarz et al. used the MOPS model checker, a non-exhaustive model checker which performs

static analysis to search for executions which violate a specification, to find 108 exploitable bugs
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across a complete Linux distribution, consisting of more than 60 million lines of code.28 This

particularly highlights the value of partial or stochastic model checking, which TLC supports,

even in cases where the model’s state space is far too large to check exhaustively.

OS model checking is not limited to searching for security bugs. In 2006, Yang et al. found 33

serious bugs which could destroy persistent data and cause unrecoverable corruption across four

popular file systems: ext3, JFS, ReiserFS and XFS. Due to the technical limits of their times,

they checked models of very small filesystems consisting of just a few nodes. The state machine

representations of these models contained only tens of thousands of states.32 In 2021, Su et al.

built a system on top of the SPIN model checker designed to ensure that file system designs cor-

rectly comply with their APIs. They built this tool to assist in creating a verified file system,

called VeriFS. In the process of developing their file system, they found four total bugs. In con-

trast to the errors discovered by Yang et al., these bugs required up to 1.2 million file system

operations to occur.29

Other model checking systems designed specifically for operating systems include Microsoft

Research’s SLAM, designed for model checking Windows device drivers. It has been used to find

many exploitable driver bugs.17 BLAST (Berkeley Lazy Abstraction Software Verification Tool),

a similar system, operates directly on C-code and checks simple specifications, which can only

require that certain states be reachable from the software entry point.18

1.3 PlusCal in Practice

The stated goal of PlusCal is to replace pseudo-code for single and multithreaded algorithms. Ad-

ditionally, PlusCal models are automatically translated to TLA+ models, which can be checked

by the TLC model checker. The generated models can also be used in TLC’s “simulation mode,”

which checks randomly generated executions.24 To demonstrate PlusCal’s utility, Lamport used

PlusCal to find and fix a bug in a model for a concurrent two-sided queue algorithm that one of

his colleagues could not manually find.2 Since Lamport’s original demonstration, PlusCal has

been used in practice to discover bugs. Some of Amazon’s formal models of AWS algorithms are
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written in PlusCal, since some of their engineers found working in PlusCal more productive than

using TLA+.27

Hillel Wayne’s book, Practical TLA+: Planning Driven Development, which nominally de-

scribes his experiences and strategies for creating TLA+ models, is focused almost entirely on

PlusCal.30

1.4 Prior Attempts to Improve PlusCal

We are not the first to notice the shortcomings and limitations of PlusCal. We found three recent

attempts to make usability improvements to PlusCal, each aimed at a specific area of applica-

tion.

In 2012, PlusCal-2 was introduced in an attempt to resolve some of PlusCal’s limitations. The

changes are mostly minor; PlusCal-2 adds local variables, hierarchical processes, and automatic

insertion of labels, all of which the author recognizes as “likely causes for errors” when writing

PlusCal models.15

The simplest of these attempts was Distributed PlusCal, published in 2020. It adds a message

passing intrinsic, called channels, directly to the PlusCal language by modifying the existing

compiler.16 While the authors demonstrate that the channel abstraction is useful for modeling

distributed applications, we contend that this abstraction would be better expressed written in

PlusCal itself. The only reason why the authors could not do this is because of PlusCal’s lack

of modularity. In PCalPP, it would be easy to implement Distributed PlusCal’s channels as a

module, which would obviate the need to modify the compiler.

Another PlusCal refinement, Modular PlusCal, was introduced in 2019. Modular PlusCal is a

purpose-built modification of PlusCal and an associated compiler which compiles PlusCal models

of distributed systems to concrete Go implementations. They create a hierarchy of new abstrac-

tions called archetypes and mapping macros designed to facilitate corresponding Go implemen-

tation details with PlusCal constructions. In the process, they recognized the necessity of adding

modularity to PlusCal, which was the inspiration for PCalPP’s module system.21
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PCalPP seeks to draw on the features of each of these three improvements—we introduce a

module system like the one in Modular PlusCal, we adopt some of PlusCal-2’s small but valuable

improvements, and we solve, more generally, the problem identified by the creators of Distributed

PlusCal, who were forced to modify the PlusCal compiler just to add a simple communication

abstraction.
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2
Background

In this section, we give a brief introduction to the syntax of TLA+ and PlusCal to aid in under-

standing the examples in the rest of this thesis. For more detailed descriptions of the two lan-

guages, consult The TLA+ Hyperbook and the PlusCal User’s Manual.24,25

2.1 TLA+

TLA+ is a formal specification language created by Leslie Lamport in 1999. A TLA+ model is

concerned with formally defining the set of all possible behaviors in a system. At its simplest,

this requires specifying several things:

1. First, a set of variables is created. A state is an assignment of values to every variable. At
the beginning of a specification, variables are declared and given their initial values, defin-
ing the initial states of a system.

12



2. Next, a series of next-state relations are defined. A next-state relation describes how a vari-
able may change in a given step.

3. Finally, a temporal formula describes the full behavior of the system. For example, it might
state that the system must either be in the initial state or in a state reachable by applying
certain next state relations. Temporal formulas are expressions of temporal logic, which
means they can make statements about relative ordering in time.

To make this more concrete, we consider a very simple specification of a single-bit clock, which

ticks endlessly between 0 and 1.∗

First, we declare that our system has a single variable, called clock, and we define its initial

state as being either 1 or 0.

VARIABLE clock

Init == clock \in {0, 1}

Next, we can create a next-state relation defining how clock may change. Specifically, if it is 0,

then it must become 1; if 1, it must become 0.

Tick == IF clock = 0 THEN clock' = 1 ELSE clock' = 0

Finally, we create a temporal formula that describes the total behavior of the system. This

formula states that Spec must either be Init or the result of an unlimited number of steps made

using the Tick relation.

Spec == Init /\ [][Tick]

Collectively, these four lines of TLA+ correctly define the complete state space of the clock.

To specify the specification of the system, one provides predicates (which may include tempo-

ral operators) that must be true of every state. For example, a specification for the clock might

assert that it is always either 0 or 1.
∗This example is borrowed from Leslie Lamport’s TLA+ Hyperbook 25
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AlwaysOneOrZero == (clock = 0) \/ (clock = 1)

The TLC model checker can then check this specification against our model and inform us

that all states (of which there are only 2 unique ones) conform to this specification, and thus our

model is correct.

2.2 PlusCal

PlusCal algorithms compile to TLA+ models, but they are written using an imperative syntax,

in constrast to TLA+’s declarative syntax described above.

Like a TLA+ model, a PlusCal algorithm defines a set of state variables and gives them ini-

tial values. In lieu of next-state relations, however, a PlusCal algorithm defines one or more pro-

cesses—imperative routines which describe the execution of the algorithm. Each atomic subunit

of a process is given a unique label, which names that section of the code. Processes may call

two types of subroutines, macros and procedures, and make use of definitions written in ordinary

TLA+. The specification is still written in TLA+.

The state of the generated TLA+ model consists of all PlusCal state variables, plus variables

representing each process’s stack and program counter, which associates each process with the

label at which it is currently executing. The generated next-step relation advances one process’s

program counter and performs the state update indicated by the code at that label’s location.

As a result, the generated TLA+ model describes the complete state space of the PlusCal code,

incuding all possible interleavings of concurrent processes.

The single-bit clock example from above would be rewritten in PlusCal as follows. Since there

is only a single process, we can omit labels, as the atomicity of events is irrelevent.
-- fair algorithm OneBitClock {

define {
AlwaysOneOrZero == (clock = 0) \/ (clock = 1)

}

process (clock = "clock")

14



variable clock \in {0, 1};
{

while (TRUE) {
if (clock = 0)

clock := 1
else

clock := 0
}

}

}

15



3
The PCalPP Preprocessor

Lamport’s PlusCal has several shortcomings that make it unsuitable for modeling operating sys-

tem abstractions. This chapter outlines these problems and defines the grammar and behavior

of The PlusCal Preprocessor, or PCalPP, an extension of the PlusCal language that compiles

to ordinary PlusCal. PCalPP seeks to make PlusCal models easier to read, write, and reason

about by removing some of the restrictions and idiosyncrasies of the PlusCal syntax while also

adding functionality that makes it more convenient to express common programming constructs.

To make it easier to design and organize models of complex systems, it adds a module subsystem,

which allows creating and using instances of other PlusCal models within an algorithm.

The rest of this chapter motivates and details the features of PCalPP. Specifically, we remove

PlusCal’s restrictions of model file layout; change the way macros and procedures are imple-

mented; add support for local variable declarations; and introduce a simple module system.
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3.1 File Layout

In ordinary PlusCal, a complete model must be contained within in a single file, referred to as

a PlusCal Algorithm. A PlusCal algorithm consists of the following components, always in the

following order:

1. A set of extends statements, which import the contents of other TLA+ models (note: not
PlusCal models) for use within the algorithm.

2. A list of all variables used in the algorithm.

3. Optionally, a list of define statements, which are definitions in pure TLA+.

4. Zero or more macro definitions. A macro is a subroutine that does not declare locals and is
treated as a single atomic step in the generated TLA code. A macro may take arguments,
but may not return early or contain loops.

5. Zero or more procedure definitions. Unlike a macro, a procedure may declare a set of local
variables. Statements in procedure bodies may be be given labels, where the code between
each pair of labels denotes an atomic step.

6. One or more process definitions. Processes are the main routines of PlusCal algorithms,
and they may make use of the macros and procedures in the algorithm. If more than one
process is defined, the algorithm is concurrent—in each step, any process may advance by
one atomic unit. That is, the model defines every possible interleaving of the processes.

This structure is very rigid. It sometimes requires semantically related pieces of information

to be placed very far apart from each other. For example, a macro may need to appear very far

apart from the only procedure which calls it, since all macros must precede all procedures. This

makes it hard to structure complex PlusCal specifications in an easy to read way. Additionally,

since the entire algorithm must appear in a single file, it is impossible to abstract away function-

ality common to multiple models.

The PCalPP preprocessor removes these structural restrictions. In contrast to PlusCal, a

PCalPP algorithm may contain its define, macro, procedure, and process definitions

in any order.
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3.2 Macros and Procedures

In PlusCal, macros and procedures are two different ways of writing subroutines to be called by

processes. From a PlusCal programmer’s perspective, they differ in several ways:

1. A macro may not declare any local variables.

2. A macro may not contain any while, call, return, or goto statements.

3. A macro may not contain any labels. That is, a macro may not be divided into multiple
steps; the entire routine is atomic. A procedure containing no labels is treated atomically;
however, labels can be used to add finer grained behavior, which will interleave with other
concurrent processes.

4. Procedure calls are preceded by the keyword call, while macro calls are not. That is, a
call to a macro f taking no arguments would be written as f(), whereas a corresponding
procedure call would be written as call f().

In the generated TLA+, macros and procedures are treated completely differently. Macros

are fully expanded by the compiler at each location they are called. That is, they are inlined at

each call. Procedures, in contrast, have more complicated behavior. The generated TLA+ for

any PlusCal algorithm containing at least one procedure call has a global variable called stack.

In multiprocess algorithms, stack is an array of stacks—one for each process, indexed by the pro-

cess identifier. The stack variable represents each process’s call stack, storing the return location

of any current procedure call. This adds additional overhead and complexity to the model.

In PCalPP, procedures that meet the macro constraints are automatically converted into

macros at compile time. That is, if a procedure contains no loops or function calls, is atomic,

and declares no locals, it is converted into a macro. This means that when writing modules

in PCalPP, all subroutines can be declared as procedures—if it can be optimized into

a macro, it and its associated calls will be. This removes the need for the programmer to reason

about whether a subroutine should be declared a macro or not. This is primarily of benefit when

all procedures in an algorithm can be optimized into macros. When a PlusCal algorithm contains
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no procedures, the TLA+ translation omits the stack variable entirely, reducing the model’s com-

plexity.24

3.3 Local Variable Hoisting

In PlusCal, all variables must be declared either globally, at the beginning of the model, or at

the beginning of a procedure or process. This design decision is reasonable, as PlusCal’s variables

define the state of the model, and it is important to be careful about which variables comprise

the model’s state space; however, the inability to declare locals makes it unwieldy to split simple

computations across multiple lines of code. To use a temporary variable to briefly hold a piece of

state before overwriting it, for example, one has to declare the temporary variable at the top of

the procedure or process. This variable is scoped to the entire procedure or process, even though

it might only be needed for a couple of lines of code.

To mitigate this problem, PCalPP adds support for local variable declarations in the bodies of

procedures and processes using the variable keyword. Local variables are scoped to their con-

taining set of braces; at compile time, they are hoisted to become state variables of their enclos-

ing procedure or process.

3.4 The PCalPP Module System

Next, we introduce PCalPP’s module system. The goal of the system is to allow for abstraction

and reuse of model components.

First, we introduce the notion of a module, which differs from a PlusCal algorithm in several

ways. A PlusCal algorithm contains some set of variable declarations, definitions, macros, proce-

dures, and processes. In contrast, a PCalPP module need not contain any particular one of these

elements. For example, a module may declare no variables and need not contain any processes.

A file may contain multiple modules. A module definition is introduced by the module keyword,

and the module body is contained in curly braces.
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Within a module, each variable and procedure may be declared private or public, using the ac-

cess modifier keywords private and public. Unannotated variables are assumed private, while

unannotated procedures are assumed to be public. Public procedures and variables may be refer-

enced by code in other modules, while private ones have scope local to the containing module.

Within an algorithm (or another module), a instance of a module can be created using the

instance keyword. The interface of a module consists of its public procedures and variables,

which are accessed using dot notation. A module may be instantiated multiple times within an

algorithm. Each instance receives its own copy of the variables of the module. An instance’s pro-

cedures may only modify the state of its own variables.

When a module is instantiated within an algorithm, its processes are not included within the

algorithm automatically. An algorithm instead may adopt a process (or set of processes) from a

module instance with the adopt keyword. An adopted process becomes a process of the adopt-

ing algorithm, and takes on a local name. This allows processes from instantiated modules to be

included and run concurrently with the processes of the importing algorithm.

Figure 3.1 demonstrates the module system syntax in a trivial eaxmple. It defines a module,

called MyModule, containing a single variable called my_variable, which is initialized to true. A

single procedure, var_is_true, checks that my_variable is always true. A single process calls

var_is_true in an infinite loop. This module is instantiated by the TestAlgorithm algorithm,

which adopts MyModule’s process as its own.

3.5 Implementation

We implemented PCalpp in OCaml, using OCamlLex for Lexing and Menhir for parsing.10,4 We

used a modified version of the lexer used by the TLA Proof System, which is written in OCaml.19

Compilation consists of the following steps:

1. The compiler is invoked with a path to an algorithm file and an includes directory in which
to search for modules.

2. The algorithm file is lexed and parsed into an abstract syntax tree representation.
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Figure 3.1: Module Declaration and Instantiation Example

module MyModule {

// Private variable declaration
variable my_variable = TRUE;

// Public procedure definition
procedure my_procedure() {

assert my_variable;
}

process (moduleproc = "moduleproc")
{

loop: while (TRUE) {
call my_procedure();

}
}

}

algorithm TestAlgorithm {

// Instantiate MyModule
MyModuleInstance = instance MyModule;

// Adopt its process
process my_process = adopt MyModuleInstance.testproc;

}
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3. Module instantiations are processed, and required modules are found in the includes di-
rectory. Required modules are parsed into an AST representation. This process repeats
recursively until all required modules have been parsed.

4. Proceeding recursively, each module instantiation is expanded into its full implementation.
Identifiers, labels, and procedure names are renamed at each instantiation to eliminate
collisions in the variable namespace. This process continues until all instantiations have
been expanded.

5. Process adoptions are expanded into the relevant process implementation.

6. Access modifier compliance is checked; that is, if private procedures or variables are ac-
cessed by an external module, the compiler emits an error.

7. Local variables are hoisted to their containing procedure or process.

8. Procedures that meet the macro constraints are converted to macros.

9. All components are rearranged into the PlusCal-compliant order. This requires hoisting
nested structures and renaming any remaining variables or labels which conflict with oth-
ers in the global namespace.

10. The final AST is emitted as a valid PlusCal algorithm.

The emitted algorithm can then be compiled to TLA+ using the TLATools Pluscal Transla-

tor, which produces a TLA+ algorithm. The TLA+ can then be checked using the TLC model

checker. While the current PCalPP compiler is simple in its implementation and error handling,

it is sufficient to compile all examples contained in this thesis; all results present in this thesis

were generated using models compiled to PlusCal by our implementation.
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4
Fundamental OS Components in PCalPP

In this section, we use PCalPP to implement several abstractions which are useful for modeling

operating system components. In the next chapter, we then use these abstractions in our wait-

queue model.

4.1 Locks

First, we turn to modeling operating system concurrency control.

The most primitive type of concurrency control we can model is the mutual exclusion lock (or

mutex). A mutex is used to provide mutual exclusion within a critical section of an algorithm.

That is, a thread must acquire a lock before modifying some protected piece of state. When fin-

ished, the thread releases the lock. While one thread holds a lock, no other thread may acquire it.

The mutex is a fundamental tool for writing concurrent algorithms.

Our lock model exposes a typical mutex interface, like the one provided by the C++ standard
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library.5 This is also the interface that the ChickadeeOS spinlock conforms to. In our model, a

lock has two states: locked and unlocked. It exposes the following interface.

1. On initialization, the spinlock is unlocked.

2. lock(): Waits for the spinlock to be unlocked, and then acquires the lock.

3. unlock(): Asserts that the lock is locked, and then unlocks the lock.

4. is_locked is true if and only if the queue is locked.

We might naively implement a mutex as a spinlock, where the lock function spins in a loop

while waiting for the lock to become available. To avoid the explicit loop, for which TLC would

need to model an infinite number of iterations, we can instead make use of the PlusCal await

keyword, which waits for some condition to become true. A specification for such a lock is simple,

since the await does most of the work:
module Spinlock {

variable _locked = FALSE;

procedure lock() {
l_await: await (_locked = FALSE);

_locked := TRUE;
return;

}

procedure unlock() {
l_assert: assert is_locked;
l_unlock: _locked := FALSE;

return;
}

define {
is_locked == _locked

}
}

Note that the lock function is atomic. That is, the await statement and the statement that

updates the _locked variable happen in one atomic step. This ensures that another procedure

cannot acquire the lock in between the await and the lock acquisition.
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To demonstrate how such a module might be used, we provide and verify a simple algorithm

that makes use of the Spinlock model, shown in Figure 4.1. This algorithm involves a set of pro-

cesses each trying to acquire a global id. Our model uses a single spinlock to protect two pieces

of state—the assignment of variables to IDs and the maximum ID assigned so far. A global counter

called current_max is initialized to 0. All processes simultaneously try to acquire the lock, assign

current_max as their own id, and increment current_max. The lock ensures that no two pro-

cesses simultaneously assign themselves the same ID.∗

The specification of SpinlockTest is as follows: unique_ids must always be true, and the

algorithm must eventually terminate. That is to say, the algorithm conforms to its specification if

no two processes can ever acquire the same ID and if the algorithm is free of deadlocks.

We ran TLC on an instance of SpinlockTest initialized with four processes. In 4 seconds,

TLC explored 3600 unique states and verified that the algorithm conformed to the above speci-

fication. If we remove the lock, TLC immediately finds the execution in which two processes both

acquire ID 0, and reports that the unique_ids condition does not hold.

This experiment ensures that we have implemented a correct mutex module, which we can now

use for concurrency control when writing our other modules.

4.2 Schedulers

We next turn to modeling an operating system process scheduler. The goal of a process scheduler

is to ensure that all running processes receive a fair proportion of the CPU’s time.

In this section, we describe the implementation of simple scheduler which provides only basic

notions of process suspension and resumption, without any consideration of real-world hardware
∗Note that the processes in this model are declared fair. PlusCal processes can be assigned two levels

of fairness. Weak fairness, indicated by the fair keyword, means that if an action is becomes and remains
possible, it will eventually take place. That is, the model need not consider the case where one process ad-
vances an infinite number of times before another takes one step. Strong fairness, indicated by the fair+
keyword, requires that every action that is sometimes possible be guaranteed to take place, even if it is
repeatedly disabled and enabled. All processes throughout this thesis are weakly fair, since weak fairness is
the guarantee provided by real computer hardware.
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Figure 4.1: Using The Spinlock Module

\* An instance of SpinlockTest should specify a set of process names.
CONSTANTS Procs

algorithm SpinlockTest {
\* The maximum used global ID
variable current_max = 0;

\* The IDs assigned to each process
variable id_assignments = [ p \in Procs |-> 0 ];

\* An instance of Spinlock protecting current_max
\* Note the new PCalPP syntax
max_lock = instance Spinlock;

\* Start a process for each name in Procs
fair process (p \in Procs)
{

\* Use max_lock to protect the global id access and increment
l_lock: call max_lock.lock();

l_assign: id_assignments[self] := current_max;
l_inc: current_max := global_id + 1;

l_unlock: call max_lock.unlock();
l_finish: goto Done;

}

\* TLA+ expressions explaining our invariants
define {

\* Checks if a (possibly partial) function f is injective.
IsInjective(f) == \A a,b \in DOMAIN f : f[a] = f[b] => a = b
\* Eventually (i.e., by the time the algorithm finishes),
\* the assignments of IDs is injective. In other
\* words, each process gets a unique ID.
unique_ids == <>IsInjective(id_assignments)

}
}

26



constraints.

4.2.1 Basic Yield and Resume Scheduler

Our scheduler model introduces two new notions. First, it provides a procedure which causes a

process to “yield.” A process that has yielded pauses its execution until it is “resumed.” Only

the scheduler can resume processes. Separately, the scheduler maintains a table of whether each

process is currently runnable or not. Only runnable processes may be resumed by the scheduler.

The notion of runnability is important for the implementation of true blocking, as implemented

by the waitqueue abstraction described in the next chapter.

Note that this scheduler does not model any sort of realistic hardware behavior. On a real

computer, the scheduler’s job is to schedule processes on some finite number of CPU cores. To

ensure that every process gets to run, the scheduler will interrupt running processes in order to

schedule other ones. Our scheduler does not model this functionality. Nevertheless, this very ba-

sic scheduler design is sufficient for modeling many concurrent algorithms. In a sense, it provides

a worst case for a multithreaded model that uses it—if a concurrent algorithm is correct when

all processes may be running concurrently, certainly it should be correct when run with a real

scheduler, which restricts the number of processes that may be running at once.

Our scheduler model maintains two pieces of state:

1. A function pstates, mapping each process ID to a string representing its process state.
The two valid process states are runnable and blocked. pstates can be modified by other
processes. This is important for the implementation of the waitqueue model in the next
chapter.

2. A function process_running mapping each process to a boolean, where process_running[proc_-
id] is true when the process is running. process_running is internal to the scheduler.

Essentially, pstates indicates whether a process can be run, while process_running indicates

whether it is currently running. Note that ProcSet is a PlusCal intrinsic referring to the set of

the identifiers of all processes in an algorithm. When the scheduler module is included in another
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algorithm, ProcSet will include the process IDs of all processes in that algorithm, not just those

local to the scheduler module.

We can declare these variables as follows. Note that all processes are initially runnable and

running, as no process has yielded yet or is blocking on a condition.
public variable pstates = [ p \in ProcSet |-> "runnable"];
private variable process_running = [ p \in ProcSet |-> TRUE ];

The first procedure we implement is yield(), which causes the calling process to set its process_-

running variable to false, and pauses the execution of the process until process_running is true

again (which only the scheduler will cause). We can implement yield() as follows. Note that

yield() will not return until process_running[self] is set to true by another process. The

self keyword always refers to the current process’s identifier.
procedure yield() {

pr: process_running[self] := FALSE;
yield_await: await process_running[self];

return;
}

Next, we implement the enqueue function, which simply sets process_running to true. This

is what the scheduler process calls to cause a yielded process to resume. Note that the PCalPP

compiler will optimize enqueue into a macro.
procedure enqueue(proc) {

enq: process_running[proc] := TRUE;
return;

}

Our third and final procedure is the wake function, which corresponds with Chickadee’s proc::wake.

Wake takes a process that is currently blocking and makes it runnable again, and then calls en-

queue so that the process will run. We check whether the process is blocked or not and set it

to be runnable in a single atomic step, which mirrors Chickadee’s use of the atomic compare_-

exchange_strong function.
procedure wake(proc) {

w_exchange: if(pstates[proc] = "blocked") {
pstates[proc] := "runnable";

};
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w_enqueue: call enqueue(proc);
return;

}

Finally, we can write the actual scheduler process. This process should be adopted by any al-

gorithm which uses the scheduler. The process just repeatedly (and arbitrarily) chooses a process

whose process_state is runnable but for which process_running is false and resumes it. For

convenience, we add a definition for what it means for a process to be resumable. We can imple-

ment the scheduler process as follows. Note our definition of a local variable to_resume, using

functionality added by PCalPP.
define {

Resumable(x) == (pstates[x] = "runnable"
/\ process_running[x] = FALSE)

}
fair process (scheduler = "scheduler") {

wake_loop: while (TRUE) {
waker_check: if(\E x1 \in Procs : Resumable(x1)) {

variable to_resume := CHOOSE x2 \in ProcSet :
Resumable(x2);

call enqueue(to_resume);
};

};
}

This scheduler design is integral to the waitqueue model described in the next chapter.
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5
The Waitqueue Model

Having implemented our spinlock and scheduler abstractions, we can now turn to describing a

model of Chickadee’s waitqueue. We walk through the design and implementation of the model,

explaining each of our decisions. In the following chapter, we use the TLC model checker to ver-

ify that this model conforms to its specification and show how it can be used to discover elusive

bugs in improper waitqueue designs.

5.1 Chickadee Waitqueue

Our waitqueue model conforms to the design specified by CS161’s instructions to the greatest

extent possible.

A waitqueue solves the problem of putting tasks to sleep while they await external events, so

that the processes consume as little resources as possible while waiting.14 Before students imple-

ment the waitqueue in Chickadee, processes wait for a condition by immediately yielding when
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scheduled until the condition becomes true. This “polling” strategy wastes significant resources,

as a process could be scheduled billions of times before the event for which it is waiting actually

occurs.14 A waitqueue solves this problem by allowing for “true blocking.” A process that is truly

blocked will not be scheduled until the process for which it is waiting explicitly wakes it up.

Implementing blocking is complicated by the potential for sleep-wakeup races. A sleep wakeup

race occurs when a process is waiting on some condition that becomes true in between when a

sleeping process decides to block and when it actually begins blocking. If the blocking algorithm

is not carefully designed, the waiting process might never be woken.

Both Linux and Chickadee solve this problem using a waitqueue abstraction. Chickadee’s wait-

queue uses objects called waiters. A waiter object, which is associated with some waiting pro-

cess, “waits” on a particular waitqueue object. The processes which are being waited on—so

called “waking” processes—can ask the waitqueue to wake all waiters waiting on the queue. The

waitqueue algorithm solves the sleep-wakeup problem by breaking the blocking routine into two

separate atomic steps—a “prepare” step and a “block” step. The former sets up the waiter and

marks the waiting process as blocking, while the latter performs the actual blocking. This design

ensures that regardless of the interleaving of the waking and waiting threads, sleep-wakeup races

are avoided.

Waiter objects expose the following interface:

1. waiter::prepare(waitq), which prepares the waiter to wait on waitq.

2. waiter::clear(), which undoes the prepare, and cleans up the waiter after the process
has woken.

3. waiter::block(), which performs the actual blocking.

In addition, the waitqueue object exposes a function wake_all(), which wakes up all of the

waiters blocked on the calling waitqueue.
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5.2 Modeling the Waitqueue

We now turn to representing this behavior in PCalPP. First, we will define our state variables

and perform some preliminary set-up; then, we will turn to translating the informal descriptions

of each function described above to PCalPP. Finally, we will formally define the specification for

our model.

For simplicity, our model will operate on a pre-defined constant set of waiter objects, called

Waiters. Constant fields are specified by TLC when the model is initialized.

5.2.1 State Variables and Basic Operations

To start, we define our waitqueue’s state variables. In Chickadee, the WaitQueue data structure

contains only two pieces of state: a linked list of waiter objects, which are waiting on the queue,

and a spinlock to protect the list’s contents. We seek to emulate this design as closely as possible;

however, to mitigate state space explosion, we replace the linked list with a TLA+ set object,

since the order with which waiters are removed from the queue does not affect the correctness

of an implementation, and forcing the model checker to consider every possible ordering of the

list serves no purpose. We use our Spinlock model from the previous chapter to implement the

queue’s lock.

We also instantiate an instance of our SimpleScheduler from the previous chapter to provide

each process with yield, enqueue, and scheduling behavior. We then adopt the scheduler process

from that instance. These variables are declared as follows.
variable waiters_in_queue = {};

queue_lock = instance Spinlock;

scheduler = instance SimpleScheduler;

process scheduler = adopt scheduler.scheduler;

Enqueueing and dequeueing waiters from the queue consists of adding and removing elements

from the waiters_in_queue set. We use a PlusCal assert statement to ensure that the same
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waiter is never added to the queue twice. The set abstraction would otherwise silently allow such

an operation as a no-op, while the Chickadee linked list would allow the same object to be en-

queued twice. TLC will consider any trace that violates the assert statement to be in violation of

the model’s specification.
procedure enqueue_waiter(w) {

assert ~(w \in waiters_in_queue);
waiters_in_queue := waiters_in_queue \union { w };
return;

}

procedure dequeue_waiter(w) {
waiters_in_queue := { temp \in waiters_in_queue : (temp /= w ) };
return;

}

In Chickadee, each waiter object contains two pieces of state: the process it is associated with

and the waitqueue it is waiting on. Since our model only models a single waitqueue, we forego

the latter. For simplicity, then, the set of waiters can just be represented by the constant set of

waiter identifiers, as described earlier, and we can maintain a function mapping waiters to the

processes with which they are associated. Initially, waiters are associated with no process.
variable wp_assoc = [ wt \in Waiters |-> "none"];

5.2.2 Waitqueue and Waiter Routines

Finally, we can turn to modeling the waiter’s prepare, clear, and prepare functions, as well

as the waitqueue’s wake_all function. These are the four functions CS161 students are asked

to implement, so our goal is to have our model’s code mirror Chickadee implementation code as

closely as possible, ensuring that the model is useful for detecting bugs that are likely to arise

in implementing these functions. We show our model code for these functions side-by-side with

the Chickadee implementation in Figures 5.1 through 5.6 to demonstrate their similarity. Due to

the careful design of our scheduler module, there is a nearly line-per-line correspondence between

the C++ implementation and the PCalPP models. Students who are able to “fill in” these func-
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tions correctly should be able to easily translate their algorithm to C++.∗ We also implement

a wake_all() function, which calls scheduler.wake() on the processes associated with every

waiter in the queue, though we omit the code in this chapter.

5.2.3 Designing Representative Processes

Now that we have implemented all of the routines associated with the waitqueue data structure,

we need to define a set of top-level processes which exhibit the waitqueue’s behavior. These pro-

cesses should capture all possible valid usage of the waitqueue.

The Chickadee waitqueue description specifies the way that a process should use a waiter to

wait for some condition, cond:14

wait_queue waitq; ...
function_that_might_sleep() { ...

waiter w;
while (true) {

w.prepare(waitq);
if (cond) {

break;
}
w.block();

}
w.clear();

}

When a process modifies the state of cond and wishes to wake any waiters that might be waiting

on it, it calls the wake_all() method on the waitqueue.

As a result, there are two types of processes we need to model; waiting processes, which wait

for some condition, and waking processes, which manipulate the condition and call wake_all().

First, we add a boolean-valued variable, cond, to our model to represent the status of the condi-

tion on which our waiters are waiting. Additionally, we implement a procedure, might_sleep(w),

which performs the blocking routine described above in function_that_might_sleep with a

particular waiter w. Our waiting processes, then, can just call this routine on some waiter object,
∗We also elide the PlusCal labels for clarity; note that since we assumed no additional atomicity, each

line originally received its own label.
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procedure prepare(waiter) {
call queue_lock.lock();

wp_assoc[waiter] := self;

pstates[self] := "blocked";

enqueue_waiter(waiter);

call queue_lock.unlock();
return;

}

Figure 5.1: Prepare in PCalPP

void waiter::prepare(wait_queue& wq) {
auto irqs = wq.lock_.lock();

this->p_ = current();

int v = this->p_->pstate_;
this->p_->pstate_.

compare_exchange_strong
(v, proc::ps_blocked);

wq.q_.push_back(this);

// Not necesssary in model
this->wq_ = &wq;

wq.lock_.unlock(irqs);

}

Figure 5.2: Prepare in C++

procedure block(waiter) {
if(pstates[wp_assoc[waiter]]

= "blocked") {
call scheduler.yield();

};

call clear(waiter);
return;

}

Figure 5.3: Block in PCalPP

void waiter::block() {
if(p_->pstate_ ==

proc::ps_blocked) {
p_->yield();

}

clear();

}

Figure 5.4: Block in C++

procedure clear(waiter) {
call queue_lock.lock();
call scheduler.wake(wp_assoc[waiter]);
dequeue_waiter(waiter);
call queue_lock.unlock();
return;

}

Figure 5.5: Clear in PCalPP

void waiter::clear() {
auto irqs = this->wq_->lock_.lock();
p_->wake();
this->wq_->q_.erase(this);
this->wq_->lock_.unlock(irqs);

}

Figure 5.6: Clear in C++
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and the waking processes can manipulate the value of cond and call wake_all(). In addition to

the Waiters constant described earlier, our model has an additional field Procs, representing the

set of waiting process identifiers.

First, we consider a single, simplest possible waking process, which simply flips cond from false

to true (asynchronously from the waiting processes) and then calls wake_all. In the next chap-

ter, we will consider other waking process designs.

5.2.4 The Waitqueue Specification

With our processes implemented, our model is complete, so we must turn to designing its specification—

the set of invariants which dictate the waitqueue’s correct behavior.

The waitqueue design is motivated primarily by the need to avoid sleep-wakeup races, which

occur when a waking condition becomes true in between when a process decides to block and ac-

tually starts to block. This can cause the waiting process to never wake As a result, our most

important invariant is that every waiting process eventually wakes up or, equivalently, that every

waiting process’s code runs to completion. When a Pluscal process finishes executing, its program

counter transitions to a state called Done. We can write an invariant in temporal logic requiring

that in every state, it is always the case that every process in Procs will eventually have its pro-

gram counter set to Done.
Finished == <> (\A curr \in Procs: pc[curr] = "Done")

It is also important that our waitqueue is properly cleaned up after waking, so that an imple-

mentation based on the model is free of memory leaks and dead waiter objects. We assert that

it in every state, it is eventually the case that the waitqueue is always empty. That is, for every

valid execution, there is some time step after which the waitqueue becomes empty and remains

empty until execution completes.
CleansUp == <>[](waiters_in_queue = {})

One final property we might wish to require is that our waitqueue implementation actually

implements true blocking. That is, it may be the case that a waitqueue implementation is free
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of sleep-wakeup races and cleans up, but that the waiting processes are still waking and yielding

as frequently (or almost as frequently) as in a non-blocking implementation. We can add a per-

process variable, num_wakeups, that is incremented each time yield() is called as a proxy for the

number of wakeups. In the polling case, num_wakeups is unbounded, as the scheduler may run

an arbitrary number of times before the condition becomes true. We restrict num_wakeups to an

arbitrary small integer to ensure that our implementation is correctly blocking.
TrueBlocking == [](\A curr \in \Procs: num_wakeups[curr] \leq 5)

Together, this specification guarantees that our waitqueue avoids sleep-wakeup races, waiter

objects correctly clean up when finished, and that waiting processes truly block. In the next

chapter, we use the TLC model checker to validate our compiled waitqueue model and ensure

that it conforms to its specification. Then we will show how our model can be used to detect im-

proper use of the waitqueue and find bugs in its design.
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6
Checking Our Models and Finding Bugs

Finally, we turn to using our models to ensure correctness of the waitqueue design. First, we per-

form a series of experiments to confirm that our waitqueue model, as specified in the previous

chapter, actually conforms to its specification. Next, we introduce three different bugs into both

our waitqueue model and the actual Chickadee implementation code. We show that TLC can

find bugs in our model that are nondeterministic in the C++ implementation. Finally, we check

the waitqueue models with a varying number of waiting processes to examine how the number of

threads being modeled influences the viability and performance of model checking.

6.1 Experimental Setup

All performance experiments in this chapter were performed on a 2018 15” Macbook Pro with

a 2.6GHz 6-core Intel Core i7, and the TLC process was given 16GB of memory. Chickadee was

run in QEMU using its default configuration.
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6.2 Correctness

First, we check that our waitqueue model conforms to its specification in its typical use case. We

want to ensure that our top-level waiting and waking processes represent all legal waitqueue us-

age, and that our specification holds regardless of how the waking process interleaves with the

waiting ones.

There are three different actions that the waking process can perform at any time:

1. It can cause the condition to become false.

2. It can cause the condition to become true.

3. It can call wake_all on the waitqueue.

We can assume that the waking condition is properly synchronized with any other threads that

may manipulate it, as any other behavior would be undefined.∗ As a result, it suffices to consider

the orderings of these operations sequentially. In normal usage, the waking process causes the

condition to become true and then calls wake all, after which the condition remains permanently

true.
fair process(waking_process = "waking_process") {

flip: wakeup_cond := TRUE;
alert: call wake_all();

}

In this case, TLC confirms that the model conforms to its specification with 1, 2, or 3 waiting

processes. We used TLC’s profiling mode, which reports the number of times each TLA+ action

(PlusCal line of code) is invoked. The checker confirmed that every action was performed, which

means that all of the waitqueue code is reachable.
∗When I took CS161 in Spring of 2020, Professor Mickens refered to this property as “Kohler’s law,”

after the advisor of this thesis. The text of this law, as presented on the lecture slides, reads “[i]f two
threads simultaneously access a memory location, then both accesses must be reads, otherwise the pro-
gram behavior is undefined.”
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6.3 Discovering Bugs

Now that we have verified the baseline correctness of our model, we turn to introducing bugs into

both the model code and the Chickadee C++ implementation. We show that TLC can detect

bugs that occur only rarely in the implementation and that unit testing alone would be unlikely

to catch.

6.3.1 Bug 1: Condition Becomes False Again

The first situation we investigate is not a bug in the waitqueue design itself, but rather a miscon-

ception that can arise when using it: what happens when cond becomes false again immediately

after wake_all has been called, but before the waiting process has started to run again? That

is, should a process waiting on a condition resume if its condition becomes true for a moment, or

does the condition need to become true and remain true?
fair process(waking_process = "waking_process") {

flip: cond := TRUE ;
alert: call wake_all();
flip2: cond := FALSE ;

}

Intuitively, a user might think that since wake_all is called before the condition became false

again, the process should resume. This, however, is not the case. In fact, whether the process

resumes or not is unspecified behavior; with a correctly designed waitqueue, the waiting process

may or not may resume when its condition becomes true only briefly. This is because the scenar-

ios shown below for either waiter process A or B can occur.
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Waiter Process A Waiter Process B Waking Process

Decides to block on cond and begins blocking

cond := TRUE

Calls wake_all(), causing the waiting

process to be enqueued and scheduled

Wakes; sees cond is

true; resumes execu-

tion.

cond := FALSE

Wakes; sees cond is

false; blocks forever.

While this situation may seem easy to avoid, this situation can occur more subtlely, since cond

may be toggled back to false by another entity—not necessarily the waking process. Even if the

waking process holds locks preventing the condition from being modified until after wake_all

completes, the possibility remains.

To demonstrate this, we implemented this scenario in Chickadee as follows, using two kernel

threads. One thread blocks on a condition; the waking thread sets the condition to true, spins

in an empty loop for 20,000 iterations, and then changes the condition back to false. Out of

100 trials, the waiting process did not resume only 6 times. A user who merely tests this out

might decide that the waiting process always wakes in this scenario. By changing the number

of empty loops, we can make the probability of the bug occurring arbitrarily low, to the point

that it would be extremely unlikely to be noticed in testing.

In contrast, TLC alerts the user that the process does not wake in less than 3 seconds. After

exploring 4,028 states, it reported that the Finished invariant is violated, and provides a 29 step

trace leading to the errant state, where the waiting process is stuck blocking but the waker pro-

cess has finished.
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6.3.2 Bug 2: No True Blocking

Next, we turn to a potential implementation bug, where even though the waitqueue appears to

work correctly (it is free of lost wakeups), the waiting process never actually blocks, defeating

the purpose of using a waitqueue in the first place. We modified both our model and the Chick-

adee code to not set the waiting process’s state to blocked during the prepare function. TLC, of

course, finds this bug in several seconds, and reports that the TrueBlocking invariant has been

violated. In contrast, the waitqueue test routine provided by Chickadee, testmsleep, behaves

identically to when the waitqueue implementation is correct. testmsleep involves 8 processes,

where the nth process sleeps for 100n milliseconds. After waking, the process prints its ID. Only

if the waitqueue is correct, the reasoning goes, will the numbers 1 through 8 print in sequential

order. Of course, this is not entirely true—even a completely non-blocking waitqueue still passes

this test.

Chickadee processes that are sleeping wait on waitqueues in an array called sleepq, where a

process with id n waits on the waitqueue at sleepq[n mod (# processes)]. During a timer in-

terrupt for system tick t, the processes waiting on the queue at index t mod |sleepq| are woken.

To highlight the importance of true blocking, we measured the total number of times the sleeping

processes were woken during an invocation of testmsleep with and without true blocking. We

set Chickadee’s timer interrupt frequency to 100 Hz and used a sleepq of length 8. The correct

blocking waitqueue implementation leads to a total of 58 wakeups, compared to 459 for the incor-

rect implementation—an 87% reduction.

6.3.3 Bug 3: Improper Prepare-Block Separation

The final bug we consider is one that reintroduces the sleep-wakeup race problem into our wait-

queue abstraction. Specifically, we modify the waiting process’s routine to the following, by re-

placing the call to the waiter’s block function with a call to yield(). This eliminates the block

function’s check that the process’s state is blocked before yielding.
procedure might_sleep(w) {
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ms_loop: while (TRUE) {
ms_prepare: call prepare(w);

ms_check: if (wakeup_cond) {
goto l_clear;

};

l_yield: call scheduler.yield();
};

l_clear: call clear(w);
return;

}

This modification introduces a sleep-wakeup race—if the waking process runs between when

the waiting process checks the wakeup condition and when it yields, the wakeup will be lost, as

the process will have yielded in the blocked state. Of course, the window of time in which the

waking process can cause this problem is miniscule—just a few CPU cycles. In fact, when we in-

troduced this bug into the Chickadee kernel, even after 10,000 iterations it did not occur even

once; however, by introducing a delay (using empty loops) between the check for the wakeup con-

dition and the call to yield(), we can cause the bug to occur. We can achieve arbitrary prob-

ability by adjusting the length of the delay. This demonstrates that the bug is indeed present,

even if it occurs extremely rarely. Even though the difficulty of implementing a correct wait-

queue stems from the need to avoid this type of sleep-wakeup race, almost any small-scale test-

ing strategy will not detect this problem. In contrast, when we introduced the same bug to our

PCalPP model, TLC found the race in less than 3 seconds.

6.4 State Space Experiments

So far, all of the experiments we have carried out involve only a single waiting process and a sin-

gle waiter. As a result, the state space is small—only three processes are interleaved: the sched-

uler, the waker, and the waiter. The waker performs just a few operations, and the scheduler is

only active when processes have yielded. This allows TLC to check the model in several seconds.

While this is not a thesis about performance, it is valuable to briefly examine whether PCalPP
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# Waiters Time (s) States (total) States (unique)
1 5 2.7× 103 1.0× 103

2 32 2.0× 105 6.4× 104

3 287 1.47× 107 3.9× 106

4 Ran out of memory with over 3× 108 states

Figure 6.1: States and Checking Time as # of Waiters Grows

and PlusCal are well suited to modeling systems that involve more threads. To estimate the vi-

ability of using PCalPP for systems with more threads, we perform an experiment, measuring

the size of the state space and the time required for model checking as we increase the number

of waiting processes. The numbers of states and the times required to check the model with

up to four waiters are shown in Figure 6.1. The exponential growth in the size of the model

demonstrates the limitations that arise as the number of possible interleavings increase, but it

is promising that a model with five concurrent processes (3 waiters, 1 waker, and scheduler) can

be checked in just a few minutes. When writing PlusCal models, careful attention to the number

of processes is critical to making checking tractable.
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7
Conclusion

In this thesis, we have introduced the PCalPP preprocessor, described its implementation, and

argued that it is a useful tool for building models of hard-to-reason-about operating system com-

ponents. We then showed how such models can be used to discover bugs in operating system

code that unit testing alone would not catch. Our lock and scheduler models can be used to

build models of other OS components beyond just the waitqueue presented in this thesis. Im-

plementing a correct waitqueue for the Chickadee operating system is one of the most challenging

parts of CS161, and we hope that students will find PCalPP and our OS components useful for

modeling, verifying, and optimizing their own designs in the future.

There are many possible directions for future work. The first is a software engineering effort—

our current PCalPP implementation is simple; it would benefit from better error handling and

better formatted output. Additionally, there are many more OS components to be built in PCalPP.

The easier model checking becomes, the more people will use it, and the more bugs will be caught.
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