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Abstract

Homomorphic encryption allows computation on encrypted ciphertext so

that decrypted plaintext produces a semantically useful computation. Since this

comes at a tremendous computation cost for general-purpose computing, the syn-

thesis of these approaches remains in the nascent stages of research and reaches

practicability only on small data despite the dire need for privacy-preserving tech-

niques in an age of rampant data surveillance. There is, therefore, a need for an

accessible toolkit exposing the power of homomorphic encryption for data scien-

tists to apply to machine learning problems. Privacy-preserving machine learning

can have a tremendously positive societal benefit by allowing ethical biomedical

research, building public trust about the security of sensitive data, and preventing

potential abuses and fraud that result from data breaches in increasingly com-

mon hacking incidents. This thesis will attempt to contribute to this direction by

building a software library that operates on homomorphically encrypted data but

remains approachable to data scientists and simultaneously runs on at least some

modest datasets and low-power devices, key limitations that so far have hampered

uptake of homomorphic encryption to machine learning. Finally, it will seek to

quantify the feasible bounds of data sizes and trade-offs of encryption, decryp-

tion, prediction, model training time and the performance penalty incurred from

encryption.
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Chapter 1: Introduction

Machine learning has contributed to the erosion of privacy through ad

tracking networks, behavior profiling, facial recognition systems, voice recogni-

tion, and de-anonymization of datasets. Governments and businesses have largely

ignored these privacy costs when implementing these systems due to the impressive

performance solving real problems and driving ad revenue and sales. If a machine

learning system could be created that still perform useful statistical tasks while

preserving privacy, the advances brought from this technology can serve a useful

societal purpose without compromising an individual’s privacy. Recent advances

in homomorphic encryption and rapidly increasing computing power make this

goal achievable for at least some machine learning tasks and smaller datasets.

This thesis will target the subfield of supervised machine learning, specif-

ically binary classification. Common models for this task include naive Bayes,

logistic regressions, gradient boosting machines, k-nearest neighbors, neural net-

works, support vector machines, and random forests. Some of these algorithms

will be modified to operate on the limited operations that homomorphic encryp-

tion support. For example, the Paillier cryptosystem supports the addition of

ciphertext and the multiplication of plaintext. Existing research in this field has

started to recognize the potential of machine learning on homomorphically en-

crypted data, but the field is still in its infancy and most of the tools that exist

require significant knowledge of both cryptographic protocols and programming

that make them beyond the reach for data scientists seeking to solve business and

scientific problems.
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The thesis will address the gap in the literature by building a Python

library with a modified ML algorithm that can operate on ciphertexts and expose a

simple and familiar API for data scientists. Achieving this will start the process of

building tools that data scientists can use to solve problems without compromising

the privacy of individuals.

A successful outcome of the thesis will, therefore, answer the following

research questions and aims:

1. How great is the CPU and memory performance penalty incurred during the

homomorphically encrypted library operations compared to other standard

implementations that data scientists commonly use in Python?

2. Since modified machine learning algorithms and approximations are fre-

quently required for use with homomorphic encryption, how great is the

model performance metric penalty compared to the original, unmodified

model operating on plaintext?

3. What are the maximum feasible size of datasets that this implementation

can process?

4. Can the library be deployed to various IoT and embedded devices with mea-

ger computational resources and a variety of operating systems and hardware

architectures?

This thesis seeks to utilize known homomorphic cryptosystems and modify

supervised machine learning algorithms to accommodate the limited operations

that these cryptosystems support. The choice of the cryptosystem will be a crit-

ical factor since its computational requirements and supported operations will

dictate the viability to larger dataset sizes and computing devices with limited

power. Specifically of interest will be the run time performance of the systems

compared to plaintext implementations as well as the performance metrics of the
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machine learning systems. The author believes a Paillier cryptosystem combined

with machine learning algorithms relying on matrix multiplication and addition

for inference could be used for these purposes. Researchers have started to investi-

gate machine learning on homomorphically-encrypted data, and in particular the

limited research has focused on supervised learning on smaller datasets. Previous

research has largely focused on the problem of private training, but there are also

clearly applications where the data for prediction would benefit from encryption.

Moreover, government and private entities continue to collect an abundance of

personal data on citizens, and the privacy implications of collecting personal data

are often ignored and troubling, so the option to cover both the model parameters

and data for prediction offers new avenues for users.

While the libraries for R, Python, and Julia are of particular interest to

data scientists, there are few homomorphic encryption libraries supporting these

bindings and the needs of data scientists, so other libraries must be used that only

support a subset of homomorphic operations (e.g. only addition, limited number

of chained operations on ciphertexts). Libraries supporting FHE in general are

written in C/C++ with occasional bindings for other languages (Brenner, 2015;

Chen et al., 2017; Chillotti et al., 2016; Ducas and Micciancio, 2015; Halevi and

Shoup, 2014; Minar, 2013). In practice, the computational resources necessary for

performing general machine learning with FHE schemes are still not feasible, so

adaptations of machine learning algorithms and homomorphic encryption schemes

are necessary. Nonetheless, sufficient advances in the literature have been made in

the past few years to make machine learning on homomorphically-encrypted data

feasible for at least some applications.

The challenge remains of exposing usable APIs to data scientists and rais-

ing awareness of the latest techniques and their limitations. Since data science is

already an interdisciplinary field touching on programming, mathematics, statis-

tics, experimental design, and expertise in a particular subject matter, mastering
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each of these disciplines is a challenge for a data scientist, so we will seek to limit

the additional overhead knowledge of cryptography. Our library, therefore, will

closely conform to existing tools and workflows for which a data scientist already

has familiarity and introduce only concepts of key exchange, public keys, and

private keys from cryptography. Complex tuning of the cryptosystem’s security

parameters is antithetical to our objective, for example.

Finally, existing research has largely focused on singular, novel modifi-

cations and optimizations since homomorphic encryption introduces such a sig-

nificant computational overhead to render general-purpose computation unfeasi-

ble. This comes at the cost of generalizability, however. While a specific ap-

proach might be demonstrated to function on a specific well-known dataset like

MNIST (Deng, 2012) or CIFAR-10 (Krizhevsky, 2009), the model’s performance

characteristics on other datasets are a mystery, and even running the modeling

code to function on different datasets is not trivial; without modifications, these

models would not function on the very common case of a feature matrix with

floating-point numbers and integers.

There is, therefore, a present opportunity for research into building com-

putationally feasible machine learning algorithms that allow for the benefits of

machine learning to be harnessed while respecting and preserving the privacy of

the parties whose data is being collected and processed. Introducing APIs that

enable at least some use cases for machine learning can raise awareness of the

plausibility of certain machine learning algorithms with present homomorphic en-

cryption cryptosystems.

This work seeks to address some of these privacy concerns by allowing pre-

diction on encrypted datasets or with encrypted models. This limits the spread

of potentially private data and tightens ownership over data and models to min-

imize the number of parties who can see these data. In contrast with previous

approaches, this work embraces simplicity and avoids complexity to achieve these
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goals by avoiding the complex task (Juvekar et al., 2018; Naehrig et al., 2011) of

choosing correct security parameters for the cryptosystem and uses linear methods

instead of Yao’s garbled circuits (Yao, 1986) and multi-party computation (MPC)

data exchanges. Importantly, we take an approach that allows these operations

on datasets of moderate size, a key limitation of previous models using fully ho-

momorphic encryption where calculations can be prohibitively slow, taking even

years to complete and making them unusable.

Our paper introduces three novel aspects to enable wider use of homomor-

phic encryption for machine learning: (i) demonstrated encryption, decryption,

and prediction tasks on even low-powered IoT devices with minimal computa-

tional resources, (ii) an architecture leveraging principles from software engineer-

ing which allows easy encryption of existing trained, unencrypted scikit-learn

models to introduce privacy-preserving properties, and (iii) two privacy-preserving

modes that allow either prediction with encrypted model parameters or prediction

with encrypted feature data.
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Chapter 2: Related Works

This thesis covers the intersection of machine learning and homomorphic

encryption. The following sections will provide background and context of existing

approaches in these fields.

2.1. Machine Learning

Broadly speaking, machine learning is the field examining techniques of

applying computer algorithms to data so that patterns can be recognized and

learned by models. Depending on the model, data, and problem, there are a

vast variety of specific facets that can be learned from the data. For example,

models might identify objects in images, forecast future values, recommend similar

items, translate text from one language to another, identify outlier elements of

a set that differ drastically from others, or cluster observations into categories.

Two particularly large and relevant subfields are supervised machine learning and

unsupervised machine learning. Supervised classification algorithms in particular

have received extensive study in the literature, and privacy-preserving techniques

are also being developed.

The following sections provide a very brief overview of some of the popular

machine learning algorithms from the literature with particular focus on those

that are widely used by practitioners or that have seen successful adoption to

homomorphic encryption schemes. Since the field is vast and contains a multi-

tude of models, the interested reader might consult Hastie et al. (2009) as a solid
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introduction to the field to gain insights into how models function, their limita-

tions, tuning, and the relationships between what might first appear very separate

model specifications. A less mathematically rigorous introduction is provided in

the companion book (James et al., 2013). While these sources are excellent as

an introduction to the field, they devote relatively sparse coverage to the cur-

rently popular neural network models. Prior to work starting around 2015, neural

network models have not seen a comparative popularity on homomorphically en-

crypted datasets, however, and the models proposed by necessity must be basic

and avoid the latest and complex techniques, so the coverage in the previous works

can be sufficient to grasp most results from the machine learning research litera-

ture applied to homomorphic encryption. Nonetheless, readers interested in deeper

coverage of contemporary in neural network techniques should consult Goodfellow

et al. (2016).

2.1.1 Supervised Machine Learning

Supervised machine learning seeks to learn a relationship between an input

dataset x of feature variables and a target variable y of interest. While we might

wish to use input features x from a range of datatypes including ordinal, numeric,

or categorical, these are frequently encoded in various ways to a simple numeric

matrix. When the target variable y ∈ R—or at least can be approximated as

such—the task is referred to as regression. In other cases where the target variable

takes on only a small number of possible outcomes in a set, the task is classification.

Classification can be further subdivided into binary classification when only two

possible outcome classes y ∈ {0, 1} are possible or multiclass classification when

n outcome classes y ∈ {1, . . . , n} are possible.

A vast array of model techniques and classifiers have been proposed. The

“no free lunch” theorem (Wolpert, 1996; Wolpert and Macready, 1997), however,

states that under a uniform distribution of all possible outcomes with no knowledge
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of the data generating process in the subject domain, no single algorithm will

in general outperform another. In practice machine learning practitioners study

data generated by specific processes (e.g. predicting future sales of shoes, finding

outliers from temperature sensor measurements, translating language from English

to French, transcribing audio conversations), so models whose strength match

the characteristics of the data generating process will offer superior performance

compared to alternative specifications for that particular application. For example,

if the data generating process determining the values y involves an interaction

between the feature xi terms or has nonlinearities, a model that can capture these

characteristics in its specification will in general outperform those that cannot

on this task. Research into new kinds of models that offer increased predictive

performance for that domain’s task can, therefore, be fruitful (Ho and Pepyne,

2002).

Although the real relationship between an outcome and predictor variable

frequently is not exactly linear, it may be at least approximately linear or linear in

a local region. Limited amounts of collected data can make more complex model

specifications disadvantageous in this scenario even if they more closely match the

data generating process, so generalized linear models have been a staple in all

fields of scientific and business research for decades. Unlike most other models,

these specifically restrict and estimate the relationship between an input feature

and the target outcome with a coefficient for each variable. In the case of linear

regression, the relationship on the n observations between the dependent variable

y and p features for the n× p matrix of features X with coefficients β is modeled

as

yi = XT
i β + εi ∀i = 1, . . . , n (2.1)
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An random noise ε is incorporated in the model specification to account for

observations that will almost certainly deviate from a perfect, linear fit. Further-

more, these coefficients are independent and conditioned on the mean value for

other features, so estimates for the coefficients of features are interpreted as the

rate of change in the dependent variable for the independent feature, holding all

other variables constant. If a nonlinear relationship (such as higher-degree polyno-

mial) or interactions between features is needed, the model can accommodate this

enhancement with a unique coefficient for each added term. While the predictor

feature matrix X frequently contains real numbers, it isn’t necessarily limited to

continuous predictors and can indeed accommodate heterogeneous predictor types.

For example, if a single predictor variable x takes one of two allowable values (e.g.

treatment group and control group), a binary indicator variable can encode this

feature. In regression mode these models form the basis of regression analysis while

for classification tasks practitioners can employ logit, probit, or logistic regression

models. Gradient descent can estimate the model coefficients, but most statisti-

cal software packages fit linear regression models using least squares or maximum

likelihood since closed-form solutions exist for these that also give advantageous

properties such as efficient estimation of confidence intervals on coefficients and

prediction intervals on the model’s output. Both training and prediction on linear

models are computationally efficient. Prediction tasks with n observations and k

features without interactions completes with O(nk) computational and memory

complexity. Efficient training with O(nk) complexity makes linear models very

attractive for large datasets. The simple linear relationship of coefficients also

make linear models applicable to somewhat homomorphic or partially homomor-

phic cryptosystems permitting limited arithmetic operations.

While regression models and other parametric models impose and require

an explicit structure and relationship between the predictor and target variables,

non-parametric models can prove useful, particularly if the exact relationship and
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interactions remain unknown or hidden. For example, some machine learning

models work by forming predictions using information about features in the local

neighborhood for each observation. The k-nearest neighbors (Fix, 1951) algorithm

produces classification or regression predictions and in classification mode assigns

a class label from a simple majority based using on a distance metric such as

Euclidean distance or Manhattan distance to the closest k other observations.

The support-vector machine (SVM) (Boser et al., 1992; Cortes and Vapnik, 1995)

can likewise perform both regression and classification and similarly only considers

local observations by maximizing a margin to separate classes and form a decision

boundary. Because many datasets are not perfectly separable with respect to

the outcome classes, a soft margin may be used with a tunable cost parameter to

determine the “smoothness” of the decision boundary if the model uses a nonlinear

kernel. SVM models already face significant training time requirements on large

datasets with k features and n observations of O(kn2) computational complexity,

but homomorphic implementations will also encounter difficulty with a non-linear

decision boundary and distance metric calculation. Prediction on the unencrypted

model with d � n support vectors will be O(dn), but in the homomorphic case

all points will need to be included in the homomorphic calculation as support

vectors, so d = n and computational complexity of encrypted prediction can be

substantial at O(n2).

Decision trees (Breiman et al., 1984) form the basis of several nonparamet-

ric supervised machine learning algorithms for regression and classification. The

basic decision tree repeatedly and recursively partitions the data with binary splits

on a single variable for each split. The splits are chosen greedily so as to maxi-

mize the improvement in predictive performance at each step. While this heuristic

does not guarantee best global performance, it performs remarkably well on many

datasets. The algorithm finds values of a predictor above or below a threshold on

a partition of other splits in the tree that tend to have predominantly one class

10



Figure 2.1: Example non-linear decision boundaries from a SVM model with radial
kernel and cost parameter λ = 1

5
trained on the famous Iris (Fisher, 1936) dataset.

Support vectors are marked with “X”

output label. Various metrics can be used for determining the next split, including

Gini impurity, information gain, or variance reduction. As the algorithm will tend

to overfit on datasets by building unjustifiably deep trees, pruning the resultant

tree to remove some terminal leaf nodes frequently improves the model’s predictive

performance by trading off model bias for reduced variance on test set predictions.

As a strength, these models can capture interactions of predictors well without

the practitioner’s intervention and suffer fewer vulnerabilities to multicollinearity

or nonlinear predictors than linear models. Moreover, the models are intuitive

and offer excellent interpretability and explainability about which variables are

important and how a model made a specific prediction. The branching nature

of decision trees pose problems for homomorphic encryption, however; with fully
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homomorphic encryption, every possible split must be evaluated, so the plaintext

tree that can classify points with O(log n) steps will require O(n log n) on the en-

crypted model. Partial homomorphic or somewhat homomorphic encryption may

not support the necessary branching operations all together.

Figure 2.2: An example decision tree trained on the Iris (Fisher, 1936) dataset
with minimum 5 observations per split

In general decision trees tend to have low bias but suffer from excess vari-

ance, so ensemble forest models (Breiman, 2001; Tin Kam Ho, 1995) have proven

a successful extension of this idea. This technique uses an ensemble of decision

trees and bagging (Breiman, 1996) to construct new datasets so that each tree in

the ensemble can learn from slightly different characteristics emphasized in each

synthetic dataset. This algorithm effectively reduces variance and makes random

forest models particularly robust to extraneous features. It also leads to an un-

usual result in machine learning when adjusting a tuning parameter—the number
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of trees in the ensemble—should only have a positive impact on improving the

model’s predictive performance since it reduces the ensemble’s variance at no cost

to model bias. The beneficial effects of including additional trees in the ensemble

above a few hundred can be quite marginal, however, with CPU and memory con-

sumption naturally increasing as well. In comparison to current state-of-the-art

techniques in deep learning, random forests models require comparatively little

tuning and nearly always produce respectable predictive performance “out of the

box”, so data scientists might favor random forests when quickly prototyping mod-

els to understand a dataset’s structure and establishing a baseline for acceptable

model performance. As a final positive trait, random forests are an embarrassingly

parallel algorithm, so libraries almost universally provide transparent parallelism

across trees (and sometimes within trees). Users with multi-core processors natu-

rally can see excellent training performance of near linear training time reduction

with respect to the number of CPU cores since the task can be trivially and

transparently parallelized. The algorithm works well in a distributed computing

environment where individual trees trained on separate nodes can be easily com-

bined and collected on a single node to form a model, and the finalized model can

be serialized to a single model and distributed to all the nodes for prediction on

distributed datasets.

The rotation forest (Rodriguez et al., 2006) algorithm evolves the random

forest approach by first forming k subset partitions on the training observations

and running these all through principal component analysis (PCA) so that the

feature “rotates” onto a new projection with respect to the original feature space.

The PCA models serve for predicting across the whole dataset so every tree in

the rotation forest ensemble is actually built on the entire dataset. Whereas the

random forest relies on bagging to construct new datasets to prevent each tree

from learning the same model, each of the k PCA partitions introduce the needed

diversity of data for the rotation forest model.
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A further modification to the random forest model is to use random split

points rather than splits points calculated on the data to maximize node purity

or guiding the split-point decision by another metric. These extremely random

forests (Cutler and Zhao, 2001; Geurts et al., 2006) are of particular interest for

homomorphic encryption schemes since determining the split points does not re-

quire comparison operations; moreover, they offer many avenues for parallelism to

reduce computational times, thereby addressing two concerns that have prevented

the application of homomorphic encryption to machine learning on datasets.

Gradient boosting (Schapire, 1990) performs classification or regression

tasks by applying a weak base learner that does not attempt to offer the highest

predictive performance initially. Instead, iterative rounds improve the ensem-

ble model’s performance and reduce the model’s training and prediction loss. A

penalty function applies more heavily to the model’s large misses from the past

round so that in the following round the model won’t repeat the same poor predic-

tions; therefore, these models prove particularly effective at predicting “difficult”

data observations near decision boundaries. Practitioners commonly use shallow

decision trees as the weak base learner, but software implementations also allow

regression models or user-supplied custom functions. To achieve optimal perfor-

mance, training with very low learning rates over hundreds or even thousands of

rounds can avoid the danger of overfitting that would otherwise plague boosting

if strong learners with large learning rates were used. The modern implementa-

tions of XGBoost (Chen and Guestrin, 2016), LightGBM (Ke et al., 2017), and

CatBoost (Dorogush et al., 2018) have found tremendous success in the Kaggle

machine learning community competitions and routinely feature among the top-

performing models on tabular datasets. This model specification requires far less

feature engineering than regression models since nonlinearities and interactions

are automatically captured; dropout combined with low learning rates, early stop-

ping, and subsampling by row or column effectively control overfitting but also
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make the models require robust to irrelevant features. Since most boosting imple-

mentations use trees as the base learners, the same barriers preventing adoption

of tree-based models to homomorphic encryption apply here as well.

Taking inspiration from biological neurons, artificial neural networks trace

their history back across decades of abortive development (Ivakhnenko and Lapa,

1966; Rosenblatt, 1958; Schmidhuber, 2015) and use matrices of weights and bi-

ases for neurons to model the relationship between an input and an output layer.

To introduce a nonlinearity into the specification, a nonlinear activation function

(typically sigmoid, tanh, ReLU (Nair and Hinton, 2010)) applies to each output

layer. The most basic form is the perceptron (Rosenblatt, 1958), but this has

evolved into the multilayer perceptron and deeper models with hundreds of lay-

ers (He et al., 2016; Huang et al., 2017; Larsson et al., 2016). The models can

perform both regression and classification as well as many other pattern recog-

nition tasks. In the form of deep neural networks, these have gained immense

focus in recent years for their success in machine translation and natural language

processing (Gehring et al., 2017; Jozefowicz et al., 2016; Mikolov et al., 2015;

Vaswani et al., 2017), sequence modeling and forecasting (Chung et al., 2014;

Hochreiter and Schmidhuber, 1997; Smyl, 2020), and computer vision (He et al.,

2016; Krizhevsky et al., 2012; LeCun et al., 1989; Redmon and Farhadi, 2018; Ren

et al., 2015). Since training these models can be slow on general-purpose CPUs,

specialized and dedicated hardware exist for accelerating training of these models.

2.1.2 Unsupervised Machine Learning

While supervised machine learning focuses on learning and predicting tar-

get outcomes from input features, the field of unsupervised machine learning cov-

ers applications where class membership or target values for prediction remain

unknown. Practitioners routinely utilize these methods during exploratory data

analysis. Techniques such as principal component analysis (PCA)(Hotelling, 1933;
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Pearson, 1901), multidimensional scaling (MDS) (Mead, 1992), random projec-

tions (Bingham and Mannila, 2001), non-negative matrix factorization (Févotte

and Idier, 2011; Lawton and Sylvestre, 1971; Lee and Seung, 1999; Paatero and

Tapper, 1994), autoencoders (Hinton and Salakhutdinov, 2006; Kramer, 1991),

t-distributed stochastic neighbor embedding (t-SNE)(Hinton and Roweis, 2002),

and uniform manifold approximation and projection (UMAP) (McInnes et al.,

2020) prove useful for dimensionality reduction as a part of preprocessing pipelines

for supervised machine learning applications. When dealing with high-dimensional

data, dimensionality reduction can facilitate visualization of the dataset in a lower-

dimensional space so humans can better understand the data’s structure.

Neural networks also demonstrate success in unsupervised learning as self-

organizing maps (Kohonen, 1982), autoencoders (An and Cho, 2015; Kramer,

1991), generative adversarial networks (Goodfellow et al., 2014), or for feature

extraction (Le, 2013; Radford et al., 2015). Furthermore, when applied as an

initial preprocessing step, these algorithms can help remove noise to improve the

supervised model’s accuracy and robustness on out-of-sample observations in ad-

dition to speeding up the training time on large datasets and models. These

neural network architectures serve as useful models in anomaly detection and out-

lier detection applications, particularly in scenarios with large data quantities and

irregular data densities mixing convex and concave shapes that parametric models

struggle to represent.

Clustering tasks comprise a common application of unsupervised learning.

The k-means clustering algorithm (Forgy, 1965; Lloyd, 1982; MacQueen, 1967;

Steinhaus, 1957) requires a priori specification of the number of clusters and forms

a linear decision boundary between clusters after iteratively assigning and updat-

ing centroids based on the closet data points. Hierarchical clustering is another

classical clustering technique that operates either as “agglomerative” by starting

all points in their own clusters and merging them to other points on a graph until

16



the final number of desired clusters is reached or by “divisive” mode where all

points start in a single connected component and the most distant are iteratively

split off. This approach is unpractical on large datasets, however, due to its O(n3)

computational complexity. The powerful DBSCAN (Ester et al., 1996a) algorithm

addresses some of these shortcomings with worst-case O(n2) computational com-

plexity and O(n log n) on non-degenerate data with carefully selected parameters.

The algorithm works well on clusters of heterogeneous shape but uniform density.

It operates by repeatedly marking points within a given radius as part of a con-

nected component graph so that clusters can take arbitrary shapes and merge.

A tolerance factor allows other points near the connected component to join the

cluster but not influence the propagation of the core cluster. Extensions to this

approach include the OPTICS (Ankerst et al., 1999) and HDBSCAN (Campello

et al., 2015) algorithms. The primary difficulty homomorphic encryption adap-

tions of these algorithms will encounter are in calculation of the distance metric,

branching on assigning cluster membership or selecting the next point, and exces-

sive computational and memory costs.

2.2. Homomorphic Encryption

Homomorphic encryption allows for computation on an encrypted cipher-

text while obscuring the original unencrypted plaintext from the party that per-

forms calculations. Numerous variations exist for achieving differential privacy

(e.g. hiding the plaintext from the party performing the calculation, hiding the

algorithm or its parameters from the party that submits the data and receives the

results, hiding the algorithm’s predictions), but limitations frequently constrain

the operations permitted by the scheme. While interest in homomorphic encryp-

tion renewed with Gentry’s PhD dissertation (Gentry, 2009) on fully homomorphic

encryption (FHE), cryptographers have known of homomorphic properties in some

cryptosystems since the discovery of public key cryptography.
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While in principle a homomorphic encryption scheme could apply to a sym-

metric encryption cipher, for practical usability reasons, homomorphic encryption

research nearly exclusively focuses on asymmetric encryption; clearly more appli-

cations and configurations for multi-party computation exist when using asym-

metric encryption.

In general terms, an asymmetric encryption scheme takes input message m

with a public key kp to produce a ciphertext message E(m, kp) = mc. Only the

holder of the private key ks can decipher the message by evaluating the decryption

function to recover the original message D(mc, ks) = m. The decryption function

should, therefore, satisfy the following property so that the cryptosystem success-

fully conceals information about m from all but the encrypter of the message m

and the holder of the secret key ks:

m = D(E(m, kp), ks) (2.2)

Most of these encryption schemes operate on messages m in a restricted

range of integers (i.e. an integer ring Zn of order n). The algorithm’s key size

will determine the security of the cryptosystem against a brute force attack that

enumerates every possible key to attempt decryption. In contrast, most fully

homomorphic encryption systems must individually encrypt the bits of m. The

algorithm, therefore, first splits the plaintext message m into an array of bits and

then encrypts each bit individually. Every subsequent homomorphic encryption

operation will expand each of these bits into a larger collection of bits to ensure

semantic security. The individual bit operations and ciphertext expansion repre-

sent the chief reasons for the FHE system’s impracticality when applied to general

purpose computing or machine learning. In contrast, the partially homomorphic

encryption systems discovered earlier can still operate on integer messages m and

do not suffer from ciphertext expansion. While the FHE systems can simulate
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logical AND and NOT gates, the partially homomorphic encryption (PHE) systems

could serve as more appropriate building blocks for machine learning methods

given their superior computational speed, far more modest memory requirements,

and well-understood and studied properties and software implementations.

Shortly after the discovery of public key cryptography with the RSA cryp-

tosystem (Rivest et al., 1978b), Rivest et al. (1978a) investigated privacy homo-

morphisms of the algorithm and enumerated algebraic properties necessary for a

partially homomorphic cryptosystem to allow secure computation. Specifically,

given the public key kp and the ciphertext messages E(m1, kp) and E(m2, kp),

a third party can calculate the equivalent plaintext multiplication E(m1, pk) ·

E(m2, pk) = E(m1 ·m2, kp). The malleability homomorphic properties exhibited

by the RSA algorithm are in fact disadvantageous to secure communication since

the algorithm runs deterministically, so “textbook RSA” produces insecure com-

munication without the addition of random padding bits added to each message.

Padding produces semantic security, whereby knowledge of the ciphertext and

public key neither compromise any additional knowledge about the private key

nor undermine the security of other encrypted messages. Removing the cryp-

tographic malleability property with the padding so that running the algorithm

multiple times does not produce the same output (i.e. E1(m1, kp) 6= E2(m1, kp)),

also necessarily destroys the homomorphic property, however. At the time it

remained unclear if arbitrary computation could be supported on homomorphic

cryptosystems or if only a small subset of operations were possible, so immature

understanding in the field and meager computing power prevented useful homo-

morphic encryption applications.

Other cryptosystems beyond RSA similarly exhibit homomorphic proper-

ties. The ElGamal cipher (ElGamal, 1985) allows for plaintext multiplication;

given knowledge of kp and the ciphertext E(m, kp), any party may calculate the

valid plaintext message hm for any constant h. Standard software implementa-
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tions once again remedy the chosen ciphertext vulnerability through modification

or padding.

While malleability and homomorphic properties present disadvantageous

properties for the common public key cryptography applications to signatures,

key exchange, or secret sharing, specific cryptosystems exist that possess homo-

morphic properties without leaking plaintext information. Of particular interests

to data scientists, some of these have implementations as libraries for the R and

Python languages, which reduces the usability gap of introducing homomorphic

cryptography into data science workflows and algorithms.

For example, the Paillier cryptosystem (Paillier, 1999) uses key sizes in

the range commonly used for RSA (i.e. 2048 bits to 4096 bits) and allows an

unlimited number of operations equivalent to addition of plaintexts. Specifically,

the algorithm accomplishes the addition of plaintexts through the multiplication

of ciphertexts, i.e.

D(E(m1 +m2, kp), ks) = D(E(m1, kp) · E(m2, kp), ks) = m1 +m2 (2.3)

Additionally, the cryptosystem supports the multiplication of a plaintext constant

h with the encrypted plaintext message m, i.e.

h ·m = D(E(m, kp)
h, ks) (2.4)

Practitioners can exploit these two highly-useful properties for building machine

learning algorithms, and importantly implementations exist in the popular data

science languages of R (Narasimhan, 2019), Python (Thorne, 2019), and Ju-

lia (Thorne, 2020).

Other cryptographic schemes only allow a finite number of operations be-

fore noise in the Ring Learning with Error (RLWE) problem collapses. The fully

homomorphic encryption (FHE) scheme proposed by Gentry (Gentry, 2009) and
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refined with further performance improvements are computationally infeasible at

this time for general-purpose computing or machine learning. As knowledge of

these cryptosystems and their capabilities increases, the machine learning com-

munity will become more interested in using these methods for building privacy-

preserving machine learning systems, but for the foreseeable future FHE systems

remain intractable for general-purpose encrypted computing since a plaintext of

one byte can explode to gigabytes of ciphertext data or larger after several chained

homomorphic operations.

2.2.1 Paillier Cryptosystem

Paillier (1999) introduced a cryptosystem whose difficulty relies on the

decisional composite residuosity problem. Given two large prime numbers p and

q and their product n = pq, a number z is an n-th residue module n2 if and only

if there exists y ∈ Z∗
n2 such that

z = yn mod n2 (2.5)

The intractability of this problem does not depend on the specific selected parame-

ters values; for all parameter choices it is shown to be either solvable in polynomial

time or intractable since Paillier (1999) shows that the problem is random-self-

reducibility, i.e. a random case is equivalent to the average case difficulty. The

security of Paillier, therefore, relies upon the difficulty of finding n-th residues

solutions.

For key generation, two large primes are selected in the integer ring p, q ∈

Zn and the product n = pq calculated. The n and product (p− 1)(q− 1) must be

corprime, i.e. gcd(pq, (p − 1)(q − 1)) = 1. A generator g is selected where g ∈ Z

that is a multiple of n. The public key becomes (n, g), and the components p

and q remain secret and impact other values that also must remain secret. From
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the private key, we calculate the Carmichael function λ(n) = lcm(p − 1, q − 1)

for cryptographic operations. The exact order of Z∗
n2 can be calculated using the

Euler’s totient function φ(n) = (p− 1)(q− 1) to give |Z∗
n2| = φ(n2) = nφ(n). Due

to Carmichael’s theorem (Carmichael, 1913)

wλ = 1 mod n (2.6)

wnλ = 1 mod n2 (2.7)

To encrypt a plaintext message m ∈ Zn2 , a random r ∈ Z∗
n is selected.

Using the public key (n, g), the ciphertext is produced by

mc = gmrn mod n2. (2.8)

The encryption function maps Zn 7→ Z∗
n2 , so quadratic ciphertext expansion oc-

curs, and the ciphertext exists in a closed, modular multiplicative group. Ci-

phertext expansion is a constant challenge for fully homomorphic schemes since

repeated operations and branching logic quickly lead to sizes that become un-

practical for useful computation, but the Paillier cryptosystem only incurs this

overhead as a one-time penalty during the encryption, and due to the method

of calculating homomorphic addition, no further expansion occurs regardless the

number of chained operations performed on the ciphertext.

To simplify notation, define L(x;n) = x−1
n

. The holder of the private key

can decrypt the ciphertext mc ∈ Z∗
n2 using

m =
L(mλ

c mod n2)

L(gλ mod n2)
mod n (2.9)

Note that µ = L(gλ mod n2)
−1

mod n is the modular multiplicative group inverse

and must exist for a valid key pair.

Theorem 1. The encryption and decryption functions of Paillier are correct and
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cancel, i.e. D(E(m)) = m.

Proof. Define the notation [[w]]g to indicate the class of w from the generator g

satisfying

[[w]]g = {w ≡ gxyn mod n2 : ∃x ∈ Zn, y ∈ Z∗
n} (2.10)

Then we can verify that the original message is returned from chained decryption

and encryption steps

L(mc
λ mod n2) · µ mod n =

L(mc
λ mod n2)

L(gλ mod n2)
mod n (2.11)

=
λ[[mc]]n+1

λ[[g]]n+1

mod n (2.12)

=
[[mc]]n+1

[[g]]n+1

mod n (2.13)

= [[mc]]g mod n (2.14)

= m mod n (2.15)

≡ m (2.16)

Equation 2.12 follows from Lemma 10 with additional details and formal defini-

tions in Paillier (1999); Equation 2.15 follows from the definition of encryption in

Equation 2.8.

Theorem 2. The Paillier cryptosystem is homomorphic for addition through the

multiplication of ciphertexts, i.e. D(E(m1) · E(m2)) = m1 +m2.

Proof. Since each ri value used during encryption is a random constant arbitrarily

chosen, we can combine these into a single term r = r1+r2. Therefore with simple
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groupings in the exponents and by modular arithmetic we have

D(E(m1) · E(m2)) = (gm1rn1 mod n2)(gm2rn2 mod n2) (2.17)

= gm1+m2rn1 r
n
2 mod n2 (2.18)

= gm1+m2rn mod n2 (2.19)

= m1 +m2 mod n (2.20)

≡ m1 +m2 (2.21)

Since m1,m2 ∈ Zn and therefore m1 ≤ |Zn| = n and m2 ≤ |Zn| = n, the desired

plaintext addition is in the same equivalence class as the ciphertext multiplication

because m1 +m2 ≤ 2n < |Z∗
n2| = nφ(n) ≈ n2 for any n.

Theorem 3. Given a constant k ∈ Zn and a message m ∈ Zn, Paillier allows the

homomorphic multiplication D(E(m)k mod n2) = km mod n

Proof. This follows from the definition of exponentiation and reduction on the

modular group.

D(E(m)k mod n2) = D(
k∏
E(m) mod n2) (2.22)

=
k∏
D(E(m) mod n2) (2.23)

= k ·m mod n2 (2.24)

≡ k ·m (2.25)

As in Theorem 2, for demonstrating that our result is in the final equivalence class

km, we rely on k ≤ |Zn| = n and m ≤ |Zn| = n, so km ≤ n2.

As with RSA, digital signatures proving message integrity against modifica-

tion are also possible with this scheme. Since the signature can only be generated

with posession of the private key, this can serve as a non-repudiation mecha-
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nism and guarantee the authenticity of a message’s origin. A k-bit hash function

h(m) 7→ {0, 1}k ⊂ Zn2 operating on message m ∈ N can be used by the signer

with possession of the private key λ to generate a signature S = (s1, s2) by

s1 =
L(h(m)λ mod n2)

L(gλ mod n2)
mod n (2.26)

s2 = (h(m)g−s1)
1/n mod λ

mod n (2.27)

Using the public key (n, g) and the message digest from the hashing algorithm

h(m), the signature S can be proven valid if

h(m) = gs1sn2 mod n2. (2.28)

We will not use the digital signing capabilities of Paillier for our machine

learning implementation, but these could in principle be used to add additional

security features to a machine learning pipeline involving multiple parties. For ex-

ample, when a dataset is encrypted and sent to another party for prediction, users

could validate the provenance and the integrity of the dataset against tampering

from a malicious party. The same could apply to an encrypted model to guard

against manipulated weights or a substituted model from a man-in-the-middle

attack seeking to pass off a falsified model.

2.3. Homomorphic Encryption and Machine Learning

Aslett et al. (2015b) present a review of available homomorphic schemes

and their applications to machine learning in a manner accessible to data scientists

and statisticians. We will now examine specific approaches other researchers have

taken and discuss the necessary modifications to the machine learning algorithms

and limitations required during training or prediction.
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2.3.1 Supervised Machine Learning

Interest in applying machine learning to homomorphic encryption schemes

has recently led to research in merging results from both fields. On first exami-

nation, it is not at all obvious that machine learning can be applied to homomor-

phically encrypted data. For FHE schemes, ciphertext expansion can result in a

single plaintext that grows from 32 bits to gigabytes of ciphertext after enough

logic gates to perform the necessary calculations have been simulated; with an

encrypted dataset growing perhaps millions of times larger than the original plain-

text, even small datasets of several dozen rows and columns can consumer excessive

memory beyond the memory available in even a large server. Naehrig et al. (2011)

examined this issue, and somewhat homomorphic encryption (SHE) schemes pre-

vent ciphertext expansion and allow machine learning with some algorithms. But

this approach comes with its own drawback, viz. required modifications to the ma-

chine learning algorithm to support either limited operations on the ciphertexts or

limited number of chained operations. Frameworks supporting private learning ac-

cessible to data scientists such as PySyft (Ryffel et al., 2018), TFEncrypted (Dahl

et al., 2018), SEALion (van Elsloo et al., 2019), and nGraph-HE (Boemer et al.,

2019a,b) have started to appear but remain in their infancy and neither widely

adopted nor even known by data scientists.

Most input feature data takes the form of continuous numeric values rather

than the integers that cryptosystems encrypt, so these real values must first be

encoded by some scheme into integers. This comes with its own difficulties such

as fixing the precision and constraining the range of possible values. Rather than

operating on real values, Bourse et al. (2018) took a different classifier approach

by utilizing FHE and retaining nonlinear activations through approximations by

discretizing the model parameters. The model can serve a single prediction in 1.7

seconds.
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Most machine learning algorithms require operations not natively sup-

ported by partially or somewhat homomorphic encryption schemes (e.g. compar-

isons, distance measures, calculating loss with square error), so some modification

to machine learning libraries prove necessary. Generally this takes one of two

forms: reformulation (or approximations) of steps in the machine learning al-

gorithm to operate with the limited operations supported by the homomorphic

encryption system or multi-party computing to split steps of training a model

and serving predictions between several hosts so that information does not leak

to either eavesdroppers or participants. Although fully homomorphic encryption

schemes can theoretically support any algorithm, memory and computing con-

straints make them currently unfeasible for all except the smallest datasets of a

few observations and features.

Several partially homomorphic encryption (PHE) schemes exist that pos-

sess useful properties for machine learning while still maintaining adequate com-

putational speed. The Paillier cryptosystem (Paillier, 1999) allows the addition

of two ciphertexts and the multiplication of a ciphertext with a plaintext. While

undoubtedly useful operations, machine learning algorithms require modifications

from their canonical formulations to function with such limited operations. Pub-

lished research has largely ignored the strengths of Paillier and instead focused on

richer promise of more supported operations by FHE.

Graepel et al. (2012) present an early proposal for classification on ho-

momorphically encrypted data. This method uses a reduced number of gradient

descent steps for training a linear discriminant analysis classifier (Fisher, 1936)

in order to place a depth limit on the number of required homomorphic encryp-

tion circuits. Real numbers must be encoded as integers for encryption, but this

approximation occurs through rounding the result of multiplication with a con-

stant. While the model can train on the encrypted data, the decrypting client

must perform a final rescaling on the predictions to reconstruct real values from
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the decrypted ciphertext integers back to the original scale.

Bost et al. (2015) present a hyperplane classifier on encrypted data and

moreover propose an implementation of Näıve Bayes and decision trees. With

these building blocks, the AdaBoost method proves attainable and achieves feasi-

ble performance, scoring hundreds of observations per second. While this schemes

requires that two parties cooperate to serve results, it at least exhibits immunity

to collusion and otherwise dishonest actors. Multi Party Communication (MPC)

schemes such as this serve as possible architectures for privacy-preserving machine

learning by separating data and steps during training and serving machine learn-

ing models. In addition to the frequent requirement for honest or non-colluding

servers, communication overhead and latency can make these schemes unfeasible

for embedded applications or other scenarios targeting only a single computing

server, however. MPC systems can also secure linear regression, logistic regres-

sion, and neural networks (Mohassel and Rindal, 2018; Mohassel and Zhang, 2017;

Wagh et al., 2018) with relatively minimal modifications to the algorithm but in-

curring latency and coordination overhead. Given the complexity of the models

and number of operations required, (Juvekar et al., 2018) perhaps surprisingly

have trained convolutional neural networks on private plaintext data and served

predictions on homomorphically encrypted data.

Random forests (Breiman, 2001; Tin Kam Ho, 1995)—and tree-based mod-

els in general—would not work with such a cryptosystem since they require the

operations min, max, and count to identifying split points and comparisons when

evaluating a tree. Aslett et al. (2015a) achieve this, however, by first binning

of the features used as input to a random forest classifier as the key step before

encryption and training. This step requires the same binning step to occur on the

prediction server, so the client encrypting the data for prediction must also have

this preprocessing code.

Some solutions for preserving privacy while training tree-based models have
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been proposed that do not use homomorphic properties but rather involve a train-

ing protocol that judiciously divides model information between participants with-

out explicitly revealing split points (Du and Zhan, 2002), yet modifications to

homomorphic cryptosystems (both FHE and PHE) and machine learning algo-

rithms have started to appear that preserve privacy while allowing learning and

predicting from ciphtext data. As an alternative approach, Wu et al. (2015) em-

ploy decision trees and random forests as the basis for their MPC system whereby

a server offers predictions on feature vectors without learning about the inputs or

predictions. Aloufi et al. (2019) extend this work to allow the distributed scoring

of multiple tree models between multiple owners.

2.3.2 Unsupervised Machine Learning

Unsupervised algorithms have seen relatively meager attention compared

to supervised classifiers. The isolation forest (Liu et al., 2008)—while very useful

for detecting non-convex anomalies in high-dimensional data—would similarly fail

to operate unmodified with most PHE cryptosystems. Distance-based methods for

anomaly detection such as k-nearest neighbors and DBSCAN (Ester et al., 1996b)

suffer from a different problem: the distance metric necessitates multiplication of

ciphertext features. By vertically partitioning the feature data between multiple

parties, (Zhan et al., 2005) develop a privacy-preserving k-nearest neighbors al-

gorithm. Other homomorphic implementations of k-NN also exist (Shankar and

Ilayaraja, 2018; Yang et al., 2018). Rahman et al. (2017) propose a MPC imple-

mentation of DBSCAN. Liu et al. (2012) developed a two-party approach where

data is partitioned horizontally or vertical to implement DBSCAN.

While initial privacy-preserving work has focused largely on supervised

learning (specifically classification), Jäschke and Armknecht (2019) developed a

homomorphic encryption application of k-means clustering. Specifically, they de-

velop two approaches: one a relatively unmodified version of the k-means algo-
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rithm using individual digit encoding and a second modified k-means algorithm

(called “stabilized k-means”) that executes a multiplexer logic gate to update cen-

troids calculations. While the former approach would work in theory, the authors

find in practice the program would run for 1.5 years on a relatively small dataset,

and therefore once again the second, modified version of the machine learning

algorithm appears the more promising approach for applying homomorphic en-

cryption. As another clustering algorithm, Su et al. (2007) suggest a two-party

protocol where each party has a hidden document that should not be revealed to

others. By engaging with the other party in a calculation and exchange proto-

col, agglomerative clustering is developed with this MPC protocol. The approach

requires cooperating parties, however, and will not accommodate the common

scenario of a single party with documents for clustering.

The paucity of work on unsupervised machine learning with homomorphic

encryption makes this a future fertile research field and presents opportunities

for software engineers to write libraries and fulfill the need for privacy-preserving

machine learning libraries for anomaly detection, dimensionality reduction, and

clustering.

30



Chapter 3: Research Design and Methods

To achieve the goals of building a usable supervised machine learning li-

brary with homomorphic encryption, this thesis will require creating a software

package targeting the Python language. Python is a good choice of program-

ming language for this task since it offers an extensive ecosystem of packages

for general-purpose computing, cryptography, and data science. Python pack-

ages exploit strong bindings and integration with C and C++ libraries for speed,

so common cryptographic and numeric optimization algorithms do not sacrifice

efficiency when providing the high-level Python API.

Since the targeted machine learning algorithms are logistic regression and

multi-layer perceptrons, the Python scikit-learn (Pedregosa et al., 2011) im-

plementation classes can serve as the basis for extension. This library contains

implementations of both algorithms and has developed extensive books, tutorials,

and community. It has strong popularity in both scientific research and industry,

so minimizing deviations from its API and approach will maximize the appeal of

the library we create and minimize the effort needed for users to learn and use our

library.

Next, we naturally require a cryptosystem. The Paillier cryptosystem

meets our needs and has a Python implementation. Key management should

ideally be abstracted away from the user as much as possible so that the data

scientist can focus on using the model and not worrying about complexities of

generating keys or exchanging these with the necessary other actors. Since multi-

party computing clearly requires the exchange of both encrypted data and models,
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the implementation must allow easy serializability of the resulting objects.

Finally, analysis will seek to compare the performance of the encrypted

implementation compared to plaintext models. It is expected that the encrypted

implementation will naturally be slower and use more memory, but it will be useful

to establish plausible upper bounds on the size of datasets that are practical for

analysis. In particular, we will be interested in scalability in terms of the number

of rows and columns on the input dataset. The impact by key size will also be of

interest on performance. Many other approaches in the literature use approxima-

tions to accelerate or enable training and model accuracy can be compromised, so

we should also validate that our implementation does not incur deleterious effects.

Since we are targeting IoT devices with limited memory and compute resources,

we will also seek to establish the performance on several different devices and ver-

ify that the software can be easily deployed to these devices with several varying

operating system, software versions, and hardware architectures.
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Chapter 4: System Overview

Our software—the encryptedmodels package—is a Python library that

easily lets data scientists train, deploy, and predict with encrypted models using

homomorphic encryption. Its architecture, design, and usage is described in this

chapter.

4.1. Package Architecture

An important goal in designing software libraries is creating a library API

that is familiar and intuitive for users. We, therefore, model the package API

on the commonly-used scikit-learn and explicitly follow the Liskov substitu-

tion principle (Liskov, 1987) when extending scikit-learn classes, specifically

the LogisticRegression and MLPClassifier models for classification with ho-

momorphically encrypted models or data. Python users will all be familiar with

the fit and predict workflows when working with this package which allows

instantiated models to chain other commonly-used data science tasks such as

cross validation or preprocessing. Any preprocessing pipeline using operations

unsupported by the Paillier cryptosystem will fail (including the commonly-used

StandardScaler), but the interested data scientist may create custom prepro-

cessers compatible with the cryptosystem. Our unit tests with Pytest(Okken,

2017) provide 100% code coverage, assuring correctness of the encryption and

decryption implementation.

Figure 4.1 shows the encryptedmodels architecture and how it integrates
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Figure 4.1: Class diagram of encrypted HomomorphicLogisticRegression and
HomomorphicMLPClassifier models with inheritance from base estimators pro-
vided by scikit-learn

with and extends the scikit-learn linear model classes for binary classification.

The predict log proba(X) method inherits from the LogisticRegression class,

so we do not need to implement it, but the critical fit(X, y) and predict -

proba(X) implementations in our HomomorphicLogisticRegression class must

overwrite the base linear model class. A predict(X) method provides raw,

unscaled predictions; in this mode, output scores greater than zero correspond

to predictions for the positive class and scores less than zero correspond to the

negative class.

While adhering to the open-closed principle (Meyer, 1997) from object-

oriented design, the core functions encrypt(pk) and decrypt(sk) encrypt and
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decrypt the model’s parameter’s with the public key and secret key, respectively;

for the logistic model, instance variables intercept and coef store these pa-

rameters in numpy (Van Der Walt et al., 2011) arrays. With an encrypted model,

subsequent calls to the encrypt(pk) method perform no operations to avoid

doubly-encrypting the model. The inclusion of the pubkey instance variable does

not compromise the model’s security but allows serializing the model in a single

pickle (Van Rossum, 2020) object rather than requiring the public key to be

transferred between agents separately. This design permits multiple parties to be

involved with the training and serving procedures without explicit effort on the

data scientist’s part to handle key exchanges.

For the HomomorphicMLPClassifier, we inherit from MLPClassifier. As

with the HomomorphicLogisticRegression class, a boolean instance variable

encrypted indicates whether the model parameters are encrypted, and an in-

stance variable pubkey holds the public key used for encryption. Since deep neu-

ral network models contain a weights matrix and biases vector for each layer, the

HomomorphicLogisticRegression class inherits the intercepts and coefs list

instance variables holding the model parameters from the abstract and unexposed

BaseMultilayerPerceptron.

While the encrypt(pk) method homomorphically encrypts the intercept

and coef model parameters for the HomomorphicLogisticRegression model, we

cannot encrypt all parameters for the HomomorphicMLPClassifier model when

trained with multiple hidden layers. This might appear to compromise privacy,

but the consequences and mitigations are discussed in Section 4.2.

4.2. Privacy Preserving Properties

As in Graepel et al. (2012), we assume the other parties in our system are

honest but curious (i.e. they would gladly gather any information available to them

but unlike a malicious counterparty will not withhold data, corrupt calculations,
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or break the exchange procedures). Equation 4.1 describes the output of the

activation function σ(x) = O for level i in the neural network; i = 0 indicates the

input layer and i ∈ {1, . . . , n} represent the hidden layers in the network.

Oi = σ(WiOi−1 + bi) (4.1)

The initial input Oi = X takes the input feature data. This recursive rela-

tionship defines the final activation on the last layer on. Training learns a unique

weight matrix Wp,i and biases bp,i for each level with plaintext data Xp. Homomor-

phic encryption obfuscates the weights Epk(Wp,i) = Wc,i and biases Epk(bp,i) = bc,i

so as not to reveal information beyond the model architecture. To score new

plaintext data Xp we calculate the first layer’s output

O1 = σ(Wc,0 ·Xp + bc,0) = Oc,1 (4.2)

which yields ciphertext Oi = Oc,i. The Paillier cryptosystem supports the dot

product calculationW ·X except with bothW andX ciphertext sinceDsk(Epk(W )·

Epk(X)) 6= W ·X for Paillier. This is true since all of the following are permissible

and equivalent in Paillier:

mp,1 +mp,2 = Dsk(mc,1 ·mc,2) = Dsk(mc,2 ·mc,1) (4.3)

Similarly, the cryptosystem supports any ciphertext addition W ·X + bc,i

regardless if the product W ·X is plaintext or ciphertext. However, any nonlinear

activation function proves problematic for Paillier. With the same motivation

of Wagh et al. (2018) to avoid the complexity and cost of garbled circuits and

additional information exchange, we adopt an identity activation σ(x) = x to

bypass the difficulty of calculating the nonlinear ReLU, tanh, or sigmoid on the

ciphertext. However, the final layer’s output, therefore, remains unnormalized.
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Instead of applying the sigmoid activation function to the final layer to scale

scores On ∈ (0, 1) and using a decision boundary at 0.5, the identity function’s

boundary forms at zero with On ∈ (−∞,∞).

If the network has more than one hidden layer, Paillier does not support the

required calculation Wc,2 · Oc,1 on the second layer. Therefore, the encrypt(pk)

method of the HomomorphicMLPClassifier avoids ciphertext dot product calcu-

lations by not encrypting the weights for layers i > 1 but it does encrypt all biases

bi since Paillier allows homomorphic ciphertext addition. In principle, instead of

encrypting only the first layer weights in the model, we could choose any single

layer’s weights to encrypt. Although encrypting only a single layer might appear

to limit privacy significantly, in practice the information leaked from unencrypted

hidden layer weights is minimal, and when no more than two hidden layers are

used no information leaks.

Theorem 4. For a neural network with n ≤ 2 hidden layers, encryption of the

weights and biases in at least one layer provides sufficient privacy against an

adversary learning information about any other layer so long as the attacker has

access to no more than one of Xp or yp.

Proof. In the trivial case where all model parameters Wc,1, Wc,2, bc,1, and bc,2

are encrypted, no information is leaked, and knowledge of neither Xp nor yp can

demask Wp,i or bp,i. Indeed, in this case we could even make the stronger claim

that no information leaks about the model parameters when the attacker knows

both Xp and yp—excluding the attacker training a model on many samples of Xp

and yp and assuming that the encrypted model closely matches this reconstruction.

For the first scenario, consider the attacker has access to Xp but not yp.

With encrypted first layer weights and biases, the attacker can calculate Wc,1 ·

Xp + bc,1 = Oc,1. Trying to calculate a prediction y yields O2 = Wp,2 ·O1,c + bp,2 =

Oc,2 = yc, so yp does not leak. The attacker, therefore, only has access to plaintext

Xp, Wp,2, and bp,2 with no avenue to learn anything further about the model
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parameters. Since the encrypted layer i = 1 could conceivably contain any values

for W1 and b1 and the output O1 is encrypted, the results Wp,2 · Oc,1 = Oc,2 yield

no information about the relationship between the input features in layer i = 2

and the unencrypted weights Wp,2. If instead the second layer contains encrypted

weights and biases while the first layer remains plaintext, the conclusions remain

the same, but the output of the first layer is now O1 = Op,1. While the attacker

gains knowledge of Wp,1, this is insufficient to reveal the meaning of those weights

without knowledge of yp since O2 = Wc,2 · Op,1 + bc,2 = Oc,2 = yc. This shows

why we preferably encrypt W1 and b1 in a multilayer perceptron model rather

than Wi and bi where i > 1 since the ciphertext Oc,1 occurs for the first activation

and therefore cascades to obscure all further calculations whereas the ciphertext

activation Oc,2 occurs with the second layer encrypted but leaves Op,1, Wp,1, and

bp,1 exposed.

For the second scenario, imagine the attacker has access to yp but not Xp.

By symmetry, the argument proceeds as above for the two cases of either the first

layer or the second layer encrypted, but with the attacker attempting to demask

Xp instead of yp and the effect of the first layer or second layer encrypted cascade

reversed.

4.3. Model and Data Exchange Protocols

The encryptedmodels framework supports architectures to obfuscate ei-

ther the model parameters or the data for prediction. Examples for each are given

in the following sections.

4.3.1 Encrypted Model

First we examine the scenario where the model’s parameters are encrypted

so as to hide the learned weights and possibly obscure the purpose and behavior

of the trained model. Figure 4.2 shows a three-party distributed encrypted model
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Figure 4.2: Prediction with encrypted model

configuration. While only Alice may decrypt the model or encrypted predictions,

Alice will not learn the model weights. Alice sends a plaintext dataset to Bob who

trains the model, and Bob encrypts the model so others cannot learn the trained

parameters. Carol receives a new dataset for prediction from Alice, so Bob sends

the encrypted model to Carol. Carol then feeds the plaintext features into the

model and produces ciphertext predictions. Carol has no knowledge of the model’s

parameters Wi and bi and also learns nothing from the ciphertext predictions yc

but can send the ciphertext predictions back to Alice, the only one capable of

decrypting. Alice, therefore, cannot see the trained model but can act on the

predictions for new datasets. Bob knows the model’s training parameters and

relationship between X and y on the training dataset but does not learn anything

about the new prediction data. Carol sees only the new prediction features Xp

but learns nothing from the encrypted model or even the purpose of the model

and predictions.

Alternative configurations are also possible. Figure 4.3 shows a different

architecture for a distributed model with three parties, but this time Alice trains

the model on plaintext and also encrypts the model with the public key pk. Al-

ice then sends the encrypted model to Bob and the secret key to Carol. Alice,
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Figure 4.3: Prediction with encrypted model trained by Alice

therefore, learns the relationship between X and y from the training dataset, but

learns no further information about the test set. Bob acts as the prediction server

in this configuration and learns nothing from the encrypted model and only sees

the new plaintext dataset for prediction. Bob takes the plaintext prediction set

and returns the ciphertext predictions yc to Carol. Carol never sees anything of the

model parameters or architecture but merely decrypts the predictions on the new

dataset. Note that this configuration requires Alice to trust Carol with the private

key, so if Bob and Carol collude or Carol intercepts the model exchange from Alice

to Bob or in some other way gains access to mc, Carol can trivially decrypt and

learn the model’s parameters. Similarly, if Bob intercepts the transmission of the

secret key ks from Alice to Carol, Bob can learn the model parameters.

4.3.2 Encrypted Data

Next we examine the scenario where the model remains unencrypted but

the new dataset for prediction is encrypted. Figure 4.4 demonstrates prediction

on new encrypted data. This time Alice trains the model on plaintext and sends

the unencrypted model m to Bob and the public key pk to Carol. Alice, therefore,
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Figure 4.4: Prediction with ciphertext

learns the relationship between X and y from the training dataset but will not see

the test features; Bob clearly learns the model’s parameters. Carol uses the public

key to encrypt a new dataset and sends this to Bob for prediction. Bob never see

unencrypted feature data and only sees the unencrypted model weights, so Bob

will not necessarily learn the purpose of the model and not learn the predicted

values on the new dataset. Bob returns the new encrypted predictions yc to Alice

who decrypts. Carol never learns the relationship between X and y.

Figure 4.5: Two-party prediction with ciphertext
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Although the previous examples have all shown protocols with three par-

ties, two-party protocols are also possible depending on the needs of the user.

Figure 4.5 shows this potential application. In this configuration, Bob has trained

a model but does not wish to expose the model to another party, and Alice has

a dataset for prediction but doesn’t want to reveal the dataset features X or the

predictions y to another party. Alice, therefore, encrypts the features and only

shares the public key pk with Bob. Bob can use encryptedmodels to perform

inference on the new ciphertext features since he has access to the public key. Bob

then sends the ciphertext predictions yc back to Alice who can decrypt with the

secret key sk. As we’ll see in Section 4.4, even though we describe the necessity

for Alice to send Bob the public key pk to perform prediction, the wrapper phe

class for encrypted numbers, and our model classes contain the public key already

as described in Section 4.1. As a result, users do not need to perform this key

exchange explicitly since it is handled automatically and transparently with any

dataset or model that they send to other parties.

This scenario might find applications for businesses who wish to offer a

prediction service using their data but without trusting another party. The users

of the service similarly benefit from the prediction insights of models trained large

amounts of data without revealing any characteristics of their own data for pre-

diction, and if the dataset contains personally identifiable information (PII), those

individuals benefit since their data is never shared with another party, limiting

privacy loss.

4.4. Example Usage

The encryptedmodels library allows two modes for privacy-preserving in-

ference: encrypted models and encrypted datasets. Consider the training, en-

cryption, distribution, and scoring procedure described earlier whereby training

and scoring occur on separate machines controlled by separate actors. We now
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examine the two modes of operation and the actual usage applying the package,

focusing on which information is revealed to each party.

Listing 4.1 shows the training, encryption, scoring, and decryption proce-

dures. First, Alice generates a public and private key pair. Using plaintext data,

Alice trains the model and then encrypts the model’s parameters using the public

key; at this point the encrypted model object reveals no information about the

features and training data; similar to Juvekar et al. (2018), an adversary can learn

the architecture (i.e. number of layers and number of weights in each layer). Alice

can then serialize the encrypted model object and send this to Bob for prediction.

Second, Bob receives the encrypted model from Alice. Bob has a new plaintext

dataset for inference and predicts with the encrypted model. Ciphertext predic-

tions come out of the model, so Bob will not learn anything about the model

predictions. Bob then serializes the ciphertexts and sends the predictions to Al-

ice. Finally, Alice uses the private key to decrypt the ciphertexts. While Alice

learns nothing about the plaintext features Bob used for prediction, only Alice

can decrypt the predictions.

from phe import generate_paillier_keypair

from encryptedmodels import HomomorphicLogisticRegression

# Alice: Train and encrypt model

pub_key , secret_key = generate_paillier_keypair ()

hlr = HomomorphicLogisticRegression ()

hlr = hlr.fit(X=x, y=y)

hlr.encrypt(pk=pub_key)

# Bob: Create encrypted predictions

cipher_pred = hlr.predict(X=new_x)

# Alice: Decrypt predictions with the secret key

plain_pred = hlr.decrypt_predictions(X=encrypted_pred , sk=secret_key)

Listing 4.1: Two-party Python training, encryption, prediction, and decryption

workflow requires fewer than 10 lines of code

Listing 4.2 illustrates loading a trained scikit-learn model. To our

knowledge, this is the first demonstration of such capability to convert an ex-
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isting, trained machine learning model into an encrypted model. Since earlier

research nearly uniformly modified the cryptosystem or machine learning algo-

rithm, these cannot load an unencrypted model into an encrypted framework

automatically, and our design decision with only light restriction to the mul-

tilayer perceptron avoids this limitation. Moreover, as our approach builds on

the extensively-deployed scikit-learn framework used by thousands of compa-

nies, research labs, and organizations, this approach doesn’t just convert existing

model parameters and weights from one piece of software to encrypted models

but rather offers a seamless upgrade path for existing code. Indeed, the vanilla

MLPClassifier can be highly tuned for optimal training by tuning to all usual

hyperparameters such as learning rate, momentum, optimizer, batch size, early

stopping, and L2 regularization. Moreover, the load model static function han-

dles dependency injection (Schwarz et al., 2012) directly for better performance

instead of relying on an abstraction layer. This tool eases homomorphic encryp-

tion adoption by simplifying conversion from existing models to privacy-preserving

models rather than requiring rewriting from scikit-learn into a new framework.

from encryptedmodels import HomomorphicMLPClassifier

from sklearn.neural_network import MLPClassifier

config = {’activation ’: ’identity ’, ’solver ’: ’sgd’,

’learning_rate ’: ’adaptive ’}

model = MLPClassifier (** config)

model.fit(X=x, y=y)

hmlp = HomomorphicMLPClassifier.load_model(model)

hmlp.encrypt(pk=pub_key)

Listing 4.2: encryptedmodels supports loading trained scikit-learn plaintext

models and converting to encrypted models
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Chapter 5: Results and Evaluation

Homomorphic encryption must have reasonable performance on some ap-

plications to be useful. To that end, we established the performance of encryp-

tion, decryption, and prediction operations. Furthermore, in addition to the raw

throughput from these operations on batches of large data, we also ascertained

the minimum latency of these operations; low raw throughput combined with low

latency enables different applications compared to high throughput with high la-

tency. Finally, the performance is demonstrated on several low-power IoT devices

and the model’s performance metrics of accuracy are compared and validated

against the plaintext model to confirm the encrypted model does not sacrifice

accuracy.

5.1. Computational Costs with Respect to Key Size

Larger key sizes increase security but come at computational cost, so we

vary the crucial key size security parameter to establish the computational cost

of additional security. For secure applications, we might favor 4096-bit keys, but

to establish the asymptotic effect of key size empirically we will run benchmarks

on smaller key sizes. We fixed a dataset with 1,000 observations and 5 features,

varied the key size, and measured the “best case” runtime from 10 repeated tri-

als for each key size on the HomomorphicLogisticRegression. To avoid caching

influences, the loop body contains an expensive garbage collection operation, and

the operations were performed in mixed order rather than all same-kind oper-
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Figure 5.1: Encryption, decryption, and prediction times for various key sizes and
fixed number of rows and columns

ations together. Figure 5.1 shows the compute time of encryption, decryption,

and prediction operations on the same dataset. Encryption and decryption steps

dominate computational time with larger key sizes, and this computation grows

in polynomial time with respect to key size. The Appendix includes the Python

code for the experiments in Listing A.2 and best-fit curves obtained with R in

Listing A.1. Figure 5.2 shows the results.

The residuals for prediction exhibit autocorrelation not seen in the encryp-

(a) Encryption time (b) Decryption time (c) Prediction time

Figure 5.2: Estimating equations of best fit for asymptotic time as a function of
key size
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tion and decryption benchmark timings, but the pattern of the residuals does

not suggest a model specification beyond linear. We note the very small scale

of these timings in relation to the encryption and decryption operations, so we

might plausibly need to increase the key size to much larger values than would

be encountered as legitimate security settings before larger and reliable timings

can be obtained. In practice we have limited control over this parameter with a

secure cryptosystem. For Paillier, key sizes of at least 2048 bits are recommended

as the previously commonly-used 1024 bit keys are now considered within reach

of attacks from the most sophisticated state-sponsored actors. On the upper end,

key sizes beyond 4096 bits are not recommended since as the previous benchmarks

show, the computational requirements grow excessively.

Figure 5.3: Prime numbers become sparser with increasing x, so larger key sizes
only modestly increase security of an integer-factorization cryptosystem

Moreover, increasing key sizes for integer factorization cryptosystems such

as RSA and Paillier only marginally improves security since the prime number
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density decreases asymptotically according to the prime number theorem. Fig-

ure 5.3 shows the slowing growth rate and subsequently lower prime density from

the prime-counting function. The general number field sieve (Pomerance, 1996)

further speeds up potential factorization attacks. The discrete prime-counter func-

tion π(k) is approximated by the continuous function ψ(k) by

π(k) ≈ k

log k
= ψ(k). (5.1)

For plausible 210 ≤ k ≤ 212, increasing key size gives decreasing marginal security

since

∂ψ

∂k
=

log(k)− 1

log2(k)
> 0 (5.2)

∂2ψ

∂k2
=

2− log(k)

k log3(k)
< 0 (5.3)

For these reasons, we should limit tuning key sizes to between 2048 and 4096

bits for realistic applications. In any case, prediction operations complete quickly

with any feasible key size while the encryption step dominates as the bottleneck.

These empirical results are useful for guiding the selection of the model and data

exchange protocol. For example, since encryption is the most expensive step, if

Alice is an embedded device, we might use a protocol such as shown in Figure 4.2

to send the plaintext data to a larger server Bob for training and encryption. The

computationally cheap prediction and decryption steps could then occur on the

systems for Alice or Carol.

5.2. Computational Costs with Respect to Number of Observations and

Features

The factors we can significantly control, however, are the number of obser-

vations and the number of features used as inputs into the model. Preprocessing
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(a) Encryption time (b) Decryption time (c) Prediction time

Figure 5.4: Benchmarking computation time with varying number of rows and
columns

steps such as dimensionality reduction or feature selection can reduce the number

of features as necessary to improve accuracy or trade off accuracy with decreased

runtime. Benchmarking can help establish the sensitivity and asymptotic charac-

teristics of these factors so that we can determine the maximum feasible sizes that

we can use for modeling and data science applications.

Figure 5.4 contains 3D surface plots with computation times from various

number of rows and columns. We used default tuning parameters when initial-

izing the HomomorphicLogistcRegression model since performance metrics like

accuracy are not the target of our experiment. We generated synthetic predic-

tor covariates X on the range [0, 1) and with no relationship to the binary target

y evenly split between positive and negative classes. The experiments ran on a

single-board computer with Debian Buster and Python 3.7.3; the computer has

a Rockchip RK3399 ARM CPU, similar to typical IoT devices and therefore an

attractive target for establishing baseline performance.

Figure 5.4a shows the encryption results. For up to 10,000 rows, encryption

time grows linearly by the number of columns. Since the the number of encrypted

model parameters are insensitive to the number of observations in X and only

sensitive to the number of columns in X, this exactly matches expected behavior.

Even on moderately-sized datasets, the encryption operation completes quickly

in under 0.25 seconds. Figure 5.4b shows the same behavior for decryption with
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overall computation about twice as fast as encryption operations. On the dataset,

the encrypted procedure requires a maximum 85.9 MB memory while the unen-

crypted scikit-learn procedure requires 69.1 MB. Listings A.4 and A.5 in the

Appendix contain the code for the memory benchmarking experiments. Interme-

diate values are removed and garbage collection forced to establish the minimal

memory use from an actual realistic workflow while avoiding counting additional

memory usage that could be avoided if memory were at a premium. This repre-

sents a moderate overhead but is quite limited in relation to the system memory

of modern IoT devices and much lower than FHE machine learning models.

Finally, Figure 5.4c shows the prediction computation times. Prediction

is by far the slowest operation with a linear dependence on the number of rows

and columns. Although the operations reach 339 seconds, this remains a plausible

computational budget for most offline prediction operations with an amortized

29.5 predictions per second. If we required reduced latency, rather than sending

a large batch of predictions to a single encrypted model, multiple model services

could split predictions parallelly. For prediction with a single row and 20 fea-

ture columns, we incur 0.034 second latency, which remains acceptable for most

demanding online predictions tasks.

5.3. Performance on Other IoT Devices

Next, we will run benchmarks on various other IoT hardware. Table 5.1

shows the hardware specifications from the systems examined while Table 5.2

describes the software configurations on the included systems.

The Allwinner A20 and is used for Android tablets and smart TVs while

the H3 board finds use in over-the-top set-top boxes and hobbyist DIY projects.

The Rockchip RK3288 is found in several Chromebooks, a netbox, a stick PC,

and mini game boxes. Since it has full support for Coreboot (Borisov, 2009) and

Libreboot (Akmut, 2019) without any necessary binary blobs, it is also popular
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Table 5.1: IoT System Hardware

Device Architecture Microarchitecture SoC Cores Frequency RAM

Banana Pi M1 ARMv7-A Cortex-A7 Allwinner A20 2 1 GHz 1 GB DDR3

Pinebook Pro ARMv8-A Cortex-A721 Rockchip RK3399 21 2 GHZ1 4 GB LPDDR4

. . . Cortex-A531 41 1.5 GHz1

Orange Pi PC ARMv7-A Cortex-A7 Allwinner H3 4 1.3 GHz 1 GB DDR3L
Raspberry Pi 2 ARMv7-A Cortex-A7 Broadcom BCM2836 4 900 MHz 1 GB DDR2
Raspberry Pi 3 ARMv8-A Cortex-A53 Broadcom BCM2837 4 1.2 GHz 1 GB DDR2
Asus C201 ARMv7-A Cortex-A17 Rockchip RK3288 4 1.8 GHz 4 GB DDR3

1 ARM big.LITTLE heterogeneous computing architecture

and of special interest with the free-software community. The RK3399 board is

unique among the considered devices in that is has the ARM big.LITTLE ar-

chitecture. This means it contains two separate processors—the more powerful

Cortex-A72 when computationally demanding performance is needed and the low-

power Cortex-A53 handles less demanding tasks. This allows the chip to offer both

strong performance and extend limited battery power by conserving energy by ac-

tivating the less powerful cores and deactivating the more powerful cores when

no demanding compute tasks are active. Finally, the ubiquitous Raspberry Pi

has developed a massive community with more than 30 million devices sold and

expanded outside of its original use for computer education to reach applications

as a file server, home automation, media players, robotics, video rendering farm,

cluster computing, and weather stations. We examine the 2nd generation and

3rd generation Pi boards and note the 3rd generation board supports the 64-bit

ARMv8-A architecture while the 2nd generation board utilizes the 32-bit ARMv7-

A architecture. These devices are already somewhat dated—the Banana Pi M1

was released in 2014, and the newest RK3399 chip from 2016 comes nowhere close

to the performance from the latest low-power ARM designs—so we should view the

benchmarks on these devices as exceedingly conservative estimates of the lower-

bound performance that we can expect from the encryptedmodels framework on

inexpensive IoT devices.

While all of these boards have relatively strong support from the main-

line Linux kernel and various distributions when operated in headless mode, most

distributions still require custom binary blobs or modifications to the bootloader.
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Table 5.2: IoT System Software

Device OS Kernel Python

Banana Pi M1 Debian Buster 5.10.34 3.7.3
Pinebook Pro Manjaro 21.0 5.12.4 3.9.5
Orange Pi PC Debian Buster 5.10.34 3.7.3
Raspberry Pi 2 Arch Linux ARM 5.10.42 3.9.5
Raspberry Pi 3 Arch Linux ARM 5.10.7 3.9.5
Asus C201 Debian Bullseye 5.10.41 3.9.2

Table 5.3: IoT Runtime with 10,000 rows and 20 columns

Device Encryption (s) Decryption (s) Prediction (s)

Banana Pi M1 8.08 2.46 3013.94
Pinebook Pro 0.91 0.31 339.31
Orange Pi PC 5.64 1.72 2090.25
Raspberry Pi 2 5.15 1.49 2103.83
Raspberry Pi 3 4.84 1.49 1807.63
Asus C201 3.04 0.91 1108.58

The Debian and Arch Linux families offer the best support for our boards and

userspace packaging of required scientific computing libraries (e.g. numpy, pandas,

scikit-learn), so we will use operating systems derived from these in all of our

tests. The python-paillier library does not require the Python gmpy2 library,

but its installation enables faster integer operations through the GNU Multiple

Precision (Granlund, 2010) library. Since the cryptosystem makes extensive use

of modular arithmetic and large 2048-bit numbers, we install this library on all

platforms tested to give the best performance. For all devices except the C201,

we will utilize the stock kernel provided with the distribution, but for the C201

we compiled a custom Linux-libre (Torvalds et al., 2021) kernel with substantial

security hardening options enabled (e.g. memory layout randomization, AppAr-

mor (Gruenbacher and Arnold, 2007) support, empty struct initialization) that

could conceivably reduce performance.

Table 5.3 reports the runtime benchmarks for encrypting, decrypting, and

predicting with a dataset of 10,000 rows and 20 columns. This workload is single-

threaded, so an implementation taking advantage of the multi-core systems could

be added to boost performance, particularly on the prediction tasks. From the re-

sults we see that the oldest Banana Pi device offers the worst performance, and the

newest Pinebook Pro is by far the best performer on all tasks. While its RK3399
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has the best performance and the most cores, a parallel implementation would

likely not give linear increases in prediction throughput due to the heterogeneous

architecture from its four less powerful Cortex-A53 cores.

5.4. Model Performance

Previous approaches in the literature required the introduction of mod-

ifications or approximations in the machine learning algorithms to bypass the

limited homomorphic operations supported by the cryptosystems or to improve

performance of slow fully homomorphic cryptosystems. As a result, the trained

homomorphic model would not necessarily have the same predictive performance

as a plaintext model trained with a standard machine learning library such as

scikit-learn or keras. Moreover, many of these modified models would not

support the same hyperparameters as the conventional models and consequently

cannot be tuned for optimal performance either. As a final complication, since the

training procedure is encrypted in many of these approaches, even if homomor-

phic model were the same as the conventional variant, all of the hyperparameters

matched the standard models, and it were possible to tune these, evaluating the

performance metrics of the trained model would be problematic because the train-

ing procedure must necessarily not reveal information about the dataset. For all of

these reasons, it is clear that the model performance of privacy-preserving models

can suffer and diverge from what would be expected on the plaintext, unmodified

machine learning algorithms.

Earlier research, therefore, frequently seeks to justify the model specifi-

cation and approximation changes made by conducting empirical benchmarks on

metrics such as accuracy, precision, recall, or log loss against the conventional, un-

encrypted models or other privacy-preserving approaches. Each novel specification

is to some degree an unknown model with uncertain behavior, so we cannot rely

on the large accumulated literature around logistic regression and neural network

53



classifiers, for example, to understand the performance on a new dataset. Demon-

strating adequate model metrics on standard datasets such as MNIST or CIFAR

certainly lends credibility that the encrypted model can still offer sufficient classi-

fication performance, but we might rightly wonder how well these models would

generalize to other datasets when applied by data scientists, machine learning en-

gineers, or research scientists working outside the canonical benchmark datasets

so heavily studied and benchmarked in the literature.
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Figure 5.5: Confusion matrix from trained HomomorphicMLPClassifier and
MLPClassifier models predicting on test set constructed on the UCI ML Breast
Cancer Wisconsin dataset (Dua and Graff, 2017)

In contrast with the other approaches in the literature, our library does not

modify the underlying machine learning models or even the implementation from

scikit-learn. We, therefore, can rely on the large established research literature

surrounding these models and be confident that all the accumulated knowledge

around model tuning, variable selection, hyperparameter selection procedures, and

expected performance on a canonical dataset still apply. Nonetheless, we will

empirically demonstrate the equivalence of our implementation.

We will utilize the UCI ML Breast Cancer Wisconsin dataset (Dua and

Graff, 2017) for evaluating the model performance. This dataset has 569 ob-

servations with 30 features and a binary target. We create an unusually large

54



Figure 5.6: ROC curves and AUC model performance metrics comparing the
HomomorphicMLPClassifier and MLPClassifier models on the UCI ML Breast
Cancer Wisconsin dataset (Dua and Graff, 2017)

test set with a 30/70 train/set split so as to reserve more observations for the

test set to compare predictions between the HomomorphicMLPClassifier and

MLPClassifier models. The confusion matrix in Figure 5.5 shows the predictions

on the test set. This confirms our assertion that our implementation matches

the original scikit-learn model. All 399 predictions from the encrypted model

match the predictions from the stock scikit-learn model, convincingly demon-

strating that the training model encrypted model behaves the same and gives the

same predictive performance as the well-understood unencrypted model. Indeed,

the unit tests included in the our software package demonstrate an even stronger

degree of correctness: not only are the predicted classes the same, the trained

model parameters match as well.

Although we have shown that the class predictions will match between the

HomomorphicMLPClassifier and MLPClassifier models, our encrypted imple-

mentation does not produce class probabilities. In contrast, the plaintext models

can produce these with the model’s predict proba(X) method. As a result of this,
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the encrypted model will necessarily have a lower Area Under the Curve (AUC)

metric unless accuracy is 100%—which it is not on this dataset and in general

will not be the case. Figure 5.6 shows the ROC curves and AUC metric for each

model; both results are still quite good, however. The encrypted model’s AUC

only decreases slightly to 0.94 compared to 0.98 on the unencrypted model with

class probabilities, a relatively small performance penalty given the unencrypted

model’s disadvantaged inability to produce class probabilities. Listing A.3 in the

Appendix contains the code used for this experiment.
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Chapter 6: Conclusion

We have introduced a method with minimal computational cost that en-

ables wider adoption of privacy-preserving machine learning and simple conversion

from standard models to encrypted models. Our library encryptedmodels pro-

vides easy to use software for machine learning classification with homomorphic en-

cryption. It embraces the popular scientific computing numpy and scikit-learn

Python libraries. Users can construct several architectures to split computation

between parties and increase privacy of the models and data with homomorphic

encryption. While performance for encryption, decryption, and prediction nat-

urally adds an overhead compared to machine learning libraries that operate on

plaintext, the implementation achieves sufficient performance on datasets of rea-

sonable sizes up to 10,000 rows and 20 columns. Importantly, this brings the

societal benefits of privacy-preserving machine learning into the realm of possibil-

ity for even applications with very modest hardware such as IoT and embedded

systems where many privacy-encroaching systems are now being deployed.
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Appendix A: Experiment Code

library(ggplot2)

# Plots and fitted equations for benchmarks

message("decryption , and prediction benchmark")

message("data and generating plots")

df <- read.csv("../data/key_size_timings.csv")

# Dimensions for plots

width <- height <- 2000

# Number of significant digits to use in fitted equations

num_digits <- 4

cex <- 1.3

font_size <- 100

point_size <- 5

grid_thickness <- 2

# Decryption plot

decryption_lm <- lm(decryption ~ I(key_size ^ 3), data = df)

png("../images/decryption_fit.png",

width = width , height = height ,

bg = "transparent")

gg <- ggplot(data = df, aes(x = key_size , y = decryption )) +

geom_point(size = point_size) + theme_bw() +

xlab("Key Size (bits)") + ylab("Decryption Time (s)") +

ggtitle("Decryption Time vs Key Size") +

stat_smooth(method = "lm", formula = y ~ I(x ^ 3),

color = "black") +

theme(plot.title = element_text(hjust = 0.5)) +

theme(text = element_text(size = font_size),

axis.text = element_text(size = font_size - 4)) +

theme(panel.grid.major = element_line(size = grid_thickness )) +

theme(panel.grid.minor = element_line(size = grid_thickness / 2))

gg

dev.off()
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# Encryption plot

encryption_lm <- lm(encryption ~ I(key_size ^ 3), data = df)

png("../images/encryption_fit.png",

width = width , height = height ,

bg = "transparent")

gg <- ggplot(data = df, aes(x = key_size , y = encryption )) +

geom_point(size = point_size) + theme_bw() +

xlab("Key Size (bits)") +

ylab("Encryption Time (s)") +

ggtitle("Encryption Time vs Key Size") +

stat_smooth(method = "lm", formula = y ~ I(x ^ 3),

color = "black") +

theme(plot.title = element_text(hjust = 0.5)) +

theme(text = element_text(size = font_size),

axis.text = element_text(size = font_size - 4)) +

theme(panel.grid.major = element_line(size = grid_thickness )) +

theme(panel.grid.minor = element_line(size = grid_thickness / 2))

gg

dev.off()

# Prediction plot

prediction_lm <- lm(prediction ~ key_size , data = df)

png("../images/prediction_fit.png",

width = width , height = height ,

bg = "transparent")

gg <- ggplot(data = df, aes(x = key_size , y = prediction )) +

geom_point(size = point_size) + theme_bw() +

xlab("Key Size (bits)") +

ylab("Prediction Time (s)") +

ggtitle("Prediction Time vs Key Size") +

stat_smooth(method = "lm", formula = y ~ x,

color = "black") +

theme(plot.title = element_text(hjust = 0.5)) +

theme(text = element_text(size = font_size),

axis.text = element_text(size = font_size - 4)) +

theme(panel.grid.major = element_line(size = grid_thickness )) +

theme(panel.grid.minor = element_line(size = grid_thickness / 2))

gg

dev.off()

Listing A.1: Plots and estimated regression for training, encryption, and prediction
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"""

Performance tests for the HomomorphicLogisticRegression

class.

"""

import copy

import gc

from timeit import timeit

import matplotlib.pyplot as plt

import numpy as np

import pandas as pd

from encryptedmodels import HomomorphicLogisticRegression

from phe import generate_paillier_keypair

def plot_3d(x, y, z, title , filename , fontsize =14):

"""

Plot data to a 3D surface , and save the image to a file.

:param x: x coordinates

:param y: y coordinates

:param z: z coordinates

:param filename: The filename

:param fontsize: size of the axis text

"""

font = {’size’: 9}

plt.rc(’font’, **font)

fig = plt.figure ()

axis = fig.add_subplot(projection=’3d’)

_ = axis.plot_surface(X=x, Y=y, Z=z, cmap=’coolwarm ’)

axis.set_xlabel(’# rows’, fontsize=fontsize)

axis.set_ylabel(’# columns ’, fontsize=fontsize)

plt.yticks ([5, 10, 15, 20])

axis.set_zlabel(’Processing time (s)’, fontsize=fontsize)

plt.savefig(fname=filename , dpi=900, bbox_inches=’tight ’,

pad_inches =0)

plt.close()

plt.clf()

nrows = np.linspace (100, 10000, 21). astype(int). tolist ()

ncols = range(1, 21)

nrows = [10000]

73



ncols = [20]

############################################################

# 3D surface plots for nrow , ncol vs time for encryption ,

# decryption , and prediction

############################################################

NUM_TRIALS = 10

KEY_SIZE = 2048

np.random.seed (123)

pk, sk = generate_paillier_keypair(n_length=KEY_SIZE)

# Initialize all grids for plotting timings with zeros

row_grid = np.zeros((len(nrows), len(ncols )))

col_grid = copy.deepcopy(row_grid)

encrypting = copy.deepcopy(row_grid)

decrypting = copy.deepcopy(row_grid)

predicting = copy.deepcopy(row_grid)

for i, nrow in enumerate(nrows ):

for j, ncol in enumerate(ncols ):

x = np.random.rand(nrow , ncol)

new_x = np.random.rand(nrow , ncol)

y = np.random.rand(nrow) > 0.5

hlr_orig = HomomorphicLogisticRegression ()

hlr_orig = hlr_orig.fit(X=x, y=y)

# Since the encrypt () and decrypt () methods of the

# HomomorphicLogisticRegression class mutate state ,

# we cannot use ’number ’ parameter of the

# timeit.Timer class to perform repeated trials;

# instead we perform multiple runs manually and

# take the minimum.

encrypt_timings = []

decrypt_timings = []

predict_timings = []

for trial in range(NUM_TRIALS ):

print(’trial: ’ + str(trial))

if not trial % 5:

# Garbage collection for more reliable timing

gc.collect ()

# State of the HomomorphicLogisticRegression

# object changes after each encrypt or decrypt

# operation , so start with a clean , unencrypted
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# object for each trial.

hlr = copy.deepcopy(hlr_orig)

# pylint: disable=cell -var -from -loop

e = timeit(lambda: hlr.encrypt(pk=pk), number =1)

p = timeit(lambda: hlr.predict(X=new_x), number =1)

d = timeit(lambda: hlr.decrypt(sk=sk), number =1)

encrypt_timings.append(e)

decrypt_timings.append(d)

predict_timings.append(p)

row_grid[i, j] = nrow

col_grid[i, j] = ncol

encrypting[i, j] = min(encrypt_timings)

decrypting[i, j] = min(decrypt_timings)

predicting[i, j] = min(predict_timings)

plot_3d(x=row_grid , y=col_grid , z=encrypting ,

title=f’Encryption Time with {KEY_SIZE} bit Key’,

filename=’../ images/encryption.png’)

plot_3d(x=row_grid , y=col_grid , z=decrypting ,

title=f’Decryption Time with {KEY_SIZE} bit Key’,

filename=’../ images/decryption.png’)

plot_3d(x=row_grid , y=col_grid , z=predicting ,

title=f’Prediction Time with {KEY_SIZE} bit Key’,

filename=’../ images/prediction.png’)

with open(’../ data/row_grid.pkl’, ’wb’) as f:

pickle.dump(row_grid , f)

with open(’../ data/col_grid.pkl’, ’wb’) as f:

pickle.dump(col_grid , f)

with open(’../ data/encrypting.pkl’, ’wb’) as f:

pickle.dump(encrypting , f)

with open(’../ data/decrypting.pkl’, ’wb’) as f:

pickle.dump(decrypting , f)

with open(’../ data/predicting.pkl’, ’wb’) as f:

pickle.dump(predicting , f)

############################################################

# line plot for keysize vs time for encryption , decryption ,

# and prediction with fixed nrow and ncol

############################################################

key_sizes = list(range (96, 4096 + 1, 64))
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nrow = 100

ncol = 5

NUM_TRIALS = 10

encryption = []

decryption = []

prediction = []

x = np.random.rand(nrow , ncol)

new_x = np.random.rand(nrow , ncol)

y = np.random.rand(nrow) > 0.5

hlr_orig = HomomorphicLogisticRegression ()

hlr_orig = hlr_orig.fit(X=x, y=y)

for key_size in key_sizes:

print(f’Key_Size: {key_size}’)

np.random.seed (42)

pk, sk = generate_paillier_keypair(n_length=key_size)

encrypt_timings = []

decrypt_timings = []

predict_timings = []

for _ in range(NUM_TRIALS ):

hlr = copy.deepcopy(hlr_orig)

# pylint: disable=cell -var -from -loop

e = timeit(lambda: hlr.encrypt(pk=pk), number =1)

d = timeit(lambda: hlr.decrypt(sk=sk), number =1)

p = timeit(lambda: hlr.predict(X=new_x), number =1)

encrypt_timings.append(e)

decrypt_timings.append(d)

predict_timings.append(p)

encryption.append(min(encrypt_timings ))

decryption.append(min(decrypt_timings ))

prediction.append(min(predict_timings ))

df = pd.DataFrame ({’key_size ’: key_sizes ,

’encryption ’: encryption ,

’decryption ’: decryption ,

’prediction ’: prediction })

df.to_csv(’../ data/key_size_timings.csv’)

Listing A.2: Benchmarks for training, encryption, and prediction
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"""

Calculate the confusion matrices for HomomorphicMLPClassifier and unencrypted

MLPClassifier

"""

import matplotlib.pyplot as plt

from encryptedmodels import HomomorphicMLPClassifier

from sklearn.datasets import load_breast_cancer

from sklearn.metrics import confusion_matrix , roc_auc_score , roc_curve

from sklearn.model_selection import train_test_split

from sklearn.neural_network import MLPClassifier

SEED = 42

X, y = load_breast_cancer(return_X_y=True)

lists = train_test_split(X, y, train_size = 0.3, random_state=SEED)

x_train , x_test , y_train , y_test = lists

hmod = HomomorphicMLPClassifier(activation=’identity ’, random_state=SEED)

hmod.fit(x_train , y_train)

mod = MLPClassifier(activation=’identity ’, random_state=SEED)

mod.fit(x_train , y_train)

hpred = [i > 0 for i in hmod.predict(x_test )]

pred = mod.predict(x_test)

confusion_matrix(hpred , pred)

# Also compare to real labels

confusion_matrix(y_test , hpred)

confusion_matrix(y_test , pred)

# Build the ROC curves

prob = mod.predict_proba(x_test )[:, 1]

roc_mod = roc_curve(y_test , prob)

roc_mod_auc = roc_auc_score(y_test , prob)

roc_hmod = roc_curve(y_test , hpred)

roc_hmod_auc = roc_auc_score(y_test , hpred)

# Plot the ROC curves with AUC and save

plt.figure ()

lw = 2

lab = ’MLPClassifier ROC curve (area = %0.2f)’ % roc_mod_auc

plt.plot(roc_mod [0], roc_mod [1], color=’darkorange ’, lw=lw , label=lab)
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lab = ’HomomorphicMLPClassifier ROC curve (area = %0.2f)’ % roc_hmod_auc

plt.plot(roc_hmod [0], roc_hmod [1], color=’darkblue ’,

lw=lw, label=lab)

plt.plot([0, 1], [0, 1], color=’navy’, lw=lw, linestyle=’--’)

plt.xlim ([0.0 , 1.0])

plt.ylim ([0.0 , 1.05])

plt.xlabel(’False Positive Rate’)

plt.ylabel(’True Positive Rate’)

plt.title(’Receiver Operating Characteristic Curves ’)

plt.legend(loc="lower right")

plt.savefig(fname=’images/roc.png’, dpi=900, bbox_inches=’tight’,

pad_inches =0)

plt.close()

plt.clf()

Listing A.3: ROC plot and AUC calculation
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"""

Test the maximum memory used for operation.

/usr/bin/time -v python3 minimal_memory_plaintext_benchmark.py

69.1MB

"""

from gc import collect

from numpy.random import rand , seed

from sklearn.linear_model import LogisticRegression

nrow = 10000

ncol = 20

KEY_SIZE = 2048

seed (42)

collect ()

x = rand(nrow , ncol)

collect ()

y = rand(nrow) > 0.5

collect ()

lr = LogisticRegression ()

collect ()

lr = lr.fit(X=x, y=y)

collect ()

del(x)

collect ()

new_x = rand(nrow , ncol)

collect ()

_ = lr.predict(X=new_x)

Listing A.4: Runtime and memory benchmark for plaintext model
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"""

Test the maximum memory used for operation.

/usr/bin/time -v python3 minimal_memory_benchmark.py

85.9MB

"""

from gc import collect

from encryptedmodels import HomomorphicLogisticRegression

from numpy.random import rand , seed

from phe import generate_paillier_keypair

nrow = 10000

ncol = 20

KEY_SIZE = 2048

seed (42)

pk, sk = generate_paillier_keypair(n_length=KEY_SIZE)

collect ()

x = rand(nrow , ncol)

collect ()

y = rand(nrow) > 0.5

collect ()

hlr = HomomorphicLogisticRegression ()

collect ()

hlr = hlr.fit(X=x, y=y)

collect ()

del(x)

collect ()

_ = hlr.encrypt(pk=pk)

collect ()

new_x = rand(nrow , ncol)

collect ()

_ = hlr.predict(X=new_x)

collect ()

_ = hlr.decrypt(sk=sk)

Listing A.5: Runtime and memory benchmark for encrypted model
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