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Abstract

This dissertation consists of three essays on behavioral economic theory with a focus on

expectations-based reference dependence. In the first essay, I introduce a formal economic

model of reference-dependent ego utility. The novel motivation captured by the model is

that people experience disappointment and happiness when their self-image changes. I

describe implications for behavior in static and dynamic settings, with focus on demand for

ego-relevant information. Due to loss aversion, agents prefer to avoid small, unexpected

pieces of information. On the other hand, agents who expect to learn a piece of information

have a strictly higher demand for that information and may strictly prefer to follow through

with learning. The second essay considers various extensions and applications of this

basic model, including an application to a simple principal-agent setting. I show that

altruistic agents may hide positive ego-relevant information from principals in order to

avoid “getting their hopes up”. In the third essay (co-authored with Matthew Rabin), we

explore the consequences of expectations-based reference dependence over consumption in

smooth, convex choice situations. In particular, we consider an agent who cares both about

consumption levels and about good and (especially) bad news about each dimension of that

consumption. We study her utility maximization when she makes plans before resolving

uncertainty over which choices she will face. Among other results, we show that when

classical utility theory predicts that two dimensions of consumption move comonotonically

as uncertainty is resolved—such as residual spending and consumption of an inelastic good

whose price varies—news utility has no effect on behavior.
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Introduction

This dissertation consists of three essays in psychology and economics, with a focus on

belief-based utility and expectations-based reference dependence. The first chapter discusses

the behavior of economic agents who dislike ego bruises, that is, people who experience

displeasure from adjusting their beliefs about themselves negatively. I propose a formal

model of such reference-dependent preferences over “ego utility” and discuss the implica-

tions for behavior in economic situations. Reference-dependent ego utility creates incentives

for agents to avoid small pieces of unexpected information. Reference-dependent agents

who expect to receive ego-relevant information in advance are more likely to follow through

on receiving the information than those who do not. I find support for these predictions in

existing experimental evidence.

In the second chapter, I examine some extensions and applications of this model. I

consider four additional situations/settings. First, I consider a dynamic setting in which

information may arrive unavoidably and discuss how this context affects agents’ preferences.

I show that agents may seek out information prophylactically to limit their news, and that

receiving one piece of news may increase tolerance for receiving another piece of immediate

news. Second, I show that the model can be applied to situations where agents have

non-Bayesian beliefs, but requires that we explicitly describe agents’ prospective beliefs–that

is, what they expect to believe. I define a solution concept for such settings which I call a

“misguided optimal consistent plan” (mOCP). I solve for mOCPs in stylized settings and

discuss interactions between news utility and errors in beliefs. Third, I consider an altruistic

revealed preference setting with certifiable information wherein an advisor considers the
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benefit of conveying interim information. In contrast to previous results in similar settings,

I show via example that there exist equilibria with credible non-revelation of interim “good-

news”, even when information is certifiable and not action-relevant. The key motivating

factor is that an altruistic agent can resist delivering good, but imperfectly precise, news to

avoid getting the principal’s hopes up. Finally, I apply the model to anticipatory utility and

consider optimal revelation of health information.

The final chapter, co-authored with Matthew Rabin, summarizes new developments

in the theory of expectations-based reference dependence (Kőszegi and Rabin 2006, 2007,

2009). While many applications of the theory to consumer choice have focused on unit

demand settings, this essay considers the application of the theory to smooth, convex

settings. In contrast to the binary case, we show that, in many situtations, loss-averse agents

who are able to optimize continuously behave exactly how classical agents would behave,

maximizing material consumption utility in each state. In other situations, agents may

create “budgets” on at least one dimension in the face of price uncertainty; for example,

agents may plan to spend 20 dollars on gas regardless of the price per gallon. The key

distinguishing factor across situations is whether the classical plan generates a comonotonic

consumption plan across goods. A general feature of optimal plans under uncertainty is

compression. Most starkly, we show that while the behavior of loss-averse agents who are

certain about the situation they will face will typically depend on their prior beliefs and

may depart dramatically from the behavior of classical agents, the behavior of loss-averse

agents facing a tiny amount of atomless uncertainty will be approximately the same as the

behavior of classical agents.
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Chapter 1

A Model of Reference-Dependent Ego

Utility
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“It’s not the gymnast that I am, to go out there and kind of bomb a meet like
this. Even though I won, I wish it were a little bit different.”

-Simone Biles, shortly after becoming the first gymnast to win 4 consecutive World Champi-

onship gold medals in the Women’s All-Around competition (Graves, 2018).

1.1 Introduction

Self-image is a core determinant of individual happiness and well-being. Consider Biles’s

words above. Her reaction depends not merely on the outcome of her performance, but on

how she felt about herself afterwards, and particularly on how her performance compared

to her expectations. While she won by a huge margin1, she had “bombed” in comparison to

her expectations. And so, in spite of the (likely positive) consumption consequences of the

outcome, and in spite of winning the event, Biles was unhappy. Conversely, at the same

meet as Biles, floor routine silver medalist Morgan Hurd remarked that she was “super

pleased” and had an expanded view of her capabilities after her second-place finish. In both

cases, the athletes’ responses depended on their initial expectations. Introspection suggests

Biles-like and Hurd-like moments occur in a variety of contexts and professions. A runner’s

satisfaction with herself after running a 7-minute mile, a baker’s pleasure with his work

after tasting a cake he’s made, and a metalworker’s approval with the smoothness of her

weld all depend on what they expect from themselves.

I propose a formal model capturing such feelings. Building on the approach of Köszegi

(2006), I model self-image as arising from an agent’s (Bayesian) belief about an ego-relevant

trait. Additionally, in my model, people react not only to the level of self-esteem their

performance induces, as in existing models, but also to the way this differs from their

expectations. To incorporate expectations, I apply the news utility model of Kőszegi and

Rabin (2009) with self-image treated as an important dimension of utility.

For concreteness, we can consider an agent who believes there are talented artists and

112th-place-finisher Ellie Black scored more closely to the 2nd-place-finisher Mai Murakami than Murakami
did to Biles.
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untalented artists, and that artistic ability is innate. Suppose that each period she derives

utility v(pt) from believing the probability she that she is talented is pt, and also has

separable, linear utility in some numeraire xt describing her material, non-ego-related

consumption. My model says that her baseline utility each period is v(pt) + xt, and her

total utility is equal to her baseline utility, plus her “news” over each of these dimensions

of utility. News is a function of the artist’s experienced baseline utility in Period t on each

dimension and her anticipated distribution of possible utility levels on each dimension. For

example, if the agent expects to consume xt and maintain belief pt−1 in Period t and actually

consumes xt but sees her beliefs move to pt, her total utility under my preferred news-utilty

specification is:

v(pt) + xt + 1(v(pt) ≥ v(pt−1))η(v(pt)− v(pt−1)) + 1(v(pt) < v(pt−1))ηλ(v(pt)− v(pt−1))

with η > 0 and λ > 1. Thus if her experienced self-image v(pt) matches her expectations

v(pt−1), she receives no news; if v(pt) exceeds her expectations, she gets news utility of

η(v(pt)− v(pt−1)) from an “ego boost”; if it falls short, she gets a disutilitous “ego bruise”

from the news utility of −ηλ(v(pt−1)− v(pt)). A key assumption of the model, incorporated

above by the assumption that λ > 1, is that, whatever precise form v() may take, the artist

is loss-averse over changes in her ego utility. Feedback that is slightly worse than expected

weighs on her more heavily than feedback that is slightly better than expected. Bad news

hurts: ego bruises are more impactful than ego boosts.

This leads to a novel and robust motivation for information avoidance in ego-relevant

contexts. Levels-based models of belief-based utility suggest that information preferences

are determined by the shape of v(). For example, an agent with utility function v(p) + x

will be willing to pay for a piece of information my model in excess of its instrumental

value if v is convex, and will be willing to pay strictly less than the instrumental value

of the information if v is concave. Psychologically, the levels-based argument is thus that

agents care less about small changes in their probability p of being talented as p increases,

5



leading them to avoid information. In my model, however, so long as v() is smooth (i.e.

differentiable), agents will generally have a distaste for any small, unexpected piece of

information due to the fear of bad news outweighing the possibility of good news. This

provides one possible explanation of why information avoidance appears to be so pervasive2

and decouples the phenomena of widespread information aversion (e.g. aversion to small

signals for all p) from the implication that the marginal change in utility from a small

increase in beliefs decreases as p increases.3

The model also suggests that a new and testable comparative static on information

demand: that agents have higher willingness-to-pay for an ego-relevant signal when it is

expected in advance. This higher willingness to pay for an expected signal is a unique

feature of the model of news over self-image: in a model of ego utility or self-image without

news, there is no channel by which expectations affect utility, and in a model of news over

consumption utility Kőszegi and Rabin (2009), expectations about information regarding

future consumption do not affect utility.4 An agent with ego utility who expects to receive a

piece of her information about her talent entertains the possibility that she will believe it’s

more likely that she is talented, i.e. pt = pH > pt−1, or less likely that she is talented after

receiving the signal, i.e pt = pL < pt−1. Both of these possibilities enter her reference point.

Supposing she thought the good news and bad news were equally likely, then for any belief

pt ∈ [pL, pH ], her total utility would be:

v(pt) + xt + .5η(v(pt)− v(pL))− .5ηλ(v(pH)− v(pt))

Thus, even if she were to receive no information, she would still receive good news that

her subjective likelihood of being talented has not decreased and bad news that it has not

2See Golman et al. (2017) for a review, and Castagnetti and Schmacker (2022) for a recent experiment
showing particular avoidance in an ego-relevant domain.

3While such an implication is not universally unrealistic, it is less naturally tied to established psychological
patterns and behaviors; the primary evidence for such an assumption comes from information aversion rather
than psychological intuition. Unlike utility over money, where some amount of diminishing marginal utility is
psychologically grounded in gradual satiety, the pattern of utility over a probabilistic belief is difficult to intuit.

4For example, suppose an agent initially believes she is equally likely to consume 1 hour of leisure or 2
hours of leisure on Tuesday. Whether or not she expects to learn on Monday whether she will consume 1 or 2
hours on Tuesday, her willingness to pay for that information is the same.
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increased. While the agent expecting no information can avoid such news, once the agent

expects information, she cannot no longer avoid news by avoiding information, and she is

more receptive to learning the piece of information. The rationale is similar to the rationale,

highlighted by Kőszegi and Rabin (2007), by which news utility over consumption leads

the selling price of a money lottery to exceed its buying price. In the presence of news over

ego utility, the expectation of information itself generates a lottery over agents’ belief-based

utility.

To my knowledge, this prediction has not been widely tested or examined. Jiménez (2020)

finds that diners expecting to learn the caloric intake of a meal have a higher willingness-to-

pay for that information. This is consistent with an application of my model in which agents’

ego utility is related to the knowledge of the caloric content of their meals (i.e. if they prefer

to think of themselves as “healthy eaters”). My model predicts this effect of expecting to

learn information would also be present for agents learning about their performance on

intelligence tests or receiving feedback on their appearance.

News over ego utility also motivates several unique behaviors in dynamic contexts. If

v() is linear, the levels-based model predicts agents will behave indistinguishably from

agents without self-image, but my model suggests dependence on recent expectations and

aversion to changes in beliefs incentivize information-seeking or avoidance depending on

context. I highlight some dynamic behaviors that prevail under linear ego utility: First,

preferences for ego-relevant information are sensitive to recent changes in beliefs; agents

may prefer to avoid learning anything, but actively seek out additional information after

receiving a small bit of news, particularly if the news is bad.5 Second, when selecting

between streams of information, agents dislike movement in beliefs per se, which leads to a

strong distaste for gradual information. Even a tiny piece of information can be delivered

over a sufficiently slow and imprecise revelation process that agents would pay an arbitrary

amount to avoid learning in this way. In this chapter I highlight that dynamic preferences

5Köszegi (2006) highlights similar patterns that can arise from a particular family of functions v(). My
model suggests that the dynamics could instead be driven by reactions to recent news. The key distinction is
that my model suggests this preference will be time-dependent: agents will have incentives to seek information
before the previous bits of information have “sunk in.”
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are largely characterized by a desire for avoidance and delay due to a dislike of movement

in beliefs; Chapter 2 complements these results by discussing a setting in which signals may

arrive unpredictably and showing certain information-seeking motives generated by news

utility.6

1.2 Related Literature

1.2.1 Theory

While this paper considers self-image concerns for Bayesian agents with rational expecta-

tions and perfect memory in the spirit of Köszegi (2006), many papers have explored the

consequences of self-image concerns combined with a relaxation of one of these features.

Bénabou and Tirole (2002) also provide a framework to model agents who want to believe

they have high aptitude for a task and at some point know their aptitude, but later forget

their aptitude while remembering the actions they’ve taken. This incorporation of imperfect

self-knowledge motivates agents to self-signal: they may take an action simply to remind

their future selves of their ability. More recently, Kőszegi et al. (2021) incorporate a new

notion of self-esteem motivated by mood-congruent memory. Agents’ self-esteem is drawn

from a database of experiences. They average across their mental database, putting higher

weight on experiences that are congruent with their current esteem for themselves. This

determines a new self-esteem, which then determines new weights for experiences. A stable

self-esteem personal equilibrium is a self-esteem such that an agent with that level of esteem

would weight their experience database in such a way that the weighted average of their

experiences is equal to that self-esteem. SEPs needn’t be unique, and the authors derive

6I show, for example, if unavoidable news will arrive at an uncertain time, agents may proactively seek out
the information rather than wait for its uncertain arrival. This occurs even though learning the information
is typically aversive. Since they must learn the information eventually, agents prefer to “get it over with”,
which allows them to avoid the news they would otherwise receive each day if they don’t find out–note that
they receive news if they don’t find out because the possibility of an unavoidable signal means the partially
expect their belief about their talent to increase or decease relative to the “status quo”. Seeking out a signal
immediately helps avoid this daily “drip” of news. While such prophylactic behavior seems intuitively natural,
it is difficult to explain in other models of self-image; a levels-based agent who is averse to learning a piece of
information would always prefer to delay learning for as long as possible.
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properties of information demand and action choice when self-esteem is “fragile”, that is,

when there are multiple SEPs.

A variety of models of non-Bayesian belief formation and updating incorporate the idea

that agents like to hold positive beliefs about themselves. Brunnermeier and Parker (2005)

consider agents who balance anticipatory utility and instrumental value in choosing initial

beliefs. Möbius et al. (2014) and Eil and Rao (2011a) consider agents who process good

and bad signals asymmetrically, updating more after positive signals than negative signals.

Mayraz (2011) models agents whose beliefs under uncertainty are shaded toward outcomes

that they prefer.

While this paper considers agents with Bayesian processing, the machinery can be

applied to non-Bayesian models similar to the ones above. Doing so requires the analyst to

determine and specify the extent to which agents anticipate their non-Bayesian processing.

Many of my results are unaffected by non-Bayesian processing if this processing is not

anticipated in advance.7 I extend the model to allow for non-Bayesian processing in Chapter

2 of this dissertation.

1.2.2 Applications

While a number of theories of self-image have been posited and experimentally examined,

broad application of particular models has been limited. Kőszegi’s original paper suggests

applications of ego utility to employee motivation and entrepreneurship. While several

papers in public economics have considered the implications of incorrect beliefs (possibly

arising from self-image or other concerns) for policy design (Spinnewijn, 2015; Sandroni

7For example, agents may neglect base rates, or update asymmetrically depending on the valence of news,
but if they do not anticipate that they will do this in advance and instead expect to process information in a
Bayesian way, their willingness-to-pay for information will be the same as a Bayesian with their preferences. See
Benjamin et al. (2016), and particularly Online Appendix A thereof, for a formal discussion of prospective beliefs.
Ambuehl and Li (2018) provide some evidence on prospectively non-Bayesian beliefs in a non-ego-related
information-valuation experiment. They elicit conditional posterior beliefs in advance of giving a signal and find
that their experimental subjects vary in how responsive to information they are relative to a Bayesian. Subjects
expect they will under-react on average, and this causes them to value the instrumental benefit of information
less than Bayesians. In my setting, such under-reaction would also affect the anticipated and experienced news
content of information, so it is unclear how willingness-to-pay for information would be affected in various
situations.
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and Squintani, 2007), I am unaware of papers specifically exploring the implications of

ego utility in these settings. More commonly, ego utility is proposed as a potential micro-

foundation for a particular distortion in agents’ utility maximization problems. For example,

Spinnewijn (2015) considers optimal insurance design for agents who are overconfident

about their ability to find a job quickly, taking an agnostic approach as to the source of

this overconfidence, but suggesting ego utility and endogenous information search as a

possibility.

Similarly, development and labor economists have noted non-classical behavior in the

presence of performance feedback across a variety of settings, and often their results can be

accommodated by relatively parsimonious ego-utility-inspired models. In a field setting,

Ashraf et al. (2014) find that higher degrees of social comparison lead to lower performance

among healthcare workers in Zambia and provide a reduced-form model for information

choice that nests both optimal expectations in the style of Brunnermeier and Parker (2005)

and ego utility in the style of Köszegi (2006).

A goal of my paper in relation to the applications of these fields is twofold: First, I

aim to establish testable distinctions between my account of news over ego utility and

other models of self-image concerns. For example, my account suggests willingness to

pay for ego-relevant information (or willingness to engage in ego-sensitive competition)

will be higher when agents anticipate receiving the ego-relevant information in advance, a

distinctive prediction from other models. Second, I aim to provide a tractable model for

considering the social welfare consequences of policies taking into account ego utility. For

example, in the context of optimal insurance policy, explicit modeling of ego utility itself–as

opposed to modeling the overconfidence it can induce–may help explain the seemingly

large impacts of job loss on happiness, even after controlling for income.8

Finally, a number of experimental papers have found evidence of information delay

and/or avoidance; Golman et al. (2017) provide an excellent summary. My paper adds to

8While causal evidence on happiness and employment is difficult to produce due to issues with both
measurement and selection, evidence from both correlational studies and quasi-experimental designs seem to
suggest large non-pecuniary costs to unemployment. See Krause (2014) for a survey.
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this by proposing a novel explanation for aversion to information that doesn’t depend on the

specific form of the ego utility function, but also by proposing additional comparative statics

on the degree of aversion: that aversion is more likely when information is unexpected and

can be easily be avoided in the future. 9

1.3 Model

1.3.1 Setting and Preferences

An agent lives for T + 1 periods, indexed by 0, 1, 2, ..., T. Period 0 is a “planning period” in

which the agent makes no irreversible decisions.10 In each period starting with Period 0, the

agent derives baseline consumption utility from two sources: her material consumption,

xt ∈ R, and her beliefs about a psychologically-relevant attribute θt drawn from some finite

space of possible attribute levels Θ. Crucially, the agent may have incomplete knowledge

of θt. Letting |Θ| = k, and denoting a generic element of Θ by θi, the agent’s beliefs are

summarized by a k-component probability vector p = (p1, ..., pk) where pi = Pr(θ = θi).

For the results and applications in this paper, I will often consider Θ to be a two-element

set, and θt to be fixed over time; however, the general model below allows θt to be non-fixed,

for the agent to exert control over θt, and for |Θ| to be arbitrarily large. Many results

generalize to other type spaces so long as v satisfies the right notion of differentiability and

different signal realizations induce different utility levels.

Examples of potentially psychologically-relevant attributes that agents may perceive

as innate include fluid intelligence/problem-solving ability, physical attractiveness and

charisma, and task-specific aptitude: ability to produce art, sell car parts, or make successful

investments. Most of these traits have analogs that may change over time, or over which

9Note that while it has not to my knowledge been highlighted elsewhere, the second prediction is shared
by curvature models of information avoidance. It is not however a wholly obvious/universal prediction. For
example, an attention-based model in the spirit of Karlsson et al. (2009) or Golman et al. (2017) may not share
such a prediction.

10A precise definition of irreversibility is given in Appendix A.1, but this only matters for the details of
solution concepts. Intuitively the agent makes plans in Period 0 about what to do in future periods, but these
plans don’t limit her future choice sets directly–they only change her expectations.
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the agent may exert some control. For example, an agent may want to think of themselves

as being a good public speaker and believe that their speaking ability is not merely innate,

but honed through practice. The model also permits ability to be subject to stochastic

improvement or decay.

The focus on this paper on fixed attributes can be interpreted as a focus on innate

“talents” rather than agents’ mutable “skills” which they may take actions to improve;

however many of my results regarding information acquisition in a single-period context

apply to both skills and talents if available actions do not affect the development of skills.

For example, whether or not an agent believes she can become a better public speaker

long-term, if she consider receiving a signal about her public-speaking ability today, she

may believe that her skill is relatively fixed in the short-run.

The agent derives ego utility φv(p) when holding beliefs p, where v : ∆(Θ) → R is not

identically 0 and φ > 0 (unless explicitly noted otherwise). Thus, in period t, her baseline

utility is:

mt(xt, pt) = xt + φv(pt)

.

I additionally assume the agent derives news utility from changes in her beliefs about

each of these dimensions of utility, consistent with Kőszegi and Rabin (2009).

Let cumulative distribution function Fx
t,τ define the agent’s beliefs in period t over

possible material payoffs xτ in period τ ≥ t. Similarly, let Fv
t,τ define the agent’s distribution

function in period t over ego utility φv(pτ) in period τ ≥ t.

The agent’s instantaneous utility in period t is:

ut = xt + φv(pt) +
T

∑
τ=t

γt,τ N(Fx
t,τ|Fx

t−1,τ) +
T

∑
τ=t

γt,τ N(Fv
t,τ|Fv

t−1,τ). (1.1)

I make the usual normalization that γτ,τ = 1 ∀τ. ut is a function of current period utility

on each dimension, current beliefs about future utility on each dimension, and beliefs

entering the current period. When it is useful to make the dependence explicit, I write
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ut(xt, pt, Fx
t,τ, Fv

t,τ|Fx
t−1,τ, Fv

t−1,τ) to emphasize that current flow utility is a function of current

consumption and current beliefs conditional on past beliefs.

N is a news utility function, defined below. Note that N describes the agents’ utility

from how their beliefs about utility in a given period have changed. The simplest case to

consider is when τ = t. In this case, the news describes how utility experienced in period t

differs from one’s expected distribution of period-t utility on each dimension at the end of

period t − 1. The sum from τ = t to T indicates that the agent also experiences news utility

from what they learn about their utility in future periods. They experience this news on

both dimensions of their utility function. Suppose for example that the agent is considering

whether they are innately talented at mathematics. A bad signal about θ today gives the

agent bad news not just from learning about how intelligent she believes herself to be today,

but also about how intelligent she will believe herself to be in each future period. Consistent

with Kőszegi and Rabin (2009), I assume that γt,τ is weakly decreasing in τ: news about

utility is more impactful closer to the time of experiencing said utility.

I follow the percentile-wise definition of N from Kőszegi and Rabin (2009): For any

distribution F over R, let ψF : [0, 1] → R be the quantile function of F: ψF(y) := inf{z|F(z) ≤

y}. We can then define

N(F|G) =
∫ 1

0
µ(ψF(y)− ψG(y))dy

where µ is a universal gain-loss function satisfying (A0) - (A2) and (A4) of Bowman et al.

(1999). With the exception of Proposition 5, where I consider consequences of diminishing

sensitivity to gains and losses, I use a piecewise-linear specification of µ:

µ(x)


ηλx x ≤ 0

ηx x > 0

where η ≥ 0, λ ≥ 1. The assumption that λ ≥ 1 captures that losses are weakly as impactful

as gains. Often I’ll consider results wherein I assume that λ > 1, which constitutes strict

loss aversion, in line with psychological evidence that agents weigh losses more than gains
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Kahneman and Tversky (1979).

The “behavioral coefficient of loss aversion," Λ is often a useful statistic:

Λ :=
1 + ηλ

1 + η
.

When γt,τ = 1, η and λ will not be separately identified in my setting, and Λ will be

sufficient to describe behavior. Note that Λ is increasing in both η and λ, so higher Λ

indicates a greater role for news utility either through a larger role for news utility relative

to baseline consumption (η) or through a higher degree of loss aversion (λ).

I define Ut = Et[∑T
τ=t uτ] to be the agent’s lifetime expected utility from the perspective

of Period t, given their (rational) beliefs about Fx
t,τ, Fv

t,τ for all τ ∈ {t, ..., T}. I discuss

solution concepts briefly in the next subsection, and in greater detail in Appendix A.1, but

typically I assume agents in Period-t strive to maximize Ut given assumptions about their

initial beliefs and rational expectations regarding their future behavior. As notation, if an

agent selects some complete, contingent plan of action dt across all future periods, I write

Ut(dt|{Fx
t−1,τ, Fv

t−1,τ}T
τ=t, p) to denote the expected utility induced by this plan given the

agent’s beginning-of-period beliefs about their consumption and ego utility in all future

periods as well as their current beliefs p about θ.11

The reference-dependent news utility in my model is a straightforward application of the

news utility model of Koszegi and Rabin (2009) with ego utility added as a new dimension

of the baseline utility function. In my application, v : ∆(Θ) → R converts beliefs about θ

into utility, and news is over changes in beliefs about this dimension of utility. Thus agents

do not experience news utility over changes in beliefs about θ per se; they experience news

utility over changes in their ego utility which is drawn from beliefs.

To see the import of this, consider an agent who may be either untalented, moderately

talented, or very talented (|Θ| = 3). Suppose her ego utility from believing that she is

certainly moderately talented is equal to her ego utility from believing that she is equally

11I make the dependence on p explicit to facilitate statements regarding choices to receive information about
θ. Note that Fv

t−1,t cannot necessarily be inverted to learn pt−1, so the agent’s beliefs about θ are not necessarily
implied by their beliefs about their stream of ego utility.
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likely to have any of the three possible talent levels. Then if she enters a period expecting

to maintain beliefs that any talent level is equally possible, but instead learns that she is

certainly moderately talented, my model says she experiences no news utility over this

change in beliefs.

I make two points in defense of this assumption. First, a similar assumption plays out

with news over consumption: if an agent expects each of three assets to pay out 5 dollars,

but instead two assets pay out 0 dollars and one asset pays out 15 dollars, the agent receives

no news utility from this discovery. Secondly, the assumption is that the dimensions of

utility capture what an agent cares about; if an agent feels differently about two possible

sets of beliefs, but on average equally happy, the model could in principle capture this

by assuming multiple dimensions of ego utility. For example, the agent could have two

dimensions of ego utility: one dimension capturing their utility from believing they might

be highly talented and one dimension capturing their disutility from believing they might

be untalented. Under such a specification, the change in beliefs described above would

generate news utility.

1.3.2 Solution Concepts

Sections 1.4 and 1.5 are primarily concerned with results pertaining to the demand for

ego-relevant information, and many of them pertain to “willingness-to-pay” measures

defined within those sections. I also make reference to two additional solution concepts

considered by Kőszegi and Rabin (2009): optimal consistent plans (OCP) and preferred

personal equilibria (PPE). Here I give a brief description of the intuition behind the solution

concepts as I apply them in this paper. More detail can be found in Appendix A.1 of this

paper or in Web Appendix A to Kőszegi and Rabin (2009).

It is useful to first consider the agent’s final period problem. Agents face a choice set DT

in period T consisting of possible contingent plans dT. Contingent plans dT induce some

distribution of consumption Fx and some distribution of possible levels of ego utility Fv. I

describe the plans as “contingent” because even within the final period, the model allows for
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the possibility that uncertainty is resolved gradually, or that actions are taken sequentially.

Applying (2.1) to the single-period context, the agent chooses a plan dT to maximize:

EdT [uT(xT, pT)] = EdT [xT + φv(pT) + N(xT|Fx
T−1,T) + N(v(pT)|Fv

T−1,T)], (1.2)

where EdT [z] refers to the expectation of z under plan dT. In all static contexts I consider, the

agent must choose a plan that maximizes the above expectation conditional on Fx
T−1,T and

Fv
T−1,T: the agent’s expected distributions of utility on each dimension entering Period T. To

close the model, we need to make some specification of these beliefs.

In dynamic settings, we can specify that planned actions in Period T − 1 include a

contingent plan in Period T. Suppose agents are aware in Period T − 1 of the possible

situations they will face in Period T. Assuming the agents have rational expectations, then

one requirement we can make is that they only plan to take an action d∗T inducing beliefs

Fx∗
T−1,T and Fv∗

T−1,T if, in every contingency that may arise, d∗T maximizes

EdT [uT(xT, pT)] = EdT [xT + φv(pT) + N(xT|Fx∗
T−1,T) + N(v(pT)|Fv∗

T−1,T)], (1.3)

over all feasible dT. This requirement is referred to as consistency. The consistency require-

ment defines the set of actions we can expect from an agent who anticipates a particular

situation in advance. We can define a set D∗
T of plans satisfying this requirement. We then

assume that the Period T − 1 agent chooses to maximize UT−1 subject to the constraint that

the prescribed choice of dT ∈ D∗
T. But note UT−1 depends on Fx

T−2,T−1, Fv
T−2,T−1, Fx

T−2,T, and

Fv
T−2,T. This continues recursively: we can specify that the agent maximizes Ut subject to

consistency in all future periods, but we still must know the agent’s beliefs ending Period

t − 1.

Different situations suggest different ways of making a prediction within the model.

First, there are reasonable situations where the analyst may simply know agents’ initial

beliefs, or be able to control them in some way.12 Several of my results pertain to agents’

12For example, an experimenter may be able to randomly assign subjects to conditions wherein some subjects
are forced to receive information with high likelihood, and others are unable to the receive information with
high likelihood, and inform subjects of their treatment assignment in advance.
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willingness-to-pay for information as a function of their initial beliefs at the moment they’re

offered the information.

In making predictions in situations where agents knew their choice sets in advance, I

consider the broadest reasonable solution concept to be the set of optimal consistent plans

(OCP) in Period 0. I define this to be to be the set of consistent contingent plans of action d∗1

in Period 1 such there there exist beliefs entering Period 0 such that the U0-maximizing plan

for those beliefs involves implementing d∗1 in Period 1. Kőszegi and Rabin (2009) suggest an

alternative solution concept which is identical to OCP except that it assumes the Period-0

agent maximizes U1 instead of U0; this is referred to as the preferred personal equilibrium

(PPE). Some of my results in this chapter and Chapter 2 pertain to PPE choices.

Appendix A.1 contains additional detail regarding solution concepts that could be

applied to the model, generally following those discussed in Web Appendix A of Kőszegi

and Rabin (2009).

1.3.3 Signals

In this paper, I will often focus on choice sets created by opportunities to receive signals

about θ available at some (possibly negative) price. A signal is a map ω : θ → ∆(Sω), where

Sω is a finite space of potential signal realizations. Given signal realization sj, the agent

updates beliefs according to Bayes’s rule. I denote the agent’s updated beliefs in period t

about θ from receiving signal realization s given initial beliefs q by pt|s, q. I note the joint

signal generated by receiving two signals ω and ω′ by ω + ω′.

1.4 Static Information Preferences

In this section, I describe static results in a model where θt = θ is fixed and innate; the agent

cannot take any actions that affect θ, they can only learn about its value.

The first result is that expecting to receive some signal increases willingness-to-pay for

said signal. To state the result formally, I need to define some additional terms. The first

term formalizes the concept that a signal is ego-relevant.
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Definition 1 Suppose an agent has initial beliefs p. A signal ω is non-v-degenerate if there exists

a realization s of ω such that v(p|s) ̸= v(p).

Intuitively, a signal is non-v-degenerate if there is any realization of the signal such that

the agent’s ego utility changes. Note that a signal can be non-degenerate (i.e. |Sω| > 1)

without being non-v-degenerate if all realizations of the signal generate equal ego utility to

maintaining prior beliefs. Returning to the example from Section 1.3, suppose θ ∈ (L, M, H),

and an agent’s ego utility is v(p) = Pr(θ = H)− Pr(θ = L). If she initially holds the belief

p0 that p0(θ = H) = p0(θ = M) = p0(θ = L) = 1
3 , and she considers receiving a signal

that is equally likely to move her beliefs to pA(θ = H) = pA(θ = L) = 1
2 ; pA(θ = M) = 0

or pB(θ = H) = pB(θ = L) = 1
4 ; pB(θ = M) = 1

2 . Note that v(p0) = v(pA) = v(pB), so

our agent experiences no change in ego utility depending on the answer, and the signal is

v-degenerate in spite of not being degenerate.

Conditional on beliefs p, we can define a static13 willingness-to-pay for information.

I use Eω,p[·] to denote expected utility conditional on receiving signal ω (and no other

information), and E,p[·] to denote expected utility conditional on receiving no information.

For c ∈ R and distribution function F, I define F − c to be the unique distribution function

such that (F − c)(x) = F(x + c); if F is a distribution over money, F − c is the distribution

function induced by shifting money expectations down by c.

Definition 2 Given current consumption beliefs G and current beliefs p about θ, the static

willingness-to-pay for signal ω is defined as the value of c ∈ R such that:

Eω,p[u1(G − c, p1|Fx
0,1, Fv

0,1)] = E,p[u1(G, p1|Fx
0,1, Fv

0,1)].

I denote this quantity WTP(ω|G, p, Fx
0,1, Fv

0,1).

Note that willingness to pay can only be defined in the context of prior expectations

over consumption and ego utility, current beliefs about consumption, and a belief about θ

13Note that in a dynamic context, the willingness-to-pay for information depends on the distribution of
ego-relevant information anticipated in all future periods. I define a dynamic WTP in Section 1.5.
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before receiving the signal. The somewhat cumbersome notation allows WTP to be defined

when agents had any anticipated distribution of ego and consumption utility (e.g. whether

or not they expected to receive information about θ), whether or not they’ve received any

information already, and whether or not their current beliefs about consumption match

their expectations. Given this definition, we can state the result.

Proposition 1 Suppose T = 1. Fix any beliefs Fx
0,1 over monetary consumption and any current

beliefs over consumption G. Let Fω be the distribution function of possible ex-post beliefs over v

induced by receiving non-v-degenerate signal ω while holding initial belief p0, and let F = 1(v ≥

v(p0)) be the distribution function over v induced by receiving no information. If Λ > 1:

WTP(ω|G, p0, Fx
0,1, Fω) > WTP(ω|G, p0, Fx

0,1, F).

Proposition 1 says that agents have strictly higher willingness to pay for ego-relevant

information if they are expecting it in advance. For example, a student who has been

expecting to find out his exam grade today will be more interested in actually finding out

that piece of information than a student who does not expect to find out their exam grade. I

know of no evidence specifically testing this prediction over commonly used ego-relevant

attributes such as intelligence or attractiveness, but, as discussed above, evidence from

Jiménez (2020) is broadly consistent with the prediction if we assume that agents have ego

utility over the healthiness of their food choices.

I am not aware of other formal models that make this prediction. Models of ego utility

without reference dependence, such as Köszegi (2006), suggest no role for expectations in

willingness to pay for information. The sense-making model of Chater and Loewenstein

(2016), as well as Loewenstein’s earlier work on curiosity gaps (1994) both suggest that an

awareness of a lack of knowledge may induce demand for information, but do not predict

any role for expectations fixing awareness of the lack of knowledge. Models of reference

dependence over future material consumption do not predict any difference in willingness

to pay for information about future material consumption based on expecting to find out

that information. I formalize this with a simple definition and fact.
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An agent’s beliefs about their consumption levels in some period T can be described by

a probability measure on (XT, B(XT)) where XT ⊆ R is a set of possible consumption levels

and B(XT) is the Borel σ-algebra on XT. Denote the space of all such probability measures

by ∆(XT). Let B(∆(XT)) be the Borel σ-algebra on ∆(XT), and note that we can also define

a probability measure on this space, denoted by ∆(∆(XT)).

Definition 3 A first-order belief about material consumption in period T is an element P ∈ ∆(XT).

A second-order-belief about material consumption in period T is an element of ∆(∆(XT)).

Fact 1 Suppose T ≥ 2, and all material consumption will occur in period T. Fixing first-order

beliefs about consumption, an agent’s utility from receiving a signal about period-T consumption in

Period 1 does not depend on their second-order beliefs about period-T consumption entering Period 1.

The juxtaposition of current-period ego utility and future-period material consumption

may raise questions about the comparability of the two settings. However, the two factors

often confound each other, and the above results suggest a potentially useful distinction.

For example, learning one’s aptitude for a certain task may constitute both a signal of future

consumption, and a current-period ego boost/bruise. Taken together, the results suggest

that only the ego channel generates an endowment effect for information due to news utility.

Within this context, define a signal’s strength to be the maximum possible movement in pi
t

from pi
t−1 under a realization of that signal. Let ∥p∥ be the Chebyshev norm: ∥p∥ = maxi pi.

Definition 4 Let |ω| := sups∈Sω , ∥pt(s)− pt−1∥. I call |ω| the signal strength.

For subsequent results, I assume that the agent’s talent is binary (|Θ| = 2).14 The next

result is that, when the signal strength is sufficiently small, an agent not expecting a signal

will prefer not to receive the signal.

14This is primarily to simplify exposition and notation. I believe all of the results generalize, with slight
adjustment, to general finite type spaces. For example, a more general Proposition 2 requires that v be
differentiable and additionally that ∇v · (p1(s)− p0) ̸= 0 for some signal realization s. That is, the agent is
averse to any signal that causes belief movement which is not perfectly orthogonal to the gradient of her ego
utility. When the type space is binary, a non-zero derivative is sufficient to guarantee the second condition
holds.
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Proposition 2 Suppose T = 1. Fix initial consumption beliefs Fx
0,1, initial beliefs p0 about θ, current

consumption beliefs G, and some signal ω.

If Λ > 1, then for any differentiable v with v′(p|s) ̸= 0, for all s ∈ Sω, there exists δ > 0 such

that if |ω′| ∈ (0, δ),

WTP(ω + ω′|G, p0, Fx
0,1, Fω) < WTP(ω|G, p0, Fx

0,1, Fω).

This result establishes that agents dislike being surprised with small pieces of information

about their ego-relevant attribute, regardless of the shape of their ego utility function. The

rationale for this distaste is notably different from curvature-based models of ego utility as

discussed by Köszegi (2006), as well as curvature-based models of anticipatory utility, such

as that applied by Schweizer and Szech (2018a). In such models, distate for information

hinges on the marginal return to holding higher beliefs about oneself decreasing as the level

of beliefs increases. If there are ranges of beliefs over which the marginal utility of holding

slightly higher beliefs is increasing, then agents will have demand for such information

exceeding any instrumental value of said information.

In my model, dislike of small signals is driven by loss aversion: news of a decrease in

utility weighs more heavily on an agent than news of an increase. This effect depends on

the first derivative of v, while any curvature effect is driven by the second derivative of v.

Thus, locally, loss aversion dominates any curvature effect, so aversion to small surprise

signals holds for any smooth ego-utility function. Figure 1.1 shows a convex ego utility

function along with the value function of a loss-averse agent expecting no information with

prior belief p = .5.

Conditional on expecting a signal, however, agents may want to follow through with

receiving said signal. For binary signals, there is an especially stark statement of this pattern:
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Figure 1.1: A convex ego-utility function (v(p) = p2, left) and corresponding value function (right) for a
loss-averse agent. If the agent considers a free signal that moves beliefs to pL or pH , then even though she will
have higher ego utility in expectation, her expected utility inclusive of gain-loss utility is negative for a small
gamble.

Proposition 3 Suppose T = 1, and an agent has beliefs G over material consumption in Period 1.

If Λ ≥ 0, then for any non-v-degenerate binary signal ω:

• WTP(ω|G, p0, Fx
0,1, Fω) > 0 if v is convex on (p0 − |ω|, p0 + |ω|).

• WTP(ω|G, p0, Fx
0,1, Fω) = 0 if v is linear on (p0 − |ω|, p0 + |ω|).

• WTP(ω|G, p0, Fx
0,1, Fω) < 0 if v is concave on (p0 − |ω|, p0 + |ω|).

Note that the above proposition does not depend on the specifics of Λ beyond that the

agent is not loss-loving, i.e. that Λ ≥ 0.15. Endowed with the belief that they will find

out some piece of information about θ, agents experience a loss relative to the portion of

their reference point that comes from the partial expectation of learning they are more

talented and a gain relative to the portion of their reference point that comes from the

partial expectation of learning they are less talented. Note that this even holds if the agents

15That Λ ≥ 1 > 0 is a psychological assumption of the model, and nests the classical utility function. I note
that this prediction of the model depends only on Λ ≥ 0 to emphasize that the result holds even if the agent did
have 0 ≤ Λ < 1, which is sometimes referred to as loss-tolerant or gain-loving behavior and has been suggested
as plausible by some experiments, such as those of Chapman et al. (2018) and Goette et al. (2019). Thus, the
identification of root preferences is not confounded by loss tolerance. Only agents who truly prefer decreases
in utility to increases would violate this prediction. I am not aware of any experimental estimates suggesting
Λ < 0.

22



find out the binary piece of information: finding out they are more talented is still a “loss

of zero” relative to the portion of their reference point resulting from partially expecting

that, and finding out they are less talented is a “gain of zero” relative to the portion of their

reference point resulting from partially expecting that. Thus, loss aversion does not induce

any distortions that affect choice over this binary piece of information, and preferences are

determined by the shape of the ego utility function.

Propositions 2 and 3 highlight the importance of expectations and initial beliefs: an agent

expecting no information will not want to receive a small signal, while an agent expecting

the same signal may want to follow through (depending on v). Both results answer the

question: given a particular set of beliefs entering Period 1, what will agents do? A natural

question is what happens when agents anticipate this situation in Period 0 and can choose

their signal-generating structure. I show that agents prefer to plan not to receive sufficiently

small signals, for similar reasons to those detailed in Proposition 2. Proposition 4 thus

shows the aversion motive is not merely about surprise.

Proposition 4 Suppose T = 1. Fix any initial beliefs16 Fv
−1,1, Fx

−1,1, p0. Suppose an agent is

presented in Period 0 with the option to receive a signal ω in Period 1.

If η > 0, λ > 1, then for any differentiable v with v′(p0) ̸= 0, there exists δ > 0 such that if

|ω| < δ, the Period-0 agent’s preferred personal equilibrium plan is not receiving the signal.

The formal proof is in Appendix C.1, but a sketch of the proof follows. First, note that

if the agent plans not to receive a signal in Period 1, then this is consistent by Proposition

2. What remains to show is that there is always a signal small enough such that the agent

does not desire to receive it. Making a plan to receive the signal in Period 0 may generate

an increase in expected ego utility. This effect is proportional to the second derivative of v.

On the other hand, receiving the signal in Period 1, even conditional on expecting it, also

generates an increase in news in Period 1 that is proportional to the first derivative of v. The

second effect dominates for small enough |ω|.
16Note that the use of preferred personal equilibrium makes these initial beliefs irrelevant.
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The key intuitive distinction between Propositions 3 and 4 is that Period-0 agents

anticipate the effect of updating their reference point on their Period-1 utility, and (in PPE)

do not experience news from changing plans. In Proposition 3, we assume agents have

the stochastic reference point induced by anticipating the binary signal. Given such a

reference point, news is unavoidable, and agents maximize both news and material utility by

receiving or not receiving the signal based on material utility consequences. In Proposition

4, Period-0 agents can choose whether or not to adopt such a stochastic reference point in

Period 1. They face the same second-order material utility consequences, but there is an

additional news effect: fixing their Period-1 behavior, their utility is higher if they have the

deterministic reference point from not expecting a signal instead of the stochastic reference

point of expecting a signal. Since this difference is first-order, it dominates any potential

second-order material-utility advantage induced by planning to receive the signal.

While most of the above results assume linear gain-loss utility, Kahneman and Tversky

(1979) suggest diminishing sensitivity as more realistic. The next result highlights a sense in

which diminishing sensitivity may generate important asymmetry in behavior.

Proposition 5 Suppose T = 1. Fix current beliefs G about material consumption as well as

initial consumption beliefs Fx
0,1 entering Period 1. Suppose v is linear and increasing, and the

agent’s gain-loss utility satisfies (A3), and the agent enters Period 1 with deterministic expectations

F = 1(v ≥ v(p0)) that they will maintain belief p0. If the agent finds herself with beliefs p in Period

1, then for all ω such that |ω| < |p − p0|:

• If p > p0, WTP(ω|G, p, Fx
0,1, F) < 0.

• If p < p0, WTP(ω|G, p, Fx
0,1, F) > 0.

Intuitively, this proposition says that when surprised with good news about θ, agents

find the prospect of receiving immediate additional information to be unappealing due to

concavity of gain-loss utility in gains, but when surprised with bad news, agents find the

prospect of receiving immediate additional information appealing, due to the convexity of

gain-loss utility over losses. An agent feeling positively about herself relative to expectations
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wants to “quit while she’s ahead.” An agent feeling badly about herself wants to try to

recover her lost self-esteem.

This proposition suggests a re-interpretation of some of the mechanisms and intuitions

at play in Köszegi (2006). My result says that asymmetric information acquisition may arise

not only from threshold values in an underlying ego utility function, but from asymmetric

reactions to good and bad news about an ego-relevant characteristic. This shares a feature

with the Kőszegi function: agents are attracted to information when just below a salient belief

level and have a distaste for information when just above. In Kőszegi’s case, the salient belief

level enters into the utility function via an externally determined17 competence threshold;

in my model the salient belief level is determined by an agent’s internal expectations.

1.5 Dynamic Information Preferences

Now I consider the more general dynamic setting in which T > 1. For simplicity, I primarily

assume throughout this section that v is linear in p. Thus, an agent solely with levels-based

ego utility (and not news utility) would have be indifferent across any stream of beliefs.

One key dynamic force I highlight is also a dominant force in models of news utility over

consumption: agents dislike the sensation of beliefs moving back and forth. Take an agent

who intially believes there is a 2 percent chance that she is talented, then changes to believing

there is a 1 percent chance for a period, then returns to her initial belief of a 2 percent

chance. The loss-averse agent suffers disutility on net from these changes: the initial loss

weighs more than the subsequent gain. This distaste for small belief changes provides an

additional reason to dislike receiving imprecise signals: not only are such signals likely to

be small, but a sequence of many imprecise signals leads to the larger expected absolute

movement in beliefs than a sequence of precise signals.

An additional force that I highlight is that in my model, the length of time an agent

17The competence level is defined by the level of skill such that pursuing a risky endeavor would make
material financial sense. While in a full-economy model, this competence level may be “endogenous” in the
sense that it depends on the actions of other agents, the required competence level is externally determined
from the perspective of a particular agent: regardless of the agent’s plans and beliefs about themselves, the
required competence level is pinned down by returns conditional on talent.
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anticipates that she will hold a particular belief may significantly impact her informational

preferences. Sometimes turning down a signal may mean receiving it tomorrow instead of

today and therefore delaying the information only briefly; while other times it means never

receiving the signal, or receiving the signal only in the very distant future (avoiding the

signal). In my model, an agent’s willingness-to-pay not to receive a signal at a given point

in time is heavily dependent on the amount of time the signal can be delayed, suggesting

one possible explanation for higher levels of information avoidance over ego-relevant

characteristics relative to consumption, as observed by Castagnetti and Schmacker (2022).

The first two results consider situations where an agent may want to receive information,

or be indifferent to receiving the information, in a corresponding static representation.

I show that, in dynamic settings, the precise manner in which information is conveyed

over time may imply major deviations from her static preference. First, I show that even

if γt,τ = 0 when t < τ, the agent’s willingness-to-pay for a sufficiently noisy sequence

of signals is unboundedly negative. Next, I show that, for any signal ω, no matter how

attractive (or large) a signal may be, if γt,τ = 1 for all t ≤ τ, then there exists a delivery

structure subdividing the signal into two signals (delivered far apart temporally) such

that the agent would prefer receiving no information instead.18 Intuitively, this result

characterizes one effect of receiving a signal when information structures do not permit

easy access to additional information: a small signal may determine the agent’s ego utility

for a long time, and therefore carry a great deal of news.

To state the results formally, I require some additional notation and definitions. Given

a signal ω with realizations s ∈ Sω, let p(ω) represent the distribution placing weight

Pr(ω = s) on p(s) for all s ∈ Sω. That is, p(ω) is the distribution of beliefs the agent

anticipates conditional on receiving signal ω. Similarly, given a finite sequence of signals

{ωk}, let p(ω1, ..., ωN) represent the distribution placing weight Pr(ω1 = s1, ..., ωN = sN)

on p(s1, ..., sN).

Definition 5 If p(ω) = p(ω1, ω2, ..., ωj), then we say ω1, ω2, ..., ωj subdivide ω.
18This result holds for any differentiable v.
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Definition 6 An information stream ω consists of a sequence of signals {ωi}i∈I about θ and a

time-schedule a : I → {1, ..., T} prescribing when these signals will be received. The null information

stream, denoted , is the stream in which no signal is received in any period.

Finally, I need to define a dynamic willingness-to-pay for an information stream.

Definition 7 Let F0 := {Fv
0,τ, Fx

0,τ}T
τ=1 describe Period-0 beliefs about the agent’s lifetime consump-

tion and ego utility. Let p denote the agent’s beliefs about θ when they select a plan in Period 1. Fix

some plan dω,G in which the agent receives information stream ω and consumption distributed ac-

cording to G in Period 1. Let dω′,G−c denote a plan in which the agent receives identical consumption

to dω,G in all periods after Period 1, information stream ω′, and Period-1 consumption distributed

according to G − c.

An agent’s willingness-to-pay in Period 1 for information stream ω′ is defined as the value c such

that

U1(dω,G|F0, p) = U1(dω′,G−c|F0, p)

I denote this quantity WTP(ω′|G, p,F0,ω).

Note that this is well-defined even though the details of consumption in periods 2

through T are left unspecified. Since they are the same across plans, they do not contribute

to any differences in utility between the two plans. Note also that I allow p to differ from

p0 and G to differ from Fx
0,1. In principle, this allows the WTP to be defined regardless of

whether the agent’s beliefs have changed since the beginning of Period 1; in particular, the

WTP is still defined when some uncertainty over consumption has been resolved.

A final comment related to notation: Given information stream ω, I write Fω,∗
0 to denote

the beliefs of an agent whose distribution over ego utility is that induced by anticipating

the information stream ω at the end of Period 0 and who has any (unspecified) beliefs over

consumption.

The result states that, for agents with linear ego utility, fixing any signal ω and any

material consumption payoff M, ω can be subdivided into a sequence of signals meted out
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over many periods such that the willingness-to-pay for the signal when expecting it is less

than −M, i.e., even an agent expecting the signal would sacrifice material consumption of

M to avoid it. Note that in the one-shot static analog, Proposition 3 implies that the agent

would not sacrifice any amount of consumption to avoid an anticipated signal.

Proposition 6 Fix any non-degenerate signal ω and prior beliefs G over consumption. Suppose v

is linear, η > 0 and λ > 1.

Then for any M > 0, there exists TM and ω1, ..., ωTM subdividing ω such that, if ωM is the

information stream prescribing signal ωt in Period t,

WTP(ωM |G, p0,FωM ,∗
0 , ) < −M.

Readers familiar with the news utility model over consumption may be aware that it has

a similar feature: the disutility from slowly learning a piece of information about future

consumption is unbounded. However, in model of news utility over material consumption,

this feature only applies when γτ,T > 0 and isn’t too small when τ << T. Only then can an

agent who slowly learns about future consumption be made arbitrarily unhappy via the

learning process.

Proposition 6 applies regardless of γ, and in particular it applies to agents with γt,τ = 0.

Such agents would not suffer unbounded disutility from slow revelation over utility at

some fixed future date. What makes their disutility unbounded in my setting is that they

still receive news about their ego utility each period, since they experience ego utility each

period. Thus, even though they do not attend to news about their future utility, agents

receiving news about their talent inherently learn about their current-period ego utility. Such

agents are arbitrarily averse to a sufficiently long sequence of signals.

Note that this holds even though their ego utility is unaffected in expectation. The

aversion to the information stream again stems not from having lower ego utility on average

if they receive the signal, but from the many bruises to their ego induced by the information

stream outweighing the many boosts to their ego induced by the information stream.19

19The closest consumption parallel to this result in the consumption news utility model might be to consider
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One limitation to this result is that it requires that the agent’s ego utility be linear.20 I

have not been able to prove a similiar result for agents with convex ego utility, and suspect

it does not hold in general.21 The next result applies even to agents with non-linear utility.

an agent who consumes their entire wage each day, but whose wage is stochastic. Such an agent, as the time
horizon increased, would pay an arbitrarily large one-time fee to instead receive a fixed wage (where the wage
is equal to the average of the stochastic process). However, in the consumption setting, agents typically have the
ability to save and spend to dull the effects of news (Kőszegi and Rabin, 2009). Since ego utility over talent is a
mechanical function of beliefs, agents lack the technology to dull it. However, the analogy does suggest that
agents with ego over a skill may have a precautionary-saving motive to overwork. I do not pursue this line of
inquiry in this paper.

20Or concave. But for agents with concave ego utility, the result is not particularly surprising; it holds even
for agents with no news utility over their ego.

21Intuitively, for an agent with a general convex utility function, the amount the agent stands to gain from
receiving the signal may increase approximately linearly in the number of periods over which news is disbursed,
while the amount the agent loses in terms of news increases linearly in the square root of the number of periods.
Loosely speaking, I conjecture there may be an extension to ego utility functions that are not “too convex” or
for agents who are “sufficiently” loss-averse, but have yet to determine a formalization of this statement.
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Proposition 7 Fix any non-degenerate signal ω. Suppose:

• γt,τ = 1 for all τ ≥ t ≥ 1.

• η > 0 and λ > 1.

• v is differentiable at p0, with v′ ̸= 0.

Then there exists T such that whenever T > T, there exist ω1 and ωT such that when choosing

between an information stream ω delivering signal ω1 in period 1, in period 2 through T − 1, and

ωT in period T, and an information stream containing no signals, the preferred personal equilibrium

is to choose .

Intuitively, when γt,τ = 1, then the information stream consisting of a single signal in

the first period followed by a long period of no additional information generates a great

deal of news in Period 1: the signal carries news about how our agent will feel about

herself in Period 1, Period 2, Period 3, etc. For any signal ω—note that ω itself needn’t be a

small signal—we can peel off a small piece of information. By Proposition 4, the agent will

be averse to receiving this small signal. If the interim period before resolving additional

uncertainty is long enough, the news from receiving this small piece of information in the

first period will exceed in magnitude any benefit she may receive in period T. Note that the

differentiability assumption is quite weak: the ego utility need only be differentiable at p0.

Elsewhere it needn’t be even be continuous.

The assumption that the agent cares about news about her ego utility in all future

periods is important to the above result: her disutility from receiving the signal comes in the

first period, and it’s potentially quite large because she recognizes that she is getting bad

news about how she will feel in all future periods leading up to Period T. However, I argue

it may capture a real motivation. Consider, for example, the artist. Receiving a bad review

may be a crushing blow to her ego not only because she feels worse about her artistry in

that moment, but also because she knows she will likely feel worse about her artistry for

many months going forward.
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The next pair of results highlights an additional difference between learning about future

consumption and learning about θ in a setting where v is linear and the set of available

information streams is maximally rich. To make this comparison, I consider an agent with

access to any information stream, along the lines of Bayesian persuasion settings considered

by Kamenica and Gentzkow (2011) and Duraj and He (2019).22

The first result says that so long as γτ,T < 1 and is increasing in τ, the PPE23 information

stream for consumption news mandates news about Period-T consumption be delivered

as soon as possible. The second result says that for learning about an ego-relevant trait, so

long as γτ,T > 0, news should be delivered as LATE as possible.

Proposition 8 Suppose η > 0, λ > 1, and γτ,T < 1 is strictly increasing in τ for all τ < t ∈

{1, ..., T}. If consumption only happens in period-T, and the agent has rational, non-dogmatic expec-

tations Fx
0,T, then the unique preferred-personal-equilibrium information structure for information

about xT features one-shot resolution in Period 1.

Proposition 9 Suppose φ > 0, η > 0, λ > 1, v is linear, and γτ,t > 0 ∀ τ ̸= t with τ < t ∈

{1, ..., T}. Suppose the agent will learn θ in period T. Then the unique preferred-personal-equilibrium

information structure for information about θ features one-shot resolution in the final period and no

information in every other period.

To see the distinction between the two results, consider a simple example in which a

young person learns about their ability for public speaking. They learn two distinct pieces

of information from this: (1) signals about their future lifetime earnings and (2) signals

about their current ego utility from being a naturally adept speaker. The above results say

that while news over either aspect of utility generates a preference for one-shot revelation,

22As a device for formalization, I assume the existence of a “sender" who commits in Period 0 to a finite
message space M and a strategy σ = (σt)

T−1
t=1 , where σt(·|ht−1, θ) ∈ ∆(M) is a distribution over messages in

period t that depends on the public history ht−1 ∈ Ht−1 := (M)t−1 of messages sent so far, as well as the
true state θ. The sender can commit to any information structure (M, σ), which becomes common knowledge
between the players. At the start of Period 1, the sender privately observes the state’s realization, then sends a
message in each of the periods 1, 2, ..., T − 1 according to the strategy σ.

23Note that the consistency constraints don’t bind in this setting since the information stream is chosen
in Period 0 and cannot be altered. Thus, the use of PPE simply implies U1-maximization from a Period-0
perspective.
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as emphasized by Kőszegi and Rabin (2009) and Dillenberger and Raymond (2020), it is

only the news over ego utility that agents want to delay. The earlier one discovers news

about consumption at a future date, the less intensely that news is felt. But learning about

θ earlier creates more news: news about ego utility today, tomorrow, and in all periods

until period T. Note that even if either effect is arbitrarily small–if agents only care about

news over future ego utility a little bit, or if they care a great deal about news over future

consumption utility–then the result still prevails that agents prefer to pull forward news

about future consumption and push back news about their talent.

The assumption of θ as a fixed, innate talent as opposed to a modifiable skill is important

to the above arguments. Agents who have access to a costly technology which improves θt

may want to learn about θt and improve it if they receive negative information. However,

note that even learning about a skill is not identical to learning about future consumption

if agents have to pay the costs of improving θt at the time of improvement (or sooner). If

the young person above exerts costly effort to practice public speaking and improve their

skill, they still experience a loss in this period if they find out negative news about their

skill. The agent cannot simultaneously avoid news on both the skill and effort dimensions

in this period, and thus receiving the signal still opens them up to current period news,

which provides incentives to delay learning.

While the above results highlight motives for delay, they do so in a setting in which

discovery of information is fully inevitable and occurs at a known time. When comparing to

material consumption, this is a natural starting point: agents always eventually discover their

material consumption on the day such consumption occurs. Information about consumption

in the near-term future can only be slightly delayed to the point at which the consumption

occurs. Since ego utility is belief-based, however, agents needn’t ever precisely learn θ. In

some settings, information about θ can be avoided for a very long time, or even forever.

Agents are willing to sacrifice significantly more to avoid information long-term than

merely delay it short-term. To formalize this, I consider willingness to pay for a piece

of information in Period 1 in two environments in which an agent lives for T additional
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periods: one in which the agent will surely learn their talent in Period 2, and one in which

the agent learns nothing else forever.24.

The result can be stated more concisely if we assume that γa,b depends only on b − a.

Definition 8 If γt,τ = γt+k,τ+k for all k, t, τ > 0, I say the sequence of γt,τ is τ−independent and

denote γt,τ = γτ−t.

The result considers an agent who initially does not expect to receive ego-relevant

information, but is surprised with a choice between paying money or receiving an ego-

relevant signal. Such an agent has significantly higher willingness-to-pay to forgo the signal

when avoidance is possible relative to when only delay is possible.

Fix initial beliefs about consumption F x = {Fx
0,τ}∞

τ=1. Let Fω denote the beliefs of an

agent with consumption beliefs F x and ego beliefs induced by anticipating information

stream ω under prior p0. Let the agent’s beliefs about Period-1 consumption x1 be given by

distribution function G.

Proposition 10 Let ωt be the information structure conveying full information about θ in period t,

and no information in any other period. Suppose Λ > 1, v is linear, and γt,τ is τ-independent. If

γT−1 > 0 then:

0 >
(∑T−1

i=0 γi)

γT−1
WTP(ω1|G, p0,Fω2 ,ω2) ≥ WTP(ω1|G, p0,F , ).

If γT−1 = 0, then:

0 = WTP(ω1|G, p0,Fω2 ,ω2) > WTP(ω1|G, p0,F , ).

Since the willingness-to-pay to receive the signal is negative, in this situation a larger

WTP implies a lower required payment to avoid to the signal. Thus the result says that agents

who will otherwise find out their signal in Period 2 always have a smaller required payment

to avoid a Period-1 signal than agents who would otherwise avoid the signal forever, and

24In my model, the result is roughly identical if we demand the agent learn the talent in the final period.
There is not a significant distinction in demand for full avoidance relative to long-term delay in this model
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that this required payment is in fact many times smaller: an immediate corollary is that, for

agents with any degree of news utility over ego, the aversion to the signal is at least T times

larger when the signal can be avoided for T periods than when it can be delayed for only 1

period. If γT → 0, then for sufficiently large T, the WTP to avoid the signal when avoidance

is possible is an unbounded multiple of the WTP when only delay is possible. Note that

this holds even when v is linear, so that without news, there would be no incentive to delay

or avoid the news.

1.6 Conclusion

This paper models agents who experience pleasure and pain in reaction to changes in their

self-image using the news utility model of Kőszegi and Rabin (2009) applied to belief-based

utility. I show that these forces imply a generic aversion to small bits of ego-relevant

information independent of the shape of an agent’s ego utility function, that expecting

ego-relevant information raises demand for the information, and that agents have a distaste

for movements in their beliefs. Moreover, I consider the import of heretofore scarcely

modeled features, such whether information can be avoided long-term and whether the

agent has recently received ego-relevant information.

In closing, two points may suggest directions for future theoretical work. First, this

paper focuses on ego utility, but many of the results apply, with slight adjustments, to

other forms of belief-based utility. For example, models of anticipatory utility posit that

agents experience happiness and despair today in relation to their beliefs about future

consumption. Considering Θ as a space of possible future states of the world, we can

reinterpret the model in an anticipatory context, which may provide a new rationale for the

rejections of free medical tests observed by Ganguly and Tasoff (2017) and Li et al. (2021).

Second, even within the realm of ego utility, I focus specifically on beliefs about an aspect of

themselves that agents do not think they can change. But the object of one’s ego utilty may

also be endogenously determined by a combination of natural ability and effort or luck.

Applying the model to beliefs over “skills” that can be developed instead of “talents” that
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are immutable may lead to additional insights.
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Chapter 2

Applications and Extensions of

Reference-Dependent Ego Utility
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2.1 Introduction

Chapter 1 of this dissertation describes a model of agents who receive news over their belief-

based utility, specifically focusing on agents with ego utility. This chapter expands that

model to consider extensions and applications. I consider four additional situations/settings.

First, I consider a dynamic setting in which information may arrive unavoidably and discuss

how this context affects agents’ preferences. I show that agents may seek out information

prophylactically to limit their news, and that receiving one piece of news may increase

tolerance for receiving another piece of immediate news. Second, I show that the model

can be applied to situations where agents have non-Bayesian beliefs, but requires that we

explicitly describe agents’ prospective beliefs–that is, what they expect to believe. I define

a solution concept for such settings which I call a “misguided optimal consistent plan”

(mOCP). I solve for mOCPs in stylized settings and discuss interactions between news utility

and errors in beliefs. Third, I consider an altruistic revealed preference setting with certifiable

information wherein an advisor considers the benefit of conveying interim information.

In contrast to a Proposition 7 from Kőszegi (2006)1, I show via example that there exist

equilibria with credible non-revelation of interim “good-news”, even when information is

certifiable and not action-relevant. The key motivating factor is that an altruistic agent can

resist delivering good, but imperfectly precise, news to avoid getting the principal’s hopes

up. Finally, I apply the model to anticipatory utility and consider optimal revelation of

health information. In a setting similar to that of Schweizer and Szech (2018b), I show that

the information structure they identify as optimal may in fact be pessimal for agents with

news utility.

2.2 Inescapable Signals

The results in Chapter 1 generally highlight a demand for information avoidance over

ego-relevant information when such avoidance is possible. In many settings, however,

1Kőszegi’s proposition generalizes an earlier result from Caplin and Leahy (2004).
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ego-relevant information may arise unpredictably and be particularly difficult to avoid.

Consider an agent with ego utility over their physical appearance. They may prefer never

to receive signals about their appearance, but a stray comment, sideways glance, or even a

smile may all convey information that they simply cannot evade.

I highlight two dynamic effects stemming from this threat of information. The first is

that if a piece of information may arrive unavoidably, agents have a protective motive to

seek out information on their own terms. In situations where information may arrive at

any time, agents who do not learn information on their own enter every period believing

there is a chance they will learn the information and a chance they won’t. This generates

news each period which the agent would prefer to avoid. A simple example illustrates the

mechanism.

Suppose, in the notation and model of Chapter 1, that |Θ| = 2, T = 2, v is linear,

and p0 = .5. With probability q, the agent will unavoidably receive a symmetric signal of

precision ρ in Period 1, and she will learn her type perfectly in Period 2. Suppose further

she has two possible choices for her behavior in Period 1:

• Ignore (I): She can ignore the signal to best of her ability in Period 1, though she still

unavoidably receives the signal with probability q.

• Learn (L): She can decide in advance to learn the signal of precision ρ in Period 1.

Some straightforward algebra reveals that when Λ > 1, the agent’s PPE involves

choosing (L) over (I) if

q > 2(1 − ρ) + γ1,2

Notably, for any γ1,2 < 1, there exist q, ρ such that that agent strictly prefers learning.

The range of parameter values for which the agent prefers planning to receive the signal

increases in q: The more likely the agent is to receive the signal unavoidably, the more likely

she is to plan to receive it regardless. This is in spite of the fact that if she could avoid the

signal completely, she would do so. Such a phenomenon can never occur for agents without
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news utility: holding fixed the rest of their information structure, a chance of receiving a

signal unavoidably would not impact their demand to receive the signal in the contingency

in which they do not receive the signal.

Note that this prophylactic information-seeking occurs when inescapable information

is likely to arrive. The second mechanism I highlight is a key force in settings where

inescapable information is unlikely to arrive. Suppose information is freely accessible. In the

absence of inescapable signals, the agent may optimally plan never to seek out information

on her own. But when an inescapable signal arrives, and the inescapable signal was relatively

unlikely (so not a major part of the agent’s expectations), this may induce an “informational

unraveling,” where the agent chooses to seek out freely available information that she would

otherwise have avoided.

Immediately after an agent receives the relatively unlikely information, additional small

pieces of information only slightly change her mix of gains and losses. Thus, if more signals

are immediately available, the agent has a strong motive to seek them out in order to limit

future news at minimal current cost.2 Thus, even when agents prefer to receive no signals

at all, upon receiving one signal unavoidably, they may demand more signals.

We can see this force in the context of our previous example. Suppose we are in the

case where our agent would plan to ignore the signal, i.e. q < 2(1 − ρ) + γ1,2, and that she

has free access to a second signal of precision ρ (in addition to the one she may receive

unavoidably). For sufficiently small q, her PPE plan is as follows: She tries to ignore the

signal if she can, but if she does receive the signal unavoidably, she immediately seeks out

the second signal of the same precision.

I formalize the above discussion with a pair of propositions. The first describes a class

of situations in which an agent may prefer to receive a signal tomorrow for certain rather

than to be uncertain about whether they will receive the signal tomorrow, even though they

would rather delay the signal for certain if they could.

2Recall that in Chapter 1, I highlight a separate motive when (A3) holds. There the agent may have convex
preferences over losses and therefore want to seek additional signals “break even” in the current period after a
loss (as in Proposition 5 of that chapter). The force I highlight here holds under (A3’) for both losses and gains.
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I write ω ≿PPE ω′ to denote that, for any initial beliefs, receiving ω is a PPE when the

choice set consists of receiving one of the two information streams ω,ω′. I use ≻ if it is the

unique PPE.

Proposition 11 Suppose η > 0, λ > 1, v is linear, and T = 2. For any signal ω, define ωq to be

the information stream in which the agent receives a non-degenerate signal ω with probability q in

Period 1 and resolves any remaining uncertainty in Period 2.

Then for any Period-1 consumption beliefs G and prior beliefs p0:

1. For any q > 0, ω0 ≿PPE ωq, and ω0 ≻PPE ωq if γ1,2 > 0.

2. If γ1,2 < 1, then there exist ω, q such that ω1 ≻PPE ωq.

3. If ω1 ≻PPE ωq, then ω1 ≻PPE ωq′ for all q′ > q.

The three parts of the proposition state, in order, that (1) agents would prefer the

information stream where the signal was certain not to arrive in Period 1 to any information

stream where it might arrive in Period 1, strictly so if γ1,2 > 0, (2) If γ1,2 < 1, the there exist

situations where agents prefer to receive the signal for certain than to receive the signal

with some probability q < 1, and (3) If an agent prefers to receive the signal in Period 1 for

certain to receiving with with probability (e.g.) 57%, then they prefer to receive the signal in

Period 1 for certain to preferring to receive the signal with ANY probability over 57%. The

3rd part of the proposition highlights the sense in which agents are more likely to prefer

prophylaxis when a signal is likely to arrive anyway.

The second proposition says that in a setting where forced receipt of information is

unlikely, but information availability is rich3 and immediate, agents will seek out additional

information if they receive the unlikely signal.

Proposition 12 Suppose η > 0, λ > 1, v is linear, and T = 2. For any signal ω, define ωq to be

the information stream in which the agent receives a non-degenerate signal ω with probability q in

Period 1 and resolves any remaining uncertainty in Period 2.
3Formally, the proposition states that there exists some “tempting” additional signal ω′ for any initial signal

ω, such that the agent would want to receive ω′ were it available. Information availability being rich simply
means that such ω′ is in fact available.
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For any ω, there exist some ω′, q′ such that planning to receive only ωq (and no additional

information) in Period 1 is inconsistent for all q < q′ if ω′ is available in Period 1.

Two assumptions merit discussion. First, I use the assumption that v is linear here to

highlight forces affecting information demand arising from the news over ego utility, and

not from the shape of the ego utility itself. In these situations, concavity and convexity

would affect the starkness of the above predictions, even if the signals involved are small.

For example, agents with sufficiently convex ego utility may seek out signals even if q = 0.

Proposition 11 highlights a different force that may lead agents to seek out signals, even if

the signals have no instrumental value and don’t increase ego utility on average.

Second, the assumption that the agent learns everything in Period 2 will often be

unrealistic. I conjecture that similar results would hold in more organic settings. For

example, if the agent faces a future in which there are many periods, and they may receive

inescapable signals in any future period, then their tradeoff after receiving a surprising

inescapable signal is similar to the 2-period case: they can receive more information now with

minimal impact to their current period news that in expectation reduces their news in future

periods. For sufficiently unlikely signals and distant future horizons, the news-minimization

force would dominate if the agent’s action does not impact their future information-seeking

behavior. However, in such a setting, if the agent has constant access to information in

each period, their actions in early periods may imply different future contingent behavior,

which complicates the calculation of their long-term OCP/PPE. Additionally, for long-

horizons with high potential for movement in beliefs, agents may prophylactically seek out

information early in the process to avoid future news. While these forces are important

in their own right, I use the 2-period restriction to highlight the basic dynamic force that

agents who are surprised will have a strong motive to seek out information before their new

expectations “sink-in”.
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2.3 Non-Bayesian Beliefs

2.3.1 Setting and Preferences

This section extends the model from Chapter 1 to apply to agents with non-Bayesian beliefs.

Consider the static setting from Chapter 1. Briefly, an agent lives for 2 periods, indexed by 0

and 1. Period 0 is a “planning period” in which the agent makes no irreversible decisions. In

each period the agent derives baseline consumption utility from two sources: her material

consumption, xt ∈ R, and her beliefs about a psychologically-relevant attribute θt drawn

from some finite space of possible attribute levels Θ. Here, as I do throughout this chapter,

I will assume Θ = {H, L}, such that beliefs can be summarized by a single probability

pt = Pr(θt = H).

The agent derives additively separable “baseline” utility consisting of material (i.e.

consumption) utility xt and ego utility φv(pt) when holding beliefs pt:

mt(xt, pt) = xt + φv(pt)

.

I additionally assume the agent derives news utility from changes in her beliefs about

each of these dimensions of utility, consistent with Kőszegi and Rabin (2009).

As in Chapter 1, we let cumulative distribution function Fx
t,τ define the agent’s beliefs

in period t over possible material payoffs xτ in period τ ≥ t. Similarly, let Fv
t,τ define the

agent’s distribution function in period t over ego utility φv(pτ) in period τ ≥ t.

As in Chapter 1, the agent’s instantaneous utility in period t is:

ut = xt + φv(pt) +
T

∑
τ=t

γt,τ N(Fx
t,τ|Fx

t−1,τ) +
T

∑
τ=t

γt,τ N(Fv
t,τ|Fv

t−1,τ). (2.1)

where

N(F|G) =
∫ 1

0
µ(ψF(y)− ψG(y))dy

and
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µ(x)


ηλx x ≤ 0

ηx x > 0

with η ≥ 0 and λ ≥ 1.

In Chapter 1, I assumed that pt, Fx
t,τ and Fv

t,τ were Bayesian: that subjects correctly anticipated

the future distribution of their beliefs and updated their beliefs correctly in light of new

information (conditional on their priors). In this section, I relax this assumption and consider

subjects with non-Bayesian beliefs.

In Period 0, I define Û0 = Ê0[u0 + u1] to be the agent’s lifetime total predicted expected

utility from the perspective of Period 0, given their beliefs about Fx
t,τ, Fv

t,τ for τ ∈ {0, 1},

as well as their beliefs about their future actions and expected utility contingent on those

actions. In this section, I assume agents in Period-0 strive to maximize Û0 given assumptions

about their initial beliefs and expectations regarding their future behavior. For simplicity,

I will assume agents take a single, irreversible action a1 ∈ A1 in Period 1, possibly after

some other information is revealed depending on a state of world s ∈ S.4 As notation, if an

agent makes in Period 0 some contingent plan of action d̂0 : S → A1 prescribing behavior in

Period 1, I write Û0(d̂0|Fx
−1,0, Fx

−1,1Fv
−1,0, Fv

−1,1, p) to denote the expected utility induced by

this plan given the agent’s beginning-of-period beliefs about their consumption and ego

utility in all future periods as well as their current beliefs p about θ. The use of d̂0 serves to

emphasize that their planned course of action d̂0 may not match their actual course of action

(which I denote d0). The use of Û0 (and Ê0) emphasizes that agents may mispredict their

expected utility even conditional on their actions if they mispredict how they will update.

For example, I discuss demand for signals about an ego-relevant trait below. Agents may

not update in a Bayesian fashion, and they may not update in the fashion they expect, so

even if they correctly predict their actions, they may still mispredict their expected utility.

Similarly, in Period 1, agents choose action a1 to maximize Ê1[u1(a1|Fx
0,1(d̂0), Fv

0,1(d̂0), p(s), s)].

Note that beliefs entering Period 1 are a function of the planned action. I similarly denote

4For compactness, I suppress the perceived and actual distributions of S notationally, but the perceived
distribution would impact the agent’s expectation and therefore Û0.
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Period 0 beliefs about p(s) by p̂(s).5

I assume agents solve for a “misguided” optimal consistent plan (denoted mOCP). An

mOCP is a pair (d̂0, d0) such that d̂0 solves

max
d̂

Û0(d̂|Fx
−1,0, Fx

−1,1Fv
−1,0, Fv

−1,1, p)

subject to d̂ ∈ argmaxa1∈A1
Ê1[u1(a1|Fx

0,1(d̂0), Fv
0,1, p̂(s), s)]

and for all s ∈ S:

d0(s) ∈ argmaxa1∈A1
Ê1[u1(a1|Fx

0,1(d̂0), Fv
0,1(d̂0), p(s), s)].

Note that agents have the strategic sophistication of expecting consistency from them-

selves: they only plan on d̂0 if they expect to follow through on it, given the beliefs they

expect the plan to induce in each state. However, they are misguided in that they may make

incorrect predictions about their future beliefs. I include d0 as part of the solution in order

to capture the actual behavior across realized states.

I do not attempt a full characterization of when an mOCP exists, nor the structure of

mOCPs in general; instead I first discuss a general class of settings where mOCPs and OCPs

coincide; such a coincidence occurs when agents have prospectively Bayesian beliefs and do

not receive interim information before acting in Period 1. I then discuss how mOCPs may

differ from OCP when agents have prospectively non-Bayesian beliefs or receive interim

information before acting in Period 1, giving examples of each case.

5Note that I do not allow mistakes about beliefs over anticipated utility distributions entering Period 1.
I make the restriction that beliefs ending Period 0 are equal to beliefs entering Period 1, and that these set a
reference point. One could relax this to allow for mispredicted reference beliefs by differentiating between (e.g.)

F̂x
0,1(d̂0) and Fx

0,1(d̂0). I do not pursue this type of misprediction, nor do I pursue a misprediction of reference
points stemming from a misprediction of the utility function itself (e.g. from a Period-0 agent who believes
F−1,1 will set their Period-1 reference point instead of F0,1.
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2.3.2 Prospectively Bayesian Beliefs without Interim Information

Consider an agent who believes there is probability p she is talented. In Period 0, she

learns she will have the opportunity to reduce her Period-1 consumption by y and learn a

binary signal of her talent. She rationally updates her beliefs about material consumption

depending on her plan, and she prospectively anticipates that she will update her beliefs

about θ in a Bayesian way, but in reality she would not: she would update to p1 = α ∈ [p, 1]

if the signal is positive and p1 = β ∈ [0, p] if the signal is negative, with at least one of α, β

not coinciding with the Bayesian update. In absence of a signal, she will maintain the belief

p1 = p.

Since she receives no information before taking her action in Period 1, we can suppress

the dependence on states of the world s and restate the optimization problem:

An mOCP is a pair (d̂0, d0) such that d̂0 solves

max
d̂

Û0(d̂|Fx
−1,0, Fx

−1,1Fv
−1,0, Fv

−1,1, p)

subject to d̂ ∈ argmaxa1∈A1
Ê1[u1(a1|Fx

0,1(d̂), Fv
0,1(d̂), p̂)]

and:

d0 ∈ argmaxa1∈A1
Ê1[u1(a1|Fx

0,1(d̂0), Fv
0,1(d̂0), p)].

Her action is either to receive the signal or not. Since the agent receives no interim

information (and doesn’t update without receiving a signal), she correctly anticipates her

Period-1 beliefs, so p̂ = p at the time of her choice. Thus, d0 = d̂0 will be a possible mOCP.

Note additionally that Û0(d|Fx
−1,0, Fx

−1,1Fv
−1,0, Fv

−1,1, p) and Ê1[u1] match the Bayesian objective

function: the agent predicts that her future updating process will be totally Bayesian. Thus,

the initial choice of d̂0 is based on the same problem solved by a Bayesian, so d̂0 is simply

the Bayesian OCP plan. Supposing the Bayesian OCP is unique and denoting it by dOCP, we
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have that (dOCP, dOCP) is an mOCP.6 That is, the misguided agent will likely still behave as

a rational agent would; in fact her plan d̂0 will always be equal to dOCP. The key property is

that she is prospectively Bayesian: she expects that her beliefs will match those of a Bayesian,

so she optimizes with this in mind; then the lack of interim information means following

through remains consistent (she wouldn’t have planned to make the choice if it didn’t).

From a welfare perspective, “prospective Bayesianism” may or may not benefit agents

who mispredict their future beliefs. Suppose in the example above that p = .5, y = 0,

v(p) = p, the signal is fully revelatory, the agent initially expects to consume the exact

amount they will actually consume in Period 1 and expects ego utility of p in Period 1. Let

η = 1, λ = 3, and γ = 0. Then the unique Bayesian OCP is not to receive the signal. If α = 1

and β = .5; that is, if the agent fully processes good news and simply ignores bad news,

they would clearly benefit from receiving the signal in Period 1: they would expect ego

utility of .5, but their ego utility is at least this high if they receive the signal.7 On the other

hand, if α = .5 and β = 0, the agent is better off not receiving the signal.

2.3.3 Prospectively Bayesian Beliefs with Interim Information

I now provide an example where the mOCP behavior is different from the OCP behavior,

and where mOCP agents select d0 generating strictly higher utility that d̂0. I maintain

prospective Bayesianism, but add in an unavoidable interim bit of information. In the

presence of such interim information, I give an example where agents mispredict their

actions because they mispredict how their beliefs will update in response to information.

The situation is as follows: v(p) = p, p = .5, η = 1, λ = 3, γ = 0. In Period 1, agents will

6There is a slight definitional inelegance here; we can’t say that this is the unique mOCP because it is
possible that the agent is indifferent between following through on her plan and deviating. We must have
d̂0 = dOCP, but she could set a plan d̂0 = dOCP and select some d0 ̸= dOCP that generates equal utility. In the
OCP framework, such deviations are ruled out by an assumption of rational expectations. Since we don’t want
to assume rational expectations in the mOCP setting, we allow the agent to select any utility-maximizing plan,
but this introduces additional equilibria. One could modify the definition of mOCP to privilege d̂0, such that
the agent only chooses d0 ̸= d̂0 if d0 generates higher utility than d̂0. It is not clear, however, that this is in
general a superior definition; in situations where Lori mispredicts her beliefs, it’s not obvious that she should
have any partiality toward her initial plan .

7On the other hand, in Section 3.4 we return to a similar situation and show that if the agent anticipates this
type of non-Bayesian processing, then they would expect to learn the signal in the first place, which may be
welfare-decreasing.
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receive a signal taking value sL, sH with equal probability such that the Bayesian update is

to either p = .25 or p = .75 respectively (that is, the signal is symmetric with precision .75).

She then immediately has an opportunity to receive an i.i.d. signal of equal precision. If she

chooses to receive the second signal, she earns additional Period-1 material consumption of

.01.

Suppose the agent expects to update in a Bayesian fashion: she anticipates that if she

saw one signal she would update to either .25 or .75, and she anticipates that two congruent

signals would lead her to update to either .1 or .9, while two opposing signals would

lead her to belief .5. In reality, suppose she actually updates as if the signal has precision

ρ ∈ (.5, 1) ̸= .75. If ρ < .75 we say she is conservative; if ρ > .75 we say she overreacts.

Since she is prospectively Bayesian, our agent plans d̂0 = dOCP, and it’s easy to check

that dOCP is to not consume the second signal. Thus our agent expects ego utility of .25 or

.75 with equal likelihood.

Suppose that ρ = .95. Then upon actually receiving the signal, the agent either feels

much worse or much better than she expected: either p = .05 or p = .95. Suppose the

first signal is bad, so p = .05. Since she is prospectively Bayesian, she anticipates that the

precision of the second signal is .75 and would move her beliefs to either (approximately)

.14 or .02, depending on the outcome. Note that regardless, her beliefs would lie below

the anticipated .25. Thus, she is risk-neutral, and since she would gain .01(1 + η) = .02 in

material consumption, she would in fact choose to receive the signal. Similar logic prevails

when the signal is good. Thus, the mOCP when ρ = .95 is to plan, in d̂0, to never receive

the second signal, but to in fact, in d0, always receive the second signal.

We can also consider the case of conservatism, supposing ρ = .55. Then upon receiving

the signal, the agent feels mixed, either p = .55 or p = .45. She anticipates, after receiving a

negative signal, that an additional signal will move her beliefs to either 27
38 ≈ .71 or 3

14 ≈ .21.

Some algebraic calculation reveals that if she doesn’t receive the signal, she will earn total

utility of .45 − .5(.3)3 + .5(.2) = .1., but if she does receive the signal, she expects to earn

utility of .10125. Therefore, she does receive the second signal in this contingency. Similar
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logic prevails in the case of a positive signal. Thus again, in the mOCP our agent plans

never to receive the signal, but instead she always receives the signal.

A notable feature of this example is that both mistakes push the agent towards risk-

neutrality. The key intuition is that, in each case, Lori’s decision ends up being mostly away

from the mass points of her reference distribution. Thus, her loss aversion is less impactful.

While a formal characterization of this property is outside the scope of this high-level

survey of applications and extensions of the model, it is noteworthy that both conservatism

and overreaction have similar behavioral consequences. It is also noteworthy that Lori’s

prospective Bayesianism leads her to overestimate the importance of her expectations, which

in this setting causes her to underestimate her demand for future information.

2.3.4 Prospectively Non-Bayesian Beliefs

Finally, I consider an example with an agent who is sophisticated in her non-Bayesianism,

that is, who has accurate prospective beliefs which do not accord with Bayes Law. In my

example, she will have d̂0 = d0, but not have d̂0 = dOCP.

I return to a setting without interim information and again consider demand for a

signal. Consider an agent who believes there is probability .5 she is talented. In Period 0,

she learns she will have the opportunity to learn a binary signal with of her talent with

precision .75. She rationally updates her beliefs about material consumption depending on

her plan, but not about her talent.8 I assume that she updates asymmetrically, exhibiting a

good-news/bad-news effect (Eil and Rao, 2011b) over her ego utility. I assume she updates

her beliefs to p1 = .9 if the signal is positive and p1 = .4 if the signal is negative. In absence

of a signal, she will maintain the belief p1 = .5. She correctly assesses that each signal

realization is equally likely, and she prospectively anticipates her non-Bayesian updating.

Suppose η = 1, λ = 3, γ = 0, and v(p) = p.

8It is plausible that the consumption information is more tangible, making mistaken beliefs harder to
maintain, and also that ego-relevant information may have higher inherent valence, leading to more (or a
different type of) non-Bayesian processing. Eil and Rao (2011b) find evidence of asymmetric non-Bayesian
processing over ego-relevant information, but they do find any asymmetry over in a non-ego-relevant control
treatment.
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I first calculate the agent’s total utility from planning to receive the signal (and following

through) as well as from planning not to receive the signal (and following through). If she

receives the signal, her utility is .5(.9) + .5(.4)− .5(.5)(.9 − .4)η(λ − 1) = .4. If she does not

receive the signal, her utility is .5. Thus, she prefers not to receive the signal. However, she

correctly realizes that this is not consistent: If she planned not to receive the signal, but then

chose to receive it, she would experience expected utility of .65 + .5(.4)η − .5(.1)ηλ = .7.

Thus, the only possible mOCP is to plan on receiving the signal and follow through, which

is what the agent does.

A notable feature of this example is that, while the agent’s updating process is “self-

serving” in the sense that her updating is biased in the direction of beliefs that she would

prefer to hold, she is ultimately worse off than she would be if she updated in a Bayesian

manner. If she were Bayesian, then she would be able to follow through on avoiding the

signal, but since she knows she will update in a biased fashion, she cannot resist seeking the

signal out. The mOCP model assumes that she will foresee this–thus she plans on seeking

out the signal. Since this enters her expectations, she then suffers worse news utility in

Period 1 as she anticipates that she will either believe .4 or .9 at the end of the period.

Taken as a whole, the results of this section suggest that mOCP can provide a useful tool

for applying the news utility model to agents with non-Bayesian beliefs. If agents expect to

process information in a Bayesian way and don’t receive any information before taking a

final action, they make the same decisions as Bayesians. Interim information can lead to

mispredictions of future behavior for prospective Bayesians, and while prospectively non-

Bayesian agents may correctly predict their future beliefs and actions, they will often behave

differently from Bayesians. Even when their biases lead to higher ego utility contingent on

any signal realization, they may still be worse off than Bayesians.9

9This is not intended to suggests that non-Bayesian agents will always or typically be worse off than Bayesian
agents, but merely that certain “self-aggrandizing” beliefs may not be straightforwardly beneficial for utility,
even in the absence of instrumental actions which depend on those beliefs.
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2.4 Ego-Relevant Emotional Agency with News Utility

2.4.1 Setting and Solution Concept

In this section, I apply the model to a principal-agent setting with certifiable information

revelation and give an example of a setting with credible non-revelation of information. Let

T = 2. The principal has utility v(pt) in Periods 1 and 2. Both the principal and the agent

enter Period 1 with belief p. In Period 1, the agent receives a binary signal ω : Θ → S. ω has

realizations sH (which induces an update to pH > p) and sL (which induces an update to

pL < p). After observing the signal realization in Period 1, the agent can deliver a disclosure

message d(s) revealing the signal realization s, or a cheap-talk message m ∈ M where M

is a finite message space. The principal updates her beliefs accordingly. In Period 2, the

principal learns θ for certain, so p2 ∈ {0, 1}.

In Period 1, both principal and agent want to maximize the principal’s total expected

utility. I assume that the agent has news-utility preferences over ego utility of the sort

defined in Chapter 1, with γ = 0. Thus, total expected utility from the Period-1 perspective

consists of

v(p1) + E[v(p2)] + N(v(p1)|Fv
0,1) + E[N(v(p2)|Fv

1,2]

I apply the emotional perfect Bayesian equilibrium of Kőszegi (2006), originally defined

for principals with anticipatory utility, to my setting with principals who have reference-

dependent ego utility. Let σa(s, m) denote the probability the agent sends message m ∈

M∪ {d(s)} given signal realization s and let p1(m) describe the principal’s posterior belief

given message m. Since my setting lacks any actions to be taken by the principal, an

“EPBE-n” is simply a pair (σa(s, m), p1(m)) satisfying:

1. Agent optimization: For s ∈ {sL, sH}, if σa(s, m) > 0, then

m ∈ argmaxm∈M∪{d(s)}v(p1(m)) + E[v(p2)] + N(v(p1(m))|Fv
0,1) + E[N(v(p2)|Fv

1,2(m)]

2. Bayesian updating: For any m ∈ M sent with positive probability, p1(m) is determined
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by Bayes’s Rule given the agent’s strategy. For k ∈ {L, H}, p1(d(sk) = pk) regardless

of if d is chosen with positive probability.

3. Consistency: Fv
0,1 is defined by σa(m, s), common priors over p(θ) = θH, and common

knowledge of the signal ω.

The first two conditions are direct applications of Kőszegi’s EPBE to my ego-utility

context. The third consistency condition closes the news-utility model by assuming rational

expectations as in personal equilibrium. While I analyze EPBE-n in this chapter, it is simple

to define a “preferred EBPE-n” by adding a fourth requirement:

4. Total Utility Maximization: If more than one σa(s, m) satisfies conditions (1)-(3), then

the principal and agent select the plan maximizing expected utility:

σa(s, m) ∈ argmaxσ:s→∆(M∪{d(s)})Eσ[v(p1(m))+ v(p2)+ N(v(p1(m))|Fv
0,1)+E[N(v(p2)|Fv

1,2(m)]

This characterizes a preferred EPBE-n in my context. The preferred EPBE-n “generically”

selects a unique EPBE-n that delivers the highest ex ante expected utility.

2.4.2 Non-Credibility of Withholding Information without News

A simple initial result in the spirit of Proposition 2 of Caplin and Leahy (2004) and Proposi-

tion 7 of Kőszegi (2006) is that without news (i.e. if η = 0 and λ = 1), the principal infers

the agent’s signal realization in any EPBE-n.

Proposition 13 Suppose η = 0 and λ = 1. Then in any EPBE-n, σ(sH, d(sH)) = 1, and

p1(m) = pL ∀m ∈ M.

This result says that the agent always reveals good news, and thus, the principal infers

from any non-disclosure message that the signal was bad. Thus, “no news is bad news.”

The proof is straightforward and included below.

Proof. Take any m ∈ M with σa(sL, m) > 0. Bayes’s Rule implies that p1(m) < pH =

p1(d(sH)), so v(p1(m)) < v(p1(d(sH))). Thus, m /∈ argmaxm∈M∪{d(sH)}v(p1(m)). Since the
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agent does not have news utility and v(p2) is unaffected by Period 1 revelation, σa(sH , m) = 0

by property 1 of EBPE-n.

On the other hand, suppose (toward a contradiction) m ∈ M has σa(sL, m) = 0 but

σa(sH, m) = α > 0. Then Bayes’s rule implies p1(m) = pH. Clearly p1(d(sL)) = pL,

so σ(sL, d(sL)) = 0. Take any message m′ ∈ M with σa(sL, m′) = β > 0. p1(m′) ≤
Pr(s=sL)β

Pr(s=sL)β+Pr(s=sH)(1−α)
pL +

Pr(s=sH)(1−α)
Pr(s=sL)β+Pr(s=sH)(1−α)

pH < pH. But clearly p1(m) = pH. Thus,

m′ /∈ argmaxm′∈M∪{d(sL)}v(p1(m′)) so σa(sL, m′) = 0 for all m′ ̸= m. Thus σa(sL, m) = 1,

which contradicts our initial assumption.

Thus, for all m ∈ M, we must have σa(sH , m) = 0, implying σa(sH , d(sH)) = 1. Bayesian

updating thus implies that if any other m ∈ M is sent in an EPBE-n, p1(m) = pL, completing

the proof.

This result suggests it should be rare to see agents credibly withhold interim, ego-

relevant information: if the news is good, principals would benefit today with no downside

from the revelation. They simply get an extra day of feeling good about themselves (i.e.

feeling that θ is more likely to equal θH). Given this, “no news is bad news.” The principal

correctly infers that the agent would have no reason to withhold positive news.

Certainly there is some truth in this intuition. Yet the news utility model highlights a

countervailing force: the agent prefers not to “get the principal’s hopes up”. While the

newsless model suggests there is no downside to revealing good news in Period 1, the model

with news highlights that good news in Period 1 generates an expectational externality in

Period 2: Given the good news of Period 1, a piece of bad news in Period 2 would be even

more negatively impactful. Since bruises weigh more than boosts, the news effect of early,

partial revelation is detrimental to utility on net. The agent trades off this cost with the

benefit of higher ego utility for the principal in Period 1. The following example shows that

news costs may outweigh Period-1-ego benefits.

2.4.3 Example of Credible Non-Revelation of Interim Information with News

Suppose v(p) = p, η = 2, and λ = 5
2 . Let p = .5, pL = .4, and pH = .6.
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First, I show that a plan to disclose nothing and send the same message m regardless of

states is an EPBE-n. The principal anticipates p1 = .5 and p2 as equally likely to be 1 or 0.

Suppose s = sL. If the agent submits a message m′ leading to belief p in Period 1 and

implying that the probability of p2 = 1 is p, then the expected utility is:

p + N(p|.5) + pL − ηλ(1 − pL)p + ηpL(1 − p)

For p < .5, the derivative of this with respect to p is 1 + η(λ − 1)pL = 1 + 3pL > 0.

For p > .5, the derivative is 1 − η(λ − 1)(1 − pL) = 1 − 3(1 − pL) < 0. At p = .5, the left

derivative is positive and the right derivative is negative. Thus, p = .5 is an optimum. Since

m implements p = .5, m satisfies agent optimization.

On the other hand, if s = sH, and the agent submits a message leading to belief p, the

expected utility is:

p + N(p|.5) + pL − ηλ(1 − pH)p + ηpH(1 − p)

For p < .5, the derivative with respect to p is 1 + η(λ − 1)pH = 1 + 3pH > 0. For p > .5,

the derivative is 1 − η(λ − 1)(1 − pH) = 1 − 3(1 − pH) < 0. Again, p = .5 is an optimum,

so m satisfies agent optimization. Thus, the non-revelatory plan is an EPBE-n.

Note that this is a particularly robust EPBE-n: we needn’t specify off-path beliefs because

m maximizes utility over all possible induced p. Thus, even if the agent could convince the

principal to hold any belief in Period 1, there still would be no profitable deviation. News

utility is larger when the principal’s beliefs move more, and fixing beliefs at .5 limits the

total movement in beliefs as much as possible, making it optimal.

While these values of η and λ are reasonably consistent with empirical evidence, it

is notable that they are somewhat large. To generalize this property, I note that when v

is linear, there exist pH > p > pL such that the non-revelatory plan is an EPBE-n only if

η(λ − 1) > 1. Proposition 14 formalizes this.

Proposition 14 Suppose v is linear.

53



• If η(λ − 1) > 1, then there exist pL < p < pH such that, for some m ∈ M, setting

σa(sL, m) = σa(sH, m) = 1 with p1(m) = p is an EPBE-n.

• If η(λ − 1) ≤ 1, then there exists no EPBE-n such that, for some m ∈ M, σa(sL, m) =

σa(sH, m) = 1.

Proof. Part 1: We check that, given the expectation of non-revelation, p = p is an optimal

belief to hold. Fix off-path beliefs at p(m′) = pL for any non-disclosure message. Suppose

first that s = sL. Normalizing v(1) = 1 and v(0) = 0, expected utility given a message

inducing belief p in Period 1 is:

p + pL + N(p|p)− ηλ(1 − pL)p + ηpL(1 − p)

For p < p, the derivative of total utility with respect to p is 1 + η(λ − 1)pL > 0. Since

the only belief other than p that the agent can implement is pL, clearly the agent (strictly)

prefers to send m inducing belief p when s = sL.

On the other hand, suppose that s = sH. Utility from implementing p is:

p + pH + N(p|p)− ηλ(1 − pH)p + ηpH(1 − p)

For p < p, the derivative of total utility with respect to p is 1 + η(λ − 1)pH > 0, so again,

the agent has no incentive to implement any other non-disclosure message. For p > p,

the derivative is 1 − η(λ − 1)(1 − pH). Define α := η(λ − 1) > 1. Then choosing any

pH ∈ (0, α−1
α ), the derivative is positive. Thus, for any pL < p < pH < α−1

α , the agent prefers

to implement p via message m to disclosure of the high signal. Thus, the non-revelatory

plan is an EPBE-n.

Part 2: We consider the case where s = sH. Since α ≤ 1, the derivative of utility for

p > p is 1 − η(λ − 1)(1 − pH) > 0. Thus, the agent can profitably deviate to the disclosure

message even when an agent expects non-disclosure.

Thus, agents must be sufficiently “news-sensitive” for non-revelation to be credible.

Note that news-sensitivity has two components: η implies that agents care about changes in
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their beliefs, and λ implies that they weigh losses more than gains. η(λ − 1) > 1 implies

both these forces are present to some extent, and that, in aggregate, agents dislike a back-

and-forth movement of size x in beliefs even if it generates an improvement x of beliefs in

one period.

Note that this non-revelation is often efficiency-improving: setting aside whether a plan

is a true EPBE-n, the news-concerned principal will prefer the non-revelatory plan to the

fully revelatory plan.10 Define a plan to be any σa(s, m) and p1(m) satisfying properties (2)

and (3) of an EPBE-n.

Proposition 15 Suppose v is linear, η > 0 and λ > 1. The principal’s utility is higher under the

non-revelatory plan with σa(sH, m) = σa(sL, m) = 1 for some m ∈ M than in a fully revelatory

plan11 with σa(sH, d(sH)) = 1 and p1(m) = pL for all m ∈ M.

Thus, news-sensitive principals with linear ego utility would always prefer secrecy over

full revelation.

This principal-agent framework could be applied both interpersonally and intraperson-

ally. Interpersonally, coaches, mentors, and managers often serve as “agents” who have

access to early indications of ability in ego-relevant areas. Moreover, this information may be

relatively certifiable: a manager may have historic data on employee sales in their first month

on the job and may be able to share early performance measures with a new hire. Coaches

similarly may know statistics from past players in their rookie season. For salespeople

and athletes, these pieces of information are both ego-relevant but may only be accessible

throught their manager/coach. And both the salesperson and the athlete are likely to learn

more precise signals of their talent over time. While such advisors may share this feedback

in order to induce a desirable action via motivation or to boost agents’ confidence, they

may also feel hesitation about getting an agents’ hopes up. This section provides a model

10There is also a sense in which news-sensitivity itself may be efficiency-improving in this setting: a principal
with higher η, λ may be able to support an equilibrium with non-revelation, generating a higher utility than an
agent with lower η, λ. However, since η, λ also enter into the principal’s utility function, comparisons of utility
across such principals are conceptually challenging. Thus, I do not focus on this type of efficiency.

11I refer to the plan as “a” fully revelatory plan because the agent can send any mixture of disclosure/cheap-
talk messages when s = sL and the plan is still fully revelatory. Which plan the agent chooses among these is
not important.
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incorporating the latter motivation and shows that it may support beneficial withholding of

information.

This framework could also be useful for considering intrapersonal information-processing.

It suggests an alternative to the Section 3 model of non-Bayesian beliefs. Instead of consider-

ing explicit non-Bayesian rules for belief-updating that exist within a given agent, we can

model information-process as a game between two dual selves: an “agent” self who chooses

which “messages” to send upon observing some piece of information and a “principal” self

who infers based on the intrapersonal message she receives.

For example, in the face of a bad signal, the agent could send the message to herself

“This is just a random piece of feedback that tells me nothing about myself” in hopes of

avoiding a downward change in beliefs. The model disciplines this process by incorporating

the assumption that if she only ever tells herself “This is just a random piece of feedback

that tells me nothing about myself” after observing bad signals, she will eventually begin to

infer that when she sends herself this message, she should actually update negatively about

herself. As discussed above, the results suggest that she may still be able to maintain overly

conservative beliefs by simply ignoring all feedback, i.e. always sending the message: “This

is just a random piece of feedback that tells me nothing about myself”.12 These conservative

beliefs are beneficial because they reduce her total news and increase her overall utility.

2.5 Application to Beliefs about Health

As mentioned briefly in Chapter 1, the framework of news of ego utility easily adapts to

other forms of belief-based utility. In this section, I examine a simple setting in which an

agent believes there is some chance that she may have a disease, perhaps a genetic disorder

such as Huntington’s disease, a communicable disease such as AIDS, or a non-communicable

disease such as diabetes. The agent derives utility from believing she does not have the

disease. I take a somewhat agnostic approach to the source of this utility: it may be due to a

12Interestingly, Bhat et al. (2022) find that subjects randomized to undergo psychotherapy are significantly
more conservative in their updating from positive signals and significantly less depressed.
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“warm glow" from feeling generally healthy, due to a stigma associated with the particular

disease, or due to anticipatory utility over future well-being. Importantly, though, I assume

that her belief about the likelihood of having the disease directly enters the utility function

in each period, and that it is contained in its own dimension, allowing for an application of

the model in Chapter 1, with θ ∈ {H, L} describing health status.13

While revelation of disease status is likely best considered as conveying news not only

about the present, but about all future periods, I consider a simple single-period setting in

which an agent visits the doctor in Period 1 endowed with some beliefs, and the doctor

can conduct a quickly resolving test that will lead the agent to update her health beliefs,

potentially generating both direct belief-based utility and news utility. While this setting is

a simplification, if the agent does not have the ability to acquire further information after

resolving this test (and does not plan to do so), and γ = 1, then the results are unchanged

when one considers a multi-period setting involving utility over health in all future periods.

Past research finds information aversion to be prevalent in this area (Oster et al., 2013;

Ganguly and Tasoff, 2017). In some cases, medical providers are explicitly advised not

to give tests except in special cases, even when tests are cheap. For example, Schweizer

and Szech (2018b) point out that national health agencies in the US and UK advise against

fertility tests until couples have tried unsuccessfully to become pregnant for at least one

year.

The existence of information aversion has been invoked to justify a concavity assumption

over the utility of believing oneself to be healthy, since, in a (news-utility-free) model where

p is the probability of being healthy, and agents have utility v(p) over this information,

agents would avoid freely available information iff v is concave. But the results of Chapter 1

show this needn’t be the case in a model enriched with news utility. And intuitively, the

returns to beliefs about the probability of having good health could very well be convex.

For example the marginal utility from believing oneself to non-immunodeficient could be

increasing in the probability of being non-immunodeficient: if a person thinks it is 99 percent

13The dimensionality here is a key assumption: If health is an input to many dimensions of life, and does
not enter separably into the utility function, the results would likely change.
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likely that she is immunodeficient, this may not be much better than thinking she is certainly

immunodeficient. But going from a 99 percent chance of being non-immunodeficient to

certain non-immunodeficiency may convey massive peace of mind. The results of Chapter

1 show that this utility function over health beliefs is not necessarily inconsistent with

information avoidance.

Consider a simple example within the setting described above: Assume there are no

monetary or other costs of testing (e.g. physical pain, time), and suppose an agent has ego

utility v(pt) = pα, where p is the probability they have favorable health status. The baseline

utility function is

pα
t + xt

where xt represents other consumption (and is irrelevant in this setting). Suppose the

agent enters the period with beliefs of p = .5, and doesn’t expect her beliefs to change.14

Test results are instant, and the doctor has access to tests generating any distribution of

beliefs which obey the law of iterated expectations. Proposition 16 describes the best and

worst possible testing plans.

14The use of .5 is only to simplify the formulas and exposition; there are no substantial changes for any other
value of p.
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Proposition 16 In the setting described above:

1. If α ≤ 1, then non-revelation of health status is optimal.

2. If α ≤ 1, then a fully informative test is pessimal.

3. If α > 1, then:

• If Λ ≤ 2α − 1, a fully informative test is optimal.

• If Λ ≥ 2α − 1, non-revelation of health status is optimal.

4. If α > 1, then the pessimal test consists of a binary signal causing the agent to update to either

ph or pl < ph:

• If (Λ−1)Λ
(α−1)(Λ1/(α−1)−1

< 2α(α−1), then the pessimal test places weights on

pl =
1
2
(

Λ − 1
Λ(α − 1)(Λ1/(α−1) − 1

)
1
α

ph = Λ
1

α−1 pl

• If (Λ−1)Λ
(α−1)(Λ1/(α−1)−1

< 2α(α−1), then the pessimal test places weights on ph = 1 and pl

which is the unique solution to the equation:

1 +
Λ − 1

2α
= Λpα−1

l (pl + (1 − pl)α)

The prior likelihood of the test generating each belief is determined by the law of iterated

expectations.

Parts 1 and 2 of Proposition 16 are obvious: U(p) = v(p) + N(p|Fp
0,1) is globally concave

if v is concave. The more interesting cases are parts 3 and 4, in which the agent has convex

utility. These parts can be proven using basic concavification/convexification arguments: If

the agent has total utility-function U1, any information structure generates at best the value

attained along the concavification of U1 at the prior belief and at worse the value attained
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along the convexification of U1 at the prior belief. Part 3 says that if utility is convex, a fully

informative test is optimal if Λ is sufficiently small or α is sufficiently large, but as Λ grows

large, the optimal solution flips to being total non-revelation. Mathematically, the distinction

between cases is whether Λ is large enough that the concavification of the agent’s value

function goes through her prior belief (in which case non-revelation is optimal) or not (in

which case full revelation is optimal).

Finally, Part 4 of Proposition 16 says that the pessimal signal is partially revelatory

if the underlying utility over beliefs is convex. For small Λ, the pessimal signal places

weight on values just above and just below .5. As Λ increases, the pessimal signal becomes

more informative, and eventually the pessimal signal takes the following form: With some

probability less than .5, the test reveals that the agent is healthy with certainty (ph = 1).

With larger probability, the test reveals that the agent is less likely to be healthy, but still

possibly healthy (pl ∈ (0, .5)).

Interestingly, Schweizer and Szech show that partially revelatory tests of this exact

“certain if good, uncertain if bad" form are optimal if agents have concave anticipatory utility

that they trade off against planning value from holding more certain beliefs. This has a

natural intuition: with anticipatory utility, the agent wants to hold on to a belief that they

may be healthy in the future, but also gains planning value from knowing their true status,

so optimally the agent gets a chance to learn they surely have good health status, which

generates both anticipatory utility and aids in planning, but they also rest assured that they

will still get some positive anticipatory utility over their health (or conversely, that they will

be able to avoid some negative anticipatory utility over their health).

This example demonstrates, however, that in situations where there is perhaps little

planning utility to be gained from determining the test result, or if we have reason to believe

the belief-based utility term may be convex in beliefs, then there is news over belief-based

utility, then “certain if good, uncertain if bad" tests could actually be pessimal: Intuitively,

such tests are relatively likely to deliver a small bit of bad news, which weighs heavily on

patients. Even though their beliefs move only slightly, it is still a loss, and a potentially a
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very likely one. They have only a relatively small chance at a good outcome, which would

additionally be diminished in value as it would only be experienced as a gain.

I do not discuss in detail the optimal test when the agent enters the Period expecting to

receive some test results; i.e. when their belief is not a point mass, but the results in Chapter

1 (and Section 2 of this chapter) offer some guidance as to what we may expect in such

situations. For example, if we assume the agents enter the period expecting to find out

some binary test result generating some new distribution of beliefs, an agent who expects to

receive test results and has concave utility may decide not to show up to the appointment to

receive the results or not to answer the phone when the doctor calls. An agent with convex

utility will never want to avoid finding out the results instead of finding out the results of

expected test.

More generally, the example shows that the model of news over belief-based utility

can be applied quite portably to non-ego belief-based utility and generates distinctive

predictions compared to existing models.

2.6 Conclusion

This chapter extends and applies the model of Chapter 1. In particular, I highlight the

possibility of prophylactic information-seeking, consider behavior of non-Bayesian agents,

apply the model to a principal-agent setting with certifiable information, and apply the

model to utility from health status.
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Chapter 3

News Utility and Consumption

Compression
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3.1 Introduction 1

2Koszegi and Rabin (2006, 2007, 2009) build a formal model based on Kahneman and Tver-

sky’s (1979) prospect theory to capture the idea that (in addition to classical consumption

utility) people experience utility over good and (especially) bad news. A given level of

wealth feels like a loss when expecting to earn more or spend less, and feels like a gain

when expecting to spend more or earn less. The model also assumes that these sensations of

gains and losses operate separately across psychologically separate components of utility—a

gain on one dimension does not negate a loss in another. A diner whose meal is worse

than expected but cheaper than expected will feel both a loss of meal quality and a gain on

money. A taxi driver whose driving is less onerous than expected but also less lucrative,

will feel a relief in terms of driving and a loss in terms of earnings.3

Such preferences have been analyzed across many different economic environments in

recent years.4 In this paper we analyze these preferences applied to a class of continuous,

1This chapter is co-authored with Matthew Rabin. We are grateful to Yannai Gonczarowski, Daniel Gottlieb,
Shengwu Li, Josh Schwartzstein, Tomasz Strzalecki, and participants in the Harvard Workshop in Economic
Theory for helpful comments.

2This chapter is co-authored with Matthew Rabin. We are grateful to Yannai Gonczarowski, Daniel Gottlieb,
Shengwu Li, Josh Schwartzstein, Tomasz Strzalecki, and participants in the Harvard Workshop in Economic
Theory for helpful comments.

3For a review of some of the evidence on loss aversion, see Kahneman et al. (2008), and more recently
O’Donoghue and Sprenger (2018) and Brown et al. (2021). This “dimension-specific” gain-loss asymmetry
has been proposed as an explanation (Tversky and Kahneman, 1991) for “endowment effects” observed by
Knetsch (1989), Kahneman et al. (1990, 1991) and many subsequent experiments, wherein subjects endowed
with a particular object value it more than subjects not endowed with the object. Similar aversion to surprise
losses have been observed when people trade off effort and income, as in Abeler et al. (2011) and Thakral
and Tô (2021). Although evidence indicates that on average losses loom larger to people than gains, and
do so in a dimension-specific way, evidence also makes clear there is heterogeneity on that front, and that
there are additional forces that affect risk preferences. And while the role of expectations jibes with the plain
interpretation and examples of what losses and gains mean—and jibes with earlier models of disappointment
aversion, such as Bell (1985), Loomes and Sugden (1986), and Gul (1991)—evidence here too is mixed. For
instance, while Ericson and Fuster (2011) and Abeler et al. (2011) find evidence suggesting that expectations
matter for exchange asymmetries, Heffetz and List (2014) and Gneezy et al. (2017) demonstrate examples
where endowment/exchange effects appear to be weaker or non-monotonic. (Heffetz (2021), in turn, suggests
that these results are partially explained by the subjects experiencing asymmetric gains and losses relative to
“sunk-in” expectations.)

4Beyond the original shoe-shopping examples of KR(2006), economists have applied the model to understand
consumer theory across many contexts. Our paper considers a setting in which agents trade off material utilities
on multiple hedonic dimensions. Applications of this sort to consumer choice within various market settings
include Heidhues and Kőszegi (2008), Heidhues and Kőszegi (2014), Rosato (2016), and Herweg and Rosato
(2020). Other “multi-dimensional” domains of application include auctions (Rosato and Tymula, 2019), optimal
contracts (Herweg et al., 2010), contracts with renegotation (Herweg et al., 2018), labor supply and optimal
stopping (Crawford and Meng, 2011; Thakral and Tô, 2021), and mechanism design and matching (Dreyfuss
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convex choice settings—encompassing such choices as selection of bundles of goods facing

linear prices—that helps uncover some features of behavior missing from or obscured by

the types of situations most commonly studied so far. We show these preferences lead to

various forms of “compression” in behavior in stochastic environments. Suppose Lori (to

use the naming convention from the news-utility literature) makes plans while uncertain

about the choices she will face—such as a consumer making plans for how she will react to

different prices. Assuming (as we do throughout) that Lori has two-part linear news utility

with loss aversion, we show that optimal plans will accord to a simple percentile principle: In

each scenario, Lori’s assessed marginal utility of an increase on a dimension is multiplied

by a factor (determined by her degree of loss aversion) that is a function of the likelihood

induced by her overall plans of consuming strictly more in that dimension; her assessed

marginal utility of decreasing consumption in a dimension is a function of her planned

likelihood of consuming at least that much in that dimension. Lori considers the value of

increasing her consumption from her highest level to be purely a gain, and her decreasing

below her lowest level to be purely a loss, with marginal utilities in all other contingencies

declining linearly according to the percentile of planned consumption. This is the formulaic

manifestation of a basic intuition: When putative consumption is unexpectedly high on one

dimension and low on another, reallocating from the high dimension to the low reduces

good news with the greater benefit of reducing bad news on the low dimension. When the

choice context meets some additional conditions, a plan is consistent with our model only if

Lori maximizes her utility transformed by the percentile principle in all contingencies.5

Applying this “percentile principle”, we derive a set of interrelated results, many of

which are manifestations of the general theme of compression. In most settings where

maximizing consumption utility leads to substitution across dimensions as uncertainty is

resolved—such as when the price of an elastic good varies, or when the price of more than

et al., 2019; Meisner and von Wangenheim, 2021).
5As with other models embedding disappointment in risky choices, this feature of news-utility preferences

channels a direct, unsubtle violation of the independence axiom: In stochastic choice situations, your disap-
pointment (or elation) in scenario is of course influenced by the outcomes in other scenarios. Spending $10 for a
widget when you had a 95% chance to get it for free feels different than when you had 95% of paying $20.
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one good varies—then consumption is compressed. When loss aversion is strong enough, in

fact, compression takes an extreme form of generating the same levels of a consumption

on a dimension in circumstances where they would differ in classical utility theory, and in

particular predicts that an agent may spend a fixed budget independent of price, or set a

target income irrespective of wages.

But we also apply the percentile principle to show contexts where Lori’s behavior will

be very close to that of an agent with the same consumption utility but no news utility.

When maximizing consumption utility implies that two dimensions of consumption move

co-monotonically as uncertainty is resolved—such as residual spending and consumption

of an inelastic good whose price varies—news utility has no effect at all on behavior.

And although such comonotonicity is virtually a necessary and sufficient to guarantee

Lori is literally unaffected by news utility, a corollary to our compression results implies

limited effects of news utility for all underlying preferences and degrees of loss aversion

in a particular context: When there is a small amount of continuous uncertainty Lori will

behave very similarly to the news-utility-free agent when there is a very small amount of

uncertainty.6

In Section 2, we delineate the environment studied in this paper, and review the news-

utility model from KR (2009) as it manifests in this environment. Illustrating with our

primary example of consumer choice, we suppose that Lori is deciding in Period 0 how

much xacuti and yogurt to purchase in Period 1 as a function of her budget B and prices

p and q: She will maximize [m1(x)] + [m2(y)] subject to the constraint px + qy ≤ B. We

usually approach it in simpler terms where yogurt corresponds to money, setting m2(y) = y

with the leftover money B − px becoming therefore the 2nd dimension. Lori’s material

utility is given by [m(x)] + [B − px], where m(·) is increasing and concave.

6We discuss the precise contexts and results below. This result carries a bit more significance in light of
existing applications of the news-utility model: When there is no uncertainty, a much wider range of outcomes
correspond to the OCP of some initial beliefs, corresponding to existing applications highlight the indeterminacy
of “personal equilibria” when there is no uncertainty. And again for those readers familiar with earlier research,
the recovery of the classical prediction in the near-certainty case has a very different intuition from that of
Proposition 3 in Kőszegi and Rabin (2006), where the strong refinement of “preferred personal equilibrium” is
shown to select the classical solution under no uncertainty.
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Lori may not know the values of B, p, and q in Period 0. Instead, she has stochastic

beliefs about what they will be; in Period 1 she will learn the values of B, p, and q and make

a choice of how much xacuti and yogurt to consume. Lori enters Period 0 with some initial

beliefs about xacuti and yogurt consumption, with joint distribution F−1(x, y). Although

these initial beliefs presumably come from some reasonable prior beliefs about the situations

she might face and what she will do in these situations, we treat these beliefs as exogenous.

We shall throughout emphasize results that hold across any initial beliefs. We assume Lori

does not (and cannot) make any committed choices in Period 0, yet emphasize both her

initial beliefs and her knowledge of that situation she might face; given the nature of Lori’s

preferences, these factors may influence her utility and choices. In Period 0, Lori makes a

plan of how much xacuti and yogurt to buy at each possible B, p, q, which she carries out

the next day in Period 1. She maximizes the sum of her material and news utility, where the

news utility in turn consists of both the news from any deviations from her initial beliefs

and the news she experiences the next day when she learns the choice situation she faces

and makes her choice. Because her expectations influence her utility, her maximization

involves her paying attention to how her plans across all possible situations will influence

her preferences facing each given situation.

Suppose, for instance, Lori learns the price of xacuti will be uniformly distributed

between $1 and $4 per ounce. Lori wants to maximizes her total Period-0 utility inclusive

of news in both Period 0 and Period 1, as well as “regular” consumption utility, which

we refer to as material utility. But the model assumes that Lori can only choose among

her consistent plans—plans that she would actually follow through on once she observes

a price. That is, given the expectations her plan induces, her xacuti consumption at each

price must maximize her total utility (material utility plus news utility) among possible

consumption levels at that price. We consider Lori’s optimal consistent plan (denoted OCP):

the (generically unique) consistent plan that maximizes her total utility. This total utility

includes her (expected) material utility and her (expected) news utility.7

7The consideration of news from making the plan is what differentiates optimal consistent plans from the
more commonly applied preferred personal equilibrium ("PPE", Kőszegi and Rabin, 2006). Lori’s preferred
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We conclude Section 2 with a lemma that applies here and more generally, that if an

agent ever enters Period 0 with beliefs corresponding to those induced by some consistent

plan, that consistent plan is in fact optimal. That is, it is her OCP given those beliefs.8 Thus,

any consistent plan is optimal for some initial beliefs. The set of plans that are OCP for some

beliefs is identical to the set of personal equilibria (PE).

We analyze Lori’s behavior in Sections 3 and 4. Section 3 does so in more abstract terms,

and then we translate the results into consumer choice in Section 4. Given initial beliefs

about her consumption and a distribution of prices, we show that Lori’s optimal consistent

plan has a surprisingly strong structure.

As mentioned above, many of our results stem from a percentile principle: that Lori’s

marginal value from consuming a bit more on one dimension is determined not only by the

material marginal utility tradeoff, but also the relative extent to which she is experiencing

a loss on each dimension compared to her expectations. To make the key property more

explicit, consider the classical first-order condition equating the marginal rate of substitution

to the price ratio, as applied to the xacuti and yogurt example. For each combination

of prices B, p, q, at the material-utility-maximizing consumption level (x, y) (assuming an

interior solution), we have:

m′
1(x)

m′
2(y)

=
p
q

.

Our consistency conditions in each choice set are similar, but take into account that Lori

experiences gains and losses relative to her expectations, and losses are weighed heavier.

To take the (notationally simpler) case in which the marginal distributions of consumption

in each dimension, denoted here by F1
0 and F2

0 , contain no mass points, we arrive at a new

first-order condition:

personal equilibrium is the consistent plan maximizing the expected utility from carrying out the plan (and
ignoring any news utility from making the plan).

8In fact, given those initial beliefs, it generates the highest total utility from the Period 0 perspective of any
feasible plan.
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H(F1
0 (x), F2

0 (y))
m′

1(x)
m′

2(y)
=

p
q

,

where H(a, b) = a+Λ(1−a)
b+Λ(1−b) and Λ > 1 is the behavioral coefficient of loss aversion, defined

precisely later, but roughly equal to a measure of how much more heavily the agent weighs

losses relative to gains. Note that H(c, c) = 1. Thus, at any given level of consumption (x,

y), the first-order conditions for optimality are modified by how often consumption is above

or below x and y on the respective dimensions.

This provides the key intuition behind several of our results. Proposition 17 leverages the

percentile principle to define the class of situations for which there exist initial beliefs F−1

such that Lori’s optimal consistent plan simply features material-utility maximization (and

implicitly the class of situation for which Lori will not use the material-utility-maximizing

plan). This class of situations does not depend on her coefficient of loss aversion, and it

is roughly defined by those situations in which material-utility maximization generates

a joint distribution of utility which is comonotonic across dimensions. Applying the

percentile principle, we see that comonotonicity implies F1
0 (x) = F2

0 (y) at each material-

utility-maximizing pair (x, y). Thus H(F1
0 (x), F2

0 (y)) = 1, and the first-order condition

for consistency reduces to the classical condition. In the context of Lori having atomless

uncertainty about the price of xacuti, our results show that there exist some initial beliefs

such that Lori’s optimal consistent plan is material-utility maximization if and only if

her demand for xacuti is inelastic under material-utility maximization. For example,

suppose m(x) = 1 − 1
x . Then at any price p, the material-utility-maximizing plan specifies

consumption of x = 1√
p and spending of

√
p. Since spending increases with price, demand is

inelastic. This yogurt consumption, which is given by B − q
√

p, is also decreasing in p. Thus

F1
0 (x(p)) = F2

0 (y(p)) for all prices p, which implies that the material-utility-maximizing

plan satisfies the percentile principle and is thus consistent. Therefore, by Lemma 1, there

exist initial beliefs such that this is an optimal consistent plan. In fact, in many cases, if Lori’s

demand for xacuti is inelastic, an atomless OCP must feature material-utility-maximization

for ANY initial belief F−1. This holds because any other atomless candidate plan will violate
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the percentile principle at some point, as we show in Proposition 19. (The intuition for this

stems from the logic which implies Proposition 18, which we discuss shortly.)

On the other hand, if Lori’s demand is elastic—for example, if m(x) = 4
√

x—the

material-utility-maximizing plan would require trading off losses for gains. In that example,

the material-utility-maximizing plan prescribes that Lori consume x = 16
4p2 ounces of xacuti.

At a price of $1, the material-utility-maximizing plan prescribes she consume 4 ounces of

xacuti, spending $4. Note that at every other price, the material-utility-maximizing plan

prescribes lower spending and lower xacuti consumption; if she carries out the plan, she will

experience a total loss on the yogurt dimension and a total gain on the xacuti dimension.

This distorts her marginal rate of substitution in favor of yogurt; she is tempted to forgo

gains on xacuti and recoup losses on yogurt. The material-utility-maximizing plan is not

consistent. Note again the nature of Lori’s deviation: she wants to consume less xacuti and

more yogurt in the “high xacuti/low yogurt” contingency. This hints at the general features

of her optimal consistent plans: she wants to compress her variation in material utility on

each dimension.

While Lori’s exact optimal consistent plan in this example depends on several factors,

the percentile principle gives a formulaic description of how Lori desires to compress

her consumption: when she is consuming a relatively high amount of xacuti relative to

expectations and a relatively low amount of yogurt relative to expectations, her modified

first-order condition is tilted in favor of yogurt (and vice versa when consuming a higher

amount of yogurt). We flesh out this compression motive’s implications for the set of

consumption bundles that can possibly be selected in an OCP in Propositions 3.1 - 20.

To do so, we first, given any plan, define a collection of “iso-percentile” points. The

kth iso-percentile set is the set of points (x, y) such that at least k% of Lori’s distribution

of expected consumption on the first dimension are lower than x and at least (1-k)% are

weakly higher than x, and likewise for y on the second dimension. Taking the union of these

“iso-percentile” sets defines a core set I of points toward which consumption is compressed

relative to the classical. Lemma 3 formalizes this: In any OCP, if for some choice set with
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material-utility-maximizing choice (xc, yc), Lori selects a consumption bundle (x̂, ŷ) that is

either “south" or “east" of each point in I, then xc > x̂ and yc < ŷ. That is, (xc, yc) must be

“southeast” of Lori’s choice (x̂, ŷ). In that case, Lori has selected something that leaves her

relatively more disappointed on the yogurt dimension than the xacuti dimension, so she

must consume more yogurt and less xacuti than material-utility-maximization prescribes.

Using this lemma, we show that in our smooth and convex setting the “image” of the

material-utility-maximizing plan often provides relatively restrictive boundaries for the set

of possible choices in optimal consistent plans, particularly in the case where optimization

implies that Lori’s plans must be atomless.9 In Proposition 18, we show that an atomless

OCP can never select from any choice set a bundle (x̂, ŷ) such that for all points (xc, yc) in

the image of the material-utility-maximizing plan, either x̂ > xc or ŷ < yc (or vice versa with

the dimensions reversed). To see why such a point cannot be selected, note that Lemma 3

implies that since such a point is not “northwest” of any point in the classical set, it cannot

be “southeast” of the iso-percentile set. That is, an OCP can contain (x̂, ŷ) only if it contains

some other mass to the right of x̂ but below ŷ. Taking the rightmost such point yields a

contradiction: That point is also not “northwest” of any point in the classical set, so it can

only be in an OCP if there is some mass to its southeast. Yet by definition, there can be no

mass to its southeast.

Proposition 18 has several immediate consequences: First, when the classical plan is

comonotonic (as in the case of inelastic demand with a single-price varying above), then

any point outside the image of the classical plan is either “northwest” or “southeast” of the

classical image. Thus, in such a case, Proposition 18 implies that only points in the classical

image can be selected. Moreover, since the Pareto frontier of a choice set only intersects a

comonotonic set in a single point, in fact, only the material-utility-maximizing choice can be

selected from each choice set in an OCP for any F−1. That is, material-utility-maximization

is the only consistent plan; thus it is the optimal consistent plan regardless of F−1. Second,

and more generally, the “rectangle” defined by the highest and lowest material-utility-

9This is the case, for example, if she has continuous uncertainty over B, or independent and continuous
uncertainty over p, q.
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maximizing choices achieved in each dimension under some choice set define a boundary

for the set of material-utility levels that can ever be selected in an atomless OCP. Finally, if

the boundaries of the image of material-utility-maximizing choices are comonotonic, then

an atomless OCP can only select options from within that image. These results are described

formally in Propositions 19 and 20.

While these results highlight compression relative to classical material-utility-maximization,

we also highlight a distinct sense in which uncertainty induces compression relative to

certainty. Proposition 21 shows that when Lori knows in Period 0 the precise choice set

she will face in Period 1 (e.g. she knows B, p, and q in advance), her choice will depend on

her beliefs F−1 entering Period 0, and Proposition 22 shows that when these beliefs F−1 are

not known, the set of possible choices from choice set M in an OCP is largest when M

is deterministically known in advance, and smaller under uncertainty. These results also

stem from the percentile principle. A plan to consume some fixed bundle with positive

probability introduces atoms into F1
0 and F2

0 . In such a case, the first order equality condition

above becomes a pair of inequalities.10The atoms induce a wedge between the two inequality

conditions of the percentile principle; a plan to consume some bundle with certainty, as in

the deterministic case, maximizes this discrepancy, leading to the largest possible range of

consistent outcomes. Even a small amount of uncertainty over choice sets tends to reduce

this discrepancy, particularly when the choice-set frontiers are disjoint and the uncertainty

is atomless. In fact, Proposition 23 applies Proposition 20 to describe a class of situations in

which a very small amount of atomless uncertainty selects the material-utility-maximizing

choice from M as the approximately unique OCP.

These results relate closely to Proposition 3 from Kőszegi and Rabin (2006). That

proposition showed that the preferred personal equilibrium uniquely selects the material-

10At a given level of consumption (x, y), we modify the marginal utilities of x and y by how often consumption
is weakly below those levels, F1

0 (x) and F2
0 (y), or strictly below those levels, limx′↑x F1

0 (x′) and limy′↑y F2
0 (y

′),
those levels::

H(F1
0 (x), lim

y′↑y
F2

0 (y
′))

m′
1(x)

m′
2(y)

≤ p
q

; H(lim
x′↑x

F1
0 (x′), F2

0 (y))
m′

1(x)
m′

2(y)
≥ p

q

where the arguments in H are the left and right percentiles of consumption on each dimension at (x, y).
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utility-maximizing outcome in deterministic settings, while the rest of the paper showed

that this was not necessarily the case in uncertain settings. Our Propositions 21 and 22

describe in our setting a sense in which considering the initial news from making plans

reverses the conclusions of Proposition 3 in Kőszegi and Rabin (2006). Proposition 23

describes a different sense in which approximate, but imperfect certainty does select the

material-utility-maximizing outcome, but for a different reason, and without appealing to

preferred personal equilibrium.

In Section 4, we describe some implications of these results in the posted-price consumer

context. Related to compression, we also emphasize a particular type of plan which satisfies

compression properties: When her demand for xacuti is elastic and she has uncertainty over

its price p, Lori could simply set a budget for spending on xacuti. And in fact, we show

that regardless of initial beliefs, if Lori is sufficiently loss-averse there will be some mass

of prices over which she spends the same amount, and there will exist some initial beliefs

where she will fix the budget across all prices. This type of targeting has been observed in

real-world settings, with a large literature beginning with Camerer et al. (1997)exploring

evidence regarding income targeting in gig work under wage uncertainty, with papers such

as (Crawford and Meng, 2011) and Thakral and Tô (2021) explicitly analyzing such behavior

in variants of the news-utility model.11 We add to the study of targeting in two ways: First,

we show that in a collection of settings (corresponding to the inelastic case in the xacuti

example), news utility cannot easily explain targeting in the face of uncertainty. In such

cases, while Lori would like to reduce her variation on (for example) xacuti across price

realizations, doing so requires her to increase the variability of her spending and decrease

her material utility. On the other hand, in the elastic case, Lori can reduce her variation over

both dimensions simultaneously. For example, if m(x) = 4
√

x and p varies between $1 and

$4 per ounce of xacuti with q = 1, if Lori sets a fixed budget of spending $1.50 on xacuti, she

eliminates all variation in the yogurt dimension, and narrows the range of possible xacuti

consumption to vary between 0.375 and 1.5 ounces, as opposed to the range of 0.25 to 4.0

11See also (Hastings and Shapiro, 2013), who find evidence for mental accounting in spending on gasoline in
the face of price changes.

72



ounces if she maximizing material utility.

Second, our results suggest that when the price of a good varies atomlessly, there

is reason to think Lori may completely fix her spending on that good, but she will not

completely fix her consumption of the good.12 Fixing consumption of a good across all price

realizations will typically not be consistent; Lori can always profitably deviate at one of the

extreme prices. If her fixed consumption level is lower than the material-utility maximizing

level at the lowest price, she is tempted to consume more when the price is low; on the

other hand if her planned consumption level is higher than the material-utility maximizing

level at the higher price, she is tempted to consume less when the price is high. Lori would

always prefer one of these deviations unless her material-utility-maximizing consumption

is weakly higher at high prices than low prices. Such violations of the law of demand are

impossible under our assumption of separable material utility across goods. Note that this

logic doesn’t imply any inconsistency when spending is fixed: the analogous implication

is that Lori would only consider fixing her spending if the material-utility-maximizing

spending is lower at high prices than low prices, i.e. if her demand is elastic.

While our results apply to a fairly general class of situations, they do depend crucially

on our assumptions, and particularly on the assumption that preferences and choice sets

are convex. The starkness of some of our results relies on this smoothness. For example,

above, when facing some distribution of prices, the maximum spending under material-

utility-maximization provides an upper bound on Lori’s spending. This depends on the

assumption that Lori’s utility over xacuti is concave and she can buy any continuous amount

of xacuti. Early examples highlighted an attachment effect that can arise in unit-demand

settings that lack these properties. In such examples, Lori may spend more on a pair of

shoes under loss aversion than would ever be material-utility-maximizing. Our results imply

that this strong attachment depends precisely on the discreteness of those examples.

The paper proceeds as follows. The next section lays out our setting and solution

12Note that in some cases, Lori can fix both her spending and consumption simultaneously. This may be
quite attractive. Under price variation in a single good, she can do this only by buying zero of a good. In the
example, the marginal utility of xacuti at a consumption level of zero is infinite, so this is not feasible.
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concepts. We spell out the specific implications of our framework for our primary motivating

example of consumer choice in Section 3.4. Although often illustrating the concepts with

consumer choice, in this section we set up the broader and more abstract setting, and in

Section 3.3 we establish some general results underlying the implications for consumer

choice.

3.2 Setting and Preferences

We explore the following setting. At the beginning of Period 0, Lori learns a probability

distribution over what closed, convex, deterministic choice set she might face in Period 1,

which is the only period she implements a choice and experiences “consumption utility.” 13

After making plans while still uncertain in Period 0, Lori learns her actual choice set at the

beginning of Period 1, and implements her plans.

For example, suppose (as in the intro) that Lori has utility over xacuti and yogurt, and

suppose that Lori has $10 that can be spent on xacuti or on yogurt in Period 1. Suppose that

Lori’s consumption utility for consuming x ounces of utility is
√

x. We assume that yogurt

costs 1 per unit and generates linear consumption utility y. Suppose Lori anticipates a 25%

chance that xacuti will cost $1.17 per cup and 75% it will cost $1.56. That is, Lori will face

one of two budget sets in Period 1, 1.17x + y ≤ 10 or 1.56x + y ≤ 10, so that her classical

utility-maximization problem will be Maxx,y
√

x + y s.t. one of these two budget sets.

The description that Lori learns about her possible choice sets at the beginning of Period

0 and makes plans for Period 1, and then “implements” choice in Period 1, reflects the

nature of the preferences we are studying. For an agent with classical expected utility, the

Period-0 beliefs over choice sets would not matter: whatever choice set she expected, she

would simply choose her (material-)utility-maximizing option from their choice set. But

because Lori’s utility will be influenced by her expectations over outcomes entering a period,

her preferences within each choice set will depend also on her beliefs about her choices in

13Given our array of assumptions, including lack of discounting, it matters only that all uncertainty is
resolved in Period 1, not that the consumption takes place immediately.
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other choice sets. Her overall preferences entering Period 1 will be based on the amalgam of

what choice sets she expects to face and what she expects to do in each of those choice sets.

In the xacuti example, if Lori plans to buy 4 ounces of xacuti if the price is $1.17 cents but

only 3 ounces xacutis if the price is $1.56, and she thinks there is a 75% chance the price is

$1.56, then her expectations will be that she has a 75% chance of getting 3 ounces of xacuti

and a 25% chance of getting 4 ounces of xacuti. She will think, coincidentally, that she will

always spend $4.78 on xacuti, leaving her with 5.22 ounces of yogurt.

Lori’s full utility function combines “material utility” and gain-loss utility. A key

structural feature of the KR (2006,2007,2009) model is that the gain-loss utility derives from

the material utility, in combination with an endogenously derived reference level.14 The

material utility can be thought of as the classical, reference-free consumption utility. We

also follow KR (2006, 2009) in considering solely preferences that can be separated out into

two or more “hedonic dimensions” for which Lori separately assesses gains and losses.

Because the logic of all the results below depends solely on the changes in material utility

in each dimension, it will in fact be most useful to characterize Lori’s choice sets in terms

of her available vectors of material utility across these hedonic dimensions. We consider

the situation in which Lori has 2 hedonic dimensions. We assume her material utility on

each dimension is always bounded, so her choices are made over subset of X2, where X is a

compact subset of R.

We assume that in Period 0, Lori knows the distribution over possible choice sets that

she will face in Period 1. In fact, we assume that the sets she will face can be continuously

parametrized, that is, we assume there exists some compact subset P ⊂ Rn of parameters

with a continuous correspondence M : P ⇒ X2 mapping parameter values p ∈ P to subsets

M(p) of X2. We characterize Lori’s beliefs over possible material-utility choice sets as a

probability measure χ over the parameter space (P,B), where B is the σ−algebra of Borel

sets on P. Denoting the generalized density15 of χ by fχ, we make the regularity assumption

14For the earliest model we are familiar with that explicitly constructs a reference-dependent component of
utility from an underlying material-utility function, see Loomes and Sugden (1986).

15Formally, the Radon-Nikodym derivative of χ with respect to the Lebesgue measure.
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that {p| fχ(p) > 0} is closed, so that {p| fχ(p) > 0} = supp(χ) .16 Many (but not all) of our

results require that the sets M(p) be convex, sometimes strictly17 so, or compact. Slightly

abusing notation, where the details of the parametrization are not relevant, we sometimes

suppress p, referring simply to a “choice set M”. Implicitly, we mean M = M(p) for some

p.

Lori cannot “implement” choices in Period 0—she has no Period-0 actions that affect

the choice set M that she faces in Period 1. She does, however, make plans that affect

her expectations. And although she experiences material utility only in Period 1, she may

experience news utility in both Periods 0 and 1. Her news utility in Period 1 derives from

the resolution of her uncertainty at the beginning of the period: she enters the period

expecting many possible contingencies, and receives news from learning the material-utility

bundle she will consume in this contingency. Her news utility in Period 0 derives from

any changes in beliefs about the Period-1 utility from those she held entering Period 0 to

those corresponding to her chosen plans. Regarding her initial beliefs entering Period 0,

we assume only that they constitute a probability measure over R2, which we identify with

its joint distribution function F−1. F−1 induces marginal cumulative distribution functions

Fk
−1 over material utility on each dimension k ∈ {1, 2}. Non-zero news utility will arise

whenever the information she gets in Period 0 induces a change in beliefs about what she

will choose.

Given this situation, we apply the news-utility model of Kőszegi and Rabin (2009). Lori’s

flow utility in Period t is the sum of her material utility and her dimension-by-dimension

“news” utility:

ut(m1, m2, Ft|Ft−1) =
2

∑
k=1

mk +
2

∑
k=1

N(Fk
t |Fk

t−1),

16This assumption is satisfied by any finite distribution over choice sets (which can be trivially parametrized
by a subset of integers), as well any collection of choice sets defined by a set of parameters varying over closed
intervals, for example if a consumer with continuous utility buying two goods faces independent variation over
each price with each price varying over some closed interval.

17To be precise, our results using convexity or strict convexity only require that the material-utility possibility
frontier has these properties. For convexity, we need that M(p) is convex and additionally, for any x, y in M, and
any α ∈ (0, 1), there exists some z ∈ M such that z weakly dominates αx + (1 − α)y dimension-by-dimension,
For strict convexity, this dominance must be strict on at least one dimension).
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where Fk
t is the cumulative distribution function describing Lori’s beliefs in Period t about

her Period-1 material utility on dimension k, and Ft is the joint cumulative distribution

function of dimension-by-dimension utility across all dimensions. In our setting, where

all consumption happens in Period 1, we slightly abuse notation to write u0(F0|F−1), sup-

pressing the degenerate Period-0-material-utility vector, and u1(m1, m2|F0), suppressing the

deterministic Period-1 beliefs induced by selecting material utility mk on dimension k. Her

plans in Period 0, as well as the F−1 beliefs with which she entered Period 0, affect her

experienced utility. We assume, in fact, that Lori experiences the news from a change in

beliefs about Period-1 material utility equally strongly whether she receives the news in

Period 0 or Period 1.18 N(·) is a KR(2009)-news-utility function which takes as its argu-

ments Lori’s lagged expectations and her updated expectations. It captures the utility Lori

experiences from updating her beliefs from Fk
t−1 to Fk

t . Let ψG be the (left-)quantile function

of distribution G: ψG(q) = inf{x|q ≤ G(x)}. We use KR(2009)’s percentile-wise specification

of news utility:

N(H|G) =
∫ 1

0
µ(ψH(q)− ψG(q))dq.

The increasing function µ(·) is assumed to have the features—adapted from the prospect-

theory value function Kahneman and Tversky (1979) by KR (2006)—of loss aversion and

(weakly) diminishing sensitivity. In this paper, as in many of the applications in the literature,

rather than strict diminishing sensitivity we assume the value function exhibits constant

sensitivity:

µ(z) =


ηλz z ≤ 0

ηz z > 0,

with η > 0 and λ > 1. In our setting, η and λ are not jointly identified, thus we often refer

18In the language of KR(2009), γ0,1 = 1. This assumption is substantive: it means that Lori receives just as
much news utility from a change in her beliefs about Period-1 consumption when that change comes in Period
0 as when it comes in Period 1. As KR(2009) emphasize, if the utility from news about immediate consumption
is experienced more intensely than news about future consumption, Lori behaves similarly to agents who are
present-biased (Laibson, 1997; O’Donoghue and Rabin, 1999) or bothered by temptation (Gul and Pesendorfer,
2001), but with distinct properties in cases of uncertainty.
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to the sufficient statistic Λ := 1+ηλ
1+η > 1.

We are interested in Lori’s Period-0 optimal consistent plan of actions to take in Period

1. Web Appendix A to KR(2009) provides a general definition of such plans; Definition 1

formalizes the application in our setting. Such a plan specifies, for every possible M, some

vector (m1, m2) ∈ M of material utility. Formally, we define a plan as follows:

Definition 9 A Period-0 plan is a measurable function d : supp(χ) → R2
+ with d(p) ∈ M(p).

That is, a plan specifies a material-utility bundle to be chosen from any possible choice

set of material-utility bundles.19 One candidate plan is the material-utility-maximizing plan

c, defined formally as c : supp(χ) → R2 that maps p 7→ argmax(m1,m2)∈M(p) ∑2
k=1 mk.20 We

sometimes refer to c as the “classical plan”.

Optimal consistent plans are plans satisfying two additional requirements:

Definition 10 Given some initial beliefs F−1 over material utility on each dimension, probability

measure χ on (P,B) describing beliefs over possible choice sets in Period 0, and denoting rational

expectations over Period-1 material utility given plan d by F0(d), d is a Period-0 optimal consistent

plan if:

(1) Given F−1, d ∈ argmaxd′∈Πu0(F0(d′)|F−1) + Ed′ [u1(m1, m2|F0(d′))],

where Π is the set of all plans satisfying property (2) below.

(2) For every p ∈ supp(χ), d(p) ∈ argmax(m1,m2)∈M(p)u1(m1, m2|F0(d)).

Per our arguments above—and those in the Web Appendix A to KR(2009)—we con-

sider this to be the appropriate general solution concept for a situation in which agents

understand the structure of uncertainty they face in advance. Criterion (2) is the core

familiar consequence of the model that, once Period 1 arrives and Lori’s plan must be her

19We could in principle define plans as specifying mixtures over bundles. In our setting, as with most
settings, mixing can be shown to be strictly utility-decreasing for expectations-based-reference-dependent agents.
Thus, we economize on notation by defining plans to be deterministic choices over material utility.

20Again, for simplicity, we assume that there is a unique material-utility-maximizing bundle in each choice
set. We believe that the existence of multiple material-utility-maximizing bundles would neither significantly
alter results nor allow accrual of additional insights in general, so we forego the notational and mathematical
complications needed to accommodate them.
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utility-maximizing choice in each contingency given that she had intended to follow the

plan in all contingencies. However, an important determinant of Lori’s preferences is the

set of initial beliefs F−1 that she holds about what will happen. While we assume that she

knows in Period 0 the distribution of choice sets she will face in Period 1, we make no

such supposition on what she might have known or have decided in the past. Instead, we

assume as a primitive of the choice situation that Lori enters Period 0 with some beliefs

about Period-1 consumption. We make no restrictions on these beliefs. Lori’s beliefs may

have come from anticipated behavior in the scenario we study, or she may have formed

beliefs expecting some other choice situation. Lori may have long believed she would

experience lots of material utility on one dimension and very little on the other, or very low

on both dimensions or very high on both; or she might enter with maximal uncertainty

on all dimensions. Note that for any given initial beliefs, there is a fixed maximization

problem, and generically a unique optimal plan. Especially when identifying some behavior

as consistent with our model, we will be interested whether or not there exists some F−1

such that a given plan d is the OCP for an agent with initial beliefs F−1, or some F−1 such

that d has a particular property. More often, we will describe behavior that necessarily

occurs in the OCP no matter initial beliefs. In some cases, we are able to say that a specific

plan d is the OCP for all F−1.

Although the notion of an optimal consistent plan is defined in Web Appendix A

of KR(2009), the properties of such plans are not widely explored in that paper nor in

subsequent work. But there is a tight connection between our analysis here and the static

equilibrium concept defined by KR(2006) of personal equilibrium (PE). In our setting, a

personal equilibrium is simply a plan satisfying Property 2 above:

Definition 11 A personal equilibrium is a plan d such that, given rational expectations F0(d),

for every p ∈ supp(χ),

d(p) ∈ argmax{(m1,m2)∈M(p)}u1(m1, m2|F0(d)).

We denote the set of all possible personal equilibria PE∗ and the set of all plans that

are the OCP for some initial belief F−1 by OCP∗. Note that if d ∈ OCP∗, then there must be

some F−1 such that d satisfies Properties 1 and 2; by virtue of satisfying Property 2 then,
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d ∈ PE∗. But the definition of PE∗ does not include Property 1. As such, there could in

principle be PE that cannot arise as part of an OCP for any F−1. However, Lemma 1 states

that this does not occur in our setting; our set OCP∗ coincides with the set PE∗.

Lemma 1 Suppose (as assumed throughout this paper) that choices are made in Period 1 after all

uncertainty has been resolved, µ(·) is two-part linear, and γ0,1 = 1. Then OCP∗ = PE∗.

As noted above, the fact that any OCP involves a PE in Period 1 inheres in the basic

features of the model. But the result more importantly says that if agents receive news

both from making plans in Period 0 and from learning the situation and carrying out their

plans in Period 1, we cannot rule out any static personal equilibrium as arising from a

utility-maximizing plan in Period 0 without a priori restrict the set of beliefs Lori has entering

Period 0.21

The crux of our framework here is then that we don’t restrict allowable behavior to the

stronger solution concept of preferred personal equilibrium (PPE) used in most analyses. This

stronger notion seems less justifiable in light of the dynamic framework laid out in KR

(2009), especially given the lemma here. Although presumably broader descriptions of the

choice setting will help refine the notion of what initial beliefs Lori may have before she

pins down the choice context we study, our results in the next two sections show in our

context there are often relatively strong restrictions on the set of possible optimal consistent

plans irrespective of Lori’s prior beliefs.22

3.3 General Analysis

Although the dynamic structure of news-utility preferences complicates the matter and

(as with all compelling preferences that say utility depends in an agent’s information)

21Note that this is one place where the assumption that µ(·) is two-part linear has important implications.
Our proof uses the property, for instance, that agents dislike any piecemeal resolution of uncertainty, which (as
shown by (Duraj and He, 2019)) may not hold if µ(·) exhibits strict diminishing sensitivity.

22Although we are building in extreme agnosticism about prior beliefs into our analysis, it is still somewhat
fanciful to assume Lori enters into each situation with some well-defined beliefs about consumption on the
dimensions of consumption she ends up considering. In fact, KR (2006) provide a loose argument about how
the stronger solution concept of PPE may be justified by an assumption that at moment of first focus a person
may not experience news utility. Because the PPE is also consistent with the model for the same reason all
other PE are—if Lori happens to enter the previous period expecting this outcome she would not deviate—the
approach we take here is perhaps on even firmer grounds.
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can lead to forms of stochastic dominance, a basic feature of Lori’s preferences is that

Lori’s preferences are monotonic in each good in Period 1: For any expectations, Lori

will always prefer a bundle giving more of good k and equal-or-more amounts of other

goods to a bundle giving less of good k and equal-or-less amounts of other goods. Hence,

all our analysis will focus on plans where Lori chooses from the utility-possibility frontier,

UPF(M)) of each choice set M, which we define as the set of points (x1, x2) such that,

for any (y1, y2) ∈ M, if there exists some k ∈ {1, 2} such that yk > xk, then xl > yl for

l ∈ {1, 2} \ {k}. Although an inherent feature of the model, its key role makes it worthwhile

to formalize:

Lemma 2 In any optimal consistent plan d, d(p) ∈ UPF(M(p)) for all p ∈ supp(χ).23

Although straightforward, Lemma 2 does vindicate the inclusion of the word “consistent”

in the term optimal consistent plan, because it may rule out plans that Lori would find

ex ante attractive. Lori would always want to consume an appealing good for a very low

price, even if she didn’t expect it and planned to spend no money. But that means that

when Lori anticipates a low price is likely, she would experience disappointment for not

consuming even when the price is higher. Whether this induces her to consume the product

in such higher-price contingencies or not, it may be that Lori would be better off on average

forgoing consumption for low prices to avoid disappointment. We rule that out.

To say more about Lori’s optimal consistent plans, it’s useful to describe the probability

measure induced on X2 by following a plan d, which we denote by χd.24 When holding

beliefs χd entering Period 1 induces a preference to follow through on plan d in Period 1,

then d is an OCP for some F−1. As we’ll see, it turns out that the probability distribution of

outcomes predicted in the classical model, which we’ll denote by χc, will be of focal use in

characterizing the set of OCP.

For any choice set M(p), c(p) maximizes m1 + m2 subject to (m1, m2) ∈ M(p). This

occurs when the indifference curve forms a supergradient to the utility possibility frontier

23Proof : Given any expectations, Lori’s utility u1(m1, m2|F0) is strictly increasing in each mk. If d(M) /∈
UPF(M), then by definition there exists an alternative choice d′(M) that generates strictly higher utility on
each dimension when choice set M is realized, implying d(M) is not an optimal consistent plan.

24Formally, we consider the pushforward measure on X2 induced by applying a plan d to probability
measure χ.
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at (c1, c2) If we denote the graph of UPF(M(p)) by m2 = g(m1), then c(p) = (c1, c2) must

satisfy:

g′−(c1) ≥ −1

g′+(c1) ≤ −1

where the −1 comes from taking the slope of the line m1 + m2 = K in m−space. If the

UPF is smooth enough (i.e. has a differentiable graph), we have g′(c1) = −1, the familiar

tangency condition.

For any choice set M(p), suppose an optimal consistent plan d selects d(p). This must

solve Lori’s utility optimization problem in Period 1 given choice set M(p) and beliefs χd.

This leads to a pair of necessary and sufficient conditions for d(p) to be optimal given d

resulting from applying standard convex maximization arguments to the model. Letting D1

and D2 denote the cumulative distribution functions of material utility on each respective

dimension under χd, d(M) must satisfy:

g′−(d1) ≥ −
limd↑d1 D1(d) + (1 − limd↑d1 D1(d))Λ

D2(d2) + (1 − D2(d2))Λ

g′+(d1) ≤ − D1(d1) + (1 − D1(d1))Λ
limd↑d2 D2(d) + (1 − limd↑d2 D2(d))Λ

These inequalities highlight a “percentile principle”. They describe the local distortion in

Lori’s indifference curves induced by news utility, a distortion that at each point depends

on what percentile of her expected material utility distribution she is achieving at that point.

Under sufficient smoothness and with continuous marginals in both dimensions, a simpler

expression emerges:

g′(d1) = −D1(d1) + (1 − D1(d1))Λ
D2(d2) + (1 − D2(d2))Λ

.

When Λ = 1 (nesting classical preferences), the right-hand side equals −1, as in the

classical, material-utility-maximization problem. When Λ > 1, instead of −1 on the right-

hand side, we have a ratio of the news-weighted utility on each dimension. The percentile
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of Lori’s consumption distribution she achieves each dimension determines the extent she

feels losses and gains on each dimension. If she feels more losses on one dimension, that

dimension gets more weight. For example if Lori is consuming a relatively low amount

on dimension 1 and a relatively high amount on dimension 2, she feels more losses on

dimension 1, and the numerator is greater than the denominator, approaching a limit of

Λ. The optimality condition approaches g′(d1) = −Λ. Since the slope of the UPF graph

is decreasing to right, this would imply d1 > c1: Lori must be shifting her consumption

toward dimension 1 relative to the material-utilty-maximizing bundle for such (d1, d2) to be

optimal. We return to this theme shortly.

The percentile principle suggests a feature of χc that will be of special interest: For some

combinations of Lori’s preferences and the distribution of choice sets, it may be that the

classical plan will generate a comonotonic distribution of outcomes. Formally, a probability

measure µ on R2 is comonotonic if, for every (x1, x2) ∈ supp(µ) and (y1, y2) ∈ supp(µ), if

xk < yk for some k ∈ {1, 2} then xl ≤ yl for all l ∈ {1, 2}.

Consider again a posted-price consumer-choice context with utility over xacuti and

yogurt. Suppose Lori expects the price of xacuti to be uniformly distributed on [$1, $4].

Then her classical plan is comonotonic precisely when her demand for the xacuti is inelastic

over this range. Then she consumes less xacuti and has less money left over for yogurt

when the price is high, and vice versa when the price is low. Her material utilities in each

dimension move together jointly.

This comonotonicity implies a balance of gains and losses across xacuti and yogurt

at each price when Lori plans to consume the material-utility-maximizing bundle. The

percentile principle suggests then that Lori’s optimality condition reduces to the same

conditions as in the case of material utility maximization.25 For example, if the realized price

is the lowest price in the support of Lori’s belief distribution, then Lori plans to consume

more xacuti and spend less money than if any other price were realized. Since she has an

equal “balance” of gains and losses across dimensions (in this case, she is fully in the “gains”

region on both dimensions), she has no incentive to deviate. Similar logic prevails at all

other prices, and the material-utility-maximizing plan is thus an optimal consistent plan for

25That the conditions are identical depends on Lori’s demand being strictly inelastic and the distribution of
prices being atomless. In general, the news-utility optimality conditions may be satisfied “with slack”.
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some F−1.

In this case and others, comonotonicity of χc is the key condition which ensures the

balance of gains and losses at the material-utility-maximizing choice in each choice set,

which in turn makes such a choice an optimal choice even when news utility is accounted

for. Our first result says that comonotonicity of the classical plan implies that there exists

some F−1 such that the classical plan is an optimal consistent plan. Under an additional

and closely related assumption, comonotonicity is also roughly “necessary”: If χc violates

comonotonicity in a particular way at point where the utility possibility frontier UPF(M(p))

is smooth, then the classical plan c is not an optimal consistent plan for any F−1. Following

the standard definition (see, e.g., Bourbaki (2013)), we define point x ∈ M(p) to be a smooth

point if x is on the boundary of M(p) and there is a unique supporting hyperplane to M(p)

at x.

Proposition 17 Suppose that M(p) is compact for all p ∈ supp(χ) is compact.

1. If χc is comonotonic, then there exists some F−1 such that c is an optimal consistent plan.

2. If there exists any convex M(p) such that c(p) = (c1, c2) is a smooth point of M(p) and

either limx1↑c1 F1(x1) > F2(c2) or limx2↑c2 F2(x2) > F1(c1), then there exists no F−1 such

that c is an optimal consistent plan.

Note that, if all c(p) are smooth points, then condition in Part 2 is nearly equivalent

to comonotonicity. For example, if χ is atomless, or if χ is binary and puts different

weight on its two mass points, then the condition is identical to comonotonicity. Generally

speaking, the condition is slight weakening of comonotonicity. There may be χc that are not

comonotonic, but such that any violations of comonotonicity occur on a “knife’s edge” such

that gains and losses remain balanced in the relevant neighborhood of the point and the

percentile principle is satisfied.26 In such cases, the classical plan can still be supported as

an OCP for some initial beliefs F−1.

The full proof of Proposition 17 is in Appendix C.1, but we provide a brief sketch here.

The proofs of both parts of the proposition use Lemma 1, which states that an F−1 such that

26For example, the distribution putting equal weight on (0, 1) and (1, 0) is not comonotonic, but it satisfies
the condition in Part 2: limy↑1 F1(y) = limy↓0 F2(y) = .5, and symmetrically for (0, 1).
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c is OCP exists so long as c is the utility-maximizing plan in every possible contingency

given beliefs χc. Part 1 holds due to the balance of gains and losses at the classical choice in

each contingency; this results in a percentile principle that matches or relaxes the classical

first-order condition.

Part 2 says that if there is a certain type of violation of comonotonicity at a smooth point,

then there exists a utility-increasing deviation given beliefs χc. The proof consists of finding

such a deviation. Intuitively, if comonotonicity is violated, then there exists some choice set

M(p) where, if Lori consumed the classical amount c(p), she would be more disappointed

on one dimension than another. Our slight modification of comonotonicity implies that this

outsized disappointment also holds in a neighborhood27 of c(p). Without loss of generality,

suppose Lori is more disappointed on dimension 1. The smoothness of the utility-possibility

frontier at c(p) implies28 that the percentile principle is violated at c(p). That is, there exist

small ϵ1, ϵ2 with ϵ1
ϵ2

arbitrarily close to 1 such that Lori has access to a feasible deviation

in which she consumes ϵ1 more on dimension 1 and ϵ2 less on dimension 2. For ϵ1
ϵ2

close

27The distinction can be illustrated with a simple example. Suppose Lori has 4 dollars and anticipates that
xacuti is equally likely to cost either $1 per ounce or $4 per ounce. If Lori’s material utility from consuming z
ounces of xacuti is approximately 2z, and her utility from consuming one $1 is z, then classically she’ll plan to
buy 4 ounces of xacuti (and spend everything) if xacuti is cheap and no xacuti (and spend nothing) if xacuti is
cheap.

This plan is not comonotonic, but it satisfies the condition in part 2 of the proposition: If Lori buys more
xacuti than she planned when the price is high, it ameliorates at most as many losses on that dimension as
it generates on the spending dimension. For example, if she buys ϵ of an ounce of xacuti and spends 4 − 4ϵ
ounces of water, this ameliorates an xacuti loss relative to 50 percent of her expectations and generates an
xacuti gain relative to the other 50 percent. But it also generates a spending loss relative to 50 percent of her
expectations and forgoes a spending gain relative to the other 50 percent. Even this tiny deviation puts Lori in a
state where the gain-loss status of xacuti and spending is perfectly balanced. It implies Lori has no motivation
to deviate from the classical plan: any deviation generates at most equal total material utility with the same
gain-loss balance. In the percentile principle inequalities, there is a sufficient and symmetric wedge between the
left and right percentiles (i.e. Dk(dk) and limd↑dk

Dk(d)) allowing for non-comonotonic plans to still satisfy the
principle.

28The relevance of c(p) being a smooth point in the above argument can also be illustrated with a simple
example. Suppose Lori has 2 dollars and anticipates that water will cost $2 per ounce, and xacuti will cost
either $1 per ounce with probability .99 or $100 per ounce with probability .01. If Lori’s material utility
from consuming z ounces of either good is symmetric, approximately linear, and occurs on separate hedonic
dimensions, then classically she’ll plan to buy 1 ounce of water (and no xacuti) if xacuti is expensive and 2
ounces of xacuti (and no water) if xacuti is cheap. Then the classical plan would not be comonotonic: When
xacuti turned out to be expensive, buying a small amount of xacuti would ameliorate more losses on xacuti
than it would introduce on water. And yet the classical plan may still be an optimal consistent plan, because
the utility-possibility frontier of her choice set is not smooth: At a price of $100, Lori must sacrifice not just ϵ
ounces of water, but 25ϵ ounces of water to get ϵ ounces of xacuti. Even if her feeling of disappointment led her
to value an incremental bit of xacuti 10 times as much as water (this would be the case if Λ were very large), the
price is too steep. This mismatch of marginal utilities is possible precisely because the classical plan occurs at a
corner solution; at a smooth point it cannot occur.
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enough to 1, such a deviation generates an improvement in total utility by alleviating Lori’s

disappointment on dimension 1 which holds outsized importance relative to the sacrifice on

dimension 2.

Proposition 17 describes when there exists some F−1 such that the classical plan is the

optimal consistent plan; we will shortly describe a class of situations in which the classical

plan is the optimal consistent plan for any F−1.

Towards this, we begin with a lemma that applies the percentile principle to describe

how Lori’s behavior in an OCP relates to her behavior when maximizing material utility.

The lemma describes a “between-ness”/compressive property of OCP choices. For any χd

we define a set I(d) of points (i1, i2) at which Lori would be equally disappointed on both

dimensions when expecting χd and consuming (i1, i2). For any choice set M(p), we show

that d(p) = (d1, d2) must satisfy a “betweenness” property: loosely speaking, if (d1, d2) is

“northwest” of I(d), it must be “southeast” of (c1, c2). Intuitively, this follows because if

(d1, d2) is “northwest” of I(d), Lori is more disappointed on dimension 1 than dimension

2. Thus she is incentivized to shift her consumption toward dimension 1 and away from

dimension 2 relative to the classical; that is, to consume some amount “southeast” of the

classical bundle.

More formally, we make the following definitions:
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Definition 12 For any distribution χd with marginal distributions D1, D2, the iso-percentile set

I(d) is defined to be the set of points (x1, x2) ∈ X2 such that

lim
x↑x1

D1(x) ≤ D2(x2) and D1(x1) ≥ lim
x↑x2

D2(x)

Definition 13 For any set S:

• The northwest set of S, denoted S, is defined to be the set of points (x1, x2) ∈ X2 such that

for all (s1, s2) ∈ S, either s1 > x1 or s2 < x2.

• The southeast set of S, denoted S, is defined to be the set of points (x1, x2) ∈ X2 such that for

all (s1, s2) ∈ S either s1 < x1 or s2 > x2.

Note that the (e.g.) northwest set of S is defined such that, taking any (s1, s2) ∈ S, each

(s1, s2) ∈ S satisfies either s1 > s1 OR s2 < s2, but not necessarily both. Note also that (s1, s2)

may be strictly “north” of certain points in S and strictly “west” of other points in S. Thus,

the northwest set contains points that are either strictly north or strictly west of each point

in S, but needn’t be both. See Figure 3.1 for an example.

The key lemma relating material-utility-maximizing behavior to behavior in any optimal

consistent plan (regardless of F−1) states that if either the classical plan or the OCP choice

from a given choice set is in the northwest set I(d), then the OCP choice must be weakly

south and east of the classical choice.

Lemma 3 Fix any F−1. Suppose M(p) is convex and compact for all p ∈ supp(χ). Let the OCP

be denoted by d. For any p ∈ supp(χ) with d(p) = (d1, d2) and c(p) = (c1, c2):

• If d(p) ∈ I(d) or c(p) ∈ I(d), then d1 ≥ c1 and d2 ≤ c2.

• If d(p) ∈ I(d) or c(p) ∈ I(d), then d1 ≤ c1 and d2 ≥ c2.

The intuition for the result comes directly from the percentile principle: The set of points

that are either north or west of the entire iso-percentile set are the set of points such that

Lori is doing weakly relatively worse on dimension 1 compared to dimension 2. At such

points, expectations-based reference dependence motivates her to tilt her consumption in

favor of dimension 1 relative to classical optimization. Thus, for her plan to be consistent,
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she must be consuming weakly more of good 1 and weakly less of good 2 than she would

classically given that choice set.

This lemma implies relatively strong restrictions on the set of choices that can occur in

an atomless29 OCP, as our next Proposition shows.

Proposition 18 Fix any F−1. Suppose that M(p) is strictly convex and compact for each p ∈

supp(χ). Given an OCP d, if χd is atomless, then

supp(χc) ∩ supp(χd) = supp(χc) ∩ supp(χd) = ∅

The support of χc is the image of all material-utility-maximizing bundles chosen by

Lori for some p. This proposition says that for any bundle (d1, d2) selected by the optimal

consistent plan for some p, there must exist some (c1, c2) such that c1 ≤ d1 and c2 ≥ d2, as

well as some (c′1, c′2) such that c′1 ≥ d1 and c′2 ≤ d2. That is, there must exist points in the

“image” of the material-utility-maximizing plan weakly to the “northwest” and “southeast”

of every point in the OCP.

To see the power of this proposition, consider the case when χc is comonotonic. Take any

(d1, d2) /∈ supp(χc). Then since (d1, d2) lies on the UPF, we must have either d1 > c1, d2 < c2

or vice versa for some c1, c2 ∈ supp(χc). Suppose it’s the former. But for every element of

(χc) with c′1 > c1, then c2 ≥ c2. Thus, if d1 ≤ c′1, then d2 < c′2. But for every element of (χc)

with c′1 < c1, then d1 > c′1. Thus, there exists no element of (c′1, c′2) ∈ supp(χc) with d1 ≤ c′1
and d2 ≥ c′2. This implies that d cannot be an OCP. That is supp(χd) ⊆ supp(χc). Moreover,

since the intersection of the UPF with supp(χc) is always a single point, d must agree with c

for all p, that is, the only possible atomless OCP is the classical, material-utility-maximizing

plan.

Note that the restriction to atomless OCPs is substantive and that atoms may be in-

troduced into plans via inherent discreteness in the distribution of choice sets (i.e. if χ is

finite or discrete), or via Lori’s choices. For example, if the price of xacuti varies atomlessly

between $1 and $4 per ounce, Lori could still make a plan to consume no xacuti and spend

no money if the price is above $3. This would generate an atom of spending her whole

29We describe a plan d as atomless when its associated probability measure χd is atomless; i.e. when
χd(S) > 0 implies the existence of some S′ ⊂ S with χd(S′) ∈ (0, χd(S)).
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supp(χc)

supp(χc)

m1
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supp(χc)

supp(χc)

m1

m2

S

supp(χc) ∪ supp(χc)

m1

m2

Figure 3.1: The top images show the support of a classical plan χc with supp(χc) and supp(χc). The

bottom image shows the (darkly shaded) union of supp(χc) and supp(χc), along with its (lightly shaded)
complement, labeled S. Proposition 2 states that for any atomless OCP d, supp(χd) ⊆ S.
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budget on yogurt and consuming no xacuti in her plan, even though the uncertainty in the

distribution of choice sets is atomless.

However, there are broad classes of situations in which any optimal consistent plan must

be atomless. To build intuition, suppose Lori is uncertain over her Period-1 income (which

will be divded between xacuti and other spending); she expects some amount uniformly

distributed on [$10, $15], but knows the price of xacuti will be $1.56. In such a scenario, the

utility-possibility frontiers of Lori’s choice sets do not intersect; larger Period-1 endowments

represent a shifting out of the utility-possibility frontier. Lori would thus never plan to

consume the same bundle for two different endowment realizations; doing so would entail

“burning money” in the high-endowment case. Moreover, she would always consume more

of both goods when her endowment is higher. Thus any optimal consistent plan must be

atomless (and by the previous discussion, it must be material-utility-maximizing).

To generalize the key property of the example, for any m ∈ X2, define Sm = {p ∈

supp(χ)|m ∈ UPF(M(p))}. If χ(Sm) = 0 for all m ∈ X2, then we say the utility-possibility

frontiers are almost surely disjoint under χ. That is, for any m ∈ X2, even if m were chosen

whenever possible, it would still almost surely not be chosen.

This leads us to our first consequence of Proposition 18:

Proposition 19 Suppose that each M(p) is convex and compact when p ∈ supp(χ). Additionally

suppose that the utility-possibility frontiers are almost surely disjoint under χ. Then if χc is

comonotonic, c is the unique optimal consistent plan regardless of F−1.

Proof. Optimal consistent plans can only prescribe bundles on the utility-possibility frontier

by Lemma 2. But the almost-sure disjointness of the utility-possibility frontier implies that

for any (d1, d2) ∈ supp(χd), χd( (d1, d2) ) ≤ χ(S(d1,d2)) = 0. Thus, χd must be atomless, and

(as discussed in the text), Proposition 18 thus implies c = d.

In a setting with a non-comonotonic supp(χc), Proposition 18 implies a form of “image

compression”, which we describe in two ways. The first applies to any atomless OCP; the

second applies when supp(χc) has a particular form.

First, the support of any atomless OCP d lies within the bounds of the “extreme points”

of supp(χc). Defining, for k ∈ {1, 2}
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cmax
k = max

{ck |(c1,c2)∈supp(χc)}
ck

and

cmin
k = min

{ck |(c1,c2)∈supp(χc)}
ck,

we consider the rectangle bounded by (cmin
1 , cmin

2 ), (cmin
1 , cmax

2 ), (cmax
1 , cmax

2 ), and (cmax
1 , cmin

2 ),

denoting it by Rc. We claim any atomless OCP d must have supp(χd) ⊆ Rc. To see this, note

that any point outside of Rc is either in supp(χc) or supp(χc). For example, if d1 > cmax
1 ,

then for all (c1, c2) ∈ Rc, c1 < d1, so (d1, d2) ∈ supp(χc)).

We can often make restrictions even stronger than Rc, however. The general principle

implied by Proposition 18 is that atomless OCPs cannot select points that are either strictly

north or strictly west of all points in supp(χc) (and likewise south/east). In some contexts,

any point outside of the supp(χc) has this property. We consider the case where the support

of χc forms a convex set. In such a setting, if the upper and lower boundaries of this set are

both comonotonic, then any point outside the support of χc belongs to either supp(χc) or

supp(χc). We give a general characterization in Part 2 of Proposition 20. We define the upper

and lower boundaries of a closed set S: upper(S) = {(s1, s2) ∈ S|s2 ≥ s′2 ∀(s1, s′2) ∈ S} and

lower(S) = {(s1, s2) ∈ S|s2 ≤ s′2 ∀(s1, s′2) ∈ S}.

The proof again is quite simple: similar to the proof of Proposition 19, if (for example)

upper(supp(χc)) is comonotonic, then any point above this upper boundary must lie in

supp(χc). Similarly, any point below the lower boundary must lie in supp(χc). Thus, the

OCP can only select points that lie between the upper and lower boundary of the set. Since

the support is convex, the set of such points turns to coincide with the support.

Proposition 20 Suppose that each M(p) is convex and compact for all p ∈ supp(χ), and the

utility-possibility frontiers are almost surely disjoint under χ. Then, regardless of F−1,

1. If d is an OCP, then supp(χd) ⊆ Rc.

2. If d is an OCP, supp(χc) is convex, and both upper(supp(χc)) and lower((χc)) are comono-

tonic, then supp(χd) ⊆ supp(χc).
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Figure 3.2: Proposition 20, Part 1: The boundaries of the OCP must lie within the lightly shaded rectangle Rc
containing the darkly shaded supp(χc).

0.4
(a)
b

supp(χd) ⊆ supp(χc)

supp(χc)

m1

m2

Figure 3.3: Proposition 20, Part 2: The boundaries of the OCP must lie within the shaded region since
supp(χc) is convex and has comonotonic boundaries.

Figure 3.4: Visual depiction of Proposition 20
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This proposition suggests limitations on the ability of counter-parties to take advantage

of expectations-based reference dependence in our static setting. Using the construction of

Heidhues and Kőszegi (2008)30, in a unit demand setting where consumers buy either 0 or 1

shoe, which they value at v dollars in terms of material utility, one can find atomless price

distributions such that optimal consistent plan for any F−1 features buying the no matter

what and sometimes spending more than v. Thus, a monopolist may use such “forcing”

distributions of prices to induce higher-than-classical levels of spending in certain contin-

gencies. But Proposition 17 implies that the ability of these distributions to induce spending

exceeding the classical maximum depends on what beliefs the agent has when they learn

of the price distribution. And Part 1 of Proposition 20 shows that the atomless Heidhues-

Kőszegi construction inducing higher OCP spending in some price realizations than the

classical maximum for any price realization depends on the non-convexity (discreteness) of

the choice setting.

However, this does not mean that Lori will never spend more or less than she classically

would at a particular price. In fact, in some settings she must do so. For example, suppose

Lori’s material utility over yogurt and xacuti is 10x + y, her choice sets are determined by

the constraints px + y ≤ 10; x ∈ [0, 1]; y ≥ 0 (that is, at most 1 ounce of xacuti is available),

and she believes that p will be 2 with probability 90% and 11 with probability 10%. Then

the boundaries of Rc are x ∈ [0, 1] and y ∈ [8, 10]. Thus, even though classically, Lori would

not buy any xacuti at a price of 11 dollars per ounce, we do not rule out that she buys up to

an ounce (since classically, at a price of 2 dollars per ounce, she would buy the full ounce).

In fact, one can show that in OCP, regardless of F−1, Lori will buy x = 2
11 > 0 ounces of

xacuti when the price is $11. Lori does deviate from classical behavior (and our other results

show that she often will). But Proposition 20 describes limits on the amount of deviation as

a function of classical behavior on the range of choice sets she expects to face.

Propositions 19 and 20 use Proposition 18 to describe properties of compression that

apply to atomless optimal consistent plans regardless of initial beliefs F−1. A natural

30Heidhues and Kőszegi focus on consumers who select their preferred personal equilibrium plan. In
such a setting, the firm-optimal price distribution is not atomless, but contains a single atom at a maximum
regular price. By omitting the atomic maximum price and instead continuing with their construction of the
atomless “forcing” portion of the price distribution, one can attain an atomless price distribution where the
unique personal equilibrium may involve paying more than v. This atomless distribution is the construction to
which we refer.
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question is what can be said about plans that may contain atoms. First, we note that even

when plans are not necessarily atomless, we can often say that there must exist some F−1

having the sort of properties described in these propositions. Proposition 17 guarantees

some F−1 such that c is an optimal consistent plan whenever c is comonotonic, regardless

of χ and regardless of whether c contains atoms. Similarly, in the appendix, we show in

Proposition 26 that under certain regularity conditions we can guarantee that there exists

some F−1 such that support of the OCP lies within Rc.

In general, though, our analysis suggests that the presence of atoms, particularly in the

distribution χ, can lead to more possibilities and greater dependence on F−1. As noted

above, if the distribution χ over choice sets faced is finite, then plans will be (mechanically)

entirely atomistic. If choice sets are at all rich, the optimal consistent plan is likely to depend

on F−1 for such distributions.

Consider the extreme case in which Lori deterministically knows her choice set M(p),

and the utility-possibility frontier is smooth in a neighborhood of c(p). Suppose Lori

planned something very close to c, so that she sacrificed ϵ material utility on dimension 1

and gained .99ϵ material utility on dimension 2. Then for Λ > 1.01, she wouldn’t want to

deviate to c given that she would trade off a loss of .99 for a gain of 1. Atomic expectations

of facing a particular choice set typically imply a range of possible choices along the utility-

possibility frontier of that choice set can arise as optimal consistent plans depending on F−1.

Proposition 21 formalizes this intuition. We require a slightly stronger notion of smoothness;

we refer to a set S as continuously differentiable in a neighborhood of point q if there exists

a continuously differentiable function f and ϵ > 0 such that f (x) = 0 for all x ∈ S such that

||x − q|| < ϵ, where || · || is the Euclidean distance metric.

Proposition 21 Fix any Λ > 1. Suppose that χ is deterministic, i.e. places unit mass on some

p corresponding to choice set M(p). Suppose M(p) is compact and convex, and UPF(M(p))

is continuously differentiable in a neighborhood of c(p). Then there exists ϵ such that, for any

d ∈ UPF(M(p)) such that ||c(p)− d|| < ϵ, there exists F−1 for which the optimal consistent plan

is to select d.

Loosely, the result says that for any plan d “close enough” to the classical plan, there exist

initial beliefs for which d is the optimal consistent plan. Note that this directly contrasts with
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the Proposition 3 of KR(2006) that the classical plan is the unique PPE if Lori’s choice set is

deterministic. The difference is in the assumed utility impacts of making plans. PPE doesn’t

take Period-0 news into account; implicitly the assumption is that Lori doesn’t get news

utility from making plans. So for example, if Lori had long expected to consume 0 ounces of

xacuti and have 10 ounces of yogurt, then her optimal consistent plan upon learning xacuti

is available for a price of $3 per ounce may involve consuming less xacuti than would be

material-utility-maximizing in order to avoid bad news on the yogurt dimension. On the

other hand, if she had long expected to spend all of her $10 on xacuti, her optimal consistent

plan may involve consuming more xacuti than would be material-utility-maximizing. The

PPE always selects the material-utility-maximizing consumption in both of these situations

only because it ignores the news from making plans and abandoning Lori’s initial beliefs.

In fact, our analysis suggests that under OCP, supposing we do not know F−1, the range

of outcomes that may be selected from a given choice set M is largest when M is known

deterministically in Period 0. That is, uncertainty over choice sets that is not resolved until

Period 1 always weakly compresses the set of possible outcomes in any particular choice set

compared to the deterministic case.

Intuitively, deviations from material-utility-maximization in Period 1 are always driven

by the percentile principle via an asymmetry between the degree to which a deviation is felt

as a loss/gain on one dimension versus the other. Suppose Lori has m1(x) = 4
√

x, Λ = 2,

m2(y) = y, px + y = 20 and she deterministically expects to face a price p of $1 per ounce

of xacuti. She might make a plan to consume 4 ounces of xacuti and 16 ounces of yogurt, or

to consume 16 ounces of xacuti and 4 ounces of yogurt, or to consume 1 ounce of xacuti

and 19 ounces of yogurt. All of these are optimal consistent plans for some F−1. The wide

range of consistent plans comes from the concentration of Lori’s Period-1 expectations: a

deviation to consume a bit of extra xacuti is felt as a total gain on the xacuti dimension and

a total loss on the spending dimension, and a deviation to consume a bit less xacuti is felt

as a total gain on the spending dimension and a total loss on the xacuti dimension. Such

deviations from a deterministic plan are maximally unattractive.

In the context of uncertainty, however, Lori’s choices in other choice sets may restrict

the possible balance of gains and losses she faces in when the price is $1. For example,
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suppose Lori thought there was a 50 percent chance that she would face a degenerate choice

set in which she received 5 ounces of xacuti and 15 ounces of yogurt, and a 50 percent

chance she faced the choice set above, in which xacuti cost $1 and she could consume

however much she wanted within her budget set. Then even if she planned to consume

1 ounce of xacuti if the price were $1, consuming an extra ounce of xacuti at that price

would feel like it was partially alleviating a loss on xacuti and partially forgoing a gain

on yogurt (compared to possibility of consuming 5 ounces of xacuti and 15 ounces of

yogurt). Her marginal utility from consuming ϵ more xacuti (and ϵ less yogurt) would

be (1 + .5η + .5ηλ)2ϵ − (1 + .5η + .5ηλ)ϵ > 0. Such a deviation is thus attractive, so the

consuming only 1 ounce of xacuti at a price of $1 would not be consistent, regardless of F−1.

This result does not depend on the degeneracy of the alternative choice set. In fact,

Proposition 19 already gives an example where uncertainty reduces the possible outcomes

to the unique, material-utilty-maximizing quantity. The key intuition is simply that choices

in other choice sets restrict the possible balance of gains and losses across dimensions in

a given choice set, whereas expecting a given choice set (and thus, possibly, a particular

choice) with certainty maximizes attachment to that choice and gain-loss asymmetry from

deviating.31

Proposition 22 Given any χ and any p with M(p) ∈ supp(χ), define OCPχ(M(p)) to be the

subset of M(p) containing all (d1, d2) ∈ M(p) for which there exists some F−1 such that the

optimal consistent plan selects (d1, d2) from M(p). Let 1p be the measure placing unit mass on p.

Then, for any χ,

OCPχ(M(p)) ⊆ OCP1p(M(p))

The compressive nature of uncertainty can be quite strong in the case of a small amount of

atomless uncertainty. For example, suppose m1(x) = 4
√

x, Λ = 2, m2(y) = y, and x + y = B

and suppose Lori anticipates that her budget B will vary according to a continuous uniform

distribution between $19.90 and $20.10. Then the UPFs are disjoint, and the extreme points

of the classical plan are consuming exactly 4 ounces of xacuti and spending $4 on xacuti,

31Given Proposition 22, any of our results which reference properties of UPF(M(p)) can be re-stated in
terms of the same properties of OCP1p (M(p)). This provides a mild strengthening of the results, since Lemma
2 implies OCP1p (M(p)) ⊆ UPF(M(p)). We refer to UPF(M(p)) for simplicity.
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allowing between 15.9 and 16.1 ounces of yogurt consumption, implying Rc is simply a line

segment. Whatever budget she actually ends up facing, her choice will lie within these

bounds: she will consume exactly 4 ounces of xacuti and roughly 16 ounces of yogurt. Note

that this contrasts starkly with the case in which Lori knows in advance that her budget

will be exactly $20. In that case, she could spend anything between $1 and $16 on xacuti,

obtaining between 1 and 16 ounces of xacuti and, respectively, between 19 and 4 ounces

of yogurt. As in Proposition 22, late-resolving uncertainty compresses the range of things

that can happen. This example implies that the compressive effect of uncertainty is perhaps

most stark in the limit: for a tiny amount of atomless price uncertainty, if Pareto frontiers

are almost surely disjoint, then behavior is approximately classical.

The key difference is that even a small amount of uncertainty brings Lori’s expectations

on each dimension out of perfect alignment on a certain outcome. For example, in the case

where Lori expected to face a budget of $20 for certain, she could make a plan to consume 12

ounces of xacuti and 8 ounces of yogurt, and this would be consistent because (for example)

spending a bit less on xacuti feels like a total gain on the yogurt dimension and a total loss

on the xacuti dimension. If instead she expected to face a budget somewhere in between

$19.90 and $20.10, then a plan to consume 12 ounces of xacuti would incude expectations of

consuming between 7.90 and 8.10 ounces of yogurt. In the situtation where the budget were

$19.90, consuming a bit less xacuti would feel like it averted a near-total loss on the yogurt

dimension (since Lori expects almost certainly to consume more than 7.90 ounces of yogurt)

and induced a total loss on the xacuti dimension. Thus, in this contingency, news utility

doesn’t induce a strong distortion in her preferences, and since buying 12 ounces of xacuti

generates less total material utility than buying 11.999 ounces of xacuti, Lori is tempted to

sacrifice a bit of xacuti in this contingency. The key difference is that in the deterministic

case, extra yogurt is processed as a total gain in the only choice set. In the uncertain case,

there exist choice sets where extra yogurt averts a loss and thus becomes desirable.

We generalize this with Proposition 23, which follows closely from Proposition 20.

Proposition 23 Fix ϵ > 0 and any F−1. Suppose that:

• M(p) is convex for all p ∈ supp(χ).
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• The utility possibility frontiers of all M(p) are almost surely disjoint under χ.

• There exists some p∗ ∈ supp(χ) such that for all p ∈ supp(χ), ||c(p)− c(p∗)|| < ϵ√
2

Then any optimal consistent plan d must satisfy ||d(p)− c(p∗)|| < ϵ for all p ∈ supp(χ).

Proof. By part 2 of Proposition 20, any OCP must have its extreme points within Rc. Since

the classical plan always prescribes points within ϵ/
√

2 of c(p∗), any point in Rc must be

within ϵ/
√

2 of c(p∗) on both dimensions separately. Thus, in total, any point in Rc must be

within
√
(ϵ/

√
2)2 + (ϵ/

√
2)2 = ϵ of c(p∗).

This result suggests a sense in which reference-dependent agents behave approximately

classically when there is not much uncertainty, but with a completely different intuition

from that of Proposition 3 in Kőszegi and Rabin (2006), and without appealing to preferred

personal equilibrium to select the classical solution.

The results thus far have primarily described compression in terms of the image of

possible outcomes across all realized choice sets, or in terms of comparisons across levels

of uncertainty. As a final general property, we can also describe a sense in which optimal

consistent plans feature compression in terms of their “internal structure”. That is, instead

of considering the material-utility bundles from any M that could be chosen in optimal

consistent plan (for some F−1 or for all F−1), we can fix some F−1 and compare choices across

different M in the associated optimal consistent plan. Notationally, we use x ∈ ((a, b)) to

denote x ∈ (a, b) or x ∈ (b, a) when the ordering between a and b is unclear. We say (x1, x2)

dominates (y1, y2) if x1 ≥ y1 and x2 ≥ y2, with at least one inequality strict.

Definition 14 A plan d features weak compression on dimension k if, for any p, p′ where neither

of c(p), c(p′) dominates the other,

ck(p) ∈ ((dk(p), dk(p′))) ⇒ ck(p′) /∈ [[dk(p), dk(p′)]]

.

We compare any two choice sets where the classical material-utility-maximizing plan

involves tradeoffs across dimensions: choice set M(p) offers strictly higher utility on

dimension 1 when total utility is maximized, and choice set M(p′) offers strictly higher
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utility on dimension 2. We could think of a plan as “spreading out” Lori’s choices if it

suggested Lori choose a bundle from M(p) delivering even higher material utility than the

classical bundle at M(p) on dimension 1 and a bundle from M(p′) delivering weakly lower

material utility on dimension 1 than the classical bundle at M(p′). We say a plan that never

does this features weak compression. Our next result is that any optimal consistent plan

features weak compression.

Proposition 24 Fix F−1. If M(p) are convex and compact for all p ∈ supp(χ), then any optimal

consistent plan must feature weak compression on both dimensions.

We know that Lori may sacrifice material utility when choosing from a given choice set

in order to assuage losses on one dimension at the cost of merely forgoing gains on the

other dimension. This result emphasizes that this motive implies restrictions on behavior

across choice sets. If choice set M(p) is relatively good for dimension-1 material utility, and

choice set M(p′) is relatively good for dimension-2 material utility, in the sense described

above, then Lori never sacrifices aggregate material utility to improve her dimension-1 gains

from choice set M(p) while exacerbating her dimension-1 losses from choice set M(p′).

The next section explores the implications of these results in a consumer-choice setting,

but in concluding this section, it is worth highlighting how little some qualitative results

depend on either χ or Λ. First, if the classical plan is comonotonic and the utility-possibility

frontiers are almost surely disjoint under χ, then the classical plan is the optimal consistent

plan for any F−1 regardless of the precise details of χ. For example, in the case where

Lori is uncertain about how much her Period-1 endowment will be, the classical plan

is the unique OCP if she has any atomless belief distribution over possible endowments.

Second, our conditions above largely do not depend on Λ, particularly when χ is atomless.

Proposition 17 says that whether or not there exists some F−1 such the classical plan is the

optimal consistent plan depends primarily on the comonotonicity of the classical plan; not

on Lori’s degree of loss aversion. Proposition 19 describe conditions on Lori’s choice sets

and the classical plan such that no plan other than the classical plan can be the optimal

consistent plan for any F−1 regardless of Λ. Thus, particularly when χ is atomless, much

can be determined about the set OCP simply from knowing whether the classical plan is

comonotonic.
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3.4 Consumer-Choice Applications

Although illustrated with examples taken from the types of classical consumer-choice ques-

tions discussed in the introduction, the definitions and results in the previous section were

presented in more general, abstract terms. In this section we demonstrate some of the ways

those abstract results can be applied in concrete terms by focusing more systematically on

variants of consumer-choice contexts. We show some implications when there is uncertainty

over prices or budgets, as well as illustrating some interesting implications when there is

uncertainty over how consumption levels of market goods translate into the ultimate sources

of utility, such as when personal-care products responding to day-to-day variation in hair

quality.

Some of the implications are already laid out with our examples above—about how we

might expect there to be less variation in spending and consumption in response to price

shocks and other sources of uncertainty than classical consumer theory might suggest. But

we also show how such “compression” relates to the nature of the uncertainty and familiar

features of the utility function and are able to characterize when we might expect very little

compression or any other departures from classical consumer theory. At the same time,

we illustrate some contexts in which we might expect forms of behavior that seem to loom

large in both the world and in intuitions conveyed by researchers guided by the insights of

prospect theory where the compression may take extreme form—that people may follow

patterns where they eliminate significant variation on some dimensions at all, such as if

they fix spending on some good or component of utility. Both the compression and such

flatnesses also illustrate the advantages of our focus on more continuous-choice situations.

We also show how consumption patterns might depend on a key feature of stochastic

benefits of consuming a product beyond the distribution of its marginal benefit, but also on

whether a higher benefit of consumption comes from episodes where consumption leads to

unusually high utility, vs. it comes from episodes where the value of consumption derives

counteracting episodes of unusually low consumption.

All of our situations consider the following consumer-choice situation:

Lori goes to the store in Period 1, where 2 goods indexed by k = 1, 2 are available for

purchase at prices p1, p2. She consumes the goods immediately upon purchasing. Denoting
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her consumption of good k by xk, she faces a budget constraint

p1x1 + p2x2 ≤ B.

We assume her endowment B > 0. We assume the goods map to separate hedonic

dimensions, and her material utility from consuming (x1, x2) is additively separable in

the goods. We denote the material utility on good k by mk(xk), where each mk : R → R.

We assume that the mk(·) functions are “well-behaved”: That is, the mk are bounded and

continuously differentiable, each of the mk is strictly increasing and weakly concave, and at

least one mk is strictly concave.

Suppose first that in Period 0, Lori is uncertain over price p1, which is distributed

according to some distribution F, but knows the price of the second good as well as her

total budget B.

If she consumes the material-utility-maximizing bundle, Lori’s consumption of good 1

(and thus her material utility on dimension 1) weakly decreases in p1. Her material utility

on good 2 weakly decreases in p1 in the classical plan under certain conditions on m′
1(·) and

m′
2(·), but the common way to describe such utility functions is that they induce inelastic

demand. That is, the classical plan is comonotonic in this situation if and only if the classical,

material-utility-maximizing demand function is inelastic.

Thus, we can apply our propositions from above as statements relating to the classical

demand functions. Proposition 17 implies there exists some F−1 such that Lori’s optimal

consistent plan is the classical plan if her demand is inelastic. If her demand is elastic, then

for most price distributions32, there will not exist such an F−1. Our results also imply that if

the classical demand function is inelastic, and the price distribution is atomless, then for

any F−1, the optimal consistent plan is either the classical plan, or a plan where Lori buys 0

of the good with strictly positive probability.33 Finally, assuming she never consumes zero

of the good, if the price distribution is atomless, Proposition 20 says that regardless of the

32It is possible that classical plan satisfies the condition in Part 2 of Proposition 17, but are not comonotonic,
in which case the classical, material-utility-maximizing plan would still be an optimal consistent plan for some
F−1. But as described in the discussion of that result, it appears common and “typical” that comonotonicity and
that condition coincide. For example, if the price distribution is any binary distribution that doesn’t place equal
weight on both outcomes, or any atomless distribution, elastic demand will not generate an image satisfying the
condition in Part 2 of the proposition.

33If, for example, the marginal utility of the first bit of x1 is infinite, then in fact the optimal consistent plan
must be the classical plan, regardless of F−1.
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elasticity of the classical plan, for any F−1, Lori’s consumption in her optimal consistent

plan lies within the boundaries of her consumption in the classical plan.34

Note that while the result says that, in the inelastic case, Lori will maximize material

utility, which is not directly observable in a given situation, the restriction implies relatively

strong restrictions in terms of the model’s predictions for her choice behavior across

situations. For example, fixing any F−1, if Lori in Period 0 were almost certain her Period-

1 endowment were going to be zero, with an ϵ → 0 chance of it being B > 0, it is

straightforward to see that Lori would maximize material utility upon learning that her

utility was going to be B in Period 1: she would be positively surprised by having the

opportunity to buy the goods, and thus completely in the “gain” domain on each good,

removing any incentive to distort her consumption towards one good or the other.

Thus, suppose we observe Lori’s behavior facing prices p1, p2, B under uncertainty of

the above form. In fact, suppose we observe said behavior for many values of p1. Then we

have the strong restriction that if(f) (x1, x2) reflects inelastic demand (i.e. if x2 decreases in

p1) in the endowment-uncertainty setting, Lori will choose identical (x1, x2) when the price

varies atomlessly among those values of p1.

Given the structure of the choice sets induced by utility maximization, we can make an

additional claim regarding the possibility of Lori budgeting her spending on good 1.

Proposition 25 Suppose F(p1) is an atomless distribution with density f (p1) > 0 on [pmin
1 , pmax

1 ],

where pmin
1 < pmax

1 and price p2 is fixed and deterministic. Suppose that the material-utility-

maximizing plan is strictly elastic, that is, that x2(p1) strictly increases in p1 on supp(F) under the

material-utility-maximizing plan.

1. Fix m1, m2. For sufficiently large Λ, there exists some F−1 such that the optimal consistent

plan holds x2 constant across all price realizations in supp(F).

2. For sufficiently large Λ, then for any m1, m2, and F−1, an optimal consistent plan must hold

x2 constant across some set of prices P such that
∫

p∈P dF(p) > 0.

Note that part 2 of the result implies that while x2 strictly increases in p1 in the material-

utility-maximizing plan, it is not strictly monotonic in the optimal consistent plan.
34Moreover, Proposition 26 (in the appendix) implies that regardless of the elasticity or inelasticity of the

classical plan, there always exists some F−1 such that this is true.
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This result describes a formal sense in which loss aversion compels Lori to set a constant

budget in the face of price variation in a single good. The first part of result says that when

Lori’s demand is elastic and the price distribution of good 1 is atomless, for large enough

Λ, there is always some F−1 such that she optimally simply spends the same amount of

money on good 1 and uses her left over money to buy good 2. Intuitively, once Lori makes

the plan to fix a budget and consume the same amount of good 2 across price realizations,

consuming more good 2 induces a mere gain on dimension 2 and some amount of loss on

good 1. Similarly, consuming less good 2 than planned induces a total loss on dimension 2

and only a partial loss on good 2.35 Thus, she prefers not to deviate, having made the plan

to consume a fixed amount.

The second part of the result demonstrates that not only might Lori prefer to set a totally

fixed budget, but that her distribution of spending on good 1 (and thus consumption of

good 2) will always feature at least one mass point. If we compare the highest and lowest

amounts of x2 consumed across her plans, consumed at pH
1 and pL

1 respectively, the percentile

principle implies Lori must be consuming x2(pH
1 ) ≤ c2(pH

1 ) and x2(pL
1 ) ≥ c2(pL

1 ) than she

classically would. Thus, she must be consuming more of x1 at pL
1 than pH

1 , implying that

her gains and losses are in tension across the two prices: she is doing better on dimension

2 and worse on dimension 1 when the price is pH
1 . If there were not an atom on her x2

consumption distribution at x2(pH
1 ) or x2(pL

1 ), this also holds in a neighborhood of each

consumption level. Thus, for high enough Λ, she is motivated to consume less x2 at pH
1

and/or more at pL
1 , so her plan is not consistent.

We can also consider the case when both prices p1 and p2 vary simultaneously. We show

that the structure of the price variation matters significantly. First, we consider a situation

in which Lori has recently heard that there’s been broad-based inflation, but isn’t sure the

extent of the inflation. She believes that she will face perfectly correlated price increases on

each dimension. Thus, p1 = (1 + i)p1 and p2 = (1 + i)p2, where i ∼ G.

Note that this perfectly correlated price increase is akin to a budget decrease. Given

the additive separability of the involved goods, in the classical consumption plan both x1

35At the extreme prices, there is a bit more subtlety, as deviations may imply trading off total losses or total
gains in each direction. However, such deviations are not profitable when the budgeted consumption of x2 is
between the classical minimum and maximum consumption of x2 on [pmin

2 , pmax
2 ].

103



and x2 decrease in i. Thus, the classical plan is comonotonic; so it is an optimal consistent

plan for some F−1. Moreover, if G is atomless, then Lori’s utility-possibility frontiers are

disjoint; thus the classical plan is the only optimal consistent plan for any F−1. Lori simply

maximizes her material utility, regardless of the level of inflation. 36

We can also consider when Lori faces independent variation in prices across two goods.

Suppose p1 = p1 + b1 and p2 = p2 + b2, where b1 ∼ G1 and b2 ∼ G2, with both G1 and G2

atomless. Note that if either G1 or G2 were degenerate, then we would be in the single-price

variation case, where Lori may or may not optimally choose the classical plan depending on

whether her demand for each good is inelastic or elastic. But when both prices vary in this

way, the image of the classical plan is never comonotonic. Intuitively, there are realizations

where b1 is low and b2 is high, and realizations where b1 is high and b2 is low. Lori surely

maximizes material utility by buying more of good 1 and less of good 2 for the first type

of realization relative to the second type of realization. Thus Proposition 17 says that the

classical plan is not an optimal consistent plan for any F−1. Proposition 20 shows that

the classical plan in fact provides boundaries for Lori’s behavior. If we observe that the

material-utility-maximizing bundle always prescribes consuming between 8 and 12 units of

good 1 and between 9 and 16 units of good 2, her optimal consistent plan must prescribe

consumption within these boundaries as well. Moreover, suppose m1(x1) = −1/x1 and

m2(x2) = −1/x2, and G1, G2 ∼ U[−b, b]. Fix B = 1. The classical plan prescribes:

x1 =
1√

p1 + b1(1 +
√

p2 + b2)
; x2 =

1√
p2 + b2(1 +

√
p1 + b1)

.

It is straightforward to see that the upper set of the classical plan is traced out at by taking

the classical consumption bundle at all prices where either b1 or b2 is equal to −b, and

similarly with the lower sets and +b. These sets are comonotonic. Moreover, the UPFs are

almost surely disjoint under the price distribution. Thus Part 2 of Proposition 20 applies:

the OCP must select plans from within the support of the classical plan. More generally,

this part of the proposition applies whenever demand is inelastic for both goods.

36Note that this does not mean Lori is unaffected by the inflation. For example, suppose Lori thought the
chances of inflation were relatively low, and initially expected, almost dogmatically, that i = 0, and her F−1
reflected expectations of consuming the classical bundle associated with such prices. Learning in Period 0 that
there would likely be inflation reflected in the prices she faces in Period 1–that i > 0 was likely–would induce
losses relative to F−1 and make Lori unhappy.
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We can also use the model to consider situations in which Lori may be uncertain

about the utility she will derive from each good, such that m1(x1) = α1
√

x1 + β1 and

m2(x2) = α2
√

x2 + β2, with αi ∼ Hαi, with mean normalized to 1 and support limited to the

positive reals, βi ∼ Hβi with mean normalized to 0.

A first case to consider is when Hαi is degenerate. That is, a situation in which Lori’s

“preference shock” affects only her level of utility on each dimension, and not the marginal

utility of consuming more of each good. For example, suppose one of the goods Lori is

consuming are beauty supplies. The preference shock could be the extent to which she is

having a “bad hair day”. It may be that the marginal utility of each beauty supply consumed

is unaffected by having a particularly bad hair day; she simply derives slightly less utility

on the beauty dimension.

Without news utility, exposure to such shocks would have no affect on choice in other

contingencies, and consumption would be at the level such that

α1
√

x2

α2
√

x1
=

p2

p1
.

If Hβi are imperfectly correlated and non-degenerate, though, Lori’s material utility

from following the classical plan will not be comonotonic, so she will deviate from this

bundle for some price realizations. For example, suppose good 1 is beauty supplies which

generate utility on the beauty dimension, with β1 = −1, 0, or 1 with equal probability based

on whether Lori is having a “bad hair day”, and good 2 is coffee, which generates utility on

the energy dimension, with β2 = −1, 0, or 1 with equal probability based on whether Lori

got a good night of sleep.

When β1 = 1 and β2 = −1, Lori is tempted to drink a little extra coffee. She is more tired

than she expected, and wants an extra pick-me-up on that dimension to recoup her losses.

Even though additional beauty supplies may actually improve the non-gain-loss component

of her utility by more, she attends less to this utility. Thus, Lori cannot implement the

classical plan of drinking the same amount of coffee and using the same amount of beauty

supplies regardless of her hair and sleep status precisely because her utility levels vary based

on those factors. 37 She is drawn to consume more whichever good is more “meliorative”

37Note also the importance that Lori’s bad hair days be imperfectly correlated with her bad sleep days in
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on a given day.

While considering shocks that only affect the level of utility may seem contrived, note that

marginal utility shocks necessarily affect total utility levels as well, so the forces illustrated

above are operative in those settings as well, even if there is not separate level-shock. For

example, suppose both Hβi are degenerate, but each Hαi is equally likely to be 2
3 or 4

3 , with

perfect negative correlation. For this example, suppose also that p1 = p2 = B = 1. The

classical plan would have Lori consume x1 = 4
5 , x2 = 1

5 when α1 = 4
3 and α2 = 2

3 , and vice

versa when α1 and α2 are reversed.

There are initial beliefs F−1 such that Lori implements this plan. Yet there also exist F−1

and Λ such that Lori does precisely the opposite of this! That is, Lori may consume x1 = 4
5

when α1 = 2
3 –that is, when good 1 has lower marginal utility. She is attracted to this plan

because it equalizes her material utility across states. No matter what her taste shock is,

Lori gets 4
3
√

5
material utils on each dimension. Thus, any deviation from this plan induces

a total loss on one dimension and a total gain on the other dimension. For large enough38

Λ, this relative pain of suffering a loss is severe enough that Lori prefers to sacrifice the

material utility in order to limit her news.

Both of these examples highlight possible distinctions across types of goods that may

be irrelevant in classical models, but important for reference-dependent agents. Lori is

drawn to meliorate losses in her anticipated utility, and this may result in consuming more

a particular good even when it becomes less marginally effective at generating happiness.

3.5 Discussion and Conclusion

We consider the behavior of expectations-based-reference-dependent agents in smoother

choice settings than typically considered, solving for optimal consistent plans of such

agents when facing uncertainty that will be completely resolved before they make a final

consumption decision. We show that such agents behave identically to non-reference-

dependent agents across a relatively broad class of situations: roughly, whenever following

demonstrating this deviation; if the two are perfectly correlated, then her material utility distribution under the
classical plan is comonotonic.

38In this example, we calculate a required Λ of 4; however, fixing any Λ, there is a sufficiently small marginal
utility shock such that there exists some F−1 where Lori’s optimal consistent plan involves an inversion of the
sort that we highlight here.
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the classical plan does not induce them to suffer more losses on one good than another.

When this comonotonicity fails, agents do not behave classically. Regardless, agents with

reference-dependent utility tend to compress their consumption bundles. We apply our

general results to a simple posted-price consumer-choice setting and show the importance

of classical demand elasticities in determining behavior, as well as potential demand for

budgets, a desire for cross-subsidization in the face of low prices, and seemingly anomalous

behavior in the face of preference shocks.

While we believe our results apply to a fairly wide variety of settings, we leave several

extensions and generalizations unexplored. We focus on the case where there are only two

dimensions of utility. While we suspect many of the results generalize to K dimensions, we

are uncertain whether this is true for all of the results, and the proper generalizations are

subtle in certain cases. Moreover, we generally consider settings in which dimensions of

utility are given by separate consumer goods. While our general results in Section 3 would

apply to choice sets generated by purchasing more than two goods, so long as they only

generated utility on 2 dimensions, we do not pursue such examples; and the implications

for behavior may be more subtle.

Our analysis focuses what can be optimal consistent plans for some F−1 or, in many cases,

what is the unique (optimal) consistent plan for all F−1. One extension of interest would

be to consider particular “natural” F−1 distributions, for example, Lori’s behavior when

she is initially fully disappointed or fully pleasantly surprised by the situation on both

dimensions. For such distributions, Lori’s optimal plan with commitment may provide a

useful comparison plan to assess the cost of consistency and Lori’s desire to tie her hands.
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Kőszegi, B., Loewenstein, G. and Murooka, T. (2021). Fragile self-esteem. The Review of
Economic Studies.

— and Rabin, M. (2006). A model of reference-dependent preferences. The Quarterly Journal
of Economics, 121 (4), 1133–1165.

— and Rabin, M. (2007). Reference-dependent risk attitudes. American Economic Review,
97 (4), 1047–1073.

— and Rabin, M. (2009). Reference-dependent consumption plans. American Economic Review,
99 (3), 909–36.

Krause, A. (2014). Happiness and work. Tech. rep., IZA Discussion Papers.

Köszegi, B. (2006). Ego utility, overconfidence, and task choice. Journal of the European
Economic Association, 4 (4), 673–707.
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Appendix A

Appendix to Chapter 1

A.1 Solution Concepts

This appendix is intended to be readable in a self-contained fashion having read through the

model section of the main body of the paper. As such, some portions of text are replicated

from above, so that the reader does not have to move back-and-forth between the two.

Section 1.4 describes results in a static setting in which T = 1. I consider three solution

concepts in the static setting. The three share several commonalities, so I begin with some

general notation and definition before specifying the solution concepts themselves.

Agents face a choice set D1 in Period 1 consisting of possible contingent plans d1.

Contingent plans d1 induce some distribution of consumption Fx and some distribution of

possible levels of ego utility Fv. I describe the plans as “contingent” because even within

a single-period, I allow for the possibility that uncertainty is resolved gradually, or that

actions are taken sequentially.

As mentioned above, I assume that there is a Period 0 includes no irreversible decisions.

In simple terms, an irreversible decision is a decision that limits the agent’s future choice

sets, and the fact that the agent makes no irreversible decisions means that the agent can

only make plans of what to do in future periods.

In the static setting, formally, I say that given some choice set D1 in Period 1, no irreversible

decisions in Period 0 means that the set of options D0 in Period 0 must satisfy:

• x0 and p0 are the same under any d0 ∈ D0.
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• The agent’s choice set in Period 1 remains D1 under any d0 ∈ D0, and the likelihood

of reaching any contingency in Period 1 is the same under any d0 ∈ D0.

Note that this does not imply D0 is degenerate. I assume the agent may, and in some

cases does, make plans of future actions to take. That the actions are not irreversible in

my definition entails that any plan the agent makes does not in itself affect the feasibility

of future actions. But these plans do affect beliefs regarding future consumption and ego

utility, so the act of planning may impact the optimality of implementing these plans in

future periods.

Applying Equation 2.1 to the single-period context, the agent chooses a plan d1 to

maximize:

Ed1 [u1(x1, p1)] = Ed1 [x1 + φv(p1) + N(x1|Fx
0,1) + N(v(p1)|Fv

0,1)]. (A.1)

In all static contexts, the agent maximizes the above equation; the three static solution

concepts I consider vary only in the assumptions on Fx
0,1 and Fv

0,1: the agent’s expected

distribution of utility entering Period 1. I consider three possible specifications, consistent

with those considered by Kőszegi and Rabin (2009):

1. Static utility maximization: Taking Fx
0,1 and Fv

0,1 as exogenously given, solve for the

optimal d1 to maximize u1.

2. Personal equilibrium: Close the model by assuming rational expectations. d1 is a

personal equilibrium if it solves the above maximization problem when Fx
0,1 and Fv

0,1

are the consumption and ego utility distributions induced by expecting to follow plan

d1.

3. Optimal consistent plans (OCP): Assuming the agent entered Period 0 with some beliefs

Fx
−1,1 and Fv

−1,1, their optimal consistent plan is the period-1 personal equilibrium that

maximizes U0. Recall that the agent makes no irreversible decisions in Period 0, so

the agent’s choice set D0 constitutes a selection of a plan to carry out some d1 ∈ D1 in

Period 1.

Note that the preferred personal equilibrium of Kőszegi and Rabin (2006) coincides with

the optimal consistent plan when γ0,1 = 0, and in such cases, we needn’t know Fv
−1,1 or Fx

−1,1
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to predict behavior. Kőszegi and Rabin (2009) note that a preferred personal equilibrium is

the optimal consistent plan for an agent who expected to implement it entering Period 0;

however, similar arguments apply to any Period-1 personal equilibrium.

Given these facts, I find the solution concepts to be appropriate in the following settings:

utility maximization is the operative solution concept when agents face surprise situations, or

when comparing agents’ behavior under different sets of expectations immediately preceding

a decision. My willingness-to-pay construct is built off of static utility maximization fixing

beliefs. When agents are likely to anticipate static decisions in advance, I suggest OCP is the

appropriate solution concept. Certain sets of initial beliefs may appear natural, particularly

in the ego-utility setting. For example, while “status quo” future consumption can be

challenging to define, expecting to maintain status quo ego utility may be more reasonable:

agents may expect that they will hold their current beliefs and receive the flow utility

associated with those beliefs for all future periods.

I consider the set of personal equilibria to be the appropriate static solution concept for

defining all things that one can reasonably expect to happen in a given period if an agent

makes plans in advance with full awareness of their choice set.

Section 1.5 describes dynamic results. In this setting, the solution concept requires

forward-looking consistency, and varies in terms of what assumptions I make about the

initial period. Specifically, I consider forward-looking agents who are surprised in the initial

period, and forward-looking agents who we anticipate made decisions in advance with full

rationality. For the latter type of agents, optimal consistent plans provide a logical solution

concept. Since we may not know initial beliefs, however, I often focus in this paper on

preferred personal equilibria.

Denote the set of feasible contingent plans in period T by DT. Recursively, the choice

set in period t < T is defined to be the set of plans dt such that dt prescribes a feasible

behavior in period t, and dt prescribes the choice of some dt+1 for every possible period-t + 1

contingency.

An agent makes an irreversible decision Period t if there exist dt, d′t ∈ Dt such that the

xt or pt are different under dt and d′t in some contingency, or if Dτ(dt) ̸= Dτ(d′t) for some

τ > t. I assume the agent makes no irreversible decisions in Period 0.
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Following Kőszegi and Rabin (2009), I define optimal consistent plans recursively. I also

make explicit the notion of a “utility-maximizing” consistent plan to deal with situations in

which an agent is surprised and immediately faces a decision:

Define a plan dt ∈ Dt to be in the D∗
t if, given the expectations generated by dt, in

any contingency, (i) it prescribes a feasible continuation plan in D∗
t+1 that maximizes the

expectation of Ut; and (ii) it prescribes a dt ∈ Dt that maximizes the expectation of Ut,

assuming that future plans are made according to (i). Plans in D∗
t are called dynamically

consistent in period t.

1. A plan d1 ∈ D1 is a “utility-maximizing consistent plan” (UCP) if d1 ∈ D∗
1 , and d1

maximizes utility given exogenously determined beliefs {Fv
0,τ, Fx

0,τ}T
τ=1.

2. A plan d0 ∈ D0 is an optimal consistent plan (OCP) if d0 ∈ D∗
0 given initial beliefs

{Fv
1,τ, Fx

−1,τ}T
τ=0.

3. A plan d0 ∈ D0 is a preferred personal equilibrium (PPE) if d0 prescribes choosing d1

to maximize D∗
1 .

The difference between UCP and OCP stems from the restriction that agents make no

irreversible decisions in Period 0. UCP are likely to be appropriate in situations in which an

agent is initially surprised with a choice or some information and must immediately make

additional irreversible choices and recalibrate future expectations. OCP are appropriate

when one believes agents have a reasonable sense of the decisions they are likely to face in

advance of committing to said decisions. The more commonly used PPE may be justified as

a particular OCP when the agent makes a decision which has no consequences for a long

interim period (i.e. γ0,t ≈ 0 or is very small relative to γτ,t for all τ, t > 0).

A.2 Proofs

Proof of Proposition 1.

I prove a more general lemma which implies Proposition 1.
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Lemma 4 Let T = 1. Fix any beliefs Fx
0,1 over monetary consumption and any current beliefs over

consumption G. Let Fω1 ̸= Fω2 be the respective distribution functions of possible ex-post beliefs

over v induced by receiving signals ω1 ̸= ω2 while holding initial belief p0. If Λ > 1:

WTP(ω1|G, p0, Fx
0,1, Fω1)− WTP(ω2|G, p0, Fx

0,1, Fω1)

> WTP(ω1|G, p0, Fx
0,1, Fω2)− WTP(ω2|G, p0, Fx

0,1, Fω2)

.

Proof. Proof of Lemma 4

Let g denote a random draw from G and f denote a random draw from Fx
0,1. Note that

the total material-consumption-dimension (i.e. x) utility including news when receiving G

when expecting Fx
0,1 can be expressed as:

E[g − f ]+

ηPr(g > f ≥ g − c)E[g − f |g > f ≥ g − c]

+ηPr(g > g − c > f )E[g − f |g > g − c > f ]

+ηPr(g − c ≥ g > f )E[g − f |g − c ≥ g > f ]

+ηλPr( f ≥ g > g − c)E[g − f | f ≥ g > g − c]

+ηλPr( f ≥ g − c ≥ g)E[g − f | f ≥ g − c ≥ g]

+ηλPr(g − c > f ≥ g)E[g − f |g − c > f ≥ g]

Similarly, when receiving G − c:

E[g − c − f ]+

ηλPr(g > f ≥ g − c)E[g − c − f |g > f ≥ g − c]

+ηPr(g > g − c > f )E[g − c − f |g > g − c > f ]

+ηPr(g − c ≥ g > f )E[g − c − f |g − c ≥ g > f ]

+ηλPr( f ≥ g > g − c)E[g − c − f | f ≥ g > g − c]
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+ηλPr( f ≥ g − c ≥ g)E[g − c − f | f ≥ g − c ≥ g]

+ηPr(g − c > f ≥ g)E[g − c − f |g − c > f ≥ g]

The difference in utility from receiving G − c instead of G is thus:

−c(1 + ηPr(g > f ∪ g − c > f ) + ηλPr(g ≤ f ∩ g − c ≤ f ))

+η(λ − 1)Pr(g > f ≥ g − c)E[g − c − f |g > f ≥ g − c]

−η(λ − 1)Pr(g − c > f ≥ g)E[g − f |g − c > f ≥ g]

It is straightforward to verify that this is continuous and strictly decreasing when Λ > 1.

Thus the willingness-to-pay for the signal is increasing in the expected ego utility change

from receiving the signal.

As shorthand, we write uv
1(H1|H0) to denote the expected utility on the ego dimension,

inclusive of news, from resolving distribution H1 with expected distribution of ego utility

H0. We need to show that

uv
1(Fω1 |Fω1)− uv

1(Fω2 |Fω1) > uv
1(Fω1 |Fω2)− uv

1(Fω2 |Fω2).

This inequality holds strictly whenever Fω1 ̸= Fω2 , by the argument in the proof of Proposi-

tion 1.3 in Kőszegi and Rabin (2006).

Proposition 1 follows by setting ω1 = and ω2 = ω.1

Proof of Proposition 2.

We start by proving the following Lemma:

Lemma 5 Fix initial consumption beliefs Fx
0,1, initial beliefs p0 about θ, and current consumption

beliefs G.

If Λ > 1, then for any differentiable v with v′(p0) ̸= 0, there exists δ > 0 such that if

|ω| ∈ (0, δ),

WTP(ω|G, p0, Fx
0,1, F) < 0.

Additionally, when |ω| < δ, then on the ego dimension, the total net disutility inclusive of news

1Note that setting ω1 = ω and ω2 = ω + ω′ implies that agents have higher willingness to pay for an
expected signal even when other information will be received simultaneously.
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from receiving the surprise signal is at least η(λ − 1)v′(p0)∑s∈Sω |x(s)<0 πs|x(s)|/4.

Proof of Lemma 5.

In line with the argument in the proof of Proposition 1, it is sufficient to show that there

exists δ such that uv
1(Fω|F) < 0 whenever |ω| ∈ (0, δ).

Assume without loss of generality that v′(p0) > 0. The agent’s utility from not receiving

the signal (i.e. receiving ) is given by v(p0).

The agent’s expected utility from receiving the surprise signal ω is given by:

∑
s∈Sω

v(p1|s, p0)πs + η ∑
s∈Sω |v(p1|s,p0)≥v(p0)

πs(v(p1|s, p0)− v(p0))

+ηλ ∑
s∈Sω |v(p1|s,p0)<v(p0)

πs(v(p1|s, p0)− v(p0)).

We can write v(p1|s, p0) as v(p0 + x(s)), and rewrite the above:

∑
s∈Sω

v(p0 + x(s))πs + η ∑
s∈Sω |v(p0+x(s))≥v(p0)

πs(v(p0 + x(s))− v(p0))

+ηλ ∑
s∈Sω |v(p0+x(s))<v(p0)

πs(v(p0 + x(s))− v(p0)).

Taylor’s theorem gives an upper bound for this expression:

∑
s∈Sω

πs(v(p0) + x(s)v′(p0) + x(s)h(x(s)))

+η ∑
s∈Sω |v(p0+x(s))≥v(p0)

πs((x(s)v′(p0) + |x(s)||h(x(s))|))

+ηλ ∑
s∈Sω |v(p0+x(s))<v(p0)

πs(x(s)v′(p0) + |x(s)||h(x(s))|)

with limx→0 h(x) = 0. Simplifying, and noting that ∑s∈Sω
πsx(s) = 0, we obtain:

v(p0) + η(λ − 1)v′(p0) ∑
s∈Sω |v(p0+x(s))<v(p0)

πsx(s)

+η ∑
s∈Sω

πs|x(s)||h(x(s))|

+η(λ − 1) ∑
s∈Sω |v(p0+x(s))<v(p0)

πs|x(s)||h(x(s))|.

We choose δ = min{δ1, δ2, δ3}, where:
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• δ1 > 0 is chosen such that |ω| < δ1 implies sgn(v(p0 + x(s))− v(p0)) = sgn(x(s)).

This is possible since v′ exists and is positive.

• δ2 > 0 is chosen such that h(x) < v′(p0)/2 for x ∈ [−δ2, δ2].

• δ3 > 0 is chosen such that h(x) < (λ − 1)v′(p0)/8 for x ∈ [−δ3, δ3].

Then we can bound our previous expression under the assumption that |ω| ∈ (0, δ). The

expression must be less than:

v(p0)− η(λ − 1)v′(p0) ∑
s∈Sω |x(s)<0

πs|x(s)|

+η(λ − 1)v′(p0)/8 ∑
s∈Sω

πs|x(s)|

+η(λ − 1)v′(p0)/2 ∑
s∈Sω |x(s)<0

πs|x(s)|.

Note that the assumption that δ ≤ δ1 allows us to express the terms included in

the sum in terms of the sign of x(s). Note also that ∑s∈Sω |x(s)<0 πs|x(s)| > 0 since the

signal is assumed to be non-degenerate, and ∑s∈Sω
πs|x(s)| = 2 ∑s∈Sω |x(s)<0 πs|x(s)| by the

martingale property of beliefs. We can combine like terms:

v(p0)− η[(λ − 1)(v′(p0)/2)− 2(λ − 1)(v′(p0)/8)] ∑
s∈Sω |x(s)<0

πs|x(s)|

=

v(p0)− η[(λ − 1)(v′(p0)/4)] ∑
s∈Sω |x(s)<0

πs|x(s)|

<

v(p0).

This completes the proof of the lemma.
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For the general result, let WTP(ω + ω′|G, p, Fx, Fω) = c1. Let WTP(ω|G, p, Fx, Fω) = c2.

Let the realizations of ω be denoted by s ∈ Sω, occurring with probability πs. Let the

posterior probability given realization s be p(s). Let WTP(ω′|G, p(s), Fx, Fω) = cs.

Note that

Eω+ω′,p[u1(G − c1, p1|Fx, Fω)] = Eω,p[u1(G − c2, p1|Fx, Fω)]

But by definition

Eω,p[u1(G− c2, p1|Fx, Fω)] = ∑
s∈Sω

πsE,p(s)[u1(G− c2, p1|Fx, Fω)] = ∑
s∈Sω

πsEω′,p(s)[u1(G− c2 − cs, p1|Fx, Fω)]

and

Eω+ω′,p[u1(G − c1, p1|Fx, Fω)] = ∑
s∈Sω

πsEω′,p(s)[u1(G − c1, p1|Fx, Fω)]

Combining these equations, we must have

∑
s∈Sω

πsEω′,p(s)[u1(G − c2 − cs, p1|Fx, Fω)] = ∑
s∈Sω

πsEω′,p(s)[u1(G − c1, p1|Fx, Fω)]

Note that the ego-utility contributions to each side of the equation are identical, so

we need that ∑s∈Sω
πs(EG[x − c2 − cs] + EG[N(x − c2 − cs|Fx)]) = ∑s∈Sω

πs(EG[x − c1] +

EG[N(x − c1|Fx)]). Thus, we need c1 = c2 + ∑s∈Sω
πscs. This implies that

WTP(ω + ω′|G, p0, Fx, Fω) = ∑
s∈Sω

πsWTP(ω′|G, p(s), Fx, Fω) + WTP(ω|G, p0, Fx, Fω).

But by Lemma 5, for each p(s), there exists δ such that WTP(ω′|G, p|s, Fx, Fω) < 0 so

long as v′(p|s) ̸= 0, the RHS is smaller than the LHS.

Proof of Proposition 3.

As argued in the proof of Proposition 1, the WTP is positive only when the expected

total ego utility inclusive of news from receiving a signal is positive. Thus, when expecting

Fω, the WTP is positive iff uv
1(Fω|Fω) > uv

1(F|Fω). Since ω is binary and non-v-degenerate,
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it must have realizations sh and sl such that v(p1|sh, p0) > v(p1|sl , p0). Suppose sh occurs

with probability π > 0, and define ph = p1|sh, p0 and pl = p1|sl , p0. Note that p0 =

πph + (1 − π)pl .

We calculate the utility from receiving the signal first. uv
1(Fω|Fω) is equal to:

πv(ph) + (1 − π)v(pl)− η(λ − 1)π(1 − π)(v(ph)− v(pl))

The utility from avoiding the signal, uv
1(F|Fω), is given by:

v(p0)− ηλπ(v(ph)− v(p0)) + η(1 − π)(v(p0)− v(pl))

Re-arranging terms, we see this is equal to:

v(p0) + η(v(p0)− πv(ph)− (1 − π)v(pl))− η(λ − 1)π(v(ph)− v(p0))

=

(1 + η)v(p0)− η(πv(ph) + (1 − π)v(pl))− η(λ − 1)π(v(ph)− v(p0)).

Thus, the difference in utilities uv
1(Fω|Fω)− uv

1(F|Fω) is given by:

(1+ η)(πv(ph)+ (1−π)v(pl)− v(p0))− η(λ− 1)π[(1−π)(v(ph)− v(pl))− v(ph)+ v(p0)]

=

(1 + η + η(λ − 1)π)(πv(ph) + (1 − π)v(pl)− v(p0)).

Thus, the difference in utilities is proportional to the expected ego utility from receiving the

signal (not inclusive of news) minus the ego utility from maintaining status quo beliefs (not

inclusive of news). Jensen’s inequality thus implies that strict concavity or convexity of v

are sufficient to determine the sign of the WTP. If v is concave, this difference is negative,
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and thus the WTP is also negative. If v is convex, the difference is positive, as is the WTP. If

v is linear, then the difference is 0, and so the WTP is also 0.

Proof of Proposition 4.

We need to show that there exists some δ such that, when |ω| < δ, receiving the signal is

consistent in Period 1, and U0(receive signal ω|Fv
−1,1, Fx

−1,−1, p0) < U0(receive no signal|Fv
−1,1, Fx

−1,1, p0).

Existence of some δ1 such that not receiving the signal is consistent follows from

Proposition 2. We thus need to find some δ2 > 0 satisfying the period-0 optimality condition.

Again assume without loss of generality that v′(p0) > 0.

Let Fω represent the agent’s distribution of ego utility in Period 1 contingent on receiving

the signal ω.

The agent’s U0 from planning (and subsequently following through on) not receiving

the signal is given by:

v(p0)

Letting the set of possible signal realizations be Sω with representative element s, with

πs being the prior probability assigned to signal realization s, the agent’s period-0 expected

utility from receiving the signal is given by:

∑
s∈Sω

πsv(p1|s, p0) + ∑
s∈Sω

πsN(1(v ≥ v(p1|s, p0))|Fω)

The proof proceeds as follows. First, we calculate the difference:

v(p0)− ∑
s∈Sω

πsv(p1|s, p0) (A.2)

and bound it below using Taylor’s Theorem, showing it is second-order, i.e. it tends to zero

as |ω| tends to zero faster than |ω|. Then we show that ∑s∈Sω
πsN(1(v ≥ v(p1|s, p0))|Fω) is

negative and first-order, i.e. it tends to zero at rate proportional to |ω|. Thus, for sufficiently

small ω, not receiving the signal is preferred.

For each signal realization s, define x(s) to be the value such that p0 + x(s) = p1|s, p0.

We can define the signal mass ξ(ω):
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ξ(ω) := ∑
s|x(s)>0

πsx(s) = − ∑
s|x(s)<0

πsx(s).

We can manipulate expression A.2

[v(p0)− ∑
s∈Sω

πs(v(p0 + x(s))]

=

−[ ∑
s∈Sω

πs[v′(p0)x(s) + x(s)h(x(s))]

≤

[ ∑
s∈Sω

πs|x(s)||h(x(s))|]

where limx→0 h(x) = 0. Given a (sufficiently small) signal strength |ω|, |h(x)| is bound

above by some H(|ω|) when x ∈ (−|ω|, |ω|). We can further bound our expression as a

function of ξ(ω):

∑
s∈Sω

πs|x(s)||h(x(s))|

≤

2H(|ω|)ξ(ω).

We need to show that there exists δ2 > 0 such that, for |ω| < δ2, −∑s∈Sω
πsN(1(v ≥

v(p1|s, p0))|Fω) > 2H(|ω|)ξ(ω). As in the proof of Proposition 2, we can choose δ4 small

enough that whenever x < δ4, v(p0 + x) > v(p0) ⇔ x > 0. Note that the left-hand side of

the inequality is proportional to the average self-distance (Gini’s mean difference) of Fω,

and Fω is a mean-preserving spread of a three-point distribution placing probability π−,ω
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on v− = 1
π−,ω

∑s∈Sω |x(s)<0 πsv(p + x(s)), probability π on v(p0), and probability π+,ω on

v− = 1
π+,ω

∑s∈Sω |x(s)>0 πsv(p − x(s)). Using Lemma 1 and Proposition 12(i) from Kőszegi

and Rabin (2007), then whenever |ω| < δ4, we have:

− ∑
s∈Sω

πsN(1(v ≥ v(p1|s, p0))|Fω)

≥

η(λ − 1)[ππ−,ω(v(p0)− v−) + ππ+,ω(v+ − v(p0)) + π−,ωπ+,ω(v+ − v−)].

Applying Taylor’s Theorem to above expression, we obtain:

η(λ − 1)[−π ∑
s∈Sω |x(s)<0

πs(v′(p0)x(s) + h(x(s))x(s))

+π ∑
s∈Sω |x(s)>0

πs(v′(p0)x(s) + h(x(s))x(s))

+π−,ω ∑
s∈Sω |x(s)>0

πs(v′(p0)x(s)+ h(x(s))x(s))−π+,ω ∑
s∈Sω |x(s)<0

πs(v′(p0)x(s)+ h(x(s))x(s))]

Grouping terms with and without h(x) together and bounding below, we see that our

expression is at least

η(λ − 1)[ππ−,ωv′(p0)ξ(ω) + ππ+,ωv′(p0)ξ(ω) + 2π−,ωπ+,ωv′(p0)ξ(ω)]

−η(λ − 1)[2πH(|ω|)ξ(ω) + π−,ω H(|ω|)ξ(ω) + π+,ω H(|ω|)ξ(ω)]

=

η(λ − 1)ξ(ω)[(ππ−,ω + ππ+,ω + π−,ωπ+,ω)v′(p0)− (2π + π−,ω + π+,ω)H(|ω|)].
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Defining ka := ππ−,ω +ππ+,ω +π−,ωπ+,ω > 0 and kb := 2π +π−,ω +π+,ω > 0, we need to

show there exists δ2 ∈ (0, δ4) such that η(λ − 1)ξ(ω)[kav′(p0)− kbH(|ω|)] > 2H(|ω|)ξ(ω),

or, equivalently, such that:

H(|ω|) < η(λ − 1)kav′(p0)

η(λ − 1)kb + 2
.

whenever |ω| ∈ (0, δ2). But such a δ2 exists since limx→0 H(x) = 0 and η(λ − 1), ka, kb >

0. We thus take δ = min(δ1, δ2), and the proof is complete.

Here we briefly extend the logic above in a corollary that will be useful in a future proof.

Corollary 1 Fix A > 1. Under the hypotheses of Proposition 4, there exists δ such that, for any

signal ω with |ω| < δ,

v(p0)− ∑
s∈Sω

πsv(p1|s, p0)

− ∑
s∈Sω

πsN(1(v ≥ v(p1|s, p0))|Fω)

>
A − 1

A
ξ(ω)η(λ − 1)π+,ωπ−,ωv′(p0).

Proof of Corollary 1.

In the preceding proof, choose δ so that H(|ω|) < η(λ−1)π+,ωπ−,ωv′(p0)
A(η(λ−1)kb+2) , where H(|ω|), kb

are defined in the preceding proof. Note that π+,ωπ−,ω < ka.

Proof of Proposition 5.

I will prove the first claim: If p > p0, then WTP(ω|G, p, Fx
0,1, F) < 0. The second claim is

entirely analogous.

As discussed in previous proofs, the WTP is negative iff the utility from receiving a

signal is less than the utility from not receiving the signal.

Since we have assumed v is linear, we can write v(p) = kp. Note that in this case, her

expected ego utility from receiving the signal is unaffected by her choice. This, we compare

the news utility. If the agent does not receive the signal, then her news over ego utility is:

µ(kp − kp0).
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Denote the agent’s posterior belief conditional on receiving ω and observing signal realiza-

tion s from the set of possible realizations Sω to be ps. Her expected news over ego utility if

she receives the signal is:

∑
s∈Sω

µ(kps − kp0).

Clearly |ω| < |p − p0| ⇒ kps − kp0 > 0 and µ() is strictly concave on R+. Then, by

Jensen’s inequality, ∑s∈Sω
µ(kps − kp0) < µ(∑s∈Sω

kps − kp0) = µ(kp − kp0), completing the

proof.

Note that the proof of Proposition 6 appears after the proof of Proposition 7.

Proof of Proposition 7.

Let t denote the degenerate signal in period t, conveying no information. We show that

for sufficiently large T there exists an ω1 such that the sequence of signals ω1, 2, 3, ..., T−1, ωT

generate enough net disutility over the first T − 1 periods exceeding any possible improve-

ment in net final period utility.

Conditional on receiving signal realization s ∈ Sω, let pt+1|s, p0 = p0 + x(s). Partition

realizations of Sω into two groups: S− = {s ∈ Sω|x(s) < 0} and S+ = {s ∈ Sω|x(s) ≥ 0}.

Again define the signal mass ξ(ω) := ∑s∈S+
πsx(s) = −∑s∈S− πsx(s).

Let π̂0 = ∑s∈S+
πs, and π̂t|s1, ..., st = Pr(s ∈ S+|s1, ..., st). ω1 is binary, and conveys

information only about whether s ∈ S+ or s ∈ S−. As demonstrated in Lemma 1 of Ely et al.

(2015), any belief martingale over π̂t can be induced by a stream of such signals. Note also

that a belief martingale over π̂t on [0, 1] corresponds 1-to-1 with a martingale over p0 on

[p0 − ξ(ω)
1−π̂0

, p0 +
ξ(ω)

π̂0
].

We describe ω1 in terms of the belief martingale it induces on p0 : It makes p1 = p2 =

... = pT−1 either increase or decrease by some fixed increment with equal likelihood.

Let δ1 be the δ guaranteed by Lemma 5 and let δ2 be the δ guaranteed by Corollary 1 to

Proposition 4 with A = 2. Let δ = min(δ1, δ2, ξ(ω)
1−π̂0

, ξ(ω)
1−π̂0

).

ω1 is chosen such that beliefs move to p0 + δ with probability 1/2 and p0 − δ with

probability 1/2. The next T − 1 periods reveal no new information, and ωT+1 resolves all

remaining uncertainty regarding s.
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It’s useful to develop compact notation for the agent’s expected flow utilities in each

period. We use ω to denote the stream of signals. There is ego utility in periods 0 through

T + 1, we denote the expectation of these by et() and et(ω), depending on whether the agent

receives the stream or not.

There is also news in period t about period z, we similarly denote the expected news by

nt,z() and nt,z(ω). We need to show that

T

∑
t=1

(et()− et(ω)) +
T

∑
z=1

z

∑
t=1

(nt,z()− nt,z(ω)) > 0.

We prove the key lemma developing a fixed lower bound for the agent’s net disutility

from learning what their ego utility will be in any period t.

Lemma 6 For z ∈ 1, ..., T − 1,

ez()− ez(ω) +
z

∑
t=1

(nt,z()− nt,z(ω)) >
δ

8
η(λ − 1)v′(p0)

Proof of Lemma 6.

For z ∈ 1, ..., T − 1, note that:

z

∑
t=1

nt,z(ω) = n1,z(ω) = nz,z(ωz) = n1,1(ω1)

where ωz denotes an information stream in which ω1 were received in Period z. Note also

that ez(ωz) = e1(ω1) and ez() = e1(). Thus, it’s sufficient to show that

e1()− e1(ω1)− n1,1(ω1))) >
δ

8
η(λ − 1)v′(p0).

But given our definition of δ, Corollary 1 to Proposition 4 implies that:

e1()− e1(ω1)− n1,1(ω1))) >
1
2

ξ(ω1)π+,ω1 π−,ω1 v′(p0).

Note that by definition of our martingale, π+,ω1 = π−,ω1 =
1
2 , and ξ(ω1) =

δ
2 . Thus, we

have

e1()− e1(ω1) + (n0,1()− n0,1(ω1)− n1,1(ω1))) >
δ

8
ξ(ω1)v′(p0).
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as claimed.

Note that

T

∑
t=1

(et()− et(ω)) +
T

∑
z=1

z

∑
t=1

(nt,T()− nt,T(ω))

=

T−1

∑
t=1

(et()− et(ω)) +
T−1

∑
z=1

z

∑
t=1

(nt,z()− nt,z(ω))

+

(eT()− eT(ω)) +
T

∑
t=1

(nt,T()− nt,T(ω)).

The top line is at least (T−1)δ
8 η(λ − 1)v′(p0), by Lemma 6. We can bound the bottom line by

comparing the news from receiving the stream of signals to a one-shot resolving lottery in

period T:

(eT()− eT(ω)) +
T

∑
t=1

(nt,T()− nt,T(ω))

≥

(eT()− eT(ω))− nT,T(ω).

We can produce any number of weak bounds2 for this quantity in terms of functions that

do not depend on T. Call the bound K.

Choosing T − 1 ≥ 8K
δη(λ−1)v′(p0)

, we see that the total difference is positive, and the agent

prefers to ω whenever T > T.

2For example, letting vmax and vmin be the maximum and minimum value of v attainable on the set of
beliefs resulting from ω, the difference in ego utilities is at least v(p0)− vmax. n0,T()− n0,T(ω) similarly is at
least −ηλ(v(p0)− vmax), and −nT,T(ωT) is at least η(vmax − vmin). None of these functions depend on T.
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To see that is consistent in Period 1, note that the total utilities being compared are

identical to the above comparison, except that, for z ∈ 1, ..., T − 1, T, n1,z(ω) is replaced with

the news from deviating ω given expectations of . Denote this news by n1,z(ω|).

Given our definition of δ, Lemma 5 implies that e1() − e1(ω1) − n1,1(ω|) > η(λ −

1) 1
4 ξ(ω1)v′(p0) =

1
8 η(λ − 1)v′(p0).

We need to show that

T

∑
t=1

(et()− et(ω)) +
T

∑
z=2

z

∑
t=2

(nt,z()− nt,z(ω)) +
T

∑
z=1

(n1,z()− n1,z(ω|)) > 0.

Note that many of these terms are zero, so we can rearrange and simplify to:

T

∑
t=1

(et()− et(ω)) + (n1,T() + nT,T()− nT,T(ω)− n1,T(ω|)) +
T−1

∑
z=1

(n1,z()− n1,z(ω|))

As above, we can bound

(eT()− eT(ω)) + (n1,T() + nT,T()− nT,T(ω)− n1,T(ω|))

below by some K that does not depend on T. We are left with

T−1

∑
t=1

(et()− et(ω)) +
T−1

∑
z=1

(n1,z()− n1,z(ω|)).

By identical logic to Lemma 6, this is at least (T−1)δ
8 η(λ − 1)v′(p0), and we can find a large

enough T supporting arbitrarily small δ as above.

Note that the proof of Proposition 7 appears before the proof of Proposition 6.

Proof of Proposition 6.

This proof uses the same notation developed in the proof of Proposition 7. We show

that there exists an infinite sequence of signals ω1, ω2... generating unbounded absolute

movement in beliefs, which corresponds to unbounded disutility for our agent if she receives

the signal. We write v(p) = kp, where k > 0.

First assume γ1,t = 0 for all τ ̸= t. The net utility from receiving the signal is bounded

above by the utility of an agent with γτ,t = 0 for all t > τ ≥ 2, since the expected news
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utility from receiving an anticipated signal is negative.

Conditional on receiving signal realization s ∈ Sω, let pt+1|s, p0 = p0 + x(s). Partition

realizations of Sω into two groups: S− = {s ∈ Sω|x(s) < 0} and S+ = {s ∈ Sω|x(s) ≥ 0}.

Again define the signal mass ξ(ω) := ∑s∈S+
πsx(s) = −∑s∈S− πsx(s).

Let π̂0 = ∑s∈S+
πs, and π̂t|s1, ..., st = Pr(s ∈ S+|s1, ..., st). ω1 is binary, and conveys

information only about whether s ∈ S+ or s ∈ S−. As demonstrated in Lemma 1 of Ely et al.

(2015), any belief martingale over π̂t can be induced by a stream of such signals. Note also

that a belief martingale over π̂t on [0, 1] corresponds 1-to-1 with a martingale over p0 on

[p0 − ξ(ω)
1−π̂0

, p0 +
ξ(ω)

π̂0
].

We describe ω1 in terms of the belief martingale it induces on p0 : It makes p1 = p2 =

... = pT either increase or decrease with equal likelihood. Let δ = min( ξ(ω)
1−π̂0

, ξ(ω)
1−π̂0

).

We use a martingale suggested by David Gilat (Mertens and Zamir, 1977). ω1 is chosen

such that beliefs move to p0 +
δ
4 with probability 1/2 and p0 − δ

4 with probability 1/2.

Continue a random walk with this step size until pt reaches p0 ± δ
2 , then reduce step size to

δ
16 . In general, if step size was reduced to δ

22l at point y, reduce step size to δ
22l+2 once beliefs

reach y ± δ
2l+1 .

Note that, with γt,τ = 0 for t ̸= τ, the expected net disutility from news in period t given

that the agent expects the signal and step size is z is given by −η(λ − 1) zkφ
2 . Thus, the total

expected news in Periods 2 through T − 1 is equal to the total expected absolute movement

of the martingale over those periods. The expected absolute movement of the above infinite

martingale is unbounded as T → ∞. (Note that we have an expected 22l steps of size δ
2lk ,

and thus summing as l → ∞ yields a divergent series.) Thus, for any M, we can choose TM

such that the total expected movement in periods 2 through TM − 1 exceeds 2M(1+ηλ)
kφη(λ−1) . Thus,

the disutility exceeds −M(1 + ηλ).

Note that receiving no signal in Period 1 gives the same news as receiving a binary

signal ω1, given that ω1 is expected. The news in period T from not receiving the signal is 0,

and the news from receiving the signal is negative in expectation. Thus, the total disutility

from receiving the signal exceeds −M(1 + ηλ). Note that this is an upper bound on the

value of receiving M in this period in consumption utility, thus the WTP is less than −M.

Note that if γτ,t ̸= 0, then the only possible benefit to receiving the signal is in Period 1.
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Using notation from the previous proof, γ1,t(n1,t(ω)− n1,t()) is at most γ1,t(v(1)− v(0))(1+

ηλ). If ∑∞
t=2 γ1,t converges to some value K, the total news advantage of continuing to plan

to receive the signal in Period 1 strictly less than K(v(1)− v(0))(1 + ηλ). Thus, applying

the logic above to M′ = M + K(v(1)− v(0))(1 + ηλ), we see that the agent prefers not to

receive the signal.

Suppose instead that ∑∞
t=2 γ1,t does not converge. Consider again the sequence of signals

corresponding to the Gilat martingale. We note that for a generic t, the total expected net

news about Period-t ego utility from receiving the signal is ∑t
τ=1 γτ,t(nτ,t(ω)− nτ,t()). As

previously noted, nτ,t(ω) ≤ 0 for τ > 1, so this no better than γ1,t ∑t
τ=1(nτ,t(ω)− nτ,t()). But

∑t
τ=1 nτ,t(ω) is also proportional to the expected absolute movement in beliefs. Thus, for large

enough t, an identical argument to the one above shows that ∑t
τ=1(nτ,t(ω)− nτ,t()) < −1.

But then the total expected net news is bound above by −γ1,t′ for t′ ≥ t. Since ∑∞
t=2 γ1,t does

not converge, by assumption, the expected net news about ego utility in periods beyond t is

unbounded below, and we can choose sufficiently large T so that this outweighs any news

about ego utility in the first t periods, and thus the total expected net news about ego utility

from receiving the signal is unbounded below, completing the proof.

Proof of Proposition 8.

This follows directly from Proposition 1 of Kőszegi and Rabin (2009), as generalized

to many states by Dillenberger and Raymond (2020): For any information structure with

multiple signals, the agent prefers to collapse them into a single signal in the earlier period.

Thus, the optimal information structure features only one signal conveying full information.

But then receiving full information in period τ gives news utility

γτ,TEFx
0,1
[N(y|Fx

0,1)].

The expectation is negative and thus it is largest when γτ,T is minimized, i.e. when

τ = 1.

Proof of Proposition 9.

I use the formalization described in the footnote just before Proposition 9.
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In each period from Period 1 onward, the receiver derives current-period ego utility,

news about current-period ego utility, and news about ego utility in future periods from his

changes in beliefs. The expected ego utility component is straightforward: due to linearity

and the martingale property of beliefs, all periods have expected ego utility of v(p0) = kp0

under any information structure.

Thus, in this linear setting, the structure of the information stream only affects the

expected news utility.

I will argue that any information structure must generate at least −η(λ − 1)p0(1 − p0)

in expected news, and that when γ1,T > 0, there is only one information structure that

achieves this value.

Consider the sum of expected news that the receiver experiences about current period ego

utility. In the each period τ the receiver generates news utility from resolving a (possibly

degenerate) lottery with mean equal to his prior belief kpτ and achieves posterior belief

kpτ+1.

Note that the current news utility from resolving a lottery with that lottery as the

reference point is less than or equal to (i.e., more negative than) the news utility from

resolving a lottery with its mean as the reference point. Thus, to bound the news utility, it’s

sufficient to calculate the news utility each agent would obtain if they treated their current

period ego utility as the reference point.

In period τ + 1 any positive movement to pτ+1 > pτ with probability π must be matched

by equal expected negative movement. Thus, we attain total expected news utility of at

most −kη(λ − 1)π(pτ+1 − pτ).

Let the probability of any sequence s of beliefs {p0, p1, ..., pT} be πs. Consider the subset

S1 of these sequences such that pT = 1. Note that pT − p0 = 1 − p0, so limiting to the

positive movements we must have ∑τ|pτ>pτ−1
(pτ − pτ−1) ≥ (1 − p0). Thus, the existence of

sequence s implies that the maximal news utility is at most −kη(λ − 1)πs(1 − p0) Summing

over all s ∈ S1, we achieve a bound of −kη(λ − 1)p0(1 − p0), since ∑s∈S1
πS = p0.

Then it suffices to note that (1) this bound can be achieved via an information structure

of degenerate signals in every period but the last and (2) any information structure that

conveys a signal before the final period necessarily conveys news about future ego utility
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which has strictly negative expected value for γτ,τ+1 > 0.

Proof of Proposition 10.

We first calculate the expected ego utility and news over ego utility from resolving

information streams ω1 and ω2 under expectations induced by ω2. Since v is assumed to be

linear, for prior beliefs p0, E[v(p)] = v(p0) under any information stream, so the expected

ego utility is equal across all periods. Thus differences in WTP are driven by differences

in news over ego utility. Resolving ω1 against against initial expectations of generates

news in Period 1 about ego utility in Periods 1 through T. The news is identical across

all of the periods, and writing v(p) = kp, we can calculate the total news utility over ego

from resolving ω1 under ego utility expectations induced by anticipating ω2. First, under

expectations of ω2, the news in Period 1 from resolving information instead of maintaining

status quo beliefs p0 is given by:

−η(λ − 1)k ∗ p0(1 − p0).

The rest of the news in Period 1 comes from resolving information about what ego utility

will be in Period t ≥ 2. Since the agent already expected full revelation by that Period

under ω2, her expectations are stochastic with weight p0 on k and weight 1 − p0 on 0. The

expected news from resolving all uncertainty with this as the reference point is given by:

−γt−1η(λ − 1)k ∗ p0(1 − p0).

Thus the total news is −η(λ − 1)k ∗ p0(1 − p0)[1 + ∑T−1
τ=1 γτ].

If we resolve ω2 against initial expectations of ω2, all of the news comes in period and

takes similar form to the above, for total news utility of −η(λ− 1)k ∗ p0(1− p0)[1+∑T−2
τ=1 γτ].

Thus, the news utility from resolving ω2 is smaller by a margin of

γT−1η(λ − 1) ∗ k ∗ p0(1 − p0).

Paying WTP(ω1|G, p0,Fω,ω2), which I denote WTP1,2 for short, results in a change of

consumption utility of WTP1,2 in Period 1, which is evaluated as a change in the gain or loss
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domain depending on prior beliefs. Let G∗ = G − (E[G]− E[Fx
0,1]) represent a distribution

function identical to G but shifted so that its mean is equal to that of Fx
0,1. Let g be a draw

from G and f be a draw from Fx
0,1. Algebra reveals that the expected news from resolving

consumption distributed according G in Period 1 with expectations of Fx
0,1 generates total

utility of:

E[G]+

ηPr(g > f )E[g − f |g > f ] + ηλPr(g ≤ f )E[g − f |g ≤ f ]

in Period 1. When paying WTP1,2, the total utility is:

E[G]− WTP1,2+

ηPr(g − WTP1,2 > f )E[g − f − WTP1,2|g − WTP1,2 > f ]+

ηλPr(g − WTP1,2 ≤ f )E[g − f − WTP1,2|g − WTP1,2 ≤ f ].

Since the change in ego utility (incl. news) is negative from receiving the signal, we must

have a change in consumption utility (incl. news) that is positive, which one can easily verify

requires WTP1,2 ≤ 0. Contingent on this, we can write out the difference in consumption

utility from receiving −WTP1,2 to be equal to:

−(1 + ηPr(g − WTP1,2 > f ) + ηλPr(g − WTP1,2 ≤ f ))WTP1,2

+η(λ − 1)Pr(g ≤ f < g − WTP1,2)(E[ f − g|g ≤ f < g − WTP1,2]).

One can easily verify that this expression is equal to 0 when WTP1,2 = 0, continuous,

unbounded below, and strictly decreasing in WTP1,2. Thus the following equation has a

unique solution with WTP1,2 < 0:

γT−1η(λ − 1)kp0(1 − p0)

=

−(1 + ηPr(g − WTP1,2 > f ) + ηλPr(g − WTP1,2 ≤ f ))WTP1,2
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+η(λ − 1)Pr(g ≤ f < g − WTP1,2)(E[ f − g|g ≤ f < g − WTP1,2]).

Similarly, we obtain the following equation defining WTP1,:

(
T

∑
τ=0

γτ)η(λ − 1)kp0(1 − p0)

=

−(1 + ηPr(g − WTP1, > f ) + ηλPr(g − WTP1, ≤ f ))WTP1,2

+η(λ − 1)Pr(g ≤ f < g − WTP1,)(E[ f − g|g ≤ f < g − WTP1,]).

These equations make clear that the proposition is true when γT−1 = 0. For a ≥ 0, define

a function y(a) by the equation:

aη(λ − 1)kp0(1 − p0)

=

−(1 + ηPr(g − y(a) > f ) + ηλPr(g − y(a) ≤ f ))y(a)

+η(λ − 1)Pr(g ≤ f < g − y(a))(E[ f − g|g ≤ f < g − y(a)]).

Clearly y(a) < 0 when a > 0. To complete the proof of the theorem, it suffices to show

that y(ab) ≤ by(a) for b > 1 and a > 0. But note that

abη(λ − 1)kp0(1 − p0)

=

−(1 + ηPr(g − y(ab) > f ) + ηλPr(g − y(ab) ≤ f ))y(ab)

+η(λ − 1)Pr(g ≤ f < g − y(ab))(E[ f − g|g ≤ f < g − y(ab)]).

=

−(1 + ηPr(g − y(a) > f ) + ηλPr(g − y(a) ≤ f ))by(a)

+bη(λ − 1)Pr(g ≤ f < g − y(a))(E[ f − g|g ≤ f < g − y(a)]).

We break the above probabilities down into symmetric chunks:
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−y(ab)

−y(ab)ηPr(g > f )

−y(ab)ηPr(g − y(a) > f ≥ g)

−y(ab)ηPr(g − y(ab) > f ≥ g − y(a))

−y(ab)ηλPr(g − y(ab) ≤ f )

+η(λ − 1)Pr(g ≤ f < g − y(a))(E[ f − g|g ≤ f < g − y(a)])

+η(λ − 1)Pr(g − y(a) ≤ f < g − y(ab))(E[ f − g|g − y(a) ≤ f < g − y(ab)])

=

−by(a)

−by(a)ηPr(g > f )

−by(a)ηPr(g − y(a) > f ≥ g)

−by(a)ηλPr(g − y(ab) > f ≥ g − y(a))

−by(a)ηλPr(g − y(ab) ≤ f )

+bη(λ − 1)Pr(g ≤ f < g − y(a))(E[ f − g|g ≤ f < g − y(a)]).

Grouping terms on one side we obtain:

0 =

−(y(ab)− by(a))(1 + ηPr(g > f ) + ηλPr(g − y(ab) ≤ f ))

+(−(y(ab)− by(a))η − (b − 1)η(λ − 1)E[ f − g|g ≤ f < g − y(a)])Pr(g − y(a) > f ≥ g)

+(−(y(ab)− by(a))η + η(λ − 1)
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(by(a) + E[ f − g|g − y(a) ≤ f < g − y(ab)])Pr(g − y(ab) > f ≥ g − y(a)))

≤

−(y(ab)− by(a))(1 + ηPr(g > f ) + ηλPr(g − y(ab) ≤ f ))

−(y(ab)− by(a))ηPr(g − y(a) > f ≥ g)

−(y(ab)− by(a))η

−(y(ab)− by(a))Pr(g − y(ab) > f ≥ g − y(a)))η(λ − 1).

Since this is weakly positive and proportional to −(y(ab) − by(a)), we must have

−(y(ab) − by(a)) ≥ 0 ⇒ y(ab) ≤ by(a). Letting b = ∑T−1
τ=0 γτ

γT−1
and a = γT−1, so that

y(ab) = WTP1, and y(a) = WTP1,2, we have the claimed result for the γT−1 > 0 case.
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Appendix B

Appendix to Chapter 2

B.1 Proofs

Proof of Proposition 11.

1. Note that expected ego utility is equal across the two streams, so we need only

compare expected news in each period. The key fact is that, using notation from the proof

of Proposition 7 in Chapter 1:

n1,1(ω
q) + n2,2(ω

q) ≤ n2,2(ω
0) = −η(λ − 1)p0(1 − p0).

Consider any realization of ω in Period 1 causing beliefs to move to p1 and then any

final beliefs p2 ∈ {0, 1}. There are 4 possibilities:

• p2 = 1 ≥ p1 ≥ p0 : Then the news from receiving ω0 is (1 − p0)η. The news from

receiving ωq is at best (p1 − p0)η + (1 − p1)η.

• p2 = 1 ≥ p1 ≤ p0 : Then the news from receiving ω0 is (1 − p0)η. The news from

receiving ωq is at best (p1 − p0)ηλ + (1 − p1)η < (1 − p0)η.

• p2 = 0 ≤ p1 ≥ p0 : Then the news from receiving ω0 is −p0ηλ. The news from

receiving ωq is at best (p1 − p0)η +−p1ηλ ≤ −p0ηλ.

• p2 = 0 ≤ p1 ≤ p0 : Then the news from receiving ω0 is −p0ηλ. The news from

receiving ωq is at best (p1 − p0)ηλ − p1ηλ ≤ −p0ηλ.
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Thus since the news is weakly worse in any contingency, we have the claimed inequality.

Note that if γ1,2 > 0, ωq also delivers strictly negative news n1,2(ω
q) for q > 0.

2. Let ω be the fully revelatory signal. Then the total news from receiving ωq is

−q2 p0(1 − p0)η(λ − 1)− 2q(1 − q)p0(1 − p0)η(λ − 1)

−qγ1,2 p0(1 − p0)η(λ − 1)− (1 − q)p0(1 − p0)η(λ − 1)

= −q(2 − q)p0(1 − p0)η(λ − 1)− qγ1,2 p0(1 − p0)η(λ − 1)− (1 − q)p0(1 − p0)η(λ − 1).

Differentiating with respect to q, we obtain:

(−2(1 − q)− γ1,2 + 1)p0(1 − p0)η(λ − 1).

For γ1,2 < 1, this implies an interior maximum at q = 1 − 1
2(1−γ1,2)

.

3. Take any signal ω. Then the expected total news from receiving ωq is

−q2 ∑
s,t∈Sω |p(s)>p(t)

πsπt|p(s)− p(t)|η(λ − 1)

−q(1 − q)[ ∑
s∈Sω |p(s)>p0

πs(p(s)− p0) + ∑
s∈Sω |p(s)≤p0

πs(p0 − p(s))]η(λ − 1)

−qγ1,2 ∑
s∈Sω |p(s)>p0

πs(p(s)− p0)η(λ − 1)

−q ∑
s∈Sω

πs p(s)(1 − p(s))η(λ − 1)

−(1 − q)p0(1 − p0)η(λ − 1).

Denote this N(q). Suppose N(1) > N(q). Note that N(0) ≥ N(q) for all q ∈ (0, 1], and

N′(q) is a linear function of q. If N(0) = N(q) = N(q/2), then N′ is identically zero, so we

cannot have N(1) > N(q). Since N(0) ≥ N(q) for all q, we must have either N(0) > N(q)

or N(0) > N(q/2), and N(1) > N(q). This implies N′(ϵ) < 0 for some ϵ ∈ (0, q) and

N′(1 − ϵ′) > 0 for some 1 − ϵ′ ∈ (q, 1).

Since N′ is linear, there must be a unique q∗ such that N′(q∗) = 0, with N decreasing

on (0, q∗) and increasing on (q∗, 1). If q∗ ≤ q, then for all q′ > q, N is increasing, so

N(1) > N(q′). If q∗ > q, then for q′ ∈ (q, q∗], N(q′) < N(q) < N(1). But for q′ > q∗, N is
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increasing, so N(1) > N(q).

Proof of Proposition 12.

Let realization s of ω generate beliefs p(s) and occur with probability π(s). Since ω has

finitely many realizations, we can define realizations s′ and s′′ generating the highest and

second-highest posterior beliefs.

Suppose the agent receives signal s′, and immediately has access to signal ω′ that will

move their beliefs to p := max(p0, p(s′′)) with probability 1 − π and 1 with probability π.

We calculate the changes in news utility from receiving the signal:

• The only change in Period 1 news about Period 1 ego is when comparing to the portion

of the reference point contributed to by p(s):

−qπs(1 − p(s))πη(λ − 1)

• There is no net change in Period 1 news about Period 2 ego utility.

• The change in Period 2 news about Period 2 ego is:

[p(s)(1 − p(s))− (1 − π)(p)(1 − p)]η(λ − 1)

= [(p(s)− p)(1 − p(s))]η(λ − 1)

Combining, we get that the total change from receiving ω′ is

[p(s)− p − qπsπ](1 − p(s))η(λ − 1).

Note that none of the variables depend on q, and p(s) > p, so we can take q → 0, and

see that the change from receiving the signal is positive for sufficiently small q.

Proof of Proposition 15. We calculate the utility of each plan. Under the non-revelatory

plan, letting Pr(s = sH) = qH , and noting that qH pH + (1 − qH)pL = p, total expected utility

is:
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2p − η(λ − 1)p(1 − p)

= 2p − η(λ − 1)(qH pH + (1 − qH)pL)(qH(1 − pH) + (1 − qH)(1 − pL))

= 2p− η(λ− 1)(qH pH(1− pH)qH +(1− qH)pL(1− pL)(1− qH)+ qH(1− qH)pH(1− pL)+ qH(1− qH)pL(1− pH))

= 2p− η(λ− 1)(qH pH(1− pH)qH +(1− qH)pL(1− pL)(1− qH)+ qH(1− qH)(pH + pL − 2pH pL)

Under the fully revelatory plan, total expected utility is:

2p − η(λ − 1)[qH(1 − qH)(pH − pL) + qH pH(1 − pH) + (1 − qH)pL(1 − pL)]

= 2p − η(λ − 1)[qH pH(1 − pH) + (1 − qH)pL(1 − pL) + qH(1 − qH)(pH − pL)]

= 2p − η(λ − 1)[qH pH(1 − pH) + (1 − qH)pL(1 − pL) + qH(1 − qH)(pH + pL − 2pL)]

Subtracting the fully revelatory utility from the non-revelatory utility, we attain:

η(λ − 1)[qH pH(1 − qH)(1 − pH) + (1 − qH)pL(1 − pL)qH − qH(1 − qH)2(1 − pH)pL]

= η(λ − 1)qH(1 − qH)[pH(1 − pH) + pL(1 − pL)− 2(1 − pH)pL]

= η(λ − 1)qH(1 − qH)[(pH − pL)(1 − pH) + pL(pH − pL)] > 0.

Thus, the non-revelatory plan generates greater utility in expectation.
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Proof of Proposition 16. Parts 1 and 2: In text.

Part 3: As discussed in the text, the utility attainable under the optimal test is given by

the value of the concavification of the total utility function at .5. Here, U = pα + η(pα −

.5α)− η(λ − 1)I(p < .5)(.5α − pα). Since α > 1, this function is convex over [0, .5) and (.5, 1],

so the concavification is either a line segment from (0,−ηλ.5α) to (1, 1 + η(1 − .5α)), or two

line segments, from (0,−ηλ.5α) to (.5, .5α) and (.5, .5α) to (1, 1 + η(1 − .5α)). It’s the former

case if

.5U(0) + .5U(1) > U(.5)

The former case implies that the optimal test is fully informative, the latter implies

non-revelation is optimal. Algebra reveals that

.5U(0) + .5U(1) > U(.5)

⇔

Λ < 2α − 1

.

Part 4: This proof again consists mostly of tedious algebra, but the arguments are

geometric. I try to describe the logic and largely omit the algebra.

The pessimal test generates total utility given by the value of the convexification of U

at .5. To construct this convexification, we can start at U(0) and proceed along U until we

reach such a point z that the tangent line to U at z either becomes tangent to U again for

some z′ < 1, or the tangent line to U at z also contains the point (1, U(1)), whichever occurs

for a smaller value of z.

In the former case, the convexification is given by U(x) for x /∈ (z, z′), and the value

of the tangent line T for x ∈ (z, z′). Because U is locally convex except at .5, this function

is unique if it exists, and z < .5 < z′. It is trivially convex. To see is is the maximum

such function, note that any other candidate function would have to exceed T(x) for some

x ∈ (z, z′). But such a point cannot lie on a convex function: it lies above the chord joining
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two points in U, implying that, were all three points part of the same function, that function

would be nonconvex over that region.

Algebra gives the values described in the problem for pl and ph. Similar arguments show

that the latter case is the convexification if no such tangent line exists. We can distinguish

between the two cases by defining an extension of U with domain R+. Then a tangent line

with multiple points of tangency always exists. For every slope between (ηα.5α−1, ηλα.5α−1),

we can find a point z′ above and z below .5 with that derivative. There is a unique such pair

of points connected by a line of their shared tangent slope. To determine which case we are

in, simply check whether z′ > 1. If z′ > 1, then we are in the second case.

If we have two tangent points, then the pessimal test places weight solely on those two

points, each with likelihood required by the law of iterated expectations. If we have one

tangent point, the pessimal test places weight on that point and 1, again with the requisite

likelihoods from the law of iterated expectations.
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Appendix C

Appendix to Chapter 3

C.1 Proofs

Proof of Lemma 1. Since the proof is identical, we prove the lemma for an arbitrary number

of dimensions (instead of the 2-dimensions generally assumed in the paper. OCP ⊆ PE is

obvious; the set of conditions required for inclusion in PE is a subset of those required for

inclusion in OCP.

Take some d ∈ PE. Let F−1 = F0(d). We need to show that d satisfies requirement (1) of

an OCP. In particular, taking any feasible1 plan d′, we want to show that

u0(F0(d′)|F0(d)) + Ed′ [u1(m1, ..., mK|F0(d′))]

≤ u0(F0(d)|F0(d)) + Ed[u1(m1, ..., mK|F0(d))].

Note that since requirement (2) holds realization-by-realization, it surely holds in expectation,

so given expectations of F0(d) entering Period 1, following through on plan d surely gener-

ates higher utility in expectation than deviating to plan d′. Thus, Ed′ [u1(m1, ..., mK|F0(d))] ≤

Ed[u1(m1, ..., mK|F0(d))], and we can add u0(F0(d)|F0(d))(= 0) to both sides of the equation

to attain:

u0(F0(d)|F0(d)) + Ed′ [u1(m1, ..., mK|F0(d))].

1By feasible, we simply mean that d(M) ∈ M.This needn’t be a plan satisfying requirement (2).
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≤ u0(F0(d)|F0(d)) + Ed[u1(m1, ..., mK|F0(d))].

All that remains to show, then, is that:

u0(F0(d′)|F0(d)) + Ed′ [u1(m1, ..., mK|F0(d′))].

≤ u0(F0(d)|F0(d)) + Ed′ [u1(m1, ..., mK|F0(d))].

Note that on both sides of the inequality, the material utility is the same. The only difference

is in the news utility. We show that this inequality holds dimension-by-dimension for plans

inducing any distributions of utility H and G, via the following lemma:

Let H and G be distribution functions over Period-1 material utility on a given dimension.

Let EG[y(x)] denote an expectation where x ∼ G. Assume EG[x] and EH [x] are finite.

N(G|H) + EG[N(x|G)] ≤ EG[N(x|H)].

Proof of Sublemma C.1. We make a similar argument2 to Dillenberger and Raymond

(2020).

Observe that, fixing any reference distribution F with quantile function ψF, nF(x) :=

N(x|F) =
∫ 1

0 µ(x − ψF(q))dq is a continuous, monotonic function of x.

Taking distribution G, note also that if its quantile function ψG is regarded as a ran-

dom variable on (0, 1) equipped with the Lebesgue measure ν, this random variable

has cumulative distribution G, so EG(x) =
∫ 1

0 ψGdν. Note that, since nF is measurable,

EG[nF(X)] =
∫ 1

0 nF ◦ ψGdν. We then note that this is equal to the Riemann integral∫ 1
0 nF(ψG(r))dr, which simplifies subsequent notation.

Noting that nF(ψG(r)) =
∫ 1

0 µ(ψG(r) − ψF(q))dq, and setting F equal to G or H as

appropriate, we can thus write:

2This sublemma amounts to a minor generalization of Proposition 10.1 of Dillenberger and Raymond (2020).
In particular, we relax their assumption that consumption lotteries have finite support and note that the core
conceptual argument still applies.
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N(G|H) + EG[N(x|G)] =
∫ 1

0
µ(ψG(q)− ψH(q))dq +

∫ 1

0

∫ 1

0
µ(ψG(r)− ψG(q))dqdr

=
∫ 1

0

(∫ 1

0
µ(ψG(q)− ψH(q)) + µ(ψG(r)− ψG(q))dq

)
dr

and

EG[N(x|H)] =
∫ 1

0

∫ 1

0
µ(ψG(r)− ψH(q))dqdr

Completely analogously to Dillenberger and Raymond, we show that, under (A3’), for

any r and q,

µ(ψG(r)− ψH(q)) ≥ µ(ψG(q)− ψH(q)) + µ(ψG(r)− ψG(q)).

Note that if ψG(q) lies weakly between ψG(r) and ψH(q), then the two sides are clearly

equal. If not, there are four possibilities:

• ψG(q) > ψG(r) ≥ ψH(q): In this case, the LHS is equal to η(ψG(r) − ψH(q)) and

the RHS is η(ψG(q) − ψH(q)) + ηλ(ψG(r) − ψG(q)) = η(ψG(r) − ψH(q)) − η(λ −

1)(ψG(q)− ψG(r)) < η(ψG(r)− ψH(q)).

• ψG(q) > ψH(q) > ψG(r): The LHS is ηλ(ψG(r)− ψH(q)) and the RHS is η(ψG(q)−

ψH(q)) + ηλ(ψG(r) − ψG(q)) = ηλ(ψG(r) − ψH(q)) − η(λ − 1)(ψG(q) − ψH(q)) <

ηλ(ψG(r)− ψH(q)).

• ψG(r) ≥ ψH(q) > ψG(q): The LHS is η(ψG(r)− ψH(q)) and the RHS is ηλ(ψG(q)−

ψH(q))+ η(ψG(r)−ψG(q)) = η(ψG(r)−ψH(q))− η(λ− 1)(ψH(q)−ψG(q)) < η(ψG(r)−

ψH(q)).

• ψH(q) > ψG(r) > ψG(q): The LHS is ηλ(ψG(r)− ψH(q)) and the RHS is ηλ(ψG(q)−

ψH(q))+ η(ψG(r)−ψG(q)) = ηλ(ψG(r)−ψH(q))− η(λ− 1)(ψG(r)−ψG(q)) < ηλ(ψG(r)−

ψH(q)).

Thus, the integrand of the EG[N(x|H)] is strictly greater on the domain of integration,

proving the lemma.
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The proposition then follows from setting G = Fk
0 (d

′) and H = Fk
0 (d).

Proof of Proposition 17.

Comonotonicity ⇒ c ∈ OCP: Suppose C is comonotonic. We show that c must then

satisfy condition (2) required of optimal consistent plans. By Proposition 1, this is sufficient

to show c ∈ OCP.

Take any M ∈ supp(χ). By definition of the classical plan c(p) = (c1, c2) maximizes

c1 + c2 restricted to M(p), and is therefore on the utility-possibility frontier of M(p).

Writing Fk
0 to denote rational expectations according to C on dimension k, and F0 to denote

the joint distribution, we can calculate u1(z1, z2|F0) for a generic (z1, z2):

2

∑
k=1

{zk + ηFk
0 (zk)(zk − E[mk|mk ≤ zk]) + ηλ(1 − Fk

0 (zk))(zk − E[mk|mk > zk])}.

Choose any other (d1, d2) ∈ M(p).

Then u(d1, d2|F0) is equal to

2

∑
k=1

{dk + ηFk
0 (dk)(dk − E[mk|mk ≤ dk]) + ηλ(1 − Fk

0 (dk))(dk − E[mk|mk > dk])}.

If zk − dk > 0, the difference between the two addends is:

(zk − dk)[1 + ηFk
0 (dk) + ηλ(1 − Fk

0 (zk))]

+(1 − Fk
0 (zk)− Fk

0 (dk))(ηzk − ηλdk)

≥

(zk − dk)[1 + ηFk
0 (zk) + ηλ(1 − Fk

0 (zk))].

Taking the limit as zk → ck, we attain that ck − dk is at least:
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(ck − dk)[1 + η lim
zk↑ck

Fk
0 (zk) + ηλ(1 − lim

zk↑ck
Fk

0 (zk))].

Similarly, if ck − dk ≤ 0:

(ck − dk)[1 + ηFk
0 (ck) + ηλ(1 − Fk

0 (dk))]

+(1 − Fk
0 (dk)− Fk

0 (ck))(ηλck − ηdk)

and this is at worst:

(ck − dk)[1 + ηFk
0 (ck) + ηλ(1 − Fk

0 (ck))].

we have that the difference in addends is greater than or equal to the same quantity.

Note that, since F0 is comonotonic, we can compare:

α := max
k∈{1,2}

1 + ηFk
0 (ck) + ηλ(1 − Fk

0 (ck))

≤ min
k=1,...,K

1 + η lim
zk↑ck

Fk
0 (zk) + ηλ(1 − lim

zk↑ck
Fk

0 (zk)).

Using this, our entire sum is thus at least: α ∑2
k=1(ck − dk). But we know that ∑2

k=1(ck −

dk) ≥ 0 since c is material-utility optimal, so clearly u1(c1, c2|F0) ≥ u1(d1, d2|F0), completing

this direction of the proof.

Non-“quasi”comonotonicity ⇒ c /∈ OCP:

We refer to a plan where the marginal distributions satisfy the properties in the hypothe-

sis of the second part of the proposition as “quasi-comonotonic”.

First we prove a useful lemma:

Lemma 7 Suppose M is convex, compact, and has non-empty interior. If c(M) is a smooth

point of M, then for any (n1, n2) such that ∑2
k=1 nk < 0, there exists some ϵ > 0 such that

(c1(M) + ϵn1, ..., c2(M) + ϵn2) ∈ M.

Proof of Lemma..

For convenience, we translate our coordinates so that ck(M) = 0 for all each of k = 1, 2.

It’s easy to verify that the hyperplane with normal vector (1, 1) is a supporting hyperplane;
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smoothness implies that it’s the unique supporting hyperplane.

Take a vector n ∈ R2. Suppose span(n) intersects M only at (0, ..., 0). Then it does not

intersect the interior of M, which we’ll denote int(M). Thus there exists some separating

hyperplane between span(n) and int(M), which we can characterize by a non-zero normal

vector (a1, a2) such that ∑2
k=1 akrnk ≤ ∑2

k=1 akmk for all r ∈ R and (m1, m2) ∈ int(M). It

must be that ∑2
k=1 aknk = 0 (otherwise for sufficiently large/small c, the required relationship

wouldn’t hold). Therefore 0 ≤ ∑2
k=1 akmk for all (m1, ..., mK) in the closure of the interior of

M, which is simply M. But then (a1, a2) is the normal vector of a supporting hyperplane

of M, and so (a1, a2) must be a multiple of (1, 1) since c(M) is a smooth point. Thus,

∑2
k=1 nk = 0.

Therefore, if ∑2
k=1 nk < 0, then span(n) intersects int(M). Thus there exists non-zero

ϵ ∈ R such that ϵn is in M. For such an ϵ, ∑2
k=1 ϵnk ≤ 0 by definition of the classical plan,

so ϵ > 0.

Returning to the proposition, assume the agent planned to implement plan c. Take the

point (c1, c2) ∈ supp(C) where quasi-comonotonicity is violated, with preimage p. WLOG

suppose that the violation is such that limx↑c1 F1
0 (x) > F2

0 (c2). Suppose M(p) has non-empty

interior. Consider a deviation to a vector identical to c, except that these two points are

adjusted to c1 − ϵ and c2 + αϵ, where

α = .5(1 +
limx↑c1 F1

0 (x) + Λ(1 − limx↑c1 F1
0 (x)

F2
0 (c2) + Λ(1 − F2

0 (c2))
) < 1

Such a deviation is possible for sufficiently small ϵ by Lemma 7. As ϵ → 0, Lori’s utility

from the deviation, less her utility from the original plan, approaches:

−ϵ(1 + η lim
x↑c1

F1
0 (x) + ηλ(1 − lim

x↑c1
F1

0 (x))) + αϵ(1 + ηF2
0 (c2) + ηλ(1 − F2

0 (c2))

But since α >
limx↑c1

F1
0 (x)+Λ(1−limx↑c1

F1
0 (x))

F2
0 (c2)+Λ(1−F2

0 (c2))
, this is positive, so Lori prefers to deviate.

If M(p) has empty interior, then since c(M(p)) is a smooth point, the supporting

hyperplane (tangent line) through it is unique. Thus, local to c(M(p)), there must be

at least 1 other point in in M(p); otherwise, there would be infinitely many supporting

hyperplanes. Moreover, since M(p) is convex, the convex hull of these points must be
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contained in M(p). This convex hull of these points defines the a unique tangent line

containing it which in turn most be the unique tangent to M(p) at c(M(p)). In other

words, local to c(M(p)), we have a full-dimension subset of the tangent line in R2 defined

by ∑2
k=1 mk = ∑2

k=1 ck. Thus a deviation to from c to a vector identical to c, except that c1

and c2 are adjusted to c1 − ϵ and c2 + ϵ is feasible, and this deviation is tempting by identical

logic to above.

Proof of Lemma 3. We will prove the first case; the second holds by symmetry. It is useful

to first prove some facts about I(d).

First, I(d) is non-empty: if xmin and xmax are the minimum and maximum values in X,

then surely (xmin, xmin) and (xmax, xmax) are in I(d).

Second, fixing any x ∈ X, there exists some y ∈ X such that (x, y) ∈ I(d). Note

that D1(x) ≥ limx′↑xmin D2(x′) = 0. Similarly, at (x, xmax), we must have limx′↑x D1(x′) ≤

D2(xmax) = 1

The left-continuity and increasing behavior of limy′↑y D2(y′) implies that there exists a closed

set [xmin, y] over which limy′↑y D2(y′) ≤ D1(x). Similarly there exists a closed set [y, xmax]

over which D2(y) ≥ limx′↑x D1(x). But at any fixed y, one or the other inequalities holds: if

D2(y) < limx′↑x D1(x), then surely limy′↑y D2(y′) ≤ D1(x). Thus y ≥ y, implying a value of

y where both inequalities hold, and thus that (x, y) ∈ I(d).

First, suppose d(M) := (d1, d2) ∈ I(d)d. Then d(M) /∈ I(d). Thus there exists

some (d1, i2) ∈ I(d). By definition of Id, d2 > i2, and thus the only possibility is that

limd′↑d2 D2(d′) > D1(d1). Suppose (towards a contradiction) that d1 < c1 and d2 > c2.3.

Then a small deviation from (d1, d2) in the direction of (c1, c2) is feasible by convexity, so

consider a deviation to (d1 + ϵ(c1 − d1), d2 + ϵ(c2 − d2)) with ϵ > 0 . Moreover, by similar

logic to the previous proof, the utility difference from using this plan instead of d is at least

ϵ(c1 − d1)[1 + ηD1(d1 + ϵ(c1 − d1)) + ηλ)(1 − D1(d1 + ϵ(c1 − d1)))]

+ϵ(c2 − d2)[1 + ηD2(d2 + ϵ(c2 − d2)) + ηλ(1 − D2(d2 + ϵ(c2 − d2)))]

3Note that the case where only one of these holds either contradicts material-utility-maximization at c(M)
or implies d(M) is Pareto-dominated and thus non-optimal.
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Note that d2−c2
c1−d1

< 1, and since limd↑d2 D2(d) > D1(d1) and λ > 1, 1+ηD1(d1+ϵ(c1−d1))+ηλ(1−D1(d1+ϵ(c1−d1))
1+ηD2(d2+ϵ(c2−d2))+ηλ(1−D2(d2+ϵ(c2−d2)))

approaches some limit above 1, so we can take ϵ sufficiently small that 1+ηD1(d1+ϵ(c1−d1))+ηλ(1−D1(d1+ϵ(c1−d1)))
1+ηD2(d2+ϵ(c2−d2))+ηλ(1−D2(d2+ϵ(c2−d2)))

exceeds d2−c2
c1−d1

, implying that the deviation improves total utility, contradicting the optimality

of (d1, d2). So we must have d1 ≥ c1 and d2 ≤ c2. Note that this implies c(M) ∈ Id.

On the other hand, suppose c(M) ∈ Id. Then, again, we must have limc′↑c2 D2(c′) >

D1(c1). If d1 < c1 and d2 > c2, then we again have limd↑d2 D2(d) > D1(d1), and a completely

analogous argument to the above shows that we must have d1 ≥ c1 and d2 ≤ c2.

Proof of Proposition 18. To establish the result, it is useful feature to establish that supp(χd)

coincides with the image of supp(χ) under d. To do this, we establish that d is continuous:

Given any expectations, Lori’s optimal consistent plan d must maximize her total utility.

If D1 and D2 are the marginal distribution functions on each dimension under plan d, then

for each parameter value p ∈ supp(χ) her objective function is:

m1 + m2 + D1(m1)η(m1 − E[m
′
1|m′

1 ≤ m1]) + (1 − D1(m1))ηλ(m1 − E[m
′
1|m′

1 > m1])

+D2(m2)η(m2 − E[m
′
2|m′

2 ≤ m2]) + (1 − D2(m2))ηλ(m2 − E[m
′
2|m′

2 > m2])

subject to the constraint that (m1, m2) ∈ M(p). Note that the objective function is continuous

and strictly convex in (m1, m2), that the choice sets M(p) are convex and compact, that

Ξ(p) is continuous in p by assumption. Thus, Berge’s Theorem of the Maximum implies

that the set of maximizers is upper hemicontinuous, but strict convexity implies a unique

optimizer, so in fact d must be continuous. Since, by assumption, {p| f (p) > 0} (where f

is the Radon-Nikodym derivative of µ wrt Lebesgue measure) is compact, then Im(d) :=

{d(M(p))| f (p) > 0} is also compact by continuity of d. Note that the complement of

Im(d) is an open set of measure zero under µd. Thus, supp(χd) ⊆ Im(d), so for any

(d1, d2) ∈ supp(χd), we can find p ∈ supp(µ) such that (d1, d2) = d(M(p)).

We proceed by contradiction. Suppose there were some M with d(M) = (d1, d2) such

that for all (c′1, c′2) ∈ supp(χc), either c′1 > d1 or c′2 < d2. Then by Lemma 3, (d1, d2) /∈ I(d)d.

Thus, there exists some (i1, i2) ∈ I(d) with i1 ≤ d1 and i2 ≥ d2. Thus, D1(d1) ≥

limd′↑d2 D2(d′).
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Case 1: In the case where D1(d1) = limd′↑d2 D2(d′), an analogous argument to that in

the proof of the lemma shows that a small deviation toward c(M) = (c1, c2) would be

beneficial.4

Case 2: So we consider D1(d1) > limd′↑d2 D2(d′). We must have d1 + d2 < c1 + c2. We

need only consider d on the utility-possibility frontier of M, so c1 > d1 and d2 > c2.

Define S = {(d′1, d′2)|d′1 ≤ d1 and d′2 ≥ d2}. We must have χd(S) = D1(d1) −

limd↑dd D2(d). Note additionally that S is compact.

Using the compactness of S, we can choose the smallest d∗1 such that there exists some

(d∗1 , d2) ∈ S ∩ supp(χd), and then the largest d∗2 such that (d∗1 , d∗2) ∈ S ∩ supp(χd). Defining

S∗ = {(d′1, d′2)|d′1 ≤ d∗1 and d′2 ≥ d∗2}, we claim that χd(S∗) = 0: The set containing solely the

point (d∗1 , d∗2) has measure zero by atomlessness; by definition of d∗1 , the set of points (d′1, d∗2)

with d′1 < d∗1 is measure zero; by definition of d∗2 , the set of points (d′1, d′2) with d′1 ≤ d1 and

d′2 > d∗2 has measure zero. Since S∗ is contained in the union of these three sets, S∗ has

measure zero.

Since S∗ has measure zero, we must have limd↑d∗2 D2(d) ≥ D1(d∗1).

We know that since d∗1 ≤ d1 and d∗2 ≥ d2, we must have d∗1 < c′1 or d∗2 > c′2 for every

(c′1, c′2) ∈ supp(χc) by comparison with d1.

Then again by Lemma 3, (d∗1 , d∗2) /∈ Id, and thus there exists some (i1, i2) ∈ I(d) with

i1 ≤ d∗1 and i2 ≥ d∗2 , so again D1(d∗1) ≥ limd′↑d∗2 D2(d′) by comparison with (i1, i2).

This implies D1(d∗1) = limd′↑d∗2 D2(d′). Using the property established above from the

continuity of d, since (d∗1 , d∗2) ∈ supp(χd), there exists some M∗ for which d(M∗) = (d∗1 , d∗2).

Faced with this choice set, the argument from Case 1 guarantees a profitable deviation

toward c(M∗), contradicting the optimality of d(M∗) and completing the proof.

(The other direction is identical).

Proof. Part 1: In text. Part 2: We take any point outside of supp(χc) and show that is must

lie in either supp(χc) or supp(χc). First, note that we can limit to points within Rc, by part

1. Take some (c1, c2) ∈ Rc. We must have c1 ∈ [cmin
1 , cmax

1 ]. By convexity, closedness, and

definition of the upper and lower boundaries, for all such c1, there exist cupper
2 ≥ clower

2 such

that (c1, cupper
2 ) ∈ upper(supp(χc) and (c1, clower

2 ) ∈ lower(supp(χc). If c2 ∈ [clower
2 , cupper

2 ],

4The slight difference is that 1+ηD1(d1+ϵ(c1−d1))+ηλ(1−D1(d1+ϵ(c1−d1))
1+ηD2(d2+ϵ(c2−d2))+ηλ(1−D2(d2+ϵ(c2−d2)))

approaches a limit equal to 1, not

greater. But d2−c2
c1−d1

< 1, so the argument still goes through.
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then (c1, c2) ∈ supp(χc) by convexity. Thus, we consider the cases in which c2 lies outside

of these boundaries.

Suppose c2 > cupper
2 . Then take any point (c′1, c′2) ∈ supp(χc). If c′1 < c1, then there exists

(c′1, cupper
2

′) ∈ upper(supp(χc)), and comonotonicity implies that c2 > cupper
2 ≥ cupper

2
′ ≥ c′2.

If c′1 = c1, then by definition of cupper
2 , we have c′2 ≤ cupper

2 . Otherwise, c′1 > c1. Thus,

(c1, c2) ∈ supp(χc). Identical logic applies if c2 < clower
2 .

Thus, by Proposition 18, supp(χd) ⊆ supp(χc) in any OCP d.

Proof of Proposition 21. Since there is only one choice set, we write c and d instead of

c(M) and d(M).

Let f be a continuously differentiable function describing UPF(M) with ϵ of c. At any

point d ∈ UPF(M) such that ||c − d|| < ϵ, ∇ f (d) exists and describes the normal vector to

the unique supporting hyperplane of M through d. We know the affine hyperplane through

c with normal direction (1, 1, ..., 1) is a supporting hyperplane to M through c, so we can

re-scale f so that ∇ f (c) = (1, 1, ..., 1).

Since f is continuously differentiable, we can choose ϵ′ so that ||∇ f (d)−∇ f (c)|| < δ

whenever ||d − c|| < ϵ′. Choose δ small enough that 1+δ
1−δ < Λ.

We need to show that there exists no profitable deviation from d when d is expected

entering Period 1, then the result follows from Lemma 1. We proceed in 2 brief steps. First,

we show that any feasible deviation d′ ∈ M when planning d is dominated by some p in

the unique supporting hyperplane through d which we denote Hd. Then, we show that,

when d is expected, d generates greater utility than p for all p ∈ Hd.

Step 1: Take some point d within ϵ′ of c. Let ∇ f (d) = (n1, ..., nK), so the supporting

hyperplane Hd has equation ∑K
k=1 nkxk = ∑K

k=1 nkdk By selection of ϵ′, n1, ..., nK are all

positive. By the definition of a supporting hyperplane, ∑K
k=1 nkd′k ≤ ∑K

k=1 nkdk for all

d′ = (d′1, ..., d′K) ∈ M. Thus, for any d′ ∈ M, either d′ ∈ Hd, or d′ is dominated by a point in

Hd. Thus, it’s sufficient to show that choosing d when expecting d generates greater utility

than p for all p ∈ Hd.

Step 2: Take any p ̸= d ∈ Hd. Partitioning p into dimensions for which pk > dk

and dimensions for which pk ≤ dk, we have ∑k|pk>dk
nk pk + ∑k|pk≤dk

nk pk = ∑k|pk>dk
nkdk +

∑k|pk≤dk
nkdk ⇒ ∑k|pk>dk

nk(pk − dk) = ∑k|pk≤dk
nk(dk − pk).
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The left-hand side is bound below by setting nk = 1− δ; the right-hand side can similarly

be bound above by setting nk = 1 + δ. Thus,

∑
k|pk>dk

(pk − dk) ≤
1 + δ

1 − δ ∑
k|pk≤dk

(dk − pk)

But the return to deviating to p when expecting d is (1 + η)∑k|pk>dk
(pk − dk) − (1 +

ηλ)∑k|pk≤dk
(dk − pk), thus it’s strictly beneficial to deviate precisely when

∑
k|pk>dk

(pk − dk) > Λ ∑
k|pk≤dk

(dk − pk)

But by our choice of ϵ, 1+δ
1−δ < Λ, so this cannot be the case, completing the step and the

proof.

Proof of Proposition 22. For any F−1, χ, and M, suppose d(M) = (d1, d2) is the selection

from M in the optimal consistent plan. Take (d′1, d′2) ∈ M, and WLOG assume d1 > d′1 and

d2 < d′2 (otherwise, one of the options is dominated). Then it must be the case that

2

∑
k=1

d′k(1 + Fk(d′k)η(d
′
k − EFk [x|x < d′k]) + (1 − Fk(d′k))ηλ(ck − EFk [x|x ≥ d′k])

≤
2

∑
k=1

dk(1 + Fk(dk)η(dk − EFk [x|x < dk]) + (1 − Fk(dk))ηλ(dk − EFk [x|x ≥ dk]),

where Fk is the distribution function of material utility on dimension k under the optimal

consistent plan. But this implies that surely

(d1 − d′1)(1 + F1(d1)η + (1 − F1(d1))ηλ)

≥ (d′2 − d2)(1 + F2(d2)η + (1 − F2(d2))ηλ)

which implies that

(d1 − d′1)(1 + ηλ)

≥ (d′2 − d2)(1 + η).

But this condition is guarantees that it is not beneficial to deviate to (d′1, d′2) when
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expecting to consume (d1, d2) for certain. By Lemma 1, this implies d(M) is an optimal

consistent plan for some F−1 when χ puts unit mass on M.

Proof of Proposition 24. We show that we have weak compression on dimension 1;

dimension 2 follows by symmetry.

Take optimal consistent plan d and and choice sets M(p),M(p′) with d1(p) < d1(p′).

Note that this is without loss of generality on dimension 1: If d1(p) = d1(p′), then we

necessarily have weak compression, so we can ignore that case, otherwise the inequality

is merely labeling. Non-Pareto-dominance implies d2(p) > d2(p′). Suppose c1(p) ∈

(d1(p), d1(p′)). We need to show c1(p′) /∈ [d1(p), d1(p′)].

d must satisfy requirement (2) of optimal consistent plans, so Lori must not want to

deviate at either of her choice sets. That she prefers not to deviate at (d1, d2) := d1(p), d2(p)

implies that, denoting ck := ck(p), and denoting the marginal distributions of utilities

induced by plan d by D1, D2:

(c1 − d1)[1 + ηD1(d1) + ηλ(1 − D1(d1))]

≤ (d2 − c2)[1 + η lim
d↑d2

D2(d) + ηλ(1 − lim
d↑d2

D2(d))]

Otherwise, a small deviation towards (c1, c2) would be attractive. Since c is material-

utility-maximizing (and d is not) we know c1 − d1 > d2 − c2. Thus, we have:

1 + ηD1(d1) + ηλ(1 − D1(d1)) < 1 + η lim
d↑d2

D2(d) + ηλ(1 − lim
d↑d2

D2(d)),

which implies that D1(d1) > limd↑d2 D2(d).

But then consider M(p′). Denoting the corresponding choices by c′k and d′k, we claim

that we cannot have c′1 ≤ d′1, proceeding by contradiction. Suppose we had c′1 ≤ d′1. Then

material optimiality of c implies that d′2 < c′2. For d′1, d′2 to be optimal, we require:

(d′1 − c′1)[1 + η lim
d↑d′1

D1(d) + ηλ(1 − lim
d↑d′1

D1(d))]

> (c′2 − d′2)[1 + ηD2(d′2) + ηλ(1 − D2(d′2))].

Again by material-utility optimality of c, we must have limd↑d1 D1(d) < D2(d′2). But now

we collect our various inequalities on d, d′, and the associated distribution functions:
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• D1(d1) > limd↑d2 D2(d).

• d1 < d′1, so limd↑d′1
D1(d) ≥ D1(d1).

• d2 > d′2, so limd↑d2 D2(d) ≥ D2(d′2).

Thus, limd↑d′1
D1(d) > D2(d′2), which contradicts the inequality directly above the bullets.

By symmetry, the same argument holds for dimension 2, completing the proof.

Proof of Proposition 25.

Part 1: Let xmin
2 be chosen to be the material-utility-maximizing consumption level of x2

at pmin
1 . Consider a plan d where x2 is held constant at xmin

2 and thus x1 =
B−p2xmin

2
p1

.

Strict elasticity and the well-behavedness of material preferences imply5 that xmin
2 must

satisfy:

m′
1(

B−p2xmin
2

p1
)

m′
2(xmin

2 ))
=

pmin
1
p2

.

For d to satisfy requirement 2 of an optimal consistent plan, we must have the following

inequalities for all p1 ∈ [pmin
1 , pmax

1 ]:

m′
1(

B−p2xmin
2

p1
)

m′
2(xmin

2 ))
g(p1) ≤

p1

p2

and

m′
1(

B−p2xmin
2

p1
)

m′
2(xmin

2 ))
Λg(p1) ≥

p1

p2
,

where

g(p1) :=
1 − F(p1) + ΛF(p1)

Λ
∈ [

1
Λ

, 1]

Defining h(p1) := p1
p2

m′
2(xmin

2 )

m′
1(

B−p2xmin
2

p1
)
, we can restate our inequalities as:

g(p1) ≤ h(p1) ≤ Λg(p1).

5Specifically, this holds by applying the KKT conditions at prices arbitrarily close to pmin
1 and noting that at

each of those prices, the classical solution must be an interior solution. We cannot appeal to the KKT conditions
at pmin

1 because it is possible that x2(pmin
1 ) = 0.
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We have h(p1) ≥ 1 for all p1 ≥ pmin
1 by strict elasticity6, so the first inequality holds.

Note that

h′(pmin
1 ) =

m′
2(xmin

2 )

p2
(

1

m′
1(

B−p2xmin
2

pmin
1

)
− (pmin

1 )3

m′′
1 (

B−p2xmin
2

pmin
1

)(B − p2xmin
2 )

)

and Λg′(pmin
1 ) = f (pmin

1 )(Λ − 1). Since f (pmin
1 ) > 0 by assumption, we can take Λ

sufficiently large that Λg′(pmin
1 ) > h′(pmin

1 ). Thus, since additionally h(pmin
1 ) = Λg(pmin

1 ),

there exists some ϵ such that, for all p1 ≤ pmin
1 + ϵ, Λg(p1) ≥ h(p1). Let the mass associated

with this section of the distribution be denoted by δ.

For larger p1, note that h(p1) is bound above:

h(p1) ≤
pmax

1
p2

m′
2(xmin

2 )

m′
1(

B−p2xmin
2

pmin
1

)
.

These are all fixed and finite parameters, but for all p1 > pmin
1 + ϵ, Λg(p1) ≥ Λδ, and

this diverges as Λ → ∞. Thus we can take Λ sufficiently large that Λg(p1) ≥ h(p1) for such

p1, completing the proof of part 1 of the proposition.

Part 2: Consider any plan that does not select any value of x2 with positive probability.

Define the highest value of x2 to be xH
2 and the lowest value of x2 to be xL

2 , achieved at

respective prices pH
2 and pL

2 . We must have xH
2 > xL

2 . Moreover, note that the classical

solution c1(pH
1 ), c2(pH

1 ) satisfies7

m′
1(c1(pH

1 ))

m′
2(c2(pH

1 ))
=

pH
1

p2
.

Note that xH
2 > 0, so xH

2 must satisfy

m′
1(xH

1 )

m′
2(xH

2 ))
≤ (1 + ηχ1(x ≤ xH

1 ) + ηλχ1(x > xH
1 ))m′

1(xH
1 )

(1 + η)m′
2(xH

2 )
≤ pH

1
p2

where χ1() is the measure describing the distribution of x1 under Lori’s plan. Comparing

this inequality to the classical equality above, and noting that Lori spends her whole budget

6To see this, fix p1 > pmin
1 and replace xmin

2 with variable x to create a function h(x). Note that h(x) = 1
when x is the material-utility-optimizing consumption level for price p1, and h(x) strictly decreases in x. Since
strict elasticity implies the material-utility-optimizing quantity for p1 > pmin

1 must exceed xmin
2 , there is some

x > xmin
2 such that h(x) = 1, and thus h(xmin

2 ) ≥ 1.
7This follows from strict elasticity at all prices other than pmax

1 and pmin
1 .
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at each price, we must have xH
2 ≤ c2(pH

1 ) and xH
1 ≥ c1(pH

1 ). Identical logic implies that

xL
2 ≥ c2(pL

1 ) and xL
1 ≤ c1(pL

1 ), via a similar inequality:

m′
1(xL

1 )

m′
2(xL

2 ))
≥ (1 + ηχ1(x < xL

1 ) + ηλχ1(x ≥ xL
1 ))m

′
1(xL

1 )

(1 + ηλ)m′
2(xL

2 ))
≥ pL

1
p2

.

This implies that c2(pH
1 ) > c2(pL

1 ), which implies (by strict elasticity) that pH
1 > pL

1 . Since

pL
1 < pH

1 and xH
2 > xL

2 , we must have xH
1 < xL

1 .

We can take the ratio of the two inequalities to attain:

(1 + ηχ1(x ≤ xH
1 ) + ηλχ1(x > xH

1 ))m′
1(xH

1 )

(1 + η)m′
2(xH

2 )

(1 + ηλ)m′
2(xL

2 )

(1 + ηχ1(x < xL
1 ) + ηλχ1(x ≥ xL

1 ))m
′
1(xL

1 )
≤ pH

1

pL
1

which implies that

(1 + ηχ1(x ≤ xH
1 ) + ηλχ1(x > xH

1 ))

1 + η

1 + ηλ

(1 + ηχ1(x < xL
1 ) + ηλχ1(x ≥ xL

1 ))
≤ pH

1

pL
1

and since xH
1 < xL

1 :

Λ ≤ pH
1

pL
1
≤ pmax

1

pmin
1

.

Clearly, this does not hold for sufficiently large Λ, completing the proof.

In Proposition 26, we assert existence of a particular type of OCP. As in Kőszegi (2010)

(and KR(2006)), to guarantee existence of any consistent plan in general, we need a fairly

technical condition on the set of M(p) and χ. Defining ˆM(p) ⊆ ∆(X2) to be the set

of lotteries over elements of M(√), and defining
∫

d( ˆM(p))dχ ⊆ ∆(X2) to be the set

of such measures generated by planning to select lottery d( ˆM(p)) ∈ ∆(X2) from ˆM(p)

distributed according to χ, we say the choice sets M(p) are mixed-strategy-compact under

χ if
∫

d( ˆM(p))dχ is compact.

Proposition 26 Suppose that M(p) is strictly convex for all p ∈ supp(χ) is strictly convex, and

the sets M(p) are mixed-strategy-compact under χ, then there exists some F−1 such that, given

optimal consistent plan d, supp(chid) ⊆ Rc.

Proof of Proposition 26.
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This proof is similar to the first part of the proof of general existence of personal

equilibrium in Kőszegi (2010). The difference is that we restrict the space of reference beliefs

to have support within Rc, and show that any optimal plan given those beliefs must also

lie within that range. Thus, there exists a fixed point of the correspondence mapping any

such beliefs to the beliefs induced by optimal behavior given those beliefs. We use this fixed

point to demonstrate the existence of an optimal consistent plan within the extreme points

of the classical plan. For simplicitly, and since it is not relevant to the proof, we suppress

mention of the parameters p.

For this proof, we initially slightly expand8 our choice sets M. Instead of considering

subsets of X2, we replace each M with M̂ ⊆ ∆(X2) defined as the set of all Borel probability

measures over elements of M (endowed with the weak-* topology). Note that ∆(X2) is

compact since X2 is complete.

We maintain probability measure χ over such choice sets M̂ in Period 1. Denote

the boundaries of Rc under χ of the classical, material-utility-maximizing plan by cmax
k

and cmin
k , and denote the classical, material-utility-maximizing element of M̂ by c(M̂) =

(c1(M̂), c2(M̂)).

Consider the set of probability measures generated by planning to select some lottery

d(M̂) for each choice set M̂, where M̂ is distributed according to χ. Denote the set of

all such measures by
∫

d(M̂)dχ. Consider the subset of
∫

d(M̂)dχ such that each d(M̂)

satisfies

supp(d(M̂)) ⊆ {(d1, d2) ∈ X2|dk ∈ [cmin
k , cmax

k ] for k = 1, 2}

Denote the subset of
∫

d(M̂)dχ with support satisfying this restriction by Z . Note that

Z is non-empty since each M is non-empty. Additionally, Z is compact: Consider the

compact space P of Borel probability measures on the compact, complete metric space

X2 ∩ [cmin
1 , cmax

1 ]× [cmin
2 , cmax

2 ] endowed with the weak* topology. Since Z = P ∩
∫

d(M̂)dχ

is an intersection of two compact sets, it is compact.

Finally, Z is convex: for d′(M̂), d′′(M̂), we have α
∫

d′(M̂)dχ + (1 − α)
∫

d′′(M̂)dχ =

8Intuitively, we allow randomization over the elements of choice sets and consider the optimal mixed
strategy given any beliefs. This facilitates the application of fixed point results to prove existence of a mixed-
strategy analog to our optimal consistent plans. We then show strict mixing is not optimal, so our mixed-strategy
analog corresponds to a plan satisfying our more restrictive definition of an optimal consistent plan.
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∫
d′′′(M̂)dχ where d′′′(M̂) = αd′(M̂) + (1 − α)d′′(M̂) ∈ ∆(X2). d′′′ is clearly contained

within Rc since d′ and d′′ are.

Let

v(χd) = max
χ̂∈

∫
d(M̂)dχ

U(χ̂|χd) := max
χ̂∈

∫
d(M̂)dχ

∫
u1(d1, d2|χd)dχ̂

By definition of the set
∫

d(M̂)dχ, if χ̂ belongs to this set, there must be a choice function

dχ̂ such that:

∫
u1(d1, d2|χd)dχ̂ =

∫
u1(dχ̂(M̂)|χd)dχ

Define the maximizer correspondence by:

Ψ(χd) = {χ̂ ∈
∫

d(M̂)dχ | U(χ̂|χd) = v(χd)}

We claim that Ψ(Z) ⊆ Z . To see this, suppose it doesn’t hold. Then for some χd, there

exists some point (d1, d2) ∈ X2 in the support of some element χ̂ of Ψ(χd) lying outside of

Rc. Since Ψ(χd) can be written as an integral of planned consumption bundles, there must

exist some collection of sets M̂ of positive measure under χ where (d̂1, d̂2) ∈ dΨ(χd)(M̂) are

arbitrarily close to d1, d2, and thus outside the extreme points of the classical plan. For each

of these M̂, at all such (d̂1, d̂2) we can strictly improve Lori’s utility by shifting from (d̂1, d̂2)

toward any point in the support9 of (c1(M̂), c2(M̂)).

For example, if d̂1 < cmin
1 , then (using convexity), a small shift toward any point

(c1, c2) ∈ X2 in the support of (c1(M̂), c2(M̂)) generates a utility increase proportional to

(c1 − d̂1)[1+ ηλ] and a decrease (if d2 > c2) of at most (d̂2 − c2)[1+ ηλ]. But by definition of

the extreme points and material-utility-optimization of c, c1 + c2 > d̂1 + d̂2. Thus, by taking

χ̂ and adjusting towards c1, c2 in this way, we improve expected utility, contradicting the

optimality of χ̂.

Thus, Ψ : Z ⇒ Z , and Z is non-empty, compact and convex. Since U is continuous

(as an integral of continuous u1), Ψ has a closed graph, and since we allow mixtures, Ψ is

convex-valued. Thus, by the Kakutani-Fan-Glicksberg Theorem, Ψ has a non-empty set of

9By assumption throughout the paper, the support of c(M̂) is in fact a single point; we refer to the support
here to emphasize that c(M̂) selects a lottery.
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fixed points. Take any fixed point ϕ of Ψ. By definition, ϕ is induced by a plan d maximizing

expected utility given beliefs ϕ induced by following plan d. Thus, it must agree with a

plan choosing the utility-maximizing selection from each M̂ realization-by-realization given

beliefs ϕ except on a set of zero measure. On this set of zero-measure, we can replace the

selection of d with the utility-maximizing selection from M̂ without changing the reference

beliefs ϕ. Call the associated plan d̂. We make two claims about d̂ to complete the proof:

First, d̂ assigns a unique bundle in M (i.e. a degenerate lottery from M̂ ), and second, d̂

satisfies our requirement (2) of optimal consistent plans.

To see the first, suppose otherwise. Suppose the utility-maximizing selection from M̂

involves strict mixing over elements of M. Then each x ∈ M receiving positive weight

under d̂ must belong to argmaxx∈Mu1(x|ϕ̂). But strict convexity of M and (weak) concavity

of continuous function u1 imply that this set consists of a single element.

But this implies that d specifies a unique selection from M that maximizes utility given

the beliefs induced by that plan, which is precisely our requirement (2) of optimal consistent

plans. Thus d̂ is an optimal consistent plan for some F−1 by Lemma 1.
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