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Electron–Phonon Coupling in Metal–Organic Frameworks

Abstract

Metal–organic frameworks (MOFs) are a promising class of materials that offer impressive tun-

ability. They are thereby suitable for use as platforms for designing functional materials. However,

navigating their design space is a rather Sisyphean task, with over 500,000 predictedMOFs in the

literature.

If we can better understand the fundamental properties of MOFs, we can develop systems for

more effectively tuningMOF functionality. In particular, their high crystallinity and relative soft-

ness provide opportunities for engineering electrical and optical properties. Further, electrical con-

ductivity in MOFs is yet limited; understanding and improving their charge transport would greatly

expandMOF applications.

This work seeks to advance our understanding of the MOF design space. It combines an interest

in 1) applying physical theory to a traditionally chemical material platform, 2) studying transport

in MOFs for practical applications, and 3) advancing the capabilities and accessibility of computa-

tional tools. In service of these goals, I implement a computational workflow for ab initio calcula-

tions of three key determinants of MOF properties: electrons, phonons, and their coupling.

In Chapter 0, I provide a gentle and patient introduction to materials science, computational

materials study, andMOFs. The discussion is intended to gradually paint a rich motivation for this
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work, at a level accessible to the lay reader. I discuss whyMOFs are an interesting material platform

from both chemical and physical perspectives, as well as why electron–phonon coupling is a particu-

larly interesting problem to address.

In Chapter 1, I provide background on the theory necessary to appreciate this work. I begin with

a technical review of the physics used herein to compute electron–phonon coupling. These include

density functional theory, density functional perturbation theory, andWannierization. I then pro-

vide a primer on topics in high-performance computing, which is important for understanding how

I attempted to make expensive electron–phonon calculations attainable.

In Chapter 2, I discuss the details of howmy computational workflow is implemented. This is

the heart of the work, and should be read as a “how-to” handbook for performing the calculations

explained in Chapter 1. Whereas the preceding chapter is physics-oriented, this chapter is particu-

larly computation-oriented.

In Chapter 3, I provide sample calculations as a proof of concept for the computational work-

flow developed herein. In particular, I discuss results for the two-dimensional CuC7H6N4 MOF

(CSD refcode DUKYAL), finding electronic features of interest and general alignment of phonon

properties with the existing literature. I also note limitations inWannierization.

Taken together, this work provides a computationally practical workflow for calculating electron–

phonon coupling in metal–organic frameworks, while elucidating the need for improved automa-

tion of Wannierization to achieve high-throughput scale.
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0
Introduction

The science of making stuff—materials science—might be understood as a science of scales.

We study how very small changes (on the order of atoms or molecules) affect properties that we

can measure at human size.1 More pithily, scale is the explanatory framework of materials science:

we understand matter as being “intricately constructed on many length-scales”, and grasping these

structures is essential to explaining or predicting material properties.2
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We pursue specific properties because we have a vision for how a material can solve a problem.

Consider steel: the Romans doped iron with carbon to make it harder, and a harder metal allowed

them to make better “aqueducts, ships, and swords”. Japanese samurai took this concept a step fur-

ther by wrapping tough, low-carbon steel with hard, high-carbon alloys, creating razor-sharp katanas

that were robust enough to survive blows.1 The Japanese understood that structure-property rela-

tionships carry hierarchy—we can engineer functionality at several different scales to create more

complex solutions.

As our demand for functionality grows, we envision increasingly complex properties for our

materials. Modern materials science is, in ways, an outgrowth of the samurai mentality; we bond,

react, and mix materials at nano- and microscopic scales to achieve useful macroscopic results. And

as we require more and more complexity out of smaller and smaller spaces, the scales on which we

engineer functionality begin to shrink. Whether to build higher-performing computing hardware,3

porous materials for carbon sequestration,4 or advanced anodes for high specific capacity in lithium-

ion batteries,5 we nowmanipulate structural hierarchy at atomic and molecular scales. Instead of

macroscopically mixing metals as the samurai did, we design materials that are hierarchically struc-

tured from the get-go—hierarchical materials, if you will.

0.1 the promise and price of hierarchical materials

Hierarchical materials are interesting, because they enable a “unique combination of mechanical,

chemical and transport properties”, thereby lending themselves toward “integrated and adaptive”
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functionality.6 They achieve this by unlocking more degrees of freedom, whereby we can tune the

properties of individual molecular sub-units, then tune how they come together to form a func-

tional material. Consider biological proteins: they comprise individual amino acids that bond and

self-assemble into complex, functional structures. These structures can then go on to perform tasks

with an uncanny sense of adaptive “programming”.* Having these degrees of freedom, however,

comes with a price. Sure, we might have many new knobs to play with—but which ones should

we turn, and by howmuch? This kind of decision paralysis becomes a problem when we want to

connect structure to function—the driving thesis of materials science.

0.1.1 inverse design

My project seeks, in a grand sense, to alleviate some of this paralysis. I do so by facilitating the discov-

ery of hierarchical materials using computation. Conventionally, the picture of materials discovery

is trial-based: it has us devise a synthesis route that we thinkwill lead us to the desired product, then

attempt it. More often than not, we don’t end up where we want to be, so we retrace our steps and

devise a new one. The art of good science, then, involves an intuition for how to plan routes, like

a hunter recognizing animal tracks. With a complex design space like that of hierarchical materials,

this approach might begin to feel Sisyphean—how can we possibly come up with the correct route

in such a large and unknown landscape?

What we might want is a “materials GPS”. Instead of attempting informed guesses for routes,

why not tell a computer the properties that we want, and have it tell us exactly how to get there?

*Synthetically, analogous examples can be found in block copolymeric assemblies;7 carbon nanotube
forests;8 and the subject of this work, metal–organic frameworks.
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This principle underlies the pursuit of “inverse design”. By training machine learning (ML) algo-

rithms on large datasets of material properties, we can predict the structure that achieves a set of

target features, such as thermoelectric behavior.9 If these predictions are more accurate than our

chemical or physical intuition, we could discover materials more quickly. One might consider this

an extension (or inversion) of projects that predict properties from structures (e.g., band-gap esti-

mation10) or structures from constituent sub-structures (e.g., protein folding, including Google

Deepmind’s Alphafold11,12,13).†

Note that this vision is idealized; practically, we must consider a) whether we can reliably produce

accurate training datasets, b) how to encode molecular structures and physical constraints in algo-

rithms,14,15 c) how generalizable our models would be to varied material systems,9 and d) whether

predicted structures could even be synthesized. In fact, the promise of inverse design is inherently

predicated upon our algorithms’ abilities to outperform the intuition of human experts, which is no

low bar. Should we manage to achieve accurate predictions, however, we could vastly accelerate the

design of functional materials, making inverse design an appealing subject of study.

This work provides a stepping stone toward inversely designed hierarchical materials by address-

ing point a), data availability. In particular, I expand high-throughput capabilities for ab-initio calcu-

lations of metal–organic frameworks, a promising class of hierarchical materials.

†In fact, the same principle is already practiced in engineering fields under the name “generative design”.
Design constraints (e.g., mounting holes, clearances, loads, feature sizes, and strength requirements) are
provided to a computer, which derives optimized structural geometries (usually not via ML).

4



0.2 metal–organic frameworks

Metal–organic frameworks (MOFs) are a class of complexes that comprise metal ions or inorganic

clusters (“nodes”) bridged by organic ligands (“linkers”). As their names suggest, several linkers

join to each node, and this motif repeats to create a crystalline lattice (Figure 0.1). For example, 1,4-

benzenedicarboxylate ligands bridge [Zn4O]6+ clusters to create a cubic framework called MOF-5

(also known as isoreticular metal–organic framework 1, or IRMOF-1). MOF-5 and other three-

dimensional (3D) frameworks are well-studied for their porosity, but two-dimensional (2D) and

one-dimensional (1D)MOFs are also found in the literature (Figure 0.1).

By nature of their structural hierarchy, MOFs can be assembled in myriad configurations. Their

chemical design space encompasses the pore geometries, metal nodes, organic linkers, and functional

groups, resulting in over 90,000 synthesized and 500,000 predicted structures.21 This abundance

of geometries provides design flexibility, enabling chemists to tune howMOFs interact with other

molecules. Functionality is further enhanced by high surface areas, which provide space for sub-

strates to enter MOF pores and interact with the tuned pore chemistry. MOF-5, for example, boasts

a Brunauer-Emmett-Teller surface area of 2320m2/g.22‡ We see this pore-centric approach in key

MOF applications, such as gas adsorption/separation, drug delivery, and catalysis. Here, the pores’

abilities to selectively hold and/or react with substrates enable complex behavior, viz.MOF-based

drug delivery that loads c. 50%more substrate than silica with controlled (i.e., stimulus-triggered)

and rate-tuned (i.e., rapid or gradual) release.24 Accordingly, MOF have become a popular platform

‡For reference, a regulation tennis court is approximately 260m2.23
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2D sheet structure 2D sheet stacking

A

Organic linker

Inorganic cluster

3D framework structure

C

1D chain packing1D chain structure

Figure 0.1: Metal–organic frameworks are 1D, 2D, and 3D lattices comprising inorganic nodes bridged by organic linkers.
(A)MOF‐5 (CSD refcode MIBQAR01),16,17 also known as IRMOF‐1, comprises 1,4‐benzenedicarboxylate ligands that
bridge [Zn4O]6+ clusters to form a porous cubic lattice. Tetrahedra represent Zn4O units. (B) CuC7H6N4 (CSD refcode
DUKYAL)18,19 comprises Cu centers bridged by bis(pyrazole)‐based ligands to form 2D sheets (viewed along the b axis)
that stack together (viewed along the c axis). (C) CuC4H4N4O4 (CSD refcode DOQGIZ)20 comprises Cu centers bridged
by pyrazine ligands to form 1D chains (viewed along the c axis) that pack together (viewed along the b axis). Note that
classification of 1D and 2D MOFs varies widely; they are sometimes more formally regarded as coordination polymers,
with the term “MOF” reserved for 3D, porous solids. Herein, I will use “MOF” to refer to 1D, 2D, and 3D structures.
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for designing functional materials.

0.3 mofs as solid-state materials

Hitherto, I have introducedMOFs with a particularly chemical orientation. While this is consistent

with the bulk of existing MOF literature, the goal of my work is to provide a more complete picture

of howMOF structures lead to various physical properties. To this end, it becomes important to

discuss MOFs as solid-state materials as well, applying a perspective and theoretical basis that is more

commonly associated with physics than chemistry.

In the first sub-section, I will briefly motivate such a view and discuss how researchers currently

see MOFs in a solid-state light. From there, I will present more technical sub-sections that lay out

the literature on electrons, phonons, and electron–phonon coupling (EPC) inMOFs. While less

narrative and more factual, these sub-sections are intended to paint a richer picture of why, given all

the computational studies that could be done onMOFs, I have chosen to pursue EPC. The research

discussed therein will further provide context for appreciating the more computationally oriented

work of Chapters 1 and 2.

0.3.1 current views

Chemists often understandMOFs as providing hierarchical opportunities for tuning functional-

ization. Emergent physical perspectives instead recognize MOFs as unlocking a newmechanical

design space. Mezenov et al. posit, for example, that MOFs are uniquely soft for their crystallinity;25

Tan and Cheetham assert that MOFs’ hardnesses and elastic moduli straddle those of polymers,
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A B

Figure 0.2: MOFs have been described as unlocking new mechanical design spaces. (A)Mezenov et al. heuristically
present MOFs as being unusually soft for their crystallinity, but their description lacks quantification or qualification.25

(B) Tan and Cheetham plot elastic modulus as it varies with hardness, finding that MOFs straddle polymers, metals, and
ceramics.26 Figures adapted from the respective sources.

ceramics, and metals (Figure 0.2).26 Indeed, a 2023 study found that framework dynamics (see Sec-

tion 0.3.3) of zeolitic imidazolate framework-8 (ZIF-8) are concentrated in the soft 0–325 cm−1

regime,27 on the order of kBT at T = 300K. Hoffman et al. corroborate, using phonon acous-

tic spectroscopy (PAS) to find that mean speeds of sound through DUT-8(Co), DUT-8(Ni), and

DUT-8(Zn) MOF systems all lie below 1000m·s−1.28 These figures are less than a sixth of the room

temperature sound speed through fused quartz,29 and less than half of the sound speed through

some lead halide perovskites.30

This strange new design space has inspiredMOF applications in physics. For example, MOFs

have been shown to demonstrate different dielectric constants through temperature-induced phase

transitions, while their structural flexibility could help handle high mechanical stresses in microelec-

tronics.25 Similarly, flexibility plays a key role in increasing ZIF piezoelectricity.31 Mezenov et al.
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sort the resultant applications into five categories: 1) energy transfer, e.g., semiconductors, energy

storage, and topological insulators; 2) memory effects, e.g., ferroelectric bistability and the aforemen-

tioned dielectric transitions; 3) particle physics, e.g., radiation detection; and 4) superstructures, e.g.,

self-assembled optical devices and mechanical metamaterials. In so doing, the authors emphasize

howMOFs offer a unique and “complementary” combination of “crystallinity, softness, organic-

inorganic nature, and complex hierarchy”.

Understood more broadly, a solid-state view of MOFs seeks to understand properties in the bulk.

Instead of tuning pore chemistries to interact with substrates of interest, we can analyze how fun-

damental particles and quasiparticles move through the material. From there, we can combine this

kind of “bulk outlook” with a chemical picture of bonding to construct a richer picture of MOF be-

havior. For example, we will see in Sections 0.3.3 and 0.3.4 that MOFs’ peculiar terahertz dynamics

shape charge transport in ways that confound band structure analysis.

Of course, there are limits to how broadly we can explore—how do we reasonably build such

a “rich” picture? Fortunately for us, many of the aforementioned applications and properties are

rooted in how electrons and phonons a) move and b) interact with each other. It is thus sensible to

focus on understanding the roles of electrons, phonons, and electron–phonon coupling in MOFs.

0.3.2 electrons in mofs

We begin with charge transport. High electrical conductivity in MOFs remains rare, so researchers

seek to understand transport pathways. These efforts have expanded considerably in recent years, as

charge transport would enhance MOF functionality in both chemical and physical applications.

9



From a chemical perspective, designing electrically conductive MOFs would enable use in elec-

trocatalysis, charge storage, and chemiresistive sensing.32 From a physics perspective, researchers

have predicted “topologically nontrivial electronic structures” (sc. topological insulators, half-filled

flat bands, and high-temperature ferromagnetism), inspiring hope for novel phenomena based on

unique organic-inorganic interactions. To facilitate these developments, Xie et al. provide a review

of five MOF transport pathways (Figure 0.3):

Through-bond pathways: These involve metals and the ligand functional group. If the energy

levels and orbitals between the two are well-matched, we can decrease band gaps and increase

charge mobilities. This mechanism has generally been found in softer and/or electropositive

linkers, e.g. with sulfur or nitrogen coordinating to the metals. Fe-basedMOFs stand out for

exhibiting the highest conductivities in this class.

Extended conjugation: These rely on π − d conjugation that involves both the organic and the

inorganic components, resulting in high planar delocalization and conductivity. Some of

the highest MOF conductivities result from this motif, and 2DMOFs of this type have been

likened toMOF analogs of graphene.

Through-space pathways: These rely on π − π stacking in non-bonding directions to facilitate

charge transfer. Some recent work suggests that fully conjugated 2DMOFs exhibit bulk

conductivities thanks to π − π pathways in the non-planar direction.

Redox hopping: Charge hopping occurs when, instead of flowing along a smooth energy land-

scape as in band transport, electrons jump between states that are separated by small activa-

10



A D

E
B

C

Figure 0.3: MOFs commonly exhibit five kinds of charge transport pathways. (A) The through‐bond pathway involves
the metal orbital at the nodes and ligand orbitals from functional groups. (B) Extended conjugation involves charge
delocalization through the entire length of the ligand. (C) The through‐space pathway involves π − π stacking in
non‐bonding directions. (D) Redox hopping involves gated charge jumping from the metal node (denoted here as the
secondary building unit, or SBU) to the organic linker. (E) Guest‐promoted pathways are mediated by molecules that fill
the MOF pores. Figure adapted from Xie et al., 2020.32
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tion barriers. Hopping is facilitated by redox-active metals or linkers and small spatial sep-

aration between them. As we will see in Section 0.3.4, electron–phonon interactions are

partially responsible for this pathway.

Guest-promoted pathways: Given the high porosities of MOFs, it is also common to induce con-

ductivity by intercalating electroactive guest molecules that allow electrons to move through-

out the framework.

Understanding these pathways is important for helping us interpret computational results. In-

deed, many of the works discussed in Section 0.3.4 rely on them to explain phenomena of interest.

If we want to validate our computations with experiment, however, information is more sparse.

The authors attribute this to restrictions in sample quality, as measurements tend to be conducted

on polycrystalline pellets, and defects can easily disrupt transport pathways (e.g., if a linker is miss-

ing). As a result, band structures and densities of states are largely studied via density functional

theory (DFT) instead of photoemission spectroscopy (see Section 1.1.1 for a description of DFT).

Single-crystal conductivities are rarely reported, and carrier concentrations and mobilities (e.g., via

field-effect transistor or Hall effect measurements) are similarly ruled out. Experimentalists generally

provide two-probe or four-probe conductivities measured from powder and film samples.

0.3.3 phonons in mofs

Phonon work inMOFs is more wanting, especially considering their relevance to thermal, electrical,

and mechanical properties. A notable 2019 work by Kamencek et al.33 established key trends that

later works would come to corroborate and elucidate.
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Kamencek et al. used a combination of DFT calculations with density functional tight binding

(DFTB) to compute phonon properties in IRMOFs. They found that low-frequency modes tended

to be associated with linker dynamics, and higher-frequency modes tended to involve local vibra-

tions within the nodes. The highest group velocities were generally found in the terahertz regime,

associated with delocalized longitudinal acoustic phonon branches, while porosity limited group ve-

locities of transverse branches. Increasing the linker complexity shifted the phonon density of states

upward in frequency, while increasing the mass of the node metals shifted it downward.

These phonon modes have since been related to phase changes and specific pore dynamics. Ryder

et al. contributed significantly to this effort, analyzing the phonon spectrum of ZIF-8.27 They used

inelastic neutron scattering (INS) spectroscopy to characterize the modes, as INS avoids the selec-

tion rules of optical techniques. The results were consistent with DFT predictions beyond the 200

cm−1 regime, with mid-infrared vibrational spectra explained by common vibration characteristics

(sc. bond stretches and vibrations) of functional groups. The authors’ challenge was in interpreting

low-frequency vibrations, which do not map as cleanly onto known characteristic frequencies. Pre-

vious experimental works had largely attributed this regime to “out-of-plane bending” that exceeds

equipment limitations.

To accurately capture the far-infrared (FIR) regime, the team characterized samples via syn-

chrotron radiation FIR spectroscopy and computed the corresponding spectra via DFT. By cross-

referencing the two, the team was able to understand the specific deformations associated with the

low-frequency modes, which were dominated by pore gate-opening and breathing. They ultimately

divided the ZIF vibrational spectra into four regions: 1) 3100–3200 cm−1, comprising aromatic C–
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H stretching; 2) 960–1600 cm−1, comprising C–H bending and C–C, C–N stretching in aromatic

rings; 3) 420–945 cm−1, comprising aromatic ring deformations; and 4) 0–325 cm−1, comprising

framework dynamics and collective vibrations. Notably, the frequency ranges align with the work

of Kamencek et al. Hoffman et al. provide further corroboration by comparing Raman/INS spec-

troscopy and DFT calculations with great agreement, again finding framework dynamics (e.g., linker

rotations) in the terahertz regime and local node vibrations in the high-frequency regime.28

0.3.4 electron–phonon coupling in mofs

While electrons and phonons are essential to howmaterials behave, they do not necessarily act in

isolation. In fact, their interaction is what provides the most complete description of charge and

thermal transport, optical characteristics, superconductivity, etc. These properties underlie many of

the ways we use functional materials, so understanding EPC inMOFs would be valuable in unlock-

ing their potential.

Unfortunately, MOF EPC is a largely unexplored subject. In a sense, pursuing EPC inMOFs

is rather unintuitive, as contributions from EPC to overall properties may not be high given poor

charge transport. For this reason, existing studies onMOF thermal conductivity tend to outright

ignore electronic contributions.34 The limited work that has been done on EPC, however, hints

at nontrivial effects onMOF behavior. For example, a 2021 work found that a MOF with strong

π − π stacking exhibited a breakdown of band transport, instead favoring hopping-like transport.35

This was unexpected given the availability of a through-space pathway, and the authors explained it

via fluctuations in the π − π coupling strength. Calculations revealed that these fluctuations were
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attributable to linker vibrations. Other works have further found that that Cu(BHT) 2DMOFs

exhibit Bardeen-Cooper-Schrieffer (BCS) superconductivity, a rare electron–phonon phenomenon

among coordination polymers.36,37,38 More broadly, since 1) charge movement in MOFs is often

determined by orbital overlap and 2) framework dynamics occur at low frequencies, confounding

transport behavior might be observed. As it stands, it is unclear the extent of this effect and how it

might alter our understanding of MOF properties.

0.4 taking stock: computing epc in mofs

The present work attempts to fill this gap in knowledge by enriching our understanding of MOF

phonon behavior and expanding the study of EPC. As we have seen, this effort is motivated from

three fronts: 1) a desire to provide a more complete picture of MOF properties and transport, which

involves electrons, phonons, and how they interact; 2) an interest in applying a physical lens to a

material platform that has been primarily chemical; and 3) a mind to provide the requisite data for

computationally navigating the MOF design space, e.g., via inverse design methods.

In service of these goals, my work addresses the following:

1. Computation of phonons and electron–phonon coupling is expensive. This is especially true

for large systems like MOFs, as expense scales quartically with system size. I provide guidance

on how to perform the calculations within resource constraints.

2. Since MOFs vary so widely, high-throughput data is useful for extracting meaningful trends

and insights. I implement a computational workflow that enables high-throughput compu-
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tation of EPC inMOFs, with consideration of high-performance computing (HPC) needs.

This workflow is open-source and interfaces with a variety of computational chemistry tools.

3. TODO after I write the last chapters

Accordingly, the chapters are organized as follows:

1. In Chapter 1, I cover the theory behind computingMOF EPC. This involves the theory

behind the workflow itself, such as DFT andWannier interpolation. It also includes back-

ground on the constraints that surround EPC computation, which inform how we can com-

plete computations in more reasonable wall-clock times.

2. In Chapter 2, I cover the details of how to implement a high-throughput EPC workflow

for MOFs. This chapter is the heart of my thesis. Several implementation details are either

undocumented or poorly documented in the literature, so I distill best practices on how to

successfully, quickly, and accurately run the computations.

3. In Chapter 3, I run my workflow on sample MOFs to demonstrate core capabilities. In par-

ticular, I {TODO (spectra, linewidths, etc.)}. I validate the results against existing literature,

and I identify trends and observations of interest.

Given the more foundational nature of my work, this thesis might best be read as a “how-to”

handbook. I cannot hope to cover the full scope of my subject, as EPC andMOFs both occupy

overwhelmingly large spheres; rather, I seek to provide background and tools that can accelerate

future study of MOF EPC, pointing out intriguing findings along the way.
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1
Foundations

In this chapter, I discuss the theoretical foundations of the present work. Section 1.1 provides a

technical introduction to the physics we use to compute EPC. A basic understanding of quantum

mechanics concepts and notation is necessary to appreciate its discussion. Section 1.2 provides a

gentle introduction to concepts in high-performance computing, which are key to optimizing ex-

pensive EPC calculations. These descriptions are accessible to less technical readers and provide

necessary context for understanding Chapter 2.
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1.1 epc computationworkflow

This work uses three sets of theory to compute EPC inMOFs: density functional theory (DFT),

density functional perturbation theory (DFPT), andWannierization. DFT provides the electronic

results; DFPT uses these results to compute phonon properties; andWannierization uses both sets

of results to compute their coupling. Notably, the workflow is an ab initio process that does not rely

on more simplistic Hamiltonians for EPC. This is desirable for capturing more accurate properties,

especially for complex hierarchical systems like MOFs that do not fit as cleanly into such solid-state

approximations.

In the following subsections, I briefly motivate the use of each method and provide a review of

the physical theory that underlies it. In so doing, I elucidate the approximations, inputs, and out-

puts of each step, setting the stage for the computational workflow in Chapter 2.

1.1.1 density functional theory

DFT is well-represented in the literature, so I will provide a more sparing description. The original

framework was developed byWalter Kohn and Lu Jeu Sham,39 based in theoretical foundations

by Pierre Hohenberg and Kohn.40 Since then, substantial strides have been made to improve the

accuracy and generalizability of the theory.

DFT is a mean-field theory designed to treat many-electron systems. Particularly, many-electron

calculations are expensive, but they describe many material systems of interest. DFT provides favor-

able scaling for these calculations by condensing the many-body physics into a single-particle Hilbert
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space. It is often thus the preferred method for large-scale modeling of materials.

The theory begins with a standard Born–Oppenheimer approximation, which holds that nuclear

motion is negligible relative to electronic motion.* This approximation leads to a separation of the

electronic and nuclear degrees of freedom, enabling us to consider the isolated electronic Hamilto-

nian (1.1) rather than the full Hamiltonian. We thus describe nonrelativisticN -electron states as

experiencing a static potential Vext created by the nuclei:

Ĥe = T̂ + V̂ + Û =
N∑
i=1

(
− ℏ2

2m
∇2

i + Vext(ri)

)
︸ ︷︷ ︸

single-electron terms

+
∑
i<j

U(ri, rj)︸ ︷︷ ︸
electron–electron terms

(1.1)

Here, T̂ is the kinetic energy operator, V̂ is the potential energy operator, Û is the electron–electron

interaction energy operator, and ri is the position of the ith electron. Note that the kinetic and

Coulomb terms only depend on the number of electronsN , whereas Vext depends on the geome-

try of the system. To determine the Hamiltonian for a given system, then, we must first determine

Vext. The lemma of Hohenberg and Kohn provides a compact means to do so; it holds that Vext is

uniquely determined by the electron density ρ (up to a constant), defined as

ρ (r) := N

∫
d3r2 . . .

∫
d3rN |Ψ(r, r2, . . . , rN )|2

for a normalized wavefunctionΨ. Since ρ yieldsN upon integration, it also determines the other

*This is often considered a fair approximation given the great difference in nuclear and electron masses.
Note that it is only valid if nonadiabatic coupling terms are negligible.
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terms of the Hamiltonian. We can thus uniquely express the energyE and wavefunctionsΨ as

functionals of ρ:

E[ρ] :=
〈
Ψ[ρ]

∣∣∣T̂ + V̂ + Û
∣∣∣Ψ[ρ]

〉
=

〈
Ψ[ρ]

∣∣∣T̂ + Û
∣∣∣Ψ[ρ]

〉
︸ ︷︷ ︸

:=F [ρ]

+

∫
dr ρ(r)Vext(r) (1.2)

The ground-state density ρ0 minimizesE[ρ], yielding the ground-state energyE0. Instead of find-

ingΨ directly, then, we can aim to find ρ0, thereby uniquely defining the Hamiltonian and all sys-

tem properties.

The trouble is that solving (1.2) is still challenging, as the term F [ρ] contains the two-body in-

teraction tensor. Kohn and Sham developed a method for simplifying the problem by defining an

auxiliary system that conveniently reproduces ρ of the physical system. I won’t belabor the deriva-

tion, but the result is a series of single-particle equations based on unphysical Kohn–Sham (KS)

orbitals ϕn, where n is the band index:

[
− ℏ2

2m
∇2 + Vext(r) + VH(r) + VXC(r)

]
︸ ︷︷ ︸

ĤKS

ϕn(r) = EKS
n ϕn(r) (1.3a)

ρ(r) =

N∑
n=1

|ϕn(r)|2 (1.3b)

VXC(r) =
δEXC [ρ]

δρ
(1.3c)

Here, Vext is the external field as defined previously, VH is a standard Coulombic Hartree repul-

sion potential, VXC is the so-called “exchange–correlation” potential, andEXC is the exchange–
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correlation energy that houses all the complex interaction behavior.† By solving these equations

self-consistently, one arrives at the ground-state density ρ0 and energy, modulo approximations of

the functionals. This kind of calculation is called a self-consistent field (SCF) calculation.

Note that this auxiliary system is an exact rearrangement of our original problem (up to the

Born–Oppenheimer approximation)—we have just conveniently lumped most of the multi-body

unpleasantness into the exchange–correlation term. Since the exact form of theEXC functional is

unknown in (1.3c), we must now adopt approximations. These approximations vary widely and

often include semi-empirical results; I will focus our discussion on the Perdew–Burke–Ernzerhof

(PBE) functional41 (with dispersion corrections, as used in the present work) and the broad class of

hybrid functionals (as considered, but ultimately not pursued, for the present work).

dft functionals

The PBE functional is a Generalized Gradient Approximation (GGA) functional, sc. it depends

on both the electron density ρ and its gradient∇ρ. The inclusion of the gradient allows GGAs to

better account for variations in the density, vis-à-vis sole reliance on ρ as seen in the Local Density

Approximation (LDA). The gradient is incorporated via an enhancement factor that modifies the

exchange–correlation energy beyond the LDA form. Herein, I won’t directly write out the LDA

terms; they can be found in Kohm and Sham, 1965.39

Mathematically, PBE separates the exchange and correlation parts of the energy functional, de-

†N.B.: Sometimes, one finds (1.3b) defined using a Fermi–Dirac occupation factor. Here, I’ve implicitly
assumed that orbitals 1, . . . , N are occupied. We will in practice provide a smooth “smearing” function for
these occupations, so the occupation factor rendering is indeed more descriptive. I omit it for simplicity.
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notedEPBE
X , EPBE

C respectively:41

EPBE
XC [ρ] = EPBE

X [ρ] + EPBE
C [ρ] (1.4)

Each term involves integrating an energy density to find the total energy, so we reduce our prob-

lem to energy densities. Particularly, the PBE density ϵPBE is expressed as the LDA density, ϵLDA,

modified by the PBE enhancement factor FPBE . To illustrate, the PBE exchange density is given by

ϵPBE
X := ϵLDA

X FPBE
X (s)

where s is the reduced density gradient given by‡

s :=
|∇ρ|

2 (3π2ρ)1/3 ρ

and the enhancement factor can be expressed as

FPBE
X (s) := 1 + κ

(
1− 1

1 + µs2/κ

)

for µ, κ chosen to satisfy physical constraints like the local Lieb–Oxford bound. The correlation

term is more complex and does not benefit our discussion much, so I refer the reader to Perdew et

al.’s original letter.41

‡For clarity, I’ve chosen to adopt the form used byMadsen42 instead of the original form of Perdew et al.
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Notably, the PBE formulation is not empirical. Instead, it relies on physical constraints of exchange–

correlation. The result has been good agreement with experiment in a wide variety of systems (vis-à-

vis empirical functionals that have been tuned to very accurately describe a specific type of system).

The cost of this generalizability is that PBE fails to capture long-range correlations (sc. dispersion).

This becomes crucial in our case, as we’ve seen that MOFs’ organic linkers produce van der Waals-

type interactions that contribute nontrivially to overall behavior (see Sections 0.3.2 and 0.3.4).

Stefan Grimme et al. provide a series of dispersion corrections that account for these interactions.

The most mature of these is the “D3” dispersion correction (denotedEdisp),43 which is added di-

rectly to the KS energy to produce the full system energy (denotedED3):

ED3 = EKS + Edisp (1.5)

The D3 correction comprises long-range interactions between two atoms and three atoms. We can

thus decompose into a two- and three-body term:

Edisp = E2 + E3 (1.6)

The three-body term improves accuracy, but it adds computational complexity and does not mesh

nicely with later density functional perturbation theory (DFPT) steps (see Section 1.1.2). I thus

omit it frommy calculations and our present discussion, in following with common practice. In-

23



stead, I only incorporate the two-body term, which looks like

E2 = −1

2

∑
A ̸=B

∑
n=6,8

sn
CA,B
n

rnA,B

fn(rA,B), (1.7)

whereA,B denotes an atom pair,CA,B
n is the corresponding n-th order dispersion coefficient

(truncated to n = 8 for cost), sn is functional-dependent scaling factor, r is the atomic separa-

tion, and fn is a damping function. Crucially, theCA,B
n are computed based on the coordination

numbers of the atomsA,B, thereby capturing their local chemical environment. I will once again

leave details to the original work of Grimme et al.43 and focus on elucidating the damping function.

The damping function is necessary to prevent double-counting of the exchange–correlation

effects. It achieves this by attenuating the dispersion correction at short distances, allowing the

standard functional to take over. In so doing, the damping function determines the asymptotic

behavior of the dispersion in the short-distance limit rA,B → 0. The Becke–Johnson (BJ) damping

scheme44,45,46,47 in particular takes (1.7) to the form

E2 = −1

2

∑
A ̸=B

∑
n

CA,B
n

rnA,B + c
, (1.8)

where c is some empirical constant. The dispersion contribution is thus constant in the short-

distance limit, instead of approaching zero as other damping schemes do. The former feels more

physical, and indeed yields improved DFT results in intermolecular dispersions despite its empirical

nature.48 In the present case, I specifically select BJ damping for its widespread and proven use in
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MOF calculations.10,28,49

Outside of the PBE functional, more complex variants have been developed for more accurate

results. These variants include a notable class of “hybrid” functionals, which add some proportion

of the exact Hartree–Fock (HF) exchange functionalEHF
X to the density functional.50,51,52 In the

PBE case, the density functional was given by (1.4), so we can have a hybrid functional of the form

Ehybrid
XC = aEHF

X + (1− a)EPBE
X + EPBE

C , (1.9)

where if we take a = 1/4, we get the so-called “PBE0” functional.53,54

While hybrid functionals benefit from having exact exchange, the added computational cost is

considerable. This is because the HF functional is grossly nonlocal (whereas GGA functionals are

semilocal). The calculation thereby scales very poorly, which becomes a problem for large systems

like MOFs. While the cost may be acceptable (and indeed yields dramatically improved accuracy) at

the level of SCF calculations,49 the problem quickly becomes burdensome when we begin to factor

in dynamics (see Section 1.1.2). Indeed, support for hybrid functionals in phonon-related codes is

rare, so this work will opt for the more inexpensive but well-studied PBE-D3(BJ) level of theory.

the plane-wave basis

Now that we have our functional, it is sensible to discuss howDFT calculations are discretized. This

will inform our understanding of pseudopotentials (to be discussed shortly), but—more crucially—

it begins to shed light on ways to computationally optimize our calculations. The basis of this dis-
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cussion will bear fruit for our understanding of Wannier interpolation (Section 1.1.3) and its paral-

lelization (Sections 1.2.1 and 2.2.2).

Since MOFs are crystalline, we assume periodic boundary conditions. This is conducive to de-

scription via the plane-wave basis. In particular, we have by Bloch’s theorem55 that each KS orbital

looks like a plane wave modulated by a periodic potential:

ϕn,k(r) = eik·run,k(r) (1.10)

Here, k is a wavevector in the first Brillouin zone (BZ) (henceforth “k-point”), n is the band index,

and u is periodic in that un,k(r+R) = un,k(r) for lattice vectorR. We can further express u via a

Fourier expansion over the reciprocal lattice vectorsG (henceforth “G-vector”):56

un,k(R) =
∑
G

Cn,k(G)eiG·r (1.11)

Here, theCn,k are just the Fourier coefficients. Plugging this expression back into (1.10), we get KS

orbitals of the form

ϕn,k(r) =
∑
G

Cn,k(G)ei(k+G)·r (1.12)

We thus see that we can express the KS orbitals with a plane-wave expansion. In practice, we cannot

achieve an infinite sum, so we must implement some approximations. For one, we sample discrete

k-points at which to do our calculation, so we capture a discrete grid in the BZ. Further, we must
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truncate the sum over G-vectors, so a plane-wave kinetic-energy cutoff is implemented:56

ℏ2

2m
|G|2 ≤ Ecut (1.13)

Whereas (1.13) is for the wavefunctions, a similar cutoff is implemented for the density (1.3b), ad-

justed on a case-by-case basis. The standard is typically four times the wavefunction cutoff (absent

charge augmentations to the density; see the following discussion on pseudopotentials):57

ℏ2

2m
|G|2 ≤ 4Ecut (1.14)

This follows from the fact that the density’s Fourier components must extend twice as far as the

wavefunctions, given the squaring relation in (1.3b).58 Accordingly, the factor of two gets squared

whenG is squared, resulting in an overall factor of four. I will further elucidate cutoff selection in

the following section, as we introduce pseudopotentials.

pseudopotentials

Pseudopotentials are an approximation on top of DFT, used to simplify the external potential Vext

of (1.3a). In particular, the Coulomb potential is strong near nuclei, so the KS wavefunction de-

velops many nodes. Fully representing these nodes requires many Fourier modes, resulting in pro-

hibitively large energy cutoffs. This makes the plane-wave basis rather impractical.

One finds a workaround by noting that the strongly bound core electrons do not participate

much in bonding. In fact, chemical theory is usually built off of valence-level interactions, and the
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effect of core elections is summarized in an “effective nuclear charge”. We can apply this notion

to our construction of Vext by treating the core electrons separately, replacing the unpleasant sub-

valent region with an effective potential—a pseudopotential. We want to design this pseudopotential

to “look” a lot like the Coulombic potential to the valence electrons, but be much smoother in the

strongly bound regime. Doing so enables us to greatly reduce the number of Fourier modes needed

to describe our wavefunctions. One then uses a unique pseudopotential to capture each type of

atom in the crystal to construct the full external potential Vext.

The norm-conserving (NC) variety59 is among the most common pseudopotentials. These are

constructed via two conditions:

1. In the core region, the norms of the pseudo- and all-electron wavefunctions are equal.

2. Outside the core region, the pseudo-wavefunction equals the all-electron wavefunction.

Enforcing these conditions for some type of atom produces a pseudopotential that one can then use

for more complex calculations.

Ultrasoft (US) pseudopotentials60 further reduce the energy cutoff by relaxing condition 1. In-

stead of enforcing norm conservation, a charge correction term is added to compensate for the non-

zero difference in norms, denoted as

Qij = ⟨ϕi|ϕj⟩r<rc
−
〈
ϕ̃i

∣∣∣ϕ̃j

〉
r<rc

where r is the radial distance from the nucleus, rc is the cutoff distance, |ϕ⟩ is the all-electron wave-
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function, and
∣∣∣ϕ̃〉 is the pseudo-wavefunction. The charge correction is attenuated by local projec-

tors |β⟩ that are dual to
∣∣∣ϕ̃〉within the cutoff radius, resulting in a corrected overlap operator Ŝ of

the form

Ŝ = 1 +
∑
i,j

Qi,j |βi⟩ ⟨βj |

This overlap operator provides a way to correct the wavefunction normalization, and charge correc-

tion can be applied to the charge density (1.3b) in the form

∑
i,j

∑
n,k

〈
βi

∣∣∣ϕ̃n,k

〉〈
ϕ̃n,k

∣∣∣βj〉Qj,i(r)

where I’ve implicitly assumed a crystalline system with the wavevector index. The correction results

in an increased density cutoff (1.14), typically six to twelve times the energy cutoff (1.13).57 I leave

further details to the original work of David Vanderbilt, 1990.60

Finally, there is the projected augmented wave (PAW) method,61 which extends the ideas of US

pseudopotentials.§ The premise is that pseudo-wavefunctions can be mapped to all-electron wave-

functions via a linear transformation. To enforce corrections in the core regime, the map is con-

structed to only apply corrections within some cutoff radius rc, via projectors that are reminiscent

of the US method.¶ In so designing the transformation, one can (in theory) recover the all-electron

properties from the pseudo-wavefunctions, e.g., via similarity transformations of operators. For this

§Formally, PAW is a generalization of the pseudopotential. In practice, we use PAW sets in place of pseu-
dopotentials when performing calculations, provided that the code is equipped to handle the PAWmethod.

¶Further mathematical elucidation does not advance the present discussion, given that we already have
the flavor of the US method; I instead refer the reader to the original work of Blöchl, 1994.61 Note that
implementations of PAW take the frozen core approximation described therein.
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reason, PAW sets are often considered more accurate, if expensive.

These three classes of pseudopotentials—NC, US, PAW sets—are used in the present work. Note

that, for any given construction scheme, many results are possible. These results affect the external

potential Vext, so one’s choice of pseudopotential bears heavily on the outcomes of the calcula-

tions. For each specific construction, there are also different energy cutoffs (1.13) and density cut-

offs (1.14) that might be sensible, and each pseudoptential dataset might be optimized for a specific

exchange–correlation functional. Picking reliable pseudopotentials is thus a critical and delicate task,

which I elucidate in Section 2.3.

1.1.2 density functional perturbation theory

Now that we have the DFT formalism, we can begin to study response characteristics of a system.

This is the role of DFPT, which takes the outputs of DFT and computes derivatives of the total

energy with respect to perturbations. This enables us to compute quantities such as forces, elastic

constants, and phonon–phonon interactions. In this work, we primarily consider computation of

the force constants and dynamical matrix.

The core idea behind DFPT is that we can introduce a small perturbation parametrized by λ.

This is expressed as a perturbation of the external potential Vext from (1.3a):62,63

Vext(λ) ≃ V
(0)
ext + λV

(1)
ext + λ2V

(2)
ext +O(λ3) (1.15)
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where the derivatives are taken with respect to λ in the form

V
(n)
ext :=

1

n!

∂nVext

∂λn

∣∣∣∣
λ=0

(1.16)

Note that this perturbed potential is known, since we introduce the perturbation ourselves. We

thereby have a perturbed Hamiltonian of the form

Ĥ(λ) ≃ Ĥ(0) + λH(1) + λ2Ĥ(2) +O(λ3) (1.17)

where I follow the notational convention defined in (1.16). As per DFT, our system is defined by

the charge density ρ, so we can find energetic perturbations by finding perturbations to ρ. We

thereby apply the same perturbative expansion to the KS equations (1.3). All our unknowns of

interest—notably the perturbed KS wavefunctions ϕn and energiesEKS
n from (1.3a) and the per-

turbed density ρ from (1.3b)—are also parametrized by λ, resulting in a new Schrödinger equation

ĤKS(λ) |ϕn(λ)⟩ = EKS
n |ϕn(λ)⟩ (1.18)

Note that, for compactness, I’ve generalized away from crystalline systems and omitted the wavevec-
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tor index. We can expand our unknowns as perturbative series, yielding

ϕn(λ) ≃ ϕ(0)
n + λϕ(1)

n + λ2ϕ(2)
n +O(λ3) (1.19a)

EKS
n (λ) ≃

(
EKS

n

)(0)
+ λ

(
EKS

n

)(1)
+ λ2

(
EKS

n

)(2)
+O(λ3) (1.19b)

Substituting the expansions (1.19) into (1.18), we get the Schrödinger equation

Ĥ
(0)
KS

∣∣∣ϕ(0)
n

〉
+ λ

(
Ĥ

(1)
KS

∣∣∣ϕ(0)
n

〉
+ Ĥ

(0)
KS

∣∣∣ϕ(1)
n

〉)
+ λ2

(
Ĥ

(2)
KS

∣∣∣ϕ(0)
n

〉
+ Ĥ

(1)
KS

∣∣∣ϕ(1)
n

〉
+ Ĥ

(0)
KS

∣∣∣ϕ(2)
n

〉)
+O(λ3)

≃
(
EKS

n

)(0) ∣∣∣ϕ(0)
n

〉
+ λ

((
EKS

n

)(1) ∣∣∣ϕ(0)
n

〉
+
(
EKS

n

)(0) ∣∣∣ϕ(1)
n

〉)
+ λ2

((
EKS

n

)(2) ∣∣∣ϕ(0)
n

〉
+
(
EKS

n

)(1) ∣∣∣ϕ(1)
n

〉
+
(
EKS

n

)(0) ∣∣∣ϕ(2)
n

〉)
+O(λ3)

(1.20)

Our goal is to get the derivatives of the total energy, so let’s begin to work (1.20). At λ = 0, we have

no perturbation, so we have the equation we solved using DFT:

Ĥ
(0)
KS

∣∣∣ϕ(0)
n

〉
=

(
EKS

n

)(0) ∣∣∣ϕ(0)
n

〉
(1.21)

Now taking a derivative with respect to λ and setting λ = 0, we get the first-order perturbation:

Ĥ
(1)
KS

∣∣∣ϕ(0)
n

〉
+ Ĥ

(0)
KS

∣∣∣ϕ(1)
n

〉
=

(
EKS

n

)(1) ∣∣∣ϕ(0)
n

〉
+
(
EKS

n

)(0) ∣∣∣ϕ(1)
n

〉
(1.22)
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Similarly, we can take the second derivative and set λ = 0 to get the second-order perturbation

Ĥ
(2)
KS

∣∣∣ϕ(0)
n

〉
+ Ĥ

(1)
KS

∣∣∣ϕ(1)
n

〉
+ Ĥ

(0)
KS

∣∣∣ϕ(2)
n

〉
=

(
EKS

n

)(2) ∣∣∣ϕ(0)
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and so forth. The first-order case (1.22) is quite simply solved:
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The resulting equation is subsumed under the Hellmann–Feynman Theorem. Since we know the

unperturbed KS wavefunctions fromDFT, and we know the Hamiltonian to all orders, this is a

relatively straightforward calculation. A similar manipulation thence reveals that the second-order

case only requires ϕ(1)
n —a consequence of the more general “2n + 1” theorem.64 Finding ϕ(1)

n is

more nuanced and bears little fruit for the present discussion, so I refer the reader to the review of

Baroni et al. For our purposes, it suffices to say that one finds the first-order perturbations of the

wavefunctions self-consistently.

By (1.3b), the perturbations ϕ(1) allow us to calculate the corresponding first-order perturbations

of the charge density. These charge density perturbations then allow us to reconstruct second-order

perturbations to the total (non-KS) energy. This process yields the dynamical matrix, which en-
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codes the dynamics of our system. Notationally, it makes sense for us to move away from the ab-

stract parameter λ and address the set of nuclear positions {r} that we actually have. We can define

a matrix of real-space force constants64,65

Φα,β
i,j

(
r0
)
:=

∂2Etot

∂ri,α∂rj,β
(1.25)

where α, β indicate the direction of the perturbation, i, j index the atom, {r0} is the unperturbed

positions, and ri,α indicates a perturbation of atom i by scalar amount r in direction α. Since we

have three directions in which to perturb andN atoms, the full matrix (1.25) has dimensions 3N ×

3N . Fourier transforming (1.25) to momentum space and dividing out the masses gives us the 3N×

3N dynamical matrix, which encodes the phonon modes and frequencies. In particular, we get a

dynamical matrix at each wavector q (henceforth “q-point”) of the (diagonalized) form64,65,66

Dq,µν = δµνω
2
qν (1.26)

where δ is the Kronecker delta, the ω are the phonon frequencies, and ν is the branch index. The

eigenvalues ofD are thereby the phonon frequencies, and the eigenvectors the modes.‖ This sets the

stage for later electron–phonon calculations.

This framework also shows us how to apply dispersion corrections in DFPT. In particular, the

dispersion corrections were applied to DFT as per (1.5). Since we know the closed form of the dis-

‖N.B.: I found it more physically intuitive to introduce the real-space force constants (1.25) before the
dynamical matrix (1.26). In practice, DFPT computation returns the dynamical matrices (1.26) first, enabling
computation of the force constants (1.25) by Fourier transform.
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persion energy (1.8), we can simply compute its Hessian and add its contribution to the dynamical

matrix (1.26). Further, we see why true integration of hybrid functionals per the form of (1.9) is

intractable; we must repeatedly compute the non-local Hartree–Fock exchange. This is a very expen-

sive problem to add on top of aO(N4)DFPT process.

1.1.3 wannier basis calculations of epc

Once we’ve collected the electronic and phononic results, we can compute their coupling. There

are several quantities of interest. I will briefly explain them, then discuss howWannier functions

provide a route to efficient computation. The method described herein was introduced by Giustino

et al., and my exposition will follow and summarize their more detailed derivation (with some added

context and clarifications in notation).66

We begin by moving to a more field-theoretical picture. If we want to understand how electrons

and phonons move, we look at their interacting propagators, involving corrections to the free prop-

agator. These corrections are embodied in the self-energies, which sum all one-particle irreducible

(commonly abbreviated 1PI) diagrams in the two-point functions. These sums get cumbersome, so

we take the Migdal approximation.67 The approximation takes the adiabatic limit where phonon

frequencies are much smaller than the Fermi energy, given the much greater atomic masses than

electron masses.68 As a result, we neglect corrections to the electron–phonon vertex, reducing the

self-energies to first order. This leaves the one-loop diagrams in Figure 1.1.66

Defining the momenta per Figure 1.1, we can read off the electron self-energyΣ and phonon
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Figure 1.1: The Migdal approximation reduces the electron (left) and phonon (right) self‐energies to first order. Electron
lines are drawn straight, and phonon lines are drawn squiggly. Three‐momenta are labeled. Adapted from Giustino et al.
with the addition of clarifying momenta arrows.66

self-energyΠ:

Σ = i

∫
dq

(2π)4
|g(k, q)|2D(q)G0(k + q) (1.27a)

Π = −2i

∫
dk

(2π)4
|g(k, q)|2G0(k)G0(k + q) (1.27b)

Here, k, q are the four-momenta corresponding to k,q respectively,D is the dressed phonon

Green’s function,G0 is the bare electron Green’s function, and g is the electron–phonon matrix

element. Note that Giustino et al. present (1.27) with shifted integration variables, and in the case

of (1.27b), a small momentum typo.

These integrals can be solved analytically with electron energyEnk and phonon frequency ωqv ,

where the wavevectors and brand/branch indices follow the same convention as before. This yields
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the imaginary components of the self-energies (and, by extension, the linewidth), given by

Σ′′
nk =π

∑
mν

∫
BZ

dq

ΩBZ

∣∣∣∣ ℏ
2m0ωqν

∣∣∣∣ |gmn,ν(k,q)|2

· [(nqν + fmk+q)δ(Enk − ωqν − Enk+q)

+(nqν + 1− fmk+q)δ(Enk + ωqν − Emk+q)]

(1.28a)

Π′′
qν =2π

∑
mn

∫
BZ

dk

ΩBZ

∣∣∣∣ ℏ
2m0ωqν

∣∣∣∣ |gmn,ν(k,q)|2

· (fnk − fmk+q)δ(ωqν + Enk − Emk+q)

(1.28b)

Here, the n, f are the Bose-Einstein and Fermi-Dirac occupations (respectively),m0 is a reference

mass, andΩBZ is the area of the BZ in reciprocal space. Crucially, the expressions in (1.28) depend

on the electron–phonon matrix elements g, given by

gmn,ν(k,q) = ⟨mk+ q|∂qνV |nk⟩ (1.29)

where we have a derivative of the full self-consistent potential ∂qνV with respect to a perturbation

corresponding to phonon branch ν and wavevector q.

If we can find the electron–phonon matrix elements (1.29), we can compute the linewidths

(1.28), which then informs us about the strength of electron–phonon scattering and particle life-

times. This information is captured, for example, in the Eliashberg spectral function α2F and
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electron–phonon coupling strength λ:69

α2F (ω) = − 1

πNF

∑
ν

∫
BZ

dq

ΩBZ

Π′′
qν

ωqν
δ(ω − ωqν) (1.30)

λ = 2

∫ ∞

0
dω

α2F (ω)

ω
(1.31)

Here,NF is the density of electronic states at the Fermi level.

As we see in (1.29), the critical matrix elements depend on Bloch states |nk⟩ , |mk+ q⟩. Bloch

states are highly nonlocal, so computing the elements becomes very cumbersome. This is where

it becomes convenient to transform to theWannier basis. Specifically, Wannier states |mR⟩ are a

Fourier transform of Bloch states to real space:66

|mRe⟩ =
∑
nk

e−ik·ReUnm,k |nk⟩ (1.32)

Here,Re is the lattice vector as we’ve seen before (now denoted with the subscript e to specify the

electronic nature), andU defines band mixing. As we can see, many possible constructions of Wan-

nier states are possible. Some are more convenient than others. For one, we get orthonormal Wan-

nier states if we pick a unitaryU . Further, there is a procedure for producing a unique set ofmaxi-

mally localizedWannier functions (MLWFs).70 These MLWFs are, as their names suggest, highly

localized in real space; they bypass the need to sum immense numbers of plane (read: Bloch) waves

to construct our wavefunctions of interest. MLWFs thereby form the crystalline analog of chem-

ical orbitals and provide a valuable intuition for electron interactions. More earthily for us, their

38



localization greatly reduces our computational load.

Applying the transformation (1.32) to the electron–phonon matrix elements (1.29) yields its

real-space analogue:66

⟨mk+ q|∂qνV |nk⟩ ∝
∑

m′,n′,κ

∑
Re,Re,Rp

exp
(
i
[
k · (Re −R′

e) + q · (Rp −R′
e)
])

uν
qκ

· Umm′,k+q

〈
m′R′

e

∣∣∂κ,RpV
∣∣n′Re

〉︸ ︷︷ ︸
≃gm′n′,κ(Re,Rp)

U †
n′n,k

(1.33)

The proportionality is determined by the number of unit cells considered in the electronic contribu-

tion. TheR are lattice vectors as before, with the subscript p denoting provenance from potential

variations ∂V (which were introduced as displacements of atoms indexed by κ, not electrons). The

u is a displacement field used to transform the potential variation from theWannier basis to the

Bloch basis.** TheU are the band-mixing matrix as in (1.32), and the remaining variables are the

wavevectors and branch/band indices as before. The underbraced term captures the Wannier-basis

electron–phonon matrix element; I use≃ instead of= to clarify that Giustino et al. express the

term with an additional translation and change of variables.

Equation (1.33) reveals why theWannier basis is so helpful for us. In particular, the Wannier

states comprising g(Re,Rp) are highly localized; unlike working in the Bloch representation, then,

the term disappears quickly when the contributingWannier states are localized far apart. We thereby

only need a small number of matrix elements in the Wannier basis to capture a lot of behavior in

**It is unhelpful to our discussion to further elucidate u; I refer the reader to the original work of Giustino
et al.66
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the Bloch basis. By the same token, we can also generate fine reciprocal space samplings by Fourier

transforming (coarsely sampled) eigenstates to the Wannier basis, then transforming back to the

Bloch basis at new (interpolated) points in reciprocal space.

Equipped with the matrix elements, we can now compute the linewidths (1.28) and spectral

function (1.30), providing a rich characterization of the EPC inMOFs (up to the Migdal approxi-

mation). Thus concludes the physical theory of the present work; we proceed to discuss some back-

ground for its efficient computational implementation.

1.2 tackling computational constraints

Despite the performance gains afforded byWannier functions, computing EPC inMOFs remains

an expensive task. This is evident at just the DFPT step, with itsO(N4) scaling. As such, a central

thrust of this work is to elucidate specific computational choices that expedite calculations. This

section provides the background necessary to appreciate these choices. The discussion will be more

general than 1.1, with the goal of familiarizing readers who do not work closely with computation.

The topics are explained in much further detail by Sterling et al.,71 whose specific chapters I will

defer to throughout.

1.2.1 high-performance computing

Expensive computational jobs are often run in high-performance computing (HPC) environments.

HPC is synonymous with supercomputing, and we usually refer to an HPC system as a “cluster”.

Each cluster comprises not only the central processing unit (CPU) chips themselves, but the entire
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network of hardware and firmware that supports its functionality.72 This includes random access

memory (RAM), file storage, accelerators (e.g., graphics processing units, or GPUs), and high-speed

data interconnects.

resource allocation & job scheduling

In principle, HPC clusters are shared tools. Instead of providing each person with a set of hardware

that is exclusively theirs to use, resource allocation is employed. That is, at the outset of each job, the

user must request the specific resources needed for their job. The request prompts a portion of the

cluster to be set aside for their use.

Under this sharing scheme, competition for resources becomes a problem. This is where resource

management and job scheduling tools like Slurm73 enter the picture. These tools provide 1) an

interface through which users can request resources and manage ongoing jobs, and 2) manage in-

coming requests like a game of Tetris, maximizing cluster use at any given time and queueing job

requests as needed.

A workflow designed to compute EPC inMOFs must be designed to accommodate this kind of

resource allocation scheme. The methods of this work are designed specifically for HPC environ-

ments where job schedulers like Slurm are in play.

message passing interface

Once a job receives its allocated resources, the calculation is handed to the CPU cores of the alloca-

tion. These cores can communicate with each other, but they are separate physical entities. We thus
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encounter the problem of having to split the calculation among cores.

This task is handled by a Message Passing Interface, or MPI, implementation.74 MPI works at

a low level to parallelize tasks across CPU cores, performing traffic control for the specific calcula-

tions that each core performs to ensure that, in aggregate, they seamlessly achieve the desired result.

Much of the performance benefit of HPC clusters is thus afforded by the use of MPI, as expensive

calculations can be performed on a large number of cores, reducing the net time it tasks for the cal-

culation to complete (i.e., the “wall-clock time”).

In turn, optimizing MPI use is key to efficient HPC use. While increasing the number of cores

increases the number of “workers” available at any given instance, overhead is introduced in the

communication between the cores. Scaling is thus not perfectly linear in the number of cores, and

codes should be studied for how they scale before attempting heavily parallelized calculations. To

this end, this work compares the performance of MPI implementations in Section 2.5. Further,

calculations that are largely independent may benefit from running in completely isolated jobs, as

communication overhead is reduced. This is a “grid parallelization” scheme, and the isolated jobs are

said to run “embarrasingly parallel”. This work implements such grid parallelization in the DFPT

steps, as discussed in Section 2.1.
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2
Implementation

In this chapter, I elucidate the specific computational workflow used to implement the theory de-

scribed in Section 1.1. The guiding principle is that the present calculations are expensive, so a prac-

tical, attainable implementation is sought. In Section 2.1, I present an overview of the end-to-end

process, including the core packages used herein. In Section 2.2, I break down the specifics of how

each step of the workflow is implemented, including notable requirements and common pitfalls. In

Section 2.3, I provide the data sources used in this work, including the MOF crystal structures and
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pseudopotentials. In Section 2.4, I describe the computing hardware on which the code was tested,

providing a reference for computational demand. Finally, in Section 2.5, I elucidate compiler and

library selection for improved performance.

2.1 implementation overview

Given the high cost of the computations at hand, wall-clock times are a concern. The computational

workflow is thus designed to prioritize parallelization, while accommodating the other constraints

discussed in Section 1.2. The complete workflow is depicted in Figure 2.1, extended from the the-

oretical framework of Section 1.1. The code is most conveniently understood as having four layers,

which I call the calculator,* wrapper, high-throughput (HT) platform, and workflow engine:*

(A) A calculator is used to run the ab initio calculations and print out the results. This layer thus

handles the bulk of the theory described in 1.1. Many such ab initio calculators exist; this

work uses the open-source Quantum ESPRESSO 7.4 (QE) package,57,75,76 which is imple-

mented in the FORTRAN language. The EPC calculations specifically use the Electron-Phonon

Wannier (EPW) package66,77,78,79,80 that optionally ships with QE. QE takes an input file com-

prising computational parameters and saves the results to a series of output files.

(B) The wrapper provides an interface to the calculator by generating the input files and pars-

ing the outputted results. It also provides a series of utilities to assist in this process, as there

may be information (e.g., high-symmetry k-point paths) that needs to be found before run-

*These terms are standard. The others are my choice of description.
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ning the calculator. The wrapper thereby avoids the labor and potential fallibility of man-

ually writing each FORTRAN input file. It also facilitates large-scale parsing of the outputted

results by sorting them into consistent and manageable formats. This work primarily uses

the Atomic Simulation Environment (ASE) package,81 with auxiliary use of Python

Materials Genomics (pymatgen).82 Both are implemented in Python.

(C) TheHT platform provides scalability to the calculations. It uses the wrapper’s functions to

automate calculations of large datasets, managing file input/output (IO) in a consistent and

conflict-free manner. It also includes tools to store results in queryable databases for analysis,

monitor calculation progress, handle job errors, and orchestrate resource allocation. In many

ways, the HT platform bridges the wrapper with the next layer, the workflow engine, by

providing logistical enhancement. This work uses the Quantum Accelerator (quacc)

package,83 implemented in Python.

(D) The workflow enginemanages how the code runs in an HPC environment. It extracts de-

pendencies from the code to determine which calculations are parallelizable, allocates job

resources as specified by the HT platform, and gracefully handles failed jobs and their depen-

dencies. The workflow engine is thereby essential to running large-scale calculations on HPC

clusters. This work uses Parsl,84 implemented in Python.

These layers provide the backbone of the implementation. We use them to run computational

workflows on input MOF structures, as diagrammed in Figure 2.1. The main calculations in the

diagram (shown in black) are as follows:
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High-symmetry path generationRelaxation (DFT)

SCF (DFT)

Electron–phonon calculations

Input MOF

Electronic bands

DFPT initialization

DFPT results recovery

q0, irrep0

q0, irrepN

qn, irrep0

qn, irrepN

NSCF (DFT)

k-grid generation

Electron DOS/PDOS

Phonon bands

Phonon DOS/PDOS

Auxiliary calculations

Main calculations

Figure 2.1: The workflow comprises main calculations (black) necessary to produce the electron–phonon calculations,
and auxiliary calculations (grey) to aid in interpretation. MOFs are read from the Crystallographic Information File (CIF)
format.85 The logic flows from left to right and top to bottom. The DFPT calculations are broken down per the grid
parallelization86 scheme. This work bins all irreps (indexed 0 through N) of each q‐point (indexed 0 through n) into the
same calculation.
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1. A relaxation is performed via iterative SCF calculations. After each calculation, the forces are

found, the atomic positions are adjusted, and a new SCF calculation is performed. This pro-

cess repeats until the total force is below a specified threshold, resulting in a relaxed structure.

This step is necessary for achieving accurate results in the later steps, especially for DFPT.

2. A standard SCF calculation is performed using the relaxed structure. The output follows

the description of Section 1.1.1. Though not strictly necessary in all workflows, this step was

required for this work due to approximations made during relaxation. Further details are

elucidated in Sections 2.2.1 and 2.2.2.

3. An NSCF calculation is performed using the SCF results. NSCF calculations use the SCF

charge density to solve the KS equations (1.3) at a new (typically finer) grid of k-points. In

particular, this grid must be uniform and explicitly specified for interfacing with EPW,66 so a

grid-generating utility is used. The NSCF calculation can afford a finer k-point grid because

it does not require new self-consistent cycles to derive a new charge density.

4. The Hessian of the dispersion correction (1.5) is calculated from the SCF results. The result-

ing matrix is printed as a file, to be added to the dynamical matrix (1.26) during the subse-

quent DFPT calculation. This correction was described in Sections 1.1.1 and 1.1.2.

5. A grid-parallelizedDFPT calculation is performed using the SCF results. Grid paralleliza-

tion86 is a method of improving wall-clock times, absent resource limitations. In particular,

the DFPT calculation is performed across several q-points, each with calculations of several

47



irreducible representations (irreps) that can number in the hundreds. This is a prohibitively

long sequence of calculations; instead of performing them sequentially, each irrep of each

q-point (or bins thereof) can be computed in an independent job, and the results can be

stitched back together. This kind of independent calculation is dubbed “embarrassingly par-

allel”. A complete set of DFPT results is thus quickly attained.

6. An EPC calculation is performed using the NSCF and DFPT results, following theWannier

theory of Section 1.1.3. Several outputs are possible by adjusting the EPW input specifica-

tion;77,80 as a demonstration, this work considers the electron and phonon linewidths (1.28),

Eliashberg spectral function (1.30), and EPC strength (1.31).

In conjunction with the main workflow, auxiliary calculations provide a more complete descrip-

tion of eachMOF. These are shown in grey in Figure 2.1, and are as follows:

(a) Using the relaxed structure, a high-symmetry k-point path is generated for the MOF and

saved as a file. This path is used for band structure calculations (as follows), and it can be read

by EPW to produce a Wannier-interpolated band structure.

(b) Using the SCF results, a secondary NSCF calculation is performed along the high-symmetry

path to produce the electronic band structure. The resulting data are reordered and post-

processed by an internal QE utility in preparation for plotting.

(c) Using the main (sc. not band-structure) NSCF results, the electronic density of states (DOS)

and projected DOS (PDOS) are calculated. The NSCF results provide information on the
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highest occupied energy to determine DOS/PDOS filling.

(d) Using the DFPT results, the interatomic force constants are calculated, then Fourier trans-

formed back to reciprocal space to find the phonon frequencies at a new set of q-points. By

using a uniform, fine q-point grid, the phonon DOS/PDOS is obtained. By using the high-

symmetry path generated in (a), the phonon band structure is obtained.

Note that the electronic calculations in QE can include an arbitrary number of bands via the nbnd

parameter. For insulators, this number is automatically set to half the number of valence electrons

in the input system. Since we are interested in charge transport, we must manually specify nbnd to

include conduction bands. This process is automated by reading the input structure, mapping the

constituent atomic numbers to valence electrons, and manually computing a suitable nbnd. In this

work, we use the QE default for metals, which is 1.2 times the number of valence bands.

2.1.1 contributions to quacc

In service of the present workflow, the following contributions were made to the quacc package:

• Overhauled quacc internal file copying utility and QE utilities/runner design to enable auto-

mated file renaming and moving based on regular expression (regex) patterns, necessary for

EPW implementation

• Added EPW functionality for EPC calculations (including file I/O before and after, using the

overhauled file copying utility)
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• Added QE d3hess.x87 functionality for computing the dispersion correction Hessian (in-

cluding file I/O before and after), necessary for dispersion-corrected phonon calculations

• Bugfix in handling high-symmetry paths for QE band structure calculations†

• Bugfix in pseudopotential reading for QE electronic band structure calculations‡

• Streamlined handling of QE phonon settings to accommodate cases where QE automatically

changes unspecified parameters based on specified parameters

• Bugfix in file copying for grid-parallelized QE DFPT calculations‡

• Bugfix in irrep indexing for grid-parallelized QE DFPT calculations‡

• Proposed removal of preliminary relaxations in phonon workflows to provide concurrent (sc.

parallel) use of the relaxation results (joint with Andrew S. Rosen)

• Bugfix in k-point specifications for QE NSCF calculations‡

• Bugfix in k-point sanity checks for QE interfacing‡

This list is not exhaustive. A minor contributions was made to ASE to support EPW functionality.

†The error would cause the band post-processing code to prematurely terminate without reordering the
bands into a plottable format.

‡The error(s), under particular configuration conditions, resulted in an immediate and unrecoverable
crash of the calculation (i.e., a fatal error).
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2.2 implementation details

In this section, I note and motivate the parameters used in each calculation. I also note common

pitfalls. N.B.: The discussion is not exhaustive, and the reader should defer to the original code

documentation cited throughout. Unless otherwise indicated, the quacc jobs discussed herein are

specific to QE, in quacc.recipes.espresso88,89,90,91 (as similar jobs exist for other calculators).

2.2.1 relaxation

Relaxation was performed using the ase_relax_job() in quacc. The job uses ASE utilities to

check whether the structure is likely a metal, then adjusts the smearing accordingly. SCF cycles are

via the pw.x binary of the Plane-Wave Self-Consistent Field (PWscf) package,92 part of the

QE distribution. Optimization is via the external ASE BFGSLineSearch algorithm.93

Tight structural convergence is required to prevent imaginary phonon modes during DFPT

calculations. The requirements for such relaxation are typically tighter than for electronic calcula-

tions, so even relaxed structures should be re-relaxed. This work uses the settings recommended by

Rosen in quacc; the force convergence threshold is set at 5.0 × 10−5 atomic units, and the (esti-

mated) energy error is given a threshold of 1 × 10−12 Rydbergs (Ry).89 In qaucc, these parameters

can be specified by passing along a **kwargs dict and including the settings in a dict under the

"input_data" key. Note further that "tprnfor" and "tstress"must be set to True in the

"input_data" to calculate the forces and stresses.92 In this work, the cell was not relaxed, so only

"tprnfor"was necessary. quacc automatically handles these settings in the relaxation jobs.
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To account for dispersion, the D3(BJ) scheme is used (as described in Section 1.1.1). This can be

applied by passing {"vdw_corr": "grimme-d3", "dftd3_version": 4, "dftd3_threebody":

False} to the aforementioned "input_data" key. Here, "dftd3_version" sets the implementa-

tion of D3, with option 4 setting BJ damping.92 Note that the three-body term (1.6) is incompatible

with the Hessian correction scheme for DFPT, so it is omitted by the corresponding key/value pair.

Since MOF unit cells tend to be large, and their orbitals are relatively localized (N.B.: absent

strong conjugation), the SCF cycles were performed at only the Γ point. Code optimizations are

thus employed, approximately halving memory and processor requirements.92 In quacc, a Γ-only

QE calculation is enabled by setting "kspacing" and "kpts" to None in the **kwargs.

2.2.2 self-consistent field calculation

An additional SCF cycle is performed using a static_job() in quacc. This step is necessary be-

cause the QEDFPT code does not interface with Γ-optimized SCF results, so the output of the re-

laxation step in Section 2.2.1 cannot be used. Instead, the relaxed structure is fed into a new SCF by

accessing the ASE Atoms object94 associated with the relaxation output. The calculation manually

specifies a single k-point by setting "kspacing" to None and "kpts" to (1,1,1). The number of

bands is set by "nbnd" per the description in Section 2.1.92 The "verbosity" is set to "high" via

the "input_data" to print more computation details onto disk, for reading by subsequent jobs.

N.B.: Failure to set the "verbosity" can result in fatal errors further down the line.

Further, caution must be taken in specifying parallelization. In particular, the later EPW code does

not (as of writing) support G-vector parallelization, so the number of MPI processes must equal the
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number of “pools” used by QE in the SCF calculation.95 The number of pools is specified by the -nk

(or equivalently -npool) flag, placed after the pw.x binary in the command line call.96 So, if one

CPU core houses oneMPI process with -np <CORES>, then we must also have -nk <CORES>. In

quacc, post-binary options like -nk can be specified via the ESPRESSO_PARALLEL_CMD setting.97

Failure to correctly configure the number of pools results in a fatal error at the EPW step.

The static_job() accesses the relaxation output (relaxed) by using relaxed["atoms"] for

its Atoms object input. The SCF outputs are then used for the NSCF and DFPT jobs.

2.2.3 non-self-consistent field calculation

NSCF functionality is also provided via pw.x, and can be accessed via the non_scf_job() in

quacc. The settings and -nk flags are identical to the preceding SCF step, barring the "kpts". In-

stead, a uniform k-point grid is generated using numpy98 tools, resulting in a numpy array of shape

(n_kpts, 4). The first three columns contain the k-points, and the fourth column contains the

weights, which can all be set to zero for an NSCF calculation.92 ASE reads this numpy array and

prints the k-point grid in the QE input file.§99 Crucially, this printing is explicit and does not rely

on QE’s automatic processing of a Monkhorst–Pack grid.100,101 This is necessary to preserve compat-

ibility with EPW. In this work, 4× 4× 4 grids are used.

The non_scf_job() references the static_job() output (scf) by using scf["atoms"] for

its Atoms object input, and scf["dir_name"] as the source directory from which to copy files via

the copy_files argument.

§N.B.: As of writing, this functionality is only supported in the developer version of ASE.
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2.2.4 dispersion hessian calculation

The dispersion Hessian is calculated via the newly implemented d3hess_job() in quacc. This job

relies on the d3hess.x binary of PWscf.87 The job takes copy_files = scf["dir_name"] as its

argument for copying necessary files from the SCF results.

To support Fourier transforms, the undocumented -pd .true. flag is usually necessary. This

flag triggers the use of pencil decomposition instead of the default slab decomposition.102 The code

is otherwise prone to fatal errors, and the user is prompted to enable -pd .true.. As with -nk

<CORES>, this post-binary option is specified via the ESPRESSO_PARALLEL_CMD setting.

2.2.5 phonon calculation

DFPT functionality is provided via the ph.x binary of the PHonon package, also part of the QE dis-

tribution.103 This work uses quacc’s grid_phonon_flow() function, which is grid-parallelized.

The input structure is more complex, so I refer the reader to the documentation.89

A 2 × 2 × 2 q-point grid is used. To reduce the number of independent jobs, we set nblocks

= 0 to compute all the irreps of each q-point in the same job. The "verbosity" is set to "high" as

before, and {"ldisp": True, "fildvscf": "dvscf"}. This enables calculation on a specified

q-point grid and prints the potential variations to disk (respectively). Note that this combination of

settings triggers the creation of sub-directories for the results of each q-point.

Further, the -nk flag should not be specified as in the SCF and NSCF jobs, even when comput-

ing phonons without grid parallelization; the large number of pools quickly results in an impractical
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memory requirement. The result is a fatal Out of Memory (OOM) error at this step. This work leaves

-nk unspecified, given that parallelization is already provided via the grid method. The number of

cores andMPI processes used, however, is kept consistent with the SCF and NSCF jobs.

The phonon calculation references the SCF and d3hess_job() results by taking a list as its

copy_files argument, in the form of [d3hess["dir_name"], scf["dir_name"]]. The Hes-

sian is automatically copied to the phonon directories and read during the calculations.

2.2.6 electron–phonon calculation

The electron–phonon calculation is performed using the newly implemented epw_job() in quacc.

The job relies on the epw.x binary of the aforementioned EPW package. The phonon and NSCF

results are copied via the same approach as Section 2.2.5.

EPW features many input parameters.104 The following are passed into the **kwargs as a nested

dict, following the form **{"input_data": {"inputepw": {<key>: <value>}}}:

• "elecselfen": True, "phonselfen": True: This computes the electron self-energy

(1.28a) and phonon self-energy (1.28b), respectively.

• "a2f": True: This computes the Eliashberg spectral function (1.30) and related quantities.

• "wannierize": True: This calculates the Wannier functions via the Wannier90 library.105

• "dis_froz_max": This sets the top of the frozen window for Wannier90.106 The value for

this setting is highly system-dependent, which makes large-scale automation difficult. In this

work, the value is automatically set above the Fermi energy as read from the NSCF results.
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• "use_ws": True: This largely undocumented input toggles the use of the optimal Wigner-

Seitz cell, necessary when input grids are coarse (as in the case of this work).107 The resulting

computation is heavier when toggled to True.

• "scdm_proj": True: This toggles the use of the Selected Columns of the Density Matrix

(SCDM) algorithm108 to automatically generate initial guesses of the Wannier functions. Se-

lecting initial guesses (i.e., projections) is a somewhat subjective process that varies widely by

system and becomes challenging in more complex materials. The SCDM algorithm provides

a more generalizable method for producing the projections, which is especially valuable for

handling the complexities of MOFs at high-throughput scale.

• "auto_projections": True: This toggles automatic generation of initial projections for

the Wannier functions. It is specified in tandem with "scdm_proj".

• "wdata(1)": "kmesh_tol = 0.0000001": The "wdata(:)" input allows us to pass

input parameters through to Wannier90. In particular, Wannierization yielded fatal errors

while differentiating between shells, particularly with 2DMOFs. The specified "kmesh_tol"

is an order of magnitude less than the default and aids in differentiation.

• "wdata(2)": "optimisation = <val>": This option specififes whether Wannier90

uses a memory-optimized (<val> = 0) or speed-optimized code (<val> ̸= 0). This work

used the speed-optimized code, but the memory-optimized option was considered and is

important for addressing larger MOF systems.
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• "nk1", "nk2", "nk3": This specifies the input NSCF k-grid. Each value is set to 4 in follow-

ing Section 2.2.3.

• "nq1", "nq2", "nq3": This specifies the input phonon q-grid. Each value is set to 2 in fol-

lowing Section 2.2.5.

• "nkf1", "nkf2", "nkf3": This specifies the fine (interpolated) k-grid to produce byWan-

nierization. Each value is set to 8.

• "nqf1", "nqf2", "nqf3": This specifies the fine (interpolated) q-grid to produce byWan-

nierization. Each value is set to 8.

The number of pools -nkmust be specified per the SCF and NSCF calculations, and the num-

ber of cores/MPI processes is again kept consistent. It was soon apparent that a large number of

pools results in memory bottlenecks at this stage, particularly with the large system sizes of MOFs.¶

The "optimisation" input was therefore considered and attempted for larger MOF systems, but

testing has been limited. Unfortunately, this presents us with an unsavory balancing act to strike

between speed (as afforded by parallelization across CPU cores) and memory requirements, where

having more cores comes at the cost of specifying more pools. While this balance exists whenever

one parallelizes, it becomes particularly noticeable when the DFPT step is so strongly wall-clock

constrained (given the number of SCF cycles needed), while the subsequent EPW step is so strongly

memory-constrained (for large systems like MOFs). Examples are elucidated in Chapter 3.

¶This might be explained by the need to aggregate DFT and DFPT results, then compute and manipulate
results on fine interpolated grids; the specific source, however, has not been rigorously ascertained.
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One further notes that reliable, automatedWannierization is generally challenging, given the

number of system-dependent parameters.108 The choice of parameters herein is designed to reduce

the need for manual intervention across MOFs, but results may vary. Particularly, the frozen win-

dow is difficult to adjust on the fly, and the Fermi-energy approach used above quickly becomes

intractable as system sizes grow. Instead, the bottom of the window and the number of Wannier

functions must be manually limited.‖ One might envision a system of using the number of bands in

a structure (found as described in Section 2.1) to dynamically adjust these settings, in tandem with

the "optimisation" parameter discussed above. Further elucidation is provided in Section 3.1.

2.2.7 auxiliary calculations

high-symmetry path calculation

High-symmetry paths are conventionally based on the Bravais lattice of the crystal. This approach,

however, fails to account for differences in reciprocal-space symmetry within the same Bravais lat-

tice type.109 Further, conflicts of convention frequently lead to errors. This work thereby uses an

alternative methodology, whereby high-symmetry paths are generated for each specific MOF.

This work in particular uses the Latimer–Munro method109 for generating the k-point path, as

implemented in pymatgen’s HighSymmKpath class.110 The generated paths are then converted to an

ASE BandPath object via the bandpath() function.111 This functionality is built into quacc, and

this approach helps ensure internal consistency.

‖N.B.: In the latter case, EPW enforces a strict maximum of 200Wannier bands. The calculation aborts if
more than 200 are found at the time of Wannierization.
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Notably, the automatically generated paths frequently include adjacent k-points that are identical.

This necessitates cleaning, as it causes QE’s band post-processing binary to terminate prematurely.

To fix this, identical adjacent bands are filtered out, and the resulting k-point path is reformatted

and saved to disk. The file can then be loaded into a numpy array to pass on to the band structure

calculation, as in Section 2.2.3. It can also be passed on to EPW, as discussed in Section 2.1.

electronic band structure calculation

The electronic band structure is calculated via the bands_flow()workflow in quacc, using the

high-symmetry path generated above. The workflow calls the pw.x binary with a bands calculation,

which is a specialized NSCF process designed to interface with the bands.x binary of PWscf.112

bands.x then reorders the bands and prints them to disk for facile plotting. Notably, the same

dispersion settings are used as in Section 2.2.1, and the number of bands is specified as in Section

2.2.2.

electronic dos and pdos

The electronic DOS and PDOS are calculated via quacc’s dos_job() and projwfc_job(), respec-

tively. These in turn rely on the dos.x113 and projwfc.x114 binaries of QE, respectively. Files are

copied from the NSCF directory via the standard "copy_files" argument. No other arguments

are specified. Pencil decomposition is used as in Section 2.2.4, as it was found to avoid fatal errors in

select instances. Filling is determined by reading the highest occupied energy level from the NSCF

results.
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phonon dos, pdos, and band structure

The interatomic force constants are calculated via quacc’s q2r_job(), which calls the q2r.x bi-

nary from PHonon.115 The job copies files from the phonon job.

The q2r_job() results are then copied and Fourier transformed to new q-points by quacc’s

matdyn_job(), which calls the matdyn.x binary from PHonon.116 To compute the phonon DOS

and PDOS, a finer q-grid of 8 × 8 × 8 is used, with the "dos" key set to True. To compute the

phonon band structure, the high-symmetry path generated above is used, with "q_in_cryst_coord"

set to True (as the path is generated in crystal coordinates).

2.2.8 Parsl configuration

Parsl configurations can vary widely by system, and the behavior sometimes depends on the HPC

cluster being run on. Here, I report the specific configuration that was found to be reliable for our

HPC environment (see Section 2.4 for select details).

The dependency resolver was set to the DEEP_DEPENDENCY_RESOLVER.117 The executor was

set to the HighThroughputExecutor118 with a SlurmProvider119 and SimpleLauncher().120

As its name suggests, the SlurmProvider interfaces with Slurm, while the SimpleLauncher()

is used because the launching command is manually specified via the ESPRESSO_PARALLEL_CMD

setting in quacc. The worker_init is configured to load the necessary packages and modules for

running the workflow. To enable dynamic allocation with several executors (e.g., using differently

compiled versions of QE, as elucidated in Section 2.5), the init_blocks is set to zero.
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The complete workflow runs from a “head node” on the cluster, which coordinates dependen-

cies and resource allocation. Each computation is then launched via Parsl as a separate job with

a new resource allocation. In this way, the head node serves as the logistical “command center” for

the workflow. Since the resource requirement for this head node is low, it is common to run it from

one’s login node on the cluster. This enables it to manage job starts and stops in the background,

through long workflows. In our case, however, the login node was blocked from communicating

with the job nodes, resulting in fatal errors. As such, the head node had to run out of its own allo-

cation. Workflows were thereby restricted by the maximum job duration allowed on the cluster,

including queue time for job allocations. For example, if an SCF calculation waits a day for its re-

source allocation, and the maximum duration of an allocation is three days, then the SCF calcula-

tion only has two days left to run before the head node expires.

2.3 data sources

Data sources are crucial to reliable and accurate computational results. This work has two main

datasets of interest: the MOF structures and the pseudopotentials.

TheMOF structures were selected from the QMOF database by Andrew S. Rosen.10 The database

includes over 20,000 cleaned and relaxed structures. QMOFwas selected to 1) ensure consistent file

preparation standards for reliable computation, and 2) reduce the expense of structure relaxation

(given the pre-relaxed files). The result is a DFT-ready dataset that has been filtered for structural er-

rors like remnant solvent molecules, missing hydrogens, unbonded atoms, etc. Hereafter, discussions
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of sample calculations will reference the corresponding QMOF ID, of the form “qmof-xxxxxxx”.

The pseudopotentials were selected from the SSSP PBE Efficiency v1.3.0 library.121 The

pseudopotentials are optimized for the PBE functional, which is used in the present work. Further,

the library is a curated mix of NC, US, and PAW sets that have been robustly tested for “best-in-

class” accuracy. The efficiency variant is suitable for high-throughput studies, and is configured as

the default pseudopotential library in quacc.

2.4 computing hardware

This work uses the Faculty of Arts and Sciences Research Computing (FASRC) HPC network of

Harvard University. In particular, the Cannon cluster is used.

The CPU partition has Intel “Sapphire Rapids” CPUs, with 112 cores and 990GB of memory

per node. The CPU test partition is similarly configured. The GPU partition has Intel “Ice Lake”

CPUs and NVIDIA A100 SXM4 80GB GPUs, with 64 cores, 990GB of memory, and 4 GPUs per

node. The GPU test partition instead has NVIDIA A100 3gMIG 20GBGPUs, with 487GB of

memory and 8MIGGPUs per node. Most of the GPUwork herein uses the test partition, which

becomes relevant in Section 2.5.3 for resource monitoring.

Scratch storage is provided on the cluster, and node interconnects are via InfiniBand.122 This

reduces communication overhead and allows for GPU-aware MPI implementations (see Section

2.5.3). Resource management is via Slurm.
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2.5 compiler & library selection

As indicated from the outset of this chapter, a key contribution of the present work is in presenting

an attainable route to large-scale EPC calculations in MOFs. While specific computational gains

are made via the implementation details above (e.g., Wannier interpolation and Γ-only relaxation),

compiler and library selection also pose large opportunities.

Compilers translate higher-level languages into machine code. In so doing, they play a key role in

determining how efficiently code executes. Compilers apply optimizations—e.g., loop unrolling, in-

lining, and vectorization123—while tailoring the output to the specific hardware architecture. They

can further enhance parallelization performance by efficiently managing underlying constructs.

Mathematical routines form the backbone of heavy computations, including linear algebra and

Fourier transforms. Different libraries implement these routines in subtly different ways, which can

lead to (occasionally significant) performance differences. This can be particularly evident as the

number of processors scales, since some libraries (e.g., ScaLAPACK124) are designed specifically for

highly parallel computations, vis-à-vismore traditional routines (e.g., LAPACK125).

In this work, several compiler and library combinations are tested for 1) successful compilation

of QE and 2) computational performance. Unfortunately, compiler and library performance vary

widely by the specific code and hardware platforms being used, so it is difficult to make general-

izations or recommend clear “winners”. Further, compilers, libraries, and the codes that use them

are constantly being tuned by experts, so relative performance can change with time. Accordingly,

the findings herein are best taken anecdotally, as inspiration rather than rigorous benchmarking or
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definitive recommendation. If it is any consolation, many of the performance improvements ob-

served herein are the result of anecdotally recommended compiler and library choices.

2.5.1 toolchain management

This work used Spack126 to manage QE toolchain. Spack is a package manager designed for HPC

clusters, and it enables the creation and loading of independent working environments. More earth-

ily for us, it allows us to easily switch between compilers and architectures.

Before proceeding, it is helpful to define notation. I will use Spack’s syntax for compactness, de-

noting package versions using “@” (e.g., “quantum-espresso@7.4” for QE 7.4) and compilers

using “%” (e.g., “quantum-espresso%gcc” for QE compiled using GCC127). Dependencies are de-

noted using “^” (e.g., “quantum-espresso ^fftw” for QE compiled with an FFTW128 dependency),

and variants are denoted using “+” for additions (e.g., “quantum-espresso +scalapack” for a

ScaLAPACK-compatible build) and “~” for omissions (e.g., “quantum-espresso ~scalapack”

to omit ScaLAPACK support). For compactness, I will not cite every package referenced hereafter;

relevant details can be found in the corresponding Spack documentation.129

2.5.2 reference builds

Of the builds tested, the following are most relevant for discussion. I have noted important depen-

dencies for each, denoted Builds A through E:
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Build A

quantum-espresso@7.4%nvhpc@23.11 +cuda ~scalapack

^intel-oneapi-mkl@2024.2.2%gcc@14.2.0 +gfortran +cluster mpi_family=openmpi

^intel-tbb@2021.11.0%gcc@14.2.0

^openmpi@5.0.5%nvhpc@23.11 +cuda

^pmix@5.0.3%nvhpc@23.11 +munge

Build B

quantum-espresso@7.4%gcc@14.2.0 ~scalapack

^intel-oneapi-mkl@2024.2.2%gcc@14.2.0 +gfortran +cluster mpi_family=openmpi

^intel-tbb@2021.11.0%gcc@14.2.0

^openmpi@5.0.5%gcc@14.2.0

^pmix@5.0.3%gcc@14.2.0 +munge
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Build C

quantum-espresso@7.4%gcc@14.2.0

^fftw@3.3.10%gcc@14.2.0

^netlib-scalapack@2.2.0%gcc@14.2.0 ^openblas@0.3.28%gcc@14.2.0

^openmpi@5.0.5%gcc@14.2.0

^pmix@5.0.3%gcc@14.2.0 +munge

Build D

quantum-espresso@7.4%oneapi@2025.0.0

^intel-oneapi-mkl@2024.2.2%oneapi@2025.0.0 +cluster mpi_family=openmpi

^intel-oneapi-tbb@2022.0.0%oneapi@2025.0.0

^openmpi@5.0.5%oneapi@2025.0.0

^pmix@5.0.3%oneapi@2025.0.0

Build E

quantum-espresso@7.4%oneapi@2025.0.0

^intel-oneapi-mkl@2024.2.2%oneapi@2025.0.0 +cluster mpi_family=mpich

^intel-oneapi-tbb@2022.0.0%oneapi@2025.0.0

^intel-oneapi-mpi@2021.14.0%oneapi@2025.0.0 +external-libfabric
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N.B.: Some of the choices above, such as intel-tbb instead of intel-oneapi-tbb in Builds

A and B, are simply a result of not knowing better at the time of compilation. Others are highly

deliberate, such as the inclusion of PMIx130 when using OpenMPI,131 with the addition of Munge

when using a non-Intel compiler (as fatal errors result otherwise). nvhpc@23.11132 is used on the

specific recommendation of Pietro Davide Delugas.

Note that the above package lists are far from exhaustive. In practice, many more packages are

compiled as build and runtime dependencies, which Spack automatically manages. The compi-

lation may fail at several dependencies, especially when mixing compilers or using a less widely

supported compiler like NVHPC. These can usually be resolved by manually specifying a different

compiler for that package, or by rolling that package forward/backward by a couple of versions (e.g.,

pmix@5.0.2 instead of pmix@5.0.3 in Build D). This is quite a laborious and trial-and-error pro-

cess; fortunately, it is one that we only need to get right once.

2.5.3 testing builds

The first test is of GPU acceleration. Much of the QE code is GPU-accelerated using OpenACC,133,134

and tests have shown substantial performance gains.135 Accordingly, we tested Builds A (GPU-

accelerated) and B (CPU-only) for short workflows to assess performance, particularly during the

expensive DFTP steps.

Sample wall-clock times from the workflows are shown in Table 2.1. We see that the GPU indeed

provides impressive performance for the NSCFmatrix operations, nearing the wall-clock time from

108 Sapphire Rapids cores. TheMIGGPU configuration prevented resource monitoring, so it
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Table 2.1: Phonon calculations are strongly CPU‐bottlenecked. A standard NSCF calculation on a 4x4x4 k‐point grid and
a grid phonon initialization on a 1x1x1 q‐point grid are compared. Times are denoted HH:MM:SS, and calculations were
performed on qmof‐e0d0d89 (CSD Refcode RAXNEK),136,137 with Build A for the GPU calculation and Build B for the
CPU calculations. Processor specifications are noted below the processor counts.

1 core + GPU
Ice Lake + A100 3gMIG 20GB

108 cores
Sapphire Rapids

32 cores
Sapphire Rapids

NSCF 00:08:02 00:07:35 00:18:07

Phonon init. 11:34:00 00:05:28 00:13:58

is unclear where the GPU calculation is bottlenecked; if the GPU utilization was low, as is likely

given the known performance of the A100 being used,138 GPUmultiplexing might enable higher

parallelization with limited penalty. Implementation of NVIDIA’s Multi-Process Service139 was

thus explored as a possibility, as it alleviates the communication overhead and competition that can

come with multiplexing. GPU-aware MPI was also attempted with limited success.

Pursuit of GPU performance was abandoned upon testing DFPT calculations. As we see in

Table 2.1, the phonon initialization does not reap performance benefits from GPU availability.

Evidently, the calculations of the displacement patterns are not GPU-accelerated, and the wall-

clock times scale strongly with the number of CPUs. Phonon calculations are thus strongly CPU-

bottlenecked in QE. We made attempts at “hybrid” calculations using a large number of cores for

each GPU, but the resulting overhead and competition slowed calculations to a near standstill. We

thus proceed with CPU-only builds for the remainder of the work.

The next test explored the use of Intel compilers and libraries. In particular, Intel provides its

ownMPI implementation, math library (i.e., Math Kernel Library, or MKL), and compilers.140

Given that we are using Intel hardware, we assessed whether performance gains are possible via the
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Table 2.2: Increasing Intel use in QE builds yields faster computations of the workflow. Times are denoted HH:MM:SS,
and calculations were performed on qmof‐fa7cbe7 (CSD Refcode DOQGIZ)20 with 108 Sapphire Rapids cores.

Build C Build B Build D Build E

01:23:12 01:10:04 01:07:59 01:00:43

Intel compilers and libraries. Builds B through E are thus tested for a short workflow, encompassing

a relaxation, SCF calculation, NSCF calculation, and phonon calculation. The specifications follow

those of Section 2.2, barring the phonon calculation, which is performed without grid paralleliza-

tion. The builds provide a gradient of Intel integration:**

• Build C uses OpenMPI, open-source math libraries, and the GCC compilers.

• Build B substitutes the math libraries of Build C with the Intel oneAPI MKL library.141

• Build D substitutes the GCC compilers of Build B with Intel oneAPI compilers.142,143

• Build E substitutes the OpenMPI of Build D with the Intel MPI Library.144

Test results are shown in Table 2.2. A noticeable trend emerges as wall-clock times decrease with

increasing Intel use. The percent difference between each build is -15.79%, -2.97%, and -10.69%,

respectively. Build C to Build E, which represents a switch from no-Intel to all-Intel compilation,

yields an aggregate -27.02% difference.†† Further testing, however, revealed fatal crashes of EPWwith

all MKL builds tested herein, irrespective of compiler or MPI. This work thereby uses Build C for all

EPW calculations, and the faster Build E for all others.
**N.B.: The order is swapped between Builds B and C; Build B was created first (viz. the difference in

intel-tbb packages), and it was used to compare to Build A in the GPU test.
††N.B.: As already discussed, your mileage will vary, and these figures should be taken for the story they tell

and not the specific deltas they represent.
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3
Samples & Discussion

To verify the workflow outlined in Chapter 2, sample calculations were performed on a series of

MOFs, ranging from 1D to 3D. This chapter provides a brief overview of these calculations, then

discusses results for a specific MOF for which the entire workflow has been completed. In particu-

lar, we observe highly anisotropic electronic properties in the 2DMOFCuC7H6N4 (CSD refcode

DUKYAL).18,19 Unphysical EPC quantities hint at the difficulty of automatingWannierization, as

discussed in Section 2.2.6.
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3.1 overview of calculated mofs

The calculations are organized by degree completion in Table 3.1, corresponding toMOFs whose

properties are given in Table 3.2. The calculations confirm operation of the end-to-end workflow,

as evidenced by qmof-e7ff28b. Calculations of several 3DMOFs are stopped early to conserve re-

sources; most notably, these include qmof-3fb24cf, qmof-835565b, and qmof-d1cceaa, which corre-

spond to IRMOF-8, IRMOF-10, and IRMOF-14, respectively.

The errors denoted by “X” are both OOM errors.* In particular, qmof-99a78f3 demonstrates

the memory bottleneck of EPW as described in Section 2.2.6. Of the three MOFs tested to the EPW

level, it is the only 3DMOF, and the largest by far (see Table 3.2). The other OOM error is found in

qmof-d1cceaa (IRMOF-14), which is the largest system tested in this work. The Γ-only relaxation

calculations successfully complete, but the 1 × 1 × 1 SCF calculation runs out of memory. For

reference, all jobs were run on 112 Sapphire Rapids cores with 990GB of RAM (i.e., an entire node,

per the description of Section 2.4).

The discussion herein will focus on qmof-e7ff28b, as it provides the most complete overview of

the workflow.

*N.B.: OOM errors sometimes manifest as segmentation faults.
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Table 3.1: A series of 1D, 2D, and 3D MOFs were computed with varying degrees of completeness. MOFs are indicated
on the left by their QMOF ID, omitting the “qmof‐” prefix for compactness. Successful calculation is denoted by an “O”. A
fatal error during calculation is denoted by an “X”. Blank entries indicate calculations that were not performed due to
resource considerations.

Relax SCF NSCF Phonon EPW Bands
(elec.)

PDOS
(elec.)

Bands
(phonon)

PDOS
(phonon)

e7ff28b O O O O O O O O O

fa7cbe7 O O O O O O O

99a78f3 O O O O X O O O

a2d95c3 O O O O O O O

7e46631 O O O O O O

8deddd1 O O O O O O

e3dcc4d O O O O

d7b29f8 O O O O

3fb24cf O

835565b O

d1cceaa O X
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Table 3.2: Select properties of the MOF samples are tabulated in the order of Table 3.1. MOFs are indicated in the
header rows by their QMOF ID, omitting the “qmof‐” prefix for compactness. Formulae are empirical formulae. Properties
are extracted from the QMOF database.10

e7ff28b fa7cbe7 99a78f3 a2d95c3

Formula CuC7H6N4 CuC4H4N4O4 Zn2C23H8N3O12 Zn4C24H24O13

1D/2D/3D 2D 1D 3D 3D

System orthorhombic monoclinic triclinic cubic

Atoms 36 17 96 106

7e46631 8deddd1 e3dcc4d d7b29f8

Formula CuC6Cl2H6N4 ZnC7H3O3 ZnC8H10N4 GaC17F6H8O5

1D/2D/3D 1D 3D 3D 3D

System monoclinic trigonal cubic monoclinic

Atoms 38 84 138 148

3fb24cf 835565b d1cceaa

Formula Zn4C36H18O13 Zn4C42H24O13 Zn4C54H24O13

1D/2D/3D 3D 3D 3D

System triclinic triclinic cubic

Atoms 142 166 190
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3.2 sample results

TheMOF qmof-e7ff28b is a 2D structure and was previously depicted in Figure 0.1. Among the

samples computed herein, it has a relatively small number of atoms in its unit cell (see Table 3.2),

making it a suitable candidate on which to demonstrate the end-to-end workflow. I provide the

resulting PDOS and band structures as proof of concept. I also comment on the EPC results.
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Figure 3.1: An electronic projected density of states is shown for qmof‐e7ff28b. Note the differing vertical axis scales.
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Figure 3.2: The density of states around the Fermi level is dominated by copper and nitrogen in qmof‐e7ff28b. The
vertical axis is unchanged between subplots to emphasize the relative densities. Note the predicted metallic behavior.

The electronic PDOS is presented in Figures 3.1 and 3.2. Figure 3.2 in particular shows the

PDOS around the highest occupied energy level. The density is dominated by the copper atoms,

with some contribution from nitrogen and negligible contributions from carbon and hydrogen.

The calculation predicts that the MOF should be metallic, with more pockets of unfilled states

shortly above the Fermi energy.

The densities are elucidated by the band structures, shown in Figure 3.3. In particular, we ob-
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serve relatively flat bands across most of the energy window. The peaks in Figure 3.2 correspond

to the two intertwining bands around the Fermi level. The dispersion in these bands is notably

anisotropic; the band has extremely low dispersion for most of the high-symmetry path, with spikes

in specific directions. This feature suggests highly directional charge transport through the material,

while the proximity of a DOS in the low-dispersion regions indicates the possibility of easily gating

the material for improved transport. In particular, the low dispersion may lead to more nontrivial

electron–electron interactions. Further study is recommended to ascertain such properties.

A B

Figure 3.3: The electronic band structure of qmof‐e7ff28b features two notable bands around the Fermi level. (A) The
entire energy window is plotted. (B) The region around the Fermi level is plotted. N.B.: The energies are zeroed to the
Fermi level.

The phonon PDOS is shown in Figure 3.4. The frequency ranges match the descriptions of pre-

vious works, as presented in Section 0.3.3. Notably, we observe a window of modes in the terahertz

regime that correspond to framework dynamics.27,28 We also observe nontrivial phonons in the
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negative regime, which correspond to imaginary modes. Though imaginary modes are often prog-

nostic of poor structural relaxation or numerical errors, the scales of these frequencies and the strict

relaxation used in this work suggest that the modes represent real physical instabilities. The contri-

butions to these instabilities are elucidated in Figure 3.5, showing that all atom types are involved in

the unstable modes.
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Figure 3.4: An phonon projected density of states is shown for qmof‐e7ff28b. Note the differing vertical axis scales.
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Figure 3.5: Strong imaginary modes are found in qmof‐e7ff28b, suggesting real physical instabilities. The imaginary
modes are represented as negative numbers.
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A B

Figure 3.6: The phonon band structure of qmof‐e7ff28b features low‐dispersion bands. (A) The entire frequency
window is plotted. (B) The terahertz regime is plotted. Note the presence of low‐frequency optical modes that aligns
with existing work in characterizing MOF framework dynamics.27,28,33

The phonon band structures provide further elucidation, as depicted in Figure 3.6. As with

the electrons, the phonons are generally highly localized, with the highest dispersions found in the

acoustic modes. This is in agreement with Kamenek et al.33 The terahertz-regime modes are shown

in detail in Figure 3.6B. Notably, we see that the terahertz dynamics include optical modes that sug-

gest framework dynamics. The imaginary modes also include optical-type distortions.

EPW calculations are less promising. While the code completes, extremely unphysical quantities

are obtained for the spectral function and linewidths. The errors suggest inaccurate Wannierization,

reflecting the concerns discussed in Section 2.2.6. In particular, it appears that more manual and

specialized intervention is required to accurately Wannierize the complex MOF structures. Further

work is thus required to develop more generalizable Wannierization algorithms before automated,

high-throughput EPC computations of MOFs become reliable with the present method.
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