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Abstract

Consumer financial wellbeing is a universal concern. To optimize their financial health,
people need effective tools for saving, borrowing, and investing, as well as income to put
towards them. These tools and policies in turn must account for the behavior and
preferences of the people who use them, which often deviate from what economists
would define as the financially optimal use of funds. In this dissertation, I explore three
contexts in which consumer choices do not appear to maximize financial wealth. In
Chapter 1, I use evidence from a large panel of housing mortgage repayments in
Pakistan to show that many borrowers are willing to pay more in financial costs to
reduce the mental burden of debt by repaying early. These findings suggest that the
psychological burden of debt is high and that there is a substantial mental benefit to
decreasing debt, even if an account is not closed fully. In Chapter 2, I conduct a lab study
showing that people consistently neglect correlation when assessing risks in simplified
gambles, leading to lower average returns. These findings elucidate an underlying
driver behind deviations from expected utility theory, which likely decreases consumer
financial returns. In Chapter 3, I use administrative data from a state education system to
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show distinct patterns in career and technical education (CTE) program selection across
demographic groups, which carry troubling labor market consequences. I find that
black, Latinx, low income students, and students with disabilities are underrepresented
in STEM programs that provide the best impact on future earnings. Together, these
studies highlight the need for policies and programs that account for the realities of

consumer behavior in order to help people maximize their financial wellbeing.
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Chapter 1

Introduction

Consumer financial wellbeing is a universal concern. To optimize their
tinancial health, people need effective tools for saving, borrowing, and investing, as well
as income to put towards them. These tools and policies in turn must account for the
behavior and preferences of the people who use them, which often deviate from what
economists would define as the financially optimal use of funds.

In this dissertation, I explore three contexts in which consumer choices do not
appear to maximize financial wealth. In Chapter 1: The Psychological Cost of Debt:
Evidence from Housing Mortgages in Pakistan (with Saad Azmat), we examine how
debt aversion influences mortgage repayment decision among 3,705 borrowers with an
Islamic housing mortgage in Pakistan. The product allows borrowers to make early
payments that reduce anxiety but often increase the cost of borrowing. Forty percent of
borrowers in our sample make early payments, leading to an average cost of PKR
247,707 ($2,890 USD) in additional fees and foregone savings. We develop a new model

of consumer hedonics to explain these results, and we rule out religion, demand for
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commitment devices, and misunderstanding of costs as complete explanations. These
findings suggest that the mental burden of debt is high, and that there is a psychological
benefit to decreasing debt, even if an account is not closed fully. Accounting for these
psychological benefits will help policymakers and private companies design financial
products that are better tailored to consumers” complete utility function.

In Chapter 2: Correlation Neglect in Abstract Gambles, I assess how the failure
to account for correlation impacts financial decision making and decreases return. Prior
studies on financial applications have documented consumers’ tendency to ignore or
neglect the correlations between financial streams, termed “correlation neglect.” To
reduce the confounds of other applied studies and isolate the underlying mechanisms, I
conduct lab studies on willingness to take on risk in simplified gambles with varying
correlation. I find that subjects bet significantly less (more) on two negatively
(positively) correlated lotteries than a simple lottery with the same end distribution. I
test various treatments designed to reduce correlation neglect and find that this bias is
surprisingly difficult to undue. These results provide strong evidence that correlation
neglect is a driving mechanism causing many people to deviate from expected utility
theory, which provides a grounding for applied work in a variety of contexts. In
particular, these results suggest that the initial depiction of financial streams is critical,
and that consumers are best served by presentations that integrate payoffs across
correlated streams.

The first two chapters suggest that financial tools designed with consumer
psychology in mind can increase consumer wellbeing. Tools for saving and investing,
however, are useless without income to put towards them. In Chapter 3: STEM Technical
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Education and Equity (with Shaun Dougherty), I evaluate recent changes in high school
career and technical education (CTE), which aims to equip students with skills needed
for higher earnings and employment when they enter the workforce. CTE has evolved in
the past decade to place greater emphasis on programs in Science, Technology,
Engineering, and Mathematics (STEM), mirroring parallel changes in the economy. Little
is known, however, about how the rise of STEM CTE programs have affected
participation for students of different backgrounds, and how changes in participation
interact with changes in programs offerings. In this paper, we use administrative data
from the state of Massachusetts to first document the expansion of CTE and STEM CTE
programs over a decade. We then estimate what student-level factors are associated with
participation, including gender, race, socioeconomic status, first language, and disability.
We find that while black, Latinx, and low-income students are overrepresented in CTE
overall, they are underrepresented in the STEM CTE programs that may offer the
highest labor market benefit. These findings suggest that high school program selection
may perpetuate imbalances in the STEM labor force. Similar to Chapters 1 and 2, this
essay documents an instance where behavior does not always lead to financially optimal
decisions. Additional policies and programs are needed to boost earnings potential and

capitalize on the potential of CTE to increase diversity in STEM.



Chapter 2

The Psychological Cost of Debt:
Evidence from Housing Mortgages in

Pakistan

2.1 Introduction

Holding debt is costly. American consumers spend about $500 billion on
interest payments for housing mortgages alonel[] In lower income countries, reliance on
mortgages and other debt contracts is expanding along with the middle class, and
interest rates are often above 10% annually. Financial costs, however, are not the only
burden of debt. Higher debt is associated with mental costs like anxiety, psychological
distress, and depression (Gathergood 2012, Sweet et al. 2013| Richardson et al. 2013).

Attending to debt also imposes a “bandwidth tax” on mental resources, which has been

LEstimation based on data for 2019 from the Federal Reserve and Fannie Mae.



shown to reduce cognitive functioning (Mani et al.2013, Ong et al. 2019). This severity of
this evidence raises the question of whether psychological costs may sometimes take
precedence over financial costs, leading to repayment decisions that appear financially
dominated.

The twin costs of debt—financial and psychological—often act in tandem to
push consumers towards reducing their debt burden, making it difficult to separate their
effects. In some contexts, however, reducing psychological costs may increase the
financial cost of borrowing. When faced with the option to reduce one cost and increase
the other, how do borrowers decide? What can these choices tell us about the
importance of psychological forces in driving debt repayment behavior?

In this project, we directly compare financial and psychological costs of debt in
a novel field context. We analyze repayment behavior for 3,705 consumers in Pakistan
with an Islamic housing mortgage called a diminishing musharakah. The product
functions similarly to a standard mortgage loan but it contains a special feature that
allows borrowers to add “early payments” with each installment that eliminate their
debt more quickly. Faster repayment may reduce the anxiety of holding debt, but these
early payments also bring additional costs. Borrowers are charged a 3% fee on repaid
principal and forego earnings from keeping funds in a special high-interest savings
account, which often outweighs any savings from reduced interest on the loan.

The diminishing musharakah loan is an ideal field setting to study the dual costs
of debt because with early payments, borrowers trade monetary losses for psychological
gains. With other debt products, psychological and financial costs increase or decrease

simultaneously, which makes it difficult to separately identify their role in shaping
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preferences and behavior. In our study, decreasing stress with early payments increases
financial costs, suggesting early payments must be driven by psychological forces.
Furthermore, the early payment feature provides a low-friction mechanism for
borrowers to express their desire to repay debt early. Many mortgage products allow
early payments, but due to high transaction costs, most borrowers only repay early if
they are refinancing an entire loan. With the diminishing musharakah loan, borrowers can
repay as little as one extra month and have no added paperwork, leading to a dynamic
measure of desire for early repayment.

In the first part of the paper, we establish four facts about repayment behavior
using data from the diminishing musharakah sample. In Fact 1, we show that early
payments are frequent and sizable. Forty percent of borrowers make at least one early
payment over the course of the fifteen year sample period. Since some loans are
ongoing, it is likely that a higher proportion of borrowers will make early payments
before their loans are complete. On average, early payers make 3.3 early payments
totaling 85 months of principal repaid early, so the average early payment includes 25.7
months of principal (called “units”). Early payments can be as small as one unit repaid
early, so the variance on payment size is substantial.

In Fact 2, we establish that early payments can be financial costly to consumers.
Borrowers who make at least one early payment in the sample lose an average of PKR
247,707 ($2,890 USD) in fees and foregone savings account earnings over the course of
their loans. If we convert these costs to months of principal using the average loan size
in our sample, early payers lose the equivalent of 12.3 months of principal by making

early payments instead of keeping money in the highest yield savings account available
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to them and paying on the regular schedule. The costs of each payment vary based on
prevailing interest rates, but they are highest in the first quarter of loan tenure and
lowest in the third quarter. One extra month (one unit) repaid in the first quarter of loan
tenure costs early payers an average of PKR 3,411 ($40 USD), while an equivalent
repayment in the third quarter cost PKR $1,597 ($19 USD) on average. In Fact 1, we
showed that early payers repay 85 units early on average, which leads to the average
total cost of PKR 247,707 ($2,890 USD).

In Fact 3, we show that early payments are more common early in the loan
tenure. Among subjects who have fully repaid their loans in our sample period, 66% of
early payments are made in the first half of loan tenure (e.g. the first ten years of a
20-year mortgage). This finding is surprising because in Fact 2 we show costs are higher
earlier in the loan tenure. While the average cost per unit in the first quarter is more than
double that of the third quarter, almost 60% more early payments were made in the first
quarter relative to the third quarter.

In Fact 4, we show that few early payments are made to fully close out a loan.
We analyze repayment behavior in the final three years of actual installments and see no
spike in payments at the final installment or in the final year. Only 3% of early payments
are made within the last three months that a loan account is open, relative to 6% of
payments being made in the first three months of a loan. This finding contrasts with
prior theories that debt averse behavior is driven by a desire to fully close out accounts,
which is explored more closely in subsequent sections (e.g. Amar et al. 2011).

To organize these facts, we develop a model of consumer hedonics around debt

repayment. We show that a standard utility model with no debt aversion cannot explain
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Facts 1 and 2 that early payments are frequent and costly. We next test a model of debt
account aversion in which holding debt causes stress and subjects can increase utility by
fully closing a debt account. This model aligns with prior lab findings that people often
willing to pay more in borrowing costs to close out small balance accounts (Amar et al.
2011} Kettle et al. 2016). Debt account aversion is consistent with the existence of costly
early payments in Facts 1 and 2 but cannot explain Facts 3 and 4 that most early
payments are made early in a loan. We adjust the model to add debt level aversion in
which people gain utility by proactively paying down debt, regardless of whether the
account is closed. This model appears consistent with all the repayment facts presented.

Using this final model, we identify additional predictions about debt
preferences to investigate in our data in order to provide extra support for the model.
We supplement these tests with results from a survey of 63 diminishing musharakah
borrowers from our sample on their perceptions and demand for early payments. We
show that as the model predicts, early payers in the survey report high levels of
debt-related stress and that early payments bring them positive emotions of relief and
pride. Borrowers who self-report making early payments are 24 percentage points more
likely to say debt makes them uncomfortable and 20 percentage points more likely to say
debt causes them stress relative to non-early payers. Among early payers, 80% say early
payments make them feel relieved and 80% say early payments make them feel proud,
suggesting positive affective impacts from making early payments.

We also confirm that debt level aversion and debt account aversion are
separable effects, as the model predicts. We collect a measure of debt account aversion

from our survey sample using a one-period version of the lab game from Amar et al.
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(2011), which we compare to self-reported early payments. We find that respondents
who made early payments are 30 percentage points less likely to prioritize closing the
lowest balance accounts, which is the repayment strategy most closely associated with
debt account aversion. Early payers are 17 percentage points more likely to prioritize the
highest interest account, which technically would allow them to repay debt fastest
because they would have more money to allocate to principal payments rather than
interest. These findings suggest that debt account aversion in earlier studies may be
different than the debt level aversion we observe in our context through early payments,
which reflects a desire to reduce the integral on outstanding debt, even when full
repayment is years in the future.

Last, the model predicts that early payments will be less frequent in periods
when people face lower earnings and liquidity, which is supported by our data.
Borrowers with installments due during the last week of the month are 11 percentage
points less likely to make any early payments, and 25 percentage points less likely to
make small early repayments of 6 extra months or less. Most borrowers are paid
monthly and likely face higher liquidity constraints at the end of the month, so this
tinding suggests that liquidity concerns lower the rate of early payments. Borrowers also
make more payments in early months of the years when salary increases take effect and
they are likely to have more cash on hand.

In the final part of the paper, we test several alternate explanations for our
repayment facts and find that they cannot fully explain our facts. We show religious
pressure is unlikely to drive payments because early payments are less frequent during

times of religious salience and early payers in the survey are no more likely to say that
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debt should be reduced for religious reasons. Similarly, we conclude early payments are
not explained by demand for commitment devices because borrowers have more
profitable alternatives like term deposit savings accounts that offer higher interest in
exchange for multi-year savings commitment. Early payers and non-early payers are
also equally likely to say that having excess cash in savings would cause them to spend
unnecessarily or give money to friends/family, showing consistent demand for
commitment vehicles across groups.

We also find evidence that misunderstanding of costs do not fully explain early
payments, though we cannot determine if people have accurately calculated the full cost
of these payments. Borrowers appear to be generally aware that early payments entail
financial costs because 87% say that early payments are “responsible” even if there is a
tinancial cost to making them. Early payers also express a willingness to accept up to a
6% principal fee on average, which is double the actual fee charged on early payments.
We therefore conclude that people are aware of the directionality of financial costs, but
we cannot determine definitively that they have accurately calculated the magnitude.

This project contributes to our understanding of debt repayment behavior in
several ways. First, the psychological drivers we document highlight the importance of
mental costs in the growing literature on optimal debt repayment. Several studies have
found that borrowers often fail to minimize costs when repaying debts (Gathergood
et al. 2019, Keys et al. 2016, Ponce et al. 2017, Stango and Zinman 2009). Our study
shows that the mental burden of holding debt and mental benefits from repayment can
be a contributing factor to repayment strategies that appear sub-optimal from a financial

perspective. To help consumers optimize their debt repayment and increase overall
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well-being, it is critical to account for the weighty psychological impacts of debt and
help borrowers adopt strategies that decrease both the mental and financial costs of debt.

Second, our findings expand the conception of debt aversion to include a
preference to pay down debt even when an account remains open. Prior studies have
shown debt aversion in people’s preference to close out small debt accounts rather than
minimize borrowing costs (Amar et al. 2011, Besharat et al. 2014, Kettle et al. 2016).
Studies typically attribute this behavior to motivational impacts and the desire to
achieve a tangible sense of progress towards full debt repayment, although the reduction
in transaction costs from reducing open accounts also seems important. We find little
evidence of debt account aversion in our setting because few early payments are made
to fully close a loan. This divergence with prior literature may arise because borrowers
are charged a 3% fee on early payments in our setting, which may suppress the demand
to repay faster when full repayment is proximate. Furthermore, earlier work on debt
account aversion analyzes repayment across multiple small loans, while we only
observe repayment of one loan that is likely the largest in a consumer’s portfolio.

Third, studies on debt repayment have focused largely on credit card debt and
other debt accounts that are within a few years of repayment (Gathergood et al. 2019,
Ponce et al. 2017). Our study explores long-term debt repayment and captures trends
that may not be apparent in short-term liabilities. We find that early payments are most
common at the start of the loan, suggesting that the psychological cost of debt might be
highest in the early stages of repayment. Our findings are especially pertinent to the
study of housing-related debt because loans have a long tenure and psychological forces

like the fear of foreclosure or the pride in home ownership are strong and may influence
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attitudes towards repayment.

The remainder of the paper proceeds as follows. In Section 2, we provide
additional details on the loan context, data, and sample. In Section 3, we establish facts
from our data on the costs and prevalence of early repayments. In Section 4, we present
a model of consumer hedonics to explain these facts. In Section 5, we provide
supporting evidence for implications from the model. In Section 6, we rule out

alternative explanations for our facts. Section 7 concludes.

2.2 Data and Context

This section first discusses our primary data sample of diminishing musharakah
repayments. We provide details about the product and borrowers represented. We detail
additional data used for cost estimates and exchange rate calculations. We then discuss
the borrower survey.

Data for the project come from 3,705 loans at an Islamic bank in Pakistan. The
bank has national coverage, but borrowers with our loan are concentrated in the major
cities of Islamabad, Karachi, and Lahore. The sample includes all monthly repayments
from November 2003-June 2018, totaling over 275,000 observations. We observe each
loan from the start of repayment, but individual loans in the sample may be ongoing.

All borrowers in the sample have taken a diminishing musharakah, which is a

popular loan product for housing mortgages in Pakistan and other Islamic countriesf| In

2We use the term “loan” here and throughout the paper to denote money borrowed to finance an asset.
We note that this definition diverges from the Islamic finance interpretation, where a “loan” denotes money
borrowed on interest without the presence of an asset, which is prohibited. In this context, diminishing
musharakah is not considered a loan. Nonetheless, we choose to use this term to allow for interpretability
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this model, a fixed asset like a house or car is divided into equity units and the initial
ownership is divided between units owned by the consumer and units owned by the
bank. Each month, the consumer purchases one unit of equity back from the bank, and
the bank charges a rental fee on the remaining units it owns. These rental payments
operate similar to interest, but the structure allows the bank to capture profits without
violating Islamic tenets prohibiting the collection of interest (Obaidullah 2005)f}]

For consumers, the loan’s borrowing cost and repayment structure are similar
to other non-Islamic interest-bearing loans on the market, with one important caveat:
diminishing musharakah borrowers can also decide to purchase additional equity units
each month to shave months off the end of their loan tenure. While some other loans
allow early payments (for example, refinancing a loan or making a large balloon
payment), the diminishing musharakah model makes it much easier to make these
payments on a regular basis. Borrowers need only to state the number of additional
units (i.e. months of principal) they wish to purchase upon each repayment and pay a
fee equal to 3% of the repaid principal. The low transaction cost to making an early
payment leads many borrowers to make one or several early payments over the course
of their loan, and these repayments provide an easily quantifiable measure of the desire
to reduce one’s debt burden.

Descriptive statistics for the sample population are shown in Table 2.1. The
average annual income of borrowers is PKR 5,851,114 ($68,274 USD), which is

significantly higher than Pakistan’s average income per capita over the sample period of

for a general audience.
3Similar to the prior note, we may refer to rental rates as interest rates in this paper for general inter-
pretability, but they should not be considered interest rates in the Islamic finance sense.
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PKR 94,270 ($1,100 USD). Anecdotally, the bank describes the typical customer for this
loan as substantially wealthier, more educated, and more urban than the general
population of Pakistan.

In addition to the overall sample, Table 2.1 provides statistics on subjects who
do and do not make early payments over the course of the sample period. We assess
three subsets of these groups: All borrowers, Scheduled Repaid borrowers whose original
loan contracts were scheduled to end within the sample period, and All Repaid
borrowers who have fully repaid their loans in the sample period, regardless of when
they were expected to complete repayments. Among early payers, the All Repaid group
includes the full Scheduled Repaid group in addition to people who completed their
loans earlier than expected due to early payments. These Repaid groups are important
to later analysis because we can observe repayment behavior throughout the entire loan
tenure, whereas the All borrower group includes some loans that remain open at the end
of our sample period.

Analysis of observables uncovers few differences between early payers and
non-early payers, but suggests that the Scheduled Repaid group diverges from the
sample of All Borrowers. In Table 2.1, early payers and non-early payers in the All
groups appear similar along observable characteristics like income, loan size, loan
interest rate (determined by credit risk), and contract tenure. Among early payers,
borrowers in the Scheduled Repaid group have higher incomes, smaller loans, and
shorter contract tenures relative to the sample population. The All Repaid group is more
reflective of the All borrower group and includes a larger sample size (762 observations
relative to 135 in the Scheduled Repaid group).
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To estimate foregone savings income from early payments, we incorporate
interest rates on lending and savings accounts provided by the bank. Data on savings
interest rates by month were not accessible prior to December 2009 or after December
2016. To estimate interest rates for savings accounts in the early years in our sample, we
utilize data on deposit interest rates (excluding zero markup accounts and interbank
borrowing) for all private banks, as reported by the State Bank of Pakistan Statistics and
Data Warehouse Department. We calculate the ratio of our bank’s rates to average rates
for all private banks in Pakistan from December 2009 to December 2016. We then
multiply this ratio by average interest rates for all private banks for missing periods to
estimate our bank’s rate.

Throughout the paper, we apply a fixed conversion rate of 85.7 Pakistan Rupees
(PKR) to 1 US Dollar (USD) to allow for consistent conversions between currencies. This
conversion reflects the average monthly PKR to USD exchange rate between January
2004 and June 2018 using data from the International Monetary Fund, accessed through
the UN Monthly Bulletin of Statistics Online. We note that due to high inflation, the
exchange rate at the end of our sample period was much higher (PKR 121 to $1 USD),
but we believe using the average rate allows for both consistency and a reliable
representation of the costliness of early payments in dollar terms that is more
understandable to most readers.

In addition to repayment data, we conducted a survey with a sample of 63
borrowers with a diminishing musharakah loan from our bank. The bank provided phone
numbers for a convenience sample of 100 current borrowers from one urban location.

Research assistants called borrowers on the list to invite them to participate in a short
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phone survey. Seven additional people completed the survey but are excluded from our
analysis because they reported that they had not ever held a diminishing musharakah loan.
Since 10% of the responding sample (7 out of 70) did not have diminishing musharakah
loans, we also exclude 10% of the non-respondents to calculate an adjusted response rate
of 70% (63 out of 90). To encourage honest responses, the survey was anonymous.
Subjects were told that the survey was for academic purposes only and their individual
responses would not be shared with the bank. Subjects were not compensated for

participating.

2.3 Results

In this section, we establish key facts about early payment behavior among

diminishing musharakah borrowers using data from the bank sample.

Fact 1: Early payments are frequent and sizable: at least 40% of borrowers make early

payments, and the average early payer repays 85 months early.

In Panel A of Table 2.2, we find that 40% of all borrowers make an early
payment over the observable period. This figure is likely an underestimate because
some borrowers in the sample have a portion of their loan outstanding and may make
an early payment before the loan ends. When we restrict to only borrowers were
scheduled to fully repay their loans within the sample period, 35% of subjects make
early payments. This lower proportion may be due to differences in the sample that was
scheduled to repay by June 2018 relative to the overall sample. Borrowers in this
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“Scheduled Repaid” group had much shorter loan tenures, so may have felt their loan

was reasonably close to full repayment without the need for an accelerated timeline.

Table 2.2: Proportion of Subjects Making Early Payments

All Scheduled Repaid All Repaid

Panel A: Full Sample (1) @) 3)
Any point in sample period 0.40 0.35 0.72
Observations 3,705 390 1,062
Panel B: Early Payers Only

First quarter of loan - 0.64 0.61
Second quarter of loan - 0.47 0.58
Third quarter of loan - 0.36 0.36
Fourth quarter of loan - 0.19 0.20
First 3 months of loan - 0.19 0.19
First year of loan - 0.53 0.44
Last year of loan - 0.24 0.22
Last 3 months of loan - 0.05 0.09
Observations - 135 762

Notes: Values show the proportion of subjects in the column-designated
sample who made an early payment in the row-designated time period.
Panel A includes all subjects, and Panel B restricts to subjects who make at
least one early payment over the sample period. Column 1 includes all sub-
jects for the panel sample. Column 2 restricts to subjects who have fully re-
paid and were scheduled to fully repay their loans based on their original
loan contract. Column 3 includes subjects who have fully repaid, including
those whose original contract tenure extended beyond the sample period.
Quarters are defined by realized loan tenure, rather than the loan tenure in
the original contract.
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Table 2.3: Average Early Payment Number, Size, and Cost for Early Payers

All Early Payers ~ Scheduled Repaid  All Repaid
1) (2) (3)

Number of early payments 3.3 29 4.1
(3.9) (3.7) (4.5)
Total units paid early 85.0 42.0 108.2
(56.9) (30.3) (56.7)
Cost per unit paid early (PKR) -2,799 -1,993 -3,341
(11,191) (6,553) (10,985)
Cost of early payments (PKR) -247,707 -92,473 -398,006
(1,150,482) (407,331) (1,402,356)
Cost per unit paid early (months) -0.1 -0.1 -0.2
(0.6) (0.3) (0.5)
Cost of early payments (months) -12.3 -4.6 -19.7
(57.0) (20.2) (69.5)
Observations 1,476 135 762

Notes: This table provides average early payment characteristics across three groups of early
payers. Standard deviations are shown in parentheses. Column 1 includes all subjects who
made at least one early payment during the observed sample period, including subjects who
have not finished repaying their loan and who may make additional early payments in the
future. Column 2 includes only early payers who have fully repaid and were scheduled to
tully repay their loans based on their original loan contract. Column 3 includes all early
payers who have fully repaid, including those whose original contract tenure extended be-
yond the sample period. All statistics are calculated by first identifying the relevant figure
for each subject and then averaging across individuals. To calculate average cost per unit,
for instance, we first calculate the total cost of early payments to each individual divided by
the total units that subject purchased. We then average this statistic across all early payers to
identify the average cost per unit. This approach weights statistics by individual, rather than
by extra unit as would be calculated by dividing total costs across all subjects by total units.
Costs are reported first in PKR and then in average months of principal, which divides costs
by the average principal amount due in each installment, weighted again by individual.

Table 2.3 provides additional details about the size and frequency of early
payments. Across the full sample, borrowers make 3.3 early payments over the course of
their loan and repay 85 extra units early. Each early payment includes an average of 25.7
extra units, which is equivalent to paying off around two years of the loan tenure with

one payment. Among early payers who have completely repaid their loans, borrowers
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make an average of 4.1 early payments and repay 108 units early, which aligns with our
prediction that the “All Repaid” sample overweights early payers making large
payments. Among early payers scheduled to repay their loans by June 2018, subjects
make 2.9 payments and repay 42 units early. This finding also aligns with expectations
because the “Scheduled Repaid” group have smaller loans overall and fewer total units

to repay.

Fact 2: Early payments can be financially harmful, costing borrowers an average of PKR

247,707 ($2,890 USD) in the sample.

To estimate the financial impact of early payments, we take borrowers’ initial
allocation decision between consumption and debt repayment as exogenous. Given the
amount borrowers” have chosen to spend on debt repayment, we calculate the cost of
borrowing if they use these funds for early payments relative to the alternative of
keeping funds in a savings account and repaying on the regular schedule. These

calculations include three contributing factors:

1. Reduction in interest (rent) charged on the unit of principal repaid early, from the
time of purchase until the last period of the loan. We assume these savings are
placed in a savings account each month, which compounds until the end of the

loan.

2. Foregone savings income from repaying principal early rather than keeping capital

in a savings account until the end of the loan and repaying on a normal schedule.
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3. The fee of 3% of the unit of principal charged for making an early payment. In the
savings account scenario, we assume this amount is also stored in savings until the

end of the loan.

For Factors 1 and 2, we use the highest yield savings account rate available
through the lending bank given the amount saved and time until the end of the loan. For
Factor 2 (foregone savings income), the large amount of capital and years remaining
until the end of the loan often qualifies the borrower for a high-yield fixed-term savings
account. In these accounts, the borrower commits to keeping savings in the account for a
certain period of time in exchange for a higher return. Since we assume borrowers will
not touch the funds until the end of the loan when using them to make a final payment,
we assume that borrowers will commit to keeping savings in the account for the length
of time remaining in their loan. We use the interest rate associated with this commitment
length at the time each early payment was made.

For Factor 1 (reduction in interest), the small amount saved on interest each
month generally does not meet the minimum threshold to place funds in a fixed-term
account (around $500 USD). We thus assume borrowers place these funds in the highest
yield account available through the lending bank that does not require a minimum
threshold.

The impact of each individual payment will depend on the interest rate on
savings and lending at the time of purchase, as well as the months remaining in the loan
tenure. To understand conceptually how these factors interact, we first conduct a

simulation of early payments made at different times in the loan. In Figure 2.1, we plot
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the financial cost to a hypothetical consumer from repaying one month of principal (one
“unit”) at each month in a 20 year loan tenure. The figure highlights that early payments
are most costly early in the loan tenure because the cost of foregone savings is highest
when savings income has the most time to compound. At average interest rates, a single
extra unit purchased at the start of the loan would result in cost equal to PKR 40,245
($470 USD) over the course of the loan. In the third quarter of loan tenure, payments are
much less costly and may even be financially beneficial under certain interest rates. An
extra unit purchased in the 150th month of the loan would result in a gain of PKR 4,564
($52 USD). Early payments increase in costliness in the fourth quarter because there are
few savings on interest (rental) payments but the borrower is still charged the 3% early
fee.

With the simulation as a conceptual foundation, we estimate the cost of actual
early payments made by borrowers in our sample. We employ the same estimation
methodology used in the simulation, but utilize interest rates on savings and lending
available at our bank, described more fully in Section 2. In Table 2.3, we show that the
average extra unit purchased by borrowers in our sample results in a cost of PKR 2,799
($33 USD). In total, early payers increase their cost of borrowing PKR 247,707 ($2,890
USD) on average by making early payments.

When restricting to only the sample of early payers who were scheduled to
repay by June 2018, the cost of early payments appears much lower. Borrowers lose an
average of PKR 1,993 ($23 USD) per unit repaid early, or PKR 92,473 ($1,079 USD) over
the course of their loan. Since borrowers in the Scheduled Repaid group had much
shorter loan tenures, this finding is not surprising given how the simulation
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Figure 2.1: Simulated Cost of One Extra Unit Repaid at Each Month of Loan Tenure

Notes: Cost reflects foregone savings interest, 3% added fee, and reduced interest on loan
for one additional unit purchased at each month in loan tenure. Uses average interest
rates on lending (12%) and savings for the high-interest, minimum threshold accounts
(9%) and lower interest accounts with no minimum amount (4%) throughout sample pe-
riod and modal 20 year (240 month) loan period.
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demonstrated that early payments made within 10 years of full repayment have lower
costs or may be weakly positive.

In the All Repaid sample, the cost per repaid unit is similar to the full sample:
subjects lose PKR 3,341 ($39 USD) per extra unit repaid. Since borrowers in this group
likely pay more units on average, the overall cost is higher than the full sample. Subjects
in this group increase their borrowing costs by an average of PKR 398,006 ($4,644 USD)
by making early payments, relative to keeping funds in savings and repaying on the
normal timeline.

To contextualize the size of these payments, we convert them into months of
principal using the average loan size for our entire sample. In the full sample, subjects
lose about one-fifth of a principal installment for each unit of principal they repurchase
early. Over the course of the loan, borrowers lose 17.6 months of principal from early
payments, which shows that they could have saved almost a year and a half of principal
installments if they had kept money in savings and repaid on a normal schedule.

As highlighted in the simulation, the cost of each payment varies by the time
remaining until full repayment, since this will dictate how long funds would have to
compound in a savings account. In Figure 2.2 we display the cost of an average unit
purchased by quarter of loan tenure for the full sample. Similar to the simulation,
payments are most costly at the beginning of the loan and least costly around the third
quarter of loan tenure. The average unit re-purchased in the first quarter costs borrowers
an average of PKR 3,411 ($40 USD), while the average unit purchased in the third
quarter costs an extra PKR 1,597 ($19 USD). In the simulation, the third quarter
payments had a weakly positive financial impact. The negative average impact in the
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Figure 2.2: Cost of One Extra Unit Repaid by Quarter
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scheduled loan tenure at time of disbursal.
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actual sample is likely due to difference in lending and savings rates when payments
were made as well as shorter loan tenures due to early payments. While the simulation
analyzed payments in each month of a 20-year loan, the loan tenure of an early payer
may end up being much shorter when they repay many units early. In Figure 2.2, a
payment captured in the third quarter average may be made in year 15 of a 20 year loan,
or in year 9 if a subject repaid their loan in 12 years. These changes in tenure would
impact the cost estimates by affecting the years remaining until full repayment.

We believe these calculations reflect conservative estimates of costs for two
reasons. First, we use savings rates offered through our lending bank as a measure of the
opportunity cost of early payments. Borrowers face low transaction costs to open these
accounts, but it is likely that with a bit of searching, borrowers could find other savings
products on the market that offer even higher returns. Subjects could also achieve even
greater returns by investing funds in the stock market or alternative investment vehicles.
The opportunity cost of using money for early payments is therefore likely higher than
what we calculate here, but since these alternate uses of funds would require additional
assumptions about transaction costs and risk tolerance, we prefer to use our more
conservative estimate of returns from savings accounts that are immediately accessible
to our sample.

Second, our estimates do not account for fees associated with late payments.
430 subjects who made early payments in our sample repaid an installment at least 10
days late at some point in the loan, leading to small fees that may have been avoided by

keeping funds in savings to repay on the normal schedule[f We do not account for these

*Note that these fees are sometimes waived in practice, but they are stated in the loan contract.
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fees here because we believe these late payments were unexpected and thus these costs

did not factor into the decision to make an early payment.

Fact 3: Early payments are more common early in the loan tenure.

In Figure 2.3, we analyze the distribution of early payments in each quarter of
loan tenure. We limit the sample to only subjects who have repaid loans fully in the
sample period so we can observe all early payments they make throughout the loan
tenure. In Panel A, we show the distribution of payments for this entire fully repaid
sample of 736 early payers. The proportion of early payments declines with each quarter
of loan tenure. 35% of payments are made in the first quarter relative to 12% in the
fourth quarter. In Panel B we restrict to the 136 early payers who were scheduled to fully
repay their loan prior to June 2018. The results are broadly similar, though more evenly
distributed across quarters: 31% of early payments are made in the first quarter relative
to 15% in the fourth quarter.

In Figure 2.4, we analyze the distribution of total units repaid in each period.
The All Repaid sample resembles the distribution of early payments, but the Scheduled
Repaid sample skews further to the early quarters in the loan. This finding suggests that
in the latter sample, early payments contain more units on average when purchased

earlier in the loan tenure.

Fact 4: Few early payments are made to fully close out a loan.

One reason people might seek to repay early is to reduce the stress and
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Figure 2.3: Distribution of Early Payments by Quarter

Notes: The figures reflect the distribution of early payments made by quarter of loan
tenure. Panel A includes observations from all subjects who completely repaid loans dur-
ing the sample period. Panel B includes observations from subjects who were scheduled
to repay by June 2018. Quarter uses realized loan tenure, which in the case of early pay-
ments is shorter than scheduled loan tenure at time of disbursal.
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Figure 2.4: Distribution of Units Repaid Early by Quarter

Notes: The figures reflect the distribution of total units repurchased in quarter of loan
tenure. Panel A includes observations from all subjects who completely repaid loans dur-
ing the sample period. Panel B includes observations from subjects who were scheduled
to repay by June 2018. Quarter uses realized loan tenure, which in the case of early pay-
ments is shorter than scheduled loan tenure at time of disbursal.
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transaction costs from making monthly payments. Under this hypothesis, the benefit of
early repayment arises only (or at least primarily) upon full repayment. If desire to fully
close accounts drives early payments, we would expect to see many early payments
made in the final installment, and an increase in early payments as the end of the loan
tenure approaches.

In Figure 2.5, we examine the number of early payments made in each month
during the last three years of loan tenure among all subjects who fully repay in the
sample period. We find that the rate of early payments declines in the last two years of
repayment. There is only a small spike in the final period, which represents payments
made to fully close out the loan. In Table 2.2 Panel B, we compare early payment rates at
the end of the loan to rates during periods earlier in the loan tenure. In the All Repaid
sample, early payers are about half as likely to make payments in the last three months
relative to payments in the first three months of the loan. 3% of early payments are made

in the last three months, relative to 6% in the first three months.

24 Model

In this section, we develop a model of consumer hedonics that attempts to
explain the repayment facts established in the prior section. We start with a model that
assumes people are not debt averse, but quickly establish that early payments cannot be
rationalized under this formulation. We next test a model that includes a parameter of
debt account aversion, i.e. a disutility from open debt accounts. We show that this model

can explain the existence of early payments, but not the timing we established in Facts 3

30



60 70
| |

50

Number of Early Payments
40

30
|

[
40 30 20 10 0
Installments Remaining

Figure 2.5: Early Payments in Final 36 Months

Notes: The figure shows the number of early payments made by borrowers in the sample
in the final 36 months of loan tenure. The X-axis shows installments remaining until full
repayment, so payments made at 0 months are payments to fully close the loan. The
sample includes only subjects who have fully repaid their loans, i.e. subjects for whom
the final 36 months are observable.
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and 4. We test a third model that includes a parameter for debt level aversion, i.e. a
utility gain from the act of proactive repayment. We show that this model can rationalize

all the repayment facts established above.

2.4.1 Model 1: No Debt Aversion

We begin with a three period model of utility. For simplicity, we assume linear
utility, but will explore implications of relaxing this assumption later. In each period, a
person starts with income w, which is assumed to be to be spent on consumption if not
allocated to repayment. The person makes a regular mortgage payment m in each
period, which allows them to fully repay a loan over three periods. Utility is discounted

at rate 6 = [0, 1] in each period. Our base case utility in model 1 is:

u; = w —m+6(w—m) + 6*(w —m)

The person faces the option to make an early payment in period 2, which would enable
them to fully repay their loan in period 2. This option carries an additional fee f. The

utility with an early payment in model 1 is:

Ure = w —m + 6(w — 2m — f) + 6*(w)

Under these assumptions, a person would prefer making an early payment to the base
case utility if:

(—=m — f) > §(~m)

32



If f > 0,1i.e. making an early payment is financially costly, it is immediately apparent
that under this model, early payments would never be rational. If consumers discount
future consumption even slightly, they would never prefer to bring a painful payment
forward one period, let alone pay an extra fee to do so. This model therefore cannot

explain Fact 1, which showed many early payments made throughout the sample.

2.4.2 Model 2: Debt Account Aversion

We modify the model by adding debt account aversion, where a person faces
rising disutility with each open debt account. For each period where the loan has not
been fully repaid, we assume that the subject experiences disutility a. We assume
payments are made at the start of the period, so in the period where the person makes a

final repayment, they will not suffer a. The base case utility becomes:

Uy =w —m —a+6(w—m—a)+ 6*(w—m)

With an early payment, the person experiences utility:

Upe = w —m — a+ 6(w —2m — f) + 6 (w)

Comparing wy; and u.,, we see the person will prefer making an early payment if:

(=m = f) > (=a) +6(=m)
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This formulation captures the notion that early payments may be rational when the
disutility of having a debt account open for one more period outweighs the added
expense of early payment fees and the disutility of moving an installment forward one
period. If we assume the psychological costs of debt are high enough, we can thus
reconcile Facts 1 and 2 (high rate of early payments despite financial costs) with Model 2.
In order to explore the timing of early payments in Facts 3 and 4, we must
introduce an option for the person to make a one-unit early payment in period 1 instead

of period 2. We model the utility with the first period early payment as:

Ugepr = W — 2m — a — f + 6(w —m) + 6*(w)

A subject will prefer to make an early payment in period 1 instead of period 2 if:

—m— > 6(~m— f)

Making an early payment in period 1 moves a painful payment forward one period
without reducing stress from an open account because the loan is still repaid in period 2.
Assuming the person is at least somewhat present biased (so § < 1), they would never
choose to make early payments before the last period of the loan. With this model, we
cannot explain Fact 3 and 4, which found that few early payments were made in the last

quarter or last month of the loan tenure.
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2.4.3 Model 3: Debt Level Aversion

We add to the model by allowing for debt level aversion, i.e. a boost in utility
when an early payment is made and debt is reduced, rather than only when the account
is closed. We capture this utility shock with parameter [ in the period when an an early
payment is made. We continue to allow for debt account aversion through parameter a.

The base case has no early payments, so u3 is equivalent to u,:

uz =w —m—a+d(w—m —a) + 6*(w —m)

If an early payment is made in period 2, utility will be:

Uze = W —m —a+ 5w —2m — f+1) + 5 (w)

In this scenario, a subject will make an early payment if:

(—m — f+1)>(—a)+d6(—m)

Here, the person experiences positive utility from making the payment as well as earlier
relief from the stress of an open account, making early payments even more favorable.
Facts 1 and 2 on the frequency and cost of early payments are thus also consistent with
Model 3.

To test Fact 3 and 4 on the timing of payments in this new model, we derive
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utility for an early payment made in period 1:

Usepr = W — 2m — a — f + 1+ 6(w —m) + 6*(w)

The person will prefer making an early payment in period 1 to period 2 if:

—m—f4+1>0(—m—f+1)

For this inequality to hold with discounting, it must be the case that [ > m + f, which is
to say that the positive utility from making an early payment outweighs the negative
utility of an extra month’s principal and associated fees. If this is the case, the person
would want to move the early payment forward to period 1. We thus need to assume
that the positive utility from making an early payment is high in order for the model to

align with Facts 3 and 4.

2.4.4 Implications

Though our model of debt level aversion seems consistent with the basic facts
established in the prior section, it generates several implications that warrant further

exploration and testing:

Implication 1: The utility increase from repaying early must be high.

The model suggests that people are driven to make early payments by both

stress relief upon full repayment and the positive psychological from the act of paying
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early. These impacts must outweigh the extra financial costs and the pain of moving a

payment forward, suggesting they must be sizable.
Implication 2: Debt level aversion is a separate preference from debt account aversion.

In the model, the parameters for debt account aversion and debt level aversion
are fully separable, meaning a person could experience a high value for one and not the
other. For example, a person could find debt stressful and thus be account averse, but
not find enjoyment from the act of making an early payment, leading them to either not

repay early or only make early payments at the end of their loan.
Implication 3: Early payments will be less frequent in periods when income is lower.

While this implication does not apply under linear utility, if we modify our
assumptions to make utility a concave function of total disposable income each period, it

is apparent that extra payments will be less frequent in periods when income is lower.

2.5 Supporting Evidence

In this section, we provide supporting evidence for the model implications
described in Section 4. Where possible, we conduct analyses using the repayment data.
We also reference prior literature and incorporate evidence from a small survey of

borrowers on their subjective perceptions of debt and early payments.
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Implication 1: The utility increase from repaying early must be high.

To explore the relation between early payments and psychological effects, we
ask our survey respondents a variety of questions about their perceptions of the mental
impacts of debt and early payments. In Table 2.4, we show that 87% of early payers
agree that debt causes stress relative to 67% of non-early payers. 100% of early payers
say that debt makes them uncomfortable, relative to 76% of non-early payers. The high
rate of agreement across both groups show that debt causes stress and discomfort a large
majority of borrowers, and the higher proportion of agreement among early payers
shows a positive correlation between negative psychological impacts of debt and
demand for early payment.

Prior research also supports the idea that debt is stressful for many borrowers.
In a quasi-experimental study of debt holders in Singapore, closing a debt account was
associated with an 11% reduction in the likelihood of anxiety (Ong et al. 2019).
Over-indebted individuals in particular have worse psychological outcomes, with
causality appearing to run in both directions (Gathergood [2012). Collectively, this
evidence suggests that the disutility of debt parameter a in our model is likely to be large

for many subjects.
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Table 2.4: Subjective Agreement with Survey Statements

Early Non-Early Difference
Payers  Payers  Difference

(1) () (3)

Panel A: Psychological Impact

Debt causes me stress 0.87 0.67 0.200*
(0.106)
Debt makes me uncomfortable 1.00 0.76 0.242%*
(0.080)
Repaying early makes me proud 0.80 0.70 0.103
(0.111)
Repaying early makes me relieved 0.80 0.88 -0.079
(0.093)
Panel B: Alternate Explanations for Early Payments
People should avoid debt for religious reasons 0.57 0.55 0.021
(0.127)
Early payments are responsible, despite fee 0.87 0.88 -0.012
(0.085)
My friends/family would ask for my savings 0.47 0.61 -0.139
(0.127)
I would be tempted to spend savings unnecessarily ~ 0.17 0.09 0.076
(0.085)
Observations 30 33 63

Notes: This table summarizes the proportion of survey respondents who marked
strongly agree or agree for the listed statement. Column 1 includes subjects who self-
reported that they had made an early payment in the past on a musharakah loan. Col-
umn 2 includes subjects who have or have had a musharakah loan but who did not re-
port having made early payments. Column 3 shows the difference in proportion of early
payers who agree relative to non-early payers. The standard deviation is indicated in
parentheses, and stars indicate significance where ** p<0.01, ** p<0.05, * p<0.1. p
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To assess the magnitude of debt level aversion, we ask respondents whether
early payments are associated with positive psychological impacts like pride and relief.
We find 80% of early payers say repaying early makes them proud, relative to 70% of
non-early payers. The connection here between debt repayment and pride may be
especially strong because the diminishing musharakah loans are used as housing
mortgages, and home ownership may be more important to borrowers than owning
other assets. 80% of early payers say repaying early would make them relieved, relative
to 88% of non-early payers. Evidently, most borrowers believe that there are positive
psychological impacts from repaying debt early, supporting a positive value for
parameter [ in the model. We don’t find agreement to be tied strongly to whether a
respondent has made an early payment in the past, suggesting that perceived positive
effects of early payments may not be the main determinant of who makes an early

payment and who does not.

Implication 2: Debt level aversion is a separate preference from debt account aversion.

In the modeling section, we argue that debt account aversion alone cannot
explain the repayment behavior we observe, specifically the timing of most early
payments in the loan tenure. To reconcile the model with our repayment facts, we
introduce a parameter for debt level aversion, i.e. a utility gain from the act of repaying
proactively. This formulation, however, requires additional testing to understand
whether debt account aversion (as captured in prior studies) and debt level aversion are

separable preferences and which factor appears most related to the decision to make
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early payments.

To compare our results with earlier studies more directly, we measure debt
account aversion using a one period version of the debt management game from Amar
et al. (2011) and compare it to self-reported experience with early payments. We present
our survey sample of diminishing musharakah borrowers with six debt accounts with
varying balances and interest rates, which mirror the accounts in Amar et al. (2011) but
presented as PKR instead of USD. As in Round 1 of the debt management game, we tell
subjects they have PKR 5,000 to spend on debt repayment this month. We ask how they
would choose to allocate it across the accounts. By design, the amount is large enough to
close off the smallest balance account but would only pay down a fraction of the account
charging the highest interest. The subject must choose between paying off a small
account (perhaps maximizing satisfaction or motivation) or paying off the highest
interest account (minimizing cost) or selecting an alternate strategy (such as paying off a
fraction of all accounts).

In Table 2.5, we analyze the strategies of subjects in our survey and compare
them to self-reported early repayment behavior. We find that 40% of subjects choose to
close out the smallest account, compared to 12% of subjects in Round 1 of Amar et al.
(2011). Respondents who reported that they had made an early payment on their
diminishing musharakah loan were 31% less likely to take this approach, significant at the
0.01 level. Conversely, early payers in the sample were 17% more likely than non-early
payers to allocate the full PKR 5,000 to the account with highest interest, though this
result was not significant. Minimizing costs by paying down high interest loans would
allow subjects to repay debt fastest by leaving more money for principal repayment
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instead of interest. In this way, the strategy preferred by early payers seems to align with

the impact of early payments in that they demonstrate a preference for speedy

repayment.
Table 2.5: Strategies in Debt Aversion Game
Close Smallest Account ~ Pay Down Highest Interest
(1) 2)
Early Payer -0.312%** 0.170
(0.119) (0.126)
Observations 63 63

Notes: This table summarizes the results of an OLS regression of whether
early payers are more likely to prefer two types of debt averse strategies
to repaying multiple debts in a survey. Standard errors are in parenthe-
ses (* p<.10 ** p<.05 ** p<.01). The dependent variable in Column 1 is
the strategy where subjects say they will first pay off the smallest balance
account, even though it does not have the lowest interest. This strategy
represents debt account aversion as defined by Amar et al 2011. The de-
pendent variable in Column 1 is the strategy where subjects prefer to pay
down the highest interest account first, which would allow them to repay
fastest. All survey respondents have held or currently hold a musharakah
loan. Early payers are respondents who self-reported that they had made
at least one early payment on their loan.

These findings suggest that debt account aversion in earlier studies may be
distinct from the debt aversion we observe in our context through early payments,
which supports the representation of debt level aversion as a separate parameter. It is
important to note, however, that our study does not negate the findings of prior research
on the importance of debt account aversion. In our context, subjects are charged a 3% fee
on early payments, which was highly salient to borrowers we interviewed and may
suppress early payments at the end of a loan when full relief seems proximate.

Furthermore, prior studies have examined repayment across several open accounts and
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found evidence of debt account aversion in people’s preference to close small accounts
first. In our study, we cannot see if borrowers have additional debt accounts outside of a
housing loan, which is likely their highest balance account. We therefore would not
expect to observe debt level aversion as captured by other studies. Our findings thus do
not suggest that debt account aversion does not exist, but rather that a broader
conception of debt aversion is needed to capture a preference for paying down debt even

when the account remains open.

Implication 3: Early payments will be less frequent in periods when income is lower.

Liquid resources are required to make an early payment, so availability of these
funds may help explain who makes early payments and when these payments are made.
If short-term liquidity appears highly predictive of early payments, it is possible that the
demand for repaying early is higher than it appears in the data because some borrowers
would want to repay faster but lack the capital to do so. Unfortunately, we lack access to
savings account information to know whether non-early payers possess the cash
resources for early payments but choose not to make them. We can, however, analyze
the aggregate rate of early payments during times when borrowers are likely to have
more or less cash on hand to get a general sense of the importance of short-term liquidity
for predicting early payments.

We first analyze how the rate of early payments vary depending on the timing

of monthly installments. The day in the month when installments are due depends on
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the day that each individual begins using the property tied to their loanf| Due to
unexpected delays in the legal processes to purchase a house, there is wide variation
between when the loan is approved and when possession occurs (from one day to
several months), so we argue that installment dates are assigned quasi-randomly.
Borrowers can then make payments at any point in the month preceding their due date,
but in practice most repay in the week leading up to the due date. The quasi-exogenous
assignment of installment dates is important because it may impact a user’s liquidity at
the time of payment. Prior research has found that financial shortfalls are more frequent
when there is a greater timing mismatch between receiving income and making
expenditures (Baugh and Wang 2018). Conversely, households spend more following
increases in liquid holdings (Olafsson and Pagel 2018). Most subjects in our sample are
paid on the first of the month, so people with installment dates towards the end of the
month will likely have less cash to spare when their payments are made.

In Table 2.6, we predict early payments using the week in the month when
installments are made. In Column 1, we find that a payment is 0.2 percentage points
(11%) less likely to include an early payment if the installment is due in the last week of
the month (from day 22 onwards), significant at the 0.01 level. Payments are not
significantly more or less likely in any other week of the month. To better understand
this finding, we predict different size payments in Columns 2-3. We find the coefficient
on fourth week is only significant when predicting “small” early payments of six months

or less, which represents the bottom 25th percentile of early payments in terms of extra

>Note that this feature is somewhat unique to the musharakah loan model. In a standard mortgage
loan, installments are typically due on the first of the month from when the sale closes.
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units purchased. This finding supports the idea that early payments are influenced by
short-term liquidity at the time of payment, since liquid resources equivalent to more
than six months of principal are less likely to fluctuate systematically between the first to

the fourth week of the month.

Table 2.6: Early Payments By Week in Month of Installment

Any Small Medium Large
Early Payment Early Payment Early Payment Early Payment

1) (2) 3) (4)

Second Week -0.0007 -0.0003 0.0002 -0.0006
(0.0008) (0.0005) (0.0006) (0.0004)
Third Week 0.0009 -0.0004 0.0009** 0.0003
(0.0006) (0.0003) (0.0004) (0.0003)
Fourth Week  -0.0020%** -0.0014*** -0.0002 -0.0004
(0.0007) (0.0004) (0.0005) (0.0003)
Constant 0.0182%** 0.0056*** 0.0081*** 0.0045***
(0.0004) (0.0002) (0.0003) (0.0002)
Observations 275,671 275,671 275,671 275,671

Notes: This table reports results for OLS regressions where the dependent variable is an in-
dicator of whether a monthly installment included an early payment. Standard errors are
in parentheses (* p<.10 ** p<.05 *** p<.01). In Column 1, the indicator is for any early pay-
ment. In Columns 2-4, the indicator is for an early payment of a specific size. Small pay-
ments are less that 7 units (bottom 25th percentile), medium payments are between 7 and
36 units (25th-75th percentile), and large payments are greater than 36 units (top 25th per-
centile). Covariates include indicator variables for the week in the month in which install-
ments are regularly due, which is fixed and quasi-exogenous for each subject. First week
reflects payments due within the first seven days of the month. Fourth week includes pay-
ments due from day 22 until the end of the month. Includes all years and observations.
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Table 2.7: Early Payments By Month of Installment

Any Small Medium Large
Early Payment Early Payment Early Payment Early Payment
(1) (2) (3) (4)

Jan 0.003** 0.001 0.002* 0.001
(0.001) (0.001) (0.001) (0.001)
Feb 0.003** 0.001 0.001 0.001**
(0.001) (0.001) (0.001) (0.001)

Mar 0.003** 0.001 0.001 0.001
(0.001) (0.001) (0.001) (0.001)
Apr 0.004*** 0.000 0.002** 0.002**
(0.001) (0.001) (0.001) (0.001)

May 0.001 0.000 -0.000 0.001
(0.001) (0.001) (0.001) (0.001)
Jun -0.001 -0.000 -0.000 -0.001%
(0.001) (0.001) (0.001) (0.001)

Jul 0.002 0.001 0.001 0.000
(0.001) (0.001) (0.001) (0.001)

Aug 0.000 0.001 -0.000 0.000
(0.001) (0.001) (0.001) (0.001)

Sep 0.001 0.001 0.000 -0.000
(0.001) (0.001) (0.001) (0.001)

Oct 0.001 0.000 0.000 0.000
(0.001) (0.001) (0.001) (0.001)

Nov -0.000 -0.000 0.000 -0.000
(0.001) (0.001) (0.001) (0.001)
Constant 0.017%*** 0.005*** 0.008*** 0.004***
(0.001) (0.000) (0.001) (0.000)
Observations 275,671 275,671 275,671 275,671

Notes: This table reports results for OLS regressions where the dependent variable is an
indicator of whether a monthly installment included an early payment.Standard errors are
in parentheses (* p<.10 ** p<.05 *** p<.01). In Column 1, the indicator is for any early
payment. In Columns 2-4, the indicator is for an early payment of a specific size. Small
payments are less that 7 units (bottom 25th percentile), medium payments are between 7
and 36 units (25th-75th percentile), and large payments are greater than 36 units (top 25th
percentile). Covariates include indicator variables for the month in which installments are
regularly due, which is fixed and quasi exogenous for each subject. Includes all years and
observations.

46



We also test whether early payments are more common in months when
liquidity is likely to be higher for many borrowers. In Table 2.7, we predict early
payments by month of year and find that payments are most frequent in January-April.
January is the most common times for workers to receive raises, which can be
substantial in Pakistan’s high inflation environment. Between 2004 and 2018, Pakistan
averaged 8.8% annual inflation, so workers whose pay mirrors inflation might expect
substantial nominal raises. Since expenses are unlikely to grow as discretely, borrowers
are likely more cash flush soon after receiving a raise. The monthly frequencies of early
payments thus support the idea that early payments are more likely when short-term
liquidity is higher.

These analyses provide suggestive evidence that liquid resources are an
important pre-condition to early payments. Because we cannot analyze short-term
liquidity at the individual level, it is impossible to say whether cash constraints prevent

non-early payers from expressing a similar underlying preference for faster repayment.

2.6 Alternative Explanations

In this section, we explore alternative explanations for our repayment facts. We
rely on tests with the repayment data where possible, in addition to findings from the

borrower survey.
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2.6.1 Religion

Given the religious framing of the diminishing musharakah product as well as the
broader importance of religion in Pakistan, it is important to test whether religious
pressure explains the high rate of early payment. We investigate the impact of religion in
our data by examining the rate of early payments during two periods of religious
salience: the holy month of Ramadan and the month leading up to Hajj, the pilgrimage
to Mecca that all Muslims are expected to make at least once in their lifetimes. Ramadan
is the most sacred month in the Islamic calendar, and a period where religious
observance is likely to be highest (Ahmad et al. 2012). Approximately 97% of Pakistanis
are Muslim (Hussain n.d.), so virtually all borrowers in our sample would identify as
Muslim and observe Ramadan. We note that liquidity during this period may be lower
due to celebratory expenditure, but if early payments are motivated primarily by
religious sentiment, we would still expect to see a higher rate of payments made during
this month. Hajj is observed by relatively fewer Muslims each year, but participants are
specifically directed to clear their debts before the pilgrimage begins. We therefore

examine early payments made in the month leading up to the start of Hajj.
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Table 2.8: Early Payments During Periods of Religious Salience

All Observations Early Payers Only
OLS Logit OLS Logit

(1) () €) (4)

Month of Ramadan -0.005***  -0.295***  -0.011***  -0.287***
(0.001) (0.057) (0.002) (0.058)

Month before Hajj ~ -0.002**  -0.120%*  -0.006**  -0.139**
(0.001) (0.056) (0.002) (0.056)

Constant 0.018%*  -3.975%+*  (.047**  -3.014**
(0.000) (0.016) (0.001) (0.016)

Observations 275,671 275,671 108,650 108,650

Notes: This table reports results for regressions on an indicator variable
for whether a monthly installment includes an early payment. Standard
errors are in parentheses (* p<.10 ** p<.05 *** p<.01). Column 1-2 use
the entire sample of monthly repayments between 2005 and June 2018.
Columns 3-4 restrict the sample to only monthly installments from bor-
rowers who make at least one early payment within the sample period.
Month of Ramadan is an indicator variable for whether the installment
was made during the Islamic calendar month of Ramadan. Month be-
fore Hajj is an indicator variable whether the installment was made dur-
ing the 30 days preceeding the start of Hajj, the annual pilgrammage to
Mecca.

In Table 2.8, we report the results of OLS and logit regressions for whether a
monthly repayment includes an early repayment, predicted on whether a payment
occurs during Ramadan or during the month before Hajj. Off a baseline of 1.8% of
installments having early payments, we find that payments are 0.5 percentage points
(28%) less likely to include an early payment during Ramadan and 0.2 percentage points

(11%) less likely in the month before Hajj. The logit results confirm the directionality and

significance of these findings. Importantly, the timing of Ramadan and Hajj are based on
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the Islamic lunar calendar, which is 10-11 days shorter than the civil calendar. This
divergence means that the timing of these events cycle through the calendar year, so
these findings are unlikely to represent seasonal trends in payments.

In addition to testing whether religion explains the timing of early payments,
we also explore whether differences in religious identity correlates with who makes
early payments. While all people in our sample are likely to identify as Muslim, they
may differ in their degree of observance and interpretation of religious directives around
debt. In our small survey sample, we ask borrowers whether they agree with the
statement that “People should avoid debt for religious reasons.” In Table 2.4, we do not
find a meaningful difference in agreement based on early payment experience: 57% of
early payers agree with this statement, compared to 55% of non-early payers.

From this suggestive evidence, we cannot conclude that religion is not an
important factor in influencing debt repayment. In interviews, we often found that
Islamic rules about debt were top of mind for borrowers and influenced overall attitudes
towards loans and repayment. These beliefs, however, have little power to explain who

makes early payments and when these payments occur.

2.6.2 Commitment Savings

The high rate of early payments established in Fact 1 may be driven by a desire
to protect earnings from one’s own superfluous spending, which prior research has
referred to as sophisticated present bias (O’'Donoghue and Rabin 1999). Rather than

keeping cash accessible where they might be tempted to spend it unnecessarily, people
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may prefer to place it in a restricted account (sometimes called a commitment savings
account) that would charge them a penalty for accessing the funds too soon. In field tests
of these accounts in the Philippines, around 30% of clients preferred commitment
savings to a standard savings account (Ashraf et al. 2006). This preference was correlated
with to lab-based measures of present bias. Demand for commitment devices may also
be driven by concerns that excess cash may be subject to “kinship taxation” by friends
and family who might ask to borrow it (Goldberg 2017, Squires 2017). Some borrowers
may view debt repayment as an even more restricted form of commitment savings
because funds used to repay loans early can only be reclaimed by taking out a new loan.
To test whether demand for commitment savings explains our early payment
facts, we first explore the availability of alternative commitment savings options for
borrowers in our sample. If borrowers have easy access to profitable, restricted accounts,
they would be unlikely to incur the costs documented in Fact 2 in order to use early
payments as a commitment savings vehicle. We visit the websites of the five largest
banks in Pakistan and find that all offer “term deposit” accounts that makes
withdrawals more costly. Users commit to keeping money in these accounts for a
designated period and are typically charged a fee and/or receive less interest (called
“profit”) earnings if they withdraw early, which provides the commitment device that
prevents users from using funds for gratuitous purposes. At the bank providing our
data on diminishing musharakah loans, people receive 3.3 percentage points higher
interest earnings on average with a term deposit commitment of 5 years. As part of their
loan disbursal, all loan recipients are automatically given a basic savings account which

they can easily convert to a term deposit account, so the transaction costs to opening a
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commitment savings account is low. If borrowers have a strong desire to protect savings
from their future selves or others, it would be much more profitable for them to keep
money in a fixed deposit account until the end of their loan rather than using that money
to make an early payment. In our small survey, we also test whether agreement with
statements tied to commitment savings correlates with self-reported early payments. We
find that few respondents believe they would be tempted spend savings unnecessarily
and that there is not a significant difference between early payers and non-early payers:
17% of early payers agreed relative to 9% of early payers. Relatively more respondents
said that friends and family would ask to borrow some of the savings but early payers
were less likely to agree: 47% of early payers agreed relative to 61% of non-early payers.
The availability of alternate accounts and consistent responses from early and
non-early payers does not rule out definitively that demand for commitment savings
does not contribute to a demand for early payments. Across this analysis as well as in
borrower interviews, we do not find evidence that concern about superfluous spending

or kinship taxation are major forces driving borrowers to make early payments.

2.6.3 Misunderstanding of Costs

We document in Fact 2 that early payments can be extremely costly, but it is
unclear whether borrowers understand or pay attention to these costs. Since some early
payments do generate small positive returns, people may believe that they are saving
money by making early payments, making the trade-off between psychological and

financial costs more ambiguous. To test for awareness that payments can be costly, we
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ask subjects in our sample whether they believe that early payments are “responsible”
even if they are charged a fee. Eighty-seven percent of early payers agree compared to
88% of non-early payers, showing that most borrowers believe early payments should be
made despite financial consequences. Differences in this belief does not appear to
explain who makes payments and who does not.

We also ask respondents to identify the maximum fee that they would be
willing to pay to make an early payment in a hypothetical scenario. On average, early
payers would accept a fee of 6.0%, which is twice as large as the actual fee charged by
the bank. Thirteen percent of early payers would accept a fee of 25% or greater, which
was the maximal bucket allowed in the question]

Finally, we explore whether borrowers may be learning about costs over time,
leading to the reduction in early payments over the loan tenure that we observe in Fact
3. Most early payers do make multiple early payments over the course of their loan,
suggesting that learning from the first early payment does not typically suppress future
early payments. Furthermore, we observe in our cost simulation that payments made
between the third and fourth quarter of the loan have a small financial benefit. If subjects
have learned more about costs over the course of the loan, we would expect to see an
increase in payments during this period, which we do not observe. Last, anecdotal
feedback from borrowers suggests that learning may in fact lead to more early payments
in the future because first-time early payers observe how easy it is to make payments

and they experience positive mental benefits, making them more likely to do so in the

®Note that only 49 out of 63 survey respondents answered the survey question on fees they would
accept. While we informed respondents that their answers were for research purposes and would not be
shared with the bank, it is possible that some non-respondents believed we would use their answers to
charge them higher fees in the future and thus declined to respond.
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future.

Collectively, these findings show that borrowers are generally aware that early
payments carry financial costs and many people are willing to pay them. While people
seem to understand the directionality of the financial impact of early payments, we
cannot determine if they have accurately calculated the magnitude of these costs. We
therefore cannot rule out definitively that underestimating costs contributes somewhat

to the high rate of early payments that we observe.

2.7 Conclusion

Debt holders often face large financial and psychological costs to carrying debt.
In this project, we exploit an early payment feature of an Islamic finance loan to show
that borrowers may accept large financial penalties in exchange for psychological
benefits. This project highlights the magnitude of the mental burden on debtors, which
seems to be especially high early in the loan tenure. This burden seems reduced by
proactively paying down debt, even if an account is not fully closed.

From a policy perspective, our findings suggest that mechanisms to reduce the
psychological burden of debt may often be valued more by consumers relative to efforts
to reduce borrowing costs. In the diminishing musharakah case for instance, consumers
might benefit from a designated savings account tied to their loan where they can store
cash for future payments but accumulate interest savings rather than making an early

payment. This account could also provide a cushion for borrowers facing income
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shortfalls in the future to avoid penalty fees. Creating a closer tie between the savings
and debt accounts would encourage borrowers to group them into the same mental
account. This might grant them the positive sentiments of relief and pride through
savings in the account, whereas previously they needed to make an official early
payment to gain these psychological benefits.

This project also highlights the need for further research on the mental burdens
of debt. Most prior work focuses on repayment across several low balance accounts,
particularly credit cards, and find a strong preference to fully close accounts. We study
housing mortgages and find benefits to faster repayment, even when an account is not
tully closed. Further research is needed to determine whether our findings generalize to
other assets and loan sizes, as well as other contexts. With access to data on consumers’
tull debt portfolios and savings accounts, future studies can compare whether debt
account aversion in prior studies and debt level aversion we document are related and

better test how liquid resources impact revealed preferences.
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Chapter 3

Correlation Neglect in Abstract Gambles

3.1 Introduction

Accounting for correlation is critical to managing financial risk. Diversified
portfolios of negatively correlated assets help protect returns, and insurance products
reduce losses with payouts after negative shocks. Financial tools with negative
correlation can help risk-averse consumers pursue higher risk, higher return
investments, leading to higher returns on average. Despite these benefits, many
consumers appear to ignore or neglect correlation in their financial decisions.
“Correlation neglect” occurs when people behave as if financial flows are uncorrelated,
leading to decisions that appear inconsistent with consumers’ personal risk preferences.

In this project, I demonstrate correlation neglect using lab evidence on financial
risk taking. In a series of simplified gambles, I compare the amount subjects are willing
to bet on two correlated lotteries relative to a single lottery with an equivalent end

distribution of payoffs. According to expected utility theory, people should bet the same
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amount whether lotteries are presented as compound or simple, but I find this
assumption only holds when the compound lotteries are uncorrelated. Subjects take
more risks (bet more) on positively correlated compound lotteries and take fewer risks
(bet less) on negatively correlated compound lotteries relative to their simple lottery
equivalents. Subjects appear to neglect correlation in the compound frame, leading them
to diverge from their risk tolerance as expressed by their bets on simple lotteries.

I believe this project establishes the cleanest evidence to date of the underlying
dynamics of correlation neglect, which supports prior work on the applied settings
where correlation neglect can be important. In the context of portfolio diversification,
Kroll, Levy and Rapoport (1988) and Kallir and Sonsino (2009) show that that changing
correlations lead to minimal changes in portfolio choice, suggesting a lack of attention to
correlation. Using a reverse design, Eyster and Weizsacker (2016) show that participants
make different choices across portfolios with the same underlying distribution of
returns. This result mirrors my finding that people make different decisions across
identical sets of end outcomes when the presentation of these outcomes varies. Outside
of financial applications, Enke and Zimmerman (2019) demonstrate correlation neglect
in belief updating, where people to overreact to multiple reports of correlated
information from the same original source.

While these studies explore some of the applications and consequences of
correlation neglect, their applied nature opens the possibility of confounding forces.
Portfolio analysis, for example, requires statistical calculations that many people may
struggle to perform. Correlation neglect in this setting may reflect an inability to

calculate correlated distributions, rather than a lack of attention to correlation. Using a
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simplified model allows me to eliminate some of these compounds, or to test directly
whether they contribute to behavior. My results provide strong evidence that correlation
neglect is a driving mechanism causing many people to deviate from expected utility
theory, which provides a grounding for applied work in a variety of contexts.

My results also establish that correlation neglect is surprisingly difficult to
undue. In other settings, so-called “behavioral biases” are often mitigated by drawing
people’s attention to the aspect they have neglected. For example, present bias that
reduces savings rates may be mitigated by text reminders that increase the salience of
savings goals and financial incentives (Karlan et al 2016). In this study, requiring people
to focus more fully on the correlation structure did not induce them to bet as much as
they did when presented solely with the simple lottery. Similarly, betting did not
increase when I induced subjects to correctly calculate the end distribution in the
compound frame (addressing cognitive constraints) or when I encouraged subjects to
group both compound lotteries in the same mental account. In the strongest treatment, I
asked subjects to identify the visual of the equivalent simple lottery to the compound
lotteries presented. Surprisingly, this treatment only had a mild impact on willingness to
take risk through bets.

These findings suggest that when people are presented with separate though
correlated financial streams, they tend to treat each stream independently and ignore
correlation. Efforts to encourage people to consider the correlation structure and
integrate the streams into a single account are likely to have limited impact once people
have already been introduced to the streams separately. To help people fully account for

correlation, it is critical to present them first with an integrated picture of separate
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financial streams, as represented by the simple lottery in my experiment.

The remainder of the paper is arranged as follows. Section II describes the
experimental design and procedure for the core experiment and four explanatory
treatments. Section III presents the results. Section IV provides additional robustness

tests. Section V concludes.

3.2 [Experimental design and procedure

In the core design, participants face six rounds of lotteries. In each round, they
begin with 180 cents total, and must decide what amount they wish to bet in multiple of
10 (0, 10, 20, etc). The earnings for the round consist of the payoff from the lottery plus
any amount they set aside and choose not to bet. Example instructions are included in
Appendix A.

In three of the six rounds (the Compound Rounds), participants are presented
with two separate lotteries (Lottery A and Lottery B). Participants have 90 cents to bet on
each, but they must make the same bet on each lottery. The lotteries are represented by
boxes filled with a varying number of orange and green balls. Participants are told that
once they determine their bets, the computer will randomly draw one ball from the
Lottery A box. If an orange ball is drawn, the subject “loses” that lottery, and will lose
any amount they bet on Lottery A. If a green ball Is drawn, the subject “wins” that
lottery and receives the amount they bet back plus two times the amount they bet (i.e.
they end up with three times the amount bet as earnings for the round).

In Lottery B, the outcome ball is drawn from one of two boxes (B1 or B2). The
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box used depends on the outcome of Lottery A, which allows us to manipulate the
correlation between Lotteries A and B to be Negatively Correlated, Positively
Correlated, or Uncorrelated. To clarify these instructions and the likelihood of winning
and losing each lottery, participants are shown a visual of the lottery boxes (Figure 3.1).
They are also given an example of a possible bet and the corresponding payoff if an
orange or green ball is drawn.

In the other three rounds (the Simple Rounds), participants are presented with
a single lottery (Lottery A), and they make a single bet of up to 180 cents. Each Simple
Round represents the end distribution of outcomes for a Compound Round that is
Negatively Correlated, Positively Correlated, or Uncorrelated. The lottery box is filled
with orange, green, and purple balls. As in the Compound Rounds, an orange ball
results in the participant losing the bet, and a green ball triples the bet. If a purple ball is
drawn, the participant receives 1.5x their bet, which represents the likelihood in the

Compound Rounds that the subject wins one lottery and loses the other.

——  Key Compound Simple
@ Bet triples Box A
.... Box A
@ 1.5x bet
0000 0000
@ Lose bet 0000
l_°l |°_l
Box B1 Box B2
000990 0000
0000 0000

Figure 3.1: Visuals in Compound and Simple Rounds (Negative Correlation)
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To illustrate the equivalence in end distributions between the Compound and
Simple Rounds, imagine a player bets the full 180 cents on the compound lotteries with
negative correlation shown in Figure 3.1. There is a 12.5% chance that the player wins
both Lottery A and Lottery B. Their total bet would triple, which is represented by the
one green ball out of eight in the Simple box. Similarly, there is a 12.5% chance they lose
both lotteries and their entire bet, shown by the one orange ball in the simple lottery. If
they win one lottery and lose the other (75% chance) they lose half their bet and the
other half triples, giving them 1.5x their total betting amount. This outcome is captured
by the six purple balls in the simple lottery.

After the participants have completed all rounds, they are shown all the lottery
outcomes and their corresponding earnings from each round. They do not see the lottery
outcomes until the end to prevent these outcomes from influencing choice in later
rounds. Payment consists of earnings from one randomly selected round as well as 25
cents for a participation bonus. Since participants do not know which round will be
selected to determine earnings, they are equally incentivized on each round.

The core experiment was completed by 314 participants on Amazon’s
Mechanical Turk (MTurk) in February 2019. Mechanical Turk is an online platform that
can be used to recruit participants for online surveys and incentivized games. Research
suggests that samples recruited through MTurk are often more representative of the US
population than convenience lab samples, and many prominent experimental findings
have been replicated using this model (Berinsky et al. 2012). The subject pool was
restricted to M-Turk users in the United States. Players that did not complete the entire
study (n=1) and multiple observations from an individual (n=2) were dropped, as well
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Table 3.1: Description of Explanatory Treatments

Treatment | Description Behavioral mecha- | Predicted
nism impact

Thinking | Reflect on correlation structure | Limited attention | Low
prime prior to betting

Math Calculate part of joint distribution | Limited atten- | Medium
prime prior to betting tion, cognitive
constraints

Single Lot- | Encourage grouping of Lotteries | Mental accounting | Medium
tery Fram- | A and B into same account by
ing framing as single lottery

Box recon- | Identify the equivalent simple lot- | Loss aversion, | High
struction | tery for the compound lottery pre- | mental accounting
prime sented

as those that failed either of two comprehension checks (n=7) as in (Oppenheimer et al
2009).

In addition to the core experiment, I tested four explanatory treatments to
better understand the mechanism causing a difference in risk taking under the
compound and simple frames. The treatments target different behavioral mechanisms
and carry different implications for the best way to resolve correlation neglect in field
settings. They vary in predicted impact, though the actual impact on decision-making

may differ by individual. Table 3.1 summarizes each of the treatments.

In the Thinking Prime, subjects are prompted to reflect on the correlation
between Lotteries A and B in the compound frame. Extensive research in psychology
and economics has documented that humans have limited attention, and often neglect
decision features that are not immediately salient (Simons and Chabris, 1999; Hanna et
al 2012). The Thinking Prime increases the attention participants must pay to correlation
prior to making their bet. After participants read the instructions and set up of the
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compound question, they must answer a “Comprehension Question” about whether
losing Lottery A increases, decreases, or does not change their chance of winning Lottery
B, relative to the event where they lose Lottery A. If participants select the wrong
answer, they are prompted to guess again. Only when they have chosen the right answer
are they permitted to make their bet, which ensures that all subjects are aware of the
correct correlation prior to betting.

In the Math Prime, subjects are required to calculate part of the combined
distribution of outcomes for Lottery A and Lottery B. Cognitive capacity is a limited
resource (Mani et al 2013, Datta and Mullainathan 2014), so a difference in decision
making under the compound frame may be due to the greater difficulty calculating the
end distribution relative to the simple frame. As in the Thinking Frame, subjects must
correctly answer a Comprehension Question prior to making their bet. In this case, they
must correctly identify the probability of winning both Lottery A and Lottery B, which
requires calculating a compound likelihood. Even if subjects struggle to calculate odds
themselves, that the correct answer is highlighted prior to their bet ensures that cognitive
constraints will not prevent them from accurately assessing their odds of winning.

In the Single Lottery Framing treatment, the instructions are altered to
encourage subjects to think of the lotteries collectively, rather than as separate accounts.
This treatment is inspired by work on mental accounting, which suggests that humans
often violate fungibility by organizing financial outcomes into separate “accounts” that
they evaluate individually, rather than as part of a complete portfolio (Thaler 1999). If
Lotteries A and B are classified as different accounts to the decision maker, they will try

to maximize each account separately rather than maximizing the joint combination. The
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Single Lottery Framing encourages subjects to group Lotteries A and B into the same
mental account by presenting them as a single lottery with two draws to determine the
outcome. This distinction is most apparent in the rewards description, highlighted in

Figure 3.2.

orange ball drawn — lose amount that you bet

green ball drawn — receive back amount that you bet
plus two times the amount that you bet

(a) Compound Frame for Core Experiment

two orange balls drawn — lose amount that you bet

two green balls drawn — receive back amount that you bet
plus two times the amount that you bet

orange ball and then green — receive back amount that you bet
ball drawn, or green ball plus half the amount that you bet
and then orange ball drawn

(b) Single Lottery Explanatory Treatment

Figure 3.2: Rewards Description in Game Instructions

In the Box Reconstruction Prime, subjects are required to identify the visual of
the equivalent simple lottery to the compound lottery presented. This treatment is the
highest intensity prime tested because it requires participants to calculate the full end
distribution for the compound lotteries, and then visualize it as a simple lottery.
Substantial evidence exists showing humans respond more to small losses than
equivalent gains, termed “loss aversion” (Kahneman and Tversky). This prime attempts
to resolve the loss aversion that is likely induced when subjects see the visual of the

compound lottery under negative correlation where one lottery box (B1 in Figure 3.1)
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shows low odds of winning. Due to mental accounting that separates Lotteries A and B
into separate buckets, participants may not fully appreciate that they will only face these
unfavorable odds if they have already won Lottery A and thus achieved an overall
positive return. Forcing subjects to visualize the combined odds as a simple lottery
creates a single mental account and lessens the impact of the image of B1 that is likely to
induce loss aversion.

The explanatory treatments were completed in two waves on M-Turk. The
Thinking Prime and Math Prime were completed by 200 participants in June 2018. Three
additional observations were excluded due to incomplete responses or duplicate
submissions from the same M-turk user. The Single Lottery Framing and Box
Reconstruction Prime were completed by 200 participants in August 2018. One
observation was dropped for incomplete responses.

To increase power, in the explanatory treatments I focus on resolving the
discrepancy between simple and compound bets for the negative correlation frame,
since I believe this divergence has higher implications for financial decision-making in
real settings. Insurance and portfolio diversification, for instance, are financial tools that
rely on an understanding and appreciation for negative correlation. I also include the
uncorrelated distribution as a benchmark to understand if the treatments impact bets by
virtue of the experimental design rather than their potential to resolve correlation
neglect. In each game, participants thus faced four rounds from the core game (Simple
Uncorrelated, Compound Uncorrelated, Simple Negative, Compound Negative), plus
the explanatory treatment rounds for the negative correlation and uncorrelated odds.

The rounds were presented in a random order.
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3.3 Results

Figure 3.3 presents the main finding from the core game. If I treat the Simple
rounds as the closest indication of true preferences (since this presentation is easiest to
interpret and analyze), subjects bet as expected utility theory would predict by risking
the most on the negative correlation odds and the least on the positive correlation odds.
When the odds are presented as compound lotteries, however, participants bet roughly
the same on all rounds, suggesting a neglect for the varying correlation between the
lotteries. In fact, participants bet the least on the negatively correlated compound round,

though this amount is not statistically significant from any of the other compound
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Figure 3.3: Mean Bet by Gamble Type in Core Game
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Because the difference between compound and simple bets is greatest for
positive correlation, I focus the analysis of the explanatory treatments on the impact on
risk taking with the negative correlation end distribution (i.e. gambles with an end
distribution of payoffs equivalent to the negatively correlated compound lottery in A).
Figure 3.4 compares average bets on the simple and compound negative correlation
games from the core experiment to average bets under each of the four explanatory
treatments with an equivalent distribution of outcomes. As is apparent from the chart,
none of the treatments came close to inducing the same level of risk taking as shown in
the simple lottery game. The difference between the simple lottery bet and each
treatment bet is significant at the 0.01 level, while no treatment led to an average bet that

was significantly different than the compound lottery bet.

Slmple Compound Thlnklng Math Single Lottery Box Recon

100 120 140 160 180
1 | | |

Mean Bet

20 40 60 80
1

0

Figure 3.4: Mean Bet in Explanatory Treatments (Negative Correlation)
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The explanatory treatment with the lowest average bet was the math treatment,
in which subjects were required to calculate the likelihood of winning both lotteries A
and B, losing both lotteries A and B, or winning one and losing the other. This treatment
was intended to increase the salience of the correlation between the lotteries to address a
reduction in bets caused by limited attention. Furthermore, subjects were required to
keep guessing until they identified the correct distribution, ensuring that all subjects
viewed the correct probabilities prior to placing their bets. This method aimed to resolve
cognitive constraints that might prevent subjects from correctly assessing their
likelihood of an overall win or loss. That this treatment reduced bets overall suggests
that correlation neglect is not due solely to inattention or difficulty calculating
probabilities, or that these issues are not easily resolved and that the treatment I tested
was too weak. It is also possible that the math task created confusion and stress for the
users, which led to greater risk aversion when they were required to make a bet directly
afterwards. This hypothesis is supported by the fact that bets on the uncorrelated
distribution were also lower after the math task relative to the uncorrelated compound
bets from the core game.

The treatment with the greatest positive impact on risk taking was the box
reconstruction treatment. In this question, participants were shown the compound
lotteries and then asked to identify the visual of the equivalent simple lottery prior to
making their bet. This treatment was expected to be the most impactful because
participants would be shown the simple lottery visual that induced the greatest risk
taking in the core game. Strikingly, average bets only increased slightly after viewing the

simple lottery visual. This treatment was designed to encourage subjects to include

68



Table 3.2: Mean Bets by Answer to Box Reconstruction Comprehension Question

Incorrect comprehension answer Correct comprehension answer
Negatively Negatively
Uncorrelated correlated Uncorrelated correlated
Simple 114.7 126.9 140.5 157.5
Compound 1171 109.9 118.8 111.3
Box Question 120.7 111.5 120.8 127.0
N 132 132 67 67

Lottery A and Lottery B in the same mental account, thereby decreasing the aversion to
losing one lottery or the other since the odds of winning overall was high. Its limited
impact provides suggestive evidence that mental accounts are more challenging to alter,
and that people are likely to anchor on their initial reaction to possible losses.
Furthermore, there is some evidence that participants who answered the box
reconstruction question correctly on the first try were more affected. Table 3.2 divides
subjects by whether they answered the box reconstruction question correctly, and details
their bets on the simple, compound, and box reconstruction prime gambles. Subjects
who answered the question incorrectly (n=132) bet almost the same amount on the
negatively correlated compound lotteries when the prime was and was not included.
Subjects who answered the question correctly (n=67) bet around 14% more after seeing
the prime that required them to reconstruct the equivalent simple lottery. However,
subjects in the group that answered the question right appear to have higher overall risk
tolerance as shown by bets in the simple lottery, so despite the fact that the treatment
was more impactful, the difference between simple and post-prime compound bets was

even greater for the group that answered the question correctly.
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It is also worth noting here how the low proportion of people who were able to
identify the equivalent simple lottery (33%) highlights the challenge of calculating joint
distributions for many people. In more applied studies of correlation neglect, people are
often required to calculate joint probabilities in order to assess their options, such as over
diversified portfolios. The results here suggest that the difficulty in this task will almost
certainly impact decision-making, though largely because people struggle with the math

rather than a lack of attention to correlation.

3.4 Robustness

To better understand my most important finding — that people bet less on
negatively correlated compound lotteries than the simple equivalent — I run several tests
to explore whether aspects of my experimental design might be driving the results. First,
I test whether low effort and attentiveness by survey participants might impact the
tindings. Some concern has been raised that MTurk participants might exhibit low effort,
particularly towards the end of surveys, though experimental evidence suggests
attentiveness is equal or higher to other recruitment methods (Berinsky et al 2012,
Paolacci and Chandler 2014). I test whether the results hold in the first round that
participants play, when effort is likely to be highest. In Figure 3.5, I find little difference
between average bets by participants in the first round relative to participants who face
the same question type in later rounds. In fact, participants bet slightly less on the
compound negative lottery type when they face that question first, though variance is

high due to the small sample size.
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Figure 3.5: Effect of Question Order on Negatively Correlated Bets

This analysis also helps us explore the impact of prior question experience on
willingness to bet. In both simple and compound style questions, I see a small but
insignificant increase in bets when subjects faced that question type after the first round,
suggesting subjects feel somewhat more comfortable making bets after they gain
experience with prior questions. Note that subjects do not see the outcome of any lottery
until the end of the session, so responses are not impacted by whether a subject won or
lost on prior rounds. The limited impact of round order on betting suggests that results
are not driven by the game structure with several rounds and supports my analytical
approach to pool responses on each type of gamble, regardless of order presented.

Next, I test whether the more complicated structure of the compound frame

causes participants to resort to easy heuristics rather than reason through their response.
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Figure 3.6: Distribution of Bets for Negative Correlation Distribution
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Participants who are confused by the compound lotteries might be more likely to bet an
“easy” amount like 0, 100, or 180, whereas on the simple lotteries, they put an answer
that reflects their true preferences since this answer takes less effort to determine in the
simple frame. To assess the likelihood of this problem, I examine the distribution of bets
for negatively correlated gambles in the compound and equivalent simple frame. In
Figure 3.6, I see that the proportion of subjects betting “easy” amounts is lower for the
compound frame (51%) than the simple frame (60%) for negative correlation. In both
frames, bets are distributed fairly evenly across the distribution, other than a large
cluster at the highest amount, 180. Furthermore, when I exclude participants betting 0,
90, or 180 on the negatively correlated compound question, the core difference in simple

and compound betting still holds (Figure 3.7).
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Figure 3.7: Average Bets for Negative Correlation Excluding 0, 100, and 180
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3.5 Conclusion

This project contributes to applied work on correlation neglect by providing a
simplified, abstract test on whether people neglect correlation in compound gambles.
The results presented here provide compelling evidence that when financial outcomes
are presented as separate but correlated lotteries, many people deviate from the
preferences expressed in the equivalent simple lotteries. This aberration is particularly
apparent under negative correlation. This finding offers strong evidence on the existence
of correlation neglect, which bolsters the findings of more applied research on the
consequences of this bias. For example, prior studies explore correlation neglect in the
context of asset portfolios. To reduce risk, investors must diversify holdings across
negatively correlated assets, but my findings suggest that many subjects will select
portfolios inconsistent with their true risk preferences due to neglect for negative
correlation. This bias may also impact decision-making in other financial domains where
negative correlation is paramount, including insurance and annuities.

Furthermore, my results indicate that resolving correlation neglect (meaning
inducing subjects to take the same risks on compound and simple lotteries with the
same end distribution) is surprisingly difficult to do. I tested four separate treatments
designed to bring risk taking on negatively correlated compound lotteries in line with
preferences for risks expressed on an equivalent simple lottery version. These treatments
were inspired by prior findings from behavioral economics on salience, cognitive
constraints, mental accounting, and loss aversion. No treatment succeeded in driving

subjects to bet as much on negatively correlated compound lotteries as they did on the
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simple equivalent. Even my strongest treatment requiring subjects to identify visual
representation of the corresponding simple lottery led to average bets that were not
significantly different from the compound bets in the core game.

These results show that correlation neglect is surprisingly sticky. Once subjects
viewed the separate compound lotteries, they seemed to anchor on the risk aversion
induced by this presentation and showed little reaction to the treatments afterwards
encouraging them to consider the lottery payoffs jointly. This finding suggests that the
initial presentation of financial streams is critical. Where possible, presenting a joint
depiction of financial flows first, followed by further details on each component is likely
to lead to decision-making more consistent with underlying risk preferences. For
example, insurance options could be presented as the overall gain (income — insurance
costs + insurance claims) to consumers in each state of the world, followed by details on
initial income, premiums, and claims separately. Moreover, I find that many people
answered computational comprehension questions incorrectly on the first guess,
suggesting that joint distributions are difficult for people to calculate. These people
could be further served by a presentation integrating payoffs.

By removing or testing directly for causal confounds, this study provides a
clean identification of the existence of correlation neglect, which supports more applied
studies. Further investigation into the consequences of correlation neglect and best ways
to mitigate its impact is required, particularly whether presenting joint financial streams

tirst would lead to greater usage of insurance, annuities, and portfolio diversification.
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Chapter 4

Can Growth in the Availability of STEM
Technical Education Improve Equality in

Participation?

41 Introduction

While vocational education and training (VET) has historically received less
attention in the United States relative to many European countries, this trend has begun
to change with the rising prominence of career and technical education (CTE) across the
US. Like VET programs around the globe, CTE is designed to supplement core academic
coursework as a means to familiarize and prepare students for professional employment
and further training, and is the primary means of vocational education at the secondary

level. Over the past decade, CTE has grown in enrollment, attention, and political
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support. In 2015, there were 125 new state laws relating to CTE, and from 2014 to 2017,
media mentions of CTE quadrupled (Jacob et al. 2017). In an era of high political
polarization, the growing focus on CTE is also remarkable in that it has gained
supporters from all sides of the political spectrum.

Much of the evolution of CTE is aligned to the growing need for twenty-first
century skills in the labor market, particularly in the areas of Science, Technology,
Engineering, and Mathematics (STEM). In recent years, STEM-related jobs have seen
double the growth and nearly double the wages of the average non-STEM job in the US
(Fayer, Lacey, Watson 2017), drawing attention to the need for a pipeline of students to
fill these jobs. Research increasingly confirms that high school CTE can play a critical
role in building this pipeline. Recent studies found that students who took applied
STEM CTE courses in high school (i.e. secondary school) had higher odds of choosing
STEM majors in college (Gottfried and Bozick 2016), and developed stronger
mathematics skills needed for success in STEM fields (Gottfried, Bozick, and Srinivasan
2014). By giving students early exposure to practical applications, CTE can increase
student engagement in STEM learning and boost interest in pursuing STEM careers later
down the line (Stone III and Lewis 2012, Plasman and Gottfried 2016).

In addition to increasing the number of students in the STEM pipeline, high
school CTE may impact the composition of students in STEM, which is a crucial factor
given the present inequalities in the STEM workforce. Currently, African Americans,
Latinxs (sometimes referred to as Hispanic), Native Americans, women, and people
with disabilities are heavily underrepresented among STEM workers in the United

States (NSF 2017). Blacks and Latinxs make up 11% and 16% of the U.S. workforce
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respectively but represent only 9% and 7% of STEM workers (Funk and Parker 2018).
Women account for half of the U.S. college-educated workforce, but hold only 29% of
science and engineering positions (NSF 2016), and people with disabilities are even more
drastically underrepresented (Basham and Marino 2013). Furthermore, women and
racial minorities are less likely to persist in STEM majors than their white, male peers
(NSB 2007), suggesting that even more students from these groups need to start in the
pipeline in order to produce a representative final distribution of workers.

Historically, high school CTE has seen higher enrollment among demographic
groups that are underrepresented in the current STEM workforce. In early studies on
vocational programs, low income and minority students were found to be
disproportionately represented, in part because vocational programs were sometimes
used to track poor and minority students away from higher education pathways (Grubb
and Lazerson 1982). As CTE evolves to include more programs with clear pathways to
higher education and high wage jobs, particularly in STEM, it is possible that historic
imbalances in CTE participation might help funnel a more diverse pool of students into
the STEM careers.

Within the group of CTE participants, however, it is critical to assess the types
of programs that students select. Early research on US vocational education found that
students of different backgrounds were often directed towards programs with disparate
social and economic prospects. In the 1970s, non-white and poor white students were
more likely to enroll in programs with lower-status career prospects such as retail,
clerical work, and construction, while middle and upper class white students landed in

business programs emphasizing financial and managerial skills (Oakes 1983). CTE
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programs have also tended to be strongly divided along gender lines, with the majority
of girls pursuing traditionally ‘female’ programs such as cosmetology and child care,
which typically carry much lower earnings potential (National Women’s Law Center
2005).

In thinking about the potential impact of high school CTE on the future STEM
workforce, it is thus essential to consider both who participates in CTE overall and the
type of program they choose. As CTE evolves to include more STEM options, have these
programs attracted a new range of participants to high school CTE? And have they
increased or decreased imbalance in student background along program lines?

To address these questions, we utilize administrative data on program offerings
and student course taking for all high schools and high school students in
Massachusetts. This state provides a rich context for comparison both nationally and
globally because it has a large and established vocational training system at the
secondary level and a diverse population reflecting racial and socioeconomic variation.
We first document how CTE program offerings have evolved over a 10-year period and
the role that STEM subjects have played in CTE expansion. While there are various ways
CTE can become more STEM focused, such as introducing more STEM skills into
existing curricula or requiring more science and math prerequisites for participation
(Stone III 2011), we focus on the introduction of new STEM programs of study as well as
changes in enrollment for existing programs over the sample period. We then estimate
whether student-level factors like race, gender, socioeconomic status, English Language
Learning (ELL), and disability are tied to participate in STEM and non- STEM CTE
programs, as well as specific fields within STEM.
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While our sample is not nationally representative, it does offer some advantage
over national survey samples in that both supply and demand factors can be considered.
National surveys like the Education Longitudinal Study allow for student-level analysis
on CTE course taking, but this aspect must be analyzed in isolation of which programs
were available to students at the time of course selection. By focusing on a single state,
we are able to make a direct comparison between supply factors (i.e. program offerings)
and demand factors (i.e. student participation decisions) that collectively determine the
composition of CTE participation.

Over the course of our sample period, we find that both STEM and non- STEM
CTE participation rates have grown, and that STEM CTE has grown as a total share of
CTE from about 35% to 40% of total high school CTE participation. This growth aligns
with the passage of the 2006 re-authorization of the Perkins Act, which provides funding
and legislative framing for CTE across the country, particularly for programs aligned to
high growth, high demand fields.

In terms of participation, we find that while some historical patterns of sorting
into CTE may hold, there is important nuance that is lost when looking only at aggregate
participation or in the absence of control variables. Consistent with historical findings,
we demonstrate that males, low income students, and students with disabilities are
over-represented in Massachusetts CTE. Conditional on CTE participation, however,
trends in STEM program selection are reversed. We find limited evidence of divergent
CTE and STEM CTE selection along racial lines, though participation rates have become
even more representative of the larger population over time. Within STEM programs,

however, female, African American, and Latinx students have high participation in

80



health-related programs, but are underrepresented in IT and manufacturing,
engineering, and technology, suggesting current participation rates may only perpetuate
existing imbalance in the labor force. We also assess participation rates conditional on
academic achievement, and find that students with disabilities participate in STEM CTE
at rates similar to their peers with similar test scores, suggesting that STEM CTE is not as
restrictive to these groups.

The remainder of the paper is laid out as follows. In Section II, we provide
background regarding national CTE legislation, Massachusetts as a case study, and
existing literature on STEM and CTE. In Section III, we describe our data and
methodology, leading to our results in Section IV. In Section V, we provide a discussion

of these results and conclude with policy lessons and avenues for further research.

4.2 Background and Context

Career and technical education in the United States is mandated at the federal
level by the Carl D. Perkins Vocational and Technical Education Act, now in its fourth
iteration. The Perkins Act, first passed in 1984, provided a new framework to govern
technical education, and authorized annual grants to states to invest in both secondary
and post-secondary CTE programs. Perkins IV, passed in 2006, included several
important changes to enhance academic accountability and rebrand “vocational
education” under the more all-encompassing term of “career and technical education.”
Importantly, Perkins IV required states to explain how their programs prepared students

for ‘high skill, high wage, or high demand occupations in current or emerging
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professions’ in order to be eligible for funding (Carl D. Perkins Act of 2006). The act also
instructed states to focus on expanding technology use in CTE, including providing
students with “the academic and career and technical skills (including the mathematics
and science knowledge that provides a strong basis for such skills) that lead to entry into
the technology fields.” Given the high growth and wages of STEM industries across the
country, these provisions have led states to place increasing focus on STEM fields as part
of their CTE strategy.

In Massachusetts, there are two primary options for CTE participation at the
high school level, and participants are divided roughly evenly across these two
channels. Regardless of where they participate in CTE, most students have access to
STEM fields in each of the four years of high school, though as with most non-required
courses, there is often more time for such courses in later grades. First, students can
engage in CTE through elective coursework at their traditional, comprehensive high
school. Most high schools offer groupings of several courses in different topics, giving
students the opportunity to specialize in a program of study by taking several courses in
that field. On average, comprehensive high schools offer only one official CTE program,
those offering two programs represent the 75th percentile of all high schools.

As a second option for CTE participation, students can choose to attend one of
36 vocational technical high schools where CTE forms a more integral part of the
curriculum. Vocational schools include 27 Regional Vocational Technical Schools (RVTS)
that draw students from multiple surrounding middle school districts, 5 Municipal
(City) Vocational Technical Schools that are operated by city school districts, one

cooperative, and two countywide and one state-wide agricultural schools that focus
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primarily on agricultural subjects. In all these schools, students alternate on a weekly
basis between full-time study in a chosen CTE field and traditional academic
coursework. Graduation requirements in core subjects like history, English, math, and
science are consistent across comprehensive and vocational high schools, so students at
vocational high schools must complete the same number of courses in these fields. CTE
program options are more varied in vocational high schools, with the average RVTS
offering 13 program options and no school offering fewer than 10 programs. Vocational
high school programs are also more likely to receive a special state-wide distinction as
being ‘Chapter 74-approved programs’ (Ch74), meaning they meet certain requirements
around student—teacher ratios, space and equipment guidelines, and maintain
partnerships with local labor and industry groups. On average, about three-fourth of all
CTE program participants participate in Ch74 programs. For the purposes of this
analysis, however, we do not distinguish between Ch74 and non-Ch74 approved
programs, as all CTE programs entail applied coursework in a specific occupational area.

Massachusetts provides a strong case to study changes in CTE programs and
participation in that it has a prominent, well-established system, a diverse range of
program offerings, and a participation rate well suited for meaningful analysis.
Approximately 18% of students across the state participate in CTE, meaning that the
sample is large enough to represent a decent portion of students, but low enough such
that participation rates are likely to be uneven across demographic groups since
participation is by no means universal. Furthermore, the involvement of industry and
labor groups in program oversight as well as a clear, straightforward process to

introduce new programs make program offerings more dynamic and reflective of labor
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market needs, relative to some other areas where program changes are bogged down by
bureaucratic hurdles and have fewer ties to the local economy. Finally, Massachusetts
has one of the longest-standing longitudinal databases to track student participation in
high school CTE, enabling analysis on all participants and program options across all

schools over an 11-year period.

4.3 Related Literature

This study expands the current limited body of large-scale quantitative research
on the connection between CTE and the STEM pipeline in the United States. The most
relevant study in this field uses national longitudinal data to demonstrate that students
who take applied STEM courses (i.e. STEM CTE courses) in high school have higher
odds of selecting a STEM major in college (Gottfried and Bozick 2016). While this study
does not present a causal effect between high school applied STEM and college major
selection, it does help establish a positive relationship between high school CTE in STEM
subjects and a later step in the STEM pipeline, namely college major selection.

Additional studies provide further support for the connection between applied
STEM coursework at the secondary level and essential steps to a post-secondary STEM
degree. Students who take applied STEM courses tend to have lower rates of dropout
and higher rates of post-secondary enrollment relative to students of similar
backgrounds who do not take these courses, and this relationship is particularly strong
among students with learning disabilities (Plasman and Gottfried 2016). Various studies

also show a positive association between applied STEM course taking and 12th grade
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math completion (Gottfried, Bozick, and Srinivasan 2014), particularly when STEM
exposure occurs in early high school years (Gottfried 2015). This relationship is critical to
the STEM pipeline because high school math achievement is one of the more important
predictors of completing a STEM major in college (Wang 2013). Finally, a forthcoming
study demonstrates that the gender gap in engineering is evident in high school CTE
classes, and translates to a related gender gap in college degree attainment, suggesting
that the demographic makeup of STEM CTE students may impact the diversity of later
stages of STEM workforce development (Gottfried and Plasman forthcoming).

These studies provide encouraging evidence that high school CTE programs in
STEM subjects can play an important role in the STEM pipeline, but several important
questions remain. Most prior studies rely on national surveys such as the Education
Longitudinal Survey and the National Longitudinal Survey of Youth, which have the
advantage of broadly representative results. An important limitation of these sources,
however, is that they only allow for analysis of students’ final course decisions without
accounting for the range of course options that were available to them. Our study
attempts to address this gap by examining changes in both the supply of STEM CTE
programs as well as student decisions to participate. In addition, previous studies have
not fully explored CTE participation changes differentially for students who are
underrepresented in STEM occupations, aside from students with disabilities (Plasman
and Gottfried 2016). This study thus helps document how participation in STEM and
non-STEM CTE subjects has evolved across students of different genders, races,
socioeconomic status, and disability.

Finally, though our study does not explore the origins of student preferences or
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reasons why some groups prefer STEM or CTE more than others, it is worthwhile to
connect our project to prior studies that seek to analyze the drivers of this preference
variation. Historically, CTE in the US was sometimes used as a ‘dumping ground’ for
disproportionately poor and minority students who were not considered college-bound,
hence variation in participation by background was due in large part to differential
tracking of these students at the secondary level (Oakes 1983; Gamoran and Mare 1989).
That differential participation rates still persist even when students have greater choice
in their programs of study may be due to social reproduction of prior trends (Reay et al.
2001) and/or lingering tendencies to direct minority students towards vocational
pathways.

Regarding STEM participation, studies generally attribute differences in
observed preferences to two types of factors: academic achievement and subjective
attitudes. Prior studies find that while academic achievement, particularly in math, is an
important predictor of STEM participation (Wang 2013), test scores alone cannot explain
the large differences in STEM participation by race or gender (Stoet and Geary 2018;
Goldin, Katz, and Kuziemko 2006). Alternative explanations for the gender gap in STEM
include different values for family-work balance (Wang and Degol 2017), lower
confidence and expectations of success amongwomen (Wigfield and Eccles 2000), lack of
female teachers and role models STEM subjects (Carrell, Page, and West 2010), and
relative strength in non-STEM subjects (Stoet and Geary 2018). While there is less
research on preference variation by race rather than gender in STEM, existing studies
suggest that differences in achievement-related factors are relatively more predictive of

STEM preferences by race (Riegle-Crumb, Moore, and Ramos-Wada 2011), though
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similar to gender, the racial makeup of teachers and role models is also important (Price

2010).

4.4 Methods

4.4.1 Data

We use data from the Student Information Management System provided by
the Massachusetts Department of Elementary and Secondary Education, for the
academic years spanning fall of 2003 through spring 2014. Focusing on students in
grades 9 through 12, these 11 cohorts of students include over 1 million students
followed longitudinally for as long as they remain in the Massachusetts public schools.
By focusing on high school students, we are able to track participation in CTE programs
in secondary education across more than a decade, including the spanning of the last
re-authorization of the Carl D. Perkins act that provides block grants to states to support
CTE.

The data includes enrollment information, full course histories, and
demographic characteristics such as gender, race, English Language Learner, disability
status, and eligibility for free and reduced lunch. In the database, each course in a CTE
area of study is tagged with a 6-digit Classification of Instructional Program (CIP) code,
following the taxonomy developed by the U.S. Department of Education’s National
Center for Education Statistics (NCES 2010). Because CIP coding changed slightly over

the past decade, we trim all 6- digit codes to broader 3-digit buckets that are consistent
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across our sample period. We use these codes to identify program participants as
students who take at least one course within a given 3-digit CIP code and year.
Our new 3-digit CIP codes also allow us to classify programs as STEM or

non-STEM. We consider programs to be STEM if they fit in three broad areas:

* Manufacturing, technology, and engineering. This includes environmental
science and technology, biotechnology, drafting, electronics (outside of electrical
programs in building trades), robotics and automation, and engineering
technology. We exclude metal fabrication and machine tooling, which are included

in manufacturing but are less STEM focused.

¢ Health services. This includes health assisting (nursing and home health), medical

assisting, and dental assisting.

¢ Information technology and programming. This includes information support

services, networking, computer programming, and web development

In prior work on STEM in CTE, health-related programs are often excluded
from the definition of STEM programs (e.g. Bozick and Gottfried 2016). We believe these
programs should be included in the STEM definition because they provide pathways to
many careers requiring advanced knowledge of science and technology. Furthermore,
they share many common characteristics of STEM fields including stackable credentials
and vertically integrated pathways to high demand and often high wage professions.
We thus include these programs in our broad definition of STEM, but wherever possible
we include breakouts of our analysis by program grouping to allow comparison to other
studies that exclude health-related programs from their STEM definition.
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4.4.2 Analytic approach

Using our dataset, we begin by documenting changes in the availability of and
participation in STEM CTE and how these factors shift over time. These methods are
generally descriptive, as we show average background characteristics for students in
different STEM programs over the sample period. This analysis enables us to identify
important differences in demographic balance between CTE and non-CTE participants,
as well as STEM and non-STEM program participants. We also conduct trend analysis to
assess changes in these factors over an 11-year period.

In addition to descriptive statistics and trends, we fit linear probability models
to understand the relationship between observable student characteristics and the
probability of participating in CTE and selecting a STEM program. We first compare the
relationship between student characteristics and overall CTE participation to ascertain
whether historical relationships (such as an over-representation of poor and minority
students in CTE documented in previous literature) hold true in Massachusetts, and
whether these relationships have changed over time. Specifically, we fit the following

statistical model:

P(CTEZst = 1) = BO + ﬂlMalei + ’YR(IC(?Z' + ﬁQFRPL, + ﬁgELLZ + 64SWD1 + €5t (41)

where the outcome variable is the probability that a student i, in district s, at time t,
participated in CTE. Male is an indicator equal to 1 if the student is male, and 0
otherwise, yRace; is a vector of indicators for racial/ethnic identity (with white as the

omitted category), F'RPL is an indicator of whether a student is eligible for subsidized
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meals, ELL is an indicator for whether a student is classified as an English language
learner, and SW D is an indicator for whether the student has an identified disability. In
later specifications we add middle school math test scores, however, these scores are
only available for 2009 and later, and so we do not include them in our initial analysis
that spans the full 11-year panel.

In addition, we examine whether, conditional on participating in CTE, there
were systematic differences in observable characteristics for students who selected a

STEM rather than non-STEM program. We fit the following statistical model, similar to

(1):

P(STEMCTE = 1|CTE = ].) = ,Bo—f-ﬁlMalez—f—’yRCLCBi—I—BQFRPLZ—f-ﬂgELLZ+/B4SWDI+EZSt

(4.2)
With all predictors defined as in (1), but where the outcome is the probability of

participating in STEM CTE. In this model, we restrict the sample to only students who

participated in CTE, so the dependent variable is conditional on CTE participation.

4.5 Results

Overall we find clear evidence of growth in STEM CTE offerings, and related
growth Massachusetts during the 11-year span that we examined. Descriptive evidence
shows that historical patterns of representation in CTE hold in Massachusetts namely
that males, lower income, and students with disabilities are overrepresented. Whereas,

in the 1970s and 1980s Black and Latinx students were also overrepresented (Oakes
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1983), we do not find evidence of such racial or ethnic sorting in Massachusetts. All
growth in CTE participation among Black and Latinx students reflect broad
demographic trends and not evidence of disproportionality. Our conclusions about CTE
sorting are robust to fitting regression models that simultaneously control for potentially
confounding factors, including direct measures of prior learning. Within STEM CTE,
there are some evident changes that take place across time, including increasing shares
of males in health services, and females in manufacturing, technology, and engineering.
Perhaps most notable, however, is that we find that controlling for prior test scores
reverses the otherwise negative association between ELL or disability status on selection
into STEM.

We begin by documenting the growth of STEM program offerings in high
schools across the Commonwealth. In Figure 4.1, we present the percent of schools
offering at least one program in each of the three focal areas that we define as STEM. As
is clear from the figure, there is a strong positive trend of high schools introducing new
programs in IT. The number of schools with IT programs increases sharply after 2006,
which coincides with the introduction of the Perkin IV legislation that encouraged
greater focus on technology and high demand industries. Also apparent from the figure,
there is spike and subsequent decrease in schools offering health services and
manufacturing technology programs around 2006, which might also be attributable to
schools removing lower performing and less industry relevant programs after the
introduction of the Perkins legislation.

Note that Figure 4.1 shows only net changes in school offerings by broad

program buckets and therefore does not capture the closing of some programs and
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Figure 4.1: Proportion of Schools Offering CTE Programs in Focal STEM fields
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simultaneous replacement by new, potentially more relevant programs. For instance, in
2004 the health services occupational cluster (using current terminology) included
‘Health and Medical Assisting, Other” which was discontinued and replaced with
‘Medical Assisting,” which has more direct ties to high demand occupations like
laboratory technician. This figure also shows only growth on the extensive margin, and
does not address the potential for growth in enrollment on the intensive margin. Thus,
we next turned our attention to student-level participation.

In Figure 4.2, we present trends in student participation in STEM versus non-
STEM CTE programs across our panel, as shown by solid trend lines and enrollment
labeled on the left-hand vertical axis. In this figure, it is clear that across our sample
period there is a net increase in participation in both STEM and non-STEM CTE fields.
To compare growth rates across these categories, we include a dashed-line trend
represents the share of total CTE enrollment in STEM programs, with the proportion of
STEM programs on the right hand vertical axis. Though the growth is modest (from
roughly 35% to 40% STEM participation over this period), it is clear that an increasing
proportion of CTE participants are selecting STEM rather than non-STEM programs.

While overall STEM CTE participation has risen, the contribution of different
subject areas to the overall trend varies. In Figure 4.3, we show changes in student-level
STEM CTE participation across our three STEM program categories. Consistent with the
growth in program offerings demonstrated in Figure 4.1, participation in IT programs
has more than doubled across our panel. Though IT employment had decreased
nationally in the wake of the dot-com crash in the period just before our data starts, the

growth we document here likely exceeds a simple recovery of jobs previously lost.
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Though we cannot see actual IT participation in the earlier period, nationally, IT
employment was about 50% higher than pre-crash levels in 2014 relative to 1999,
suggesting that much of this increase is true growth and not just recovery Participation
growth in health services and manufacturing, engineering and technology is also
strongly positive, despite less dramatic increases in the number of schools offering these
programs. Thus, it appears that in these latter programs, enrollment has grown
primarily through the expansion of existing programs, or through the substitution of

older programs with similar new programs in the same STEM CTE area.
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Figure 4.3: Student Participation Growth by STEM Program Category
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To better understand the growth in student participation, we next examine
changes in demographic characteristics for CTE and STEM CTE participants over the
sample period. In Table 4.1, we describe student characteristics of all students in the
sample, students participant in CTE/non-CTE, and students selecting a STEM CTE
program in 2004 and again in 2014. Columns 1 through 4, respectively, document
descriptive characteristics of students in the overall sample, those only in no CTE, those
in any CTE, and those in STEM CTE in 2004. Columns 5 through 8 present analogous
statistics for 2014. The values represent the percent of students falling into each category

(e.g. the percent of students who are male, Asian, etc.).

Table 4.1: Student Characteristics by CTE and STEM Status

2004 2014
Full sample No CTE CTE STEM CTE Full sample No CTE CTE  STEM CTE
Male 0.510 0.497 0.593 0433 0.512 0.505 0.542 0.470
Asian 0.045 0.049 0.017 0.027 0.056 0.061 0.034 0.058
Black 0.092 0.094 0.078 0.101 0.092 0.094 0.082 0.093
Latinx 0.107 0.099 0.159 0.167 0.156 0.150 0.183 0.170
Native American 0.003 0.003 0.004 0.004 0.003 0.002 0.003 0.002
White 0.753 0.755 0.742 0.701 0.671 0.670 0.677 0.655
Lower Income 0.227 0.212 0320 0345 0.364 0342 0.464 0.445
ELL 0.042 0.042 0.039 0.048 0.051 0.053 0.038 0.032
Identified Disability 0.165 0.152 0.242 0.152 0.189 0.182 0.221 0.153

In Table 1, we find descriptive evidence that males are overrepresented in CTE,
but underrepresented in STEM CTE compared to females, though male STEM
participation is higher at the end of the panel. Similarly,we find disproportionately
higher shares of lower-income students and students with disabilities in CTE, but lower
prevalence of these students among STEM programs. There are less prominent
differences in CTE or STEM participation relative to the non-CTE population along
racial or ethnic lines, but some small trends are apparent. Asian and Black students
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appear slightly underrepresented in CTE overall, but are more represented in STEM.
Latinx students are somewhat overrepresented in both CTE overall and STEM CTE.
White students are fairly proportionately represented across non-CTE, general CTE, and
STEM CTE, with slightly lower representation in STEM. These demographic differences
are generally slight, and do not appear to be evidence of substantive racial or ethnic

sorting into CTE.

Table 4.2: Characteristics of Students in STEM, by Area

2004 2014 2004 2014 2004 2014

Manuf., Tech., Manuf., Tech., Health Health
Engin. Engin. Services Services IT IT
Male 0.828 0711 0.076 0.096 0.592 0.834
Asian 0.040 0.054 0.017 0.053 0.032 0.074
Black 0.054 0.073 0.154 0.135 0.026 0.041
Latinx 0.098 0.154 0.213 0.208 0.192 0.119
Native American 0.005 0.003 0.004 0.002 0.000 0.002
White 0.804 0.695 0.611 0.578 0.749 0.747
Lower-income 0.226 0391 0.450 0.524 0.303 0.375
ELL 0.042 0.022 0.051 0.041 0.050 0.033
Identified Disability 0.114 0.150 0.166 0.128 0.163 0.214

In Table 4.2, we further unpack the characteristics of students in each of our
three STEM categories, again differentiating between the first and last years of our panel
data. Across the panel, it is apparent that STEM participation among African American,
Latinx, and especially female students is concentrated in health services, while
participation for these groups in IT and manufacturing, engineering and technology is
much lower. Notable changes over the course of the panel include increased
participation of males in health services and IT over time, with a corresponding
reduction of males in manufacturing, technology, and engineering programs. Also

notable, Latinx students increased participation in manufacturing, technology, and
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engineering programs, but participation fell substantially in IT. Finally, lower-income
students increased their representation in all three STEM areas, where as students with
disabilities saw their net increase in STEM CTE focused in manufacturing, technology
and engineering and IT, but not health services.

The rise in CTE and STEM participation introduced in Figures 4.1 and 4.2 is
further illustrated in Table 4.3, which presents the levels of student participation, as well
as the total share of CTE participation, at the start, midpoint, and end of our panel. The
rows show finer-grained programs of study (3-digit CIP codes) than the high level
buckets in the previous figures and tables, with STEM CTE programs highlighted in
bold. This table demonstrates clear growth in student participation in STEM CTE
programs, but also growth in overall CTE participation during our sample period. This
growth is also apparent in the percent of students represented: about 10% of high school
students were engaged in CTE in 2004, but the share increased to nearly 15% by 2014.

Having documented descriptive indicators of participation, we next turn to
linear probability models to see how observable characteristics are predictors of
participation in CTE and STEM CTE programs. Because of our interest in understanding
possible changes over time, we also fit models using data from the start, middle, and
end of our panel. In Table 4.4, we provide the results of these models for selection into
CTE overall (Equation (1) above, results in columns 1 through 4), and into STEM CTE
conditional on CTE participation (Equation (2) above, results in columns 5 through 8).
For each outcome, we present data pooled across all years, as well as the three specific

years of 2004, 2009, and 2014.
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Table 4.3: Share of CTE Enrollment by Program

Year
2004 2009 2014
No CTE 258811 258,089 253,091
% of total 89.81 85.1 85.61
Agriculture 66 31 2
% of total 0.02 0.01 0
Radio & TV 0 828 998
% of total 0 0.27 0.34
Graphic Comm. 1141 3440 3139
% of total 0.4 1413 1.06
IT 995 2547 2142
% of total 0.35 0.84 0.72
Cosmetology 1787 5479 5497
% of total 0.62 1.81 1.86
Early education 0 1929 2049
% of total 0 0.64 0.69
Technology 2682 3414 3112
% of total 0.93 1.13 1.05
Drafting 117 1186 1061
% of total 0.04 0.39 036
Marketing 1267 2927 2568
% of total 0.44 0.97 0.87
Criminal justice 103 275 196
% of total 0.04 0.09 0.07
Building trades 5347 6630 6085
% of total 1.86 2.19 2.06
HVAC 4012 4895 4689
% of total 1.39 1.61 1.59
Sheet metalwork 4461 2583 2760
% of total 1.55 0.85 0.93
Fashion technology 3359 2545 1906
% of total 1.17 0.84 0.64
Health services 3368 3848 4499
% of total 1.17 1.27 152
Hospitality 648 2626 1807
% of total 0.22 0.87 0.61
Total 288,164 303,272 295,634
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Over the full sample period, our estimates suggest that males and Latinx
students are more likely to select into CTE, while Black and Asian students are relatively
less likely. We also find that students with disabilities and students from lower-income
tamilies, all else equal, are more likely to select into CTE. The magnitude of these relative
likelihoods fluctuate somewhat overtime, with few discernible trends other than
students with disabilities appear to go from being noticeably more likely to participate
in CTE to somewhat less likely to participate over the sample period.

When examining STEM CTE selection, the patterns of association are
somewhat reversed. Consistent with our observations in Table 4.1, males, lower income,
and students with disabilities are less likely to participate in STEM programs, despite
being more likely to participate in overall CTE. Importantly, and also in contrast to the
pattern from CTE selection in general, we see higher rates of STEM CTE participation
among Asian and Black students, which grows slightly over the sample period.

An important concern regarding these results is that demographic factors may
be correlated with academic performance, and this variable may in fact be a better
predictor of CTE participation. Prior literature suggests CTE participants may be
negatively selected on academic performance (Gamoran and Mare 1989). Due to lack of
test score data for early sample years, we cannot include prior measures of academic
performance in Table 4.4, which may impact the coefficients presented. To address this
omission, we present selection models in Table 4.5 that include measures of
standardized 8th grade math test performance for the years 2009 and 2014. We present
these models alongside the analogous models for the same years that do not include test

scores, so that we can observe whether measures of prior performance alter the general
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patterns of selection.

Overall, we find that broad selection patterns into CTE and STEM CTE do not
change based on gender, race, or family income once we include test scores. However,
the direction, magnitude, and in some cases the significance of ELL and disability status
reverse once controlling for prior performance. This evidence is clear from the change in
the coefficients for ELL students and students with disabilities between the test score
models for CTE selection (columns 1 and 2) versus the models excluding test scores
(columns 3 and 4), as well as for STEM selection (columns 5 and 6 vs. columns 7 and 8).
Without controlling for test scores, English Language Learners appear
disproportionately underrepresented in CTE and STEM CTE, but conditional on these
scores, ELL students appear proportionately or even slightly positively represented.
Furthermore, students with disabilities appear much less likely to select a STEM CTE
program, but controlling for test scores, these students are only marginally less likely to
participate in STEM. These findings suggest that ELL students and students with
disabilities participate in CTE and STEM programs at rates that are similar (or more

similar than we might have first believed) to their peers with similar test scores.

4.6 Discussion

The findings from this study provide important perspective on the shifting
landscape of STEM within CTE, both in terms of programmatic offerings as well as
patterns of participation. These findings provide the first evidence, of which we are

aware, of longitudinal changes in both these factors collectively within an education
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system. In sum, these findings serve to inform:

* How CTE is evolving and the role of STEM programs in CTE as part of that change

¢ How participation patterns have shifted over time in CTE, STEM CTE, and specific

STEM CTE programs

In terms of program changes, this study provides concrete evidence that CTE programs
have changed over time, shifting a larger share of program offerings towards STEM
aligned fields. The pace of program change in Massachusetts has been fairly modest,
though we lack a point of comparison from other states to know whether this is fast or
not. This shift also demonstrates the growing salience of labor market demand in
determining CTE program offerings, since healthcare, IT, and advanced manufacturing
are industries with high growth and high demand in Massachusetts and across the
country (Bureau of Labor Statistics 2018). This development reflects a desired outcome
of the 2006 Perkins IV legislation, which emphasized aligning programs to industries
with high skills, growth, and demand, particularly in technology-related fields.
Regarding CTE participation, our results confirm some historical patterns of
sorting into CTE, though some of these factors are changing over time. Consistent with
earlier research, males, low income students, and students with disabilities are
overrepresented among CTE participants, though female participation increased over
our sample period and the participation rate of students with disabilities fell relative to
the size of this group overall. We did not find evidence that Black students were
overrepresented in CTE, as found in prior studies. Across all racial groups, the
proportion of students participating in CTE by the end of our sample more closely
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resembles the overall demographic makeup of the school relative to participation rates
in the first year of the panel, which suggests that racial balance in CTE has improved
over time. Racial imbalances, however, were not extreme to begin with in the first year
of our panel.

Our study also demonstrates that, within CTE program participants, STEM
program selection can show opposite trends relative to overall CTE participation.
Consistent with the makeup of the STEM labor force, students with disabilities are
underrepresented in STEM CTE relative to how many of these students are CTE
participators. Males are also underrepresented in STEM CTE, however this is largely
driven by extremely high female participation in health-related field, which we include
in our STEM definition. If we excluded these fields (particularly Health Assisting, which
prepares students for careers in nursing and home health assistance) from our definition,
then males would have much stronger representation in STEM CTE. This aligns with
labor market findings that show women account for the vast majority of nurses, while
men are much more highly represented in IT and manufacturing (Mastekaasa and
Smeby 2008). Across racial groups, African American and Latinx students are about
evenly represented in STEM and non-STEM CTE programs, though participation is
concentrated in health programs. Asian students have lower CTE participation, but are
more represented in STEM programs, particularly information technology and
programming.

These findings have consequences for the role of CTE in building the STEM
pipeline. While previous literature has shown that applied CTE STEM programs in high

school can bring more students into STEM overall, our study suggests that they will
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likely not to address the demographic imbalances in the STEM workforce. In particular,
students with disabilities are underrepresented in STEM CTE, and will continue to be
underrepresented at all other steps along the STEM pipeline. Female, African American,
and Latinx students are underrepresented in particular STEM fields like IT and
manufacturing/ engineering, just as there is much lower representation of these groups
in these critical STEM industries. On a positive note, there seems to be a higher
proportion of low income students in all STEM CTE areas, so CTE may currently be
serving to bring more students from these backgrounds into the STEM pipeline.

Our results also suggest that conditioning on available data can serve to change
our perspective on representation in CTE. Specifically, though students with disabilities
and English language learners appear underrepresented in STEM and overrepresented
in CTE, controlling for test scores reverses this descriptive result. This finding aligns
with work by Morgan et al (2015) regarding the importance of controlling for prior
measures of learning when exploring racial disproportionality in disability
identification. We similarly find that including test scores explains most of the otherwise
negative association between ELL and disability status on STEM CTE participation, and
STEM CTE is therefore less restrictive to these groups than we might have otherwise

believed.

4,7 Conclusion

While interest in CTE/VET, STEM, and the intersection of the two has been

rising among policy makers, practitioners, and academics alike, quantitative research on
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the topic has left many open questions. In particular, prior research in the U.S. has not
been able to examine both supply changes in STEM CTE offerings as well as demand
changes in program participation using the same sample. Similarly, ongoing efforts in
Britain have also focused on understanding the supply of high quality and high demand
VET, but has not allowed for simultaneous analysis of demand. Furthermore, we have
little understanding of how CTE participation might affect the composition of the later
STEM workforce. Across all developed and developing nations, understanding how
existing imbalances in gender, race, and disability across many STEM fields has clear
implications for wage equality and economic prosperity, and is the subject of ongoing
research (Cavaglia, McNally, and Ventura 2018).

Our study attempts to address this gap using high quality longitudinal data on
CTE program offerings and participation for all public high school students in
Massachusetts. While this data stems from a specific context, it highlights a general class
of policy-relevant considerations on how vocational education can serve an increasingly
diverse student population in to context of accelerating technological change, which can
apply across the U.S. and abroad. We demonstrate modest but positive growth in STEM
program offerings, particularly in information technology and programming.

At the same time, we model program participation in CTE and STEM CTE over
the sample period, yielding several substantive findings. First, historical patterns in CTE
such as high participation of males, students with disability (Dougherty, Grindal, and
Hehir 2018), and low income students are confirmed in our sample, though we do not
see evidence that historically marginalized groups (African American and Latinx

students) are substantially overrepresented, which prior literature had demonstrated.
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Second, over the course of our sample, racial, gender, and disability imbalance in overall
CTE selection has decreased, leading the makeup of CTE participants to more closely
resemble that of non-CTE participants. Low income students, however, remain
overrepresented. Third, within CTE participants, there is important variation in students
who participate in STEM and non-STEM programs, which runs contrary to the trend of
high CTE participation for males and students with disabilities. Fourth, within STEM
CTE programs, females, and historically marginalized racial and ethnic groups are much
more likely to participate in health programs, while males and Asians have higher
participation in IT and (for males) manufacturing, engineering, and technology. Fifth,
conditioning on test scores, English learners and students with disabilities appear much
more proportionately selected into CTE and STEM CTE than they would seem without
accounting for this factor, so representation of these groups appears more proportional.
These findings carry important lessons for policy makers and practitioners,
which also present opportunities for additional research. Our analysis demonstrates that
CTE, STEM CTE, and specific programs within STEM CTE all may have substantially
different participation rates for students of different backgrounds. Further efforts to
understand and improve inclusion in these programs should therefore assess each of
these categories differentially, and practitioners should be wary of making assumptions
regarding participation rates in one level of program (e.g. STEM CTE) based on
participation in another (e.g. CTE overall). These conclusions apply most directly to
educational systems where individual choice, along with academic counselling, directs
student participation in specific upper secondary programs. However, in nations that

use universal testing or other screening tools, our conclusions should inform a
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reconsideration of whether and how such systems promote equitable and optimal
matching of students with opportunity (both individual opportunity and that which
aligns with economic need).

In addition, our findings suggest that though STEM CTE is growing in
popularity and thus may bring more students into the STEM pipeline, these programs
may reinforce existing imbalances across gender, race, and disability status if existing
patterns continue. Efforts to recruit women, and other historically marginalized groups
into programs in IT and manufacturing, engineering, and technology are needed to
enhance diversity in upper secondary STEM CTE programs. Additional research is
required to understand how to attract more students from these groups into these
specific program, or how to ensure that current mechanisms that align students with
particular programs do so in ways that are unbiased. Furthermore, more research is
needed to enhance our understanding of the vertical pathways from STEM CTE
programs to tertiary and post-secondary education, particularly in technology,
engineering, and health services, to ensure that inclusion efforts at lower education
levels translate into more STEM graduates and a more diverse STEM workforce in the

future.
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Chapter 6

Appendix

A Chapter 3 Gamble Instructions

A.1 Core Experiment Instructions

Compound Uncorrelated Lotteries

This round involves two lotteries: Lottery A and Lottery B. For each lottery, you will
have a budget of 90 cents, and you must decide which portion of this amount (between 0

cents and 90 cents) you wish to bet.

You must bet the same amount on each lottery, and you must decide this amount before

you have seen the outcome of either lottery.

For each lottery, the computer will randomly draw one ball from a box filled with orange
and green balls. All balls within a given box are equally likely to be drawn. The amount

you win or lose depends on which ball is drawn and how much you bet on that lottery:

orange ball drawn — lose amount that you bet

green ball drawn — receive back amount that you bet
plus two times the amount that you bet

Example: suppose that you decide to bet 40 cents on each lottery. If an orange ball is
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drawn in one of the lotteries, you will lose the 40 cents for that lottery. If a green ball is
drawn, you will receive back the 40 cents plus 80 cents (2 x 40 cents), for a total of 120
cents for that lottery. You will keep the other 50 cents (for each lottery) that you did not

bet no matter what the lottery outcomes are.

Box Contents

Lottery A: the box contains 4 orange balls and 4 green balls.

Lottery B: the box that is used will depend on the outcome of Lottery A. If a green ball is
drawn for Lottery A, box Bl will be used, which contains 4 orange balls and 4 green
balls. If an orange ball is drawn for Lottery A, box B2 will be used, which contains 4

orange balls and 4 green balls.

Box A

Lottery B1 Lottery B2

Round Question

How much would you like to bet on each lottery? You can bet any multiple of 10 cents

between 0 and 90.
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Simple Uncorrelated Lottery

This round involves a single lottery: Lottery A. For this lottery, you will have a budget of
180 cents, and you must decide which portion of this amount (between 0 cents and 180

cents) you wish to bet.

For the lottery, the computer will randomly draw one ball from a box filled with orange,
green, and purple balls. All balls within a given box are equally likely to be drawn. The
amount you win or lose depends on which ball is drawn and how much you bet on the

lottery:

two orange balls drawn — lose amount that you bet

two green balls drawn — receive back amount that you bet
plus two times the amount that you bet

orange ball and then green — receive back amount that you bet
ball drawn, or green ball plus half the amount that you bet
and then orange ball drawn

Example: Suppose that you decide to bet 80 cents on the lottery. If an orange ball is
drawn, you will lose the 80 cents. If a green ball is drawn, you will receive back the 80
cents plus 160 cents (2 x 80 cents), for a total of 240 cents. If a purple ball is drawn, you
will receive back the 80 cents plus 40 cents (0.5 x 80 cents), for a total of 120 cents. You

will keep the other 100 cents that you did not bet no matter what the lottery outcome is.

Box Contents

Lottery A: the box contains 2 orange balls, 4 purple balls, and 2 green balls.

Box A
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Round Question

How much would you like to bet on the lottery? You can bet any multiple of 20 cents

between 0 and 180.
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A.2 Explanatory Treatment Instructions

Thinking Prime

This round involves two lotteries: Lottery A and Lottery B. For each lottery, you will
have a budget of 90 cents, and you must decide which portion of this amount (between 0

cents and 90 cents) you wish to bet.

You must bet the same amount on each lottery, and you must decide this amount before

you have seen the outcome of either lottery.

For each lottery, the computer will randomly draw one ball from a box filled with orange
and green balls. All balls within a given box are equally likely to be drawn. The amount

you win or lose depends on which ball is drawn and how much you bet on that lottery:

orange ball drawn — lose amount that you bet

green ball drawn — receive back amount that you bet
plus two times the amount that you bet

Example: suppose that you decide to bet 40 cents on each lottery. If an orange ball is
drawn in one of the lotteries, you will lose the 40 cents for that lottery. If a green ball is
drawn, you will receive back the 40 cents plus 80 cents (2 x 40 cents), for a total of 120
cents for that lottery. You will keep the other 50 cents (for each lottery) that you did not

bet no matter what the lottery outcomes are.

Box Contents

Lottery A: the box contains 4 orange balls and 4 green balls.
Lottery B: the box that is used will depend on the outcome of Lottery A. If a green ball is

drawn for Lottery A, box B1 will be used, which contains 4 orange balls and 4 green
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balls. If an orange ball is drawn for Lottery A, box B2 will be used, which contains 4

orange balls and 4 green balls.

Box A

Lottery B1 Lottery B2

Comprehension Questions

1. Before the outcome of Lottery A is known, you have a 50% chance of winning
Lottery B. If you lose Lottery A, however, what is true about your updated
likelihood of winning Lottery B?

(@) Your likelihood of winning Lottery B is now more than 50%
(b) Your likelihood of winning Lottery B is now less than 50%

(c) Your likelihood of winning Lottery B is still 50%

Round Question

How much would you like to bet on each lottery? You can bet any multiple of 10 cents

between 0 and 90.
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Math Prime

This round involves two lotteries: Lottery A and Lottery B. For each lottery, you will
have a budget of 90 cents, and you must decide which portion of this amount (between 0

cents and 90 cents) you wish to bet.

You must bet the same amount on each lottery, and you must decide this amount before

you have seen the outcome of either lottery.

For each lottery, the computer will randomly draw one ball from a box filled with orange
and green balls. All balls within a given box are equally likely to be drawn. The amount

you win or lose depends on which ball is drawn and how much you bet on that lottery:

orange ball drawn — lose amount that you bet

green ball drawn — receive back amount that you bet
plus two times the amount that you bet

Example: suppose that you decide to bet 40 cents on each lottery. If an orange ball is
drawn in one of the lotteries, you will lose the 40 cents for that lottery. If a green ball is
drawn, you will receive back the 40 cents plus 80 cents (2 x 40 cents), for a total of 120
cents for that lottery. You will keep the other 50 cents (for each lottery) that you did not

bet no matter what the lottery outcomes are.

Box Contents

Lottery A: the box contains 4 orange balls and 4 green balls.

Lottery B: the box that is used will depend on the outcome of Lottery A. If a green ball is
drawn for Lottery A, box B1 will be used, which contains 4 orange balls and 4 green
balls. If an orange ball is drawn for Lottery A, box B2 will be used, which contains 4

orange balls and 4 green balls.
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Box A

Lottery B1 Lottery B2

Comprehension Questions

1. What is the probability that you will win both Lottery A and Lottery B?

(a) 12.5
(b) 25
() 50
d) 75

2. What is the probability that you will lose both Lottery A and Lottery B?

(a) 12.5
(b) 25
(c) 50
(d) 75
3. What is the probability that you will win one Lottery (A or B) but not the other?
(@) 12.5
(b) 25
(c) 50
(d) 75
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Round Question

How much would you like to bet on each lottery? You can bet any multiple of 10 cents

between 0 and 90.
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Single Lottery

This round involves a single lottery: Lottery A. For this lottery, you will have a budget of
200 cents, and you must decide which portion of this amount (between 0 cents and 200

cents) you wish to bet.

For the lottery, the computer will randomly draw one ball from a box filled with orange
and green balls. All balls are equally likely to be drawn. Then, the computer will
randomly draw one ball from a different box filled with orange and green balls. Again,
all balls are equally likely to be drawn. The amount you win or lose depends on which

balls are drawn and how much you bet on the lottery:

two orange balls drawn > lose amount that you bet

two green balls drawn 2> receive back amount that you bet
plus two times the amount that you bet

orange ball and then green > receive back amount that you bet
ball drawn, or green ball and plus half the amount that you bet
then orange ball drawn

Example: Suppose that you decide to bet 60 cents on the lottery. If two orange balls are
drawn, you will lose the 60 cents. If two green balls are drawn, you will receive back the
60 cents plus 120 cents (2 x 60 cents), for a total of 180 cents. If an orange ball and then a
green ball are drawn, or if a green ball and then an orange ball are drawn, you will
receive back the 60 cents plus 30 cents (0.5 x 60 cents), for a total of 90 cents. You will

keep the other 140 cents that you did not bet no matter the lottery outcome.

Box Contents

Lottery A: the box contains 4 orange balls and 4 green balls.
Lottery B: the box that is used will depend on the outcome of Lottery A. If a green ball is

drawn for Lottery A, box B1 will be used, which contains 4 orange balls and 4 green
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balls. If an orange ball is drawn for Lottery A, box B2 will be used, which contains 4

orange balls and 4 green balls.

Box A

Lottery B1 Lottery B2

Round Question

How much would you like to bet on each lottery? You can bet any multiple of 10 cents

between 0 and 90.
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Box Reconstruction

This round involves two lotteries: Lottery A and Lottery B. For each lottery, you will
have a budget of 90 cents, and you must decide which portion of this amount (between 0

cents and 90 cents) you wish to bet.

You must bet the same amount on each lottery, and you must decide this amount before

you have seen the outcome of either lottery.

For each lottery, the computer will randomly draw one ball from a box filled with orange
and green balls. All balls within a given box are equally likely to be drawn. The amount

you win or lose depends on which ball is drawn and how much you bet on that lottery:

orange ball drawn — lose amount that you bet

green ball drawn — receive back amount that you bet
plus two times the amount that you bet

Example: suppose that you decide to bet 40 cents on each lottery. If an orange ball is
drawn in one of the lotteries, you will lose the 40 cents for that lottery. If a green ball is
drawn, you will receive back the 40 cents plus 80 cents (2 x 40 cents), for a total of 120
cents for that lottery. You will keep the other 50 cents (for each lottery) that you did not

bet no matter what the lottery outcomes are.

Box Contents

Lottery A: the box contains 4 orange balls and 4 green balls.

Lottery B: the box that is used will depend on the outcome of Lottery A. If a green ball is
drawn for Lottery A, box B1 will be used, which contains 4 orange balls and 4 green
balls. If an orange ball is drawn for Lottery A, box B2 will be used, which contains 4

orange balls and 4 green balls.
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Box A

Lottery B1 Lottery B2

Comprehension Questions Imagine there is a third lottery (Lottery C) that is designed
to represent the combined outcomes of Lotteries A and B. The lottery has one box with

eight balls of three different colors:
* Yellow —represents the situation where you win both Lottery A and Lottery B
* Blue - represents the situation where you win one lottery (A or B) but not the other
* Brown - represents the situation where you lose both Lottery A and Lottery B

Which box below includes the correct composition of balls to mirror the probabilities in

the above problem?

Lottery C

0000
0000

B. Lottery C

C000®
Co00®

Lottery C

C000
C00®
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Round Question

How much would you like to bet on each lottery? You can bet any multiple of 10 cents

between 0 and 90.
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