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Abstract

In chapter 1, I show that investors’ tendency to extrapolate from past return data is in part driven

by the salience of past returns. I exploit theWall Street Journal’s historical practice of reporting the

52-week return on the Dow Jones Industrial Average. When the return on a past day loses salience

due to rolling out of the 52-week window, I detect an impact of the opposite sign on the current

day return. Analogously for mutual funds, I exploit the SEC regulation that mutual funds report

the 1-year, 5-year, and 10-year returns in any advertisement that contains performance information.

When the return on a past quarter loses salience due to rolling out of the 1-year reporting window, I

detect an impact of the opposite sign on the mutual fund’s flows in the current period. Both effects

are consistent with investor extrapolation.

In chapter 2, we investigate the empirical nature and explanation for the stability of majority

rule in games with empty cores, in the context of laboratory repeated three-player sharing games.

We show there is stability at the fair allocation, which splits the pot equally among the three players,

and stability at perfect side deals, which splits the pot equally between two players leaving the

third out. Individual behavior analysis shows that the players unwillingness to leave perfect side

deals in favor of imperfect side deals is consistent with payoff maximization due to the instability

of imperfect side deals, while the stability of the fair allocation is in part supported by a non-

payoff motivated tendency towards fairness. We show that stability at perfect side deals is a unique

equilibrium in a small but intuitive set of strategy profiles.
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In chapter 3, we measure the value of D.C. lobbyists’ connections to senators and members

of the house by tracking changes in lobbying income after connections are lost or gained. We

use two measures of connection: donations from the lobbyist to the politician, and shared issues

between the lobbyist’s projects and the politician’s congressional committee assignments. We find

that the loss of a connection due to the politician exiting office hurts lobbyists’ income going

forward, controlling for current income, but we do not find consistent evidence of a benefit from

gaining a connection due to the politician entering office. The largest impact we find is the loss of

income from the exit of a connection in the Senate, and we provide evidence from close elections

supporting the causal interpretation.
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Chapter 1

What Drives Investor Extrapolation:

Evidence from Salient Financial Reporting
This paper provides evidence consistent with investors relying on salient past returns information to

extrapolatively inform behavior, which drive aggregate market movements and mutual fund flows.

Theory suggests that investor extrapolation could be important for understanding a number of facts

about stock market returns, including the equity premium, excess volatility, excess trading volume,

and persistent mispricing (Hirshleifer et al. (2015); Barberis et al. (2015)). Comprehensive survey

evidence from a broad range of investors (Greenwood and Shleifer (2014)) shows that, indeed, past

returns correlate with investor expectations. Furthermore, laboratory experiment evidence (Choi

et al. (2010)) shows that, when choosing between investments, subjects chase returns.

What drives extrapolation? In this paper I show that in part it comes from the availability and

salience of past returns data. I exploit a historical practice of the Wall Street Journal (WSJ) in

reporting, alongside the most recent closing price on the Dow Jones Industrial Average (DJIA)1,

the closing price from exactly 52 weeks before the previous trading day2. Investors looking up the

price of the DJIA in the morning edition3 of the WSJ on Saturday August 29th, 1903, which was a

trading day back then, would see the closing price of 53.02 for Friday August 28th, 1903 and the

closing price of 66.28 for Friday August 29th, 1902. Note that throughout my sample, the WSJ

did not compute the 52-week return for their readers, but for simplicity I will refer to the report of

1If the previous day was a trading holiday or Sunday (Saturdays were trading days) then the closing price from the
most recent trading day is reported.

2Unless it was a trading holiday.

3The WSJ had a morning edition throughout the sample of 1903-1934.
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the two prices 52 weeks apart as the 52-week return. Analogously, in the setting of mutual fund

flows, I exploit the practice of reporting the 1-year, 5-year, and 10-year returns in any mutual fund

advertising that contains performance information as required by the SEC.

To measure the impact of salience on aggregate market movements, I exploit the fact that every

trading day that passes, a day 364 days before the the previous trading day (“exiting day”) rolls

out of the past return window. This is made possible by the sparse historical news environment

in the early twentieth century for the American stock market. The 52-week return on the DJIA

was the most prominent market past return statistic reported in the financial news, which contained

little other past return data. Aggregate market movements capture changes in the prices at which

investors transact and hence how much they value the stocks they are trading. This makes them

the natural measure for changes in aggregate optimism or pessimism resulting from changes in the

salience of past return data. However, they are only one aspect of investor behavior in this setting.

When the exiting day rolls out of the 52-week window, its salience dramatically decreases

due to no longer being reported in the news. For example, there was an -11.5% single-day return

on October 29, 1929, and one year later when that day rolled out of the 52-week window, the

52-week return changed from -25.03% to -15.26%, increasing by almost 10% overnight. I use

this exogenous, discontinuous drop in salience to show that when salient positive (negative) past

returns are dropped the current day return is lower (higher), consistent with investor extrapolation.

I estimate a causal response of 5% between 1903 and 1934. This means that a 1% increase in the

52-week return corresponds to 5.0 basis points on the day during that time period.

Because the identification for the DJIA setting is based on the sole prominence of the 52-week

return, I expect not to detect investor extrapolation later in the twentieth century, which was awash

in past returns data. During the early twentieth century, the sparse historical news environment

makes the DJIA daily return data well suited to address investor extrapolation. However, it would

not be appropriate to use my approach after much more past returns data becomes available to

investors, decreasing the salience of the 52-week return. In order to determine when the change in

salience of the exiting day return stops predicting current day return, I perform a structural change
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analysis, which finds breaks in time when the stastistical relationship between these variables ap-

pears to change. This analysis suggests that relationship begins in 1904, right after the WSJ started

to publish the 52-week return, and ends in 1934. I use 1934 as the upper limit of my sample period,

but this date should not be considered definitive due to the lack of uncertainty measures around the

structural break.

I then turn to a similar but more recent setting, mutual funds flows from 1988 to 2016. The

advantage of the more recent setting is that it permits an analysis of flows, which directly capture

investor behavior, and reflect the tendencies of the modern investor. I identify the effect of past

return salience by exploiting the Securities and Exchange Commission (SEC) regulation requiring

all mutual funds to report 1-year, 5-year, and 10-year returns in all advertising and reporting that

contains performance meaures since 1988. This regulation creates four discrete levels of salience,

the return on a past quarter is included in zero, one, two, or three of these return windows. When

the return on a past quarter (“exiting quarter”) rolls out of one of these windows, it exogenously

and discontinuously decreases in salience. I find that when positive (negative) past quarter re-

turns decrease in salience, flows for that mutual fund are a lower (higher), consistent with investor

extrapolation. I estimate that when a past quarter exits the 1-year return window, its correlation

with flow decreases by 8 percentage points, and quarter-over-quarter flow difference responds by

5.8-6.7%.

Next, I use a variety of supplementary tests to disprove some channels other than extrapolation

that could explain my findings. The literature defines extrapolation as more positive past returns

causing more positive expectations for subjects, when expectations are elicited through surveys or

prediction tasks. The settings in this paper do not allow for the elicitation of expectations nor do I

observe an explicit prediction task carried out by individuals. However, the impacts I observe on

aggregate market movements and mutual fund flows are consistent with extrapolative expectation

formation. Moreover, I provide evidence against explanations other than my proposed financial

reporting mechanism shaping expectations that go on to impact market returns and flows.

I compare the exiting day and the exiting quarter to their surrounding lags in order to confirm

3



that the surrounding lags do not display similar relationships to current day return and mutual fund

flows respectively. For the DJIA, I do not detect any discernable relationship between the current

day return and the return on the days surrounding the exiting day, unlike the strong correlation

with the return on the exiting day itself. For mutual fund flows, all of the recent lagged quarters

positively correlate with flow, but I show a distinct drop in the correlation at 5th lagged quarter,

which is the lag that has most recently left the 1-year reporting window. This is consistent with its

drop in salience diminishing its role in extrapolative expectations formation. To a lesser extent this

pattern also exists at the 21st and 41st lags, which correspond to the 5-year and 10-year windows.

For the DJIA setting, I perform an event style analysis to alleviate any concerns about autocor-

relation when using the full time series of daily returns. I also check that when the past returns

on the DJIA and the CRSP index are both included as covariates, only the past returns on the

DJIA significantly predict current return. This is consistent with financial news reporting being

the mechanism, because the DJIA is published in the WSJ and other publications but the CRSP

index is never published during the sample period. In order to make sure the result is not driven

by dividend schedules for DJIA stocks that would impact their prices at exactly 52 week intervals,

I confirm that the exiting day return on the DJIA also predicts the current day return on the CRSP

index, which includes dividends. Lastly, I confirm that the relationship exists on leap years when

the exiting day is less than a full year in the past, suggesting that the results are not driven by a day

of the year effect.

I discuss the interpretation of the magnitudes of my findings. For the DJIA setting, the modest

effect size is not indicative of the full impact of investor extrapolation on current returns. I only

have variation in the salience of the exiting day return, which impacts the perception of the 52-

week return on the DJIA. To measure the full impact of extrapolation on market return, however, I

would need exogenous variation in total perception of past returns, which is informed by far more

than this one statistic. On the other hand, for the mutual fund flow setting, there is good reason to

believe that I capture most of the extent of extrapolation because the SEC requires that the 1-year,
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5-year, and 10-year returns be no less prominently reported than any other past returns data.4

This paper looks at the impact of investor extrapolation on market returns and mutual fund

flows, complementing the many papers in the literature that directly measure expectations us-

ing survey evidence. Case et al. (2012), Greenwood and Shleifer (2014), Amromin and Sharpe

(2014), and Frydman and Stillwagon (2018) all show that investors’ expectations about future

returns on the stock market are driven by past returns, and Greenwood and Shleifer (2014); Am-

romin and Sharpe (2014) show that investor expectations negatively correlate with actual realized

performance. Vissing-Jorgensen (2004) shows that investors’ expectations of future market returns

correlate positively with their own portfolio performance over the past year.

Theory papers with agents who extrapolatively form expectations based on past returns include

Cutler et al. (1990); de Long et al. (1990), which examine the interplay between an extrapolative

type investors and other types. More recently, Barberis et al. (2017) model the role of investor

extrapolation in the formation of asset bubbles. And, Bordalo et al. (2018) provides a model that

unifies extrapolation and neglect of risk.

This paper’s results on mutual fund flows add to a large literature on chasing mutual fund

returns and the role of mutual fund marketing. Early evidence that past returns lead to mutual fund

flows include Ippolito (1992); Gruber (1996); Chevalier and Ellison (1997). Lynch and Musto

(2003) show that the relationship between past performance and future flows is weaker for funds

that change strategies when they do poorly. Sirri and Tufano (1998) show that return chasing

behavior is stronger for mutual funds that engage in high levels of marketing as measured by high

fees. Cronqvist (2006); Jain and Wu (2000) show that advertising is effective for attracting mutual

fund flows, even though it does not predict superior returns, and it also attracts investment into

high-risk sectors. Jones and Martinez (2017) show that institutional investors chase past returns

when investing into mutual funds but argue that they do it because basing investment on past

returns is a defensible practice, and not because of extrapolative formation of expectations.

Methodologically, this paper is most related to a strand of the literature onMorningstar ratings

4Investment Company Act Release No. 16245 (Feb. 2, 1988) (53 FR 3868) ("Fund Performance Release”)
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that also uses reported financial statistics as predictors of investor behavior. Blake and Morey

(2000) show that poor Morningstar ratings for mutual funds predict poor performance, while

highly rated mutual funds do not outperform median rated mutual funds. Del Guercio and Tkac

(2008) take advantage of the discrete nature of Morningstar’s star rating system. They find that

discrete changes in the star ratings, and not the underlying performance metrics, drive mutual fund

flows. Given these results, there is good reason to expect that mutual fund flows react to changes

in the salience of past returns due to rolling out of the reporting windows. This paper adds another

methodology to the literature, exploiting the discrete cutoffs in time of the reporting windows of

past performance information.

The next section discusses the data and the historical context that motivates my choice of

variables. Section II presents the empirical strategy and results. Lastly, section III discusses the

interpretation of the results.

1.1. Data and Historical Context

This paper’s data on past returns are the historical daily returns on the DJIA and quarterly returns

on mutual funds. I analyze the DJIA from 1903 until 1935 and mutual fund flows and returns from

1988 to 2016. I construct mutual fund flows from monthly mutual fund return and total net asset

data from CRSP. My identification strategy takes advantage of the prominence of the 52-week

return on the DJIA in financial news, the Wall Street Journal (WSJ) in particular, thoughout the

sample period. Analogously, I take advantage of the SEC’s requirement that mutual funds report

their 1-year, 5-year, and 10-year returns in their prospectuses and all advertising that includes

performance information. This paper’s contributions include identifying evidence consistent with

past returns impacting aggregate level returns and flows through investor extrapolation.

1.1.1. Dow Jones Industrial Average and Mutual Fund Flows

The main explanatory variables are the DJIA return on the day that rolls out of the 52-week window

(“exiting day return”) and mutual fund returns on the quarter that rolls out of the 1-year window

6



(“exiting quarter return”). The main outcome variables are the daily return on the DJIA and mutual

fund flows. I also check to see if the effect is present in the CRSP index, which covers all New York

Stock Exchance (NYSE) stocks. For mutual fund flows, I construct flows from mutual fund total

net assets and returns from CRSP. I obtain the historical daily returns on the DJIA from Global

Financial Data.

The first incarnation of the DJIA was invented by Dow Jones & Company in 1885. Along with

the Dow Jones Transportation Index, the DJIA was the first widely spread metric for the state of

the aggregate U.S. stock market. During my sample, the DJIA is an equal-weighted index of 12,

later 20 then 30, of the largest publicly traded U.S. firms. The 52-week return on the DJIA is the

most commonly reported past market performance statistic during my sample.

The 52-week return difference mechanically decomposes into approximately the difference

between the return on the entering day and the return on the exiting day.
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The coefficients on the entering and exiting day returns are pt�2
pt�365

, which have an average

value throughout my sample of approximately the average 52-week return plus one, 1.07. Hence,

both the entering and exiting day returns impact the 52-week return change nearly one-to-one on

average. In my regressions, I only include the days on which there is a valid update to the 52-week

return, excluding days for which there is no past closing price, pt�365, due to the exiting day being

a trading a holiday or for any other reason.
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Mutual fund flows are the amounts of new investment, either positive or negative, mutual funds

receive each quarter. I do not have direct data on mutual fund flows. Instead, I calculate an

estimate of quarterly mutual fund flows following the procedure described in Gil-Bazo and Ruiz-

Verdú (2010). I obtain monthly total net asset, TNA, and return, R, data for mutual funds from

CRSP, and compute flows by the following:

Flowit =
TNAit �TNAit�1(1+Rn

it)

TNAit�1
(1)

for mutual fund i in period t. I estimate flows by calculating the change in total net assets

excess of the return the mutual fund would have earned had it simply held its previous quarter

assets. I restrict my sample to domestic diversified equity mutual funds that were active at some

point during the period between second quarter 1970 and fourth quarter 2016.5 I convert monthly

returns into quarterly returns, and calculate flows at the quarterly frequency because mutual funds

more commonly report their returns at the quarterly level as opposed to the monthly level.

This paper also checks whether past returns on the CRSP index add predictive power to the

past returns on the DJIA index as a robustness check. If the mechanism is that the past market

returns impact current returns by informing investor expectations through the news, then the CRSP

index should not add predictive power since it did not exist at the time of the sample. I also check

CRSP as an alternative outcome variable, the advantage being that the CRSP index reflects the

performance of the entire NYSE instead of an equal-weighted index of a small number of the

largest firms. And, according to my hypothesis, the past returns information on the DJIA impacts

investors’ overall optimism and hence the entire market, not just the DJIA stocks. Measuring

impact on the CRSP index also provides evidence that my results are not driven by a mechanical

channel relating DJIA stocks performance one year in the past to DJIA stocks performance today.

Lastly, the daily returns on the CRSP index include the impact of dividends while the DJIA does

not. The disadvantage of the CRSP index is that only exists for 9 years during my sample period.

5In order to select domestic diversified equity mutual funds from CRSP, I follow Gil-Bazo and Ruiz-Verdú (2009).
See their on-line appendix for more details.
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1.1.2. Financial News Reporting and SEC Mutual Fund Advertising Regulation

I argue that the changes to the 52-week return on the DJIA make sense as drivers for investors’

perceptions of past returns because they were prominently reported and the the financial news

environment is relatively lacking in other information for most of my sample. Likewise, for mutual

funds, I argue that the 1-year return drives investors’ perceptions of past mutual fund performance

because the SEC requires the 1-year return to be reported in mutual fund prospectuses and any

advertisements that include performance information.

The prominence of the 52-week return on the DJIA in financial news reporting is primarily

driven by the WSJ. The WSJ reports the 52-week return on the DJIA in its “Market Diary” section,

which begins on March 20th, 1903 and exists in one form or another throughout my entire sample.

Early in my sample, the WSJ reported the 52-week return by reporting the closing price of the

previous trading day and the closing price on the day 52-weeks before the previous trading day.

Later in my sample, the 52-week return was calculated directly for the readers.

The salience of the 52-week return on the DJIA is heightened by the lack of other information

about past market returns in the financial news during most of my sample. The two other most

highly circulated nationwide daily newspapers during most of my sample are the New York Times

and the Washington Post. Both began reporting stock market indices in the early 20th century

but neither consistently reported past market returns information beyond the previous trading day

before the internet era. Within the WSJ, the 52-week returns on the Dow Jones indices are the only

consistently reported past market performance statistics, though at points in my sample the WSJ

reports charts of past DJIA levels and historical highs and lows.

This paper measures the impact of the 1-year return on mutual fund flows because the 1-year

return is prominently reported in prospectuses as required by the SEC and fund flows are con-

crete evidence of investors’ expecations of future performance. The SEC passed a regulation in

1988 requiring standardized performance reporting by mutual funds in any advertising, the report

9



of 1-year, 5-year, and 10-year period returns.6 This was an attempt to ensure that potential in-

vestors received a balanced perspective of the short, medium, and long run historical performance

of mutual funds. These mandatory returns are required to be at least as prominent as any other

non-mandatory return information. This regulation guarantees that the 1-year return is a highly

salient statistic for mutual fund investors.7

1.2. Empirical Strategy and Results

This section presents the regression specifications and results, and the structural break methodol-

ogy used to identify the time period of the DJIA effect.For the DJIA, I regress daily returns on the

return on the day that rolls out of the 52-week reporting window, the “exiting day return”. I also

perform an event style analysis about extreme one-day returns exiting the window. My structural

change methodology analyzes the changes over time in the relationship between my variables, both

providing supporting evidence for my mechanism and suggesting June 19th, 1934 as an estimate

of when the effect may have died off, and hence an upper limit for my analysis. For mutual fund

flows, I regress flows and first differences in flows on past quarter returns, looking for a drop in

correlation when the salience of a lagged quarter drops due to moving out of the 1-year, 5-year, or

10-year reporting windows.

For both DJIA and mutual fund flows, I find main results consistent with the hypothesis of in-

vestors relying on salient past returns information to inform extrapolative behavior. My robustness

checks confirm that when past return information for both the DJIA and the CRSP index are in-

cluded as covariates, only the DJIA has statistically significant predictive power. A placebo check

reveals that no similar effect is found for the other lags surrounding the exiting day. However, the

expected effect is found when I narrow my observations to the days after extreme return events

leave the reporting window. I find that mutual funds receive relatively more flows when quarters

6Investment Company Act Release No. 16245 (Feb. 2, 1988) (53 FR 3868) ("Fund Performance Release”)

7In 1998, an SEC final ruling mentions that the standing rule had been to report returns marked to the most recent
quarter end. Hence, I know that this was the policy starting in 1998 at the latest.
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with relatively poor returns roll out of the 1-year return reporting window. No similar effect is

found for the surrounding quarters around the exiting quarter.

1.2.1. Numerical Example Explaining the Causal Identification Approach

Before the step-by-step discussion of the empirical strategy, I present an example in the DJIA

setting to illustrate how I use cutoffs in reported financial statistics to find exogenous drops in

salience, which is the methodological innovation of this paper. Table 1 shows the DJIA closing

prices displayed in theWSJ “Market Diary” for Tuesday October 28, 1930 andWednesday October

29, 1930.

Table 1: Numerical Example
Date Last Trading

Day’s Closing
Price

Closing Price
52-weeks before
Last Trading Day

Implied 52-week
Return

Tuesday October 28,
1930

195.09 260.24 -25.03%

Wednesday October
29, 1930

194.95 230.07 -15.26%

On the morning of Tuesday October 28th, 1930, the WSJ “Market Diary” reports two closing

prices on the DJIA: 260.24 on Monday October 28, 1929 and 195.09 on Monday October 27,

1930, for a return of -25.03%. On the morning of the next day, the “Market Diary” reports: 230.07

on Tuesday October 29, 1929 and 194.95 on Tuesday October 28, 1930, for a return of -15.26%.

Hence, there is almost a 10% overnight increase in the 52-week return statistic because the extreme

-11.5% single-day return that occurred on Tuesday October 29, 1929 leaves the reporting window.

However, this single-day return exactly one year ago is plausibly unrelated to the recent news and

world events that would affect the current day return. This constitutes an exogenous manipulation

of past returns perceptions due to the salience of the 52-week return statistic in the newspaper

report.
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1.2.2. The Exiting Day Return and Current Day Return

My specification regresses the current day return directly on the exiting day return:

rt�1,t = a +b rt�366,t�365+ gct + et (2)

where ct are fixed effects for month, year, and day of the week. Because the exiting day

return negatively impacts the 52-week return difference, I predict that the coefficient estimate b̂ is

negative.

Returns are denoted as rt 0,t 00 where t 0 and t 00 are the beginning and end of the return period

respectively. With this notation, the daily return for day t is written as rt�1,t and the 52-week

return reported on day t is written as rt�365,t�1.8

Table 2 displays the results of regressing the current day return on the DJIA on the exiting

day return on the DJIA. Column (1) shows a negative and significant coefficient on the exiting

day return of -2.4%, meaning that a 10% single-day return exiting the 52-week window causes the

current day return to be lower by 24 basis points.

Column (2) of Table 2 uses the daily changes in the 52-week return on the DJIA reported in the

financial news as the covariate instead of the exiting day return. It shows that changes in the 52-

week return on the DJIA do indeed positively predict current returns, consistent with the reporting

of this statistic informing extrapolative behavior. Note that I test the response of daily returns to the

first differences in the 52-week return and not the level of the 52-week return. This is because the

price of the DJIA reflects investor expectations, so returns reflect changes in investor expectations,

which react to updates to information.

Columns (3) and (4) of Table 2 present a robustness check that restricts the analysis to leap

years9. During leap years, the exiting day is typically less than a full year in the past relative to the

8Technically, the financial news reported the 52-week return ending with the previous trading day’s closing price
and beginning with the closing price exactly 364 days before the previous day. Hence, the beginning of the 52-week
return window will not always be 365 days before the current day. For example, on Mondays, the previous trading day
is not the previous day.

9Leap year observations are defined to be the days between March 1st of the leap year to Feburary 28th of the
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Table 2: Exiting Day Return and Current Day Return

Dependent variable:

rDJIAt�1,t

(1) (2) (3) (4)

rDJIAt�366,t�365 �0.050⇤⇤⇤ �0.036 �0.036⇤

(0.017) (0.035) (0.020)

4rDJIAt�365,t�1 0.029⇤⇤

(0.012)

Constant �0.003⇤⇤⇤ �0.003⇤⇤⇤ �0.004⇤ �0.004⇤
(0.001) (0.001) (0.002) (0.002)

Fixed Effects yes yes yes yes
Leap Year no no yes yes
Observations 8945 8945 2307 2307
R2 0.014 0.013 0.022 0.022

Note: ⇤p<0.1; ⇤⇤p<0.05; ⇤⇤⇤p<0.01
The covariates are the exiting day return on the DJIA, which is the day that
rolls out of the 52-week window, and the 52-week return difference on the
DJIA. The dependent variable is the current day return on the DJIA. The
time span is from 1903-03-20 to 1934-06-19. All regressions are OLS. For
columns (1) - (3) standard errors are Newey-West, with 10 lags. For column
(4) standard errors are OLS. Columns (3) - (4) consider only leap years: days
after February 29th on leap years and before March 1st the following year.
Fixed effect are year, month, and day of the week.
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current day. If my results are not driven by my proposed DJIA past return reporting mechanism, but

by some other mechanism that relates daily returns at precisely the one year interval, then the same

effect would not be present during leap years. Column (3) shows that, when I restrict my analysis

to leap year observations, I still observe the same effect, though not statistically significant with

Newey-West standard errors, possibly due to reduced sample size. Column (4) shows signifigance

when OLS standard errors are used. This provides some additional evidence that my results are

not driven by an alternative mechanism that connects returns on the same day of the year.

1.2.3. Mutual Fund Flows

I also test the hypothesis of extrapolation on salient past returns in the setting of mutual fund flows

from 1988 to 2016. This complements the DJIA setting because it is modern and I can directly

observe investor behavior instead of only aggregate market movements. If, in a given quarter,

investors are attracted to some mutual funds over others because the investors extrapolate on past

returns, then mutual funds with relatively good past returns would receive more fund flows. Hence,

I expect a positive relationship between lagged quarter returns and flows.

My hypothesis predicts that this positive relationship between lagged quarter returns and flows

discontinuously weakens at the 5th, 21st, and 41st lags due to the reduction of salience at these cut-

offs from rolling out of the reporting windows. I apply the methodology from Fama and MacBeth

(1973), running an ordinary least squares regression for each quarter and then taking the average

of the coefficients10 as the final result. For each quarter t, I run the following regression:

f lowsit = a +bLit + eit (3)

where Lit are the lagged quarterly returns for fund i in period t. Flows are calculated as per-

centage increase relative to net assets.

following year, inclusive.

10I calculate standard errors and confidence intervals using the pmg function (panel mean groups regression) from
the R package “plm”.

14



Figure 1 plots the Fama-Macbeth coefficients for the lagged quarter returns. As predicted,

the positive relationship between lagged quarter returns and flows clearly weakens at the 5th lag,

which has exited the 1-year reporting window. To a lesser extent the relationship also seems to

become more negative at the 21st and 41st lags. However, these coefficients cannot be statistically

distinguished from the 20th and 40th lags respectively, given the size of their confidence intervals.

Taking the difference in coefficients between the 4th and 5th lagged quarters, there is a 6.7-

8.3 drop in percentage points in the correlation between flow and the lagged quarter return. This

implies that if a lagged quarter with -10% return rolls out of the 1-year window, then flows would

increase by 0.67 - 0.83 percentage points in expectation relative to the previous quarter.

The literature on mutual fund flows typically takes precautions against the merger and disap-

pearance of mutual funds, such as in Zheng (1999), but I have not identified these and thrown them

out. I compensate by considering only mutual funds with at least 10 million USD in net assets and

I also exclude the mutual funds in the top or bottom 10% of flow in each quarter, in order to avoid

the very extreme values that reflect mergers and disappearances.

I repeat the analysis at the monthly frequency, taking advantage of the SEC requirement that

past returns updated to the month be included in all advertizing from April 2004 onwards11. Going

backward in time, figure 2 shows a sharp drop in the correlation between lagged monthly returns

and current flows following the 1-year window. There are also smaller but still distinguishable

drops following the 3-year and 10-year windows, but no clear effect is present following the 5-

year window. At the monthly frequency, flows may not react fully for 2 or 3 months, because some

investors may be slow to invest or opt to use quarterly updated data. Reporting the 3-year return

is not required by the SEC but it is common for mutual funds to most prominently advertise their

1-year, 3-year, 5-year, and 10-year returns, along with returns since inception.

11SEC Final Rule Amendments to Investment Company Advertising Rules [Release Nos. 33-8294; 34-48558;
IC-26195; File No. S7-17-02].
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Figure 1: Quarterly Mutual Fund Flows and Lagged Returns. The horizontal axis plots time
with more recent lagged quarters on the right. The vertical axis plots Fama-MacBeth coefficients,
averaged from OLS coefficients estimated for each quarter t: flowit = a +bLit + eit , where flowit
is the flow for mutual fund i in quarter t as a fraction of total net assets, and Lit are the lagged
returns. Only mutual funds with total net assets greater than 10 million USD are considered. Each
quarter, mutual funds in the top 10% or bottom 10% of flow are excluded. Vertical dashed lines
are plotted at the 5th, 21st, and 41st lagged quarters, which have just exited the 1-year, 5-year,
and 10-year reporting windows respectively. n= 118779. The time period is from Q2 1988 to Q4
2016.
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Figure 2: Monthly Mutual Fund Flows and Lagged Returns. The horizontal axis plots time
with more recent lagged months on the right. The vertical axis plots Fama-MacBeth coefficients,
averaged from OLS coefficients estimated for each month t: flowit = a +bLit+eit , where flowit is
the flow for mutual fund i in month t as a fraction of total net assets, and Lit are the lagged returns.
Only mutual funds with total net assets greater than 10 million USD are considered. Each month,
mutual funds in the top 10% or bottom 10% of flow are excluded. Vertical dashed lines are plotted
at the 13th, 37th, 61st, and 121st lagged months, which have just exited the 1-year, 3-year, 5-year,
and 10-year reporting windows respectively. n = 267745. The time period is from April 2004 to
December 2016.
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1.2.4. Structural Break Analysis

I run a structural break analysis confirming that the DJIA effect begins around 1903 when the

WSJ starts publishing the past returns information for the DJIA in the “Market Diary” report,

and finding that it disappears in 1934. The structural break analysis identifies points in time that

seem to correspond to changes in the relationship between the exiting day return and the current

day return.12 I expect my effect to disappear sometime in the middle of the twentieth century

because the news environment changes, providing more diverse information about past returns,

which decreases the salience of the 52-week return on the DJIA.

Looking for a structural break around 1903, with the correlation becoming more negative, I

check the interval 1885 to 1920 and find a break at at 1904-06-27. There may be a concern that

this methodology is biased in favor of finding a break in the middle of the interval. In order to

address this concern, I also check 1885 to 1910 and 1895 to 1920 to see if a break is found in the

same location and find negligible difference.

To see if the negative relationship between the exiting day return and the current day return

dies off at some point in the twentieth century, I check the interval 1903 to 1980 and find a break

at 1934-06-19. After the break, the correlation between the exiting day return and the current day

return goes from negative back to zero. I do not have uncertainty measures around the breaks, so I

interpret this as weak evidence that the effect disappears by mid-century.

1.2.5. Robustness Checks

For the DJIA setting, I run an assortment of robustness checks. I check for no effect in the sur-

rounding days, that the DJIA is uniquely predictive consistent with its prevalence in the financial

news, and that the same result remains when the analysis is restricted to extreme one day returns

leaving the 52-week window.

12I use the R package strucchange.
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1.2.5.1. Placebo Check of the Surrounding Days My hypothesis is precise in its prediction:

it is only the return on the day exactly 364 days before the previous trading day that predicts the

current day return. I run the main regression for each of the 100 immediately surrounding lags:

rDJIAt�1,t = a +b4rDJIAt�366+k,t�365+k+ gct + et (4)

for k 2 {�50,�49, . . . ,49,50} where ct are fixed effects for year, month, and day of the week.

This allows me to verify that the results I find are not driven by any smooth, low-frequency mech-

anisms which relate returns one year in the past to returns around the current day. For example, if

seasonality in daily returns drives the results, then an effect would also show up in the surrounding

days.

Table 3 displays the ordinary least squares coefficients for the top 10 of 100 surrounding lags

with the most significant coefficients. Consistent with the prediction, the 364th lag is qualitatively

more significant than the next most significant lag with a negative coefficient. There is one other lag

with a positive coefficient that is similarly significant, but this is expected given the large number

of other lags tested. This test rules out concerns about seasonality or other smooth, that is not

pertaining only to a single day, mechanisms operating at the one-year horizon.

1.2.5.2. Comparing DJIA to CRSP as Covariates I use the exiting day return on the CRSP

index as an additional predictor in order to confirm that it adds no predictive power to the exiting

day return on the DJIA, which is consistent with the mechanism that only the DJIA drives investor

perceptions due to its salience in the financial news. I also use the CRSP index as the outcome

variable in this section in order to check that the information about the DJIA drives general market

behavior13 and not just the DJIA stocks movements. This is designed to rule out alternative mech-

anisms that would relate the one day returns exactly 52 weeks apart for a specific stock, such as a

fixed announcement schedule.

Table 4 shows that only the DJIA is predictive, consistent with my mechanism. Columns

13The CRSP index is a comprehensive value-weighted index for all NYSE stocks available since 1926.
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Table 3: Placebo Test of the Surrounding 100 Days
coefficient Newey-West p-value

lag

364 -0.050 0.003
332 -0.031 0.060
373 -0.027 0.098
352 -0.026 0.188
378 -0.026 0.097
330 -0.025 0.099

coefficient Newey-West p-value
lag

371 0.024 0.174
406 0.024 0.123
349 0.028 0.113
389 0.031 0.030
338 0.049 0.005

Regression Specification: rt = a +b rt�364+k + gct + et for k 2 {�50,�49, . . . ,49,50} where ct
are fixed effects for year, month, and day of the week. The 364th lag corresponds to the exiting
day, which is 364 days before the previous trading day. For the other lags, if it is the x’th lag then it
corresponds to the day x�364 trading days before the exiting day. Dates are between 1903-03-20
and 1934-06-19, regressions are run with 10 Newey-West lags, and n = 8945. The 364th lag is
shown along with the 5 lags with the next most negative coefficients and the 5 lags with the most
positive coefficients.
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(1) and (2) show that both exiting day returns correlate with the current day return on the CRSP

index. Column (3), however, shows that only the exiting day return on the DJIA has a statistically

significant coefficient when both are included, suggesting that the exiting day return on the CRSP

index predicts only through its correlation with the DJIA. Columns (4) and (5) show that in the

presence of the exiting day return on the DJIA, additional information about the CRSP index does

not improve prediction, but the reverse is not true. This is consistent with my mechanism of the

DJIA past return information influencing investors through the financial news, whereas the CRSP

index was not reported.

Table 4: DJIA vs CRSP

Dependent variable:

rCRSPt�1,t

(1) (2) (3) (4) (5)

rDJIAt�366,t�365 �0.087⇤⇤⇤ �0.079 �0.088⇤⇤⇤

(0.027) (0.092) (0.029)

rCRSPt�366,t�365 �0.096⇤⇤⇤ �0.009 �0.088⇤⇤⇤

(0.030) (0.099) (0.029)

rCRSPt�366,t�365� rDJIAt�366,t�365 �0.009
(0.099)

rDJIAt�366,t�365� rCRSPt�366,t�365 �0.079
(0.092)

Constant �0.001 �0.001 �0.001 �0.001 �0.001
(0.001) (0.001) (0.001) (0.001) (0.001)

Fixed Effects yes yes yes yes yes
Observations 2120 2120 2120 2120 2120
R2 0.027 0.026 0.027 0.027 0.027

Note: ⇤p<0.1; ⇤⇤p<0.05; ⇤⇤⇤p<0.01
The covariates are the exiting day returns on the DJIA and CRSP index, which are the returns that roll out of
the 52-week return window, and the differences between these returns. The dependent variable is the current day
return on the CRSP index. The time span is from 1926-01-02 to 1934-06-19. The addition of the exiting day return
on the CRSP index does not add predictive power to the exiting day return on the DJIA, but the reverse is not true.
All regressions are OLS, and standard errors are Newey-West, with 10 lags. Fixed effects are year, month, and day
of the week.
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1.2.5.3. Event Study Specification In order to get another look at my proposed mechanism,

I run an event style analysis calculating the daily returns immediately before and immediately

after extreme one-day return days exit the reporting window. This approach differs from my main

approach in that it uses only a sparse subsample of the data, alleviating any concerns one may have

about autocorrelation at the daily frequency in the full time series driving the results. It also focuses

on the most salient events, where I would most expect to find a reaction due to my mechanism, as

opposed to alternative mechanisms that may relate the daily return exactly one year in the past to

the current day return.

I first look at the events when extreme positive days, with demeaned returns greater than 3%,

exit the reporting window. I simply graph the average daily returns surrounding these events. I

repeat the analysis for extreme negative days, with demeaned returns less than �3%.

Lastly, in order to combine these two analyses for more statistical power, I graph the weighted

average of the the returns for the positive events and the opposite of the returns on the negative

events:
np

np+nn
(r̄p)� nn

np+nn
(r̄n) for each day in the event window, where np and nn are the

number of positive and negative events respectively, and r̄p and r̄n are the day’s average returns

during the positive and negative events, respectively. I take the opposite values for the negative

event days because my hypothesis predicts that current day returns should be abnormally low after

positive events and abnormally high after negative events.

Figure 3 shows the result of the combined analysis, the weighted average return for each day

where the returns on the negative event days have been flipped. The average demeaned returns on

event days is significantly lower than on the surrounding days as expected. This is consistent with

the market reacting negatively when an extremely good day loses its salience due to rolling out of

the 52-week return window, and hence lowering the reported 52-week return.

1.2.6. Russell 1000 vs. 2000: Looking for a Modern effect

While I expect the effect on the DJIA to disappear sometime mid-century due to the decreased

salience of the 52-week return statistic in the financial news and the decreased role of the WSJ in
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Figure 3: Event Analysis Combining Positive and Negative. Events are when days with either
return > 3% or < -3% roll out of the 52-week return window. Blue squares plot the average

return on each day:
267
592

(avg. on positive events)� 325
592

(avg. on negative events). Blue lines are
boostrapped 95% confidence intervals. n = 590, bootstrapped p-value = 0.0066*** rejecting the
null hypothesis that event days have mean zero. Returns are demeaned. Sample: DJIA 1903-2016.

providing financial information, I expect that there still may be an effect in modern times found

among retail investors. As a test, I use the Russell 1000 and Russel 2000 indices as alternative

outcome variables and consider daily returns since 1984 when the indices were founded. The

Russell 1000 index covers 1000 of the largest U.S.-traded stocks, and the Russell 2000 index

covers 2000 of the smallest. I check for an impact on the Russell 2000, which, being comprised of

small stocks, is disproportionately impacted by retail investor behavior. Additionally, I check for

an impact on the Russell 2000 relative to the Russell 1000.

Table 6 shows some evidence that the 52-week return on the DJIA may still be driving past

market performance perceptions for retail investors since 1984, showing an effect in the Russell

2000 index relative to the Russell 1000 index. Columns (1) and (2) show that the exiting day return

on the DJIA correlates negatively with the current day return on the Russell 2000, which consists

of small stocks, but not for the Russell 1000, which consists of large stocks. However, the standard

errors, are too large for statistical significance. Because small stocks are more heavily traded by
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retail investors relative to large stocks, I consider the current day return on the Russell 2000 minus

that of the Russell 1000 in column (3), in order to get a purer measure of retail investor behavior.

There is a substantial decrease in standard error and I find significance at the 10% level.

Table 5: Russell Indices

Dependent variable:

rR2000t�1,t rR1000t�1,t rR2000t�1,t � rR1000t�1,t

(1) (2) (3)

rDJIAt�366,t�365 �0.015 �0.003 �0.013⇤⇤

(0.011) (0.011) (0.006)

Constant �0.00003 0.0001 �0.0002
(0.001) (0.001) (0.0005)

Fixed Effects yes yes yes
Observations 9407 9407 9407
R2 0.009 0.005 0.015

Note: ⇤p<0.1; ⇤⇤p<0.05; ⇤⇤⇤p<0.01
The covariate is the exiting day return on the DJIA, which is the
day that rolls out of the 52-week return window. The dependent
variables are: (1) the current day return on the Russell 2000; (2)
the current day return on the Russell 1000; and (3) the difference
between columns (1) and (2). The time span is from 1980-01-01
to 2016-01-01. All regressions are OLS, and standard errors are
OLS.We do not find significance with Newey-West standard errors,
possibly due to the limited number of observations. Fixed effects
are year, month, and day of the week.

1.3. Interpretation

This section addresses how the effect found for the DJIA changes over time, the persistence of

the impacts, how to interpret the size of the effect as it relates to the extrapolative formation of

expectations, and extrapolation due to belief in persistent mutual fund manager ability.
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1.3.1. DJIA Effect Size Time Trend

Table 6 displays the relationship between the exiting day return and the current day return on the

DJIA for different time spans, showing that the negative correlation is found only in the early

twentieth century. Column (1) is prior to the first publication of the 52-week return on the DJIA in

the WSJ. Column (2) spans from the first publication to the end date provided from the structural

break analysis in the mid 1930’s. Column (3) spans from the structural break to 2016, showing

no significant effect. The disappearance of the relationship is expected due to the increasing avail-

ability of varied past market return statistics during the twentieth century. I cannot conclude that

extrapolative expectations formation by investors decreases over my sample because the time trend

may be driven by decreasing salience of the 52-week return. It should be noted that much of the

effect may be driven by the 1920’s, which include the run up and crash of 1929.

Table 6: Time Trend

Dependent variable:

rDJIAt�1,t

(1) (2) (3)

rDJIAt�366,t�365 �0.0001 �0.050⇤⇤⇤ �0.006
(0.014) (0.017) (0.007)

Constant �0.0004 �0.003⇤⇤⇤ �0.001
(0.001) (0.001) (0.001)

Fixed Effects yes yes yes
Observations 4997 8945 20769
R2 0.008 0.014 0.008
Start 1886-02-17 1903-03-20 1934-06-19
End 1903-03-20 1934-06-19 2016-01-01

Note: ⇤p<0.1; ⇤⇤p<0.05; ⇤⇤⇤p<0.01
The covariate is the exiting day return on the DJIA, which
is the day that rolls out of the 52-week window. The de-
pendent variable is the current day return on the DJIA. The
columns differ in start and end date. All regressions are
OLS, and standard errors are Newey-West, with 10 lags.
Fixed effects are year, month, and day of the week.
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1.3.2. Mutual Funds

For mutual funds, extrapolation on manager ability rather than on underlying assets is another

possible explanation for past returns positively correlating with flows. Investors who chase returns

may not believe that the fund’s underlying assets will have momentum in their returns, but instead

believe that returns are a signal about the fund manager’s persistent ability to pick assets. I try the

analysis with a restricted sample including only index funds but do not find any significant effect.

This may be due to lack of power as the sample of index funds is less than one fifth the size of the

whole sample of mutual funds.

1.3.3. Persistence of Effect

For the DJIA analysis, I only detect an effect on the current day return and not the following days.

This can be seen in placebo check of the surrounding days and in the event study analysis. Given

the findings in this paper, the market seems to respond immediately to changes in the financial

news reporting, even in the early twentieth century. This seems plausible because the Wall Street

Journal and other publications with financial news were published daily during the sample period.

It also seems that most of the update in investor perception was reflected in the DJIA within

one day, even though some investors would have been slow to see the news and act on the new

information. This implies that the early movers had enough influence to move the price by them-

selves. It is possible that there were effects on the following days that I do not have the statistical

power to detect. For mutual fund flows, the effect also seems to persist for only one quarter.

1.3.4. Implications for Investor Extrapolation

Though I do not measure expectations, I have detected a relationship between the exiting day

return and the current day return on the DJIA in the early twentieth century that is consistent with

extrapolative formation of expectations by investors. The time span in which I find this relationship

is consistent with the mechanism of the WSJ’s publication of the 52-week return driving investor

perception of past market performance. It is specifically the return on the day that exits the 52-week
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window that is connected to the current day return, with no evidence of any similar relationship

for surrounding days, also consistent with the proposed mechanism.

The size of the effect should be considered a lower bound on the capacity of investor extrapo-

lation to impact aggregate market prices, because daily updates to the 52-week return cause only

minor variation in investors’ total perception of past market performance. For this reason, I can-

not say much about the extent of investor extrapolation beyond that I have new evidence that is

consistent with investor extrapolation potentially having a significant impact on aggregate market

prices.

1.4. Conclusion

In this paper, I showed evidence for investors relying on salient past returns information to extrap-

olatively inform behavior. For the Dow Jones Industrial Average in the early twentieth century, I

find that the loss of salience of past returns information, due to rolling out of the reported 52-week

return window, seems to drive daily returns. For mutual fund flows from 1988 to 2016, I find that

the loss of salience of past quarter returns, due to rolling out of the 1-year return window required

by the SEC, predicts flows in the current quarter.

I do not directly observe expectations but the movement in market prices and mutual fund flows

are consistent with investors forming expectations about future returns by extrapolating on past re-

turns. This evidence adds to the existing evidence in the literature that extrapolation is an important

factor in investment decisions and has the potential to impact aggregate market outcomes.

Additionally, this paper’s exploitation of the discrete cutoffs in time of the reporting of past

performance measures makes a methodological contribution to the literature. This method provides

an exogenous source of variation for the salience of past performance information, which can

then be used to identity how investors use this information to inform their behavior. Due to the

prevalence of this kind of past performance statistic, this method may have broad applications.
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Chapter 2

Stability and Fairness in Sharing Games

under Majority Rule 14

The academic conversation about the validity of majority rule voting systems with respect to re-

vealing the majority will has largely been defined by a long-standing conflict between theory and

empirics. The primary concern is when the underlying preferences of the voters exhibit a Con-

dorcet Paradox, in which collective preferences as defined by majority rule are cyclic. This leads

to a game with an empty core in which any allocation is beaten by another allocation by majority

rule. The theory in such games suggests that there is chaos (McKelvey et al. (1978)) because “any-

thing goes” regarding the policy chosen by majority rule, which is problematic since it implies that

outcomes do not reflect the majority will in these situations.

Empirical evidence from the laboratory, however, suggests that there is stability even in games

with empty cores in the form of the uncovered set, and also that equality concerns may be impor-

tant for promoting stability (Bianco et al. (2008); Sauermann (2016, 2017)). The stability in the

laboratory has not been well-explained except that outcomes may be constrained to the uncovered

set, the uncovered set is minimal in the sense that any outcome can be chosen in its interior, and

that fairness seems to matter to players.

But what is the precise nature of the stability in these games and why does it happen? Does it

stop at the uncovered set, and what is the role of fairness? This paper investigates these questions

in the laboratory with 3-player majority rule committee-style sharing games. In our game, three

players repeatedly make proposals about how to divide 42 units of payoff between them. Each

14Co-authored with Frederik Schwerter and Eduard Talamàs. The authors gratefully acknowledge funding by the
Pershing Square Fund for Research on the Foundations of Human Behavior.
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round, if two or more proposals agree then that proposal is implemented, but if there are no agree-

ments each player receives zero. The same three players repeatedly play this game until a random

termination time, allowing us to determine if some allocations are more stable than others. We

choose this game because it has an empty core, there is a clear fair option in equal-splitting, it pro-

motes cycling since it is intuitive how two players can always improve their situation by excluding

the third, and its simple nature captures the essence of conflict of interests.

We find stability at the fair allocation, in which all three players equally split, and also at perfect

side deals, in which two players equally split while excluding the third. There is stability both in

the regularity in which these allocations are the outcome and the persistence of these allocations

conditional on them being reached. We explain this stability in terms of the players’ individual

behavior. We also investigate how the stability changes as players become more experienced.

The stability of perfect side deals is supported by a high rejection rate of offers to leave. The

main temptation to leave a perfect side deal is for an imperfect side deal in which the player

receives 26, the coaltion partner receives 16, and the excluded player receives 0. We show that

players mostly reject such offers to leave perfect side deals, and this behavior is consistent with

maximizing payoffs due to the empirical average future payoffs being highest when in a perfect

side deal. The instability of imperfect side deals explains why it is better to be in a perfect side

deal despite receiving only 21 vs. 26 for an imperfect side deal favoring the player. The evidence

is consistent with the players having some sense of the chaos that ensues if they leave their perfect

side deal.

We show that, for the low termination rates in our experimental design, the only symmetric

Markov perfect equilibrium in pure strategies involves the players entering and never leaving per-

fect side deals. For low termination rates, there is no equilibrium of this type that involves constant

cycling between allocations. For high termination rates, which more heavily weight immediate

payoffs, there is such a dynamic equilibrium supported by the strong temptation for players to

accept imperfect side deals favoring them in order to get the payoff of 26. Like the experimental

results, theory is also consistent with the players choosing stability at perfect side deals because
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they have rational incentives to avoid the possibility of losing their spot under equilibrium play.

The stability of the fair allocation is supported by the players rejecting most offers to leave for

a perfect side deal and the absence of offers of imperfect side deals. This behavior reveals some

tendency toward fair-play that is not motivated by maximizing in-game payoffs, because it would

be payoff maximizing for the players to make and accept offers to enter perfect side deals. Players

left out of perfect side deals often propose to enter the fair allocation, despite this strategy having

slightly worse expected value compared to proposing an imperfect side deal or alternative perfect

side deal.

Compared to inexperienced play, we find that experienced play outcomes tend more toward

perfect side deals rather than the fair allocation. Perfect side deals also become slightly more

stable in terms of persistence. Also, experienced play shows a higher acceptance rate of alternative

perfect side deals relative to imperfect side deals from players in a perfect side deal. Both findings

are consistent with rational learning given that the value of being in a perfect side deal is greater

than the value of being in the fair allocation.

Because we find such a prevalence of perfect side deals in which one player is left out, we try

to predict which player will be left out based on past behavior. We test for distinguishable player

types. Of the five types tested for, only the initiator type, which describes players who tend to

be the first to propose a perfect side deal when the status quo is the fair allocation, is found to be

predictive. Initiator type players are left out of coalitions less often and achieve higher payoffs.

The other types of behavior are either not persistent across sessions, and hence players cannot be

labeled as that behavior type, or they are not predictive.

The rest of the paper proceeds as follows: Section 2.1 outlines the experimental procedure and

design, Section 2.2 presents the empirical analysis and results, Section 2.3 compares the results the

predictions of theory, and Section 2.4 discusses the interpretation.
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2.1. Experimental Design

We invited 30 subjects per session into the laboratory. After receiving instructions about the nature

of the game which established common knowledge, subjects were randomly matched into anony-

mous groups of three players. Each group of three players played the triad game with each other

for multiple rounds, until a random termination time that ended all of the groups’ play. Subjects

knew that termination occurred with 1% or 5% after each round. After termination, players were

re-matched – according to the turnpike protocol – into new groups of three and repeated the pro-

cess.15 Each time the players formed new groups of three is the start of a new supergame. Over

a total of six sessions in the lab, we ran a total of 21 supergames with 10 groups of three players

each, and a total of 567 rounds for each group, yielding 5670 rounds played across all the groups.

The triad game protocol is the following: each round, each player submits a proposal of how

to divide 42 units of payoff – or points – between the three players. There is no communication

other than being able to see the proposals made by all players ex-post. If two or more proposals in a

round match, then the proposal is implemented and the players receive the proposed payoffs for that

round. If there are no matching proposals, then the outcome is disagreement and all players receive

zero. Subjects accumulated points over the course of each game they played. All interaction and

player input was done on computer. Subjects received a 4 Euro show-up fee as well as 0.01 Euro

for any point that they accumulated over the course of each game they participated in. Subjects

average earnings were ??? Euro.

Table 7 shows the menu of possible payoff proposals available to each player.

2.2. Results

This section presents the key findings from the laboratory experiments, including allocation out-

comes, player proposals and acceptances, the impact of experience, and testing for distinguishable

15The turnpike protocol ensures that players encounter the same fellow players at most once as well as past interac-
tion partners never encounter each other either.
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Table 7: Proposal Notation
Notation Payoff Proposal

F (14, 14, 14)
P01 (21, 21, 0)
P02 (21, 0, 21)
P12 (0, 21, 21)
I01 (26, 16, 0)
I10 (16, 26, 0)
I02 (26, 0, 16)
I20 (16, 0, 26)

Notation Payoff Proposal
I12 (0, 26, 16)
I21 (0, 16, 26)
S01 (17, 17, 8)
S02 (17, 8, 17)
S12 (8, 17, 17)
T0 (26, 8, 8)
T1 (8, 26, 8)
T2 (8, 8, 26)

Note: The notation is from the point of view of the player making the proposal, designating the
player as “0”, the first opponent as “1”, and the second opponent as “2”. Hence, “P01” stands for
“perfect side deal” between the player and the first opponent. “F” stands for the fair allocation. “I”
stands for “imperfect side deal”, and “I01” means that the player is favored to the first opponent,
while “I10” means that the first opponent is favored to the player. “S” stands for “soft side deal”
designating coalitions which partially exclude the third player. “T” stands for “tyrant” designating
allocations in which two players are disadvantaged symmetrically.

player types. We find that there is stability at the fair allocation, and we find stability at perfect

side deals supported by the players refusing most offers to leave a perfect side deal for an imperfect

side deal favoring them. This behavior is consistent with our empirical finding that imperfect side

deals are less stable and hence have a lower continuation value in our setting. With experience,

players tend to gravitate more towards perfect side deals relative to the fair allocation. Lastly, we

find that players who initiate proposals for perfect side deals find themselves left out less often and

earn higher payoffs.

2.2.1. Stability at the fair allocation and perfect side deals

The fair allocation and perfect side deals display stability both in terms of the frequency of selection

and in terms of persistence once selected. Outcomes are almost always either the fair allocation

(40% of the time) or a perfect side deal (45% of the time). Moreover, both the fair allocation and

perfect side deals display a high level of persistence, the outcome tending to stay there round-to-

round 93% and 91% of the time respectively.

Stability in terms of frequency of selection means that the outcome of the game is predictably

found in a small subset of the possible allocations. Figure 4 illustrates the distribution of the
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outcomes. We see heavy clustering at the fair allocation and each of the perfect side deals. None

of the other allocations have a significant mass. These allocations are drawn from the point of view

of players who were assigned role 1, which may explain why the perfect side deal between P0 (role

1) and P1 (role 2) is more popular than the others. This would reflect a tendency for the players to

offer deals to the first person they consider, who would be the player assigned to role 1 being on

the left-most column of the proposal screen during the experiment.
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Figure 4: Frequency of Outcomes. This figure represents the distribution of outcome allocations.
To avoid double-counting, we only consider players who played role 1, and set them to P0. The
opponents are P1 and P2. Payoffs are in parentheses in the form (payoff for P0, payoff for P1,
payoff for P2). The size of the circle at each allocation represents the number of time that allocation
was chosen.

We see that outcomes more often move from the fair allocation to a perfect side deal than the

other way around. Table 8 shows the transition probabilities for each allocation. In 3% of rounds

in which the outcome is the fair allocation the next outcome is a perfect side deal, compared to

only 1% of perfect side deals changing to the fair allocation. In addition, imperfect side deals and

disagreement more often lead to perfect side deals than fair allocations, while the other allocations

favor both equally. Table 8 also shows that the fair allocation and perfect side deals both have a

higher persistence than the other possible allocations. In addition, to the instability of the other
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allocations, they also have a high tendency to lead to disagreement.

Table 8: Transition Probabilities
Stay% F% PSD% ISD% Other% D% n

F 93 93 3 0 1 3 2129
PSD 91 1 92 2 0 5 2374
ISD 67 1 8 74 0 17 246
Other 78 2 2 1 80 14 188
D 32 17 41 6 4 32 403

Note: Each entry represents the frequency that the next outcome is the column allocation given
that the current outcome is the row allocation. The Stay% is the frequency of no change at all.
The number of observations of each row allocation is denoted by “n”. PSD represents perfect side
deals, ISD represents imperfect side deals, and other represents soft and tyrant allocations.

2.2.2. What prevents chaos: analysis of individual decisions

We find evidence that the stability of perfect side deals is consistent with players acting rationally

with respect to the maximizing experimental payoffs, while the stability of the fair allocation is

not consistent with maximizing payoffs but is consistent with a fairness norm or other-regarding

preferences. The stability of perfect side deals is preserved by the players rejecting 86.5% of offers

to leave a perfect side deal in favor of an imperfect side deal advantaging them. The stability of

the fair allocation is preserved by the players rejecting 69.0% of offers to enter a perfect side deal

and the players not offering imperfect side deals when in the fair allocation. We show that being

in a perfect side deal resulted in higher payoffs going forward on average compared to being in the

fair allocation or an imperfect side deal of any sort, due to the instability of imperfect side deals.

This implies that decisions to reject imperfect side deals in favor of staying in a perfect side deal

are consistent with payoff maximization while decisions to reject perfect side deals in favor of the

fair allocation are not.

2.2.2.1. Proposals We analyze how the individual player decisions lead to the stability of the

fair allocation and perfect side deals. Figure 5 illustrates the aggregate proposals offered by the

players in four different situations. It shows that the stability of the fair allocation is supported

34



by individuals very infrequently offering attractive alternatives, such as perfect side deals. On the

other hand, players who are left out of a perfect side deal do frequently offer alternatives but we

see that players who are inside a perfect side deal almost never deviate from maintaining the status

quo. In general, players who are inside of a coalition, either the 2-person perfect side deal or 3-

person fair allocation, almost always propose to remain there. The player left out of the perfect

side deal proposes the fair allocation, alternative perfect side deals, and imperfect side deals with

roughly the same frequency of 28-29% for each category.

2.2.2.2. Acceptances In this section, we analyze the acceptance rates of alternative offers against

the fair allocation and perfect side deals. We define an offer against the fair allocation by a player

to be an occurence of the following: the previous outcome was the fair allocation, the player’s

previous proposal was an alternative allocation, and the player’s current proposal is the same alter-

native allocation. This allows for the player to use one round to communicate the offer and another

around for the opponents to accept, which would result in the offer becoming the current outcome.

We define offers against perfect side deals analogously, where the previous outcome is P12, which

is to say that we consider the offers made by Player 0 who is left out.

Table 9 shows the efficacy of perfect and imperfect side deals against the fair allocation. Offers

of perfect side deals are moderately successful, showing an acceptance rate of 20.8%. Offers of

imperfect side deals, however, are rare and the few that we observe suggest that they are rarely

accepted. In general, offers of any sort are rarely made against the fair allocation.

Table 9 shows the efficacy of imperfect side deals, alternative perfect side deals, and the fair

allocation against perfect side deals in which the player is left out. Offers of imperfect side deals

favoring the opponent are moderately successful, showing an acceptance rate of 8.9%. Though

not as good as the imperfect side deals, offers of alternative perfect side deals also show some

success with an acceptance rate of 5.1%. In general, offers against perfect side deals are more

common than offers against the fair allocation, with an aggregate offer rates of roughly 40% and

6% respectively.
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Figure 5: Proposals: Upper Left – aggregate, Upper Right – previous outcome is F (fair alloca-
tion), Lower Left – previous outcome is P12 (perfect side deal excluding the player), Lower Right
– previous outcome is P01 (perfect side deal including the player). This figure represents the distri-
bution of proposal allocations with the size of the circle at each allocation representing the number
of times the allocation was proposed. P0 is always the player making the proposal and P1 and P2
are the opponents.
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Table 9: Efficacy vs. F (top) and vs. P12 (bottom)
Result of Offer Acceptance% Rejection% Disagreement% Offers Offer Rate%
Allocation

P01 or P02 20.8 69.0 9.6 332 5.2
I10 or I20 14.3 85.7 0.0 7 0.1
I01 or I02 4.3 84.8 10.9 46 0.7

Result of Offer Acceptance% Rejection% Disagreement% Offers Offer Rate%
Allocation

I10 or I20 8.9 88.4 2.7 482 20.3
P01 or P02 5.1 90.0 4.9 471 19.8
F 3.3 94.1 2.6 547 23.0

Note: An offer of an allocation occurs when the previous outcome = F (P12 on bottom), and the
previous proposal = the current proposal = the allocation. Conditional on an offer being made, the
Acceptance is when the current outcome = the allocation, the Rejection is when the current out-
come = the previous outcome, and the Disagreement is when the current outcome = D. The Offer
Rate% is the number of offers divided by the number of rounds in which the previous outcome =
F (P12 on bottom).

2.2.2.3. Rationality: congruency with continuation value We check to see if the players’

decisions are rational with respect to the empirical average value of being in each position. Con-

ditional on being in each position, Table 10 shows the average payoff earned in all future rounds

(including the current round), which we define as the continuation value. We see that being in a

perfect side deal is by far the best position, yielding a continuation value of 18.43. Conversely,

being left out of a perfect side deal is by far the worst position, yielding an average value of 2.81.

Being in a favorable imperfect side deal is significantly worse than being in a perfect side deal,

despite having a higher current payoff of 26 vs. 21.

Offers against the fair allocation are consistent with rational maximization of expected payoffs

relative to each other, but the total offer rate is too low to be optimal. Table 9 shows that the vast

majority of offers made against the fair allocation are for perfect side deals, with far fewer offers

of imperfect side deals. Table 11 combines the continuation values with the acceptance rates to

provide expected values for each offer against the fair allocation. It shows that, indeed, perfect

side deals yield significantly higher expected payoffs compared to imperfect side deal, consistent
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with the offer rates. However, given that offers of perfect side deals improve the player’s payoffs

relative to remaining in the fair allocation, we would expect an offer rate greater than 5% if players

were maximizing payoffs.

Offers against a perfect side deal, in which the player is left out, are consistent with rational

maximization both relative to each other and in terms of total offer rate. Table 11 shows the

expected values of each offer. We see that the expected value of offering an imperfect side deal

favoring the opponent is almost exactly equal to offering an alternative perfect side deal. This

is consistent with the nearly identical offer rates in Table 9. The expected value of offering the

fair allocation is significantly lower but these offers happen at the same rate, perhaps reflecting a

non-payoff motivation or tendency for fairness.

The acceptance rates against perfect side deals are consistent with rationality, but not accep-

tance rates against the fair allocation. For players in a perfect side deal, it is rational to reject

all alternative offers because they are already in the best position, and we see rejection rates of

around 90% in Table 9. However, if players were playing perfectly optimally then we would ex-

pect the rejection rate for alternative perfect side deals to be lower than that for imperfect side

deals. Against fairness, it would be maximizing for players to accept offers of perfect side deals,

and Table 9 shows a rejection rate of 70%, which is the lowest rejection rate we observe but still

leaves significant opportunity for optimization.

2.2.3. Experience

This section compares experienced play against inexperienced play on outcomes and players’ in-

dividual behavior. In experienced play, outcomes tend more towards perfect side deals rather than

the fair allocation, relative to inexperienced play. Perfect side deals also become slightly more

stable in terms of persistence. Also, experienced play shows a higher acceptance rate of alternative

perfect side deals relative to imperfect side deals from players in a perfect side deal. Both findings

are consistent with rational learning given that the value of being in a perfect side deal is greater

than the value of being in the fair allocation.
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Table 10: Continuation Values
Experience/obs. All /n Inexperienced /n Experienced /n
Allocation

P01 or P02 18.43 4966 18.30 3096 18.65 1870
I01 or I02 15.73 258 15.98 187 15.06 71
S01 or S02 15.12 364 15.40 318 13.22 46
I10 or I20 13.83 258 13.84 187 13.78 71
F 13.54 6615 13.56 4926 13.48 1689
T0 11.87 8 11.66 5 12.22 3
T1 or T2 11.30 16 13.68 10 7.34 6
D 10.43 1242 11.21 807 8.98 435
I21 9.65 78 9.92 45 9.29 33
S12 9.09 182 8.42 159 13.79 23
I12 7.47 180 7.77 142 6.35 38
P12 2.81 2483 3.14 1548 2.25 935

Note: Entries represent the future payoff per round (including the current round) that players
receive averaged over every occurence of a player receiving the outcome allocation in the left
column. “n” reflects the number of such occurences. In experienced supergames occur in the first
half of each session rounded up when there are an odd number of supergames, with experienced
supergames being the remainder.

Table 11: Expected Values of Offers vs. F (top) and vs. P12 (bottom)
Experience All Inexperienced Experienced
Allocation

P01 or P02 14.18 14.22 14.03
I10 or I20 13.58 13.70 13.48
I01 or I02 13.30 13.24 13.57

Experience All Inexperienced Experienced
Allocation

I10 or I20 4.00 4.44 3.33
P01 or P02 3.98 4.14 3.82
F 3.36 3.80 2.61

Note: Calculated by multiplying the continuation values from Table 4 by the efficacy rates in Table
3.
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In each session, we consider the second half supergames to be in the experienced group. All

sessions had an even number of supergames, except for session 1, which had 3 supergames. For

that session, we put only the last supergame in the experienced group. However, the total number of

rounds in the experienced supergames are far fewer than for the inexperienced supergames because

the experience supergames ended earlier due to random termination.

Perfect side deals become more dominant both in terms of frequency of selection and in terms

of persistence. Figure 6 illustrates the distribution of outcomes for inexperienced vs. experienced

play. Table 12 shows how the persistence of each allocation changes with experience. It shows that

all allocations other than perfect side deals become slightly less persistent. We also see that in the

PSD% column that the probability of an other allocation transforming into a perfect side deal is

greater with experience, except for imperfect side deals for which it is the same. In particular, the

persistence of the fair allocation decreases from 94% to 90% and the probability of it transforming

into a perfect side deal increases from 3% to 6%.

We consider a change in behavior to be consistent with rational learning if the change would

lead to higher empirical payoffs supposing the behavior in inexperienced play were to stay fixed,

not considering any non-payoff motivations. Table 13 shows how offer and acceptance rates against

the fair allocation evolve with experience. We see that the offer rate and acceptance rate of perfect

side deals increase, consistent with rational learning due to the high continuation value of perfect

side deals. Table 14 shows how offer and acceptance rates against perfect side deals evolve with

experience. We see that acceptance rates remain low, though we see an increase in the ratio of

the acceptance rate of alternative perfect side deals to the acceptance rate of imperfect side deals.

These are both consistent with rational learning because being in a perfect side deal has a higher

continuation value than an imperfect side deal. We do see a higher offer rate for imperfect side

deals compared to perfect side deals, which is consitent with our observation that offers of imper-

fect side deals having a higher expected value in inexperienced play, but they turn out to have a

lower expected value in experienced play.
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Figure 6: Outcomes: Left – inexperienced supergames, Right – experienced supergames. This
figure represents the distribution of outcome allocations with the size of the circle at each allocation
representing the number of times the allocation was the outcome. P0 is always the player making
the proposal and is restricted to players who played role 1 in the experiment to avoid overcounting.

Table 12: Transition Probabilities
Stay% F% PSD% ISD% Other% D% n

F 94 94 3 0 1 3 1598
PSD 91 1 92 2 0 5 1502
ISD 71 1 8 77 1 15 184
Other 81 2 1 1 83 13 162
D 28 20 38 7 5 28 264

Stay% F% PSD% ISD% Other% D% n

F 90 90 6 0 1 4 531
PSD 91 1 93 3 0 4 872
ISD 57 2 8 66 0 24 62
Other 57 4 12 0 62 23 26
D 36 11 45 5 3 36 139

Note: Top – inexperienced supergames, Bottom – experienced supergames. Each entry represents
the frequency that the next outcome is the column allocation given that the current outcome is the
row allocation. The Stay% is the frequency of no change at all. The number of observations of
each row allocation is denoted by “n”. PSD represents perfect side deals, ISD represents imperfect
side deals, and other represents soft and tyrant allocations.
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Table 13: Efficacy vs. F
Result of Offer Acceptance% Rejection% Disagreement% Offers Offer Rate%
Allocation

P01 or P02 19.4 71.9 8.2 196 4.1
I10 or I20 50.0 50.0 0.0 2 0.0
I01 or I02 3.6 78.6 17.9 28 0.6

Result of Offer Acceptance% Rejection% Disagreement% Offers Offer Rate%
Allocation

P01 or P02 22.8 64.7 11.8 136 8.5
I10 or I20 0.0 100.0 0.0 5 0.3
I01 or I02 5.6 94.4 0.0 18 1.1

Note: Top – inexperienced supergames, Bottom – experienced supergames. An offer of an alloca-
tion occurs when the previous outcome = F, and the previous proposal = the current proposal = the
allocation. Conditional on an offer being made, the Acceptance is when the current outcome = the
allocation, the Rejection is when the current outcome = the previous outcome, and the Disagree-
ment is when the current outcome = D. The Offer Rate% is the number of offers divided by the
number of rounds in which the previous outcome = F.

Table 14: Efficacy vs. P12
Result of Offer Acceptance% Rejection% Disagreement% Offers Offer Rate%
Allocation

I10 or I20 9.1 86.7 4.1 241 16.0
P01 or P02 4.3 91.5 4.3 328 21.8
F 3.7 92.9 3.4 351 23.4

Result of Offer Acceptance% Rejection% Disagreement% Offers Offer Rate%
Allocation

I10 or I20 8.7 90.0 1.2 241 27.6
P01 or P02 7.0 86.7 6.3 143 16.4
F 2.6 96.4 1.0 196 22.5

Note: Top – inexperienced supergames, Bottom – experienced supergames. An offer of an alloca-
tion occurs when the previous outcome = P12, and the previous proposal = the current proposal =
the allocation. Conditional on an offer being made, the Acceptance is when the current outcome
= the allocation, the Rejection is when the current outcome = the previous outcome, and the Dis-
agreement is when the current outcome = D. The Offer Rate% is the number of offers divided by
the number of rounds in which the previous outcome = P12.
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2.2.4. Type Analysis: Who gets left out

Given that the outcome is so often a perfect side deal and we find that each perfect side deal is

highly stable, it begs the question of who gets left out. This section shows the results of testing for

distinguishable player types. Of the five types tested for, only the initiator type, which describes

players who tend to be the first to propose a perfect side deal when the status quo is the fair

allocation, is found to be predictive. Initiator type players are left out of coalitions less often and

achieve higher payoffs.

For each player, for each supergame, we compute scores measuring the player’s behavior in

the supergame. Table 15 shows the definitions of the scores:

Table 15: Player Type Definitions
Name Condition Player’s Current Proposal
Fair Previous outcome was not the fair allocation The fair allocation
Initiator Previous outcome is the fair allocation

& current outcome is the fair allocation
Not the fair allocation

Punisher Previous outcome is the fair allocation
& an opponent’s previous proposal is a side
deal including the player

A side deal with the opponent
who did not offer

Greedy Previous outcome = perfect side deal
including the player
& the left out opponent’s previous proposal
= imperfect side deal favoring the player

Accept the imperfect side
deal

Reciprocator Previous outcome is the fair allocation
& an opponent’s previous proposal is a side
deal including the player

Accept the side deal

Out%
(not a type)

Current outcome is not the fair allocation or
disagreement

Current outcome gives the
player less than 1/3 of the
total payoff

Note: For each type, a score is computed which equals the fraction of the time the player makes
the proposal in column (3), given the condition in column (2). The last row defines Out%, which
is not a type but a measure of how often a player is disadvantaged when the outcome is not the fair
allocation.

We check how a player’s payoffs in the current supergame correlate with the player’s scores

in the previous supergame. Table 16 shows the correlations along with p-values. We see that the

only significant correlations between the player’s current supergame payoffs are with past initiator
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(positive) and past greedy (negative). However, only the initiator type shows significant persistence

over time, current initiator score showing a significant and positive correlation with past initiator

score. The initiator type is also left out of coalitions significantly less often. The recripocator score

does not show any significant correlations and is omitted here.

Table 16: Type Correlations
Avg. Payoff Out% Initiator Fair Punisher Greedy

Avg. Payoff 1.00*** -0.79*** -0.01 -0.60*** -0.15* 0.06
Out% -0.79*** 1.00*** -0.00 0.55*** -0.05 -0.09
Initiator -0.01 -0.00 1.00*** 0.02 -0.02 0.15
Fair -0.60*** 0.55*** 0.02 1.00*** 0.11 0.07
Punisher -0.15* -0.05 -0.02 0.11 1.00*** -0.16
Greedy 0.06 -0.09 0.15 0.07 -0.16 1.00***
Past Avg. Payoff 0.17** -0.17** 0.10 -0.13 -0.17* -0.06
Past Out% -0.19** 0.27*** -0.02 0.18** 0.12 -0.02
Past Initiator 0.24*** -0.25*** 0.19** -0.22*** -0.06 -0.07
Past Fair -0.03 0.06 -0.11 0.11 0.28*** 0.08
Past Punisher 0.08 -0.15 0.02 -0.11 0.07 0.05
Past Greedy -0.34*** 0.29** 0.10 0.51*** -0.15 0.03

Note: The correlation between the scores for each (player, supergame) with the scores for the same
player from the previous supergame. *, **, *** correspond to Pearson test p-values < 0.1, 0.05,
0.01 respectively. Out% is the fraction of rounds the player is left out of the coalition.

2.3. Theory

In this section, we compare the results of the experiment to the set of symmetric Markov perfect

equilibria. We show an equilibrium exists in which the players always stay in the same perfect

side deal if the discount rate is sufficiently low, which translates to a low termination rate in our

game. We also find that there exists an equilibrium in which, upon entering a perfect side deal,

play randomly changes to a new perfect side deal each round, and upon entering an imperfect side

deal, play follows a deterministic cycle of imperfect side deals, for a sufficiently high termination

rate. These are the only two equilibria and, given the low termination rates of 1% and 5% in

our experiment, only the first equilibrium exists. This equilibria matches the results from the

experiment well and is compatible with the notion that the players avoid leaving perfect side deals
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because they want to avoid instability, which could possibly result in them being locked out of the

coalition for the rest of the game. For tractability, we analyze a reduced game that includes only

perfect and imperfect side deals.

Symmetric Markov perfect equilibria are equilibria in which the players have the same strategy

profile, owing to the players themselves being symmetric, and it depends only on the outcome of

the previous round. Such a strategy profile constitutes a Markov perfect equilibria if and only if it

satisfies the one-shot deviation property.16 Moreover, we consider only strategy profiles that treat

players in symmetric positions symmetrically. In our game, this means that if player 1 and player

2 are in a perfect side deal, then player 0 cannot favor proposing to team up with player 1 over

player 2, and has to mix with probability 50% over these proposals. Other than this one exception,

however, we allow only strategy profiles that do not involve mixing between actions.

For simplicity, we model the game as players who are left out of the previous coalition (the

“out-player”) as choosing an offer to make, and players who are in the previous coalition (the “in-

players”) as choosing which offers to accept, for each possible previous allocation. This means that

the out-player spends one round to propose an allocation while the in-players propose to maintain

the status quo, and the next round one of the in-players can choose to accept the out-player’s

proposal. This simplification makes it clear who is proposing and who is accepting, avoiding

rounds that end in disagreement.17 In the actual experiment, the in-players are not required to

propose to maintain the status quo in the absence of favorable proposals from the out-player, but

this is overwhelmingly what they choose to do, likely to avoid disagreement.

Within this restricted space, there are five possible types of equilibria, which denote as: “P-

static”, “I-static”, “P-dynamic”, “I-dynamic”, “PI-dynamic”. Here, “static” describes equilibria

16Because we only pay our subjects for a pre-determined number of rounds chosen at random, our game satisfies
the continuity at infinity property, which guarantees that an equilibrium in an infinite horizon game is subgame perfect
if and only if it satisfies the one-shot deviation property.

17The alternative is to also allow the in-players to make new offers but if multiple players make new offers, the game
will likely enter disagreement, after which each players expected payoffs will be symmetric and equal to an average
per round payoff of 14 minus a cost of delay that increases in the number of rounds it takes to reach a new agreed-
upon allocation. Hence, this assumption may be restrictive only if equilibrium play involves an in-player that has a
continuation value of less than 14 per round, resulting in an incentive to make a new offer even if it risks disagreement.
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that settle on an allocation and then do not change and “dynamic” describes equilibria in which

the outcome changes in each round. “P” refers to equilibria that involve only perfect side deals,

“I” involves only imperfect side deals, and “PI” involves both. In this rest of this section, we

discuss whether there exists equilibria of each type in our game, and for what range of termi-

nation rate. We make use of the continuation values at each position, which are the expected

future payoffs per round including the current round, where the allocation denoted inside the value

function is the outcome of the current round. We use the following short-hand notation for contin-

uation values: V (21) =V (P01) =V (P02), V (26) =V (I01) =V (I02), V (16) =V (I10) =V (I20),

V (0P) =V (P12), and V (0I) =V (I12) =V (I21).

A P-static equilibrium exists for sufficiently low termination rate. Table 17 presents a strategy

profile in which all in-players accept offers to move from I to P, and the out-player offers P. This

strategy profile results in the game immediately entering and remaining in a perfect side deal, and

is a Markov Perfect Equilibrium as long as the termination rate is less than 81%. Players who

are in perfect side deals refuse to leave for fear of being locked out for the rest of the game. For

termination rate t > 21/26⇡ 81%, however, accepting an offer to get 26 in an imperfect side deal

constitutes a profitable one-shot deviation, because the value of getting 26 for one round outweights

the cost of getting 0 for the rest of the game afterward.18

For t > 1�
p

5/2
2 ⇡ .21, there exists an equilibrium which is both P-dynamic and I-dynamic,

and there are no other equilibria which are either P-dynamic or I-dynamic for any value of t. For

this strategy profile, presented in table 18, if play enters P then it randomly moves within P for the

rest of the game: P01 7! P02 or P12, P02 7! P01 or P12, and P12 7! P01 or P02. And, if play enters

I then it follows one of three deterministic cycles within I for the rest of the game: I12 7! I02 7!

I12, I21 7! I01 7! I21, or I10 7! I20 7! I10. In this sense, the P-dynamic and I-dynamic behaviors

are disjoint, but each supports the existence of the other by providing the necessary outside option

18This equilibrium involves an in-player, the player receiving 26, having a continuation value of 26t, which is less
than 14 for small t. As described in footnote 17, this player may have an incentive to make her own offer resuting in
a continuation value of 14 minus disagreement costs. If we allowed in-player offers in our analysis, this equilibrium
would still exist but with a lower termination rate cutoff. The lowest the cutoff would reduce to is 69.3%, corresponding
to changing the payoff stream to 26, 14, 14, 14, ..., for the player receiving 26.
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Table 17: P-Static Strategy Profile
Allocation \ Accept or Offer I01 I02 P01 P02 I10 I20 P12 I12 I21

I01 A A A A A A
I02 A A A A A A
P01
P02
I10 A A
I20 A A
P12* O O
I12* O
I21* O

Note: All notation is from the perspective of player 0, either offering or receiving. Offers that are
accepted are denoted by “A”. *: The player is out and decides which offer to make denoted by “O”.
In the case of P12, offers have to be made to player 1 and player 2, each with 50% probability.

values to remove any profitable one-shot deviations. Under the P-regime, the out-player is strictly

better off offering an alternative perfect side deal because otherwise she receives an additional

round with 0 payoff, and the in-players are indifferent between accepting and rejecting offers to

move to alternative perfect side deals that include them. Under the I-regime, the out-player moves

to the highest continuation value, V(26), and the in-player receiving 16 is indifferent to accepting

this offer to remain at V(16) just with different partner.

Table 18: P-dynamic and I-dynamic Strategy Profile
Allocation \ Accept or Offer I01 I02 P01 P02 I10 I20 P12 I12 I21

I01 A A A A A
I02 A A A A A
P01 A A A
P02 A A A
I10 A A A A A
I20 A A A A A
P12* O O
I12* O
I21* O

Note: All notation is from the perspective of player 0, either offering or receiving. Offers that are
accepted are denoted by “A”. *: The player is out and decides which offer to make denoted by “O”.
In the case of P12, offers have to be made to player 1 and player 2, each with 50% probability. In
this strategy profile, players accept offers to switch to alternative perfect side deals.

I-static equilibria cannot exist because any strategy profile that yields this behavior has a prof-
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itable one-shot deviation for the player receiving 0 and the player receiving 16 to join an alterna-

tive imperfect side deal together, achieving continuation values of 16 and 26 respectively. If play

has entered an imperfect side deal and the in-players never leave on the equilibrium path, then

V (26) = 26 > V (16) = 16 > V (0I) = V (0p) = 0. If offered to move to V (26), then the player

receiving 16 must accept if playing optimally. And given this, the out-player has an incentive to

offer such a deal, and hence static play is not sustainable.

PI-dynamic equilibria also cannot exist. In a PI-dynamic equilibrium, play must constantly

move back and forth between I and P allocations. The out-player in an imperfect side deal makes

offeres a perfect side deal, which is accepted. This implies that V (21) > V (0I) to motivate the

out-player, andV (21)>V (26) orV (21)>V (16) to motivate the in-player. If the out-player in the

perfect side deal offers to move to V (16), then it must be that V (16)>V (0P) and V (26)>V (21)

in order for the in-player to accept. Put together, we get V (26) > V (21) > V (16) > V (0P), but

this would create a profitable deviation for the out-player under the imperfect side deal to propose

moving to V (26) instead of V (21), which would be accepted. If the out-player under the perfect

side deal offers to move to V (26), then it must be that V (26)>V (0P) and V (16)>V (21) in order

for the in-player to accept. Put together, we get V (16)>V (21)>V (26)>V (0P), but this would

create a profitable deviation for the out-player under the imperfect side deal to propose moving to

V (16) instead of V (21), which would be accepted.

2.4. Interpretation

We discuss the nature of the stability we find and what the results imply for fairness norms in this

context, the uncovered set, and the validity of majority rule.

2.4.1. Stability

Beyond our theoretical framework, there are other reasons why play may tend toward stability at

the fair allocation and perfect side deals. We showed that, for the low termination rates in our ex-
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perimental design, the only symmetric Markov perfect equilibrium in pure strategies19 is one that

involves entering and remaining in the same perfect side deal for the rest of the game, consistent

with what we observe. There is also an equilibrium which involves constantly changing alloca-

tions but it requires a higher termination rate. Aside from the termination rate, however, another

reason we may not observe this behavior is because it would require the players to communicate

effectively, and they are restricted to communicating only through their proposals. We have mod-

eled offers and acceptances as the out-player making an offer while the in-players maintain the

status quo, and the next round the offer is accepted or rejected. In actual practice, though, the

players cannot trust with certainty that the allocation first proposed by the out-player will again be

proposed next round.

Changing the communication and disagreement structure may have significant effects on our

results. For example, if disagreement yields the last agreed-upon allocation instead of zero for all

players, then the in-players would be freed up to make their own offers. The theoretical analysis

would become complex because it is not clear how the players might coordinate on who is making

an offer and who is accepting. However, with the penalty from disagreement removed, we may

observe more dynamic play because the in-players would be less afraid to leave the status quo.

Fairness considerations may be another force that pushes for stability at perfect side deals

instead of imperfect side deals. Our empirical results and theory both show stability at perfect

side deals and not at imperfect side deals. Given how important fair play seems to the players,

however, imperfect side deals may be unstable for another reason: two players may feel treated

unfairly by the player receiving 26, and that makes a majority, compared to only one player feeling

treated unfairly in a perfect side deal. Perfect side deals exhibit maximum unfairness between the

coalition and the out-player, but maximum fairness between the in-players of the coalition.

Lastly, one design choice that could be pushing toward stability is the perfect symmetry of the

players. The only asymmetry that exists is that subjects who played as role 3 are on the right-most

part of the allocation screen. We observe that they are left out of perfect side deals significantly

19with the exception of randomly selecting which member of the perfect side deal coalition to offer.
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more often than the other players. If even this little bit of asymmetry leads to large assymetry in

outcomes, then more asymmetry, such as giving the players different conversion rates from points

to Euros, may lead to stability in the form of one of the player roles always being the one left out.

2.4.2. Tendency Toward Fairness

This section discusses what we learn about non-payoff motivated tendencies toward fairness from

the players’ behavior. We use the term rational here to strictly mean consistent with maximizing

the in-game payoffs. There are several situations in which the players forego rational behavior by

making proposals favoring fairness. The first is the low acceptance rate of 20.8% (see Table 9)

for perfect side deals when in the fair allocation. In addition, Table 9 shows that the offer rate of

perfect side deals against the fair allocation is very low, 5.2%. Both acceptance and offer rates are

inconsistent with maximization given the high continuation value of perfect side deals.

We find little evidence suggesting a tendency toward fairness within a side-deal. Figure 7

shows that when players are in an imperfect side deal favoring them, they almost always propose

to maintain the status quo, with a negligible number proposals to either move to a perfect side

deal or to the fair allocation. The instability of imperfect side deals then can be attributed to the

player who is disadvantaged proposing to either move to a perfect side deal or imperfect side deal

favoring the player with either opponent, all of which would improve continuation value.

With experience, we have weak evidence suggesting a slight decay of this tendency toward

fairness, corresponding to improved stability of perfect side deals. Compared to inexperienced

play, experienced play against the fair allocation shows slightly higher acceptance and offer rates

of perfect side deals (see Table 13). Experienced play against perfect side deals shows slightly

lower acceptance and offer rates of the fair allocation (see Table 14). In general the fair allocation

becomes less stable and is less frequently selected relative to perfect side deals.

Whether this tendency toward fairness is best modeled as a fairness norm, other-regarding pref-

erences, or something else is beyond the scope of this paper, but we interpret the results through the

framework of norms in this section. Consider a norm to be a pattern of behavior associated with a
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Figure 7: Proposals: Left – I01 (imperfect side deal favoring the player), Right – I10 (imperfect
side deal favoring the opponent). This figure represents the distribution of proposal allocations
with the size of the circle at each allocation representing the number of times the allocation was
proposed. P0 is always the player making the proposal and P1 and P2 are the opponents.

particular situation that is played instinctively when players automatically recognize the laboratory

game to be similar to that situation. The discussion on the import of norms from life outside the

laboratory (Binmore (2010)) suggests that our players may automatically mistake the laboratory

game to be more similar to situations they face outside the lab, which have other concerns. In

particular, fairness might be an ideal strategy outside of the lab due to long-term reputation and

recripocation concerns. In this light, our evidence is weakly consistent with the import of a fair-

ness norm that gradually decays with experience, perhaps because the players start to tailor their

behavior to the specifics of the laboratory game.

From the point of view of importing a norm from every-day life, we propose the existence

of a “stability” norm, which may be colloquially described as “once you’ve got a deal, don’t be

annoying, stick to it.” The advantage of this norm in real life may be that there are often costs

to transitions, so non-cycling behavior is more efficient in terms of average payoffs, supported by

some sort of social enforcement. Our laboratory experiment has relatively low stakes compared to

some important real life situations, and we might this norm, if it exists, to play less of a role when
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the stakes are higher.

2.4.3. The uncovered set and majority rule

There has been some suggestion in the literature that the uncovered set may be a minimal solution

for predicting the outcomes of majority rule games with empty-cores. Bianco et al. (2008) offer a

possible explanation that no outcome in the uncovered set is immune to further coalition formation

from inside the uncovered set. However, the entire proposal space in our game is in the uncovered

set, but we do see that some allocations within our space are immune from further coalition for-

mation. On one hand, the uncovered set is not minimal here because perfect side deals and the fair

allocation are highly stable. On the other hand, our evidence cannot argue that the uncovered set is

not minimal with respect to the area it covers because the perfect side deals all lie on the boundary

of the uncovered set, which is also the entire space.

Regarding the validity of majority rule for revealing the majority will in this setting, we cannot

say much. The players have symmetric and opposed interests ruling out a clear definition of ma-

jority will, but we still have stability. Hence, stability is not a sign of existence and revelation of

the majority will in our setting.

2.5. Conclusion

In this paper, we showed that repeated play of our 3-person sharing game in the lab results in

stability at the fair allocation and at perfect side deals. Stability at both sets of allocations are

supported by the individual subjects refusing offers to leave for an alternative allocation. These

individual decisions accord with empirical payoff maximization for staying in perfect side deals but

not for staying in the fair allocation, lending some evidence that there exists a fairness consideration

in addition to payoff maximization. Theory shows that stability at perfect side deals is equiliubrium

play, under which the players have rational incentives not to leave, consistent with our results

coming from the subjects sensing that the instability that ensues after they leave a perfect side deal

is too large a penalty.
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Our results provide evidence that observed stability in the form of chosen outcomes is no

guarantee of the existence of majority will. In our setting, there is no majority will because all

three players are symmetric and opposed, yet we still observe stability. Our results also provide

evidence that fairness considerations may be first order, particularly for the smaller committee

settings most similar to our experiment.

Due to disagreement yielding zero payoff for all players in our design, players attempting to

improve on a perfect side deal create disagreement, and this penalty may be enough to dissuade

them in the first place. This disagreement cost may reflect the costs of prolonged negotiations in

the real world but there are other relevant ways to model these costs for future research.
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Chapter 3

The Value of Lobbyists’ Political

Connections20

The literature has shown that political connections can impact lobbyists’ incomes and the issues on

which they lobby. Blanes i Vidal et al. 2012 provide evidence that ex-staffer lobbyists’ earnings fall

when their former bosses leave office. Bertrand et al. 2014 argue for the use of donations as a proxy

for political connections, and show a premium for lobbying teams that include a current connection

to a politician relevant to the issue being lobbied. They also show that lobbyists change the issues

they work on when their political connections change committees. This paper’s contribution to the

literature is to measure the persistent value of political connections using donation-based connec-

tions, and a stronger form of connection that requires both donation and working on a common

issue.

To what extent is a political connection a kind of persistent relationship-based capital that

provides income for the lobbyist going forward? If a lobbyist’s value is based on who they know,

and perhaps the politicians to whom they have proven themselves as fundraisers or vote influencers,

then this value would have some longevity. On the other hand, lobbyists may not benefit from

having previously worked with a politician, and previous donations may simply reflect the lobbyists

trying to get in the door for their previous project.

We investigate whether the political connections of D.C. lobbyists provide persistent value by

using current donation-based connections to predict future lobbying income and projects. Con-

trolling for current income, we find that the number of current connections who will stay in office

20Co-authored with Valentin Bolotnyy, Siddharth George, Andrea Passalacqua, and Edoardo Teso
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positively predicts future income, but connections who will not be in office next semester do not

help. Comparing entrances and exits, we find evidence that a connection in the Senate leaving

office results in an immediate drop in income but we find no discernable impact from a connection

gaining office in the Senate. Our findings stay the same when we require connections to have a

shared issue in addition to a donation. To support the causal interpretation we provide evidence

from gains and losses of connections due to close elections.

Our data on lobbyist activity, including income and issues lobbied, comes from the political

information company LegiStorm, inc. And, our data on donations and candidates for office comes

from the Federal Election Commission. The LegiStorm database allows for easy matching of

lobbyist income to issues.

We turn to close elections to provide causal evidence. In the main analysis, we find that number

of connections positively predicts future income but we do not know for sure that this increase

is due to the connections’ persistent value or due to another characteristic of the lobbyist that

correlates with connections. By comparing the lobbyists on the winning side of close elections

to the lobbyists on the losing side, we get to compare two groups of lobbyists that are otherwise

nearly identical except that one has more connections than the other due to random chance. We

find causal evidence for future income losses due to the loss of connections in the Senate, but no

impact from losses in the House or connections entering office.

We next consider a stronger form of connection that requires the lobbyist to both donate to the

politician and lobby on an issue relevant to one of the politician’s congressional committees or

subcommittees. If the value of connections we find is due to lobbyists establishing relationships

to politicians as lobbyists, as opposed to as friends for example, then our results would remain the

same if we limit our connections to ones in which the lobbyist has previously lobbied the politician.

We can not know for sure whether a lobbyist has lobbied a politician but having an issue-based

connection makes it more likely. When we predict future income from current connections under

issue-based connections, we find nearly identical results, controlling for current income.

Lastly we check to see that lobbyist income following a loss of a Senate connection is dis-
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tinctly lower than the income in the semesters leading up to the loss. We plot the average income

of lobbyists in the semesters surrounding the loss of a Senate connection due to leaving office,

adjusting for time and lobbyist fixed effects. We find a distinct drop off in income after the event

as predicted. In comparison, when we make the same plot for the gain of a senate connection due

to entering office, we do not find any distinct change in income.

Our findings cast some doubt that lobbyist donations to politicians reflect long-standing, influence-

granting relationships. If this were the case, then we would find a benefit from donation-based

connections gaining office, symmetric to the loss we find when they leave office. The fact that we

do not find such a benefit suggests that donations may instead be reflecting that the lobbyist is cur-

rently lobbying the politician, instead of indicating a long-standing relationship. Still, the lobbyist

actively lobbying the politician may itself create a relationship with persistent value, because the

lobbyist is able to prove herself as a fundraiser or vote influencer over time.

A large literature discusses the value of political connections for firms (Goldman et al. 2009,

2013; Fisman 2001), and shows that political connections enable firms to earn excess returns and

avoid regulatory pressure due to poor performance (Fisman and Wang 2015; Khwaja and Mian

2005). Akcigit et al. (2017) study firm’s political connections in Italy using data on hires and close

elections, and they find that industries with more politically connected firms feature less innovation

and productivity. Akey (2015) shows that firms that support candidates in close elections that win

receive positive abnormal returns, compared to the firms that support candidates in close elections

that lose.

3.1. Data

We use data from LegiStorm, Inc. for lobbyist projects and incomes, and we use data from the

Federal Election Commission (FEC) for donations from lobbyists to politicians. We use fuzzy

name matching to match the FEC data to the LegiStorm data based on lobbyist and politician

names.

LegiStorm, Inc. is a political information company that has collected information about the
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professional work histories of lobbyists, which comes from the database of lobbying filings. These

filings are the result of the Lobbying Disclosure Act of 1995, which forced all involved parties

to disclose information about specific lobbying activities.21 Lobbying firms must disclose which

employees work on specific projects and their biographical information, as well as the client on

whose behalf the firm is lobbying. For clarity, consider an example. Suppose lobbying firm A is

hired by Goldman Sachs to lobby for a specific issue, say Dodd-Frank legislation. The Disclosure

Act of 1995 requires lobbying firm A to report the name of the firm that hired it (i.e. Goldman

Sachs) the issue on which the lobbying firm will lobby (e.g. Dodd-Frank legislation) and the list

of lobbyists who are going to be assigned to the work. LegiStorm has collected all the lobbying

disclosure data from 1998 forward.22

Shortcomings of this data include that it does not capture all lobbying activity and it does

not require the reporting of specific politicians being lobbied. Even though the reporting of all

activity by lobbyists is required by the Disclosure Act of 1995, there is evidence that only half of

all professionals engaged in lobbying activity report their activity LaPira and Thomas (2013). This

is made possible by the Disclosure Act’s narrow definition of lobbyist.

In addition to the specific issue being lobbied, the filings also include which of 79 standardized

issues are connected to each lobbying project. We use this information to construct a measure of

connection based on lobbyists working on issues that are relevant to a politician’s congressional

committee or subcommitee assignments. We use the mapping between lobbying issues and com-

mittees provided in the on-line appendix to Bertrand et al. (2014). Examples of issues include

agriculture and aerospace.

Throughout this paper we consider only lobbyists who work externally to their clients, as op-

posed to being “in-house”. The primary reason for this is that the expense reporting for in-house

lobbyists does not necessarily reflect the lobbyists’ work on the project referred to in the filing.

21The Lobbying Disclosure Act requires lobbying firms to file reports twice yearly (in the early years) and quarterly
(at any point in time).

22Note that for the period before 2000, Lobbying Disclosure Act reporting was done erroneously. According to
LegiStorm, lobbying firms lobbying firms listed many more lobbyists on each project than they should have. The
reason they did so is likely to make absolutely sure that they were complying with the new legal requirements.
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Lobbyists also often work in teams, with multiple lobbyists associated with a single filing. In this

case, we follow the literature in focusing on the total income reported on the filing, as opposed to

dividing by the number of lobbyists on the team. This is appropriate given that much of our analy-

sis looks at changes over time and in the case of a lobbyist’s contribution to the team changing over

time, then using the undivided income appropriately attributes the entire change to that lobbyist.

Our sample includes 7511 lobbyists who are recorded on a filing as an external lobbyist between

2000 and 2009.

The FEC was established in 1974 with responsibilities that include “jurisdiction in civil en-

forcement matters, authority to write regulations, and responsibility for monitoring compliance”23.

Relevant to our paper, the FEC has records of all donations from individuals to political committees

of at least $200, including those set up to support a politician’s campaign for office. We connect

lobbyists to politicians via donations to the political committees supporting those politicians. The

FEC data is publicly available from their website. The FEC also provides data on politicial can-

didates such as whether they are affiliated with the Republican or Democratic parties and whether

they are an incumbent or challenger, which we utilize in our analysis of close elections.

3.2. Lobbyists’ Donations to Politicians

In this section, we explain the use of lobbyist donations as indicators of political connections.

Bertrand et al. 2014 popularized the use of donations as a proxy for political connection in the

literature. The authors argue that campaign contributions reflect pre-existing relationships between

lobbyists and politicians, and are not strategic with respect to directly influencing policy. They

provide evidence, from competitive elections and assignments to powerful committee positions,

that donations are not driven by strategic motives. And they show that donations correlate with

permanent characteristics of lobbyists and politicians that intuitively make them more likely to be

connected.

Following the literature, we consider a lobbyist to be connected to a politician during a congress,

23https://transition.fec.gov/pages/40th_anniversary/40th_anniversary.shtml
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which lasts two years, if the lobbyist donates at least once to the politician at some point during

the congress. Table 19 describes the donation-based connections from 2000 through 2009. Our

sample of lobbyists is all lobbyists who are active at any point during the time span. Lobbyists

have about 0.2 connections in the Senate and 0.4 connections in the House on average in any given

semester, not conditioning on whether they are active. The vast majority of connections remain in

office semester-over-semester, with exits and entrances being relatively rare. We find connections

to 813 unique politicians.

Table 19: Descriptive Statistics for Donation-based Connections

Statistic N Mean St. Dev. Min Pctl(25) Pctl(75) Max

Senate Connections 150,220 0.228 1.066 0 0 0 24
House Connections 150,220 0.413 2.112 0 0 0 50
Num. Staying in Senate 150,220 0.215 1.024 0 0 0 24
Num. Staying in House 150,220 0.393 2.034 0 0 0 50
Num. Exiting Senate 150,220 0.013 0.150 0 0 0 7
Num. Exiting House 150,220 0.019 0.217 0 0 0 13
Num. Entering Senate 150,220 0.010 0.145 0 0 0 8
Num. Entering House 150,220 0.007 0.110 0 0 0 8
Note: Each observation is a lobbyist, semester pair. Lobbyists who are active at any point during
2000-2009 are included. Conditional on having at least one connection, the quantiles are 25%: 1,
50%: 1, 75%: 3.

For context, we show the relationship between lobbyists’ connections to members of the Senate

and Congress and lobbyists’ professional activity in lobbying, as measured by income and filings.

Table 20 presents the results. Each regression follows:

outcomet,i = a +bSSenatet,i+bHHouset,i+ gt +wi+ et,i (5)

The outcome is total income earned in the semester, number of filings in the semester, or

income per filing. House and Senate refer to the number of connections to politicians in those

congressional bodies during the semester. The remaining covariates are time and lobbyist fixed

effects.

The number of connections in both the House and Senate positively correlate with income
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and filings. In constrast, the number of connections negative correlates with average income per

project. This might be reflecting a trade-off between number of projects and income per project

due to a limited time budget constraint for lobbyists.

Table 20: Political Connections and Present Lobbying Outcomes

Dependent variable:
log(Lobbying Incomet) Lobbying Filingst log(Income)/Filingt

(1) (2) (3)

Senate Connectionst 0.216⇤⇤⇤ 0.050⇤⇤⇤ �0.009⇤⇤⇤
(0.006) (0.002) (0.003)

House Connectionst 0.110⇤⇤⇤ 0.027⇤⇤⇤ �0.004⇤⇤⇤
(0.003) (0.001) (0.001)

Semester FE yes yes yes
Lobbyist FE yes yes yes
Observations 150,220 150,220 17,784
R2 0.451 0.607 0.800

Note: ⇤p<0.1; ⇤⇤p<0.05; ⇤⇤⇤p<0.01
Each observation is a lobbyist semester. The time span is the beginning of 2000 through the end
of 2009. The covariates refer to the number of politicial connections the lobbyist has during
the semester that are either entering, exiting, or staying in the senate or house next semester.
The lobbyist has a connection to a politician if the lobbyist donates to the politician during the
current congress.

3.3. Tests and Results

This section presents the tests and results for analyzing the persistent value of political connections

for lobbyists. When our measure of connection is donations from lobbyists to politicians, we find

that the number of current connections positive predicts future income, controlling for current

income. However, current connections who will not be in office next semester do not help. Our

findings are the same when we consider a stronger form of connection, adding the additional

requirement that the lobbyist and politician must have a shared issue. To provide evidence for the

causal interpretation, we look at the impact of a connection winning or losing a close election.

60



Across our tests, we find consistent evidence that losing a connection due to exit from office hurts

lobbying income, especially for senators, but we do not find consistent evidence for a benefit from

connections entering office.

3.3.1. Connections Entering and Exiting Office

We look for an impact of lobbyists’ connections entering or exiting office on lobbyists’ outcomes

in the following semester. If donations proxy for persistent relational capital in the form of long-

standing, access-granting relationships to politicians, then connections to politicians staying in

office would positively predict income next semester, but connections to politicians leaving office

would not. We run the following regression:

outcomet+1,i = a +b1enteringt,i+b2exitingt,i+b3stayingt,i+outcomet,i+ gt +wi+ et,i (6)

The outcome is total income earned in the semester, number of filings in the semester, or

income per filing. Entering, exiting, and staying refer to the number of connections who will be

entering, exiting, or staying in office next semester. For timing, the connections who are exiting or

staying are are currently in office, while the connections who are entering are not currently in the

office they are about to enter. The remaining covariates are time and lobbyist fixed effects.

Table 21 presents the results. The number of connections who are staying in office, in the

House or the Senate, predict higher income next semester, controlling for income this semester.

Connections who leave office do not predict next semester income but, for the case of exiting

senators, they do predict a significant reduction in lobbying projects as measured by filings. We

also find that having connections entering the Senate positively predicts income next semester but

we find no similar effect for the House.
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Table 21: Political Connections and Future Lobbying Outcomes

Dependent variable:
log(Lobbying Incomet+1) Lobbying Filingst+1 log(Income)/Filingt+1

(1) (2) (3)

Num. Exiting Senatet �0.014 �0.015⇤⇤⇤ 0.003
(0.022) (0.005) (0.009)

Num. Exiting Houset 0.017 �0.004 �0.003
(0.017) (0.004) (0.006)

Num. Entering Senatet 0.055⇤⇤ 0.004 �0.012
(0.024) (0.006) (0.009)

Num. Entering Houset 0.028 0.014⇤⇤ �0.005
(0.029) (0.007) (0.011)

Num. Staying in Senatet 0.062⇤⇤⇤ 0.002 �0.001
(0.005) (0.001) (0.002)

Num. Staying in Houset 0.031⇤⇤⇤ 0.001 �0.001
(0.003) (0.001) (0.001)

log(Lobbying Incomet ) 0.644⇤⇤⇤
(0.002)

Lobbying Filingst 0.886⇤⇤⇤
(0.001)

log(Income)/Filingt 0.466⇤⇤⇤
(0.008)

Semester FE yes yes yes
Lobbyist FE yes yes yes
Observations 150,220 150,220 14,543
R2 0.678 0.904 0.866

Note: ⇤p<0.1; ⇤⇤p<0.05; ⇤⇤⇤p<0.01
Each observation is a lobbyist semester. The time span is the beginning of 2000 through the end of 2009. The
dependent variables are the lobbyists lobbying income and filings in the following semester. The covariates refer
to the number of politicial connections the lobbyist has during the semester that are either entering, exiting, or
staying in the senate or house next semester, and also include controls for current income and filings. The lobbyist
has a connection to a politician if the lobbyist donates to the politician during the current congress.
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3.3.2. Close Elections

To provide evidence for causality, we use close elections to identify the causal impact of gaining

or a losing a connection in office. Between 2000 and 2010, there are six congressional election

cycles, 50 close races in the Senate, and 304 close races in the House, where close means a margin

of victory of less than 10%24. We identify the lobbyists who are connected to the candidates

during the campaigns but before the election. Table 22 shows how many instances of a lobbyist

being connected to a candidate in a close election25, broken down by incumbents and challengers,

and whether the candidate wins or loses.

Table 22: Lobbyist Connections to Close Elections

Type of Candidate Lobbyist Connections

Senate Incumbent 452
Senate Incumbent x Win 163
Senate Incumbent x Loss 289
House Incumbent 3,265
House Incumbent x Win 1,855
House Incumbent x Loss 1,410
Senate Challenger 474
Senate Challenger x Win 362
Senate Challenger x Loss 112
House Challenger 3,093
House Challenger x Win 1,439
House Challenger x Loss 1,654

Note: This table shows lobbyist support for candidates in races from 2000 to 2010, where the
margin of victory is less than 10%. Type of Candidate indicates whether the candidate supported is
running for a seat in the Senate or the House, whether the candidate is an incumbent or a challenger,
and whether the candidate wins or loses. Lobbyist Connections counts the instances in our sample
of lobbyists with connections to the candidates during the election campaign.

Similar in spirit to the previous regression, we predict lobbyist income and filings next congress

based on whether the candidate supported this congress wins the close election. We run the analysis

at the frequency of the congressional election cycle, which is every two years. Table 23 shows the

24The analysis using a 5% cutoff is qualitatively the same but less statistially significant.

25We consider only the 1st and 2nd place finishers.
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results. When a lobbyist’s connection in the Senate barely wins as the incumbent, the lobbyist has

significantly higher lobbying income next congress, and the increase comes from higher income

per project. We find no significant impact from other types of connections winning or losing close

elections. In particular, there is no significant benefit of a connection entering office.

Table 23: Close Elections

Dependent variable:
log(Lobbying Incomet+1) Lobbying Filingst+1 log(Income)/Filingt+1

(1) (2) (3)

Senate Incumbent x Win 0.269⇤⇤ 0.080 0.287⇤
(0.126) (0.052) (0.153)

House Incumbent x Win 0.019 0.002 0.092
(0.056) (0.023) (0.068)

Senate Challenger x Win �0.011 �0.012 �0.073
(0.144) (0.059) (0.174)

House Challenger x Win 0.041 �0.029 0.026
(0.055) (0.023) (0.067)

Senate Connectionst 0.031⇤⇤⇤ 0.001 0.029⇤⇤
(0.010) (0.004) (0.012)

House Connectionst 0.011⇤⇤ �0.00003 0.013⇤⇤
(0.005) (0.002) (0.006)

log(Lobbying Incomet ) 0.425⇤⇤⇤
(0.005)

Lobbying Filingst 0.561⇤⇤⇤
(0.005)

log(Income)/Filingt 0.294⇤⇤⇤
(0.005)

Close Election Dummies yes yes yes
Semester FE yes yes yes
Lobbyist FE yes yes yes
Observations 45,066 45,066 45,066
R2 0.618 0.718 0.507

Note: ⇤p<0.1; ⇤⇤p<0.05; ⇤⇤⇤p<0.01
Each observation is a lobbyist congress (2 years). The time span is the beginning of 2000 through the end of
the 2010 election cycle. The dependent variables are lobbying income and filings next congress. The covariates
indicate that the lobbyist donated to a politician engaged in a close election during the present congress who wins
and will enter office at the beginning of the next congress. Controls for donating to a close election are included so
the coefficients reflect the marginal effect of winning compared to losing.
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3.3.3. Issue-based Connections

We next turn to a stronger form of connection between lobbyists and politicians based on an added

requirement of working on a shared issue. Our aim is to construct a closer proxy for lobbyists

actually lobbying politicians, which establishes a valuable political connection going forward. In

this section, we consider a lobbyist to be connected to a politician during a congress if, in addition

to the lobbyist making a donation to the politician, the lobbyist also lobbies on an issue relevant to

one of the politician’s congressional committees or subcommittees. Given the additional require-

ment of lobbying on an issue relevant to the politician, this measure of connection is more likely

to reflect lobbying the politicians.

Table 24 describes the issue-based connections in our sample. Since issue-based connections

still require a donation to the politician, they will be a subset of the donation-only based connec-

tions. There are about two-fifths as many issue-based connections as donation-only based connec-

tions.

Table 24: Descriptive Statistics for Issue-based Connections

Statistic N Mean St. Dev. Min Max

Senate Connections 150,220 0.090 0.710 0 20
House Connections 150,220 0.152 1.336 0 47
Num. Staying in Senate 150,220 0.084 0.679 0 20
Num. Staying in House 150,220 0.144 1.284 0 47
Num. Exiting Senate 150,220 0.006 0.104 0 7
Num. Exiting House 150,220 0.008 0.140 0 9
Num. Entering Senate 150,220 0.002 0.046 0 3
Num. Entering House 150,220 0.001 0.030 0 3

Note: An issue-based connection between a lobbyist and a politician requires a donation from the
lobbyist to the politician and for the lobbyist to lobby on an issue relevant to one of the politician’s
congressional committees or subcommittees. This table includes all lobbyists who are active at
some point between 2000 and 2009. The statistic for mean number of connections does not condi-
tion on the lobbyists being active.

For comparison against donation-only based connections, we run an identical regression, again

using the specification in equation 6, to predict next semester’s lobbying income and filings but

now using issue-based connections. Table 25 shows the results of connections exiting or entering
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office. The results are qualitatively the same as before in both size and statistical significance.

Connections staying in office positively predict next semester’s outcomes but connections exiting

office do not. Like the previous results, there is no evidence that connections entering the House

benefit the lobbyist. Unlike the previous results, however, there is also no evidence that connections

entering the Senate benefit the lobbyist.

3.3.4. Dynamic Analysis

We continue with issue-based connections to look for distinct changes in lobbyist income due to

senator exits and entrances. If lobbyist income falls due to the loss of a senator in office then there

would be a distinct drop income exactly at the exit event. Likewise, we might expect a boost to

income when a senator enters office. Our analysis shows that income distinctly drops after senators

exit, compared to income before the event, but no distinct change resulting from senators enter.

We create dummy variables that indicate that a senator exit event is about to come up or has

just passed. We then run a separate regression for each one of these dummies:

incomet,i = a +bkexitt+k+ gt +wi+ et,i (7)

The dummy variables are denoted as exitt+k for �2  k  2, where exitt denotes that the con-

nection is in office at time t but out of office at time t+1. The other covariates are time and lobbyist

fixed effects. Figure 8 plots the regression coefficients, which can be interpreted as income aver-

aged across lobbyists, adjusted for time and lobbyist fixed effects.

Figure 9 shows the analogous results for senator entrances. We see no significant change in

income at the event, suggesting that entry of a connection into the senate does not predict future

lobbying income, at least not right away. The spike in income right before the entrance may reflect

the lobbyist career cycle. Most of the lobbyists in our sample do not remain active during the

whole period and they have zero lobbying income when they are not active. A lobbyist with a

connection that is about to enter office is likely to be active at that time but it less likely to be active

and earning income further away from the event. In comparison, figure 8 suggests that lobbyists
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Table 25: Issue-based Connections and Future Lobbying Outcomes

Dependent variable:
log(Lobbying Incomet+1) Lobbying Filingst+1 log(Income)/Filingt+1

(1) (2) (3)

Num. Exiting Senatet �0.001 �0.019⇤⇤ 0.002
(0.031) (0.008) (0.010)

Num. Exiting Houset �0.024 �0.010 �0.006
(0.026) (0.006) (0.008)

Num. Entering Senatet 0.003 0.001 0.015
(0.070) (0.017) (0.020)

Num. Entering Houset 0.116 0.004 �0.011
(0.099) (0.024) (0.029)

Num. Staying in Senatet 0.084⇤⇤⇤ 0.001 0.002
(0.006) (0.002) (0.002)

Num. Staying in Houset 0.024⇤⇤⇤ �0.001 0.002
(0.003) (0.001) (0.001)

log(Lobbying Incomet ) 0.646⇤⇤⇤
(0.002)

Lobbying Filingst 0.887⇤⇤⇤
(0.001)

log(Income)/Filingt 0.467⇤⇤⇤
(0.008)

Semester FE yes yes yes
Lobbyist FE yes yes yes
Observations 150,220 150,220 14,543
R2 0.678 0.904 0.866

Note: ⇤p<0.1; ⇤⇤p<0.05; ⇤⇤⇤p<0.01
Each observation is a lobbyist semester. The time span is the beginning of 2000 through the end of 2009. The
dependent variables are the lobbyists lobbying income and filings in the following semester. The covariates refer
to the number of politicial connections the lobbyist has during the semester that are either entering, exiting, or
staying in the senate or house next semester, and also include controls for current income and filings. The lobbyist
has a connection to a politician if the lobbyist donates to the politician during the current congress.
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Figure 8: Senator Exit. Note – This figure plots the single-variate regression coefficients of total
income regressed on dummy variables for at least one Senate connection exit, coming up in the
next 3 semesters or having just passed in the last 2 semesters. Lobbying income is in log base
10, and the vertical lines through the dots are 95% confidence intervals. Time and lobbyist fixed
effects are included. The vertical dashed line marks the exit.

with exiting connections in the Senate were likely to be active in the semesters leading up to the

event, but not afteward.

3.4. Conclusion

In every analysis, we found that political connections exiting office correspond with a reduction in

the lobbyist’s income going forward. For both the House and the Senate, having more connections

who will remain in office helps future income, but having connections who will exit does not

help. Our close election analysis provides evidence supporting a causal interpretation in the case

of senators but not for members of the house. In contrast, the only evidence showing a benefit of a

connection entering office is for senators using the donation-only based connection measure.

The asymmetry between entrances and exits suggests that connections to incumbents may be

of special importance to lobbyists. In particular, our analysis suggests that relationships to sitting

senators are important, possibly due to their six-year terms and relatively powerful politicial po-

sitions. Over the six years of a senator’s term, a lobbyist can build a valuable relationship, and
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Figure 9: Senator Entry. Note – This figure plots the single-variate regression coefficients of total
income regressed on dummy variables for at least one Senate connection entry, coming up in the
next 3 semesters or having just passed in the last 2 semesters. Lobbying income is in log base
10, and the vertical lines through the dots are 95% confidence intervals. Time and lobbyist fixed
effects are included. The vertical dashed line marks the entrance.

accordingly suffers acutely when the relationship leaves. In contrast, when a lobbyist supports a

senator who is just entering office, the relationship may be just beginning and still require time to

grow in value.

Some shortcomings of our paper are that we do not directly observe which politicians are

being lobbied and we do not observe lobbyist fund-raising. We improved on donation-only based

connections by considering issue-based connections but we still do not know for sure that any

particular lobbyist is lobbying a particular politician. This results in a lot of noise when trying to

detect on-going lobbyist-politician relationships. We also do not observe lobbyinst fund-raising

for politicians, which is one of the main benefits that lobbyists provide. Anecdotally, fund-raising

usually happens in the form of organizing fund-raising dinners, and the resulting contributions are

not tied to the lobbyist in the FEC records.

Future research would benefit from considering the network of connections between lobbyists

and extending our sample to 2018. With more data, researchers may be able to more cleanly

identify the random shocks from close elections. It would then be possible to measure if these
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shocks also impact other lobbyists connected to the lobbyist who loses or gains a connection. This

would shed light on the importance of lobbyist to lobbyist connections.
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Appendix A to Chapter 1

Definitions and Notation

I define investor extrapolation as the tendency for investors to form more positive expectations

about future returns because past returns have been good. This paper isolates the channel of extrap-

olation from past returns, separate from any potential extrapolation from info on earnings growth,

productivity growth, or other financial or world events.

Suppose there are n investors in the market and the information possessed by investor i for

1  i  n is the set Gi ✓ G, a subset of all information in the world relevant for expectations

formation, G. In notation, it will be useful to separate out all information about past returns,

g ip, from all other information: Gi = {g ip,g i�p}. Past returns cannot directly impact investor i’s

expectations if she does not possess this information.

Consider the following simplified model: for investor i, let gi : 2G ! P be the mapping from

her possible information sets, the subsets of G, to the set of possible expectations she may form,

P. In addition, let h : Pn ! R, be the mapping between all the investors’ expectations and the

resulting future realized daily market returns, R = {rt , . . . ,rT |ri 2 R,8t  i  T}, where t is the

current day and T is the last period.

Combining the two, let f : 2nG !g Pn !h R be the composition of the individual investors’

expectations formation functions, {gi}ni=1, and the mapping from expectations to realized current

returns, h. Hence, f maps the information possessed by the investors to the realized future market

returns, f ({g ip,g i�p}ni=1) = {r j}Tj=t . Note that this model assumes that there is a clear relationship

between expectations and price movements.

This paper does not directly observe investor expectations, but I argue that my variation in past

returns information could only impact future returns through extrapolative expectation formation.
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Information Environment

From this framework, it is clear that any study of the impact of past returns information on in-

vestor expectation formation must be understood within the context of the entire set of information

possessed by the investor, Gi = {g ip,g i�p}, including both information on past returns and other

information. For instance, there may be a different effect of past returns on expectations in the

case that investors are using past returns to infer about past earnings growth versus the case that

investors have direct information about past earnings growth. This paper studies the impact of past

returns on current realized returns, f ({g ip,g i�p}ni=1) = {r j}Tj=t , given the information environment

present during my sample.

Challenges to Identification

Identification of the causal impact of past returns information has been a challenge because it is

difficult to observe the entire information set, Gi = {g ip,g i�p}, possessed by investors outside of

laboratory experiments. This leads to potential omitted variable bias issues. For example, the

theory of slow news diffusion suggests that some investors only learn about news with a time

lag. As a result, good news causes both good past returns and good current returns. Without the

investors’ total information, I cannot tell if past returns are merely a proxy for some other news.

This paper circumvents this obstacle by exploiting time variation in the past returns information,

{g ip}ni=1, that is orthogonal to the time variation in the other relevant information, {g i�p}ni=1.

This approach requires that my conceptual framework of the investor have limited attention and

memory causing the current day’s financial report to have an outsized salience for investors. For

clarity, I may think of the extreme case that the investor wakes up in the morning having forgotten

all previous information, reads only the current day’s financial report, forms expectations about

future returns, and subsequently makes trades on those expectations.
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Translation of Hypothesis into Regression Specification

I translate the hypothesis that investors form expectations from the 52-week return, and this man-

ifests in daily returns. Suppose expectations of future returns, denoted Et , are a function of the

past-returns information, captured by rt�365,t�1, and unobservables ut . A linear specification would

be:

Et = a 0+b 0 ⇥ rt�365,t�1+ g 0ut + e 0t (8)

Suppose that today’s returns are an increasing function of the update in expectations: rt�1;t =

f (Et �Et�1)

Et-Et�1=b ’(rt�365,t�1-rt�366,t�2)+g’(ut-ut�1)+(et’-et�1’) (9)

Then, rt�1,t is increasing in b 04rt�365,t�1+ g 04ut +4e 0t .

Structural Break

Given an interval of time, the structural break analysis chooses a break point that minimizes the

sum of squared errors across two separate OLS regressions, one for each side of the break. For the

whole interval [c,d], a structural break analysis with n-breaks will minimize the following:

St=b
t=c(rt�1,t ⇥ rt�366,t�365�ac)

2+St=d
t=b(rt�1,t ⇥ rt�366,t�365�ad)

2 (10)

where b is the break point, and ac and ad are the fitted OLS constants for each of the two

regressions, one on each side of b. I do not include slope because I are only concerned with the

average of the product, since it is a proxy for correlation.
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Figure 10: Today’s return on 52-week-return report. Blue curve: loess local smoothing with
span = 0.95. The relationship is positive including around zero for values of the 52-week return,
where the observations are most dense.
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Figure 11: Today’s return on the return on the day one year ago. Blue curve: loess local
smoothing with span = 0.95. The relationship is negative, including around zero for values of the
exiting day return, where the observations are most dense.
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Figure 12: Structural Break Search from 1885 - 1920. The solid, vertical red line at 1904-06-27
minimizes the combined sum of squared errors of the two OLS regressions, with constants only,
marked as blue horizontal lines. The dashed, vertical red line marks the first publication of the
52-week return in the Wall Street Journal on 1903-03-20. The points plotted in the background
are the daily product of the DJIA current day return and the DJIA return on the day exiting the
52-week window.
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Figure 13: Structural Break Search from 1903 - 1980. The solid, vertical red line at 1934-06-19
minimizes the combined sum of squared errors of the two OLS regressions, with constants only,
marked as blue horizontal lines. The points plotted in the background are the daily product of the
DJIA current day return and the DJIA return on the day exiting the 52-week window.
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Figure 14: Structural Break Search from 1885 - 1910.
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Figure 15: Structural Break Search from 1895 - 1920.
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Figure 16: Event Analysis Positive Events: Events are when days with return > 3% roll out of the
52-week return window, n = 267; Returns are demeaned. Sample: DJIA 1903-2016. Blue squares
are means and blue lines are boostrapped 95% confidence intervals.
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Figure 17: Event Analysis Negative Events: Events are when days with return < -3% roll out
of the 52-week return window, n = 325; Returns are demeaned. Sample: DJIA 1903-2016. Blue
squares are means and blue lines are boostrapped 95% confidence intervals.
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Table 26: Mutual Fund Flows All Lagged Quarters

Fund Flow

flowt

(1) (2) (3)

rt�1 0.353 (0.023) 0.339 (0.018) 0.320 (0.019)
rt�2 0.307 (0.022) 0.324 (0.018) 0.304 (0.020)
rt�3 0.284 (0.020) 0.288 (0.019) 0.277 (0.019)
rt�4 0.245 (0.018) 0.269 (0.018) 0.251 (0.016)
rt�5 0.167 (0.017) 0.183 (0.016) 0.184 (0.015)
rt�6 0.156 (0.016) 0.161 (0.015) 0.176 (0.016)
rt�7 0.148 (0.017) 0.159 (0.018) 0.155 (0.015)
rt�8 0.126 (0.014) 0.144 (0.018) 0.124 (0.016)
rt�9 0.102 (0.014) 0.130 (0.015)
rt�10 0.103 (0.017) 0.133 (0.015)
rt�11 0.112 (0.016) 0.125 (0.015)
rt�12 0.114 (0.016) 0.115 (0.013)
rt�13 0.083 (0.017) 0.097 (0.017)
rt�14 0.046 (0.019) 0.087 (0.016)
rt�15 0.039 (0.015) 0.057 (0.017)
rt�16 0.063 (0.014) 0.052 (0.013)
rt�17 0.035 (0.016) 0.035 (0.014)
rt�18 0.033 (0.016) 0.055 (0.014)
rt�19 0.042 (0.012) 0.065 (0.018)
rt�20 0.031 (0.013) 0.036 (0.013)
rt�21 0.013 (0.013) 0.016 (0.017)
rt�22 �0.039 (0.019) �0.013 (0.013)
rt�23 �0.029 (0.013) 0.008 (0.016)
rt�24 �0.016 (0.011) 0.009 (0.014)
rt�25 0.001 (0.016)
rt�26 �0.003 (0.014)
rt�27 �0.011 (0.012)
rt�28 �0.029 (0.013)
rt�29 �0.011 (0.015)
rt�30 �0.004 (0.012)
rt�31 �0.016 (0.016)
rt�32 �0.026 (0.012)
rt�33 �0.020 (0.013)
rt�34 �0.011 (0.011)
rt�35 �0.017 (0.011)
rt�36 �0.010 (0.013)
rt�37 �0.021 (0.013)
rt�38 0.005 (0.011)
rt�39 �0.022 (0.011)
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Table 26: Mutual Fund Flows All Lagged Quarters (continued)

Fund Flow

flowt

(1) (2) (3)

rt�40 �0.008 (0.013)
rt�41 �0.036 (0.012)
rt�42 �0.024 (0.012)
rt�43 �0.042 (0.012)
rt�44 �0.028 (0.011)

Quarter FE yes yes yes
Observations 366008 231846 118779
R2 0.117 0.146 0.234

Note: ⇤p<0.1; ⇤⇤p<0.05; ⇤⇤⇤p<0.01
The OLS coefficients presented are the average of OLS coefficients estimated for each quarter
separately as in Fama and Macbeth (1973). Standard errors are in parantheses. Each obser-
vation is a (mutual fund, quarter) pair. The covariates are the lagged quarterly returns. The
dependent variable is the mutual fund’s flows in the current quarter. Flows are measured as
proportions of the fund’s total assets. Fixed effects for each quarter are included in all regres-
sions. The span is from Q2 1988 to Q1 2017. The sample is domestic diversified equity mutual
funds from CRSP. Only observations with no missing data are included. Mutual funds with
less than 10 million in assets in the previous quarter are excluded. Observations with the top
10 or bottom 10 percent of flow in each quarter are also excluded.
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Table 27: Mutual Fund Flows All Lagged Quarters

Fund Flow Difference

flowt �flowt�1

(1) (2) (3)

rt�2 0.003 0.005 0.002
rt�3 �0.017⇤ �0.026⇤⇤ �0.033⇤⇤⇤
rt�4 �0.021⇤⇤ �0.029⇤⇤⇤ �0.034⇤⇤⇤
rt�5 �0.064⇤⇤⇤ �0.067⇤⇤⇤ �0.058⇤⇤⇤
rt�6 �0.033⇤⇤⇤ �0.022⇤⇤ �0.027⇤⇤
rt�7 �0.028⇤⇤⇤ �0.017⇤⇤ �0.014
rt�8 �0.007 �0.013 �0.001
rt�9 �0.007 �0.004
rt�10 0.005 0.012
rt�11 �0.005 �0.019⇤
rt�12 �0.017⇤ �0.031⇤⇤
rt�13 �0.025⇤⇤⇤ �0.012
rt�14 �0.014⇤ �0.011
rt�15 �0.016⇤ �0.015
rt�16 �0.005 �0.009
rt�17 �0.006 �0.005
rt�18 �0.010 �0.003
rt�19 0.018⇤⇤⇤ 0.019⇤
rt�20 �0.011 �0.018
rt�21 �0.025⇤⇤⇤ �0.011
rt�22 �0.009 �0.010
rt�23 0.001 0.008
rt�24 0.008 0.001
rt�25 �0.001
rt�26 0.005
rt�27 0.014
rt�28 �0.019⇤
rt�29 0.005
rt�30 0.005
rt�31 �0.001
rt�32 0.006
rt�33 0.007
rt�34 �0.004
rt�35 �0.005
rt�36 0.019⇤⇤
rt�37 0.004
rt�38 0.018⇤⇤
rt�39 �0.002
rt�40 0.002
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Table 27: Mutual Fund Flows All Lagged Quarters (continued)

Fund Flow Difference

flowt �flowt�1

(1) (2) (3)

rt�41 �0.001
rt�42 0.006
rt�43 �0.013
rt�44 0.003

Quarter FE yes yes yes
Observations 364542 231130 118503
R2 0.089 0.103 0.137

Note: ⇤p<0.1; ⇤⇤p<0.05; ⇤⇤⇤p<0.01
The OLS coefficients presented are the average of OLS coefficients estimated for each quarter
separately as in Fama and Macbeth (1973). Each observation is a (mutual fund, quarter) pair.
The covariates are the lagged quarterly returns. The dependent variable is the mutual fund’s
flows in the current quarter minus the mutual fund’s flows in the previous quarter. Flows are
measured as proportions of the fund’s total assets. Fixed effects for each quarter are included
in all regressions. The span is from Q2 1988 to Q1 2017. The sample is domestic diversified
equity mutual funds from CRSP. Only observations with no missing data are included. Mutual
funds with less than 10 million in assets in the previous quarter are excluded. Observations
with the top 10 or bottom 10 percent of flow difference in each quarter are also excluded.
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Appendix to Chapter 2

Proof of Equilibria

Proof that the P-static strategy profile in Table 17 is an equilibrium for t < 21/26:

The continuation values are as follows: V (21) = V (P01) = V (P02) = 21, V (26) = V (I01) =

V (I02) = 26t, V (16) = V (I10) = V (I20) = 16t + (1� t)21, V (P12) = 0, V (I12) = V (I21) =

(1� t)21. This results in V (21)>V (16)>V (I12)>V (P12), and for t < 21/26, V (21)>V (26).

For the out-player, in P12, there are no profitable deviations because the in-players refuse all

offers. In I12 or I21, the out-player successfully offers to form a perfect side deal with the player

receiving 16, resulting in both players moving to the highest continuation value position, so there

are no profitable deviations for either player.

For the in–players, in P01 or P02, accepting any offer other than an alternative perfect side deal

would reduce total payoff. In I01 or I02, a sufficiently patient in-player would optimally accept

any offer because the alternative is that the next round she will be moving to P12 which has the

lowest continuation value, but these offers are never made on the equilibrium path. Lastly, in I10

or I20, the in-player optimally only accepts offers to move to a perfect side deal which is the only

position with a better continuation value.

Proof of the existence of the P-dynamic and I-dynamic equilibrium for t > 1�
p

5/2
2 ⇡ .21:

We calculate continuation values according to the player actions detailed in Table 18.

• V (21) = t(21+(1� t)21)+(1� t)2(12)(V (0p)+V (21)) =
42

t2�2t+3

• V (0P) = (1� t)2V (21) =
(1� t)242
t2�2t+3

• V (26) = t(26+(1� t)26)+(1� t)4V (26) =
26

t2�2t+2

• V (16) = t(16)+(1� t)V (16) = 16
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• V (0I) = (1� t)2V (26) =
(1� t)226
t2�2t+2

For t = 1�
p

5/2
2 ⇡ .21, V (21) = V (26) = V (16) = 16 and V (0P) = V (0I) = 10. The fact that

these equalities co-exist for the exact same value of t is not a coincidence. If V (26) = V (16),

then since the values of the positions must sum to 42, V (26) +V (16) +V (0I) = 42, we have

(2+(1� t)2)V (26) = 42 after performing the necessary substitutions. Analogously, under the P-

regime, we must always have (2+(1� t)2)V (21) = 42 under this strategy profile. Hence,V (26) =

V (16) if and only if V (26) =V (21). And, this result holds true even if the imperfect side deal has

different payoffs, 0, 14, and 28 for example. In that case, these continuation values would all equal

for t = 0, which means this equilbrium would exist for any t.

We check that there are no profitable one-shot deviations. Then for t > 1�
p

5/2
2 ⇡ .21, we have

V (26) > V (21) > V (16) > V (0I) > V (0P). Under the P-regime, there are no mutually beneficial

deviations for the out-player and the in-player. The out-player would prefer to improve to V (26)

but the in-players would refuse to reduce to V (16). Under the I-regime, the out-player improves to

the highest continuation value, V (26) by teaming up with the player who received 16 previously,

and who indifferently accepts to remain at V (16). Hence, there is no reason for either player to

deviate. And V (26)>V (21) so there is no profitable deviation for the out-player to offer a perfect

side deal.

We show that this is the only equilubrium that is P-dynamic. In any P-dynamic equilibrium,

in-players are indifferent to accepting offers to move to alternative perfect side deals and the out-

player strictly prefers to move to V (21). There would be a profitable deviation if V (26),V (16) >

V (21) because then the out-player would offer an imperfect side deal instead, which would be

accepted. To be a P-dynamic equilibrium, the strategy profile must also have equilibrium play

under I. This could only come in two forms: play that optimally immediately returns to P or an

I-dynamic equilibrium. In the former case, we must have V (21) > V (26),V (16) in order for the

out-player to propose returning to P. Otherwise, the out-player would propose an imperfect side

deal to get the highest continuation value, which would be accepted because the alternative for

the in-players is to receive V (0P) < t(16+ (1� t)16) +V (0P) < V (16),V (26). But, V (21) >

90



V (26),V (16) is not possible: if P is offered to the player receiving 26 then V (26)>V (21), and if

P is offered to the player receiving 16, then V (16)<V (21) () t > 1�
p

5/2
2 ⇡ .21 but V (26)<

V (21) () t < 1�
p

5/2
2 ⇡ .21. Hence the only possible equilibrium play under I is I-dynamic and

in the next paragraph we show that I-dynamic equilibrium play can only exist for t > 1�
p

5/2
2 ⇡

.21.

I-dynamic play involves changing to a new imperfect side deal every round by definition. Re-

gardless of whether V (26) > V (16) or V (16) > V (26), let us call the position with the higher

continuation value “favored”. Then there are four possibilities: the out-player can offer the fa-

vored position to the favored in-player, the favored position to the disfavored in-player, the disfa-

vored position to the favored in-player, or the disfavored position to the disfavored in-player. The

first two are impossible because the disfavored position must be preferable to being out, due to

the out-player proposing to move, and given this the in-player who is not part of the new coali-

tion would accept the out-player becoming favored. The third is not possible because the favored

in-player would simply refuse to the disfavored offer. The only possibility is the to make disfa-

vored offer to the disfavored in-player. If V (16) > V (26) then this involves offering 26 to the

player receiving 26, resulting in V (26) = 26 > V (16), contradiction. Hence this is only possi-

ble for V (26) > V (16), in which case the play is as described in Table 18. Therefor, the only

possible I-dynamic equilbrium is the one we have already found. And, the only behavior under

P that supports this I-dynamic equilibrium is the P-dynamic equilibrium behavior in this same

equilibrium. It cannot be supported by P-static equilibrium behavior because this would require

V (26)>V (21) = 21>V (16) = 16>V (0I)>V (0p), but this would create a profitable deviation

under the P-regime to make an and accept an offer for an imperfect side deal.

Proof that the entire proposal space is uncovered:

Strategy of Proof. For any x and z allocations, show that there exists y that loses to x and that

also beats z. Hence we show that the intersection of the set that loses to x and the set that beats

z is non-empty. For this, it is sufficient to show that there is an indifference curve through x that
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intersects an indifference curve through z. This is because each indifference curve is a boundary of

that point’s lose or beat sets. To show that these indifference curves exist we find their end points

(where they intersect the boundary of the simplex) and then argue by continuity. Let x= (x0,x1,x2)

and z= (z0,z1,z2). At least two out of three of the components for each point are getting less than

half the total, since our simplex is defined by: {(x,y,z)|x,y,z> 0,x+y+z= T}. So, without loss of

generality, suppose x0,z1  T
2 . Then, the points where their indifference curves meet the boundary

of the simplex are both further away from their origins than they are to their respective opponents.

This means that, for x0, one of the indifference curve boundary points is in one of the half-spaces

created by the indifference curve of z1 through z, and the other is on the other half-space.
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Table 28: Frequency of Play Table
P0 Proposal P1 Proposal P2 Proposal Result

Allocation

F 0.42 0.42 0.42 0.40
P02 0.21 0.00 0.20 0.15
P01 0.20 0.21 0.00 0.15
I20 0.04 0.00 0.02 0.01
I10 0.03 0.01 0.00 0.00
S01 0.02 0.02 0.00 0.01
S02 0.02 0.00 0.02 0.01
I01 0.02 0.04 0.00 0.01
I02 0.01 0.00 0.03 0.00
P12 0.00 0.20 0.21 0.15
T0 0.00 0.00 0.00 0.00
T1 0.00 0.00 0.00 0.00
S12 0.00 0.02 0.02 0.01
T2 0.00 0.00 0.00 0.00
I21 0.00 0.03 0.01 0.00
I12 0.00 0.02 0.04 0.01
D 0.00 0.00 0.00 0.07

Table 29: P12 Proposals
P0 Proposal P1 Proposal P2 Proposal Result

Allocation

F 0.28 0.01 0.01 0.01
P02 0.17 0.00 0.02 0.01
I10 0.15 0.01 0.00 0.01
I20 0.13 0.00 0.02 0.01
P01 0.12 0.01 0.00 0.01
T2 0.02 0.00 0.00 0.00
P12 0.02 0.95 0.95 0.91
T1 0.02 0.00 0.00 0.00
S01 0.02 0.00 0.00 0.00
T0 0.02 0.00 0.00 0.00
S12 0.01 0.00 0.00 0.00
I01 0.01 0.00 0.00 0.00
S02 0.01 0.00 0.00 0.00
I02 0.01 0.00 0.00 0.00
I21 0.01 0.00 0.00 0.00
I12 0.00 0.00 0.00 0.00
D 0.00 0.00 0.00 0.05
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Figure 18: Proposal Screen

Figure 19: Outcome Screen
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Appendix to Chapter 3
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Figure 20: Lobbyist Donation Size, elections 2000-2010: Lobbyists who made a report with the
FEC at some point between 2000-2009. Multiple donations from the same lobbyist to the same
candidate in the same election have been bundled.
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Figure 21: Total Lobbyist Money in Campaigns: Density Distribution
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Figure 22: Total Lobbyist Money in Campaigns: The curves plot the % of campaigns with at
least as much total lobbyist donations.
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Figure 23: Number of Lobbyists Supporting Each Campaign: The curves plot the % of cam-
paigns with at least as many lobbyist supporters. The bars plot the % of campaigns with the exact
number of lobbyist supporters.
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Table 30: Lobbyist Connections to Close Elections, 5% cutoff

Type of Candidate Lobbyist Connections

Senate Incumbent 452
Senate Incumbent x Win 163
Senate Incumbent x Loss 289
House Incumbent 1,917
House Incumbent x Win 1,054
House Incumbent x Loss 863
Senate Challenger 474
Senate Challenger x Win 362
Senate Challenger x Loss 112
House Challenger 1,794
House Challenger x Win 854
House Challenger x Loss 940

Note: This table shows lobbyist support for candidates in races from 2000 to 2010, where the
margin of victory is less than 5%. Type of Candidate indicates whether the candidate supported is
running for a seat in the Senate or the House, whether the candidate is an incumbent or a challenger,
and whether the candidate wins or loses. Lobbyist Connections counts the instances in our sample
of lobbyists with connections to the candidates during the election campaign.
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Table 31: Close Elections, 5% cutoff

Dependent variable:
log(Lobbying Incomet+1) Lobbying Filingst+1 log(Income)/Filingt+1

(1) (2) (3)

Senate Incumbent x Win 0.241⇤ 0.073 0.252⇤
(0.126) (0.052) (0.152)

House Incumbent x Win 0.008 0.007 0.106
(0.070) (0.029) (0.084)

Senate Challenger x Win 0.003 �0.009 �0.054
(0.144) (0.059) (0.173)

House Challenger x Win 0.027 �0.057⇤⇤ 0.083
(0.069) (0.028) (0.083)

Senate Connectionst 0.031⇤⇤⇤ 0.001 0.030⇤⇤
(0.010) (0.004) (0.012)

House Connectionst 0.013⇤⇤ 0.0005 0.015⇤⇤
(0.005) (0.002) (0.006)

log(Lobbying Incomet ) 0.426⇤⇤⇤
(0.005)

Lobbying Filingst 0.562⇤⇤⇤
(0.005)

log(Income)/Filingt 0.294⇤⇤⇤
(0.005)

Close Election Dummies yes yes yes
Semester FE yes yes yes
Lobbyist FE yes yes yes
Observations 45,066 45,066 45,066
R2 0.618 0.718 0.507

Note: ⇤p<0.1; ⇤⇤p<0.05; ⇤⇤⇤p<0.01
Each observation is a lobbyist congress (2 years). The time span is the beginning of 2000 through the end of
the 2010 election cycle. The dependent variables are lobbying income and filings next congress. The covariates
indicate that the lobbyist donated to a politician engaged in a close election during the present congress who wins
and will enter office at the beginning of the next congress. Controls for donating to a close election are included so
the coefficients reflect the marginal effect of winning compared to losing.
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