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Abstract

Researchers have yet to fully understand the online spread of divisive content. As

hate groups continuously seek to avoid censorship, building new detection methods

is an important countermeasure. This thesis proposes a framework for detecting

hate speech messages on Twitter based solely on the network topology and time

dynamics of their spread. I produce network-based classifiers identifying hate speech

with sufficient accuracy and recall, relying on an application of kernel methods to

social network analysis. My classification techniques identify instances of hate

speech missed by purely text-based classification models, suggesting that

network-based methods can complement existing automated hate speech detection

systems.
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Chapter 1

Introduction

We have witnessed abuse, harassment, troll armies, manipulation
through bots and human-coordination, misinformation campaigns, and

increasingly divisive echo chambers. We aren’t proud of how people have
taken advantage of our service, or our inability to address it fast enough.

Jack Dorsey (@jack), March 1st, 2018

Online social networks have seen meteoric growth in the last decade, but
recently, these networks have faced increasing scrutiny for the hate speech that
thrives on their platforms. Jack Dorsey, CEO and co-founder of Twitter, which
boasts over 330 million active users on its platform, recently vowed that his
company would address the issue [11].

Complaints about hate speech on social platforms like Twitter and the growing
visibility of extremist groups have prompted worries over the platforms’ possible
roles as gathering points for these groups. Twitter envisions itself as a bastion of
free speech, but this optimistic view has been called into question as content
ranging from ISIS recruitment videos to death threats against British refugees
during the Brexit vote has proliferated [6, 10]. Extremist groups and nation-state
actors have developed techniques to propagate divisive and hateful content. In
response, Twitter has strengthened its hate speech policy in recent years, but its
ability to find and remove hateful content has lagged. In the eyes of many observers,
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Twitter has failed to combat the spread of hate speech on its platform. Even the
company has admitted that it is prohibitively difficult to identify hate speech among
the billions of messages shared each month [8]. This is compounded by the fact that
online hate groups have started producing new vocabulary to stand in for offensive
racial slurs to avoid censorship [36]. The situation begs for new approaches to
automated hate speech detection that can outmaneuver these groups.

1.1 Motivation

The motivation for this thesis stems from a simple observation: people share
messages differently based on the message’s content. The people who receive
information will handle it in different ways if, for example, it is a piece of gossip vs.
an invitation to a party. My thesis attempts to detect the spread of hate speech
online by exploiting the ways that the spread of messages containing hate speech
content differs from that of other messages. Social networks allow us to learn about
the spread of ideas and human interaction using data about sharing online. Twitter
provides access to a sampling of the activity on its platform, making large-scale
research experiments feasible.

The majority of recent approaches to identify hate speech in social networks rely
on user-specific information or textual analysis. Investigating the network topology
of the information’s spread offers a novel method to learn characteristics of shared
content; this method provides a complement to classification systems which only
consider a message’s content. This thesis’ research combines graph analysis
techniques with data on Twitter content sharing to better predict hate speech
spread online. A formal description of the motivating problem is as follows: let T be
a set of training data, where each example (mi, Gi) ∈ T consists of a message mi

and a directed graph Gi = (Vi, Ei) in which each directed edge (u, v) ∈ Ei represents
user u sharing message mi with v. I learn a function fp : G → {0, 1} to predict
based on the graph G whether the message m has some binary property p. In this
case, p indicates whether m contains hate speech.
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1.2 Overview of Contributions

My major contribution is a series of models that can classify the diffusion of hate
speech content with sufficient accuracy. I propose a novel application of graph
kernel-based supervised learning techniques to the domain of information cascade
analysis and provide an examination of the distinctive graph features and
substructures that distinguish the sharing networks of hate speech. My findings
suggest that hate speech can propagate rapidly at first but that it fades quickly and
seldom reaches a significant level of virality. Finally, I demonstrate how my
network-based methods can complement existing text-based hate speech detection
techniques.
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Chapter 2

Background

2.1 Twitter and Network Terms

Understanding information sharing on Twitter’s platform requires a few definitions.
Twitter’s main form of posting content is a “tweet,” a limited-length message
broadcast to a user’s “followers” that is also accessible to everyone on the platform
via Twitter’s discovery and search functions. Any user can “retweet” a tweet to
share it with their followers. Finally, the “hashtag” is the major searching and
content indexing component on the platform. Twitter’s own documentation states:
“A hashtag – written with a # symbol – is used to index keywords or topics on
Twitter. This function was created on Twitter and allows people to easily follow
topics they are interested in” [2]. This indexing by topic allows users to find content
and features prominently in my data collection.

Aside from Twitter terminology, several terms about graphs and social networks
are important to understand. The term “cascade” refers to the tree-like spread of
information, starting with a user tweeting a message and any retweeting or sharing
of that message contribute to the cascade. In this research, I look at the details of
the cascade graphs to investigate the spread of hate speech. For this thesis, a
diffusion cascade is a directed tree graph G = (V,E) where the original poster is the
root node and each directed edge (u, v) ∈ E has weight wu,v equal to the time at
which v reshared the message from u. The term cascade is used extensively in
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Figure 2.1.1: Example sharing cascade diagram [38]

online information sharing research to connote the virality of the spread of
information. This is the exact property I exploit to identify hate speech cascades.

2.2 Hate Speech in Online Social Networks

Twitter along with other major social networks has grappled with the persistence of
hate speech on its platform in recent years. Twitter updated its “Hateful Conduct
Policy” in 2017 and outlined its view on hateful content and intention to remove
users and tweets that violate the policy [5]. Hate speech is legally protected under
the First Amendment of the United States Constitution, but it is illegal (even in
online communications) in several countries where Twitter is popular, including
Canada, France, and the United Kingdom [12]. While the companies behind online
social networks attempt to curb hateful content, their detection systems must
operate under the constraint that there is no agreed-upon definition of hate speech.
This means that any classifier for the task must operate without ground truth.

I adhere to a specific (and admittedly narrow) definition of hate speech used
extensively in previous hate speech detection research. Hate speech is language that
is used to expresses hatred towards a targeted group or is intended to be derogatory,
to humiliate, or to insult the members of the group [12]. This definition includes
language that appeals to violence against the target group but does not limit itself
to calls to violence. Recognizing the difficulties in defining hate speech and
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providing reliable annotations is a major concern in my data collection.

2.3 Support Vector Machines

The benchmark models for my classifiers are regressions, but methods using
Support Vector Machines performed best at classification. A Support Vector
Machine (SVM) is a supervised learning model for addressing a binary and
multi-class classification tasks that is popular for its ability to learn from
non-vectorial input. SVMs address the following task: given a set of n training
examples as vectors and corresponding class labels {xi, yi}ni=1 with xi ∈ Rd and
yi ∈ {0, 1}, the SVM trains a classifier function f : X → Y that predicts the labels
Y for a set of data points X unseen by the classifier. If the dataset contains points
in some n-dimensional space, the SVM’s solution introduces a hyperplane such that
each region in the n-dimensional space with a group of class labels will be
separated. If such a hyperplane exists, then it can be formulated as ⟨w, x⟩+ b = 0

where ⟨w, x⟩ represents the dot product of a vector w ∈ Rd and x [16]. This means
every data point much fall on either side of the hyperplane, formally:

yi(⟨w, xi⟩+ b > 0), ∀i ∈ {1, 2, 3, ...n} (2.1)

Therefore, the ultimate SVM decision function is given by:

f(x) =

−1 if ⟨w, x⟩+ b < 0

1 if ⟨w, x⟩+ b > 0

Among the hyperplanes that can be chosen, the optimal hyperplane is the one
which maximizes the margin, the minimum distance between the two nearest data
points with different class labels and the hyperplane [16].
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2.4 Graph Kernels

Certain classification models I consider such as linear or logistic regression use
explicit features to extract relevant information about a graph, but kernel methods
avoid explicitly calculating features. Since graph kernels play a prominent role in
the most powerful classification techniques, I discuss the kernel functions used in
classification. In many classification tasks, the data points are not linearly separable
in their n-dimensional input space, so an SVM can use the “kernel trick” to map
each input to a higher-dimensional space. The kernel trick which allows SVMs to
consider non-vectorial data, like cascade graphs, permits me to train on
information-rich representations of the graphs instead of hand-coding a variety of
features, making SVMs an attractive model. Kernel functions produce some
non-linear mapping Φ : Rd → H, where H is a Hilbert space, an extension of
Euclidean space to a space with finite or even infinite dimensions. Then, in the
Hilbert space H, I can use the SVM formulation above with ⟨Φ(xi),Φ(xj)⟩ instead
of ⟨xi, xj⟩. In general, kernel functions compare the similarity of two objects by
producing the vectors Φ(xi),Φ(xj) for both objects that an SVM can take as
vectorial input [34].

Graph kernels are effectively similarity functions for graphs, accepting two graphs
as input and outputting some value [0, 1] to quantify their similarity. The major
challenge for this method is to find a suitable kernel function that can identify the
semantics of a structure while remaining computationally efficient. Given a graph
G, let ϕ(G) be a vector containing counts of some substructures in G, and ⟨·, ·⟩H
denote a dot product in a reproducing kernel Hilbert space H. Then the kernel
between two graphs G and G′ is given by:

K(G,G′) = ⟨ϕ(G), ϕ(G′)⟩H (2.2)

After applying this kernel function to each graph, the SVM linearly separates the
data in the new higher dimension. Traditionally, graph kernels have fallen into three
categories: those that compute graph similarity by paths, subgraphs, or subtrees. A
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simple and efficient variety of graph kernel focuses on the occurrence of same-length
shortest paths in two graphs.

Specifically, I implement a shortest-path kernel function proposed by Borgwardt
and Kriegel (2005) [9]. The kernel effectively computes graph similarity by
comparing the number of same-length shortest-paths in two graphs. The first step
in computing the shortest-path kernel is to transform the original graphs into their
shortest-paths graphs, which contain the same set of vertices as the original graph
but with edges between all nodes which are connected by a walk in the original
graph. Every edge in the shortest-path graph is weighted by the shortest distance
between the two nodes in the original graph. The authors use the Floyd-Warshall
algorithm to find the shortest-paths between all pairs of vertices with a running
time of O(n3). Let G1 and G2 be the two input graphs transformed into their
shortest-paths equivalents, S1 and S2. The shortest-paths kernel function is then
defined as:

kshortest−paths(S1, S2) =
∑
e1∈E1

∑
e2∈E2

k
(1)
walk(e1, e2) (2.3)

where k
(1)
walk is a positive definite kernel on edge walks of length 1. [9]

This kernel has an asymptotic runtime of O(n2m2) where n and m are the
numbers of nodes in the two graphs [9]. This means that considering a total of N
graphs with m nodes in each, the overall runtime complexity is on the order of
O(m4N2). The resulting kernel is positive definite, meaning that all of its
eigenvalues are non-negative [9]. By definition, a kernel matrix (also called a Gram
matrix) must be symmetric and positive semi-definite to ensure that it can
represent an inner product in any Hilbert Space.

I also examine subtree kernels, focusing on the Weisfeiler-Lehman kernel proposed
by Shervashidze and Borgwardt (2009) [35]. Intuitively, the Weisfeiler-Lehman
kernel records the occurrences of different subtrees in each graph and then computes
a similarity score based on the number of same subtrees between two graphs. More
specifically, this kernel uses the Weisfeiler-Lehman test for graph isomorphism as its
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basis. Two simple graphs G1 and G2 are isomorphic if there is a bijective function f

from the set of vertices V1 to V2 with the property that a and b are adjacent in G1 if
and only if f(a) and f(b) are adjacent in G2 for any a, b ∈ V1. This test for graph
isomorphism effectively tests whether two graphs are the same and makes it a
natural starting point for a kernel function.

The following is a description of Shervashidze and Borgwardt’s variant of the
Weisfeiler-Lehman algorithm used in their kernel function. Given two directed
graphs G and G′, the 1-dimensional Weisfeiler-Lehman algorithm with each
iteration indexed by h proceeds as follows:

Figure 2.4.1: Pseudocode for Weisfeiler-Lehman graph isomorphism test, reproduced from by
Shervashidze and Borgwardt [35].

The 1-dimensional version refers to the fact that all node labels have a single
dimension. The Weisfeiler-Lehman algorithm terminates in iteration h if after step 5
the set of new labels is different than the set of labels from the previous iteration.
In formal notation, this means the algorithm terminates if
{lh(v)|v ∈ V } ̸= {lh(v′)|v′ ∈ V ′} where V and V ′ are the vertex sets of G and G′

[35]. The sorting in step 3 can provide a simple definition of the function f used in
step 4 to map labels to compressed labels. The implementation that we (and the
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original authors) use is that the function f maintains a counter of the number of
unique strings that it has mapped to unique compressed labels. Each time the
function encounters a new subtree, it increments the counter and assigns the newly
labeled subtree a compressed label equal to the counter’s value. This
implementation combined with the ordering in step 3 guarantees that all the same
string labels will be mapped to the same number, because they must occur in the
same block. The running time of this algorithm is O(hm) where h is the number of
iterations completed and m is the total size of the set of all multisets [35].

Given the Weisfeiler-Lehman isomorphism test, the Weisfeiler-Lehman kernel can
be described as follows:

Figure 2.4.2: Description of single iteration of Weisfeiler-Lehman kernel, reproduced from
Shervashidze and Borgwardt [35].

Effectively, the kernel counts the common number of multiset strings in the two
graphs based on the Weisfeiler-Lehman 1-dimensional test for graph isomorphism.
This kernel is positive definite and has an overall runtime complexity on N graphs
of O(Nhm+N2hm) [35]. Again, the Weisfeiler-Lehman kernel will be bounded by
h iterations in the case that the isomorphism test produces the same labels for each
graph after every iteration. In practice, I never reach an iteration above three on
any graphs. Another definition of the kernel can be given based on the notation in

10



Shervashidze and Borgwardt (2009):

k
(h)
WL(G1, G2) = |{(si(v1), si(v2))|f(si(v)) = f(si(v2)), i ∈ {1, ..., h}, v1 ∈ V1, v2 ∈ V2}|

(2.4)

where f is injective and the sets {f(si(v))|v ∈ V1 ∪ V2} and {f(sj(v))|v ∈ V1 ∪ V2}
are disjoint for all i ̸= j

This definition explains that the kernel is counting the common number of labels
in the two graphs. Like the original paper, I use the node out-degrees as the initial
labels, but I also test a modification where each node’s initial label corresponds to
binned values for its degree and the time it shares the original message. This
modification to the labeling is discussed in more detail in the methods chapter.

2.5 Related Work

I review literature related to this thesis including hate speech detection techniques,
information cascade analysis, and applications of graph kernels.

Automated Hate Speech Detection

There has been an extensive amount of research to detect hate speech online in the
last decade. The majority of successful detection methods have used textual
classifiers to identity hateful messages. Computational linguistics methods like
n-grams or bag-of-words models have been applied extensively to the task
[12, 14, 15, 25]. These models focus on learning from recurring patterns of words or
phrases. The bag-of-words method, in particular, has had significant success
detecting hate speech. Djuric, et al. (2015) found a hate speech accuracy of 80% on
a binary classification of over 100,000 manually labeled tweets using a continuous
bag-of-words model [14]. Recent attempts at text-based deep learning techniques
have produced drastic improvements over existing supervised learning techniques
[7]. Though the deep learning methods represent the cutting-edge of textual
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detection methods, they still ignore contextual information embedded the content’s
spread. My classification techniques offer a novel way to learn from a message’s
sharing context.

Few classification systems have looked extensively at sharing patterns or
meta-information about posts to pinpoint hate speech. Previous research has
focused on the text, or predicting recurrent “hateful” users [19]. Both Zhong et. al
(2016) and Waseem and Hovy (2016) consider the effect of the number of replies,
the replies from followers, and the total number of posts by a user to detect hate
speech [41, 46], but the two studies produce opposite results. Zhong et. al found no
correlation between sharing patterns and hateful content, while Waseem and Hovy
did. Both studies only tangentially consider sharing-based features, so this thesis
builds on their work by providing a more fully-realized examination of the predictive
ability of propagation networks. To my knowledge, no extensive research has been
performed to classify the spread of hate speech.

Information Diffusion Online

Investigating how information spreads online has been a major focus of social
network analysis for over a decade. Extensive research has attempted to measure
the virality of a cascade [43] or whether content will disseminate in specific
demographic groups [31]. For example, previous research has found that radicals are
far more likely to post political content than political moderates and that users with
more followers are less likely to post racist content [20, 30]. Romero, Meeder, and
Kleinberg (2011) provide a comprehensive examination of how diffusion cascades on
Twitter differed for various topics like politics, sports, movies, etc. [32]. Their
research found significant differences in the distribution of cascade sizes and
persistence across topic areas, arguing that repeated exposure to specific types of
content made users more likely to share it. A later study by Wu (2011)
demonstrated that information cascades carrying negative sentiments fade far more
rapidly than their positive sentiment counterparts [44]. In addition, recent research
into temporal graph motifs in social networks offers more extensive analysis of the
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specific substructures that frequently occur in sharing networks [28]. Graph motif
analysis offers a great way to evaluate the subtrees of the cascades in my dataset to
compare with other online networks.

The recent research of Vosoughi, Roy, Aral, (2018) provides a similar examination
of the spread of true and false rumors. The authors analyze the diffusion cascades of
verified true and false news stories on Twitter from 2006 to 2017 over 125,000 total
cascades [38]. The study finds major differences between the cascades of true and
false stories: false rumors spread faster and more broadly than their true
counterparts. Interestingly, the authors demonstrate that this difference in sharing
behavior occurs in human Twitters users, not bots on the platform and that
motivation to share novel news stories drives a lot of the virality of this fake
information [38]. The paper does not outline specific frameworks for classifying true
and fake news, instead focusing on the patterns and differences in how the content
spreads.

A variety of research has considered graph-based predictions in social networks,
but few have relied on kernel-based methods. Two notable related papers in this
area are Yanardag and Vishwanathan (2015) and Nikolentzos, et al. (2017). The
first proposes a series of deep graph kernels and demonstrates their application to
social network analysis. The authors propose deep learning variants of common
graph kernels, such as the shortest-paths or Weisfeiler-Lehman kernel. They use the
same datasets as many earlier papers, including Shervashidze and Borgwardt who
first described those kernel functions, and demonstrate significant improvements
over the baselines with approximate accuracy increases of 3-4% [45]. This thesis
uses the techniques proposed in their paper and sees similar improvements over the
original kernels in my experiments.

The research of Nikolentzos, et. al shows the effectiveness of marrying graph
kernels with convolutional neural networks. Nikolentzos, et. al does not propose any
new kernel variants but shows the effectiveness of convolutional neural networks to
the domain of graph analysis [27]. Like the researchers before them, they use the
same set of datasets as Shervashidze and Borgwardt, seeing significant classification
improvements. The papers have all used the same data sets for their experimental
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results which makes it possible to compare the effectiveness of their methods to
earlier attempts. None of these papers consider a direct application to
characterizing diffusion cascades in social networks.
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Chapter 3

Dataset

Data collection was an important component of my research considering the
difficulties in defining hate speech and the dearth of past research on the topic. This
chapter summarizes the data collection and processing for my dataset.

3.1 Collection

I collected retweet cascades from the Indiana University Networks Science Institute
(IUNI). The API includes well-formed sharing cascades including retweets and
mentions for all posts containing a specific hashtag [13]. This allowed me to query
the API using specific hate speech terms as my input hashtags. In my experiments,
I use hashtags as a proxy for topic. I started with a list of the 1,000 most common
hate speech terms compiled by Hatebase.org, an online repository of hate speech
content on social media. This list contains a variety of hate speech terms related to
racism, sexism, and homophobia and also features in the data collection for
Davidson, et al. 2017 [12]. In addition, I used two other sources for hate speech
terms to complement the Hatebase.org list. Though the Hatebase.org list contains a
large number of hateful phrases, many of the 1,000 terms are outdated and no
longer popular on Twitter. I included a list of hate speech terms compiled by Gao,
Kuppersmith, and Huang (2017) [15] in their examination of hate speech on Twitter
as well as a sampling of trending hate speech hashtags from the Southern Poverty
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Law Center’s Hate Tracker, which monitors trending hate speech movements on
Twitter [3].

The IUNI group’s API collects data from the Twitter Decahose stream which
contains a random 10% sampling of all Twitter activity in a given time period.
Twitter does not include any further details about the sampling method [1], but the
IUNI API documentation notes that the distribution of sampled activity may be
highly skewed towards active users and popular topics. One major downside of the
data from IUNI is that in cascades with over 1,000 nodes, it applies a version of
k-core filtering to the graphs [13]. I included checks during data collection to ensure
that the cascades in the API responses had not been filtered, but certain cascades
retrieved during the beginning of my data collection phase may have contained
k-core filtered graphs.

I gathered over 65,000 sharing cascades containing approximately 600,000
retweets ranging from January 2017 to March 2018. In order to consider more rich
data to create meaningful predictions, I exclude cascades that have fewer than seven
nodes (six total shares) or a depth less than three. Preliminary testing with my
benchmark regressions showed that the prediction accuracies were extremely poor
with such small cascades, so this cutoff balanced maintaining a representative
sample with focusing on learnable data points. The size cutoff eliminates the
majority of collected cascades, leaving 4,599 valid cascades containing slightly more
than 200,000 retweets.

This left only 6.5% of the total cascades collected, but I found that this cutoff
vital for the experiments. Training models on cascades that only contain a few
shares is not practical for hate speech detection. If content only has a single share
or two, it does not contain nearly enough information in the network graph to build
any type of accurate classification system. This is one downside of the classification
method: tweets which are not shared extensively cannot be identified as hate
speech. That being said, the tweets that propagate in the network are the most
important to detect since they reach a much larger portion of Twitter’s user base. I
decided that a smaller but richer dataset was the best starting point for training the
models. The selected 5% of all cascades includes 32% of all collected retweets, so
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they are also vastly more informative than the majority of cascades collected. I see
a wide variety of sizes and depths within the cascades that meet the size cutoff
included in Figure 3.1.1.

(a) Size distribution (b) Depth distribution

Figure 3.1.1: Size and depth distributions for valid cascades

The depth distribution is approximately a power law distribution, though the size
distribution is not as skewed. The majority of cascades tend to be smaller, resting
at the cutoffs for size and depth. As I discuss in the results section, my classification
accuracies show a strong trend towards stronger classifications with deeper and
larger cascades.

I also gathered a sample of the follower relations between users in the cascades,
but I did not collect the full follower network because of the Twitter API’s strict
follower request rate-limiting. The API allows 15 requests per 15-minute window.
Given that my cascades contain over 120,000 users, retrieving the follower relations
of all users would take over 80 days of continuous requests. This means that I only
collected a very small sample of the follower relations. I consider the follower
network briefly, but it is not an emphasis in my results considering the extremely
limited sampling.
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3.1.1 Diffusion Network Inference

The public Twitter API does not provide the true retweet path of a tweet, so all
retweets returned by the API appear to directly retweet the original poster. This
issue arises in several studies about Twitter retweet cascades and makes retrieving
the true sharing paths quite difficult [38, 39]. Other studies must work to infer the
actual retweet paths, normally using information about each user’s followers at the
time of the sharing to decide how the tweet reached them. This is not an issue with
the data sampled from the IUNI API. The IUNI API receives an elevated data
stream from Twitter and curates the retweets and mentions cascades to reflect the
true sharing paths, though the official documentation lacks extensive details about
their curation process [13]. For this thesis, I assume that the cascades returned by
the IUNI API are the true sharing paths. The IUNI data collection introduces other
sampling biases, but it is a benefit that the diffusion network inference problem is
not an issue I need to handle extensively.

Using IUNI data introduces a separate issue where the shared content may be
different in parts of the cascade. If User B retweets a message from User A and User
C retweets a message from User B, it is unclear whether the message retweeted by
User C is User A’s message or a new message from User B using the same hate
speech hashtag as User A’s message. This means that specific edges in the retweet
cascades could correspond to sharing content that is not the tweet from the root
node. Though this inference issue removes precision from the cascade tree
information, I am still able to determine the spread of specific information. So long
as a thread of sharing maintains the same hashtag, i.e. topic, it is fair to assume
that the content is highly related. This issue is also unlikely to occur frequently
since many cascades occur over the course of a few hours, so it is improbable that a
user would write a new tweet only an hour or two after sharing a similar message.

This issue appears most prominently in the few cascades that include multiple
source nodes. Approximately 6.7% of the cascades meeting the size cutoff have more
than one source node, heavily skewed towards the largest cascades. I assume that
the root node of the cascade is one who receives the first retweet to handle this, and
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I use the content of this first tweet chronologically to label the cascade as hate
speech or not. I leave the other source nodes in the cascade but do not pass their
text into the classifier for labeling. This likely introduces some error since the other
root tweets in the cascade possibly do not contain hate speech. This simplifies my
data processing since I do not have to consider labeling multiple tweets and
handling disagreements, and I believe it is fair to assume that if another message is
part of a hate speech cascade with the same hashtag, then it likely is closely
associated with the hate speech message.

3.2 Processing

With suitable cascades for classification, I then use an existing textual classifier to
assign binary labels to the root tweets of each cascade indicating whether it contains
hate speech. I input each non-anonymized tweet id into Twitter’s public API to
query for the tweet’s text. The content of each tweet is then passed into a modified
version of the textual classifier implemented in Davidson, et al. (2017) to label
them. Producing ground truth labels would be costly, requiring annotators to
manually label every tweet. Instead, I access good approximations of the true labels
using a highly accurate text classifier. Davidson, et. al train their supervised
learning model on a series of 25,000 tweets labeled as hate speech, offensive
language, or neither by multiple workers on the crowdsourcing platform
CrowdFlower. Appendix A includes information about the manual annotation
process, example hate speech criteria, and the general difficulties producing reliable
hate speech annotations. The model relies on n-grams and bag-of-words features,
and their paper’s multi-class classifier produces strong results on their dataset:
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Figure 3.2.1: Original hate speech textual classifier true and predicted categories [12]

The biggest issue their model faces is the misclassification of hate speech as
offensive language. By modifying the authors’ original classifier, I am able to
produce even stronger results for my labeling purposes. I make three major
modifications: reducing their multi-class classification to a binary classification,
improving their regularization terms, and adjusting for the dataset’s severe class
imbalance. The original research distinguishing hate speech, offensive language, and
neither. I reduce this to two classes: hate speech and not hate speech. I also make
adjustments to their regularization parameters and other hyperparameters to
account for the class imbalance in the new binary classification. These changes
greatly improved the classifications for the updated task. In the end, my modified
classifier produces the following accuracies:
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Figure 3.2.2: Updated hate speech textual classifier true vs. predicted categories

My major focus was to eliminate hate speech false positives in the predictions.
Considering my dataset’s extremely imbalanced classes, even the 2% hate speech
false positive rate represents approximately 20% of all reported hate speech. This is
a large false positive rate relative to the total size of the hate speech examples, but
it is a necessary step without access to manual annotations. I chose to run binary
classifications instead of multi-class classifications because the binary classification
showed more accuracy assigning initial labels (at the expense of specificity). This
step introduces a fair amount of error into the experiments if the labeling follows
the same accuracies as the tests on the dataset from Davidson, et. al. It is unclear
what specific issues this labeling error introduces, but it certainly impacts my
classification results.

In the end, my sample includes a similar proportion of hate speech as compared
to Davidson, et. al. This is an encouraging result since we gather data in similar
ways using the same list from Hatebase.org to find hate speech tweets. This implies,
however, that their classifier is likely flexible to different examples of hate speech
even if it misclassifies a small portion of the examples. The only major categories
excluded from this collection are pictures or videos containing hate speech. I
identify a reasonable amount of hate speech using textual methods, but it is likely
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that some of these messages contain media that violates Twitter’s content policy.

(a) Depth distribution (b) Size distribution

Figure 3.2.3: Depth and size distributions for labeled cascades

There are slight variations in these basic structural distributions. The hate speech
labeled cascades tend to be shorter but not much smaller on average, and there are
a few sampling biases addressed below that likely contribute to the smaller hate
speech cascades. In the end, I am left with binary hate speech labels for my 3,704
cascades. 272 (7.3%) of cascades are labeled as hate speech and remaining 3,432
(92.3%) cascades are labeled as non-hate speech messages.

3.2.1 Approach to Tweet Deletion and Account Suspension

Using historical data from over the past year, there are several tweets had been
deleted or user accounts suspended before I could access them. I exclude any
cascades where the root tweet is not accessible which amounts to 895 cascades
(12.1% of the total) – these cascades are not included in statistics for collected
cascades. This effect has been shown to impact the results of previous studies about
information propagation on Twitter. A previous study found that missing tweets
often violated Twitter’s content policy or related to sentiments or claims users
decided to no longer promote [24]. The removal of certain tweets likely decreases the
overall proportion of hate speech, especially the number of large hate speech
cascades. There are 780 cases where either the root user has been suspended or the
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original tweet was removed by Twitter, meaning those cascades cannot be labeled.
These cascades were approximately twice as large and twice as deep as compared to
the average cascade in the dataset.

Removing these cascades likely introduces some sampling bias, since Twitter is
more likely to find and censor viral hate speech messages than obscure postings
which do not reach many users. One explanation is that the inaccessible cascades
were viral content that violated Twitter content policy covering hate speech, abusive
messages, graphic violence, and pornographic content [4]. This sampling bias injects
systemic error into my classification results. If I assume that most of the
inaccessible cascades belong in the hate speech group, then it would have similar
distributions of depth and size as the control group. The experiments I conduct
without these cascades learn from a set of hate speech cascades that have obvious
structural differences from the control group, making classifications easier. At the
same time, my models see much lower accuracies with smaller cascades, so by
removing large hate speech cascades, I make the task more difficult. I cannot
accurately gauge the effects of this sampling without better information about the
inaccessible users and tweets. The other 115 unreachable tweets come from private
accounts (100) or were removed by the user themselves (15).
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Chapter 4

Methods

This chapter summarizes the classification methods implemented to detect hate
speech.

4.1 Benchmark Methods

I investigate novel cascade attributes and learning techniques to detect hate speech
in the collected dataset. This included producing benchmark methods and then
exploring improved supervised learning methods, iterating on the effective
techniques. At first, I built regressions using only simple structural features to
distinguish the two classes. I produced a list of basic features based on the network
structure for my initial classifier, including:

• Depth, size, width, duration

• Max degree, assortativity coefficient, number of leaf nodes

• Node degree distribution

Using only these structural attributes, I ran least-squares and logistical regressions
to classify the cascades using all the dataset’s cascades for training and testing.
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Classifier Accuracy Precision Recall F1
Linear Reg. 0.77 0.83 0.78 0.69
– Hate Speech ––– 1.00 0.01 0.04
– Control ––– 0.78 1.00 0.87
Logistical Reg. 0.77 0.83 0.79 0.70
– Hate Speech ––– 1.00 0.06 0.11
– Control ––– 0.78 1.00 0.87

Table 4.1.1: Initial performance for basic regressions

These basic regressions provide poor results at detecting hate speech with recall
rates of 0.01 and 0.06 even though they have relatively high accuracies overall. They
produce false positive rates that are orders of magnitude larger than the true
positive rate, and the initial results signified that my classification methods would
need more in-depth features to hand this non-trivial task.

4.2 Feature Optimization

I prioritized methods that would be more effective at predicting the hate speech
minority class, investigating other features that could play an important role in
classification like temporal dynamics and more involved structural features. I
developed stronger benchmark regressions models. These methods could offer a
valid benchmark for more obscure techniques, and the linear models made analyzing
relative features orderings and weights straightforward. I introduced a variety of
regression features and new regression types that provided improvements to the
classification accuracy. A few of these features include:

• Temporal: Distribution of retweet latencies, retweet time series over the
cascade’s duration, change in retweet activity

• Structural: depth distribution of nodes, maximum cascade depth-level width

Appendix B includes a full list of the features implemented in the regressions.
Linear models such as ridge and lasso linear regressions offered ways to analyze the
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importance of various features by considering the feature paths or the relative
weights of distributions encoded as features. The results chapter discusses the
analysis of these regression feature weights. These features were developed with the
hate speech dataset, but much of the feature development occurred on a preliminary
task. Before attempting hate speech classification, I tried a proof of concept
detection as a benchmark. This preliminary task was to differentiate between
content that was internally or externally motivated, i.e. whether the post was
relevant to the poster’s personal life or about events happening around the world.
Appendix B includes details about these experiments.

Time dynamics arose as an influential set of information during feature
optimization, and many features describing the temporal aspects of the sharing
cascades were the most indicative of classification class. This was a focus for future
method development: producing classifiers that could incorporate the rich set of
information embedding in the cascade’s time dynamics.

4.3 Kernel Methods

One set of models that could provide substantial improvements to my classifications
was kernel methods. Normally, kernel methods are less appealing for social network
analysis because they frequently rely on graph isomorphism tests that can be
computationally expensive for large graphs, but that is not a major issue for me
since most graphs I consider are smaller than those in the rest of social network
analysis. Using SVMs coupled with appropriate graph kernels was an attractive
option.

I examine three specific kernels: the shortest paths kernel, the random walks
kernel, and the Weisfeiler-Lehman subtree kernel [9]. The random-walk kernel
determines similarity by comparing the number of matching random walks in two
graphs between nodes with the same label, and in this case, the initial labeling
corresponds to the out-degree of each node. This kernel performs poorly in my
classification tasks for reasons discussed in the results chapter, so it is not an
emphasis of this research. I used the Weisfeiler-Lehman kernel instead of the
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original Ramon-Gartner subtree kernel since it has been shown in recent literature
to provide significant improvements over the Ramon-Gartner kernel in multiple
studies [42, 45]. Though these kernels are effective, none can take advantage of the
cascade time dynamics information.

I test a variant of the Weisfeiler-Lehman kernel (“WL Variant”) that includes a
new labeling scheme to incorporate the rich time-based information. The unlabeled
version of the Weisfeiler-Lehman kernel assigns each node’s initial label to be its
degree [42]. The explicit version using node ids, i.e. Twitter usernames, as labels
was not effective because the cascades have few repeat users, so comparing users
between graphs is ineffective. Instead of the default graph labels, I assign initial
labels that are the concatenation of a binned value of a node’s degree and a binned
value of its retweet latency (i.e. the time between the node retweets and the node
before it retweeted.) There are ten values for each degree and time bin using digits
0-9. This offers a way to incorporate more information than the original labels
which just include the node degrees.

The final kernel-based method I explore is the deep Weisfeiler-Lehman kernel.
Owing to the success of the Weisfeiler-Lehman kernel in early trials, I consider the
deep version from Yanardag and Vishwanathan (2015). The kernel uses neural
language model to learn latent representations of the sub-structures in the graphs,
using the labeling from the Weisfeiler-Lehman kernel. It relies on models like
continuous bag-of-words (CBOW) and skip-grams [45]. This framework marrying an
established kernel with recent advances in language modeling and deep learning
offered a possible improvement over the original kernel. As my results will show,
this deep kernel was vital to the most effective hate speech classification method.
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Benchmark Regressions Kernel-Based Methods
Linear Regression Random-Walks Kernel
– Ridge Shortest-Paths Kernel
– Lasso / Group Lasso Weisfeiler-Lehman (WL) Kernel
Logistical Regression WL-Varient Kernel

Deep WL Kernel

Table 4.3.1: Classification techniques examined

Ultimately, my reported results exclude the random-walks kernel since it was
nearly identical (though slightly worse) in its classification ability as compared to
the shortest-paths kernel. All kernel-based methods were used in the preliminary
task detailed in Appendix B as well as the hate speech classification, with the
exception of the deep Weisfeiler-Lehman kernel.
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Chapter 5

Experiments

This chapter introduces the experimental design for my hate speech classification
tasks and then discusses the evaluation criteria for my methods.

5.1 Experimental Design

I conduct two series of experiments: one with balanced class sizes, i.e. equal
amounts of hate speech cascades and control group cascades, and one with
imbalanced class sizes using the entire dataset. Conducting both sets of experiments
offered an opportunity to analyze differences in relative classification performance
for each method across the experimental settings. The imbalanced case uses all
valid cascades for training and testing, while in the balanced case, the control
group’s size is reduced to that of the hate speech class. Of course, considering the
small percentage of hate speech, the balanced class experiments feature only 14% of
cascades.

Class Label Balanced Imbalanced
Hate Speech 320 320
Control 320 3,384

Table 5.1.1: Class sizes for balanced and imbalanced classification tasks

In reality, the imbalanced experiments are the most relevant. Though hate speech
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has festered on Twitter for some time, it still accounts for only a small portion of all
content on the platform, so the ability to detect it in the presence of a variety of
other content is the most practical in real-world situations. For each test, I assign
80% of the data to the training and validation set and the remaining 20% to a test
set and use 10-fold cross-validation on the training and validation set for all tests.
The reported classification results in the next chapter are the averages over multiple
trials.

All model implementations were written in Python using the NetworkX library
[17] for all graph functions and scikit-learn [29] for the majority of machine learning
models and analysis. I use the original implementations for the graph kernels, those
of the Weisfeiler-Lehman kernel [21], shortest-paths kernel [9], and deep
Weisfeiler-Lehman kernel [45], with slight modifications to coincidence with the rest
of my framework.

5.2 Evaluation Metrics

The evaluation metrics reported in the results section allow me to analyze the
success of the methods beyond basic accuracy measurements. I use evaluation
criteria that are common in related literature and especially appropriate for
classification tasks with heavily-imbalanced classes. There are four basic terms for
the classification outcomes for each input:

• True Positive (TP): when hate speech cascades are predicted as hate speech
cascades,

• True Negative (TN): when control group cascades are predicted as control
group cascades,

• False Positive (FP): when control group cascades are predicted as hate speech
cascades;

• False Negative (FN): when hate speech cascades are predicted as control
group cascades;
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For my task, the control group refers to the sharing cascades of content that does
not contain hate speech. These four terms can produce the classification report I
include for each method:

Precision =
|TP |

|TP |+ |FP |
(5.1)

Recall = |TP |
|TP |+ |FN |

(5.2)

F1 Score = 2× Precision×Recall

Precision+Recall
(5.3)

Accuracy = 2× |TP |+ |TN |
|TP |+ |TN |+ |FP |+ |FN |

(5.4)

These metrics are commonly used in binary classification to articulate various
aspects of the results. Accuracy measures the similarity between hate speech and
predicted hate speech in my binary context. Precision measures the proportion of
reported hate speech cascades that are actually hate speech, and recall measures the
proportion of all hate speech cascades that are correctly classified as hate speech.
The F1 score is a combination of both precision and recall metrics, giving a
composite classification metric. For all these metrics, higher values indicate stronger
classification ability.

For this thesis, hate speech cascade precision and recall represent especially
important metrics considering the heavily imbalanced classes. An accuracy over
90% can easily be achieved by strictly predicting all input as the control group. For
this reason, my evaluation criteria include metrics like hate speech recall and
precision that offer a more detailed picture of how well the models detect hate
speech. I attempt to achieve a higher hate speech recall at the expense of a higher
false positive rate, though I still look for a balance between the two metrics.

The other major evaluation criterion is the area under the receiver operating
characteristic (ROC) curve. The ROC curve is a plot of the true positive rate on
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the y axis and the false positive rate on the x axis for various classifier decision
thresholds. The true positive rate (TPR) is the same as the recall described above,
and the false positive rate (FPR) is given by: |FP |

|FP |+|TN | . From the ROC curve, I can
find the area under the curve (AUC) which is a popular way to consider the
trade-offs between sensitivity and specificity in a binary classifier. For my purposes,
a higher FPR and lower FNR is more desirable than the opposite outcome. I try to
strike a balance between both metrics while maintaining a reasonable accuracy
overall. Especially considering the lack of consensus around hate speech and my
strict definitions for classifying the original content, having a liberal threshold for
predicting a message as hate speech is more desirable. A simple formula for the
AUC is given by:

AUC =
1

mn

m∑
i=1

n∑
j=1

1pi>pj (5.5)

Where i ranges over all m data points with positive label 1 (hate speech cascades)
and j ranges over all n data points with negative label 0; pi and pj denote the score
given by the classifier to points i and j, respectively. 1 represents the classifier’s
indicator function which outputs 1 if and only if the condition pi > pj is satisfied.
The AUC has been noted as a more consistent metric than accuracy for binary
classification tasks with high class imbalance [23], so it is appropriate for my
experiments. A higher AUC means that the true positive rate is significantly higher
than the false positive rate for various thresholds.
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Chapter 6

Results

This chapter reports the experimental results and some analysis for my hate speech
classification models. I also include an examination of the features and graph motifs
prevalent in hate speech cascades. I begin with the balanced and then imbalanced
classification tasks, reporting the benchmark regression results and the kernel
methods.

Classifier Accuracy Precision Recall F1
Linear Reg. 0.63 0.63 0.64 0.64
– Hate ––– 0.61 0.63 0.62
– Control ––– 0.67 0.65 0.66
Logistical Reg. 0.64 0.65 0.64 0.64
– Hate ––– 0.70 0.62 0.66
– Control ––– 0.59 0.67 0.63

Table 6.0.1: Benchmark regression results for balanced hate speech classification task

The benchmark regression classifiers have relatively weak overall accuracies, and
the different regression methods included very similar results. In the more
applicable test where hate speech represents 7% of all cascades, these methods are
even weaker when compared to other methods. One explanation for this is the much
smaller dataset in the balanced case. The results reported are averages, but the
balanced case results show more variation owing to the fact that the models train
and test on only 14% of the cascades.
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Classifier Accuracy Precision Recall F1
SP Kernel 0.55 0.52 0.55 0.53
– Hate ––– 0.55 0.60 0.57
– Control ––– 0.50 0.50 0.50
WL Kernel 0.68 0.72 0.65 0.67
– Hate ––– 0.45 0.73 0.56
– Control ––– 0.84 0.62 0.71
WL Variant 0.69 0.75 0.68 0.70
– Hate ––– 0.47 0.74 0.58
– Control ––– 0.85 0.64 0.73
Deep WL Kernel 0.70 0.72 0.70 0.70
– Hate ––– 0.80 0.58 0.66
– Control ––– 0.64 0.82 0.71

Table 6.0.2: Kernel method results for balanced hate speech classification task, SP =
shortest-path, WL = Weisfeiler-Lehman

The deep Weisfeiler-Lehman method has an accuracy of 0.70 and the highest hate
speech F1 score at 0.66. The results show how ineffective the shortest-path kernel
method was as a classifier, so I did not pursue variants of other path or walk-based
kernels. The SVM using the shortest-path kernel produced an accuracy of 0.55
which is very weak. Considering that most graphs have depths of three or four
levels and that nearly 65% of all nodes are leaf nodes, there is not much variety in
shortest path lengths for the kernel to learn from. The classifiers based on the
Weisfeiler-Lehman kernel were the most successful. The non-deep versions of the
kernel exhibit higher hate speech recall, but their precisions are only half that of the
deep Weisfeiler-Lehman kernel. Each method was able to detect hate speech more
precisely than the control group but produced lower recall, suggesting that a
minority of the hate speech cascades were separable from the rest of the those in the
dataset. Also, the kernel-based classifiers are more complicated models which may
require more training data for accurate predictions. The kernel matrices, especially
for the Weisfeiler-Lehman kernel, are extremely sparse, so it is not possible to make
accurate predictions without a larger amount of training data. This would give
some explanation of why the kernel-based methods see larger improvements over the
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benchmark regressions using the entire dataset.
Next, I consider the results for the imbalanced classification task including the

entire cascade dataset.

Classifier Accuracy Precision Recall F1
Linear Reg. 0.60 0.53 0.60 0.51
– Hate ––– 0.39 0.07 0.12
– Control ––– 0.62 0.93 0.74
Logistical Reg. 0.62 0.53 0.62 0.53‘
– Hate ––– 0.33 0.07 0.11
– Control ––– 0.64 0.92 0.76

Table 6.0.3: Benchmark regression results for imbalanced hate speech classification task

Though the accuracies are similar to the balanced case, the regressions fare poorly
at detecting hate speech once the entire control group is added to the training and
testing data. The hate speech recall is extremely low at 0.07 for both models. The
regressions misclassify an enormous amount of the control group as hate speech,
with the control group precisions of 0.62 and 0.64, and yet the regressions are only
able to accurately detect a minuscule amount of the hate speech cascades.

Classifier Accuracy Precision Recall F1
SP Kernel 0.61 0.93 0.62 0.74
– Hate ––– 0.07 0.33 0.12
– Control ––– 0.97 0.64 0.77
WL Kernel 0.72 0.89 0.71 0.78
– Hate ––– 0.12 0.46 0.19
– Control ––– 0.95 0.73 0.82
WL Variant 0.67 0.88 0.67 0.75
– Hate ––– 0.11 0.50 0.18
– Control ––– 0.95 0.68 0.79
Deep WL Kernel 0.80 0.89 0.80 0.84
– Hate ––– 0.17 0.44 0.25
– Control ––– 0.95 0.83 0.89

Table 6.0.4: Kernel method results for imbalanced hate speech classification task, SP =
shortest-path, WL = Weisfeiler-Lehman
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More than in the preliminary experiments, I found a significant improvement
using the Weisfeiler-Lehman kernel and especially the deep version for classification
with an accuracy almost 20% higher than the benchmark models. The deep
Weisfeiler-Lehman kernel method produces the highest accuracy, and it achieves
this through better control group classification since its hate speech precision, recall,
and F1 score are similar to the other kernel methods. Interestingly, there is a higher
hate speech F1 score for the deep version than the original Weisfeiler-Lehman kernel
in the balanced case (0.66 to 0.56), but the difference is not as significant in the
imbalanced case (0.25 to 0.19). The dramatic improvement of the deep
Weisfeiler-Lehman kernel method in the imbalanced case is likely a function of the
larger dataset. As a much more complicated model, the deep version requires more
data for it to provide benefits over the original version. That being said, the deep
kernel method improves the overall accuracy, but it does not provide a substantial
improvement in terms of hate speech detection.

All results reported for the Weisfeiler-Lehman kernel are for the 3-iteration
version. I report for this version because there are no two graphs where the labels
do not diverge by the third iteration. The kernel labels diverge faster with my
custom labeling system since each node label contains more information, meaning
that it requires two subtrees to have both similar time dynamics and structure to
have the same label. Overall the variant labeling system produced on average eight
times the number of labels in the second iteration than the original
Weisfeiler-Lehman kernel. Some analysis of the trade-offs between the specificity
and variety of the subtree motifs recorded by the Weisfeiler-Lehman kernels could
likely improve classification accuracy. The kernel methods do not include a final
normalization step on the kernel matrix once the kernel values have been computed
since previous research experiments found that normalizing the kernel similarity
values lowered overall classification accuracy [42]. This observation held true in my
experiments. Training kernel normalization decreased accuracy by merely 1%
overall for the kernel methods.

I considered the classification accuracy as a function of the input cascade’s depth
and size and found a general trend towards higher classification accuracies with
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deeper and larger cascades. Deeper and larger cascades have more information and
variation to learn from, so it makes sense that the classification models show
increased accuracies on these data points. It suggests that with a larger dataset and
even more expansive cascades, my methods could produce stronger results.

(a) Overall accuracy (b) Hate speech accuracy

Figure 6.0.1: Classification accuracies by cascade dimensions for deep Weisfeiler-Lehman
kernel model

Though many sections in Figure 6.0.1 appear to have strong accuracy, the overall
accuracy is still weak since the majority of cascades are in the lower-left corner.
Unsurprisingly, there are almost no cascades where the total depth approaches the
total number of shares in the cascade. The class imbalance becomes even more
pronounced at higher cascade depths and sizes with almost no hate speech cascades
with these dimensions. There are only fifteen cascades with depth seven or above
labeled as hate speech, representing 4% of all cascades at those depths (and only
20% of those appear in the test set). It means that the overall accuracy is higher
since the control group is all correctly predicted, but the deepest hate speech
cascades are mostly misclassified. The hate speech accuracy still increases with
large cascades, but these make up a small percentage of all hate speech cascades.
The kernel methods have slightly lower accuracies with smaller depth cascades than
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the regressions, though they significantly outperform the regressions at classifying
deeper cascades. This likely arises because the Weisfeiler-Lehman kernel provides a
more holistic look at the larger cascades by considering the patterns of smaller
substructures while the regressions are only looking at specific nodes or whole
cascade metrics.

Next, I include ROC curves for the classification of hate speech using my logistical
regression technique and the SVM model using the deep Weisfeiler-Lehman kernel.

(a) Balanced dataset (b) Imbalanced dataset

Figure 6.0.2: ROC curves from balanced and imbalanced classification tasks.

The ROC curves, perhaps more than any other measure, show how much the
kernel methods improve on the benchmark regressions. The kernel method has a
better ratio of true to false positives for all thresholds in both tasks. Both models
are much more sensitive in the imbalanced case, likely because of the severe class
imbalance. The kernel method also has a higher hate speech recall in both cases,
but in the imbalanced case, its AUC is only 0.55. Overall, this is a relatively weak
result considering that it also does not provide especially strong hate speech recall.
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6.1 Graph Motif and Feature Analysis

While the deep Weisfeiler-Lehman kernel model can offer the highest accuracy of
the methods examined, an enormous benefit of the regular Weisfeiler-Lehman kernel
is the ability to analyze the kernel matrix values for insights. Given the sparsity and
size of the kernel, I was able to examine what subtree patterns are associated with
the hate speech cascades. I used the vowpal wabbit library, optimized to learn from
sparse data [22], to train a linear model on the kernel matrix from the
Weisfeiler-Lehman kernel with my updated labeling system. This enabled me to
observe what subtree motifs feature prominently in the Weisfeiler-Lehman kernel
methods. The kernel matrices include approximately 20,000 entries for distinctly
labeled subtrees with the vast majority of entries empty for a given cascade. The
linear model I produced indicates that hate speech cascades feature substructures
that are thinner than the control group and have lower branching factors. The hate
speech cascades also appear to branch at the first or second depth level as opposed
to the control group cascades which frequently branched at deeper levels. This
pattern is likely a symptom of the hate speech cascades’ lower depths generally.

Figure 6.1.1: Most common hate speech temporal graph motifs with feature weight and
weight relative to heaviest feature below. Time ranges are approximate.

I also notice that occurrences of two source nodes are more common in the
control group case. This is likely because non-hate speech topics may be more
popular on Twitter, so my dataset is more likely to pick up two shares over a small
time period with multiple source nodes. This only occurs in a small number of
cascades, but almost entirely in the control group. The motifs also show different
time dynamics between the two classes. The hate speech cascades evolve much
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Figure 6.1.2: Most common control group temporal graph motifs with feature weight and
weight relative to heaviest feature below. Time ranges are approximate.

faster, while the control group cascades grow slowly, though they show much more
variation in the speed of their spread. These features account for nearly 16% of the
total weights in the model among a total of 452 weighted subtree motifs. I apply
generous regularization to find the most learnable motifs since the kernel contains
counts for approximately 20,000 different subtree motifs.

Analysis of the regression feature ordering shows that the benchmark regressions
classified based on similar structural patterns as the kernel methods. Like the graph
motifs, I include the five most heavily-weighted features for both classification
classes in Tables 6.1.1 and 6.1.2. Appendix F includes a full list of feature weights
from the hate speech linear regressions.

Hate Speech
Weight Feature
0.038 Variance of distribution of cascade depth-level sizes
0.024 Number of retweets in the 2nd 10% of cascade duration
0.021 Skewness of distribution of cascade depth-level sizes
0.017 Proportion of nodes at depth-level two
0.016 Skewness of distribution of retweet latencies

Table 6.1.1: Most heavily weighted linear regression features for hate speech in classification
tasks.

The regressions rely heavily on time dynamics and basic cascade structure. These
features combine to suggest that the hate speech cascades can initially propagate
much faster but in general do not spread as much as the control group cascades.
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The distributions for both retweet times over the cascade duration and nodes per
depth-level were heavily left-skewed (the third and fifth most-heavily weighted
features.) Those values made up the most distinctive features of the hate speech
cascades, accounting for almost double the weight of any other regression variable.
The regressions’ most-heavily weighted feature, the variance in the distribution of
cascade depth-level sizes, is a surprising result. Considering the distribution of
cascade depths was more skewed for the hate speech cascades, there may have been
even more nodes at higher and lower depths. One explanation for this, referring
back to the graph motif analysis, is that the branching did not happen as
immediately for hate speech cascades.

Non-Hate Speech
Weight Feature
0.045 Number of retweets in 0-1000 sec. after previous share
0.032 Average retweet latency in cascade
0.032 Maximum out-degree in cascade
0.022 Cascade depth
0.019 Highest width of a single depth-level in cascade

Table 6.1.2: Most heavily weighted linear regression features for non-hate speech in classifi-
cation tasks.

The regressions again heavily weight basic structural attributes to classify
cascades. The maximum out-degree, cascade depth, and highest width of a level in
the cascade all imply that the regressions relied on the larger average size and depth
of the control group to make classifications. These findings are consistent with
previous research. Wu (2011) finds that information carrying a negative sentiment
was much less viral [44]. Hate speech content, which contains a very negative
sentiment, appears to follow the patterns described as it can spread rapidly but
fades quickly. Likewise, hate speech can be divisive content but it is not as
sensational as false news, explaining why it does not experience the virality of
certain rumors [38].

Finally, I also find dramatic variations in the classifier running times. As
mentioned earlier, kernel methods are not popular for large graphs because they can
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be computationally intensive. I found this was true for my experiments, where even
with the relatively small cascade sizes, the SVM models using the
Weisfeiler-Lehman kernel took orders of magnitude more time to run than the
benchmark regressions (though some of the increased running time may originate
from implementation inefficiencies).

6.2 Comparison with Text-Based Classifiers

I also compare the results of my network-based classifiers to the results of prominent
text-based classifiers on the same dataset. I use models from Malmasi and Zampieri
(2017) to judge my hate speech detection capabilities [25, 37]. Malmasi and
Zampieri use features like character n-grams, word n-grams, and word skip-grams to
identify hate speech [25]. These features are common in other literature and rely on
recognizing patterns of repeated words or phrases in hate speech, so they provide a
strong comparison even though they do not represent the cutting-edge. I trained the
models on their original dataset of 14,509 manually annotated English tweets.
Instead of using their multi-class labels (hate speech, offensive language, and
neither), I trained it with binary labels: hate speech and not hate speech. I then
tested their models on my dataset for the balanced and imbalanced classification
tasks. The most accurate methods from the original paper were also the most
accurate on my dataset. There is some bias introduced since I assign labels to my
dataset using the classifier from Davidson, et. al. This processing introduces some
error into the labeling, so it may explain why the Malmasi and Zampieri classifiers
show weaker results than those reported in their research.
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Classifier Accuracy Precision Recall F1
Character 4-grams 0.77 0.76 0.76 0.77
– Hate ––– 0.75 0.73 0.74
– Control ––– 0.79 0.81 0.79
Character 5-grams 0.73 0.77 0.76 0.77
– Hate ––– 0.76 0.70 0.73
– Control ––– 0.70 0.84 0.77
Word unigrams 0.75 0.73 0.72 0.74
– Hate ––– 0.84 0.62 0.72
– Control ––– 0.71 0.81 0.76

Table 6.2.1: Comparison method results for balanced hate speech classification

The text-based methods have higher overall accuracies and hate speech precision
and recall than the kernel methods in the balanced case.

Classifier Accuracy Precision Recall F1
Character 4-grams 0.90 0.88 0.89 0.90
– Hate Speech ––– 0.25 0.40 0.31
– Control ––– 0.93 0.92 0.93
Character 5-grams 0.87 0.87 0.87 0.87
– Hate Speech ––– 0.16 0.18 0.17
– Control ––– 0.93 0.92 0.93
Word unigrams 0.88 0.88 0.87 0.88
– Hate Speech ––– 0.20 0.21 0.20
– Control ––– 0.94 0.93 0.93

Table 6.2.2: Comparison method results for imbalanced hate speech classification

In the imbalanced case, the results from the text classifiers also show stronger
accuracies and similar recalls than my methods. The character 4-grams model from
Malmasi and Zampieri demonstrates accuracies over 10% higher than my
Weisfeiler-Lehman kernel-based methods. This improvement mostly stems from
much better control group classification. Though the hate speech detection does not
appear much stronger, these methods have much lower hate speech false positive
rates. One interesting finding is that there is also a different set of hate speech
detected by the two methodologies. I compared the hate speech examples detected
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via both methodologies, specifically the deep WL kernel approach and the character
4-grams in the balanced and imbalanced cases. Figure 6.2.1 shows the classification
ability for both text-based and network-based detection models. The diagram shows
the overlaps between predicted hate speech examples for both models averaged over
multiple trials.

(a) Balanced case (b) Imbalanced case

Figure 6.2.1: Comparison diagram with text-based and network-based methods

I find a moderate amount of overlapping predictions, where approximately 60% in
the balanced case and 20% in the imbalanced case are the same. This suggests that
the network-based detection methods provide a useful complement to these existing
stronger methods. The text-based methods are superior especially in the
imbalanced case where my network-based predictions have a false positive rate
nearly 40% higher than the text methods.
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Chapter 7

Conclusion

This thesis presented a framework for classifying hate speech diffusion cascades on
Twitter using the network topology and time dynamics of the content’s spread. I
built a data pipeline for producing the inputs necessary for these classifications
relying on a curated API and previous textual classifiers. I demonstrated the
effectiveness of several classification techniques, specifically the Weisfeiler-Lehman
kernel function to classify hate speech cascades. In my case, the kernels worked well
for analyzing diffusion cascades because they are relatively short as compared to
most graphs in the domain of social network analysis.

My methods presented do not surpass the accuracy of recent textual classification
systems to detect hate speech. Instead, my framework complements existing
text-based classifiers. One recurrent theme in hate speech detection studies is the
difficulty of classifying text without any sense of context. My sharing network
classifications offer a sense of a message’s context by examining how other users
interact with it. Another major benefit of my approach is that it is extremely
difficult, if not impossible, to reverse engineer. This has become a concern since
many sophisticated information operations have found ways to avoid detection from
Twitter’s automated hate speech detection algorithms. Since the operations are
unable to control the spread of content once they release it, the methods I employ
are less susceptible to manipulation.

Hate speech is a difficult phenomenon to define, and my classifications reflect my
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own subjective biases. Any future research should remain conscious of the biases
that enter their classification algorithms. Further research on this subject should
focus on the data collection process and labeling. I relied on a variety of sources to
produce data in the desired form. Future experiments should rely on manual
annotations for ground truth while recognizing the inherent biases in those labels. I
labeled the root tweets as hate speech using a reasonably accurate classifier, but
considering that I sampled an entirely different dataset, it is not clear how well the
Davidson model translated to my setting. Given the moral and legal ramifications
of defining hate speech, any further research should be conscious of these concerns.

Another area to consider is a more detailed analysis of the follower networks of
each user and the dynamics of homophily in relation to hate speech. Previous
research has shown the degree to which homophily abounds on Twitter [26], and it
would be an interesting question to consider how many of these hate speech
cascades propagate within the same groups, forming hate-based echo chambers. The
timing of shares was a vital feature for my classifiers, but accurate information
about the follower relations between users would likely be an even richer set of data.
Previous research has shown that follower networks can provide a wealth of
contextual information, and this information could help detect hate speech [18].
Future research should provide a more thorough examination of follower relations.
For instance, do most groups form to share hateful messages among themselves? Or
are these hateful messages a byproduct of homophily?

Classifiers that exclude examining the follower networks of users in the cascades
(even though adding the follower relations would improve classification accuracy)
have certain benefits. They allowed me to demonstrate that information encoded in
the diffusion network is powerful enough to learn about the original content shared,
but this framework also affords every user in the sharing networks a level of privacy.
By not considering any information about the user’s identities or their followers, I
can provide reasonable predictions about content without exposing much
information about the users involved in the sharing process.

There are several extensions of this research that apply to quantitative social
science. One avenue would be to analyze the recurrent graph motifs in hate speech
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cascades more closely to find what insights these relationships show about the
spread of hate speech and the psychology of those sharing it. The different recurrent
subtrees were a major reason the Weisfeiler-Lehman kernel showed such promise, so
there are certainly tangible differences that research could explore. More broadly,
this classification technique allows us to consider some of the psychological and
social behaviors that underlie sharing patterns in online social networks, moving us
towards a better understanding of how we interact in an era of new social
networking technology.

Twitter faces a major challenge with how it chooses to handle hate speech and
other divisive content on its platform. The company has to deal with varying
conceptions of what constitutes inappropriate content in countries with different
tolerances for hate speech. Twitter has recognized that a sweeping but imprecise
campaign against hate speech could upset users and governments who object to the
company acting as a censor, so detection systems with a high false positive rate are
not an effective solution. Twitter should continue to focus on building sophisticated
algorithms that can accurately pinpoint hate speech and avoid false positives. My
thesis offers a classification technique that could contribute to that development.
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Chapter 8

Appendix

Appendix A: Hate Speech Annotations

Access to appropriately labeled training examples is essential for building hate
speech detection models. The strongest hate speech studies have relied on manually
collected and labeled datasets [12, 14, 15]. I use the textual classifier from Davidson,
et al. (2017) to classify the root tweets for each cascade, and the authors recognize
and discuss the biases in their annotations. Their classifier performs well at
detecting prevalent forms of hate speech like racist or homophobia content but fares
especially poorly with sexist hate speech. The classifier also fails at correctly
classifying many tweets which do not contain hate speech terms or swear words
because of the authors’ focus on learning from the common hate speech lexicon. For
example, their model misclassifies If someone isn’t an Anglo-Saxon Protestant, they
have no right to be alive in the US. None at all, they are foreign filth as neither
offensive language or hate speech [12]. These biases likely appear in the 3,704 root
tweets labels in my dataset.

These biases are not unique to this study and appear in much of the research into
hate speech detection. The research of Ross, et al. (2017) finds that providing a
definition of hate speech to annotators improves their alignment on hate speech
labels, but it does not significantly increase the reliability of the annotations overall
[33]. Similarly, previous research has also argued that amateur annotators, like
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those used in the Davidson, et. al paper, are more likely to label content as hate
speech than expert annotators with academic or activist backgrounds related to
hate speech [40]. Each communication setting brings different language conventions,
and previous studies have found that their models perform worse in other online
environments. For example, Kwok, Wang’s models found difficulty characterizing
hate speech that used the term n*igga or n*gger [20]. These happen to be common
terms in Twitter messages, but the authors underscore how important context is
when identifying hate speech.
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Appendix B: Preliminary Classification Tests

I approached a proof of concept classification problem to ensure the feasibility of
characterizing content based on how its shared in a social network was feasible
before focusing on methods to identify hate speech. Starting with a simple
classification problem provided a comfortable starting point to consider various
graph features and models even previous research has considered this type of task.
The preliminary task was to differentiate between content that was internally or
externally motivated, i.e. whether the post was relevant to a user’s personal life or
major events happening in the world.

I repurposed a dataset about information cascades from Weng, Menczer, and Anh
(2013), who initially used the dataset for predicting virality in communities on
Twitter [43]. The dataset includes almost 500,000 retweet cascades among 200,000
users and their follower relations, sampled from Twitter’s public API in March 2013.
Specifically, the dataset includes a list of over 200,000 Twitter hashtags followed by
the sequence of its adopters sorted by time. A user adopts a hashtag once he or she
shares content from another user using the hashtag.

I manually chose two groups of hashtags that implied the content’s topic to
classify the motivation-based cascades. I manually selected 42 hashtags that fit
either the internal or external topic areas, and these hashtags had 3,026 associated
cascade networks. There is a class imbalance in the resulting dataset, with 65% of
all cascades in the internal group and the remaining 35% in the external group.
Example hashtags for the internal and external groups include #twitterpeopleilove,
#whatmakesmesmile, #thingsthatilike, and #egypt, #believetour, #gop. I only
considered cascades with more than eight nodes.

I performed rudimentary analysis on the dataset to consider whether there were
enough retweets and variation between the cascades for a meaningful prediction
task. There were distinctive features about basic structural properties for both
classes, but the goal was to find a set of features that could provide even more
accurate analysis. First, I considered the number of cascades in each hashtag. In the
analysis, I excluded hashtags that have 10 or fewer cascades associated with them. I
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also wanted to consider simple structural properties of the cascades to make sure
there was variation.

(a) Depth distribution (b) Size distribution

Figure 8.0.1: Preliminary cascade depth and size distributions

This task was straightforward, and I could classify each type of content using
expected patterns. Other users that were not followers were not likely to share an
internally motivated message. These types of cascades were shared a lot at the first
depth level but then only a few users shared it after that. Externally-motivated
content was more likely to go viral.

Classifier Accuracy Precision Recall F1
Linear Reg. 0.84 0.82 0.84 0.82
– Internal ––– 0.86 0.94 0.90
– External ––– 0.71 0.47 0.57
Logistical Reg. 0.85 0.84 0.85 0.84
– Internal ––– 0.88 0.93 0.90
– External ––– 0.69 0.57 0.63

Table 8.0.1: Regression performance from preliminary trials

I found that a variety of features were weighted in the classification, though a few
coded features of the cascade trees were heavily weighted over the other features.
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Effectively, five or six features were weighted orders of magnitude more than the
other 40 features.

The most distinctive features were structural elements of the cascade trees, not
the temporal features. The two most heavily-weighted features were the variance in
the distribution of nodes at different cascade depths, and the variance in the
distribution of consecutive retweet times in the cascade. The internally and
externally motivated content could be predicted with an accuracy of approximately
85%. Overall, a few features were weighted as heavily as the other forty features
combined. Internally motivated content tended to be shared over a longer period by
followers, whereas external content cascades had sharing cascades that were
“bursty,” growing in large spurts over periodic intervals. The distinctive temporal
features were the skewness of the distribution of retweet latencies as well as two
features for retweets in the cascade that happened within an hour after the initial
tweet. These temporal features were indicative of internally-motivated cascades.
This makes sense in terms of other findings since this type of content is likely to be
shared by followers immediately but is seldom shared after that.
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Appendix C: Benchmark Regression Features

Features used in regressions: There were several features used in my initial classifier.
These include:

• Depth

• Size

• Density

• Max degree

• Degree distribution

• Assortativity coefficient

• Number of leaf nodes

The list of additional features added to updated classifications includes:

• Distribution of retweet latencies (10 bins) and distribution average, variance,
and skewness

• Retweet time series over cascade duration (10 bins) and distribution average,
variance, and skewness

• Rate of change in retweet activity over retweet time series (10 bins) and
distribution average, variance, and skewness

• Depth distribution of nodes in cascade (10 bin) and distribution average,
variance, and skewness

• Proportion of retweets from followers for each user, as well as distribution
statistics

• Initial shares from followers, i.e. for first 10% or 20% of retweet activity
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• Number of users who are only retweeted by followers

• Largest width of any depth level
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Appendix D: Weisfeiler-Lehman Kernel Analysis

The distribution of features weight for my linear model based on the
Weisfeiler-Lehman kernel illustrates some of the difficulties classifying hate speech.

Figure 8.0.2: Feature weight distribution for graph motif analysis.

Feature Group Average Variance Skewness
Hate Speech 0.0172 0.00146 3.33
Control 0.0293 0.0020 2.79

There are almost no features which heavily indicate hate speech. The most
heavily weighted positive feature has a value only 78% of the heaviest control group
feature. This suggests that few subtree motifs were exclusively restricted to hate
speech cascades. The distribution of the subtree motif features weighted towards
hate speech has a lower average and variance but a higher skewness than that of the
control group.
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Appendix E: Benchmark Regression Feature Ordering

Feature weight ordering for benchmark regression techniques in the imbalanced hate
speech classification task:

Ordering Weight Feature Name
1 0.03870 Variance of depth distribution of nodes
2 0.02400 Retweets over cascade duration 2/10 bin
3 0.02098 Skewness of depth distribution of nodes
4 0.01750 Depth distribution of nodes 2/10 bin
5 0.01590 Skewness of distribution of retweet latencies
6 0.01550 Depth distribution of nodes 1/10 bin
7 0.01520 Depth distribution of nodes 3/10 bin
8 0.00722 Distribution of retweet latencies 8/8 bin
9 0.00544 Rate of change in retweets over cascade duration 7/10 bin
10 0.00533 Rate of change in retweets over cascade duration 9/10 bin
11 0.00521 Retweets over cascade duration 7/10 bin
12 0.00453 Assortativity coefficient
13 0.00426 Rate of change in retweets over cascade duration 8/10 bin
14 0.00380 Variance of distribution of retweet latencies
15 0.00271 Degree distribution of nodes 4/10 bin
16 0.00270 Retweets over cascade duration 3/10 bin
17 0.00210 Degree distribution of nodes 9/10 bin
18 0.00198 Degree distribution of nodes 10/10 bin
19 0.00181 Average of depth distribution of nodes
20 0.00127 Depth distribution of nodes 4/10 bin
21 0.00094 Distribution of retweet latencies 3/8 bin
22 0.00076 Retweets over cascade duration 9/10 bin
23 0.00049 Distribution of retweet latencies 6/8 bin
24 0.00020 Retweets over cascade duration 6/10 bin
25 0.00019 Degree distribution of nodes 8/10 bin
26 0.00016 Degree distribution of nodes 1/10 bin
27 0.00013 Average of degree distribution of nodes

Table 8.0.2: Benchmark regression feature weights (1/2)
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Ordering Weight Feature Name
28 0.00012 Degree distribution of nodes 7/10 bin
29 0.00000 Depth distribution of nodes 6/10 bin
30 0.00000 Depth distribution of nodes 7/10 bin
31 0.00000 Depth distribution of nodes 8/10 bin
32 0.00000 Depth distribution of nodes 9/10 bin
33 0.00000 Degree distribution of nodes 5/10 bin
34 -0.00005 Variance of degree distribution of nodes
35 -0.00008 Degree distribution of nodes 3/10 bin
36 -0.00011 Degree distribution of nodes 2/10 bin
37 -0.00012 Retweets over cascade duration 10/10 bin
38 -0.00031 Rate of change in retweets over cascade duration 3/10 bin
39 -0.00055 Distribution of retweet latencies 7/8 bin
40 -0.00103 Retweets over cascade duration 4/10 bin
41 -0.00103 Degree distribution of nodes 6/10 bin
42 -0.00114 Distribution of retweet latencies 5/8 bin
43 -0.00195 Rate of change in retweets over cascade duration 2/10 bin
44 -0.00213 Retweets over cascade duration 8/10 bin
45 -0.00213 Skewness of degree distribution of nodes
46 -0.00230 Rate of change in retweets over cascade duration 5/10 bin
47 -0.00246 Rate of change in retweets over cascade duration 4/10 bin
48 -0.00265 Distribution of retweet latencies 2/8 bin
49 -0.00266 Retweets over cascade duration 5/10 bin
50 -0.00362 Rate of change in retweets over cascade duration 6/10 bin
51 -0.00388 Distribution of retweet latencies 1/8 bin
52 -0.00405 Distribution of retweet latencies 4/8 bin
53 -0.00520 Number of leaf nodes in cascade
54 -0.00844 Depth distribution of nodes 10/10 bin
55 -0.01010 Rate of change in retweets over cascade duration 1/10 bin
56 -0.01760 Depth distribution of nodes 5/10 bin
57 -0.01900 Rate of change in retweets over cascade duration 10/10 bin
58 -0.01930 Cascade size
59 -0.01950 Largest cascade depth-level width
60 -0.02280 Cascade depth
61 -0.03205 Maximum out-degree
62 -0.03220 Average of distribution of retweet latencies
63 -0.04550 Retweets over cascade duration 1/10 bin

Table 8.0.3: Benchmark regression feature weights (2/2)
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