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Chapter 1

Introduction

1.1 Motivation and Background

1.1.1 Motivation

As both personal devices and machine learning get more and more pervasive, some aspects of

machine learning can begin to move from the powerful computers of the laboratory to the local

devices, for a few reasons. The first is that some people wish to perform machine learning applica-

tions on their personal devices, but as they do not have access to the most powerful CPU’s (Central

Processing Unit) and GPU’s (Graphics Processing Unit), they can only run the applications on

their laptops. Some purchase commercial GPU’s in order to speed up the application, but the cost

of even the low-end GPU’s is over $300. The personal laptop remains a viable option for entry-level

machine learning. [5].

A second reason is that some machine learning applications for consumers that currently run

on the cloud could possibly seek to move some computation to the local device. As there is a time

cost associated with data transfer, if the local device can perform the computation faster than the

time it takes to upload the data, perform the computation on the cloud, and download the result,

it could be a compelling reason to move the computation to the device [6]

1.1.2 Background

This paper seeks to explore and characterize the capabilities of general-purpose machines to

perform machine learning computations. Specifically, the computations I will look at are the most

common variants in machine learning: the matrix multiply operation, and the convolution opera-

tion. The machines I will be comparing cover a range of options that are accessible to a common

user, including a Linux machine on a server, a laptop computer (Sony Vaio), and a hybrid laptop
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computer/tablet (Microsoft Surface 3).

The test bench that I am using is Baidu’s Deepbench, which tests the speed of the basic units of

machine learning computation, that is, matrix multiplication and convolution. Baidu has released

the results of their running the test bench on a top-tier CPU, the Intel Xeon Phi, so I am able to

compare our results against that of the cutting-edge CPU’s [3].

Much of the latest technology of machine learning relies on GPU’s, which are able to perform

operations in a much more parallelized way, and thus the currently most powerful GPU’s can

outperform the currently most powerful CPU’s for many modern applications and implementations

of machine learning. The Baidu DeepBench tests are also runnable on GPU systems, but I will run

them solely on the CPU’s of the three machines.

1.1.3 Machine Learning Operations

Most common operations in machine learning are matrix multiply and convolution. Looking

at the results from the Fathom paper, which compiled a set of machine learning applications to

characterize what is currently being developed, the matrix multiply and convolution computations

take up the majority of time in the algorithms. In the two applications that focus on matrix

multiplication, the operation consists of 89% and 58% of the time. In the four tests that focus on

convolution, convolution takes 80% to 99% of the total time [1].

Matrix Multiply

The matrix multiply operation takes two matrices of any size M x K and K x N, and calculates

a third one of size M x N. Each entry (i,j) of the resultant matrix is the dot product of the ith row

of matrix 1 and the jth column of matrix 2.

Matrix multiply operations are used in machine learning applications such as speech recognition

[3].

Convolution

The basic convolution operation takes an input image (represented by a matrix), a filter image

(represented by a smaller matrix), and computes an output image (matrix). Each entry is calculated

by placing the filter over the input image at each area where it fits, and directly multiplying the

values of the filter by the corresponding values of the piece of image the filter is placed over. The

process can be adjusted by convolving every N pixels instead, where N is called the stride. Zeros

can also be added to the borders to be able to convolve the edge pixels as well so that the result is

the same size as input. This process is called padding.
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Convolution operations are used in machine learning applications such as speech recognition,

facial recognition, and computer vision [3].

1.1.4 Machine Learning Hardware

GPU

Current state-of-the-art machine learning hardware are specialized GPU’s optimized for running

machine learning operations. GPU’s have a highly parallelized instruction sequence, in contrast to a

CPU’s more linear nature. NVidia produces GPU’s such as the Titan X, N40, and Titan X Pascal.

Specialized CPU

Specialized CPU’s such as Intel’s Xeon Phi processor borrows parallelism from GPU’s in order

to enhance performance for parallel work, which common in machine learning. The Xeon Phi used

by Baidu in their published test is the 7250 model, which has 64 cores with four threads running

on each core.

General-Purpose CPU

Finally, general-purpose CPU’s are the class of CPU’s that come with the laptops purchased

by the majority of people. There are usually around two to four cores, and are meant to run most

applications.

We will be testing three such general-purpose CPU’s that are on the Microsoft Surface 3, the

Sony Vaio SVS151C1GL, and a Linux Machine on Harvard’s server. The following table shows the

processors that each of the machines have, along with the number of cores, number of threads per

core, nominal base clock frequency, and cache size:

Table 1.1: Machine Specifications

Machine Processor Cores Threads Clock Freq. Cache Size

Microsoft Surface Intel Core i5-4300U 2 4 1.9 GHz 3MB

Sony Vaio Intel Core i7-3632QM 4 8 2.2 GHz 6MB

Linux Machine on Server Intel Core i7-980X 6 12 3.33 GHz 12MB
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1.2 Previous Work

There are currently two domains of test benches out there: tests for CPU’s aimed at consumers

wishing to compare processors, and specialized tests benches for machine purposes that are meant

to be run on the most powerful CPU’s and GPU’s. Sites such as cpuboss.com compile test results

from various sources for many different CPU’s [4]. However, there are no widespread tests for the

CPU’s performance when running machine learning applications, as most users do not use their

general-purpose machines for machine learning.

On the other hand, bench marks like Baidu’s DeepBench focus on testing the most powerful

machines, specifically for machine learning operations [3]. DeepBench tests the CPU’s (or GPU’s)

ability to do matrix multiplication and convolution. In the same domain of machine learning

test benches is Fathom[1]. Fathom takes a more holistic approach than Baidu, running eight

comprehensive machine learning applications. Some of these applications require very large data

sets such as the 1.2 TB ImageNet, making it impossible to run on the smaller, general purpose

machines that have limited disk space.

1.3 This Thesis’s Contribution

This thesis is at the intersection of the online resources that provide test results for various

CPU’s and the specialized machine learning benchmarks like DeepBench and Fathom. Specifically,

it focuses on characterizing general-purpose CPU’s like cpuboss.com does, but uses the DeepBench

tests to focus on machine learning applications.

The goal of the paper is to examine the DeepBench CPU bench marks we ran on three general-

purpose machines, in order to provide some analysis of the CPU’s ability to do the elemental matrix

multiplication and convolution operations. In conjunction, we also examine the behavior of the

DeepBench tests close to the hardware level with VTune Amplifier tests. Through this, we may

shed light on the types of machine learning applications that can be run on laptop-level devices.
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Chapter 2

Methodology for Matrix Multiply Test

2.1 The Test

2.1.1 Overview

Baidu’s DeepBench matrix multiplication test consists of doing the general matrix multiply

operation, optimized with Intel’s Math Kernel Library (MKL), on various size matrices. It measures

the time it takes to complete the operation as well as the throughput of the machine.

The sizes of the matrices being multiplied are all large; the smallest multiplication is a 1760 x

1760 matrix multiplied by a 1760 x 16 matrix, and the largest is a 5124 x 4096 matrix multiplied by

a 4096 x 9124 matrix. There are many variations of sizes in between. One portion of tests increases

the one parameter of the matrices gradually and another portion deals with oddly-sized matrices.

All tests are done normally, and then with the first matrix transposed.

2.1.2 Calculating Number of Operations

We will want to analyze the performance of the matrix multiplications in relation to the amount

of operations needed to compute the result. We can calculate the total amount of operations needed

by multiplying M x N x K x 2, where the first matrix is of size M x K and the second is of size K x

N. The resulting matrix is of size M x N, and to get each entry requires K multiplications and K-1

additions, so the total number of operations is about M x N x K x 2. Of course, we understand that

multiplication operations are more computationally heavy than addition computations, meaning

the M x N x K multiply operations will take longer than the M x N x K addition operations.

However, as an approximation, the numbers are close, since the actual method implemented by the

optimization libraries is likely not brute force multiplication.
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2.2 The Hardware and Software

2.2.1 Operating System

For all three machines, I used the Linux operating system to run the tests, as the DeepBench

tests were written to work the best on a Linux system.

2.2.2 Intel Libraries

The Intel libraries that DeepBench uses for its CPU tests are the C++ compiler, the Math Ker-

nel Library (MLK), and the Message Passing Interface Library (MPI). The C++ compiler ensures

that the code is optimized and standard between the machines. The MKL library also optimizes

and speeds up the matrix multiply and convolution operations. It parallelizes the operation to run

on all cores of the machines. The MPI Library is meant to optimized running programs in parallel

on clusters of machines, but since the general-purpose CPU’s that we are using in this paper run all

of their computation locally, this library will not be used. Overall, the libraries enable the matrix

multiply operations to fully test the capabilities of the machine’s processor.

2.3 Running the Test

On the three machines that we are characterizing, I ran each tests ten times. The test themselves

run each matrix multiplication ten times to measure their average running time and GFlops/second

results. Altogether, we analyze the results of one hundred trials of each matrix multiplication.

2.4 Analysis

2.4.1 Comparing Within Machine Results

From the Output

Looking at the output, we can directly calculate the average running time and throughput of

the one hundred trials of the individual matrix multiplications. We can also calculate the standard

deviation of the time trials. These results can tell us how stable the average run time is.

Approximations and estimations

We can also graph the results - time, throughput, standard deviation - against the number of

computations for each matrix multiplication. This can show us the trends of each parameter as the

matrices grow in size, and how the CPU handles larger workloads. Using the graphs, we can try to
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fit a trend line to the data, which can then be used to extrapolate the CPU’s behavior with larger

and smaller workloads if necessary.

2.4.2 Comparing Between Machines

Theoretical Throughput

One important characteristic of CPU’s is its instructions per cycle value (IPC). That is, how

many instructions it can finish on each cycle of its clock. An ideal IPC value is 1 or greater. As

clock frequencies are different depending on the processor, we can standardize to instructions per

seconds and call this value the throughput. Since computers can have multiple cores and multiple

threads running in each core, we can approximate the total number of instructions it can finish per

cycle as the number of total threads times the clock frequency. However, for this paper, we will see

that the tests only use one thread per core, so we refine the calculation to be total cores times the

clock frequency.

Relationship between Machines

We can then compare the results of the machines relative to one another. One metric we can

graph is the actual throughput of each machine versus the scaled value of its theoretical throughput

that we calculated in the previous section. This would show whether the theoretical throughput is

an accurate measure of a CPU’s capabilities for the matrix multiplication operation.

We can also examine the ratios of two machines’ time or throughput for all of the matrix

multiplications and see if there is a trend depending on the number of total calculations. This can

tell us if one machine is better at smaller- or larger-sized calculations than the other.

2.5 Running the test with VTune Amplifier

2.5.1 Overview

VTune Amplifier is an Intel application that can run various tests to monitor a process’s CPU

usage, collect CPU performance data, and measure delays caused by CPU stalling or long memory

accesses. For this thesis, we run the Basic Hotspots, General Exploration, and Memory Access

tests. Due to its micro-architecture limitations, Linux Machine on the server is not able to run the

Memory Access tests, and only has limited results of the General Exploration test, so we can only

examine its results of CPU usage and a few parameters of CPU performance.
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2.5.2 CPU Usage and Performance

The Basic Hotspots tests determines how many of the total logical CPU’s are being used and

for how long, in the process that runs the test. Each machine that we test has two logical CPU’s

per core. The total is equivalent to the machine’s thread count, which we have shown in the

introduction.

Furthermore, the test measures the amount of time spent doing computation, the time spent

"spinning," that is, waiting on another computational path to complete before being able to con-

tinue, or time spent in overhead operation of parallelization. This also is a measure of CPU efficiency.

The General Exploration test results related to CPU performance are Cycles per Instruction

Retired and CPU Frequency Ratio. The Cycles per Instruction Retired is the average amount of

cycles that each instruction took to complete. As clock speeds are different for the three machines,

each machine’s value is a different physical amount of time. The CPU Frequency Ratio is the ratio

of the actual and nominal CPU frequencies. The CPU’s that we use are able to operate in "turbo

boost" mode, which allows this value to be greater than 1 in some cases.

Using these test results, we will be able to determine how efficiently the tests are being run

with respect to the processing power.

All machines have results for the above measurements.

2.5.3 Memory Performance

The General Exploration and Memory Access tests quantify the slowdown in the program

caused by various parts of the CPU and memory. The slowdown can occur in the front-end and

back-end part of the execution. The front-end is where instructions are fetched and decoded into

operations. The back-end is where the computation is performed. The back-end slowdown includes

the memory accesses and other non-memory core-related issues. Each slowdown is measured by

the percentage of the execution pipeline that is not filled with instructions, caused by the specific

front-end or back-end issue.

From the Memory Access test we can also look at the average load latency. The average load

latency is the time it takes to load a value from memory. This value is measured in CPU clock

cycles.

These test results are only available on the Microsoft Surface and Sony Vaio.
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Chapter 3

Results From the Matrix Multiply Test

3.1 Data

3.1.1 Data from the Test

Due to the large number of matrix multiplications in the test bench, we will look at a small

sample of the data collected.

Let us look at the progression of time, throughput, and standard deviation of the first five

matrix multiplications. The columns are as follows: the M, N, and K signify that a M x K matrix

is multiplied by a K x N matrix, resulting in an M x N matrix. The Num Ops is the number of

operations needed to complete the computation, that is, M x N x K x 2. Following that is the average

time the machine took to complete the computation, out of 100 trials; the average throughput; the

standard deviation of the times; and the standard deviation as a percentage of the average time.

Table 3.1: Microsoft Surface

M N K Num Ops Avg Time (us) Gflops/sec STD of time STD / Avg Time

1760 16 1760 9.9E7 1973.32 52.77 524.41 0.27

1760 32 1760 1.9E8 3271.56 62.41 674.20 0.21

1760 64 1760 3.9E8 4794.19 84.72 890.50 0.19

1760 128 1760 7.9E8 7624.78 107.63 1848.92 0.24

1760 7000 1760 4.3E10 326355.75 136.08 59186.95 0.18
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Table 3.2: Sony Vaio

M N K Num Ops Avg Time (us) Gflops/sec STD of time STD / Avg Time

1760 16 1760 9.9E7 1800.84 58.80 467.31 0.26

1760 32 1760 1.9E8 2823.29 75.09 696.72 0.25

1760 64 1760 3.9E8 5200.3 82.86 1168.88 0.22

1760 128 1760 7.9E8 8577.34 104.53 2551.09 0.30

1760 7000 1760 4.3E10 319415.79 140.57 43877.52 0.14

Table 3.3: Linux Machine on Harvard’s Server

M N K Num Ops Avg Time (us) Gflops/sec STD of time STD / Avg Time

1760 16 1760 9.9E7 1475.52 67.18 13.50 0.0091

1760 32 1760 1.9E8 2099.07 94.45 11.39 0.0054

1760 64 1760 3.9E8 3388.66 117.02 40.92 0.012

1760 128 1760 7.9E8 5925.90 133.82 15.03 0.0025

1760 7000 1760 4.3E10 277462.80 156.30 232.91 0.00083

3.1.2 Trends

From the test bench data, we will explore the following trends and characteristics:

Time, Throughput, and Standard Deviation vs Number of Operations

First, we see that the average time to completion goes up with the matrix size, but so does the

average throughput. We will find that the time increases with computation at rate less than mx1,

and that the throughput increases more logarithmically.

We also see that in general, the standard deviation as a percentage of average time seems to

go down with more operations. This is the case for the Microsoft Surface and the Sony Vaio, but

the Linux Machine on the server does not completely follow this trend.

Actual Throughput vs Theoretical Throughput

A machine with a higher theoretical throughput value is indeed faster in doing matrix multipli-

cation. We will see that this trend is linear. As stated, our estimation for the theoretical throughput

is the machine’s clock speed times its number of cores. We use cores instead of threads since we will

see in the VTune Amplifier test that the tests do not use both threads per core, but only one per

core. However, this does not affect the trends since all machines have the same amount of threads

per core, so scaling all of the values does not affect the extrapolation of the data.
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Comparison Between the Machines

We will look at the ratios of time of our different machines as well as with the Intel Xeon

Phi results that Baidu has released. We will see that for machines that are close in computational

power, specifically the Microsoft Surface and the Sony Vaio, one machine is not necessarily better

than the other in all operations of matrix multiplication.

3.2 VTune Amplifier Results

3.2.1 Data

We will first look at the results of the VTune Amplifier’s test of CPU core usage during the

running of the program in order to get an understanding of the underlying machine behavior that

produces the results we observe from the test output.

3.2.2 CPU Usage

Looking at the VTune Amplifier CPU usage test, we notice that each machine uses all of its

available cores, but only one of the two threads within each core.

The table presents the following information: the entries listing a certain amount of cores

correspond to the amount of real time the program spent using that number of cores, which all sum

to the Total. CPU Time is the total time spent using a CPU, so if six CPU’s are being used at

once, one real second counts as six seconds in CPU Time. Effective Time is the time spent using

CPU’s to do computational work for the program, while Spin Time is the time spent using a CPU

but stalling and waiting for another process to finish before continuing, and Overhead Time is time

spent on the overhead of libraries for synchronization or threading. Effective Time, Spin Time, and

Overhead Time sum up to CPU Time.

The time attributed to using a CPU only includes when the CPU is being used for computation.

If, for example, the Sony Vaio has 3 CPU’s doing computation and 1 CPU is in Spin Time, then

the time is counted toward 3 CPU’s being used.

The last three rows are percentages calculated from the other data. These include the percent

of time spent in spin, the percent of time spent effectively, and the percent of time spent using all

available cores.

15



Table 3.4: CPU Usage Across Test Machines

Microsoft Surface Sony Vaio Linux Machine on Server

0 Cores 0.189 0.122 0.04

1 Core 15.63 3.20 1.18

2 Cores 409.33 12.34 36.54

3 Cores 4.78 7.05

4 Cores 289.35 5.81

5 Cores 3.54

6 Cores 249.56

Total 425.15 309.79 303.73

CPU Time 849.63 1231.35 1689.77

Effective Time 833.82 1199.14 1611.72

Spin Time 15.814 32.18 52.98

Overhead Time 0 0.024 25.081

Spin Percentage 0.019 0.027 3.29

Effective Time 0.98 0.97 0.95

Time Spend in All Cores 0.96 0.93 0.82

The details reveal that the Microsoft Surface and Sony Vaio machines are spending nearly all

of the calculation time in the maximum amount of cores, but the Linux Machine on the server is

spending only 82% of the time in all 6 cores. The rest of the time is mainly in 2 cores, which, along

with the larger proportional spin time and overhead time, shows that the overhead of parallelism

increases with the larger amount of cores. However, the benefit of parallelism on more cores is

evident in that the additional cores result in faster completion time and higher throughput, as we

will see in the next few sections.

3.2.3 CPU Performance

We next look at the performance of the CPU in terms of average cycles for each instruction

to complete (CPI) and the frequency at which the CPU is actually running. We had estimated

that the throughput is proportional to one instruction completing in one cycle times the number of

cores. We can figure out whether the cycle per instruction and CPU frequency ratio challenge this

assumption by calculating the effective change on throughput that the two results make together.

The number of instructions completed in a cycle is scaled by 1
CPI and by the CPU frequency ratio,

so we need to look at the CPU freq. ratio
CPI value of all three machines as well.
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Table 3.5: CPU Performance Parameters for Matrix Multiply Test Machines

Microsoft Surface Sony Vaio Linux Machine on Server

Cycles per Instruction 0.310 0.409 0.387

CPU Frequency Ratio 0.713 1.075 1.037

CPU freq. ratio
CPI 2.3 2.6 2.7

With these results, we see that while the the Sony Vaio and the Linux Machine on the server

run at slightly faster frequencies than their nominal clock speeds, the Microsoft Surface has an edge

in cycles per instructions. Thus, these two factors together scale the throughput value by nearly the

same amount for all of the machines. Since scaling all values by the same factor makes no difference

to the trends of the values, we can continue to estimate the scaled theoretical throughput values by

number of cores times clock speed.

3.2.4 Memory Usage

The Memory Usage test was only available for the Microsoft Surface and Sony Vaio machines,

so we are only able to compare the results for the two machines. Here we look at the percentage of

the execution pipeline slots that are not filled due to front-end or back-end reasons. The front-end

bound stalls are due to not being able to fetch and/or decode the instructions in time. The back-

end stalls are split into two groups: memory bound and core bound. Memory bound stalls are due

to delays in loading data from memory or storing data to memory. Core bound stalls are due to

other limitations in compute resources or to dependencies in software. The last measurement is the

average load latency, measured in cycles, which is the average amount of time necessary to wait for

the memory load operation to complete.

Table 3.6: Memory Usage for Test Machines

Microsoft Surface Sony Vaio

Front-end Bound (percent of pipeline slots) 1.4 1.2

Back-end Bound (percent of pipeline slots) 17.9 32.0

Memory Bound (percent of pipeline slots) 3.4 7.0

Core Bound (percent of pipeline slots) 14.5 25.0

Average Load Latency (cycles) 8 9

From the results, we see that the difference between the Microsoft Surface and Sony Vaio

machines are in the back-end portion of the pipeline, where the Sony Vaio has about 75% more

stalls than the Microsoft Surface. One explanation for the memory bound increase could be due to
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parallelization. By having more cores, there are proportionally more memory accesses going on at

once, leading to it being more of a bottleneck. The fact that the average load latency is slightly

higher for the Sony Vaio alludes to this conclusion. Overall, this result is but one of many factors

that go into the time and throughput of the test.

3.3 Time vs Number of Operations

Let us look at the relationship between running time and the number of operations for a matrix

multiplication calculation. The following graph includes the data of the three machines that we ran

the tests: the Microsoft Surface, Sony Vaio, and Linux Machine on the server, as well as data from

Baidu’s released results of running the test on a machine with the Intel Xeon Phi processor.

As we can see, the rate that time increases is pretty constant as the number of operations

increase too. The equations of the trendlines are as follows:
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Table 3.7: Time vs Number of Operations Trendline for Machines

Surface y = 0.0001663x0.88

Sony y = 0.0001923x0.87

Harvard Linux Machine y = 0.0000647x0.91

Intel Xeon Phi y = 0.0000074x0.86

We can see that the three machines that we ran the tests on are all very similar in performance

when compared to the Xeon Phi processor - that is, much slower. The rate of increase is all in a very

close range, signifying that the relation of run time to number of computations is rather constant,

with different processors having their own coefficient: the more powerful the processor, the smaller

the coefficient, generally. The rate of increase is also less than 1, signifying that the additional time

it takes for more operations is less than 1:1 as parallelism allows the additional instruction to be

completed at a faster rate. With increased amount of computation, the fixed costs of things like

parallelizing the work and assembling the results become relatively smaller to the time spent in

parallel computing.

3.4 Throughput vs Number of Operations

The following graph shows how the throughput changes as the matrices get larger, increasing

the number of computations.

19



Looking at the logarithmic relationship of throughput vs number of computations graph im-

plies that there is an upper limit on throughput that is being approached when the number of

computations is high. This theoretical upper limit also described in Amdal’s Law, which is defined

in the following way:

Let P be the proportion of a program that can be made parallel, and 1-P the proportion that

remains serial, then the maximum speedup that can be achieved using N number of processors is
1

1−P+ P
N

[2].

As the number of computations get larger, the value of P gets larger in the Amdal’s Law

equation, since the proportion of the program that can be parallelized increases, so the speedup

increases accordingly. This speedup in time is seen in the increase of throughput.

A closer look at the three machines that we run is shown in the following chart:
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Here, we see that the the Surface and Sony computers are relatively even in the lower end of the

computation amounts, but Sony pulls away once there are more computation to do. Since the Sony

computer has more cores and a slightly higher clock speed than the Surface, this result is expected,

as parallelization has an increased effect on the throughput at higher amounts of operations.

In general, in the lower regions, below 5 · 109 flops, the three machines are more scattered

in their throughput values, often overlapping with each other. But as the number of operations

increases, the three machines mostly separate out into their own regions and hierarchy.

The implication here is that processing power matters more for larger scale applications that do

more involved computation, but with less involved computation, the throughput is indistinguishable

for the two least powerful machines.

3.5 Standard Deviation vs Number of Operations

The following is a graph of the standard deviation / actual running times for all of the matrix

multiplication operations of the three machines we ran the tests.
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Looking at the graph, we see that the standard deviation tends to go down with more operations

for Surface and Sony, but up actually goes up for the Linux Machine on the server. The result we

see for the Surface and Sony machines is intuitive in that the small variances in computation are

smoothed over and averaged out the more operations are done. In the Linux Machine on the server’s

case, however, the standard deviations are much smaller than those of the Surface and Sony. We

can see in the following table how many multiplication operations’ time standard deviations fall

within 5, 10, 15, and 20 percent of the average.

Table 3.8: Bounds of Standard Deviation

5% 10% 15% 20%

Microsoft Surface 0.1 0.38 0.68 0.87

Sony Vaio 0.29 0.51 0.63 0.86

Linux Machine on Server 0.82 0.71 0.94 1

This table shows that although the Microsft Surface and Sony Vaio standard deviation over

average time values decrease as number of computations increase, the Linux Machine on the server

is consistently more stable by that measurement.

We could perhaps attribute the difference in standard deviation to external factors rather than

internal factors when comparing the laptops and the server machine. Specifically, laptops have a

less robust cooling system than hardware on a server, so things like external temperate could affect
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the run times enough to make them vary to a larger degree than something located on a remote

server.

3.6 Experimental Throughput vs Approximation for Throughput

As we can see from the following graph, the relationship between the theoretical throughput

and the actual throughput is linear. The theoretical throughput seems to be a good measure of the

experimental throughput for the matrix multiply operation.

For this graph, we use the number of logical CPU’s that are running times the clock speed.

VTune Amplifier showed that the test was using all the cores, but only one thread on each core,

so we take that into consideration in the graph. Since each core can run two threads on all the

machines, the graph would only scale its axis if we use the total thread count instead of the CPU

count, but the trend would remain linear.

Though more data points would be useful in order to further test the trend line’s accuracy, this

trend line is accurate to less than one percent of the actual throughput for the three machines we

ran.

However, if we look at the Intel Xeon Phi processor, the actual throughput is much larger than

the theoretical throughput we can calculate from our trend line. The Xeon Phi has 64 cores and

with 4 threads per core, 272 concurrent threads that could be running. Neither value accurately

works in the trend line to predict the actual throughput. The actual throughput is 4277 GFlops/sec.
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If we use 64 as the number of parallel processes, the estimated throughput is 256 GFlops/ sec; and

with 272 parallel processes, it is 739 GFlops/ sec. From this result, we can see that the Xeon

Phi processor’s performance is not in line with a general-purpose CPU, as it is designed to have

parallelism capabilities similar to that of a GPU, making it exponentially better than expected.

Discussion

Matrix multiply is an extremely parallelizable computation, so it should be able to be easily

split among the processors on each of the computers that we are running the tests. Each value of

the result matrix is calculated by the dot product of a specified set of numbers of the input matrices.

By giving each thread a certain amount of values to calculate, the values of resulting matrix can be

calculated easily and independently by all of the threads, then combined to assemble the product

matrix. Therefore, one can expect that the processors with more threads running at a faster clock

rate will perform the calculation quickest. This result is seen in the graph, where the relation is

linearly proportional.

3.7 Comparison Between Individual Machines

We can compare the times of individual machines to each other to determine in what way one

machine performs better than the other. A graph of the ratios for all combinations of the four

machines is below:
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When examining the time ratios in the time to complete a specific-sized matrix multiplica-

tion on different machines, we expect that due to parallelization, machines with more cores and

threads should be able to tackle larger jobs better. For example, the Xeon Phi processor has more

threads than any of the three machines we ran the tests on, and thus can parallelize better and is

proportionally more efficient at higher amounts of operations. Therefore, the time ratio of all the

machines in relation to the Xeon Phi increases, since the Xeon Phi time becomes smaller faster.

But the expected trend of more operations being better on a more powerful machine doesn’t hold

across the board. For example, the Sony Vaio / Linux Machine on the server and Microsft Surface /

Linux Machine on the server time ratios actually decrease as number of operations increase, mean-

ing that Sony and Surface are proportionally better at higher amounts of operations rather than

lower amounts compared to the Harvard Linux Machine, even though the Harvard Linux Machine

has more cores.
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Chapter 4

Methodology for Convolution Test

Most details that we discussed in the matrix multiply chapter still apply. The following are

details that are specific to the convolution test and differ from the matrix multiply chapter.

4.1 Overview of the Test

The convolution tests examines the run times and throughputs of convolution operations of

varying parameters, including different size inputs and filter sizes. Each of the sets of parameters

are run in the forward and backward direction.

The test does not output all the necessary values in order to calculate the number of operations

done like in the matrix multiply test, but it does output the time and throughput, so we can estimate

the amount of operations by multiplying the two values in all three machines and get a very accurate

result.

4.2 Running the Test

We ran the test ten times on the Surface and Sony machines, and five times on the Linux

Machine on the server, since the results on it were much more stable and it took much longer to

run. In the tests, each convolution is run 1000 times, so our data is the average of 10,000 or 5,000

runs of the convolution computation, depending on the machine.
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4.3 Analysis

4.3.1 Comparing Within Machine Results

Similar to the matrix multiply test, we can directly calculate the average running times and

throughput of each individual convolution. We can further calculate the standard deviation of the

average to figure out how stable the run time is.

Additionally, we can visualize the data in graphs to see the relationship between the time or

throughput to the number of computations. This will provide an equation to estimate the behavior

for larger and smaller computationally intensive convolutions if necessary.

4.3.2 Comparing Between Machines

We can also examine the difference between machine capabilities and see how the processors

affect the data; we can see if a theoretically more powerful processor can perform the calculations

quicker, and whether the difference in the machine effectiveness is only visible at certain sizes of

operations.

4.4 Running with VTune Amplifier

Like in the matrix multiply test, we can again use VTune Amplifier to analyze the parallel

performance as well as the memory access efficiency of the convolution test. Since the convolution

operation has more out-of-order memory accesses than the matrix multiply operation, it will be

important to examine the memory performance of the machines in contrast to the matrix multiply

result.
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Chapter 5

Results from the Convolution Test

5.1 Data

The test outputs each convolution operations’ parameters, its fastest run time, the correspond-

ing largest throughput, and average run time and average throughput. Since we are looking to

characterize the machines’ performance in general, we will only look at the average values. Some

sample data for a few of the first tests looks like the following, with the first five columns being the

input parameters, R and S being the filter dimensions, Num Ops the total number of operations as

estimated, output Time, calculated Standard Deviation and its value divided by time, and finally

the output Throughput value.

Table 5.1: Partial Output Data for Microsoft Surface

W H C N K R S Num Ops Time STD STD as Percent Throughput

480 48 1 16 16 3 3 1.1E8 2.9 0.17 0.060 36.73

240 24 16 16 32 3 3 8.6E8 6.48 0.84 0.13 133.08

120 12 32 16 64 3 3 8.6E8 6.31 0.89 0.14 137.035

60 6 64 16 128 3 3 8.6E8 5.72 0.69 0.12 150.346

Table 5.2: Partial Output Data for Sony Vaio

W H C N K R S Num Ops Time STD STD as Percent Throughput

480 48 1 16 16 3 3 1.1E8 8.38 1.49 0.17 12.80

240 24 16 16 32 3 3 8.6E8 22.39 3.09 0.14 39.69

120 12 32 16 64 3 3 8.6E8 12.40 2.64 0.22 70.15

60 6 64 16 128 3 3 8.6E8 8.70 1.44 0.17 97.47

28



Table 5.3: Partial Output Data for Linux Machine on Server

W H C N K R S Num Ops Time STD STD as Percent Throughput

480 48 1 16 16 3 3 1.1E8 59.53 1.70 0.029 1.79

240 24 16 16 32 3 3 8.6E8 418.00 13.65 0.033 2.032

120 12 32 16 64 3 3 8.6E8 405.41 13.28 0.032 2.1

60 6 64 16 128 3 3 8.6E8 384.46 12.14 0.032 2.21

5.1.1 Trends

The most surprising result from the test data is that the order of the most efficient machines

has reversed: the Surface is the fastest machine at convolution though it was the slowest at matrix

multiplication, and the Linux Machine on the server is the slowest at convolution, though it was

the fastest at matrix multiplication.

Time, Throughput, and Standard Deviation vs Number of Operations

The only trend that is pretty clear is time vs number of operations. This naturally goes up with

more operations in a predictable way. However, the graphs with the the throughput and standard

deviation of time / average time graph are more scattered, though there is a measurable upward

trend for throughput vs number of operations for all three machines we ran the tests on. The

trend is more pronounced on the Microsoft Surface and Sony Vaio. The measure of the standard

deviation / average ratio versus number of operations for the three machines does not have a clear

trend, meaning the computation time does not become more stable with more operations as it did

with matrix multiply.

Actual Throughput vs Theoretical Throughput

While the relationship between actual and theoretical throughput was exceptionally accurate in

the matrix multiply test, this relationship in the convolution test is starkly different. The machine

with the theoretically lowest possible throughput, the Microsoft Surface, ran the test the quickest,

while the Linux Machine on the server ran the tests the slowest.
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Comparison Between the Machines

Comparing the ratios of different machine run times for the same convolution, we see that the

amount of operations does not affect the value. This is unlike the matrix multiply operation, where

there was a more significant trend of one machine being better at certain size computations.

5.2 VTune Amplifier Results

CPU Usage

The CPU usage data for the convolution test is as follows:

Table 5.4: CPU Usage Data for Convolution Test

Microsoft Surface Sony Vaio Linux Machine on Server

0 Cores 0.081 0.090 0.139

1 Core 11.921 9.434 32.488

2 Cores 241.98 35.111 164.85

3 Cores 28.614 36.775

4 Cores 184.929 21.143

5 Cores 9.139

6 Cores 1425.837

Total 253.981 258.179 1690.372

CPU Time 507.515 1031.789 9288.901

Effective Time 495.364 904.365 9103.769

Spin Time 11.712 127.012 123.525

Overhead Time 0.44 0.412 56.293

Spin Percentage 0.024 0.140 0.014

Effective Time Percentage 0.976 0.877 0.980

Percent of Time in All Cores 0.953 0.716 0.844

Compared to the matrix multiply test, the Microsoft Surface and Linux Machine on the server

stayed at about the same ratio of time spent using all their cores, but the Sony Vaio ratio dropped

by 20%. Due to the same process, the effective time spent in useful computation dropped by 10%

for the Sony Vaio but remained about the same for the other machines.
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CPU Performance

Next, we examine the cycles per instruction measurement and the CPU frequency ratio. We

again calculate the effective change these two results have to our estimation for theoretical through-

put by looking at the CPU freq. ratio
CPI value.

Table 5.5: CPU Performance Data for Convolution Test

Microsoft Surface Sony Vaio Linux Machine on Server

Cycles per Instruction (CPI) 0.37 0.513 0.488

CPU Frequency Ratio 0.821 1.118 1.037

CPU freq. ratio
CPI 2.2 2.2 2.1

The results for the convolution test are similar to the matrix multiply test. The Microsoft

Surface has lower cycles per instruction as well as a lower CPU frequency ratio. In general all of

the machines’ cycles per instruction values increase, signifying that the convolution test has a lower

throughput than the matrix multiply test.

Additionally, as with the matrix multiply test, the CPU freq. ratio
CPI values of all the machines are

nearly identical, meaning that our approximation for a scaled version of the theoretical throughput

still holds.

Memory Accesses

We run the Memory Accesses test as we did for the matrix multiply test. All of the parameters

are as they were explained in the Matrix Multiply Results chapter.

Table 5.6: Memory Access Data for Convolution Test

Microsoft Surface Sony Vaio

Frontend Bound (percent of pipeline slots) 5.9 3.5

Backend Bound (percent of pipeline slots) 26.9 42.7

Memory Bound (percent of pipeline slots) 5.5 18

Core Bound (percent of pipeline slots) 21.5 24.7

Average Load Latency (cycles) 9 13

We first notice that nearly all of the values have increased from the matrix multiply test, as

convolution is a more computationally complex operation. The only value that has not increased

is the Sony Vaio Core Bound percent, which dropped by 0.3%. The front-end bound percentages

are still small relative to the back-end values. The most drastic increase in the front-end bound
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percentage was for the Sony Vaio. The increase could be due to the fact that the convolution

operation has many out-of order memory accesses that add to the time spent waiting for memory

to load. In fact, the average load latency for the Sony Vaio goes up from 9 cycles to 13 cycles, while

the average load latency for the Microsoft Surface increases by 1, from 8 to 9. This corresponds to

both machines’ relative increase in memory bound stalling.

We also see that the Microsoft Surface is being stalled in the core bound part of the pipeline

more in the convolution test than in the matrix multiply test. Meanwhile the Sony Vaio only faces

more issues in memory and has no change at all in the other part of the back-end part of the CPU

computation.

5.3 Time vs Number of Operations

The graph of the time vs number of operations for all three machines is as follows:

As can be seen on the graph, the times of the tests on the Linux Machine on the server are split.

The faster times are the forward convolution and the slower times are the backward convolution.

The rates of increase are nearly identical for both.
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Similar to the matrix multiply test, the time vs number of operations relationship increases at

nearly the same rate for the machines, with the Microsoft Surface and the Sony Vaio rates being

the closest. In all three cases, the machine’s rate of time increase is larger for the convolution test

than it is for the matrix multiply, signifying that convolution has a higher per-instruction time cost

than matrix multiply. The trendline equations are in the following table:

Table 5.7: Time vs Number of Operations Trendline for All Machines

Microsoft Surface y = 0.0000000859x0.90

Sony Vaio y = 0.000000178x0.88

Linux Machine on Server y = 0.00000144x0.97

5.4 Throughput vs Number of Operations

As in the matrix multiply test, the throughput increases with more operations for all the

machines. Since the Linux Machine on the server runs much slower than the Microsoft Surface and

Sony Vaio, we look at the throughputs of them separately:
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Some things to note are that rate of increase for the Microsoft Surface and Sony Vaio are very

close. They are nearly just scaled versions of each other.

The split between forward and backward convolution is seen again in the graph for the Linux

Machine on the server. The Microsoft Surface and Sony Vaio do not have the same stark difference

in time or throughput between forward and backward convolution.

Additionally, the rate of increase of throughput is smaller than the matrix multiply case. The

Microsoft Surface and Sony Vaio convolution throughputs increase at about two thirds of their

respective matrix multiply throughput rates.

5.5 Standard Deviation of Time Trials / Average Time

5.5.1 STD/Avg Time Graphs

Let us examine the standard deviation / average time ratio as a function of number of opera-

tions.
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We notice that the number of computations does not seem to affect the ratio, while in the

matrix multiply test the ratio average decreased steadily as the number of computations increased.

This makes sense in the context of the memory access data we saw in the VTune Amplifier results.

Since the convolution test has a more irregular memory access pattern, more operations means more

slow memory accesses, whose time variance will affect the average time more than in the matrix

multiplication test.
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5.5.2 Comparing to Matrix Multiply Results

The convolution test’s time is more stable than the matrix multiply test as measured by the

standard deviation / average time it takes to complete a computation.

The following table looks at the average Standard Deviation / Run times of the matrix multiply

test and the convolution test for all three machines:

Table 5.8: Average Standard Deviation / Time

Matrix Multiply STD/Time Convolution STD/Time

Microsoft Surface 0.124 0.064

Sony Vaio 0.116 0.119

Linux Machine on Server 0.042 0.026

In general, we see that the standard deviation / time ratio decreases from the matrix multiply

test to the convolution test by half for the Microsoft Surface and the Linux Machine on the server,

and stays about the same for the Sony Vaio.
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5.6 Comparing Results Between Machines

Looking at the graphs of the time ratios of the three machines to each other, we see that if one

machine is faster, it is faster across the board in terms of number of operations. Having more or

fewer operations to complete does not make one machine stand out from the other relatively. This
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is similar to the standard deviation / average time result.

5.7 Expected Throughput vs Actual Throughput

We expected a positive correlation between expected throughput and actual throughput like

in the matrix multiply test, but the results are the exact opposite. The Microsoft Surface ran the

test the quickest with the fastest throughput, at about 105 GFlops/second on average, close to its

throughput for the matrix multiplication test, which ran at 115 GFlops/second. The Sony Vaio

ran at 77 GFlops/second on average, down from 129 GFlops/ second on the matrix multiply test.

The Linux Machine on the Server took the biggest hit, coming down to 2 GFlops/second from 138

GFlops/second for the matrix multiply. The Xeon Phi processor’s matrix multiply and convolution

throughput averages are about the same, at 2850 GFlop/second and 2814 GFlops/second respec-

tively. This shows that the Xeon Phi chip does not have the issues associated with convolution that

the general-purpose processors do.

5.8 Discussion

5.8.1 Microsoft Surface and Sony Vaio Performance

Since we have all of the VTune Amplifier data for the Microsoft Surface and Sony Vaio, we can

take note of what the difference is in the hardware performance that caused the Sony Vaio to drop

40% in terms of throughput while the Microsoft Surface dropped only 9% from the matrix multiply

test.

First, the time spent using all available cores decreased by about 21% from the Sony Vaio

matrix multiply result to the convolution result, while it only dropped 1% for the Microsoft Surface.

The time spent in all available cores is important to achieve maximum throughput; anything less

than that is missing clock cycles that could be doing computation.

Looking to the memory side of the test, we see that the memory bound stall time increased

disproportionately for the Sony Vaio, compared to the Microsoft Surface. All three values - front-

end bound, memory-bound, and core-bound percentages increased by about 50% for the Microsoft

Surface from the matrix multiply test to the convolution test, while for the Sony Vaio the front-

end bound percentage increased by 33% and the memory-bound percentage increased by 150%,

along with a 44% increase in average load latency. Furthermore, the Sony Vaio also started with

higher percentages of memory bound and core bound delays on the matrix multiply; double that

of the Microsoft Surface memory bound percentage and 70% more than its core bound percentage.
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Altogether, we see that memory accesses becomes an issue for the Sony Vaio more than it does for

the Microsoft Surface in the convolution test case.

Due to the worse performance both in terms of CPU and in terms of memory, we can begin to

see why the throughput for the Sony Vaio dropped off more than it did for the Microsoft Surface

machine.

5.8.2 Linux Machine on the Server Performance

As we do not have the complete data for the Linux Machine on the server, we cannot be certain

as to why its performance suffered the most.

The Linux Machine’s time spent using all six cores is comparatively low for both the matrix

multiply and convolution tests. The second largest proportion of time was spend using two cores

in both tests. Having six cores makes the cost of using fewer than all of them proportionally more

damaging to potential throughput. Time spent using two cores as opposed to six is time spent

achieving only a maximum of 33% of the potential throughput.

Not having data for the memory accesses makes it difficult to conclude whether or not it was

the fault of the memory system in slowing down the convolution test. However, since the difference

in the matrix multiply and convolution throughputs is substantially greater for the Linux Machine

on the server than for the Sony Vaio, it is difficult to imagine that the same problems could cause

such striking differences in output.

Other things that we did not control for that could possibly explain the significant drop in

throughput is the fact that the machine was on a server, while the other two machines were laptop

devices, and also the difference in cache size and RAM size. Additionally, the difference could be in

the hardware implementations of the processors, or in software implementations, such as the way

the tests were optimized for the different machines.

Thus, while we did expect the same pattern as in the matrix multiply operation, where the

machine with the smallest theoretical throughput should run the slowest and with the smallest

throughput, and the machine with the most cores and highest clock speed should run the fastest,

since convolution is not as easy to parallelize and the memory accesses are more complex, factors

other than CPU speed, size, and capability may be in play that dictate the experimental throughput.
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Chapter 6

Conclusion

We have examined the results of the two core machine learning operations on three machines

designed for general-purpose work. We found that these CPU’s were able to handle the matrix

multiply operation as expected, due to its fundamentally simpler computation and memory access

patterns. On the other hand, the convolution operation was not so easily solved with bigger, better,

faster processors. In fact, of the three machines we used, the seemingly least powerful one, the

Microsoft Surface, was able to dominate the throughput. Using VTune Amplifier analyses, we

began to uncover the hardware issues that the Sony Vaio, a more powerful processor, faced, that

perhaps was stifling its throughput. These hints help us begin to understand the more interesting

phenomenon of why the most powerful processor, the Linux Machine on the server, had the lowest

throughput.

Overall, we have learned that while more compute power is a surefire way to improve perfor-

mance for simple algorithms, it takes a more holistic hardware and software approach to improve

the performance of complex algorithms, including for machine learning. Because general-purpose

machines cannot perform well for all kinds of computation, there is a growing production of hard-

ware and software specialized for machine learning, including powerful GPU’s, many-core CPU’s,

specialized libraries, and new programming languages. However, general-purpose CPU’s remain the

most widespread and ready to tackle any kind of problem, however slowly.

40



Bibliography

[1] Robert Adolf et al. “Fathom: Reference Workload for Modern Deep Learning Methods”. In:

Harvard University (2016).

[2] Amdahl’s Law. url: https://www.techopedia.com/definition/17035/amdahls-

law.

[3] Baidu. DeepBench. url: https://github.com/baidu-research/DeepBench.

[4] CPUBoss. url: http://cpuboss.com/.

[5] Tim Dettmers. A Full Hardware Guide to Deep Learning. url: http://timdettmers.com/

2015/03/09/deep-learning-hardware-guide/.

[6] Vivienne Sze et al. “Hardware for Machine Learning: Challenges and Opportunities”. In: Mas-

sachusetts Institute of Technology (2016).

41


