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Abstract

Missing values in real-world data pose a significant and unique challenge to algorithmic fairness.

Different demographic groups may be unequally affected by missing data, and standard procedures

for handling missing values such as impute-then-classify can exacerbate discrimination. In this

thesis, we analyze how missing values in data affect algorithmic fairness. We discuss the fairness

risks posed by disparate missingness and the limitations of impute-then-classify. We then prove

a theoretical result that characterizes the reduction in fairness-accuracy potential when training a

model on imputed data. We present scalable adaptive algorithms for fair classification with missing

values. These algorithms can be combined with any preexisting fairness-intervention algorithm

to handle all possible missing patterns while avoiding the disadvantages of impute-then-classify.

Numerical experiments with an array of state-of-the-art fairness interventions demonstrate that

our adaptive algorithms consistently achieve higher fairness and accuracy than impute-then-classify

across many different datasets, particularly when the missingness pattern of the data conveys

significant information about the predictive label.
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Chapter 1

Introduction

1.1 Background

Machine learning techniques have been increasingly used in real-world applications with significant

societal impacts. The ability of machine learning algorithms to make data-informed predictions has

led to rapid growth in the use of such algorithms on real-world data. In many scenarios, the real-

world data is human data. For example, a bank, seeking to streamline its loan approval process,

might train a machine learning model on a dataset containing information about thousands of loan

applicants, and the model may be used to make loan approval decisions for new applicants based

on characteristics such as income or credit history [7, 94]. Companies may use machine learning

software to screen candidate resumes and determine which candidates receive interviews [77, 97].

A hospital may deploy a model that uses a patient’s health information to determine whether or

not they should receive treatment [8, 30].

The social impacts of machine learning on the people subject to its use are not always positive.

A common selling point that drives the use of machine learning models is that by taking human

nature out of the equation, factors such as human error and implicit bias are removed as well,

leading to decisions that are made more quickly and accurately than ever before. However, the

nature of machine learning models is inextricably tied with the nature of its data and the way the

model is trained. If data reflects systemic biases or inequalities in a society, the bias can be similarly
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Chapter 1 2

reflected or even amplified in the behavior of a model trained on the data. One instance where

this occurred was in Amazon’s machine learning system for scoring candidate resumes. Because

of historical male domination in the tech industry, the system learned to assign lower scores to

resumes containing the word “women’s” and resumes from all-women’s colleges [29], becoming a

channel through which the systemic bias propagated. Additionally, maximizing accuracy remains

a primary goal of most machine learning implementations [79]. While there exist scenarios where

accuracy and fairness can be both optimized without sacrificing either [35, 105, 109], fairness and

accuracy are often competing priorities across multiple definitions of fairness and fair algorithm

implementations [26, 70], meaning that the typical method of training a model to solely maximize

accuracy will come at the expense of fairness.

As machine learning models are increasingly used for decisions that affect people’s livelihood,

the field of algorithmic fairness has gained interest. One area of algorithmic fairness research seeks

to investigate what fairness means in the context of machine generated human decisions. Diverse

fairness metrics with respect to groups, individuals, and counterfactuals have been proposed [26,

36, 39, 49, 73, 105], as well as economically-inspired fairness formulations based on rationality and

social welfare [51, 52, 105]. Algorithms devised to satisfy these criteria span a range of techniques

including pre- or post-processing [19, 49, 60] and additional constraints to induce fairness in existing

algorithms [2, 32, 89, 116]. Machine learning software currently used in real-world applications have

also been analyzed in terms of fairness impact, such as gender recognition software [18], automated

exam scoring [48], recidivism prediction [33], predictive policing [91], and kidney disease screening

[31, 106].

Although much work has been done to minimize bias in algorithms, bias and uncertainty in

the data itself remain a persistent challenge to fairness. For instance, data can suffer from rep-

resentational bias, wherea lack of sample diversity in a dataset causes certain groups to be un-

derrepresented. These groups are negatively impacted by models that do not generalize well from

the insufficient data provided [15, 100]. Relatedly, selective sampling or systematic errors in sam-

pling can propogate historical biases downstream [88]. For example, if a loan repayment prediction

model is trained on data that only includes payment activity within formal institutions such as

2



Chapter 1 3

banks, immigrant communities who historically use a greater degree of informal lending may be

disadvantaged because the data may not reflect previous successful repayments [84]. Bias can also

arise through noisy observations of sensitive attributes, target variables, and input variables. If

features in the data are imprecise estimates or proxies for actual features being studied that are

harder to measure, even small biases in these features can be magnified in a model’s predictions

[15, 22, 23, 42, 82]. Since typical ways of constructing fair algorithms such as imposing fairness con-

straints may be suboptimal ways to mitigate data bias [23], addressing data bias requires specially

designed techniques.

In this thesis, we draw our focus to missing data, a source of bias that poses unique challenges.

Missing data is prevalent in a wide range of contexts and manifests in forms such as underreporting

in medical information [45], structural missingness from data collection setups [85], and human

error. The mechanisms behind missing values in a dataset often involve demographic attributes such

as race, gender, and socioeconomic class. This creates disparate missingness rates or patterns that

can aggravate discrimination in downstream tasks. Disparate missingness can arise through several

channels in practice. Data being collected may pertain to or be known by certain demographic

groups more than others. Aspects of the data collection process itself may also disproportionately

affect certain demographic groups, such as financial, language, or visual accessibility barriers in

human studies, surveys, or medical tests, and these barriers may also lead to imbalanced rates

of missing data. For example, missing income data in surveys has been correlated with younger

age and lower education levels, and patterns of missing data differ between different racial groups

[69]. In housing data, non-white housing applicants or sellers may be less likely to report their race

due to concerns of discrimination [96]. Finally, disparate missingness may arise from procedural

imperfections in data processing and aggregation. If missing data is not handled carefully, there is a

high risk of discrimination between demographic groups with different rates or patterns of missing

data.

The issue of missing values has not been sufficiently addressed in current fairness literature.

Most fairness-intervention algorithms that have been proposed are designed for complete data

and cannot be directly applied to data with missing values [e.g., 2, 5, 21, 32, 56, 68, 114, 116].

3
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A common approach to handle missing values is to first perform imputation, filling in missing

entries with appropriate values, and then apply an off-the-shelf fairness-intervention algorithm to

the imputed data. However, this “gold standard” procedure has several limitations. Imputation is

incompatible with several structural patterns in datasets and is known to introduce unfairness when

missing data is unbalanced across different demographic groups, as described above. Imputation

also incurs performance losses from the practical setup of machine learning pipelines and loses

crucial information encoded in the missingness pattern of a dataset.

1.2 Contributions

Over the course of this thesis, we investigate how missing values in data affect algorithmic fairness.

The first contribution is an analysis of the risks to algorithmic fairness that missing data poses. We

outline and discuss various real-world factors that give rise to disparate missing patterns in the data

which can lead to fairness risks downstream, as well as limitations of the standard impute-then-

classify procedure for handling missing values. We prove that impute-then-classify can significantly

reduce the set of achievable fairness-accuracy pairs of a model, and that this reduction can be

characterized by the degree to which the predictive labels depend on the missing pattern of the

data. This motivates the focus of the thesis on fair learning algorithms that handle missing values

in alternative ways.

In the central part of the thesis, we introduce adaptive algorithms that can be coupled with pre-

existing fairness-intervention algorithms to handle missing data accurately and fairly. We do this by

building on prior work in supervised learning with missing values and bringing it into an algorithmic

fairness framework. We show how the adaptive algorithms are scalable to high-dimensional data

and generalizable to new data while preserving information encoded in the missingness of the data

and avoiding the disadvantages of impute-then-classify. An important feature of the algorithms is

their flexibility: they can be combined with any preexisting black-box fair classifier to deal with

missing data fairly, accurately, and efficiently.

Finally, we compare and evaluate the adaptive algorithms through comprehensive numerical

4
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experiments. We couple the adaptive algorithms with existing, state-of-the-art fair classification

algorithms and compare the performance of these methods against impute-then-classify. We present

the results of experiments on several types of datasets, including synthetic data, real data containing

missing values, and real complete data with synthetically generated missing values. Our results show

that using adaptive fairness-intervention algorithms achieves a significant performance improvement

over impute-then-classify for many kinds of data scenarios. For example, even a simple method

such as adding missing indicators as input features consistently achieves better fairness-accuracy

curves than impute-then-classify. Moreover, we find that the advantage of using adaptive fairness-

intervention algorithms increases when there is more information encoded in the missing patterns

of the data, such as when data is missing not at random1 (MNAR); these results are consistent

with our theoretical and practical analyses.

Chapter 2 of the thesis introduces notation and provides the necessary background for the

problem setting. Chapter 3 discusses the limitations of impute-then-classify procedures and proves

a theorem quantifying the reduction in fairness-accuracy trade-off as a result of using impute-then-

classify. Chapters 4 and 5 introduce adaptive algorithms that enable black-box fairness-intervention

algorithms to handle missing values, with chapter 4 focusing on linear classifiers and chapter 5

covering general fair classifiers. Chapter 6 describes the black-box fairness-intervention algorithms

and data used in the experiments, details the experimental setup, and discusses the experimental

results. Finally, chapter 7 concludes and touches briefly on future work.

1.3 Related work

1.3.1 Missing values in supervised learning

The issue of missing values has been extensively studied in statistics literature. However, most of the

literature is centered around inference contexts such as model parameter estimation, and methods

for handling missing values for prediction tasks have not been studied as fully. A line of recent works

has investigated the limitations of performing imputation prior to classification. Josse et al. [57]

1Data is missing not at random (MNAR) when the missingness of the data depends on the values that are missing.
See section 2.1.1.
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and Bertsimas et al. [11] find that some simple imputation methods such as mean imputation for

continuous features are asymptotically consistent under certain conditions and work well in practice

when a model can distinguish between imputed and non-imputed values. However, Le Morvan et al.

[76] finds that even if the imputation method is Bayes optimal, downstream learning tasks can be

difficult because the optimal predictor is discontinuous. This motivates the learning algorithms

presented in these works that jointly optimize imputation and predictive models. For example, [76]

uses a neural network with a layer that incorporates missing indicators to perform joint imputation

and regression. Other algorithms circumvent imputation entirely. The “missingness incorporated

in attributes” (MIA) approach first proposed by Twala et al. [104] allows a decision tree to split

and classify missing values directly and has been examined extensively in works such as [87] and

[54].

Among related work in supervised learning with missing values, the closest to our work is [11]

and [64]. Bertsimas et al. [11] devised several algorithms for a general linear regression task with

missing values, where the missingness pattern of the data is utilized to make predictions. Our work

generalizes their algorithms to a classification context and incorporates additional constraints to

guarantee fairness. One of these algorithms involves adding missing indicators as feature variables

and has been utilized and analyzed by several works, which find that this method improves perfor-

mance for standard prediction tasks in various contexts [93, 98, 107]. Khan et al. [64] proposed a

family of ensemble methods that use bagging and multiple imputation for classification problems.

We adapt this approach to fair classification by equipping the ensemble with a general fair classifier

as well as adding fairness constraints in the bagging procedure.

1.3.2 Missing values in fair machine learning

A recent line of research has investigated discrimination risks related to missing values [20, 40, 54,

92, 99, 110]. For example, Caton et al. [20], Fernando et al. [40], Jeong et al. [54], Mansoor et al.

[81], Schelter et al. [92] provided empirical assessments on how different imputation algorithms

impact the fairness risks in downstream prediction tasks. These studies have highlighted that the

choice of imputation method impacts the fairness of the resulting model and that the relative

6
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performance of different imputation methods can vary depending on the base model. To mitigate

discrimination stemming from missing values, researchers have proposed different methods for fair

learning with missing values for tabular data [54, 110] and for graph data [99]. Among these works,

the closest one to ours is Jeong et al. [54] which proposed a fair decision tree model that uses the

MIA approach to obtain fair predictions without the need for imputation. However, their algorithm

hinges on solving a mixed integer program, which can be computationally expensive in practice.

Another tangentially related line of work studies how one can quantify the fairness of a ML

model when the required demographic information (i.e., sensitive group attributes) is missing.

Methods to estimate fairness of models in the absence of sensitive group attributes have been

developed using only observed features in the data [58] or complete case data [119]. The issue of

fairness when predictive labels themselves are missing has also been studied by multiple works.

A special case of missing predictive labels that appears in contexts such as medical diagnosis is

positive and unlabeled learning (PUL); Wu and He [113] propose a model-agnostic approach for fair

PUL that leverages both the positively labeled and unlabeled data. Ji et al. [55] propose a Bayesian

inference approach to evaluate fairness when the majority of data are unlabeled. Lakkaraju et al.

[74] propose an evaluation metric in settings where human decision-makers selectively label data

and make decisions using features that are unobserved in the data.

Missing predictive labels are closely related to the problem of assessing fairness when entire

outcomes in the data are unobserved. Goel et al. [46] consider the case where entire samples

are missing due to censoring, using causal models to produce design guidelines for fair algorithm

design. Other algorithms have been proposed for learning with selectively labeled data [59, 66].

Approaches for a general semi-supervised learning setting with a mix of labeled and unlabeled data

include learning pseudo-labels [86, 118] and using unlabeled data as part of a transfer learning

pipeline [90].

7



Chapter 2

Background

This chapter provides background on missing values and fair classification, formulates the problem

setup, and introduces notation that will be used throughout the thesis.

2.1 Missing values and imputation

In data collected from real-world settings, missingness in the data may occur for several reasons.

Some examples of factors that lead to missing data include skipping or refusing to respond to ques-

tions on a survey, failures in equipment used in an experiment [78], human errors in data processing

and cleaning, and participants dropping out from a study. There are several characterizations and

methods of dealing with missingness, which are described below.

2.1.1 Missing mechanisms

Let X denote a data point, of which some values are observed and some values are unobserved

(missing). Let Xobs denote the set of observed values, and Xms the set of missing values. The

missing mechanism characterizes the cause of missingness in the data and informs the method used

to handle the missing data. There are three primary missing mechanisms:

• Missing completely at random (MCAR): The data are missing completely at random

if the missingness depends on neither Xobs or Xms.

8



Chapter 2 9

Example: A medical device that measures the level of a substance in the blood fails with

probability p, independent of the actual substance level or other factors.

• Missing at random (MAR): The data are missing at random if the missingness depends

on Xobs but not Xms.

Example: A medical device that measures the level of a substance in the blood is more likely

to fail if a patient’s blood pressure is high.

• Missing not at random (MNAR): The data are missing not at random if the missingness

depends on Xms.

Example: A medical device that measures the level of a substance in the blood is more likely

to fail if the substance level itself is very low.

Typically, it is easier to work with data that satisfies the MCAR or MAR assumptions, because

the complex dependencies in MNAR data make it more difficult to determine the cause of the

missingness or analyze how missingness may affect a model. A caveat is that the distinction

between these missing mechanisms may be more important for inference problems such as parameter

estimation than prediction tasks. As discussed later in chapter 4, MNAR data does not necessarily

hinder prediction and may even be useful in cetain contexts.

2.1.2 Handling missing values

The nature of missing values makes them difficult for most standard data analysis methods to

incorporate directly. The most common approaches for handling missing values are deletion and

imputation in data-preprocesing..

• Deletion: In deletion, any data point containing at least one missing value is removed from

the dataset. This is the simplest and fastest method for handling missing data. However,

using deletion on any data that is not missing completely at random (MCAR) will introduce

bias in the dataset. Using the MNAR example above, removing all patients who have missing

9



Chapter 2 10

values for the medical device reading will bias the dataset towards people who have high levels

of the substance being tested.

• Imputation: In imputation, missing values are replaced by new, generated values. The

values to impute are usually determined from the observed values in the data. In simple

imputation, a single value is substituted for all missing instances of a feature. For example,

mean imputation is a widely used simple imputation where missing values are replaced by the

mean of the observed values of the same feature. However, much more complex imputation

methods exist as well; an imputed value may depend on not only the corresponding feature

in other data points but other features as well. This is true for several imputation methods

inspired by machine learning algorithms such as K-nearest neighbor (KNN) and decision tree-

based imputation [37]. Other methods involve learning an optimal imputation iteratively or

sampling multiple imputed values from a distribution and aggregating the imputed values

across the resulting datasets (multiple imputation).

The choice of approach for missing values is informed by the task to be performed downstream,

contextual knowledge about the data, and practical considerations such as computational complex-

ity. For prediction tasks with missing values, the standard first step is to impute the dataset, then

train a predictive model on the imputed data. On the other hand, there are predictive models

that can incorporate missing values directly without any pre-processing. One example is the “miss-

ingness incorporated in attributes” (MIA) approach for decision tree classifiers [104]. In MIA, a

decision tree can incoprorate the presence or missingness of a feature into the split criterion at each

branching node, allowing it to learn predictions on missing data directly.

2.2 Classification with missing values

In a general classification task, the goal is to train a classifier h that uses an input feature vector

x = (x1, · · · , xd) to predict a label y. We restrict our domain to binary classification tasks where

y ∈ {0, 1}. In practice, x may contain missing values, so we let x ∈
∏d

i=1 (Xi ∪ {NA}). When

missing values are present, it is useful to keep track of which features are missing. We will use the

10
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following terminology throughout the thesis:

Definition 2.1. For a data point x ∈
∏d

i=1 (Xi ∪ {NA}), the missingness indicator vector corre-

sponding to x is the vector m ∈ {0, 1}d that represents the missingness pattern of x: mj = 1 if

and only if the jth feature of x, xj , is missing. We refer to the mj as missingness indicators. We

will letM denote the set of all missingness indicator vectors, so |M| = 2d.

Training a classifier is formulated as a optimization problem where the objective to be minimized

is the empirical loss over a set of data points D = {(xi, yi)}ni=1:

min
h

1

n

n∑
i=1

ℓ(h(xi), yi).

A common choice of loss function for classification is the zero-one loss which corresponds to accuracy,

ℓ(ŷ, y) = I[ŷ ̸= y].

A binary classifier can be evaluated with an array of different metrics. These metrics are

based on the 4 possible results when comparing a data point’s true label to the label predicted by

the classifier. Some standard evaluation metrics are summarized in Table 2.1. These metrics are

useful because they are the basis for the definition of several widely used group fairness metrics, as

described in the following section.

Evaluation Expression

True positive (TP) ŷ = 1, y = 1

False positive (FP) ŷ = 1, y = 0

True negative (TN) ŷ = 0, y = 0

False negative (FN) ŷ = 0, y = 1

Metric Expression

Accuracy TP+TN
TP+TN+FP+FN

True positive rate (TPR) TP
TP+FN

False positive rate (FPR) FP
TN+FP

True negative rate (TNR) TN
TN+FP

False negative rate (FNR) FN
TP+FN

Table 2.1: Standard classification evaluation metrics.

11
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2.3 Algorithmic fairness

Datasets containing human data often have features relating to demographic information such as

gender, race, age, and socioeconomic status, called sensitive attributes. We will denote a sensitive

group by people in a data who share the same sensitive attribute. In our work, we will focus on

the scenario where the dataset contains a single, binary sensitive attribute and therefore contains

two distinct sensitive groups. For example, if the sensitive attribute is race, the two groups may

correspond to white and non-white people. This is partially motivated by the existing fairness-

intervention algorithms we investigate and build off of that are designed for this simplified scenario.

However, many datasets contain multiple sensitive attributes and people may simultaneously belong

to several sensitive groups. The concept of intersectionality introduced by Crenshaw [28] draws

attention to the harm of considering different sensitive attributes in isolation. Thus, consideration

of multiple sensitive attributes simultaneously in future work is important for adequately addressing

the unique forms of discrimination that people with intersectional identities may face.

The notion of fairness is not universal across all machine learning contexts. The way fairness

is defined and interpreted depends on the setup of the machine learning problem as well as social

and legal frameworks relevant to the real-world application where machine learning is used. Two

major categories of formal fairness definitions in the literature are individual [36] and group fairness

[26, 39, 49]. Broadly, individual fairness stipulates that a machine learning algorithms treats similar

individuals similarly, while group fairness specifies that an algorithms treats different groups of

people in the data similarly according to some fairness metric. Other notions of fairness such as

counterfactual [73] and rational preference-based [105] fairness have also been proposed. Our main

focus in this thesis is measures of group fairness. We provide an overview of group fairness metrics

in classification in clustering and briefly discuss the limitations of using such group fairness metrics.

2.3.1 Group fairness in classification

In group fairness, the behavior of a model across different sensitive groups as a whole is scrutinized,

and the quantities of concern are therefore group-wide. Group fairness formulations typically require

12
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equality or restrict the discrepancy of standard classification evaluation metrics between sensitive

groups. Some examples of classification evaluation metrics and their corresponding fairness metrics

include accuracy for error rate balance [26], true positive rate (TPR) for equality of opportunity

[49], and positive rate for statistical parity [115].

As outlined above, we will let S ∈ {0, 1} denote the sensitive attribute of a dataset, Y the

true label, and Ŷ the predicted label by a classifier. Some common group fairness measures are

described in Table 2.2. Note that these measures all require that a particular metric be equal for

all sensitive groups.

As an example of a comparison between different group fairness measures, we consider statistical

parity and equality of opportunity in an employment context of selecting candidates to hire for a

job position. Let S = 1 denote white applicants and S = 0 denote non-white applicants. Under a

classifier that satisfies statistical parity, non-white applicants and white applicants must be hired at

equal rates, independent of other factors. Note that this is different from the condition that equal

numbers of white and non-white applicants be hired. In contrast, under equality of opportunity,

the same condition applies, but only among applicants with Y = 1, i.e. who are indeed qualified for

the position. An equivalent interpretation is that the FNRs among white applicants and non-white

applicants must be the same. Satisfying equality of opportunity does not necessarily mean that

statistical parity is also satisfied. For example, equality of opportunity still permits unqualified

white applicants to be hired at higher rates than unqualified non-white applicants, which may

drive up the proportion of white applicants hired overall. Conversely, even if statistical parity

is satisfied, equality of opportunity may not be satisfied if, for example, a higher proportion of

qualified nonwhite applicants are hired than qualified white applicants.

2.3.2 Group fairness in clustering

We briefly describe fairness in a clustering setting, which will be referenced in chapter 4. Because

clustering is an unsupervised learning task and true labels for data points do not exist, alternative

definitions for fairness must be constructed for clustering. The first work to address fairness in

clustering is [25], which examines a disparate impact constraint analogous to statistical parity where

13
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Fairness Metric Expression Setting

Statistical parity P (Ŷ = 1|S = 0) = P (Ŷ = 1|S = 1) Classification

Equality of opportunity P (Ŷ = 1|Y = 1, S = 0) = P (Ŷ = 1|Y = 1, S = 1) Classification

Equalized odds P (Ŷ = ŷ | Y = y, S = 0) = P (Ŷ = ŷ | Y = y, S = 1) Classification

Restricted dominance and minority protection β(s) ≤ |{xi∈Aj |si=s}|
|Aj | ≤ α(s), j ∈ [k] Clustering

Bounded representation β ≤ |{xi∈Aj |si=s}|
|Aj | ≤ α, j ∈ [k] Clustering

Cluster balance min
j∈[k],s

min

(
|{xi|si = s}|

|{xi ∈ Aj |si = s}|
,
|{xi ∈ Aj |si = s}|
|{xi|si = s}|

)
Clustering

Table 2.2: Standard group fairness metrics in classification and clustering. For clustering fairness
metrics, we use notation corresponding to k clusters A1, . . . ,Ak. The expressions β(s) and α(s) for
restricted dominance and minority protection reflect that separate parameters are chosen for each
group.

sensitive groups must have approximately equal representation in each cluster. [10] formalizes

the related notion of bounded representation and a more flexible version, restricted dominance

and minority protection (see Table 2.2). Other works have examined these fairness notions in

hierarchial [3], correlation [4], and spectral clustering [71]. Other notions of fairness in clustering

studied include socially fair clustering [1, 43], proportionality [24], and individual fairness building

upon the paradigm introduced in Dwork et al. [36] [6, 17].

2.3.3 Limitations of group fairness

As stated above, the primary fairness criteria we consider in this thesis concern group fairness. We

note, however, that there are numerous limitations to only considering group fairness. Returning to

the issue of intersectionality, many group fairness constraints are designed for sensitive attributes

that delineate broad, coarse categories [13]. Even if a model appears to satisfy these surface-

level fairness constraints, people at the intersection of multiple sensitive groups may experience

severe discrimination (fairness gerrymandering) that the constraints are too coarse to capture [62].

Existing methods that generalize group fairness constraints to intersectional subgroups often fail

to fully convey intersectional discrimination that exists [108]. Relatedly, constraining a model to

satisfy group fairness may introduce violations of individual fairness. For example, if a statistical

parity constraint causes a person to be denied an opportunity who would otherwise have been

14
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given the opportunity without fairness constraints, the person may face individual discrimination

if there exist people in other sensitive groups who have similar characteristics but were given the

opportunity. Group fairness versus individual fairness has been frequently debated across multiple

disciplines as there is rarely an obvious reason to prefer one over the other [13]. Nevertheless, we

focus on measures of group fairness for two main reasons. First, group fairness metrics are helpful

for reasoning about why and how a given model is unfair. In particular, group fairness metrics

elucidate the fairness risks of missing values, such as when missing values are linked with sensitive

group membership. Second, many popular fairness-intervention algorithm benchmarks are designed

to optimize group fairness metrics such as equality of opportunity and equalized odds, and we use

these benchmarks in experiments to demonstrate the effectiveness of our proposed algorithms.

2.4 Fair classification problem formulation

We now provide a general problem formulation for fair classification. The challenge of training a

fair classifier is that the objectives of maximizing accuracy and minimizing discrimination must

be considered simultaneously; for many problem setups, fairness and accuracy lie on a trade-off

curve [26, 70, 83]. Therefore, fairness-intervention algorithms often aim to achieve an optimal

fairness-accuracy tradeoff by solving a constrained optimization problem

max
h

E [I(h(X) = Y )] (2.1a)

s.t. Disc(h) ≤ ϵ (2.1b)

for some ϵ > 0. Here, Disc(h) denotes a discrimination measure corresponding to a fairness con-

straint. For example, for equality of opportunity, we can define

Disc(h) = |P (ŷ = 1|y = 1, s = 0)− P (ŷ = 1|y = 1, s = 1)|

= |TPR0 − TPR1|

= |FNR0 − FNR1|
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where the subscripts denote the classification evaluation metrics calculated within each sensitive

group. In cases where fairness constraints cannot be easily expressed in a way that creates a

tractable optimization problem, a surrogate loss function for fairness risk may be used in place of

Disc(h) [32, 67, 115–117].
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Fairness Risks of Missing Values

In standard prediction and inference contexts, missing values must be handled carefully because

they can impact the power and performance of a model, especially if relatively simple methods such

as listwise deletion are used. In this chapter, we discuss the additional risks of missing values with

regard to algorithmic fairness when it is a desirable property of a model. We begin by discussing

disparate missingness, a precursor to fairness risks that can manifest in real data through several

channels. Next, we discuss how the standard impute-then-classify procedure, where a model is

directly trained on an imputed dataset, can lead to discrimination in multiple ways. Finally, we

prove a result that characterizes the reduction in the fairness-accuracy potential of the model from

imputation when the predictive label depends on the missingness pattern.

3.1 Disparate missingness

In section 2.1.1, we discussed how missing values in data may depend on other features or the

missing feature itself. In real data, missing values are often dependent on sensitive attributes,

creating disparate proportions and patterns of missingness. An example where this may occur is

in the housing data scenario described in the introduction, where nonwhite applicants may be less

likely to report their race due to discrimination concerns.

When the proportion of missingness in the data differs depending on a sensitive attribute,
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fairness may be harder to attain, because a model that performs worse on data points with missing

values may misclassify one sensitive group at a significantly higher rate than another. This disparity

may arise for several reasons. First, if the source of the data collected is tied to a monetary expense,

financial concerns may cause higher rates of missingness in lower-income people. For example, in

education data, lower-income students may have more missing values because testing fees preclude

them from taking certain exams. Medical data involving the results of costly medical tests could

have more missing values in lower-income patients. Studies have indeed found that patients with

more missing medical data are less likely to qualify for early interventions or get treatment for a

disease if the disease is not sufficiently severe [44].

A related cause of disparities in missingness is in data collection processes that require par-

ticipant interaction but are not equally accessible across demographic groups. Surveys may have

language that is confusing to non-English speakers or a font size that is too small for elderly par-

ticipants, leading to more missing values in these groups. A study that requires participants to

take extended time away from work may be less accessible to lower-income participants, leading to

higher rates of absence or dropout in this group that causes data to be missing. Data collection and

aggregation processes may also introduce missing values in a disparate way. Consider a scenario

where a data scientist creates a dataset by aggregating data from several different hospitals and

each hospital collects a nearly-identical but slightly different set of features. If one hospital’s pa-

tients are majority Black and did not collect a certain feature that is present in all other hospitals,

the missingness rate for this feature will be much higher for Black patients.

3.2 Limitations of impute-then-classify

When data contains missing values, many standard methods for learning a fair classifier do not work.

Most classifiers output predictions as a function of the input features and thus require the features to

have a value present. Missing values also preclude the use of optimization methods such as gradient

descent since quantities such as gradient and distance are not well defined for missing values. The

most common way of circumventing this issue is to apply an impute-then-classify procedure, in
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which missing entries are replaced with substituted values and an off-the-shelf fairness-intervention

algorithm is then applied to train a predictive model. However, this “gold standard” procedure for

dealing with missing values has many limitations.

First, an important question often overlooked is whether imputation is even suitable for a given

context, independent of its impact on downstream tasks such as classification. In many contexts and

data formats, imputation is not an appropriate method for handling missing values. In healthcare

data, some missing data is categorized as “intended missing data,” which the National Cancer

Institute does not recommend imputing [85]. One type of intended missing data is a “good skip”,

where a question is designed to be skipped if a respondent answered NO to a previous question. For

example, if a respondent answers NO to the the question “Were you seen for an illness or injury?”,

they should skip the question “How often did you get care for an illness or injury as soon as you

wanted?”. Imputing a value for the second question does not make sense knowing the format of

the data and could even worsen model performance because the only observed values are from

respondents who answered YES to the first question.

Second, several characteristics of a dataset can introduce bias into an imputation that propa-

gates downstream, even if using a model that is fair on complete data. Zhang and Long [120] find

that higher rates of missingness are correlated with higher imputation unfairness for several differ-

ent imputation methods. Heavy sample imbalance may also increase unfairness in the prediction

stage after imputation is performed. When data exhibits disparate rates of missingness between

different sensitive groups as described above, the sensitive group with a higher missingness rate

tends to experience greater unfairness from an imputation, even if the missing data is MAR.

Another challenge that is unique to a prediction context arises from the train-test split. In a

machine learning pipeline, a portion of the data (the test set) is withheld during model training

and is later used to gauge the performance of a model on new, unseen data. However, in the

presence of missing values, the training and test sets must be imputed separately to avoid leakage

of information from the test set. This can lead to disparities between imputations on training and

tests, even for simple imputation methods such as mean imputation. In this scenario, even a model

that satisfies fairness on the training set may exhibit fairness risk at testing time [54].
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Lastly, imputing data loses information that is encoded in the missingness pattern of the data.

The fact that a feature is missing can give important information about the predictive label or

outcome. For instance, in surveys with questions about alcohol comsumption history, the absence

of a response is often correlated with alcoholism due to pervasive social stigma surrounding alco-

holism [80]. The missingness of health insurance information in patient data may be correlated

with negative health outcomes because patients without health insurance may not have access to

adequate healthcare. Without this information, a model on imputed data will suffer from reduced

accuracy. Again, if one sensitive group experiences a disproportionately high rate of missingness, a

model may make more errors on the group after imputation. If using a fairness constraint that con-

strains the difference in error rates between groups as is common, the model may need to sacrifice

performance on other sensitive groups, reducing the fairness-accuracy tradeoff.

3.3 Characterization of fairness risk on imputed data

Now, we will present a theoretical result that rigorously captures the intuition above. We prove

that impute-then-classify can lead to a significant reduction in terms of fairness-accuracy potential

precisely when the missingness pattern of the data is informative with respect to the predictive

label.

We will represent an imputation mechanism formally as a mapping fimp :
∏d

i=1 (Xi ∪ {NA}) →∏d
i=1Xi and denote the imputed features by x̂ = fimp(x). We define the underlying data distri-

bution by PS,X,Y and the distribution of imputed data by PS,X̂,Y . To measure the dependence

between the missing patterns M and the label, we use the definition of mutual information:

I(M ;Y ) ≜
∑

m∈M

∑
y∈{0,1}

PM,Y (m, y) log
PM,Y (m, y)

PM (m)PY (y)
.

The mutual information I(M ;Y ) will be used to show how greater information conveyed about the

label by the missing pattern corresponds to a greater fairness-accuracy reduction.
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Recall the constrained optimization problem for training a fair classifier:

max
h

E [I(h(X) = Y )]

s.t. Disc(h) ≤ ϵ.

Since the optimal solution of this problem only depends on the data distribution PS,X,Y and

the fairness threshold ϵ, we denote it by Fϵ(PS,X,Y ).

We are now ready to state our theoretical result:

Theorem 1. Suppose that X is composed by a single discrete feature (i.e., d = 1) and Disc(h)

is the equalized odds constraint. Let g : [0, 1] → R be the binary entropy function: g(a) =

−a log(a)− (1− a) log(1− a). For any ϵ and a < 1/3, there exists a data distribution PS,X,Y such

that I(M ;Y ) = g(a) and

sup
fimp

Fϵ(PS,X̂,Y ) ≤ Fϵ(PS,X,Y )− a.

Proof. We prove this theorem via construction. We consider X = {0, 1} and construct the proba-

bility distribution PS,X,Y in the following way:

Pr(Y = 0, X = 0|S = s) = Pr(Y = 0, X = 1|S = s) =
1− αs

2
, Pr(Y = 0, X = NA|S = s) = 0,

Pr(Y = 1, X = 0|S = s) = Pr(Y = 1, X = 1|S = s) = 0, Pr(Y = 1, X = NA|S = s) = αs,

and Pr(S = s) = qs. For this probability distribution, we can compute

I(M ;Y ) = (1− α) log
1

1− α
+ α log

1

α
= g(α).

Consider a classifier h such that h(0) = h(1) = 0 and h(NA) = 1. This classifier satisfies

E [I(h(X) = Y )] = 1 and Disc(h) = 0 where Disc(h) is the equalized odds constraint. As a re-

sult, Fϵ(PS,X,Y ) = 1 for any ϵ. By symmetry, we assume fimp(NA) = 1 without loss of generality.
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Therefore, we have

Pr(Y = 0, X̂ = 0|S = s) =
1− αs

2
Pr(Y = 0, X̂ = 1|S = s) =

1− αs

2
,

Pr(Y = 1, X̂ = 0|S = s) = 0, Pr(Y = 1, X̂ = 1|S = s) = αs.

We represent a probabilistic classifier h as

Pr(Ŷ = 0|X̂ = 0) = p0, Pr(Ŷ = 1|X̂ = 0) = 1− p0,

Pr(Ŷ = 0|X̂ = 1) = p1, Pr(Ŷ = 1|X̂ = 1) = 1− p1.

Consequently,

Pr(Ŷ = 0|Y = 0, S = s) =
p0 + p1

2
, Pr(Ŷ = 1|Y = 0, S = s) = 1− p0 + p1

2
,

Pr(Ŷ = 0|Y = 1, S = s) = p1, Pr(Ŷ = 1|Y = 1, S = s) = 1− p1,

which ensures that Disc(h) = 0 where Disc(h) is the equalized odds constraint. Furthermore,

E
[
I(Ŷ = Y )

]
= Pr(Ŷ = Y ) = (1− p1)(α0q0 + α1q1) +

p0 + p1
2

(1− α0q0 − α1q1).

Note that α0q0 + α1q1 = α. Hence,

max
h

E
[
I(Ŷ = Y )

]
= max

p0,p1∈[0,1]
(1− p1)α+

p0 + p1
2

(1− α)

= max
p0,p1∈[0,1]

α+
1− α

2
p0 +

1− 3α

2
p1

= 1− α,

which implies Fϵ(PS,X̂,Y ) = 1− α.

The above theorem shows that applying a fairness-intervention algorithm to imputed data can

suffer from a significant accuracy reduction, which can be as large as the dependence between
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missing patterns and labels. This result holds regardless of how missing values are imputed. The

intuition of why impute-then-classify reduces optimal fairness-accuracy trade-offs is that imputing

data may lose information about missing patterns while this information can be crucial for the

prediction task of interest.
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Adapting Linear Fair Classifiers to

Missing Values

In the last chapter, we showed how missing values in data may cause several obstacles to achieving

fairness and proved that applying an off-the-shelf fairness-intervention algorithm to imputed data

may lead to a significant fairness-accuracy reduction, particularly when the missing pattern influ-

ences the predictive label. This occurs because imputation loses the information encoded in the

missing pattern that could be used by a model. We now address this issue by proposing methods

for adapting off-the-shelf fairness-intervention algorithms to handle missing data. In this chapter,

we will present several adaptive algorithms that can be combined with linear fair classifiers to

make fair and accurate predictions on data with missing values. Bertsimas et al. [11] previously

proposed three algorithms for adapting a linear regression model to missing values: adding missing

indicator variables, affinely adaptive regression, and finitely adaptive regression via missing pattern

clustering. Here, we build upon this work in two directions: 1) we adapt the three algorithms to

a classification setting, and 2) we incorporate fairness constraints into the algorithms. Our most

extensive modification for the latter is located in the missing pattern clustering algorithm. The

adaptive algorithms we propose allow model to handle any possible missing pattern a data point

may have, even if new missing patterns appear during test time that never appear in the train-

ing data. Numerical experiments (see Figures 6.2-6.5) show that these approaches significantly
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improve fairness-accuracy curves relative to impute-then-classify. We describe these algorithms in

detail below.

4.1 Adding missing indicator variables

Recall that each data point x has an associated missingness indicator vector m ∈ {0, 1}d, where

mj = 1 if and only if the jth feature xj is missing. A natural way to preserve information encoded

in the missingness of the data is to pass m as part of the input feature vector, then use a suitable

imputation to replace the missing values. Letting x̂ = fimp(x) denote the imputed original features,

our new feature vectors are now of the form (x̂,m) ∈ (
∏d

i=1Xi)×{0, 1}d, and we can then train an

off-the-shelf fairness-intervention algorithm (e.g., [2, 5, 27, 32, 49, 60, 116]) on the new data. This

approach is highly scalable as the number of features in the new data is at most 2d. In practice,

the number of features can be further reduced if the original data contains features that are never

missing.

For a linear classifier, the addition of m effectively allows the linear classifier to learn up to

d adjustments of the bias term depending on whether each original feature is missing. Here, zero

imputation is a suitable choice to allow flexibility of handling different missing patterns by omit-

ting the contribution of a missing feature to the output of a model and instead adjusting the

bias appropriately. In fact, in the zero imputation case, as Bertsimas et al. [11] observed, we

can view learning a linear classifier on the new dataset as equivalent to learning a linear classi-

fier and imputation method simultaneously on the original dataset. Consider a linear classifier

w = (w1, . . . , wd, b1, . . . , bd) on a dataset with missing indicator variables added, where w1, . . . , wd

correspond to the original features and b1, . . . , bd correspond to the missingness indicators. Then

denoting x̂ as the vector x under zero imputation,

w⊤x̂ =
d∑

j=1

wj(1−mj)xj +
d∑

j=1

bjmj =
d∑

j=1

wj

(
(1−mj)xj +mj

bj
wj

)
.

This can be interpreted as simultaneously learning a linear classifier w′ = (w1, . . . , wd) for the

original data and an imputation method that replaces missing values in feature j with
bj
wj

.
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There are several explanations for why using missing indicators leads to better predictions.

First, we employ an information-theoretic perspective. Let Y be the unobserved predictive label

we wish to recover, X a variable representing the data, and X̂ the data under an imputation

function fimp. Since X̂ depends only on X and not on Y , we have a Markov chain Y → X → X̂.

By the data processing inequality, I(Y ;X) ≥ I(Y, X̂). In other words, imputing the data generally

loses some of the information about Y obtained by observing X. Now, let (X̂,M) represent the

zero-imputed data with added missing indicators. Again, (X̂,M) depends only on X and not on

Y . The key is that given (X̂,M), we can recover X perfectly without using any information from

Y by finding the imputed values in X̂ according to M and replacing them with NA. This is not

possible if we are given only X̂. Therefore, in this scenario we have two Markov chains

Y → X → (X̂,M), Y → (X̂,M)→ X.

By the data processing inequality,

I(Y ;X) ≥ I(Y ; (X̂,M)), I(Y ; (X̂,M)) ≥ I(Y ;X) =⇒ I(Y ;X) = I(Y ; (X̂,M)).

Thus, in contrast to standard imputation, adding missing indicators as features preserves all the

information about Y originally encoded in X.

We can use Fano’s inequality to relate the information loss from imputation to the probability

of recovering Y incorrectly, i.e. classification error. Let h be a classifier and denote the classification

error as pe(X) = P (Y ̸= h(X)). Fano’s inequality states that

H2(pe(X)) + pe(X) log(|Y| − 1) ≥ H(Y |X).

where Y denotes the support of Y , H2(p) = −p log2 p − (1 − p) log2(1 − p) is the binary entopy

function, and H(Y |X) = −
∑

i,j p(yi, xj) log p(yi|xj) is the conditional entropy. Since Y ∈ {0, 1},
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the inequality reduces to

H2(pe(X)) ≥ H(Y |X) =⇒ pe(X) ≥ H(Y |X)− (log2 3− 1)

since H2(p) ≤ p + log2 3 − 1 with equality achieved at p = 1
3 . This is a lower bound on pe(X) in

terms of H(Y |X). Now, we can compare H(Y |X̂) and H(Y |(X̂,M)). By above, we have

I(Y ; (X̂,M)) ≥ I(Y ; X̂)

H(Y )−H(Y |(X̂,M)) ≥ H(Y )−H(Y |X̂)

H(Y |(X̂,M)) ≤ H(Y |X̂).

Therefore, Fano’s inequality gives a better lower bound for pe(X̂,M) than for pe(X̂). We can

conclude that adding missing indicators gives a classifier the potential to perform better than the

standard impute-then-classify procedure.

Intuitively, the fact that a feature is missing may be informative in itself. This may occur when

data is MAR or MNAR. Whereas MNAR is generally the most difficult missing data case to handle

in traditional inference contexts, data that is MNAR may actually be useful for prediction. For

example, in electronic health records, the missingness of a test result can indicate whether or not

a given health test was ordered for a patient and thus may provide information on the patient’s

overall health status [98]. Using missing indicators in this scenario captures this information with

the added benefit of being easily interpretable. Adding missing indicator variables to the data

has been shown to improve performance in standard classification contexts under a variety of

different imputation methods [87, 93, 107]. We will observe later in our experiments that this simple

algorithm can consistently improve fairness-accuracy curves for fair classifiers and, furthermore,

that the performance improvement is indeed augmented when data is MNAR as we hypothesize.
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4.2 Affinely adaptive classification

Adding missing indicator variables essentially allows the bias term of a linear classifier w to become

affinely adaptive. We can treat the coefficients of w in a similar way: we can introduce an adjust-

ment to the coefficient of feature j whenever another feature k is missing. Let w0 be the vector

of coefficients corresponding to the case where all features are present, and let W be a matrix of

the adjustments such that Wjk is the adjustment of wj when xk is missing. Then the coefficients

of the affinely adaptive classifier can be written as w0 +Wm. Again denoting x̂ as the vector x

under zero imputation,

(w0 +Wm)⊤x̂ =

d∑
j=1

w0j(1−mj)xj +

d∑
j=1

d∑
k=1

Wjkmk(1−mj)xj

The second term on the right hand side indicates that we can implement affinely adaptive classifi-

cation by including features of the form mk(1−mj)xj for j, k ∈ [d] with j ̸= k. As above, we can

then train an off-the-shelf fair linear classifier on the new data.

Provided that the bias term is implemented as a static feature whose value is always 1, affinely

adaptive linear classifiers are strictly more expressive than classifiers trained by adding missing

indicator variables and using zero imputation. Therefore, affinely adaptive linear classifiers will

perform better in theory if given a sufficient sample size. However, a significant drawback is that

affinely adaptive classification requires O(nmissd) features where nmiss is the number of original

features that contain missing values. This is O(d2) in the worst case, though nmiss may again be

small in practice.

4.3 Missing pattern clustering

In the previous two algorithms, the original dataset is modified by adding features containing

information about missingness, and a linear classifier is trained on the entire dataset by applying

an off-the-shelf fairness-intervention algorithm. We now introduce a greater separation between

data points with different missing patterns by using a missing pattern clustering algorithm. The
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algorithm runs in two stages:

1. We first partition the missing patterns in the data into fair clusters. To achieve this, we

employ a recursive partitioning method coupled with fairness constraints.

2. We then apply a black-box fair linear classifier on each cluster separately.

By using fair algorithms in both classification and clustering, we ensure our model can generalize

to new data and unseen missing patterns. We explain how these two steps work in detail below..

Throughout this section, we will pass the missing indicator variables as features as described in

section 4.1; for simplicity of notation, we will write x to mean the 2d-dimensional feature vector

including missing indicators.

4.3.1 Partitioning of missing patterns

During clustering, we split all possible missing patternsM into Q clusters {Mq}Qq=1 using a recur-

sive partitioning method. Let P denote the current (intermediate) partition, so initially P = {M}.

At each step, we split each clusterMq ∈ P based on the missingness of some feature j into two new

sets Mj0
q = {m ∈ Mq : mj = 0} and Mj1

q = {m ∈ Mq : mj = 1}, with corresponding training

data Ij0q = {(xi, yi) : mi ∈ Mj0
q } and Ij1q = {(xi, yi) : mi ∈ Mj1

q }. We split on a feature j∗ that

minimizes an objective function L(Mq, j).

Clustering in this way raises a potential concern: because a separate fair classifier is trained on

each cluster, it is important that the resulting clustering from the split not only contains sufficient

data, but also contains sufficient data among each sensitive group. Otherwise, the classifier for

a cluster may fail to generalize to new data due to overfitting, or exhibit disparate performance

between different sensitive groups due to data imbalance. To address this concern, we enforce

fairness constraints when splitting clusters: a feature j is considered for splitting only if Ij0q and

Ij1q satisfy bounded representation for chosen parameters α, β:

β ≤ |{xi ∈ Ijkq |si = s}|
|Ijkq |

≤ α, s, k ∈ {0, 1}.
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We also impose a minimum permissible cluster size k for Ij0q and Ij1q . We will denote the set of

features j that satisfy these constraints by G(Mq).

Next, we define our objective L(Mq, j). For a linear classifier w, we define

L(Mq, j) :=min
w

∑
i∈Ij0

q

ℓ(yi,w
⊤x′

i) + min
w

∑
i∈Ij1

q

ℓ(yi,w
⊤x′

i)

where x′
i is xi with missing values imputed by zero. In other words, L(Mq, j) is the total loss

from training linear classifiers on Ij0q and Ij1q . With this objective function L(Mq, j) in hand, we

propose to split on j∗ at each iteration for each clusterMq where j∗ ∈ argminG(Mq) L(Mq, j).

L(Mq, j) satisfies two desirable properties. First, it can be calculated efficiently as it does not

include fairness risk, which is crucial as there are O(d) candidate features for each split. Second,

L(Mq, j) guarantees that the total loss with respect to the standard classifiers

∑
Mq∈P

min
w

∑
i∈Iq

ℓ(yi,w
⊤x′

i)

never increases after a split, provided that we split a clusterMq only if

L(Mq, j
∗) < min

w

∑
i∈Iq

ℓ(yi,w
⊤x′

i),

i.e. the two new classifiers collectively perform at least as well as a classifier trained on the whole

cluster. We summarize our recursive partitioning method in Algorithm 1.

4.3.2 Per-cluster fair classification

After obtaining clusters {Mq}Qq=1, we train fair linear classifiers {wq}Qq=1 for each cluster. Because

we have ensured in the previous stage that each cluster contains sufficient and balanced data from

each group, we can now equip our algorithm with any linear fairness intervention algorithm, using

zero imputation. Examples of linear fairness-intervention algorithms which we use in numerical

experiments in Chapter 6 are DispMistreatment [116], which uses a notion of decision boundary
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covariance to optimize accuracy under a disparate mistreatment constraint, and FairProjection

[5], which uses an information projection post-processing method to satisfy statistical parity and

equalized odds constraints.

Algorithm 1 Recursive partitioning of missing patterns.

Input: D = {xi, si, yi}ni=1

Initialize: partition P = ∅,P ′ =M
while P ′ ̸= ∅ do
Mq ← P ′[0]
P ′ ← P ′ \Mq

if G(Mq) = ∅ then
P ← P ∪Mq

continue
end if
j∗ ← argminG(Mq) L(Mq, j)
if L(Mq, j

∗) < minh∈H
∑

i∈Iq
ℓ(yi, h(xi)) then

P ′ ← P ′ ∪ {Mj0
q ,Mj1

q }
else
P ← P ∪Mq

end if
end while
Return: P = {Mq}Qq=1

4.3.3 Missing pattern clustering vs. adding missing indicators

Since we have included the missingness vector m as part of the input features, the clustering

algorithm is a more expressive extension of the missing indicator algorithm in 4.1, because the

behavior of adding missing indicators can be emulated by setting the minimum permissible cluster

size arbitrarily large so that the only cluster is the entire dataset. Moreover, missing pattern

clustering should perform at least as well as adding missing indicators provided the sample size

of each cluster is sufficiently large. The performance advantage of clustering is especially evident

when the conditional distribution PY |X varies significantly across missing patterns and a single

model cannot capture the differences. We later demonstrate this using a synthetic dataset.

The adaptive algorithms we have introduced in this chapter allow linear fair classifiers to handle

missing values more effectively by using the missing patterns of data points to inform predictions.

The benefits of the adaptive algorithms are validated through numerical experiments in chapter 6.

In the next chapter, we extend our adaptive framework to encompass non-linear fair classifiers.
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Adapting Non-Linear Fair Classifiers

to Missing Values

In the last chapter, we introduced three methods for adapting a fair linear classifier to missing

values: adding missing indicators, affinely adaptive classification, and missing pattern clustering.

However, it is difficult to directly generalize the above methods to a general fair classifier that

is not necessarily linear. For example, the zero imputation used in the algorithms is justified for

linear classifiers because it is equivalent to deactivating features with missing values and using the

remaining features to predict the label. However, for nonlinear classifiers such as decision trees,

zero imputation may have a significant negative effect on the predictive label. Another example

is in missing pattern clustering, where the choice of clustering objective function is not obvious

for a general fair classifier. In this chapter, we present a method for adapting a general fair

classifier to missing values. Several works have investigated bootstrapping and ensemble methods

for supervised learning with missing values [50, 64, 65, 72, 101–103, 112]. We propose a new fair

ensemble algorithm, FairMissBag, that draws on the bagging ensemble method outlined in Khan

et al. [64] and adapts the method to a fair ensemble method by incorporating fairness constraints

at multiple steps in the algorithm. In particular, we will employ a variation of uniform resampling

[60, 110] to mitigate data imbalance and utilize results from existing works that analyze the fairness

of ensembles [12, 38, 47, 63]. We will first describe the uniform resampling scheme and prior fairness
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results concerning ensemble learning. Then, we will describe each step of FairMissBag, explaining

how the former two ideas are combined to preserve fairness through the algorithm.

5.1 Uniform resampling

A key component of bagging is bootstrapping, where the original data is sampled with replacement

several times to create a group of varied subsamples of the data on which models can be trained [16].

However, as with missing pattern clustering, a potential concern is that without any restrictions,

the resampled data may be imbalanced between sensitive groups, which could lead to fairness risks

downstream or failure to generalize to new data. Therefore, additional constraints are necessary to

preserve fairness through the resampling procedure.

A fair version of resampling was introduced by Kamiran and Calders [60]. In their procedure,

the data points are first split by sensitive attribute and outcome, so each sensitive group is further

split into subgroups corresponding to the positive and negative classes. Then, each subgroup is

sampled uniformly separately, with the number of samples from each subgroup controlled such that

in the resulting resampled dataset, the sensitive attribute S and predictive label Y are statistically

independent. In other words, in a resampled dataset D′, for each s ∈ {0, 1} and y ∈ {0, 1},

|{xi ∈ D′|si = s, yi = y}|
|D′|

=
|{xi ∈ D′|si = s}|

|D′|
|{xi ∈ D′|yi = y}|

|D′|
.

A similar approach was presented in [110] where the entire dataset is first sampled uniformly, then

the data points in each subgroup are either duplicated or dropped at random to satisfy the above

balance condition.

One potential drawback to this approach is that the condition that S and Y be statistically

independent is relatively strict. For the resampled data set to satisfy this condition, the same

proportion of data points must be in the positive (negative) class across each sensitive group. In

practice, S and Y are not always statistically independent, and the assumption of independence is

not always beneficial in all scenarios. For example, in healthcare, if one demographic group has a

higher risk or prevalence of a condition or disease, it is likely desirable for a model to select patients
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from that group for treatment at a higher rate than other groups rather than attempt to equalize

the selection rate.

Given these considerations, we will use a modified version of fair uniform resampling that

preserves the balance of data across sensitive attribute and outcome in the resampled data, relative

to the original data. We choose the number of samples from each sensitive attribute-label subgroup

to match the proportion of the subgroup in the original data. Since the typical size of a bootstrap

sample is the size of the original dataset, we can simply sample from each subgroup the same

number of times as the size of the subgroup.

To handle missing values, after obtaining some B subsamples of the data, we can apply a suitable

imputation method to each subsample separately. The class of imputation method is flexible. For

instance, multiple imputation (MI) methods can be supported by resampling B/M times instead,

then creating M datasets from each subsample by performing M imputations. Additionally, we

include the missing indicator variables as part of the input feature as described in section 4.1

to preserve the information in the missing pattern. This prevents the issue of reduced fairness-

accuracy curve described in Theorem 1 that arises from only using imputation. Our uniform

resampling procedure is described in Algorithm 2.

Algorithm 2 Single iteration of fair uniform resampling.

Input: D = {xi, si, yi}ni=1

Initialize: partition D′ = ∅
for s ∈ {0, 1} do

for y ∈ {0, 1} do
Ds,y ← {xi, si, yi ∈ D|si = s, yi = y}
Sample |Ds,y| times from Ds,y uniformly with replacement and append to D′

end for
end for
Add missing indicators m to D′, apply imputation method fimp

Return: Resampled dataset D′

5.2 Fairness in ensemble learning

In ensemble learning, multiple models are trained simultaneously on the data and the predictions

from each model are aggregated into a single, final prediction. The diversity within ensemble models
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is generally advantageous and yields better predictions than can be made from a single model.

However, the prediction aggregation process poses a unique challenge with regard to fairness. For

many widely-used prediction rules, such as majority vote, it is not obvious which, if any, fairness

criterion are satisfied, even if the predictions from each individual model are fair. For example,

given a group of base classifiers that each satisfy statistical parity, an ensemble of these classifiers

that uses majority vote to obtain a final prediction may still exhibit discrimination.

The fairness of ensemble methods has been analyzed empirically by several recent works. Ken-

fack et al. [63] evaluate and compare the fairness of different types of standard classifiers (without

fairness constraints) under different ensemble strategies such as majority vote and random choice,

and propose a classifier weighting strategy to incorporate fairness constraints. Similar experi-

ments have been used to produce guidelines for ensemble design where standard classifiers [12] and

fairness-intervention algorithms [38] are used as base classifiers of the ensemble.

For our fair ensemble algorithm, we draw on a theoretical fairness guarantee when the ensemble

strategy is to select a classifier at random from a distribution [47]. Though this result holds for

statistical parity and true positive/negative rate constraints, we can easily extend the result to

equalized odds:

Lemma 1. Suppose we have an ensemble of classifiers C = {Cj}Mj=1 such that each classifier satisfies

an equalized odds constraint, i.e. there exists ε such that for all j,

|Pr(Cj(X) = 1|Y = y, S = 1)− Pr(Cj(X) = 1|Y = y, S = 0)| ≤ ε, y = 0, 1.

Let p(j) denote a probability distribution over the classifiers and C(x) be the prediction obtained by

selecting some base clasifier Ck at random and computing Ck(x). Then C also satisfies the equalized

odds constraint.
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Proof. Let y ∈ {0, 1}. Then

|Pr(C(X) = 1|Y = y, S = 1)− Pr(C(X) = 1|Y = y, S = 0)|

=

∣∣∣∣∣∣
∑
j

pj Pr(Cj(X) = 1|Y = y, S = 1)−
∑
j

pj Pr(Cj(X) = 1|Y = y, S = 0)

∣∣∣∣∣∣
≤
∑
j

pj |Pr(Cj(X) = 1|Y = y, S = 1)− Pr(Cj(X) = 1|Y = y, S = 0)|

≤
∑
j

pjε = ε.

Using a similar argument, if the fair classifiers output a probability (score) for each label and

satisfy an equalized odds constraint on the score, an ensemble prediction obtained by taking any

weighted average of the probabilities will also satisfy the constraint. This justifies the use of random

selection and score averaging in aggregating predictions from fair base classifiers.

5.3 Fair bagging ensemble

Equipped with a uniform resampling procedure that preserves fairness with regard to data balance

and ensemble strategies that preserves the fairness of the individual classifiers, we now introduce

FairMissBag, a fair bagging ensemble algorithm that can be applied to any fair classifier to handle

missing values. The algorithm proceeds as follows:

1. The data is resampled using the fair uniform resampling procedure above, missing indicators

are added to each subsample, and an imputation method is used on each subsample separately,

creating B total datasets. For example, this can involve resampling B times with single

imputation, or resampling B/M times and using a multiple imputation method with M

imputations per subsample.

2. One fair classifier is trained on each resampled dataset independently, for a total of B classi-

fiers.
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3. To make a prediction on a new data point, each of the B fair classifiers in the ensemble makes

a prediction on the point and one output is chosen at random. Alternatively, if the classifier

outputs a probability or score for each label, the probabilities are averaged and the label

determined accordingly.

FairMissBag provides several benefits as well as advantages over standard impute-than-classify.

First, the resampling procedure, base classifiers, and prediction aggregation method all ensure

fairness. Because bagging creates a varied set of subsamples, the set of classifiers in the resulting

ensemble is diverse and generally improves performance when the ensemble outputs are aggregated.

For nearly all commonly used imputation methods, the limiting factor in computational cost is

training the fair classifier, so the total overhead in training the ensemble and handling missing

values is linear in the size of the ensemble. As with linear fair classifiers, missing indicator variables

can also be added to the dataset with low overhead.

We have presented a suite of algorithms that can be combined with any existing fairness-

intervention algorithm to handle missing data. To recap, these adaptive algorithms yield fair and

accurate predictions, can capture information within missing patterns in a way that cannot be

achieved using standard imputation methods, and are efficient and scalable. We are now ready to

demonstrate how these adaptive fairness-intervention algorithms behave in practice and show these

existence of these advantages empirically.
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Numerical Experiments

In the last two chapters, we proposed several new algorithms for adapting any off-the-shelf fairness-

intervention algorithm to handle missing values. Now, we will evaluate these methods empirically

with a comprehensive set of numerical experiments. Our experimental results will show that using

the adaptive fairness-intervention algorithms yields a significant improvement over impute-then-

classify for many existing fairness-intervention algorithms on several types of data with missing

values.

The outline of the chapter is as follows. First, we will provide an overview of the state-of-the-art

fairness-intervention algorithms that we will use in our experiments. Next, we will describe the

datasets used to train the fairness interventions. We use a variety of datasets with different kinds

of missingness patterns to elucidate and compare the behavior of our algorithms across different

data scenarios. We will then describe the setup and implementation details for the experiments.

Finally, we will present and discuss the results of the experiments.

6.1 Fairness intervention algorithms

We use several existing fairness-intervention algorithms to compare our approaches with impute-

then-classify. All of the below algorithms are designed for complete data and therefore require

missing values to be imputed before training.
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Disparate mistreatment. Zafar et al. [116] proposed a fair binary classification algorithm that

maximizes the accuracy of a linear classifier subject to a constraint on the difference in FPR, FNR

(equality of opportunity), or both (equalized odds) between two sensitive groups. To convert the

fairness constraint into a tractable optimization problem, a notion of decision boundary covariance

for misclassified users is used as a surrogate, creating a disciplined convex-concave program (DCCP)

for which there exist efficient optimization heuristics [95].

FairProjection. Alghamdi et al. [5] proposed a fair classification algorithm with support

for multiple predictive classes and multiple, intersectional sensitive attributes. FairProjection

uses information projection to post-process the outputs of a classifier by a multiplicative factor to

satisfy statistical parity and equalized odds constraints. The algorithm is scalable to large data

through parallelization and provides convergence rate guarantees for its iterative process. We run

FairProjection with a cross-entropy loss function, for which the algorithm is an equivalent to

that presented in [111] because we work in a binary classification setting.

Other fairness-intervention algorithms used as benchmarks in the experiments include

exponentiated-gradient reduction (Reduction), [2], the equalized odds algorithm presented in [49]

(EqOdds), reject option-based classification (ROC) [61], and leveraging equal opportunity

(Leveraging) [27].

6.2 Datasets

In our experiments, we will use three different types of datasets to evaluate the performance of

our adaptive fairness-intervention algorithms: 1) artificially generated data and missing values, 2)

real data with synthetically generated missing values (semi-synthetic), and 3) real data naturally

containing missing values.

6.2.1 Synthetic data

We create a synthetic dataset by sampling data points from a known distribution and generating

artificial missing values. The dataset contains two features, X1 and X2, with binary sensitive
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attribute S and binary label Y . There are 2400 data points in total. X1 is present for all data

points, while X2 is missing in 800 of the data points. The distribution of the data points is

summarized in appendix A, and we visualize 800 of the data points in figure 6.1.

Figure 6.1: Plot of the synthetic data. The points on the x-axis represent data with X2 missing.

6.2.2 Semi-synthetic data

For semi-synthetic data, we use the COMPAS [75] and Adult [34] datasets, which are standard

datasets used in the fair machine learning literature. We provide a description of both datasets

and the missing value generation process below.

COMPAS. The COMPAS (Correctional Offender Management Profiling for Alternative Sanc-

tions) software is a proprietary tool that is used in the criminal justice system in the United States

to predict recidivism. COMPAS uses a defendant’s criminal history along with other features such

as demographic information to assign a score indicating the predicted risk of the defendant recidi-

vating within a two-year period. Racial discrimination in the COMPAS algorithm’s predictions has

been highly publicized and analyzed [33, 41, 75].

We restrict our experiments with the COMPAS dataset to the set of White and Black defen-

dants. The predictive features we use are age (three categories of less than 25, 25 to 45, and over

45), race, sex, normalized number of prior convictions, and charge degree (misdemeanor/felony).
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The predictive label is a binary indicator for whether the defendant recidivated in a two-year pe-

riod, and the sensitive attribute is race (S = 0 for Black defendants, S = 1 for White defendants).

We additionally balance the dataset so that the number of Black and White defendants in the data

are equal, yielding 4206 data points in the dataset.

Adult. The Adult dataset is a subset of the data from the 1994 Census. The predictive label

is a indicator for whether a person’s annual income is over $50,000, and the sensitive attribute

is gender. We use all of the 14 features in the original dataset except fnlwgt (see [34]). We first

balance the dataset by the predictive label and then by gender, yielding 6530 points in the dataset.

All features are scaled to be between 0 and 1.

Missing value generation. Since COMPAS is a complete dataset and Adult has a very

low percentage of missing values, we generate missing values synthetically. For each dataset, we

create three datasets with missing values corresponding to MCAR, MAR, and MNAR to capture

the range of possible missing mechanisms. For each missing mechanism, we choose one or more

features to contain missing values. Then, we randomly replace some of the values of the feature(s)

with NA with a given probability. Other than the MCAR setting, we allow the probability to vary

depending on the value of one of more features in the data or a binary indicator corresponding to

the feature, including the missing feature(s). Notably, for MNAR, we allow the missingness of a

feature to depend on the predictive label to simulate the scenario where the missingness pattern

and label are linked. Statistics for missing values in COMPAS and Adult are provided in Table

6.1.

6.2.3 Real data

HSLS. For real data, we use the High School Longitudinal Study (HSLS) dataset. HSLS is a dataset

of over 23,000 high school students followed from 9th through 12th grade that includes surveys from

students, teachers, and school staff, demographic infomation, and academic assessment results [53].

We use an 11-feature subset of the dataset. The sensitive attribute is a binary variable for race with

S = 1 corresponding to White and Asian students and S = 0 corresponding to underrepresented

minorities (Black, Hispanic, Native American, and Pacific Islander students). The predictive label is
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COMPAS

Mechanism Missing feature I Pr(MS|I = 0) Pr(MS|I = 1)

MCAR priors count N/A 0.2 0.2

MAR priors count sex 0.1 0.4

MNAR priors count two year recid 0.1 0.4

sex sex 0.1 0.4

Adult

Mechanism Missing feature I Pr(MS|I = 0) Pr(MS|I = 1)

MCAR age N/A 0.2 0.2

MAR occupation gender 0.4 0.1

MNAR capital-gain income 0.3 0.1

workclass I[age < 0.2] 0.1 0.4

Table 6.1: Missing value statistics for COMPAS and Adult. I denotes the feature or indicator on
which the probability of missingness depends. As an example, for COMPAS in the MAR setting,
the missing feature is priors count; the probability of priors count being missing is 0.1 among
women (sex = 0) and 0.4 among men (sex = 1).

a binary indicator for whether a student’s 9th grade math test score is within the top 50% of scores.

We consider only data points where both race and 9th grade math test score are present. HSLS

exhibits significant disparate missingnesss with respect to race. For instance, 35.5% of White and

Asian students did not report their secondary caregiver’s highest level of education; this proportion

increases to 51.0% for underrepresented minority students [54].

6.3 Experimental setup

We now provide details for the setup and implementation of the experiments.

6.3.1 Linear fair classifiers

In this section, we test DispMistreatment, FairProjection, Reduction, EqOdds, ROC, and

Leveraging in combination with several of our adaptive algorithms. All fairness-intervention
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algorithms use logistic regression as the base classifier and zero imputation. We run disparate

mistreament with a FNR difference constraint, FairProjection, Reduction, EqOdds, ROC with

an equalized odds/mean equalized odds (EO/MEO) constraint, and Leveraging with an equal-

ity of opportunity constraint. For the missing pattern clustering adaptive algorithm, we reserve

part of the training set as validation to calculate the clustering objective function. All of the above

fairness-intervention algorithms with the exception of EqOdds and Leveraging have a single tunable

hyperparameter, and missing pattern clustering has tunable hyperparameters α, β for the bonuded

representation fairness constraint and minimum cluster size k. In each experiment, we vary the

hyperparameters to obtain different fairness-accuracy tradeoffs. The hyperparameters tested are

summarized in Appendix A.

For the synthetic data, we use DispMistreatment and FairProjection with 1) baseline (stan-

dard impute-then-classify with no modifications), 2) adding missing indicators, and 3) missing

pattern clustering. For each of the 6 combinations, we run 5 trials with different train-test splits to

measure the variance in accuracy and fairness metrics. We run missing pattern clustering with a

minimum cluster size k = 1 and bounded representation parameters α = 1, β = 0 so that clustering

splits the two distinct missing pattern in the syntheic data.

For COMPAS/Adult, we use DispMistreatment and FairProjection with 1) baseline, 2)

adding missing indicators, and 3) affinely adaptive classification, with zero imputation used for all

methods. Due to the difficulty of generating missing values such that missing pattern clustering

outperfoms the aforementioned methods, we omit missing pattern clustering from the experimental

results. We run 10 trials for each combination of methods.

For HSLS, we test all six existing fairness-intervention algorithms mentioned above. For

DispMistreatment and FairProjection, we test 1) baseline, 2) adding missing indicators, 3) miss-

ing pattern clustering, and 4) affinely adaptive classification, each with 10 trials. For Reduction,

EqOdds, ROC, and Leveraging, we test 1) baseline and 2) adding missing indicators, each with 5

trials.
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6.3.2 Non-linear fair classifiers

In this section, we describe our experiments on the FairMissBag ensemble method proposed

in section 5.3 through experiments on the HSLS and COMPAS datasets. For HSLS, we use

FairProjection, Reduction, and EqOdds, and for COMPAS, we use FairProjection. The base

classifier for all fairness-intervention algorithms is a random forest consisting of 20 decision trees

with maximum depth 3. The fairness constraint used is MEO. We run experiments with three im-

putation methods: mean, K-nearest neighbor (KNN), and iterative imputation. For each fairness-

intervention algorithm and imputation method, we compare the performance of 1) baseline impute-

then-classify and 2) FairMissBag using an ensemble of fair classifiers. Each combination is run for

5 trials. We summarize the hyperparameters tested in Appendix A.

6.3.3 Implementation details

We implement DispMistreatment using the code at https://github.com/mbilalzafar/fair-

classification. FairMIPForest is implemented using the code at https://github.com/haewon55/

FairMIPForest. For FairProjection, we use code from https://github.com/HsiangHsu/Fair-

Projection. The original code for Leveraging is found at https://github.com/lucaoneto/

NIPS2019_Fairness; we use a Python version of the code included in the FairProjection repos-

itory. Reduction, EqOdds, and ROC are implemented using the AIF360 library [9].

6.4 Results

We now present the results of the numerical experiments and discuss our findings. For each adaptive

fairness-intervention algorithm tested, we plot the fairness-accuracy tradeoff curve obtained from

varying hyperparameters. We obtain a convex curve by omitting points that are Pareto dominated,

i.e. there exists another point with higher accuracy and lower discrimination.
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Figure 6.2: Comparison of adaptive fairness-intervention algorithms (Chapter 4) on the synthetic
data described in section 6.2.1, using DispMistreatment (left) and FairProjection (right). Error
bars depict the standard error of 5 runs with different train-test splits.

6.4.1 Linear fair classifiers

Synthetic data. Figure 6.2 displays fairness-accuracy curves for the synthetic dataset. We see

that for both DispMistreatment and FairProjection, missing pattern clustering (Section 4.3)

achieves near-perfect accuracy with very little discrimination. In constrast, the baseline performs

much worse in both cases; for DispMistreatment, the baseline classifier only achieves the same

fairness as missing pattern clustering with an accuracy that is essentially no better than a random

guess. Adding missing indicators outperforms the baseline for DispMistreatment but remains

significantly worse than missing pattern clustering, and performs nearly identically to the baseline

in FairProjection.

These results make intuitive sense given the distribution of the synthetic data. I[X1 < 0] is a

near-perfect linear classifier for the data points with X2 present, and I[X1 > 0] is a near-perfect

linear classifier for the data points with X2 missing. However, if we use impute-then-classify with

zero imputation, a baseline linear classifier will perform poorly on the data points with X2 missing.

Moreover, because the S = 0 sensitive group has many more such points, the group will likely

suffer from higher FNR and FPR, increasing the discrimination. Furthermore, this is true even if a

missing indicator for X2 is added, as the indicator can only provide an adjustment for the bias and

not the coefficient of X1. However, if missing pattern clustering is used, separate linear classifiers

can be trained on each cluster to reach very high accuracy and fairness.
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COMPAS/Adult. Figure 6.3 displays fairness-accuracy curves for COMPAS and Adult. We

see that for the datasets with MCAR and MAR missing values, the three methods tested have

comparable performance. However, for the MNAR datasets, adding missing indicators and affinely

adaptive classification significantly outperform the baseline especially with regard to accuracy, al-

though the baseline algorithms are sometimes able to achieve lower discrimination. In particular,

the FairProjection results are consistent with Theorem 1, which proves a significant reduction

in the accuracy of a MEO-constrained baseline classifier under impute-then-classify when the pre-

dictive label and missing pattern are dependent. For Adult, affinely adaptive classification may be

slightly more accurate than adding missing indicators, but the difference is well within the standard

error.

It was difficult to generate a realistic pattern of missing values that would cause missing pattern

clustering to consistently find more than one cluster (and thus produce distinct results from adding

missing indicators). A possible reason for this behavior is that the data are distributed similarly

across different missing patterns. Combined with the fact that missing pattern clustering yields

smaller sample sizes for each classifier, this makes it less likely that training separate classifiers on

different missing patterns will improve upon adding missing indicators.

HSLS. Figure 6.4 displays the fairness-accuracy curves for DispMistreatment and

FairProjection on HSLS. For DispMistreatment, adding missing indicators achieves marginally

improved performance over the baseline, while affinely adaptive classification achieves the highest

accuracy but at the cost of fairness. For FairProjection, all three adaptive methods outper-

form the baseline. Figure 6.5 displays the fairness-accuracy curves for Reduction, EqOdds, ROC,

Leveraging. We see that adding missing indicators improves the fairness-accuracy tradeoff for all

fairness interventions except EqOdds.

Discussion. The experiments on linear fair classifiers show that using the adaptive fairness-

intervention algorithms we propose in Chapter 4 consistently outperform impute-then-classify in

terms of accuracy and fairness across different datasets. Furthermore, the experimental results con-

firm the intuition that the advantage of using adaptive fairness-intervention algorithms increases

as the information encoded in the missing patterns of the data increases, as evidenced by the sig-
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nificant performance improvement of the adaptive algorithms on data with MNAR missing values.

Interestingly, although affinely adaptive classification and missing pattern clustering are both more

expressive variants of adding missing indicators, adding missing indicators was able to achieve

comparable performance to both methods in most cases. However, we see that the additional ex-

pressiveness can prove very advantageous in settings such as the synthetic data, so the best adaptive

method to use is dependent on the distribution and structure of the data and merits further in-

vestigation. Nevertheless, the overarching takeaway is that when using linear fairness-intervention

algorithms on data with missing values, preserving the missing patterns is a crucial step to mitigate

the fairness and accuracy reduction incurred by imputation.

6.4.2 Non-linear fair classifiers

HSLS. Figure 6.6 displays the results of the FairMissBag experiment on HSLS. We see that when

iterative imputation is used, FairMissBag demonstrates a consistent accuracy improvement over

impute-then-classify. For the FairProjection and Reduction cases, the accuracy improvement

comes at a small or no cost to fairness. FairMissBag additionally demonstrates a large fairness

improvement for KNN imputation with Reduction, a fairness improvement for mean imputation

with EqOdds, and an accuracy improvement for KNN imputation with EqOdds.

COMPAS. Figure 6.7 displays the results of the FairMissBag experiment on COMPAS. For

the datasets with MCAR and MARmissing values, the baseline achieves comparable performance to

FairMissBag with mean imputation and outperforms FairMissBag with KNN and iterative impu-

tation. However, when missing values are MNAR, FairMissBag shows an improvement in accuracy

and fairness with KNN imputation and dramatically increases accuracy with mean imputation.

Discussion. We can draw similar conclusions for the above experiments as those in the previous

section with linear fair classifiers. Using FairMissBag yields fairness and accuracy improvements

with different datasets and fairness-intervention algorithms. Moreover, the COMPAS results show

that the adaptive algorithm improves on the baseline to the greatest extent when the missing

pattern contains significant information about the label; this is again consistent with our theoretical

analysis. Comparing the three imputation methods we tested, iterative imputation consistently
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yields the highest accuracy among the three imputation methods across both baseline impute-then-

classify and FairMissBag, followed by KNN imputation and finally mean imputation. However,

comparisons of fairness vary depending on the dataset and fairness-intervention algorithm used. We

conclude that the choice of imputation method can significantly influence accuracy and fairness.

This also corroborates previous findings in e.g. [54] that the best imputation method for a given

prediction task and setup is not always a clear choice.
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(a) COMPAS, DispMistreatment

(b) COMPAS, FairProjection

(c) Adult, DispMistreatment

(d) Adult, FairProjection

Figure 6.3: Comparison of adaptive fairness-intervention algorithms on COMPAS and Adult, using
DispMistreatment and FairProjection. For each of COMPAS and Adult, we generate three
datasets with missing values corresponding to MCAR, MAR, and MNAR mechanisms (Section
6.2.2). Error bars depict the standard error of 10 runs with different train-test splits.
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Figure 6.4: Comparison of adaptive fairness-intervention algorithms on HSLS, using
DispMistreatment (left) and FairProjection (right). Error bars depict the standard error of
10 runs with different train-test splits.

Figure 6.5: Comparison of adding missing indicators (Section 4.1) with baseline impute-then-classify
on HSLS, using Reduction, EqOdds, ROC, and Leveraging. Error bars depict the standard error
of 15 runs with different train-test splits. .
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Figure 6.6: Results for FairMissBag on HSLS, using FairProjection, Reduction, and EqOdds.
Fairness-accuracy curves for mean, KNN, and iterative imputation are shown. Error bars depict
the standard error of 5 runs with different train-test splits.

Figure 6.7: Results for FairMissBag on COMPAS using FairProjection. Using COMPAS, we
generate three datasets with missing values corresponding to MCAR, MAR and MNAR mechanisms
(Section 6.2.2). Fairness-accuracy curves for mean, KNN, and iterative imputation are shown. Error
bars depict the standard error of 5 runs with different train-test splits.
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Conclusion and Future Work

In this thesis, we thoroughly investigated the impact of missing values on algorithmic fairness. We

presented a discussion on disparate missingness and the limitations of standard impute-then-classify

procedures for handling missing data. We then proved a theoretical result that links the dependence

between the predictive label and missingness patterns in a dataset to a reduction in fairness-accuracy

potential under impute-then-classify. Our main contribution is a set of adaptive algorithms that

can be used with any preexisting fairness-intervention algorithm to handle missing values fairly

and accurately. These algorithms avoid the pitfalls of impute-then-classify while providing benefits

in scalability and flexibility. Finally, through numerical experiments with several state-of-the-art

fairness-intervention algorithms and datasets, we demonstrated that the adaptive algorithms we

proposed prove a consistent and significant improvement in fairness and accuracy over impute-then-

classify. We showed that this improvement is particularly evident when there is more information

encoded in the missing patterns of the data. Our adaptive algorithms harness existing techniques

from standard supervised learning with missing values; this thesis provides empirical justification

for using the adaptive algorithms for problems where both accuracy and fairness are desired.

The key component of our adaptive algorithms is the preservation of the information encoded

in the missing patterns. For instance, we observed that even a simple preprocessing step such

as adding missing indicators can improve both accuracy and fairness as it enables a model to

use missing values to its advantage. The flexibility and consistency of the adaptive algorithms
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demonstrated in our experiments highlights the importance of preserving the information in the

missing patterns in a wide range of cases. We hope that our insights can inform future work in fair

classification with missing values. Our findings could also be extended to scenarios such as missing

sensitive attributes, missing labels, and intersectional contexts.

For most types of classifiers, imputation is still a necessary step in a fair learning pipeline if

using data points with missing values. One consideration is that different imputation methods can

result in different predictions for a new data point (as can randomized procedures such as bagging

if imputation occurs downstream of the randomization). This presents an important challenge from

an individual fairness perspective: the choice of imputation may arbitrarily affect an individual’s

outcome. This parallels the “crisis in justifiability” that arises from model multiplicity, where a

model may be unjustifiable for an individual if another equally accurate model provides the indi-

vidual a better outcome [14]. A future direction of work can examine how to choose an imputation

given these challenges, as well as the role of a user who is being classified in making the choice.

A related question is whether data points with too many missing values should be withheld from

classification because of increased likelihood of classification error or volatility of the outcome, and

how to provide recourse when a user is unclassified due to missing data. Ultimately, the ubiquity

of missing data in the real world means that new developments in fairness with missing values have

the potential to be broadly impactful and create better, fairer societal outcomes.
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Experiment Details

A.1 Distribution of synthetic data

We report the distribution of the synthetic dataset introduced in chapter 6. For each combination

of predictive label and sensitive attribute, we sample data points from a different, fixed distribution

(bivariate Normal for data points with X2 present and Gaussian for data points with X2 missing).

X2 present

Group Distribution N

P (X1, X2|Y = 1, S = 1) N

([
−3
−3

]
,

[
2 0

0 2

])
400

P (X1, X2|Y = 1, S = 0) N

([
−3
+3

]
,

[
2 0

0 2

])
400

P (X1, X2|Y = 0, S = 1) N

([
+3

−3

]
,

[
2 0

0 2

])
400

P (X1, X2|Y = 0, S = 0) N

([
+3

+3

]
,

[
2 0

0 2

])
400

X2 missing

Group Distribution N

P (X1|Y = 1, S = 1) N (3, 3) 100

P (X1|Y = 1, S = 0) N (3, 3) 300

P (X1|Y = 0, S = 1) N (−3, 3) 100

P (X1|Y = 0, S = 0) N (−3, 3) 300

Table A.1: Distribution of the synthetic data. N denotes the number of data points sampled from
the group distribution.
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A.2 Hyperparameters

For algorithms with tunable hyperparameters used in the experiments, we report the values of the

hyperparameters that were tested.

Algorithm Hyperparameter Synthetic COMPAS/Adult HSLS

DispMistreatment τ {0.01, 0.1, 1, 10, 100} {0.01, 0.1, 1, 2, 5, 10} {0.01, 0.1, 1, 10, 100}

FairProjection tol {0, 0.001, 0.01, 0.1, 0.5} {0, 0.001, 0.01, 0.05, 0.1, 0.5, 1} {0, 0.001, 0.01, 0.1, 0.5}

Reduction ε N/A N/A {0.001, 0.005, 0.01, 0.02, 0.05, 0.1, 0.2, 0.5, 1, 2}

ROC ε N/A N/A {0.001, 0.003, 0.01, 0.03, 0.1, 0.3, 1}

Missing pattern clustering k 1 N/A {500, 1000, 1500, 2000, 4000}
(α, β) (1, 0) N/A (0.6, 0.3)

Table A.2: Summary of hyperparameters tested for the experiments with linear fair classifiers. The
DisparateMistreatment, FairProjection, Reduction, and ROC fairness-intervention algorithms
have tunable hyperparameters, as well as the missing pattern clustering adaptive algorithm.

Algorithm Hyperparameter Values

FairProjection tol {0.000, 0.001, 0.01, 0.1}

Reduction ε {0.001, 0.01, 0.1, 0.5, 1}

FairMissBag # bags 20 (FairProjection)

10 (Reduction, EqOdds)

Table A.3: Summary of hyperparameters tested for the experiments with general fair classifiers. The
FairProjection and Reduction fairness-intervention algorithms have tunable hyperparameters, as
does FairMissBag.

A.3 Missing pattern clustering on HSLS

We report additional results for the missing pattern clustering algorithm on the HSLS dataset. As

indicated above, we tested minimum cluster sizes of 500, 1000, 1500, 2000, and 4000. The average

number of clusters produced from missing pattern clustering across all trials was 2.5 for k = 500,

1.8 for k = 1000 and k = 1500, 1.5 for k = 2000, and 1.3 for k = 4000. The highest number of

clusters obtained from a single trial was 5. As the minimum cluster size is increased, the average

number of clusters decreases monotonically as expected. The low average cluster counts indicate

that the missing pattern clustering algorithm was not always able to find a viable split of the
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missing patterns (see the discussion of the semi-synthetic experimental results in Section 6.4.1 for

an explanation on this behavior).

56



References

[1] Abbasi, M., Bhaskara, A., and Venkatasubramanian, S. (2021). Fair clustering via equitable
group representations. In Proceedings of the 2021 ACM conference on fairness, accountability,
and transparency, pages 504–514.

[2] Agarwal, A., Beygelzimer, A., Dud́ık, M., Langford, J., and Wallach, H. (2018). A reductions
approach to fair classification. In International Conference on Machine Learning, pages 60–69.
PMLR.

[3] Ahmadian, S., Epasto, A., Knittel, M., Kumar, R., Mahdian, M., Moseley, B., Pham, P., Vas-
silvitskii, S., and Wang, Y. (2020a). Fair hierarchical clustering. Advances in Neural Information
Processing Systems, 33:21050–21060.

[4] Ahmadian, S., Epasto, A., Kumar, R., and Mahdian, M. (2020b). Fair correlation clustering.
In International Conference on Artificial Intelligence and Statistics, pages 4195–4205. PMLR.

[5] Alghamdi, W., Hsu, H., Jeong, H., Wang, H., Michalak, P. W., Asoodeh, S., and Calmon, F. P.
(2022). Beyond Adult and COMPAS: Fair multi-class prediction via information projection. In
Advances in Neural Information Processing Systems.

[6] Anderson, N., Bera, S. K., Das, S., and Liu, Y. (2020). Distributional individual fairness in
clustering. arXiv preprint arXiv:2006.12589.

[7] Arun, K., Ishan, G., and Sanmeet, K. (2016). Loan approval prediction based on machine
learning approach. IOSR J. Comput. Eng, 18(3):18–21.

[8] Asan, O., Bayrak, A. E., and Choudhury, A. (2020). Artificial intelligence and human trust in
healthcare: Focus on clinicians. Journal of Medical Internet Research, 22.

[9] Bellamy, R. K., Dey, K., Hind, M., Hoffman, S. C., Houde, S., Kannan, K., Lohia, P., Martino,
J., Mehta, S., Mojsilovic, A., et al. (2018). Ai fairness 360: An extensible toolkit for detecting,
understanding, and mitigating unwanted algorithmic bias. arXiv preprint arXiv:1810.01943.

[10] Bera, S., Chakrabarty, D., Flores, N., and Negahbani, M. (2019). Fair algorithms for clustering.
Advances in Neural Information Processing Systems, 32.

[11] Bertsimas, D., Delarue, A., and Pauphilet, J. (2021). Beyond impute-then-regress: Adapting
prediction to missing data. arXiv preprint arXiv:2104.03158.

57



References 58

[12] Bhaskaruni, D., Hu, H., and Lan, C. (2019). Improving prediction fairness via model ensemble.
In 2019 IEEE 31st International Conference on Tools with Artificial Intelligence (ICTAI), pages
1810–1814. IEEE.

[13] Binns, R. (2020). On the apparent conflict between individual and group fairness. In Proceed-
ings of the 2020 conference on fairness, accountability, and transparency, pages 514–524.

[14] Black, E., Raghavan, M., and Barocas, S. (2022). Model multiplicity: Opportunities, concerns,
and solutions. In 2022 ACM Conference on Fairness, Accountability, and Transparency, pages
850–863.

[15] Blum, A. and Stangl, K. (2019). Recovering from biased data: Can fairness constraints improve
accuracy? arXiv preprint arXiv:1912.01094.

[16] Breiman, L. (1996). Bagging predictors. Machine learning, 24:123–140.

[17] Brubach, B., Chakrabarti, D., Dickerson, J. P., Srinivasan, A., and Tsepenekas, L. (2021).
Fairness, semi-supervised learning, and more: A general framework for clustering with stochastic
pairwise constraints. In Proceedings of the AAAI Conference on Artificial Intelligence, volume 35,
pages 6822–6830.

[18] Buolamwini, J. and Gebru, T. (2018). Gender shades: Intersectional accuracy disparities in
commercial gender classification. In Friedler, S. A. and Wilson, C., editors, Proceedings of the 1st
Conference on Fairness, Accountability and Transparency, volume 81 of Proceedings of Machine
Learning Research, pages 77–91. PMLR.

[19] Calmon, F., Wei, D., Vinzamuri, B., Natesan Ramamurthy, K., and Varshney, K. R. (2017).
Optimized pre-processing for discrimination prevention. In Guyon, I., Luxburg, U. V., Bengio,
S., Wallach, H., Fergus, R., Vishwanathan, S., and Garnett, R., editors, Advances in Neural
Information Processing Systems, volume 30. Curran Associates, Inc.

[20] Caton, S., Malisetty, S., and Haas, C. (2022). Impact of imputation strategies on fairness in
machine learning. Journal of Artificial Intelligence Research, 74:1011–1035.

[21] Celis, L. E., Huang, L., Keswani, V., and Vishnoi, N. K. (2019). Classification with fairness
constraints: A meta-algorithm with provable guarantees. In Proceedings of the conference on
fairness, accountability, and transparency, pages 319–328.

[22] Celis, L. E., Huang, L., Keswani, V., and Vishnoi, N. K. (2021). Fair classification with noisy
protected attributes: A framework with provable guarantees. In International Conference on
Machine Learning, pages 1349–1361. PMLR.

[23] Chen, I., Johansson, F. D., and Sontag, D. (2018). Why is my classifier discriminatory?
Advances in neural information processing systems, 31.

[24] Chen, X., Fain, B., Lyu, L., and Munagala, K. (2019). Proportionally fair clustering. In
International Conference on Machine Learning, pages 1032–1041. PMLR.

[25] Chierichetti, F., Kumar, R., Lattanzi, S., and Vassilvitskii, S. (2017). Fair clustering through
fairlets. Advances in neural information processing systems, 30.

58



References 59

[26] Chouldechova, A. (2017). Fair prediction with disparate impact: A study of bias in recidivism
prediction instruments. Big Data, 5(2):153–163.

[27] Chzhen, E., Denis, C., Hebiri, M., Oneto, L., and Pontil, M. (2019). Leveraging labeled
and unlabeled data for consistent fair binary classification. Advances in Neural Information
Processing Systems, 32.

[28] Crenshaw, K. (1989). Demarginalizing the intersection of race and sex: A black feminist
critique of antidiscrimination doctrine, feminist theory and antiracist politics. The University of
Chicago Legal Forum, 140:139–167.

[29] Dastin, J. (2018). Amazon scraps secret ai recruiting tool that showed bias against women.
Reuters.

[30] Davenport, T. H. and Kalakota, R. (2019). The potential for artificial intelligence in healthcare.
Future Healthcare Journal, 6:94 – 98.

[31] Diao, J. A., Powe, N. R., and Manrai, A. K. (2021). Removing race from kidney function
estimates—reply. JAMA, 325(19):2018–2019.

[32] Donini, M., Oneto, L., Ben-David, S., Shawe-Taylor, J. S., and Pontil, M. (2018). Empirical
risk minimization under fairness constraints. Advances in Neural Information Processing Systems,
31.

[33] Dressel, J. and Farid, H. (2018). The accuracy, fairness, and limits of predicting recidivism.
Science Advances, 4(1):eaao5580.

[34] Dua, D. and Graff, C. (2017). UCI machine learning repository.

[35] Dutta, S., Wei, D., Yueksel, H., Chen, P.-Y., Liu, S., and Varshney, K. (2020). Is there a
trade-off between fairness and accuracy? A perspective using mismatched hypothesis testing. In
III, H. D. and Singh, A., editors, Proceedings of the 37th International Conference on Machine
Learning, volume 119 of Proceedings of Machine Learning Research, pages 2803–2813. PMLR.

[36] Dwork, C., Hardt, M., Pitassi, T., Reingold, O., and Zemel, R. (2012). Fairness through
awareness. In Proceedings of the 3rd innovations in theoretical computer science conference,
pages 214–226.

[37] Emmanuel, T., Maupong, T., Mpoeleng, D., Semong, T., Mphago, B., and Tabona, O. (2021).
A survey on missing data in machine learning. Journal of Big Data, 8(1).

[38] Feffer, M., Hirzel, M., Hoffman, S. C., Kate, K., Ram, P., and Shinnar, A. (2022). An empirical
study of modular bias mitigators and ensembles. arXiv preprint arXiv:2202.00751.

[39] Feldman, M., Friedler, S. A., Moeller, J., Scheidegger, C., and Venkatasubramanian, S. (2015).
Certifying and removing disparate impact. In Proceedings of the 21th ACM SIGKDD Interna-
tional Conference on Knowledge Discovery and Data Mining, pages 259–268.

[40] Fernando, M.-P., Cèsar, F., David, N., and José, H.-O. (2021). Missing the missing values:
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